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Notations
The following abbreviations and notions are used throughout the thesis:

SARP Share-a-Ride Problem
DARP Dial-a-Ride Problem
BRP Bicycle Rebalancing Problem
FIP Freight Insertion Problem
one-FIP Only one parcel is allowed to insert between a

passenger trip in the settings of the FIP
Origin The location where the request is to be picked up
Destination The location where the request is to be delivered/dropped off
Request It can be a passenger or a parcel, one request related to

one origin stop and one destination stop
Stop Either the origin or destination of a passenger or a parcel
τki Time point when taxi k leaves stop i
Ai Arrival time at stop i
[ei, li] Time window for stop i
Wi Waiting time at stop i if a taxi arrives earlier than the

time window of stop i, Wi = max(0, ei −Ai)
Fi Time slack of request i
Bi The time when service at i starts, Bi = Ai +Wi + Fi
si Service time of request i
Di Departure time from stop i, Di = Bi +Wi + Fi + si
Ri Ride time of request i, Ri = Di+σ −Di





Chapter 1

Introduction

In this thesis, we focus on reducing the number of vehicles running on a route by sharing
transportation, which will contribute to alleviate the pollution and city congestion. Overall,
the thesis can be divided into two parts: taxi sharing and bicycle sharing. Both fall in the
category of the rich pickup and delivery problem (PDP). From the academic perspective, the
PDP can be divided into three categories: many-to-many, one-to-many-to-one, and one-to-
one problems. In many-to-many problems, any request can supply or receive commodity;
while in one-to-many-to-one problems, commodities are initially available at the depot and
are delivered to other requests and return to the depot; and in one-to-one problem, each
request has a given origin and destination point (Berbeglia et al., 2007). Some real-life
applications of the PDP are as follows:

1. The Dial-a-Ride problem; for example, door-to-door transportation services for eld-
erly or disabled people.

2. Rebalancing problem; for example, bicycle sharing, one-way car sharing rebalancing
problem. In a bicycle/car-sharing system, a user can take a bicycle/car from one
location, use it for a trip and then leave it at another location. This behavior leads
to an unbalanced situation in which some locations become full and others are empty.
Hence, a bicycle/car-sharing system requires a repositioning procedure to redistribute
the bicycles/cars.

3. Capacitated vehicle routing problem with pickups and deliveries; for example, the
grocery industries, where the supermarkets are the pickup points, and the grocery
suppliers are the delivery points.

4. Collection and vehicle routing problem in reverse logistics; for example, the soft drink
distribution problem that involves delivering a variety of drinks and simultaneously
picking up empty recyclable cans and bottles.

5. Multiple carriers problem; for example, a third-party logistics provider uses various
contract carriers to provide transportation services for a wide range of customers. If
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the company uses multiple vehicles to service one customer, split pickup and delivery
loads is considered for load planning.

6. Pickup and delivery problem with transfers; for example, industry application and
transportation area, including pickup-and-delivery requests. Each pickup-and-delivery
request can be served directly by one vehicle, or by being picked up and transported
to a transfer station and delivered to the destination by another vehicle.

7. Maritime transportation related pickup and delivery problem; for example, offshore
oil supplement-related ship routing and scheduling.

The remainder of this chapter is organized as follows. First, we introduce the ride
sharing and bicycle sharing. The limitations of the existing transportation sharing system
are discussed subsequently. Next, we formulate the research objectives and describe the
methodology in the thesis. Finally, we give an overview of the thesis.

1.1 Existing Techniques for Ride Sharing

Ride sharing is a mode of transportation, which allows one party to share a vehicle with
another party having the same or similar route. Many researchers did survey to check the
willingness of passengers for ride sharing. For instance, Redmiles (2013) mentioned over
70% of survey participants are willing to pay the taxi-sharing fees compared with their
original travel budgets when the maximal waiting time is guaranteed within 10 minutes;
the acceptable number of the taxi-sharing passengers in the study was three.

Nowadays, passengers can easily book a taxi though mobile app, the payment can
be made by cash or card. The booking message will send to the ride sharing system
immediately. Normally, the system will cluster the passengers, then send to each passenger
the estimate charge, assigned taxi and the estimate arriving time. Usually, one can save
money through sharing taxis with other passengers. Unfortunately, we didn’t find any
company open their data related to how long a passenger need to wait on average. It is
also quite difficult to obtain any information about the cluster and assignment algorithm.
Based on real-life situation, we think they should consider at least the capacity factor,
price factor, time window factor, and vehicle routing factor.

Overall, existing software for mobile devices provides freedom and convenience for
people to use the vehicle sharing. The popular taxi and car-based transportation sharing
applications include UberPOOl, Lyftline, blablacar, Hailo, DJump, Taxipal, Taxify,
Join up taxi, Jumpin, and didi taxi. Other rent-based car sharing apps include Sidecar, city
car club, minicab, Enjoy, 55688, GoMore, pendlernet, stadtmobil, book-n-drive, teilAuto,
einfach mobile, car2go, Drivenow, mobizen, citycarclub, cambio, and Denzeldrive. In
the following paragraph, we will take UberPOOL as an example to explain the operation.

UberPOOL1 is a service provided by Uber, which allows drivers with extra space in
their vehicles to pick up passengers going the similar route. The average UberPOOL adds

1https://get.uber.com/cl/uberpool/
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only a few minutes to a passenger’s trip, but the price is with rates up to 50% less than
UberX (another low price Car-hailing service of Uber, UberX is often 40% cheaper than
the local taxi service according to Uber’s claim). When the UberPOOL platform find a
match for the passengers, the passenger will be notified the co-rider’s first name. Even if
the passengers do not find a match, the passenger still gets a discount. Due to UberPOOL
follows the similar operation process as other Uber service, an explanation for the Uber
service is essential. Uber is a car-hailing platform, it does not own cars or drivers, which
means quite cost efficient to operate a company. Each day and each hour, these drivers
decide whether or not to open the Uber application and accept requests for rides from
Uber customers. Many of them work on multiple services (not limited to only use Uber
platform). Passengers can pre-book a ride, and will be able to view the estimate fares to
ensure they are comfortable with paying the price. All fares are paid via cashless credit
card payment option. On average, over 80% of Uber fares go to the drivers. Furthermore,
Uber uses “price surging model” to charge the passengers. With this model, Uber rates
increase to get more cars on the road and ensure reliability during the peak hours. When
enough cars are on the road, prices go back down to normal levels. According to Uber’s
statement, the dynamic pricing policy affects less than 10% of trips, which is most common
on peak times on Friday and Saturday nights, on holidays Eve, or during particularly big
events and bad weather conditions. To ensure the safety, Uber run criminal background
checks for drivers who applied for using Uber. All the applied drivers need to meet with
mentor driver who had given at least 150 rides and earned the title of “mentor”. The
mentor could check the major safety features on the applied car, like tire tread and seat
belts. The insurance card and driver’s license will also be checked. Furthermore, Uber
provide feedback platform, one can rate ride mate, rate driver, rate passengers. The users
would develop a relevant “reputation” to provide suggestions for others to make decision
when take a ride.

In addition, the car/taxi-based transportation sharing companies have already affected
travel behaviour of the travellers. The advantage of the existing car-sharing systems is
that it is user-friendly and convenient, which plays an important role in the sustainability
of the service. Nevertheless, there are some limitations to the car-sharing system, which
include the following:

1. Safety issue, which means lack of security for participants: sharing a car with
strangers may discourage people from using these systems. Passengers may highly
vary in terms of cultural, educational, and financial backgrounds, tracking of the car
should be put in place.

2. Passenger’s discomfort issue: e.g., longer travel time.

3. Customer’s attraction issue: ride sharing is not attractive for affluent passengers, and
taxi/car-Sharing is not cheap enough to attract other passengers who using bus or
metro for transportation.

To successfully run a ride sharing system, one has to take these limitations into account
to overcome the limitations.
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1.2 Existing Techniques of Bicycle Sharing

A bicycle sharing system is a form of public transportation that provides bicycles for
short-term use. Bicycle sharing systems include the station-based and lock-based systems.
Station-based systems include a network of stations with automated docking points for
picking up and returning bicycles, and the bicycles must be pickup from or drop-off at
bicycle stations. Lock-based systems have an automated lock attached to the bicycle,
allowing the bicycle to be docked or retrieved from any location. By the summer of
2014, more than 600 cities around the world had implemented the public bicycle sharing,
including Antwerp, Brisbane, Copenhagen, Hangzhou, New York, Paris, and so on. The
bicycles can be checked-in and out through the use of a smart card, key, or even one-time
password. Most bicycle sharing system have fix bike sharing station, the modern sensors
allows real time monitoring of occupancy rates at each station. After finish the trip, the
riders can drop off the bicycle at any bicycle station.

Similar to ride sharing, the bicycle sharing platform provides new option for traveling,
which gives users easier, faster access to the destinations in the following situations: (a)
the area lacks other public transportation modes; (b) there are long walking distances
when transferring between the public transportation modes; (c) there is limited/expensive
parking at the destination; (d) there is too much traffic at destination. The use of the
public bicycle leads to fewer cars on the road (particularly in the urban areas), which
reduces the traffic congestion and improves the air quality. Furthermore, it is cheaper than
using a car and saves time in the congested areas compared to travel by car or on foot.
Public bicycles can also provide the public health benefits and help reduce the healthcare
costs. However, riding bicycle does have disadvantages, which includes the safety issue,
sensitivity to the weather (e.g. ride bicycle is not a good option on snowy or rainy days),
terrain depended (e.g. much more easier to ride a bicycle on the flat area rather than the
hilly areas), etc.

1.3 Limitations of Research into the Transportation

Sharing System

In the previous section we deliberate the ride sharing and bicycle sharing of the existing
transportation system from an application perspective. We will discuss the high level
transportation sharing system in this section, focus on the limitation of the research in
this area.

Most papers on the subject of shared transportation only consider the passenger trans-
portation separately from freight transportation, with the major focus on passenger trans-
portation inside a city. However, the freight transportation also serves an important role
to satisfying the needs of the society. The European Environment Agency has projected
25 percent growth over all freight modes by 2030 in EU (SOER, 2010). Surveys indicate
that the demand for urban freight transport is growing (OPS, 2013). Moreover, worldwide
urbanization has led to larger cities (OECD, 2003). However, due to the negative affect
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to environment and safety issue caused by freight transportation, various governments have 
implemented policies in the forms of licenses and regulations (Browne et al., 2005), which 
includes: (i) vehicle-based restrictions (such as vehicles types, size and weights); (ii) zone-
based restrictions (e.g. zones for certain vehicle types, zone for night delivery, and dedicated 
zones for loading/unloading); (iii) time-based restrictions (such as time windows for delivery 
and loading/unloading); (iv) adaptive access charges based on specific times or 
environmental circumstances (e.g. toll fees and parking fees). In addition the restriction to 
the freight transport, we have much more less trucks than private car or even trucks. The 
number of trucks is much less than private cars and taxis. Take Singapore as an example, 
in 2011 the number of private car is 966,704, together with 27,051 taxis, 159,768 trucks 
(LTA, 2012). The consequence is the delivery cost keep on increasing.

Accordingly, there is a need to rethink the existing transportation, aims to ensure the 
key city activities and at the same time reduce the impact that goods flows have on living 
conditions in the urban areas. While regions with declining populations require innovative 
mobility concepts if they want to remain economically and socially viable. Encouraging the 
shared transportation will increase the utilization, reliability, and efficiency of deliveries 
and increase quality of life by keeping public transport viable.

Moreover, a successful sharing program should be based on the positive user experi-
ences. Improving the procedure in such a program (such as maintenance of the stations, 
registration and billing processes, and long-term health impacts of the share operations) 
can make the sharing more desirable. However, only few studies consider the optimization 
of the involved process operations. Another issue is the lack of centralized optimization, 
public transportation companies and freight delivery companies mainly focus on maximiz-
ing their own profits.

The advent of the technology make us to rethink the exist transportation mode, for 
instance, encourage people to use bicycles or electrical cars. Internet has made it increas-
ingly easy for people to share resources, information and assets, at the same time share 
costs and risk. A number of on-going economic, societal, and environmental developments 
have indicated the impact of sharing. Therefore, we choose sharing transportation as our 
research topic.

1.4 Objective and Research Problem(s)

The objective of this thesis is to study feasibility of the transportation resource sharing in 
taxi based people-freight systems and bicycle-sharing systems, and to improve the usability 
of the both. The first part of the research focuses on the taxi resource being shared by both 
people and freight, while the second part is related to bicycle redistribution between dif-
ferent bicycle stations. We formulate four research problems, and present them separately 
in two parts.
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1.4.1 Taxi Sharing

The taxi sharing we present here not only involves sharing between passengers, but also
include sharing between passengers and parcels. EC (2008b) shows that parcels having
weight less than 2 kg represent 30-40 percent in the western part of the Europe. The
small size of the parcel provides possibilities to perform parcel delivery using the passenger
transportation network. Moreover, the parcel delivery market is huge: the value of the EU
parcels in the E-commerce market was estimated to be worth 42.4 billion euros in 2008
(EC, 2008a), and the expected size and growth of the EU internet economy was expected
to grow by 11 percent from 2015 to 2020 (EC, 2012). At the same time, the shortage
of experienced drivers, expensive maintenance costs, and higher requirements for service
(such as same-day delivery) have hindered the parcel delivery business. Furthermore, for
taxi-based people delivery services, we found that the taxi occupancy rate can be less than
50 percent, see Chapter 2. Based on this background, we propose a potential solution:
people-freight taxi sharing services.

In practice, there are already a few cases of the passengers and parcels. For example,
passenger airplanes also carry freight, while the Norwegian Hurtigruten line takes mail,
cargo, and passengers. These examples show that it is possible to share the resource over
different modes that are not traditionally connected to each other (for example, using
trams for freight). Observe that these two examples assume the separate use of the modes;
that is, they do not combine the people and freight. As far as we know, few studies have
studied the combination of the people and freight. Even among those that have, most of
the sharing concept and examples only allow freight transport to use the public transport
system during the specific periods, and certainly not mixed with people. For example,
Trentini and Mahléné (2010) listed a number of transport sharing examples between the
passengers and goods flows.

Combining the people and freight flows creates attractive business opportunities be-
cause the same transportation needs can be met with fewer vehicles and drivers. This
can make socially desirable transport options economically viable in rural areas where the
population is declining, while in urban areas it reduces the congestion and air pollution.
However, only few related research can be found in the literature. To fill this gap, we
propose a conceptual model using the taxi as the key mode of transportation. Through-
out Chapters 2-4, the methods for efficient people-freight combinations using taxis are
provided, analyzed, and quantified.

Our research in Chapters 2-4 is directly related to the Dial-A-Ride problem (DARP;
see Cordeau and Laporte, 2003a). The DARP consist of designing vehicle routes and
schedules for a number of users who specify pick-up and drop-off requests between the
origins and destinations. The aim is to plan a set of minimum cost vehicle routes capable
of accommodating as many users as possible, under a set of constraints. The DARP arise in
many practical application areas, such as taxi services, courier services, and transportation
of the elderly and disabled persons.

Similar to the DARP, we denote our models as the Share-a-Ride problem (SARP),
referring to the fact that people and freight are sharing the same taxis. In many cases,
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the request for transport (either people or freight) is known in advance. Examples include
taxi rides announced early for reserving capacity (for example, transportation for disabled
people, taxi rides to the airport). This availability of the information makes it possible
to set up models that efficiently match these different requests. Alternatively, during
execution (online), many more requests can pop up showing the need for dynamic models,
enabling real-time decision-making. Our main contribution is to extend the DARP both
in the direction of offline and online optimization.

Research Problem 1: the Offline Share-A-Ride Problems

The aim of the offline Share-A-Ride problems is to determine the limits of the feasibility
of a taxi sharing system, build a mathematical model of the real-life situation, and design
a solution method for corresponding optimization problems.

Note that people are very different from freight in terms of their requirements. For
example, the pickup and delivery times for people are in general more critical than those
of freight; combinations of packages might not be allowed/possible; the length of the detour
for picking up packages may not be acceptable; the costs/benefits from freight or people
may also be very different from each other; different priorities exist for people or freight,
etc.

To solve this problem, we build an offline Share-a-Ride problem (SARP) in which a
number of taxis in a given network are routed, fulfilling both packages and people requests
for transportation, considering the specific characteristics of both people and freight. We
also consider a special case for the SARP, which focuses on the inserting freight into the
known taxi trajectories (but only carrying people). In this latter freight insertion model,
we insert the freight in the best place in the trajectory given a similar set of constraints as
in the SARP. As such, the Freight Insertion Problem, is based on the SARP, has reduced
complexity (the routing is given, so only the scheduling/timing needs to be done) that
can be solved in reasonablee time. The deterministic offline SARP is solved exactly using
CPLEX for small instances. Large real-life instances are solved using an adaptive large-
neighborhood search heuristic.

Research Problem 2: the Stochastic Share-A-Ride Problems

The aim of the stochastic Share-A-Ride problems is to design a framework to solve the
stochastic SARP. The deterministic SARP does not adequately cover the real-life situ-
ations. For example, it ignores the uncertainty related to the transportation factors and
information about the requests. This motivated us to consider a stochastic variant of
the SARP. Note that the stochastic SARP gets closer to the online SARP (see next re-
search problem), but still handles the stochasticity as seen in real-life. The stochastic
SARP (where the stochasticity comes from the requests) can be modeled as a two-stage
stochastic program with recourse. Again, an adaptive large-neighborhood search heuristic
is used to solve this variant.
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Research Problem 3: the Online Share-A-Ride Problems

Online Share-A-Ride problems mean that the new requests occur dynamically in time,
but no information on future requests is available. The aim of this research problem
is to optimize online SARP decisions. We consider the combination of passenger and
freight transportation for situations where the routing and timing of the transport is not
predetermined and done in real-time. The original planning could also be disturbed by the
arrival of the new requests or changes in the old requests. These situations need online
optimization. A flexible neighborhood-based heuristic is used to dynamically optimize
these transportation challenges.

1.4.2 Bicycle Redistribution in Bicycle Sharing System

Modern bicycle sharing systems need to be organized and maintained to meet the demands
of the users. One-way bicycle sharing operations (pickup bicycle at station A, and drop-off
at station B) lead to a situation that some stations are occupied with many bicycles and
others left with few bicycles. Redistribution of the bicycles is needed in such a system by
means of a truck. The following problem arises: how to perform this rebalancing as quickly
as possible so that high-demand areas always have enough bicycles and high-supply areas
always have enough free parking places.

Research problem 4: the Bicycle Rebalancing Problems

The aim of the bicycle rebalancing problems is to develop an approach to planning a set of
minimum-time-span vehicle routes to ensure that the number of bicycles in different bicycle
stations between a lower bound and upper bound under a given set of constraints related to
the delivery times, vehicle capacity constraints, safe inventory level of each bicycle station,
etc.

1.5 Solution Methodology for Optimization Problems

Related to the PDP

The main purpose of this research is not only to formulate mathematical models but
also develop efficient algorithms to solve the mathematical models. Therefore, we briefly
describe the typical methodology related to the PDP.

From a macro-perspective, the methodology using in the thesis mainly falls into the cat-
egory of “algorithm engineering”. The notion “algorithm engineering” already proposed
in Beth and Gollmann (1989). Sanders (2009) define algorithm engineering as general
methodology, the author claims the main process consists algorithm design, analysis, im-
plementation and experimental evaluation. The loop guided with falsifiable hypotheses
validated by experiments (an experiment cannot prove a hypothesis but it can support it).
The experimental evaluation part have to be reproducible, which means other researchers
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repeat an experiment can draw the same conclusions. The algorithm implementations is
the basis for software used in application.

From a micro-perspective, the PDP extensions studied in this thesis are NP-hard, and
can be formulated as a mixed integer problem (MIP). In general, exact algorithms are de-
veloped to solve the small-sized problem instances of the PDP. For medium to large-sized
problem instances, most of the research focuses on approximation or heuristic methods.
For a in-depth survey, we refer to Parragh et al. (2008) and Berbeglia et al. (2007). In this
thesis, we mainly use the adaptive large neighborhood search heuristic, see Chapters 3 and
4, while hybrid metaheuristic methods are implemented in Chapter 5. The proposed hybrid
metaheuristic method includes the decomposition strategy, and adaptive large neighbor-
hood search in an attempt to solve the problem and subproblems.

1.5.1 Metaheuristic Method to Solve the PDP

Several metaheuristics have recently been proposed to solve the PDP effectively. Two
methods (Tabu Search and Adaptive Large Neighborhood Search) are most related to this
thesis; they are effective and flexible for handling the real-life applications.

In the tabu search, the procedure moves from a solution to the best solution in its
neighborhood at each iteration; prohibitions (named tabu) are introduced to discourage
the search from coming back to previously visited solutions, e.g. Glover (1989) and Glover
(1990). The tabu search method can be improved by embedding enhanced intensific-
ation and diversification techniques, as shown in William and Barnes (2000), Cordeau
and Laporte (2003a) and Cordeau and Laporte (2007). Tabu search is involved with the
short-term, medium-term, and long-term memory as a sophisticated intensification method
(Talbi, 2009).

The adaptive large neighborhood search (ALNS) framework was introduced by Ropke
and Pisinger (2006). The procedure starts from an initial solution, which is continually
improved by applying several removal and insertion operators until the stopping criterion
is reached.

1.5.2 Matheuristic Approach

Matheuristics are optimization algorithms based on the interoperation of metaheuristics
and mathematical programming (MP) techniques (Boschetti et al., 2009). An essential
feature is the exploitation in some part of the algorithms of the features derived from the
mixed integer problem model. Some studies have been conducted in relation to the use of
the matheuristic approach on the PDP. For instance, Roberto and Nora (2011) proposed
a matheuristic for the DARP. The algorithm transforms the original graph of nodes into
a graph, which is smaller than the original one. A classical assignment problem is defined
and solved. The special tabu search (named Granular tabu search) is implemented to guide
the local search. For the survey of matheuristics for routing problems, we refer to Archetti
and Speranza (2014).
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1.6 Overview of the Thesis

In the Pickup and Delivery Problem (PDP), freight or people have to be transported by
vehicles between origins and destinations. In this thesis, we propose solutions for the PDP
variants related to the people and freight transportation.

The first part includes Chapters 2-4, which concerns the design of combining people and
freight flows by taxis. The taxi sharing service can provide extra options for both passengers
and parcels. From a passenger and parcel delivery company perspective, they can gain
cheaper trips, especially in rural areas where the population density is low. From a taxi
driver perspective, the drivers can gain more profit. Furthermore, it reduces the congestion
and air pollution because the same transportation needs can be met with fewer vehicles
and drivers. In the second chapter, we introduce the SARP and define the mathematical
model of the SARP. A reduced problem, based on the SARP which we call the Freight
Insertion Problem (FIP) is also presented. We present MILP formulations and perform
a numerical study of both static and dynamic scenarios. The obtained numerical results
provide valuable insights into successfully implementing a taxi sharing service. In the
third chapter, we propose an adaptive large neighborhood search (ALNS) heuristic to
solve the static SARP. The proposed solution is tested on three sets of realistic instances.
The performance of our heuristic is benchmarked against a mixed integer programming
(MIP) solver and Dial-a-Ride Problem (DARP) test instances. Compared to the MIP
solver, our heuristic is superior in both the solution times and the quality of the obtained
solutions if the CPU time is limited. In the fourth chapter, we add the stochastic travel
times and stochastic delivery locations to the static SARP, and formulated a two-stage
stochastic programming model with recourse. Our solution methodologies integrate the
ALNS and three sampling strategies for scenario generation: fixed sample size sampling,
sample average approximation, and sequential sampling procedure. A computational study
is carried out to compare the proposed approaches. The results suggest that stochastic
information is valuable in real-life and that stochastic solutions can drastically improve the
performance of a taxi sharing system compared to the deterministic solution.

The second part is focused on improving existing bicycle sharing services by using
vehicles to transport bicycles from full stations to stations with shortages to balance the
bicycle sharing network (Chapter 5). We formally define the problem and present a math-
ematical formulation. This formulation, however, is too complex for exact solvers. We
propose a hybrid ALNS method to solve this problem, which includes four operators: 2-
OPT heuristic, remove insertion heuristic, neighborhood search for replenishment quantity
optimization, and a mathematical solution for replenishment quantity optimization. The
method provides good bounds in a reasonable time. This shows that our approach is suit-
able for practical implementation in bicycle sharing systems. The proposed heuristic can
also be applied to other vehicle routing problems, as well as to other sharing systems.

The chapters of this thesis are based on the following papers:

1. Chapter 2: Li, B., Krushinsky, D., Reijers, H.-A., and Van Woensel, T. (2014).
The Share-a-Ride Problem: People and Parcels Sharing Taxis. European Journal of
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Operational Research, 238 (1): 31-40.

2. Chapter 3: Li, B., Krushinsky, D., Van Woensel, T., and Reijers, H.-A (2015).
An Adaptive Large Neighborhood Search Heuristic for the Share-a-Ride Problem.
Computers & Operation Research, forthcoming.

3. Chapter 4: Li, B., Krushinsky, D., Van Woensel, T., and Reijers, H.-A (2015).
The Share-a-Ride Problem with Stochastic Travel Times and Delivery Locations.
Transportation Research Part C: Emerging Technologies, conditionally accepted.

4. Chapter 5: Li, B., Krushinsky, D., Van Woensel, T., and Reijers, H.-A (2015).
Rebalancing in a Bike Sharing System: A hybrid Adaptive Neighborhood Search
Approach. Working paper.





Chapter 2

The Share-a-Ride Problem:
People and Parcels Sharing Taxis

2.1 Introduction

In many real-life situations, especially in urban areas, people and freight transportation
operations are handled separately. Little research is available on the efficiency gains that
can be obtained by combining individual freight and passenger transportation streams. A
lack of real-time information and the increased planning complexity due to such a com-
bination are among the main reasons. Our research fills in this gap and explores People
and Freight Integrated Transportation problems (PFIT problems) with a particular focus
on taxis. As such, this chapter focuses on the integration of these two distinct networks.
Combining people and freight flows create attractive business opportunities because the
same transportation needs can be met with fewer vehicles and drivers. In order to facil-
itate effective people-freight flows, efficient planning models are needed to deal with these
challenging environments.

The goal of this chapter is to study the potential benefits and drawbacks of combining
people and parcel flows using taxis. To achieve this goal, we propose two models for
scheduling such a combined system and perform a numerical study using real taxi trail
data (SF, 2008), as shown in Figure 2.1. Note that this figure reflects the trails of 528
taxis in San Francisco, based on historical data of one month.

The developed models are based on the well-known Dial-a-Ride Problem. Dial-a-Ride
problem (DARP) consists of designing vehicle routes and schedules for a number of users
who specify delivery requests as defined by pickup and drop-off points. The aim is to
plan a set of minimum cost vehicle routes capable of accommodating as many users as
possible, under a set of constraints. DARP arises in many practical application areas,
for instance, taxi and courier services, transportation of elderly and disabled persons, etc.
The key difference in this chapter as compared to the original DARP formulation is the
possibility of combining people and parcels together in the same taxi: people have different
requirements and objectives (lead time, allowed delay, travel time, etc.) than parcels when
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Figure 2.1 Trails of taxis in San Francisco (darker regions mean higher density of trails)

being transported.
A key contribution of this chapter is to establish models that introduce these different

requirements and objectives into the DARP. Similar to the DARP, we denote this new
class of models as Share-a-Ride Problem (SARP), referring to the fact that people and
parcels share the same taxis. The differences between the SARP and the DARP can be
summarized as follows:

(i) The SARP ensures that any passenger request must be processed within a given
time period, and parcels have no such constraints.

(ii) Passenger service has a higher priority: we can insert at most η requests between
the pickup and the drop-off point of a passenger (η ∈ {0, 1, 2, ...}).

(iii) In the DARP and the SARP, the time window and travel time constraints lead to
time slacks. Most DARP models in the literature do not consider the time slacks. Even
if some DARP model has the constraints related to the time slacks, the time slacks can
always be put forward to the previous requests or postponed to the following requests.
However, for the SARP, the discount for passengers in the objective function is related to
extra ride time as compared to the direct trip. Thus, when the taxi is serving a passenger,
it is better not to assign any time slacks within the passenger trips.

We present MILP formulations for the SARP, solved exactly using GUROBI. Due
to the complexity of the problem, we can solve only small SARP instances. To attend
a higher level of realism, we provide numerical results for the SARP under a dynamic
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environment. A reduced problem based on the SARP, denoted as the Freight Insertion
Problem (FIP), starts from a given route for handling the people requests and inserts the
parcel requests into this route. As such, the FIP that only allow one parcel insert into one
passenger’s trip, based on the SARP, has a reduced complexity (the routing is given, only
the scheduling/timing needs to be done) that can be solved reasonably fast for realistic
instances.

This chapter is organized as follows. In Section 2.2, we provide a literature review.
The descriptions of the SARP and FIP are presented in Section 2.3. We discuss the static
SARP model formulations and dynamic framework in Section 2.4. Then, in Section 2.5, we
develop the model formulation for the FIP. Section 2.6 summaries experimental settings.
The numerical results are presented in Section 2.7. Section 2.8 concludes the chapter with
a summary and directions for future research.

2.2 Literature Review

In recent years, there has been an increasing interest in people and freight sharing systems.
A comprehensive survey on sharing transport between people and freight was conducted
by Trentini and Mahléné (2010), who mainly provide relevant concepts and solutions in
order to improve urban mobility. The solutions listed show the possibility of using sharing
resources over different modes (e.g., using a tram for freight transportation). Traditionally,
these modes are not connected to each other. According to the classification of these
authors, our research falls in the branch of car-sharing.

According to the research of Agatz et al. (2012), car-sharing assumes that requests
need to share vehicles with others, and similar requests are grouped (with similar original
and destination points), then assigned to the vehicles. Car-sharing is usually considered
in terms of matching problems rather than scheduling problems. In other words, tradi-
tional car-sharing matches individuals who are close in time and space. The objective of
car-sharing is to maximize the number of matching between drivers and riders. From a
modeling point of view, these works mainly focus (see, e.g., Agatz et al., 2012) on a match-
ing between: (i) a single driver and multiple riders, (ii) multiple drivers and a single rider,
(iii) multiple drivers and multiple riders. The models are solved mainly using heuristic or
agent-based simulation methods. The reason is that car-sharing is usually related to large
amounts of data, which are difficult to be included when using exact methods. Agatz et al.
(2011) considered the problem of matching drivers and riders in a dynamic setting. They
presented a simulation study based on travel demand data from the Atlanta Metropolitan
area. Quadrifoglio et al. (2008) proposed a bus sharing system named MAST (Mobility
Allowance Shuttle Transit). The MAST service has a fixed base route that covers a specific
geographic zone with one or more mandatory checkpoints. Its innovative feature is that,
given an appropriate slack time, buses are allowed to deviate from the fixed path to pick
up and drop off passengers at their desired locations within a predetermined service area.

Furthermore, Fatnassi et al. (2015) explored the potential of integrating passengers and
goods in urban areas using automated transit systems. The proposed people and freight
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service problem should serve the requests with an adequate service level. Due to the electric
vehicles have limited battery capacity, the authors minimized the empty movements of the
vehicles.

Nguyen et al. (2015) introduced a practical hybrid transportation model for Tokyo city
that allows passengers and parcels handled in the same taxi. Real-life experimental data
set was used, which included more than 20,000 requests, 4,500 served taxis and 130,000
crossing points in Tokyo. The experimental results indicated the performance of the sharing
taxi model on different factors: benefits, distances, fuel, number of used taxis, etc.

Beside taxi, researchers also explore the possibilities for using bus for passengers and
parcels delivery. Jansen (2014) described the feasibility of an integrated passenger and
freight transportation system. Both line buses and taxis are examined for the integration.
Ghilas et al. (2013) concerned scheduling a set of vehicles to serve the passengers and
parcels. Computational results on a set of instances provide the insights on the benefits of
integrating passenger and freight transportation. Moreover, Masson et al. (2014) proposed
a scenario that goods are transported by city buses from a city consolidation center to a
set of bus stops. The problem is formulated to a two-tiered transportation problem, which
include both passenger and goods delivery.

From the modeling viewpoint, our problem is similar to the DARP. The aim of DARP
is to plan a set of minimum cost vehicle routes, under a set of constraints. The research on
DARP can be divided into two domains based on the information about requests: static
and dynamic. In the static case all the requests are known beforehand. In the dynamic
case the transportation requests are not known, or only partially known in advance. Study
of the DARP started in the late 1960s. Since then several versions of the DARP have been
proposed and several techniques were developed to solve the problem. Psaraftis (1980)
formulated and solved the single vehicle DARP using a dynamic program in which the
objective function is the minimization of the weighted sum of route completion time and
customer dissatisfaction. This paper provided an exact algorithm for solving DARP, but
they could only solve small instances. Concerning heuristic algorithms for DARP, the work
by Jaw et al. (1986) is a pioneering research within the area of DARP and most of the
following studies in this area are based on this work. In that paper, a sequential insertion
heuristic algorithm for solving the static DARP is described. For a more comprehensive
review of DARP, we refer the reader to Cordeau and Laporte (2003a) and Cordeau and
Laporte (2007) where a summary on the related algorithms is presented.

2.3 Problem Description

The problem under consideration can be described as follows. A number of taxis drive
around in a city to serve transportation requests coming from people. For the static
case, these requests are known beforehand (i.e., origin, destination and start time for each
person). The taxis then follow some trajectories in order to serve all these requests, as
shown in Figure 2.1 (which is based on historical data). This is, for example, the case
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for Connexxion1 (a transportation company in the Netherlands) where a large amount of
requests are known beforehand. Furthermore, taxis are allowed to deliver some freight
(parcels) in case it does not affect their passengers significantly.

A number of possible situations arise: (1) the taxi carries persons only; (2) the taxi
carries parcels only; (3) the taxi carries both person and parcel together; (4) a taxi driver
drives an empty taxi. Persons have priority over parcels. This last observation has con-
sequences for the routing of a taxi, but also for the expected extra time needed for picking
up a parcel. Note that in urban environments, the average time of a taxi trip is around 14
minutes SF (2008). Thus, only small deviations from this average travel time are acceptable
to human passengers.

Kamar and Horvitz (2009) mentioned several reasons causing a poor performance of
existing ride-sharing projects. Personal security and convenience concerns make people
reject taking a trip with strangers: people are concerned about gender, age, smoking
preference, etc. In our problem definition, we do not allow serving two passenger requests
simultaneously by one taxi. Furthermore, people and parcels have different characteristics
and required levels of service. The price for people delivery versus parcels delivery is
different, too. We assume that a single passenger will refuse to pay for the trip if the taxi
stops too many times or if the travel time exceeds the direct ride time significantly.

Based on this problem description, we build two mathematical models for the SARP
and the FIP. Figure 2.2 describes the settings of the two problems. The figure illustrates
the main difference between the two models: all requests are flexible in the SARP, but in
the FIP the routes are partially fixed beforehand based on the passenger requests. The
details are described in the following two paragraphs.

The SARP assumes that a parcel can be served by at most one taxi, with the possibility
of not been served at all. In the latter case, the “traditional” parcel service using a
dedicated freight network must be used. Either a vacant or a busy taxi can be chosen for
a passenger or parcel requests.

Our problem involves planning a fixed number of taxi routes capable of accommodating
all the people and as much freight (expressed as the number of parcels) as possible, under
a given set of constraints (related to pickup and delivery times, capacity of a taxi, etc.).
Note that people are different from parcels in terms of their requirements: the pickup
and delivery times for people are more critical than those for freight; some combinations
of parcels might not be allowed/possible; the length of a detour for picking up parcels
might not be acceptable; the costs/benefits from parcels and people also differ; various
priorities exist, etc. If the situation permits, a parcel can be picked up or delivered during
the passenger service. In that case, the passenger waits inside the taxi during the parcel
service. In general, several parcels (and a single passenger) may reside in a taxi at the
same time. By contrast, two passengers cannot be served simultaneously by one taxi. We
assume that the taxi company tries to maximize its total profit obtained from serving both
people and parcel requests.

The FIP has the same settings as the SARP but with an additional assumption: the

1http://taxi.connexxion.nl/
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Figure 2.2 An illustrative example of the SARP and the FIP
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assignments of passengers to taxis and sequences of their services are given. For a taxi,
a new parcel request can be picked up or delivered during the passenger service. The
passenger waits inside the taxi during the parcel service time.

2.4 The Share-a-Ride Problem

This section presents the mathematical formulations for the SARP and the FIP models.
First of all, let us clarify some notions that will be used throughout the rest of the chapter.
Each service request (a passenger or a parcel) is associated with two spatial points where a
taxi has to stop: its origin, where a passenger or a parcel is picked up, and the destination.
We will use the word stop to refer to either the origin or destination of a passenger or a
parcel. Furthermore, we assign to each stop a unique index, even though some of them
may refer to the same point in space. Within this setting each request is uniquely defined
by its origin, and we will use a shortcut “request i” to denote a passenger or a parcel picked
up at stop i. Table 2.1 lists all the relevant parameters and variables used.

2.4.1 The Static Share-a-Ride Problem Formulation

The demands of passengers and parcels are defined by a set of requests. Let σ denote the
number of requests to be served, which include m parcels and n passengers. The SARP is
defined on a complete undirected graph G = (V,E) where V = V p∪V f∪{0, 2σ+1}. Subsets
V p and V f correspond to passenger and parcel stops, respectively, while nodes 0 and 2σ+1
represent the origin and destination depots. For easy referencing, we arrange all stops in
V in such a way that all origins precede all destinations, origins of passengers precede
origins of parcels, and destinations of passengers precede those of parcels. Furthermore,
the destination of each request can be obtained as its origin offset by a fixed constant σ.

Let K be the set of vehicles, each vehicle k ∈ K has a capacity Qk and the total
duration of its route cannot exceed Tk. Each stop i is associated with a load qi such that
q0 = q2σ+1 = 0, qi = −qi+σ (i = 1, 2, . . . , σ). A time window [ei, li] is also associated with
node i ∈ V where ei and li represent the earliest and latest time, respectively. With each
edge (i, j) ∈ E are associated a distance dij and a travel time tij.

For each arc (i, j) ∈ A and each vehicle k ∈ K, let xkij = 1, if vehicle k travels from
node i directly to node j. For each node i ∈ V and each vehicle k ∈ K, let τ ki be the
time that vehicle k begins to serve node i, and wki be the load of vehicle k after visiting
node i. For each passenger i (i ∈ V p,o), let rki be his/her ride time on vehicle k, the
maximum ride time of i is denoted by $i. The initial profit obtained from a passenger and
a parcel are represented by α and β, respectively; while the average profit per kilometer
are denoted by γ1 and γ2. Moreover, the cost per kilometer is γ3. The discount factor
for exceeding the direct delivery time of passengers is represented by γ4. Finally, we use
variables Pi ∈ {1, 2, . . . , 2(m + n + 1)} to define the serving sequence of taxis, and the
maximum number of requests that can be served between one passenger is defined by η.

Given these notations, the formulation of the SARP is as follows:
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Table 2.1 Parameters and variables for the SARP and the FIP models

n,m Number of passengers and parcels, respectively
K Set of taxis, K = {1, 2, . . . , |K|}
V p Set of passenger stops
V f Set of parcel (freight) stops
V p ∪ V f Set of all stops, V p ∪ V f = {1, 2, . . . , 2σ}, σ = m+ n
V = V p ∪ V f ∪ {0, 2σ + 1}, 0 and 2σ + 1 represent the origin and the destination

of a taxi (i.e., depots), respectively
V p,o Set of passenger origins V p,o = {1, 2, . . . , n}
V p,d Set of passenger destinations V p,d = {σ + 1, σ + 2, . . . , σ + n}
V f,o Set of parcel origins V f,o = {n+ 1, n+ 2, . . . , σ}
V f,d Set of parcel destinations V f,d = {σ + n+ 1, σ + n+ 2, . . . , 2σ}
qi Weight of request i
di Distance from the origin to the destination for the request i,

i.e., distance between stops i and i+ σ
[ei, li] Time window for request i
Qk Capacity of taxi k
Tk Maximum duration of parcel service for taxi k
hk Quantity of passengers served by taxi k
Hk Set of passengers served by taxi k, Hk = {1, 2, . . . hk}
C Set of pairs (i, j), where i and j define a pair of subsequently served requests
η Maximum number of requests between one passenger service
dij Distance between stops i and j
tij Travel time between stops i and j
∆dkij Extra travel distance for taxi k if parcel j is inserted between

passengers i and i+ 1
∆tkij Extra travel time for taxi k if parcel j is inserted between

passengers i and i+ 1: ∆tkij = ∆dkij/average speed

$i Maximum delivery time for request i
α Initial fare charged for delivering one passenger
β Initial fare charged for delivering one parcel
γ1 Fare charged for delivering one passenger per kilometer
γ2 Fare charged for delivering one parcel per kilometer
γ3 Average cost per kilometer (fuel, tolls, etc.) for delivering requests
γ4 Discount factor for exceeding the direct delivery time of passengers

xkij Binary decision variables equal to 1 if taxi k goes directly from stop i to stop j

τki Time point when taxi k leaves stop i
rki Time spent by request i in taxi k, rki = τki+σ − τki , i ∈ C
wki Load of taxi k after visiting stop i
Pi Index of request i in a service sequence of a taxi
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max

[ ∑
i∈V p,o

∑
j∈V

∑
k∈K

(α + γ1di,i+σ)xkij +
∑
i∈V f,o

∑
j∈V

∑
k∈K

(β + γ2di,i+σ)xkij

−γ3
∑
i∈V

∑
j∈V

∑
k∈K

dijx
k
ij − γ4

∑
i∈V p,o

∑
k∈K

(rki /ti,i+σ − 1)

]
(2.1)

Subject to: ∑
j∈V

∑
k∈K

xkij ≤ 1, ∀ i ∈ V p,o ∪ V f,o (2.2)∑
i∈V

xk0,i =
∑
i∈V

xki,2σ+1 = 1, ∀ k ∈ K (2.3)∑
i∈V

xki,0 =
∑
i∈V

xk2σ+1,i = 0, ∀ k ∈ K (2.4)∑
i∈V

xkij =
∑
i∈V

xki,j+σ, ∀ j ∈ V p,o ∪ V f,o, k ∈ K (2.5)∑
j∈V

xkij =
∑
j∈V

xkji, ∀ i ∈ V p ∪ V f , k ∈ K (2.6)

tij +Mk
ij(x

k
ij − 1) ≤ τ kj − τ ki ∀ i, j ∈ V p ∪ V f , k ∈ K (2.7)

qj +W k
i (xkij − 1) ≤ wkj − wki ∀ i, j ∈ V p ∪ V f , k ∈ K (2.8)

rki = τ kσ+i − τ ki , ∀ i ∈ V p,o ∪ V f,o, k ∈ K (2.9)

Tk ≥ τ k2σ+1 − τ k0 , ∀ k ∈ K (2.10)

ei ≤ τ ki ≤ li, ∀ i ∈ V, k ∈ K (2.11)

ti,σ+i ≤ rki ≤ $i, ∀ i ∈ V p,o, k ∈ K (2.12)

wki ≥ max{0, qi}, ∀ i ∈ V, k ∈ K (2.13)

wki ≤ min{Qk, Qk + qi}, ∀ i ∈ V, k ∈ K (2.14)

M(
∑
k∈K

xkij − 1) + Pj − 1 ≤ Pi, ∀ i, j ∈ V p ∪ V f (2.15)

M(1−
∑
k∈K

xkij) + Pj − 1 ≥ Pi, ∀ i, j ∈ V p ∪ V f (2.16)

Pj+σ − Pj − 1 ≤ η, ∀ j ∈ V p,o (2.17)

xkij ∈ {0, 1}; τ ki , rki , wki ∈ R+; Pi ∈ [0, 2(m+ n)] (2.18)

The objective function (2.1) maximizes the total profit that equal to the profit obtained
from people and parcel delivery minus the costs. The revenue include four parts: (i) the
first part related to the profit obtained from passengers; (ii) the second part related to
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the profit obtained from parcels; (iii) the second part related to cost from the distance
traveled; (iv) the last part related to extra ride time of passengers compared to the direct
delivery. For the last part, we penalize the extra travel time expressed as a fraction of the
direct travel time, that is (rki − ti,i+σ)/ti,i+σ = rki /ti,i+σ − 1.

Every request can be served at most once by one taxi as defined in constraints (2.2) and
(2.5). Constraints (2.3) and (2.4) fix the original and destination points of taxis. Every stop
except the origin and the destination of a taxi must have one preceding and one succeeding
stop, which is defined in constraints (2.6). Constraints (2.7) and (2.8) compute the travel
times and loads of taxis, respectively. Constraints (2.9) define the ride time of requests.
Constraints (2.10) limit the working hours of taxi drivers. The time window constraints are
defined in (2.11). Constraints (2.12) ensure that any passenger request must be processed
within a given time period, and the passenger origin is visited before the destination. Taxi
capacities are defined using constraints (2.13) and (2.14). Constraints (2.15)-(2.16) define
that the service sequence of the requests. Constraints (2.17) guarantee that a passenger
service has a higher priority: we can insert at most η requests between the pickup and
drop-off point of a passenger (η ∈ {0, 1, 2, ...}).

The validity of constraint (2.7) and (2.8) is ensured by setting Mk
ij ≥ max{0, li+tij−ej}

and W k
i ≥ min{2Qk, 2Qk + qi}. For constraints (2.16) and (2.17), the validity is ensured

by setting M = 2(m+ n+ 1).
In this model, we considered the delivery of both people and parcels. Unlike the DARP

that usually assumes that the amount of cars is large enough for serving all the requests, the
SARP allows rejections for both people and freight. If the people transportation network
cannot serve all freight requests (e.g., the capacity is not large enough), some requests
should be rejected and served by the freight network. Thus, the SARP implies cooperation
between people and freight transportation networks. The traditional DARP model does
not fulfill these requirements, which motivated us to build this SARP model.

2.4.2 The Dynamic Share-a-Ride Problem

Instead of static scenarios, we can envision a more realistic dynamic case in which passen-
gers are accepted or declined at a time of their call (as usually happens), and then inserting
feasible parcels within their route. Parcels are known beforehand and available for inser-
tion dynamically. In particular, it would be useful to find out by experimentation whether
the static and dynamic setting produce comparable results or indicate similar behavior. In
the dynamic experimental simulations, the following assumptions are made:

• The requests of passengers pop up randomly, the generated passenger information
includes the pickup and delivery locations with their time windows. Once a pas-
senger request pops up, a decision to accept this request or decline should be made
immediately. If more than one taxi is available, the closest taxi will be chosen for
passenger service.

• Total parcel demands are considered as given and fixed (include pickup points, drop
off points and time windows of parcels).
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• For a given taxi, we only make a schedule for the next 6 locations. The reason we
choose 6 is shown as Figure 2.3, which is based on 54 random chosen instances. There
is a trade-off between the solution quality and the CPU time. It is time consuming
to get an optimal solution for all the given requests, due to the complexity of solving
the static case. Yet, even if we make a plan for the whole day, the schedule will be
destructed by the new-coming passengers.

Overall, the procedure includes three basic elements: passengers pop up one by one
according to some sequence, a monitor to record the state (locations, arrive time, load) of
taxis and the objective value, a neighborhood search subroutine to optimize the current
routes. The procedure is defined as Algorithm 1.

Algorithm 1: The general procedure for the dynamic SARP simulation

Input: set F = {1, . . . ,m} of parcels, set of taxis K = {1, . . . , |K|}, Rk ← ∅
({Rk}k=1,...,|K| is the route of taxi k)

1 Generate initial route for every taxi sequentially using the Greedy Insertion
Algorithm (see Algorithm 2)

2 for all passengers i do
3 Update the states of all taxis when i pops up, update F (if ∃k with |Rk| = 0

before passenger i pops up, then insert unserved parcels into k before update the
state of taxi k)

4 Let E be the set of the available taxis for passenger delivery
5 if E 6= ∅ then
6 Select the closest taxi k′ ∈ E to i, let S be the set that includes all the served

requests, update route k′, Rk′ ← (Rk′ ∪ i) \ S, F ← F \ S
7 Reinsert parcels and optimize the route Rk′ by neighborhood search

8 if F 6= ∅ then
9 Insert left parcels to the available taxis

10 else
11 Terminate

Neighborhood Search Subroutine

We use a neighborhood search to extend and optimize the route. Every time, a randomly
selected request is removed from the route, then the new selected requests (choice based
on a greedy insertion algorithm) will be inserted into the route. Once a request is moved
out from the route, it is forbidden to insert into the route in the next 5 iterations. Let s
be the current solution, s′ be the previous solution. f(s) stands for the objective value of
solution s. We accept the solution with probability min{1, e(f(s)−f(s′))/T}, where s is the
current solution, s′ is the solution of the previous iteration, and T ≥ 0 is the temperature.
The temperature starts at T0 and decreases every iteration using the expression T := T · c,



24
Chapter 2. The Share-a-Ride Problem:

People and Parcels Sharing Taxis

Algorithm 2: The Greedy Insertion Algorithm

Input: set of served requests R+
s of route s, set of all unserved requests R−,

f(sbest) = 0
1 s′ ← s
2 while |R+

s | < 6 do
3 for request i← R− do
4 Check all the positions to insert request i, record the best objective f(s) and

the solution s
5 If f(sbest) < f(s), f(sbest) = f(s), update sbest

6 s′ ← sbest, update R+
s and R−

Output: s′
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where c = 0.99 is the cooling rate. T0 is defined in such a way that the objective value of
the first iteration is accepted with probability 0.5. The simulated annealing framework is
the same as in Ropke and Pisinger (2006).

For initialization and optimization of a route, a greedy insertion heuristic is created to
find a feasible solution (see Algorithm 2). When calculating the arrival time of a taxi, we
did not take into account that a taxi may wait at a stop in order to avoid extra waiting time
during the following requests service process. The departure time of depot equals the lower
time window of the depot. Suppose the departure time of the request i is defined by τi, then
the time that a taxi begins to serve the subsequent request j equals to min{ej, τi + tij}.

2.5 The Static Freight Insertion Problem Formulation

If m = 0, the number of parcels equal to zero, the SARP equals to the DARP, which
is an NP-hard problem Baugh et al. (1998). If the simplified problem DARP is NP-
hard problem, the original problem SARP must be NP-hard problem. The computational
complexity of the SARP motivated us to define a reduced problem – the FIP, that starts
from a given route for handling people requests and inserts parcel requests into this route.
The SARP model can change to the FIP model by adding constraints (2.19) to guarantee
the predefined passenger sequences.

Pj − Pi ≥ 1, ∀ (i, j) ∈ C (2.19)

Furthermore, we reformulate the general FIP to a specified FIP, where only one parcel is
allowed for insertion between passenger services (between the pickup and drop-off point of
one passenger, or the drop-off of one passenger and the pickup point of another passenger).
The FIP with one insertion can be solved reasonably fast for realistic instances.

The predefined passengers set V p = {1, . . . , n, σ + 1, . . . , σ + n} is decomposed into
H1, H2, . . . , Hk (Hk = {1, 2, . . . , hk, . . . h|K|}, ∀k ∈ K) according to a fixed assignment of
passengers to taxis and the sequences of their service. We use Ho

k to denote the set of pickup
stops of passengers. This conversion reduces the total number of constraints and variables
(e.g., variables xkij). Furthermore, the distance and travel time between the passenger i
and (i+ 1) in the predefined routing are denoted by dki,i+1 and tki,i+1, respectively. If a taxi
starts from the original point of the first passenger and ends at the destination of the last
passenger, constraints (2.3) and (2.4) can be dropped. Moreover, if at most one parcel is
allowed for insertion between passenger services, constraints (2.15)-(2.17) can be replaced
by (2.22). For each taxi k, with each pair (i, j), where i is a passenger stop (i ∈ Hk \ {hk})
served by taxi k and j ∈ V f , are associated extra distance ∆dkij and extra time ∆tkij
induced by visiting stop j between stops i and i + 1, where ∆dkij = dij + dj,i+1 − di,i+1.
Other parameters and variables are the same as for the SARP model (see Table 2.1).
Finally, the fixed profit from serving the passengers can be eliminated from the objective
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function. Thus, the specified FIP can be formulated as follows:

max

 ∑
i∈Hk\{hk}

∑
j∈V f

∑
k∈K

(β + γ2di,i+σ − γ3∆dkij)xkij − γ4
∑

i∈Ho
k\{hk}

∑
k∈K

(rki /ti,i+1 − 1)

 (2.20)

Subject to:

∑
k∈K

∑
i∈Hk

xkij ≤ 1, ∀ j ∈ V f (2.21)∑
j∈V f

xkij ≤ 1, ∀k ∈ K, i ∈ Hk \ {hk} (2.22)

∑
i∈Hk\{hk}

xkij =
∑

i∈Hk\{hk}

xki,j+m, ∀ k ∈ K, j ∈ V f,o (2.23)

∑
f<i

xkfj ≥
∑
f<i

xkf,j+m,

∀ k ∈ K, j ∈ V f,o, i ∈ Hk \ {hk} (2.24)

τ ki+1 − τ ki ≥ tki,i+1 +
∑
j∈V f

∆tkijx
k
ij, ∀k ∈ K, i ∈ Hk \ {hk} (2.25)

τj ≥ (τ ki + tkij)x
k
ij, ∀ k ∈ K, i ∈ Hk \ {hk}, j ∈ V f (2.26)

τ khk − τ
k
1 ≤ Tk, ∀ k ∈ K (2.27)

eki ≤ τ ki ≤ lki , ∀ k ∈ K, i ∈ Hk (2.28)

ej ≤ τj ≤ lj, ∀ j ∈ V f (2.29)

τ ki+1 − τ ki ≤ $i, ∀k ∈ K, i ∈ Ho
k \ {hk} (2.30)∑

f≤i

∑
j∈V f

xkfjqj ≤ Qk −
∑
f≤i

qf , ∀ k ∈ K, i ∈ Hk \ {hk} (2.31)

xkij ∈ {0, 1}; τ ki , τj ∈ R+ (2.32)

The objective function (2.20) maximizes the profit from parcel delivery minus the costs:
the cost related to the extra distance for parcel delivery and extra ride time for passengers.
Every parcel can be served at most once by one taxi as defined in constraints (2.21)
and (2.23). At most one parcel can be inserted between passenger services as shown in
constraints (2.22). Constraints (2.24) define that the parcel origin precedes its destination.
Constraints (2.25) and (2.26) compute the travel times of taxis when reach a passenger and
a parcel, respectively. Constraints (2.27) restrict the working hours of taxi drivers. The
time window constraints of a passenger are defined in (2.28). The time window constraints
of a parcel are defined in (2.29). Constraints (2.30) prevent the delivery time for passenger
service exceeding the upper bound. Taxi capacity constraints are defined in (2.31).
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This formulation is not linear due to constraints (2.26). The constants Mk
i are intro-

duced to linearise these constraints:

τj − τ ki ≥ tijx
k
ij +Mk

i (xkij − 1) ∀ k ∈ K, i ∈ Hk \ {hk}, j ∈ V f (2.33)

The validity of these constraints is ensured by setting Mk
i ≥ lki .

2.6 Experimental Settings

In this section, experimental settings are described. In our study, real passenger data and
artificial parcel data are used. For passenger data, the Cabspotting database SF (2008)
was used, which contains coordinates and time-stamps for a number of taxis operating in
the San-Francisco area. The data set contains information on 12,563 real taxi trips. The
parcel data are generated randomly as described in Section 2.6.1 and 2.6.2.

We consider 5 different spatial distributions because of two major reasons. First, the
actual spatial distribution of requests depends on the users of a taxi sharing system. For
instance, the spatial distribution of individual requests is usually scattered, while the traffic
flow from logistic centers and warehouses to homes, shops, factories, offices, hotels, etc.
tend to have a cluster-to-scatter pattern. Another case is that the parcels come from an
individual or a company which needs to be sent outside the city. As they are usually
transferred to some logistic center before dispatching, the traffic flow is similar to the
scatter-to-cluster or the cluster-to-cluster pattern. The distribution of small parcels and
mail delivery between individuals inside the same city obeys a similar spatial distributions
as that of passengers. Secondly, we expect that the spatial distribution of requests has a
significant impact on the performance of a taxi sharing system.

2.6.1 Instance Design for the SARP Model

We started the numerical experiments with small instances, however, it turned out that
these are already computationally demanding. That is why our experiments with the
SARP are limited to only 12 small scenarios. Two basic factors affect the complexity of
the SARP: the number of taxis and the total amount of requests. The experiments reported
here is to test the influence of these two factors.

Table 2.2 lists the parameters of our data sets. The positions of passenger requests
are based on the given taxi traces. For each passenger, the lower time window equals to
the arrival time, and the setting of upper time window is 14:00h. The positions of parcel
requests are generated following a uniform distribution U([0, 17]× [0, 10])km. Each parcel
request is associated with a time window between a moment drawn uniformly at random
from the interval 9:00-12:00h (accurate to 1 minute) and 14:00h. Actual distances are
replaced by the so-called Manhattan distances (d(x, y) = |x1 − y1|+ |x2 − y2|), and travel
times are calculated as a ratio between the distance traveled and the average speed of a taxi
(5.36 m/s, computed based on the San Francisco city center area’s yellow taxi database).
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The parameters used in the model are given in Table 2.2. The settings of α, β and γ are
money based, e.g. the α is based on the set-up charges for taxi in San Francisco, β is one
third of the charges for delivery for one parcel, other parameters defined in a similar way.
The reason is that we want our objective function more realistic.

Table 2.2 Parameters used for the SARP

Parameters Values Parameters Values

|K| {1, 2, 3} Q 5.00
m+ n (m = n) {4, 6, 8, 12} η 2.00

ei U(9:00h, 12:00h) α 3.50
li 14:00h β 2.33

$i (i ≤ n) 2ti,σ+i γ1 2.70
Tk 10h γ2 0.90

qi (i ≤ n) 3 γ3 0.80
qi (n < i ≤ σ) 1 γ4 3.50

2.6.2 Instance Design for the FIP Model

The instances design highlights three factors that affect the behavior of parcel scheduling:
the spatial distribution of parcel requests, the number of passenger requests, and the
number of parcel requests. The requests of passengers are randomly chosen from the
database containing 12,653 passenger trips. The predefined route is totally dependent on
the taxi drivers decisions. The requests of parcels are generated under five different spatial
distributions.

These observations lead to the following spatial distributions:

SS (both origins and destinations are scattered): obey a two-dimensional uniform dis-
tribution U([0, 17]× [0, 10])km.

SC (origins are scattered, destinations are clustered): origins obey a two-dimensional
uniform distribution U([0, 17] × [0, 10])km. Destinations are clustered around five
points drawn uniformly at random from [0, 17] × [0, 10]km). The members of each
cluster are uniformly distributed (∼ U([−0.55, 0.55] × [−0.45, 0.45])km) around one
of these five points.

CS (origins are clustered, destinations are scattered): origins are generated in the same
way as destinations in SC. Destinations obey a two-dimensional uniform distribution
U([0, 17]× [0, 10])km.

CC (origins and destinations are clustered): both origins and destinations are clustered
in a similar way as origins in the CS or destinations in the SC.
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SF (the distribution of origins and destinations is similar to the real statistics of San
Francisco): 70% of stops lie within the city center ([0, 6]× [0, 4] km), 30% – outside
(within the rectangle of [0, 17]× [0, 10]km).

In total, 1400 instances have been tested (140 scenarios, each including 10 instances).
Each scenario has a certain number of passengers and parcels, and a certain spatial distri-
bution (see Figure 2.4).

5 different parcel spatial distributions 
(SS, SC, CS, CC, SF) 

7 groups of parcels 
(20, 30, 40, 50, 60, 70, 80) 

4 groups of people with given 
service order (35, 45, 55, 65) 

10 groups of people data are randomly
chosen from 12,653 trips, and 10 

groups of parcels data are generated

140
scenarios

10 × 140 
instances

Figure 2.4 FIP instances design

We assume the capacity of a taxi equals to 5 units. Real passenger data is used, at
most one parcel insertion is allowed between passenger services. Each parcel request is
associated with a time window: the lower bound is drawn uniformly at random from
the interval 8:00-16:00h (accurate to 1 minute), the upper bound equals to 19:00 for
passengers and parcels. The fixed speed is used under most of the cases in the FIP,
only when we calculate the travel time between two successive passengers, the formula
min{distance/speed, recorded travel time} is used. The reason is that our instances are
based on real data recorded by taxi drivers, some outliers are unavoidable. These outliers
can affect the travel time calculation between two successive passengers. Even if we use
the average speed to approximate the travel time, the feasible route recorded can became
infeasible. The values of other parameters (e.g., weight of requests, working hours of the
taxi drivers) are the same as in the previous section (see Table 2.2).

The instances used can be found at the http://smartlogisticslab.nl/ and are stored
in files with the following naming convention. The name of instance files includes four
parts (e.g., CS 55 60 1.txt): the first part (CS, CC, SC, SS or SF) stands for the spatial
distribution, the second part reflects the total number of passengers, the third part refers
to the total number of parcels, and the fourth part represents the instance index.
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2.7 Numerical Results

Test instances are solved on an Intel Core 2 Duo E7500 2.93 GHz, CPU 4GB RAM com-
puter. GUROBI 5.5.0 was used for the static SARP and FIP model, and the dynamic
SARP simulation was implemented in JAVA.

2.7.1 Results for the Static SARP

Table 2.3 shows the results for the static SARP model. Each number in the table is
obtained by averaging over 10 instances, the corresponding models run within a time limit
of 2 hours. From the table, we see that by fixing the number of taxis, the profit increases
as the number of requests grows. More computationally efficient algorithms are needed to
solve the SARP model for realistic instances.

Table 2.3 Results of the static SARP model

|K| m+ n LB UB Gap (%) CPU time (seconds)

1 4 16.41 16.41 0.00 0.07
1 8 45.48 45.48 0.00 1094.81
1 12 68.62 110.14 63.75 5846.93
2 4 17.38 17.38 0.0 0.27
2 8 48.63 48.63 0.00 571.72
2 12 84.30 114.21 32.83 6294.94
3 4 19.97 19.97 0.00 0.73
3 8 48.82 48.82 0.00 1129.24
3 12 85.81 117.55 34.55 6065.084

To compare the cost/benefit of the SARP services with the traditional case when pas-
sengers and parcels are served separately, we run 30 instances for the SARP and the tra-
ditional case. Two situations are tested: rejections for requests are allowed or forbidden.
Table 2.4 show the results of these experiments, each number is averaged over 10 instances.
The columns “profit” and “dis” refer to the profit and the total distance traveled in the
SARP case, respectively. The column “req” denotes the total number of served requests
in the SARP case. All the results are measured as a percentage deviation from the case
when parcels and passengers are served separately.

Summarizing, if rejections are allowed for requests, the profit obtained is higher than in
case of separate service. The other two indicators (distance and served requests) fluctuate.
However, if all the requests must be served, one can see the profit is higher and the distance
is shorter when passengers share a ride with parcels.

2.7.2 Results for the Dynamic SARP Routing

The experimental setting under the dynamic case is the same as for the offline FIP part.
Online routing requires making decisions in a dynamic environment. Table 2.5 shows the
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Table 2.4 The SARP results obtained and measured as a percentage deviation from the case
when parcels and passengers are served separately (%)

Allowed rejections Forbidden rejections
|K| m+ n profit dis req profit dis req

2 4 16.37 28.76 12.50 2.57 -0.98 0.00
2 6 31.55 -24.61 3.92 39.78 -21.36 0.00
2 8 6.52 -16.05 -7.14 5.79 -4.26 0.00

results of the amount of served passengers, parcels, profit obtained from the SC, the SF
instances. Each value in the table is obtained by summarizing all 40 instances (same
parcels but with 35, 45, 55, 65 passengers) and measured as a percentage deviation from
the CC case. The columns “Pass” and “Parc” show the amount of served passengers and
parcels, respectively. Basically, the CC case offers the lowest number of served passengers
and profit across all instances. The SF, SS, SC, CS cases offer similar results in terms of
profit and the amount served passengers. From the perspective of the amount of served
parcels, the SF case performs better than others (the SS, SC, CS, CC cases provide similar
results).

Table 2.5 Results of dynamic taxi trips and measured as a percentage deviation from the CC

SC SF
m Profit Pass Parc Profit Pass Parc

20 23.19 20.57 158.33 15.73 10.42 308.33
30 52.37 57.24 -26.76 62.44 56.89 157.75
40 18.28 17.71 18.64 42.16 29.43 230.51
50 23.54 14.96 42.86 37.39 24.93 283.33
60 10.90 30.62 -72.35 7.34 17.13 1.18
70 21.78 28.06 -47.92 30.77 36.45 77.08
80 36.65 25.07 29.79 10.26 5.85 112.77

2.7.3 Results for the FIP

Both the results and the performance evaluations of different scenarios and settings for the
FIP are proposed in this section.

Results for the FIP with One Insertion

In this section, the results on the specific FIP with one insertion are presented. We calculate
three indicators: total profit, acceptance rate, and average delivery time. Only part of the
results for the SS and the CC cases are presented, because the performance of the SS,
SC, and CS cases are similar to each other. Most results are based on the proved optimal
solutions, only in few cases the solver reached the time limit of 1000 seconds and interrupted
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with a duality gap of at most 1%. Each point in the figures is averaged over 10 instances.
Furthermore, we present the results on the SF spatial distribution separately.

Overall, the scenarios of the SS, CS, SC are much more robust as compared to the
CC case from the perspective of the profit. If the quantity of requests is large, the profit
is, normally, higher than that with less requests. Comparing the four spatial distribution
categories, the performance of the CC case is the lowest. The reason is that this spatial
distribution is sensitive to the actual mutual position of clusters and passenger stops (see
Figure 2.5 for an example of “inconvenient” clusters).
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Figure 2.5 One taxi trail of the CC case, (◦) represent the parcel stops, (+) represent the
passenger stops, dotted line represent the original trail, solid line represent the trail with
parcels insertion

Figure 2.6 shows the acceptance rate for the freight insertion. From the graph, we see
that if the quantity of the passengers is small, the acceptance rate decreases to roughly 0.2.
If the quantity of passengers is fixed, the acceptance rate becomes smaller along with an
increase in the quantity of parcels. In addition, if the quantity of parcels is fixed, additional
passengers improve the acceptance rate for the freight insertion services.

Figure 2.7 describes the average extra delivery time for the freight insertion (for a given
parcel, extra delivery time equals the time after parcel insertion minus the original time
for passenger service, if the taxi is empty, the extra delivery time equals to 0). The figure
shows that the total amount of passengers or parcels has a small influence on the extra
travel time for the parcel service. Again, CC provide the most unstable performance.
To look into the details, we regenerate a group of data for CC, the results are shown in
Figure 2.9. One can see the result of CC varies depending on the instances generated. We
also check SF, SC, CS and SS, their results are much more stable comparing to CC when
we change the instances.

Table 2.6 provides some statistics data of the extra time for passenger trips after parcels
insertion based on the output of the FIP model. On average, extra time for parcel service
is around 3.44 minutes; compared to the original passenger trip time, the time used for
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parcel seems to be acceptable.
We observed that the performance in the SF case is better than for other spatial dis-

tributions tested. This can be explained by the fact that the majority of requests are close
to each other, leading to small extra distances. Given the same quantity of requests, the
profit of the SF is about two times higher than in other four cases (the SC, SS, SC, CS,
CC). The acceptance rate of the SF can reach 90%, especially if the number of passengers
is high enough. The average extra time for passenger delivery is 1.88 minutes. The results
are promising for an actual implementation.

Table 2.6 Extra delivery time (minutes) for passenger services (the data is based on the parcel
insertions performed by the model)

Min Max Mean Std. Dev.

SS 0.00 48.16 3.70 6.04
SC 0.00 57.09 3.80 6.29
CS 0.00 40.98 3.95 6.31
CC 0.00 59.76 3.88 7.06
SF 0.00 47.64 1.88 3.98

TR 1.00 650.00 13.63 21.56

“TR” stands for the travel time of the taxi trips with passengers inside (based on 143,063 trips)

One can see that the performance of the CC case is the worst. This can be explained by
the fact that the performance of the CC scenario highly depends on the mutual positions
of the clusters and passenger stops. Other three cases (the SS, CS, SC) are much more
robust as compared to the CC case. Another conclusion that can be made from our
experiments is that there is a certain trade-off between the acceptance rate and the profit.
From the viewpoint of a taxi company, the more parcels the more profit can be obtained
for delivering them because there are more possibilities for choosing parcels that can be
served with low additional costs. Clearly, the acceptance rate can be very low if the parcel
number exceeds the maximum amount of parcels that can be served (e.g., trips with 90
passengers can be combined with at most 45 parcels). Thus, the taxi sharing service cannot
be used on its own for parcel delivery and must be accompanied by a conventional freight
service, i.e., the taxi company may have to outsource a certain amount of parcels to other
logistic companies. On the other hand, for a logistic company it makes sense to outsource
some parcels to a taxi company in two major cases. Firstly, a logistic company may not
have enough capacity to serve its requests and will have to outsource some. Secondly, the
destinations of some requests may lie in areas where various restrictions apply. It may be
beneficial to outsource such “undesirable” requests to taxis which are less restricted (e.g.
in the city center).

The degree of satisfaction on the provided service is likely to depend on a combination
of the acceptance rate and the delivery time. In order to provide a suitable service for
the clients, policies based on different factors (e.g., profit, acceptance rate, delivery time)
need to be developed. The policies can be defined according to different criteria. For
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instance, from the perspective of passengers the policy can be based on the thresholds of
extra delivery time: if the extra delivery time is longer than a given threshold, the parcel
is declined. From the perspective of taxi drivers, the threshold for a discount should also
be determined: the discount should adjust enough to ensure the satisfaction of passengers
and keep the profitability at the same time. Another suggestion is that it would be wise to
analyze the spatial characteristics of both people and parcel requests before implementing
the freight insertion services.

Sensitivity Analysis of the FIP with One Insertion

To assess the impact of the price parameters (β, γ2, γ3, γ4), we run the FIP of one insertion
using different price parameter settings. In Table 2.7 a group of reference values are
predefined. We vary the parameters within a range −50%, . . . ,+100% of their reference
values.

The SF spatial distribution, 35 passengers together with 20, 40, 60 parcels are used for
testing. The general effect of the changes are similar in all scenarios, we only present the
results of one scenario here (with 35 passengers and 40 parcels). Figure 2.10 shows the
changes in various indicators due to the variation of parameters. Each point in the figure
is obtained by averaging over 10 instances, and measured as a percentage deviation from
the reference values of indicators (see Table 2.7).

Table 2.7 Reference values for parameters and indicators

Parameters Values

Initial fare (β) 3.50
Parcel fare per kilometer (γ2) 0.90

Cost per kilometer (γ3) 0.80
Discount per extra minute (γ4) 3.50

Indicators Values

Profit 341.16
Acceptance rate 0.44

Average extra delivery time 2.15

One can see from Figures 2.10 (a) and 2.10 (b) that β and γ2 have a positive effect on
the profit and the acceptance rate. It indicates that if the parcels become more profitable,
the taxi drivers prefer delivering parcels to obtain more profit. However, the extra time
traveled may also increase together with an increase in the acceptance rate.

We observe from Figure 2.10 (c) that γ3 has a negative effect on the profit and the
acceptance rate. The profit mainly depends on γ3 compared to other parameters. Figure
2.10 (d) shows the effect of discount to the indicators. The value of the acceptance rate
slightly decreases. It indicates that when the discount increases, the passengers become
relatively more expensive. The taxi drivers prefer to deliver passengers and the discount
parameter can decrease the unhappiness of passengers under these settings.
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Finally, the profit depends mainly on the value of γ3. The acceptance rate is more
sensitive to the changes of γ2 and γ3 compared to other two parameters. Another obser-
vation is that the extra time traveled fluctuates (see Figure 2.10 (c)). The explanation is
that the extra delivery time equals to arrival time of drop off point minus the time at the
pickup point of a passenger. If a parcel is inserted into an empty taxi, the extra delivery
time equals to 0. Suppose the case that one parcel pickup/drop off point is close, and
drop off/pickup point is distant, this parcel is worth to serve though it may insert the
distant point between a passenger service. In this situation the extra travel time increases.
Furthermore, the profit depends on a combination of the acceptance rate, travel distance,
extra travel time, etc. The changes of any of these factors can cause the fluctuation of
profit.

Effect of Relaxing the Insertion Constraints of the FIP

If the FIP model allows more than one insertion between passenger service, the CPU times
increase sharply. We test 4 scenarios, every scenario includes 5 instances with 4 passengers,
4 parcels and 1 taxi. The pickup and drop off points of parcels are divided into 2 groups
and obey the SS, SC, CS, and CC distributions separately for these 4 scenarios. The “S”
means the points are scattered within a distance of 27 km, the “C” stands for clustered,
which means the distance of any 2 clustered points is within 0.20 km.

The maximum number of insertions allowed varies from 1 to 3. For the 3-insertion FIP:
SS, SC, CS and CC, we get 0.34, 0.00, 0.35, 0.00, respectively. Every result is obtained by
averaging the objective values over 5 instances and measured as a percentage deviation from
the 1-insertion FIP. The results of 2-insertion are the same as for 3-insertion. According
to the test, the increase in the maximum number of insertions has limited influence on the
objective value. However, due to the small scale of the instances, one can not draw the
conclusion that relaxing the insertion constraints has limited effect, large instances and a
more efficient algorithm are needed for future research.
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2.8 Conclusion

In this chapter, we considered two models and developed two corresponding MILP formu-
lations for people-freight taxi sharing: the SARP and the FIP. The SARP, that can be
viewed as an extension of the well-known DARP, is the most general model as it optimizes
over both passenger and freight routes. However, due to the high computational complex-
ity of the problem, the SARP can be solved to optimality only in case of tiny instances.
This motivated us to consider a restricted version of the taxi sharing problem, the FIP, that
assumes fixed assignment of passengers to taxis and sequence of their service. Comparing
to the original problem, the one-FIP reduce the number of variables and related constraint.
From empirical evidence FIP is much easier to solve but, being a constrained assignment
problem, it may be NP hard as well. Checking its theoretical complexity remains an open
question.

Furthermore, we also addressed the SARP in a dynamic environment. Overall, the
performance of dynamic experiments shows similar behavior to the static case. Thus, one
can consider the static framework for implementing a taxi sharing service.

The numerical results show that there exists a trade-off between the profit of a taxi
company and the acceptance rate of parcels. In addition, the results suggest that it is de-
sirable to analyze the spatial characteristics of requests before implementing a taxi sharing
service, because the spatial distribution of requests can dramatically affect the performance
of the taxi sharing system. Finally, we have shown that the performance of the system
is the highest in case the spatial distribution of requests resembles a pattern inherent to
cities. This makes taxi-sharing quite promising for urban areas. In general, our numerical
study confirms appropriateness of the taxi-sharing systems but suggests that a traditional
freight service must also be available to ensure that all requests are served.

The proposed models are basic yet essential for the future research. As the considered
models focus only on profitability, an immediate direction for future research is to intro-
duce also environmental issues. Furthermore, we see the following broad areas for future
research: (i) development of efficient solution algorithms (exact or heuristic) for the SARP;
(ii) extending the model (introducing multiple objectives related to profit, environmental
impact, etc.) and making it more flexible/realistic (e.g., consider the uncertainty in travel
times, traffic jams, etc.); (iii) improving the dynamic (online) SARP framework by adding
a waiting strategy (e.g., postpone the decision at some specific area or specific time peri-
ods). Finally, the results of the provided models can be used as a benchmark to measure
the performance of different online optimization strategies.



Chapter 3

An Adaptive Large Neighborhood
Search Heuristic
for the SARP

3.1 Introduction

In most real-life situations, especially in urban areas, people and freight transportation
operations are managed separately. New city logistics approaches are needed to ensure an
efficient urban mobility for both people and goods.

For a real-world application, online shopping becomes increasingly popular, and the
delivery time is the key to success of online shopping business. To attract customers, many
companies offer same-day delivery service (for instance, Amazon, 360Buy). Currently, the
parcels are mainly delivered by vans. However, road congestion becomes a serious obstacle
for a timely delivery. The main reason for road congestion is the significantly large number
of vehicles on the road. Basically, there are two kinds of vehicles on the road: vehicles for
passengers (e.g. bus, taxi, private car) and vehicles for freight (e.g. truck, van). Ensuring
an efficient urban mobility for both people and goods becomes more and more critical.
Furthermore, the accessibility of some districts is limited for trucks (e.g. no trucks or
limited hours for trucks to enter a city center), while taxis are allowed almost everywhere
at anytime. We propose a potential collaboration between people transportation companies
and online shopping companies in Chapter 2. For example, Connexxion (a transportation
company in the Netherlands) can deliver both passengers and parcels, and the parcels can
be provided by bol.com (an online shopping website in the Netherlands). The parcels can be
put in the trunk or under the seat. Thus, the use of a people-and-parcel ridesharing system
reduces costs, alleviates urban congestion, and reduces environmental pollution. People-
and-parcels sharing can be modeled as the Share-a-Ride Problem (SARP, see Chapter 2).
The authors give an introduction to the SARP, which is mainly used in mixed commodity
services where people and parcels are simultaneously handled by the same transportation
network. An application for this problem is the taxi sharing system.
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The problem under consideration can be described as follows. A number of taxis drive
in a city to serve transportation requests coming from people. At the same time, they
deliver some parcels in case it does not affect their passengers significantly. In Figure 3.1,
an example is given of a combined route of the taxi for parcels and people service.

This involves planning the taxi routes capable of accommodating people and freight as
much as possible, under a given set of constraints (related to pickup and delivery times,
capacity of a taxi, etc.). This application can be extended to other transportation modes,
such as bus, train, or tram.

From the modeling perspective, the SARP can be considered as an extension of the
Dial-a-Ride Problem (DARP), which is known to be NP-hard Baugh et al. (1998). What
makes the SARP even more difficult is that it adds passenger priority constraints to the
classic DARP. The differences between the SARP and the DARP can be summarized as
follows:

(i) The SARP ensures that any passenger request must be processed within a given
time period, and parcels have no such constraints.

(ii) The passenger service has a higher priority: we can insert at most η requests between
the pickup and the drop off point of a passenger (η ∈ {0, 1, 2, ...}).

(iii) In the DARP and the SARP, the time window and travel time constraints lead to
time slacks. If the arrival time of a taxi is earlier than the earliest time window of this
request, both the driver or passengers inside the taxi need to wait. If we can switch the extra
waiting time with a given time period, the drivers can avoid extra waiting time/payment
for the passenger inside the taxi. Most DARP models in the literature do not consider
the time slacks. Even if some DARP model has the constraints related to the time slacks,
the time slacks can always be put forward to the previous requests or postponed to the
following requests. But for the SARP, the discount for passengers in the objective function
is related to extra ride time as compared to the direct trip. Thus, when the taxi is serving
a passenger, it is better not to assign any time slacks within the passenger trips.

Furthermore, the SARP is a generalization of the Pickup and Delivery problem (PDP).
The main difference between the SARP and the PDP is that the SARP considers trans-
portation of both passengers and parcels, it includes extra constraints for passengers, and
constraints that describe the relationship between passengers and parcels.

The straightforward exact approach can only solve relatively small problems in Chapter
2. An efficient tool, however, is critical for the practical application of the SARP, which
motivates us to develop a metaheuristic algorithm to solve it.

In this chapter, we describe our heuristic that is based on an adaptive large neighbor-
hood search (ALNS). Three main contributions of this chapter are as follows:

• We propose a time slack strategy for the route scheduling.

• We describe an entropy-based diversity measurement. The measurement method
can be used: (i) to monitor the performance of subroutines. (ii) adjust the heuristic
during its execution.

• We show that medium-sized real life instances can be solved within a relatively short
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Figure 3.1 The SARP – taxis serve both passengers and parcels

CPU time.

The remainder of this chapter is organized as follows. The literature is reviewed in
Section 3.2. Section 3.3 briefly introduces the problem and model formulations used in
this chapter. In Section 3.4, we describe our ALNS. The evaluation of the ALNS and
computational results are presented in Section 3.5. Finally, Section 3.6 concludes the
chapter.

3.2 Literature Review

The description of the SARP was proposed recently. In Chapter 2, we explained the con-
ceptual and mathematical models in which people and parcels are handled in an integrated
way by the same taxi network. To our knowledge, there is no specific solution algorithm
available for the SARP. However, the SARP can be considered as an extension to the
DARP, and most of the heuristics used for the DARP can be adjusted for solving the
SARP. Several versions of the DARP were studied over the past four decades. We refer
to three surveys on the DARP by Cordeau and Laporte (2003a), Cordeau and Laporte
(2007), and Battarra et al. (2014). In this section, we mainly review the class that was
solved by tabu search, insertion-based, and cluster-based heuristics. The reason is that
these approaches can easily accommodate a large variety of constraints, and allow solving
instances with hundreds of requests, according to Cordeau and Laporte (2007).
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Tabu search is a classical method to solve the DARP. Cordeau and Laporte (2003b)
described a tabu search heuristic for the DARP that has time windows. The results
presented in that paper were used as a benchmark in subsequent papers that attempted
to solve the DARP by heuristics. The instances generated in that paper together with
instances provided by Li and Lim (2003) are mainly used in the literature related to the
pickup and delivery problem with time windows (PDPTW) and the DARP problems.

Since large neighborhood search heuristics have shown excellent results in solving trans-
portation and scheduling problems in recent years, researchers applied them to the Pickup
and Delivery problem. Ropke and Pisinger (2006) proposed an adaptive large neighbor-
hood search heuristic for the PDP with time windows. The heuristic was tested on more
than 350 instances. The instances were modifications of those first proposed by Li and Lim
(2003). The regret insertion heuristic they used in this paper performs well: it decreases
at least 10% of the gap from the best known solution as compared to the basic greedy
operator (based on 16 tested problems).

Parragh et al. (2010) proposed a variable neighborhood search-based heuristic, using
three classes of neighborhoods: (1) the first class uses simple swap operations; (2) the
second class is based on the so-called ejection chain idea (moving sequences of requests);
(3) the third neighborhood class exploits the existence of trips where the vehicle load is zero.
Regarding the test instances proposed by Cordeau and Laporte (2003b), they reported 16
new best solutions.

Good insertion heuristics are critically important to the performance of a neighborhood
search. Lu and Dessouky (2004) presented an insertion-based construction heuristic to solve
the multi-vehicle pickup and delivery problem with time windows, which considered both
incremental distance measures and the cost of reducing the time window slack due to the
insertion. The proposed heuristic was tested on the instances provided by Li and Lim
(2003). Diana and Dessouky (2004) presented a new regret insertion-based construction
heuristic to solve the large-scale DARP with time windows. In their paper, time window
control was used to quickly check the feasibility of an insertion. The algorithm was tested on
data sets of 100 and 500 requests generated from a para-transit service data. Häme (2011)
addressed an adaptive insertion algorithm for the single-vehicle DARP. The performance
of the heuristic with different objective functions (related to route duration and time slack)
was evaluated.

Other heuristics, such as 2-opt or 3-opt route construction methods and multi-phase
construction heuristics, are described in the literature. Savelsbergh (1992) investigated the
implementation of edge-exchange improvement methods for the vehicle routing problem.
According to this paper, the computing time for 2-exchange and OR-exchange can be linear
in the number of requests. Hernández-Pérez and Salazar-González (2004) proposed one
heuristic, which involves merging feasible paths, 2-opt and 3-opt methods. Schilde et al.
(2011) presented four different modifications of metaheuristic solution approaches for the
dynamic stochastic DARP with expected return transports: dynamic versions of variable
neighborhood search (VNS), stochastic VNS (S-VNS), modified versions of the multiple
plan approaches (MPA), and the multiple scenario approach (MSA). For most of the tested
cases, S-VNS outperforms other methods.
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3.3 Mathematical Model Formulation

Following the notation of Chapter 2, let σ denote the number of requests to be served,
which includes m parcels and n passengers. The SARP is defined on a complete undirected
graph G = (V,E) where V = V p ∪ V f ∪ {0, 2σ + 1}. Subsets V p and V f correspond to
passenger and parcel stops, respectively, while stops 0 and 2σ+ 1 represent the origin and
destination depots of the taxis. Moreover, V p,o and V f,o represent the set of passenger
origins and parcel origins, respectively. For easy referencing, all stops in V are arranged
in such a way that all origins precede all destinations, origins of passengers precede origins
of parcels, and destinations of passengers precede those of parcels. Thus, the destination
of each request can be obtained as its origin offset by a fixed constant σ. With each edge
(i, j) ∈ E are associated a distance dij and a travel time tij. Let K be the set of vehicles,
for each arc (i, j) ∈ A and each vehicle k ∈ K, let xkij = 1, if vehicle k travels from node i
directly to node j. For each passenger i (i ∈ V p,o), let rki be his/her ride time on vehicle k.

The objective function includes four parts: (i) the profit obtained from passengers; (ii)
the profit obtained from parcels; (iii) the cost related to the distance traveled; (iv) the
discount related to extra ride time of passengers as compared to the direct trip. Further-
more, the initial profits obtained from a passenger and a parcel are represented by α and
β, respectively; while the average profits per unit distance are denoted by γ1 and γ2, and
the cost per unit distance is γ3. The discount factor for exceeding the direct delivery time
of passengers is represented by γ4.

Thus, we aim at optimizing the objective:

max

[ ∑
i∈V p,o

∑
j∈V

∑
k∈K

(α + γ1di,i+σ)xkij +
∑
i∈V f,o

∑
j∈V

∑
k∈K

(β + γ2di,i+σ)xkij

−γ3
∑
i∈V

∑
j∈V

∑
k∈K

dijx
k
ij − γ4

∑
i∈V p,o

∑
k∈K

(rki /ti,i+σ − 1)

]
, (3.1)

while satisfying the following constraints:

• capacity constraints of taxis;

• time window constraints for passengers and parcels;

• working hours limitation constraints for taxi drivers;

• every passenger or parcel can be served at most once by one taxi;

• any passenger request must be processed within a given time period;

• at most η requests can be inserted between the pickup and drop-off point of a pas-
senger.

For the mathematical formulation of constraints, we refer to Chapter 2.
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Table 3.1 Notations for the ALNS and solution evaluation

Ai Arrival time at stop i
[ei, li] Time window for stop i
Wi Waiting time at stop i, Wi = max(0, ei −Ai)
Fi Time slack of request i
Bi The time when service at i starts, Bi = Ai +Wi + Fi
si Service time of request i
Di Departure time from stop i, Di = Bi +Wi + Fi + si
Li Ride time of request i, Li = Di+σ −Di

T Maximum route duration
$ Last request on the route
Ri Ride time of the request i
Ii Number of insertions between the pickup point and drop off point of passenger i,

for parcels, Ii = 0
M Big enough number (we used 105)

3.4 An Adaptive Large Neighborhood Heuristic for

the SARP

In this section, we describe our ALNS heuristic. An initial solution is constructed by
using a basic greedy insertion heuristic to insert the randomly selected requests to the
vehicles. Next, the ALNS heuristic is used to improve the original solution. All parameters
mentioned in this section are summarized in Table 3.1.

3.4.1 The ALNS Framework

The heuristic used is based on the ALNS described by Ropke and Pisinger (2006). The
ALNS algorithm with simulated annealing as a local search framework is presented in
Algorithm 3. In the algorithm, each iteration includes two subroutines: request selection
and perturbation. Let s be the current solution, s′ be the new solution, and f(s), f(s′) –
the corresponding objective values. If f(s′) is worse than f(s), we accept the solution s
with probability p(s′, s):

p(s′, s) = min{1, e(f(s′)−f(s))/T}, (3.2)

where T ≥ 0 is the “temperature” that starts at T0 and decreases every iteration using
the expression T := 0.9999 · T , T0 is defined in such a way that the objective value of the
first iteration is accepted with a probability 0.5. The simulated annealing structure is the
same as in Ropke and Pisinger (2006).

Two solution evaluation approaches are used for the ALNS:

(1) ALNSF : only feasible solutions are allowed during the search;
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(2) ALNSI : infeasible solutions are considered and a penalty of the violated constraints
is added to the objective.

Considering infeasible solutions provides more flexibility in averting local optima. Nev-
ertheless, the run time increases as all the constraints must be checked, while the ALNSF
stops checking when a violated constraint is found.

Algorithm 3: Adaptive Large Neighborhood Search

Input: Initial solution s, solution sbest := s;
1 while stopping criteria not reached do
2 s′ := s
3 Apply selection operator to select requests for removal
4 Apply perturbation operator to remove selected requests from s′ and reinsert as

many unserved requests as we can into s′

5 if f(s′) > f(sbest) then
6 s := s′, sbest := s′

7 else
8 if f(s′) > f(s) then
9 s := s′

10 else
11 s := s′ with probability p(s′, s) defined in Equation (3.2)

12 end while

Output: sbest;

3.4.2 Time Slack Calculation Strategy for the SARP

As seen in (3.1), the ride time of passengers is a part of the objective function. Thus, the
distribution of the time slacks affects the objective value. Figure 3.2 gives an example:
suppose α = γ1 = γ3 = γ4 = 1, there are three solutions with different distributions and
different cost for the given feasible route (P1 and P2 denote two passengers). No time slack
exists in Figure 3.2 (a), and the ride times of passengers are 16 and 20 units, respectively.
However, if we add 9 units of time slack at “P1 pickup”. As shown in Figure 3.2 (b), the
ride time of P1 decreases to 12 and that of P2 changes to 15. Instead, if we add 10 and
3 units of time slack at “P1 pickup” and “P2 pickup”, example shows as Figure 3.2 (c),
the ride times change to 15 and 12, respectively. The three time slack scheduling options
indicate that different time slacks lead to different ride times, which affect the objective
value (2.40, 3.30 and 3.30 in these three scheduling options).

Cordeau and Laporte (2003b) proposed a forward time slack strategy, where all the
pickup points are checked for time slacks. Nevertheless, we can get a better objective value
if we only add slacks on part of the requests. For example, if a passenger shares a ride
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with parcels, he/she can always get a better solution if the time slacks of parcels are zero.
This is formalized in the following theorem (the proof can be found in Appendix):

Theorem 3.4.1. Consider two sub-routes (i1, . . . , i, . . . , j1) and (i2, . . . , j2) (where j1 =
i1 + σ, j2 = i2 + σ) of one route (0, . . . , i1, . . . , j1, . . . , i2, . . . , j2,
. . . , 2σ + 1), suppose the ride time of i1 and i2 are Li1 and Li2, respectively.

(i) Li2 does not depend on the time slack at i.

(ii) Li1 does not depend on the time slack at i2.

If it is allowed that passengers share a ride with other passengers, then optimizing the
time slacks is complex and time consuming. Nevertheless, the objective function includes
four parts, and the impact of the ride time part is limited. We simplified the time slack
strategy as follows: 1) if the model forbids two passengers to share a ride, we only check
the time slacks of pickup points of passengers and requests that are not served between
passengers; 2) if passengers can share a ride with other passengers, all the pickup points
and part of drop off stops (stops between passengers) will be checked.

3.4.3 Solution Evaluation

Let c(s) be the routing profit (value of the objective function (3.1)). The solution is
evaluated by c(s) plus the penalty of load violation q̄(s), duration violation d̄(s), time
window violation w̄(s), and ride time violation t̄(s) as follows:

f(s) = c(s) + αq q̄(s) + αdd̄(s) + αww̄(s) + αtt̄(s) (3.3)

For the ALNSF , f(s) = c(s) holds, because all constraints must be satisfied and q̄(s), d̄(s),
w̄(s), and t̄(s) are equal to zero.

At the end of each iteration, the values of the parameters αq, αd, αw and αt are modified
by a factor 1 + δ, with 0 < δ ≤ 1. If the current solution is feasible with respect to load
constraints, the value of αq is divided by 1 + δ. Otherwise, it is multiplied by 1 + δ. The
same rule applies for αd, αw, and αt.

In Algorithm 4, the solution evaluation scheme is given. Table 3.1 lists all the relev-
ant parameters used in Algorithm 4. Compared to Cordeau and Laporte (2003b), three
adjustments are made:

(1) If the constraints prohibiting insertion of more than η parcels during one passenger
service are violated, f(s) is set to M ;

(2) In the SARP, parcels have no ride time constraints and the related time slacks are
computed as:

Fj := min
j≤k≤$

{ ∑
j<p≤k

Wp + (lk −Bk)
+
}

(3.4)
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Figure 3.2 The effect of time slacks
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For passengers:

Fj := min
j≤k≤$

{ ∑
j<p≤k

Wp + (min{lk −Bk, Lj −Rj})+
}

(3.5)

where Lj − Rj = 2tj,j−σ − Rj for drop off points, otherwise Lj − Rj = 2tj,j−σ. A
loop is needed to calculate Fj in Equation (3.4) and (3.5), if there exist k that makes∑
j<p≤k

Wp ≥ Fj, stop the loop and output Fj.

(3) A maximum total time slack TWT is defined; at first it equals the total waiting time
(
∑

0<i<$

Wi), then it decreases by the time slacks of the checked node.

Algorithm 4: Eight-step evaluation scheme

Input: Route s
1 Set D0 := e0, TWT := 0;
2 for each i in s: compute Ai,Wi, Bi, Di, Ii (see Table 3.1)

if Ii > η then f(s) := M , goto Output
if q(s) or w(s) > 0 then for the ALNSF , f(s) := M and goto Output
if d(s) or t(s)=0 then goto STEP 8

3 Compute F0

4 TWT :=
∑

0<p<$

Wp, set D0 := e0 + min{F0, TWT}

5 Update Ai,Wi, Bi, Di for each vertex vi in the route
6 Compute Li for each request assigned to the route
7 For each j that needs checking the time slacks

(a) if TWT = 0 then goto STEP 8, else TWT := TWT −Wj

(b) Compute time slacks Fj for requests: for passengers (Equation (3.4)) and for
parcels (Equation (3.5)).

(c) Set Bj := Bj + min{Fj, TWT}; Dj := Bj + dj, TWT := TWT −min{Fj, TWT}

(d) Update Ai,Wi, Bi, Di for each vertex vi that comes after vj in the route, if Bi did
not change, goto STEP 8

8 Compute changes in violations, calculate f(s) using Equation (3.3)
Output: f(s)

3.4.4 Adaptive Weight Adjustment Procedure

The choice of the selection and perturbation heuristics is governed by a roulette wheel
mechanism. We have ten selection operators and seven perturbation operators. On the
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one hand, we diversify the search by combining different operators. On the other hand, a
good balance between the quality of the solution and the running time can be reached by
choosing a suitable operator at every iteration.

We defined P t
d as the probabilities of choosing operator d at iteration t. Starting from

a predefined value, they are updated as P t+1
d := P t

d(1− ρ) + ρχi/ζi, where ρ is the roulette
wheel parameter, χi is the score of operator i, and ζi is the number of times it was used
during the last 100 iterations. The score of an operator is updated as follows. If the current
iteration finds a new best solution, the scores related to the used operators are increased
by π1; if it finds a solution better than the previous one, their scores are increased by π2; if
it finds a non-improving yet accepted solution, their scores are increased by π3. Every 100
iterations, new weights are calculated using the scores obtained, and all scores are reset to
zero.

3.4.5 Requests Selection

At each iteration, u requests will be selected and added to a perturbation set C (set C
initially includes the unserved requests). Ten selection operators are used, the first five
are adapted from Ropke and Pisinger (2006), the ninth operator is motivated by Cordeau
and Laporte (2003b), while others are inspired by Demir et al. (2012) and Parragh et al.
(2010).

• Random (R1): This operator randomly selects u requests, thus diversifying the
search.

• Close and Loose Package-First-Shaw (R2 and R3): The basic Shaw removal
heuristic used in this chapter is proposed by Ropke and Pisinger (2006), the related-
ness function of requests i and j is given by (3.6).

R(i, j) = dij + di+σ,j+σ + λ(|Bi −Bj|+ |Bi+σ −Bj+σ|) (3.6)

The first 5 steps in Algorithm 4 are used when calculating the value of the Bi for
request i. For given j, if passenger i1 and parcel i2 have the same relationship value:
R(i1, j) = R(i2, j), we prefer to remove the parcel i2 rather than the passenger i1.
Therefore, Equation 3.6 is used when calculating the relationship for a parcel, and
the relationship value used for a passenger when implement operators R2 and R3
as follows:

R(i, j) = p(dij + di+σ,j+σ + λ(|Bi −Bj|+ |Bi+σ −Bj+σ|))
0 < p < 1 (3.7)

The requests with small and large relationship values to the already removed requests
are selected for operators R2 and R3, respectively.
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• Forbidden random (R4): This operator keeps a record of the removal counts for
the last 100 iterations, defined as Ni for a given request i. If Ni is bigger than a
predefined number (150/σ), then request i is forbidden for selection. We apply R1
to the non-forbidden requests.

• Forbidden Shaw removal (R5): This operator is similar to R4. If Ni is bigger
than a predefined number (150/σ), then request i is forbidden for selection. We apply
R3 to the non-forbidden requests.

• Sequence (R6): The operator first concatenates all the routes in a sequence, then
randomly selects 0.75u successive stops. Finally, the operator repairs the routes (for
each request i either |C ∩ {i, i+ σ}| = 0 or |C ∩ {i, i+ σ}| = 2).

• 2-sequences (R7): The operator randomly chooses two routes, then randomly se-
lects a sequence of 0.5u requests from each route to put into set C. If the route
length is smaller than 0.5u, the whole route is put into set C.

• Historical (R8): This operator keeps a record of the related distance of the pickup
and drop off points for every request i, defined as the sum of the distances to the
preceding and following requests: di = di−1,i+di,i+1 +di−1+σ,i+σ +di+σ,i+σ+1. At each
iteration, the best position cost dbesti is updated to be the minimum of all di values
calculated until this iteration. The u stops with the largest deviation (di − dbesti ) are
put into set C.

• Tabu based (R9): This operator keeps a record of the times that every request
has been removed. Then, u requests with the smallest frequencies of removal are put
into set C.

• 1-Route (R10): A randomly selected route is put into set C.

3.4.6 Requests Perturbation

After the procedure of requests selection, seven perturbation heuristics have been imple-
mented. Basically, the operators can be divided into two types: the first type is one-by-one
removal of requests belonging to C from the current route and reinserting as many un-
served requests as we can; the second type is removing all the requests in C at once and
reinserting one by one as many unserved requests as possible. The first four operators
are motivated by Cordeau and Laporte (2003b), while others are inspired by Ropke and
Pisinger (2006). For the ALNSF , if no feasible routing is found when inserting a request,
this request is rejected. For the ALNSI , if f(s) > M , this request is rejected.

• 1-by-1 (I1): The selected requests are sequentially removed one by one and reinser-
ted into the best position.

• Balanced 1-by-1 (I2): For every node, we choose a route with the best route
objective value to insert. It tends to generate a relatively balanced solution.
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• Diversification 1-by-1 (I3): The operator is similar to I1 except that there is
a penalty to diversify the search. Penalty p(s) = λc(s)

√
mnρik is added to the

objective function f(s) when evaluating the cost of inserting node i into route k,
where λ = 0.015, m is the number of vehicles, n is the number of requests, c(s) is
the route cost, and ρik is the number of times node i has been inserted into route k
in the previous 100 iterations. This type of scaling factor has been used in the tabu
search (see, e.g., Cordeau and Laporte (2003b)).

• Tabu 1-by-1 (I4): This operator implements a diversification strategy similar to
the tabu search. Suppose that request i is removed from some route k, the request
is then not allowed to be reinserted into route k. The ban can only be canceled if
insertion into route k leads to a better routing profit compared to the best known
routing profit of route k with i inside. For the request that has never been served
before, skip the removal step and only do the insertion.

• Global all-at-once (I5): The operator repeatedly inserts unserved requests in the
best position of all the routes. The difference with I1 is that all the requests are
removed at once, then inserted again one by one.

• Regret-3 all-at-once (I6):

The regret-3 value is the difference in the profit of inserting the request in its best
route and its second best route, plus the difference of inserting in best and third best
route. Let fi denote the regret-3 value of request i, in each step the operator chooses
to insert the request i that maximizes:

i∗ := argmax
i

fi.

If some requests cannot be inserted in at least 3 routes, then operator I5 is used.

• Local all-at-once (I7): This operator is similar to I5, the difference is that I7 only
specific route is checked, and I5 checks all routes. Suppose, request i is removed
from some route k, it tries to insert the request i into the same route k again but in
a better position.

In Section 3.5.3, we return to the issue of the efficiency of the selection and perturbation
operators.

3.4.7 Stopping Criteria

Dynamic stopping criteria are defined: let t count the hundreds of iterations, g(t) be the
value determining the stopping criterion (if g(t) < 0.5 or 100t = 25000, stop the algorithm),
the value of g(t) updates every 100 iterations. e(t) stands for the best objective value until
10000 + 100t iterations. The expressions used for updating g(t) after 10000 iterations are
as follows:

g(0) = 1, g(t) = 0.99g(t− 1) + |e(t− 1)− e(t)|/max(e(t− 1), e(t)) (3.8)
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3.5 Computational Experiments

This section presents results of the computational experiments to assess the performance
of the ALNS. The ALNS is implemented in Java and executed on an Intel Xeon E5-4610
2.4 GHz 6 core CPU 32 GB RAM computer. The parameters used in the ALNS are shown
in Table 3.2. The parameter tuning strategy is the one proposed by Ropke and Pisinger
(2006). Every time only one parameter is adjusted, while the rest are being fixed. The
setting with the best average behavior (in terms of average deviation from the best known
solutions) is chosen. This process iterates through all parameters once.

Table 3.2 Parameters used in the ALNS

Descriptions SARP Values DARP values
Number of selection stops in

the first 15000 iterations 5%-25% 5%-25%
Number of selection stops

after 15000 iterations 15%-45% 15%-35%
Roulette wheel parameter, ρ 0.70 0.70

Score of a global better solution, π1 5.00 15.00
Score of a better solution, π2 9.00 10.00
Score of a worse solution, π3 4.00 5.00

Shaw parameter, λ 0.70 0.70
Close removal parameter, p1 1.80 1.80
Loose removal parameter, p2 0.56 0.56

Penalty adjustment parameter, δ [0,0.25] [0,0.25]
P 0
dR

used for selection operators 0.10 0.10

P 0
dI

used for perturbation operators I1 0.25, others 0.125 I5 0.25, others 0.125

3.5.1 Test Instances

To analyze the behavior of the metaheuristics, we used three classes of instances, and the
main features of different instance classes are described in Table 3.3. The first class (which
includes 15 requests) is based on the San Francisco taxi trail data (http://cabspotting.org),
aimed at comparing the performance of the ALNS with the solution given by an MIP solver.
In total, 10 instances are generated (SF1–SF10). Each instance contains 15 requests and 2
vehicles. The number of passengers is two times that of the parcels. The capacity of each
vehicle is 5. The weights of passengers and parcels are set to 3 and 1, respectively. The
time window width for passenger pickup stops is 1 hour, and a window of 1.5 hours is used
for passenger drop off stops. Both the time window width for pickup and drop off stops of
parcels are 2 hours (9:00–11:00). The working time limit of drivers is 2 hours.

The second class consists of the DARP instances, proposed by Cordeau and Laporte
(2003b). We define one third of the requests as parcels, the others are passengers. The
maximum travel time for a passenger is twice the direct travel time. A direct passenger
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service can be disturbed at most twice for serving other requests. The number of vehicles
used in most of the instances (all except R1a and R1b in Table 3.5) is one less than in the
original settings.

The third class with 9 instances (SM1–SM9) is similar to the second class (again, San
Francisco taxi trail data), each instance contains 60–300 requests. Both the time window
width for pickup and drop off stops of parcels are 8 hours (9:00–17:00). The working time
limit of drivers is 10 hours. Other settings are the same as for the first class.

All the instances used can be found at the http://smartlogisticslab.nl/. In the first
and third classes of instances, distances are calculated in Manhattan metrics d(x; y) =
|x1−y1|+ |x2−y2|, and travel times are calculated as a ratio between the distance traveled
and the average speed 5.36 m/s, which is based on the calculation of the San Francisco city
center area’s yellow taxi database (taxi’s speed is calculated by the Manhattan distance
divided by the travel time, then take the average of all the taxis speed). Euclidean metrics
is used to compute the distance between the stops for the second group of instances (the
DARP instances). The parameters used in the objective function are defined as follows:
α = 3.50, β = 2.33, γ1 = 2.70, γ2 = 0.90, γ3 = 0.60, and γ4 = 3.50.

The goal of this series of experiments is twofold: the ALNS should perform well in
both the solution quality and CPU times for the SARP on the one hand, and should be
applicable to the general DARP problem on the other hand.

Table 3.3 Main features of different instances classes

Class # Inst. # Requests Pass. Distance Speed WTL

1 SF taxi trails 10 15 2/3 Manhattan 5.36 m/s 2 hours
2 DARP 20 24–144 2/3 Euclidean 1 unit 480 units
3 SF taxi trails 9 60–300 2/3 Manhattan 5.36 m/s 10 hours

Pass.: the fraction of passengers in the number of requests
WTL: working time limit of drivers

3.5.2 Computational Results

The performance of the ALNS for the benchmark instances is reported in this section.
Every ALNS result is based on 10 runs and the best one is presented. An average CPU
time for one run out of 10 is measured in minutes.

Computational Results for San Francisco Instances

In this section, we focus on a set of 10 instances (SF1–SF10). Due to the small instance
size, we use 5000 iterations when running the ALNS. The reason is that when we have
small instances with few requests, the running time is not an issue, and we did not set
extra limitations besides the fixed number of iterations. Table 3.4 shows the efficiency of
the ALNS introduced in comparison to a MIP solver (GUROBI, time limit of 10 hours).
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The first column denotes the instances. The columns “Gap” refer to the gaps relative to
the lower bound from GUROBI, for the objective value (upper bound) obtained from the
GUROBI, the ALNSI and the ALNSF , respectively. Furthermore, the CPU times of the
ALNSI and the ALNSF are reported.

We observe that the ALNSF provides similar solutions to the ALNSI , but the CPU
times of the ALNSI are approximately eight times larger. The performance of the ALNSF
and the ALNSI is superior in both the solution times and the quality of the obtained
solutions in comparison to the results obtained by GUROBI.

Table 3.4 Performance of the ALNS (5000 iterations) on San Francisco instances

Instance
Gap (%) CPU (min)

UB ALNSI ALNSF ALNSI ALNSF
SF1 38.94 37.75 25.80 0.93 0.10
SF2 14.44 14.44 14.44 1.01 0.10
SF3 32.91 16.09 16.09 0.85 0.07
SF4 28.33 26.41 25.99 0.72 0.07
SF5 32.83 21.59 21.59 0.95 0.10
SF6 39.39 31.89 41.46 0.86 0.10
SF7 35.23 24.48 24.48 0.63 0.10
SF8 97.64 61.48 61.47 0.63 0.10
SF9 47.63 28.96 28.96 0.33 0.10

SF10 49.07 39.95 44.33 0.67 0.07
Average 41.64 30.30 30.46 0.76 0.09

Computational Results for the DARP Instances

To assess the performance of the ALNS, we present computational results on the Cordeau
and Laporte (2003b) DARP instances. By assuming that all requests are passengers and
setting the maximum ride time equal to a fixed value and the number of vehicles equal to
the number used in Cordeau and Laporte (2003b), by further requiring all requests to be
served (every rejected request incurs a penalty of M), and minimizing the total distance
as the objective function, the SARP is transformed to the DARP.

Table 3.5 summarizes the computational results. The first column denotes the instances,
the second and third columns indicate the number of requests and cars. The fourth and
fifth columns provide the percentage deviation of the ALNSI and the ALNSF compared
to the best results from Cordeau and Laporte (2003b) and Parragh et al. (2010). The last
two columns report the CPU time of the ALNSI and the ALNSF . The average gap of
the ALNSI is 2.24% for the ALNSI . We provide 2 better results, compared with all the
literature using the same instances. We report two new benchmarks (R1a: 187.84, R1b:
164.38). The gap of the ALNSF is 22.73%. However, it is approximately two times faster
than the ALNSI .
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Table 3.5 Results of the ALNS on the benchmark DARP instances

Instance #Requests #Cars
Gap (%) CPU (min)

ALNSI ALNSF ALNSI ALNSF
R1a 24 3 -1.15 1.35 1.63 0.49
R2a 48 5 0.55 9.59 9.12 12.11
R3a 72 7 2.01 18.14 17.67 12.11
R4a 96 9 4.95 25.21 56.14 18.07
R5a 120 11 5.38 26.79 65.46 37.37
R6a 144 13 0.92 29.53 153.57 49.84
R7a 36 4 0.00 6.05 4.01 1.12
R8a 72 6 1.45 21.27 44.32 20.93
R9a 108 8 3.66 57.32 148.41 39.78

R10a 144 10 2.53 29.62 242.52 128.30
R1b 24 3 -0.05 2.70 3.59 0.41
R2b 48 5 0.18 15.05 12.35 3.76
R3b 72 7 2.19 24.21 29.94 28.88
R4b 96 9 4.10 29.66 48.76 23.85
R5b 120 11 3.11 33.12 124.12 33.55
R6b 144 13 3.49 41.94 145.33 48.90
R7b 36 4 0.01 8.63 3.65 4.43
R8b 72 6 3.68 10.95 31.49 51.79
R9b 108 8 3.28 25.40 134.27 75.87

R10b 144 10 4.48 38.08 242.64 115.17
Average 2.24 22.73 75.95 35.34
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Computational Results for the SARP

By testing both ALNSI and ALNSF on instances R1a, R2a, R3a, R7a and R8a, we find
that the ALNSI provides similar results to those of the ALNSF for instances R1a, R3a,
and R7a. Furthermore, the ALNSI gives slightly better result than the ALNSF on the
other two instances (R2a and R8a). Nevertheless, the ALNSF is approximately 9 times
faster than the ALNSI . It turned out to be impossible to get final results in a reasonable
amount of time for the ALNSI for some instances. Therefore, we mainly used the ALNSF
for the computations. Furthermore, we run an algorithm called DARP-first-SARP-second,
which means first running 25000 iterations to get a DARP solution (treating all requests as
passengers), then repairing the solution by running 5000 iterations to get a SARP solution.

Table 3.6 presents results obtained by the ALNSF on the instances based on Cordeau
and Laporte (2003b). The first column denotes the instances, the second to fourth columns
display the ALNSF result, the gap to the best value in percentage, and the CPU times. The
following three columns show the corresponding results for the DARP-first-SARP-second
approach. All the best values per instance are identified across all the testing during
developing the ALNS heuristic, and presented in the last column. The average CPU time
is 22 min. The gap of the DARP-first-SARP-second approach to the best SARP solution
is 6.40% but with approximately two times of the CPU for running the ALNS directly
on the SARP (with a gap of 1.08%). These results underline the efficiency of the ALNS
introduced in this chapter.

3.5.3 ALNS Configuration

We use the ALNSF in further experiments due to performance considerations. We evaluate
the ALNSF constructions in four aspects: effect of the initial solution on the final solution,
how the different removal and insertion heuristics behave, the impact of decreasing the
number of iterations, and the evaluation of the time slack strategy.

The Effect of the Initial Solution on the Final Solution

To test the effect of the initial solution to the ALNS, we ran several instances 1000 times
with random initial solutions. Overall, the ALNS performs stably on different instances.
We present typical results in Figure 3.3. The figure shows the relation between the profit of
initial (X-axis) and final solutions (Y-axis). The profits of the final solutions are clustered
within an interval [424,434], which indicates that the quality of the initial solution does
not influence the final results.

Behavior of Different Operators

An entropy-based diversity measurement is used for the assessment of the behavior of
different operators. Suppose, set S includes 100 solutions of the last 100 iterations, and
let σ be the number of requests. We define coincidence matrix M as follows: Mii = 0,
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Table 3.6 Results for the ALNSF on the SARP instances

Instance Profit Gap(%) CPU (min) Profit Gap(%) CPU (min) Best profit

R1a 221.14 0.95 1.05 218.72 2.04 1.89 223.27
R2a 434.17 3.27 3.23 393.48 12.33 7.93 448.84
R3a 944.81 0.36 4.58 898.10 5.29 15.18 948.27
R4a 1145.65 0.73 6.39 1080.03 6.42 30.74 1154.17
R5a 1282.33 0.67 19.47 1199.87 7.05 43.19 1290.94
R6a 1737.64 1.16 30.88 1639.09 6.75 71.2 1757.81
R7a 391.42 0.01 1.36 370.83 5.27 3.46 391.46
R8a 901.32 0 7.82 821.13 8.90 25.69 901.32
R9a 1296.60 0 20.37 1208.61 6.79 51.50 1296.60

R10a 1642.40 3.27 89.02 1473.63 13.12 184.66 1696.08
R1b 243.66 0.38 0.99 241.55 1.24 3.48 244.59
R2b 500.4 0.51 3.26 485.51 3.47 11.06 502.96
R3b 974.37 0.55 8.07 934.21 4.64 30.01 979.68
R4b 1187.04 1.51 15.16 1136.68 5.67 36.8 1205.00
R5b 1335.36 1.45 50.78 1279.08 5.58 116.62 1354.70
R6b 1827.77 0.19 68.10 1739.62 5.00 159.93 1831.24
R7b 431.67 0.62 0.72 424.82 2.19 2.86 434.35
R8b 980.21 0.01 7.85 901.34 8.06 30.53 980.33
R9b 1373.91 0.65 19.83 1242.48 10.16 116.57 1382.91

R10b 1677.63 5.27 85.97 1628.71 8.03 124.7 1770.90
Average 1026.48 1.08 22.245 965.87 6.40 53.4 1039.77
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Figure 3.3 Impact of initial solution on final solution for instance R7b
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Mij =
∑
s∈S

T ijs , ∀i, j ∈ 1, 2, . . . , σ, where T ijs = 1 iff stops i and j are visited consecutively

by some vehicle in solution s ∈ S. The diversity of S is defined as follows:
D = −

∑
i

∑
j

rij ln rij, where rij = 1 if Mij = 0, otherwise rij = Mij/100.
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Figure 3.4 Diversity for different operators for instance R7b

Figure 3.4 illustrates how the entropy changes for instance R7b. Two types of behavior
can be seen: converging (diversity values with more than 90% of the links in the solutions
are the same in last 100 iterations) and chaotic (diversity values with more than 40% of
the links in the solutions are different in last 100 iterations). Generally, operators I1, I5,
I6, I7 incur converging behavior of the ALNS heuristic, others incur chaotic behavior. We
expect that maintaining a higher diversity at the beginning and a lower diversity at the
end will lead to better results, as shown in Figure 3.4. However, if the diversity value is too
low (such that the individuals are similar), the solution gets stuck in the local optimum.

The quality and running time used by different selection operators are also tested; all
the results are based on 10 runs. Figure 3.5 lists the call counts (the number of times
the operator was added) of different selection operators. The figure indicates that the
behavior of removal operators is similar. Thus, we mainly analyze the selection operators
in the following.

Figure 3.6 presents call counts (the number of times the operator was called) and
running times (as a percentage of the total CPU times) used for different perturbation
operators. Most of the operators show a similar behavior, except I6 (below 5%). The
influence of individual operators on the solution quality is presented in Table 3.7. All the
results are worse than if 7 operators are used. Among all the individual operators, I3 is
the best (with a gap 9.18%) and I7 is the worst (with a gap 36.79%). If operator I1 is
excluded, the gap increases to 8.95%. Furthermore, for other operators, the result does not
change a lot (within a gap between 2.21. . . 5.84%). A conclusion is that the contribution of
operator I1 is higher than that of other operators. In addition, the result changes within
a range of 10% if any operator is deleted.
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Table 3.7 Impact of the perturbation operators on the solution quality for instance R2a (all
the results are measured as a percentage deviation from the ALNSF with all 7 perturbation
operators)

I1 I2 I3 I4 I5 I6 I7

use only one operator 27.15 16.89 9.18 17.19 18.08 20.02 36.79
exclude one operator 8.95 5.84 2.60 2.98 3.34 3.17 2.21

The Advantage of the Stopping Criteria

To check the impact of the stopping criteria, we ran several instances. Overall, our stopping
criteria can be met before the fixed number of iterations is reached. We present the details
in Figure 3.7. We can see for this instance, the ALNS stopped at around 16000 iterations,
as g(t) reached the threshold of 0.5. Note that the entropy values could be used instead of
g(t), leading to an even earlier stopping.
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Figure 3.7 Comparisons of best objective value, g(t) and entropy value on instance R1a

The advantage of the current stopping criterion is that it depends on the convergence
rate, and avoids the extra running time if the convergence is fast. However, for large
instances with much more requests, it is better to set a lower bound for the number of
iterations, otherwise the results can be unstable.

The Impact of Decreasing the Number of Iterations

In Table 3.8, the deviations of the ALNSF being run for 5000, 10000 iterations, with respect
to the ALNSF being run for 25000 iterations, are summarized. Columns “Average” and
“Best” refer to the average and best profit, respectively. Comparing average values over
ten runs, the deviation from the average solution for 5000 and 10000 are 3.52% and 1.75%,
respectively. Furthermore, the deviation from the best known solution is 2.91% in the
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former case compared with 2.03% in the latter case. This indicates that when the number
of iterations increases, the performance of the ALNSF improves. Note that the CPU times
grow only linearly with the number of iterations.

Table 3.8 Results of 5000, 10000 iterations, measured as a percentage deviation from 25000
iterations

Instance
Average Best

5000 10000 5000 10000

R1a 1.33 0.05 0.28 0.02
R2a 5.52 3.17 5.99 5.05
R3a 3.57 1.63 2.95 1.57
R4a 3.69 2.03 2.45 1.98
R5a 3.50 1.88 2.88 1.53

Average 3.52 1.75 2.91 2.03

The Evaluation of the Time Slack Strategy

We randomly generate 1000 solutions (every solution is obtained by executing 500 iterations
the ALNSF ) based on one instance (R7b). The objective value is computed using optimal
time slack strategy and the Algorithm 4 with a simplified time slack strategy. For the
optimal time slack strategy, we optimize the time slack using the MIP solver (GUROBI)
by fixing all the routing variables in the constraints and letting the solver optimize the
time-related variables. The average gap of simplified time slack strategy compared to
optimal time slack strategy is 0.02% with 0.10% standard deviation. Moreover, we set the
load of passenger to 3 and capacity of taxi to 5. Therefore, if we have two passengers in one
taxi, the load is 6, which exceeds the taxi capacity. Finally, the average gap compared to
the GUROBI solution is 0. From the results, we can see that the time slack optimization
has a limited impact. Therefore, it seems acceptable to use the time slack strategy we
proposed.

3.5.4 Medium Real-life Instances

In this section we test our ALNS on a set of 9 medium size instances (SM1–SM9). Table
3.9 presents the results obtained by executing the ALNSF 10 times with 3000 iterations.
The first column denotes the instances, the second to third columns display the number of
requests and cars. The following column presents the CPU times of the ALNSF . Further-
more, columns #Pass and #Pack refer to the number of served passengers and packages,
respectively. The objective values are given in the seventh column. Finally, we again make
a comparison between simplified and optimal time slack calculation by fixing the routing
variables and letting the MIP solver optimize the timing ones in the last column. From
the table, we see that the running time increases as the number of requests grows. The
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CPU times for some instances (SM6–SM9) can excess one hour, but are still reasonable
for a problem that needs to be solved daily. Moreover, most of the requests can be served.
By comparing between simplified and optimal time slack calculation, it turns out that
optimizing the time slacks only slightly improves the profit.

Table 3.9 The result of the ALNSF on medium size instances

Instance #Requests #Cars CPU (min) #Pass #Pack
Profit

ALNS GUROBI-SL

SM1 60 2 7.33 33 21 335.71 335.71
SM2 90 3 8.94 53 30 560.21 560.21
SM3 120 4 27.38 69 41 766.64 766.92
SM4 150 5 33.94 93 51 1059.98 1059.58
SM5 180 6 43.43 111 61 1163.18 1163.18
SM6 210 7 63.44 133 71 1498.41 1498.41
SM7 240 8 98.91 146 81 1543.81 1543.81
SM8 270 9 131.94 164 90 2066.10 2066.10
SM9 300 10 147.11 190 101 2064.97 2065.95

GUROBI-SL: optimal time slack calculation by fixing the routing variables and letting
the MIP solver optimize the timing

3.6 Conclusion

In this chapter, we proposed an ALNS-based heuristic for solving the SARP. The proposed
approach is flexible and can be adapted to handle the DARP (or related vehicle routing
problems). The ALNS was mainly tested on instances generated from the Cordeau and
Laporte (2003b) DARP instances. Our results are within 2.24% from the best results from
the literature when considering best values over 10 runs.

The related neighborhood search heuristic papers (the DARP with same tested in-
stances) all implement searching methods that accept infeasible solutions, the CPU time
is much higher than if only feasible ones are accepted. The ALNS we designed for the
SARP can get similar results for the following two approaches: 1) only feasible solutions
are accepted (ALNSF ) during the search 2) infeasible solutions are also accepted but pen-
alized for violation (ALNSI) during the search. Furthermore, the ALNSF is much faster
than the ALNSI , because the ALNSF do not need to check all the constraints and stops
evaluating a solution after the first violated constraint is found. Nevertheless, we should
not expect the algorithm to be the universally best algorithm that can fit all the models.

Different operators for the DARP and for the SARP are required. The main differences
between the SARP and the DARP is described in Section 3.3. Moreover, the difference
not only lies in the operators, but also in how to handle the time slacks and the objective
function. Even for the same operators, in the SARP passengers have higher priority for
insertion and removal. The operators named 1-by-1, Tabu 1-by-1, regret-3 all-at-once
operators are important for both DARP and SARP.
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The results for the SARP are presented and can be used as a benchmark in the future.
An entropy-based diversity measurement is used to assess the performance of the ALNS,
the proposed measurement can be extended to include an adaptive weight adjustment
procedure and dynamic stopping criteria in a new set up. A major insight that our work
provides is that the ALNS-based heuristic can solve the medium size SARP instances,
which indicates that it can be beneficial for the practical application of the SARP system.

We believe that extending the application of the ALNS heuristics to the online SARP
or to a stochastic environment are valuable areas for future research.





Chapter 4

The SARP with Stochastic Travel
Times and Stochastic
Delivery Locations

4.1 Introduction

People and freight transportation operations are handled separately, both in the academic
literature and in practice. Combining people and freight flows creates attractive business
opportunities because the same transportation needs can be met with less vehicles and
drivers. Moreover, while cities become more crowded and polluted, sharing transportation
network can alleviate urban congestion and reduce environmental pollution. We present
a Share-a-Ride Problem (SARP) in Chapter 2, which is mainly used in mixed commodity
services where people and parcels are simultaneously managed by the same network. An
example of an application for this problem is the taxi sharing system. It involves planning
the taxi routes capable of accommodating people and freight as much as possible under a
given set of constraints related to pickup and delivery times, the capacity of a taxi, etc.
The application can be extended to other transportation modes, such as bus, train or tram
services, for examples we refer to Jansen (2014) and Ghilas et al. (2013).

One important issue is that the deterministic SARP does not adequately cover real-life
situations. For example, it ignores road congestion, and the information of requests may
not always be known beforehand. This motivated us to consider a stochastic variant of
the SARP. In this paper, two stochastic variants of the SARP (stochastic travel times
and delivery locations) are studied. The stochastic travel times is affected by the traffic
conditions. Normally, the stochastic location problem happens in the rural area and arises
recently. We illustrate a situation that for requests in the rural area, the exact location
is not known beforehand, only the closest central address is known. For example, most
part of the countryside of China, the exact address for every house does not exist. The
parcel delivery request for the rural area is fulfilled in the following ways: (1) deliver to
a central area or landmark address, and wait the customer to pick up; (2) get the exact
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location by phone call when the driver reaches near the central address. The passenger
request is served by the passenger’s navigation to the precise address when almost arrive
the approximate location.

The remainder of this paper is organized as follows. The literature is reviewed in Sec-
tion 4.2. Section 4.3 briefly introduces the two-stage recourse model formulations for the
stochastic SARP. The first stage deals with the deterministic side of the problem, and
the second stage incorporates stochasticity via scenarios. In Section 4.4, the proposed
metaheuristic and three sampling methods (fixed sample size sampling, sample average
approximation and sequential sampling procedure) are presented. The computational res-
ults are presented and analyzed in Section 4.5. Finally, Section 4.6 concludes the paper
with a summary and conclusions.

4.2 Literature Review

The description of the static SARP was proposed in Chapter 2, the conceptual and math-
ematical models in which people and parcels are handled by the same network. A heuristic
based on the adaptive large neighborhood search was proposed in Chapter 3 to solve the
SARP static efficiently. As mentioned in Chapter 2, the SARP can be casted in the branch
of Dial-a-Ride Problem (DARP). The difference between the DARP and the SARP is
that the SARP introduces different requirements and objectives into the DARP based on
people and parcels sharing the same vehicles. Besides the static DARP, we mainly con-
sidered stochastic DARP in this paper. Stochastic DARP addressed in the literature with
various sources of stochasticity: stochastic customer delays, stochastic travel times, and
stochastic demands, see e.g. Fu (2002), Heilporn et al. (2011).

Fu (2002) discussed a study on the Dial-a-Ride paratransit scheduling problems that are
subject to time-varying stochastic traffic congestion. The author explicitly modeled time-
dependent stochastic travel times in the problem formulation. The conventional heuristic
algorithms were extended for solving the proposed problem. Heilporn et al. (2011) pro-
posed a stochastic DARP with stochastic customer delays: if a customer is absent when
the vehicle serves the pickup location, the request is fulfilled by an alternative service
whose cost is added. This problem was solved by an integer L-shaped algorithm. Schilde
et al. (2011) analyzed a dynamic stochastic Dial-a-Ride problem with expected return
transports; some requests are dynamic and stochastic. Four different modifications of me-
taheuristic solution approaches were tested for this problem: dynamic versions of variable
neighborhood search (VNS), stochastic VNS (S-VNS), modified versions of the multiple
plan approach (MPA) and the multiple scenario approach (MSA). Hu et al. (2015) invest-
igated a closed-loop vehicle routing problem with pickup and delivery (VRPPD, similar
to DARP), with uncertain pickup and deterministic delivery. A VNS-based algorithm was
developed, and uncertainty of demand was treated by two rounds of routing and a dynamic
pickup strategy: first, a priori routes were generated by solving a VRPPD whose pickup
demands were estimated; second, the routes were generated to meet the unmet demands.

According to King and Wallace (2012), scenario analysis is an essential part of a
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stochastic problem. The most common method is a sample average approximation (SAA),
which is a Monte Carlo simulation—based approach to stochastic discrete optimization
problems (Kleywegt et al., 2001). Bayraksan and Morton (2011) proposed a sequential
sampling procedure (SSP) method, and they assume that a sequence of feasible solutions
with an optimal limit point is given as input to the procedure. Such a sequence can be
generated by solving a series of sampling problems with increasing sample size, or it can
be found by any other viable method.

The issue of scenario analysis is that if the scenario tree is big, it is easy to converge
to a relatively good solution. However, handling large scenario trees is time-consuming.
Therefore, efficient scenario tree reduction algorithms were developed to reduce the size
of the scenario tree. For instance, the algorithm developed by Dupačová et al. (2003)
efficiently reduces the scenario tree without losing the accuracy. Accord to the computation
of the given instances, after 50% reduction of the scenario tree, the optimally reduced tree
still had about 90% relative accuracy.

When it comes to the methodology part, both exact and heuristic methods can be used
to solve stochastic problems. Exact method includes the branch and price (Christiansen
and Lysgaard, 2007), the L-shaped method (Heilporn et al., 2011), the branch and cut
(Gauvin et al., 2014), and so on. For the heuristic method, there are two survey papers re-
lated to metaheuristics that are currently being applied to optimization under uncertainty:
Bianchi et al. (2006) presented one survey on metaheuristics for stochastic combinatorial
optimizations; here, special attention is given to the hybrid of heuristic and exact methods.
Moreover, Gutjahr (2011) presented another survey as an addendum to the previous pa-
per (Bianchi et al., 2006). Typical methodology includes insertion heuristic, tabu search,
genetic algorithms Marković et al. (2015). The exact method is good at solution quality,
but cannot solve the real-life problem. By applying the heuristic method, one can quickly
find a good feasible solution, though the optimality is not guaranteed. Other methodology
includes hybrid metaheuristics approach (Bianchi et al., 2006), rolling horizon mechanism
(Wang et al., 2015) and so on.

In all the heuristic, neighborhood search heuristics are typical methods to solve the
DARP, e.g. Cordeau and Laporte (2003b) described a tabu search heuristic, Ropke and
Pisinger (2006) presented an adaptive large neighborhood search heuristic, Gendreau et al.
(2006) proposed neighborhood search heuristic. Therefore, the methodology we choose for
this paper is based on neighborhood search heuristics. The contribution of this paper is
that we define two variants of the Share-a-Ride problem with stochastic travel times and
stochastic delivery locations. We provide the first application of the neighborhood search
heuristic to the stochastic version of the problem. Further, we compare different solution
methodologies, which integrate an adaptive large neighborhood search (ALNS) algorithm
and different sampling strategies. The comparison between the performance of several
approaches to handle stochasticity is discussed, which includes fixed sample size sampling
(FSS), sample average approximation (SAA), and sequential sampling procedure (SSP).
Finally, we quantify the benefits of incorporating the stochastic information.
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4.3 Mathematical Model

As stated, we presented the first mathematical formulation for the deterministic SARP in
Chapter 2. In order to consider the expected cost/profit related to the stochastic SARP, a
two-stage recourse model (first proposed by Dantzig, 1955, and then implemented widely)
will be used. In the two-stage stochastic programming model with recourse, the first stage
determines the vehicle visiting plan before the stochastic travel times or exact delivery
locations for parcels are realized. Once these random variables are known, it is possible to
check whether the time window and ride time constraints are satisfied. Thus, the profit,
which is uncertain in the first stage, can be calculated, and the expected penalty cost is
considered in the second stage.

Following the notations of Chapter 2, let σ denote the number of requests to be served,
which include m parcels and n passengers. The SARP is defined on a complete undirected
graph G = (V,E) where V = V p ∪ V f ∪ {0, 2σ + 1}. Subsets V p and V f correspond to
passenger and parcel stops, respectively, while stops 0 and 2σ + 1 represent the origin
and destination depots of the taxis. For easy referencing, we arrange all stops in V in
such a way that all origins precede all destinations. Each request includes one origin and
one destination stop. Each stop i is associated with a load qi such that q0 = q2σ+1 = 0,
qi = −qi+σ (i = 1, 2, . . . , σ, where i denotes origin and i + σ denotes destination of a
request). Furthermore, the destination of each request can be obtained as its origin offset
by a fixed constant σ. Let K be the set of vehicles. Each vehicle k ∈ K has a capacity Qk

and the total duration of its route cannot exceed Tk. A time window [ei, li] is also associated
with node i ∈ V where ei and li represent the earliest and latest time, respectively. For
each stop i, the taxi needs to wait if arrive early than ei, and penalty will be caused when
the taxi excess the Li. Variables si denote the service time at stop i. Distance dij and
travel time tij are assigned to each edge (i, j) ∈ E.

For each arc (i, j) ∈ A and each vehicle k ∈ K, let xkij = 1 if vehicle k travels from
node i directly to node j. For each node i ∈ V and each vehicle k ∈ K, let τ ki be the time
that vehicle k begins to serve node i, and wki be the load of vehicle k after visiting node
i. For each passenger i (i ∈ V p,o), let rki be his/her ride time on vehicle k, the maximum
ride time of i is denoted by $i. The initial profits obtained from a passenger and a parcel
are represented by α and β, respectively; while the average profit per unit distance are
denoted by γ1 and γ2, the cost per unit distance is γ3. The discount factor for exceeding
the direct delivery time of passengers is represented by γ4. Let n and m be the number
of passengers and parcels, respectively. We use variables Pi ∈ {0, 1, . . . , 2(m + n + 1)} to
define the serving sequence of taxis, and the maximum number of requests that can be
served within a trip of one passenger is represented by η. To ensure the validity of the
sequence constraints, we set M = 2(m + n) + 1. Finally, we denote the max(0, x) by x+

and random vector as ξ.
We intentionally consider the two sources of stochasticity separately (instead of com-

bining them in one model) in order to better understand the implications of each source.
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4.3.1 Stochastic Travel Times

The first stage formulation for the SARP with stochastic travel times can be formulated
as follows:

max
x

{
f(x) =

[ ∑
i∈V p,o

∑
j∈V

∑
k∈K

(α + γ1di,i+σ)xkij +
∑
i∈V f,o

∑
j∈V

∑
k∈K

(β + γ2di,i+σ)xkij

−γ3
∑
i∈V

∑
j∈V

∑
k∈K

dijx
k
ij

]
+ E[Q(x, ξ)]}

(4.1)

where Q(x, ξ) is the optimal value of the second-stage problem, as shown in function
4.14.

Subject to: ∑
j∈V

∑
k∈K

xkij ≤ 1, ∀ i ∈ V p,o ∪ V f,o (4.2)∑
i∈V

xk0,i =
∑
i∈V

xki,2σ+1 = 1, ∀ k ∈ K (4.3)∑
i∈V

xki,0 =
∑
i∈V

xk2σ+1,i = 0, ∀ k ∈ K (4.4)∑
i∈V

xkij =
∑
i∈V

xki,j+σ, ∀ j ∈ V p,o ∪ V f,o, k ∈ K (4.5)∑
j∈V

xkij =
∑
j∈V

xkji, ∀ i ∈ V p ∪ V f , k ∈ K (4.6)

wkj ≥ (wki + qj)x
k
ij, ∀ i, j ∈ V, k ∈ K (4.7)

wki ≥ max{0, qi}, ∀ i ∈ V, k ∈ K (4.8)

wki ≤ min{Qk, Qk + qi}, ∀ i ∈ V, k ∈ K (4.9)

M(
∑
k∈K

xkij − 1) + Pj − 1 ≤ Pi, ∀ i, j ∈ V p ∪ V f (4.10)

M(1−
∑
k∈K

xkij) + Pj − 1 ≥ Pi, ∀ i, j ∈ V p ∪ V f (4.11)

Pj+σ − Pj − 1 ≤ η, ∀ j ∈ V p,o (4.12)

xkij ∈ {0, 1}; wki ∈ R+; Pi ∈ {0, 1, . . . , 2(m+ n+ 1)} (4.13)

The objective function (4.1) maximizes the total profit obtained from people and parcel
delivery, and includes three parts: (i) the profit obtained from passengers; (ii) the profit
obtained from parcels; (iii) the cost of the distance traveled.

Constraints (4.2)-(4.6) denote that every request can be served at most once (if been
visit, should have one preceding and one succeeding stop), and fix the original and destina-
tion points of taxis. The capacity and passenger service priority constraints are defined by
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Constraints (4.7)-(4.12). Especially for constraints (4.10)-(4.12), they are helps to avoid
long detour for the passenger due to parcel delivery. For instance, if we set η equal to 0,
no detour for the passenger due to parcel delivery will be allowed. The details about the
related constraints can be found in Chapter 2.

The second stage model with stochastic travel times is as follows:

Q(x, ξ) = Cd
∑
i∈V

∑
k∈K

(τ ki − li)+ + γ4
∑
i∈V p,o

∑
k∈K

(rki /ti,i+σ − 1)+ (4.14)

Subject to:

τ kj ≥ (τ ki + tij)x
k
ij, ∀ i, j ∈ V, k ∈ K (4.15)

rki = τ kσ+i − τ ki , ∀ i ∈ V p,o, k ∈ K (4.16)

τ ki ≥ ei ∀ i, k ∈ K (4.17)

τ ki , r
k
i ∈ R+ (4.18)

For the second stage, function (4.14) sums the expected costs of violating the time
windows and ride time constraints. The travel times rki and τ ki are stochastic variables
affected by xkij and the random vector ξ. Constraints (4.15) compute the travel times.
Constraints (4.16) define the ride time of requests.

4.3.2 Stochastic Delivery Locations

The first stage formulation for the SARP with stochastic delivery locations can be
formulated as follows:

max
x

{
f(x) =

[ ∑
i∈V p,o

∑
j∈V

∑
k∈K

αxkij +
∑
i∈V f,o

∑
j∈V

∑
k∈K

βxkij

]
+ E[Q(x, ξ)]

}
(4.19)

Subject to:

(4.2)− (4.13)

The objective function (4.19) maximizes the total profit that can be obtained from
people and parcel delivery. Q(x, ξ) in (4.19) is the optimal value of the second-stage
problem, the second stage model with stochastic delivery locations is as follows:

Q(x, τ, r, ξ) =
∑
i∈V

∑
k∈K

Cd(τ
k
i − li)+ + γ4

∑
i∈V p,o

∑
k∈K

(rki /ti,i+σ − 1)++

−γ1
∑
i∈V p,o

∑
j∈V

∑
k∈K

di,i+σx
k
ij − γ2

∑
i∈V f,o

∑
j∈V

∑
k∈K

di,i+σx
k
ij + γ3

∑
i∈V

∑
j∈V

∑
k∈K

dijx
k
ij (4.20)

Subject to:

(4.15)− (4.18)
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Function (4.20) calculates the expected costs which include four parts: a penalty for
time window violations, a penalty for ride time constraints violations, a cost based on
the distance traveled, and (minus) the distance profit obtained for delivering parcels. The
distances di,j and related time parameters become stochastic due to an uncertainty in the
location of the parcel delivery points. The travel times rki and τ ki are stochastic variables
affected by xkij and the random vector ξ.

4.4 The ALNS and Sampling Strategy Used for the

Stochastic SARP

Researcher can solve deterministic DARP instances with hundreds of requests using heur-
istic algorithm, for instance, Marković et al. (2015) can solve real-life problem with 450
requests. We presented the first mathematical formulation for the deterministic SARP,
which can solve instances with 300 requests in Chapter 2. In this section, we describe our
algorithm based on neighborhood search heuristic present by Chapter 3, and integrates a
sampling scheme (as shown in Algorithm 5).

Algorithm 5: Algorithm for solving the stochastic SARP

Input: Initial solution s, solution sbest := s;
1 Apply the scenario generation (FSS, SAA or SSP) schema
2 while stopping criteria for scenario generation procedure not reached do
3 while stopping criteria for ALNS not reached do
4 s′ := s
5 Apply selection operator to select requests for removal
6 Apply perturbation operator to remove selected requests from s′ and reinsert

as many unserved requests as we can into s′

7 Calculate objective function of f(s′) according to objective function (4.1) or
(4.19)

8 if f(s′) > f(sbest) then
9 s := s′, sbest := s′

10 else
11 if f(s′) > f(s) then
12 s := s′

13 else
14 s := s′ with probability

15 end while

16 end while

Output: sbest;
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4.4.1 The ALNS for the SARP

In this subsection, we describe our ALNS heuristic for the SARP. The heuristic used
is based on the ALNS described by Li et al. (2016). An initial solution is constructed
by assigning every request to a randomly selected vehicle. Next, the ALNS heuristic is
used to improve the original solution. In the heuristic, each iteration includes two sub-
processes: request selection and perturbation (removal and re-insertion). The probability
of accepting a solution follows a simulated annealing scheme, which is the same as in
Ropke and Pisinger (2006). Our stopping criterion is 2000 iterations, because no further
improvement is observed after around 2000 iterations.

The choice of the selection and perturbation heuristics is governed by a roulette wheel
mechanism. We have ten selection operators and seven perturbation operators. By man-
aging the operators via adaptive weights, we diversify the search and find a good balance
between the quality of the solution and the running time. For further details, we refer to
Li et al. (2016).

4.4.2 Sample Average Approximation

The SAA method is a sampling-based approach that has been used successfully to solve
stochastic programs. According to Kleywegt et al. (2001), M independent batches, each
of which has N scenarios are generated in the SAA. The SAA problem is solved M times
repeatedly. In each iteration, independently and identically distributed (i.i.d.) random
samples {W 1,. . . ,WN} are generated for the associated SAA problem. The expecta-
tion of the stochastic problem is approximated by the sample average function ĝN(x) :=

1/N
N∑
j=1

G(x,W j), where G(x,W j) is a function of two variables x and W j. The solution

is evaluated by the optimality gap to the “true” solution and the variance of the gap es-
timator based on the large sample size N ′. If the optimality gap and the variance of the
gap estimator are sufficiently small, we accept the solution. For the sequence sampling
procedure we refer to Procedure SAA in Appendix.

4.4.3 Sequential Sampling Procedure

The second sampling method used is the SSP. According to Bayraksan and Morton (2011),
this method is typically applied to solving a sampling problem with an increasing sample
size. At iteration k ≥ 1 of the sequential procedure we select a sample size, nk, and we use
nk total observations to assess the quality of the current solution, xk. The quality of this
candidate solution is evaluated, which is based on a statistical estimator of the optimality
gap of the candidate solution. If the optimality gap estimate falls below a desired value
(see Procedure 6.3.2 Step 3), then the procedure stops. Otherwise, the procedure continues
with a larger sample size. For the proof of asymptotic validity and finite stopping, we refer
to Bayraksan and Morton (2011). The differences between the SSP and the SAA are
mainly in two aspects: 1) the SSP increases the sampling size in every iteration, the SAA
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resamples the fixed size of observations in every iteration; 2) the statistical estimator of the
optimality gap differs between the SSP and the SAA. For the sequence sampling procedure
we refer to Procedure SSP in Appendix.

4.5 Experiments and Computational Results

This section presents results of our computational tests sampling. The testing is imple-
mented in JAVA and executed on an Intel Xeon E5-4610 2.4 GHz 6 core CPU 32 GB RAM
computer. The purpose of the testing is to compare the FSS, the SAA, and the SSP. The
instances are generated based on the Cabspotting database, which records San Francisco’s
taxi trails in the Bay Area. All instances can be found at http://smartlogisticslab.nl. In
this section, we first introduce the instance design for the stochastic SARP model, then
report the computational results of the FSS, the SAA, and the SSP. Finally, a comparison
between the different approaches is presented.

4.5.1 Instance Design for the Stochastic SARP Model

The instances include 30 to 75 requests. The number of parcels is twice that of passengers
for instances 30 1, 45 1, 60 1, and 75 1, and the number of passengers is two times that
of parcels for the other instances. The number of both passengers and parcels are given
beforehand. The capacity of each vehicle is 5 units, the weights of passengers and parcels
are set to 3 and 1 units, respectively. The time window width for passenger pickup stops is
20 minutes. The passenger drop-off time is ensured by the travel time constraints (penalty
will be added when excess the direct travel time), together with time window varies between
1 to 2 hours. Both the time window width for pickup and drop off stops of parcels are
within three hours (9:00–12:00). The working time limit of drivers is three hours. The exact
destination for parcel requests is not exactly known but is normally distributed around the
center position. Distances are calculated in Manhattan metrics d(x; y) = |x1−y1|+|x2−y2|,
and travel times are calculated as a ratio between the distance traveled and the speed.

Figure 4.1 shows a histogram for the distribution of the speed based on 140,862 taxi
speed records inside San Fransisco with a passenger inside traveling between 9:00-17:00.
The average speed equals the distance divided by the travel time. We present a distance-
weighted histogram: each bar reflects the distance driven with the given speed, rather
than the number of corresponding trips. Furthermore, we consider the measurements
within interval [0,2] as outliers. We choose the speed between any two links from the
historical data based on a roulette wheel algorithm: the probability of selecting some
speed value is proportional to its weight in the histogram from Figure 4.1. The parameters
used in the objective function and constraints are defined as the following parameter vector
(α, β, Cd, γ1, γ2, γ3, γ4) = (3.50, 2.33, 1.00, 2.70, 0.90,
0.60, 3.50).

The parameters used in the ALNS are listed in Table 4.1. For the stochastic locations,
passengers and parcels delivery locations obey a truncated normal distribution (with a
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Figure 4.1 The distribution of speed between 9:00-17:00

mean value corresponding to some location chosen from the database and a standard
deviation of 1 km, truncated at 2 km). In the presented results, the negative objective
value means that for some scenarios the solution corresponds to a situation when the total
cost exceeds the profit.

Table 4.1 List of parameters

Descriptions Values

Parameter used for the SAA

M , number of the SAA replications 10
N , sample size used to calculate the solution 20, 40, 60
N ′, sample size used to evaluate the solution 1000
zα 1.28

Parameter used for the SSP

αsto, 1− αsto is the desired confidence level 0.10
h′, coefficient of the variance of the solution 0.20
h, according to three different initial sample sizes,
coefficient of the variance of the solution with h > h′ (0.515, 0.585, 0.740)
δh (h− h′) (0.315, 0.385, 0.540)
ε′, a small positive number that ensures finite stopping 10−7

ε, a small positive number with ε > ε′ 2× 10−7

p, parameter that affects the number of samples to generate 0.407
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Figure 4.2 Computational results for the FSS and stochastic travel times, “ ” n=2m,
“ ” m=2n, deviations are small and lie within the marks

4.5.2 Computational Results of the FSS

Figures 4.2 and 4.3 show the estimated objective values and their standard deviations for
different instances. Negative objective values mean that costs and penalties exceed the
profit. For stochastic travel times, the solutions keep on improve together with the sample
size increases from 10 to 50. While for stochastic delivery locations, the solutions improve
significantly when the sample size increases from 10 to 50. However, the quality of the
generated solutions displays no further improvement if the sample size is larger than 50.
Note that the CPU time increases very fast (see Table 4.2). One can see that the objective
value varies; the reason is that the travel time depends on the vehicle speed. According to
Figure 4.1, the speed varies within wide limits, and it becomes difficult to find a solution
which is feasible for all such scenarios with different combinations of travel speed.

Compared to the stochastic travel times, the results of stochastic delivery locations are
quite stable. There is no significant difference in objective value between sample size 50
and 200, although the CPU time increases approximately proportionally to the sample size
(see Table 4.2).

4.5.3 Computational Results of the SAA

In Figure 4.4 and 4.5, we present the approximate objective values and their standard
deviations for different instances. The objective values are similar for different initial
sample sizes. According to Table 4.3, the CPU time increases in most circumstances.
However, sometimes the CPU time decreases along with the increase of the sample sizes,
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Table 4.2 CPU time (sec) for the FSS

Stochastic travel times Stochastic locations
sample size sample size

Instances 10 50 100 200 10 50 100 200

30 1 46 206 197 496 51 149 259 693
30 2 20 70 218 351 10 78 172 569
45 1 46 330 505 833 44 530 633 1384
45 2 22 220 232 675 31 215 445 1083
60 1 84 525 972 1690 96 452 1129 1465
60 2 49 392 713 1060 59 304 683 1548
75 1 120 521 954 1892 112 889 1162 1774
75 2 66 345 837 2244 69 443 1139 1868
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Figure 4.3 Computational results for the FSS and stochastic delivery locations, “ ” n=2m,
“ ” m=2n, deviations are small and lie within the marks
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Figure 4.4 Computational results for the SAA and stochastic travel times, “ ” n=2m,
“ ” m=2n, deviations are small and lie within the marks

e.g. the running time with 20 initial sample size is shorter than 40 initial sample size for
instances 30 1 and 30 2. The reason is that if we set the sample size large enough, the
algorithm converges faster. We learn from Figure 4.5 that the objective values of stochastic
delivery are quite stable. Another conclusion is that if the number of passengers is twice
that of parcels, the objective value is much more sensitive than when the number of parcels
exceeds that of passengers.

Table 4.3 CPU time (sec) for SAA

Stochastic travel times: Stochastic delivery
sample size locations: sample size

Instances 20 40 60 20 40 60

30 1 277 130 311 83 94 372
30 2 258 226 805 29 101 143
45 1 566 943 915 165 350 729
45 2 700 850 1825 96 279 1223
60 1 944 1725 582 200 492 740
60 2 1330 1856 1656 172 202 1328
75 1 1296 1570 2915 288 733 1786
75 2 1579 1629 2319 390 278 1700
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Figure 4.5 Computational results for the SAA and stochastic delivery locations, “ ” n=2m,
“ ” m=2n, deviations are small and lie within the marks

4.5.4 Computational Results of the SSP

Figures 4.6 and 4.7 show the result of the SSP, the interval of every point equals (mean-
std.dev., mean+std.dev.). Overall, we obtained similar objective values in comparison with
the FSS and the SAA. According to Table 4.4, the CPU time increases approximately by a
factor of 3 as the sample size increases from 20 to 60. When checking the details of Figure
4.6, we found that the solution of nk = 60 is slightly better than nk = 20 and nk = 40
based on its values of the mean and standard deviation. For stochastic delivery, Figure 4.7
shows that the solution of nk = 20 is as stable as the other two settings.

4.5.5 Comparisons of the Solutions of the Proposed Approaches

The sampling size is fixed for the FSS. Moreover, only the initial sampling size is fixed
in the SAA and SSP. The sampling size of the SAA and SSP increases based upon the
performance of the previous iteration, and stops when the stopping criterion is reached. To
make a comparison of the three methods, we presented the results with the similar CPU
time for different approaches in this section.

Table 4.5 and 4.6 show the obtained objective values. The first column denotes the
instances. The columns “Deterministic”, “FSS” ,“SAA”, “SSP” refer to the objective value
obtained from the following methods: the deterministic solution, the FSS, the SAA, and the
SSP. For the last three approaches, we intentionally present the objective value obtained
by different approaches with approximately the same CPU time. For stochastic delivery
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Figure 4.6 Computational results for the SSP and stochastic travel times, “ ” n=2m,
“ ” m=2n, deviations are small and lie within the marks
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Figure 4.7 Computational results for the SSP and stochastic delivery locations, “ ” n=2m,
“ ” m=2n, deviations are small and lie within the marks
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Table 4.4 CPU time (sec) for the SSP

stochastic travel times: stochastic delivery
sample size locations: sample size

Instances 20 40 60 20 40 60

30 1 196 319 376 832 1207 842
30 2 101 163 287 173 324 1597
45 1 557 827 1159 612 1348 1173
45 2 280 567 622 339 434 503
60 1 1696 1299 1633 813 1349 1617
60 2 1161 916 1064 246 978 1711
75 1 1057 1382 1923 1072 1992 2326
75 2 1984 1261 1767 1126 771 2475

locations, there is no significant difference, but the column “FSS” provides the best results
for stochastic travel times. Moreover, the FSS can always get a relatively reliable solution
which is independent from initial sample size, compared to the SAA and the SSP on all
the testing (see Figure 4.2–4.6 and 4.7). Finally, the comparisons between the stochastic
and deterministic solution confirm the benefit and effectiveness of the stochastic approach.
The profit of stochastic solutions is higher and more stable than deterministic solutions
(deviations of the FSS, the SAA and the SSP are much smaller than those of deterministic
solutions tested against a set of scenarios), which can be seen from Tables 4.5 and 4.6.

Table 4.5 Stochastic travel times: solution quality

Instances Deterministic FSS SAA SSP

30 1 95.59± 49.21 133.04± 8.74 126.98± 15.42 133.86±10.81
30 2 90.38± 110.73 130.72±39.18 136.31± 64.21 127.93±53.42
45 1 -427.27± 399.50 161.82±65.63 155.79± 51.54 163.80±62.33
45 2 -70.94± 156.34 163.22±28.62 145.78± 42.14 155.25±50.18
60 1 40.80± 193.41 242.27±33.76 207.87± 70.08 244.77±45.41
60 2 135.76± 295.30 245.23±59.17 209.21± 97.11 245.76±59.23
75 1 233.04± 106.91 353.50±40.20 318.12± 62.01 335.87±50.72
75 2 -294.35± 363.38 343.08±73.53 305.86±155.15 308.17±91.29

In order to provide an impression of the value of our computation, we present the value
of the stochastic solution in Table 4.7. The value of the stochastic solution (VSS) is nor-
mally used to measure the value of implementing a stochastic model. The VSS equals to
the potential benefit from solving the stochastic program minus solving a deterministic
program, for the related definition of VSS we refer to Birge (1982). The FSS with sample
size 200 as the benefit from solving the stochastic program are used for comparison. The
first column represents the instances. The second and third column (“VSS of the ST” and
“VSS of the SD”) are the VSS for stochastic travel times and delivery locations, separately.
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Table 4.6 Stochastic delivery locations: solution quality

Instances Deterministic FSS SAA SSP

30 1 66.85± 66.10 130.58± 9.92 106.34±30.03 128.44±13.25
30 2 30.69± 52.55 159.26±28.08 172.74±23.12 175.14±11.11
45 1 78.82± 120.90 209.83±33.19 172.10±33.67 207.46±26.93
45 2 50.54± 29.69 161.20±26.27 144.94±37.28 148.71±28.43
60 1 31.96± 120.86 251.47±25.25 232.11±42.68 245.45±25.28
60 2 100.91± 66.58 300.36±33.80 335.74±29.86 319.10±33.94
75 1 341.59± 96.70 361.28±26.61 344.61±32.59 350.19±26.33
75 2 46.04± 96.22 419.00±54.63 451.88±57.24 389.20±73.95

The percentage of improvement (VSS divides the expected result of the deterministic solu-
tion) are shown under the columns “ST %” and “SD %”. From Table 4.7 one can see the
stochastic information is valuable to improve the profit for both stochastic delivery time
and delivery locations.

Table 4.7 Value of Stochastic Solution

VSS of the ST VSS of the SD ST % SD %
30 1 36.63 75.30 38.32 112.63
30 2 47.64 142.09 52.72 463.05
45 1 607.75 78.15 – 99.15
45 2 229.64 120.10 – 237.63
60 1 212.28 201.97 520.31 632.04
60 2 436.07 215.00 – 213.07
75 1 125.41 50.47 53.82 14.78
75 2 611.94 336.88 – 731.66

–: No feasible result because the expected value of the
deterministic solution is negative

4.6 Conclusion

In this paper, we modeled the SARP as a stochastic program with recourse; we focused on
realistic objective functions and constraints that contain uncertainty. We implemented an
adaptive large neighborhood search heuristic, and provided a numerical study of the SARP
with stochastic travel times and delivery locations. The computational results suggest that
the fixed sample size of 200 realizations provides a good approximation to the formulated
scenario, by a comparison of the proposed approaches (deterministic, the FSS, the SAA,
and the SSP). The SAA and the SSP approaches increase the scenario size adaptively. We
learned that the SARP is more sensitive to the stochastic travel times than the stochastic
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delivery locations. The explanation is that the stochastic travel time is affected by the
road congestion, which is fluctuated in a wide range. Compare to stochastic travel time,
the stochatility of delivery location is not obvious in our setting. Though the CPU time of
the stochastic SARP is increased compared to the deterministic SARP, the objective value
of the stochastic SARP significantly increases and the results are much more stable than
those of the deterministic SARP.

The comparison of the stochastic and deterministic solution has been presented. The
results suggest that it is desirable to analyze the stochastic characteristics of requests before
implementing a taxi sharing service. The reason is that the profit of stochastic solutions
is much higher than that of deterministic solutions tested against stochastic scenarios.

In the future, one promising research venue is to implement decomposition techniques
to reduce the CPU time. In order to find a guaranteed optimal solution, one should
develop exact algorithms though the CPU time may increase. In this paper, two sources of
stochasticity are considered separately. Another possible direction is designing an efficient
approach for handling several sources of stochasticity within a single model.



Chapter 5

Rebalancing in a Bike Sharing
System:
A Hybrid ALNS Approach

5.1 Introduction

A number of economic, social, and environmental developments indicate the impact of the
sharing economy, in which people share assets with each other. Some famous shared service
providers include AirBnB (sharing houses), UberPool (sharing rides), DriveNow (sharing
cars), TaskRabbit (sharing services), etc. In this chapter, we will focus on the bicycle
sharing systems, which, by the summer of 2014, had appeared in over 600 cities worldwide
(Gizmodo, 2014).

Bike sharing systems in which users pick a bicycle from one station and drop it at
another, typically experience unbalanced situations in which some stations are full and
others are empty, as shown in Figure 5.1. Hence, realistic systems require a repositioning
strategy. One-way car-sharing providers (e.g., DriveNow or Car2Go) also face a similar
problem.

Rebalancing in such sharing systems is crucial to meet the demand for bicycles at each
station. Rebalancing is normally done by trucks and trailers, and the aim is to do it in
a cost-efficient way. For a typical bicycle reposition service, we refer to Bikeportland.org
(2013). To rebalance the system, rebalancing staff travels between stations to collect and
deliver bicycles. For instance, in Paris, 20 trucks travel around the city 24 hours a day
to maintain the number of bikes in each station close to the predefined quantity. The
quantity depends on the ratio between demand and supply of bikes at a particular station
(Benchimol et al., 2011). Usually, according to contracts with municipalities, the bike
sharing companies face financial penalties when bicycles in multiple stations do not meet
the predefined quantity.

As shown in Figure 5.2, bike sharing presents an inventory relocation problem: in such a
system, each bicycle station can be considered as a warehouse, with its own initial bicycle
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Figure 5.1 Unbalanced bicycle stations in Boston (Thomas and John, 2014)

inventory and target interval. The target inventory interval is set to ensure the bicycle
availability. We call a station an unbalanced station if the current inventory lies outside
the target interval. Several vehicles travel around the city to serve the bicycle stations and
to prevent imbalance. Each bicycle station can be visited several times, and the planned
routes must satisfy the vehicles’ capacity constraints. We consider a static version of the
problem and assume that no new bike rentals or returns occur during the rebalancing, and
all information of the bicycle stations and vehicles is known beforehand. This assumption
is realistic if the rebalancing can be performed when the demand for bikes is low, for
example, at night.

Another common feature of bicycle rebalancing is that each station must be visited once.
In this chapter, skipping some bicycle stations is allowed, and we can visit a station several
times if its replenishment quantity exceeds the capacity of the vehicles. We propose a
hybrid algorithm based on the adaptive large neighborhood search (ALNS), which provides
a feasible solution in a reasonable time. The proposed hybrid ALNS involves a heuristic and
MILP formulations solved by CPLEX. Moreover, the bicycle rebalancing problem covers
the multi-vehicle case. The mathematical model and the solution presented in this chapter
are flexible enough to be applied to other pickup and delivery problems.

The remainder of this chapter is organized as follows: the stated literature is reviewed
in Section 5.2. Section 5.3 briefly introduces the model formulations. In Section 5.4, the
proposed hybrid ALNS is presented. The computational results are presented and analyzed
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Visit station 1,
drop off 10, 
truck load: 1

Visit station 2,
pickup 5, 
truck load: 6

Visit station 3,
pickup 10, 
truck load: 16

Visit station 1,
drop off 9, 
truck load: 7

Initial bikes: 45, target 
inventory interval [5, 35]

Initial bikes: 35, target 
inventory interval [5, 30]

Initial bikes: 1, target 
inventory interval [20, 50]

Figure 5.2 A solution for bicycle rebalancing

in Section 5.5. Finally, Section 5.6 concludes the chapter.
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5.2 Literature Review

The Bicycle Rebalancing Problem (BRP) belongs to the branch of many-to-many pickup
and delivery problems (PDPs) (Parragh et al., 2010). BRPs with various objective func-
tions and constraints are considered in the literature. Dell’Amico et al. (2014) presented
four BRP models in which a fleet of vehicles is used to redistribute bikes with the objective
of minimizing the total travel distance. In these models, every position must be visited
once, and the replenishment quantity of each station is known beforehand. Raviv et al.
(2013) introduced two MILP formulations; the objective function is minimizing the travel
distance and the convex function of the final inventory at the stations. In the first model,
the vehicles can visit each station at most once; bicycles cannot be exchanged between
vehicles. Furthermore, the second model allows a bicycle exchange between vehicles, and
vehicles can visit each station several times. The rebalancing models are solved by a heur-
istic with two steps: vehicles routing step and the replenishment quantity adjust step.
The repositioning problem presented in Raviv et al. (2013) is the most similar to the
inventory-routing problems and single-commodity PDPs. For the literature review of in-
ventory routing, we refer to Coelho et al. (2014), Brinkmann et al. (2015).

Rainer-Harbach et al. (2013) considered a bicycle redistribution problem and proposed
a variable neighborhood search heuristic to solve it. The objective was to find a feasible
solution that minimized the total travel time, the deviation from the target number of bikes
of all stations, plus the number of loaded or unloaded bikes. Compared to the objective
function in Rainer-Harbach et al. (2013), we considered replenishment quantity intervals
as constraints.

Erdoǧan et al. (2014) introduced the static bicycle relocation problem with replen-
ishment quantity intervals (SBRP-DI). In the SBRP-DI, the replenishment quantity of
each station lies within a given interval. As a variant of the One-Commodity Pickup-
and-Delivery Traveling Salesman Problem (1 -PDTSP), the replenishment quantity of the
depot is decided by the model. In our model, the supply of the depot is given beforehand.

Considering implementation, Wald (2014) claimed that two reposition algorithms could
be applied to bike share systems. One of them, developed by scientists at the Vienna
University of Technology and the Austrian Institute of Technology, is now being tested on
the Vienna bike sharing system. Another, developed at Cornell University, is already in
use in New York City (Wald, 2014). Schuijbroek et al. (2013) considered both self-sufficient
stations and stations that need rebalancing, which represent the inventory at each station
as a finite-buffer single-server queuing system.

Besides the static BRP, researchers also considered the dynamic case, as in Kloimüll-
ner et al. (2014). The stations’ replenishment quantities are defined by piecewise linear
functions according to the historical data. Moreover, a heuristic solves the given dynamic
BRP.
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5.3 Mathematical Model for Bicycle Rebalancing Prob-

lem

Let σ be the number of bicycle stations. The BRP is defined on a complete undirected
graph G = (V,E), where V = V p ∪ {0}. Subset V p corresponds to the bicycle stations,
while 0 represents the depot. We assume all routes start (with replenishment quantity a)
and end in the depot. Moreover, we define N = |V p|.

The bicycles are initially distributed among the vertices of graph G, and vehicles pickup
and drop-off bicycles, aiming to reach the target distribution. Each station can be visited
several times. The problem consists of redistributing the bicycles among the stations, using
multiple vehicles, at the same time satisfying the constraints.

Let K be the set of vehicles, and each vehicle k ∈ K (homogeneous) has a capacity
Q. Each station i is associated with a capacity Ci, initial number of bicycles Ii, and
target inventory interval [Li, Ui]. Every station can be a pickup node or a drop-off node,
depending on the initial inventory. Each edge (i, j) ∈ E is affiliated with a travel time
tij. Moreover, wki denotes the load of vehicle k after visiting station i, and qki represents
the replenishment quantity at station i for vehicle k. If the station i is duplicated to ξ
stations, where ξ = dmin(|Li − Ii|, |Ui − Ii|)/Qe (d e means rounds a number to the next
larger integer), the station will be represented by im (m ∈ Mi,Mi = {0, 1, . . . , ξ}). The
corresponding replenishment quantity of the stations are represented by qkim . xkiajm is 1 if
vehicle k travels from duplicate station i directly to station j, and xkij is the times that k
transports from station i to j.

Finally, let ∆l
i be the deviation from the lower bound of the target inventory interval,

and ∆U
i be the deviation from the upper bound of the target inventory interval. The

formulation of the mathematical model is as follows:

min

[
max
k∈K

∑
i∈V

∑
j∈V

tijx
k
ij

]
+ α

∑
i∈V p

(∆L
i + ∆U

i ) + min

[
β
∑
i∈V p

∑
m∈Mi

∑
k∈K

|qkim|

]
(5.1)

Subject to:
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∑
i∈V p

∑
m∈Mi

(xk0im + xkim0) = 2, ∀k ∈ K (5.2)∑
j∈V

xkij =
∑
j∈V

xkji, ∀ ∈ V, k ∈ K (5.3)

w0 = a (5.4)

∆l
i ≥ Li − Ii −

∑
m∈Mi

∑
k∈K

qkim , ∀i ∈ V p (5.5)

∆u
i ≥ Ii +

∑
m∈Mi

∑
k∈K

qkim − Ui, ∀i ∈ V p (5.6)

(wkia − qkjm)xkiajm ≤ wkjm , ∀i ∈ V, j ∈ V, k ∈ K, a ∈Mi, j ∈Mj (5.7)

max{0,−qkim} ≤ wkim , ∀i ∈ V, k ∈ K, m ∈Mi (5.8)

min{Q,Q− qkim} ≥ wkim , ∀i ∈ V, k ∈ K, m ∈Mi (5.9)

−Q
∑
j∈V

(xij + xji) ≤ qkim , ∀i ∈ V p, m ∈Mi, k ∈ K (5.10)

Q
∑
j∈V

(xij + xji) ≥ qkim , ∀i ∈ V p, m ∈Mi, k ∈ K (5.11)

0 ≤ Ii +
∑
m∈M

∑
k∈K

qkim ≤ Ci, ∀i ∈ V p (5.12)∑
a∈M

∑
m∈M

xkiajm = xkij, ∀i, j ∈ V (5.13)

xkiajm ∈ {0, 1}, qki ∈ Z, wki , $i, ψi ∈ Z+ (5.14)

The objective function (5.1) includes three parts: (i) minimize the maximum travel
time of the drivers (to prevent the unbalanced situation that some drivers have much more
workload than others); (ii) minimize the penalty brought by the deviations from the target
inventory intervals; (iii) minimize the number of relocated bicycles. Constraints (5.2) state
that each vehicle must leave and return to the depot. Flow conservation is ensured by
constraints (5.3). Constraints (5.4) ensure that the replenishment quantity of the vehicle
at the depot is a. Furthermore, constraints (5.5) and (5.6) define the violation from the
target inventory at stations. Constraints (5.7) compute the load of vehicles at each station.
The capacity constraints of vehicles are defined by constraints (5.8) and (5.9). Constraints
(5.10) and (5.11) impose that bicycles can be dropped off to or picked up only if a vehicle
visit a station. Constraints (5.12) ensure that the final inventory of a station cannot be
negative, and can never excesses the capacity of the station Ci. xkij is the total times of
vehicle k travels from i to j, which is defined in Constraints (5.13).

For the |qkim| in the objective function, we add a new variable b, and the absolute value
function can be linearized as follows:
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|qkim| = bkim i ∈ V, j ∈ V, k ∈ K, m ∈M (5.15)

bkim ≥ qkim i ∈ V, j ∈ V, k ∈ K, m ∈M (5.16)

bkim ≥ −qkim i ∈ V, j ∈ V, k ∈ K, m ∈M (5.17)

bkim ∈ Z+ i ∈ V, j ∈ V, k ∈ K, m ∈M (5.18)

Constraints (5.7) can be linearized as wjm − wia − qkjm ≥ Ω(xkiajm − 1), ∀ i ∈ V, j ∈
V, k ∈ K, a,m ∈M , and Ω = 2Q.

5.4 Solution Method

In this section, we describe the proposed hybrid ALNS. The heuristic is based on the ALNS
described in Chapter 3. Similar to Patrick et al. (2014), we present a hybrid metaheuristic
integrating a large neighborhood search with exact solution methods. An initial solution
is constructed by a basic greedy insertion heuristic. The heuristic randomly chooses a
station, and inserts it to the best position in the routes (with the smallest cost added).
Afterward, the ALNS heuristic is implemented to improve the initial solution. Simulated
annealing is applied during the ALNS update process. For more details on the ALNS we
refer to Chapter 3.

The pseudocode of the hybrid ALNS is shown in Algorithm 6. Four operators (O1,
O2, O3, O4) are implemented, and the proposed algorithm not only focuses on the vehicle
routes’ search space, but also on the corresponding replenishment quantity space of the
stations. The first two operators only perform the routing optimization, and the replenish-
ment quantity optimization is done by the last two operators. The choice of an operator
applied at an iteration of the ALNS is governed by a roulette wheel mechanism. On the one
hand, we diversify the search by combining different operators. On the other hand, a good
balance between the solution quality and the running time can be reached by choosing a
suitable operator at every iteration.

We define P t
d as the probability of choosing operator d at iteration t. At first, P 0

d equals
to a predefined value; then, it is updated as P t+1

d := P t
d(1 − ρ) + ρχi/ζi, where ρ is the

roulette wheel parameter, χi is the score of operator i, and ζi is the number of times it
was used during the last 500 iterations. The score of an operator is updated as follows:
If the current iteration finds a new best solution, the scores related to the used operators
are increased by π1; if it finds a solution better than the previous one, their scores are
increased by π2; if it finds a non-improving yet accepted solution, their scores are increased
by π3. Every 100 iterations, new weights are calculated using the scores obtained, and all
the scores are reset to zero. The results are obtained after 500N iterations.

To prevent ALNS from being trapped in local optima, we implemented the long-term
neighborhood search memory strategy (Talbi, 2009) for the first two operators. First,
we compute the similarity of the current solution to the best solution (by calculating
the percentage of matching links). If the solution does not improve during the last 200
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Algorithm 6: Adaptive Large Neighborhood Search

Input: Initial solution s, replenishment quantity r, solution sbest := s and rbest := r;
1 while stopping criteria not reached do
2 s′ := s, r′ := r
3 choose operator based on P t

d

4 if Apply O1 or O3 then
5 improve solution s′

6 else
7 Apply O2, improve replenishment quantity r′

8 calculate f(s′)
9 if f(s′) > f(sbest) then

10 s := s′, sbest := s′, rbest := r′, f(sbest) := f(s′)
11 else
12 if f(s′) > f(s) then
13 s := s′, r := r′

14 else

15 s := s′, r := r′ with probability p(s′, s) = min{1, e(f(s′)−f(s))/T}

16 if t mod 2000 = 0 then
17 Apply O4 to improve r based on solution sbest, update f(sbest) and rbest
18 end while

Output: sbest, rbest;
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iterations, we prevent the current solution from moving to a neighborhood with more than
70% similarity to the best solution.

5.4.1 Solution Evaluation

We relax the capacity constraints (5.8 and 5.9), then the solution evaluation value contains
the routing cost in the objective function and the capacity constraints violation penalties.
Let c(s) be the routing cost (value of the objective function). The solution is evaluated by
c(s) plus the penalty of load violation q̄(s) of the vehicle (vehicle load exceeds capacity, or
the vehicle load is smaller than 0):

f(s) = c(s) + αq̄(s) (5.19)

5.4.2 Initial Solution

To generate a feasible initial solution, the replenishment quantity is initialized. To handle
the case that one station may need to be visited more than once, the following policy is
added to simplify the model: We split a station i to ξ stations, which ξ = dmin(|Li−Ii|, |Ui−
Ii|)/Qe, with replenishment quantity equals toQ, Q, . . . , and [min(|Li − Ii|, |Ui − Ii|)] mod Q.
The replenishment quantity for other stations are initialized as follows:

• qi = 0 if Ii ∈ [Li;Ui];

• qi = Li − Ii if Ii ≤ Li;

• qi = Ii − Ui if Ii ≥ Ui.

We encourage to add link (i, j) to the route if |qi − qj| is large, aiming to forbid the
case that the load of vehicle exceeds the capacity. Therefore, we adjust the original cost
cij to dij. Let C = (Λ − Q)

∑
cij/(10nQ), Λ = max{

∑
qi>0 qi,−

∑
qi<0 qi}, if|qi − qj| ≤ Q

then dij = cij +C(2Q− |qi− qj|), if |qi + qj| > Q, dij =∞. Note that the adjustment only
implemented in the initial solution generation procedure. With these settings we generate
our initial solution.

5.4.3 Operator 1 (O1): 2-OPT Heuristic

The 2-OPT heuristic is based on the method proposed by Hernández-Pérez and Salazar-
González (2004). Let R∗ be the locally best feasible solution, R be the current route with r
stations. Note that this operator fixes the bicycle station replenishment quantities. We use
li(R) to define the load when vehicle leaves station i, and infeas(R) is the measurement for
the infeasibility of route R. If the replenishment quantity of the depot can be an arbitrary
number (considered in some PDP, e.g., Hernández-Pérez and Salazar-González (2004)),
infeas(R) = maxri=1{li(R)} − minri=1{li(R)} − Q. If the replenishment quantity of the
depot is given beforehand, the formulation changes to infeas(R) = max(0,maxri=1{li(R)−
Q}) +min(0,−minri=1{li(R)}). The 2-OPT heuristic is as follows:
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Algorithm 7: The 2-OPT heuristic

Input: Solution R, best solution R∗ := R
1 If R is a feasible solution, set R∗ := R, goto 2; otherwise, goto 7;
2 Apply 2-opt to R∗, obtaining a new solution R based on minimizing (infeas(R)),

subject to infeas(R) < 2K/r and cost(R) < cost(R∗);
3 if no new solution R is found then
4 output R∗

5 else
6 goto 1

7 Applying 2-opt to R, we obtain a new solution R′ based on minimizing
(infeas(R′)), subject to infeas(R′) < infeas(R) and cost(R′) < cost(R∗);

8 if no new solution R′ can be found then
9 output R∗

10 else
11 R := R′ goto 1

Output: R∗

5.4.4 Operator 2 (O2): Remove Insertion Heuristic

A randomly selected station is removed from the routes. This station (chosen based on a
greedy insertion algorithm) will be inserted back into the route. Stations with replenish-
ment quantity equal to 0 do not reinsert back to the routes. Tabus are used to prevent
cycling searching, and the objective value of a route is recorded as tabus. Suppose the
bicycle sharing system has n stations; once a station is moved out from the route, it is
forbidden to be inserted into a route with the same objective value in the tabu list for
the next 7.5 log10 n iterations (this quantity is chosen according to Cordeau and Laporte
(2003b)).

5.4.5 Operator 3 (O3): Neighborhood Search for Replenishment
Quantity Optimization

Besides the neighborhood search to improve the route (operators O1 and O2), the re-
plenishment quantity is also updated, depending on the sum of $, ψ, and the viol-
ations of the constraints (5.7). For a given station i, the search space is the interval
[min(qi, Ii − Ui), max(qi, Ii − Li)]. We use the following procedure to choose stations to
update the replenishment quantity:

First, we define Si as a score of station i, violations for vehicles are predefined as $
and ψ. Then, we check the load of the vehicle at each station:

(i) As shown in Figure 5.3, if the vehicle load exceeds its capacity, or the vehicle load is
smaller than 0, or the station inventory violates the target inventory interval, the Si of this
station together with the previous ν stations will add score φ. We use the roulette wheel
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algorithm to choose θ stations, then update the chosen stations’ replenishment quantity to
improve the objective value. Note that if any duplicate station’s replenishment quantity is
changed, the search space of the other related stations is also updated.

(ii) If $ + ψ = 0, and no violations for constraints (5.7) are found, we do not update
the replenishment quantity of any station.

Replenishment Quantity 3

Load of vehicle

-5 -4

0 5 9 12 9

-3 3

γ 

(3,10) (-8,-5) (-6,-4) (-3,0) (3,7)Replenishment 
Quantity Interval
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Load of vehicle

2 1

3 1 0 -1 2
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Replenishment Quantity 3
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1 3
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Figure 5.3 Choose stations to update the replenishment quantity, indicates candidate

stations chosen with high possibility to update the replenishment quantity, indicates $
and ψ bigger than 0, or violations for constraints (5.7) are found

5.4.6 Operator 4 (O4): Replenishment Quantity Optimization

This operator is applied every 2,000 iterations to adjust the replenishment quantity based
on the current routing. For the duplicated stations, the sum of replenishment quantity is
considered when calculating the objective function penalty. Constraints 5.7 are modified
to (wkia − qkjm)xkiajm = wkjm , i ∈ V, j ∈ V, k ∈ K, a,m ∈ M . Finally, we solve the
mathematical model (5.1)-(5.14) by fixing xkiajm .
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5.5 Experiments and Computational Results

In this Section, we present the experiment settings and computational results. The hybrid
ALNS is implemented in JAVA and executed on an Intel Xeon E5-4610 2.4 GHz 6 core
CPU 32 GB RAM computer. CPLEX 12.6 is used for solving the auxiliary MIP.

5.5.1 Instance Design

In this section, we show the performance of our hybrid ALNS. To compare, we first test
the algorithm on the instances provided by Hernández-Pérez and Salazar-González (2004),
which are available at http://hhperez.webs.ull.es/PDsite/. We tested the instances with
30 and 50 requests. In the settings of Hernández-Pérez and Salazar-González (2004), the
requests are served by one vehicle. The stations’ replenishment quantity is a random
number between [-10,10]. Note that the sign of replenishment quantities has the opposite
meaning in the PDP, and we adjust our objective function to minimize the travel distance,
which is the same as in Hernández-Pérez and Salazar-González (2004).

We also implemented our hybrid heuristic to real-life instances, which include two
groups: Boston and Brisbane. The instances can be found at http://smartlogisticslab.nl.

The Boston instances are taken from http://hubwaydatachallenge.org. The link we
refer to include station status data (with information of instances with available bikes and
empty docks for each station for each minute). The number of bicycles in each station
is within the range [0. . . 50]. We generated 10 instances named from B1 to B10, and the
target inventory interval is 30–70% of the bicycle station’s capacity. Overall, the tested
instances included [19. . . 46] stations.

The Brisbane instances are generated based on the data provided by CityCycle Bris-
bane, which includes 150 bike stations (as of December 2014) with approximately 2,000
bikes available across the inner city. By analyzing the inventory in five different periods,
we find that around 60% of the stations have bicycles within the amount of 30–70% of
station capacity, and 80% have bicycles within the amount of 20–80% of station capacity.
The target inventory interval of bicycle stations is randomly set to [0.2, 0.8] or [0.3, 0.7] of
capacity. The scaling factor α for interval violations in the objective function is set to 105,
with scaling factor β for relocating one bicycle. We generate three groups of instances,
with 20, 40, and 60 bicycle stations. The vehicle fleet is at least one, at most five, and all
vehicles start their routes empty.

5.5.2 Numerical Results

All the parameters used in the hybrid ALNS are listed in the Table 5.1. The parameter
tuning strategy is the same as described in Chapter 3. For the mathematical model para-
meters, we set α=10,000, and β=1.

Table 5.2 reports, the average objective value and the corresponding gap compared to
the literature for benchmark instances. The first column indicates the instances’ name,
that follows the pattern n<n1>q<q1>, and the names reflect the settings: for example,
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Table 5.1 Hybrid ALNS and experimental parameter setting

Descriptions Values

Roulette wheel parameter, ρ 0.60
Score of a global better solution, π1 33.00

Score of a better solution, π2 20.00
Score of a worse solution, π3 15.00

P 0
d used for selection operators 1/3

Initial score of a bicycle station, ϕ 1.00
Number of candidate stations chosen to update the score, ν N/10

Score added to the chosen stations, φ 10.00
Stations chosen to update replenishment quantity, θ N/5 or 0

n30q10 has 30 requests and the capacity of a vehicle is 10. The next column gives the
objective value in Hernández-Pérez and Salazar-González (2004) with the fixed replenish-
ment quantity d. Then, we present our objective value for different replenishment quantity
intervals (e.g., [d-1,d+1], meaning the replenishment quantity can vary between [d-1,d+1]).
Each provided objective value is an average for 10 instances. The instances with 30 and 50
requests are solved with an average CPU time equal to one and three seconds, respectively.
Furthermore, the results we report are the best results out of five runs of the algorithm.

From Tables 5.2, one can see our solution usually outperforms those of Hernández-Pérez
and Salazar-González (2004). The reason is that our algorithm finds good combinations
of the replenishment quantity for every station, and only the mandatory stations (replen-
ishment quantity not equal to zero) are visited. We observe that for instances with 30 or
50 requests, almost 10% of the stations have zero replenishment quantity.

Table 5.2 indicates that the objective value is decreasing with the expansion of the
replenishment quantity interval, while simultaneously also decreasing with the increase of
the vehicle capacity. The hardest instance is n50q10 with station replenishment quantity
equal to [d− 0, d+ 0], where the gap is 3.05%. Furthermore, the objective value decreases
when the interval of replenishment quantity expands, and increases with the increase of
a vehicle’s capacity. Another observation from Table 5.2 is that the gap decreases from
[d − 0, d + 0] to [d − 3, d + 3] under the condition that other settings are the same. The
reason is the increased flexibility of stations’ replenishment quantity.

Table 5.3 lists the average CPU times required to run the hybrid ALNS. The CPU time
is between 1 . . . 37 seconds, with an average of 7.9 seconds for all the instances. The CPU
time decreases with the expansion of the replenishment quantity interval and the vehicle
capacity.

Table 5.4 shows the average cost for delivering one bicycle. The cost increases when we
extend the interval; the explanation is that the number of served bicycles is decreasing but
the total cost does not decrease a lot. Overall, the more bicycles served for each vehicle,
the less average cost per bicycle is needed; for example, the more stations served, the
less the average cost, and the average cost is decreasing with the increase of the vehicle
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capacity. The minimum cost for each bicycle is 21.34, which occurs when the vehicle’s
capacity equals 45, with a maximum 50 stations to be served.

Table 5.2 Comparison with Hernández-Pérez and Salazar-González (2004); the numbers in
brackets indicate the percentage gap relative to the second column

Instances Obj. of HS Obj. [d-0,d+0] Obj. [d-1,d+1] Obj.[d-2,d+2] Obj. [d-3,d+3]

n30q10 6576.10 6511.60 (-0.98) 5577.71 (-15.18) 4864.52 (-26.03) 4379.40 (-33.40)
n30q15 5540.70 5227.30 (-5.66) 4553.29 (-17.82) 4233.87 (-23.59) 3897.70 (-29.65)
n30q20 5003.00 4776.40 (-4.53) 4300.58 (-14.04) 3984.13 (-20.37) 3822.90 (-23.59)
n30q25 4792.40 4594.20 (-4.14) 4177.30 (-12.83) 3929.48 (-18.01) 3764.44 (-21.45)
n30q30 4699.60 4510.50 (-4.02) 4156.59 (-11.55) 3910.56 (-16.79) 3763.80 (-19.91)
n30q35 4662.00 4464.20 (-4.24) 4124.32 (-11.53) 3904.01 (-16.26) 3762.50 (-19.29)
n30q40 4604.50 4409.10 (-4.24) 4114.73 (-10.64) 3894.20 (-15.43) 3762.40 (-18.29)
n30q45 4834.20 4382.44 (-9.35) 4112.68 (-14.93) 3884.67 (-19.64) 3763.09 (-22.16)
n50q10 8681.70 8946.30 (3.05) 7725.22 (-11.02) 6578.22 (-24.23) 5760.18 (-33.65)
n50q15 7130.90 7051.14 (-1.12) 6165.53 (-13.54) 5544.29 (-22.25) 5120.93 (-28.19)
n50q20 6537.70 6391.68 (-2.23) 5714.36 (-12.59) 5139.63 (-21.38) 4897.46 (-25.09)
n50q25 6256.70 6075.83 (-2.89) 5545.49 (-11.37) 5066.44 (-19.02) 4786.67 (-23.50)
n50q30 6083.90 5866.15 (-3.58) 5442.71 (-10.54) 4976.85 (-18.20) 4762.65 (-21.72)
n50q35 6005.10 5787.34 (-3.63) 5365.92 (-10.64) 4968.04 (-17.27) 4787.00 (-20.28)
n50q40 5945.90 5741.52 (-3.44) 5320.33 (-10.52) 4963.99 (-16.51) 4781.40 (-19.58)
n50q45 5914.20 5708.58 (-3.48) 5315.74 (-10.12) 4989.70 (-15.63) 4771.40 (-19.32)

Table 5.5 reports the detailed results for the Boston instance. The first column gives the
number of bicycle stations, and the second column is the number of vehicles. Furthermore,
columns 3 and 4 report the objective values, CPU times, and the longest vehicle travel
time and the cost for delivering one bike. For each instance, five runs were performed,
and we presented the best one and the average CPU time. Note that the proposed hybrid
ALNS needs less than one minute to solve Boston instances. It is important to mention
that the travel time for vehicles is between 0.5 . . . 1.25 hours, depending on the number of
stations to rebalance.

Table 5.6 reports the summary of the results of the Brisbane instances. Each value
represents an average result from five runs on 10 instances. If each vehicle serves 20
stations, the average travel time is approximately one hour. When we decrease the number
of stations served by the vehicle to around 10, the average travel time also decreases to
approximately half an hour.

5.5.3 Behavior of Different Operators

To access the behavior of different operators, we tested our hybrid ALNS on a typical
instance B9. Table 5.7 presents call counts, running times used by different operators,
counts that obtain a best objective value, counts that achieve a better objective value. All
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Table 5.3 CPU time (sec.) of Hernández-Pérez and Salazar-González (2004) instances

Instances [d-0,d+0] [d-1,d+1] [d-2,d+2] [d-3,d+3]
n30q10 3.22 3.64 4.24 3.62
n30q15 2.48 1.72 1.36 0.98
n30q20 2.36 1.46 0.86 0.88
n30q25 2.32 1.16 0.82 0.76
n30q30 2.08 1.2 0.8 0.74
n30q35 2.08 1.14 0.68 0.66
n30q40 2.00 1.14 0.72 0.46
n30q45 2.62 1.06 0.76 0.54
n50q10 28.12 36.26 36.88 25.48
n50q15 14.62 15.66 13.14 9.74
n50q20 16.82 13.86 10.52 7.62
n50q25 17.36 13.06 9.74 6.76
n50q30 16.72 12.12 9.22 6.84
n50q35 16.24 12.14 8.78 6.30
n50q40 16.42 11.44 9.08 6.04
n50q45 21.96 11.66 8.64 6.22

Average 10.46 8.67 7.27 5.23

Table 5.4 Cost per bike for Hernández-Pérez and Salazar-González (2004) instances

Instances [d-0,d+0] [d-1,d+1] [d-2,d+2] [d-3,d+3]
n30q10 48.34 43.68 41.36 41.83
n30q15 38.81 36.72 36.78 37.70
n30q20 35.46 34.96 35.41 33.71
n30q25 34.11 33.66 35.02 36.13
n30q30 33.49 33.49 34.79 36.05
n30q35 33.14 32.94 35.39 36.21
n30q40 32.73 33.08 34.68 36.39
n30q45 27.46 32.98 34.62 36.11
n50q10 39.85 30.67 39.49 33.74
n50q15 31.13 26.40 31.14 28.75
n50q20 28.22 24.50 30.08 27.70
n50q25 26.82 23.97 29.06 27.80
n50q30 25.90 23.81 28.87 27.31
n50q35 25.55 23.82 28.63 28.23
n50q40 25.35 23.63 28.18 28.01
n50q45 21.34 23.86 28.43 27.82
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Table 5.5 Results for Boston instances

Instances N Cars Obj Travel Time Cost/Bike
B1 19 2 63.00 36.00 2.33
B2 21 2 62.00 35.00 2.30
B3 22 2 116.00 43.00 1.59
B4 22 2 84.00 37.00 1.79
B5 24 2 78.00 33.00 1.73
B6 29 2 72.00 36.00 2.00
B7 35 2 163.00 62.00 1.61
B8 36 2 114.00 51.00 1.81
B9 38 2 159.00 65.00 1.64

B10 46 2 220.00

Avg. CPU (sec.) 
1.00
2.00
5.00
3.00
4.00
6.00

22.00
18.20
27.40
49.60 74.00 1.51

Table 5.6 Results for CityCycle Brisbane Bikesharing instances

Instances N Cars Obj Ave. CPU Travel Time Cost/Bike
C1 20 1 99.2 4.02 34.2 1.53
C2 20 2 73.7 2.74 19.7 1.36
C3 20 3 65.5 2 14.3 1.28
C4 40 2 182 31.34 38.5 1.27
C5 40 3 152.8 22.16 22.1 1.17
C6 40 4 144.6 17.26 15.9 1.12
C7 60 3 214.9 80.52 43.8 1.26
C8 60 4 196.9 62.1 24.9 1.14
C9 60 5 188 50.5 17.7 1.10
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the numbers are represented as a percentage. A conclusion is that O1’s contribution is
higher than that of other operators. In addition, if one operator is excluded, the results
are shown in Table 5.8. One can see that if either O3 or O4 is excluded, neither the best
nor the average objective value increases. Though the best results on five runs gave similar
results if either O1 or O2 is excluded, the ALNS provides stable results when implementing
all operators. The results confirm the different operators’ effectiveness.

Table 5.7 Behavior of operators O1-O3 for instance B8 (%)

Operators Call counts Running
time

Obtain best object-
ive value

Obtain better ob-
jective value

O1 83.63 93.47 97.93 97.56
O2 7.02 5.40 1.97 2.20
O3 9.35 1.13 0.10 0.25

Table 5.8 Exclude one operator for instance B8

Include all operators Exclude O2 Exclude O3 Exclude O1 Exclude O4
Best 166 159 168 226 178

Average 194.6 166.6 171.8 233.6 2193.6

5.6 Conclusion

We presented a multi-vehicle BRP and solved it using a hybrid ALNS approach. By using
the proposed approach, we solved two groups of real-life instances within two minutes,
indicating real-life practicability. The hybrid ALNS we developed can quickly generate
a feasible solution. Compared to the benchmark results in the literature, we get similar
or better results. The results for the BRP are presented and can be used as a future
benchmark.

To the best of our knowledge, the research related to optimizing bicycle stations’ replen-
ishment quantity is very limited. Therefore, the optimization of the stations’ replenishment
quantity is an important extension. The mathematical model we proposed in this chapter
mainly considered replenishment quantity-related constraints. One can extend the model
by considering time-related constraints (e.g., add time window constraints). In the future,
online BRP could be another promising research direction (e.g., considering the replenish-
ment quantity in different stations and in different periods). Another interesting direction
is the self-rebalancing, related policies need to making to encouraging self-rebalancing,
such as providing cheap price if users take rides that can facilitate balancing the network,
parking at nearby unused stations, or applying dynamic price based on demand.





Chapter 6

Conclusions

This chapter presents the conclusions of the thesis. We summarize the results from the
previous chapters, and provide directions for the future research. The remainder of this
chapter is organized as follows. In Section 6.1 we discuss results, and the challenges
regarding real-life application are addressed in Section 6.2, while we highlight the directions
of future research in Section 6.3.

6.1 Results and Contributions

Our research starts with the categories of pickup and delivery problem and transporta-
tion sharing, aims to connect the scientific optimization theory and real-life transportation
problems. Furthermore, the thesis provides insights into the operation of innovative trans-
portation, related to the sharing of taxis and bicycles, which is attractive to economic,
environmental, and social perspectives. We focused on the pickup and delivery problem,
to be more specific: the Share-a-Ride problem (an extension of the Dial-a-Ride problem)
and the bicycle/car rebalancing problem. In the first part, we looked at taxi-based com-
binations of people and freight transport, while in the second part, we deal with bicycle
sharing rebalancing problem.

In Chapters 2-4 a new topic is been explored: ridesharing between passengers and
parcels. For the passenger and parcel share a ride, comparing to traditional parcel delivery
companies put a driver on every block every day, taxi companies have drivers on every
block every minute in the urban city. The high density supports the instant pickups and
drop-offs. This can affect the existing system, generate new experiences. Though it is
challenge, we think it is worth if it can alleviate the congestion, reduce air pollution,
increase the efficiency of the parcel delivery. Within this topic, we build our mathematical
model, and describe the insight and possible implications for implementation according to
the simulation results.

We considered two models and developed two corresponding MILP formulations for
static people-freight taxi sharing in Chapter 2: the SARP (Share-a-Ride problem) and the
FIP (Freight-Insertion-Problem). The SARP, which can be viewed as an extension of the
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well-known DARP, is the most general model as it optimizes both passenger and freight
routes. However, due to the high computational complexity of the problem, the SARP
can be solved to optimality only for very small instances. Furthermore, we implement
the freight insertion approximation approach (named FIP approach) that assumes fixed
assignment of passengers to taxis and sequence of their service. The one-FIP appears
to be much easier and enabled us to perform an extensive numerical study of the exact
solutions. Additionally, we also addressed the SARP in a dynamic environment. Overall,
the performance of the dynamic experiments shows similar behaviour (e.g. the ratio of
served passengers over parcels, extra delivery time for passengers) to the static case.

The numerical results in Chapter 2 show that there is a trade-off between the profit
of a taxi company and the acceptance rate of the parcels. In addition, the results suggest
that it is desirable to analyze the spatial characteristics of requests before implementing a
taxi-sharing service, because the spatial distribution of requests can drastically affect the
performance of the taxi-sharing system. Finally, we have shown that the performance of
the system is the highest in case the spatial distribution of requests resembles a pattern
inherent to cities. This makes taxi-sharing quite promising for urban areas. In general,
our numerical study confirms the appropriateness of the taxi-sharing systems, but suggests
that a traditional freight service must also be available as a backup system to ensure that
all requests are served.

Secondly, we developed an ALNS-based heuristic for solving the SARP in Chapter
3, due to the high computational complexity of the SARP. The ALNS-based algorithm
can solve real-life instances in reasonable CPU time. The ALNS was mainly tested on
instances generated from the Cordeau and Laporte (2003b) DARP instances. We found
that the ALNS-based heuristic leads to a good solution with an objective value comparable
to the literature.

Most of the related neighborhood search heuristic papers (the DARP with same tested
instances) implement searching methods that accept infeasible solutions. The ALNS we
designed for the SARP make a comparison for the following two approaches: (1) only
feasible solutions are accepted during the search; and (2) infeasible solutions are also
accepted, but penalized for the violation during the search. The algorithm that only
accepts feasible solution is much faster than the method that accepts infeasible solution,
because the first approach does not need to check all the constraints and stops evaluating
a solution after the first violated constraint is found. Additionally, an innovative entropy-
based diversity measurement is used to assess the performance of the ALNS, and it can
be extended to include an adaptive weight adjustment procedure and dynamic stopping
criteria in a new setup. A major insight that our work provides is that the ALNS-based
heuristic can solve the SARP instances with more than 200 requests, which indicates that
it can be beneficial for the practical application of the SARP system.

Thirdly, we studied two stochastic variants of the SARP (stochastic travel times and
delivery locations) in Chapter 4. One important issue is that the deterministic SARP
studied in Chapters 2 and 3 does not adequately cover real-life situations. For example,
it ignores road congestion and the information about requests may not always be known
beforehand. This motivated us to consider a stochastic variant of the SARP. Therefore,
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we modelled the SARP as a stochastic program with recourse, and we focused on realistic
objective functions and constraints that contain uncertainty. We implemented an adaptive
large neighborhood search heuristic and provided a numerical study of the SARP with
stochastic travel times and delivery locations. The computational results suggest that the
fixed sample size provides a good approximation to the formulated scenario by comparing
the scenario generation approaches (deterministic, the FSS, the SAA, and the SSP). The
SAA and the SSP approaches increase the scenario size adaptively. We learned that the
SARP is more sensitive to the stochastic travel times than the stochastic delivery locations.

Although the CPU time of the stochastic SARP is increased compared to the determ-
inistic SARP, the objective value of the stochastic SARP increases significantly, and the
results are much more stable than those of the deterministic SARP. We analyzed the com-
parison of the stochastic and deterministic solution as well. It shows that it is desirable
to analyze the stochastic characteristics of requests before implementing a taxi-sharing
service. The reason for this is that the expected profit of the stochastic solutions is much
higher than that of deterministic solutions if tested against the stochastic scenarios.

Fourthly, we defined a multi-vehicle bicycle rebalancing problem in Chapter 5, which
we solved using a hybrid ALNS approach. The computational results of three groups of in-
stances are also presented in that chapter. The implemented hybrid ALNS approach makes
it possible to solve real-life instances in a short time. The ALNS we developed can quickly
generate a feasible solution that has a similar or lower cost than the results reported in
the literature. Therefore, we can use the algorithm for scheduling. Two groups of instance
are generated based on two different cities, approximately 20% of bicycle stations needed
rebalancing. According to the simulation results, the repositioning procedure duration was
around half an hour if each car can serve around ten locations.

6.2 Discussion

In this section we briefly discuss the limitations and suggestions for the future research
directions. In Chapters 2-4, we studied deterministic, stochastic, and online Share-a-Ride
problems, which we solved via metaheuristic methods. However, the SARP we described
cannot handle the situation that if nobody can receive a parcel when reach the destination
of a parcel. Therefore, the SARP proposed in the thesis is more suitable to company
delivery. In Chapter 3, the algorithm we proposed is still not fast enough for the real-life
implementation, mainly because we focus on the solution quality not the speed. Due to
the speed limitation for application, one may need terminate the heuristic algorithm and
obtain an acceptable solution after a short time period, as performed in the literature, for
instance Marković et al. (2015). Though the users may cannot find optimal solution, the
results should be acceptable comparing to without using the algorithm.

Furthermore, the following other challenges must be resolved for a real-life SARP ap-
plication.

1. Collaboration: The key to a successful implementation is that both passenger and
parcel transportation providers accept the concept of parcels sharing a ride with
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people. Taxis may reject to delivery parcels. Passengers may worry about any
inconvenience caused by sharing rides. To overcome the pitfall of inconvenience and
delay compared to a direct taxi service, a good pricing model for drivers, passengers
and parcels is needed.

2. Loading/unloading parcels: The process of handling parcels needs to be fast, espe-
cially if a passenger is inside the taxi. In particular, if the drivers or parcel owners
going to load/unload the parcels, the meeting time and place should be settled be-
forehand.

3. Diversified service options: We recommend the delivery provider provide more op-
tions with different charges, so the customer can choose different service level. Be-
cause there always exist a conflict between the cost and customer service level.

4. Methodology analyzation: We mainly follow the algorithm engineering process in the
methodology part. The main problem faced by an algorithm engineering process is
the difficulties to analyze, huge gaps exist between theory and practice. For example,
Sanders (2009) mentioned that randomized algorithms were often simple randomized
algorithms and faster than their best deterministic competitors, but even simple
randomized algorithms are often difficult to analyze.

5. Overall efficiency: Share rides will change people’s behavior, at same time some
driver may loss job and affect other transportation network. Though it is quite
difficult to measure the overall efficiency of share rides, the overall efficiency should
be comparable to serve them with separate rides.

In Chapter 5 we describe a bicycle rebalancing problem, which is a essential for a
successful bicycle share system. Similarly, the popular car-sharing faces the same unbalance
challenge as bicycle sharing rebalancing. More and more public bicycle sharing systems are
opening their data for public use, which include the number of bicycles in each station per
minute, trip starting and ending time, and trip starting and ending stations. It provide
bunch of opportunity for bicycle sharing research, but it is a challenge to use the huge
open data for bicycle sharing service and bicycle sharing maintenance. Furthermore, a
good designed self-rebalancing bicycle/car sharing system can save a lot of effort for daily
rebalancing. How to design a good bicycle/car sharing system is important for a real-life
BRP application.

Finally, if the vehicle/bike sharing is convenient enough, most people do not need
to buy car anymore. The car companies competition strategy will be totally changed.
Challenges and opportunities co-exist for traditional car companies. Due to the competition
between the car sharing companies, some may choose to cooperate with the traditional car
companies, e.g. encourage the potential drivers to buy some brand of car. Some companies
already involved into the changes, e.g. “BMW’s DriveNow”, which is a joint venture
between BMW and Sixt that provides carsharing services in several cities in Europe and
North America. The user friendly car sharing experience may make people think twice



6.3 Future Research Directions 107

between buying a car not as good as BMW or just using the cheap BMW car sharing
service. If it is the trend, we believe that the earlier participates will dominate the market.

6.3 Future Research Directions

We believe that our models, methodology and result analysis provide insight into optimiz-
ation of people and freight transportation, and the research presented in this thesis opens
many directions for future research, which we discuss in this section.

Overall, we mainly discuss two kinds of PDP variants: SARP and BRP, which add
challenges to the PDP related scheduling models, and the research related to these problems
is growing fast. We have mainly exploited the one-to-one and many to many problems, the
topic of the branch of one-to-many-to-one problem needs further investigation together with
the related solution methods (exact and heuristic algorithms). Furthermore, the research
presented in this thesis is a single-objective optimization, and an interesting extension
would be to modify the related framework to deal with multiple objectives.

In the following, we will introduce the future directions for SARP and BRP separately.

6.3.1 Future Directions for Academic Research

We see the following broad areas for future research of the static SARP: (i) extending the
model (introducing multiple objectives related to revenue, environmental impact, etc.);
(ii) improving the dynamic (online) Share-a-Ride problem framework by adding a waiting
strategy (for example, postponing the decision at some specific area or specific time peri-
ods); (iii) there is a trade-off between how much needs to be done for offline and online,
which is an interesting extension; (iv) in Chapter 2 we list several methods to solve the
MIP, we only implement the heuristic algorithm for the practical purpose, one can apply
other algorithms to the Share-a-Ride problem; (v) the model formulation in Chapter 2
generalizes the pickup and drop-off nodes to a universal node, with a positive or negat-
ive load, respectively. The requests in our instances are set to one pick-up location and
one drop-off location. For logistic companies, it is common to handle more diversified
situations, for example, one pick-up location and many drop-off locations, many pick-up
location and one drop-off locations, the mathematical model formulations of the Share-a-
Ride Problem and the Freight-Insertion-Problem are flexible enough to adjust to handling
these situations; (vi) more instances need to be generate and tested for the future research,
e.g. with only passengers requests or only parcels requests, requests that have one pick-up
location and many drop-off locations, and requests with many pick-up locations and one
drop-off location; (vii) it is better to obtain profit-related data from logistic companies and
taxi companies, to calculate the real savings compared to serving passengers and parcels
separately. How to share the risk and profit is an interesting topic, we recommend using
the knowledge related to game theory; (viii) how to measure the consequence of the sharing
transportation strategy to the convention transportation network is a interesting research
topic; and (ix) technologies are needed to the gap of translating the academic algorithm
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to software implementation.
Because the traffic conditions are unpredictable and the information of a request may

contain inaccuracy, the static situation may be too idealistic. Thus, we consider this
issue and employ the stochastic SARP in Chapter 4, which contains the uncertainty in
travel times and delivery locations. However, the travel time distribution is based on links
between requests; in order to be more realistic, the travel time estimate should be more
accurate. For instance, the travel time depends on the time period of the day. Thus,
an extension for the research can be done by incorporating the time-dependency into the
model. A two-stage model is presented in Chapter 4, and one could also formulate a chance-
constrained model or a multistage model. The scenario-based heuristic is implemented
and one could also try other approaches, such as expected value and chance-constrained
approaches. To obtain guaranteed solution for the two-stage recourse model, a future
research direction could be to develop exact methods such as L-shaped methods.

For the BRP we proposed a static bicycle sharing rebalancing problem. The bicycle
rebalancing problem can be categorized to pick-up and delivery problems with a many-to-
many structure. To deal with the special case that the replenishment quantity of a bicycle
station excess the vehicle capacity, we adjusted the original problem to the PDP structure
by adding a split policy. Moreover, the proposed model and methods can be generalized to
the inventory routing problem. In the heuristic solution method part, we mainly optimized
the vehicle routing. A basic tabu search heuristic and mathematical MIP models are used
to optimize the load quantity of bicycle stations. To the best of our knowledge, few studies
have conducted research related to optimization of the demand of each bicycle station;
therefore, optimizing the demand of stations is an important extension. We implement
one policy to deal with the many-to-many delivery situations, and other policies can be
developed and compared in the next step. Online bicycle rebalancing problem is another
promising research direction; for example, considering demand in different stations and
time periods. The demand forecast should be based on historical data with similar charac-
ters (holidays, workdays, rainy days, peak hours, unusual events, etc.). Another interesting
direction is to develop related policies and test the effect; for example, encouraging mem-
bers to ride in the opposite direction of demand and park at nearby unused stations, the
dynamic price for renting a bicycle. We implement a hybrid ALNS algorithm, we recom-
mend decomposition strategy for the exact method due to the complexity of the problem,
e.g. branch and cut, Benders decomposition, column generation. Benders decomposition
is not a good choice because both the routing and bicycle delivery variable are integers,
and it is quite difficult to obtain the dual for the integer problem, additional efforts are
needed to overcome this disadvantage.

However, the bicycle rebalancing problem we present is different from the traditional
vehicle routing problem, before implementation the researchers need to overcome some
difficulties. For instance, the traditional capacity inequalities, comb inequalities used in
branch and cut methodsare unsuitable to implement directly on the model. Another choice
is the column generation algorithm, because column generation is useful when dealing with
large numbers of variables. Finally, car-sharing faces the similar unbalance problem as
bicycle sharing. A car-sharing company can use trucks for rebalancing or employ people
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to the car parking place. The bicycle rebalancing proposed in this thesis can adjust to car
rebalancing for the first situation. In the second situation, one can adjust our model by
assuming one driver equals to one truck (with a capacity equal to one).

6.3.2 Future Directions for Application

Due to the availability of the Internet, computers, and mobile devices, people can easily
send or receive information and instructions. Accordingly, one major need is to develop a
platform that can be implemented on these devices to monitor and guild the vehicles/bikes.
Take taxis as an example, such applications should include dynamic modifications of driver
task lists, the sequence of pick-up and drop-off locations, and time windows. While the
implementation requires the performers good at translating academic research to indus-
trial application, the hire employees should be good at communication skills, coding skills
(handle the memory control and data structure), understanding the related mathematical
model and suitable algorithm, and software implementation. Especially for the algorithm
chosen skill to balance the advantage and disadvantage of different algorithms: The speed
of the heuristic algorithm normally faster than the exact methods, however, the heuristic
algorithm needs individualized data testing and parameter turning for different scenarios
with different characters, it may increase the need of staffs (to collect data, test the al-
gorithm, turning parameters or even change the algorithm).

Additionally, how to attract the traditional software companies to invest in the optim-
ization area is an important issue. Similar to existing taxi based system, we suggest the
software or apps also provide the planning, pricing and payment services for bicycle or taxi
sharing. For instance, people can find an available bicycle/taxi with the phone, ride it, pay
it, and leave it when the trip is over. The rating systems between users and drivers are
required because the travel decisions are influenced by joint decisions and interactions with
social contracts. The model and algorithm we proposed can be the core of the software
system, which helps making scheduling decisions. To support the whole system, other
algorithms also need to be developed, e.g. matching algorithm. We cannot deny that any
new application may affect the existing system. Both the behavior of the driver and the
end-users are changed due to the policy of using new technology.

Finally, the application-related policies should highlight the need for security of personal
data, and protecting the consumer from credit/privacy-related fraud. In order to protect
both passengers and drivers, many companies plan to track the trajectory of vehicles.
However, policies need to balance between tracking the vehicle’s trajectory and protecting
the drivers privacy. Furthermore, regulations that avoid stolen/losing is essential for the
parcel delivery. We suggest that insurance companies involved in order to fill the insurance
gaps. For the operation details, many important issues must be think beforehand by the
policy maker, for instance, suppose people and parcel put together in one taxi, after arrive
at the origin/destination of a parcel, who and how to load/unload the parcel. To attract
more customer, one may think the discount rate comparing to the normal price of taxi
as a driven factor. Nevertheless, there are many other factors may affect the utility of
sharing service. Auction based protocol is recommended to solve the problem, where the
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passengers/parcel owners can submit their requirement and willingness to use the sharing
service.
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Proof of Theorem 3.4.1.

Let Bi2 be the initial service start time of request i2, Bi2 be the service start time after
add the time slack. For a given subroute (i, . . . , i+ψ, . . . , j), if i and i+ψ have time slack
Fi and Fi+ψ, respectively, then Bj update according to:

Bj := Bj + max(0, Fi −
i+ψ∑
h=i+1

Wh) + max(0, Fi+ψ −
j∑

h=i+ψ+1

Wh) (A.1)

By using the Equation (A.1), if we add two forward time slacks F1 and F2 on i and i2,
respectively, the formula of Li1 and Li2 are as follows:

Li1 = Bj1 + max(0, F1 −
j1∑

h=i+1

Wh)−Bi1 (A.2)

Li2 = Bj2 + max(0, F1 −
im∑

h=i1+1

Wh) + max(0, F2 −
j2∑

h=i2+1

Wh)−Bi2

= Bj2 + max(0, F1 −
im∑

h=i1+1

Wh) + max(0, F2 −
j2∑

h=i2+1

Wh)−

(Bi2 + max(0, F1 −
im∑

h=i1+1

Wh) + F2)

= Bj2 + max(0, F2 −
j2∑

h=i2+1

Wh)− (Bi2 + F2) (A.3)

If we only add time slack F2 on stop i2, let L
′
i1

, L
′
i2

be the ride time of request i2 and
i2, respectively:

L
′

i1
= Bj1 −Bi1 (A.4)

L
′

i2
= Bj2 + max(0, F2 −

j2∑
h=i2+1

Wh)− (Bi2 + F2) (A.5)

Thus Li2 , L
′
i2

are independent from F1, and Li1 is not related to F2, (i) and (ii) are
proved. 2
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Algorithm for SAA

Let x̂mN denote the candidate solution produced by the m-th SAA replication, and v̂mN
be the corresponding objective value, the proposed algorithm is as follows :

Input: Initial sample size N and N ′ (N ′ � N)
Output: Candidate solution, x̂

1. Determine the number M for the SAA replications.

2. For m = 1, . . . ,M , do Step 2.1 through 2.2:

2.1 Generate a sample of size N and solve the SAA problem with objective value v̂mN
and solution x̂mN . In the m-th iteration, we apply the ALNS to solve the problem, and

choose a best history solution x∗i :=i∈{1,...,m} 1/N ′
N ′∑
j=1

G(xi,W
j) as the initial solution.

2.2 Generate a sample of size N ′ to estimate the optimality gap and the variance of
the gap estimator.

If the optimality gap and the variance of the gap estimator are sufficiently small
(explanation to follow), go to Step 4.

3. If the optimal gap or the variance of the gap estimator is too large (explanation to
follow), increase the sample size N and/or N ′, and return to Step 2.

4. Choose the best solution x̂ among all candidate solutions x̂mN produced, using a
screening and selection procedure (Kleywegt et al., 2001).

In Step 2.2, ifM replications have been tested, let ĝN ′(x̂) and v̄MN stand for the estimated
upper and lower bound of the gap, respectively. The estimated gap equals ĝN ′(x̂)− v̄MN , and

variance is
(
S2
N′ (x̂)

N ′
+

S2
M

M

)1/2
. The confidence interval of the estimated gap is: [ĝN ′(x̂) −

v̄MN − zα
(
S2
N′ (x̂)

N ′
+

S2
M

M

)1/2
, ĝN ′(x̂)− v̄MN + zα

(
S2
N′ (x̂)

N ′
+

S2
M

M

)1/2
]

In Step 2.3, we define “sufficiently small” as: gapt is a gap at iteration t, and |(gapt−1−
gapt)|/gapt is less than 5%, or the upper bound of the confidence interval of the gap/v̄MN is
less than 10%. For the proof of convergence properties of the SAA, we refer to Kleywegt
et al. (2001).
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The equations for calculating ĝN ′(x̂), ĝN ′(x̂), S2
N ′(x̂)/N ′, S2

M ′/M
′ are as follows:

ĝN ′(x̂) =
1

N ′

N ′∑
j=1

G(x̂,W j) (A.6)

v̄M
′

N =
1

M ′

M ′∑
m=1

v̂mN (A.7)

S2
N ′(x̂)/N ′ =

1

N ′(N ′ − 1)

N ′∑
m=1

(v̂m(x̂)− v̄N ′(x̂))2 (A.8)

S2
M ′/M

′ =
1

M ′(M ′ − 1)

M ′∑
m=1

(v̂mN − v̄M
′

N )2 (A.9)
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Algorithm for SSP

Input: Values for h > h′ > 0, ε > ε′ > 0, 0 < αsto < 1, p > 0, and resampling frequency
kf (a positive integer)

Output: Candidate solution, x̂T

1. Set k:=1, calculate nk, and sampling observations ξ̃1, ξ̃2, . . . , ξ̃nk .

2. Use ξ̃1, ξ̃2, . . . , ξ̃nk to form Gk and s2k. When applying the ALNS to solve the problem,
we use a screening and selection procedure (Kleywegt et al., 2001) to choose a best
solution as the initial solution.

3. If Gk ≤ h′sk + ε′, then set T := k, and go to Step 5.

4. Set k:=k+1 and calculate nk. If kf divides k, then sample observation ξ̃1, ξ̃2, . . . , ξ̃nk ,
independently of samples generated in previous iterations. Else, sample nk − nk−1
observations ξ̃nk−1+1, ξ̃nk−1+2, . . . , ξ̃nk from the distribution of ξ̃. Go to Step 2.

5. Output candidate solution x̂T .

The equations for calculating nk, Gk, s
2
k are as follows:

nk =

⌈
(

1

h− h′
)2(max{2ln

∞∑
j=1

j−plnj/
√

2παsto, 1}+ 2pln2k)

⌉
(10)

Gk =
1

nk

nk∑
i=1

(f(xk, ε̃
i)− f(xnk

, ε̃i)) (11)

s2k =
1

nk − 1

nk∑
i=1

[(f(xk, ε̃
i)− f(xnk

, ε̃i))−Gk]
2 (12)
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SUMMARY

Optimization of People and Freight Transportation: Pickup and Delivery

Problem Variants

The thesis provides insights into the operation of innovative transportation,

related to the sharing of taxis and bicycles, which is attractive from the

economic, environmental, and social perspectives. We focused on the pickup

and delivery problem, to be more specific: the Share-a-Ride problem (an

extension of the Dial-a-Ride problem) and the bicycle rebalancing problem. In

the first part, we looked at taxi-based combinations of people and freight

transport, while in the second part we worked with bicycle sharing rebalancing

problem.

Our research started from the categories of pickup and delivery problem and

transportation sharing, aimed to connect the scientific optimization theory and

real-life transportation problems.

In Chapter 2, we explored a new topic: ridesharing between passengers and

parcels. Within this topic, we built our mathematical model, and described the

insight and possible implications for implementation according the simulation

results. Two models were developed for the people-freight taxi sharing: the

Share-a-Ride problem and the Freight Insertion Problem. The SARP, which can

be viewed as an extension of the well-known DARP, is the most general model

as it optimizes both passenger and freight routes. However, due to the high

computational complexity of the problem, the SARP can be solved to optimality

only for very small instances. Furthermore, we implemented the freight insertion
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approximation approach that assumes fixed assignment of passengers to taxis

and sequence of their service. The Freight-Insertion-Problem appeared to be

much easier and enabled us to perform an extensive numerical study of the exact

solutions. Additionally, we also addressed the SARP in a dynamic environment.

Overall, the performance of the dynamic experiments showed similar behavior

(e.g. the ratio of served passenger over parcel, extra delivery time for passengers)

to the static case.

The numerical results in Chapter 2 showed that there was a trade-off between

the profit of a taxi company and the acceptance rate of the parcels. In addition,

the results suggested that it is desirable to analyze the spatial characteristics of

requests before implementing a taxi-sharing service, because the spatial

distribution of requests drastically affected the performance of the taxi-sharing

system. Finally, we shown that the performance of the system was the highest in

case the spatial distribution of requests resembles a pattern inherent to cities.

This made taxi-sharing quite promising for urban areas. In general, our

numerical study confirmed the appropriateness of the taxi-sharing systems, but

suggested that a traditional freight service must also be available as a backup

system to ensure that all requests are served.

Due to the high computational complexity of the SARP, we developed an

ALNS-based heuristic for solving the SARP in Chapter 3. The ALNS-based

algorithm solved real-life instances in reasonable CPU time. The ALNS was

mainly tested on instances generated from the DARP instances in the literature.

We found that the ALNS-based heuristic leads to a good solution with an

objective value comparable to the literature. A major insight that our work

provides was that the ALNS-based heuristic can solve the medium-sized SARP

instances, which indicated that it can be beneficial for the practical application

of the SARP system.
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In Chapter 4, we studied two stochastic variants of the SARP (stochastic travel

times and delivery locations). One important issue was that the deterministic

SARP studied in Chapters 2 and 3 does not adequately cover real-life situations.

For example, it ignored road congestion and the information about requests may

not always be known beforehand. This motivated us to consider a stochastic

variant of the SARP. Therefore, we modelled the SARP as a stochastic program

with recourse, and we focused on realistic objective functions and constraints

that contain uncertainty. We implemented an adaptive large neighborhood

search heuristic and provided a numerical study of the SARP with stochastic

travel times and delivery locations. The computational results suggested that the

fixed sample size strategy provides a good approximation to the formulated

scenario by comparing the scenario generation approaches.

Chapter 5 mainly focused on improving existing bicycle sharing services by

using vehicles to transport bikes from full stations to stations with shortages to

balance the bicycle sharing network. We formally defined the problem and

presented a mathematical formulation. This formulation, however, was complex

to obtain an exact solution. We proposed a hybrid ALNS heuristic method to

solve this problem. The implemented hybrid ALNS approach quickly generated

a feasible solution that has a similar or lower cost than the results reported in the

literature. The proposed heuristic can be applied to other vehicle routing

problems, as well as to other sharing systems.
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