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An Adaptive Restart Heavy-Ball Projected Primal-Dual Method for
Solving Constrained Linear Quadratic Optimal Control Problems

Y.J.J. Heuts

Abstract— This paper presents a fast and flexible projected
primal-dual method for solving linear quadratic optimal con-
trol problems. Using a specific preconditioning, the algorithm
achieves dead-beat convergence for unconstrained problems
and has fast convergence for constrained problems. Accelerated
convergence is obtained by applying a heavy-ball method
to accelerate the projected primal-dual algorithm. In order
to avoid missing critical points due to high momentum, an
adaptive restarting procedure is used to slow the algorithm
down if the solution diverges. Furthermore, convergence is
proven by representing the algorithm as a Lur’e-type dynamic
system and applying LaSalle’s invariance principle to show
the fixed point is asymptotically stable. A method for handing
out a certificate of infeasibility has also been introduced. The
resulting algorithm is simple, while also achieving competitive
computational times.

I. INTRODUCTION

Traditionally, (online) optimal control has been reserved
for controlling linear systems with slow sample times over
small control horizons. Namely, as the sampling rate and/or
the control horizon increases, the requirements on compu-
tation times for the solver for the underlying optimization
problem increase. Therefore, control horizons are typically
kept short in optimal control applications on embedded
microcontrollers, see, e.g., [1], or computation times become
long, see, e.g., [2], and the optimal solution is used for
offline benchmarking of the system. Another trend is to apply
numerical optimal control to nonlinear systems or prob-
lems with integer decisions. In the former case, sequential
quadratic programming, e.g., [3] can be used to solve the
problem, while in the latter branch-and-bound methods, e.g.,
[4] can be applied. In both cases, a linear-quadratic sub-
problem has to be solved repeatedly. This calls for solvers
for linear quadratic optimal control problems that have a low
computational effort that scales well when the number of
states, inputs and time horizon increases.

Typically, discrete-time linear-quadratic (LQ) optimal con-
trol problems (OCPs) can be reformulated as a (sparse or
dense) quadratic programming problem [5] for which off-
the-shelf solvers exist, e.g., CPLEX [6] or the Matlab’s op-
timization toolbox’s quadprog. Although these solvers work
well, these solvers do not exploit the underlying structure
present in the OCP. Furthermore, CPLEX can be difficult to
implement on embedded microcontrollers, while ‘quadprog’
does not show state-of-the-art computational performance.
An alternative to this can be found in open-source dedicated
solvers for OCPs, such as OSQP [7] and FBStab [8]. These
methods are based on operator splitting methods [9], [10]
and show state-of-the-art performance.

While operator splitting methods [9], [10] show good
performance on large-scale problems, because they often
only need gradient information, they do not have the same
convergence rates as interior-point and active-set methods
used in CPLEX and quadprog. The limited convergence rate
of operator splitting methods can be improved either using
the heavy ball-method by Polyak [11] or applying Nesterov’s
acceleration [12]. Alternatively, hybrid methods can be used
that combine operator splitting with a second-order method.
This is done in OSQP and FBStab, wherein the case of
OSQP, operator splitting methods are used to converge close
to the optimal solution, while a solution-polishing strategy
based on an active-set method is used to refine the solution.

In this paper, we propose a fast and flexible solver for
LQ OCPs based on operator splitting methods. In particu-
lar, we propose a heavy-ball and preconditioned projected
primal-dual method. Our approach is based on a specific
preconditioning of the algorithm, which causes the solver
to show resemblance to a ‘Gauss-Seidel method’, in which
the solution of the primal update is directly fed into the
update of the dual variable. Furthermore, the preconditioning
incorporates second-order information. This preconditioning
is similar to the one proposed in [13] and causes the
algorithm to obtain a solution in 1 iteration in absence of
state and input constraints. Because of the specific structure
of the OCP, this second-order information is sparse and
we leverage on solvers for sparse linear systems, such as
the default Matlab ’\’-command. The core of the resulting
algorithm can be implemented in Matlab using only 50 lines
of code.

For solving the QP problem we first focus on diagonal
weighting matrices in the cost function, which causes the
projection used in the solver to become a simple saturation or
clipping operation. Because of the proposed preconditioning
and projection, we can analyze convergence by presenting
the algorithm as a Lur’e-type dynamic system, e.g., a linear
time-invariant system with a static non-linearity induced by
the saturation/clipping. We show using LaSalle’s invariance
principle that convergence of the algorithm is guaranteed.
The algorithm is then extended to also handle full (i.e.
non-diagonal) weighting matrices by successively solving an
approximate QP with diagonal weights (similar to sequential
quadratic programming). This method also has guaranteed
convergence. To improve convergence of the algorithm, a
heavy-ball method is applied, where we increase and restart
the momentum whenever needed, using an approach adapted
from [14]. A certificate of infeasibility is given for infeasible
problems using a simple check devised from the Theorem of
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Alternatives [15]. Additionally, the paper presents multiple
linear simulation examples that show that little tuning is
needed and that the tuning is robust, i.e, holds for multiple
cases or for varying horizon lengths. Finally, we show that
the solver can compete with state-of-the-art solvers in terms
of computation time. In the appendix, we show that the solver
can be used beyond the linear quadratic case by solving non-
linear eco-driving optimal control problem.

The remainder of this paper is organized as follows:
Section II gives an overview of the LQ OCP under consid-
eration and its reformulation as a sparse static optimization
problem. Subsequently, Section III presents the novel primal-
dual algorithm along with convergence analysis for diagonal
weighting matrices and an extension for full cost matrices.
Details on implementation, like a variable heavy-ball, ter-
minal conditions, certificate of infeasibility, and Matlab
pseudocode on how to implement the algorithm are given
in Section IV. Finally, Section V gives hints on tuning the
algorithm, a comparison against other solvers and insights
on the infeasibility detection, while conclusions are drawn
in Section VI. The appendix contains an implementation of
a eco-driving problem.

II. PROBLEM FORMULATION

In this section, we will introduce the finite horizon
discrete-time LQ OCP with state and input constraints that is
considered in this paper. Later, we will reformulate this OCP
into a highly structured static optimization problem. The
structure of this formulation will be exploited in Section III
to introduce a simple and computationally efficient method
that finds the solution to the original discrete-time OCP.

A. Constrained Linear Quadratic Optimal Control Problem

Consider a discrete-time horizon K = {0, . . . ,K}, where
K ∈ N is the horizon length. For a given controllable
discrete-time dynamical system with states xk ∈ Rnx and
inputs uk ∈ Rnu , k ∈ K, the discrete-time LQ OCP under
consideration is given by

min
xk,uk

1
2 (xK − rK)>P (xK − rK)

+ 1
2

∑
k∈K

[
xk − rk
uk

] [
Q S
S> R

] [
xk − rk
uk

]
(1a)

s.t. xk+1 = Axk +Buk (1b)
x 6 xk 6 x̄ (1c)
u 6 uk 6 ū, (1d)

for a given initial condition x0 = xinit and given reference
trajectory rk for all k ∈ K, and where A and B describe
the system dynamics. The weighting matrix P is positive-

definite, as well as
[
Q S
S> R

]
� 0 and x and x are the state

upper and lower bounds, respectively, and u and u are the
input upper and lower bounds, respectively.

B. A Sparse QP Formulation

The use of static optimization techniques to obtain the
solution to the discrete-time OCP is common practice, see,
e.g., [5], [16]. The solution to the OCP in (1) can be
found by solving a quadratic program (QP), where the static
formulation can have great impact on the performance of
the optimization method. Generally, QP formulations can be
divided in condensed and sparse formulations. Condensed
approaches [5] have a reduced number of decision vari-
ables, as a result of eliminating the state in the formula-
tion. Consequently, matrices are dense, which results in the
computational complexity and memory requirements scaling
cubically and quadratically with respect to the horizon length
[16]. This motivates the choice of a QP sparse formulation
in this paper.

The OCP in (1) can be rewritten into the sparse for-
mulation (up to a constant r>k Qrk), in which considerable
amounts of zero entries are ensured in the matrices, as

min
w

1
2ω
>Gω + F>ω + ıΩ(ω) (2a)

s.t. Aω − b = 0, (2b)

where ω =
[
xT uT

]T
, in which x =

[
x>0 . . . x

>
K

]>
, and

u =
[
u>0 . . . u

>
K−1

]>
, ıΩ(ω) denotes the indicator function

satisfying ıΩ(ω) = 0 if ω ∈ Ω and ıΩ(ω) = ∞ if ω /∈ Ω,
where Ω is a box-constrained feasible set

Ω := {ω ∈ R(K+1)nx+Knu | ω 6 ω 6 ω}, (3)

in which ω and ω are defined similar to ω. The matrices in
the cost function (1a) are fitted into sparse matrices

G =

 I ⊗Q 0 I ⊗ S
0 P 0

I ⊗ S> 0 I ⊗R,

 (4)

F = [−r>0 Q, . . . ,−r>K−1Q,−r>KP,−r>0 S, . . . ,−r>K−1S]>,
(5)

where ⊗ denotes the Kronecker product and I is the identity
matrix with, in this case, size (K−1)×(K−1). The discrete-
time dynamics are captured in the equality constraint (2b),
where A =

[
Γx Γu

]
, b =

[
x>init 0 . . . 0

]>
and

Γx =


I 0 . . . 0

A −I
. . .

...

0
. . . . . . 0
0 A −I

 , Γu =


0 . . . 0

B 0
...

0
. . . 0

0 . . . B

 . (6)

It should be noted that formulation (2) is highly structured.
For instance, both G and A are sparse block-banded-
matrices. This structure and sparsity in (2) will also be ex-
ploited in the following section to propose a computationally
efficient optimization algorithm.

III. HEAVY-BALL PROJECTED PRIMAL-DUAL
ALGORITHM

In this section, we will introduce the projected primal-dual
method, after which we show that by choosing a specific
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preconditioning, and by focusing on the diagonal terms in
G, the projection can be expressed by a max-min operator.
Then, we show that the algorithm converges for this specific
choice of preconditioning and show how this algorithm can
be used for non-diagonal Q, P and R and S 6= 0.

The optimal solution of the static optimization problem is
obtained using the following non-smooth Lagrangian func-
tion

L(ω, λ) = 1
2ω
>Gω + F>ω + λ>(Aω − b) + ıΩ(ω). (7)

The optimal solution satisfies the KKT conditions, given by

0 ∈
[
G A>

−A 0

] [
ω
λ

]
+

[
F +NΩ(ω)

b

]
, (8)

where NΩ is the normal cone operator satisfying NS(ω) =
{v ∈ Rn | supz∈Ω v

>(z−ω) 6 0} if ω ∈ Ω and NΩ(ω) = ∅
if ω /∈ Ω. We propose in this paper a projected primal-dual
method with heavy-ball, in which a KKT point is obtained
by finding a fixed point of

ωi+1 = projΦω

Ω {ωi − Φω(Gωi + F + A>λi)}
+βω(ωi − ωi−1)

λi+1 = λi + Φλ(Aωi+1 − b) + βλ(λi − λi−1),

(9)

for index i ∈ N, some positive definite preconditioning
matrices Φω , Φλ and some positive scalars βω, βλ. In (9),
projΦω

Ω (v) = arg minx∈Ω(x − v)>Φ−1
ω (x − v) denotes a

(weighted) Euclidean projection. The algorithm is based
on a preconditioned projected Primal-Dual method with
Heavy-Ball acceleration, and Gauss-Seidel update of the dual
variable λ.

In the lemma below, we will establish that (9) has a fixed
point (ω?, λ?) that solves (8) if the OCP is feasible. Then,
in the next section, we will make a specific choice for Φω ,
Φλ, βω and βλ and focus on the diagonal elements of G to
prove that (ωi, λi) converge to the fixed point (ω?, λ?). We
then extend the algorithm to non-diagonal Q, P and R and
S 6= 0.

Lemma 1. Assume (2) is feasible and assume Φω is a
positive-definite matrix. Then, the iteration (9) has a fixed
point (ωi+1, λi+1) = (ωi, λi) = (ω?, λ?) for i → ∞ that
satisfies the KKT conditions (8). This fixed point ω? =[
(x?)> (u?)>

]>
is the optimal solution to (1).

Proof. First, observe that projΦΩ (v), which is a proximal
operator [10], is the inverse relation of v+ΦNΩ(v), meaning
that (9) is equivalent to

ωi+1∈ ωi − Φω(Gωi + F + A>λi +NΩ(ωi+1))

+βω(ωi − ωi−1)

λi+1 = λi + Φλ(Aωi+1 − b) + βλ(λi − λi−1).

(10)

Now the fixed point of (10), i.e., where ω? =[
(x?)> (u?)>

]>
, satisfies the KKT conditions (8).

To complete the proof, recall that we assumed the problem
is feasible, meaning that a fixed point exists that satisfies the
KKT conditions. Furthermore, since problem (2) is convex
and only has linear equalities, this fixed point is a minimum

to (2). Since (2) is an equivalent reformulation to (1), the
point ω? =

[
(x?)> (u?)>

]>
is the optimal solution to (1),

which completes the proof.

A. Preconditioning Matrix Selection for Diagonal Q, P , R

After presenting the projected primal-dual method, and
showing that the fixed point of this method satisfies the KKT
conditions, a specific choice for the step-size/preconditioning
is given to achieve convergence for diagonal Q, P and R,
and S = 0. The step size used in our developments below is
given by Φω = G−1, Φλ = α(AG−1A>)−1, βω = 0 and
βλ = β, with α ∈ (0, 1] and β ∈ [0, 1]. We will show below
that the iteration converges in this case.

The consequence of this choice of the preconditioning
matrix Φω = G−1, where G is diagonal for the case that
Q, P and R are diagonal and S = 0, is that projG

−1

Ω (v) =
max{ω,min{ω, v}}, which is an element-wise clipping or
saturation operation. This is a numerically efficient operation.
Consequently, for these choices of preconditioning matrices,
(9) reduces to

ωi+1 = max{ω,min{ω, {−G−1F−G−1A>λi}}
λi+1 = λi + α(AG−1A>)−1(Aωi+1 − b)

+β(λi − λi−1).

(11)

It will be shown in Section IV that this method can be
implemented numerically in an extremely efficient manner,
even for large-dimensional problems. We will show below
how to use this method for non-diagonal Q, P and R, and
S 6= 0

It should be noted that this form of preconditioning has
been proposed before in [13], but our main motivation is
the fact that in absence of constraints (i.e., Ω = Rn) and for
α = 1 and β = 0, the algorithm converges in 1 step. Namely,
in absence of the max-min operation in (11), the expression
for ωi+1 can be substituted in the second expression, leading
to

λi+1 = α(AG−1A>)−1(A(−G−1F−G−1A>λi)− b)

+ λi + β(λi − λi−1)

= −(AG−1A>)−1b− (AG−1A>)−1AG−1F,
(12)

in which λi+1 is independent of λi, meaning that the
algorithm is dead-beat, i.e., it converges in 1 iteration. We
will show below that in presence of constraints the algorithm
still converges.

B. Convergence Analysis

In this section, we will prove the convergence of method
(11) for β = 0. Later, this will be used to propose an
algorithm that resets β to zero whenever the algorithm tends
to diverge.

The analysis will be based on the observation that (11)
can be rewritten as a dynamic system that admits a Lur’e
structure, i.e., a linear/affine system with states λ with a static
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z

v

z?

v?

ω

ω

Fig. 1. The nonlinear relation between z and v as saturation function,
where (z?,v?) is a critical point within the bounds.

nonlinearity. To show this, we rewrite (11) for β = 0 as
λi+1 = λi + Bvi + E
zi = Cλi + F
vi = max{ω,min{ω, zi}},

(13)

with matrices

B = α(AG−1A>)−1A, E = −α(AG−1A>)−1b,

C = −G−1A>, F = −G−1F. (14)

The static nonlinearity is depicted in Fig. 1. Because of the
element-wise saturation/clipping of the nonlinearity, we can
bound the nonlinearity as

v`(v` − z`) 6 0, (15)

where ` denotes the `-th element of v and z. This bound
on the nonlinearity will be used in the stability analysis
presented below, in which we use a Lyapunov function
V (λ̂ − λ̂?) = (λ − λ?)>P(λ − λ?), for some well-chosen
positive definite matrix P , the full-block S procedure [17]
with some well-chosen scaling, and LaSalle’s invariance
principle.

Theorem 2. Assume that the optimal control problem is
feasible and that an optimal solution (ω?, λ?) exists. Given
β = 0, the equilibrium point λ? of (13) is asymptotically
stable if α ∈ (0, 1].

Proof. Since we have assumed that the problem is feasible,
there exist (λ?, v?, z?) that satisfy

λ? = λ? + Bv? + E
z? = Cλ? + F
v? = z?,

(16)

meaning that we write
λi+1 − λ? = (λi − λ?) + B(vi − v?)
zi − z? = C(λi − λ?)
vi − v? = max{ω,min{ω, zi} − z?.

(17)

Because (15) holds element-wise we need to establish that

V (λi+1−λ?)−V (λi−λ?) 6 (vi−v?)>S(vi−v?−zi+z?),
(18)

for some diagonal positive-definite matrix S and this ensures
that the Lyapunov function is non-increasing. Substituting
(17) into this expression leads to[
λi − λ?
vi − v?

]> [
0 PB + 1

2C
>S

B>P + 1
2SC B>PB − S

] [
λi − λ?
vi − v?

]
6 0.

(19)
Now, by choosing P = AG−1A> and S = 2αG, the north-
east (and southwest) corner of the matrix in (19) become
zero. To satisfy (19), we need that

B>PB − S =

α2A>(AG−1A>)−1AG−1A>(AG−1A>)−1A−2αG−1�0,
(20)

which is implied by[
2αG αA>

αA AG−1A>

]
� 0, (21)

which is implied by

(1− α2

2α )AG−1A> � 0, (22)

which holds for all α ∈ (0, 1].
To show that V (λ − λ?) is a decreasing Lyapunonv

function along solution of (17) and for all λ 6= λ?, we
proceed using a LaSalle’s invariance argument. Namely, in
the case that ω /∈ [ω, ω], (15) holds strictly for some elements
of v and z, meaning that the Lyapunonv function decreases.
For the case that all ω ∈ [ω, ω], which means that v = z, we
have that {

λi+1 − λ? = (λi − λ?) + B(zi − z?)
zi − z? = C(λi − λ?),

(23)

which means that

λi+1−λ? = λi−λ?+BC(λi−λ?) = (1−α)(λi−λ?), (24)

since BC = α, meaning that V (λi+1−λ?)−V (λi−λ?) = 0
is only positive invariant for λi = λ? whenever α ∈ (0, 1].
This establishes that the equilibrium point λ? of (13) is
asymptotically stable, which completes the proof.

In case constraints are absent, or inactive, α = 1 delivers
the solution in the least amount of iterations. If constraints
are present and active, the robustness with respect to the
non-linearity may be poor, yet not destabilizing. Therefore,
0 < α < 1 might lead to better convergence than α = 1 in
presence of constraints.

C. SQP approach for non-diagonal weighting matrices

The projection described in Section III only simplifies to
a min-max operation when G is a diagonal matrix. In order
to also accept non-diagonal elements in the cost matrices, a
Sequential Quadratic Programming (SQP) [18] approach is
proposed, to solve the OCP for non-diagonal weights. In the
SQP formulation we propose, we successively linearize the
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QP around the solution of the j-th QP problem to obtain the
j + 1-th solution, i.e.,

ωj+1= arg min
ω

1
2ω
>Hω+((G−H)ωj+F)>ω + ıΩ (25a)

s.t. Aω − b = 0, (25b)

where ωj is the solution of the j-th instance of the QP
problem and H is a Hessian matrix containing the scaled
diagonal elements of G. This problem is solved repeatedly in
order to update the solution, ωj . It can be seen that if j →∞
implies that ωj → ω, the original problem formulation in (2)
can be retrieved. Convergence of the proposed SQP approach
is guaranteed due to the fact that the Hessian matrix (25)
satisfies the conditions for convergence presented in [3]. The
SQP subproblem in (25) can be solved using (11) and the
termination criteria are given in the next section.

IV. IMPLEMENTATION DETAILS

To complete the algorithm introduced in Section III, this
section introduces the adaptive restart of the parameter β.
Furthermore, a verification of the feasibility of the problem is
discussed and the termination criteria used for the algorithm
are given. Lastly, some details on how the final algorithm can
be implemented in MATLAB and the respective pseudo-code
are also shown.

A. Adaptive Restart

The process of tuning α and β can be very tedious, where
for β 6= 0 a convergence proof has not been established.
Therefore, a different scheme is introduced in this section.
A time-varying β is considered where at each step the value
is increased until the solution starts to diverge and the value
for β is restarted at zero. One such variable step-size is given
in [19], where βi is chosen to be

βi =
i

i+ γ
, (26)

for i ∈ N and γ > 0 is used to tune the speed at which β
sweeps from zero to one.

A disadvantage of accelerating gradient schemes is that it
causes side-effects such as high momentum. This causes the
algorithm to miss crucial points, as seen in [14]. In order to
avoid this phenomenon, the gradient scheme from the same
paper is implemented, such that βi is reset to zero when the
Lagrangian of the preconditioned system starts to decrease
(as we aim at maximizing this Lagrangian over λ), which
equals to

∇λL(λi−1)>(AG−1A>)−1(λi − λi−1) 6 0, (27)

where L is the Lagrangian given in (7). For the actual
implementation, the scheme is rewritten by introducing λ̂i =
λi+β(λi−λi−1), and using the update rule for λ as in (11),
allowing us to rewrite (27) as

(λi − λ̂i−1)>(λi − λi−1) 6 0. (28)

The advantage of this notation is that the vectors in this nota-
tion are available already, whereas calculating the value of

the gradient of the Lagrangian would add extra unnecessary
steps. This restart rule has also been shown to work with the
Fista algorithm in [20].

B. Certificate of Infeasibility

Being able to verify that a QP problem is feasible is a
must-have feature for any solver, as computations can be
immediately halted when infeasibility is detected. The check
can be easily performed to not take up much computational
time. Namely, by applying the Theorem of the Alternatives
[15], we have that Aω = b, is infeasible for ω ≤ ω ≤ ω if
there exists a λ and positive µ1, µ2 that satisfy

A>λ+ µ1 + µ2 = 0

b> − ωµ1 + ωµ2 < 0.
(29)

By writing µ1 = −min{0, µ}, µ2 = max{0, µ} and µ =
−A>λ, we can rewrite (29) as

b>λ+ω>min{0,−A>λ}+ω>max{0,−A>λ} < 0. (30)

This check contains only simple matrix and vector multi-
plications, as well as a element-wise min and max operator,
which are all not computationally intensive. In this paper,
we use the same λ as in (9) to evaluate (30). It remains an
open problem to show that (9) always yields a λ that satisfies
(30), but if λi satisfies (30), the problem is guaranteed to be
infeasible.

C. Termination Criteria

The algorithm consists of two nested loops, i.e., the SQP
(25) which uses (11) in the QP sub-problems, also two
termination criteria should be considered.

The QP inner loop is solved as soon as ω? and λ?

satisfy (8). Due to the choice of the preconditioning, the
first condition in (8) always holds. Therefore, we consider
the solution to be of sufficient accuracy as soon as

ε =
∥∥Aωi+1 − b

∥∥
2
6 εpf, (31)

where ε is the tolerance of the algorithm.
In order to measure when the SQP-layer (25) has con-

verged, a merit function is chosen from [3] to both check
the cost and primal feasibility of the solution,

φ(ω) = ω>Gω + ω>F︸ ︷︷ ︸
f(ω)

+σ ‖Aω − b‖2 , (32)

where σ is a scaling factor. The SQP layer is considered con-
verged, when two consecutive iterations of the merit function
only marginally increases, or decreases. Such function can
be described by ∣∣∣∣φ(ωj+1)

φ(ωj)

∣∣∣∣ < 1− εic, (33)

which combined with (32) gives

|f(ωj+1)|+ εj+1 < (1− εic) |f(ωj)|+ (1− εic)εj , (34)
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where εj denotes the primal feasibility obtained during the
j-th iteration of the SQP. If we then adjust the tolerance of
the inner loop at each iteration with

εj+1 = (1− εic) ‖Aωj − b‖ . (35)

Then εj+1 < εj holds for all iterations and irrespective of
the tolerances set in the algorithm, a stationary point can be
found.

In a attempt to decrease the computational time of in-
termediate sub-problems, the tolerance can be increased as
a exact solution is not required in order to progress the
algorithm. The primal feasibility tolerance on the problem
slowly decreases as the outer loop progresses. It could
happen the solution has converged, but the condition on
primal feasibility is not yet fulfilled, which results in a much
greater amount of iterations than is necessary.

Another approach is to choose a ε0 that is many times
bigger than the preferred tolerance. Then set ε < (1 −
εic)
∥∥Aωi+1 − b

∥∥
2

to force a strict decrease rate. When the
preferred tolerance on primal feasibility has been reached,
set ε = (1− εic)

∥∥Aωi+1 − b
∥∥

2
.

D. Implementation in Matlab

The efficiency of the algorithm is dictated by the speed
at which the inverse of AG−1A> can be calculated. A
disadvantage of solving this inverse explicitly is that sparsity
is lost. To avoid this, a direct method for solving sparse
linear systems is recommended. MATLAB implements this
using the ‘\’ operator. Other methods that take advantage
of the sparse structure could be an efficient implementation
of conjugate gradient-type methods [21], or by using a
dedicated solver, such as the PARDISO solver project [22]–
[24].

A simple implementation in MATLAB pseudo-code is
given in Algorithm 1 which uses algorithm 2 in the inner
loop. In case, the OCP has diagonal weighting matrices
algorithm 2 is called once in algorithm 1. In total, this
example was coded with less than 50 lines of code, which
emphasizes the simplicity of the algorithm.

V. NUMERICAL EXAMPLES

In this section, the computational performance of the pro-
posed heavy-ball projected primal-dual method (HBPPDM)
is demonstrated by solving the OCP for three benchmark
examples. In particular, we consider an example of an
inverted pendulum, with diagonal weighting matrices, that
is subject to a time-varying state constraint and examples
of a reference tracking problem of an ATFI-F16 aircraft, as
considered in [13]. The latter has two cases of which the
first has diagonal weighting matrices and the second full cost
matrices.

As the proposed algorithm requires two tuning parameters
to be chosen, namely α and γ, as in (26), as well as the
scaling of the diagonal elements of G in H, we will first in-
vestigate the influence of these parameters on the number of
iterations the algorithm requires to converge. Subsequently,
we will compare the computation times of our algorithm with

Algorithm 1 MATLAB pseudo-code
1: Initialize:

Select α and γ and desired tolerance εic, εpf
and initialize ε.

2: if G is diagonal then
3: Φ1 ← G−1A>, Φ2 ← G−1F, Φ3 ← αAG−1A>,
4: λ← −Φ3\(b + AG−1F)
5: Run Algorithm 2 with ε← εpf
6: return λ, ω
7: else
8: Construct: H and H−1 from diagonal elements G
9: Φ1 ← H−1A>, Φ3 ← αAH−1A>, φ0 ← 0

10: Φ2 ← H−1((G−H)ω + F)
11: λ← −Φ3\(b−AΦ2)
12: loop
13: Φ2 ← H−1((G−H)ω + F)
14: Run Algorithm 2
15: φ− ← φ
16: φ ← 0.5ω>Gω + ω>F + ε

17: if
∣∣∣ φφ−

∣∣∣ < 1− εic then
18: if ‖Aω − b‖ < εpf then
19: return λ, ω
20: else
21: set ε← εpf for the next iteration
22: end if
23: else
24: ε← (1− εic) ‖Aω − b‖
25: end if
26: end loop
27: end if

Algorithm 2 MATLAB pseudo-code for the inner loop
1: Input:

Φ1,Φ2,Φ3,A,b, λ, α, γ, ε
2: Set:

λ− ← 0, i← 1
3: loop
4: ρ← b>λ+ω>min{0,−A>λ}+ω>max{0,−A>λ}
5: if ρ < 0 then
6: Exit: ”Infeasible Problem”
7: end if
8: ω ← max{ω,min{ω,−Φ1λ− Φ2}}
9: if ‖Aω − b‖2 6 ε then

10: ε← ‖Aω − b‖2
11: return λ, ω, ε
12: end if
13: λ̂← λ+ i

i+γ (λ− λ−)

14: λ− ← λ
15: λ← λ̂+ αΦ3\(Aω − b)
16: if (λ− λ̂)>(λ− λ−) 6 0 then
17: i← 0
18: else
19: i← i+ 1
20: end if
21: end loop
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quadprog, CPLEX and OSQP for various horizon lengths K,
where it should be noted that the HBPPDM proposed in this
paper is coded in MATLAB, while CPLEX and OSQP both
use better optimized high-level coding languages for their
algorithms. All our comparisons have been performed on a
desktop computer equipped with an Intel i7-3770 processor
and 16Gb of system memory. The tolerance for all examples
in this section has been set to εpf = εic = 10−4.

Example 1. The inverted pendulum is given in continuous
time by ẋ = Acx+Bcu with

Ac=


0 1 0 0
0 −0.048 1.58 0
0 0 0 1
0 −0.080 18.97 0

, Bc=


0 0

0.96 1.61
0 0

1.61 0.96

, (36)

and is discretized with zero-order hold with a sampling time
of 0.1s. We take Q = I and R = 0.1I in (1a). Furthermore,
the constraints are u = −u = [4, 4]>, x = [10, x̂, 5, 10]>,
x = [−10,−5,−10,−5]>. x̂ = 3 sin( 2πk

9 + 0.5π) + 1 to
ensure that significant control effort is required over time.

Example 2. The ATFI-F16 model from [13], [25] is given
in continuous time by ẋ = Acx+Bcu with

Ac =


−0.0151 −60.5651 0 −32.1740
−0.0001 −1.3411 0.9929 0
0.0002 43.2541 −0.8694 0

0 0 1 0



Bc =


−2.516 −13.136
−0.1689 −0.2514
−17.251 −1.5766

0 0

 ,
(37)

and is discretized with zero-order hold with a sampling
time of 0.05s. The cost matrices are given by Q =
diag(10−4, 102, 10−3, 102), and R = 2 · 10−2I . The con-
straints are taken as x = −x = [106, 0.5, 106, 100]>, and
u = −u = [25, 25]>. A step reference is requested in
the fourth state, i.e., rk = [0, 0, 0, r̂k]> with r̂k = 10 for
1 6 k < K/2 and zero elsewhere.

Example 3. As a second case within the ATFI-16 example,
also a full block cost-matrix is considered with

Q =


1.6709 9.6019 1.1441 9.7615
9.6019 101.1971 3.4396 12.0353
1.1441 3.4396 1.0367 10.0049
9.7615 12.0353 10.0049 102.0754

 ,
R =

[
0.02 0.001
0.001 0.02

]
.

(38)

A. Tuning

As indicated in Algorithm 1, the HBPPDM requires four
parameters to be chosen, namely, the tolerances on primal
feasibility εpf and εic, the step size α and the parameter γ
that controls the speed at which the momentum increases
from zero to one.
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Fig. 2. Iterations needed to achieve convergence as function of α and γ
for Example 1 for K = 1000. Cases with iterations exceeding 100 have
not been rendered.
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Fig. 3. Iterations needed to achieve convergence as function of α and γ
for Example 2 for K = 1000. Cases with iterations exceeding 250 have
not been rendered.

Since we selected εpf = εic = 10−4, we investigate
the influence of α and γ on the number of iterations the
algorithm requires to satisfy (28). We do this by computing
this number for a large number of possible α and γ for
K = 1000 for the two examples under consideration that hva
diagonal weighting matrices and use the algorithm 2 once.
The results for the first two examples are shown in Fig. 2 and
3. It can be seen in these cases that the minimum number
of iterations is achieved around α = 0.51, while there is a
less obvious trend in γ. We therefore select γ = 28 in the
remainder of this section. This trend is also observed for
other horizons lengths, which suggest that tuning is fairly
robust and that these parameters are a ‘good’ choice per
control problem.

For the block-diagonal G matrix in Example 3, the SQP
method in Section III-C is used, where the scaled diagonal
elements of G are used in H. Fig. 4 shows the effect of
this scaling on Example 3 with K = 1000. It can be seen
that for values below 0.9 the total amount of inner loop
iterations are increased considerably. Note that the algorithm
does converge for this case, but it takes many more iterations
than shown in the graph. For scaling with a value larger than
0.9 means that the amount of SQP layer slowly increases, and
thus as a side-effect the inner loop iterations also increase.
A scaling of 1 was chosen as it leads to minimal iterations.
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Fig. 4. The effect of scaling H on the amount of iterations. The amount
of SQP layer iterations is capped at 30 for better visibility. The results have
been generated using α = 0.51 and γ = 28.
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Fig. 5. Output of feasibility check for Example 1, where the bound on the
input have been changed to u = −u =

[
c c

]>

B. Infeasibility Certificate

In Fig. 5, the input bounds on Example 1 have been made
increasingly tight, such that u = −u =

[
c c

]>
, to show the

behaviour of the infeasibility check. The problem is feasible
for the case that c ≤ 0.7 and infeasible for c < 0.7. For the
feasible case, it can be seen that the check stabilizes after 500
iterations. For the infeasible cases, it can be observed that
their decline relies on the tightness of the bound. In this case,
a very tightly constraint case can be exited after 80 iterations,
while a case that is borderline takes many more iterations to
detect infeasibility. We can therefore have that the algorithm
does not detect infeasibility before the algorithm runs out of
iterations.

C. Comparison of HBPPMD against other QP solvers

We will now compare the HBPPDM method with quad-
prog, CPLEX and OSQP in terms of CPU time needed to
solve the OCP for increasing horizon length K. We compare
the CPU time needed to solve the optimization problem (2)
(and not the time needed to build the matrices G, F, A and
b, which is the same for all solvers). The results are shown in
Fig. 6. It can be seen that the HBPPDM method outperforms
CPLEX for Example 1, while the computational performance
is slightly worse than OSQP. For Example 2 and Example 3,
the computational performance of the HBPPDM method is
better than OSQP and only slightly worse than CPLEX for
larger problems.
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Fig. 6. PU time as function of horizon length using different solvers for
Examples 1 (left), 2 (middle) and 3(right)
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Fig. 7. Relative cost with respect to quadprog (left) and achieved accuracy
of the primal feasibility (right) for different solvers as function of horizon
length. Taken from Example 2

Example 2 also shows that the HBPPDM method is
capable of finding accurate solutions in a case where OSQP
cannot. As can be seen in the left figure of Fig. 7, in which
we compare the achieved cost of all solvers with quad-
prog, we can observe that quadprog, CPLEX and HBPPDM
achieve the same cost, while OSQP shows a different cost.
Furthermore, the accuracy at which Aω−b is achieved is dif-
ferent for all solvers. As can be seen in the right figure of Fig.
7, both OSQP and HBPPDM are less accurate than quadprog
and CPLEX. For OSQP the limited accuracy causes the
optimal cost to deviate from CPLEX and quadprog, while
for the novel HBPPDM method is the limited accuracy
does not noticeably impact the optimal cost. The limited
accuracy does enable achieving fast computation times for
the HBPPDM method even though the implementation is
simple and can possibly be further optimized. Example 3
does not show this problem for OSQP for the full weighting
matrix case. It can be said that therefore the performance for
OSQP is improved considerably compared to the diagonal
weighting case. CPLEX performs a bit worse and quadprog
and the HBPPDM algorithm perform approximately on par
with their performance in Example 2. The SQP part for
Example 3 only needed four iterations, of which the first
three iterations needed all 15 or less inner loop iterations.
The last SQP iteration always required the most inner loop
iterations, which in this example was 71 for all horizon
lengths.
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VI. CONCLUSION

In this paper, we have proposed an heavy-ball accelerated
projected primal-dual algorithm for solving large-horizon lin-
ear quadratic optimal control problems. We have formulated
the optimal control problem as a sparse static optimization
problem and shown that using a simple splitting of the KKT
conditions an algorithm can be derived which is flexible and
has a small code size. Furthermore, we have shown that
by writing the method as a Lur’e system leads to proving
that the primal-dual algorithm converges when focussing on
diagonal weighting matrices. Also, it is possible to extend
the algorithm to use non-diagonal weighting matrices into
the set of solvable problems. In order to ease the tuning
of algorithm and speed up convergence, a variable step-
size and restart rule for α has been proposed in order to
slow down the algorithm if the solution tends to diverge. A
method for handing out a certificate of infeasibility has also
been added. The numerical analysis demonstrates that the
algorithm is very capable of delivering fast computational
times and challenges current state-of-the-art solvers in both
diagonal and non-diagonal weighting cases.

APPENDIX

To show that the algorithm can be adapted to solve more
complex real-life problems, a non-linear eco-driving example
has been chosen that employs SQP to find a global minimum.
The full problem can be found in [26]. As the performance
is not at the level that is expected from a modern QP solver
more research is needed. Nonetheless, this piece has been
added to show that the solver works, and as a reference for
future work.

A. Problem setup

The eco-driving problem is formulated as

min
ak,sk,vk

K−1∑
k=0

τPR(ak, sk, vk) (39a)

s.t. sk+1 = sk + τvk, (39b)
vk+1 = vk + τak, (39c)
s0 = s0, sn = sf , (39d)
v0 = v0, vN = vf , (39e)
v ≤ vk ≤ v, (39f)

where,

PR(a, s, v) = β0v
2 + β1σdv

3+

2β2m
2ga(εg(s) + crγr(s))+

β2(ma)2 + β2(mgεg(s) + σdv
2 + crmgεr(s))

2.

(40)

This non-linear OCP can then be cast into linearized QP
problem

arg minω
1

2
ω>H(ωjk)ω +

(
F (ωjk)− ωjk

>
H(ωjk)

)
ω, (41)

where ω =
[
a> v> s>

]>
and both H and F contain the

linearized problem. The approximated Hessian is defined as

H(ω) = diag(h11, ε22,max(ε33, h33(ω))), (42a)

TABLE I
COMPUTATIONAL TIMES FOR ECO-DRIVING PROBLEM

Benchmark Unconstraint [ms] Constraint [ms]
Original 705 166761

Original sparse 160 180
cplex 72 73

HBPPDM 221 242

TABLE II
RESULTING COST FOR ECO-DRIVING PROBLEM

Benchmark Unconstraint [ms] Constraint [ms]
Original 1.238782 · 106 1.247938 · 106

Original sparse 1.238784 · 106 1.247939 · 106
cplex 1.238784 · 106 1.247939 · 106

HBPPDM 1.238775 · 106 1.247911 · 106

with ε22 and ε33 being small positive numbers, and

h11 = 2β2m
2 (42b)

h33 = max(2β0 + β2(12C2
dv

2 + 4CdCr (42c)
+4γ0gmCd) + 6Cdβ1v, ε33)

Furthermore, F (ω) can be expressed as

F =


β2(2m2a+ 2γ0gm

2)
2β2gmγ(s)(am+ Cdv

2 + Cr + gmγ0)
β1(3Cdv

2 + Cr) + 2β0v + ...
β2(4C2

dv
3 + 4CdCrv + 4gmCdv)

 . (43)

B. Tuning

For best performance it was found that the HBPPDM para-
meters should be set at α = 0.45 and γ = 2. Furthermore,
the update scheme from Section (IV-C) was used for the
SQP iterations, where ε0 = 2, θ = 2 and εf = 10−2, were
found to give good performance and reasonable accuracy.
The tolerance for the SQP iterations was set at 10−1.

C. Simulation results

The resulting computational times from the eco-driving
problem can be seen in Table I, where it can be immediately
seen that reformulating the problem into sparse matrices and
choosing different termination criteria results in a 925x speed
increase for the constraint case in quadprog. Our algorithm
performs the worst out of the three, which is mainly caused
by the many iterations required to solve the problem. For the
unconstrained case 2123 inner loop iterations were needed
and 6 SQP iterations. The constraint case required 2662
iterations and 4 SQP iterations. Although, the computational
times are slightly higher than the other solvers, it manages
to produce a slightly lower cost, as seen in Table II.
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