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Abstract

Rydberg atoms are very large atoms, up to 10−6m, that display Hydrogen-
like behaviour. On top of that, they are very sensitive to electric fields
and can hence easily be manipulated. Rubidium stood up to be a good
candidate to serve as the base atom in generating Rydberg atoms. The
goal is to form Rydberg atoms by finding the Rydberg energy levels of the
Rubidium atoms. Rydberg energy states can be reached in two steps. The
first step is applying a static red 780nm laser to excite the atoms to an
intermediate energy level. The second step is to use a second 480nm blue
laser to excite the atom to a Rydberg energy level. One can reach a reasonable
approximation through pure calculation. Although to find the exact position
of the Rydberg energy level the 480nm should have a an accuracy that is
smaller than the linewidth of such a transition, or ¡10kHz, as well as tunable.
To achieve this a Toptica TA-SHG 110 externally tunable diode laser is used
in the setup. A small portion of the light emitted by the diode can be used
to generate an external control loop to stabilize the laser frequency. The
method used to stabilize the laser is called Pound-Drever-Hall locking, where
the laser frequency is stabilized to a resonance of an optical cavity with a
free spectral range of ≈ 1.5GHz. To maintain the tunability of the laser and
not limit its frequency to the free spectral range of the cavity, a technique
called offset locking is applied. The laser light passes through an electro
optical modulator, which is also fed an RF signal coming from a Rohde &
Schwarz SM300 programmable signal generator. The EOM generates side
bands to the laser frequency, the position of these side bands relative to the
laser frequency can be controlled by controlling the SM300. One of these side
bands can now be locked to a cavity resonance instead of the laser frequency
itself. This allows the user to control the laser frequency by altering the
frequency of the RF signal produced by the SM300. A piece of software is
written to control the frequency and power of the SM300. It can perform
a scan across a desired frequency range while making sure that the amount
of light coupled into the side bands is always at a maximum. The ideal
range of the scan is 750MHz, since then the scan would cover the complete
free spectral range of the cavity. For now the maximum range that has
been reached in a single scan is 80MHz for a dwell time of 0.2s and a step
size of 10kHz. The results show that the range increases for smaller step
sizes. However the measurements become very slow. The minimum dwell
time is limited by the time it takes the SM300 to change its frequency and
power, namely 150ms. If the dwell time could be lowered drastically, the



step size can also be lowered. Which could allow for a more stable and faster
measurement. A solution is to use the pause function of the software to pause
the measurement whenever the laser is out of lock. The user can then relock
the laser to the cavity resonance by manually adjusting the laser current.
The measurement can then be continued. The process can be iterated to
reach the desired frequency range, which is effective but tedious and prone
to human error.
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Chapter 1

Introduction

1.1 Rydberg Atoms

In modern day time there are a lot of problems that have reached or even
surpass the limits of the conventional computer. An example are large many
body problems where the amount of calculations just exceeds the limitations
of conventional computers. To still be able to model and simulate these types
of problems, quantum simulation can offer a solution.

Quantum simulation offers the exact necessities required to investigate
interactions between multiple atoms. A bunch or cloud of atoms need to
be accurately contained and ordered. The atoms should be relatively easy
to control. Now the atoms in the controlled environment act as the actual
model. An idea is to use atoms that are excited to Rydberg states, because
of their very exaggerated properties.

Property n-Scaling Rb (50p)

Orbital radius n2 0.17 µm
Geometric cross-section n4 0.096 µm2

Energy between adjacent n states n−3 0.22 MeV
Radiative lifetime n3 106 µs
Dipole moment n2 3200 ea0

Table 1.1: Different properties and n-scaling factors for Rb atoms in Rydberg
states. Here, n is the shell number of the outermost shell that has at least
one electron in it.[4]

Rubidium atoms have proven to be a very good candidate for Rydberg
state excitation. [4] Some properties and n-scaling values have been listed in
table 1.1. Here n is the shell number of the outermost nonempty shell. The
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atoms are very large with a long radiative lifetime. These properties allow
for easy observation of the atoms. On the other hand the atoms are very
susceptible to Van der Waals, dipole, and especially to Coulomb interactions.
[4] Hence, the Rydberg atoms are relatively easy to control. The ability to
control and observe the Rydberg atoms deems them a good candidate for
quantum simulation.

Example Figure

Figure 1.1: The two step excitation that is needed to excite a rubidium atom
to a Rydberg state. The first step is to use a 780nm laser to excite the
rubidium atom to an intermediate state. A 480nm blue laser is then used to
excite the atom to a Rydberg state.

To excite the Rubidium atoms to a Rydberg state a two-step excitation
process is needed, see figure twoStepExcitation. The first step uses a 780nm
infrared laser to excite the atoms to an intermediate state. The second step
involves a 480nm blue laser to finally excite the Rubidium atoms to a Rydberg
state. The goal is to scan across a Rydberg transition, which typically have
a linewidth of tens of kilohertz. Therefore the frequency of the blue laser
ultimately needs to have an accuracy of < 10kHz, with the requirement that
it is still accurately tunable.

To reach this level of accuracy the laser can be locked to an external
reference cavity using the Pound-Drever-Hall locking mechanism.[1] However
this would limit the laser frequency to the free spectral range of the cavity.
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To bypass this limitation a set of side bands is modulated onto the laser
frequency. Instead of directly locking the laser frequency to the cavity, one
of the side bands can now be used. [6] The laser frequency can then be
controlled by tuning the modulation frequency, for an in depth explanation
see section 2.3.

This thesis will focus on the optimization of the frequency modulation
and the development of the software needed to allow the user to control the
stabilized blue laser.

1.2 This Thesis

This thesis consists of 6 chapters. In the first chapter a global overview
is given of Rydberg atoms and the process of exciting Rubidium atoms to
a Rydberg state. The second chapter contains more detailed information
about the processes needed to accurately control and stabilize the blue laser.
In chapter 3 the focus shifts to the experimental setup. The fourth chapter
is dedicated to characterizing and optimizing the frequency modulation used
for offset locking. In chapter 5, the final state of the software is discussed.
Chapter 6 will finish off with the results, a conclusion and suggestions for
further improvements to the setup.

3



Chapter 2

Locked Laser Sweeping

2.1 Stabilizing the Laser to a Cavity

There is a great technique to optimize laser stability. This method uses a
diode laser that allows a small fraction of its emitted light to be used to set
up an external control loop to stabilize the laser frequency.

The laser can be locked to a Fabry-Perot cavity in order to decrease
uncontrolled frequency fluctuations. The cavity consists of two mirrors, with
a high reflection coefficient r situated across from each other at a distance
L. Figure 2.1 presents a schematic drawing of such a cavity.

Figure 2.1: A schematic of the cavity. If the incoming laser light is an integer
multiple of the free spectral range of the cavity the light can resonate in the
cavity, causing a transmission signal. The reflection is always a sum of two,
namely the immediately reflected beam and the light leaking back out of the
cavity.

An important characteristic of a cavity is its free spectral range,

∆vsr = c/2L (2.1)

4



which can be calculated by dividing the speed of light c by twice the
distance between the mirrors L. When the frequency of the incident light is
an integer multiple of the free spectral range of the cavity, the light will be
able to resonate inside the cavity.[3] The resonance will cause a build-up of
power inside the cavity.

The light leaking out of the far end of the cavity is called the transmission.
The light that is reflected off the cavity consists of two separate waves, namely
the light that is immediately reflected off the near mirror of the cavity and
the light leaking back out of the cavity.

Figure 2.2: The amount of light that is reflected relative to the incoming
beam as a function of the frequency of the light. Whenever the frequency
of the light is equal to an integer times the free spectral range of the cavity,
all of the light will be transmitted causing sharp peaks at these values. The
sharpness of the peaks is dependent on the finesse of the cavity.

Whenever the frequency of the light is exactly an integer times the cavitys
free spectral range, the phase of the light leaking back out of the cavity will
be 180◦ out of phase with the immediately reflected light. Near a resonance,
assuming a perfect lossless cavity, their intensities are similar and the effective
reflected light disappears leaving only the transmitted light that is identical
to the light incident on the cavity. [1]
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Figure 2.3: For a perfectly lossless cavity, the reflection off the cavity is the
inverse of the transmission. When the frequency of the light is from resonance
all of the light is reflected. However at a resonance the immediately reflected
destructively interferes with the light leaking out of the cavity. The result is
that the reflection disappears.

The goal of the control loop is to produce an error signal that supplies
the electronics controlling the laser frequency with the information that is
required to keep the laser frequency at a cavity resonance.

Such an error signal has two main requirements. Firstly, the error sig-
nal should be equal to zero when the laser frequency is exactly and integer
times the free spectral range of the cavity. Secondly, it should specify the
magnitude of the frequency deviation between the laser frequency and the
cavity resonance and whether the laser frequency is above or below a cavity
resonance.

These requirements suggest that the error signal should be zero when the
laser frequency is at a cavity resonance and it should display linear behavior
near this zero crossing. Figure 2.4 contains an example of what the error
signal could look like when the laser frequency is close to a cavity resonance.
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Figure 2.4: A graph showing the requirements for the error signal that is
used by the electronics to stabilize the laser. The signal should have a zero-
crossing at a cavity resonance and linear behaviour across the zero-crossing.
This will give the electronics an indication of whether the laser frequency is
above or below the cavity resonance. Using this information the electronics
can keep the laser frequency at a cavity resonance.

It is possible to either use the transmitted light or the reflected light
to generate an error signal. The method that is used in this case is called
Pound-Drever-Hall locking, and it uses the reflected light to generate an error
signal. The next section will clarify how the cavity reflection can be used to
generate an error signal.

2.2 Pound-Drever-Hall Locking

The Pound-Drever-Hall locking method uses the light that is reflected off the
cavity to generate and error signal that can be used to stabilize the laser. The
reflected light is captured by a photodiode, that can measure the intensity
of the light.

Figure 2.1 shows the behaviour of the power of the reflected light as a
function of the laser frequency. It does not, however, completely agree with
the characteristics that are required for it to function as a suitable error
signal. It only agrees with the requirement that the error signal should be
zero when the laser frequency is equal to a cavity resonance. However, when
the laser frequency deviates out of the resonance, it is impossible to know
whether the frequency has shifted up or down by solely looking at the power
in the reflected light. This is depicted in figure 2.5.
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Figure 2.5: A zoom of the reflection near resonance. The laser frequency will
be stabilized to a zero crossing of the reflection. However the signal does not
provide any information about whether the laser frequency is below or above
the resonance, since the reflected intensity increases in both directions.

When the laser frequency is not exactly at a resonance, but near enough
so a standing wave is able to form within the cavity, the leakage light will
not be completely out of phase with the immediately reflected light. As a
result the total reflection will have the same frequency as the incident light,
however its phase will have shifted. The sign of the relative phase shift gives
an indication of whether the laser frequency is above or below the cavity
resonance. The phase shift is depicted in figure 2.6.
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Figure 2.6: The graph indicates that the phase of the reflected light shifts
when the laser frequency shifts away from the cavity resonance. Below res-
onance the phase decreases and above resonance the phase increases. Hence
the phase contains Notice that the graph vanishes at a cavity resonance since
the reflected light disappears at a cavity resonance.

However, as of writing, there is no known way to directly measure the
phase of a single wave. Luckily the Pound-Drever-Hall locking method pro-
vides a way to indirectly measure the phase of the reflected beam. Hence it
provides all the information needed to keep the laser locked to the cavity.

The gist of the technique is frequency modulation. When modulating
the frequency of a signal, sidebands will be generated at a fixed frequency
interval from the main peak. This interval is called the modulation frequency.
Moreover, these sidebands also set a well determined phase relationship to the
main frequency. [1] The higher frequency sideband has a phase relative to the
carrier that is in phase with the modulation. The phase of the lower frequency
sideband is out of phase by 180◦. The interaction between the carrier and the
upper frequency sideband creates a photocurrent modulation that is exactly
canceled by the out-of-phase modulation from the lower frequency side. [2]
This only holds true when the phase of neither one of the sidebands nor
the carrier is shifted. Since otherwise the photocurrent modulation will not
cancel and the detector will pick up RF power at the modulation frequency
Ω.

After modulation the electric field of the incident laser beam will take the
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following form,

Einc = E0e
i(ωt+βsin(Ωt)). (2.2)

Where β is the modulation index and is the modulation frequency. To
better resemble the nature of the beam equation 2.2 can be expanded using
Bessel functions of the form Ji(β). [1] After expanding it is clear that the
beam consists of three frequencies rather than one,

Einc ≈ E0[J0(β)eiωt + J1(β)e(ω+Ω)t − J1e
i(ω−Ω)t], (2.3)

in fact there is an endless amounts of side bands to the carrier frequency,
each of them separated by Ω. However the power in every side band other
than the first order J1(β) side bands is negligible. The electric field of the
reflected laser beam can be expressed in the electric field of the incident laser
beam and the reflection coefficient of the cavity, F (ω).

The reflection coefficient F (ω) is the ratio between the magnitude of the
electric field of the reflected light Eref and the magnitude of the electric field
of the incident light Einc,

F (ω) =
Er
Ei

= r
e
i ω
∆νFSR − 1

1− r2e
i ω
∆νFSR

, (2.4)

here r is the reflection coefficient of the mirrors, ω is and arbitrary fre-
quency and ∆νFSR is the free spectral range of the cavity. [1] Figure 2.7
shows the behaviour of the reflection coefficient as a function of the laser
frequency.

Figure 2.7: The graph displays the value of the reflection coefficient as a
function of the laser frequency. When the laser frequency is at a resonance
the reflection coefficient is zero and when the laser frequency is far from
resonance the reflection coefficient goes to negative one.

10



When comparing figure 2.7 with figure 2.3 it is clear that for a frequency
that is in resonance with the cavity, F (ω) = 0 and for frequencies that are
far from resonance F (ω) ≈ −1. Combining equation 2.3 and equation 2.4,

Eref = E0[F (ω)J0(β)eiωt+F (ω+Ω)J1(β)e(ω+Ω)t−F (ω−Ω)J1e
i(ω−Ω)t] (2.5)

results in an expression for the electric field of the light that is reflected
from the cavity, Eref . The behaviour of the reflected light is now expressed
in its electrical field. However, the photo diode used to detect the reflected
light will measure the intensity of the reflected light. The relation between
the intensity of the reflected light and its electrical field can be expressed as
Pref ∝ |Eref |2. Using this expression Pref can be written as

Pref =Pc|F (ω)|+ Ps{|F (ω + Ω)|+ |F (ω − Ω)|}+
2
√
PcPs{Re[F (ω)F ∗(ω + Ω)− F ∗(ω)F (ω − Ω)]cos(Ωt)+

Im[F (ω)F ∗(ω + Ω)− F ∗(ω)F (ω − Ω)]sin(Ωt)}+ (2Ωterms).

(2.6)

Where Pc is the intensity of the carrier (oscillating at ω) of the light
incident on the cavity and Ps is the power in either of the side bands. The
interesting terms are the terms that oscillate at the modulation frequency Ω.
When the laser frequency is near resonance and the modulation frequency is
high enough that the side bands are not, the laser frequency will return phase
shifted in comparison to the side bands. Since the side bands will not be able
to resonate and form a standing wave within the cavity, their reflection is
dominated by the immediate reflection off the near mirror of the cavity. The
terms oscillating at arise from the interference between the phase shifted
carrier and the immediately reflected side bands.

When the laser frequency is near a cavity resonance equation 2.6 can be
simplified, since now F (ω ± Ω) ≈ −1. The expression,

F (ω)F ∗(ω + Ω)− F ∗(ω)F (ω − Ω) ≈ −2iIm[F (ω)], (2.7)

reduces to a term that is purely imaginary. Looking at equation 2.6 it is
clear that in this case the cos(Ω) term is zero. The remaining sin(Ω) term is
demodulated when mixed with a sine term oscillating at the same frequency.
This will produce a DC signal that can be isolated using a low pass filter.
Resulting in an error signal of the form,

ε = −2
√
PcPs(F (ω)F ∗(ω + Ω)− F ∗(ω)F (ω − Ω)) (2.8)

The error signal is plotted versus the laser frequency in figure 2.8.
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Figure 2.8: An example of what the error signal should look like as a function
of the laser frequency. It complies to the requirements stated before. The
error signal has a zero-crossing at a cavity resonance and it displays linear
behaviour in a small area across the cavity resonance.

The error signal in figure 2.8 complies with the requirements proposed in
section 2.1 (see figure 2.4). The error signal has a zero crossing at a cavity
resonance and it displays the linear behaviour required for the electronics to
know if the laser frequency is higher or lower than the cavity resonance.

2.3 Offset Locking

Section 2.2 explains how the laser can lock to a cavity when its frequency is
an integer multiple of the free spectral range of the cavity, given by equation
2.1, using the Pound-Drever-Hall method. However, finding Rydberg energy
levels requires the laser to be very stable as well as tunable. Since the free
spectral range of the cavity cannot be tuned, a different technique has to be
used. A good technique is suggested in [6].
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Figure 2.9: The laser passes through an electro optical modulator, or EOM.
A programmable signal generator supplies an RF modulation signal to the
EOM. The EOM uses the signal to modulate the laser frequency by generat-
ing side bands to the laser frequency at a distance equal to the modulation
frequency α

The technique requires external modulation of the laser frequency. To
apply the frequency modulation, the laser light passes through an electro
optical modulator, or EOM in short. An RF signal, oscillating at frequency
α, is then passed into the EOM (See figure 2.9. The frequency spectrum of
the resulting laser light is presented in figure 2.10.
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Figure 2.10: The frequency spectrum of the laser after modulation of the laser
frequency by the EOM. Notice that only the first order side bands are drawn,
but in fact there are an infinite amount of side bands each separated by α.
Each of the peaks has a set of Pound-Drever-Hall side bands. Indicating that
a side band can be locked to the cavity instead of the laser frequency itself.

Again there is actually an infinite amount of side bands to the carrier
frequency, all separated by α. However, in an optimal situation their intensity
is a lot lower than the intensity in the first order side bands. The newly
created side bands will also have the Pound-Drever-Hall side bands at ±Ω.
This allows for the option to keep one of the newly generated side bands at
a cavity resonance, instead of the laser frequency itself. [5]
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Figure 2.11: The first graph depicts the frequency spectrum of the laser at the
start of the procedure. In this example the lower frequency side band is locked
to a cavity resonance at ω−α. When the frequency of the modulation signal
is shifted by +δα the side bands move outward from the laser frequency. The
red lines depict the original position of the frequency peaks. The electronics
will detect that the frequency is now below the cavity resonance and they tell
the laser to increase its frequency. As a result the laser frequency has exactly
shifted by +δα and the lower frequency side band is back in lock with the
cavity at ω − α.

Figure 2.11 depicts an example situation where the lower side band at
ω − α is locked to the cavity. The first graph depicts the stable starting
position. When a frequency shift of +δα is imposed on the modulation
frequency, the side bands move outwards from the carrier, as presented in
the second graph. The dashed red lines represent the original position of the
carrier and side bands.

The control loop will detect the frequency shift and try to pull the lower
frequency side band back into lock at ω − α. As a result the laser receives
the instructions to increase its frequency by δα. The side bands will move
along with the carrier, as is depicted in the third graph. The lower frequency
side band will now be back in resonance with the cavity at ω − α.

In conclusion, shifting the modulation frequency by +δα finally results in
the laser frequency shifting by +δα. Off course if the laser were to be locked
to the upper frequency side band, the laser frequency would shift by −δα.
Without the use of offset locking, the laser frequency could only be stabilized
to frequencies that are an integer multiple of the free spectral range of the
cavity. Offset locking allows the laser frequency to be tuned with very small
steps and does not require it to be equal to a cavity resonance.
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Chapter 3

Experimental Setup

3.1 The Laser

The goal is to generate a 480nm laser signal with an accuracy of 10kHz. The
laser that is used in the setup is a Toptica TA-SHG 110 tunable diode laser,
see figure topticaClosed.

Figure 3.1: The Toptica TA-SHG 110 from the top. The laser contains a
laser diode that emits 960nm infrared light. A small portion of the light is
extracted and it can be used to set up an external reference loop. The output
of this light is depicted with a red arrow. The rest of the light is amplified
and frequency doubled to 480nm to be used to excite the rubidium atoms.
The output of the blue light is depicted by the blue arrow.

The Toptica TA-SHG 110 contains a single laser diode that generates a
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bundle of infrared 960nm light. The path of the light is then split. The
majority of the light is amplified and then frequency doubled to 480nm. A
small portion of the 960nm light is extracted and can be used in an external
control loop. The diode laser allows for external electronic feedback to alter
the laser frequency. The control mechanism that is used to externally stabi-
lize and control the laser frequency is called Pound-Drever-Hall locking and
it is explained in chapter 2.

Figure 3.2: The letters in the picture label the different components in the
laser: A - 960nm laser diode, B - master laser piezoelectric element, C -
optical isolators, D - the 960nm reference bundle, E - tapered amplifier, F
and H - beam shaping, polarisation and cavity coupling mirrors, I, J, L and
N - bow tie cavity mirrors, K - frequency doubling crystal, M - output 480nm
bundle, O - master laser electronics and P - doubling cavity electronics. This
thesis will not elaborate about the 480nm setup, it only concerns the setup
using the 960nm reference bundle to stabilize the laser.

Figure 3.2 displays the Toptica TA-SHG 110 without its cover. The path
of the 960nm laser is depicted with red arrows. The 480nm light is depicted
with a blue arrow. The rest of this chapter only concerns the stabilizing of
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the laser, hence the 480nm setup will not be covered.

3.2 The Cavity

The cavity used in this setup is an ultra low expansion cavity. The material,
TiO2-doped fused silica glass, has a very low thermal expansion coefficient
when kept at a predefined temperature. This temperature depends on the
amount of titanium dioxide in the glass. The result is that small temperature
fluctuations have little to no influence on the free spectral range of the cavity.
The cavity has a fixed and very stable free spectral range of approximately
1.5GHz. A schematic of the cavity is given in figure 2.1.

3.3 The Pound-Drever-Hall Locking Setup

As was mentioned before, the experimental setup will only concern the con-
trol loop to both stabilize and tune the laser frequency. The setup that is
used to actually excite the Rubidium atoms using the frequency doubled
480nm blue laser is not discussed in this report.

Figure 3.3: A schematic of the Pound-Drever-Hall setup. It contains the
Toptica TA-SHG 110 laser, an oscillator to provide a modulation signal for
the laser to generate side bands to the laser frequency, an Ultra Low Expan-
sion Cavity, an oscilloscope to display the intensity of the transmission signal
coming from the cavity, a mixer to isolate the error signal and a PID that
can translate the error signal to a suitable input for the laser to stabilize the
laser frequency.

Figure 3.3 depicts a simplified schematic of the setup that is used to
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stabilize the 960nm laser to a cavity resonance. This setup will only allow
stabilization of the laser frequency to a cavity resonance (an integer multiple
of the free spectral range of the cavity). The additional components that are
required to allow offset locking will be discussed in the next section.

Figure 3.4: The oscillator provides a 20MHz signal that is modulated onto the
laser frequency, generating side bands at 20 MHz from the laser frequency.

Figure 3.4 displays an oscillator that supplies the laser with an RF signal
oscillating at 20MHz. This signal is used to modulate the laser diode current.
The result is that the laser frequency is modulated. Two side bands are
generated at ±20MHz from the laser frequency as is explained in section 2.1.

Figure 3.5: The intensity of the transmitted light coming from the ultra
low expansion cavity is captured by a photo diode to be displayed on an
oscilloscope. The reflected light is isolated by a beamsplitter and its intensity
is captured by a photo diode to be used as a basis to generate the Pound-
Drever-Hall error signal.
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As can be seen in figure 3.5 the modulated laser beam then reaches the
cavity. The intensity of the light that is transmitted through the cavity is
captured by a photo diode, amplified and displayed on an oscilloscope. The
oscilloscope can be used to observe the level of noise in the transmitted light,
which gives an indication of the stability of the lock.

The light that is reflected from the cavity is separated from the incident
laser beam by a beam splitter. The intensity of the reflection is then captured
by a photo diode and amplified to be used to generate a suitable error signal,
see section 2.2.

Figure 3.6: A mixer is used to mix the reflected intensity with the phase
delayed signal coming from the 20MHz oscillator. The information needed
to generate the error signal is stored in the DC signal at the output of the
mixer. The DC signal can be isolated using a low-pass filter. The resulting
error signal is then sent to the PID that translates the signal to a voltage
that is supplied to control the laser frequency.

When the laser frequency is near a cavity resonance the captured inten-
sity of the reflection contains a beat pattern oscillating at the modulation
frequency (20MHz). The last step is to use a mixer to mix the captured
reflection intensity with the original 20MHz modulation signal. The 20MHz
signal is phase delayed to be in phase with the beat pattern. The output of
the mixer contains a direct current signal that can act as the desired error
signal to stabilize the laser to a cavity resonance. To isolate the DC signal
a low pass filter is applied to the output of the mixer. The resulting error
signal is displayed in figure 2.8.

A PID controller, or proportionalintegralderivative controller is used to
convert the error signal to a voltage corresponding to the desired frequency
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output by the laser. The voltage then goes into the tuning port of the laser,
locking the laser to the cavity.

3.4 Offset Locking Setup

In order to remove the limitation that the laser can only be stabilized to
a cavity resonance, the setup needs to be modified to allow offset locking.
This method allows the user to accurately control the laser frequency while
maintaining laser stability. The method is explained in section 2.3.

Figure 3.7: The same setup as in figure 3.3 with the addition of two com-
ponents, an electro optical modulator and a Rohde & Schwarz SM300 pro-
grammable signal generator. The EOM uses the signal coming from the
SM300 to modulate side bands to the laser frequency at 50-750MHz. These
side bands can then be locked a cavity resonance instead of the laser fre-
quency itself

Figure 3.7 depicts a simplified schematic of the modified Pound-Drever-
Hall setup. A Rohde & Schwarz SM300 RF signal generator is added to
the setup. It can be connected to a computer to allow accurate control
of the frequency and power of the generated RF Signal. The generated
signal is amplified by a Mini-Circuits ZFL-2500VH+ amplifier and fed into
an Electro Optical Modulator. The Electro Optical Modulator (Jenoptik
Phase Modulator) uses the supplied RF signal to generate the offset locking
side bands to the laser frequency.

The SM300 has a frequency range of 9kHz to 3GHz, however in this setup
a range of 50MHz to 750MHz would suffice. The minimal frequency is limited
to two times the modulation frequency used to produce the Pound-Drever-
Hall sidebands, or α > 2Ω. This is to avoid any unnecessary interactions
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between the PDH side bands of the carrier and the PDH side bands of the
offset locking side bands, which might destabilize the lock.

Figure 3.8: The maximum modulation frequency needed to cover the full
free spectral range of the cavity is 750MHz, since then the laser frequency is
right in between two transmission peaks. To cover the first half of the free
spectral range the side band at ω − α can be locked to the left transmission
peak, then the user can perform a scan from 50MHz to 750MHz. To cover
the second part of the free spectral range the side band at ω+α can be locked
to the next cavity resonance and the user can perform a frequency scan from
750MHz to 50MHz.

A maximum frequency of 750MHz allows the user to scan across the whole
free spectral range of the cavity. The lower frequency side band (ω − α) can
first be locked to a cavity resonance. The SM300 can then be used to scan
across the first 750MHz of the free spectral range, see figure 2.11 for a visual
representation of how this can be achieved. The higher frequency side band
ω + α can then be locked to the next cavity resonance. In turn the SM300
can then be used to scan across the second half of the free spectral range. See
figure 3.8 for a visual explanation. In order for the lock to work optimally,
the intensity of the offset locking side bands needs to be as high as possible.
The next chapter is dedicated to the characterization and optimization of
the frequency modulation.
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Chapter 4

Characterization of Frequency
Modulation

In essence the goal is to observe the amount of light that is coupled into the
side bands by the EOM, and to make sure that this amount is maximized
across the desired frequency range, 50 − 750MHz. The characterization of
the modulated light starts with the observation of the frequency spectrum.

Figure 4.1: The transmission through the cavity can be used to display the
frequency spectrum of the laser. The laser current is set to scanning mode
which results in the laser frequency rapidly moving along a cavity resonance
and the frequency spectrum can be observed by displaying the intensity of
the transmitted light on an oscilloscope.

To avoid the need of a spectrum analyzer, the light can be coupled into
the cavity and the user can monitor the transmission on an oscilloscope.
The side bands can then be observed sweeping the lasers current and thus
its frequency across a cavity resonance. [2] See figure 4.1 for an overview of
the setup.
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Figure 4.2: The frequency spectrum consists of the laser frequency at ω and
two side bands at ω − α and ω + α. Where α is the modulation frequency
that is supplied by the SM300 signal generator. In fact the carrier has an
infinite amount of side bands each separated by α. However only the first
order side bands are used when performing an offset lock.

Figure 4.2 gives an example of the signal that can be seen on the oscil-
loscope, note that the Pound-Drever-Hall side bands have been left out for
simplicity’s sake. By changing the power of the SM300 signal generator, the
user can change the division of light between the carrier and the side bands.
To maintain the stability of the lock, the light that is coupled into the side
bands needs to stay at a maximum for every frequency between 50−750MHz.
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Figure 4.3: This example explains the loss in light that is coupled into the
side bands when increasing the modulation frequency. The first graph shows
a situation where the maximum amount of light is coupled into the side
bands. The second and third graph show that this value is decreasing as the
modulation frequency α increases.

The first observation is that when the SM300 is set to output a static
power an frequency, so that the amount of light coupled into the side bands
is at a maximum, the light coupled into the side bands decreases when the
modulation frequency is increased. For a visual representation see figure 4.3.

This means that the output power of the SM300 has to be adjusted when
increasing the modulation frequency. The software that will be developed to
control the SM300 can possibly automatically compensate for the loss in side
band intensity for higher modulation frequencies. To do so, it is necessary
to find a correlation between the optimal SM300 output power, that is the
power at which the light coupled into the side bands is at a maximum, and
the modulation frequency.
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Figure 4.4: The optimal power that the SM300 needs to supply to make sure
the amount of light that is coupled into the side bands is at a maximum
is differs with the modulation frequency. This graph displays the optimal
SM300 power output as a function of the modulation frequency.

This data can be found by manually finding the optimal SM300 output
power for different modulation frequencies. Figure 4.4 displays the results of
this measurement. The data shows a strongly linear behavior. To be able to
implement the new found correlation in the software it is necessary to find
the best fit to the data. The fitting function is of the form

PdBm = F0Fmodulation + P0 (4.1)

where PdBm is the desired output power of the SM300 to allow a maxi-
mum amount of light to be coupled into the side bands as a function of the
modulation frequency Fmodulation. F0 and P0 are fitting parameters that can
be adjusted to fit the function to the data. The resulting parameters are
F0 = 5.55 ∗ 10−9 ± 1.5 ∗ 10−10 and P0 = −3.43± 0.17. When developing the
software to scan across a range of frequencies, this function can be imple-
mented to automatically correct the loss of light coupled into the side bands
for increasing modulation frequencies.
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Chapter 5

The Software

5.1 Overview

This paragraph will give an idea of the final state of the software that is
developed to control the SM300 signal generator.

The final version of the software allows the user to easily perform measure-
ments and to input, save, and load settings. When the program is launched
it will automatically search for the R&S SM300 Signal Generator to be con-
nected. When the SM300 is found, the status in the bottom left corner will
turn to a green ”Connected!” and the machine specific id is displayed in the
bottom right. The previously dimmed start button should unlock, indicating
that the user can now use the software to perform measurements.
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Figure 5.1: At the ”Static” tab the user can input a desired frequency and
power output for the SM300 to generate. The static signal can be activated
using the ”Start” button. After activation the ”Start” will change into a
”Stop” button that deactivates the output when clicked. The ”Update”
button can be used to update the frequency and power of a static signal that
is already being generated.

The software offers three main functions, producing a static signal, sweep-
ing the signal frequency or sweeping the signal power. Each function has its
own tab at the top of the program window. Before starting a sweep, a static
signal has to be produced. The user can set a static output by pressing the
start button after providing the desired frequency and power the signal gen-
erator has to supply. After setting the static signal, the user can lock one of
the newly created side bands to the cavity.
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Figure 5.2: After setting a static signal, the software can be used to perform a
power scan. The user can input the desired power range, the step size and the
dwell time. The frequency is determined by the settings set in the ”Static”
tab. The scan can be started with the ”Start” button which activates the
”Stop” button that is used to stop the scan.

The two different sweep types both have their uses. For instance, when
the modulated laser light is observed with an oscilloscope, a slow power sweep
can be used to find the optimal input power needed to maximize the light
that the EOM couples into the side bands, as is explained in chapter 4. In
order to perform a power sweep the user needs to input a minimum power,
maximum power, the step size, and the dwell time. The static frequency is
determined by setting the static signal. The power sweep tab is displayed in
figure 5.2.
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Figure 5.3: After setting a static signal in the ”Static” tab the user can per-
form a frequency scan using the tools in the ”FSweep” tab. One can supply
a final frequency, dwell time, frequency step size and power output. Notice
that the power is corrected for higher modulation frequencies to maintain
the amount of light that is coupled into the side bands. The frequency scan
can be started by pressing the ”Start” button which will the turn into a
”Pause”/”Continue” button to pause and continue the scan. The scan can
be stopped by pressing the ”Stop” button.

To perform a frequency sweep, the user has to input a maximum fre-
quency, the power, the step size, and the dwell time. The start frequency is
equal to the frequency of the static signal. During the sweep, the software
will correct the output power for each frequency step to maintain first order
side band size, as explained in chapter 4.

5.2 Functions and Specifics

In this section some of the most used functions and their uses will be dis-
cussed. The software is developed in C using the LabWindows environment.
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To control the SM300 the software includes a pre-written library that is
supplied by Rohde & Schwarz. To load the library the user simply has to
include ”SiControl.h” and ”rssism.h”, granting access to all of the function-
alities that the library has to offer. These two header files are included in the
”GlobalDeclarations.h” file, which holds all the static variables that are used
throughout the source code. This file is included in the ”Functions.h” file
which contains the declarations of some user defined functions. These func-
tions are then defined in the ”Functions.c” file. Lastly the ”Functions.h” file
is included in the ”Sweep UI.h” file which holds all the declarations that are
needed to build the graphical user interface of the software. The entry point
and the majority of the body of the program is located in the ”Sweep UI.c”
file. The header structure that is explained above grants it access to the pre-
defined functions needed to control the SM300, the static global variables,
and the user defined functions as well as the functions needed to control the
graphical user interface. For a complete overview of the header file structure
see figure 5.4.

Figure 5.4: The inclusion structure of the software. When file A points to
file B it means that it is included in file B and thus file B has access to the
contents of file A.

To get a better understanding of how the software actually works a good
thing to do is to discuss the flow of the program. The software starts its
execution at the entry point which, for software written in C, is the main
function and in this case it is located in ”Sweep UI.c”.
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Figure 5.5: When the software is ran the first function that is called is
the main function. This function will set an initialization timer that checks
every few seconds for the SM300 to be connected to the computer. When the
SM300 is detected a connection will be established, the initialization timer is
stopped and the buttons on the graphical user interface are activated. The
software will now stay idle until the user provides input.

Figure 5.5 gives a visual representation of the initialization process used
in the software. Three different things happen in the main function. First,
the graphical user interface is created and displayed. Then the previously
used settings are loaded from a file using a user defined function called
Load Settings() from ”Functions.h”. Lastly a timer is initialized.

A timer is an object that calls a Tick function every set amount of seconds.
In this case the Tick function will check if the SM300 is connected to the
computer. It uses the function rssism init from ”rssism.h” to find the signal
generator. When the SM300 is found the Tick function will disable the timer
and enable the buttons of the graphical user interface. The software will then
stay idle and wait for user input.

When controlling the frequency and power of the signal generated by the
SM300 there are three functions from ”rssism.h” that are most important.
The function that is used to control the frequency is called rssism setCWFreq
and it simply takes the desired frequency in Hz as an argument. The equiva-
lent function to control the power of the signal generator is called rssism setRFLevel
and it takes the desired power in dBm as an argument. The last function
is used to turn on or off the output of the signal generator and it is called
rssism setRFOutputState. The function takes a Boolean value as an argu-
ment where 1 turns on the signal and 0 turns it off.
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Figure 5.6: When the ”Start” button on the ”Static” tab is pressed the
function Call Start Static Signal” is called. This function will obtain the
user input from the GUI, adjust the power depending on the frequency using
the Adjust Power function and configure and activate the SM300 by using
the Configure Static RF and rssism setRFOuptut functions.

When the user presses the start button to generate a static RF signal
the corresponding function is immediately called. For now functions that
are called as a result of user input will have Call at the start of the func-
tion name. The Call Start Static Signal function first obtains the desired
frequency and power that the user has entered from the graphical user in-
terface. Then the user defined function Adjust Power is used to calcu-
late the power needed to maximize the light coupled into the frequency side
bands to the laser frequency, using the results in chapter 4. Another user
defined function Configure Static RF is used to set the desired frequency
and power using the rssism setCWFreq and rssism setRFLevel functions.
After setting the right parameters the signal is turned on by calling the
rssism setRFOutputState function with 1 as its argument.

Figure 5.7: A frequency scan can be started after setting a static signal.
When the ”Start” button on the ”FSweep” tab is pressed the function
Call Frequency Sweep is called. The function obtains the user input from
the GUI and starts a timer with an interval that is equal to the dwell time set
by the user. The timer periodically calls the Sweep T imer T ick function.
This function increases the current modulation frequency by the frequency
step size and adjusts the power to suit this frequency using Adjust Power.
Then it updates the output to the newly calculated frequency and power and
prints them to a console to inform the user.
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By using a timer and the above mentioned functions it is possible to
create a function to scan across a desired frequency range. Figure 5.7 shows
a visual representation of the frequency sweep functionality in the software.
Remember that the user first has to setup a static signal to start a frequency
sweep, the frequency of this signal is the starting point of the frequency
sweep. Pressing the start button on the frequency sweep tab will trigger
the Call Frequency Sweep function. The Gather V ariables function will
obtain all the information that has been input by the user from the graphical
user interface. This includes the start frequency, the stop frequency, the
power, the dwell time and the step size. A sweep Timer is created and its
interval is set to the desired dwell time. After starting the sweep Timer the
function Sweep T imer T ick is called with intervals of the set dwell time.

Whenever the Sweep T imer T ick function is called, the current frequency
is increased with the step size. The correct power is then calculated for the
new frequency value using the Adjust Power function. The new frequency
and power are then sent to the SM300 with the Configure Static RF func-
tion. To provide feedback to the user about the current frequency and power
of the signal, the values are printed to the screen.

Figure 5.8: The ”Pause” button will call the Call Frequency Sweep function
when clicked. If a frequency scan is currently running this function will store
the current frequency for later use and then stop the frequency sweep timer.

After pressing the start button it will change to a pause button. Pressing
the pause button will call the same function. However the function checks
and sets a variable to know whether the software is running or paused. The
function will now store the current frequency for later use and stop the timer.
It will not call rssism setRFOutputState however, because the user needs
to be able to re-lock the laser to a side band. See figure 5.8 for a visual
representation.
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Figure 5.9: The ”continue” button will call the Call Frequency Sweep func-
tion when clicked. If the software is paused this function will obtain the last
frequency from a variable that was stored when pausing the software and
then restart the frequency sweep timer. The scan will now continue from the
frequency where it left off before pausing the software.

When the user presses the continue button, the software will obtain its
current frequency that was stored when pausing the program. Then the
sweep Timer is enabled so the Sweep T imer T ick function will be called
with intervals equal to the set dwell time. To stop scanning the frequency the
user simply has to press the stop button. The software will then disable the
timer and call rssism setRFOutputState to make sure the signal generator
is not producing a signal anymore.
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Chapter 6

Results and Conclusion

6.1 Frequency Range Measurements

As a measure of the performance of the system and the software, one can
measure the frequency range that the setup can cover before the laser falls out
of lock. The setup shown in figure 3.7 is used to perform the measurements.
The SM300 signal generator is hooked up to a computer running the software
explained in chapter 5 via a USB connection.

First the software is ordered to produce a static signal. One of the side
bands is then locked to a cavity resonance. The user can start the measure-
ment by starting a frequency sweep across a desired range of frequencies. The
oscilloscope displaying the intensity of the transmission through the cavity
can be used to observe whether the laser is still at resonance with the cavity.
Whenever the transmission signal drops to almost zero, the laser is no longer
at a resonance and the software can be stopped.

This measurement is repeated for several different settings to test if and
how the dwell time and step size influence the maximum frequency range of
the setup.
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Table 6.1: The resulting frequency range is the range that the laser frequency
has changed before it unlocked from the cavity resonance. The dwell time is
the time in between steps and the step size is the change in frequency for each
step. These values have been gathered using a start modulation frequency
of 100MHz and a power of -5dBm.

Dwell time (s) Step size (kHz) Resulting frequency range (MHz)

0.2 10 80
0.2 30 13
0.2 50 18
0.2 100 11
0.5 100 17.5
2 1000 5

Table 6.2: More data to show the randomness in the results. These values
have been gathered using a start modulation frequency of 100MHz and a
power of -5dBm.

Dwell time (s) Step size (kHz) Resulting frequency range (MHz)

0.2 100 52
0.2 1000 37
1 1000 27

0.2 50 30
0.2 70 15
0.3 100 17
0.3 100 26
0.5 700 20

Table 6.1 and table 6.2 show some results of the measurements for differ-
ent combinations of dwell times and step sizes. All of the above measurements
had a starting frequency of 100MHz and a power of −5dBm.
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Table 6.3: The data in this table represents a measurement using the pause
function of the software. Whenever the laser is unlocked the software is
paused and the laser is manually re-locked to the cavity. After that the scan
is continued. This process can be iterated to reach any desired frequency
that cannot be reached in a single scan. These values have been gathered
using a power of -5dBm.

Start frequency (MHz) Dwell time (s) Step size (kHz) Range (MHz)

100 0.2 100 38
138 0.2 100 29
167 0.2 100 51
218 0.2 100 22

Table 6.3 presents the results of a series of measurements to show that
higher frequency ranges can be reached by using the pause function of the
software. The method that is used here is that whenever the laser unlocks
the user can pause the software, re-lock the laser to the side band and then
restart the measurement. Which is effective, but quite tedious.

6.2 Conclusion

The results of the frequency range measurements are presented in section
6.1. The performance of the lock is quite random, however the lock is more
stable when using lower step sizes. Which is to be expected, because the
electronics have a harder time to keep up when changing the frequency by
a larger amount. The best result for a single measurement was a frequency
range of 80MHz with a dwell time of 0.2s and a step size of 10kHz. The
problem is that the measurement is really slow, it took almost half an hour
to reach 80MHz using these settings. Measuring across 750MHz would take
too long and hence is ineffective. A possible solution would be to lower the
dwell time to about 1ms. In this way step size can be lowered to about 1kHz
which could increase both the range of the measurement as well as the speed.
However the setup is limited by the time it takes for the SM300 to change
its frequency and power for each step, which is 150ms. Hence, this would at
least require a different signal generator.

To bypass the need for different equipment, the software is suited with
a function to pause and continue the measurement. Whenever the laser
unlocks from the cavity the user can pause the measurement and re-lock the
side band to the cavity resonance by manually changing the laser current.
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The measurement can then be continued. This process can be repeated as
many times as is needed to reach the desired frequency. Table 6.3 gives
an example of such chain of measurements using a dwell time of 0.2s and
100kHz, which provides a combination of decent stability and speed. The
method is effective, as it is possible to reach the desired 750MHz frequency
range, however it requires the user to be attentive. This makes that the
method is quite susceptible to inaccuracies caused by the user. The next
section will discuss the possibilities of improving the setup to allow for more
accurate and effective measurements.

6.3 Outlook

There are a couple of aspects that could be improved about the current setup.
As was said in the last section, the maximum frequency range could possibly
be improved when using a system that can reach dwell times under 150ms.
Although there is a way to improve the accuracy and usability of the current
setup.

Figure 6.1: A computer can be connected to the oscilloscope to monitor
the intensity of the transmitted light. The software running on the computer
should stop the measurement when the intensity drops below a predetermined
value. Since then the laser frequency is no longer stabilized to a cavity
resonance and the laser should be manually re-locked by the user.

For now, the user has to observe the transmission signal on an oscilloscope
to see whether the laser is still in lock with the cavity. However this is a task
that could easily be performed by a computer. It would simply require a
piece of software that monitors the output of the photo diode measuring the
intensity of the transmitted light. Whenever the value drops below a certain
point the software should stop the measurement and warn the user that the
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laser has unlocked. The user can then re-lock the laser and continue the
measurement. Adding this extra feature in the setup would bypass human
error, hence increasing the accuracy and also the usability of the system.

A second improvement to the system would be to implement the frequency
scanning software into the overhead scan-controller. The scan-controller has
access to all the different systems that make up the Rydberg setup. In order
to perform a full measurement every action, from stabilizing the lasers to
detecting the Rydberg atoms, has to be perfectly timed. These actions are
coordinated by the scan-controller. Hence the scan controller should have
full control over the RF signal that is produced by the SM300.
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