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Abstract

Data represent one of the most important resources of today’s world. The society
is rapidly moving digitally, so the amount of information is increasing drastically.
But how can the information be used when it is scattered all around the internet? It
requires that companies come together and merge their findings in order to gather
new insights into their businesses. At the same time, the privacy of the data is
important because of the regulations set in place to protect the users.

Researches have shown that most of the state-of-the-art technologies in per-
forming private entity matching are limited to custom-crafted environments where
the user of the system needs to fully understand what is happening. The main issue
is that a system easy to use and efficient for almost all existing entity matching
platforms is not available. The goal of our research is to perform private entity
matching on an already existing matching algorithm and evaluate how much the
results have been changed according to noise added.

We propose a differential private system that can perform private record link-
age. Our system covers the entire entity matching pipeline, including data sanitiza-
tion and entity matching. The interleaving of differential privacy with the matching
process can be done in multiple ways, so we investigated where differential privacy
could be integrated in the entity matching pipeline and evaluated their effect on the
quality of the matching. The main difference of our system compared with other
approaches is that differential privacy is not applied to the query result, but the data
itself is perturbed before the queries are run.

Our results showed that differential privacy applied before entity matching
gives more unpredictable query results compared with differential privacy being
applied after entity matching, right before their evaluation, which showcases that
differential privacy manages to hide the real data. Even though the process works
as intended, there are a few cases where depending on the nature of the data differ-
ential privacy could not have been added. So we ended up discussing the obstacles
like query structure and data set structure in the process of creating a generic pri-
vate entity matching.

Keywords: differential privacy, entity matching
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1 Introduction

Privacy-preserving entity matching is gaining momentum in today’s growing big-
data-driven society. Everything around us is somehow related to digital informa-
tion and there is a significant need to understand and correctly use the data. Al-
though these systems are independent, the collected information can be joined to-
gether in order to derive better insights into it. The accuracy and completeness
of the data is as important as safely merging it from different sources in order to
retrieve a detailed view of how systems interleave and how they can communicate
to improve their efficiency. Two aspects are of utmost importance for any privacy-
preserving entity matching system: the correctness of the data after entities are
matched and the safeguarding of the sensitive information.

The private entity matching is problematic because of the non-standard shape
of the data and also because of its secrecy which has to be maintained. The data
is often incomplete or malformed and its accuracy affects the performance of the
matching. Regarding the privacy of the data, each data owner can impose its own
restrictions on how data can be used, viewed or shared which makes the matching
process more difficult.

Differential Privacy(DP) emerged through the last years as a possible solution
to aggregating data sets while keeping individual records information private. Dif-
ferential privacy is responsible for answering statistical queries about the merged
data set while ensuring privacy by having a privacy bound value that limits the
information leakage across multiple queries.

Recently, some studies [10, 15] have proposed differential privacy-entity match-
ing as their main data protection mechanism while performing record linkage.
There are limitations to the current systems like the need of a specific environ-
ment setup to perform differential privacy entity matching. Besides that, knowl-
edge regarding how each differential privacy step works is required. These two
main issues show that current data infrastructure needs to be remodelled to accept
differential privacy as it is in its current form. Overall, the lack of a simplified
generic differential privacy entity matching process represents biggest issues for
this technology to evolve and it also is the basis of our research.

As contributions to the existing private entity matching systems we provide
a new approach which relies on applying differential privacy at the data set level
instead of using it in answering the statistical queries. We propose a differential
private algorithm to add noise to an existing data set altogether with a complete
workflow that performs matching and evaluates the results. We evaluate the per-
formance of the system by comparing two setups of the system where differential
privacy is applied at different locations during the entity matching process. The
contributions of this work can be summarized as follows:

• We devise a novel process that embeds differential privacy withing an exist-
ing entity matching workflow. We propose two different approaches to add
differential privacy mechanism into a generic record linkage process. There
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is no modification added to the entity matching process, only data sets being
modified during this process. The goal of this algorithm is to showcase how
a generic differential private setup can be used.

• We propose a differentially private data enhancement algorithm that perturbs
a given data set by using Laplace and Edit Distance. The algorithm can ei-
ther delete original records or add fake records with a probabilistic approach
and its end goal is to generate synthetic data set which is statistically indis-
tinguishable from the original data set.

• In order to check the results of our approach, we devise an evaluation al-
gorithm which simulates real-life scenarios by running a set of statistical
queries over the matched data set. The purpose of this step is to find out
weaknesses in the proposed system and determine how accurate are the re-
sults after differential private is used.

The thesis is organized as follows. Section 2 introduces the preliminaries and
background on entity matching and differential privacy, and discuss existing pro-
posals that combine these concepts. Section 3 presents the details of the problem,
the research question and our approach on how to solve the problem. Section 4
describes the implementation details of our solution. Next, Section 5 describes the
setting up of the evaluation and introduces the data and the details of how it will
be evaluated. Section 6 present an analysis of the results. Section 7 discusses the
findings along with the limitations of the system and further steps. Conclusion of
the research is presented in Section 8.

2 Preliminaries & background

This section presents the preliminaries on the entity matching process, what tech-
niques are used to protect the data, and what trade-offs are often taken into consid-
eration. We also present an analysis of two approaches proposed in existing studies
by mapping them into the matching process described.

2.1 Entity matching

Entity Matching (EM) or Entity Resolution is the process of determining if two
records in a data set refer to the same real-world object [2]. Entity matching is
applied in several real-world applications like warehousing, data management, his-
torical researches, medical practices [27], or any other process where data records
should be labeled into matches and non-matches based on some criteria. For this re-
search, we will consider two entities trying to match their data from their databases.

EM is a multi-step process and Figure 1 presents a simplified version of the
process which suffices for this work. As seen in the figure, data is sanitized, then
filtered, and matched. An evaluation can be performed as an extra step to check
the quality of the matching. Next, we briefly describe these steps.

5



Figure 1: Entity matching process

Data sanitization (or data pre-processing) is the first step in preparing the data
for entity matching. The purpose of sanitization is to transform the input into a
common format that can be used in the later stages of record linkage process. For
example, a person named Marry Jane Campbell can appear in multiple ways: M.
J. Campbell, Marry J. Campbell, or even the full name. These different styles
also apply to dates (American vs European data formats), measurement units, and
any other field. This is why it is needed to transform the data into a standardized
form. First names can be replaced with the initials, dates can be formatted in
YYYY/MM/DD, and all units will be transformed to an agreed format, etc.

Data sanitization is the step of preparing the unstructured, unclean, and incom-
plete data for the entity resolution. Since the matching is sensitive to the quality of
the data being linked, data sanitization is a fundamental part of the process.

Blocking and filtering are used to group similar records in the two data sets
into partitions based on the available information. Even though they share the
same goal, they behave in different ways. Blocking attempts to identify pairs that
are likely to match, restricting comparisons only between them, while filtering
attempts to quickly discard pairs that most likely do not refer to the same entity
[25].

The role of these techniques is to reduce the number of computations needed to
perform the matching itself. There are multiple ways to filter data like clustering,
feature selection or others, while blocking relies on rules to split the data into
partitions and it can either be data-wide blocking (”space partitioning”) or domain-
wide blocking (”domain partitioning”) [15]. Data-wide blocking is responsible for
splitting the data into groups that have an almost equal number of records, while
data-wide blocking splits the data into partitions made over the whole domain of
the data (some partitions can even be empty).

Matching is the process of linking two records from the same filtered group and
determining either they are a match or not. The matching can either be determinis-
tic or probabilistic.

Deterministic matching is looking for exact match between the two pieces of
data. One may think that this is a straightforward and accurate procedure, but
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this is actually not the case. Data is often inaccurate and deterministic matching
relies heavily on cleaning procedure to get exact results. The simplest deterministic
matching is to perform exact comparisons based on ids or any other field. The
checking can be also done on multiple fields at the same time to prevent cases
where one attribute is missing and records cannot be linked. If the ids are missing,
other attributes called quasi-identifiers are used for the matching. Quasi-identifiers
are a set of attributes that, while not being identifiable information themselves, in
combination, can be used to create a unique identifier. For instance, it has been
shown that zip code, gender and date of birth taken together allow one to uniquely
identify around 87 percent of the US population [29].

Probabilistic matching computes weights over the attributes used as identifiers
and estimates the likelihood of two attributes to be a match. It relies on a threshold
value to check if the pair to be compared will be classified into a match or a non-
match. Possible approaches are lexicon-based (vocabulary), Manhattan distances,
or any other approach which can perform approximate data matching (data records
have to be almost identical to be marked as a match)

Entity matching is done based on complex business rules and concepts to deal
with missing or corrupted information and it is hugely time-consuming. This is
why the sanitization and filtering steps can improve drastically the performance of
the matching step. While sanitization is needed for getting more accurate results,
the filtering part is essential to improve the speed of the process.

The complexity of entity matching is typically measured in the number of op-
erations required to finish the task. Given two data sets A and B of 1.000 records
each, to match all possible data without any filtering it is required to perform 1.000
× 1.000 = 1.000.000 operations, many of which might not be needed (e.g. like
comparing dates from 2020 with dates from 1990). By filtering the data into 10
groups, a total of 10 groups per partition is made and each one of them averages
100 entries (depending on the type of blocking applied). The groups within the
same partition from both data sets are then compared leading to about 100 x 100 =
10.000 comparisons. The total number of block comparisons is linear (around 10)
and therefore the total amount of computations is around 100.000 comparisons for
the whole data.

The quality of entity matching is typically assessed by evaluating the preci-
sion (how many true matches were found out of the total number of possible true
matches), recall (how many matches were found out of the total number of possible
true matches), and accuracy(the quality of matching).

2.2 Differential privacy

There are many ways to preserve the secrecy of the data during an EM process. Vat-
salan et al. [30] presents an analysis of existing approaches for privacy-preserving
record linkage techniques. In particular, they study Secure hashing, Secure multi-

7



party computations(SMC), bloom filters, Differential Privacy, and a few more [9,
30]. Next, we present an overview of the main approaches:

• Secure hashing has been one of the first approaches to allowing entity match-
ing. One-way hashing transforms a given string into a hash-code nearly im-
possible to decode. To prevent dictionary attacks where an attacker precom-
putes hashes of most common words a keyed approach was introduced. The
keyed approach randomizes the data based on a secret key, so it is prevented
from being precalculated.

• Secure multi-party computations (SMC) relies on the assumption that
computation is secure if no party knows anything except its input and the
final result. There have been many SMC algorithms proposed and they rely
on encryption(commutative or homomorphic) schemes to allow secure com-
putations [18]. This approach is great for entity matching process because
the data is encrypted by owner, sent over to the other party which then com-
putes the matching based on the encryption properties.

• Bloom filters is a space-efficient probabilistic data structure that helps test-
ing whether an element is a member of a set. It is represented as a bit-string
data structure of length L and has K independent hash functions with range
1 to L that are used to map the elements of the set to the bit-string data struc-
ture. The hash functions map each element in a filtered group by setting one
bit per element to value 1 (True), in total having K positions set to true.

• Differential privacy (DP) is a mechanism for publicly sharing information
about a data set by describing patterns of groups within the data set while
withholding information about individuals in the dataset. The answers rep-
resent the results of statistical queries and further perturbed with noise in
order to prevent any data leakage.

Out of the four methods to provide privacy while performing entity matching,
Secure multi-party computations and Differential privacy have potential to fulfil the
task. Secure hashing is a great approach to protect data, but it only works for exact
matchings. A character difference between two strings will lead to completely two
different hashes, making it impossible to link the records if one of them contains a
mistake or a different data format. Bloom filters can only be used to answer yes/no
questions regarding the data, which poses a problem when statistical queries should
be run over the data set.

Both SMC and DP rely on strong mathematical guarantees to hide the data
even in the presence of side information for DP [10] and even if data is leaked in
case of SMC [1]. Both of them align to our purpose of creating a generic private
entity matching framework. The difference between these two approaches lies in
the easiness of usage and the protection level against inside and outside attackers.
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SMC requires each party of the system to have cryptographic knowledge and un-
derstanding of the whole process. In case the attacker is part of the network of
people participating in the entity matching, this approach can leak information in
the outputting part of the algorithm. The attacker requests a match for one of his
records and the answering entity will respond with the corresponding matching
record. SMC protects the data by outside attackers, but not by the inside ones.
In addition, cryptographic operations require extra computation steps, which for a
large enough system can become a big bottleneck. On the other hand, DP is al-
lowing the EM process to link the raw data. It does not require much knowledge
of cryptography, and treats an external attacker exactly as a peer. The protection
level of the data comes by the probability that some of the records do not exist
in the original data set. One of the disadvantages of DP is that some data can be
leaked, especially for small data sets. As a solution to data leakage a Budget was
introduced to limit the amount of shared information [10]. Based on the easiness of
the solution and the theoretical extra security against internal attackers, we choose
differential privacy as base for our research.

Differential Privacy is a technique for publicly sharing information about a
dataset by answering statistical questions regarding the data. It allows the data
owner (A) to answer questions from another party (B) about the sensitive data
without giving access to the data set. None of the information of individual records
is shared, but the system only answers to statistical queries (a statistical query
answers questions such as how many people are above 50, or how many people
earn over a certain amount). From a more technical point of view, differential
privacy guarantees that whatever answer might A give about its data set, he is
likely to give the same answer if any one of the records is excluded [3].

Differential privacy utilizes a budget to keep track of the amount of privacy dis-
closed and can only answer questions if there is still enough budget. ε-differential
privacy is the basic notation for differential privacy with budget [12, 19]. The
queries will be answered by adding noise to the dataset with difference at most ε
compared with the real answer. There is also a relaxed version (ε, β)-differential
privacy which allows for answering statistical queries with error rate ε but the an-
swer might be within an extra error margin β.

Three main types of statistical queries [10, 31] are typically considered in the
context of differential privacy:

• workload counting queries: returns the number of rows in a table satisfying
the query request.

• iceberg queries: returns the number of rows that satisfy the query request
while having a filtering condition (HAVING clause in SQL).

• top-k queries: returns the top k number of rows in an iceberg type of query.
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The noise that has to be added to differential privacy can be generated in several
ways [8]:

• Laplace mechanism: works on numerical queries and it requires a sensitivity
value to know how much it is allowed to perturb the output while preserving
privacy. This type of noise is typically used for low sensitivity queries and
needs a large privacy budget(ε) to run multiple queries because each run
consumes part of the budget. For large ε values the mechanism produces
less accurate results to keep the privacy guarantee.

• Exponential mechanism: works by answering the query with an element al-
ready present in the set. Each element get a score which is defined using
a specific scoring function. The answer is drawn by using a probabilistic
distribution. The difference compared with Laplace mechanism is that Ex-
ponential mechanism will always output a member of its set.

• Gaussian mechanism is an alternative to Laplace mechanism. While Laplace
relies mainly on ε-differential privacy, the Gaussian mechanism uses the
(ε, β)-differential privacy. The results are farther from the true answer, thus
less accurate. Both Laplace and Gaussian mechanisms can either answer
with a real-valued function which means that the output is a single real num-
ber, or by providing a vector of real numbers. The Gaussian performs better
for the second case of answers needing a vector of real numbers.

The algorithms described above are useful to answer statistical queries, so the
are helpful in modifying numerical values. Since our approach consists of gen-
erating a differential private data set and not only answering differentially private
statistical queries about the data, a method to deal with text is also required. Ac-
cording to [17] Levenshtein distance can be used to protect the data with differen-
tial privacy. The algorithm creates a noisy variant of a text which is within a certain
distance from the original version. The distance is considered the sensitivity of the
Levenshtein and is computed as how many delete, insert, and replace operations
on letters are required to transform a word into a noisy one.

2.3 Privacy-preserving entity matching

Besides several studies on entity matching or differential privacy, Inan et al. [15]
and Ge et al. [11] are two pioneering approaches that aim to integrate differential
privacy into the entity matching process. Both studies focus on crafting a con-
trolled environment with a specific setup and custom methods to perform entity
matching. An overview of these works is given in Table 1.

Inan proposes a custom differential private matching algorithm. The data san-
itization step is not considered in this approach since the data is assumed to be
represented by the answers to the statistical queries [23]. The data is filtered into
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Study Goal Data sanitiza-
tion

Filtering Matching

Inan
[15]

Design a DP blocking step that
supports efficient private match-
ing

No data clean-
ing. Differential
privacy is used
by means of an-
swering statisti-
cal queries and
all further steps
enhance on the
DP properties

Decision-
rule block-
ing

Secure
Multi-party
Computa-
tions

Ge [11] Design a system that allows engi-
neers to tune cleaning workflows
on sensitive data. Differential
privacy used to translate given
queries with error tolerance into
answering strategies that satisfy
DP

Engineers tune
parameters of
the system until
the queries
return useful
data

Decision-
rule block-
ing

Boolean
formula
matching

Table 1: Summary of studies

multiple groups and parties involved in entity matching perform entity matching on
results of statistical queries “each participant discloses only the perturbed results
of a set of statistical queries”.

Initially, the data is separated into n-dimensional partitions by both parties
willing to do an entity matching. The data is then “perturbed” with noise from
a Laplace distribution. The partitions with fewer records within can leak consid-
erable amounts of sensitive information, so empty partitions are also represented
as partitions and perturbed accordingly. This whole step represents data filter-
ing. Next, the matching is done through a Secure Multi-Party Computation (SMC)
step which relies on homomorphic encryption to communicate and to perform the
matching of the data, data that represents an answer to the statistical queries. The
parties never share the raw data, or perturbed versions of it, just the answers to the
queries.

Figure 2 is the representation of how the matching is done in the current study
in relation to the entity matching process presented in Figure 1. It is worth noting
that in Inan’s work each entity performs its own data sanitization and filtering steps
and the matching step is done using secure multi-party computations.

Ge and colleagues propose a system called DPClean that allows external en-
gineers to find the right differential privacy parameters for cleaning the data that
ensure a strong privacy guarantees.
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Figure 2: Workflow underlying the approaches proposed by Inan and colleagues

Figure 3: DPClean overview

Three entities (data owner, the DPClean system, and the engineers responsible
for finding the right parameters called cleaning engineers) are needed for this sys-
tem to work and the workflow is made out of multiple runs of the system until the
engineer achieves good results. Figure 3 presents the workflow (image from [11]).

The process relies on a privacy budget to limit the amount of data that can
be disclosed during the cleaning process as also seen in [22]. The owner sets the
budget and the engineer can ask questions to the system consuming this budget.
At any point, the engineer can either keep the results and keep asking or reset the
process.

The DPClean system consists of two parts: the Privacy Engine and Cleaning
Software. The role of DPClean is to answer the aggregate statistical queries of
the engineer. The same type of statistical queries as used in the previous study
are also presented in the current study but under different names. The cleaning
engineers can tune the cleaning process to ensure privacy constraints based on their
knowledge of the previously asked questions. The tool translates these details into
the entity matching algorithm and the engineers starts asking questions about the
data. The results are evaluated by the engineer using his knowledge and then he
can either discard all results and start over with the fresh data or change the tuning
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Figure 4: Workflow underlying the approach proposed by Ge and colleagues

parameters and ask more questions if the budget allows it.
Figure 4 presents the equivalent procedure of DPClean system in terms of the

entity matching process presented in Figure 1. The process of tuning parameters
in this system reiterates over the data sanitization, data filtering, and differential
privacy steps multiple times until the engineers find the right parameters values
that prevent any data leakage. The engineers check the results, tune the parameters
and let the tool run again. In the end, the data can go through the matching process
if the matching is satisfactory according to the knowledge of the engineer.

3 Problem statement & Approach

This section presents the problem addressed in this work and identifies what steps
and assumptions are needed to determine the best setup for differential privacy
entity matching.

3.1 Problem statement

The private entity matching process is an important part of many organizations
and it is expected to grow at the same rate as the big-data domain. The privacy
of the users is critical especially when data is shared with external systems. By
solving the privacy issues while sharing the data, companies will be able to create
more advanced statistics in collaboration with other businesses without having to
compromise the privacy of their users. Below, an entity matching setup that uses
fictive data is given as example to illustrate what kind of issues our system should
tackle.

We assume the government of each municipality in The Netherlands keeps
track of each individual personal information. Figures 5 and 6 present two hypo-
thetical repositories from two municipalities, each of them containing 6 entries.
The two tables contain the name, gender, Place of birth (Country and City), Wight,

13



Figure 5: Sample data 1

Figure 6: Sample data 2

Eye color, and the date when the information was updated. The scope of the dif-
ferential privacy matching is link the data sets without disclosing sensitive infor-
mation about individual records and it is done by applying noise to the answers of
statistical queries.

By answering the query ”How many people are in Netherlands?”, just by ap-
plying entity matching the answer would be 2 (Rivera and Bradley). Next, asking
”How many females are in Netherlands?” the answer would be 1 (Rivera) which
discloses information, allowing one data set owner to identify records in the other
data set. By applying differential privacy, the results are perturbed with a noise
value, so asking the second question again can lead to answer 0, 1, or even 2. This
example is very small, but on large data sets becomes very difficult to identify
records if differential privacy is applied.

The main problem with existing solutions is that they require a special setup to
preserve privacy. In the literature we saw a study in which a custom entity match-
ing workflow is established to allow privacy enhancement [15] and an example
of system which is used for finding the right parameters for a qualitative entity
matching [11]. In both cases the environment is crafted especially for the purpose
of differential privacy, while in real-life scenario it is expensive to change an al-
ready existing system to comply with differential privacy requirements. Also, as
showcased in Ge’s work, a lot of knowledge is required from the users to under-
stand the topic of private entity matching and take the right steps and it comes as an
overhead to companies which only want to improve privacy using this technique as
a plug-and-play system. Overall, there is the need of such a general solution which
can work over existing infrastructure. A system that can be efficient, can work with
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Figure 7: Entity matching process with differential privacy 1

multiple data types, and provide accurate results. The scope of our framework is to
reduce the amount of time spent by users to set up the system while ensuring the
same privacy guarantees as a custom crafted system.

Our approach aims to answer the following research question.

How will the final results be affected (in either positive or negative way) by the
usage of differential privacy on an already existing entity matching algorithm?

3.2 Approach

Our goal is to create a system that can apply differential privacy on a given match-
ing algorithm and allow users to query the results in order to check the quality of
private data matching.

Two possible setup to perform privacy-preserving entity matching can be con-
ceived [3]: with local privacy (where each user takes care of all its processes and
communication with other peers) and global privacy (where each user relies on a
trusted party to perform the evaluation and return results). Aiming to develop a
system that works almost for every available setup with little to none overhead for
users, the best approach is global privacy. In this way, the user is responsible for
sending its data to the 3rd party (either already containing noise or not depending
on the setup that will be defined), the 3rd party will perform the matching and allow
users to query the data through statistical queries. In this way, by controlling the
data we can prevent missuses of the system. In this setting there are two possible
solutions presented in Figure 7 and 8.

1. Apply differential privacy before the data sanitization step.

The first proposed workflow is presented in Figure 7 and it uses the differen-
tial privacy step before data sanitization. In this way, the data goes through
the whole process already with differential privacy properties and the 3rd
party entity might not be able to distinguish between fake and real data. The
privacy of the data is ensured against external users that might pose statisti-
cal questions, but also against the 3rd party. The data is then further passed
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Figure 8: Entity matching process with differential privacy 2

into the record linkage process.

2. Apply differential privacy after entity matching is performed.

The second proposed workflow is given in Figure 8. In this case the data
sets are matched on raw data and then differential privacy is added as a last
step to ensure privacy against external users. In this situation, the 3rd party
is responsible for adding noise to the results.

The two approaches considered represent viable placements in the global pri-
vacy setup, while the other placements of differential privacy step pose some prob-
lems. This is why we will analyze the other placements in regards to results and in
terms of privacy.

By applying DP between data sanitization and filtering steps will indeed pro-
vide the same results as the first approach, but from a privacy standpoint of view,
the 3rd party will be able to see the raw data before sanitizing it. By applying DP
between filtering and matching, besides privacy aspects not being kept, the newly
created noisy data can fall into the wrong groups and increase the computations
without improving the results. In both cases there are advantages and disadvan-
tages, but compared with workflows one and two, the other placements perform
worse. Between approaches 1 and 2 there can be differences in both results and
privacy aspects. The second one can provide more accurate matchings because the
process works with raw data while the first approach by introducing noise early in
the process is subject to false positives [7]. From a privacy point of view, the first
method is ideal because data is sent over to the 3rd party already enhanced which
requires minimal trust between data owners and data processing entity. The second
method instead requires the trust level to be high because 3rd party has access to
raw data. Based on the context where DP is planned to be used, one of the two
solutions can be chosen. In our evaluation it is important to see how much these
approaches differ in terms of results and privacy.

Before creating the components that will complete the required tasks for dif-
ferential privacy entity matching is important to understand what setup is used for
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differential privacy. We have chosen ε-differential privacy over the relaxed version
(ε, β)-differential privacy because it uses a smaller domain in which the generated
answer is valid, making it closer to the real answer, and thus providing better re-
sults in the end [6]. Choosing either of these does not conflict with our goal of
creating a general solving mechanism for private entity matching. Next, differ-
ential privacy relies on a noise mechanism to perturb the answers and our pick
is Laplace mechanism for integer values and Levenshtein distance for textual val-
ues. Compared with Exponential mechanism, Laplace does not require a scoring
function, and compared to Gaussian mechanism Laplace only outputs a single real
value number per query answer which makes Laplace a viable choice [31]. As a
last setup choice we decide to only evaluate Workload counting queries out of all
three possible statistical queries. According to [21], interesting and important sta-
tistical tasks are captured by workload queries and they represent the basic query
structure that needs to be supported by a differential privacy.

4 Prototype

The realization of our framework comprises three components: Entity and evalua-
tion, Data set generation, and Statistical querying. The role of each component and
their implementations are described below.

• a component to perform multiple entity matching workflows, evaluate the
matching, and reconstruct the data sets after matching is performed. (Section
4.1)

• a component for generating noisy data sets with differential privacy. (Section
4.2)

• a component for generating and using statistical queries over the data sets.
(Section 4.3)

Figure 9 presents a sequence diagram representing the workflows described in
Section 3.2 and their relation with the components presented above. In both cases
the user selects the data set and generates the statistical queries to be used for the
final evaluation. The selected data set is either enhanced with differential privacy
(Workflow 1) or sent to the matching. Both workflows perform the matching and
before the evaluation, Workflow 2 is applying differential privacy to the results.
In the end, the Statistical querying component is responsible to take the matched
differential private data and ask the statistical queries, the results being returned to
the user.

4.1 Entity matching and evaluation

We used JedAiToolkit [28] to achieve entity matching and evaluation results for
the matching. There are three available workflows for entity matching in the
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Figure 9: Workflow sequence diagram

Figure 10: JedAiToolkit workflows

JedAiToolkit: (a) blocking-based, (b) join-based, and (c) progressive which per-
form entity matching using different steps. Data reading is the first step in all ap-
proaches and transforms the input data into a list of objects to be used further in the
system. Schema clustering is an optional step that groups together attributes that

18



are syntactically similar, but not semantically equivalent. Block building is used
to cluster entities into overlapping blocks by grouping based on records’ attributes.
The purpose of block cleaning is to remove redundant (repeated comparisons) and
superfluous (comparisons that involve non-matching entities) comparisons. Com-
parison cleaning operates like Block cleaning but on a more granularity detail.
Entity matching compares pairs of entities objects and creates a similarity graph
if a pair of entities represent a possible match. Entity clustering takes as input the
similarity graph generated by entity matching and partition it into a set of clusters
where every cluster corresponds to an entity in real world. Similarity join, which is
present in workflow b, conveys state-of-the-art algorithms for computing of char-
acter or token based similarity. Lastly, prioritization associates all comparisons in
a block collection with a weight proportional to the likelihood that they contain du-
plicates and then emits them by decreasing weight one by one. Without the loss of
generality we pick block-based approach, mainly because of the clear overlapping
of its steps with Figure 1. Most of the steps contain more than one options to per-
form the task, so below we present our picks. There are a total of 7 steps (excluding
the evaluation step) out of which schema clustering and comparison cleaning are
not mandatory. For simplicity we will not use them.

• Data reading (reading the data-files for matching)

• Schema clustering (none)

• Block building (standard token blocking)

• Block cleaning (none. According to the JedAiToolkit implementation a stan-
dard token blocking has no block cleaning step)

• Comparison cleaning (no cleaning)

• Entity matching (profile matcher)

• Entity clustering (unique mapping clustering)

Figure 11 presents the JedAiToolkit steps overlaid on the main workflow (Fig-
ure 1). The only difference is represented in the order of steps where filtering is
done before data sanitization, but the process performs exactly the same. This in-
terchange does not affect the interleaving of entity matching with other prototypes.
In the current context, each step in the main workflow has one or two steps in the
JedAiToolkit: data reading corresponding to reading the data sets, block building
which is the filtering step, block cleaning as data sanitization technique, and match-
ing is done through first entity matching and clustering of the matches. Initially,
the web version was used to perform the matching process, but due to bugs in the
ground-truth reading part we re-implemented the process using the Java version of
the code, our implementation being available in Appendix A.1.

At the end of the process, the data reconstruction takes place. This is not a stan-
dard JedAiToolkit step. It is showcased in Appendix A.2 and its implementation
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Figure 11: Entity matching prototype workflow

is in Python. It takes as input the results provided by the JedAiToolkit and the two
original data sets (important to note that the order of the data sets used in generat-
ing the matchings has to be the same while introducing the two data sets). Then,
the data is matched based on its first column (which is the ID columns). Since the
matching is not always perfect reconstructing a final data set containing all data
from the three data sets is not easy. A first join is performed between the matching
results and first data set, being then followed by the filling of the empty fields with
information from the second data set.

4.2 Differentially private data set generation component

This component aims to perturb a given data set with differential privacy noise. The
noise is added in two distinct ways depending on the nature of the data: if the data
is numeric, Laplace distribution is used [14]; otherwise, for any other object type,
the Edit Distance is used to generate the noisy data and Levenshtein distance is
responsible for measuring the noise [17]. While the first component is responsible
for performing entity matching, this is the individual component responsible for
adding differential privacy to a data set. Developing the component for differential
privacy standalone allows for its interleaving with other entity matching systems
as well, not only with JedAiTooklit.

Figure 12 shows the workflow of the noisy data generation tool. The process
starts when a data set is provided along with the parameters for differential privacy
(epsilon, and sensitivity as described in Section 2.2). According to [12] a function
to measure sensitivity for the whole system has to be defined, taking into account
that we consider two possible operations on the data itself: either a record is deleted
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Figure 12: Differential privacy noise generation workflow

or a record is copied and modified (simulating addition of a new record and keeping
data in the same domain space). According to [5] one way to measure sensitivity
is to consider each of these operations of value 1, so the sensitivity represents the
number of modified records.

As stated before, Laplace is used to generate noise for numerical values and it
relies on epsilon and sensitivity and this is default approach in differential privacy,
so default values of epsilon and sensitivity are used. Edit distance algorithm takes
as input a number representing how many transformations have to be applied on
the given object. The objects are treated as strings and the possible transformations
are either add, or delete a character from the string. So, it is important that Edit
distance algorithm also takes relies on sensitivity to provide less modified results
for less sensitivity, and more crippled results for higher sensitivity. Each word has
a different length, so an algorithm that can deal with any string length has to be
used. Getting back to the sensitivity aspect of the data set, we can determine the
percentage of how many records must be modified (which is the value given by
dividing sensitivity to the total number of records). This percentage can be used to
determine the amount of modifications needed for each word. For example, if the
percentage of sensitivity out of all records is 20%, each word that will be modified
will also be modifier on about 20%.

Once all these values are calculated, a sample data set of size of the sensitivity
is selected and the processing starts with one record at a time. As stated before,
a record can be either deleted or modified, both events having a 50% probability
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Figure 13: Statistical querying, first workflow

to occur [24]. If the record is marked for deletion in the sample data set, it will
be deleted in the original data set, else the record is modified according to Laplace
and/or Edit distance and eventually the modified record is added to the original
data set as a newly generated record.

4.3 Query generation and evaluation component

The purpose of the Statistical querying component is to generate statistical queries
that can later be used to evaluate the privacy level of data sets by querying them.
The user has two possible processes within the same tool:

The first process (Figure 13) aims at the generation of randomized statistical
queries over a data set. Given a data set as input, the component selects 50% of
the columns to be used in the randomized algorithm to generate the queries. Once
the columns are selected, each individual column will receive 10 unique randomly
selected values from the data set. According to [21] there are a few requirements
while generating statistical good queries: the data domain should be finite and
reasonably small, and in order to have efficient queries they should prevent dis-
junctions as much as possible (logical ”or” operator). The first process ends up
with generation of queries.

In the second process (Figure 14) the queries are provided together with a
group of data sets on which the queries have to be evaluated. The querying com-
ponent will take one data set at a time, run all queries over it and saves the results.
This process relies on a few assumptions: the queries are statistically correct (gen-
erated over the default data set), and the noisy data sets under evaluation are noisy
versions of the default data set.

The component generates Workload counting queries as decided in Section 2.2,
although it can be extended to accept all query types proven before to be differen-
tial private. Below, two workload counting queries are given as example using
SQLite syntax. *tablename* placeholder is used to replace the table name, *field*
to replace the field name, and *value* to replace a comparison value:

SELECT COUNT(*) FROM *tableName* WHERE *field* > *value*
SELECT COUNT(*) FROM *tableName* WHERE *field* == *value*
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Figure 14: Statistical querying, second workflow

Dataset # records Fields
DBLP 2617 Id, Title, Authors, Venue, Year
ACM 2295 Id, Title, Authors, Venue, Year
DBLP-ACM 2225 DblpId, AcmId

Table 2: Summary of evaluation approach data

Each query tests one variable at a time, so no composed queries are tested for
the simplicity of the system and each of the queries can be categorized as either an
exact match or a comparison query based on its structure. If the WHERE condition
contains an equality, the query type will be part of the first category, and respec-
tively be part of the second category if a less or greater operator sign is present in
the WHERE condition.

5 Evaluation

The goal of the evaluation is to measure the quality of the differential privacy entity
matching. We perform two sets of experiments with two different setup types: an
approach validation (Section 5.1) and a real-life scenario approach (Section 5.2).

5.1 Approach validation

The experimental setup is intended to measure the privacy and matching perfor-
mance. This setup requires three data sets: two data sets used for matching and
the ground-truth used to evaluate the quality of the matching. The ground-truth
contains the actual matches between the entities in the two data sets.

For this experiment we used the DBLP2 and ACM data sets which were re-
trieved from [28]. The data represents publications posted in ACM and DBLP
repositories. DBLP has 2617 records and a total of 5 fields: id, title, authors,
venue, and year. ACM data set comprises 2295 records with the same field names.
The ground truth consists of pairs of DblpId, AcmID that show which records are
categorized as a match and has 2225 records, but not all of them will be identified
by the matching results.
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The performance of the matching is measured by the following evaluation cri-
teria: number of matches, recall, precision, and F1-score which are computed in
regards to the ground-truth. To compute these metrics, we compute: True Positives
(TP), True Negatives (TN), False Positives (FP), and False Negatives (FN). TP is an
outcome where the model predicts correctly the positive class, while TN correctly
predicts the negative class. On the other hand, FP is the outcome where the model
incorrectly predicts the positive class, while FN incorrectly predicts the negative
class [13]. Each evaluation metric can be computed based on the classification
above:

recall = TP / (TP + FN)
precision = TP / (TP + FP)

F1-score = 2 * (precision * recall) / (precision + recall)

The experiments were performed by varying different parameters: epsilon and
sensitivity as shown in Section 3.2. Epsilon varies between the following values
{0.1, 0.2, 0.3, 0.4, 0.5, 1, 5, 10} and sensitivity {1, 3, 5, 10, 25}. For each com-
bination of these two parameters a new data set is generated, counting for a total
of 40 different configurations. As mentioned before, each test run has to be evalu-
ated three times: once for the default workflow, and one time for each differential
privacy workflow.

Privacy is measured through statistical queries generated with the help of Query
generation and evaluation component as shown in Section 4.3. According to [20],
a randomized algorithm satisfies differentially privacy properties if the results of
individual queries are statistically close, being bounded by the sensitivity in their
absolute difference. It is important to note that sensitivity bounding as described
in the study is related to querying the mechanism, while we perform data perturba-
tion with noise, so measuring and comparing these results is important due to the
novelty of the approach. Simply counting the matching results do not provide clear
insights into the data transformations, so it is important to calculate the difference
of records between the current data set under evaluation and the default workflow
matching. The difference should be bounded by two times the sensitivity value for
workflow 1 and by the sensitivity value for workflow 2. The difference in bound-
ing values comes from the approach where in Workflow 1 differential privacy is
applied to two data sets while in workflow 2 it is only applied to one data set.
DBLP ACM matching can be performed on a total of five fields out of which three
of them are used to generate statistical queries. For each field up to 10 individual
random queries are generated. Each group of queries over the same field will be-
have the same: groups 1 and 3 contain comparison queries, while the second group
has exact match queries.

5.2 Application to real-world data sets

The goal of the second experiment is to evaluate the applicability of the proposed
approach to real-life scenarios.

24



Dataset # records Fields
Data A 5000 record id, given name, surname, street number,

address 1, address 2, suburb,postcode, state, date
of birth, society security id

Data B 5000 record id, given name, surname, street number,
address 1, address 2, suburb,postcode, state, date
of birth, society security id

Table 3: Summary of real scenario data

In order to run this experiment we require two data sets to match. Since the
data must be correlated and it is difficult to find real-data that contains possible
matches, we generated two random data sets which are supposed to match. In this
setup, we used the Febrl (Freely Extensible Biomedical Record Linkage) tool [16].
Each of the data sets (A & B) contains 5000 records and a total of 11 fields: record
id, given name, surname, street number, address 1, address 2, suburb, postcode,
state, date of birth, society security id as shown in Table 3.

The evaluation of differential privacy is done through a set of queries generated
by Query generation and evaluation component which are given in Appendix A.6.
Out of the 11 fields, 50% of them are used for generating the statistical queries. A
total of 6 fields is selected, 5 of them being used for ”exact match” queries, while
the last one is a ”comparison” query. Epsilon and sensitivity values used for this
experiment are equal with the ones in the first evaluation approach.

6 Results

In this section we present the results of our evaluation.

6.1 Approach validation results

Table 4 reports the results of all differentially privacy workflows: the first row
being representative for default workflow and DP workflow 2, while all the other
entries show the results for DP workflow 2. When epsilon and sensitivity are equal
to 0, the matching results are not influenced by differential privacy, so they are
equivalent to default workflow matching. For DP workflow 2, differential privacy
is applied after the matching is performed, so the matches are the same for every
test case.

Overall, the results show that differential privacy can be applied without neg-
ative impact over the precision, recall, and F1-score, the change for these values
being negligible for the tested values of epsilon and sensitivity.

By fixing either sensitivity or epsilon in place, no clear pattern can be distin-
guished. Figure 15 showcases the number of matches for each epsilon value and
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Epsilon Sensitivity Matches Precision Recall F-Measure
0.0 0 2248 0.977758 0.9883093 0.9830053

0.1 1 2247 0.97819316 0.9891989 0.9836653
0.1 3 2246 0.9777382 0.9891892 0.9834304
0.1 5 2246 0.97462153 0.9864804 0.98051506
0.1 10 2245 0.9755011 0.9878214 0.98162264
0.1 25 2222 0.9734473 0.9854214 0.9793978

0.2 1 2247 0.9777481 0.98919404 0.9834378
0.2 3 2245 0.9772828 0.9882883 0.9827547
0.2 5 2246 0.9764025 0.98828304 0.9823069
0.2 10 2240 0.97410715 0.9855465 0.9797935
0.2 25 2224 0.97302157 0.9849795 0.97896403

0.3 1 2246 0.97729295 0.9882936 0.9827625
0.3 3 2247 0.97596794 0.98694867 0.9814276
0.3 5 2244 0.9759358 0.98737603 0.9816226
0.3 10 2244 0.97504455 0.98736465 0.9811659
0.3 25 2224 0.9721223 0.9836215 0.97783804

0.4 1 2248 0.9759787 0.98739874 0.9816554
0.4 3 2248 0.97686833 0.98741007 0.98211086
0.4 5 2244 0.97459894 0.9860234 0.9802779
0.4 10 2244 0.9741533 0.98601717 0.98004925
0.4 25 2228 0.9717235 0.9840909 0.97786814

0.5 1 2247 0.976413 0.98739874 0.9818752
0.5 3 2247 0.97596794 0.98694867 0.9814276
0.5 5 2247 0.9737428 0.9851418 0.9794091
0.5 10 2243 0.9732501 0.985553 0.9793629
0.5 25 2225 0.9716854 0.9836215 0.97761697

1.0 1 2247 0.9773031 0.98829883 0.9827702
1.0 3 2246 0.9759573 0.9869428 0.98141927
1.0 5 2248 0.9764235 0.9869604 0.9816637
1.0 10 2244 0.9754902 0.9869252 0.98117435
1.0 25 2224 0.97032374 0.9818016 0.976029

5.0 1 2247 0.976858 0.98784876 0.98232263
5.0 3 2245 0.9772828 0.9882883 0.9827547
5.0 5 2245 0.976392 0.9869428 0.9816391
5.0 10 2243 0.9741418 0.9855661 0.9798206
5.0 25 2234 0.9686661 0.980961 0.9747748

10.0 1 2246 0.97818345 0.98919404 0.98365796
10.0 3 2244 0.9786096 0.989635 0.98409146
10.0 5 2244 0.97771835 0.98873365 0.9831952
10.0 10 2239 0.97543544 0.98644984 0.98091173
10.0 25 2231 0.9713133 0.98232096 0.97678614

Table 4: DBLP-ACM matching performance

no correlation between the results can be seen. The unpredictability of the noise
addition algorithm is a positive aspect of our differential privacy approach. The
blue line represents the default workflow where no noise is added, while all the
other curves represent how much sensitivity was added to a specific data set while
obtaining the results given on the y-axis. The larger the sensitivity value, the less
chance of finding the real answer and as it can be seen, a sensitivity 10 already
changes the real number of matches with a cardinality of about 5 to 10. All results
are capped correctly by two times the sensitivity value, so the generation of the
data does not introduce errors.
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Figure 15: DBLP2 ACM Number of matches with fixed epsilon

Figure 16 illustrates the results for each DP workflow in regards to the default
workflow. The answer of the default workflow is always represented as 0 in the
plots, while the answers for the two DP workflows are presented in relation to
the default workflow. Each sub-plot represents one configuration of epsilon and
sensitivity values. The x axis represents the statistical query number as given in
the A.6 and the y axis represents the amount of changes from the true answer for
the corresponding query. The blue dots illustrate the answers for the DP workflow
1 and the green crosses represent the results for DP workflow 2. The query groups
described in the Evaluation Setup are delimited in the plots by vertical dotted lines.

As it can be seen in Figure 16, both differential privacy approaches have the
same trend. Overall behavior of group 2 is that no noise is introduced, of course
with a few exceptions. Group 2 contains exact match queries which are more
difficult to perturb. The larger the domain of the field under testing is, the more
difficult to perturb the data set to answer to this specific query. Also, the sensitivity
values used for evaluation represent up to 0.1% from the total number of existing
matches. Using relatively small sensitivity values is intended in order to keep as
much of the original data intact. As it could be seen in Figure 15 a sensitivity value
of 5 or 10 is the perfect amount of noise required for current approach. By adding
more noise can affect the utility of the data.

On the other hand, groups 1 and 3 behave as expected. The more noise is
added, the more difficult it gets to reveal the true answers. Looking at relative
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Figure 16: DBLP2 ACM difference relative to default workflow
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Epsilon Sensitivity Matches

0.0 0 4999

0.1 1 4998
0.1 3 4995
0.1 5 4995
0.1 10 4989
0.1 25 4974

0.2 1 4998
0.2 3 4994
0.2 5 4992
0.2 10 4983
0.2 25 4969

0.3 1 4999
0.3 3 4999
0.3 5 4993
0.3 10 4988
0.3 25 4973

0.4 1 4998
0.4 3 4996
0.4 5 4995
0.4 10 4995
0.4 25 4975

0.5 1 4997
0.5 3 4995
0.5 5 4994
0.5 10 4989
0.5 25 4981

1.0 1 4999
1.0 3 4999
1.0 5 4996
1.0 10 4989
1.0 25 4971

5.0 1 4998
5.0 3 4994
5.0 5 4994
5.0 10 4988
5.0 25 4973

10.0 1 4998
10.0 3 4998
10.0 5 4996
10.0 10 4989
10.0 25 4980

Table 5: DataA DataB matching performance

answer zero, we can observe that sensitivity values 1, 3, and 5 do minimal per-
turbation of the results, while sensitivity values 10 and 25 have almost no query
answer with zero relative value. This is not the case for query numbers 22 and 27
which perform comparison queries over the domain boundaries. Query 22 checks
if “year > 2003” while query 27 checks for “year < 1994”. These edge cases
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Figure 17: Data A Data B Number of matches with fixed epsilon

prove themselves to be difficult to perturb due to the current data generation ap-
proach. The DP algorithm generates data withing the data set domain range, and
it can rarely be extended over its boundaries. In order to extend over the domain
parameter “year”, the row selected for perturbation has first to go through a 50%
chance of being either deleted or modified, and if it is modified the result noise
has to be negative. It is worth noting that: besides the low probability that the
correct entry is perturbed, differential privacy with Laplace noise always adds pos-
itive values to the results. The top boundary of a domain can be perturbed using
differential privacy with Laplace, while the lower boundary has no chance to hide
the real answer of zero.

Both workflows are able to hide the real answers of the queries, but workflow
1 provides overall more noisy answers for both low and large sensitivity values.
From the graph it can also be seen that around sensitivity 25, all query answers are
perturbed (with the exception mentioned before). Depending on the setup required
for data, an error rate of magnitude 30 (as it can be seen for workflow 1) might not
deliver the intended results, case where workflow 2 can be used.

6.2 Application to real-world data sets results

In the second experiment, the matching evaluation is limited only to counting the
number of matches (Table 5), while the privacy evaluation is shown in Figure 18.

The data matching results show that DataA and DataB are almost perfectly
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Figure 18: DataA DataB difference relative to default workflow

mapped one onto the other. Each of these data sets has 5000 entries, and a total of
4999 matches are registered for the default workflow (epsilon equal to 0, sensitivity
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equal to 0).
Figure 17 presents the same trends and behaviors for the number of matches.

The larger sensitivity, the less chance to retrieve the real results. Also, the exper-
iment shows that a perfect data set matching gives a more drastic change in the
number of matches when differential privacy is applied. In the first experiment dif-
ferential privacy was almost constant, while in the current approach more volatile
answers are present, so the structure of the data has an impact of how differential
privacy performs.

In Figure 18, out of the first 5 “exact match” queries, the first one sets itself
apart by being the only one that has noise applied to it. The reason is that the
field under testing is “state” and it has a cardinality 9. Since our algorithm uses
only existing values when generating new noisy text data, it means that differential
privacy can be applied for this use case, while all the other use cases can take
a few hundred of possible values. An interesting behavior can be observed for
sensitivity equal to 5 and epsilon equal to 0.3 where no noise is added for workflow
2. Although there is a very small chance, none of the 5 rows to be perturbed
was marked for deletion. The subset of records to be perturbed is unique, so if
deleting a record occurs there is a very small chance to add the record back again
only if the newly generated noisy rows perturb the id field. Knowing this fact,
we can conclude that differential privacy in the second data set is relying mostly
on deletions. Since the Data A completely matches with Data B, adding a noisy
row will either not match or will create a new match which will not be counted
(duplicates do not count towards the end result).

7 Discussion

The main aspects influencing differential privacy are: query structure, data domain,
differential privacy setup.

Query structure is directly responsible for differential privacy performance.
As it was presented in the two experiments, the “exact match” queries are more
difficult to perturb than “comparison” queries. Out of all 6 sets of “exact match”
queries only managed to hide one of the real query answers by using our approach,
the query with limited domain space for its parameter. As next steps it will be
interesting to find a way of structurally generating statistical queries, a step which
is not clearly described in existing approaches. Most of the studies used three types
of queries and we evaluated the “Workload counting queries”. It is important to find
out what queries are not safe for differential privacy and under what circumstances.

Data domain is directly responsible of the outcome. A small data domain can
give away information regarding the data, while a large data domain is not getting
enough differential privacy to perturb all the results.

If the data domain is small, an attacker can find out what values are already
present in the data by querying fields which have known limited domain like coun-
tries in a specific region. For example, querying the data for each available country
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in Europe can reveal where a company is doing business within this area. One so-
lution is to implement data generation from multiple sources as described in [26],
where additional data sets are used to cover the whole field domain.

If the data domain is too large then differential privacy has almost no impact.
The data modified is not always the data queried. As a solution to this issue is
to generate a huge amount of fake data over the whole domain, but this increases
both time and memory space required for the operations and is highly inefficient.
Another option would be to have a static setup where queries are known before
differential privacy should be applied. This approach is not realistic, so a better
solution has to be found.

Differential privacy setup is relevant in the process of general entity match-
ing. Overall, the setup for workflow 1 performs better from all privacy aspects.
This approach generates noisier results for both low and high sensitivity values
while keeping great precision, recall, and accuracy. Workflow 1 setup where dif-
ferential privacy is used before entity matching allows parties willing to perform
private data linkage to do their own differential privacy perturbance over the data
set. Even if the system uses a trusted party, attacks can happen both at the trusted
party site or while delivering the data, so it adds an extra layer of protection for the
users.

According to [4], there are tools to test differential privacy for queries with a
given budget. These tools do not help for our current situation where statistical
queries are replaced with a statistically modified data set. The transition from one
approach to another comes at a hefty price: the budget value for each individual
query should be covered by the data itself. When querying with a budget most
of the differential privacy tools store all previously performed queries and based
on how much information was already released the amount of noise added is in-
creased. The equivalent of the budget for a noisy data set is to regenerate the whole
data set after a number of queries were run. In order to test our results with an
already existing tools more modifications are required.

8 Conclusion

The problem of creating a generic differential private entity matching setup proved
itself challenging. We devised a differential privacy mechanism that can be applied
to any of the existing record matching systems. We devised a modular system
which enhances the data sets and allows the entity matching to follow its default
routine. We were interested to see how will the final results be affected by our
approach.

The experiments showed that the data set structure, the setup for differential
privacy (given by selecting the right workflow, epsilon, sensitivity), and the query
types have a great impact on the quality and privacy of the end results. We devised
two workflows out of which the first one provides noisier results with less sensi-
tivity added while also allowing the users to add noise to the data by themselves
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instead of trusting the 3rd party performing the matching. The results also showed
that “equality” queries presented themselves as being more difficult to perturb. Al-
though, for a limited data domain, differential privacy protects the data almost as
good as it does for “comparison” queries.

The resulting noisy data set is independent from the process creating it which
allows for statistical queries to be run without the need for access to the system.
The queries will provide the same query results over and over making it difficult to
identify that noise is added. Also, the noise is lookalike to the original data which
makes it almost impossible to see differential privacy was added. Although, the
disadvantage is that once privacy is broken, the data set has to be reconstructed.

Since the data and query structure has so much impact over the end results,
we devise the following aspects for future studies: a mechanism for tracking the
privacy budget has to be crafted, measure that will tell the data owner when a
re-construction is required; and a query integration mechanism, which either by
having knowledge of the queries given beforehand, or by tracking the previously
used queries to improve the noise generation component;
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A Appendix

A.1 JedAi workflow implementation

package org.scify.jedai.Workflow;

import com.esotericsoftware.minlog.Log;
import gnu.trove.iterator.TIntIterator;
import org.apache.log4j.BasicConfigurator;
import org.scify.jedai.blockbuilding.IBlockBuilding;
import org.scify.jedai.blockprocessing.

↪→ IBlockProcessing;
import org.scify.jedai.datamodel.*;
import org.scify.jedai.datareader.entityreader.

↪→ EntityCSVReader;
import org.scify.jedai.datareader.groundtruthreader.

↪→ GtCSVReader;
import org.scify.jedai.datareader.groundtruthreader.

↪→ GtSerializationReader;
import org.scify.jedai.datareader.groundtruthreader.

↪→ IGroundTruthReader;
import org.scify.jedai.entityclustering.

↪→ IEntityClustering;
import org.scify.jedai.entitymatching.IEntityMatching;
import org.scify.jedai.entitymatching.ProfileMatcher;
import org.scify.jedai.utilities.ClustersPerformance;
import org.scify.jedai.utilities.PrintToFile;
import org.scify.jedai.utilities.datastructures.

↪→ AbstractDuplicatePropagation;
import org.scify.jedai.utilities.datastructures.

↪→ BilateralDuplicatePropagation;
import org.scify.jedai.utilities.enumerations.*;

import java.io.File;
import java.io.FileNotFoundException;
import java.io.IOException;
import java.io.PrintWriter;
import java.nio.file.Files;
import java.nio.file.Paths;
import java.nio.file.StandardOpenOption;
import java.util.List;
import java.util.Set;

public class JedAiWorkflow {
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public static void main(String[] args) throws
↪→ IOException {

String mainDirectory = "TO_BE_FILLED";
//String fileName1 = "DBLP2.csv";
//String fileName2 = "ACM.csv";
String fileName1 = "DataA.csv";
String fileName2 = "DataB.csv";
String groundTruth = ""; //DBLP-

↪→ ACM_perfectMapping.csv";
//mainRun(mainDirectory, fileName1, fileName2,

↪→ groundTruth, "DataA_RESULTS.csv");

String folderPath1 = fileName1.split(".csv")
↪→ [0];

String folderPath2 = fileName2.split(".csv")
↪→ [0];

File folder1 = new File(mainDirectory +
↪→ folderPath1);

File folder2 = new File(mainDirectory +
↪→ folderPath2);

for (final File fileEntry : folder1.listFiles
↪→ ()) {

String currentFileName2 = "";
String currentFileName1 = fileEntry.

↪→ getName();
String[] matchFilesOn = currentFileName1.

↪→ split(" ");
String tempRes = "";
for (String m: matchFilesOn){

if(m.contains("epsilon") || m.contains
↪→ ("sensitivity")){

tempRes += m + " ";
}

}
for (final File fileEntry2: folder2.

↪→ listFiles()){
if(fileEntry2.getName().contains(

↪→ tempRes)){
currentFileName2 = fileEntry2.

↪→ getName();
break;

}
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}
String location1 = folderPath1 + "\\" +

↪→ currentFileName1;
String location2 = folderPath2 + "\\" +

↪→ currentFileName2;
System.out.println(location1);
System.out.println(location2);
try {

mainRun(mainDirectory, location1,
↪→ location2, groundTruth, folderPath1 + "_" +
↪→ folderPath2 + " matches\\" + folderPath1 + "_" +
↪→ folderPath2 + " " + tempRes.trim() + ".csv");

}
catch(Exception e){

Files.write(Paths.get(mainDirectory +
↪→ "DidNotWork.txt"), (e.toString()).getBytes(),
↪→ StandardOpenOption.APPEND);

}
}

}

public static void mainRun(String mainDirectory,
↪→ String fileName1, String fileName2, String
↪→ groundTruth, String printLocationName) throws
↪→ IOException {

AbstractDuplicatePropagation
↪→ duplicatePropagation = null;

EntityCSVReader csvReader = new
↪→ EntityCSVReader(mainDirectory + fileName1);

csvReader.setAttributeNamesInFirstRow(true);
csvReader.setSeparator(’,’);

// csvReader.setAttributesToExclude(new int
↪→ []{1});

csvReader.setIdIndex(0);
List<EntityProfile> profilesD1 = csvReader.

↪→ getEntityProfiles();
System.out.println("Entities from Dataset 1\t

↪→ :\t" + profilesD1.size());

csvReader = new EntityCSVReader(mainDirectory
↪→ + fileName2);

csvReader.setAttributeNamesInFirstRow(true);
csvReader.setSeparator(’,’);
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// csvReader.setAttributesToExclude(new int
↪→ []{1});

csvReader.setIdIndex(0);
List<EntityProfile> profilesD2 = csvReader.

↪→ getEntityProfiles();
System.out.println("Entities from Dataset 2\t

↪→ :\t" + profilesD2.size());

if(groundTruth != "") {
GtCSVReader gtCsvReader = new GtCSVReader(

↪→ mainDirectory + groundTruth);
gtCsvReader.setIgnoreFirstRow(true);
gtCsvReader.setSeparator(",");
Set<IdDuplicates> duplicates = gtCsvReader

↪→ .getDuplicatePairs(profilesD1, profilesD2);
System.out.println("Duplicates\t:\t" +

↪→ duplicates.size());
duplicatePropagation = new

↪→ BilateralDuplicatePropagation(gtCsvReader.
↪→ getDuplicatePairs(null));

System.out.println("Existing Duplicates\t
↪→ :\t" + duplicatePropagation.getDuplicates().size
↪→ ());

}

System.out.println("Block Building...");
BlockBuildingMethod blbuMethod =

↪→ BlockBuildingMethod.STANDARD_BLOCKING;
IBlockBuilding blockBuildingMethod =

↪→ BlockBuildingMethod.getDefaultConfiguration(
↪→ blbuMethod);

List<AbstractBlock> blocks =
↪→ blockBuildingMethod.getBlocks(profilesD1,
↪→ profilesD2);

IBlockProcessing blockCleaningMethod =
↪→ BlockBuildingMethod.getDefaultBlockCleaning(
↪→ blbuMethod);

if (blockCleaningMethod != null) {
blocks = blockCleaningMethod.refineBlocks(

↪→ blocks);
}

float time1 = System.currentTimeMillis();

41



IEntityMatching em = EntityMatchingMethod.
↪→ getDefaultConfiguration(profilesD1, profilesD2,
↪→ EntityMatchingMethod.PROFILE_MATCHER);

SimilarityPairs simPairs = em.
↪→ executeComparisons(blocks);

IEntityClustering ec =
↪→ EntityClusteringCcerMethod.
↪→ getDefaultConfiguration(
↪→ EntityClusteringCcerMethod.
↪→ UNIQUE_MAPPING_CLUSTERING);

ec.setSimilarityThreshold(0.25f);
EquivalenceCluster[] entityClusters = ec.

↪→ getDuplicates(simPairs);

float time2 = System.currentTimeMillis();
String result = "";
if(groundTruth != "") {

ClustersPerformance clp = new
↪→ ClustersPerformance(entityClusters,
↪→ duplicatePropagation);

clp.setStatistics();
result = clp.printStatistics(time2-time1,

↪→ "Profile Matching", "UNIQUE MAPPING CLUSTERING");
System.out.println(result);

}

printAll(profilesD1, profilesD2,
↪→ entityClusters, mainDirectory + printLocationName
↪→ );

try {
Files.write(Paths.get(mainDirectory + "

↪→ Results.txt"), (fileName1 + "_" + fileName2 + ":\
↪→ n " + result + "\n\n").getBytes(),
↪→ StandardOpenOption.APPEND);

}catch (IOException e) {
//exception handling left as an exercise

↪→ for the reader
}

}

public static void printAll(List<EntityProfile>
↪→ profilesD1, List<EntityProfile> profilesD2,
↪→ EquivalenceCluster[] entityClusters, String
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↪→ filename) throws FileNotFoundException {
final PrintWriter pw = new PrintWriter(new

↪→ File(filename));
final StringBuilder sb = new StringBuilder();

for (EquivalenceCluster eqc : entityClusters)
↪→ {

if (eqc.getEntityIdsD1().isEmpty() || eqc.
↪→ getEntityIdsD2().isEmpty()) {

continue;
}

for (TIntIterator iterator = eqc.
↪→ getEntityIdsD1().iterator(); iterator.hasNext();)
↪→ {

sb.setLength(0);
sb.append(profilesD1.get(iterator.next

↪→ ()).getEntityUrl()).append(",");
for (TIntIterator it2 = eqc.

↪→ getEntityIdsD2().iterator(); it2.hasNext();) {
sb.append(profilesD2.get(it2.next

↪→ ()).getEntityUrl()).append("\n");
pw.write(sb.toString());

}
}

}
pw.close();

}
}

A.2 Dataset reconstruction

import sqlite3
import pandas as pd
import csv
import matplotlib.pyplot as plt

print(’Enter the data sets in the right order!\n’)
file_path = input("(T) Input file path to the matched

↪→ CSV File: ") #’df_matched.csv’
data_file_path_a = input("(A) Input file path to the

↪→ first data set as CSV: "); #’dfa.csv’
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data_file_path_b = input("(B) Input file path to the
↪→ second data set as CSV: "); #’dfb.csv’

# load the data into a Pandas DataFrame
t = pd.read_csv(file_path, encoding=’latin-1’)
a = pd.read_csv(data_file_path_a, encoding=’latin-1’)
b = pd.read_csv(data_file_path_b, encoding=’latin-1’)

#rename all id columns properly
t.columns = [a.columns[0] + ’_a’, b.columns[0] + ’_b’]
a = a.rename(columns={a.columns[0]: a.columns[0] + ’_a

↪→ ’})
b = b.rename(columns={b.columns[0]: b.columns[0] + ’_b

↪→ ’})

#print(t.head())
#print(a.head())
#print(b.head())

#join t with a
t = t.join(a.set_index(a.columns[0]), on=t.columns[0])
#print first join
t.to_csv("Join_T_A.csv", index = False)

# merge t with b to show inline data from both A and B
temp = t.merge(b.set_index(b.columns[0]), how=’left’,

↪→ on=t.columns[1])
temp.to_csv("Comparison_A_B.csv", index = False) #used

↪→ just for verifications

#join t(that already has been joined with A) with B
t = t.set_index(t.columns[1]).fillna(b.set_index(b.

↪→ columns[0])) #rec-919-org
#Display the final merge
t.to_csv("FinalReconstruction.csv", index = False)

A.3 Differential privacy generation software

from diffprivlib.mechanisms.laplace import Laplace
import pandas as pd
import numpy as np
import random
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import string
import nltk

#Reading the data
filePath = input(’Input path: ’)
df = pd.read_csv(filePath, encoding=’latin-1’)
epsilon = pd.to_numeric(input(’Input epsilon [0 ,

↪→ infinite): ’))
sensitivity = pd.to_numeric(input(’Input sensitivity

↪→ [0 , infinite): ’))

# sens ... len
# x .... 100
percentage_sensitivity = (sensitivity * 100) / len(df.

↪→ index)

#Initialize the Laplace helper
laplace_helper = Laplace(epsilon=epsilon, sensitivity=

↪→ sensitivity) # variance 2*(S/epsilon)ˆ2
data_types = df.dtypes

#Generate EditDistance word that is withing a
↪→ Levenshtein distance of 1 of the original words

def GenerateWord(word, sens):
letters = list(word)
while sens != 0:

location_to_change = 0
if len(letters) != 0:

location_to_change = random.randint(0, len(
↪→ letters)-1)

if random.randint(0,1) == 0 and len(letters) !=
↪→ 0: #50% chance to remove a letter
letters.remove(letters[location_to_change])

else: #50% chance to add a letter
letters.insert(location_to_change, random.

↪→ choice(string.ascii_lowercase))
sens = sens - 1

return ’’.join(map(str, letters))

#Return the noisy variant of the object given as a
↪→ parameter based on its type
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def get_datatype_noise(value, col):
if data_types[col] == ’object’:

if type(value) != int:
if random.randint(0, 1) == 0: #50% proba to

↪→ change the record
letters_to_change = round(len(value) *

↪→ percentage_sensitivity);

result = GenerateWord(value,
↪→ letters_to_change)

if nltk.edit_distance(value, result) >
↪→ letters_to_change:
print("Error while generating Edit

↪→ Distance word for: " + value)
return result

else:
return value

else:
try: #int value

value = int(value)
return round(laplace_helper.randomise(value))

except: # double value
return laplace_helper.randomise(value)

#replace all nan with 0 or empty string depending on
↪→ type of data

df = df.fillna(0)
#select a sample of noise_count number of records to

↪→ modify
temp = df.sample(n=sensitivity, random_state=1).

↪→ reset_index() # select a sample of noise_count
↪→ records to modify

#temp = temp.drop(columns = ’index’) #drop the old
↪→ index column

all_entries = df.reset_index().to_dict(’list’)

noisy_rows = []
no_col = len(df.columns)
no_row = len(df.index)

for index in range(sensitivity):
row_for_df = []
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if random.randint(0, 1) == 0: # 50% probability to
↪→ delete
for col in range(1, no_col+1):

row_for_df.append(get_datatype_noise(temp.at[
↪→ index, temp.columns[col]], col-1))

noisy_rows.append(row_for_df)
else: # row is dropped

index_delete = temp.at[index, ’index’]
df = df.drop(index_delete) #delete from original

↪→ df the corresponding index

print(’Number of original data set after deleting
↪→ records: ’ + str(len(df)))

print(’Number of noisy created records: ’ + str(len(
↪→ noisy_rows)))

noisy_df = pd.DataFrame(noisy_rows, columns=df.columns
↪→ ) # rename noisy results

final_df = df.append(noisy_df) # append results to
↪→ original df

final_df = final_df.replace(0, np.nan)
outputPath = filePath.replace(’.csv’, ’’) + " epsilon_

↪→ " + str(epsilon) + " sensitivity_" + str(
↪→ sensitivity) + ".csv"

final_df.to_csv(outputPath, index = False)

A.4 Statistical querying software

import sqlite3
import pandas as pd
import csv
import matplotlib.pyplot as plt
import random
import os
import numpy as np

percentage_generate = 0.3 #30% of columns are used
finalStrings = []

def GenerateQueries():
file_path = input("Input file path to the matched

↪→ CSV File: ") #’dfa epsilon_1 sensitivity_5000.
↪→ csv’

df = pd.read_csv(file_path, encoding=’latin-1’)
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to_pick = round(len(df.columns) *
↪→ percentage_generate)

temp = df.sample(n=to_pick,axis=’columns’) #dataset
↪→ only containing the to_pick random columns

for i in range(to_pick):
unique = list(set(temp[temp.columns[i]].tolist()

↪→ ))
values = random.sample(unique, min(10, len(

↪→ unique)))
#print(values)
data_type = type(values[i])
for j in range(len(values)):

if data_type == int or data_type == float:
result = ’SELECT COUNT(*) FROM tableName

↪→ WHERE ’ + temp.columns[i] + ’ ’ + (’>
↪→ ’ if random.randint(0,1) == 0 else ’<
↪→ ’) + ’ ’+ str(round(values[j])) + ’’

finalStrings.append(result)
else:

result = ’SELECT COUNT(*) FROM tableName
↪→ WHERE ’ + temp.columns[i] + ’ = \’’+
↪→ str(values[j]) + ’\’’

finalStrings.append(result)

with open(input(’Enter the name of the file where
↪→ to store the queries to: ’), ’w’) as f:
for item in finalStrings:

f.write("%s\n" % item)

con = sqlite3.connect(’:memory:’)
cur = con.cursor()

def RunQueries():
queries_file_path = input("Input file path to the

↪→ queries to be evaluated: ")# ’x.txt’
queries = open(queries_file_path, ’r’).readlines()

#folder containing all files to run the current
↪→ folder

directory = ’To query’ #input(’Enter folder name
↪→ where all files will be queried: ’)

#print(os.listdir(directory))
files = os.listdir(directory)
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matrix = [[0 for x in range(len(files))] for y in
↪→ range(len(queries))]

fileNo = 0
for filename in files:

if filename.endswith(".csv"):
#print(os.path.join(directory, filename))
t = pd.read_csv(filename, encoding=’latin-1’)
t.to_sql(’tableName’, con, if_exists=’replace

↪→ ’, index = False)
count = 0
for q in queries:

q = q.rstrip()
result = cur.execute(’’’{}’’’.format(q)).

↪→ fetchall()
matrix[count][fileNo] = result[0][0]
#print(q + ’ ’ + str(result[0]))
count = count + 1

else:
continue

fileNo = fileNo + 1

for i in range(len(queries)):
print(’\\textbf{$’ + queries[i].rstrip().split(’

↪→ WHERE ’)[1] +’$}’, end=’ & ’)
result = ’’
for j in range(len(files)):

result = result + str(matrix[i][j]) + ’ & ’;
result = result[:-2]
print(result + "\\\\")

#ax = plt.subplot(1, 1, 1)

#ax.boxplot(matrix, whis=[5, 95])
#ax.boxplot(np.log10(matrix), whis=[5, 95])
#ax.set_title(’logx’)
#ax.set_yscale(’log’)
#fig = plt.figure(figsize =(10, 7))

plt.show()

print(’Would you like to: ’)
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print(’1. Generate queries for a given data set’)
print(’2. Run given queries on multiple data sets’)
choice = int(input())
while choice != 1 and choice != 2:

choice = int(input(’Please select either 1 or 2: ’)
↪→ )

if choice == 1:
GenerateQueries()

else:
RunQueries()

A.5 Febryl dataset generation

import recordlinkage
from recordlinkage.datasets import load_febrl4
dfA, dfB = load_febrl4()

dfA.to_csv("DataA.csv")
dfB.to_csv("DataB.csv")
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A.6 Queries used for Approach Validation experiment

The queries used for Approach validation. Test1 is the name of the resulting table
used to query the data for this approach.

SELECT COUNT(*) FROM tableName WHERE id_b > 381901
SELECT COUNT(*) FROM tableName WHERE id_b < 191886
SELECT COUNT(*) FROM tableName WHERE id_b > 671873
SELECT COUNT(*) FROM tableName WHERE id_b > 306102
SELECT COUNT(*) FROM tableName WHERE id_b < 304240
SELECT COUNT(*) FROM tableName WHERE id_b < 304579
SELECT COUNT(*) FROM tableName WHERE id_b < 673629
SELECT COUNT(*) FROM tableName WHERE id_b < 564794
SELECT COUNT(*) FROM tableName WHERE id_b > 304193
SELECT COUNT(*) FROM tableName WHERE id_b > 273265
SELECT COUNT(*) FROM tableName WHERE title = ’Panel:

↪→ Future Directions of Database Research - The VLDB
↪→ Broadening Strategy, Part 2’

SELECT COUNT(*) FROM tableName WHERE title = ’Locally
↪→ Adaptive Dimensionality Reduction for Indexing
↪→ Large Time Series Databases’

SELECT COUNT(*) FROM tableName WHERE title = ’Enhanced
↪→ Hypertext Categorization Using Hyperlinks’

SELECT COUNT(*) FROM tableName WHERE title = ’
↪→ AlphaSort: A Cache-Sensitive Parallel External
↪→ Sort’

SELECT COUNT(*) FROM tableName WHERE title = ’Data
↪→ Mining in the Bioinformatics Domain’

SELECT COUNT(*) FROM tableName WHERE title = ’
↪→ Developing an Indexing Scheme for XML Document
↪→ Collection using the Oracle8i Extensibility
↪→ Framework’

SELECT COUNT(*) FROM tableName WHERE title = ’A
↪→ Framework for Change Diagnosis of Data Streams’

SELECT COUNT(*) FROM tableName WHERE title = ’L/MRP: A
↪→ Buffer Management Strategy for Interactive
↪→ Continuous Data Flows in a Multimedia DBMS’

SELECT COUNT(*) FROM tableName WHERE title = ’
↪→ Conceptual Model of Web Service Reputation’

SELECT COUNT(*) FROM tableName WHERE title = ’
↪→ Functional Properties of Information Filtering’

SELECT COUNT(*) FROM tableName WHERE year > 1998
SELECT COUNT(*) FROM tableName WHERE year > 2003
SELECT COUNT(*) FROM tableName WHERE year < 2000
SELECT COUNT(*) FROM tableName WHERE year > 1995
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SELECT COUNT(*) FROM tableName WHERE year > 2002
SELECT COUNT(*) FROM tableName WHERE year < 1999
SELECT COUNT(*) FROM tableName WHERE year < 1994
SELECT COUNT(*) FROM tableName WHERE year < 1997
SELECT COUNT(*) FROM tableName WHERE year > 1996
SELECT COUNT(*) FROM tableName WHERE year < 2001

A.7 Queries used for Real-world experiment

The queries used for real-world data sets. Test2 is the name of the resulting table
used to query the data for this approach.

SELECT COUNT(*) FROM tableName WHERE state = ’act’
SELECT COUNT(*) FROM tableName WHERE state = ’wa’
SELECT COUNT(*) FROM tableName WHERE state = ’nt’
SELECT COUNT(*) FROM tableName WHERE state = ’tas’
SELECT COUNT(*) FROM tableName WHERE state = ’nsw’
SELECT COUNT(*) FROM tableName WHERE state = ’sa’
SELECT COUNT(*) FROM tableName WHERE state = ’vic’
SELECT COUNT(*) FROM tableName WHERE state = ’nan’
SELECT COUNT(*) FROM tableName WHERE state = ’qld’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -4206-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -268-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -3561-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -4140-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -173-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -3168-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -3748-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -2673-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -3454-dup-0’
SELECT COUNT(*) FROM tableName WHERE rec_id_b = ’rec

↪→ -564-dup-0’
SELECT COUNT(*) FROM tableName WHERE address_1 = ’

↪→ burara crescent’
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SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ kater place’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ anstey street’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ hemmant street’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ vagabond crescent’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ ashburton circuit’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ perry drive’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ beetaloo street’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ plummer street’

SELECT COUNT(*) FROM tableName WHERE address_1 = ’
↪→ nungara street’

SELECT COUNT(*) FROM tableName WHERE suburb = ’
↪→ canterbury’

SELECT COUNT(*) FROM tableName WHERE suburb = ’
↪→ lewiston’

SELECT COUNT(*) FROM tableName WHERE suburb = ’
↪→ warrandyte’

SELECT COUNT(*) FROM tableName WHERE suburb = ’malvern
↪→ east’

SELECT COUNT(*) FROM tableName WHERE suburb = ’mentone
↪→ ’

SELECT COUNT(*) FROM tableName WHERE suburb = ’beverly
↪→ hills’

SELECT COUNT(*) FROM tableName WHERE suburb = ’
↪→ kununurra’

SELECT COUNT(*) FROM tableName WHERE suburb = ’padstow
↪→ ’

SELECT COUNT(*) FROM tableName WHERE suburb = ’illabo’
SELECT COUNT(*) FROM tableName WHERE suburb = ’

↪→ broadbeach waters’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -74-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -396-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -1838-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec
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↪→ -646-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -2624-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -60-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -3714-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -4825-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -117-org’
SELECT COUNT(*) FROM tableName WHERE rec_id_a = ’rec

↪→ -2681-org’
SELECT COUNT(*) FROM tableName WHERE soc_sec_id >

↪→ 8431885
SELECT COUNT(*) FROM tableName WHERE soc_sec_id >

↪→ 8798582
SELECT COUNT(*) FROM tableName WHERE soc_sec_id >

↪→ 2993599
SELECT COUNT(*) FROM tableName WHERE soc_sec_id >

↪→ 6160407
SELECT COUNT(*) FROM tableName WHERE soc_sec_id <

↪→ 7678577
SELECT COUNT(*) FROM tableName WHERE soc_sec_id <

↪→ 8103633
SELECT COUNT(*) FROM tableName WHERE soc_sec_id >

↪→ 8644024
SELECT COUNT(*) FROM tableName WHERE soc_sec_id <

↪→ 4846134
SELECT COUNT(*) FROM tableName WHERE soc_sec_id <

↪→ 9532722
SELECT COUNT(*) FROM tableName WHERE soc_sec_id >

↪→ 2870281

54


	Introduction
	Preliminaries & background
	Entity matching
	Differential privacy
	Privacy-preserving entity matching

	Problem statement & Approach
	Problem statement
	Approach

	Prototype
	Entity matching and evaluation
	Differentially private data set generation component
	Query generation and evaluation component

	Evaluation
	Approach validation
	Application to real-world data sets

	Results
	Approach validation results
	Application to real-world data sets results

	Discussion
	Conclusion
	Appendix
	JedAi workflow implementation
	Dataset reconstruction
	Differential privacy generation software
	Statistical querying software
	Febryl dataset generation
	Queries used for Approach Validation experiment
	Queries used for Real-world experiment


