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Abstract

Different patients arrive at a hospital at any time of the day. Each patient gets a diagnosis and
follows a certain route from one department to another. The combination of departments that a
patient visits is called a patient route. These patient routes can be used in a prediction model that
predicts the occupation and arrivals in the hospital ward. The goal of such predictions is to help
the hospital to construct an optimal planning for the amount of employees and beds in the ward
for the upcoming weeks. In this report, we will focus on the part of the prediction model where the
patient routes are used. The input of the prediction model is a hospitalization data set containing
information of patients from at most six months. From such a data set, the patient routes can be
obtained and combined in a routing probability tree. Currently, all input data is used to create
the routing probability tree which means that also rare routes are considered for the predictions.
The first part of this research focuses on filtering these rare routes from the routing tree. Addi-
tionally, as we have data from six months, the routing tree could change over time. Currently, the
prediction model has a setting where the user can enter how many months (max. six) should be
included based on changes in the past. The second part of this research focuses on automatically
detecting changes in the routing tree over time. With this automatic function, the user setting for
the considered number of months will no longer be needed.
In the filtering part, it was discovered that hospitalization data often consists of many low-frequent
routes. Removing these routes could indeed improve the predictions. However, it requires more
research to the connection of low-frequent routes with other aspects of the prediction model, such
as the length of stay, to optimally implement a filtering method. In the change detection part, it
was discovered that changes can be detected within subsets of the hospitalization data. Addition-
ally, ignoring data based on these detected changes indeed improves the results from the prediction
model. Hence, change detection optimizes the results of the prediction model and should be con-
sidered for implementation to help the hospital to make a more precise and optimal planning for
the upcoming weeks.
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Terminology and notation

Terminology and notation

Hospitalization data terminology

• Department: every hospital has multiple departments where hospitalizations are treated for
different conditions.

• Hospitalization: every time a patient arrives at the hospital a hospitalization is registered.

• Hospitalization part: a hospitalization could visit several departments, a visit of a hospital-
ization to a department is called a hospitalization part.

• Cluster: the data is split into hospitalization groups with cluster analysis. The groups are
mainly based on the first hospitalization part of every hospitalization.

• Hospitalization Id: everyone who visits the hospital gets assigned a unique hospitalization Id.
With these Id’s we could for example compute the number of hospitalizations that were present
in the hospital in a certain time frame.

• Department Id: A hospital contains several departments. Every department has its own
unique department Id. A hospitalization visits one or more departments during its stay in the
hospital. Using the department Id, we could assign a patient route per hospitalization Id.

• Patient route: Every hospitalization has a patient route in the hospital. It visits one or more
department and leaves the hospital after that. The patient route is the set of department Ids of
the departments that a hospitalization visits.

• Hospitalization Date: the hospitalization date is the date and time when a hospitalization
arrives at the hospital.

• Dismissal Date: the dismissal date is the date and time when a hospitalization leaves the
hospital.

Notation

• v := the number of nodes in a tree.

• R := the number of routes.

• rmin := the frequency of a route that is followed by the least number of hospitalizations.

• Rmin := the number of routes that have minimal frequency rmin

• H := the number of hospitalizations.

• Hpart := the number of hospitalization parts.

• Ndep := the number of departments.

• C := the number of clusters.

• L := the number of levels in a tree.

• Ftrain := a measure of fitness of a filtered tree based on a training and test set.

• Ptrain := a measure of precision of a filtered tree based on a training and test set.

• D(k) := a difference measure based on Ftrain, Ptrain, and a constant k.

• Ftotal := a measure of fitness based on a filtered tree and the original tree of a data set.

• Tdelete := the fraction of a tree that is deleted after filtering.

• p̂ := the p-value that gives the best results for a filtering method.

• Xc := measure X for cluster c, where X could be for example v or R.
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Terminology and notation

• X := the mean value of X over all c = 1, ..., C clusters.

• W(X) := the weighted average of X over all c = 1, ..., C clusters.

• Wi := window i.

• R(Wi) := the number of routes in Wi.

• H(Wi) := the number of hospitalizations in Wi.

• rj(Wi) := route j in Wi.

• hj(Wi) := the number of hospitalizations that follow route j in Wi.

• qj(Wi) := the fraction of hospitalizations that follow route j in Wi.

• q(Wi) := probability or fraction vector of the routes in Wi (could also be denoted with p(Wi)).

• TEuc := a threshold for the Euclidean distance value.

• TH := a threshold for the number of hospitalizations.
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Introduction

1 Introduction

1.1 Performation

Performation is a company located in Bilthoven and Weert in the Netherlands. The company offers
healthcare providers smart solutions in order to improve their processes. One product that Performa-
tion offers is called HOTflo. HOTflo uses hospitalization data to gain insight into the processes and
to make predictions about the patient occupation and arrivals. These insights and predictions should
help the hospital with an optimal capacity management and to provide the best care to their patients.
Performation helps the hospitals through software development, training, and consultancy.

The HOTflo development team is located in Weert. One of the unique selling points of HOTflo is
the Verwacht (translated: Forecast) algorithm in which hospitalization data is used to predict the
occupation and arrivals in the hospital ward. The assignment for this report focuses on a small part
of this Verwacht algorithm: the routing tree.

1.2 Verwacht Algorithm

Verwacht (Forecast) is a prediction algorithm constructed by Performation. The algorithm predicts
the patient occupation and arrivals at a hospital for two weeks ahead. The algorithm uses internal
hospitalization data as input, which contains the start and end date of a hospitalization along with
other hospitalization characteristics. The hospitalization data needs to be prepared in order to use
it for a simulation. Data preparation includes creating patient groups with clustering and creating
routing probability trees. These prepared elements are used in a simulation that is iterated 200 times.
Every iteration, the simulation draws randomly from the prepared distributions, such as a path from
the routing tree and a length of stay. With these randomly selected values, departure and arrival events
are made and ordered in chronological order. These events are used to calculate performance metrics
such as the number of arrivals. Finally, the average and a confidence interval of the performance
metrics are determined based on all iterations.

1.3 Problem description

Performation uses the Verwacht algorithm to make predictions about the number of hospitalizations
in the ward of hospitals. From these predictions, a hospital could estimate how many beds and staff
are needed for a certain department in the hospital. The following topic, among others, plays a role
in making these predictions:

• Routing tree
Every hospitalization follows a specific route in the hospital. For example, a hospitalization
can go from department A, via department B to department C. The possible routes between
departments are collected in a routing tree. This tree is created using hospitalization data from
a hospital. The hospitalization data can be split into hospitalization groups, referred to as
clusters. For every cluster a routing tree is created. The user of Verwacht can set a start date to
determine how much data should be considered. This start date can be up to six months back
in time. All possible routes found in the data are stored in the routing tree.

This routing tree entails two challenges on which we will focus in this report. First, while constructing
the routing tree, all possible data is considered. This means that also the noise or rare routes are
considered in the routing tree that is used for the predictions. Using all available data including rare
cases could result in a concept called ‘overfitting’. Overfitting occurs when the model, routing tree in
our case, fits the data perfectly but is not able to represent data in the future [5]. Since the Verwacht
algorithm uses all data to create a tree, overfitting could occur. Hence, one of the challenges discussed
in this report is to remove the noise and rare routes from the routing tree to avoid overfitting. We
summarize this challenge in the following question:

“Is it possible to filter the routing tree and does this affect the predictions of the Verwacht algorithm?”
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Secondly, the algorithm uses data from a time period up to six months which can be adapted by the
user. It could be possible that changes occur whithin those six months. For example, a department
could be closed after two months which results in a different combination of routes. Currently, the
user could adapt the number of months to consider for the algorithm. The goal is to create a method
such that the algorithm can find these changes itself and such that an adaptation by the user is not
needed anymore. This challenge can be summarized in the following questions:

“Is it possible to detect changes over time in the data for the routing tree? Can we change the amount
of data to consider based on these detected changes and does this affect the predictions?”

1.4 Overview

This report focuses on two parts: filtering the routing tree and change detection in the routing tree.
The first part about filtering is described in Chapter 2. In this chapter, we will introduce several
filtering methods and explain how the behavior of such methods could be tested. Additionally, we
will apply filtering methods on the data and explain whether a filtering method could improve the
predictions of the Verwacht algorithm.

The second part about change detection is described in Chapter 3. We will explain how the hospi-
talization data can be divided in two parts based on time. Furthermore, we will introduce methods
to compare the data in the two parts and define measures that indicate whether a change between
the two parts occurred. Additionally, we will apply change detection methods on real hospitalization
data and explain whether a change detection method could improve the predictions of the Verwacht
algorithm.

Additionally, in Chapter 4, we discuss the implementation and possible adaptation of both the filtering
and the change detection methods in the Verwacht algorithm.

Finally, in Chapter 5, we will combine the observations of both parts and give a general conclusion
about the filtering and change detection research discussed in the report.

Department of Mathematics and Computer Science 2



Filtering routing tree

2 Filtering routing tree

In this chapter, we will focus on the first part of the report about filtering the routing tree. First,
we will explain the concepts of a routing tree by showing the theoretical format in Section 2.1. Next,
we give a data analysis and explain the data preparation for filtering methods in Sections 2.2 and
2.3, respectively. After that, we will introduce filtering methods in Section 2.4 and we focus on
cross-validation needed for such methods in Section 2.5. Additionally, we propose some performance
measures to check the filtering methods in Section 2.6. Next, in Section 2.7, we clarify how the
filtering methods can be applied and in Section 2.8, we state the results of applying the methods
on hospitalization data from three different hospitals. We conclude the first part of this report by
summarizing our findings in Section 2.9 and describe possible further research challenges in Section
2.10.

2.1 Routing tree format

In order to clarify the concept of a routing tree, we will explain the theoretical details of the concept
in this section. In Figure 1, the theoretical format of a (routing) tree is shown. A mathematical tree
consists of nodes and edges. The nodes are the circles and the edges connect those circles. In the case
of a routing tree, we have two square nodes which indicate the start (a hospitalization arrives at the
hospital) and the end (a hospitalization leaves the hospital) of the tree. The tree in Figure 1 consists
of eight nodes, a start and an end node. The tree also shows different routes. A route is the path
of departments that a hospitalization visits during its time in the hospital. In Figure 1, we show an
example of a route in the tree by the red lines that connect the start node with the end node. In total,
the example tree in Figure 1 has four different routes. Finally, a tree consists of several levels. In
Figure 1 is shown that this tree consists of four levels which is equivalent to the fact that the longest
route has four nodes.

Figure 1: Theoretical format of a routing tree

Moreover, the routing tree could be interpreted as a directed tree. In a directed tree, the edges all
point in a certain direction. For a routing tree, all the edges point in the direction from the start
node to the end node. Additionally, a directed tree has parent and child nodes. A parent node has
outgoing edges that point in the direction of its child nodes. In Figure 1, we called three nodes A, B,
and C. For these example nodes, A is the parent node and nodes B and C are the child nodes.

Routing trees are constructed with the hospitalization data. In Table 1, it is shown how the hospital-
ization Id and department Id column of hospitalization data could look like. Using the department
Id column, we construct a Route column. This column states the (sub)routes per hospitalization. In
a routing tree, these sub-routes form the nodes of the tree. For example, the route of hospitalization
5 agrees with a connection from node ‘1’ to node ‘1 3’ to ‘end’ in the routing tree. The routing tree
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constructed with Table 1 is shown in Figure 2.

Hospitalization Id Department Id Route

1 1 1
1 2 1 2
1 3 1 2 3

2 1 1

3 1 1
3 2 1 2

4 1 1

5 1 1
5 3 1 3

Table 1: Possible hospitalization Id and department Id column of hospitalization data.

In the nodes of the routing tree in Figure 2, we use a particular notation: a b. When a hospi-
talization is in node a b, this means that the hospitalization first went to department a and vis-
ited department b after that. Thus, node 1 2 3 means that the hospitalization traveled from de-
partment 1 to department 2 and now is in department 3. Note that the ‘end’ node in Figure 2
means that the patient left the hospital. In Figure 2 the numbers next to the arrows show the fre-
quency of hospitalizations in the hospital that go to a certain department. With these frequencies
we can compute fractions that indicate what the probability is that a hospitalization goes to a cer-
tain department. For example, when we look at node 1, we compute the following probabilities:
P (travel from 1 to 1 2) = P (travel from 1 to end) = 0.4, and P (travel from 1 to 1 3) = 0.2. The
probabilities from a routing tree are used in the computations to predict the occupation in a hospital.

Figure 2: Routing tree resulted from Table 1

2.2 Data analysis for routing tree

In this section, we show the data analysis results that give an impression of the properties of a routing
tree based on hospitalization data. For this data analysis, six months of data from three different
hospitals are used. Every hospital has a different time frame of six months in the period July 2019 -
now.

In Table 2, some general results of the data analysis over all data from the three hospitals is shown.
Here, we have Ndep, the number of departments, C, the number of clusters, H, the number of hospi-
talizations, and Hpart, the number of hospitalization parts in a hospital. Note that a hospitalization
consists of one or more hospitalizations parts where every hospitalization part contains the information
of visiting a single department. From Table 2, we see that Hospital 1 is the largest hospital as it has
the most departments, clusters, hospitalizations and hospitalization parts.

Additionally, in Table 3, the data analysis results focused on the routing trees of the different hospitals
are shown. Here, we have v, the number of nodes, R, the number of routes, and L, the number of
levels in the routing tree of a hospital. Note that every route in the tree has a frequency denoting
the number of hospitalizations that follow that specific route. With rmin, we denote the minimal
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Hospital Ndep C H Hpart

Hospital 1 60 58 78101 95480

Hospital 2 17 16 18248 26612

Hospital 3 23 21 21453 23432

Table 2: General data analysis on hospitalization data.

frequency of a route in the routing tree. Additionally, with Rmin, we denote the number of routes in
the routing tree that have minimal frequency rmin.

v R rmin Rmin L
H in
last level

Nr levels to
keep 98% of
H in tree

Hospital 1 1992 1363 1 840 13 2 3

Hospital 2 475 290 1 138 20 1 4

Hospital 3 302 228 1 120 9 1 3

Table 3: Data analysis on routing tree of hospitalization data.

In Table 3, we see that Hospital 3 has a tree of 302 nodes and 228 routes. A tree with that many nodes
and routes is hard to visualize and Hospital 1 and 2 contain even more nodes and routes. Additionally,
we see that all hospitals have multiple routes with a minimal frequency of rmin = 1. Furthermore,
we see that for all hospitals, Rmin is around half of the total number of routes. This means that for
all hospitals around half of the routes in the routing tree have a minimal frequency of 1. We use H
from Table 2, to understand what part of the hospital one hospitalization represents. For example,
for Hospital 2, we have that one hospitalization represents 1

18248 · 100% ≈ 0.005%. with a similar
calculation for the other hospitals, we conclude that one hospitalization represents less than 0.01%
of the total hospitalizations for all hospitals. This means that in the current routing trees of the
hospitals, we have routes that occur less than 0.01%.

From the fact that a large part of the routing tree has routes with minimal frequency, we could have
the problem that the routing tree model is overfitting. All rare cases in the data are considered in
constructing the routing tree and such cases probably will not occur in the future. Now, the question
arises how these rare cases can be filtered from the tree and whether the prediction of the Verwacht
algorithm improves if we filter the tree.

Another result from Table 3 concerns the number of levels in the routing tree. This result adds to
the observation that the trees are large as the number of levels is 13, 20, and 9 for Hospitals 1, 2, and
3, respectively. This means, for example, that the longest route in Hospital 2 consists of 20 nodes.
We see that the last levels of the routing tree have a low frequency for all hospitals. Additionally,
98% of all hospitalizations complete their route in the first 3, 4, and 3 levels for the three hospitals,
respectively. Comparing these number of levels with the total number of levels of the routing tree per
hospital, we see that more than two third of the levels in the tree could be deleted while keeping more
than 98% of the hospitalizations.

v max
c

(vc) min
c

(vc) R max
c

(Rc) min
c

(Rc)

Hospital 1 48.0 275 1 33.4 189 1

Hospital 2 35.1 251 3 22.6 142 3

Hospital 3 18.7 74 1 13.8 53 1

Table 4: Data analysis based on clusters of the hospitalization data.

Finally, we split the data in subsets based on the clusters. The results of the data analysis based
on the separate clusters is shown in Table 4. In this table, we show mean, maximum and minimum
number of nodes and routes, based on the values per cluster. First of all, we see in Table 4 that the
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routing trees of the clusters differ in size for all hospitals. For example, the largest cluster of Hospital
1 has 275 nodes, the smallest cluster has only one node and on average a cluster has 48 nodes. The
number of routes in the routing trees of the clusters are a bit smaller than the number of nodes per
cluster. The results of the routes in the clusters are visualized in the box plot of Figure 3. For more
information about how to read a box plot, see Appendix A. In Figure 3, we see that for Hospital 1, we
have eight exceptional clusters with more than 90 routes. The other clusters have between 1 and 80
routes. Hospital 2 and 3 have one exceptional cluster with respectively 142 and 53 routes. The other
clusters of Hospital 2 contain a number of routes in the range [1,35] and the other clusters of Hospital
3 contain a number of nodes in the range [1,30].

Figure 3: Box plot of the number of routes in the clusters from the three hospitals.

From these data analysis results, we conclude that the hospitalization data of most clusters result in
large trees. In these trees we have many routes with a low frequency. In the coming sections we will
introduce methods to remove those low-frequent routes from the tree and check whether this could
result in an improvement of the predictions.

2.3 Data preparation

Before applying the filtering methods, we first take a closer look at the data to check whether filtering
is relevant. In other words, we prepare the data such that it is useful for filtering methods. First,
we divide the hospitalization data in smaller data sets based on the clusters. Next, we compute
the number of routes and hospitalizations per cluster. Whenever a cluster contains only one route,
we ignore that cluster for filtering as one route cannot be filtered. Similarly, we ignore cluster for
filtering, whenever a cluster contains less than 100 hospitalizations. We ignore clusters with this
small number of hospitalizations, because these data sets are too small to split in a training and test
data set. Additionally, these small clusters barely affect the predictions of the Verwacht algorithm as
those clusters contain a small fraction of the total number of hospitalizations used for the Verwacht
predictions.

Hospital C CHc<100 CRc=1 CHc<100∧Rc=1 Cfiltering

1 58 7 3 1 47

2 16 1 0 0 15

3 21 0 2 0 19

Table 5: Number of clusters with specific characteristics and number of clusters considered for filtering
per hospital.
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In Table 5, we show the number of clusters with specific characteristics and the remaining number
of clusters considered for filtering. In this table, CHc<100 denotes the number of clusters containing
less than 100 hospitalizations, CRc=1 is the number of clusters containing exactly one route, and
CHc<100∧Rc=1 is the number of clusters containing less than 100 hospitalizations and exactly one
route. Finally, Cfiltering denotes the number of clusters considered for filtering.

Finally, we add a column ‘Route’ to our cluster data sets containing the (sub-)routes of the hospital-
ization. In the original hospitalization data, every row represents a hospitalization part. When we
combine the departments of all hospitalization parts, we find the route of a hospitalization. In Table
6, an example of the ‘Route’ column for some hospitalization data rows is shown. In some parts of
our research, we only consider the last row of every hospitalization, containing the complete route (see
row in bold in Table 6.

HospitalizationId HospitalizationDate DismissalDate DepartmentId Route

270449 2019-09-02 00:24:00 2019-09-06 15:22:00 3 3

270449 2019-09-02 00:24:00 2019-09-06 15:22:00 11 3 11

270449 2019-09-02 00:24:00 2019-09-06 15:22:00 2 3 11 2

Table 6: Example of hospitalization data set rows with ‘Route’ column.

2.4 Filtering methods

In this section, four methods to filter the routing tree are described. The goal of all methods is to
filter as many routes as possible while ensuring that the routing tree represents the data as good as
possible. In Section 2.6, we describe the measures that indicate how much the tree is filtered and how
much of the data is still represented by the filtered tree. Note that Methods 1, 3, and 4 are inspired
by the filtering methods of the Heuristic Miner and the Inductive Miner of Process Mining [1].

The first method, Method 1, is based on the total frequency of the tree. With the total frequency we
mean the total number of hospitalizations in the data.

Method 1 (FT). Filter tree based on the Total frequency:
Suppose we have R routes in the tree. The frequency of a route is denoted with fi for i = 1, . . . , R.
Take H as the total frequency (total number of hospitalizations) in the tree and p1 ∈ [0, 1] to determine
a threshold. Then we use threshold T1:

T1 = H · p1.

All hospitalizations that have a route for which fi < T1, i ∈ [1, R] are removed from the data.

Note that we remove the complete route from the data and not a node from the tree. This is because
the data shows complete routes for every hospitalization. When we remove the node, we could change
the routes of some of the hospitalizations and create new routes that did not occur in the data before.
Note that the total frequency of the filtered tree will be lower than H as we deleted hospitalizations
from the data.

Thus, FT filters the tree by looking at routes that have a frequency below a certain threshold. This
threshold depends on the value of p1. Note that for p1 close to zero less nodes will be filtered than for
a p1 close to one. In Section 2.6, we will explain how to find the optimal p1-value.

The second method is based on the number of levels in the tree. In Section 2.2, we showed that for
all three hospitals 98% of the hospitalizations finish their route within the first four levels. Method 2
filters the tree by comparing the frequency of each level with the total frequency of the tree.

Method 2 (FL). Filter tree based on the frequency of the Levels:
Suppose we have R levels and gi is the frequency of level i = 1, . . . , R. Take H as the total frequency
in the tree and p2 ∈ [0, 1] to determine a threshold. Then we use threshold T2:

T2 = H · p2
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All hospitalizations that reach a certain level in the routing tree for which gi < T2, i ∈ [1, R] are
removed from the tree.

In other words, FL checks whether long routes are infrequent and removes the hospitalizations that
follow such a route from the data. With this filtered data, we will find a filtered tree with less levels.
Note that just as for FT, the frequency of the filtered tree will be less than the frequency of the original
tree as we remove complete hospitalizations. In addition, for a p2 close to zero, we will remove less
levels than for a p2 close to one.

With FT and FL, we filter the tree based on the total frequency of the tree. In the third and fourth
methods, we will filter based on the frequency of the nodes instead of the frequency of the complete
tree. For these methods, we use the definitions of a parent node and its child nodes. Note that all
nodes in the tree and hence all parent-children combinations have their own frequencies. In Method
3, we compare the frequencies of the child nodes from a parent node.

Method 3 (FC). Filter tree based on the Child node with maximum frequency:
Suppose that we have P parent nodes. A parent node j splits into Cj child nodes. The frequency of
the child nodes is denoted with fij , i = 1, . . . , Cj, j = 1, . . . , P . The child of parent node j with the
highest frequency has frequency fmax,j = max{fij : i = 1 . . . , Cj}. Take p3,j ∈ [0, 1] to determine a
threshold for parent node j. The threshold T3,j calculated for every parent node is:

T3,j = fmax,j · p3,j , j = 0, . . . , P.

A hospitalization is deleted whenever its route goes from a parent node to a child node for which
fij < T3,j , i = 1, . . . , Cj. This process is repeated for all j = 1, . . . , P parent nodes in the routing tree.

Note that ‘leaving the hospital’ after a parent node is also considered as a child node. With FC, a large
part of the tree structure remains intact as for every parent node at least one child is kept, namely
the child with the largest frequency (which could also be the ‘leaving the hospital’ node). Therefore,
we expect that FC will filter less than FT and FL. The effect of p3,j is similar to the effect of p1 and
p2 in FT and FL. For p3,j close to zero most child nodes are kept, while for p3,j close to one, only the
child nodes with large frequency are kept.

The fourth method is comparable with FC. In Method 4 we compare the frequency of the child nodes
with the frequency of the parent node, instead of comparing the frequency of the child nodes with
each other.

Method 4 (FP). Filter tree based on the frequency of a Parent node:
Suppose that we have P parent nodes. A parent node j splits into Cj child nodes. The frequency of the
child nodes is denoted with fij , i = 1, . . . , Cj, j = 1 . . . , P . The frequency of the parent node is denoted
with fj, j = 1, ..., P . Take p4,j ∈ [0, 1] to determine a threshold for parent node j. The threshold T4,j,
j = 1, ..., P calculated for every parent node is:

T4,j = fj · p4,j .

A hospitalization is deleted whenever it reaches a child node for which fij < T4,j , i = 1, . . . , Cj,
j = 1, ..., P . This process is repeated for all j = 1, ..., P parent nodes in the routing tree.

FC and FP are similar, but there is a difference: suppose that a parent node j splits into Cj children
which all have the same frequency. Then, in FC, all child nodes will be kept for all p3,j as they all
have frequency fmax. In contrary, with FP, it could happen, for some p4,j , that all child nodes have a
frequency below the threshold based on their parent node. This results in removing all the hospital-
izations that have a route to those child nodes. As we remove the complete route of hospitalizations,
this means that we remove the parent node from the tree even though it might have a large frequency.
Because of this issue, it could be possible that FP removes too much of the tree for a certain p4,j .
However, in reality it is rare that a parent node splits up in child nodes with equal frequency. In other
cases, FC and FP perform the same for different p3,j and p4,j values. This could be explained by the
fact that the process of the methods is similar: remove child nodes based on some frequency. For an
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optimal result the threshold T3,j and T4,j will be the same, such that the same hospitalizations are
removed. Note that the fmax,j is always smaller or equal to fj and hence for a p4,j ≥ p3,j the threshold
could be equal. Because of this similarity between FC and FP, we drop FP for further research.

Finally, there is a difference between FT and FL compared to FC. In FT and FL, we compute one
threshold that we use to filter the entire tree. Meanwhile, in FC, we compute multiple thresholds, one
for each parent node. To compute these parent node thresholds, we have to go through the tree node
by node. Hence, we expect that FC is computationally more expensive than FT and FL.

We will apply the three methods on hospitalization data of three different hospitals. Based on perfor-
mance measures, we will discuss their advantages and differences.

2.5 Cross-validation for time series

Cross-validation is a method to split data in training and test sets. We divide the hospitalization data
in training and test sets in order to validate the filtering methods described in Section 2.4. First, we
have basic cross-validation, which is illustrated in Figure 4. The training set is used to create a model
with a learning algorithm [1]. In our problem this means that the training set is used to create and
filter a tree. The outcome of this learning process is the filtered tree, which functions as our model.
After that, the test set is used to evaluate the model with a performance indicator. More information
about performance metrics will be explained in Section 2.6.

Figure 4: Illustration of basic cross-validation [1].

Based on this basic form of cross-validation, a more complex form of cross-validation is formed,
namely k-fold cross-validation. This type of cross-validation is illustrated in Figure 5. For k-fold
cross-validation, the data is split into k equal subsets. The training and test process is iterated k
times. Every iteration k−1 subsets are used as the training set to create a model. After that, the last
subset is used as the test set to evaluate the model. This process is iterated such that all k subsets have
functioned as the test set once. An advantage of k-fold cross-validation is that all data is used both
as training and as test data. Additionally, every iteration we find a performance indicator. We can
take the average of these performance indicators instead of basing our conclusions on one performance
indicator as in basic cross-validation [1].
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Figure 5: Illustration of k-fold cross-validation [1].

In our experiments, we will use an adaptation of k-fold cross-validation, namely cross-validation for
time series which is illustrated in Figure 6. In cross-validation for time series the time variable is
included. We consider the time variable important for our problem as the hospitalizations parts in
the data are connected to a time stamp in a period of six months. The Verwacht algorithm uses data
from the past to make predictions for the future. In k-fold cross-validation the hospitalizations in the
data are hustled and hence we create a model where data from a certain point in time is considered
to predict data prior to that point in time. In cross-validation for time series the training set consists
of hospitalizations that occurred prior to the hospitalizations in the test set [11].

Figure 6: Illustration of cross-validation for time series.1

In Figure 6 is shown that we have multiple training and test set combinations, just as in k-fold cross-
validation. In our experiments we use the “TimeSeriesSplit” function of the Python sklearn class. 2

This function divides the data as illustrated in Figure 6. Note that the size of the test set is equal for
every iteration where the size of the training set grows every iteration.

2.6 Performance measures

In this section, we will describe the measures that we use to evaluate the filtering methods introduced
in Section 2.4. First of all, we divide the data in a training and test set with cross-validation for time
series, see Section 2.5. Then, we filter the tree based on the training set. Filtering the tree is done
with one of the filtering methods: FT, FL, or FC. With these methods, hospitalizations are deleted
from the data set which results in a filtered tree. Thereafter, we compare the routes in the filtered
tree with the routes from the test data. We define two measures that indicate the performance of the

1Image from https://www.kaggle.com/cworsnup/backtesting-cross-validation-for-timeseries/notebook
2TimeSeriesSplit module from sklearn, see https://scikit-learn.org/stable/modules/generated/sklearn.model_

selection.TimeSeriesSplit.html
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filtered tree with the routes from the test data: Ftrain and Ptrain. In Definition 1, we describe the
Ftrain metric. This metric measures what part of the test set is represented by the filtered tree. If
Ftrain is equal to one, the test set is perfectly represented by the filtered tree. If Ftrain is equal to
zero, it means that the test set is not at all represented by the filtered tree.

Definition 1. Ftrain

Suppose that we have ncross train-test set combinations obtained from cross-validation. Then, for
combination i, we compute an Ftrain,i as follows: suppose that Rtest,i is the collection of different
routes in the test set. Additionally, suppose that Rfilter,i is the collection of different routes in the
filtered tree. Now, suppose that Htest,i is the number of hospitalizations in the test set that have a route
in collection Rtest,i. Additionally, take Htest∧filter,i the number of hospitalizations in the test set that
have a route in the intersection of the collections Rtest,i and Rfilter,i. Note that Htest∧filter,i ≤ Htest,i.
Then we have

Ftrain,i =
Htest∧filter,i
Htest,i

.

Finally, we compute Ftrain by averaging over all Ftrain,i values, where i = 1, ..., ncross.

In Definition 2, we describe the Ptrain metric. This metric measures which part of the tree cannot
be found in the test set. This part of the tree that cannot be found in the test set does not add to
representing the test set with the filtered tree. This means that this part could have been removed.
A Ptrain of one means that the filtered tree is a bad representation of the test set as all the routes in
the tree cannot be found in the test set. A Ptrain of zero does not necessarily mean that the filtered
tree is a perfect representation of the test set, but it does mean that the filtered tree does not contain
any unnecessary parts.

Definition 2. Ptrain

Suppose that we have ncross train-test combinations obtained from cross-validation. Then, for combina-
tion i, we compute a Ptrain,i as follows: suppose that Rfilter,i is the collection of different routes in the
filtered tree. Additionally, take Rfilter,¬test,i the collection of different routes that occur in the filtered
tree, but not in the test set. Now, suppose that Hfilter,i is the number of hospitalizations in the training
set that have a route in collection Rfilter,i. Additionally, take Hfilter,¬test,i, the number of hospitaliza-
tions in the training set that have a route in collection Rfilter,¬test,i. Note that Hfilter,¬test,i ≤ Hfilter,i.
Then we have

Ptrain,i =
Hfilter,¬test,i
Hfilter,i

.

Finally, we compute Ptrain by averaging over all Ptrain,i values, where i = 1, ..., ncross.

To have an optimally filtered tree, the goal is to have an Ftrain value as close to one as possible, while
we have a Ptrain close to zero. In the ideal case, we find an Ftrain of one and a Ptrain of zero. However,
in reality we lose some of the fitness by filtering the tree. Similarly we gain precision while filtering
the tree. To find the optimal result, we look at a combination of both metrics. As we want a fitness
as high as possible and a precision as low as possible, we define a new metric: D(k) as introduced in
Definition 3.

Definition 3. D(k)
Take Ftrain from Definition 1 and Ptrain from Definition 2. We define the metric D(k) as:

D(k) = Ftrain − k · Ptrain, k > 0.

Ftrain and Ptrain are both proportions of hospitalizations which results in a value between zero and
one. When we use k = 1, we assume that Ftrain and Ptrain are of equally importance. In other words,
we assume that filtering the tree as much as possible is as important as representing the data as good
as possible. However, in our experiments we saw that Ftrain always results in a value around 0.9,
where Ptrain often has a value around 0.01. This means that Ftrain is in the order of one tenth, where
Ptrain is in the order of one hundredth. Therefore, it could be that Ptrain does not influence D(k)

Department of Mathematics and Computer Science 11



Filtering routing tree

with k = 1 and that D(1) results in a value similar to Ftrain. We could, for example, use D(k) with
k = 10 to ensure that Ftrain and Ptrain or of the same order. Hence, to compare the influence of k in
D(k), we will consider D(k) with k = 1 and k = 10.

These Ftrain, Ptrain, and D(k) measures are computed for the FT, FL, and FC method for different
pi, i = 1, 2, 3 values, further referred to as p-values. As we aim for a Ftrain as high as possible, while
Ptrain is as low as possible, we say that we filter optimally with a p-value for which we have max(D(k)).
We take p̂ as the p-value for which we filter optimally. This p̂-value is used to filter the complete data
set. Next to the measures based on the train-test set combination, we now introduce measures based
on filtering the complete data set, so without dividing it in a training and test set. We apply a filtering
method with p̂ to create a filtered tree from the complete data. Next, we evaluate the filtering method
by comparing the filtered tree with the tree based on the complete data. We define two metrics: Ftotal

and Tdelete.

In Definition 4, we define the metric Ftotal. This metric shows how many hospitalizations from the
data were kept to create a filtered tree. An Ftotal close to zero means that we removed almost all
hospitalizations. An Ftotal close to one means that we kept almost all hospitalizations. Additionally, in
Definition 5, we introduce measure Tdelete. This Tdelete measures what part of the tree is deleted after
filtering. Now, the goal is to delete a large part from the tree, while we keep as many hospitalizations
as possible. This means that we aim to have both Ftotal and Tdelete as high as possible.

Definition 4. Ftotal

Suppose that Horiginal is the number of hospitalizations present in the original data set. Additionally,
Hfilter is the number of hospitalizations present in the filtered tree data. Note that Hfilter ≤ Horiginal.
Then we have:

Ftotal =
Hfilter

Horiginal
.

The measure Tdelete denotes the part of the original tree that is still in the filtered tree by comparing
the number of nodes in both trees. When Tdelete is close to zero, this means that almost all nodes
were deleted from the original tree to create the filtered tree. For Tdelete close to one we have kept
most of the original tree in the filtered tree.

Definition 5. Tdelete
Suppose that voriginal is the number of nodes in the tree based on the original data. Additionally, take
vfiltered the number of nodes that are present in the filtered tree. Note that vfiltered ≤ voriginal. Then
we have:

Tdelete =
voriginal − vfiltered

voriginal
.

To decide whether the method worked, we look at both Ftotal and Tdelete. The goal is to have both
as high as possible, because this means that we could filter the tree a lot while remaining most of the
data in it. This means that the filtered tree represents most of the data. For example, we could have
a Ftotal of 0.98, this means that 98% of the hospitalizations in the original data are still present in
the filtered tree. Meanwhile we could have a Tdelete of 0.6. This means that 60% of the nodes in the
original tree are removed in the filtered tree. This would be a good result as this means that a large
part of the tree could be removed while it remains a good representation of the data.

To compare the three methods introduced in Section 2.4, we apply the methods on all clusters of a
data set. These clusters differ in size, in other words, some clusters contain more hospitalizations than
others. Therefore, we compute the weighted value of the different measures.

Definition 6. Weighted Measure: W
Suppose that we have C clusters in a data set. Additionally, we call the measure of cluster c: Mc with
c = 1, . . . , C. Take for the number of hospitalizations in cluster c: Hc with c = 1, . . . , C. Finally, the
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number of hospitalizations in the complete data set is denoted with Htotal. Then we have:

Weighted(M) =W(M) =
C∑
c=1

Hc

Htotal
·Mc,

where M could be any defined performance measure.

We take the weighted average of performance measures as a method often works different for small and
large clusters. Large clusters have many hospitalizations while small clusters have few hospitalizations.
The goal for the Verwacht algorithm is to have a good routing tree for as many hospitalizations as
possible, because the algorithm predicts the hospitalization presence and arrival. Hence, it is more
important to have a good prediction for large clusters than for small clusters.

The measures in this section are used to compare the effect of different methods on the hospitalization
data of three hospitals. In Section 2.8, the results and the comparison of the three methods using
these measures are shown.

2.7 Method application

In this section, we describe how we apply a filtering method on hospitalization data and how we
compute the performance measures. Algorithm 1 describes the steps for applying a filtering method
with pseudo-code. In this algorithm, we speak of a ‘filtering method’ which could be replaced by any
of the filtering methods introduced in Section 2.4.

In line 3 of Algorithm 1, we mention that we need to set a range of p-values and a step size. In
this research, we use p-values in the range of [0, 0.1] with step size 0.001. For p larger than 0.1, the
Ftrain became only worse while Ptrain remained 0. The optimal p̂-value was found in this range for all
clusters. Note that a smaller step size could be used when we have many hospitalizations in the data,
for example when we apply a filtering method on the complete hospitalization data set.

Furthermore, in line 6 of Algorithm 1, we split the cluster data in training and test sets using k-fold
cross-validation for time series. The number of groups k is based on the size of the cluster data. For
clusters with Hc ∈ [0, 1000], we use k = 2. Additionally, for clusters with Hc ∈ [1000, 3000], we use
k = 3. Moreover, we use k = 4 for clusters Hc ∈ [3000, 4500]. Finally, for all clusters with Hc > 4500,
we use k = 5. These choices are based on the fact that for fewer hospitalizations in a cluster, the
training and test sets will be more different. Therefore we use less groups for small clusters such that
we are still able to work with comparable training and test sets.

Finally, in line 14 we take max(D(k)) to find an optimal p̂. Note that it could occur that we have
max(D(k)) for a range of p-values. In that case, we take the minimum of those p-values as p̂ to ensure
that we will not filter too much from the complete cluster data in line 16. We could apply Algorithm
1 for different values of k in D(k). In this report, we will focus on k = 1 and k = 10. We will compare
the performance measures that result from these different k-values to determine which filtering method
gives the best result. The results and comparison of the methods are described in Section 2.8.
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Algorithm 1: Filtering the routing tree

1 Input: Hospitalization data
2 Output: Filtered hospitalization data and performance measures
3 Set a range of p-values and a step size;
4 Divide hospitalization data in cluster data;
5 for all clusters do
6 split data in training and test sets using cross-validation;
7 for all train and test combinations do
8 for all p-values do
9 Apply filtering method on the training set;

10 Compute Ftrain, Ptrain, D(k);

11 end

12 end
13 Compute mean Ftrain, Ptrain, D(k);
14 Take max(D(k));
15 Save p̂;
16 Apply Filtering method with p̂;
17 Compute Ftotal and Tdelete;
18 Save the filtered cluster data;

19 end
20 Compute W(·) for all measures

2.8 Results

In this section, we will show the results of applying the three methods, introduced in Section 2.4, on
different data sets. We start by applying and comparing the three different methods on an example.
We take the cluster data of cluster l-3 from Hospital 2. The cluster contains 119 hospitalizations and
hence we use k = 2 groups for cross-validation for time series. Additionally, we use p-values in the
range [0, 0.1] with a step size of 0.001.

In Figure 7, we show a visualization of the routing tree of cluster l-3. This visualization is made using
the inductive visual miner of the Process Mining tool ProM [1]. We see that the hospitalization data
results in a routing tree with six nodes and five levels. The numbers next to the arrows denote the
number of hospitalizations that follow that route. So for example 98 of the 119 hospitalizations only
visit department 9 and leave the hospital after that.

Figure 7: Routing tree of Hospital 2 cluster l-3 data

We start by applying FT on the cluster l-3 data. In Figure 8 we show the results of FT. Figure 8a
shows the Ftrain of the filtered tree for all p-values. Additionally, Figure 8b shows the Ptrain of the
filtered tree for all p-values. Finally, Figure 8c and 8d show D(k) for k = 1 and k = 10 respectively,
for all p-values.

The fitness decreases for a larger p. This could be explained by the fact that for a larger p, we filter the
tree more. For p = 0.07 we see that Ftrain is smaller than 0.8. This means that less than 80 percent of
the hospitalizations in the test data is represented by the filtered tree created from the training data.
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In Figure 8b, we see that the Ptrain also decreases for larger p. This could also be explained by the
fact that for a larger p a larger part of the tree is filtered. Apparently, the method filters all nodes
from the tree that are not in the test set for p > 0.025 as then we have a Ptrain of zero.

Figure 8c and 8d show D(k) with k = 1 and k = 10. We notice that the graphs look very similar but
are a bit shifted over the p-values axis. At first the D(k) with k = 10 is lower than D(k) with k = 1,
but from around p = 0.03 they reach the same value, because then we have Ptrain = 0.

We observe that the graphs of all measures show a step structure. This is due to the fact that FT is
based on thresholds. The threshold changes for every p-value, but the frequencies of the routes in the
data stay the same.

(a) Ftrain (b) Ptrain

(c) D(k) with k = 1 (d) D(k) with k = 10

Figure 8: Results of filtering FT on hospitalization data Hospital 2 cluster l-3

For this example, we have that D(k) for k = 1 and k = 10 find the same p̂ when maximizing D(k).
Hence, we will only elaborate on the result using D(1). By maximizing D(1), we find that the optimal
p-value is in the range [0.026, 0.037]. Hence we use p = 0.026 to filter the tree based on the complete
cluster l-3 data. As a result we find that the number of nodes in the routing tree is filtered from six
nodes to three nodes. Additionally, Ftotal = 0.966 and Tdelete = 0.5. The filtered tree using FT is
shown in Figure 9.

Figure 9: Routing tree of Hospital 2 Cluster l-3 data filtered with FT
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Next, we consider the results of applying FL on the cluster l-3 data set. The results are shown in
Figure 10. Now, we see that the results for D(k) with k = 1 and k = 10 are different. For D(1), we
observe that we have max(D(1)) for all p in the range [0, 0.062]. Note that for such small p-values
the conclusion of the method is that it is optimal to filter nothing. This could be explained by the
fact that the cluster l-3 data set is very small. Hence it is possible that there is already a difference
between the train and test set and filtering the training set only enlarges this difference. In Figure
10a, we see that Ftrain without filtering is around 0.94. For p ≈ 0.065, the FL method filters a level
from the routing tree, but this results in a much lower Ftrain of 0.83. As mentioned in Section 2.7,
we choose for p̂ the smallest p-value whenever we find a range of optimal p-values. For this example
that would result in no filtering using FL. However, when we use D(10), we see that the optimal p is
in the range [0.063, 0.074]. When we take the smallest p of this range, we use p = 0.063 to filter the
tree. This results in filtering two levels instead of keeping the entire tree. For this filtered tree, we
find Ftotal = 0.983 and Tdelete = 0.333. Thus, for this specific example it might be better to choose
the p-value from D(10), then from D(1). Note that the minimum value of the D(10) optimal p-values
range gives the same result as the maximum p-value of the D(1) optimal p-values range. So instead
of choosing the minimum value, it might be better to choose the maximum value while using D(1).
The resulted filtered tree with p = 0.062 is illustrated in Figure 11.

(a) Ftrain (b) Ptrain

(c) D(k) with k = 1 (d) D(k) with k = 10

Figure 10: Results of filtering FL on hospitalization data Hospital 2 Cluster l-3

Figure 11: Routing tree of Hospital 2 cluster l-3 data filtered with FL and c=10
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Finally, we apply FC on the cluster l-3 data. The results are shown in Figure 12. Similar as for FT
and FL, we see that the D(k) for k = 1 and k = 10 measure have the same result for this example
data set. Therefore, we focus on the D(1) measure. With FC we find that the optimal p-value is in
the range [0.029.0.114]. Hence, we use FC with p = 0.029 on the complete data of cluster l-3. As a
results one node is filtered, Ftotal = 0.983, and Tdelete = 0.167. The resulting filtered tree is illustrated
in Figure 13.

(a) Ftrain (b) Ptrain

(c) D(k) with k = 1 (d) D(k) with k = 10

Figure 12: Results of filtering FC on hospitalization data Hospital 2 Cluster l-3

Figure 13: Routing tree of Hospital 2 cluster l-3 data filtered with FC

For this example specifically, we see that FL with D(10) or FC give the same results regarding Ftotal.
For these methods we find a Ftotal of 0.983 which is slightly higher than the Ftotal of 0.966 from FT.
However, for FL with D(10) we find a Tdelete of 0.333 and for FL the Tdelete is 0.167. This means
that with FL, we are able to delete a larger part of the tree, while remaining the same number of
hospitalizations. This is due to the fact that FL and FC filter a different part of the tree. When we
compare FL and FC with FT, we see that FT has a slightly smaller Ftotal of 0.966. Meanwhile the
differences in Tdelete are larger. With FL and FC we filter 0.333, and 0.167 of the tree where with FT
we have filtered half of the original tree. As FT filters the most, while only a small amount of the
Ftotal is lost, we could conclude that FT is the best choice for this example. However, in the end it is
up to the company and depending on the results of Verwacht to decide whether it is more important
to delete a large part of the tree or to keep as many hospitalizations as possible.
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We applied the methods on all clusters of all hospitals to show the results for the measures. Note that
we ignored some clusters in the process as mentioned in Section 2.3. Additionally, in some cases the
filtering methods resulted in a p-value of zero. In other words, for some clusters, the optimal result
would be no filtering. We did consider these results in the measures such asW(Ftotal). In this section,
we show the results of the weighted measure values. More results, for example the mean measure
values, are shown in Appendix B.

In Table 7, we show the results of the three methods for Hospital 1. For all three methods, we show
the results obtained with D(1) and D(10). Looking at the W(D(k)) column, we see that FT with
k = 1 has the highest value. This means that FT has on average a better combination of fitness and
precision than the other two methods. Additionally, we see that for all methods the value ofW(D(k))
is slightly lower for k = 10 than for k = 1. This is due to the fact that Ftrain is around 0.02 lower for
k = 10 than for k = 1, while Ptrain only decreases with around 0.01. Note that for k = 10, we find
higher p-values and hence more will be filtered. To decide which k works better for the methods, we
have to take a closer look at W(Ftotal) and W(Tdelete).

From the W(Ftotal) column, we see that FC using k = 1 keeps the most hospitalizations. However,
the differences are small as for all methods and k combinations, we keep more than 90% of the
hospitalizations. Meanwhile, the differences for W(Tdelete) are more significant. When we compare
the three methods for k = 1, we see that FT deletes the largest part of the tree. Additionally, when
we compare the methods for k = 10, we see that the differences for W(Tdelete) are smaller and that
all methods remove more than 74% of the tree. Comparing FT and FC for k = 10, we see that both
methods remove almost the same amount of the tree, while FT keeps more patients. This could be
due to the fact that FC removes different routes from the tree than FT. From these results it seems
that FT removes a better part from the tree than FC and hence FT is preferred over FC. Comparing
FT and FL, we see that for both k = 1 and k = 10, FL keeps slightly more hospitalizations, while
FT deletes a much larger part of the tree. However, the differences for W(Ftotal) are smaller than for
W(Tdelete). For the choice of the best method we keep into account that we aim to remove a large
part of the tree while keeping as much hospitalizations as possible. Keeping that in mind, FT with
k = 1 seems to give the best result as it keeps more than 97% of the hospitalizations while removing
around 78% of the tree.

Finally, in the last column it is shown how many levels are left after filtering the tree. We observe
that FC keeps the most levels on average. FT and FL both keep on average less than three levels.
This is an interesting result as FT filters the tree per node and FL filters the tree per level. From this
result we could conclude that it might be optimal to combine both methods. For example, first filter
the tree up to a certain level with FL and apply FT on this filtered tree.

Method k W(Ftrain) W(Ptrain) W(D(k)) W(Ftotal) W(Tdelete) W(L) after filtering

FT 1 0.969 0.012 0.957 0.972 0.786 3.03

FT 10 0.944 0.002 0.926 0.947 0.889 2.36

FL 1 0.976 0.02 0.955 0.989 0.498 2.70

FL 10 0.957 0.012 0.836 0.965 0.749 1.93

FC 1 0.976 0.027 0.949 0.990 0.313 6.45

FC 10 0.913 0.006 0.856 0.910 0.883 3.15

Table 7: Results for Hospital 1 of the three methods adapted per cluster.

In Table 8, we show the results of the three methods for Hospital 2. The results are similar to the
results of Hospital 1 in Table 7. Again we see that W(D(k)) using k = 10 is lower than using k = 1.
Therefore, we look more closely to the results of the methods using k = 1. We see that W(D(1)) is
almost equal for all three methods. This means that there is not much difference in their performance
for this hospital. Looking at W(Ftotal) and W(Tdelete), we are able to see the differences between the
methods. FC has the highest W(Ftotal) value, but it is only around 0.01 higher than for FT and FL.
Meanwhile, W(Tdelete) of FC is more than 0.25 lower for both FT and FL. Hence, FT and FL would
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be the better choice here. When we compare FT and FL, we see that FL has a higher value for both
W(Ftotal) and W(Tdelete). Hence, in contrary to the observation from Hospital 1, FL would be the
better choice here. Note that again the differences are small and that the results of FT with k = 1
are also fine for Hospital 2.

Method k W(Ftrain) W(Ptrain) W(D(k)) W(Ftotal) W(Tdelete) W(L) after filtering

FT 1 0.980 0.010 0.970 0.981 0.351 4.48

FT 10 0.958 0.0001 0.957 0.959 0.858 2.42

FL 1 0.982 0.013 0.969 0.985 0.508 2.79

FL 10 0.961 0.007 0.893 0.977 0.600 2.32

FC 1 0.985 0.016 0.969 0.991 0.114 8.0

FC 10 0.953 0.002 0.934 0.953 0.760 4.32

Table 8: Results for Hospital 2 of the three methods adapted per cluster.

In Table 9, we show the results of the three methods for Hospital 3. These results are similar to the
results from Hospital 1 and 2. Again, looking at W(D(k)), we find higher values for k = 1 with the
highest value for FT. When we compareW(Ftotal) andW(Tdelete), we see that FL using k = 1 has the
highest values. However, again the differences are small and hence both FT and FL would work.

For all hospitals, we could conclude that we should not use FC as the results for the other methods
are better. Additionally, FC is the most computationally expensive. Furthermore, for both FT and
FL, we see that k = 1 gives better results than k = 10. For k = 10, we are able to delete a larger
part of the tree, but W(Ftrain) and W(Ftotal) also decrease. For both k-values we are able to delete
a large part of the tree (often more than a third) and hence we look at the cases where we keep as
much hospitalizations as possible. The choice between FT and FL should depend on the final results
of Verwacht as the differences from our research are small. However, theoretically, FT is the better
choice as that method is able to remove low-frequent short routes and keep high-frequent long routes
in contrary to FL.

Method k W(Ftrain) W(Ptrain) W(D(k)) W(Ftotal) W(Tdelete) W(L) after filtering

FT 1 0.982 0.011 0.971 0.985 0.398 3.26

FT 10 0.964 0.0 0.964 0.964 0.686 2.08

FL 1 0.983 0.017 0.966 0.989 0.403 2.25

FL 10 0.965 0.01 0.858 0.971 0.713 1.57

FC 1 0.981 0.014 0.967 0.981 0.340 3.60

FC 10 0.965 0.007 0.898 0.970 0.588 2.93

Table 9: Results for Hospital 3 of the three methods adapted per cluster.

This research and the observations are based on the clusters per hospital. We also applied the methods
on the complete hospitalization data without dividing it in clusters. The results of the methods applied
to the complete hospitalization data can be found in Appendix C. Note that first filtering the complete
data set and apply cluster analysis on the filtered data set might result in different clusters than when
we first divide the data in clusters and filter the clusters separately after that. Such different clusters
could affect the predictions of Verwacht. However, to check what the best combination of filtering and
clustering is for the Verwacht algorithm is out of the scope of this research.

2.9 Conclusion

The Verwacht algorithm uses routing trees to predict the occupation and arrivals in the hospital ward.
These routing trees are constructed from hospitalization data. Often these routing trees are large,
because all hospitalization data is considered while constructing the routing tree. By considering all
data, we also consider rare cases and hence we could be facing the problem of overfitting. This could
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negatively influence the predictions of the Verwacht algorithm. In order to prevent overfitting, it could
help to filter the routing trees. The goal of filtering the routing tree is to create a simpler routing tree
which is still a good representation of the hospitalization data.

We created several methods that could be used to filter a routing tree and we applied the methods on
three existing hospitalization data sets. We divided the data in a training and test set to be able to
apply the methods on the training data and check the performance of the methods with the test data.
We applied the methods on the separate cluster data sets obtained from the hospitalization data set.

We obtained the results for three different methods: FT (filter low-frequent routes based on total
frequency), FL (filter low-frequent routes based on level frequency), and FC (filter low-frequent routes
based on child node frequency). From the results, we saw that all methods are able to filter rare routes
from the routing tree. However, the methods filtered different parts from the routing tree which results
in different performance of representing the original data. We saw that FT and FL better represent
the data after filtering than FC. Additionally, FC is computationally expensive. Hence, we decided
that FT and FL are preferred over FC.

When we compare FT and FL, we see that FT filters a larger part of the tree than FL. However,
FL keeps more hospitalizations in the filtered data set. Furthermore, we observed that FT keeps
slightly more or an equal number of levels as FL after filtering for the three hospitals. Therefore, it
might be optimal to use a combination of both methods. For example, first filter the routing tree
up to a certain level with FL and apply FT after that. However, more research is needed for such a
combination method.

Overall, we saw that FT filtered on average around 35% of the cluster routing trees for Hospital
2 and 3 and even around 78% for Hospital 1. Meanwhile, for this method more than 97% of the
hospitalizations was kept in the filtered data for all three hospitals. Note that Hospital 1 is a larger
hospital than Hospital 2 and 3. It does not only have a larger routing tree, but also more routes with a
small frequency. This could explain the fact that FT filters a larger part of the tree for Hospital 1 than
for the other hospitals. FL filters between 40% and 50% of the tree for all hospitals. Additionally,
this method keeps more than 98% of the hospitalizations in the filtered data for all hospitals. The
differences between the two methods are quite small. Hence, the advice would be to do some more
research to both methods in combination with the Verwacht algorithm. The advantage of FT is that
it filters low-frequent routes no matter the length of the route, where FL keeps low-frequent short
routes as it keeps the entire levels. Besides this, the choice between FT and FL depends on whether
it is preferred to remove the largest part from the tree or keep as much hospitalizations as possible.

In conclusion, we have created two filtering methods that are able to remove low-frequent routes from
the routing tree, namely FT and FL. We advice to implement both in the Verwacht algorithm and
decide which method works better based on computational complexity and the Verwacht results.

2.10 Further research

In this section, we discuss some topics to consider for further research. First, we consider the per-
formance measures that we introduced in Section 2.6. To conclude whether methods show a good
combination of filtering the tree while being a good representation of the data, we used the measures
D(k) with k = 1 and k = 10. However, more measures could be used and another measure might
show better results. Additionally, such a measure could be based on choices that are most important
for a certain hospital. For example, it could happen that for one hospital it is important that the
routing tree represents e.g. 99% of the hospitalizations in the data. In that case this should be taken
into account while creating a difference measure.

Additionally, in our research we found that FT and FL gave the best results. However, we also realized
that a combination of both methods might be an even better option. This method could be to first
filter up to a certain level and use FT after that. However such a method requires more research.

Furthermore, we briefly discussed the option of applying a filtering method on the complete data set
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and divide the data in clusters after that. A reason to do so is that currently the cluster analysis finds
clusters with for example only five hospitalizations. It could happen that these hospitalizations were
all filtered with a filtering method applied on the entire data set. This means that dividing the data
in clusters after filtering would result in slightly different clusters. However, it requires more research
to check whether this would improve the predictions of the Verwacht algorithm.

This concludes the first part of the report about filtering of the routing tree. In the next part, we will
look into detecting changes in the routing tree over time.
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3 Change detection in routing tree

In this chapter, we will discuss methods to detect change in the hospitalization data based on time.
In order to detect change, we will divide the hospitalization data in two subsets: windows. In this
chapter, we will first focus on theoretical concepts that we will use to compare the data in two windows.
After that, we will look deeper into different time window methods that detect change in the data.

A precise overview of the sections in this chapter is as follows: first, we state the data analysis and
data preparation of the hospitalization data sets from the given hospitals in Sections 3.1 and 3.2,
respectively. Next, in Section 3.3, we will explain the concept of a multinomial distribution and how
this is related to our hospitalizaton data. In addition, we will introduce measures for comparing two
multinomials. One of these measures is the Euclidean distance on which we focus in Section 3.4. After
that, we elaborate on existing window methods in the literature in Section 3.5. In Section 3.6, we will
introduce change detection window algorithms that could be applied on hospitalization data. For these
algorithms, we adapt existing window methods and use the Euclidean distance to measure change.
Moreover, we will introduce an algorithm that could check the performance of a change detection
method on new data. The results of our change detection methods are stated in Section 3.7. We
conclude the second part of this report by summarizing the observations in Section 3.8 and stating
further research challenges in Section 3.9.

3.1 Data analysis for change detection

For the change detection research, we use three new hospitals. Hospital 4 contains data up to July
2020, Hospital 5 contains data up to October 2020, and Hospital 6 contains data up to November
2020. We use these three hospitals, because the company noticed that it is likely that we will detect
a change in these three hospitals. In Table 10, we show the number of hospitalizations (H) and the
number of rutes (R) for the three hospitals in the last six months. More data analytics of the three
hospitals can be found in Appendix D. From the hospitalization data sets, we will mainly use the

H R

Hospital 4 40518 58

Hospital 5 41705 70

Hospital 6 54972 54

Table 10: Number of hospitalizations and clusters for Hospital 4, 5, and 6.

following features: hospitalization Id, department Id, and dismissal date. We use the dismissal date
to create subsets of the data based on time, also referred to as windows.

First, we will visualize an example data set to clarify the problem of change detection. We have data
from six months and we divide it two windows with a length of three months. The border between the
windows is based on the dismissal date of hospitalizations such that we only have completed routes in
the windows.

We denote the window containing the first three months of data with window W1 and we call the
window with the last three months W2. In W1 and W2, we have respectively H(W1) and H(W2)
hospitalizations and R(W1) and R(W2) routes. With the number of hospitalizations, we compute the
fraction of hospitalizations per route in a certain window. Take ri(Wj) as route i in window j, then
we have, for example, that W1 has route r1(W1) which is followed by h1(W1) hospitalizations. The
fraction for route r1(W1) is then denoted with q1(W1) = h1(W1)/H(W1). Note that the sum of the
fractions of all routes in a window is equal to one. Thus, for the 2 windows, it should hold that∑R(Wi)

j=1 qj(Wi) = 1 for i = 1, 2.

The example data that we consider is from cluster e-10 from Hospital 6. In Table 11 we show the
number of routes and hospitalizations in cluster e-10 per window. We see that W1 contains slightly
less hospitalizations and has 2 more routes. In Figure 14, we show the fractions of hospitalizations
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Window i H(Wi) R(Wi)

1 67 7

2 74 5

Table 11: Number of hospitalizations and routes per window in cluster e-10.

per route for both windows in cluster e-10. We see that in both windows, route 23 is the main
route. However, in W1 the fraction of this route is around 0.7, while in W2 the fraction is over 0.8.
Additionally, we see that the fraction of 23 94 23 decreased from 0.2 to 0.1. Finally, W1 contains two
routes that do not exist anymore in W2.

(a) Window 1 (b) Window 2

Figure 14: Hospital 6 cluster e-10 divided in two windows W1 and W2

Hence, from the differences in the fractions of the routes between the two windows, we could speak
of a change between W1 and W2. Now, the following challenge rises: can we find a method that
detects this change and if so will removing data based on the detected change improve the Verwacht
predictions? In the upcoming sections we will first focus on how the data in two windows can be
compared. After that we will introduce more complex window methods that could be used to detect
change. Finally, we will check whether a data set after change detection represents new data better
than the original data set.

3.2 Data preparation

In order to apply change detection methods, we need to prepare the data. For this research we start
with seven months of hospitalization data, where the seventh month operates as validation. We will
divide the hospitalization data in clusters and apply filtering method FT, see Section 2.4, on the
clusters that meet the assumptions for filtering. In Table 12, we state per hospital how many clusters
are considered for filtering. Next, we again consider all clusters (also the ones that were not considered
for filtering) containing more than one route for change detection. Note that when a cluster contains
only one route, no change can be detected in the routing tree. It could happen that the one route
(dis)appears in a certain time period, but this change concerns the arrivals and not the routing tree.
Similarly, we will not consider clusters that have no data in the first six months or in the seventh
month as this difference again is based on arrivals. It never occurs that we have a cluster for which
we have no data in the first six months, but we do have clusters for which the seventh month does not
contain any data. In Table 13, we state the number of clusters containing one route after filtering, the
clusters for which the 7th month does not contain data: C7th month empty, and the remaining number
of clusters considered for change detection: Cchange detection.
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Hospital C CHc<100 CRc=1 CHc<100∧Rc=1 Cfiltering

4 59 14 1 3 41

5 70 9 2 1 58

6 54 6 1 1 46

Table 12: Clusters considered for filtering per hospital.

Hospital C CRc=1 C7th month empty Cchange detection

4 59 9 9 41

5 70 16 4 50

6 54 9 2 43

Table 13: Clusters considered for change detection per hospital.

Note that for now we do not ignore clusters for change detection based on the number of hospitaliza-
tions. In Section 3.4.2, we will explain that we need a minimum number of hospitalizations and as a
result we will ignore more clusters for change detection for all three hospitals.

3.3 Measures for change detection

In order to detect change we compare the frequencies of routes in different windows. In this section,
we will clarify that the frequencies of the routes can be compared with realizations of a multinomial
distribution. In order to detect change, we will introduce techniques and measures that can be used
to compare two multinomial distributions. The first technique that we will discuss is the χ2-test
for contingency tables. After that, we will state two distance measures to compare two multinomial
distributions: the Hellinger distance and the Euclidean distance. For both the χ2-test and the distance
measures, we will explain whether they will fit the hospitalization data in which we aim to detect
change.

3.3.1 Multinomial distribution

First, we will introduce the multinomial distribution. A multinomial distribution is also known as
a categorical distribution. Suppose that we have n observations and k categories. Each of the n
observations falls into exactly one of k categories. Whenever we count the number of observations per
category, we have a vector of random variables X = (X1, X2, ..., Xk), where Xi denotes the realized
number of observations in category i. For vector X, it should hold that

∑k
i=1Xi = n. Then the

vector X is multinomially distributed with parameters n and p: X ∼ Multinomial(n,p). Here,
p = (p1, ..., pk), where

∑k
i=1 pi = 1 and pi, i = 1, ..., k denotes the probability that category i occurs

[8].

In Section 3.1, we mentioned that the important features of our data to detect change are the number
of hospitalizations and the number of routes. The combination of these features can be compared with
a multinomial distribution where n = H, the number of hospitalizations and k = R, the number of
routes. For every route a frequency can be determined by counting the number of hospitalizations that
follow that route. We call the vector of frequencies per route h = (h1, h2, ..., hR), where hi denotes
the number of hospitalizations for route i. Using h and H, we construct a vector q = (q1, q2, ..., qR),
where qi = hi

H is the fraction of hospitalizations that follows route i. Now, we assume that h is the
realization of a multinomial distribution with R categories, H observations and probability vector q.

With this assumption, we say that the hospitalization data set represents a multinomial distribution.
Simultaneously, the separate subsets (windows) of the hospitalization data also represent a multino-
mial. We aim to detect change by comparing the multinomial distributions of different subsets from
the hospitalization data. Two multinomials can be compared in various ways, but in this report we
focus on two approaches: the χ2 test and distance measures.
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3.3.2 Chi squared test for contingency tables

The χ2-test checks whether the random variables of different experiments are from the same multi-
nomial distribution. Therefore, the test checks for differences in proportions of the categories. The
proportion of category j in experiment i is denoted with pij . Then, the null-hypothesis of the χ2-test
is:

H0 : p1j = p2j ∀j ∈ 1, 2, ..., k.

In order to detect change in the hospitalization data, we look at the routes from two different windows.
Hence, we will focus on the χ2-test for contingency tables with two groups and multiple categories.
In Table 14, we show a 2× k-contingency table. Here, Nij , for i = 1, 2, and j = 1, ..., k, denotes the
number of observations of category j in group i. Additionally, ni, i = 1, 2 denotes the total number
of observations in group i and N.j , j = 1, ..., k denotes the total number of observations in category
j. Finally n denotes the total number of observations in all groups together, thus in group one plus
group two.

Group
Outcome categories

Total
0 1 ... k

1 N10 N11 ... N1k n1
2 N20 N21 ... N2k n2
Total N.0 N.1 ... N.k n

Table 14: Contingency table for two groups [14].

The values in Table 14 are needed to compute the χ2-test statistic, which is given by

χ2 =
2∑

i=1

k∑
j=1

(Nij − Eij)
2/Eij , (1)

where Eij = N.jni/n.

With this test statistic a p-value can be computed based on the upper quantile of a chi-square distribu-
tion with (2−1)(k−1) degrees of freedom. When the p-value is smaller than 0.05, the null-hypothesis
H0 is rejected. That means that in that case we cannot conclude that the proportions in the two
different groups are from the same multinomial distribution [14].

In order to use the χ2-test, the data should meet some assumptions. When these assumptions are not
met, the χ2-test approximation becomes poor. The assumptions are as follows [15]:

• There should be more than 20 observations (n > 20).

• The expected values calculated with the contingency table should be larger than 5 for 80% of
the cells. Thus Eij > 5 in eighty percent of the cases.

• Eij > 0 for all i = 1, 2, j = 1, ..., k.

The question now remains whether we can use the χ2-test on our hospitalization data to detect
changes. The χ2-test seems a good method to detect change, because we test for the null-hypothesis
of equal proportions. When we find a p-value higher than 0.05, we accept the null-hypothesis of equal
proportions and hence we can conclude that no change has occurred. However, to apply the χ2-test
on the hospitalization data, we face two main challenges. First of all, to detect change, we divide
the hospitalization data into clusters. In such a cluster, it often happens that most hospitalizations
follow the same route and a few hospitalizations follow a different route. In other words, we have
one category with many observations and several categories with few observations. These categories
with few observations often even have less than 5 hospitalizations. This contradicts with the second
assumption of the χ2-test that the expected values should be larger than 5 in 80% of the cells. Secondly,
the χ2-test is sensitive for changes in low frequencies. This is due to the fact that we divide by Eij in
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(1). For a low Eij (route with small frequencies), the (Nij − Eij)
2/Eij will be larger than for a high

Eij (route with high frequencies). Hence, changes in low-frequent routes have a larger contribution
to the χ2 statistic than changes in high-frequent routes. In our case of hospitalization data it does
not matter where the change happens; in the routes with large frequencies or in the routes with low
frequencies. Because of this and the lack of meeting the assumptions on all cases, we will not use
the χ2-test in our change detection methods, but look for another measure that could be used for all
clusters.

3.3.3 Distance measures

Another method of comparing two multinomial distributions is to use a distance measure. Each
multinomial has a probability vector and with a distance measure we can compute the distance between
the two probability vectors. From such a distance measure we could conclude whether two multinomials
are similar or not. In [6] an overview is given of many distance measures for probability distributions.
In this section, we will focus on two different distance measures: the Hellinger distance and the
Euclidean distance.

Both distance measures denote a distance value between two probability vectors p = (p1, ..., pk) and
q = (q1, ..., qk). Both probability vectors have length k, which is equivalent to having k categories in
a multinomial distribution. For both p and q it should hold that the sum of their elements equals to
one, thus:

∑k
i=1 pi = 1 and

∑k
i=1 qi = 1 [2; 3].

We start by introducing the Euclidean distance [8], see (2).

dEuc(p,q) =
1√
2

√√√√ k∑
i=1

(pi − qi)2. (2)

Note that we multiply by 1√
2

to ensure that 0 ≤ dEuc(p,q) ≤ 1 for all p and q. Whenever dEuc(p,q)

is close to zero this means that the probability vectors are almost equal. Whenever dEuc(p,q) is close
to one, the probability vectors are different.

Additionally, we introduce the Hellinger distance [6], see (3).

dH(p,q) =
1√
2

√√√√ k∑
i=1

(
√
pi −

√
qi)2. (3)

For the Hellinger distance, it holds that for dH(p,q) close to zero the probability vectors are almost
equal and for dH(p,q) close to one, the probability vectors are different. Similar as with the Euclidean
distance we scale with 1√

2
to ensure that the Hellinger distance always has a value between zero and

one. When we compare (2) and (3), we see that the Hellinger distance is the Euclidean distance where
the probability vector elements pi and qi are replaced by their square-root values:

√
pi and

√
pi.

The Hellinger distance is also related to the Bhatthacharyya coefficient. The Bhatthacharrya coeffi-
cient, introduced by A. Bhattacharrya [3], is a measure of divergence between distributions [2]. The
Bhattacharyya coefficient is defined as

B(p,q) =
k∑

i=1

√
piqi.

The relation between the Bhattacharyya coefficient and the Hellinger distance is given by (see [7])

dH(p,q) =
√

1−B(p,q). (4)
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This relation can be derived in the following steps:

dH(p,q)2 =
1

2

k∑
i=1

(
√
pi −

√
qi)

2 =
1

2

k∑
i=1

(pi − 2
√
pi
√
qi + qi)

=
1

2
(2−

k∑
i=1

2
√
pi
√
qi) (

k∑
i=1

pi =
k∑

i=1

qi = 1)

= 1−
k∑

i=1

√
pi
√
qi = 1−B(p,q).

(5)

When we take the square root of the left-hand side and the right-hand side of the above derivation,
we indeed find relation (4).

As mentioned, the main difference between the Euclidean distance and Hellinger distance equations
is that the Hellinger distance uses the component-wise square-root of the input probability vectors,
where the Euclidean distance uses the original elements. As a result, the Hellinger distance is sensitive
to changes in low-frequent routes where the Euclidean distance treats all routes the same no matter
their frequency. In the Hellinger distance equation in (3), the (

√
pi −

√
qi) part results in a relatively

higher value for low pi and qi than for high pi and qi. This is due to the fact that a square-root of a
value close to zero returns a relatively larger value compared to a square-root of a value closer to one.
Thus, similar as in the χ2-test, low-frequent routes have a larger contribution in the Hellinger distance
than high-frequent routes. As mentioned, we are not particularly interested to detect changes in the
routes with low frequency or to detect whether routes only exist in one of the two windows. We are
interested in all changes in general and therefore we will use the Euclidean distance as it behaves the
same for routes with small frequencies and routes with large frequencies.

3.4 Euclidean distance

In this section, we will focus on the Euclidean distance measure. First, we will explain how the
Euclidean distance could be calculated for an example cluster data set. Additionally, we elaborate on
the behavior of the Euclidean distance on the cluster data sets from the three different hospitals. Based
on these observations, we will simulate different multinomials to gain more insight on the Euclidean
distance value in case of no change compared to a case with change. These simulations should give
us more insight on possible assumptions that are needed to use the Euclidean distance in a change
detection window method.

3.4.1 Euclidean distance for clusters

We start by explaining how the Euclidean distance can be computed for hospitalization data. There-
fore, we use six months of data from cluster e-10 from Hospital 6, introduced in Section 3.1, as an
example. To compute the Euclidean distance, we need to divide the cluster data in two windows. For
simplicity, we now divide the data in two subsets where each subset contains three months of data.
Suppose that the date after three months is D, then all hospitalizations with a dismissal date before
D are placed in window 1, W1, and all hospitalizations with a dismissal date larger than or equal to
D are placed in window 2, W2. In both windows, we compute the fraction of hospitalizations. These
fractions are visualized in Figure 14. The set of fractions per window form the probability vectors
(p(Wi) for Wi) from which we can compute the Euclidean distance. The precise steps of computing
the Euclidean distance for cluster e-10 are shown in Example 1.

Example 1. Euclidean distance for cluster e-10
Cluster e-10 contains 141 hospitalizations and 10 different routes. The set of routes is:

all routes = [23, 23 16, 23 16 18 16, 23 65 23, 23 7, 23 81, 23 86, 23 94, 23 94 23, 23 94 65 23].
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We split the data in two windows. W1 contains the first three months of data. It has 67 hospitalizations
and 7 routes. The routes and their frequency are as follows:

Routes W1 : [23, 23 16 18 16, 23 81, 23 86, 23 94, 23 94 23, 23 94 65 23],

Frequency of routes W1 [49, 1, 1, 1, 1, 13, 1].

We divide the frequencies per route by the total number of hospitalizations in W1 to get the probability
vector of W1:

p(W1) = [0.731, 0.015, 0.015, 0.015, 0.015, 0.194, 0.015].

Window 2 (W2) has 74 hospitalizations and 5 routes. The routes, their frequency and the probability
vector of W2 are as follows:

Routes W2 : [23, 23 16, 23 65 23, 23 7, 23 94 23],

Frequency of routes W2 : [64, 1, 1, 1, 7],

p(W2) = [0.865, 0.014, 0.014, 0.014, 0.095].

In order to compute the Euclidean distance of the two probability vectors, they need to have the same
length. Currently, the lengths differ as the windows do not contain the exact same routes. Therefore
we add zeros to the probability vectors on the indices of the routes that do not occur in that window.
This way we get two vectors of length 10 of which the probability on index i corresponds with the
route on index i of the all routes vector. The final probability vectors are:

p(W1) = [0.731, 0, 0.015, 0, 0, 0.015, 0.015, 0.015, 0.194, 0.015],
p(W2) = [0.865, 0.014, 0, 0.014, 0.014, 0, 0, 0, 0.095, 0].

From these two probability vectors, we find the following Euclidean distance:

dEuc(p(W1),p(W2)) ≈ 0.121.

Next, we gathered Euclidean distance values for all clusters in a hospital in order to visualize differ-
ences in the value of the various clusters. Therefore, we took six months of data for all clusters and
divided these six months in two time windows of three months. Next, we computed the Euclidean
distance between the probability vectors in these time windows. As mentioned in Section 3.2, we will
not consider clusters containing only one route. Additionally, we ignore clusters that contain less than
20 hospitalizations as changes in such small clusters will not affect the final Verwacht results. Ignoring
these clusters results in an analyses of 50, 63, and 51 clusters for Hospital 4, 5, and 6 respectively.
Finally, we we will not display clusters for which one of the windows does not contain data. Naturally,
this is a change, but this change is more based on the arrival pattern of hospitalizations than on the
routes they follow. Hospital 4 has four clusters for which this is the case, so for this hospital, we
consider 46 clusters. The other two hospitals, do not have clusters where one of the windows is empty.
For the remaining clusters, we compute the Euclidean distance and plot the values in a bar plot. The
results for Hospital 4, 5, and 6 are shown in Figure 15, Figure 16, and Figure 17, respectively.
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Figure 15: Bar plot with the Euclidean distance of two windows containing 3 months for the clusters
of Hospital 4.

Figure 16: Bar plot with the Euclidean distance of two windows containing 3 months for the clusters
of Hospital 5.

Figure 17: Bar plot with the Euclidean distance of two windows containing 3 months for the clusters
of Hospital 6.
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In Figure 15, Figure 16, and Figure 17, we see that in all three hospitals, most clusters have a Euclidean
distance smaller than 0.1 when we compare the data of the first and last three months. Additionally,
we see that Hospital 4 has three clusters with a Euclidean distance larger than 0.25, Hospital 5 has
two such clusters and Hospital 6 has 4 of such clusters. When we zoom in on those clusters, we see
that the high Euclidean distance value often can be declared by the number of hospitalizations or the
fact that we have many different routes in both windows, see Table 15.

Hospital Cluster H R
W1 W2

H(W1) R(W1) H(W1) R(W2)

4 e-11 90 30 71 21 19 13

4 l-27 298 33 228 30 70 8

4 l-30 173 38 162 34 11 8

5 e-28 33 11 32 11 1 1

5 e-5 52 21 39 19 13 5

6 e-11 189 24 106 15 83 17

6 e-13 225 22 96 13 129 14

6 l-14 385 11 1 1 384 10

6 l-22 531 10 171 4 360 9

Table 15: Data analysis for cluster with a high Euclidean distance.

For example, in cluster e-28 of Hospital 5, the second window contains only one hospitalization. This
means that window 2 has 10 elements in its probability vector with the value 0 where those elements
in the probability vector of W2 have a value larger than 0. This obviously enlarges the Euclidean
distance. Additionally, cluster e-13 from Hospital 6 has 13 routes in W1 and 14 in W2. In total this
cluster contains 22 routes. This means that W1 and W2 mainly have different routes and this enlarges
the Euclidean distance. As for some clusters the number of different routes influences the Euclidean
distance, it might help to filter the clusters first with a filtering method from Section 2.4. After
filtering, the routes with a small frequency are deleted and this could lower the Euclidean distance
values. Then it might be easier to detect changes in more frequent routes. Therefore, we filtered the
clusters of the three hospitals with filtering method FT, see Section 2.4. From the filtered clusters, we
can again compute the Euclidean distance between the first three and last three months and create
bar plots. The bar plots for the filtered clusters of the three hospitals are stated in Appendix E. Based
on these observations, the following questions arise:

• What should the Euclidean distance threshold be to decide whether the clusters above this
threshold indeed show a change?

• How many hospitalizations do we need per window in order to distinguish dEuc values based on
two similar multinomials from dEuc values of two different multinomials?

In order to answer these questions, we will simulate different multinomials and calculate the Euclidean
distance between them.

3.4.2 Euclidean distance simulations

In this section, we will simulate some example multinomials and compute the Euclidean distance. For
these example multinomials, we will use different probability distributions and a varying number of
observations. The goal of these simulations is to find a combination of a threshold for the number of
hospitalizations, TH , and a threshold for the Euclidean distance, TEuc, for which we could say that
all Euclidean distance values above TEuc denote a change. In this section, we will show the results for
a multinomial with three categories. We also simulated multinomials with 10 and 15 categories. The
results for these simulations are stated in Appendix F. In order to compare different multinomials, we
introduce three sorts of probability vectors:

• A main vector pmain.
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• A vector with small changes compared to the main vector: psmall.

• A vector with large changes compared to the main vector: plarge.

The probability vectors used for the multinomial for 3 categories are:

pmain = [5/8, 1/4, 1/8],

psmall = [1/2, 5/16, 3/16],

plarge = [3/8, 3/8, 2/8].

With a probability vector and a number of observations n, we can simulate a multinomial. We will
simulate two multinomials as if they are from two different windows. In our simulations, we will focus
on the following three cases:

• case A: W1: Multinomial(n,pmain), W2: Multinomial(n,pmain).

• case B: W1: Multinomial(n,pmain), W2: Multinomial(n,psmall).

• case C: W1: Multinomial(n,pmain), W2: Multinomial(n,plarge).

We focus on these different cases in order to gain more insight on the Euclidean distance value for cases
without change compared to cases with change. We will simulate the multinomials 10000 times. In
other words, we repeat the process with a number of iterations niterations = 10000. Every iteration, we
compute the Euclidean distance and finally, we make a box plot of all calculated Euclidean distances.
For more information on how to interpret a box plot, see Appendix A. We repeat this process for
different values of n in order to see the influence of the number of observations on the Euclidean
distance value. Note that for both windows, we use the same value of n. We simulate the process for
all n ∈ [50, 100, 150, 200, 250, 300, 350, 400, 450, 500]. In Figure 18, Figure 19, and Figure 20, we show
the resulted box plots for the simulations of the multinomials with 3 categories. In Figure 18, we show
the results when we use pmain in both windows. Additionally, in Figure 19, we show the results when
we use pmain in W1 and psmall in W2. Finally, in Figure 20, we show the results when we use pmain in
W1 and plarge in W2. As mentioned before, we did similar experiments for multinomials with 10 and
15 routes. The box plots for these experiments are almost equal to the box plots from the simulations
using 3 routes. The box plot figures for the multinomials with 10 and 15 categories can be found in
Appendix F.
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Figure 18: Box plots for multinomial with 3 categories, pmain in both windows, and different n.

Figure 19: Box plots for multinomial with 3 categories, pmain in W1 and psmall in W2, and different
n.
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Figure 20: Box plots for multinomial with 3 categories, pmain in W1 and plarge in W2, and different
n.

In the box plots, we see that for all cases the range of Euclidean distance values decreases for larger n.
For example, in Figure 20, we see that for n = 50, the values vary from 0.05 to 0.45, where for n = 500,
the values range from 0.15 to 0.3. In the end, we want to set a threshold for the Euclidean distance,
such that we could declare the cases above that threshold as a change. Therefore, a smaller range of
values is better than a wider range, such that we can distinguish cases with change from cases without
change. For n = 50, we see that the values for no change range from 0 to 0.22, for small change the
values range from 0 to 0.3 and as mentioned before, the values for large change range from 0.05 to
0.45. This means that for n = 50 it is quite hard to set a threshold such that changes are detected.
We could for example set a threshold at 0.25, but in that case a lot of possible changes will not be
detected as change. Similarly, we could set a threshold at 0.1, but in that case it will happen often
that we detect a change, while a change did not occur. Therefore, we want an n for which the box
plots of no-change and large-change can be separated. Note that we could conclude to take n = 500
or an even larger n, because than the range is as small as possible, but as often the clusters contain
less than 1000 hospitalizations, a large n would mean that we can not detect change for most clusters.
Therefore, we look for an n for which we can detect change in most clusters and still be certain about
the decision whether we have change or not. Looking at the range of Euclidean distance values in the
box plots, we see that from n = 150, the range decreases less than before n = 150. Therefore, we
zoom in on the cases where n = 150 and n = 200.
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Figure 21: Box plots for multinomial with 3 categories, n = 150.

Figure 22: Box plots for multinomial with 3 categories, n = 200.

In Figure 21, we see the three box plots for n = 150. The blue box plot contains the Euclidean
distance values where we used the same multinomial in both windows. For the orange box plot, we
used the small-changed multinomial in the second window and for the green box plot, we used the
large-changed multinomial. We have drawn a red line to visualize that the blue and the green box-plot
barely have overlap. Without outliers, the ranges of the box plots are completely separated. This
means that it is possible to set a Euclidean threshold for which we declare all cases with a value above
that threshold as a change. In Figure 22, we see the box plots for n = 200. Compared to the box
plots of n = 150, we see that the gap between the blue and the green box-plot (ignoring the outliers)
is larger for n = 200. This confirms our observation that for a larger n, we can distinguish cases with
change from cases without change better.

From these simulation, we conclude that we should use n = 150 or n = 200 together with a Euclidean
distance value in the range [0.08, 0.15] to be able to detect changes in the hospitalization data of
the clusters. In the next sections, we will elaborate on different window methods and we will use
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thresholds for the Euclidean distance and number of hospitalizations based on the simulations.

3.5 Drift detection with windows from literature

So far, we focused on comparing the first and last three months of hospitalization data. However,
the goal is to find changes anywhere in the hospitalization data and not only after the first three
months. Therefore, we did some research to existing change detection methods. A known concept
that is used to detect changes in data is called concept drift detection. M. Hassani refers to concept
drift as the changes in the resulting output, which is caused by a change in the input data [10]. M.
Hassani describes several drift detection methods for streaming data. In data analysis, we distinguish
streaming data from static data. Static data is saved in a database before it is processed. After
analyzing the stored date, conclusions are made. Streaming data is processed in events before storage.
These events form a data stream which is continuously updated when a new event arrives. The events
are analyzed and the results are saved [9].

On the one hand we could observe hospitalization data as streaming data. Every day new data is
obtained as new hospitalizations enter and leave the hospital. However, in the Verwacht algorithm,
the data is processed as static data. Data from 6 months is stored, processed and analyzed and the
results are used for predictions. Because the hospitalization data is static, we cannot use Hassani’s
methods exactly. However, because the hospitalization data has a time component, we are inspired
by one of the methods that is discussed in [10], namely detecting change with a sliding time window.

Hassani bases his drift detection method on the ADWIN (Adaptive Window) method of Bifet [4; 10].
The ADWIN method sets a time window of variable length over the data and uses the data inside
that window for analysis. The window is increased or decreased based on the average value inside the
window. In other words, older values are dropped from the window whenever there is enough evidence
that its average value differs from new arrived data [4]. Hassani explains that for categorical data a
mean value is not always useful to detect a drift and he introduces an alternative: a distance function.
Hassani states that a distance function δ(W1,W2) measures the distance between the data in window
1 and 2. A threshold εcut could be set to decide whether data should be discarded from the window
or not [10]. Such an approach matches our observation that the difference between two multinomial
data sets can be measured with the Euclidean distance function. In the ADWIN method, old data
in a window is compared with new received data. Whenever a distance measure is higher than a set
threshold, old data is discarded from the window. This way, the window size is adapted based on the
data inside the window [10].

In the next section, we will introduce two change detection algorithms based on the ADWIN method.
As we work with static data instead of streaming data, we will create two windows from the static set
and compare those, instead of adapting the window size based on new arrived data.

3.6 Change detection algorithms

In this section, we present two change detection methods based on the window methods of Hassani [10].
In our window methods, we will use the Euclidean distance to measure change between two windows.
Furthermore, we will set thresholds for the Euclidean distance value and number of hospitalizations
per window, based on the observations from the simulations in Section 3.4.2. Additionally, we propose
a method that checks the performance of both change detection window methods.

3.6.1 Change detection using an increasing or decreasing window method

First, we divide the hospitalization data in six subsets containing data from one month. These subsets
are used to create two time windows which we will compare to detect change. For clarification, we
introduce a timeline, see Figure 23. Thus, with month 1, we denote the month the most in the past
and with month 6, we denote the most recent month.
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Figure 23: Timeline used for change detection methods.

In both change detection methods, we detect change based on a Euclidean distance threshold (TEuc)
and a threshold for the number of hospitalizations (TH) that a window should contain. The first
method is based on decreasing the window, hence, we call this method the Decreasing Window Method
(DWM). We start by taking all 6 months and we divide these six months in two windows W1 and
W2. W1 contains the first month (or the first i months depending on the number of hospitalizations
per month) and W2 contains the remaining months. Whenever we detect a change, we delete W1 and
repeat the process with W2. The pseudo-code for this method can be found in Algorithm 2.

Algorithm 2: Decreasing Window Method

1 Input: Cluster hospitalization data
2 Output: Remaining cluster hospitalization data based on detected change
3 Set a threshold TEuc;
4 Set a threshold TH ;
5 Set i = 1;
6 Set Stop = False;
7 Divide hospitalization data in 6 windows with length 1 month while Stop = False do
8 W1 is empty DataFrame;
9 W2 is empty DataFrame;

10 while len(W1) < TH do
11 W1 = W1 + month i;
12 i = i+1;

13 end
14 W2 = month i till month 6;
15 if len(W2) ≥ TH then
16 dEuc = EuclideanDistance(W1, W2);
17 if dEuc < TEuc then
18 No change detected;
19 Keep W1 + W2;
20 Stop = True;

21 else
22 Change detected;
23 Remove W1;
24 Stop = False;

25 end

26 else
27 Not enough data to detect change;
28 Keep W1 + W2;
29 Stop = True;

30 end

31 end

The second method is based on increasing the window, hence, we call this method the Increasing
Window Method (IWM). We start with month 6 and add months to the window until a change is
detected. Suppose the assumption of the number of hospitalizations is met for all windows, then we
start with comparing month 5 (W1) with month 6 (W2). If no change is detected we continue with
comparing month 5 & 6 (W2) with month 4 (W1). Whenever a change is detected, we stop and keep
all the months in W2. The Pseudo-code for this method is given in Algorithm 3.
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Algorithm 3: Increasing Window Method

1 Input: Cluster hospitalization data
2 Output: remaining cluster hospitalization data based on detected change
3 Set a threshold TEuc;
4 Set a threshold TH ;
5 Set i = 6;
6 Set Stop = False;
7 Divide hospitalization data in 6 windows with length 1 month W2 is empty DataFrame;
8 while len(W2) < TH do
9 W2 = W2 + month i;

10 i = i-1;

11 end
12 while Stop = False do
13 W1 is empty DataFrame;
14 while len(W1) < TH do
15 W1 = W1 + month i;
16 i = i-1;
17 if i=0 then
18 Not enough data to detect change;
19 Keep W1 + W2;
20 Stop = True;

21 end

22 end
23 dEuc = EuclideanDistance(W1, W2);
24 if dEuc > TEuc then
25 Change is detected;
26 Keep W2;
27 Stop = True;

28 else
29 No change detected, increase window;
30 W2 = W1+W2;

31 end

32 end

Both methods detect change and keep a new data set containing the remaining months based on the
detected change. We call this new data set the remaining data set. In order to denote the differences
between DWM and IWM, we summarized the steps of both algorithms based on an example in Figure
24. Here, we used TH = 150 and we assumed that a change was detected after step 1 for DWM,
while no change was detected after step 1 for IWM. In the figure, we see DWM and IWM result in
different combinations of W1 and W2. This is due to the threshold TH and the fact that for DWM we
go through the months from past to current and for IWM vice versa.

As DWM and IWM use different combinations of W1 and W2, the methods find change in different
places of the data. To illustrate such differences between DWM and IWM, we will show their behavior
on an example: cluster l-26 from Hospital 4. For this example, we will use TEuc = 0.1 and TH = 150.
In Figure 25, we show bar plots of the routing probability distributions per month. We apply both
change detection methods DWM and IWM on the cluster data which results in two different remaining
data sets.
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Figure 24: DWM and IWM steps based on an example.

In Figure 25, we mark the months in the remaining data set of DWM with a blue dot and the months
in the remaining data set of IWM with a green dot. Note that DWM detects change between the
second and the third month where IWM detects change between the fourth and fifth month. Hence,
with DWM more data is kept than with IWM. This difference can be explained by the number of
hospitalizations per month and by the fact that the methods go through the months in a different
direction.

(a) Month 1 (b) Month 2 (c) Month 3

(d) Month 4 (e) Month 5 (f) Month 6

Figure 25: Hospital4 cluster l-26 divided in 6 windows with length one month.

Department of Mathematics and Computer Science 38



Change detection in routing tree

In Table 16, we state the number of hospitalizations and routes in cluster l-26 per month. When we
use DWM, we start with comparing months 1 and 2 with months 3-6. This results in a Euclidean
distance larger than 0.1 and hence we continue with months 3-6. However, from these months, we
cannot create two windows that meet the assumption of having more than 150 hospitalizations per
window. Hence, we stop and keep the last four months. When we use IWM, we start with comparing
months 5 and 6 with months 2-4. This results in a Euclidean distance larger than 0.1. Hence, a change
is detected and we keep months 5 and 6.

Month H R

1 148 4

2 204 6

3 43 5

4 70 5

5 180 9

6 148 7

Table 16: H and R per window for cluster l-26 of Hospital 4.

In the example of l-26, we see that both methods are able to detect a change although in a different
place in the data. Now the question arises whether a remaining data set after change detection improves
the representation of new data. We will compare the performance of the two change detection methods
based on how often they detect change and in how many cases the remaining data set improves the
representation of new data. Therefore, we introduce a performance algorithm in the next section.

3.6.2 Performance of change detection algorithms

We apply both change detection methods on hospitalization data of Hospital 4, 5, and 6 and examine
the differences in how often change is detected and whether removing data according to change detec-
tion improves the representation of new data. We will measure the representation of the data using
the Euclidean distance. The lower the Euclidean distance the better because a low Euclidean distance
value means that the probability distributions are close. We will take 7 months of the hospitalization
data where the 7th month serves the purpose of validation data and the first six months are used for
change detection. With M6 we denote the first six months of the data set and with M7 we denote the
seventh month of the data set. We apply a change detection method on M6 and we call the remaining
months after change detection Mr. Next, we compute the Euclidean distance between Mr and M7:
dEuc(Mr,M7). Additionally, we compute the Euclidean distance between M6 and M7: dEuc(M6,M7).
Whenever the Euclidean distance decreased after change detection, dEuc(Mr,M7) < dEuc(M6,M7),
it holds that Mr is a better representation of M7 than M6. Hence, change detection caused an im-
provement. Whenever the Euclidean distances are equal, no change was detected, which means that
Mr = M6. Additionally, whenever dEuc(Mr,M7) > dEuc(M6,M7) the change detection did not cause
an improvement. We call nimprove the number of clusters for which an improvement was observed.
Additionally, we call nequal the number of clusters for which no change was detected. Finally, we call
nworse the number of clusters for which the Euclidean distance increased after change detection.

First of all, to check in how many cases change is detected, we compare the sum of nimprove and nworse

per method. Additionally, to decide which method detects changes that results in an improvement, we
compare the separate values of nimprove and nworse of the two methods. The Pseudo-code for checking
the performance of the change detection methods is given in Algorithm 4. In line 6 of this algorithm, we
state that it is optional to first filter the data with filtering method FT from Section 2.4. Additionally,
recall that Hc is the number of hospitalizations for cluster c and Rc is the number of routes in cluster
c. Note that we only consider clusters that meet certain assumptions. The first assumption is that
M6 should contain more hospitalizations than 2 · TH in order to be able to create two windows with
at least TH hospitalizations. Additionally, M6 should contain more than one route in order to detect
a change in the routing tree. Finally, M7 should contain more than zero hospitalizations in order to
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compute a Euclidean distance.

Algorithm 4: Determine performance of a change detection method.

1 Input: Hospitalization data
2 Output: nimprove, nequal, nworse

3 Set a threshold TEuc;
4 Set a threshold TH ;
5 Divide hospitalization data in clusters;
6 Optional: Filter cluster with filtering method FT ;
7 for all clusters do
8 Divide cluster data in M6 and M7;
9 if Hc(M6) > 2 · TEuc and Rc(M6) > 1 and Hc(M7) > 0 then

10 Add cluster to set of clusters considered for change detection;
11 end

12 end
13 Set nimprove = 0, nequal = 0, nworse = 0;
14 for all considered clusters do
15 Detect change with Algorithm 2 or Algorithm 3;
16 Keep remaining data as Mr;
17 Compute dEuc(M6,M7);
18 Compute dEuc(Mr,M7);
19 if dEuc(M6,M7) > dEuc(Mr,M7) then
20 nimprove+ = 1;
21 else if dEuc(M6,M7) < dEuc(Mr,M7) then
22 nworse+ = 1;
23 else
24 nequal+ = 1;
25 end

26 end

In Section 3.7, we will show for both methods in how many cases they detect change and whether this
improved the representation or not. We will use different values for TEuc and TH .

3.7 Results

In this section, we state the results for the two change detection methods introduced in Section 3.6.
Based on the observations in Section 3.4.2, we will test the methods for different values of TEuc and
TH . We will show the results for TH = 150 and TEuc = 200. Additionally, we will try three different
thresholds, namely TEuc = 0.08, TEuc = 0.1, and TEuc = 0.12. Based on the observations from Section
3.4.2, the combination of TH = 200 and TEuc = 0.12 should result in detecting large changes. In other
words, for this combination, we find an nimprove > 0, while nworse remains zero. When we lower TH
and TEuc, we will probably find more changes, but this means that both nimprove and nworse could
increase.

First, we describe the results for the three hospitals after applying filtering method FT, see Section
2.4. Note that for TH = 150 and TH = 200 a different number of clusters is considered for filtering.
For Hospital 4, we consider 22 and 21 clusters for TH = 150 and TH = 200 respectively. Additionally,
for Hospital 5, the number of clusters are 22 and 17. Finally, for Hospital 6, we have 34 clusters for
TH = 150 and 30 clusters for TH = 200.

We start with showing the results for the first method, the Decreasing Window Method (DWM), from
Algorithm 2 to determine the behavior of different TEuc and TH values. Here, we focus on whether
the detected change results in an improvement. In Table 17, we state the values of nequal, nimprove,
and nworse for the three hospitals and different TH and TEuc values.
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Hospital TH TEuc nequal nimprove nworse

4 150 0.08 17 4 1

4 200 0.08 15 4 2

4 150 0.1 21 1 0

4 200 0.1 20 1 0

4 150 0.12 22 0 0

4 200 0.12 21 0 0

5 150 0.08 20 1 1

5 200 0.08 16 1 0

5 150 0.1 21 1 0

5 200 0.1 16 1 0

5 150 0.12 21 1 0

5 200 0.12 16 1 0

6 150 0.08 25 5 4

6 200 0.08 26 2 2

6 150 0.1 30 3 1

6 200 0.1 28 1 1

6 150 0.12 30 3 1

6 200 0.12 29 1 0

Table 17: Performance measures of the Decreasing Window Method.

In Table 17, we see that the combination TH = 200 and TEuc = 0.12 indeed results in nworse = 0 for
all hospitals. Additionally, we have nimprove = 1 for Hospital 5 and 6 and nimprove = 0 for Hospital
4. From these results, we could conclude that with the combination TH = 200 and TEuc = 0.12, all
detected changes ensure an improvement. However, at the same time, the number of detected changes
is very small and could even be zero. For Hospital 5, the cluster for which we detected a change
originally has H = 589. Compared to the total number of hospitalizations in Hospital 5, this is not
a large cluster and hence the question could be whether the predictions improve based on this small
change. For Hospital 6, the cluster for which we detected a change originally has H = 1907. This
is one of the largest clusters and hence it could be that a detected change in this cluster affects the
predictions of Verwacht. In Appendix G, we show the bar-plot images of the two clusters for which
we detected a change and we clarify where the change was detected.

We indeed see that nworse increases, when we lower the TH and TEuc values. For Hospital 5, we
keep finding one cluster for which the change is an improvement. For Hospital 4 and 6, nimprove

increases up to 4 and 5 respectively, when we lower TH and TEuc. We see that for TEuc = 0.08, the
difference between nimprove and nworse is small for all three hospitals. Therefore, we conclude that
TEuc = 0.08 is too small to detect changes that improve the predictions. The differences between
the other combinations of TH and TEuc are smaller. We see that for TEuc = 0.1, nimprove is larger
than for TEuc = 0.12, for Hospital 4 and 6. However, for Hospital 6, we also detect one cluster which
does not ensure an improvement when we use dEuc = 0.1. Note that when a change is detected in a
cluster which does not ensure an improvement, this is mostly due to the fact that the seventh month
is not similar to the months before it. In other words, a change is happening between the sixth and
the seventh month. It could, for example, happen that change detection results in keeping month 5
and 6, while month 7 is more similar to month 1-4. In that case, the total of months 1-6 results in a
lower Euclidean distance with the new data than the remaining months after change detection. For
an example, see Appendix G.

When we compare TH = 150 with TH = 200, we only see a difference in Hospital 6. When we
use TH = 150, we detect two more clusters that ensure an improvement, for both TEuc = 0.1 and
TEuc = 0.12. For TEuc = 0.12, we detect one cluster for which the Euclidean distance decreases after
change detection. For Hospital 4 and 5, we do not see much difference when we compare TH = 150
with TH = 200.
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We could add the clusters for which we detected a change of all hospitals, which results in a total
nimprove = 5 and nworse = 1 for TH = 150 and TEuc = 0.1. Similarly, we find nimprove = 2 and
nworse = 0 for TH = 200 and TEuc = 0.12. Based on these results, we suggest to use DWM with
a combination of TH = 150 and TEuc = 0.1 as in that case the most changes are detected while in
most cases this change also ensures an improvement. However, the other combination, TH = 200
and TEuc = 0.12 assures that all detected changes (although it will not detect many) result in an
improvement of the representation of the data.

Hospital TH TEuc nequal nimprove nworse

4 150 0.08 12 5 5

4 200 0.08 10 5 6

4 150 0.1 16 2 4

4 200 0.1 16 2 3

4 150 0.12 19 2 1

4 200 0.12 19 1 1

5 150 0.08 19 2 1

5 200 0.08 15 2 0

5 150 0.1 20 2 0

5 200 0.1 15 2 0

5 150 0.12 21 1 0

5 200 0.12 16 1 0

6 150 0.08 24 6 4

6 200 0.08 24 4 2

6 150 0.1 28 5 1

6 200 0.1 27 2 1

6 150 0.12 29 4 1

6 200 0.12 29 1 0

Table 18: Performance measures of the Increasing Window Method.

In Table 18, we show the results for the second change detection method: the Increasing Window
Method (IWM). Similarly as for DWM, we see that more changes are detected for lower values of TH
and TEuc. For this method, a TEuc = 0.08 also seems too low as then nworse is quite high compared
to nimprove.

Again, when we compare TH = 150 with TH = 200, we only see a difference in Hospital 6. Here, using
TH = 150, we detect change in a few more clusters.

Similar as for DWM, the combination of TH = 200 and TEuc = 0.12, has the smallest nworse, namely
only one for Hospital 4. When we lower TEuc to 0.1, nimprove increases for all hospitals, while nworse

only increases significantly for Hospital 4. It could be that in Hospital 4 a change is happening between
month 6 and 7 which we can not find yet. Hence, using more data represents the 7th month better
than using only a few months of data. This could explain the high values of nworse for Hospital 4.

When we compare DWM with IWM, we see that IWM detects more clusters with change than DWM.
However, this not only results in a higher nimprove, but also in a higher nworse. As mentioned before,
the nworse cases could be caused by a change that is happening between the sixth and seventh month.
Additionally, it happens often that dEuc(M6,M7) was already below e.g. 0.05 and a small detected
change resulted in a dEuc(Mr,M7) < 0.05 but larger than dEuc(M6,M7). These cases are added to
nworse, but will probably not have a large effect on the Verwacht predictions. Therefore, we advice
to implement both IWM and DWM in order to decide which method results in the best Verwacht
predictions. Note that the choice between IWM and DWM can also be based on whether it is preferred
to detect change in many cases (IWM) or only in the cases that likely result in a better representation
(DWM).
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Additionally, we also applied the change detection methods on the non-filtered cluster data. The
results can be found in the tables in Appendix H. The argumentation and results for the different TH
and TEuc values are similar as for the filtered clusters. However, when we compare the non-filtered
data results with the filtered data results, we see some small differences. For example, we observed
that for non-filtered data, slightly less changes were detected for Hospital 4 and 6. Additionally, for
Hospital 4, the results for the non-filtered clusters seem to be worse, as nworse is higher and nimprove

is lower than for the filtered clusters. These differences could be explained by the fact that the many
small routes in non-filtered clusters affect the Euclidean distance. Without filtering it often happens
that the number of routes and the kind of routes differ per window which results in comparing two
probability vectors with a zero in the one vector and a value larger than zero in the other vector.
Furthermore, when we compare DWM and IWM based on non-filtered data, we see again that IWM
is able to detect change in more cases than DWM. Additionally, for Hospital 4 and 5, IWM seems the
better method as it does not only detect change in more cases but also results in higher nimprove values
while the nworse values are lower or equal to the ones of DWM. Note, however, that the differences
between the methods are small just as in the filtered data.

Finally, we also applied both methods on the complete hospitalization data sets without dividing it
in cluster sets. However, the current methods are not able to detect changes in the complete data set
for any of the three hospitals. This is probably due to the fact that the complete data set consists
of many routes. The fraction per route will be small for all routes due to the large total number of
hospitalizations. This will be the case in all windows and hence the differences between route fractions
will be even smaller. This results in a small Euclidean distance value for all windows and hence no
change is detected. In the cluster analysis we saw that in most clusters no change is detected, therefore,
we advice to apply change detection on the cluster data sets, such that the data of clusters without
change is completely kept and used by the Verwacht algorithm.

3.8 Conclusion

Currently, the Verwacht algorithm uses at most six months of data for the predictions, based on a
start date indicated by the user. When, for example, a change occurred in the hospital four months
ago, the user could indicate that only 4 months of data should be considered instead of six. The goal
of implementing change detection in the Verwacht algorithm is that change automatically is detected.
This way, an indication by the user is not needed anymore.

In the research, we focused on change detection on filtered clusters. After filtering, the small routes
are deleted and hence they cannot be detected as a change anymore. This way, change detection
focuses on detecting changes and not on detecting noise.

During the change detection research, we realized that the hospitalization data could be represented
by a multinomial. In this multinomial, we have the routes as the categories and the number of hos-
pitalizations as the number of observations. With the routes and the number of hospitalizations, a
probability vector could be made where the ith element denotes the fraction of hospitalizations follow-
ing route i. We could divide the hospitalization data into time windows based on the dismissal date.
A time window has its own multinomial. There are several techniques to compare the multinomials
in two different windows. We chose to use the Euclidean distance between the probability vectors of
the windows. We chose this distance as it treats routes with high and low frequencies equally. Addi-
tionally, it is easy to implement and it works in general for a lot of clusters (considering the number
of hospitalizations and routes).

For a better understanding of the Euclidean distance, we simulated different multinomials and calcu-
lated the Euclidean distance over 10000 iterations. The simulated multinomials differ in the number
of hospitalizations and the number of routes. Based on these simulations, we found that the minimum
number of hospitalizations should be 150. For this number of hospitalizations, the Euclidean distance
value for equal multinomials was mostly lower than the Euclidean distance value between different
multinomials. Whenever the number of hospitalizations per window increases, we see a clearer differ-
ence between the Euclidean distances of equal multinomials and the Euclidean distances of different
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multinomials. We did not observe a significant difference in the Euclidean distance when we tested for
a different number of routes. Using these simulations, we determined a Euclidean distance threshold
and a threshold for the minimum number of hospitalizations per window.

Based on the results of the simulations we tested two methods with TEuc values from [0.08, 0.1, 0.12]
and TH values from [150, 200]. We created two methods based on dividing the data into time windows.
The first method was the Decreasing Window Method where we start with six months of data and
delete months from the past whenever we observe a change. The second method was the Increasing
Window Method, where we start with the most recent month and add months until we observe a
change.

From the results, we saw that both methods could be used to detect changes. We observed that IWM
detects change in more cases than DWM and for both methods more changes are detected whenever
the values for TH and TEuc are lowered. Additionally, we noticed that detecting a change does not
necessarily result in a better representation of new data. This is mainly due to the fact that a change
could be happening between the sixth month and new data. Unfortunately, we are not able to predict
those changes. However, both IWM and DWM are also able to detect changes where the remaining
data better represents the new data.

3.9 Further research

In this research, we focused on two time window methods: DWM and IWM. Both methods are able
to detect changes. However, adaptations of both methods or different methods could be discovered
and might turn out in even better results. For example, a method could be that all possible windows
are compared and we keep the combination for which we find the lowest Euclidean distance.

Additionally, we focused on time windows of length one month for simplicity. However, the results
might differ when we apply a change detection method with time windows of length a week or even
a day. Such adaptations of a change detection method might give better results, but it also leads to
comparing more windows which is computationally more expensive. When looking into such different
methods, it should be taken into account that a general and easy-to-implement method is preferred
by the company.

Additionally, in this research we focused on the Euclidean distance. However, in [6], it is stated that
there are many more distance measures. Another distance measure might give different insights of the
differences between the data in two windows.

Furthermore, we looked at several Euclidean distance values and looked at their behavior on clusters
with different properties experimentally. The reason for this, was that the goal was to create a simple
method that works for all clusters in general. However, in [16] and [13], the Euclidean distance is used
in combination with a statistical test. Using such a statistical test, it can be decided per window-
combination whether the multinomials are from the same distribution, based on the properties of the
data in a window. Such a statistical test seems theoretically the better option as it is based on the
properties of the different windows. However, a disadvantage of such a method is that test statistics
and estimators should be calculated for every window-combination, which is computationally more
expensive to implement. Although it seems more expensive and complicated, it might improve the
results. Hence, it could be considered for further research.

This concludes the second part of this report about change detection.
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4 Implementation

In this chapter, we explain how we implemented a filtering and change detection method in the
Verwacht algorithm. Additionally, we will discuss whether implementation of such methods improves
the Verwacht predictions. First, we discuss the implementation of a filtering method and after that
we will consider the implementation of a change detection method.

4.1 Filtering implementation

In this section, we will clarify how the filtering methods from Section 2.4 could be implemented in the
Verwacht algorithm. In Section 2.8, we observed that FT and FL have better results than FC. As FC
is also computationally expensive, we will not consider it for implementation. Additionally, we will
only consider FT and FL using c = 1 as in that case more hospitalizations were kept than for c = 10.

One of the implementation challenges that we faced is that for all methods, computing an optimal
p-value (p̂) is computationally expensive. The Verwacht algorithm receives new data every hour
and hence the clusters are updated every hour. This means that every hour, the clusters should be
divided into training and test sets in order to find p̂. Unfortunately, under the current circumstances
of the Verwacht algorithm it is not possible to find p̂ every hour for all clusters, because this is
computationally too expensive. Hence, the filtering method application as described in Section 2.7
cannot be implemented in that specific format. Therefore, we looked for other methods, based on
the original filtering methods, that are computationally less expensive. First, we investigated in
whether our obtained p̂ values might depend on the characteristics of a cluster, such as the number of
hospitalizations or the number of routes. If that is the case, we could implement a function depending
on, for example, the number of hospitalizations of a cluster to find a p̂ which can be used in the
filtering method.

In Figure 26, we show the plots for the p̂-values plotted against H, R, and the average number of
hospitalizations per route, Hr for FT and FL for Hospital 1. Note that Hr is the average number of
hospitalizations per route in a cluster. In all figures, we see that it is hard to observe a dependence
between the p̂-value and the value it is plotted against. For FT, we could have an exponential relation
between the p̂-values and H, but still it is not possible to find an equation that captures most values.
This is mainly due to the fact that for H < 2000 a wide range of p-values is possible. We do observe
that in most cases, we find a small p̂-value of 0.001.

(a) p̂ vs H, FT (b) p̂ vs R, FT (c) p̂ vs Hr, FT

(d) p̂ vs H, FL (e) p̂ vs R, FL (f) p̂ vs Hr, FL

Figure 26: p̂-values plotted against H, R, and Hr for FT and FL.
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Based on these observations, we are not able to find a p̂-value based on the characteristics of a cluster.
Therefore, we decided to adapt the methods to a simpler format. We tried, for example, applying
a filtering method with a fixed p̂-value for all clusters. Additionally, based on FT, we experimented
with removing all routes with frequency 1. Based on FL, we experimented with only keeping the first
three or four levels as this was often the resulted number of levels after filtering.

Another challenge that we faced for implementation was whether we should remove the complete
hospitalization from the data when its route was filtered or only remove the routes from the routing
tree. The difference is that when we remove the complete hospitalization, we also remove the length
of stay values from that hospitalization. These length of stay values are used in a different part of the
Verwacht algorithm. For now, we decided to remove the entire hospitalization from the data, because
we did not want the Verwacht algorithm to make predictions based on hospitalizations that did not
have a route in the routing tree anymore. However, from this we realized that the correlation between
the length of stay values and the route of a hospitalization requires more research.

We applied the experiments on three different hospitals and from that we obtained mixed results. We
did not observe an improvement for all hospitals for one specific method. This could be due to the
fact that we filter the complete hospitalization from the data when its route is filtered. Hence, the
part of the Verwacht algorithm that processes the length of stay values also changed. It could be that
we affect the predictions of the Verwacht algorithm by removing those length of stay values. Hence,
for further implementation and results of the filtering methods, further research to the connection
between length of stay values and routes of the hospitalizations is required.

4.2 Change detection implementation

In this section, we will elaborate on the implementation of the change detection methods in the
Verwacht algorithm. Both change detection methods, DWM and IWM, were considered for imple-
mentation. In contrary to the filtering method, we did not face many new challenges. Both methods
are computationally cheap enough in order to be processed by the Verwacht algorithm.

In this research the time length of a window was at least one month. In the implementation we set a
variable for this length in order to be open for further research to smaller window lengths. For now,
we obtained the results using the minimum window length of one month.

For both change detection methods, we tested two cases based on different TEuc and TH values. The
first case has TEuc = 0.1 and TH = 150 and the second cases has TEuc = 0.12 and TH = 200. We
implemented those two cases as these combinations of TEuc and TH showed a significant difference in
our experimentation, where for the other combinations the differences were small. Additionally, we
tested the change detection methods in combination with filtering and without filtering.

The results for both change detection methods in combination with filtering did not show an improve-
ment of the Verwacht algorithm. However, this could be mainly due to the filtering part as the results
for this part were already mixed. When we obtained the results for the change detection methods
without filtering, we did observe an improvement in the predictions.

First of all, for Hospital 4, IWM resulted in an improvement, where the combination of TEuc = 0.1
and TH = 150 gave even better results than TEuc = 0.12 and TH = 200. For this hospital, DWM
did not result in significant changes in the predictions. Secondly, for Hospital 5, IWM also resulted
in an improvement. However, for this hospital the combination of TEuc = 0.12 and TH = 200 gave
better results than TEuc = 0.1 and TH = 150. In our research, Hospital 5 was the hospital in which
we detected the least change. This is confirmed by the Verwacht results as, although there is an
improvement, the difference is small. Note that also for Hospital 5, DWM did not result in significant
changes for the predictions. Finally, for Hospital 6, both methods improved the predictions. The
IWM with a combination of TEuc = 0.1 and TH = 150 gave the best results. Based on the results of
the three hospitals, we observe that IWM is able to detect more changes than DWM and detecting
those changes also results in better predictions. Hence, we could conclude that, for non-filtered data,
IWM is the better method to use in the Verwacht algorithm.
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Although, from our research and implementation, IWM seems a successful method, there are still some
options open for further research. For example, currently complete hospitalizations are deleted from
the data whenever a change is detected. This means that, similar as in the filtering implementation,
also length of stay values are removed. Now, we are not entirely sure what the effect is of removing
those values from the Verwacht algorithm, hence, it requires more research to the connection between
changes in the routing tree and changes in the length of stay values. Additionally, if further research
shows that a working filtering method can be implemented, then research to the combination of that
filtering method and the change detection methods is required. This research is required to decide
which combination of methods and parameters (TEuc and TH) gives the best Verwacht results.
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5 Conclusion

In this research, we focused on optimizing a part of the Verwacht algorithm from Performation. The
Verwacht algorithm uses hospitalization data to predict the occupation and arrivals in the hospital
ward. One of the aspects that is used in this algorithm is a routing tree in which the patient routes
are stored. In the report, we focused on two parts considering this routing tree: filtering the routing
tree and detecting change over time in the routing tree.

In the first part about filtering the routing tree, we introduced several filtering methods. The goal of
these filtering methods was to filter low-frequent routes from the routing tree. Meanwhile, the filtered
tree should still be a good representation of all the routes in the data. One of the filtering methods
filtered low-frequent routes based on the total number of hospitalizations. A second filtering method
filtered the routing tree up to a certain level based on the total number of hospitalizations. Both
methods were able to filter a large part of the tree while a large part of the hospitalizations was kept
in the data. The first method filters around 35% of a routing tree, while keeping more than 97% of
the hospitalizations. The second method filters around 45% of the routing tree, while keeping more
than 98% of the hospitalizations. Hence, the second method is able to remove a larger part from the
tree while remaining more hospitalizations than the first method. However, in the second method it
is possible that long high-frequent routes are deleted, while short low-frequent routes are kept. This
is due to the fact that this method does not consider the routes separately, but considers the routes
to a certain level together. The first method does consider the routes separately.

For implementation of the filtering methods, a simpler version was required due to the fact that the
original methods were computationally expensive. Several simple versions of the two filtering methods
were implemented, such as filter all routes with a frequency of one or filter the routing tree removing
all levels after the fourth level. However, for all versions, we received mixed results as in some cases
we saw a slight improvement and in other cases the predictions got worse. We believe that this is
mainly due to the fact that information about the length of stay values was deleted while filtering the
routing tree. Hence, a topic for further research arose about what the connection is between length
of stay values and the routing of a hospitalization.

In the second part of the research, we focused on detecting changes over time in the routing tree.
Currently, data from a time period of six months is used. We introduced a change detection method
where we divide the six months of data in two windows with a minimum time length of one month.
We explained that the data in the windows could be compared with a multinomial where we have the
routes as the categories and the number of hospitalizations as the observations. For every window,
a probability distribution for the routes could be computed. Next, the difference between the two
probability distributions could be measured with the Euclidean distance function.

We introduced two different change detection methods based on such window analysis. The first
method is the Decreasing Window Method (DWM), which starts with the complete data set and
removes data whenever a change is detected. The second method is the Increasing Window Method
(IWM), which starts with the last month and adds data, until a change is detected. For both methods,
we introduced assumptions based on the minimum number of hospitalizations in a window (TH) and
the Euclidean distance threshold TEuc that decides when we detect a change or not. With a simulation
analysis of different multinomials, we selected a few values for these parameters that could give optimal
results.

We implemented the two change detection methods in the Verwacht algorithm and tested different
values for TEuc and TH . Additionally, we tested the change detection methods in combination with
a filtering method and without a filtering method. As expected, the results with a filtering method
did not improve the Verwacht predictions, but this is mainly due to the filtering part. For the change
detection tests without filtering, we did see some improvements. Overall, we gained the best results
for IWM in combination with parameters TEuc = 0.1 and TH = 150.

Thus, from our research, both filtering methods and change detection methods could improve the
Verwacht results. However, for implementation of the filtering methods, more research is required on
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the connection between the routing tree and other components of the Verwacht algorithm, such as the
length of stay values. Note that this further research could also improve the change detection method
results.
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A Box plot theory

A box plot is a visual summary of a distribution. This distribution could be a set of numerical results,
such as the Euclidean distance values of two multinomials. In Figure 27, we show an example of
a box plot together with its concepts. The box in the middle contains all the values between the
25th percentile (Q1) and the 75th percentile (Q3). Hence, the middle 50% of the values from the
distribution are contained inside the box. The line inside the box denotes the median. Additionally,
the Interquartile range (IQR) is the length of the box. The lines on the left and right side of the box
are called whiskers. These whiskers may have a length of at most 1.5 · IQR. The range of the box plot
denotes all values from the outside of the left whisker to the outside of the right whisker. Observations
that have a value outside this range are called outliers. The outside of the left whisker denotes the
minimum observed value and the outside of the right whisker denotes the maximum observed value,
apart from outliers [12].

Figure 27: An example of a box plot with its concepts.

The box-plot format in Figure 27 is the most common way of forming a box plot. However, there
are other options to create a box plot. For example, the length of the whiskers could be enlarged
or the ends of the whiskers could denote the 5th and 95th percentile. In our research, we started by
plotting both the original box plot version and a box plot version based on the 5th and 95th percentile.
However, in all cases the orignal version already contained more than 95% of the simulation results.
Hence, in the report we focus on the main version of a box plot as denoted in Figure 27.

B Overview of measures for filtering methods
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C Results of filtering methods on complete hospitalization data

In Table 21, we state the results for applying FT and FL (see Section 2.4) on the complete hospitaliza-
tion data of the complete hospitals. We did not apply FC as this was computationally too expensive
and from the cluster research we already saw that the results for the other methods were better. For
both FT and FL, we iterated over p-values in the range [0, 0.02] with a step size of 0.00001. This step
size is smaller than the step size we used for the cluster research. This is due to the fact that the
complete hospital consists of many more hospitalizations than the separate clusters. In Table 21, we
see that for both methods we filter a larger part of the tree for c = 10 than for c = 1. However, for
c = 1, we keep more hospitalizations. This agrees with the results of the research per cluster. Note
that for FL we find the same results for c = 1 and c = 10 for two hospitals. This is due to the fact
that the number of hospitalizations from the filtered levels is below the threshold for both p̂(c) values.
Hospital 3, for example, has 383 hospitalizations in level 3, 82 hospitalizations in level 4, and even less
hospitalizations in the further levels. In total this hospital has 21453 hospitalizations and hence both
p̂(c) values result in a threshold for which level 4 and higher are deleted. When we compare FT and
FL, we see that FT filters a larger part of the tree while FL keeps more hospitalizations. This agrees
with the results from the cluster research.

Method k Hospital p̂
v before
filtering

v after
filtering

Ftotal Tdelete
L after
filtering

FT 1 1 0.00008 1992 247 0.978 0.876 4

FT 10 1 0.00031 1992 128 0.962 0.936 3

FT 1 2 0.0002 475 105 0.985 0.779 6

FT 10 2 0.00132 475 39 0.954 0.918 4

FT 1 3 0.00028 302 75 0.988 0.752 4

FT 10 3 0.00909 302 14 0.936 0.954 2

FL 1 1 0.00629 1992 897 0.990 0.550 3

FL 10 1 0.00629 1992 897 0.990 0.550 3

FL 1 2 0.00713 475 236 0.992 0.503 4

FL 10 2 0.01125 475 144 0.981 0.697 3

FL 1 3 0.00406 302 198 0.996 0.344 3

FL 10 3 0.01589 302 198 0.996 0.344 3

Table 21: Results of the three methods applied on complete hospitalization data.

D Data analysis for Hospital 4, 5, and 6

In this section, we show the data analysis for Hospital 4, 5, and 6. In Table 22, we show the number of
clusters, departments, hospitalizations, and hospitalization parts. Additonally, in Table 23, we show
the values of the routing tree data analysis for the three hospitals. Finally, in Table 24, we show the
data analysis values based on the clusters.

Hospital Ndep C H Hpart

Hospital 4 78 58 40518 87906

Hospital 5 68 70 41705 49925

Hospital 6 54 54 54972 69790

Table 22: General data analysis on hospitalization data.
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v R
Frequency
of rmin

Rmin L
H in
last level

Nr levels to
keep 98 % of
H in tree

Hospital 4 5322 2370 1 1554 56 1 6

Hospital 5 1685 1061 1 646 12 2 4

Hospital 6 1988 1367 1 817 12 1 3

Table 23: Data analysis on routing tree of hospitalization data.

v max
c

(vc) min
c

(vc) R max
c

(Rc) min
c

(Rc)
Max nr of
start dep. in
cluster tree

Min nr of
start dep. in
cluster tree

Hospital 4 130.7 743 1 59.3 324 1 39 1

Hospital 5 27.9 192 1 17.8 124 1 28 1

Hospital 6 54.4 300 1 38.6 213 1 32 1

Table 24: Data analysis based on clusters of the hospitalization data.

E Euclidean distance for filtered clusters

After filtering, we again ignore the clusters with only one route left in the cluster. Additionally, for
Hospital 6, we have one cluster after filtering which does not contain any data in the first window, so
we ignore this cluster too. This means that for Hospital 4, 5, and 6, we now consider 41, 50, and 46
clusters respectively. We created three new bar plots for the filtered clusters of the three hospitals,
see Figure 28, Figure 29, and Figure 30.

Figure 28: Bar plot with the Euclidean distance of two windows containing 3 months for the filtered
clusters of Hospital 4.
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Figure 29: Bar plot with the Euclidean distance of two windows containing 3 months for the filtered
clusters of Hospital 5.

Figure 30: Bar plot with the Euclidean distance of two windows containing 3 months for the filtered
clusters of Hospital 6.

We see that indeed for most clusters, the Euclidean distance is lower after filtering. For the clusters
from Table 15, we still see a high Euclidean distance value.

F Box-plot figures for simulations

In this section, we show the box-plots for the simulations of multinomials with 10 and 15 routes.

For the multionmial with 10 routes, we used the following probability vectors:

pmain = [5/10, 1/20, 1/10, 1/25, 1/30, 1/15, 1/20, 1/15, 3/50, 1/30],

psmall = [8/20, 1/30, 1/20, 3/25, 1/15, 1/25, 1/10, 1/10, 1/20, 1/25],

plarge = [9/40, 3/40, 3/20, 1/25, 1/30, 1/10, 3/25, 1/15, 7/50, 1/20].
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Additionally, for the multinomial with 15 categories, we use:

pmain = [1/3, 1/20, 1/15, 1/25, 1/30, 1/20, 1/20, 1/15, 3/50, 1/30, 2/25, 1/30, 1/30, 1/25, 3/100],

psmall = [2/9, 1/15, 1/20, 1/20, 1/30, 1/15, 1/25, 1/15, 2/25, 1/15, 1/25, 1/25, 7/90, 3/50, 1/25],

plarge = [1/15, 1/20, 1/15, 2/25, 4/45, 2/15, 1/20, 1/15, 2/50, 7/90, 2/25, 1/15, 1/30, 1/25, 3/50].

Figure 31: Boxplots for multinomial with 10 categories, pmain in both windows, and different n.
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Figure 32: Boxplots for multinomial with 10 categories, pmain in W1 and psmall in W2, and different
n.

Figure 33: Boxplots for multinomial with 10 categories, pmain in W1 and plarge in W2, and different
n.
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Figure 34: Boxplots for multinomial with 15 categories, pmain in both windows, and different n.

Figure 35: Boxplots for multinomial with 15 categories, pmain in W1 and psmall in W2, and different
n.
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Figure 36: Boxplots for multinomial with 15 categories, pmain in W1 and plarge in W2, and different
n.

G Window images per cluster

Figure 37 shows the bar-plot images for seven months of Cluster e-34 from Hospital 5. In Table
25, we show the number of hospitalizations and routes per window. Both change detection methods
detected a change between window 4 and window 5 of this cluster. As a result the first four months
are deleted and only month 5 and month 6 are considered for prediction. The Euclidean distance
between the remaining months after change detection and month 7 indeed is lower than the Euclidean
distance between month 1-6 and month 7. Hence, in this case, the change detection methods ensure
an improvement.
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(a) Window 1 (b) Window 2 (c) Window 3

(d) Window 4 (e) Window 5 (f) Window 6

(g) Window 7

Figure 37: Hospital 5 cluster e-34 divided in 7 windows with length one month.

Window i H(Wi) R(Wi)

1 74 20

2 104 22

3 87 19

4 80 18

5 74 16

6 82 11

7 88 16

Table 25: H and R per window
for cluster e-34 of Hospital 5.

Window i H(Wi) R(Wi)

1 107 16

2 239 20

3 260 20

4 283 24

5 272 23

6 403 23

7 343 21

Table 26: H and R per window
for cluster l-1 of Hospital 6.

Window i H(Wi) R(Wi)

1 75 12

2 86 15

3 72 15

4 103 15

5 105 15

6 81 17

7 88 16

Table 27: H and R per window
for cluster e-1 of Hospital 6.

Figure 38 shows the bar-plot images of cluster l-1 from Hospital 6. In Table 26, the number of
hospitalizations and route per month are stated. For this cluster, the Decreasing Window Method
detects a change between window 2 and 3. Hence, with this method, months 3 till 6 are considered for
prediction. The Increasing Window Method already detects a change between month 5 and month 6.
Hence, with this method only month 6 is considered for prediction. For both methods, the remaining
months gave a lower Euclidean distance when we compare them with month 7 than when we compare
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month 1-6 with month 7.

(a) Window 1 (b) Window 2 (c) Window 3

(d) Window 4 (e) Window 5 (f) Window 6

(g) Window 7

Figure 38: Hospital 6 cluster l-1 divided in 7 windows with length one month.

In Figure 39, we show the bar-plot images for seven windows of cluster e-4 from Hospital 6. Addi-
tionally, in Table 27 the number of hospitalizations and routes per window are shown. In this cluster,
both methods detected a change between month 3 and 4. Hence, with both methods only months 4,
5, and 6 are considered for prediction. When we look closely to the images, we see that W1, see Figure
39a is the most similar to W7, see Figure 39g. We indeed observe a change between the first three
months and month 4 till 6. Hence, we could assume that both methods correctly detect the change.
However, when we compare month 4 till six with month 7, we find a lower Euclidean distance than
when we compare months 1-6 with month 7. This is mainly due to the fact that W1 is similar to W7.
In this cluster it seems that there is another change happening between month 6 and 7, but as we do
not know what the future will bring, we cannot predict the changes that happen in the future.
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(a) Window 1 (b) Window 2 (c) Window 3

(d) Window 4 (e) Window 5 (f) Window 6

(g) Window 7

Figure 39: Hospital 6 cluster e-4 divided in 7 windows with length one month.

H Change detection results for non-filtered data

Note that for non-filtered data slightly more clusters are considered. For Hospital 4, we have 36
clusters while using TH = 150 and 33 clusters for TH = 200. Additionally, for Hospital 5, we have 37
and 30 clusters for TH = 150 and TH = 200, respectively. Finally, for Hospital 6, we have 42 clusters
with TH = 150 and 38 clusters while TH = 200.
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Hospital TH TEuc nequal nimprove nworse

4 150 0.08 32 1 3

4 200 0.08 28 2 3

4 150 0.1 34 0 2

4 200 0.1 31 0 2

4 150 0.12 34 0 2

4 200 0.12 31 0 2

5 150 0.08 33 3 1

5 200 0.08 27 3 0

5 150 0.1 34 3 0

5 200 0.1 27 3 0

5 150 0.12 36 1 0

5 200 0.12 29 1 0

6 150 0.08 37 3 2

6 200 0.08 35 2 1

6 150 0.1 39 3 0

6 200 0.1 36 2 0

6 150 0.12 42 0 0

6 200 0.12 38 0 0

Table 28: Performance measures of the Decreasing Window Method on non-filtered data.

Hospital TH TEuc nequal nimprove nworse

4 150 0.08 28 4 4

4 200 0.08 27 3 3

4 150 0.1 33 1 2

4 200 0.1 31 1 1

4 150 0.12 34 1 1

4 200 0.12 31 1 1

5 150 0.08 32 4 1

5 200 0.08 27 3 0

5 150 0.1 34 2 1

5 200 0.1 28 2 0

5 150 0.12 35 2 0

5 200 0.12 28 2 0

6 150 0.08 35 4 3

6 200 0.08 32 3 2

6 150 0.1 37 3 2

6 200 0.1 34 2 2

6 150 0.12 40 1 1

6 200 0.12 37 1 0

Table 29: Performance measures of the Increasing Window Method on non-filtered data.
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