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Abstract

Geodesic tractography is a promising approach to finding white matter fibers in diffusion-
weighted MRI data, but suffers from long computation times when large bundles must be
found. For a fixed geodesic computation time Tt and a bundle with O(n) voxels in its seed
and target regions, the straightforward brute-force algorithm has a running time of O(Ttn

2).
This computation time is prohibitive for practical clinical use. Furthermore, simply matching
complete seed and target regions may include parts that are not actually well-connected due to
e.g. segmentation inaccuracies. Building on anatomical and practical assumptions and using an
existing point-to-point geodesic tractography algorithm, we present an efficient algorithm for
region-to-region geodesic tractography that connects only well-connected regions, based on iter-
ative refinement of a Delaunay tesselation of sample points. This algorithm achieves a running

time of O
(
Ttn

2/δ40 +TtA
2

k∑
i=1
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2
i

]2)
where (δi)

k
i=0 is a sequence of sampling scales and A

is the surface area of the well-connected regions. A small modification allows a further speedup

at some cost to the theoretical accuracy, for a running time of O
(
Ttn

2/δ40 + TtA
k∑

i=1

[δi−1/δ
2
i ]
)
.

On the Frontal Aslant Tract (FAT) in clinical DWI data the algorithm achieves an order
102 speedup over the brute force algorithm with suitably tuned parameters. With the further
speedup modification included, the speedup is of the order 103, while the accuracy is preserved.
The brute force results are not always well-approximated by the iterative refinement algorithm
due to high-connectivity isolated outlier fibers generated by the point-to-point geodesic trac-
tography algorithm. On the Optic Radiation (OR) in clinical DWI data, the algorithm achieves
a speedup of order 10, both with and without the additional speedup modification. In all cases,
the OR bundle is found accurately. The presented algorithm promises to be a suitable and
efficient bundle construction method, but more experimentation on a variety of other bundles
and parameter configurations is required.

1 Introduction

In brain tumor surgery, one aims to remove as much tumor tissue as possible in order to increase
the survival rate of patients. However, to prevent serious and permanent cognitive impairments,
care must be taken that important brain structures are not damaged too much in these procedures.
Especially white-matter bundles of neurons, called fiber tracts, or tracts for short, are hard to
locate precisely, but can have significant consequences if damaged [14, 4, 6]. When it is assessed
that damage to imporant tracts can result from tumor removal, the location of these tracts can
be detected during awake surgery by electrical stimulation, by having the patient perform various
tasks under stimulation. However, without having a good estimate of the location and function of
important tracts, this is a lengthy process and is only performed if absolutely necessary [14, 4, 6]
due to the added risks. The tool that can be used to estimate the locations and extent of these
tracts in-vivo without invasive surgery is tractography. Based on water diffusion profiles measured
using diffusion-weighted magnetic resonance imaging (DWI), one attempts to reconstruct the fiber
pathways that produced the given diffusion profiles. This way, surgeons can get a rough idea of the
locations of important tracts, such that they can search in a more targeted way or, if the confidence
in the tractography results is high, not perform electrical stimulation at all.
We presently have a tractography algorithm available [13], which finds individual fibers between
two chosen points. However, in practice one wishes to find the entire bundle of fibers connecting
two three-dimensional brain regions. Simply connecting all pairs of voxels in these two regions is
not good enough, since one ends up with fibers that may not be part of the bundle, e.g. due to the
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seed and target regions not being specified with perfect accuracy or due to the fact that a point
in one region is not connected to any point in the other region. Furthermore, calculating a fiber is
expensive time-wise, and becomes prohibitively costly when all possible connections between seed
and target regions are calculated. Especially when the resolution of DWI scans increases in the
future, the quadratic increase in the amount of connections that need to be computed this way will
further obstruct practical usage of such an algorithm.
Therefore, a more efficient algorithm is required. Firstly, we must specify what constitutes the
“correct” bundle we are looking for. Secondly, we must ensure that we can find this bundle while
significantly reducing the amount of fibers we need to calculate. We do this by using a coarse-to-fine
approach, where we iteratively refine a set of sample points in such a way that we should not miss
any “interesting” fibers, while saving a significant amount of computation.

2 Problem definition

Given a seed region S and a target region T , specified as two sets of O(n) voxels in a three-
dimensional diffusion-weighted MRI image, we need to find the bundle of fibers that best connects
these two regions. The best connection is defined to be the optimal matching of the subsets of
start and target voxels that are ‘well-connected” by the connectivity scores of their connections.
We explain the precise meaning of this in Section 2.2.

2.1 Data and input

We are given a set of DWI data consisting of a three-dimensional grid of voxels, where each voxel
represents a diffusion tensor indicating the diffusion profile at that location. Each tensor D can be
represented by a 3× 3 symmetric positive definite matrix, which can be visualized as an ellipsoid.

2.1.1 Seed and target specification

The seed and target regions are specified either manually or by some automatic segmentation. In
both cases, a subset of the voxels in the data set is marked as seed voxels and a subset is marked
as target voxels. See Figure 1 for an example set-up where the seed and target region of the Optic
Radiation (OR) bundle are marked.

2.2 Desired result

A well-defined “golden standard” of bundles, from which desirable properties can be derived, does
not exist. We can derive a number of properties from anatomical knowledge.
One property that must hold for real fibers is that a path along any real fiber must be a path
of high diffusion. In our geodesic tractography paradigm, this means we can consider a geodesic
to correspond to a real fiber if the length of the geodesic in some metrized space induced by the
diffusion data is small compared to the Euclidean length. This gives rise to the connectivity score
of a geodesic, which is further expanded on in Section 3.2. We assume that the bundle we wish to
find is the result of an optimal matching between all “actual” seed points and all “actual” target
points, where the optimality of the matching is determined by the connectivity score of the fibers.
Since we cannot assume that the “actual” seed and target regions are chosen with perfect accuracy,
we cannot simply take the best matching of all points in the specified seed and target regions based
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Figure 1: Sagittal view and axial view of the marked voxels of the seed region (purple) and target region
(yellow) of the Optic Radiation (OR) bundle.

on connectivity. Therefore, we need to make a somewhat ad hoc choice in the definition of the
desired result. We prune the seed and target region points by connectivity, removing those that
have no fibers with a connectivity above some threshold i.e. we prune voxels whose best connection
is below some threshold. The desired result is the set of fibers that result from the optimal matching
of the remaining seed and target points. The threshold must be chosen in some meaningful way,
for example interactively by medical experts. Note that we do not discard all fibers that have a
connectivity below the threshold, so that these may still appear in the final result. We choose to
include these fibers because we want to find the best matching between well-connected voxels, even
if the individual connections are not exceptionally good.
Having defined a “target” bundle, we need a way to compare output bundles to this target and
quantify how well the results match the target. We do this by designing a number of distance
measures, which are presented in Section 3.4. An important fact to keep in mind is that false
positive connections are not an important factor when scoring the results. Any connections that
should not be present (e.g. due to being anatomically impossible) can be quickly identified by
experts and subsequently pruned from the results. Therefore we will mostly look at how well the
“true” bundle is contained within the results we generate and leave the generation of a perfectly
matching bundle as future work.

2.3 Assumptions

Without any assumptions on the data we cannot hope to derive an algorithm that is more efficient
than simple brute-force computation of all possible fibers, since it would then always be possible
to “miss” an arbitrarily good fiber. Therefore, we pose a number of necessary assumptions on the
structure of the data using neurological evidence.

2.3.1 Seed and target regions are at least two-dimensional

To make useful theoretical guarantees on the amount of seed points we generate (see Section 3.3) we
need to assume some regularity on the seed and target regions. In particular, we assume that the
seed and target regions are at least two-dimensional, in the sense that they can only be “thin” in
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Figure 2: Illustration of retinotopic mapping. In subfigure A the visual cortex is highlighted in orange. In
subfigure B we see that part of the image is mapped onto the visual cortex in a way that preserves local
distances. Taken from [16].

one dimension. This means we exclude seed and target regions that are very thin in two dimensions
and are thus essentially one-dimensional lines in three-dimensional space.
This assumption is valid when considering brain regions, since all regions of interest are either
three-dimensional brain cores or two-dimensional cortical surfaces.

2.3.2 Topographic organization

We assume that points that are close to each other in one region connect with points that are
close to each other in another region. While research is still ongoing in this area and the property
does not hold uniformly for all brain functions [10], this assumption is reasonable within single
fiber bundles. For example, the Optic Radiation (OR) tract has been shown to have this property,
where it is called “retinotopy” or “retinotopic mapping” [16] (see Figure 2). This property is also
found in the auditory system, where it is called “tonotopy” [3]. This assumption is critical for the
iterative refinement algorithm in Section 4.2, since we assume that the boundary of the seed region
is connected to the boundary of the target region. We also use this assumption for further speedup
in the modification presented in Section 4.2.2.

2.3.3 The “actual” well-connected regions are contained in the initial regions

We assume that there is some “actual” well-connected region in both specified initial regions and
that it is these regions that should be connected. Since these actual regions cannot be specified
with perfect accuracy, we instead assume that the well-connected regions are fully contained inside
the specified regions. This way, the presented algorithms do not need to search for fibers starting
or ending outside of the specified initial regions. Figure 3 shows an example of a seed region used
when finding the Frontal Aslant Tract (FAT) in blue, where we may imagine that the green area is
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Figure 3: Hypothetical example of a well-connected region being contained in the initial region. The blue
region is a seed region of the Frontal Aslant Tract (FAT). The green region is fully contained within the
blue region and strictly smaller. We may imagine that the green region is the actual well-connected region.

the actual well-connected part.

2.3.4 Sharp difference in connectivity between interior and exterior of bundles

In order to detect the boundary area between the bundle interior and the bundle exterior, the
algorithm must find that there is a fairly large difference in connectivity between connections inside
and outside the bundle we want to find. If the connectivity difference is very gradual, the iterative
refinement algorithm presented in Section 4 will keep shrinking the search area or not converge at
all. We explain this issue further in Section 4.2.1.

2.3.5 Connectivity accurately indicates the biological plausibility of a geodesic

We rely on connectivity scores (elaborated on in Section 3.2) to tell us if a geodesic is a biologically
plausible connection or just a geodesic between two points that are not in fact connected. Although
it may not be possible to construct a connectivity measure that perfectly measures the plausibility
of a geodesic, in the following we assume that the connectivity measure we use are given and
focus on obtaining a speedup over brute force algorithms. As our connectivity measures are fairly
simplistic, further research is required to obtain more effective measures. If a generally applicable
measure does not exist, we may incorporate anatomical knowledge of specific bundles to enhance
the measures when dealing with these bundles.

3 Preliminaries

Before presenting the algorithms, we explain some background theory. We explain the existing
point-to-point geodesic tractography algorithm, the connectivity measures, some point sampling
theory and a set of bundle distance measures.

3.1 Point-to-point geodesic tractography

We have an existing fiber tractography algorithm available [13], which we briefly explain below.
Conventional tractography algorithms only assume a starting point and direction, and attempt to
follow the direction of largest diffusion until some stopping criterion is met. In our implemen-
tation, we use a geodesic tractography algorithm, where we derive a metric from the DWI data
and find geodesics with respect to this metric. A geodesic is a locally length-minimizing curve in
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some metrized space. We thus solve a second-order ODE problem, while conventional methods
solve a first-order ODE. The metric is constructed in such a way that shortest paths correspond
to paths of high diffusion, which means that geodesics in this space correspond to paths of lo-
cally maximal diffusion. Since any two points in this space can be connected by a geodesic due to
geodesic completeness (by the Hopf-Rinow theorem [11]), we can not assume that all geodesics we
find are actual fibers. We will however assume that all actual fibers correspond to geodesics. The
result is thus a superset of all actual fibers when we apply geodesic tractography to an entire bundle.

Let D be the grid of diffusion tensors. We want to construct a metric g from these tensors in
such a way that short paths correspond to paths of high diffusion. The most straightforward way is
to set g = D−1 pointwise. However, evidence suggests that using g = adj(D) = det(D)D−1 i.e. the
adjugate of the diffusion tensors, gives better results in practice [8]. Therefore, we set g = adj(D)
in the remainder of this work. The geodesics are then found by solving a minimization problem on
the length functional, which represents the distance covered by a curve γ in the metric g:

Lg(γ) =

1∫
0

√
γ̇(t)ᵀg(γ(t))γ̇(t)

where we find the curve γ(t) that locally minimizes Lg(γ) and connects a fixed starting point γ(0)
to a fixed end point γ(1). Finding the global minimum is not feasible due to the high dimensionality
of the problem. Furthermore, any local minimum corresponds to a geodesic, so finding the global
minimum is not necessary for our purposes. Solving this minimization problem is equivalent to the
second-order ODE mentioned before.
The minimization problem is solved with a coarse-to-fine approach to ensure stability, where we
blur the data with Gaussian kernels φσ of varying size. We thus employ a scale space of metrics.
However, we run into an issue when we try to obtain a blurred metric from the DTI tensors D. As
shown by Florack and Van Assen [7], it turns out that the operations of inverting and blurring do
not commute i.e.

D−1 ∗ φσ 6= (D ∗ φσ)−1

Consequently, we also have that

adj(D) ∗ φσ 6= adj(D ∗ φσ)

Since this is a desirable property, we use a different scale space generator instead

gσ(x) = exp
(
log(adj(D)) ∗ φσ

)
(x)

We then find the minimum by iteratively reducing the scale of the metric. We initialize with a large
scale, such that the metric is nearly Euclidean. In this case, the geodesics are nearly (Euclidean)
straight lines. Then, for each scale in the scale space, we use the geodesic from the previous scale
as initialization until we reach the smallest scale.

A disadvantage of geodesic tractography is the possibility of so-called shortcuts. It can occur
that a path of low diffusion is still locally the shortest path if its Euclidean length is very small, as
shown in Figure 4a. This is undesirable, since we only want high diffusion paths. We alleviate this
problem by “sharpening” the metric. We introduce a parameter ε which increases the anisotropy
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(a) ε = 1.0 (b) ε� 1.0

Figure 4: Example of geodesic tractography applied to a synthetic data set (a) without and (b) with tensor
sharpening. The ellipses represent the diffusion tensors at each point, color-coded by their highest-diffusion
direction. The green line represents the geodesic found between its two endpoints. We want the geodesic to
follow the u-curve, as that is clearly the way the “bundle” behaves, but we see that we need to sharpen the
tensors in order to prevent the shortcut being taken.

of the metric tensors, thus causing paths of high diffusion to become even shorter. When ε = 1.0,
the metric is unchanged. When ε is decreased, the metric is sharpened. In Figure 4b we show the
shortcut example with ε reduced. In our experiments we use various values of ε to demonstrate its
effect.

3.2 Connectivity measure

In our algorithm we need to measure the biological plausibility of geodesics in some quantitative
way. We do this with a connectivity measure, which roughly measures how well a geodesic follows
a path of high diffusion. The connectivity measure C is given by

C(γ) =
LE(γ)

Lg(γ)
(1)

where γ is a geodesic, LE(γ) is the length of γ in Euclidean space and Lg(γ) is the length of γ
in the metrized space (using metric g = adj(D)). We see that C(γ) is large if γ follows a path
that is short in the metric induced by D, which means it follows a path of high diffusion. We then
normalize the measure by multiplying this value with the Euclidean length of γ, such that C(γ)
does not depend on the Euclidean distance between the points that are connected by γ.

3.3 Sampling scales

In order to obtain a speedup over simple brute-force computation of all connections, we present
algorithms that operate on a coarse set of sample points that is gradually refined. In the next section
we will see that the performance of the presented algorithms critically depends on the “typical”
distance between sample points that are used. Therefore, we need some notion of how dense a given
set of sample points is.
We define a sampling scale δ of a set P of sample points to be the supremum over the entire seed
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Figure 5: Example of a set of sample points with sampling scale δ in a rectangular seed region. The black
points represent the set of sample points. The red point s is an arbitrary point in the seed region. Drawing
a circle with radius δ, we see that this circle contains one sample point.

or target region S of the distance to the sample points P i.e.

δ = sup
s∈S

min
p∈P
‖s− p‖ (2)

where we measure the distance in units of voxels.
A sampling density δ implies that a ball of radius δ centered around any point in the seed or target
region must contain at least one sample point. Figure 5 shows an example set of sample points
with sampling scale approximately equal to δ, where for some point p we draw a ball of radius δ
and observe that it contains a sample point.
Note that δ does not give an upper bound on the amount of sample points. For example, an
extremely inhomogeneous distribution of sample points with sampling scale δ will have a much
higher amount of sample points than a homogeneous distribution of points with the same sampling
scale. To ensure that we do not generate “too many” sample points while only looking at δ, we
assume that the amount of sample points in a region consisting of n voxels is of the orderO(n/(2δ)d),
where d is the dimension of the sampling space. For brain core areas, a value of d close to 3 fits best,
while for cortex areas, a value of d close to 2 fits best. Since always 2δ ≥ 1 we can set d = 2 and
use n/(2δ)2 as an upper bound in all practical cases. The distance transform sampling algorithm
in Section 4.3.2 respects this bound.

3.4 Bundle distance measures

To quantify how similar a bundle is to the desired bundle, we need distance measures for these
bundles. We want the exterior of the resulting bundle to match the exterior of the desired bun-
dle. Knowledge of the interior of the bundle is not essential, since only the extent of the bundle
contributes to medical decisions. Therefore, when the exterior of two bundles match, the distance
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between them should be zero. We define the exterior of a bundle to be the union of convex hulls
of each “slice” of the bundle, where a slice is the set of connection points at a given arclength
parameter value. Since we assume that the bundles we compare have the same seed and target
regions, using the arclength parameter makes sense. Formally we want a metric on the space of
equivalence classes of bundles, where bundles are equivalent if their exteriors are the same.
Given two bundles A and B, consisting of fibers {a1, ..., an} and {b1, ..., bm} respectively, we want a
measure that gives the distance d(A,B) between A and B. Since a distance measure that is also a
metric on this space is rather complex, we choose to construct a “distance profile”, where we have
three pseudo-metrics dc, dd, dcov that together give an indication of the differences between bundles.
Note that due to the fact that they are pseudometrics we do not have d(A,B) = 0 ⇔ A ' B, but
we do have that

A ' B ⇒ dc(A,B) = 0 ∧ dd(A,B) = 0 ∧ dcov(A,B) = 0

The last distance measure, dA, gives an asymmetric distance indicating how well bundle A is
contained in bundle B. This way, we can ignore false positive connections in the results we generate
if we set the target bundle to be A and our generated bundles to be B.
Due to time constraints this measure was not implemented and tested experimentally. We leave
this as future work.

3.4.1 Center line distance

We define the center line of a bundle to be the average of all connections parametrized by their
arclengths. For a bundle A consisting of a set of fibers {a1, ..., an} parametrized by their arclength
we have the center line cA as follows

cA(t) =
1

n

n∑
i=1

ai(t) (3)

We can compare the center lines of the two bundles directly, using for example the Fréchet distance,
which is defined as follows. Let c1(t), c2(t) be two curves and α(t) and β(t) reparametrizations of
these curves. Then the Fréchet distance dF between c1 and c2 is given by [1]

dF (c1, c2) = inf
α,β

max
t
‖c1
(
α(t)

)
− c2

(
β(t)

)
‖ (4)

Let cA denote the center line of bundle A, cB the center line of bundle B and dF the Fréchet
distance between two curves. Then the center line distance measure dc is given by

dc(A,B) = dF (cA, cB) (5)

3.4.2 Diameter distance

To capture the amount of spread of connections around the center lines, we can compare the
maximum of the distances to each connection from each point along the center line.
Let ai(t) denote the position along connection ai at parameter value t and cA(t) the position along
the center line of bundle A, using the arclength parameter. Then, for each value of t, we find
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maxi ‖cA(t)− ai(t)‖ and compare this to maxi ‖cB(t)− bi(t)‖.
The resulting distance measure dd is given by

dd(A,B) =

∫ 1

0

∣∣∣∣max
i
‖cA(t)− ai(t)‖ −max

i
‖cB(t)− bi(t)‖

∣∣∣∣dt (6)

Note that this measure is invariant under independent bundle translations and under rotations of
both A and B.

3.4.3 Covariance distance

To take the shape of the bundles into account as well, we can look at the covariance of the distri-
bution of connections around the center lines.
At each value of t, we calculate the empirical covariance of {a1(t), ..., an(t)} and of {b1(t), ..., bn(t)}.
The resulting covariance matrices can be compared using the Frobenius norm ‖ · ‖F

dcov(A,B) =

∫ 1

0

‖Cov(a1(t), ..., an(t))− Cov(b1(t), ..., bm(t)‖F dt (7)

where

Cov(a1(t), ..., an(t)) =
1

n− 1

n∑
i=1

(ai(t)− cA(t))(ai(t)− cA(t))ᵀ (8)

and

‖A‖F =

√∑
i,j

a2ij =
√

Tr(AᵀA) (9)

Note that this measure is invariant under independent bundle translations.

3.4.4 Directed Hausdorff distance with Fréchet distance function

Lastly, we also consider a measure that quantifies how well a bundle is contained in another bundle.
Since our algorithm generally generates supersets of the desired bundles (recall Section 3.1), we
wish to know how well the desired bundle is contained in the results of our algorithm.
Let A denote the desired bundle and B denote the result of our algorithm. For each fiber a in A
we find the “best-matching” fiber b in B, where the best match is given by the fiber that minimizes
the Fréchet distance. We then find the fiber a in A that maximizes this best match, i.e. we take the
distance of the “worst” fiber in A to its best match in B. Formally we have the following measure

dA(A,B) = max
a∈A

min
b∈B

dF (a, b) (10)

where dF is the Fréchet distance. We can thus interpret this measure as the directed Hausdorff
distance from A to B, using the Fréchet distance as the distance function on the elements of A and
B.
Note that this measure is not symmetric.

As mentioned before, this measure was not implemented and subsequently not tested due to time
constraints.
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3.4.5 Examples

We show two-dimensional examples illustrating the differences between the distance measures.
Figure 6 shows an example where the Fréchet distance is large, while the diameter distance is
small. Figure 7 shows an example where the Fréchet distance is small, while the diameter distance is
large. We show two-dimensional slices of a three-dimensional bundle pair to illustrate the covariance
distance in Figure 8. Finally we illustrate the directed Hausdorff distance using Fréchet distance
as distance function in Figure 9.

Figure 6: Example two-dimensional bundles demonstrating the Fréchet distance. We show two bundles, one
in blue and one in red, with bold center lines. In the top image, the Fréchet distance is small, since the
center lines stay close to each other. In the bottom image, the red bundle has a large deviation away from
the blue bundle, resulting in a large Fréchet distance.

3.5 Brain anatomy

In order to describe visual results on brain data, we need some terminology from brain anatomy.
Figure 10 illustrates the terms we use. We call a frontal view a “coronal” view, a side view “sagittal”
and a top-down view “axial”.
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Figure 7: Example two-dimensional bundles demonstrating the diameter distance. We show two bundles,
one in blue and one in red, with bold center lines. In the top image, the diameter distance is small, since
both bundles have similar distances between their center lines and fibers. In the bottom image, the blue
bundle has a much larger average distance between its center line and fibers than the red bundle, so the
diameter distance is large.
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Figure 8: Example demonstrating the concept of the covariance distance measure. Each subfigure shows a
slice of two bundles, where the red points belong to one bundle and the blue points to the other bundle. The
red en blue ellipses represent the 2D projected covariance at each slice. The difference between these ellipses
is captured in the covariance distance measure.
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Figure 9: Example two-dimensional bundles demonstrating the directed Hausdorff distance using the Fréchet
distance as distance function. We take the blue bundle to be the “small” bundle and measure how well it is
contained in the “large” red bundle. In the top image, the blue bundle is well contained in the red bundle,
leading to a small distance. In the bottom image, the blue fibers do not have red fibers that are close in
Fréchet distance, which means the total distance will be high. Note that the distance is high in both cases if
we switch the roles of the red and blue bundles.

Figure 10: Illustration of the planes and directions that are used when presenting slices of brain data.
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4 Algorithms

Here we present the algorithms that solve the posed problem. First we describe a brute-force algo-
rithm that by definition always finds the desired bundle, but is prohibitively slow in practice. Next,
we present an algorithm based on iterative refinement of a set of sample points, which approximates
the desired bundle and results in a significant speedup. Finally, we present a small modification to
this algorithm to further reduce the amount of connections that need to be computed.

4.1 Brute force algorithm

We consider the set of seed points S = {s1, ..., sn} and the set of target points T = {t1, ..., tm} and
calculate the geodesic between each pair si, tj . We then prune the set of seed and target points to
only include points that are well-connected. For each seed point, we find the maximal connectivity
over all fibers starting at this point. Then, we remove the points for which this value falls below a
certain threshold. This process is repeated for the set of target points. Then, the optimal matching
is constructed using the remaining seed and target points and their connections. For this we can
use the efficient Munkres optimal assignment algorithm (also known as the Hungarian algorithm).
The resulting bundle is the set of tracts obtained from the matching.
The result of this algorithm serves as the benchmark with which we compare the other algorithms.

The most important drawbacks of the algorithm are the ad-hoc threshold on the region prun-
ing and the high computational cost. When the threshold is set high, a large amount of points
is pruned and we end up with a small bundle connecting two small areas. The opposite happens
when the threshold is low. See Figure 11 for an example on the Optic Radiation (OR) bundle. As
discussed in Section 2.2, the choice of this threshold will need to be determined on a case-by-case
basis and in cooperation with medical experts.

4.2 Iterative refinement algorithms

To find the desired bundle more efficiently, we must avoid calculating all possible connections. One
way to do this is to use a coarse-to-fine approach, where we initially consider the problem using a
rough sampling and refine this sampling iteratively until we reach an acceptable result. The general
approach is as follows:

1. Sample points in the seed region and target region

2. Partition the seed and target regions using the sampled points

3. Determine in which parts of the partitioned regions to continue, we call these the “active”
parts

4. Re-sample more finely in these active parts and repeat

This avoids having to calculate all connections by restricting the finest round of sampling to areas
that are “interesting” in some sense. The quality of the results depends critically on the restriction
strategy, since one may end up in local optima or not converge to an optimum at all when the
restrictions are chosen poorly.

From the above list we see that a number of choices must be made:
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Figure 11: Brute force algorithm applied to the Optic Radiation (OR) bundle with increasing (left to right)
connectivity threshold on the seed and target regions. The fibers are color-coded by direction.

• A sampling strategy for the initial region sampling. This is expanded on in Section 4.3. It is
important that the space partition resulting from the initial sampling is representative enough
of the initial regions, such that we do not exclude important parts from searching or include
parts that are outside of the initial regions.

• The way in which we partition the regions using the initial sample points.

• The labeling of “active” parts. It is especially important to not mislabel an interesting part
as “inactive”, as we could miss the global optimum. Evidently, if there was no underlying
pattern or structure in the data, there would be no way to discard any parts as “inactive”,
since any arbitrary point within any region may have an excellent connection independently
of the properties of the points around it. We must therefore somehow use the connectivity
measure and the fact that we are looking for a cohesive bundle structure.

• A sampling strategy for the refinement. This is expanded on in Section 4.4.

4.2.1 Iterative refinement of Delaunay tesselation

We choose to partition the seed and target regions using a Delaunay tesselation of the sample
points. This results in a partitioned convex hull of the sample points. Care must be taken that
non-convex regions are partitioned correctly this way. A Delaunay tesselation on a non-convex
region will have parts of or entire tetraheda “sticking out”. We address this issue by modifying the
sampling strategies used on the tetraheda in the refinement stages of the algorithm (see Section
4.4). The most important property of Delaunay tesselations that we use is that the circumsphere
of any tetrahedon in the tesselation does not contain any points other than the vertices of the
tetrahedon itself. This means that if the sample points are somewhat uniformly distributed, sample
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points that are in the same tetrahedon will be close together, which is useful when one wishes to
assign localized properties to tetreheda based on the properties of their points.

We tackle the speedup problem by reducing the dimensionality of the space in which we sam-
ple. Instead of finding the entire three-dimensional well-connected regions, we attempt to find the
two-dimensional boundaries of these regions. For this to work we need the assumption of topologi-
cal organization, which states that areas that are close together in the seed region are connected to
areas that are close together in the target region and vice versa. This implies that the boundary of
the seed region is connected to the boundary of the target region, which allows us to only construct
connections between the region boundaries without losing important information.

Starting with the initial sampling, we find a fiber connection all pairs of seed and target sample
points. We then calculate the connectivity of each tract generated this way and use the connec-
tivity associated with the fibers to choose which points are “well-connected” and which are not,
according to some threshold. The choice of this threshold is critical but not straightforward. As a
first implementation we use a relative threshold, where we take a fraction 0 ≤ λ ≤ 1 of the highest
connectivity as a threshold. In Section 8.2.5 we discuss how a better substantiated choice for this
threshold may be derived.

Since we use the connectivity scores of tetrahedon vertices to determine the status of a tetra-
hedon, we want to avoid large distances between tetrahedon vertices. To regularize the tesselation
near the domain boundary, we add a band of “dummy” sample points around the sampling domain.
These samples are not used to construct any connections and are always set to poorly connected,
but are included in the Delaunay tesselation. This way, we have less stretched out tetraheda near
the domain boundary, without affecting the correctness of the algorithm.
In each iteration we go through the following process:

• Divide the remaining space using a Delaunay tesselation of the current sample points.

• Label sample points as “+” or “-” depending on the connectivity of the best connected fiber
starting or ending at the sample point.

• For each tetrahedon, label it as “active” if vertices have differing labels, label it as “inactive”
otherwise.

• Re-sample in all active tetraheda.

Figure 12 shows a small two-dimensional example of the active region determination process.
Algorithm 1 presents the algorithm in detailed pseudocode.
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Algorithm 1: Bundle construction using Delaunay tesselation

Data: A seed region and target region, given as two sets of marked voxels.
λ: relative connectivity threshold with 0 ≤ λ ≤ 1
(δi): sequence of sampling scales
k: number of iterations
Result: A bundle connecting the well-connected parts of the seed region and target region.

1 Ps ← sample points in the seed region with sampling scale δ0
2 Pt ← sample points in the target region with sampling scale δ0
3 Ds ← band of “dummy” sample points with sampling scale δ0 around the seed region
4 Dt ← band of “dummy” sample points with sampling scale δ0 around the target region
5 for i← 0 to k − 1 do
6 Ts ← Delaunay tesselation of Ps ∪Ds

7 Tt ← Delaunay tesselation of Pt ∪Dt

8 Connect and score all pairs (p1, p2) ∈ Ps × Pt
9 C ← maximum score over all connections

10 for each point p in Ps ∪ Pt do
11 if maximum of all scores from p is at least λC then
12 Label p as “+”
13 end
14 else
15 Label p as “-”
16 end

17 end
18 for each tetrahedon t in Ts ∪ Tt do
19 p1, p2, p3, p4 ← points of t
20 if p1, p2, p3, p4 all labeled as “+” or p1, p2, p3, p4 all labeled as “-” then
21 Label t as “inactive”
22 end
23 else
24 Label t as “active”
25 end

26 end
27 Ps, Pt ← empty
28 for each tetrahedon t in Ts labeled as “active” do
29 Sample points in t with sample scale δi+1 and add them to Ps
30 end
31 for each tetrahedon t in Tt labeled as “active” do
32 Sample points in t with sample scale δi+1 and add them to Pt
33 end
34 Ds ← band of “dummy” sample points with sampling scale δi+1 around Ps
35 Dt ← band of “dummy” sample points with sampling scale δi+1 around Pt
36 end
37 Connect and score all pairs (p1, p2) ∈ Ps × Pt
38 M ← optimal matching between Ps and Pt based on connectivity
39 return Connections between ps, pt for which (ps, pt) ∈M

18



Figure 12: Small two-dimensional example illustrating the determination of active areas. The top image
shows the Delaunay triangulation of some seed points. The middle image shows the well-connected samples
colored red and the poorly connected samples colored black. The bottom image shows the active triangles in
green. These green triangles have vertices with differing labels, while the other triangles either have only
well-connected vertices or only poorly connected vertices.

19



Running time. Before we can derive the running time of the algorithm, we need a lemma which
gives a guarantee on the size of the active regions in which the algorithm searches.

Lemma 4.1. After the i-th iteration of Algorithm 1, any point that is further than 4δi away from
the boundary of the well-connected area must be in an inactive region.

Proof. If a point p further than 4δi away from the boundary were in a tetrahedon that is active,
then at least one vertex q of this tetrahedon must be on the opposite side of the boundary of the
well-connected region. q must then be further than 4δ away from p. This means the tetrahedon
must be “stretched-out” in such a way that its circumsphere has radius at least 2δi. But then there
are at least five vertices in this circumsphere (see Figure 13 for a two-dimensional illustration of
this) since the sampling density is δi. Note that near the domain boundary the circumsphere may
lie partially outside of the domain, but because we have a band of dummy sample points around
the domain, the argument still holds. This implies that at least one of these five vertices is not part
of the tetrahedon, which is not possible in a Delaunay tesselation.

Now we are ready to present the running time of Algorithm 1.

Theorem 4.2 (Running time of Algorithm 1). Let (δi)
k
i=0 be the sequence of sampling scales. Let

be n the volume of the seed and target region, given by the amount of voxels. Let A be the surface
area of the well-connected area. Let Tt be the fixed cost of computing a single geodesic. Assuming
that the running time is dominated by the cost of computing geodesics, the total running time of the
algorithm is

O

(
Tt

n2

(δ0)4
+ TtA

2
k∑
i=1

δ2i−1
(δi)4

)
(11)

For core brain regions we expect that A = Θ(n2/3), so there we expect a running time of

O
(
Tt

n2

(δ0)4
+ Ttn

4/3
k∑
i=1

δ2i−1
(δ4i )

)
(12)

For cortical regions we expect that A = Θ(n), so there we expect a running time of

O
(
Tt

n2

(δ0)4
+ Ttn

2
k∑
i=1

δ2i−1
(δ4i )

)
(13)

Proof. In the zeroth iteration we have O
(
n/(2δ0)2

)
sample points in both regions, as mentioned in

Section 3.3. Since all pairs of seed and target points are connected, it has a straightforward running

time given by Tt
(
n/(2δ0)2

)2
. In the first iteration, the active area in which we search is entirely

contained in a 4δ0 wide band around the surface of the well-connected region. This is because any
point that is further than 4δ0 away from the boundary must be in an inactive region due to Lemma
4.1. Therefore, the total volume in which we search is at most 8Aδ0 for each region, which gives,

with a new sampling scale of δ1, a running time of Tt
(
8cA δ0

(2δ1)2

)2
= Tt

(
2A δ0

δ21

)2
in the first iteration.

Subsequently we have a running time of Tt
(
8A δi−1

(2δi
)2
)2

= Tt
(
2A δi−1

δi

2)2
in iteration i.

Summing everything we find a total running time of Tt

(
n
4δ20

)2
+ 4TtA

2
k∑
i=1

(
δi−1

δ2i

)2
, from which we

find the result in (11).
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Figure 13: Example illustrating that a point p that is further than 4δ away from the boundary must be outside
of the active regions. We see a point p that has distance 4δ+ ε to the well-connected region boundary (red).
If it is in an active triangle, it must be in a triangle that has a vertex q inside the well-connected region.
Then the smallest possible circumcircle (grey) of the triangle has diameter 4δ + ε, where ε is arbitrarily
small. Since we have a sampling scale of δ, we know that for any point in space, the maximum distance
to a sample point is at most δ. Points that are less than δ away from the boundary of the grey circle can
have a sample point outside of the grey circle close enough, but all of the points inside a concentric circle
(green) with diameter δ + ε must have sample points close enough inside of the grey circle. We clearly see
that we need to have more than two extra sample points inside of the grey circle in order to fill up the space
that is too far away from any sample point. From this we conclude that q cannot be a vertex of the triangle
containing p and thus p is outside of all active triangles.
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Figure 14: Example data where subdivision does not reduce the amount of active area. The actual well-
connected region is shaded red. The points represent the sample points, where the black points are poorly
connected and the red points are well-connected. The lines between the points represent the Delaunay tri-
angulation. Here we see that nearly all triangles will be set to active, since they have both a well-connected
and a poorly connected vertex.

Note: clearly, we must carefully choose the sampling scale sequence carefully to achieve a speedup
compared to the brute force algorithm. The algorithm reduces to the brute force algorithm with
k = 0 and δ0 = 1

2 . To achieve an order speedup we need to choose δ0 such that n
δ20

= o(n) and the

rest of the sequence (δi) such that A2
k∑
i=1

(
δi−1

δ2i

)2
= o(n2), where we expect A = Θ(n2/3)

In the worst case, the boundary of the well-connected region is such that the 4δi band covers the
entire space i.e. δiA = Θ(n). Figure 14 shows a two-dimensional example of this.

Correctness. If we use maximally dense sampling i.e. δ0 ↓ 0, then the algorithm reduces to
the brute force algorithm with threshold 0 and returns the correct result after one iteration by
definition, if a threshold of 0 is chosen in the desired result definition.
However, since we must start with a rather coarse sampling of points to achieve a speedup and
never re-visit areas that have been marked as inactive, we can never guarantee that the algorithm
returns the correct solution. The error we make depends critically but non-trivially on the sequence
of sampling scales.

In the following we analyze the algorithm in the two-dimensional case. The bounds obtained are
fairly rough and can likely be improved and should be generalized to three dimensions in the future.

As an example of the importance of the sampling scale, in Figure 15 we see that an entire part that
is “sticking out” of the main well-connected region can be missed if the sampling is not optimally
dense. Even if the well-connected region is convex (and thus does not have parts “sticking out”) this
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(a) Incorrect

(b) correct (c) correct

Figure 15: Two-dimensional example showing a case where the algorithm makes mistakes due to suboptimal
sampling scale. Here the boundary of the well-connected region is shown with a red curve. The black vertices
are poorly connected, the red vertices are well connected. In subfigure (a), there are no sample points in the
part sticking out (between the second and third column of sample points), so the algorithm marks the entire
part as inactive and will not revisit it. When the sampling is more coarse (subfigure (b)) or more dense
(subfigure (c)), the algorithm does mark the entire boundary as active.

problem can occur, but this requires a rather “thin” shape (see Figure 16). We thus see that the
algorithm only avoids making large errors if the sampling scale is properly tuned to the boundary
“complexity” of the well-connected region.

Since we can not prove correctness of the algorithm, we would instead like to be able to say
something about the size of the error the algorithm makes. Looking at the error in terms of
the distance measures defined in Section 3.4 would be the preferred approach, but is exceedingly
complicated. These distance measures do not only depend on the differences between the areas
that are connected, but also on the details of the fibers that are produced by the tractography
algorithm. Therefore, we only look at the amount of well-connected space that is “missed”, i.e.
marked as inactive at some stage, by the iterative refinement algorithm. We expect the worst case
amount of volume that can be missed to depend on the local “boundary complexity” for each part
of the well-connected region. As a measure of this boundary complexity at a boundary point, we

23



(a) Incorrect

(b) correct (c) correct

Figure 16: Two-dimensional example showing a case where the algorithm makes mistakes due to suboptimal
sampling scale where the well-connected region is convex. Here the boundary of the well-connected region
is shown with a red curve. The black vertices are poorly connected, the red vertices are well connected. In
subfigure (a), there are no sample points in the part sticking out (between the second and third column of
sample points), so the algorithm marks the entire part as inactive and will not revisit it. When the sampling
is more coarse (subfigure (b)) or more dense (subfigure (c)), the algorithm does mark the entire boundary
as active.
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Figure 17: Illustration of the medial axis and local feature size. The medial axis of the black curve is shown
in red. The point p has a local feature size equal to the distance to the nearest point x on the medial axis.
Taken from [12]

can use the local feature size. The local feature size lfs(x) at a point x on a manifold M is the
Euclidean distance between x and the medial axis of M , where the medial axis of a manifold M is
defined to be the set of all points that have more than one closest point on the boundary of M (see
Figure 17 for an illustration). For example, the medial axis of a sphere is its center point. The local
feature size at a boundary point x gives an indication of how “detailed” the boundary is around
that point. We can upper bound the amount of area that is cut off near a boundary point with
local feature size l by the amount of area that is cut off a circle of radius R. In the subsequent
we assume that the algorithm is always able to correctly identify which sample points are inside
of the well-connected region and which are not. We thus assume that the set of sample points is
representative of the connectivity distribution in the data set. If the well-connected region is not
too small, this assumption is reasonable.

Lemma 4.3. Using a sampling density δ in the zeroth iteration, consider the first iteration of the
iterative refinement algorithm. We apply the algorithm to a data instance consisting of circle of
radius R such that δ ≤ R, with a well-connected interior and a poorly connected exterior that is
sufficiently large. Then a surface area of at most

πR2 − πδ
√
R2 − δ2

arcsin(δ/R)
(14)

of the circle can be outside of the convex hull of the active regions after the first iteration terminates.
If δ > R, all of the circle can be set to inactive.

Proof. If δ ≤ R, we must have that the circle contains at least one sample point. If the sampling
space is sufficiently large, at least one other sample point will be chosen outside of the circle as
well, which ensures that not all of the circle is set to inactive.
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Figure 18: Example data where the well-connected region is a circle of radius R. Here several sample points
are placed with distance 2δ between most of them in a configuration that is close to being “worst case” for
this region.

The set of edges that “cut off” parts of the circle form a polygon (see Figure 18 for an example).
All vertices of the polygon are poorly connected when compared to the (at least one) sample point
inside the circle. The parts of the circle outside of the polygon will be set to inactive, since these
parts are contained in triangles with three poorly connected sample points. In the worst case, R
is such that this polygon is a regular polygon with side length 2δ whose vertices are nearly on the
boundary of the circle. If the polygon is not regular or has side length smaller than 2δ, then at
least one of its sides is smaller than 2δ, in which case less surface area is cut off. A regular polygon
with side length 2δ and radius R has k = π

arcsin(δ/R) sides. From each side of the k-gon we can draw

a triangle to the center of the circle, resulting in a triangulation of the k-gon (see Figure 19 for an
illustration). Each triangle has a surface area of 1

2 ×2δ×
√
R2 − δ2, resulting in a total surface area

of k × δ
√
R2 − δ2 = πδ

√
R2−δ2

arcsin(δ/R) . Subtracting this surface area from the surface are of the circle, we

obtain the surface area of the part of the circle that can be cut off, which is

πR2 − πδ
√
R2 − δ2

arcsin(δ/R)

Parts of the interior of the circle may also be set to inactive due to all sample points there being
well-connected, but these fall within the convex hull of the active regions.

If δ > R, we can have that all sample points lie outside of the circle, in which case all sample
points are poorly connected. This makes it possible that all points with triangles overlapping the
circle are labeled “-” or all are labeled “+”, in which case the entire surface area of the circle is
inactive. It is not hard to see that we can have a case where the circle also lies completely outside
of the convex hull of the active regions.
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Figure 19: Illustration of the idea used in the proof of Lemma 4.3. A circle with radius R has a regular
hexagon with side length 2δ inscribed. The hexagon can be partitioned into six triangles with surface area
δ
√
R2 − δ2. The white parts of the circle are set to inactive in this case, having a total surface area of

piR2 − 6δ
√
R2 − δ2

Note that we have lim
δ↓0

πR2− πδ
√
R2−δ2

arcsin(δ/R) = 0, as expected, since we expect to not cut off any part of

the circle when sampling infinitely dense.

Theorem 4.4. Let R denote the well-connected region and let L = min
x∈∂R

lfs(x) > 2δ. Then the

amount of surface area of the well-connected region that can be outside of the convex hull of active
regions is at most

A− πδ
√
L2 − δ2

arcsin(δ/L)
(15)

Proof. For a point x that achieves the minimum local feature size L, consider the point m on the
medial axis that is closest to x i.e. m = arg min

m∈M
. We can place a circle with radius L centered at

m that is fully contained in the well-connected region. From Lemma 4.3 it follows that at most a

surface area of πδ
√
L2−δ2

arcsin(δ/L) of this circle can be outside of the convex hull of active regions. Since the

circle we placed is fully contained in the well-connected region, this surface area is also completely

contained in the well-connected region. We thus have that a surface area of πδ
√
L2−δ2

arcsin(δ/L) can not be

outside of the convex hull of active regions.

Note that this is a very rough bound that is only useful when the well-connected region is approx-

imately circular. Since lim
δ↓0

πδ
√
L2−δ2

arcsin(δ/L) = πL2, we can never obtain a better bound than A − πL2

from Theorem 4.4. For long but thin regions, L is very small, while A can be relatively large.
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4.2.2 Further optimization by local searching

We can further exploit the assumption of topographic organization, where we assume that points
that are close together in one region are connected to points that are close in the other region, by
not connecting all pairs of seed and endpoints, but only search for connections that are “close” to
the best connections from the previous iteration. To do this, from the second iteration onward we
consider the best connection i.e. the one with highest connectivity, for each seed point from the
previous iteration. When we start constructing new connections for a sample point in the seed
region, we look at the tetrahedon the sample point is located in. Then, for each vertex of this
tetrahedon, we look at the best connection from that vertex and follow it to its corresponding
vertex in the target region. We now only make connections to sample points that are located in
tetraheda with at least one vertex in this set. This way, we only search around the part in the
target region that is best connected to the sample point. Figure 20 shows an illustration of the
procedure.
Figure 20 shows a small two-dimensional example illustrating the concept of local searching.
Algorithm 2 shows an adapted version of Algorithm 1 with local searching incorporated.
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Algorithm 2: Bundle construction using Delaunay tesselation using local searching

Data: A seed region and target region, given as two sets of marked voxels.
λ: relative connectivity threshold with 0 ≤ λ ≤ 1
(δi): sequence of sampling scales
k: number of iterations
Result: A bundle connecting the well-connected parts of the seed region and target region.

1 Ps ← sample points in the seed region with sampling scale δ0
2 Pt ← sample points in the target region with sampling scale δ0
3 Ds ← band of “dummy” sample points with sampling scale δ0 around the seed region
4 Dt ← band of “dummy” sample points with sampling scale δ0 around the target region
5 for i← 0 to k − 1 do
6 if i = 0 then
7 Connect and score all pairs (p1, p2) ∈ Ps × Pt
8 end
9 else

10 for each ps ∈ Ps do
11 ts ← tetrahedon in Ts containing ps
12 p1s, p

2
s, p

3
s, p

4
s ← vertices of ts

13 for i ∈ 1, 2, 3, 4 do
14 pit ← point in Pt with highest connectivity to pis
15 end

16 T ← set of all tetraheda in Tt with at least one vertex in
{
p1t , p

2
t , p

3
t , p

4
t

}
17 Connect and score all points in Pt contained in tetraheda in T with ps
18 end

19 end
20 C ← maximum score of all connections
21 for each point p in Ps ∪ Pt do
22 if maximum of all scores from p is at least λC then
23 Label p as “+”
24 end
25 else
26 Label p as “-”
27 end

28 end
29 Ts ← Delaunay tesselation of Ps ∪Ds

30 Tt ← Delaunay tesselation of Pt ∪Dt

31 Perform tetrahedon labeling
32 Ps, Pt ← Perform re-sampling with sampling scale δi+1

33 end
34 Connect and score all pairs (p1, p2) ∈ Ps × Pt
35 M ← optimal matching between Ps and Pt based on connectivity
36 return Connections between ps, pt for which (ps, pt) ∈M

Running time. In each iteration after the first, we search around at most 4 vertices for each
sample point. If we assume that the sample points are approximately randomly distributed, we
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Figure 20: Small two-dimensional example illustrating the local searching used in Algorithm 2. The top
image shows two tesselated areas with well-connected vertices colored red and poorly connected vertices
colored black. In the second image, we show for each vertex in the left-hand region its highest connectivity
connection in green. In the third image, the triangle in which we are making connections is highlighted in
green. In the bottom image, the triangles in the right-hand side with which we will make connections are
highlighted in green. Notice that the highlighted triangles in the right-hand side all have at least one vertex
with green connections starting in vertices of the green triangle in the left-hand side.
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have that the average degree of each vertex in the Delaunay tesselation is O(1) [5]. Therefore, for
each vertex v we have Θ(1) expected tetraheda that have v as a vertex, which means we compute a
constant amount of connections for each sample in the seed region. This reduces the total running

time to O
(
Tt

n2

(δ0)4
+ TtA

k∑
i=1

δi−1

δ2i

)
. For core brain regions we expect that A = Θ(n2/3), so there

we expect a running time of O
(
Ttn

2/δ40 + Ttn
2/3

k∑
i=1

δ2i−1

δ4i

)
. For cortical regions we expect that

A = Θ(n), so there we expect a running time of TtO
(
n2/δ40 + Ttn

k∑
i=1

δ2i−1

δ4i

)
.

Correctness As with the algorithm without local searching, we can never guarantee that the
algorithm returns the correct solution. We do still have that it reduces to the brute force algorithm
with threshold 0 when δ0 ↓ 0, since the algorithm with local searching still computes connections
between all pairs of seed and target points in the first iteration.

The same correctness analysis as in Section 4.2.1 applies, but we can now no longer assume that the
algorithm always correctly identifies whether a sample point is well-connected or not. For example,
consider a sample point p in the seed region. In the first iteration, it is connected to some sample
point q1 in the target region. However, the part of the target region that is best connected to p is a
small (smaller than δ0) ball centered around a point q2 that is far away from q1. Now, the algorithm
with local searching will only search near q1 in all subsequent iterations, even if sample points are
placed in the ball around q2 eventually. It is possible that the connectivity of the tracts from p to
the region around q1 is low enough that p is found to be poorly connected by the algorithm, while
the connectivity of the tracts from p to the region around q2 is high enough for p to be considered
well-connected. We see that in this case the local searching strategy introduces an error due to
“zooming in” on a local maximum.

The exact theoretical consequences of this newly introduced error are left as future work.

4.3 Initial region sampling

In the first step of the algorithms, the seed region and target region must be sampled. We need to
sample such that we achieve some pre-determined sampling scale δ using as few sample points as
possible.

4.3.1 Uniform random sampling

The most straightforward sampling strategy is to choose voxels uniformly at random. However,
there are no guarantees on the quality of the sampling, since it is possible that all samples are
chosen in a small subregion due to random chance. This means we expect to need a high amount
of sample points to guarantee a fixed sampling scale δ.

4.3.2 Distance transform sampling

To avoid the potential clustering problem in random sampling, we apply a distance transform idea
to sampling. We choose the first sample point uniformly at random. Afterwards, we choose the
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point in the region that is the furthest away from the initial seed point. We then repeat this process,
choosing the point in the region that has the largest Hausdorff distance to the set of existing sample
points until we have the desired amount of samples. This strategy guarantees better coverage of
the seed and target regions than the uniformly random sampling. Furthermore, the quality is less
dependent on random chance. This way, we need less sample points to achieve the same expected
quality. Finally, the regular spacing of sample points results in regular (i.e. not “stretched out”)
tetraheda in the Delaunay tesselation. In particular, this sampling strategy can be used to efficiently
guarantee a sampling with scale δ. At each sample point placement, we place a new sample point
s such that

s = arg max
s∈S

min
p∈P
‖s− p‖

where S is the sampling space and P is the set of current sample points. This algorithm is often
called the Gonzales algorithm for the k-center problem [9]. The distance that is maximized is exactly
the definition of δ as in Eq.2. Therefore, at each sample point placement we either keep δ equal or
reduce δ and we can stop whenever we reach the desired value. Furthermore, this algorithm gives
a constant factor approximation of the minimal amount of sample points with a sampling scale δ
[9]. Using the distance transform sampling algorithm guarantees that the amount of sample points
generated is of the order O(n/(2δ)d), where n is the amount of voxels in the seed space and d is
the dimension of the seed space.

4.4 Tetrahedon sampling

In the subsequent iterations of the algorithm, we refine the sampling in tetrahedal regions. We
want to spread out the seed points in such a way that the resulting partition of space is as regular
as possible i.e. we want to guarantee some sampling scale δ with a small amount of sample points.
Furthermore, we must take care that we only sample inside the initial seed and target regions. Since
we are using a Delaunay tesselation of the sample points, parts of the resulting convex hull may lie
outside of the initial regions.

4.4.1 Uniform random sampling

We can again sample uniformly at random. This has the same disadvantages as discussed before in
Section 4.3.1. We must also guarantee that the sampled points are inside of the initial regions. We
can do this by simply restricting the set in which we sample to the intersection of the tetrahedon
and the initial regions. If we include the vertices of the tetrahedon as being inside of the tetrahedon,
this guarantees we can always find at least four sample points. In Figure 21 we show three two-
dimensional examples of such a sampling in a triangle. We clearly see that the triangle is not
evenly sampled in any of the instances and that the coarseness of the sampling varies wildly within
the triangle. This suggests that we need a more systematic sampling strategy to obtain results of
consistent quality.

4.4.2 Distance transform sampling

We apply the same idea as in Section 4.3.2. This guarantees a better spacing of sample points and
conveniently results in a sampling density δ with a small amount of sample points. Figure 22 shows
three two-dimensional examples of such a sampling in a triangle. We see that the sampling is very
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Figure 21: Examples of uniform random sampling using 20 sample points. The three samplings are per-
formed with equal parameters on the same triangle in space. The triangle is not evenly sampled and the
fineness of the sampling varies greatly within the triangle itself.

Figure 22: Examples of Euclidean distance transform sampling using 20 sample points. The three samplings
are performed with equal parameters on the same triangle in space. The triangle is evenly sampled and the
fineness of the sampling is mostly constant within the triangle itself.

even and no parts of the triangle are “missed”, as was the case with the uniformly random sampling
(Figure 21.

5 Practical challenges

When implementing the presented algorithms and applying them to clinical DWI data, a number
of practical challenges arise. We briefly discuss these challenges and indicate how they should be
addressed.

5.1 White/grey matter masking

Care must be taken that only meaningful diffusion data is used when performing tractography. Dif-
fusion tensors outside of the grey or white matter of the brain do not contribute to the information
we need for tractography. For example, the diffusion tensors in the cerebrospinal fluid surrounding
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the brain are nearly isotropic and allow high diffusion paths through them. However, we know for
sure that no white matter tracts can pass through this fluid under normal circumstances. Further-
more, due to the scale space approach when finding geodesics, we can have that the large diffusion
tensors in the cerebrospinal fluid “pollute” the meaningful grey matter data near the fluid. To avoid
finding paths through unwanted parts of the image or pollution by meaningless data we need to
carefully choose a mask that only leaves the true grey and white matter data. Figure 23 illustrates
the problem by presenting a practical application where it occurs. The Frontal Aslant Tract (FAT)
has its seed and target regions both in cortical regions i.e. close to the skull. Therefore, if one
does not properly restrict the mask, a path through the cerebrospinal fluid, along the skull, can be
found.

5.2 Highly non-convex regions

Since the algorithm uses a Delaunay tesselation of the sample points, the algorithm in practice
operates on the convex hull of these points. When the seed and target regions are not convex,
this can lead to sample points being chosen outside of these regions. We address this in Section
4.4, where we make sure that all sample points chosen are restricted to the initial seed and target
regions. Furthermore, the cortical regions of the brain are alike to a curved surface rather than an
approximately ball-shaped convex region. This means we obtain more sample points per voxel in a
cortical region than in other regions when using the same sampling scale. Therefore, we will likely
approach the asymptotic bound of O(n/δ20) sample points very closely when applying the algorithm
to real-world DWI data.
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(a) Coronal slice of a human brain with the
seed and target regions of the FAT marked
in light-blue and dark-blue respectively.

(b) The correct mask is shown in transpar-
ent green, on top of the seed and target re-
gions as in subfigure (a). Notice that the
mask does not cover any parts of the skull
or cerebrospinal fluid.

(c) The tracts that are found with the mask
in subfigure (b) are shown in red. Here the
full bundle behaves as expected and does not
pass through the cerebrospinal fluid.

(d) The incorrect mask is shown in trans-
parent green, on top of the seed and tar-
get regions as in subfigure (a). Notice that
the mask extends beyond the grey and white
matter and into the skull.

(e) The tracts that are found with the mask
in subfigure (d) are shown in red. Notice
that a subset of the tracts passes through
the cerebrospinal fluid, which we know to
be incorrect.

Figure 23: Example of tracts being found in the cerebrospinal fluid due to poor masking. Subfigure (a)
shows the seed and target regions of the Frontal Aslant Tract (FAT), which is discussed further in Section
6.2. Subfigures (b) and (c) show the behavior of the tractography algorithm when correct masking is used.
Subfigures (d) and (e) show the behavior when the mask is too large.
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6 Results

6.1 Connectivity distributions

To assess how the connectivity measure we use behaves in practice, we take five distinct white
matter bundles and compute a brute-force matching of a suitably sized subset of their seed and
target voxels. We need to restrict most bundles to a subset of their seed and target regions to
ensure the brute-force matching terminates in reasonable time. To this end, we sample each seed
and target region with some predefined sampling scale. We then calculate the connectivity of each
fiber obtained this way and plot a histogram. The first four histograms are calculated from the same
DWI data set. The fifth histogram is calculated from a different data set due to a lack of proper
segmentation of the seed and target regions for the FAT in one set and a lack of segmentation of
the other four bundles in the other set.
Figure 24 shows an axial view of the Optic Radiation (OR), which connects the lateral geniculate
nucleus to the primary visual cortex. Figure 25 shows the connectivity histogram of this bundle.
Figure 26 shows a coronal view of the Corticospinal Tract (CST), which connects the cerebral
motor cortex to the lower motor neurons and interneurons in the spinal cord. Figure 27 shows the
connectivity histogram of this bundle. Figure 28 shows an axial view of the Arcuate Fasciculus
(AF), which connects the Broca’s area to the Wernicke’s area. Figure 29 shows the connectivity
histogram of this bundle. Figure 30 shows a sagittal view of the Inferior Fronto-Occipital Fasciculus
(IFOF), which connects parts of the frontal lobe to parts of the occipital and temporal lobes. Figure
31 shows the connectivity histogram of this bundle. Figure 32 shows a coronal view of the Frontal
Aslant Tract (FAT), which connects the lateral inferior frontal gyrus to the motor areas of the
medial superior frontal gyrus. Figure 33 shows the connectivity histogram of this bundle.

6.2 Frontal Aslant Tract

The Frontal Aslant Tract (FAT) connects the lateral inferior frontal gyrus and the motor areas of
the medial superior frontal gyrus. In the left hemisphere it is thought to support speech initiation
and verbal fluency [2], while in the right hemisphere it is thought to support executive function, in
particular inhibitory control [2] [14]. Figure 34 shows an illustration of the FAT.
We use DWI data and segmentation data of two patients studied in [14]. All DWI scans were
acquired using a Philips Achieva 3T MRI-scanner (b=1500, 50 diffusion weighting directions, 6
b=0 images, 2 mm isotropic voxel size). We attempt to find the left FAT in both patients. To
test running time and performance differences for varying region sizes, we also use smaller variants
of the seed and target regions in both patients. We obtain these smaller regions by morphological
erosion of the original regions, removing all voxels that are on the boundary of the regions. Figure
35 shows the seed region and eroded seed region for patient 1, consisting of 1822 and 628 voxels
respectively. Figure 36 shows the target region and eroded target region for patient 1, consisting of
658 and 233 voxels respectively. Figure 37 shows the seed region and eroded seed region for patient
2, consisting of 892 and 294 voxels respectively. Figure 38 shows the target region and eroded target
region for patient 2, consisting of 294 and 62 voxels respectively.
The difference in region sizes between patients can be explained by differing patient anatomy and
the fact that the region segmentations for patient 2 fall slightly outside of the data mask.

The anisotropy of the diffusion tensors in the FAT is quite high, so we do not need a very small
value of the ε in the geodesic tractography. In the following experiments we use ε = 10−2.
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Figure 24: Axial view of the OR bundle generated by a brute force matching of all seed and target voxels.
The fibers are color-coded by connectivity according to the legend in the top right. The histogram showing
the connectivity distribution is presented in Figure 25.

Figure 25: Histogram of the connectivity scores of all fibers in the Optic Radiation (OR). Both seed and
target regions are sampled with sampling scale 0.5, which means each voxel is sampled.

6.2.1 Brute force

First we qualitatively examine the results of the brute force algorithm presented in Section 4.1 using
various threshold values. Figure 39 shows the results for the full regions of patient 1. Figure 40
shows the results for the small regions of patient 1. Figure 41 shows the results for the full regions
of patient 2. Figure 42 shows the results for the small regions of patient 2.
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Figure 26: Coronal view of the CST bundle generated by a brute force matching of a subset of the seed
and target voxels generated by sampling with sampling scale 1. The fibers are color-coded by connectivity
according to the legend in the top right. The histogram showing the connectivity distribution is presented in
Figure 27.

Figure 27: Histogram of the connectivity scores of a subset of the fibers in the Corticospinal Tract (CST).
Both seed and target regions are sampled with sampling scale 1.

6.2.2 Iterative refinement

First we investigate the effect of the λ parameter, the relative connectivity threshold, in the iter-
ative refinement algorithms. Figure 43 shows the three bundle distance measures for values of λ
between 0.9 and 1.0 on patient 1. Figure 44 shows the three bundle distance measures for values
of λ between 0.9 and 1.0 on patient 2. In both cases, the algorithm marks only one sample point
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Figure 28: Axial view of the AF bundle generated by a brute force matching of a subset of the seed and target
voxels generated by sampling with sampling scale 1. The fibers are color-coded by connectivity according to
the legend in the top right. The histogram showing the connectivity distribution is presented in Figure 29.

Figure 29: Histogram of the connectivity scores of a subset of the fibers in the Arcuate Fasciculus (AF).
Both seed and target regions are sampled with sampling scale 1.

as well-connected when λ < 0.9, in which case the amount of sample points in the consequent
iterations is too small to form a tesselation.

To investigate how much computation time the iterative refinement algorithms save in practice,
we compare the amount of connections computed by these algorithms with the amount of con-

39



Figure 30: Sagittal view of the IFOF bundle generated by a brute force matching of a subset of the seed
and target voxels generated by sampling with sampling scale 1. The fibers are color-coded by connectivity
according to the legend in the top right. The histogram showing the connectivity distribution is presented in
Figure 31.

Figure 31: Histogram of the connectivity scores of a subset of the fibers in the Inferior Fronto-Occipital
Fasciculus (IFOF). Both seed and target regions are sampled with sampling scale 1.

nections computed by the brute force algorithm for various parameter settings. We do this by
applying the iterative refinement algorithm with varying sampling sequences, starting at {1, 0.5}
and increasing the length of the sampling sequence by adding a term until the seed or target region
is too small to allow sampling with the value of δ0. Figures 45 and 50 show the speedup when
applying the iterative refinement algorithm to the left FAT of patients 1 and 2 respectively with
both full and eroded regions for various sampling scale sequences. We see an exponential speedup
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Figure 32: Coronal view of the FAT bundle generated by a brute force matching of a subset of the seed
and target voxels generated by sampling with sampling scale 1. The fibers are color-coded by connectivity
according to the legend in the top right. The histogram showing the connectivity distribution is presented in
Figure 33.

Figure 33: Histogram of the connectivity scores of a subset of the fibers in the Frontal Aslant Tract (FAT).
Both seed and target regions are sampled with sampling scale 1.

in all cases except on the eroded regions of patient 2. For the full regions of both patients we
see the running time increases above the minimum again when the sampling sequence is too long.
Figures 55 and 60 show the speedup when applying the iterative refinement algorithm with local
searching to the left FAT of patients 1 and 2 respectively with both full and eroded regions for
various sampling scale sequences. Here the speedup is an order of magnitude larger than that of
the algorithm without local searching. We now only see a local minimum at {3, ..., 0.5} for the full
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Figure 34: Illustration of the Frontal Aslant Tract. Subfigure (A) shows the regions that are connected by
the FAT and the estimated path it takes. Subfigure (B) shows four subcomponents of the FAT. For simplicity
we do not consider these parts as separate in our experiments. Taken from [2].

regions of patient 1, while the amount of computed connections strictly decreases with increasing
sampling scale sequences.

To gain insight into the trade-off between computation time and the quality of the results, we
show vizualizations of the results of the iterative refinement algorithm compared to the results of
the brute force algorithm. We also calculate the values of the first three distance measures given
in Section 3.4. We choose to compare with the brute force algorithm using the highest threshold
for which there is still a clearly visible bundle. For the full regions of patient 1, the threshold is
2600 (Figure 39d). For the eroded regions of patient 1 the threshold is 2400 (Figure 40d). For the
full regions of patient 2, the threshold is 3200 (Figure 41d). For the eroded regions of patient 1 the
threshold is 2500 (Figure 42d).
Figure 46 shows a visual comparison between the brute force algorithm and the iterative refine-
ment algorithm using various sampling scales on the full regions of patient 1. Figure 48 shows
the corresponding distance graphs. Figure 47 shows a visual comparison between the brute force
algorithm and the iterative refinement algorithm using various sampling scales on the eroded re-
gions of patient 1. Figure 49 shows the corresponding distance graphs. Figure 51 shows a visual
comparison between the brute force algorithm and the iterative refinement algorithm using various
sampling scales on the full regions of patient 2. Figure 53 shows the corresponding distance graphs.
Figure 52 shows a visual comparison between the brute force algorithm and the iterative refinement
algorithm using various sampling scales on the eroded regions of patient 2. Figure 54 shows the
corresponding distance graphs. Figure 56 shows a visual comparison between the brute force algo-
rithm and the iterative refinement algorithm with local searching using various sampling scales on
the full regions of patient 1. Figure 58 shows the corresponding distance graphs. Figure 57 shows
a visual comparison between the brute force algorithm and the iterative refinement algorithm with
local searching using various sampling scales on the eroded regions of patient 1. Figure 59 shows
the corresponding distance graphs. Figure 61 shows a visual comparison between the brute force
algorithm and the iterative refinement algorithm with local searching using various sampling scales
on the full regions of patient 2. Figure 63 shows the corresponding distance graphs. Figure 62 shows
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Figure 35: Coronal, sagittal and axial slices of MRI data of patient 1 with the part of the superior frontal
gyrus that is used as seed region marked in dark blue. The top row shows the original region, consisting of
1822 voxels. The bottom row shows the eroded region, consisting of 628 voxels.

Figure 36: Coronal, sagittal and axial slices of MRI data of patient 1 with the part of the inferior frontal
gyrus that is used as target region marked in light blue. The top row shows the original region, consisting
of 685 voxels. The bottom row shows the eroded region, consisting of 233 voxels.
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Figure 37: Coronal, sagittal and axial slices of MRI data of patient 2 with the part of the superior frontal
gyrus that is used as seed region marked in dark blue. The top row shows the original region, consisting of
892 voxels. The bottom row shows the eroded region, consisting of 294 voxels.

Figure 38: Coronal, sagittal and axial slices of MRI data of patient 2 with the part of the inferior frontal
gyrus that is used as target region marked in light blue. The top row shows the original region, consisting
of 294 voxels. The bottom row shows the eroded region, consisting of 62 voxels.
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(a) Threshold 0

(b) Threshold 2300

(c) Threshold 2400

(d) Threshold 2600

Figure 39: Coronal, sagittal and axial slices of MRI data of patient 1 with the results of the brute force
algorithm on the seed and target regions using various connectivity thresholds in red.
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(a) Threshold 0

(b) Threshold 2200

(c) Threshold 2300

(d) Threshold 2400

Figure 40: Coronal, sagittal and axial slices of MRI data of patient 1 with the results of the brute force
algorithm on the eroded seed and target regions using various connectivity thresholds in red.
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(a) Threshold 0

(b) Threshold 2500

(c) Threshold 3000

(d) Threshold 3200

Figure 41: Coronal, sagittal and axial slices of MRI data of patient 2 with the results of the brute force
algorithm on the seed and target regions using various connectivity thresholds in red.
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(a) Threshold 0

(b) Threshold 2200

(c) Threshold 2300

(d) Threshold 2500

Figure 42: Coronal, sagittal and axial slices of MRI data of patient 2 with the results of the brute force
algorithm on the eroded seed and target regions using various connectivity thresholds in red.
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a visual comparison between the brute force algorithm and the iterative refinement algorithm with
local searching using various sampling scales on the eroded regions of patient 2. Figure 64 shows
the corresponding distance graphs.

6.3 Optic Radiation

The Optic Radiation (OR) connects the lateral geniculate nucleus to the primary visual cortex. It
is largely concerned with the transmission of visual information from the retina of the eye to the
visual cortex.
We attempt to find the left OR. Figure 65a shows the seed region, consisting of 25 voxels. Figure
65b shows the target region consisting of 616 voxels. From an explorative analysis it followed that
the anisotropy in the diffusion tensors in the OR is relatively low, so we need a small value for the
ε parameter used in the geodesic tractography algorithm. For the OR we use ε = 10−4.

6.3.1 Brute force

First we qualitatively examine the results of the brute force algorithm presented in Section 4.1 using
various threshold values. The results are shown in Figure 66.

6.3.2 Iterative refinement

We investigate the effect of the λ parameter, the relative connectivity threshold, in the iterative
refinement algorithms. Figure 67 shows the three bundle distance measures for values of λ between
0.95 and 1.0. The algorithm marks only one sample point as well-connected when λ < 0.95, in which
case the amount of sample points in the consequent iterations is too small to form a tesselation.

We again compare the amount of connections computed by these algorithms with the amount
of connections computed by the brute force algorithm for various parameter settings. Figure 68
shows the speedup graphs for the algorithm without and with local searching respectively. Since
the seed region of the OR only contains 25 voxels, it is not possible to use δ0 > 3.

We show vizualizations of the results of the iterative refinement algorithm with varying sampling
sequences compared to the results of the brute force algorithm. We also calculate the values of the
first three distance measures given in Section 3.4. We choose to compare with the brute force
algorithm using a threshold of 1770 (Figure 66c). Figure 69 shows a visual comparison between the
brute force algorithm and the iterative refinement algorithm without local searching using various
sampling scales. Figure 71 shows the corresponding distance graphs. Figure 70 shows a visual
comparison between the brute force algorithm and the iterative refinement algorithm with local
searching using various sampling scales. Figure 72 shows the corresponding distance graphs.
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(a) Center line Fréchet distance

(b) Diameter distance

(c) Covariance distance

Figure 43: Distances between the result of the brute force algorithm with threshold 2600 and the iterative
refinement algorithm with local searching with sampling scales {2, 1, 0.5} with λ varying between 0.9 and 1.0
on the seed and target regions of the FAT in patient 1.
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(a) Center line Fréchet distance

(b) Diameter distance

(c) Covariance distance

Figure 44: Distances between the result of the brute force algorithm with threshold 3200 and the iterative
refinement algorithm with local searching with sampling scales {2, 1, 0.5} with λ varying between 0.9 and 1.0
on the seed and target regions of the FAT in patient 2.
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(a) Full size regions

(b) Eroded regions

Figure 45: Speedup results of applying the iterative refinement algorithm on the left FAT of patient 1 with
the original regions (subfigure (a)) and the eroded regions (subfigure(b)), using λ = 0.96. On the horizontal
axis we see the sampling sequences, on the vertical (logarithmic) axis we see the amount of connections
computed.
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Figure 46: Visual comparison between the results of the brute force algorithm on the full regions of patient 1
with threshold 2600 and the results from the iterative refinement algorithm with various sampling sequences.
The brute force results are shown in green, the results from the iterative refinement algorithm in red.

Figure 47: Visual comparison between the results of the brute force algorithm on the eroded regions of
patient 1 with threshold 2400 and the results from the iterative refinement algorithm with various sampling
sequences. The brute force results are shown in green, the results from the iterative refinement algorithm in
red.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 48: Distance graphs, comparing the brute force result on the full regions of patient 1 with threshold
2600 and the results from the iterative refinement algorithm with various sampling sequences.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 49: Distance graphs, comparing the brute force result on the eroded regions of patient 1 with threshold
2400 and the results from the iterative refinement algorithm with various sampling sequences.
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(a) Full size regions

(b) Once eroded regions

Figure 50: Speedup results of applying the iterative refinement algorithm on the left FAT of patient 2 with
the original regions (subfigure (a)) and the eroded regions (subfigure(b)), using λ = 0.9. On the horizontal
axis we see the sampling sequences, on the vertical (logarithmic) axis we see the amount of connections
computed.
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Figure 51: Visual comparison between the results of the brute force algorithm on the full regions of patient 2
with threshold 3200 and the results from the iterative refinement algorithm with various sampling sequences.
The brute force results are shown in green, the results from the iterative refinement algorithm in red.

Figure 52: Visual comparison between the results of the brute force algorithm on the eroded regions of
patient 2 with threshold 2500 and the results from the iterative refinement algorithm with various sampling
sequences. The brute force results are shown in green, the results from the iterative refinement algorithm in
red.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 53: Distance graphs, comparing the brute force result on the full regions of patient 2 with threshold
3200 and the results from the iterative refinement algorithm with various sampling sequences.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 54: Distance graphs, comparing the brute force result on the eroded regions of patient 2 with threshold
2500 and the results from the iterative refinement algorithm with various sampling sequences.

59



(a) Full size regions

(b) Once eroded regions

Figure 55: Speedup results of applying the iterative refinement algorithm with local searching on the left FAT
of patient 1 with the original regions (subfigure (a)) and the eroded regions (subfigure(b)), using λ = 0.96.
On the horizontal axis we see the sampling sequences, on the vertical (logarithmic) axis we see the amount
of connections computed.
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Figure 56: Visual comparison between the results of the brute force algorithm on the full regions of patient 1
with threshold 2600 and the results from the iterative refinement algorithm using local searching with various
sampling sequences. The brute force results are shown in green, the results from the iterative refinement
algorithm in red.

Figure 57: Visual comparison between the results of the brute force algorithm on the eroded regions of
patient 1 with threshold 2400 and the results from the iterative refinement algorithm using local searching
with various sampling sequences. The brute force results are shown in green, the results from the iterative
refinement algorithm in red.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 58: Distance graphs, comparing the brute force result on the full regions of patient 1 with threshold
2600 and the results from the iterative refinement algorithm with local searching using various sampling
sequences.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 59: Distance graphs, comparing the brute force result on the eroded regions of patient 1 with threshold
2500 and the results from the iterative refinement algorithm with local searching using various sampling
sequences.
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(a) Full size regions

(b) Once eroded regions

Figure 60: Speedup results of applying the iterative refinement algorithm with local searching on the left FAT
of patient 2 with the original regions (subfigure (a)) and the eroded regions (subfigure(b)), using λ = 0.9.
On the horizontal axis we see the sampling sequences, on the vertical (logarithmic) axis we see the amount
of connections computed.
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Figure 61: Visual comparison between the results of the brute force algorithm on the full regions of patient 2
with threshold 3200 and the results from the iterative refinement algorithm using local searching with various
sampling sequences. The brute force results are shown in green, the results from the iterative refinement
algorithm in red.

Figure 62: Visual comparison between the results of the brute force algorithm on the eroded regions of
patient 2 with threshold 2500 and the results from the iterative refinement algorithm using local searching
with various sampling sequences. The brute force results are shown in green, the results from the iterative
refinement algorithm in red.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 63: Distance graphs, comparing the brute force result on the full regions of patient 2 with threshold
3200 and the results from the iterative refinement algorithm with local searching using various sampling
sequences.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 64: Distance graphs, comparing the brute force result on the eroded regions of patient 2 with threshold
2500 and the results from the iterative refinement algorithm with local searching using various sampling
sequences.
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(a) Coronal, sagittal and axial slices of MRI data with the lateral geniculate nucleus that is used as seed
region marked in yellow. The region consists of 25 voxels.

(b) Coronal, sagittal and axial slices of MRI data with the lateral geniculate nucleus that is used as seed
region marked in light blue. The region consists of 616 voxels.

Figure 65: Vizualisations of the seed and target regions used for the Optic Radiation bundle.
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(a) Threshold 0

(b) Threshold 1740

(c) Threshold 1770

Figure 66: Coronal, sagittal and axial slices of MRI data with the results of the brute force algorithm on
the seed and target regions of the OR using various connectivity thresholds in red.
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(a) Center line Fréchet distance

(b) Diameter distance

(c) Covariance distance

Figure 67: Distances between the result of the brute force algorithm with threshold 1770 and the iterative
refinement algorithm with local searching with sampling scales {2, 1, 0.5} with λ varying between 0.9 and 1.0
on the seed and target regions of the OR.
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(a) Without local searching

(b) With local searching

Figure 68: Speedup results of applying the iterative refinement algorithm without (subfigure (a)) and with
(subfigure (b)) local searching on the OR using λ = 0.97. On the horizontal axis we see the sampling
sequences, on the vertical (logarithmic) axis we see the amount of connections computed.
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Figure 69: Visual comparison between the results of the brute force algorithm on the OR with threshold 1770
and the results from the iterative refinement algorithm with various sampling sequences. The brute force
results are shown in green, the results from the iterative refinement algorithm in red.

Figure 70: Visual comparison between the results of the brute force algorithm on the OR with threshold 1770
and the results from the iterative refinement algorithm with local searching with various sampling sequences.
The brute force results are shown in green, the results from the iterative refinement algorithm in red.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 71: Distance graphs, comparing the brute force result on the OR with threshold 1770 and the results
from the iterative refinement algorithm using various sampling sequences.
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(a) Center line distance

(b) Diameter distance

(c) Covariance distance

Figure 72: Distance graphs, comparing the brute force result on the OR with threshold 1770 and the results
from the iterative refinement algorithm with local searching using various sampling sequences.
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7 Discussion

7.1 Connectivity measure

Looking at the histograms in Figures 25-33, we see that there is a noticeable structure present. The
histograms for the OR, AF and FAT look approximately normally distributed. This means we can
straightforwardly extract a “typical” connectivity score by looking at e.g. the mean connectivity or
identify a typical connectivity range by taking a σ or 2σ interval around the mean. This informa-
tion can in turn be used to identify which sample points are well-connected and which are poorly
connected in the iterative refinement algorithms. We defer the investigation of this idea to future
work (see Section 8.2.5).

In the histograms for the CST and IFOF we see more variance, with the CST showing a more
skewed distribution and the IFOF showing a number of outliers with high connectivity. These dis-
tributions may be explained by the fact that both the CST and IFOF have multiple “sub-bundles”
that may have differing typical connectivity values. This can be seen in Figures 26 and 30 re-
spectively. The CST branches out near the cortex area, where one can see that the fibers that
move the furthest up have a lower connectivity than the fibers that move the furthest down. The
IFOF shows a small well-connected sub-bundle that moves further down in the posterior part of
the bundle. These fibers correspond to the outliers that are observed in Figure 31. If all of these
sub-bundles are indeed biologically plausible, we may need to take them into account when deter-
mining connectivity thresholds. If we do not, we may miss entire sub-bundles that are slightly less
well-connected than the “main” sub-bundle.

Lastly, we can clearly see that the typical connectivity score varies between tracts. For example, the
OR has a very narrow distribution centered around ≈ 1750, while the CST has a very spread-out
distribution approximately between 2100 and 3000. Therefore, we can not simply choose a single
connectivity threshold value that determines well-connectedness for all tracts. How these thresh-
olds should be chosen is not straightforward, and the current strategy of choosing a fraction of the
maximum connectivity may lead to problems for e.g. the IFOF in this case, where the threshold
will be based on the best fiber in the small well-connected sub-bundle that was mentioned earlier.
This may lead to the rest of the bundle being missed, due to the fact that all sample points in those
parts will be labeled as poorly connected. Clearly, more research into this problem is required (see
Section 8.2.5).

7.2 Quality of results

7.2.1 Brute force algorithm

In Figures 39 and 40 we see that for the FAT in patient 1 the brute force algorithm identifies a
“core” bundle when the connectivity threshold is increased. For the full regions (Figure 39) this
core bundle is not the expected bundle (compare with Figure 34). We see that the optimal bundle
takes a “detour” downwards. These detour fibers must have a very high connectivity. This may be
explained by these fibers being fairly close to a part of the CST, and thus having a high connectivity
detour in this part of the CST. The core bundle looks better with eroded regions (Figure 40). Up
until a threshold of 2300 we see two sub-bundles in the sagittal view. At 2400, the posterior sub-
bundle disappears and we are left with a coherent and small core bundle that looks approximately
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as expected. The few outlier fibers that take the same detour as seen before stick around until the
threshold is set to 2400.
In Figures 41 and 42 we see that for the FAT in patient 2 the bundle is less coherent. There are
more outliers that take a similar shortcut as was seen for patient 1. We also do not see two distinct
sub-bundles in the sagittal views. Lastly, with the highest threshold for which we still have fibers,
the bundle does not stabilize as it did for patient 1, but becomes a collection of a few loosely related
fibers.
We observe that we need higher connectivity thresholds to obtain results for patient 2 than for
patient 1. In patient 1, the highest connectivity is around 2700, while for patient 2 it is around
3400. From this we can conclude that the diffusion tensors in patient 2 are more anisotropic than
those in patient 1. The overall poor quality of the fibers indicates that the tensors are less well
aligned along the FAT in patient 2.
In Figure 66 we see that the OR is found well even with threshold 0. We do see a single outlier
fiber that disappears at threshold 1770. This means that it is likely that the entire seed region of
the OR, which is the small region with 25 voxels, is well-connected.

Comparing the results on the non-eroded and eroded regions of the FAT in patient 1, we clearly see
that the results on the eroded regions look more biologically plausible. We also see that in this case
the brute force result is matched much better by the iterative refinement algorithm. This supports
the assumption that the actual well-connected region is contained in the indicated regions, but may
be smaller. Considering the difference in quality of the results, the fact that the iterative refinement
algorithm is able to detect the actual well-connected region is a useful feature in practice.

7.2.2 Iterative refinement algorithm

Looking at Figures 43 and 44 we see that the value of λ has a small effect on the distances when
finding the FAT. For patient 1 the optimal value appears to be 0.96, while for patient 2 the optimal
value is 0.97, but the differences are rather small. We thus see that the set of sample points that
is marked as well-connected does not change much between these values of λ. For the OR, we
see a much larger dip in the distances (Figure 67) when going from λ = 0.96 to λ = 0.97. This
means there are a number of sample points that are close to a proportion 0.96 to the maximum
connectivity, which give better results when labeled as poorly connected. We see in all cases that a
very high value of λ works well. This implies that the variability in connectivity is very low. This
is confirmed by the connectivity distributions shown in Figure 33 for the FAT and Figure 25 for
the OR.

Next we look at the effect of the sampling sequence on the quality of the results. We compare
the results from the iterative refinement algorithm to the results from the brute force algorithm,
starting with the iterative refinement algorithm without local searching.

In Figure 48 we see that using the iterative refinement algorithm on the full regions of the FAT
in patient 1, all distances are quite large for each sampling sequence tested. The centerline dis-
tance changes only slightly, while the diameter distance and covariance distance have a minimum at
{2, ..., 0.5}. Looking at Figure 46 we see that the high centerline distance can be explained by the
fact that the resulting bundle does not take the detour the brute force bundle does. The resulting
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bundle thus traces a completely different center line, resulting in a high center line distance. The
resulting bundle that achieves the minimum diameter distance and covariance distance does appear
to match the brute force bundle best, with a few fibers taking the detour. A manual inspection
would likely appoint the result from sampling sequence {6, ..., 0.5} as matching the expected FAT
bundle best.
In Figure 49 we see that on the eroded regions of the FAT in patient 1, the distances are smaller
than the distances on the full regions seen before. Especially the center line distance is significantly
reduced. This can partly be explained due to the bundles being smaller, but a look at Figure 47
shows that the results also visually match up better. The main difference between the results of the
iterative refinement algorithm and the brute force algorithm here is that the iterative refinement
algorithm finds two sub-bundles, which can be seen in the sagittal and axial views. One of these sub
bundles covers the brute force tract well, but the other sub bundle distorts the distance measures.
Whether the “true” bundle has these two sub bundles is not known, but the results from both
algorithms seem biologically plausible in this case.
In Figure 53 we see that the center line distance is fairly low, the diameter distance fluctuates
strongly and the covariance distance is very high on the full regions of the FAT in patient 2. In
Figure 51 we clearly see that the iterative refinement algorithm generates bundles of varying thick-
ness, explaining the fluctuating diameter distance. Furthermore, the shape of the resulting bundles
does not match up well, due to the brute force result partly taking a detour, while the iterative
refinement result barely does, which explains the high covariance distance. Overall the results from
both algorithms lack coherence.
In Figure 54 we see that the distance measures are stable and average to small for each measure
on the eroded regions of the FAT in patient 2. The iterative refinement algorithm works best with
sampling scale {1, 0.5}, but the differences are small. In Figure 52 we see that the bundles match
up decently, except for the detour that is taken by part of the brute force bundle. Again, all bundles
keep having outlier fibers.
For the OR we see in Figure 71 that all distances are lower than those for the FAT (Figures 48, 49,
53 and 54). Furthermore, we do not see a clear minimum, although a slight maximum is reached for
sampling sequence {2, 1, 0.5}. This may be due to the fact that the seed region of the OR consists
of only 25 voxels, which means very few sample points are placed there, even when δ = 1. This in
turn can cause a high variance in results due to random chance.

We now turn to the comparison between the brute force algorithm and the iterative refinement
algorithm with local searching.

In Figure 58 we see that on the full regions of the FAT in patient 1 we have a very high cen-
ter line distance and minimum for the other two distances at {3, ..., 0.5}. From Figure 56 it is
clear that the large center line distance is caused by the same problem as before, where the brute
force bundle takes a large detour, while in the iterative refinement bundle only a few fibers do. At
{3, ..., 0.5} it appears that the largest amount of fibers from the iterative refinement bundle also
take the detour, thus explaining the distance minima achieved there.
In Figure 59 we see that on the eroded regions of the FAT in patient 1 the center line distance is
small, while the other two distances are large but stable. In 57 we see that the iterative refinement
algorithm with local searching generates a high number of outlier fibers taking the same detour as
seen in the brute force algorithm on the full regions. Furthermore, it appears that the “wrong”
sub bundle, i.e. the sub bundle not found by the brute force algorithm, is favored. Because the

77



distance between the sub bundles is quite small with the eroded regions of patient 1, the center line
distance is not very large even when the “wrong” sub bundle is found. The diameter and covariance
distances are large because the brute force bundle is very small and coherent, while the iterative
refinement bundle consists of two sub bundles and a number of outliers.
In Figure 63 we see that on the full regions of the FAT in patient 2 the center line distance and
diameter distance is small, while the covariance distance is relatively high. A slight minimum is
achieved for sampling sequence {2, ..., 0.5}. Looking at Figure 61 we similar result as in Figure 51,
where both bundles are not coherent and it is difficult to say which matches the expected bundle
best.
In Figure 63 we see that on the eroded regions of the FAT in patient 2 the center line distance is
small, the diameter distance starts out small but grows significantly and the covariance distance
fluctuates around a high value. It is again hard to tell which bundle is better, but we see that the
iterative refinement bundle has less outlier fibers than the brute force bundle. The sharp increase
in diameter distance can be seen to be a result of the iterative refinement bundle becoming more
coherent. The fibers behave less erratically and center around the core bundle more. Because the
fibers of the brute force bundle do not behave coherently, their diameter is much larger than the
fibers of the iterative refinement bundle at all points along the bundle, resulting in a large diameter
distance.
For the OR we see in Figure 72 that again all distances are lower than those for the FAT (Figures
58, 59, 63 and 64), with the exception of the diameter distance at sampling sequence {1, 0.5}. We
also do not see a clear minimum, but this time we do not see a maximum at {2, 1, 0.5}. The distance
graphs are very close to those generated by the algorithm without local searching (see Figure 71).
This is likely a result of the small number of sample points. If the number of sample points is
small, the amount of tetraheda in which the local search algorithm works is close to the full set of
tetraheda, which means the results will be close to that of the algorithm without local searching.

We clearly see that the distance between the results of the brute force algorithm and the iterative
refinement algorithm depend on the sampling sequence that is chosen for the iterative refinement
algorithm. In some cases we see a minimum being achieved for {3, ..., 0.5} or for {2, ..., 0.5}, but in
some cases the distance measures keep decreasing for larger sampling sequences. For the OR we do
not see a clear pattern, but this may be due to the small size of the seed and target regions.

Overall, we see very little difference between the distance measures for the iterative refinement
algorithm with local searching and without local searching (compare Figures 48 and 58, 49 and 59,
53 and 63, 54 and 64, 71 and 72). For all three distance measures, the two variants of the iterative
refinement algorithm perform similarly when compared to the brute force results. This indicates
that the clinical DWI data is sufficiently regular such that the local search modification does not
“miss” important parts of the well-connected regions. For the FAT, the minimum for the distance
measures is around either {2, 1, 0.5} or {3, ..., 0.5} if it exists. For the OR we do not find a clear
minimum.

An interesting observation is that the iterative refinement algorithm often finds a bundle that
is a better match with the expected FAT bundle than the result from the brute force algorithm.
Especially when looking at the full regions of patient 1 (Figures 46 and 56) we see that the majority
of the red bundle does not take the detour that is taken by the green bundle. This detour is defi-
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nitely not biologically accurate (see Figure 34). The iterative refinement algorithm also finds two
sub bundles in all cases, as seen on the sagittal and axial views. Whether these two sub bundles
both exist is not known. Judging solely from the vizualizations of the results, the largest possible
sampling sequence seems to yield the best result in almost all cases, although it may result in a thin
bundle with a small amount of fibers. In almost all results we see that the geodesic tractography
algorithm finds a few fibers that take high-connectivity detours. Due to their high connectivity
score, these fibers are also picked up on by both the brute force algorithm and occasionally the
iterative refinement algorithm as being the “correct” fibers. We do see that the iterative refinement
algorithm picks up these fibers to a lesser degree than the brute force algorithm does. This is
most likely due to the fact that the number of fibers taking the detour is very small, but their
connectivity is much higher than that of the other fibers. This means they can easily be missed
by the iterative refinement algorithm if a pair of sample points is never placed on them, while the
brute force algorithm will always find them. One can argue that in these cases the assumption of
“topographic organization” is not satisfied, since the detour fibers do not usually connect points
that are close together. This makes them isolated outliers when searching in the seed and target
regions, which the iterative refinement algorithm is not well-equipped to find. Note that on the co-
herent bundle that is found by the brute force algorithm on the eroded regions of patient 1 (Figure
45b), the results of the iterative refinement algorithm match the brute force bundle much better,
and contain the brute force bundle in most cases.
The fact that the iterative refinement algorithm does not pick up on the isolated outlier fibers
mentioned above may be an advantage. While the brute force algorithm finds the fibers that have
the highest connectivity scores, these fibers can never form the true bundle if their start and end
points are far apart. One could say the iterative refinement algorithm finds a “smoothed” bundle,
only picking up on groups of close fibers that have a high connectivity. Looking back at the topo-
graphic organization assumption, this translates to the algorithm only picking up on biologically
plausible groups of connections (strictly considering the points that are connected, not necessarily
the connecting fiber that is generated).

Lastly, we observe that the bundles generated by the iterative refinement algorithm with local
searching are usually thinner i.e. consist of fewer fibers than the algorithm without local search-
ing. We thus see that the algorithm with local searching narrows down the boundary of the
well-connected regions further than the algorithm without local searching. From the fact that the
performance of the two variants is similar, we conclude that although more of the seed and target
regions is discarded, the algorithm with local searching does not discard the best connected regions
that are connected by the brute force algorithm with a high threshold. In the case of the OR we
do not see thinner bundles for the local search algorithm, but there we saw that the seed region
most likely consists entirely of well-connected voxels, thus allows less differences in which parts of
the regions are chosen as active than the FAT does.

7.3 Speedup

In all cases, we see a significant speedup for at least one tested sampling sequence. In the full
search algorithm on the FAT we see that for both patient 1 and patient 2 the sampling sequence
{2, 1, 0.5} is optimal in terms of running time for the non-eroded regions (see Figures 45a and 50a).
In patient 1 it achieves a factor ≈ 100 speedup over the brute force algorithm. In patient 2 the

speedup is ≈ 50. We expect this local optimum exists due to the
(
n/(2δ0)2

)2
term in the running
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time dominating until δ0 > 2, at which point the other term takes over. We see the same behavior
on the OR (Figure 68a) and we achieve a speedup of a factor ≈ 10.
In the experiments where we use the eroded regions of the FAT we do not see such a clear local
minimum (see Figures 45b and 50b). In patient 1 the amount of connections computed decreases
until we reach the maximum sampling density for which we still have sufficient sample points, at
which point we achieve a speedup factor of ≈ 50. In patient 2 the amount of connections fluctuates
a small amount, but shows no clear trend. In both cases, we have a much smaller value of n,
while we expect A to not decrease as much under erosion, since the well-connected regions are fully

contained in the seed and target regions. Therefore, it is possible that the
(
n/(2δ0)2

)2
term does

not dominate as much for small δ0 as was the case with the non-eroded regions.

The algorithm with local searching achieves an even more drastic speedup. In patient 1 with
non-eroded regions of the FAT we achieve a factor ≈ 400 speedup (Figure 55a). In patient 2 we
achieve a factor ≈ 300 speedup. In patient 1 we again see a local minimum, this time for the sam-
pling sequence {3, 2, 1, 0.5}. We thus see that local minimum occurs for a larger sampling sequence
than was the case for the full search algorithm. This follows from the fact that the second term in
the running time of the local search algorithm is much smaller than the second term in the run-
ning time of the full search algorithm. Therefore it takes longer for this term to start dominating
the running time. We also see this effect in the downward trends for all cases except the full-size
regions of patient 1. For the eroded regions of patient 1 (Figure 55b), the full regions of patient 2
(Figure 60a) and the eroded regions of patient 2 (Figure 60b) we see that the amount of computed
connections strictly decreases. This agrees with the idea that the second term in the running time
does not start to dominate after a certain value of δ0 when n is relatively small. We see the same
for the OR (see Figure 68b) and achieve a speedup factor ≈ 20.

We thus see that the algorithms achieve a significant speedup over the brute force algorithm.
The local search algorithm achieves an extra order of magnitude speedup.

7.4 Speedup versus correctness trade-off

While the main objective of the iterative refinement algorithm is to achieve a speedup over the
brute force algorithm, we still need the quality of the results to be good enough.

On the full regions of the FAT in patient 1 we have a minimum running time for sampling se-
quence {2, 1, 0.5} without local searching. The distance measures also achieve a minimum for this
sampling sequence, but manual inspection of the results shows that this is due to the iterative
refinement algorithm taking the same erroneous detour as the brute force algorithm does. The re-
sults look better visually for sampling sequences {3, ..., 0.5} and above, where the runtime increases
again. However, since the desired result is by definition the brute force bundle, we must conclude
here that the sampling sequence {2, 1, 0.5} is best for both the running time and the quality of the
result.
On the eroded regions of the FAT in patient 1, the running time of the iterative refinement algorithm
without local searching keeps decreasing for increasing sampling sequences, while the minimum for
the distance measures is around {5, ..., 0.5}. In this case this also corresponds to the best result
visually.
On the FAT in patient 2 we see a similar behavior. On the full regions we have a running time
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minimum at {2, 1, 0.5} and a slight distance minimum at the same sequence. On the eroded regions
we have a slight running time minimum at {1, 0.5} and again the distance minimum coincides with
this. Visually, these results are harder to judge than those of patient 1 due to the high amount of
incoherence and outliers.
For the OR we see that the algorithm without local searching achieves a minimum running time
for sampling sequence {2, 1, 0.5}. The distance measures do not have clear optima, but there is a
slight distance maximum at {2, 1, 0.5}. However, this maximum can be explained by variance due
to random chance, since the seed region is very small.
We thus see that the minima for running time and distance measures coincide or nearly coincide
in all cases for the iterative refinement algorithm without local searching. However, the results
of the iterative refinement algorithm occasionally look better visually for sampling sequences that
have a high running time. When a more accurate connectivity measure is used i.e. one that more
accurately identifies biological plausibility of fibers, the optimum for running time and correctness
should coincide.

For the iterative refinement algorithm with local searching we see similar results. On the full
regions of the FAT in patient 1 we have a minimum for sampling scale {3, ..., 0.5}. The distance
measures are also minimal for this sequence. Again, the bundles look better visually for higher
sampling sequences, but this is not the main goal of the iterative refinement algorithm.
For all other cases, the iterative refinement algorithm speeds up with larger sampling sequences. In
most of these cases the distance measures vary only slightly between sampling sequences, except on
the eroded regions of the FAT in patient 2. There, we have a clear distance minimum at {2, 1, 0.5},
which is not the sequence with the smallest running time. However, the running time differences
are rather small between {2, 1, 0.5} and the optimum achieved at {4, ..., 0.5}.

We thus see that no clear trade-off between running time and quality of results exists in the cases
that were tested. A sampling sequence with a favorable running time also yields good quality results
in most cases.

7.5 Distance measures

The usefulness of the center line distance is clear from the results on the full regions of the FAT
patient 1 (Figures 46 and 48). The majority of the brute force fibers takes a detour, while most of
the iterative refinement fibers do not. This large difference in bundles is correctly identified by the
center line distance, which is very high for all sampling sequences. Furthermore, both the diameter
distance and covariance distance indicate a minimum with relatively small distances at sampling
sequence {2, 1, 0.5}, even though the bundles are not similar at all. This shows the necessity of the
center line distance measure.

The diameter distance and covariance distance are somewhat correlated, as can be expected from
their definitions. If the diameter distance is large, we must have at least one outlier fiber in one
of the bundles that is far away from the rest of the bundle, which also distorts the covariance
distance. However, we do have cases where the covariance distance increases while the diameter
distance does not. For example, in Figure 49 we see that the diameter distance decreases from
{5, ..., 0.5} to {6, ..., 0.5}, while the covariance distance increases significantly. From this we con-
clude that the two measures do complement each other.
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Taken together, the three distance measures show smaller values for pairs of bundles that match
well than for pairs of bundles that match poorly, as explored in Section 7.2.2. We can thus use
them to identify good results in an automatic fashion, as long as we can correctly identify when we
hit such a minimum.

Lastly, we observe that the distance measures are vulnerable to the existence of multiple sub bun-
dles. As seen in Figures 47 and 49, the brute force algorithm finds a single coherent bundle, while
the iterative refinement algorithm finds two sub bundles. This results in the distance measures not
agreeing on a single “best” result. This is where we need the fourth distance measure, which would
correctly identify that we find a superset of the desired result, essentially ignoring the second sub
bundle.

8 Conclusion & Future work

From the speedup graphs it is clear that a significant speedup is achieved using the iterative refine-
ment algorithms. The variant without local searching achieves a speedup factor between 10 and
100, while the variant with local searching achieves a speedup factor between 10 and 500, in both
cases dependent on the size of the seed and target regions. On small seed and target regions the
speedup is significantly less, since when n is small, the surface area of the well-connected region
contained in it is relatively large. The iterative refinement algorithm will thus mainly be useful for
finding bundles between large seed and target regions i.e. seed and target regions consisting of a
high number of voxels.

The theoretical results presented in Section 4.2 give very rough bounds, which may not give useful
indications in practical situations. A more thorough analysis of the algorithms may yield better
bounds and may be able to explain precisely why the algorithm with local searching performs
equally well as the algorithm without local searching.

We observe that the results of the iterative refinement algorithm do not match the brute force
results well in the experiments that were performed for the FAT. It is likely that, as mentioned in
Section 7.2.2, there is often a small number of fibers that have a higher connectivity than all other
fibers, and these fibers do not connect points that are close together. Since the iterative refinement
algorithm assumes the property of topographic organization, it is not equipped to deal with these
isolated outlier fibers. On the more coherent bundles, such as on the eroded regions of the FAT in
patient 1 and all results on the OR, the results match up very well for a good choice of parameters.
The fact that the iterative refinement algorithms find a “smoothed” bundle, one that does not pick
up on isolated outlier fibers, may be considered an advantage over the brute force algorithm. Since
we assume that we are looking for a coherent bundle that connects the designated regions in a way
that respects topographic organization, such a smoothed bundle is more likely to be the “true”
bundle. In practice, we wish to ignore isolated outliers, even if they have a high connectivity score.
Until a more perfected connectivity measure is developed, which disregards the outlier fibers we en-
countered as biologically implausible, the smoothing property of the iterative refinement algorithm
will be useful.

In almost all results on the FAT we see that the geodesic tractography algorithm finds a small
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number of fibers that take high-connectivity detours. Clearly, we either need a geodesic tractog-
raphy algorithm that does not find these detour fibers, or we need a better connectivity measure
that correctly identifies these detour fibers by giving them a low connectivity score. Since both
the brute force algorithm and iterative refinement algorithm assume a correctly working geodesic
tractography algorithm and a “correct” connectivity measure, solving this problem is outside the
scope of this work.

Finally, the experiments that were performed showed no significant difference between the correct-
ness of the iterative algorithm with and the iterative refinement algorithm without local searching.
More experiments should be performed to investigate the soundness of the local searching modifica-
tion, but the results presented here are promising, since the algorithm with local searching achieves
a considerable additional speedup.

8.1 Future experiments

To gain more insight into the properties and general performance of the algorithms presented, more
experiments can be performed.

8.1.1 Determine proper choice for seed/target point pruning connectivity threshold

As briefly discussed in Section 2.2, we need a way to choose the threshold that is used when
pruning voxels in the brute force algorithm. We currently do not have a properly substantiated
way to choose this threshold. Finding a good way to choose must likely be done in cooperation
with medical experts. Furthermore, the procedure should likely vary per bundle and perhaps even
per patient. A data-adaptive choice would be best, but it is unclear how this should be approached
without needing manual intervention with every patient. The prohibitive cost of the brute force
method further limits the degree to which this procedure can be done interactively.
A series of experiments using the brute force algorithm can be conducted, where the bundles for
various tracts and various parameters between various patients are calculated. Then, likely in
cooperation with medical experts, a threshold decision strategy can be derived from this data.

8.1.2 Investigate other sampling sequences

We explored the behavior of the algorithms using sampling sequences of the form {i, i− 1, ..., 1, 0.5}
in Section 6.2, but other types of sequences may yield better results. For example, we can look at
sequences with larger “jumps”, e.g. {i, i− 2, .., 2, 0.5}. The same experiments as performed in 6.2
can be performed using these new sequences.

8.1.3 Investigate which value of the relative threshold works for each bundle and why

The relative threshold parameter λ must be chosen carefully. The best value of λ likely depends
on the amount of variability in connectivity of the tracts around the bundles, but the details are
somewhat unclear and a consistent way to choose the parameter is required. In Section 6.2 we
briefly explored the effect of the λ parameter, from which we concluded that there is usually a
somewhat optimal value. How to derive a good value without excessive experimentation should be
explored further.
One way to do this is to perform a large amount of experiments on various tracts and patients and
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observe the behavior of the algorithm. This way it may be possible to derive good values of λ for
each tract that is of medical interest, or at least quickly estimate a value that is likely to be close
to the optimal value.

8.1.4 Investigate the speedup and correctness on more bundles

While the iterative refinement algorithm achieves a significant speedup on the FAT bundle, it may
be less efficient or produce less accurate results on other bundles, such as the CST or the IFOF.
The experiments that were performed for the FAT can be repeated for these bundles.

8.2 Future ideas

To further improve the presented algorithms or to develop entirely new methods, the following ideas
can be considered.

8.2.1 Better connectivity measures

As seen in the results presented in Section 6.2, the connectivity measure defined in Section 3.2 does
not fully work as intended. Especially from the results on the full regions of the FAT in patient 1
(see Figure 39) it is clear that we must incorporate a way to deal with fibers taking a high diffusion
detour into another bundle.

8.2.2 Implementing and experimentally testing the containment distance

The fourth distance measure dA presented in Section 3.4 was not implemented and not tested due
to time constraints. Since we generally generate supersets of the “true” bundle when using geodesic
tractography, it would be useful to look at the results using this distance measure. For example, dA
should show that the in results visualized in Figure 47, the brute force result is well contained by
the results from the iterative refinement algorithm. This additional information is useful, because
the other three distance measures all give high values, while the result may be very good in clinical
practice. A surgeon can interactively indicate that one of the two sub bundles is not accurate, such
that it can be removed on the spot. Immediately discarding the entire result as bad due to the
three distance measures being large would be mistake in this case.

8.2.3 Better definition for desired result

From the brute force results not matching up well to the expected FAT bundle we conclude that
we need better definition for the desired result bundle than the one that is given in Section 2.2.
The defined desired result often very poorly corresponds to the true bundle we are looking for, as
is seen on the full regions of the FAT in both patient 1 and patient 2. We need a way to exclude
high-connectivity isolated outlier fibers from these bundles before thresholding. One way to do this
may be to apply some fiber filtering, for example by looking at Fiber to Bundle Coherence (FBC)
[15]. This way, we can identify spurious fibers i.e. the fibers that do not align well with the rest of
the bundle, and possibly “disallow” them from appearing in the results. However, this introduces
another parameter, namely the threshold on the FBC measure that is used for identification of
spurious fibers.
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8.2.4 More thorough theoretical analysis of the algorithms

As mentioned before, the theoretical bounds that are given in Section 4.2.1 and 4.2.2 are very
rough and may not be helpful in practice. Given the good practical performance that is seen for
the algorithm both with and without local searching, we expect that better bounds can be obtained
through a more thorough analysis.
It may be necessary to use probabilistic methods i.e. to define some probability space over the
set of possible seed and target regions and their contained well-connected regions, and analyze the
expected behavior of the algorithms.

8.2.5 More rigorous approach to threshold selection in the iterative refinement algo-
rithms

We currently use a relative threshold λ from the maximum connectivity of all fibers to determine
whether sample points are well-connected or poorly connected. This approach is rather ad-hoc and
may not work well in general. A better motivated choice for threshold would improve the theoretical
properties of the algorithm and likely improve the practical performance.
One approach is to look at the connectivity histograms such as those presented in Section 6.1. In
the results we obtained, the connectivity distributions appear rather regular for each tract. To
obtain convincing evidence, many more such experiments should be performed on a large number
of patients. From the histograms obtained this way, better motivated models for the connectivity
distributions can be derived. We expect that the distributions and typical connectivity values differ
between tracts.
Finally, a threshold must be derived from these distributions. The threshold must be chosen such
that it coincides with the boundary value of connectivity between well-connectedness and poor
connectedness. To determine this boundary, many experiments should be performed on various
tracts to determine where in the distribution of connectivity this value is located.
An important complication is the possible existence of multiple sub bundles that have differing
connectivity distributions. Bundles such as the CST and the IFOF show this kind of behavior (see
Figures 27 and 31). If we wish to find all sub bundles in such cases, we either need to consider
dividing up the seed and target regions such that we can find each sub bundle separately, or set
the connectivity thresholds differently for seed points near each sub bundle. Either way, we need a
method to detect this multi-modality in the connectivity distributions.

8.2.6 Incorporating geodesic deviation

We have a way of obtaining stability information about the generated geodesics i.e. how small
perturbations of the points to be connected affect the geodesics. We obtain this information via
geodesic deviation, with which we calculate how far geodesics diverge from each other when their
starting and ending points are slightly perturbed. Taking an average of the amount of deviation
over the entire length of a geodesic results in a scalar that can be interpreted as the amount of
instability i.e. a high value implies that the geodesic changes significantly when the starting or
ending points are slightly perturbed.

Deviation-weighted distance transform sampling. A different approach to effective sam-
pling in tetraheda is to utilize the stability information we have about geodesics. Here we use the
idea that we want to sample more in areas where the geodesics are instable and less in areas where
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the geodesics are very stable. To do this, we apply the distance transform again, but weigh it each
the average geodesic deviation of the connections in the vertices of the tetrahedon.
We again restrict the set of voxels inside each tetrahedon to the voxels being inside the ROI. The ini-
tial sample p1 is chosen uniformly at random. We now proceed to sample using a distance transform
idea (as shown in Section 4.3.2), where we iteratively pick the voxel that maximizes the smallest
distance to all current sample points. In this case, we use a distance measure based on the geodesic
deviation associated with each vertex of the tetrahedon. For each vertex of the tetrahedon, we pick
the best connection made in the previous iteration of the algorithm being used and compute the
associated average geodesic deviation. Then, for each candidate voxel q, we calculate the weighted
distance measure d(p, q) to each sample point p already in the set of sample points, where d(p, q)
is given by

d(p, q) = sp‖p− q‖ (16)

Here p is an existing sample point and sp its associated deviation value, obtained via linear interpo-
lation between the vertices of the tetrahedon in which it is contained. Figures 73 and 74 illustrate
the sampling algorithm on two-dimensional triangles.

More generally, we can consider
df (p, q) = f(sp)‖p− q‖ (17)

if we need some non-linear dependence on geodesic deviation.
This sampling strategy does not guarantee a sampling scale δ in the usual sense. We may need to
extend the current definition if we want to use a similar sampling density measure.
The advantage of this sampling method is that it avoids sampling densely around points at which we
have a high confidence that geodesics around it are approximately the same. Since the connectivity
measure we use is continuous, this means that the connectivity of geodesics near a stable geodesic
must also be very close to the connectivity of the stable geodesic. This way, we can sample in a
more targeted way and possible reduce the amount of sample points we need to use.

However, the precise behavior of geodesic deviation in geodesic tractography is not yet well under-
stood. Once we have a better understanding, we may attempt to incorporate it into our algorithms.

8.2.7 Connecting only the surface areas

To further reduce the dimensionality of the problem, we may restrict the search space to the surfaces
of the indicated seed and target regions, meaning we do not sample in the interior of these regions.
For this we need a sampling algorithm to sample the surface of a set of voxels and a way to obtain a
Delaunay traingulation of a surface defined by a set of sample points. With these modifications the
algorithms as presented should still work. The greatest disadvantage of this approach is that we no
longer attempt to find the actual well-connected regions and that we will only find the part of the
bundle that starts at the edges of the indicated seed and target regions. This may be problematic
when working with large cortical areas, where a part of the “interesting” behavior occurs in the
interior of these regions. The envisioned advantage of this approach is that we restrict ourselves to
only make connections using voxels on the surface area of the indicated regions, which is a much
smaller search space and could thus save a significant amount of time.
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(a) Bottom-left 1, others 1 (b) Bottom-left 2, others 1 (c) Bottom-left 5, others 1

(d) Bottom-left 10, others 1 (e) Bottom-left 20, others 1 (f) Bottom-left 50, others 1

Figure 73: Examples of deviation-weighted distance transform sampling using 20 sample points with varying
deviation values. Here we only vary the deviation value of the bottom-left vertex, keeping the others fixed
at 1. We clearly see that the sample points tend towards the bottom-left vertex as its deviation value is
increased, as expected.
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(a) Bottom-left 1, others 1 (b) Bottom-left 1, others 2 (c) Bottom-left 1, others 5

(d) Bottom-left 1, others 10 (e) Bottom-left 1, others 20 (f) Bottom-left 1, others 50

Figure 74: Examples of deviation-weighted distance transform sampling using 20 sample points with varying
deviation values. Here we only vary the deviation value of the top-left and bottom-right vertices, keeping the
bottom-left vertex fixed at 1. We clearly see that the sample points tend away from the bottom-left vertex as
the deviation values of the other vertices is increased, as expected.
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8.2.8 “Plugging in” another point-to-point tractography algorithm

In its current state, the iterative algorithm does not require that a geodesic tractography algorithm
is used as point-to-point tractography algorithm. Any other tractography algorithm that creates
a connection between two chosen points can be “plugged in”. The iterative refinement algorithm
then provides an efficient bundle construction using this new tractography algorithm.

8.2.9 Non-convex space division

To avoid the problem of dealing with non-convex seed and target regions in a somewhat more
natural way than simply restricting the sampling space to the initial regions, we can choose to
divide the space sampled by the sample points in a way that does not result in a convex object,
as it is now using a Delaunay tesselation. Care must be taken that the desirable properties of the
Delaunay tesselation are preserved, such as limiting how “stretched out” the partition elements are.

8.2.10 Boundary tracking

A radically different idea is to perform a sort of boundary “tracking”, where we first find a single
point that is on the boundary of the well-connected and poorly connected areas and then attempt to
find the rest of the boundary by moving along it. The full bundle can then be found by brute-force
matching of the found boundary voxels. See Figure 75 for a two-dimensional illustration of this
idea. To further implement this idea, one needs to think of a way to obtain connectivity information
at certain steps along the boundary tracking process. Since a point in one region must be connected
to a point in the other region in order to calculate connectivity, one must choose a point or a set of
points in the other region to connect to while tracking the boundary in one region. This choice is
critical to the connectivity that is observed.
In two dimensions, one can simply “steer” left or right depending on the connectivity values that
are encountered, but in three dimensions, the procedure is unclear.
Further exploration of this idea may yield interesting insights.
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Figure 75: Illustration of the boundary tracking idea.
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