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Go-With-the-Flow Swarm Sensing in
Inaccessible Viscous Media

Erik H. A. Duisterwinkel , Gijs Dubbelman, Elena Talnishnikh, Jan J. W. M. Bergmans ,
Heinrich J. Wörtche, and Jean-Paul M. G. Linnartz

Abstract—This paper extends the ‘go-with-the-flow’
method to explore enclosed environments, like oil reservoirs,
pipe lines that transport liquids, and industrial tanks for
processing chemicals, where sensing nodes cannot establish
communication with the external world. Nonetheless, large
quantities of highly miniaturized, thus power-constrained
sensor nodes are injected into these environment and flow
through them along with the medium, monitoring their envi-
ronment but also reconstructing their time-varying position
from mutual communication, but without any communication
to external base stations or beacons. The relative trajectories
of nodes yield essential insights of the fluid flow in the
otherwise inaccessible environment. We present a functional
implementation of a ranging protocol accommodating size and energy constraints. Our simulation chain models
node movement from different types of flow dynamics. It comprehensively assesses not only the performance of the
communication and ranging protocols, but also of the reconstruction algorithm. Our assessments cover a wide range of
different environments and flow profiles, including highly dynamic ones.

Index Terms— Sensor systems, inspection, wireless sensor networks, simultaneous localization and mapping, wireless
application protocol, distance measurement.

I. INTRODUCTION

MONITORING or exploring the state and conditions of
enclosed environments is hard but often economically

and environmentally important. The rising need for exploring
enclosed environments that are hardly accessible is seen in
e.g. the optimization of transporting and processing liquids
and chemicals through pipelines and in industrial (mixing)
tanks, and the extraction and storage of valuable resources
like oil and heat in underground channels and formations
like reservoirs and geothermal sources. These man-made or
natural environments have in common that they enclose a
(semi-)liquid medium. Yet, due to the shielding of metallic
containment or surrounding ground layer(s) and the salinity
of the liquid medium, the interior can hardly or not at all be
accessed by remote probing using e.g. electromagnetic (EM)
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Fig. 1. Prototype nodes from the Phoenix project that are developed for
experimental tests.

signals. So, communication to and from these environments
is not feasible. Physical probing is only possible for a few
of these environments but requires highly specialized and
expensive hardware [1]–[3]. Novel exploration methods for
these environments that are versatile and cheap enough are
strongly desired.

In the search for new exploration methods we elaborate
on the promising ‘go-with-the-flow’ approach [4], [5]. It is
characterized by directly injecting large quantities of minia-
turized sensor nodes, i.e. a swarm of sensor nodes, into the
flooded system, and let them go with the flow in order to
penetrate the environment and to perform in situ measure-
ments. Examples of such nodes are shown in Fig. 1 and
the operations schematically visualized in Fig. 2a. The nodes
store the measurements in their memory. Upon extraction of
the nodes, their stored measurements are read out using e.g.
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Fig. 2. Overview of applications: a) insertion of large quantities of sensor nodes; nodes go with the flow of the medium and perform distance
measurements using a ranging protocol and store their measurements in memory; upon extraction the data of the nodes is read out for further
analysis; b) the measured distances between nodes is used to reconstruct the positions of the nodes relative to each other. The resulting shape of
the swarm reveals structural information of the environment. The 3-D map can be used to visualize additional sensor information.

USB or NFC, and analyzed off-line where ample computation
power is available.

A crucial requirement is to obtain knowledge on the nodes’
positions during their trajectory in the flow. Structural infor-
mation about the environment can be extracted from this and
sensor measurements of relevant parameters (e.g. temperature,
pressure, salinity) can be visualized on a map as exemplified
in Fig. 2b.

Obtaining positions from individual nodes in a swarm is
not new. Recent studies also show that this is feasible in a
go-with-the-flow approach [6], [7]. However, these previous
studies relied on external localization hardware in the form of
a distributed system of reference points that has at least a one-
directional communication channel available towards or from
nodes in the swarm. Cooperative localization, as e.g. described
in [8], is an approach where nodes only rely on neighboring
nodes for reference. It is often used in robotics where one
can not rely on e.g. GPS or other beacon-based localization
[6]–[10]. Even though these cooperative localization methods
become more energy and computation efficient, they are not
adapted to the stringent constraints and adverse conditions that
characterize our go-with-the-flow applications. The specific set
of constraints in our applications is summarized below, and
elaborated further on in Sec. II:

1) the size constraint posed by the environments results
in limited hardware possibilities (energy, processing,
sensing);

2) the lack of external communication and reference points
requires an autonomous and cooperative approach for
relative position determination;

3) the unknown and relatively fast movement of the nodes
results in highly time-variant acoustic communication
channels between nodes.

This set of constraints necessitates a new ranging protocol and
a robust reconstruction algorithm. In this paper we present
a functional example of such a ranging protocol and recon-
struction algorithm and explore the underlying design trade-
offs. The distance measurements between nodes are performed
while going with the flow (on-line), the obtained data is
analyzed after the nodes are retrieved (off-line) and node
positions are reconstructed based on the measured distances
between them.

Our simulation chain that links all the different aspects
together is shown in Fig. 3. It consists of three parts:

• simulation of flow profiles and node trajectories through
different environments;

• simulation of performing distance measurements in a
network simulator, using the ranging protocol;

• the algorithm that robustly reconstructs the relative node
positions based on the distance measurements.

In this paper, we extend and incorporate our robust recon-
struction algorithm that was shown to be able to deal with
highly corrupted distance measurements. In previous work
we tested the limits to how severely the distance measure-
ments could be corrupted before reconstruction fails [11]–[13].
The assumption was made that the nodes are static, i.e., the
distance measurements are instantaneous and modeled using
a large set of different noise types to account for a variety of
imperfections in the measurements. To resolve this unrealistic
assumption we extend the simulation chain in [14] by includ-
ing dynamic behavior of the nodes. In this paper we distinguish
and implement three classes of environments and flow profiles
to cover a wide range of possible realistic scenarios, as inspired
by commonly used models fluid dynamic modes [15].

It is an ongoing activity in the project (European Union’s
Horizon 2020: Phoenix project) to also confirm this by real-life
tests, using nodes as in Fig. 1 [5], [16]–[18]. The goal of this
project is to develop sensor nodes to explore difficult-to-access
environments, such as the ones presented in this paper. The
corner-stone of the approach in our project is the co-evolution
between experiments and simulations. Simulations like the
one presented in this paper provide insight in the trade-offs
in hardware specifications and protocol implementations on
the final reconstruction performance. This guides the hardware
development of the nodes to perform the actual experiments.

This paper is structured as follows. In Sec. II we start off by
describing the challenges in our applications and why existing
techniques cannot be used. These difficulties are translated
into specific design challenges for obtaining distance measure-
ments through the ranging protocol in Sec. III-A. Sec. III-B
provides a functional example of the ranging protocol is our
attempt in tackling these challenges and allowing to make
proper trade-offs between all parameters involved into getting
the final measurement performance. In Sec. IV the individual
aspects of the entire simulation chain are described. The
result section, Sec. V, shows the metrics that we use to
assess the performance of the ranging protocol and the final
reconstruction. The conclusion can be found in Sec. VI.
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Fig. 3. Overview of the simulation chain: in a flow simulator, the environment and flow profile determine the trajectory of the node positions after
insertion; the new ranging protocol is then simulated on the dynamic swarm using a network simulator; the nodes distance measurements are then
used in a robust reconstruction algorithm to estimate their positions relative to each other.

II. APPLICATION CHALLENGES

Measuring distances between autonomous sensor nodes and
reconstructing their positions (also called localization) based
on these distances are well studied topics, e.g. [8]–[10].
The work presented in this paper addresses the combination
of stringent application challenges that make existing work
insufficient for our application.

A. Size and Energy

While size and energy is a common theme in Internet of
Things studies, our sensor nodes need to be small enough to
physically pass through the narrowest parts of the environment
(typically millimeters or centimeters). Similarly, the node
weight needs to be small enough to allow the nodes to move
with the flow. In some applications the nodes even need to
be neutrally buoyant in the medium, reducing the weight limit
further. While we do not explicitly design nodes of a certain
weight and size, in this paper we aim at restricting the number
of messages that are transmitted, received and analyzed, but
also the number of bits in these messages.

B. Enclosed Environment

The environments targeted by this exploration approach
are generally enclosed environments, either due to a metal
containment (e.g. a pipe) or due to being deep underground.
Communication with the outside world is not feasible as the
signals will be absorbed. Signals with larger wavelengths
experience less absorption but are less efficiently detected and
produced by the small nodes. Therefore, unlike in [6], [7],
we cannot rely on techniques that use external beacons
or anchors (e.g. satellites or ultrasound beacons/receivers),
to which the nodes can relate to. The nodes can only see
signals from neighboring nodes. Our solution solves this
by collecting ranging measurements between nodes during
the travel and analyze these afterwards, when the nodes are
collected and data read-out.

C. Required Communication Range

Depending on the typical dimensions of the environment,
the size of the nodes and the spatial distribution of the
nodes, a required communication range of 1 meter appeared
reasonable.

Using electromagnetic (EM) communication between nodes
is not attractive, as (sub-)centimeter node dimensions prohibit
large antennas. Yet, at high frequencies suitable to be used
with small antenna’s, the liquid (and possible highly saline)

media have huge attenuation. This effectively prevents EM
communication for distances larger than, say, a centimeter.
Using inductive communication such as near-field communi-
cation (NFC) is also limited to the centimeter range in such
environments [19]. The (liquid) media is also not guaranteed
to be clear enough for the use of (visible) light communi-
cation. Communication between the nodes using ultrasound
can be performed in these environments, and will be studied
here.

D. Acoustic Channel

The main challenge in underwater acoustic communication
are the random and highly time-variant channels [9]. This
limits the quantity of data that can be send and the rate
at which it is transmitted to ensure packet reception. The
ranging latency (defined as the time it takes to finish a ranging
transaction) should be small, to reduce the displacement of the
nodes relative to each other within this time. In some cases,
nodes will move out of range before a ranging transaction can
be completed.

The goal of the localization is to obtain snapshots of the
positions of the nodes relative to each other. For an accurate
representation of this snapshot, the ranging accuracy between
nodes need to be within 1-5% of the communication range,
with a communication range of 1 meter, this is around 1-5
centimeter. For the constellation of all relative positions of
nodes to be considered quasi-static, the nodes should not
move more than this ranging accuracy before all messages
are exchanged. This limits the time frame, or the total latency,
of the ranging transactions to only 50-250 milliseconds, see
Sec. III-A4.

The ultrasound frequencies that can be used in this appli-
cation are limited to one or at most a few hundreds of kHz.
This is bounded on the lower side by the required ranging
accuracy and on the upper side mainly by node size and (omni-
) directionality requirement of the transmission and reception.
Since the nodes operate in a swarm and their positions
relative to each other is not known while measuring, their
transmission and reception ability should extend all directions.
This limits the ultrasound wavelength to around the size of the
transducer [20], which in turn is limited by the size of the node
itself (millimeters to centimeters). True omnidirectionallity
cannot be achieved in practice, these non-ideal circumstances
are tested in our earlier work in [13].

In order for the localization method, presented in this paper
and in [11], [21], to reconstruct an entire swarm of 100’s-
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1000’s of nodes, each node should have around 20 neighboring
nodes within their communication range. Finishing a complete
ranging cycle of the swarm within hundreds of millisec-
onds, considering the propagation time, processing time and
the limited ability to deal with signal collisions, limits the
maximum message length to around 0.2 ms. Assuming a
bandwidth of 50% leaves a maximum of around 10 bits per
message. This makes establishing stable and robust commu-
nication between the hundreds or thousands of nodes a hard
challenge.

E. Random Channel Access

Every time that a message arrives, its phase/timing/
synchronization needs to be established, and compared to the
most recent previous message of the same node. Typically,
the channel changes significantly between two messages. This
requires a trade off between frequent updates from the same
node and messages being lost in packet time collision. Since
no elaborate signal separation algorithms can be run, colliding
messages may result in the loss of one or both messages.

III. RANGING PROTOCOL

This section describes the design challenges in Sec. III-A,
and describes our protocol to solve these in Sec. III-B.

A. Design Challenges

Our protocol must efficiently use the communication chan-
nels, avoid overhead, identify neighboring nodes, and reduce
the ranging latency.

1) Reduction of Transmitted Messages: Since battery capac-
ity and channel capacity are scarce resources in the miniatur-
ized nodes, the number of messages need to be restricted.

The concept of multi-way ranging (MWR), initially pro-
posed in [22] as N-Way Time Transfer, is adopted as the
base of the protocol because of the significant reduction
of messages needed to complete a full ranging cycle (i.e.,
to perform all possible distance measurements). It exploits
the fact that messages are also received by nodes other
than the one addressed in the packet. It utilizes the time-
difference-of-arrival (TDOA) of messages to help determine
the distance between nodes within the communication radius.
More common methods such as two-way ranging (TWR) [23]
only considers bi-directional communication for determining
the range and ignore messages received by nodes that are
not the addressee. Even though the quantity of messages
received to estimate the distances is within the same order
of magnitude, the required number of messages sent in
TWR scales quadratic with the number of nodes, where in
MWR this number only scales linearly with the number of
nodes.

The MWR in existing literature, however, does not describe
how to deal with sparse connectivity in swarms as in our
applications, and neither does it include a scanning phase
where the presence of neighbouring nodes can be checked.
As the network topology is non-static, it is also not known
which neighboring nodes are within communication range.

The simple sequence of events in traditional MWR [22], where
node i +1 transmits a ranging signal after node i , cannot be
easily controlled in these applications. To solve this issue,
in our protocol we use a master-slave system, as further
described in Sec. III-B.

Besides the energy required to transmit messages, signal
overlap of the messages (collisions) also requires a more
elaborate signal processing to filter and distinguish signals,
and therefore also requires more energy. The system needs
to trade off message quantity and intervals with excessive
collisions. The ranging protocol in Sec. III-B uses a time-
divided communication/ranging scheme to reduce signal over-
lap without the use of an additional component to check for
channel occupancy.

2) Elimination of Overhead: Due to our severely constrained
system, we had to avoid explicit synchronization. Moreover
our packets do not carry information other than to allow
the nodes to identify the sender and addressee based on
an identifier. This information is stored locally for off-line
processing.

To gain efficiency we are not using a traditional mac-
/network layer, as commonly used in the OSI-model. We are
not reattempting transmissions of messages lost in collisions or
inhibited because of a busy channel. Instead, any ‘retransmis-
sion’ carries new, fresh data for a new ranging cycle. In fact,
messages that are sent later than planned cannot be used to
estimate the distance using the T(D)OA information without
further communication overhead.

The control of the entire ranging process should only depend
on limited information that is locally available to the nodes.
Not (properly) receiving messages should not result in a global
failure of the measured distances, but be limited to local
failures only.

3) Scanning: As it is not known which nodes are within
communication range, most ranging protocols initiate a sepa-
rate scanning phase before the ranging phase. In this phase,
nodes determine which neighboring nodes are within commu-
nication range to determine which nodes to perform distance
measurements to. Not only does such an additional scanning
phase weigh in the energy budget, it also faces all the similar
challenges in data transfer as the ranging part.

In our protocol described in Sec. III-B we show that the
scanning phase can be omitted and the identification issue
solved by addressing all possible nodes that are within com-
munication range by using a limited set of non-unique calling
identifiers. In fact, this results in a trade-off between ranging
latency and channel occupancy, but we show that appropriate
compromises can be chosen that perform well in different
scenarios.

4) Ranging Latency: To make sure the movement of the
nodes does not disturb the ranging measurement significantly
we are aiming for quasi-static snapshots of the positions of
the nodes relative to each other. This is only feasible when
the ranging transactions are completed within a specific time
window. We call this time window the ranging latency and
can quantify the maximum allowed ranging latency based on
the maximum allowed node displacement within a snapshot.
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TABLE I
DISPLACEMENT OF NODES RELATIVE TO EACH OTHER DEPENDING

ON THEIR RELATIVE SPEED AND THE DURATION OF RANGING

TRANSACTION (LATENCY). EXPRESSED IN PERCENTAGE

OF AVERAGE DISTANCE OF 0.67 M

Table I shows the relationship between the ranging latency,
the nodes relative velocity, and the node displacement.
These numbers are expressed in percentage of an average
distance of 0.67 meter.1

The maximum latency design goals can be set to e.g. 60 ms
for node to node ranging latency, and to e.g. 200 ms for the
ranging latency of the entire swarm. When the relative node
velocities are ≤ 1 m/s, the average distance displacements due
to latency are ≤ 9% and ≤ 30%, respectively.

5) Error Model: The off-line reconstruction algorithm is
robust to deal with failed ranging transactions between node
pairs as shown in [13], as long as sufficient other ranging
transactions did succeed. The priority of the ranging protocol
is therefore that individual failures of ranging transactions
should not have a significant effect on the rest of the swarm.

The reconstruction algorithm is tested against a wide variety
of possible ranging errors (Gaussian noise, outlier noise, bit
errors, etc.). However, the mentioned earlier work did not
study whether it can deal with potential systematic errors
arising from the use of the used ranging protocol. This is to
be tested in the simulation of the entire chain in this work.

B. Protocol

Traditional MWR, as introduced in [22], consists of nodes
that sequentially transmit a single message to all (neighboring)
nodes. A node with identifier 1 starts the procedure by
transmitting a message that contains his identifier, node n + 1
then responds by transmitting a message with his identifier
to all (neighboring) nodes. When all messages and their local
transmission and reception times are collected (or transmitted
to all other nodes), there is enough information collected by
all nodes to calculate the distances between all nodes when all
of this information is gathered in a central place. This specific
method requires that all nodes are within communication range
of each other, and no single node or transmission is allowed
to fail. In our application, connectivity is sparse (i.e. not all
nodes are within communication range of each other) and it is
unknown which nodes are within range. Therefore, this simple
sequence of events cannot be used.

In our work, the ranging procedure is controlled by pre-
assigned master nodes that transmit request (REQ) messages
to their neighboring nodes. The REQ consists of the sender’s
identifier, as well as the receiver’s identifier. Nodes having
received any REQ (even if they are not the addressee) become

1This average is obtained for a communication radius of 1 meter and a
uniform distribution of neighboring nodes in the swarm.

Fig. 4. One ranging cycle of master node A and slave nodes B and C. The
master node emits request (REQ) signals and slave nodes respond with
and acknowledgement (ACK) signal if it is addressed to them. Knowledge
of the nodes internal timing information tAroundAB, tAroundAC, tCABA and tBACA
and the fixed and known value of the processing time Tproc is sufficient
to determine the propagation times Tp,AB, Tp,AC and Tp,BC between the
nodes.

Fig. 5. Master node A initiates the ranging process to node B and C.
The nodes within communication range become slave node and respond
to REQ signals with an ACK signal. All nodes within the respective
communication range receive the signals and store them: in off-line
analysis they can be used to determine round-trip TOF between nodes.
The nodes outside the cluster will only receive ACK signals. In this figure,
not all signals (arrows) are drawn.

slave nodes. The slave nodes that are called upon in the REQ,
respond to the master node with an acknowledgement (ACK)
message. This ACK message also consists of the sender’s and
receiver’s identifier. The master node will address all neigh-
boring nodes one by one. The communication scheme that is
used is illustrated in Fig. 4. The cluster of nodes that is formed
by this master node and the slave nodes is illustrated in Fig. 5.

In a ranging transaction where master node A requests an
answer from node B, the timestamps of transmission of the
REQ and reception of the ACK at node A provides knowledge
about the round-trip TOF between nodes A and B. Time-
parameter t A

round AB indicates this round-trip TOF between
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node A and B as measured by node A, plus the processing
time and the message duration. The node’s internal processing
time Tproc and signal message time Tmsg are known beforehand
and are fixed (and equal for all nodes), therefore, the round-
trip propagation time between A and B can be estimated.

Tp,AB + Tp,B A = t A
round AB − Tproc − Tmsg (1)

where Tp,AB is the propagation time of a message from node
A to B and is Tp,B A in opposite direction. After this ranging
transactions, master node A performs a similar transaction to
node C and to the other nodes within the cluster.

Because nodes B and C are also within each other’s com-
munication range, node C receives the ranging signals between
nodes A and B; and node B receives the ranging signals
between nodes A and C. The time difference tC

AB A between
the arrival of REQ(A,B) and ACK(B,A) at node C and the
time difference t B

AC A between the arrival of REQ(A,C) and
ACK(C,A) at node B, can be used to calculate the propagation
time between nodes B and C using:

Tp,BC + Tp,C B = tC
AB A + t B

AC A − 2(Tproc + Tmsg) (2)

Note that not all nodes within the cluster are within each
others communication range.

In the following sections, we will discuss how the master
nodes are assigned; how the neighboring nodes are called
upon, even though there is a lack of knowledge on which nodes
are within communication range; how we attempt to reduce
the latency; and how we deal with de-synchronization between
nodes. The reader is referred to our earlier work Ref. [14] for
more details on the protocol.

1) Picking the Master Node: The role of master node alter-
nates among all nodes in the network. The advantage of this
is that the power consumption is distributed evenly over all
nodes (master nodes transmit more signals).

Within the time frame Tsample of one sample, in which a
complete ranging cycle is completed for all nodes, the role of
master node is chosen randomly. This is performed by letting
all nodes chose a random delay time TD at the beginning of a
sample. Nodes become master when their sample timer ts , that
is set to zero at the beginning of a sample, exceeds ts > TD .
A node becomes slave node if it receives any REQ signal from
a master node before their own sample time reaches its TD .
The master node initiates the ranging transactions as described
above, thereby forming a cluster of nodes as in Fig. 5.

Throughout the entire network, several of these clusters are
formed in which ranging transactions are performed. Every
sample, these clusters change based on which nodes have
become master node. Overlap between these clusters is needed
to reconstruct the entire swarm instead of the individual
clusters.

2) Calling the Slave Nodes: Within one ranging cycle,
the master node sends a request to all slave nodes in the
cluster, but it is not known beforehand which nodes are within
communication range. Regular scanning techniques depend on
the availability of sufficient bandwidth, processing power or
time to perform broadcasting.

In this work, we propose that the master node initiates
the ranging transactions to all possible hardware addresses.

Fig. 6. Subdivision of sample in three parts: awaiting, active and
silent. Each sample, the start delay that determines when to become
master is randomly chosen within the active period (drawn from a uniform
distribution).

But as the total number of nodes in the network can be very
large and the connections are sparse, this will be very ineffi-
cient as most requests remain unanswered. Instead of request-
ing to the hardware’s unique identifiers (UID) the master node
requests to highly abbreviated calling identifiers (CID). The
master node only initiates n f times a ranging transaction to
CID = {0, 1, . . . , n f -1}. Slave nodes will respond if and only
if their unique hardware identifier satisfies

mod(UID, n f ) = CID. (3)

As multiple nodes will have identical CIDs, the probability
arises that multiple nodes will respond to the same request.
If the ACKs of the responding slave nodes do not overlap such
that the signals cannot be distinguished and decoded anymore
at the receiving node, the determination of the round-trip TOF
of each of them can still be performed. Parameter n f can
be chosen both off-line as on-line to adjust for the amount
of neighboring nodes and the total signal overlap. In fact,
since we do not actively resolve collisions via retransmissions,
an optimization for ‘first time right’ appears relevant.

After transmission of a REQ, the master node waits
Twait = 2Tp,max + Tproc + Tmsg before it proceeds with the
request for the following CID. Here, Tp,max accounts for the
propagation time required to reach the end of the (expected)
communication range. This is to allow the reception of all
possible ACKs within the (expected) communication radius.

After all ranging transactions have been performed,
the nodes will go into a low-energy sleep mode to await the
start of the next sample. In this period until awakening,
the node will not be active. The node will wake up and start
a new sample when the node’s internal sample timer reaches
ts > Tsample.

3) Synchronization: Absolute synchronization is not
required as all distances are obtained using direct or indirect
round-trip TOF measurement. It is however beneficial to have
nodes synchronized to a level in which samples are aligned
such that the avalanche effect introduced in Sec. III-B4 allows
nodes to sleep for the majority of the sample time instead of
responding to nodes that are in a previous or next sample.

In order for connected nodes to remain in the same sample,
we proposed to subdivide a sample on the node level into
time-slots as illustrated in Fig. 6. The random delay time to
become master node is chosen from a uniform distribution
within the range TD ∈ (Tstart, Tend) or the active time period.
The internal sample timer ts is reset to ts = Tstart when
becoming master; or, at reception of the first signal (any REQ
or ACK) in the sample, as illustrated in Fig. 7. This will assure
that connected nodes remain synchronized to the sample level,
as long as (groups of) nodes have not been disconnected from
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Fig. 7. Upon first reception of signal in the node’s sample, or, upon becoming master node, the sample timer ts is reset to ts = Tstart.

each other. In the awaiting period nodes do not become master
and can only receive signals. In the silent period, nodes have
already received their first signal or already became master
node. In our work, the three time periods are chosen to be of
equal length. It appeared effective to simply choose the three
time periods to be of equal length, i.e. Tstart = 1

3 Tsample and
Tend = 2

3 Tsample. The total sample time can be chosen based on
the requested frequency of a complete ranging cycle and/or on
the available energy and storage available during their passages
in the environment.

4) Reducing the Latency: As seen in Fig. 5, a node just
outside the communication range of the master node does not
become slave node and would have to wait till either another
a node within its communication range becomes master or till
it becomes a master node itself. To avoid excessive latency in
forming master slave combinations, we introduce a dynamic
reduction of the delay time TD for any node just outside
existing clusters. In fact, we exploit the insight that if a node
does receive an ACK signals without having received the
initiating REQ signals, it is very likely to be just outside an
already formed cluster. Their remaining delay time before they
become master node is reduced by a factor Mavalanche at the
reception of any ACK signal. In order to prevent multiple
nodes just outside the cluster to become master node around
the same time, the reduction of TD is limited to CID · Twait,
that is, we intentionally let it depend on the node’s CID, as this
reduces the chances of having clusters with multiple master
nodes.

IV. SIMULATION CHAIN

We simulate the system using the chain illustrated in Fig. 3.
Three different environments and flow patterns are constructed
to represent a broad variety of environments and to obtain
typical node trajectories, as we elaborate in Sec. IV-A. While
traversing the environment, nodes perform distance measure-
ments between each other using a ranging protocol. This
is discussed in Sec. IV-B, presenting the network simulator.
Node positions are then reconstructed based on these distance
measurements using the reconstruction algorithm of Sec. IV-C.

A. Trajectory of Nodes

After insertion of the nodes in the environment, the nodes
will go with the flow of the liquid medium and traverse
the environment. In order to obtain the nodes’ trajectory,

the nodes’ movement throughout the environment is simulated.
These simulations consider the nodes to be infinitely small and
neutrally buoyant, in fact, they are numerical approximations
of tracer particles that move with the flow. Three entirely
different scenarios are chosen to account for the wide variety
of dynamics that are present in different applications. These
are illustrated in Fig. 8:

1) an idealized laminar flow profile in a 3-D pipe.
2) ‘realistic’ turbulent flow in a 2.5-D tank-like environ-

ment.
3) random node movement in a 3-D spherical environment.

In order to still be able to compare the environments, they
are scaled such that in all scenarios, the instantaneous average
node velocity is equal to 1 m/s and that if the communication
radius is set to 1 meter, the average number of neighboring
nodes within communication range is 20 in all scenarios. Each
scenario is generated with N = 200 nodes and all nodes are
initially uniformly distributed within the environment.

In scenario 1, representing a straight pipe-section, the flow
of the medium is approximated by a perfect laminar flow
profile. The nodes experience a velocity similar to that of the
flow. Due to the above-mentioned uniform scaling between
scenarios, the pipe has a diameter of close to 2 meter. Even
though in practice a pipe with this diameter will not yield
a perfect laminar flow with water-like liquids, the scenario
of a laminar flow is still relevant, not only as a limiting,
extreme case but it also approximates commonly experienced
situations.

The tank scenario 2 is generated using a 2-D compu-
tational fluid dynamics (CFD) simulator (Java-based) with
predefined boundary conditions, similar to what we presented
in Ref. [14]. We modeled one inlet and one outlet for the flow.
A third dimension is added by uniformly assigning a (vertical)
z-position but keeping the z-velocity zero. The tank dimen-
sions (without inlet) are 6 × 5 × 0.7 meter (x,y,z).

The sphere scenario 3 is generated entirely differently, to
widen the variety of environments. Nodes move randomly
in a sphere of 4 meters in diameter. To express a random
walk, the course direction and the node velocity is changed at
random from a uniform distribution every 60 ms. A smooth
path is obtained by drawing a spline through the course points.
These dynamics are inspired by collision on a molecular level.

The different scenarios give rise to different velocity dis-
tributions, typical examples are also shown in Fig. 8. The
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Fig. 8. Different environments and fluid speed profiles used for the simulations. Each environment is scaled such that each node has on average
20 neighbouring nodes. Relative speed is calculated between nodes within communication radius.

relative velocities are taken only from the nodes that are within
communication range of each other.

For scenario 1 and 3, a total of 10 different datasets are
generated for different iterations of the simulations, each with
different randomly drawn values.

B. Distance Measurements
The protocol of distance measurements between

the dynamic nodes is simulated in network simulator
OMNeT++ [25], [26]. The ranging protocol is translated into
a simple sequence of events for each individual node such
that they can operate autonomously, using only their internal
clock and acting upon input received from neighboring nodes.

The ranging protocol described in Sec. III-B was coded
into the network simulator environment. It takes as input the
nodes positions over time that are simulated as described in
Sec. IV-A. Furthermore, additional parameters that are used by
the ranging protocol can be adjusted like the communication
distance, bit rate of transmission, and timing parameters.

For the simulations in this paper, the communication range
is set to a fixed 1 meter, resulting in an average node density
of 20 neighboring nodes within the communication range.
The maximum clock frequency deviation of the nodes is set
to 100 ppm. The actual frequency deviation is different for
each node and is kept fixed throughout the simulation. At the
start of the simulation, the internal clock of the nodes have
a random absolute offset from a uniform distribution between
0 and 0.1 seconds.

The sample time is set to Tsample = 1 sec and we considered
a number of calling identifier codes (CIDs) of n f = 25 = 32
(5 bits).

The ultrasound transmission rate is set to 40 kbit/sec
and nodes have a fixed 1 ms processing time for receiv-
ing and decoding signals. The avalanche induction is set to
Mavalanche = 4. The parameters n f and Mavalanche are chosen
for a reasonable trade-off in ranging latency and signal overlap.
The reader is referred to [14] for a more thorough analysis on
these parameters.

Additional noise other than the protocol specific ones are not
included in this study as the focus is on the ‘noise’ introduced
using this protocol.

The network simulator creates for each node in the network
a datafile in which the transmitted and received signals are
stored together with the corresponding timestamps. The
signals consist of the identifier of the sender and the identifier
of the addressee, as well as the type of signal (REQ or
ACK). This data output is similar to what each node would
individually store in its own memory while performing the
ranging protocol.

C. Reconstruction of Node Positions

Using the stored measurements from the nodes and Eqn. 1
and Eqn. 2, one can estimate the distances between the nodes
within a cluster, as explained in Sec. III-B.

However, the obtained distances are sparse, as only the
distances between nodes within a cluster can be obtained.
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Fig. 9. Simplified diagram of reconstruction algorithm that takes as input
the node measurements and through an iterative RANSAC and non-
linear optimization phases it estimates the nodes positions [11]–[13].

Furthermore, the sparse distances are potentially measured
multiple times as each node pair can be part of more than
one cluster. The multiple measurements are taken at different
times, and therefore are based on a different actual distances.
This adds a significant challenge to the reconstruction algo-
rithm as it is not defined which measurement to use and which
measured distance is most correct.

In [11]–[13], we developed a reconstruction algorithm for
range-only distance measurements and studied the effect on
a large set of possible types of noise, including multiple
measured distances between the same node pair. The recon-
struction algorithm is schematically visualized in Fig. 9.
The algorithm uses a guided Random Sampling Consensus
(guided-RANSAC) approach to robustly filter out the outlier
measurements and based on the geometric consistency of
the neighboring nodes, can choose the measurement that is
most likely to be the correct one. The nodes positions and
the measured distances can be seen as a graph, and can
incrementally be constructed as shown in Fig. 10. An initial
estimate for the nodes positions is constructed which is then
optimized using a non-linear graph-optimization algorithm.

This reconstruction algorithm considers the distance dataset
as a static snapshot of the distances between nodes. From the
dynamically generated data, the reconstruction algorithm will
attempt to make a static reconstruction of the nodes positions.
The difference between the actual (dynamic) distance and the
effect the ranging protocol has on the measured distance with
respect to this static reconstruction will be considered as noise
to the ‘ground truth’ static snapshot of the nodes positions.

V. PERFORMANCE EVALUATION

Performance metrics are calculated for both the ranging
between and the reconstruction of the nodes as also used
in [12] and [13].

Fig. 10. Reconstruction of the nodes in the swarm, seen as a graph
growing problem. For each node that knows the distances to at least
four already reconstructed nodes, a position is estimated using multi-
lateration. The first four positions are chosen such that the frame of
reference ({x,y,z}-axes) is defined. A larger amount of distances to
neighboring nodes allows to filters out noisy measurements and outliers,
therewith improving the estimation.

A. Ranging Protocol

The latency of the ranging protocol is a measure to study
the time differences between different ranging transactions.
The maximum latency indicates the time difference between
finishing the first and the last ranging transaction in a sample.
The average latency is calculated between all individual node
pairs that were within communication radius.

In the ranging protocol, the master-slave distance measure-
ments can effectively be seen as round-trip TOF measure-
ments, the error introduced here due to the node movement is
only affecting the measurement for the total round-trip TOF
time-interval between the master and slave nodes, which in
our case is Twait < 3ms. The majority of distances, how-
ever, are determined using indirect slave-slave transactions.
These indirect round-trip TOF measurements within a cluster
are performed over a much larger time interval, on average
2n f Twait/3, which in these experiments is 46 ms. The effect
of the slave-slave movement on the measured distance is
therefore much larger than in the master-slave distance mea-
surement. The ranging latency of the entire ranging cycle is
much larger. Resulting in an even larger displacement of the
nodes on different sides of the swarm.

The coverage is defined as the fraction of the node pairs
that are within each others communication range that have
successfully established either a distance measurement (in the
protocol phase) or a reconstructed distance (in the reconstruc-
tion phase). Since only distances can be calculated between
nodes that are within the same cluster, the coverage will be
lower than 100%. Also, the reconstructed coverage cannot
exceed the ranging coverage.

B. Reconstruction Metrics

To express and compare the performance of swarm oper-
ations like ours, there is not yet a commonly used metric to
assess the performance of reconstructing a swarm of nodes.
It highly depends on what information is desired from such a
swarm. The more conventional metrics like recall and absolute
errors do not suffice for our applications. When exploring a
yet unknown and difficult-to-access environment, initially one
might want to identify the overall structure of the environment:
this includes a rough estimation of the local geometry and
the overall shape of the total environment. Later, after adding
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Fig. 11. Reconstruction of node positions (red crosses) and ground truth positions (blue circles). Below, the relative (distance) errors involved in
the simulation chain: the expected error is based on the relative speed distribution and the average latency, the protocol error is from the distance
measurements after the ranging protocol, and the reconstructed error is after the node positions are reconstructed.

additional sensor information, the fine-grained local geometry
typically becomes more relevant as the absolute error over the
entire swarm is less relevant. In fact, in the next sections,
we address a variety of performance metrics, introduced
in [13], that quantify different objectives.

1) Absolute Error: The absolute error is the mean squared
absolute distance error of the reconstructed nodes positions
relative to their ground truth positions. It is calculated as
Eabs = ∑ |ŝ − s̄|2/N , the sum over all N nodes where ŝ
is the reconstructed positions of the node and s̄ its ground
truth position. In order to compare ground truth positions with
reconstructed positions, a linear fit between the 3-D positions
of the initial four nodes and their true positions is performed
to solve the general rotation and reflection ambiguity.

2) Relative Error: The relative error is the mean squared
relative error of the reconstructed distances between nodes,
relative to the ground truth distances. It is calculated as
Erel = ∑ |d̂ − d̄|2/M , the sum over all M reconstructed
distances, where d̂ is the reconstructed distance and d̄ the
ground truth distance.

3) Global Error: The global error Eglob is calculated similar
as Eabs , but after a rigid transformation of the entire recon-
structed swarm (rotation and displacement) such that Eabs is
minimized.

4) Local Error: The local error Eloc is calculated as mean
squared absolute error of subsections of 20 connected nodes
after rigid transform of only those 20 nodes with their ground
truth. This is performed over the entire swarm.

5) Recall: The recall, X, is the percentage of nodes recon-
structed by the reconstruction algorithm. The adjusted recall
Y and Z are the percentages of nodes that are reconstructed
within a specified error condition. For Y, this condition is
met if at least 80% of the node’s reconstructed distances
have a relative error <10%; or when more than 50% of the
nodes reconstructed distances have a relative error of <1%.
The adjusted recall Z is similar to Y, but includes that the

TABLE II
PERFORMANCE METRICS OF RECONSTRUCTION

neighboring nodes to which the relative error suffices this
condition, should also fall in the category of Y.

C. Simulation Results
The reconstruction performance metrics, as well as some

of the output metrics of the ranging protocol are summarized
in Table II. All indicated metrics are median values of the
iterations performed in similar scenarios. From each of the
three scenarios, one of the reconstructions is shown in Fig. 11,
together with the relative distance errors involved.

For all of the three scenarios, the majority of nodes are
successfully reconstructed (recall X between 78% and 89%).
This indicates that reconstruction based on the distance mea-
surements from this ranging protocol is feasible.

The errors that are introduced are mainly due to the fact
that the node measurements are performed when the nodes
are non-static and the ranging procedure is not instantaneous.

The boxplots in Fig. 11 indicate the relative distance errors
that are introduced throughout the entire process. The expected
average distance error is calculated based on only the nodes’
relative speed distribution as seen in Fig. 8 and the average
latency within one cluster of nodes (46 ms). The protocol
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distance errors are the errors in the distance measurements
of the ranging protocol compared to the ground truth. For the
ground truth comparison, a snapshot of the actual positions
are taken at a time halfway the ranging procedure. The recon-
structed error indicate the relative distance errors between
the reconstructed positions. Only the distances between the
specific node pairs that actually aided in the reconstruction
process (the RANSAC agreeing voters) are considered.

As seen in Table II, throughout all simulations, the protocol
coverage was between 73%-76% meaning that this fraction of
nodes could successfully determine a distance between each
other in the protocol phase. And the reconstructed coverage
was between 63%-65%, meaning that on average, the recon-
structed nodes are reconstructed based on distance measure-
ments to 63%-65% of the neighbors within communication
range, the other fraction is either not measured due to the
protocol or not agreeing in the RANSAC voting process.

VI. CONCLUSION

We have proposed and evaluated a solution for reconstruct-
ing the relative and absolute positions of a large quantity of
miniaturized nodes in a go-with-the-flow exploration approach
in enclosed environments. Our robust reconstruction solution
relies only on communication between nodes in the neighbor-
hood of each other. It appears feasible for a non-static node
swarm to estimate the positions and trajectory of the nodes.
This is a step forward in creating miniaturized nodes that are
to be used in difficult-to-access environments for obtaining a
map of the nodes positions and sensing the interior of enclosed
environments.

Our simulation chain illustrates that reconstruction algo-
rithms can be used even if these rely on the assumption
that the nodes are (quasi) static. The motion of nodes during
a measurement cycle introduces an error, say, measurement
noise, that with a proper system design can be small compared
to dominant other types of noise experienced during the
ranging procedure.

Future work includes dealing with the issues related to
signal processing and overlap, as well as experiment with
real hardware to test ranging accuracy. The verification of the
protocol performance in experiments is foreseen as a future
step in the EU Phoenix project.
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