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Abstract

This paper is inspired by research of E. Kaplan, “Terror Queues”, which proposes models for
understanding a terrorism prevention process. The base model is in the form of a queue, where
existing terror plots are customers and undercover agents that try to detect the plots are servers.
In this paper, we provide a detailed overview of Kaplan’s models, together with a summary of
mathematical framework required for the analysis of terror queue models.

Furthermore, we propose an extension of a terror queue model that allows for multiple classes of
terror plots and accounts for the associated damage. The extended 2-class model can be classified
as a Markov population process, hence, it is analyzed through an Ornstein-Uhlenbeck diffusion
approximation. As a result, we find the steady-state distribution of undetected and detected plots,
the probability of plot prevention and the fraction of prevented damage. In addition, a simulation
for the model with multiple classes is developed.

In the proposed 2-class model, available agents are divided into 2 groups; each group detects
only 1 class of plots. Therefore, we develop numerical methods that find the optimal assignment
of agents to the groups that maximizes either the probability of prevention or the fraction of
prevented damage. We investigate the behaviour of optimal solutions with respect to model
parameters for 2 sets of parameters. Finally, we investigate the influence of different realization
time distributions on the model, in particular Erlang and Pareto distributions, and we find that
the steady state distribution of detected and undetected plot can remains approximately normal.

We conclude by examining further areas of Terror Queue research.
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1 Introduction

1.1 The scope of the project

The problem of terrorism is an ongoing threat against peace and security in today’s world. Ac-
cording to the Global Terrorism Database, there were over 9,000 terrorist attacks in 2018, alone.
However, there could be many more if it wasn’t for counter-terrorism practices, aiming to detect
and prevent terrorism attacks in time.

The process of terrorism prevention is the main focus of this paper. In particular, we study a
terrorism prevention model called Terror Queues, proposed by E. Kaplan [23]. Then, inspired by
Kaplan’s idea, we propose and analyze an alternative model for terrorism prevention that allows
for an occurrence of different types of terror plots at once. However, before we can consider
modelling of terrorism prevention, we must gain more understanding of scientific research that
has been done in this field. This research constitutes the introductory part of this paper. Most
importantly, we research mathematical models of counter-terrorism, amongst which we find the
terror queue model. Then, we discuss further developments in terror queues research.

The focus of the second chapter of this paper is methodology. The analysis of the terror
queue model involves numerous typical methods in the field of Operations Research. Therefore,
in the second chapter, we recall basic modeling and analytical concepts that will prove useful in
further analysis. First, we introduce discrete and continuous Markov chains and their steady-state
analysis. Then, we introduce basic Queuing Theory concepts: background, notation, terminology
and analysis of simple models. The final part of the methodology research is focused on Fluid
and Diffusion Theory. There, we examine fluid and diffusion processes and their limits. We
introduce the Functional Law of Large Numbers and Functional Central Limit Theorem, which
can be applied to approximate queuing systems. In particular, we show how M/M/1 and M/M/∞
models can be approximated by both fluid and diffusion limits.

Chapter 3 is devoted to the analysis of Kaplan’s terror queues. Following Kaplan, we present
2 approaches for the analysis of the base model. The first one is the numerical solution of balance
equations of the embedded Markov chain. The second method is the Ornstein-Uhlenbeck approx-
imation of the model. In addition, we support our findings with simulation results. Furthermore,
we explain the terror queue model with false detection, which is an alteration of the base model,
proposed by Kaplan. This model is analyzed, using the Ornstein-Uhlenbeck approximation.

In Chapter 4, we present a queuing model for terrorism prevention that assumes different
classes of terrorism. The model is based on the terror queue model, however, it is extended with
the possibility to model the amount of damage caused by successful terror attacks. A model
with 2 classes is analyzed using the Ornstein-Uhlenbeck approximation. In addition, we create a
simulation of the model and compare the results of these two methods. Furthermore, we propose
a comparison of the model with Kaplan’s base model; these are compared for a particular case
scenario.

Using the model with 2 classes, one can decide how the detection resources are utilized. In
particular, one can choose what fraction of these resources is focused on the first class of terrorism;
then, the remaining fraction is focused on the second class. This forms a basis for 2 optimization
problems that are considered in this paper: maximization of the fraction of prevented terror plots
and maximization of the fraction of prevented damage. Both of these optimization problems are
solved numerically, based on the results of the Ornstein-Uhlenbeck approximations. In addition,
for both optimization problems, we look at the change in the optimal assignment of the resources
with respect to the change of the parameters of the model.

In the final part of this paper, we introduce small alterations to the model with 2 classes. In
particular, we consider different distributions for terror plot realization time - the time that a plot
needs to become successful. In case of these models, we solely rely on simulation results. Based on
these results, we investigate the influence of the realization time distribution on the steady-state
distribution of the model.
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1.2 Background motivation

1.2.1 Terrorism in scientific research

Many scholastic disciplines are devoted to the research of terrorism and it is also promoted by some
governments and organizations [33]. The general aim of the research is to understand the problem
from different perspectives, as such insight can help to make educated decisions about counter-
terrorism strategies. In particular, terrorism is a subject of interest in economics and political and
social sciences, which study the impact of terrorism on the economy and society and in reverse [35].
Many studies look at the root causes, impact and consequences of the terrorism [27]. Frequently
posed questions are often policy-related; regarding, for example, terrorism interrogation methods,
economic impact, relation to domestic crime or the effectiveness of counter-terrorism policies [10],
[35].

1.2.2 Models on counter-terrorism strategy

Another subject of interest in terrorism research is counter-terrorism and its associated strategies.
The purpose of such research is to understand how counter-terrorism actions influence terror
threats, how to choose a strategy based on the characteristics of a terror threat, to investigate the
consequences of counter-terrorism, and more.

One possible approach to model counter-terrorism is offered by game theorists. Game theory
is a mathematical framework, used to study situations where a conflict of interest occurs [32]. In a
basic model, one can perceive terrorists as a player and counter-terrorists as another player, where
their objectives are opposite. Moreover, the terrorists’ ability to analyze a current situation and
choose the ’best’ strategy, just like player in a game, is another factor that supports the game theory
approach [18]. Other players, like media or governments, may be added to the game, depending on
the modeling problem. Researchers have used game theory to answer decision-making questions
like: choosing between proactive versus defensive measures, negotiation vs. no-negotiation policy,
cooperation versus non-cooperation between counter-terrorism players and many more [36].

Risks associated with terrorism and counter-terrorism strategies is another subject of research.
Risk analysis is a field of study that considers a variety of possible outcomes of a given process at
hand. Each outcome then has a certain likelihood and magnitude of consequences assigned, which
is known as risk assessment. Two other main components of risk analysis are risk management
and risk communication [18]. Risk management is a decision-making process aimed at minimizing
overall risk.

To model a risk associated with terrorism, three main components are often considered: threat,
vulnerability, and consequence, leading to a model known as Probabilistic Risk Analysis (PRA).
Use of such models has been criticized, however, because it considers terror threats as a random
process and some argue that game theory’s view of terrorists as a reason-based, decision-making
player is more appropriate [18], [7].

One of the problems associated with terrorism modeling is the lack of full data, which means
that some models can be performed only theoretically. The insufficient availability of data is caused
by collection challenges; the major problem is the lack of available data on domestic terrorism and
incorrect classification of violence cases [29]. However, access to such data is growing. Two common
open source databases are International Terrorism: Attributes of Terrorism Events (ITERATE)
and Global Terrorism Database (GTD).

The increased availability of data has caused a growing interest in time series analysis of terror-
ism. According to the International Encyclopedia of Education, time series is a sequence of data
points, measured typically at successive points in time. The purpose of time series analysis is either
to make predictions based on data or to understand underlying context [38]. In case of terrorism,
time series methods can be used to detect a threat by identifying its symptoms and trends in data.

Human intelligence (HUMINT) plays an important role in counter-terrorism strategies [11],
with the purpose of information collection that leads to the interdiction of potential threats.
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Kaplan, in his paper “Terror queues”, suggests an intelligence-based, Markov population model of
terrorism [23]. Viewing terrorism as a queue is an uncommon approach but according to Fingar
[12], intelligence as a tool for counter-terrorism has already been the subject of study in Operations
Research (OR). In fact, the discipline of OR originates from military research during the Second
World War [12], which explains how OR ties to intelligence and security. The aforementioned
game theory approach and risk analysis of terror threats are also examples of OR models. In this
paper, however, we want to build on Kaplan’s idea of terror queues, therefore the following section
provides an overview of the models proposed in his article.

1.3 Terror Queues

In this section we focus on the models of terrorism proposed by Kaplan in the article “Terror
Queues”. The models were developed for understanding the process of infiltration and interdiction
of terror threats by intelligence agencies [23]. If one can determine correct values for the model’s
parameters, for example from historical data, one can use the results of Kaplan’s paper to predict
the amount of undetected terror plots and estimate the probability of detection, given a certain
force of intelligence agents. In his paper, Kaplan uses the queuing theory approach to model the
interaction between terror attacks and intelligence agents.

Markov Terror Queue

The first model, proposed by Kaplan, can be classified as a Markov population model, which can
also be viewed as a queue. In the model, the detection and interdiction of terror plots is simplified
to the following system: terror plots appear in the system at some arrival rate and at that point
they gain the status undetected. We also have a unit of intelligence agents in the system. Each
agent can perform two jobs; either they search for terror plots or, if a plot is discovered, the agent
that discovers it becomes busy with its interdiction. Every plot that is discovered is considered to
be stopped on time, however, if an undetected plot is not found in time, it becomes successful.

This particular setup can be classified as a queue where terror plots are jobs, arriving according
to the Poisson process, and agents are servers. However, this is not a typical queue because a
server can be empty (agent is searching for the plot) while there are jobs waiting to be served
(undiscovered plots). Analysis of the model uses well-known techniques in queuing theory. Most
importantly, Kaplan uses balance equations with necessary boundary conditions to approximate
the steady-state expected values of the number of undetected plots, number of busy agents, the
probability of interdiction and attack, and the conditional distribution of the number of undetected
terror plots, given the observed number of busy agents [23].

The analysis shows that joint distribution of the number of undetected plots and the number of
busy agents follows bivariate normal distribution, which implies that the corresponding marginal
distributions are normal. This suggests the possibility to apply the Ornstein-Uhlenbeck model,
which is described in the next section.

The Ornstein-Uhlenbeck Terror Queue

Kaplan presents an alternative approach to the same problem using the Ornstein-Uhlenbeck model,
which can be seen as a diffusion analogue of the Markov population process. This approach results
in an approximation of Markov terror queue model, however, it is much simpler to analyze and
provides nearly identical results [23].

In the Ornstein-Uhlenbeck terror queue, the number of undetected plots and busy agents does
not have to be integer-valued, which is the first indication that this model is an approximation of
reality. For the analysis of this model, Kaplan uses the approximation techniques of the Markov
population process presented by Barbour [2], [23]. Barbour finds that, in the steady state, the
(stochastic) numbers of undetected terror plots and busy agents take values close to their corre-
sponding limiting values in the analogous, but deterministic Ornstein-Uhlenbeck model. These
limiting values can be computed by solving a system of two differential equations. Using this
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approach, Kaplan finds the approximations for the expectation and the covariance matrix of the
bivariate distribution of number of undetected plots and busy agents. Next, Kaplan improves the
approximation by accounting for the boundary conditions. Together, the approximation of the
model and the boundary conditions give almost identical results to the previous Markov model
[23].

Transient behavior and sensitivity analysis

Even though the goal of the analysis is focused on the steady-state behavior, Kaplan performs
a short analysis of the transient behavior. As a result of the analysis, one can assess how long
it takes for the system to converge to the steady state. In a real case scenario, the steady-state
results are useful if the system is relatively close to the steady state. This is why it is important
to be able to assess the time required for the convergence.

Next, the sensitivity analysis is performed, supported by simulation results. To apply Kaplan’s
model to a real case scenario, one must know the input rates. These are usually approximated
from data and therefore carry a certain level of error. The purpose of the sensitivity analysis is
to investigate how the magnitude of approximation errors affects the results. Kaplan does this
by comparing the theoretical results, based on approximation of the rate, with simulation results,
based on the true rate.

The Ornstein-Uhlenbeck Terror Queue with false detection

For the final model, Kaplan makes an effort to create a more realistic scenario. The previous
assumption was that every detected plot was a real threat. In this model, it is assumed that the
agents can make mistakes and detect fake threats and not actual terror plots. This fake detection
is, in a way, a distraction from the real threats. In the final model, Kaplan incorporates this new
idea, which means that agents can be busy interdicting either a real or fake threat, or be searching
for threats. This leads to a more complex model; adding 1 additional action turns the bivariate
model into the trivatiate Ornstein-Uhlenbeck model.

The analysis of the new model is analogous to the bivariate analysis. First, the mean and
covariance matrix of the trivariate normal distribution is estimated. Then, the boundary conditions
are incorporated in the results. Finally, Kaplan applies analysis to a real example, based on suicide
bombings in Israel [23].

Discussion of the results

The problem of importance in the review paper was the estimation of the number of terror plots
in a given area at a given time [23]. Such knowledge is a crucial factor for counter-terrorist
agencies to decide how many agents need to be deployed [23]. The results of the paper enable the
estimation of the number of hatched, undetected terror plots as well as the conditional number of
undetected terror plots, given the current number of busy agents. Moreover, one can assess the
rates of detection and interdiction of true terror plots.

The usefulness of the model depends on the possibility to assess the true values of the pa-
rameters. This can prove to be difficult, considering that much information regarding terrorism
is classified. Kaplan argues, however, that counter-terrorism agencies may have access to such
classified information, hence, they can accurately assess the parameters in question.

Furthermore, Kaplan points out directions for follow-up research. One possibility is to consider
the choice of the number of intelligence agents as a decision-making problem where one’s aim is to
optimize certain quantity; this could be social cost, probability of interdiction etc. [23]. Finally,
due to constant rates, the presented models are suitable in areas with a rather constant level
of terrorism. However, it is possible that the level changes, due to counter-terrorism actions for
example. In such cases, a modification of presented models could be considered, which is another
research idea. In fact, some of these research possibilities have already been utilized, which we
briefly introduce in the following section.
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1.4 Further research on Terror Queues

Kaplan’s model of terror queues was a basis for optimization-oriented research. One example
of such a research is “Staffing models for covert counter-terrorism agencies” written by Kaplan
himself [21]. As the title may suggest, the problem considered in the paper is the strategic choice
of the number of intelligence agents that should be deployed for counter-terror purpose. A suitable
number of agents depends on the objective. In the paper, there are several objectives considered
such as: “prevent a specified fraction of terror attacks, maximize the benefits-minus-costs of
preventing attacks, staff in expectation that smart terrorists will attack with a rate that optimizes
their outcomes, and allocate a fixed number of agents across groups to equalize detection rates,
or prevent as many attacks as possible, or prevent as many attack casualties as possible.” [21].

The first staffing model considers attack-level staffing which looks at the number of agents
needed to prevent a given percentage of all of the attacks. This model is purely based on the
terror queue model. The staffing levels, in this case, are estimated under light traffic conditions
which, in this case, means that agents are rarely busy. For a given percentage of interdicted plots,
the analysis presents the staffing levels required. Moreover, the author explains how certain model
parameters influence these levels.

The next model considers cost-benefiting staffing. It requires the use of the cost assessment,
associated with the attack and it performs the staffing optimization that minimizes the overall
cost. There is a cost assigned to the deployment of a given number of the agents and there is a
financial benefit, associated with the interdiction of terror plots. As a result, the optimal cost-
beneficial ratio of prevented attacks is given, which can be applied in the previous model to find
optimal staffing levels.

The following model could be considered as a more realistic scenario because it assumes that
terrorists are smart and choose the level of attacks to be the most optimal in terms of the “gain”
versus “cost” of an attack. The rate of terror attacks is also cost-driven, where the author assigns
a cost to each attack and financial benefit to each successful attack. In this scenario, first the
terrorist organization chooses the rate of attacks which, in turn, is followed by the response of
the counter-terrorism agency to deploy cost-driven optimal number of agents. Again, the results
present the optimal ratio of interdicted attacks which, in this case, is a function of the rate of
the arrival of new terror plots. The larger this rate is, the larger the optimal ratio of interdicted
attacks, which suggests that, with frequent attacks, it is more beneficial to stop a larger percentage
of the attacks than it is in case of less frequent attacks.

The final model considers the optimal allocation of covert counter-terror agents. While previous
models can be applied to a certain region where terrorism happens, this model considers multiple,
disjointed regions affected by terrorism. Each of these regions could be viewed as a terror queue
with its own, independent parameters. The author solves three optimization problems with the
following objectives: “Given the total counter-terrorism force f , what is the optimal allocation of
the agents between the regions that will result in either:

1. equal terrorism plot detection ratio across the regions?”

2. the minimized total number of terrorism attacks?”

3. the maximized total number of casualties averted?”

As a result, the author solves the first optimization problem, while the remaining ones are formally
stated and left for the reader to solve. Finally, the 3 possible approaches are compared in the form
of an applied example of bombings in Israel.

All optimization scenarios discussed above were based on the basic terror queue model. In later
research [21], the author considers a slightly more generic model for terrorism. In particular, the
terror queue has one crucial assumption of the exponentially-distributed duration of terror plots.
This is a common assumption that simplifies the problem significantly, however, it is not always
true. For instance, it was not true for the jahdi terrorism attacks in the USA [21]. Stimulated by
this problem, Kaplan, once again studies the optimal staffing levels for the intelligence agencies
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in his article “Socially efficient detection of terror plot”, without the assumption of exponentially-
distributed duration of the plots.

This time, the author proposes the deterministic model, which is a generalization of the deter-
ministic model presented in “Terror Queues” [21]. Two familiar scenarios are taken into considera-
tion: socially-efficient staffing and economically-optimal staffing, given smart terrorists who choose
their strategy optimally, which is then followed by the optimal strategy of the counter-terrorist
organization. The goal of the research was to find the optimal deployment levels. As a result,
the author provides the equations for the optimal staffing levels in both cases. One unsurprising
conclusion that can be drawn from the optimal staffing equations is that the number of agents
required grows out of bounds as the target interdiction level approaches 100%. This indicates that
it is practically impossible to prevent all of possible terror attacks [21].

A different approach to terror-related optimization was presented in the article “Optimal con-
trol of a terror queue” [37]. As suggested in the title, the article builds on Kaplan’s idea of the
terror queue but applies the deterministic version of the diffusion model. The paper again consid-
ers the optimization of the number of intelligence agents. The objective is to minimize the total
cost associated with terror threats and counter-terror actions. The model factors in the cost of
agents, damage caused by successful attacks and the discount rate.

The first analysis did not consider any additional constraints. The main findings were that the
optimal strategy depends on the initial conditions (parameters of the associated terror queue). In
particular, if the number of initial terror plots is relatively low, it is optimal to deploy relatively
few agents. When the terrorists are moderately efficient, it is optimal to deploy relatively large
amount of agents, but then again, when the terrorists are very efficient, it is optimal to deploy,
again, relatively few agents [37]. Of course, adopting such a cost-beneficial strategy would involve
a potential, temporary increase of active terror plots. The authors realize that such strategy would
not be socially acceptable, even though, from the economic perspective, it is more profitable in
the long run. Hence, a second optimization problem was considered that involves the constraint
that the number of successful terror attacks may not increase at any point of time.

The non-increasing policy is a constraint on the previous basic model, hence the resulting
optimal values perform, at best, as well as the previous optimum. The lower the initial terrorism
level, the larger the (negative) impact of the constraint. The authors refer to it as a paradox, as
the long term overall social costs of an initially large-scale terrorism are lower than the cost of
initially lower-scale terrorism [37], when the non-increasing policy is applied.

This concludes the summary of the most important research developments regarding Kaplan’s
terror queue model. In section 3, we return to Kaplan’s model and provide its detailed description
and analysis. Prior to this, however, we want to introduce important modelling and analysis
concepts and techniques, which will prove useful in the aforementioned analysis. The methodology
research can be found in the following section.
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2 Methodology Research

In this chapter, we aim to provide a mathematically-sound overview of the models, associated
with the terror queues as well as to introduce useful analysis tools. Most of the models considered
in “Terror Queues” can be classified as stochastic processes, hence we begin by defining what a
stochastic process is. A stochastic process is any process describing the evolution in time of a
random phenomenon [3, pp. 451–452]. The time space can be either discrete or continuous. The
outcome of the process, often called the state, is a random variable X, which is a function of the
time t [6]. The process is commonly notated as {Xn, n ≥ 0} in the discrete case and {X(t), t ≥ 0}
in the continuous case [28]. The set of all possible states S is called the state space [28]. The
theory of stochastic processes was formulated around 1950 and it was stimulated by study of the
so-called Brownian motion [3].

2.1 From discrete-time Markov chains to Markov processes

2.1.1 On discrete-time Markov chains

A Markov chain is a class of stochastic processes. The concept was introduced in the early 20th
century by Russian mathematician A. Markov, hence the name [16, p. 464]. The process can
be either discrete- or continuous-time based. In this section, we focus on discrete-time Markov
chains, hence, until further notice, we assume the discrete time space n ≥ 0. The basic assumption
of a Markov chain is that the value of the state variable at time n is fully explained by the value
observed for the state variable at time n − 1; this assumption, called Markov property, holds for
so-called first-order Markov chains [28, pp. 105-107]. A generalization of this concept is a kth-
order Markov chain where current value of the state depends on k previous state values [4]. The
definition of a discrete-time Markov chain (DTMC) is as follows [28, Definition 5.1]:

Definition 2.1. A stochastic process {Xn, n ≥ 0} on the state space S is said to be a DTMC if
for all i, j ∈ S:

P(Xn+1 = j|Xn = i,Xn−1, . . . , X0) = P(Xn+1|Xn = i).

Characteristics and analysis

In this section, we introduce general concepts associated with the analysis of Markov chains. It has
been shown that the behavior of many stochastic processes tends to stabilize as time progresses.
This phenomenon is often referred to as the limiting behavior or the steady-state behavior. The
time that is required for a process to stabilize depend on the process. The behavior of the process
that is not yet stable is referred to as the transient behavior. Hence, we begin with description of
transient analysis, followed by the steady-state behavior for Markov chains.

First, we assume that the state space is finite so S = {1, 2, . . . , N}. Let pi,j = P(Xn+1 =
j|Xn = i) ∀ i, j ∈ S. Then P is the N ×N transition probability matrix, with [P ]i,j = pi,j . Then,

by the Theorem 5.1 [28], we have that pi,j ≥ 0, 1 ≤ i, j ≤ N and
∑N
j=1 pi,j = 1 ∀ i ∈ S.

To understand transient behavior, one wants to find the probability that the system is in
state j at some time n > 0, so P(Xn = j). Define ai := P(X0 = i) for all i ∈ S, define

p
(n)
i,j := P(Xn = j|X0 = i) and let P (n) be an NxN matrix with [P (n)]i,j = p

(n)
i,j . Then, following

the proof in [28, p. 117], the transient behavior is given as follows:

P(Xn = j) =

N∑
i=1

P(Xn = j|X0 = i)P(X0 = i) =

N∑
i=1

aip
(n)
i,j =

N∑
i=1

ai[P
n]i,j .

When one considers the system as the time approaches infinity, we can talk about steady-state or
limiting behavior. The limiting behavior is defined as π = (π1, . . . , πN ), with πj := limn→∞ P(Xn =
j) for all j ∈ S. The limiting behavior does not need to exist, but, if it does, then it satisfies the
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following balance equations [28, p. 126]:

π = πP, and

N∑
i=1

πi = 1.

A similar concept is the stationary distribution π∗ = (π∗1 , . . . , π
∗
N ) defined as [28, p. 127]:

P(X0 = i) = π∗i ∀ i ∈ S =⇒ P(Xn = i) = π∗i ∀ i ∈ S, n ≥ 0.

Similarly, as for the limiting distribution, if π∗ exists, it satisfies [28, p. 127]:

π∗ = π∗P, and

N∑
i=1

π∗i = 1.

Clearly, the concepts are related and it can be proven that if the limiting distribution exists, then
it is equal to the stationary distribution, which is a more generic concept [28, Corollary 5.3].

An important characteristic for Markov chains is the concept of irreducibility. A DTMC
{Xn, n ≥ 0} is said to be irreducible when for all i and j in S, there exists k > 0 such that
P(Xk = j|X0 = i) > 0 [28, Definition 5.3]. A chain that is not irreducible is called reducible.
Another characteristic of interest is periodicity. Let {Xn, n ≥ 0} be an irreducible DTMC on finite
state space S and let d be the largest integer that:

P(Xn = i|X0 = i) > 0 =⇒ n is an integer multiple of d

for all i ∈ S. Then the DTMC is periodic if d > 1 and, otherwise, it is said to be aperiodic
[28, Definition 5.4]. Finally, we introduce the concept of positive-recurrence. A state i is positive-
recurrent if the expected amount of time it takes to reenter the state i, say E[τi,i] is finite. A chain
is positive-recurrent if its every state is positive-recurrent [5, p. 309].

Having all three concepts defined, we can finally talk about the ergodicity of Markov chains.
We say that a DTMC is ergodic if it is aperiodic, irreducible and positive recurrent [5, p. 216].
We are generally interested in ergodic systems, because they have some desired characteristics. In
case of Markov chains, it holds that every ergodic chain has a limiting distribution.

2.1.2 On Markov processes

A stochastic process that satisfies Markov property is called a (first-order) Markov process. While
for Markov chains a finite, discrete state space S was considered, the state space in a Markov
process may be continuous and infinite. Previously mentioned Brownian Motion is the oldest and
possibly best-known Markov process [20].

An important class of Markov processes are continuous-time Markov chains (CTMC). Such
models can be used in the analysis of, for example, queuing models; in this case we talk about
so-called embedded Markov chains. This is why we introduce basic aspects of the analysis of
CTMCs in a similar fashion as for DTMCs.

A continuous-time Markov chain is defined as follows [28, Definition 6.1]:

Definition 2.2. A stochastic process {X(t), t ≥ 0} on a countable state space S is said to be a
CTMC if for all i, j ∈ S and t, s ≥ 0

P(X(s+ t) = j|X(s) = i,X(u), 0 ≤ u ≤ s) = P(X(s+ t) = j|X(s) = i).

From the above definition, we see that the evolution of the process from time s onward, is
independent of what happened during time 0 ≤ u < s. In addition, we say that a CTMC is
homogeneous if the following holds for t, s ≥ 0 [28, p. 155]:

P(X(s+ t) = j|X(s) = i) = P(X(t) = j|X(0) = i) =: pi,j(t).
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Hereafter, we assume that we work with a homogeneous CTMC. It can be shown that the Markov
property for a CTMC implies that the time between 2 jumps of the system is exponentially
distributed [15, p. 259]. It turns out that describing the chain in terms of the rates of exponential
distribution is more suitable than in terms of jump probabilities as it was done for DTMCs. Hence,
for all i, j ∈ S we define ri,j , i 6= j as a transition rate out of state i into state j. Furthermore, we
assume that ri,i = 0. Moreover, we define ri, the total transition rate out of state i as follows:

ri :=
∑
j∈S

ri,j .

Given that the system is in state i, the probability that the next transition is to state j is equal
to:

p̂i,j :=
ri,j
ri
,

which follows from the properties of the exponential distribution. A CTMC is often defined
through matrix R = [ri,j ], i, j ∈ S, which we call the rate matrix [28, p. 159]. Alternatively, a
CTMC can be defined through matrix Q = [qi,j ], i, j ∈ S, where qi,j is defined as follows:

qi,j :=

{
ri,j i 6= j,

−ri i = j.

Matrix Q is commonly called a generator matrix of a CTMC. It is easy to see that for each i ∈ S,∑
j∈S qi,j = 0, which implies that the sum of elements in every row of matrix Q is 0.

Similarly to DTMCs, we would like to investigate the behavior of a CTMC as t → ∞. We
say that vector π is a stationary distribution of a Markov process {X(t : t ≥ 0)}, if the following
requirements are met [15, p. 260]:

1. for all j ∈ S, πj ≥ 0 and
∑
j∈S πj = 1. In other words, π is a probability distribution on S.

2. π = π · Pt for all t ≥ 0, where Pt :=
(
pi,j(t)

)
i,j∈S.

If a stationary distribution exists, it could be derived from the above characterization, however,
there is a simpler approach. It can be shown that π is a stationary distribution if and only if
π ·Q = 0 [15, p. 261]. In fact, this equation is a concise way of describing balance equations of a
CTMC. In particular:

π ·Q = 0,∑
i∈S

πiqi,j = πjqj,j +
∑

i∈S,i 6=j

πiqi,j = 0 for all j ∈ S,

∑
i∈S,i 6=j

πiqi,j = πjrj for all j ∈ S.

The interpretation of the above equation is that for every state j ∈ S, the rate out of state j is
equal to the sum of rates into state j, otherwise known as the balance equations.

We have shown how the steady-state distribution π can be found, however, we have not yet
discussed the uniqueness of such a distribution. Before this can be done, we need to define the
concept of irreducibility regarding CTMCs [15, p. 260]:

Definition 2.3. Let {X(t, t ≥ 0)} be a continuous-time Markov chain. Then X(t) is said to be
irreducible if for any i, j ∈ S there is some t ≥ 0 such that pi,j(t) > 0.

Regarding the uniqueness of the stationary distribution, the following theorem holds [15, p.
261]:
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Theorem 2.1. Let {X(t), t ≥ 0} be an irreducible CTMC. Then, if there exists a stationary
distribution π, it is unique and pi,j(t) → πj as t → ∞ for all i, j ∈ S. Otherwise, pi,j → 0 as
t→∞ for all i, j ∈ S.

There is an alternative approach to the analysis of continuous-time Markov chains. In partic-
ular, one can consider an embedded discrete-time Markov chain. Using this approach, we ignore
how long the system stays in a given state; instead we focus on changes of state when jumps occur.
Let {Zn, n ∈ N} be the embedded chain of the process {X(t), t ≥ 0}. Then Zn has the following
transition probability matrix:

P̂ :=
(
p̂i,j
)
i,j∈S with p̂i,j =

qi,j
−qi

.

Let π̂ be the stationary distribution of Zn and let π be the stationary distribution ofX(t) (assuming
that they exist). Then, there is the following relation between the stationary distributions:

πi =
π̂j/qj∑
i∈S π̂i/qi

, for all j ∈ S.

This relation is useful because it allows us to derive a stationary distribution of a CTMC from the
stationary distribution of its embedded DTMC, which might be easier to derive.

This is where we end the basic introduction to continuous-time Markov chains. There are
several sub-classes of CTMCs and, for the purpose of this paper, the Markov population process is
particularly important because it occurs in Kaplan’s “Terror Queues”. Such a stochastic process
has n groups, for which the number of individuals in each group at a given time is of interest
[25]. For each group, the random evolution of the number of the individuals is assumed to be a
continuous Markov chain. Moreover, there are 3 possible jump types in the process. Either:

• an individual arrives from the outside of the system to one of the group,

• departs from the system,

• transfers from one group to another.

Such behavior is common when one considers the evolution of some species, hence the name
Markov population process. Standard analysis of the model such as a transient and a steady-state
behavior can help to understand the population’s development.

2.2 Queuing Theory

In the previous section, we claimed that the first model considered in the article “Terror Queues”
can be viewed as a Markov population process. While this is true, there is another modeling
technique associated with this model - a queuing model. The connection to queues is already
indicated in the title of the article. The queue perspective is important in the analysis of the
model, which motivates us to introduce some basic queuing theory in the following sections.

2.2.1 Background

The concept of a queue in mathematical modeling goes back more than 100 years [5, p. 4].
The first important paper in this field is Erlang’s, “The Theory of Probabilities and Telephone
Conversations” (1909). This paper and Erlang’s further research has laid the foundation for
Queuing Theory, where the Poisson process has played an important role. While early studies
were focused mainly on the problem of combustion, in later decades (1930s-1940s) several generic
models were developed. Queuing Theory as a branch of Operations Research was essentially
defined over the course of the 1950s and 1960s. Around this time, the theory was applied for the
first time in terms of an optimization problem.
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2.2.2 Basic elements of a queuing model

A queuing model is a mathematical concept that reflects a real-life queue, like the ones in su-
permarkets. A queue consists of customers, also referred to as jobs, and servers, which can be
compared to a cash register. The customers arrive in a queue, according to some arrival dis-
tribution. We refer to this aspect as Input Process. For simple queuing model, this is often a
Poisson process, which implies that the interarrival times are exponentially distributed. Serving
Mechanism is the name of the process part that concerns servers. The serving times may follow
some general distribution. Once a customer is served, it departs the system and the server can
take another customer [5, p. 1].

A queue may have either finite or infinite capacity, which is referred to as System Capacity.
Another aspect of the system is Queue Discipline that describes how the customers are served.
The policy that is often applied in queues is first-come-first-served (FCFS), which means that
arriving customers join the end of the queue. As opposed to FCFS, there is last-come-first-served
(LCFS). Many other disciplines exist, for example a priority discipline where customers with higher
priority join the queue in front of the lower-priority customers, even if they arrived later. This
concept could be applied, for example, to a queue of patients in a hospital.

2.2.3 Notation

There is a basic symbolic notation that is often associated with queues [5, pp. 2-3]. The notation
was first applied by D. G. Kendall (1953). The notation is of the form Xi/Xs/s, where Xi

represents the input (arrival), Xs represents the type of server and s represents the number of
servers in the system. The input or the server distribution can be general (G), general independent
(GI), exponential, often referred to as Markovian, due to close relation to Markov chains (M),
deterministic (not random) (D) or Erlang with parameter k (Ek). This basic notation is sometimes
insufficient, hence it is modified, when necessary.

2.2.4 Problems of interest

In general, one could say that the objective of the analysis of queuing systems is to understand
the underlying processes, which can become a basis for informed decisions for the management of
the processes [5, pp. 3-4]. Three following classes of the queuing system problems can be given:
behavioral, statistical and decision problems. Behavioral problems are studied to understand the
behavior of underlying systems, under various circumstances. The problem considered in “Terror
Queues” is behavioral in nature, as the objective is to understand how the number terror plots
is related to the number of undercover agents. The statistical problems are similar in nature to
the behavioral ones, however, prior to the queuing model analysis, one must perform statistical
analysis to discover associated parameters and distributions. The last class involves problems
that require some decision to be made. It could be a choice between number of different systems
with the same objective or optimization problem related to the control or the effectiveness of the
system.

2.2.5 Basic queues and their analysis

The variations in distributions, number of servers, queuing strategies and more, create a large
number of queuing model classes that can quickly become difficult to analyze. Analysis of queuing
models is strongly related to the analysis of Markov chains. In particular, if either an arrival
or a service process of a queue has a phase-type distribution, one can recognize an embedded
Markov chain within the queue, which simplifies the analysis. A phase-type distribution is a
class of distributions that arises from convolution or mixture of exponential distributions [17, p.
347]. Since a phase-type distribution is built on exponential distribution, there is an element of
memorylessness involved in a process that is phase-type distributed. This is why we are able
to determine an embedded Markov chain in such queuing model. More general queuing models
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require different analysis techniques. One possibility is to approximate the model with fluid or
diffusion limit (see section 2.3.3 and section 2.3.6).

In this section, we focus only on some basic models that are of interest for the analysis of terror
queues and can be analyzed with help of embedded Markov chains. The objective of this section
is to give short overview of analysis techniques and their results, for the basic models of interest.

M/M/1 model

We begin with an introduction of an M/M/1 model because it is the simplest basic model used in
practice and thus makes it easier to explain the concepts of interest. The model has exponential
interarrival and service times with parameters λ and µ, respectively. Moreover, there is only 1
server. We also define traffic intensity ρ, with ρ = λ

µ . Let t ≥ 0 denote the time function and let

X(t) denote the random variable that represents the number of customers in the queue at time t.
We say that the queue is currently in state i if there are i customers in the queue at the moment
[5, pp. 42-43].

The first analytic concept we introduce are Kolmogorov equations. There are two types of Kol-
mogorov equations: forward and backward. Both methods are used to determine the probability
that the system, at time t, is in state j, given that the state at time t = 0 is i. This probability is
denoted as Pj = P(X(t) = j|X(0) = 0). The idea behind the Kolmogorov equations is to capture
what happens in the system in a short period of time, say ∆t. Suppose that the system is in state
j at time t > 0 so X(t) = j. During a sufficiently small time period ∆t there are 3 possibilities:
either nothing changes, a new customer arrives, or 1 customer departs. In case of M/M/1 queue,
the system can arrive (in 1 jump) to state j only from states j − 1 (when a new customer arrives
with rate λ) and j + 1 (when a customer is served and departs with rate µ). The system can
jump out of state j with rate λ+µ. Based on this information, the following Forward Kolmogorov
equation can be written [5, p. 43]:

P ′0 = −λP0(t) + µP1(t),

P ′j(t) = λPj−1(t) + µPj+1(t)− (λ+ µ)Pj(t), j = 1, 2, . . . .

Taking limit t→∞ in Forward Kolmogorov equations results in the balance equations. We define
limt→∞ Pn(t) = pn. Then the state balance equations are given as follows [5, p.43]:

λp0 = µp1,

(λ+ µ)pj = λpj−1 + µpj+1, j = 1, 2, . . . .

Using
∑∞
i=1 pi = 1, yields:

pj = (1− ρ)ρj , j = 0, 1, 2, . . . ,

if ρ < 1.
For practical applications, we often want to know how many customers there are in the system

on average. This becomes possible utilizing the steady-state distribution pn. In this case, in the
steady state, the number of customers is limt→∞X(t) = X. Hence, we compute the expectation
and variance of X as follows1 [5, pp. 44-45]:

E[X] =

∞∑
i=0

i · pi = (1− ρ)

∞∑
i=0

i · ρi =
ρ

1− ρ
=

λ
µ

µ−λ
µ

=
λ

µ− λ
,

V(X) =
ρ

(1− ρ)2
=

λ
µ

(µ−λ)2

µ2

=
µλ

(µ− λ)2
.

1Please note that pn follows geometric distribution.
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Performing analogous analysis, one can also determine the expected number of customers in a
waiting line Xq (so not including service), which is in this case X − 1. Without derivation, we
only state the result:

E[Xq] =
ρ2

1− ρ
=

λ2

µ(µ− λ)
.

The next quantities of interest when analyzing queuing systems are customer waiting times and the
time that customers spend in the entire system, called sojourn time. Intuitively, these quantities
will depend on the queue discipline. In this case we assume the most basic first-come-first-served
discipline. Let Tq and T denote the random variables, representing time spent in a queue and in
the system, respectively. We are interested in the expectations of Tq and T . Instead of deriving
these explicitly, we use Little’s law that links the waiting times to the number of customers in the
following way [5, pp.45-46]:

E[T ] =
1

λ
· E[X] =

1

λ
· λ

µ− λ
=

1

µ− λ
,

E[Tq] =
1

λ
· E[Xq] =

1

λ
· λ2

µ(µ− λ)
=

λ

µ(µ− λ)
.

Depending on the model and the underlying problem, there are other useful analysis techniques
regarding queues. One may be interested in the busy period of the model which is the time when
the servers are constantly busy. The opposite of the busy period is the idle period when servers
are not busy. Another quantity of interest may be the departure distribution. However, these
performance measures are not of interest for the terror queue model, hence we do not provide the
corresponding analysis. For the interested reader we refer to [5, ch. 4] for more information on
the analysis of queuing models.

In Kaplan’s terror queue, exponential interarrival and service times were assumed. This means
that we deal with an M/M/f queue, where f stands for the number of intelligence agents in the
system. The serving mechanism, however, is not standard, as there can be customers waiting and
empty servers at the same time. The queue discipline is random; when a server is ready to take a
customer, any customer from the queue can be picked for service, regardless of their arrival time.
Finally, the customers have a certain impatience time. In real life, this refers to the time from the
hatching moment of the plot to the realization of the plot, in case that no interdiction (service)
happens. All this makes for quite a complex system to analyze, hence, we narrow it down even
further to some special cases, also considered in the “Terror Queues” article.

M/M/∞ model

The first case is the M/M/∞ queue, also known as a self-service queue. This queue is of interest
because it approximates the case when the number of busy agents is close to 0. This implies that
interdiction is almost immediate. Let λ denote the arrival rate of undetected plots, let µ denote
the impatience rate of the terror plots and let δ denote the detection rate per agent per number
of undetected plots. Then, the service rate of n customers is equal to n(µ + δf), where f is the
number of agents. Let pn denote the probability that there are n customers (terror plots).

We want to apply the same concept as in case of the M/M/1 queue, the balance equations.
Suppose that right now there are n > 0 customers in the system, so the queue is in the state
n. If a new customer arrives to the system (with rate λ), then system jumps to state n + 1. If
a customer leaves the queue, the system jumps to state n − 1 and this happens at the rate of
n(µ+ δf), because there are n customers. Similarly, one can look at all possible jumps into state
n; this happens either when a customer arrives and the system is in state n − 1 (with rate λ) or
when the system is in state n+1 and a customer departs (this happens at the rate (n+1)(µ+δf)).
Based on this, we write the following balance equations [5, p. 67]:

λp0 = (µ+ δf)p1,
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(λ+ n(µ+ δf))pn = (n+ 1)(µ+ δf)pn+1 + λpn−1, n = 1, 2, . . . .

Solving the equations with additional condition
∑∞
i=1 pi = 1, yields that the stationary distribution

of this model is Poisson with parameter λ
µ+δf , which shows an analogy to a Birth-Death process.

This also implies that the expectation and variance of number of customers in the steady state
are equal to E[X] = V(X) = λ

µ+δf .

M/M/1 model with reneging

The second boundary condition of interest is when all of the servers are continuously busy, so the
number of busy servers (agents) is approximately equal to the total number of agents f . This
implies that the service rate is equal to ρf . As in the previous model, we still have the arrival
rate λ and the reneging rate µ per customer. We assume that the reneging may happen only
for customers that are not being served. We can write the following detailed balance equation
corresponding to the model:

λpn = (nµ+ ρf)pn+1, n = 0, 1, 2, . . .

Using recursion, we compute that

pn =
λnp0

Πn−1
k=0(kµ+ ρf)

.

Adding the condition
∑∞
n=0 pn = 1, yields:

p0

∞∑
n=0

λn

Πn−1
k=0(kµ+ ρf)

= 1 =⇒ p0 =

( ∞∑
n=0

λn

Πn−1
k=0(kµ+ ρf)

)−1

.

With this insight we are now ready to determine the expectation and variance of the number of
customers in the queue (Xq). One approach is to compute them directly, using the definitions of
expectation and variance. It may, however, be difficult to simplify the expressions fully. Hence,
we choose a simpler approach, following Kaplan [22, p. 398]. We use the fact that in the steady
state, the arrival and departure rates should be equal, so λ = E[Xq] · µ+ ρf(1− p0)). Rewriting
yields:

E[Xq] =
λ− ρf(1− p0)

µ
.

To compute the variance, we first consider the following expression:

E[(Xqµ+ ρf)((Xq − 1)µ+ ρf)] = (p0 + p1)(ρf − µ)ρf +

∞∑
i=2

((i− 1)µ+ ρf)((i− 2)µ+ ρf)pi

= (p0 + p1)(ρf − µ)ρf + λ2.

From the above it is possible to determine E[X2
q ]. After some algebraic manipulations, one can

finally determine the variance, given as follows:

V(Xq) = E[X2
q ]− E[Xq]

2 =
λ

µ
+

1

µ2
[(ρf)2(1− p0)p0 − 2λρfp0 + (ρf)(ρf − µ)p1].

It is possible to use these exact expressions, however, we continue the analysis to find approximate,
but much simpler expressions for the expectation and the variance. This boundary condition model
is based on the assumption of a saturated queue. That means that the arrival rate λ is much larger
than the service rate ρf . Also, it is quite logical to assume that the reneging rate µ is much smaller
than the service rate ρf ; otherwise, the counter-terrorism agency is very ineffective. Under these
assumptions, we have [22]:

p0 < e−λ/(ρf) and p1 <
λ

ρf
e−λ/(ρf).
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Hence, due to high saturation, the terms p0 and p1 can be approximated by 0. Hence,

E[Xq] ≈
λ− ρf
µ

and V(Xq) ≈
λ

µ
.

We will use this approximation in later analysis of the terror queue model.

2.3 Fluid and Diffusion Theory

Stochastic processes come in many types. So far we have looked at processes where the state
space was discrete; this was the case in both Markov chain and queuing models that we described.
In this section, we introduce a different class of stochastic processes where the state space is no
longer discrete, but continuous. Both diffusion processes and fluid queues are examples of such
processes [15, p. 513].

The diffusion and fluid theory is relevant in context of this paper, because it provides approx-
imation techniques that help with the analysis of discrete stochastic models. It often happens
that it is not possible to analyze a discrete model directly. In such case a numerical approach
can be used, but there is another alternative. One may try to approximate the discrete model
by a corresponding diffusion or fluid model. This analysis often turns out to be simpler than the
direct approach. That is why, if the direct analysis proves to be difficult or even not computable,
researchers may choose to derive approximations based on the idea of fluid and diffusion limits.
Such approach was also chosen in case of the terror queues analysis, which motivates us to further
introduce this concept [5, ch. 9.3].

2.3.1 Functional Law of Large Numbers and Central Limit Theorem

In the theory of probability, the Law of Large Numbers (LLN) and the Central Limit Theorem
(CLT) play important roles. In particular, LLN tells us that, under regularity conditions, the
average of random variables converge to their expectation. The CLT result is even stronger; a
normalized sum of n random variables converges in distribution to the Gaussian distribution as n
gets large [39, ch. 4, 5].

In the 1950s, similar results were discovered for stochastic processes. In particular, a normalized
sequence of some stochastic process converges to another stochastic process. The basic theorem was
proven by Donker and it is often referred to as the Functional Central Limit Theorem (FCLT) due
to its analogy to the ordinary CLT. Donker’s theorem shows that a sequence of continuous-time
stochastic processes converges in distribution to a Wiener process. Over the years, there were
similar theorems proven that show convergence of other stochastic processes to other diffusion
processes, following Donker’s idea. We refer to this class of theorems as diffusion limit theorems.

In a similar spirit as the case of CLT, LLN also has its equivalent theorem for the average
of stochastic processes. In this case, we talk about fluid limit theorem for fluid queues (see sec-
tion 2.3.2), which is often referred to as Functional Law of Large Numbers (FLLN). While LLN
shows convergence to a constant mean µ, FLLN shows a convergence of a normalized stochastic
process to a deterministic function ct, where c is some constant. We discuss the limit theorems
in more detail in section 2.3.3 and in section 2.3.6, which are preceded by the introduction of
diffusion and fluid processes.

2.3.2 On fluid queuing models

Before we introduce the fluid limit theorems, we provide an introduction to so-called fluid queues.
Fluid queuing models were first developed to model a movement of fluid through a system with
a buffer, from where the fluid is gradually released. In older literature, this model is also called
a dam model. In a fluid model, we describe the content of the buffer as a continuous function
of time. In relation to the ordinary queue setup, as given in section 2.2, a fluid queue can be
used to describe unfinished work of an ordinary queue [39, ch. 5.]. The general goal in studying
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fluid queues is to understand how the input fluid process and fluid processing (from the buffer)
affect the amount of fluid in the buffer. Analysis of fluid queues is focused on both transient
and steady-state behavior. Another subject of interest is the so-called heavy-traffic limits of fluid
queues that provide useful approximations for ordinary queues [39, ch. 5.2.2.].

We now describe a basic setup of a simple fluid queue. Let t ≥ 0 denote time, let A(t) denote
the cumulative input flow over time period [0, t] and let S(t) denote the cumulative amount of the
fluid available to be processed over time period [0, t]. It means that if there is always fluid to process
during time period [0, t], then the queue will process amount of fluid equal to S(t). Moreover,
we assume that both {S(t), t ≥ 0} and {A(t), t ≥ 0} are real-valued stochastic processes that are
non-negative, non-decreasing and right-continuous [39, ch. 5.2.1.].

Infinite capacity model

First, we consider a fluid queue model with infinite capacity of the storage. We assume processing
rate µ, when there is fluid to process. In this case, we have S(t) = µt. Let W (t) represent the
storage space at time t which corresponds to workload in an ordinary queue. When the input is
continuous in time, say A(t) = λt, it is possible to have a continuous processing of the fluid while
the workload W (t) remains 0; in particular, this happens for the processing rate µ > λ. On the
other hand, if the input flow is a jump process, as it happens when customers join a queue, then
the fluid is processed only when W (t) > 0. Furthermore, we define process {X(t), t ≥ 0} as follows
[39, ch. 5.2.2.]:

X(t) = W (0) +A(t)− S(t), t ≥ 0.

Function X(t) represents so called potential workload; it shows how much work there would be at
time t if we ignored the lack of processing during empty storage. Accounting for the emptiness of
the buffer leads to the following workload equation:

W (t) = X(t)− inf
0≤s≤t

{X(s) ∧ 0} = X(t) + L(t), t ≥ 0,

where ∧ represents the minimum function. The process {L(t), t ≥ 0} is called a non-decreasing,
lower-boundary regulator process. It increases only when W (t) = 0, hence:∫ t

0

W (s)dL(s) = 0.

Finite capacity model

We now aim to modify the infinite capacity equations to account for the finite capacity of the
storage K. If there is an input that causes the workload to exceed K, it is lost. Therefore we have
the following equation for the workload [39, ch. 5.2.3.]:

W (t) = X(t) + L(t)− U(t), t ≥ 0,

where the processes X(t) and L(t) remain as defined before and the process {U(t), t ≥ 0} represents
the non-decreasing, upper-boundary regulator process. This process increases only if W (t) = K,
so we require that: ∫ t

0

(K −W (s))dU(s) = 0.

Based on this characterization, we realize that the infinite capacity model can be regarded as a
special case of the finite capacity model with K =∞. In the next section, we introduce basic fluid
limits for the fluid models.
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2.3.3 Fluid limits

As it was indicated earlier, the fluid limits can be compared to the Law of Large Numbers for
stochastic processes. The limits are used to understand the behavior of fluid queues under various
conditions as well as for approximations of standard, discrete queues. The approximation idea is
mainly used when there are many customers in the system. In such case we say that the system is
in heavy-traffic and the corresponding limit approximation is often referred to as a heavy-traffic
approximation.

We begin by introducing a fluid limit for the fluid queue with unlimited storage. Intuitively, we
know that such a queue will be unstable when the input rate is larger than the rate of processing.
In such case, the level of fluid in the storage will grow to infinity. When the input rate is smaller
than the processing rate, the queue is stable. To formalize this intuition, we first define scaled
processes as follows [39, ch. 5.3.]:

Ān(t) =
1

n
A(nt), S̄n(t) =

1

n
S(nt), W̄n(t) =

1

n
W (nt), L̄n(t) =

1

n
L(nt),

Then, according the Functional Weak Law of Large numbers for the infinite storage fluid queue,
if Ān → eλ and S̄n → eµ, with 0 < µ <∞, the following holds [39, thm. 5.3.1.]:

(Ān, S̄n, W̄n, L̄n)→ (eλ, eµ, max(λ− µ, 0) · e, max(µ− λ, 0) · e).

We know that fluid queues and ordinary queues are closely related. Namely, the ordinary queue
works in a discrete manner and the fluid queue working in an analogous, continuous manner.
Therefore, we want to take the idea of fluid limit for fluid queues and adjust it, to make it
applicable for ordinary queues.

First of all, we have to adjust the assumptions on the cumulative arrival process A(t) and the
potential, cumulative service time process S(t). Mainly, we are interested in markovian queues,
hence we assume exponential interarrival times with rate λ and service times with rate µ. That
means that process A(t) is a Poisson process with rate λ and process S(t) is a Poisson process
with rate µ. We are interested in convergence of Ān(t) and S̄n(t) as n → ∞. We will derive the
convergence for the process Ān(t), as the convergence of S̄n can be proven analogously.
We claim that [8, lemma 5.8].

Ān(t)
a.s.−−→ λt as n→∞.

To prove the statement, we start by noticing that by SLLN theorem for random variables we have
that:

A(t)

t

a.s.−−→ λ as t→∞.

We notice that for fixed t > 0, the SLLN limit implies

Ān(t) =
A(nt)

nt
t→ λt as n→∞.

Moreover, it is clear that the limit holds for t = 0. It remains to show a uniform convergence on
any compact set. Let T > 0 and let ε > 0 be given. From the definition of the pointwise limit,
there exists some t0 such that for all t ≥ t0 the following holds:∣∣∣∣A(t)

t
− λ
∣∣∣∣ ≤ ε

T
. (1)

Moreover, for the properties of a Poisson process we know that A(t) is bounded on any interval so

M := sup
0≤t≤t0

|A(t)| <∞.

Hence, for the uniform convergence, it suffices to show that for n > M+λT
ε , the following holds:

|Ān(t)− λt| < ε, ∀ t ∈ [0, T ].
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Suppose that for t ∈ [0, T ], nt ≥ t0. Then

|Ān(t)− λt| = |t|
∣∣∣∣A(nt)

nt
− λ
∣∣∣∣ < T

ε

T
= ε.

Suppose now that for t ∈ [0, T ] we have t < t0. Then

|Ān(t)− λt| ≤ 1

n

(
sup

0≤s≤t0
|A(s)|+ λT

)
=

1

n
(M + λT ) < ε.

Hence we can conclude that
Ān(t)

a.s.−−→ λt as n→∞.

Similarly we can derive that
S̄n(t)

a.s.−−→ µt as n→∞.

We can use the above limits as a starting point for fluid limits of Markovian queues. The fluid
limit theorems differ, depending on the queue setup. In the two following sections, we present the
fluid limits for the M/M/1 and M/M/∞ queues.

Fluid limits for M/M/1 queue

In this section, we derive fluid limits for M/M/1 queue. As usual, we assume exponential interar-
rival distribution with rate λ and exponential service distribution with rate µ. Let {Q(t), t ≥ 0}
be the stochastic process, counting the number of customers in the system at time t. The fluid
limit for this queue is based on the idea of time-scaling. In particular, we “speed up” the time by
the factor of N . To compensate for this acceleration, we also scale the process by the same factor
of N . As a result of the scaling, we can see the process from a broader perspective. This helps to
determine important features of the process that are not visible from the perspective prior to the
scaling.

Let {A(t), t ≥ 0} denote the cumulative arrival process in the time period (0, t] and let
{S(t), t ≥ 0} denote the potential, cumulative service time process in the time period (0, t] (poten-
tial, because it does not take into account the idle time of the server). Moreover, let {B(t), t ≥ 0}
denote the cumulative busy period of the server in time period (0, t], let {W (t), t ≥ 0} denote the
amount of workload at time t, so the amount of time needed to process Q(t) customers.
The expected interarrival time and the expected service time are 1/λ and 1/µ, respectively. Ac-
cording to the result derived in section 2.3.3, the following limits hold:

ĀN (t) :=
1

N
A(Nt)

a.s.−−→ λt and S̄N (t) :=
1

N
S(Nt) =

a.s.−−→ µt as N →∞. (2)

We want to consider a sequence of scaled queues and find fluid limits for

Q̄N (t) :=
1

N
QN (Nt), W̄N (t) :=

1

N
WN (Nt), B̄N (t) :=

1

N
BN (Nt),

as N →∞. Moreover, we assume that the following holds for the initial conditions of the number
of customers for the series of queues:

Q̄N (0) =
1

N
QN (0)→ Q̄(0). (3)

The fluid limit theorem for the M/M/1 queue can be stated as follows:

Theorem 2.2. Under the conditions (2) and (3), we have the following limiting behavior:(
Q̄N (t), B̄N (t), W̄N (t)

) a.s.−−→
(
Q̄(t), B̄(t), W̄ (t)

)
as N →∞,

where
Q̄(t) = max{Q̄(0) + (λ− µ)t, 0},
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B̄(t) = t− 1

µ
max{−Q̄(0)− (λ− µ)t, 0} = t+

1

µ
min{Q̄(0) + (λ− µ)t, 0},

W̄ (t) =
1

µ
Q̄(t).

Proof. The proof of Theorem 2.2 is based on the idea of one-dimensional reflection mapping [8, ch.
6]. For that we introduce auxiliary processes {X(t), t ≥ 0} and {Y (t), t ≥ 0} with:

Q(t) = X(t) + Y (t),

X(t) = Q(0) + (λ− µ)t+
(
A(t)− λt

)
−
(
S(B(t))− µB(t)

)
,

Y (t) = µt− µB(t).

According to the reflection mapping theorem [8, thm. 6.1], there is a unique mapping if the
following conditions are satisfied for all t ≥ 0:

Q(t) ≥ 0, dY (t) ≥ 0, Y (0) = 0, Q(t)dY (t) = 0.

The first condition is clearly satisfied, because Q represents number of people in the system which
is non-negative. Furthermore, we realize that the process Y/µ represents the idle process of the
server. Such a process must be non-decreasing, hence the second condition holds. Also, the initial
cumulative amount of idle time is 0, which satisfies the third condition. Finally, we realize that
if process Y changes, then it means that the server is not working and therefore the number of
customers in the system must be 0 at that time (otherwise, the server would not be idle). So the
last condition also holds.

Having all conditions satisfied, we can use the alternative, unique characterization, given as
follows:

Y (t) = sup
0≤s≤t

{max(−X(t), 0)} = Ψ(X),

Q(t) = X(t) + sup
0≤s≤t

{max(−X(t), 0)} = Φ(X).

Next, we apply scaling to the process Q(t) = X(t) + Y (t):

Q̄N (t) =
1

N
Q(Nt) =

1

N
X(Nt) +

1

N
Y (Nt) = X̄N (t) + Ȳ N (t).

This means that to show convergence of Q̄N (t), it is sufficient to show convergence of X̄N (t) and
Ȳ N (t). Moreover, Q̄N (t), X̄N (t) and Ȳ N (t) also satisfy the requirements of the reflection mapping
theorem, so we have that Q̄N (t) = Φ(X̄N ) and Ȳ N (t) = Ψ(X̄N ). Hence, it is sufficient to show
the convergence of X̄N (t). Recall:

X̄N (t) = Q̄N (0) + (λ− µ)t+
(
ĀN (t)− λt

)
−
(
S̄N (B̄N (t))− µB̄N (t)

)
.

Because B̄N (t) represents the cumulative busy period, it is bounded by 0 ≤ B̄N (t) ≤ t for
all values of N and t. Together with the convergence of S̄N (t) to µt, we have that the term
S̄N (B̄N (t)))− µB̄N (t) converges to 0 as N →∞. Using the initial assumptions of convergence of
ĀN (t) and Q̄N (0), we conclude the convergence of X̄N (t):

X̄N (t)
a.s.−−→ Q̄(0) + (λ− µ)t = X̄(t).

Next, we show the convergence of B̄N (t). We use that B̄N (t) = t− 1
µ Ȳ

N (t). Then the convergence

is implied by the convergence of Ȳ N (t).
Finally, it remains to prove the convergence of the workload process W̄N (t). Workload at time

t can be computed as a difference of the cumulative workload that arrived in the system (including
the initial workload) and the busy period. Let {V (n), n ∈ N} denote the cumulative workload of
the first n jobs. Then the following holds:

W (t) = V
(
Q(0) +A(t)

)
−B(t), t ≥ 0.
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Define V̄ N (t) := 1
N V (bNtc). By the FLLN theorem (see section 2.3.3), we have that V̄ N (t)

a.s.−−→
1
µ t. Furthermore, we re-scale and re-write the equation of W (t) as follows:

W̄N (t) =
1

µ
Q̄N (0)+V̄ N

(
Q̄N (0)+ĀN (t)

)
− 1

µ

(
Q̄N (0)+ĀN (t)

)
+
( 1

µ
ĀN (t)− λt

µ

)
+
λt

µ
−t+ 1

µ
Ȳ N (t).

We have shown convergence of each component of the above equation, hence we conclude that:

W̄N (t)
a.s.−−→ W̄ =

1

µ
Q̄(0) +

t

µ
(λ− µ) +

1

µ
Ȳ (t) =

1

µ
Q̄(t),

as N →∞. This concludes the proof.

It remains to discuss the consequences of the proposed theorem on the steady-behavior of the
M/M/1 queue.

The theorem provides us with insight on approximate behavior of the number of customers
in the queue. We see that it depends linearly on time t, but the behavior is influenced by factor
(λ− µ).

• Suppose that λ > µ. Then, macroscopically, as t → ∞, the number of customers increases
linearly with time, in particular, Q(t) → ∞ as t → ∞. The approximate growth rate is
equal to λ − µ. We call this type of behavior unstable because, in theory, the queue never
empties. In Figure 1 we can observe that the evolution of the number of customers in the
system approximately follows the fluid limit line.

• Suppose that λ < µ. Then the number of customers decreases linearly to 0, where is remains.
In particular, Q(t)→ 0 as t→∞. Since, in theory, the queue will eventually empty, we call
this behavior stable.

• Suppose that λ = µ. Then the number of customers is a constant Q(0), so it remains on
the same level as t → ∞. Even though the number of customers is bounded, we call this
behavior critical and not stable, as the queue will not empty as time progresses.

Regarding the workload W (t), we se that is directly related to the number of customers, so the
same findings, as above, apply. Finally, for the busy time process B(t):

• For λ ≥ µ, the busy time increases linearly with time. In particular, B(t)→∞ as t→∞.

• For λ < µ, the busy time still increases linearly with time, but slower: Q(t) ≈ ρt + Q(0),
where ρ = λ

µ < 1.

Fluid limits for M/M/∞ queue

In this section, we state and discuss the fluid limit for M/M/∞ queue. Here, the idea of scaling
is slightly different than in the case of M/M/1 queue. Instead of speeding up the whole process,
we scale the arrival rate by a factor of N and we re-normalize the scaled process by dividing it by
N . We are interested in the fluid limit for the number of customers Q(t). As usual, let λ be the
arrival rate, let µ be the service rate and define ρ = λ

µ .

Let {QN (t), t ≥ 0} represent the number of customers in the accelerated process with arrival
rate λN . Furthermore, let Q̄N (t) := 1

NQ
N (t) be the scaled version of the process QN , with

Q̄N (0)→ Q̄(0) ∈ N as N →∞. (4)

Then the following fluid theorem for the M/M/∞ queue can be stated:
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Figure 1: Evolution of an unstable M/M/1 queue with λ = 9, µ = 6 and initially empty system.

Theorem 2.3. Suppose that the conditions given by (4) hold. Then for Q̄(t), t ≥ 0, with

Q̄(t) := ρ+ (Q̄(0)− ρ)e−µt,

the following random variable

sup
0≤s≤t

∣∣∣∣QN (s)

N
− Q̄(s)

∣∣∣∣ (5)

converges in distribution to 0, as N →∞. In particular, it means that for ε > 0 and t ≥ 0,

lim
N→∞

P

(
sup

0≤s≤t

∣∣∣∣QN (s)

N
− Q̄(s)

∣∣∣∣ > ε

)
= 0 (6)

The proof of Theorem 2.3 is not stated here, but can be found in [34, ch. 6.5]. Please note that
Theorem 2.3 provides a convergence in distribution, which is also known as a weak convergence.
In literature, there exist alternative theorems for fluid limit of the M/M/∞ queue, which provide
almost sure convergence. This type of convergence is also known as strong convergence, because
it implies different kinds of convergence such as convergence in distribution. However, for the
purpose of this paper, the weak version of the theorem suffices, since it helps us to understand the
approximate behavior of the queue.

In the following paragraphs, we describe how we can interpret the stationary behavior of the
M/M/∞ queue, based on the result of Theorem Theorem 2.3. We know that µ is a positive
constant, hence, as t → ∞, the term e−µt converges to 0. It implies that as t → ∞, the number
of customers in the queue converges to ρ = λ

µ . Since λ is a constant, this implies that we expect
the queue not to empty as the time progresses, no matter the values of λ and µ. Generally, we
consider such queue not stable, which can be surprising, given that the queue has infinitely many
servers.

From the fluid limit, we can also discover how fast the queue enters the steady state. In case of
this limit, the speed is driven by the factor of e, hence we talk about the exponential convergence to
the steady state. Knowing this can be useful, for example, when one needs to determine sufficient
time for simulation of the queue. In this case, we know that the convergence is very quick so we
need to simulate shorter than, for example, in the case of M/M/1 queue, to compute steady-state
results. In Figure 2, the approximate exponential evolution of an M/M/∞ system is presented.
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Figure 2: Evolution of an M/M/∞ queue with λ = 50, µ = 1 and initially empty system.

2.3.4 On diffusion processes

Diffusion processes are a class of stochastic processes that have a continuous time space and take
real values. The first diffusion process analyzed was the Wiener process, which can be used to
model the behavior of particles in space, so-called Brownian motion. The movement of particles
in space can also be referred to as diffusion, hence the name of this class of processes [15, p. 514].
Informally, a diffusion process D(t) is a continuous state and continuous time Markov process that
meets the following conditions [5, ch. 9.4]:

1. The process continuously changes its state, but only small changes occur in small time
epochs.

2. The mean and variance of the changes in small periods of time are finite.

The above definition helps to understand what a diffusion process is, but it has to be formalized.
Let F (x, t; y, s) = P(D(s) ≤ y|D(t) = x) define a transition distribution function corresponding
to process D(t). Then the first condition can be mathematically defined as [5, ch. 9.4]:

lim
∆t→0

1

∆t

∫
|y−x|>δ

∂

∂y
F (x, t; y, t+ ∆t) = 0.

The second condition can be described as follows:

lim
∆t→0

1

∆t

∫
|y−x|≤δ

∂

∂y
(y − x)F (x, t; y, t+ ∆t) = a(x, t),

lim
∆t→0

1

∆t

∫
|y−x|≤δ

∂

∂y
(y − x)2F (x, t; y, t+ ∆t) = b(x, t) > 0.

Let f(x, t; y, s) = ∂
∂yF (x, t; y, s). The above equations can be applied in forward and backward

Kolmogorov equations to receive the following forward (also known as the Fokker–Planck equation)
and backward diffusion equations, respectively [15, ch. 13.3]:

∂

∂t
f = − ∂

∂x
[a(x, t)f ] +

1

2

∂2

∂x2
[b(x, t)f ], (7)

∂

∂s
f = −a(y, s)

∂f

∂y
− 1

2
b(y, s)

∂2f

∂y2
. (8)
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As soon as the functions a and b are known for the model, we can specify the density function
f . Please, note that the function a represents instantaneous mean, also called a drift, while
the function b represents the instantaneous variance of the model. These functions can often be
determined from data.

2.3.5 Important examples of diffusion processes

Wiener process

The first diffusion process that we identify is Wiener process. This process can be defined through
the corresponding forward diffusion equation (see Equation 7), where a(x, t) = 0 and b(x, t) = σ2.
The solution of Equation 7 is given as follows [15, ch. 13.3]:

f(x, t; y, s) =
1√

2π(t− s)σ2
e
− (x−y)2

2(t−s)σ2) , y ∈ R. (9)

Clearly, the conditional distribution, associated with the Wiener process, is normal with mean y
and variance (t − s)σ2. A Wiener process with b = 1 is called the standard Wiener process and
we refer to it as W (t).

Ornstein-Uhlenbeck process

The next process of interest is the so-called Ornstein-Uhlenbeck process. For simplicity, we intro-
duce a 1-dimensional version of the model, however, 2- and 3-dimensional versions are of particular
interest for the analysis of terror queues. What is characteristic for the model is the drift propor-
tional to the displacement, a(x, t) = −βx, β > 0, which implies that the process is pulled towards
the origin. Let X(t) be the Ornstein-Uhlenbeck process (O-U) defined through the following
stochastic differential equation:

dX(t) = −βX(t)dt+ σdW (t). (10)

The associated forward diffusion equation is as follows [15, ch. 13.3]:

∂

∂t
f = β

∂

∂x
(xf) +

σ2

2

∂2f

∂x2
, (11)

Solving (10) yields:

X(t) = X(0)e−βt + σ

∫ t

0

e−β(t−s)dW (s), (12)

from where we derive that E[X(t)] = X(0)e−βt and V(X(t)) = σ2

2β (1 − e−2βt). Moreover, the

distribution of the process is normal (higher dimension version of the process attains multivariate
normal distribution) [30]. This characteristic proves to be important for the approximation of the
terror queue, where the resulting distribution is also multivariate normal. This relation indicates
that it is possible to approximate the terror queue with the O-U process. Hence, in the following
section, we introduce further the approximation concept.

2.3.6 Diffusion as an approximation technique

In this section, we introduce the idea of approximation of discrete stochastic processes via suitable
diffusion processes. In the previous section, we introduced the diffusion processes and we saw
that such processes can be characterized through stochastic differential equations, which are very
suitable for analysis. Often, this is not the case for discrete stochastic models, which shows why
the concept of diffusion approximation is so desirable.
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As indicated earlier, the concept of the diffusion limit is analogous to the idea of the Central
Limit Theorem (CLT). The mathematical theory behind the diffusion limits for stochastic pro-
cesses is, however, out of bound for this project. Therefore, we introduce the concept descriptively,
rather than by providing a strong mathematical basis. Moreover, we provide examples that involve
the two aforementioned diffusion processes, namely the Wiener and O-U processes.

Suppose that Y (t), t ≥ 0 is some analytically intractable stochastic process. We would like
to find a diffusion process X(t) such that the distribution of Y can be approximated by the
distribution of X. In practice, suppose that there is some sequence of stochastic processes Xn,
n ≥ 0, such that Xn = Xn(t), t ≥ 0 and for large n we have that process Y resembles process Xn.
Then we require that

Xn → X,

where → corresponds to “weak convergence” as defined in [14, thm. 1].
We first look at the limit theorem corresponding to the Wienener process, often referred to as

Donsker’s theorem. The following is the 1-dimensional version of the theorem:

Theorem 2.4. Let Xn be a sequence of independent and identically distributed random variables
with mean 0 and variance 1. Let Sn =

∑n
i=0 xi and let S := Sn, n ≥ 0 be the stochastic process

called standard random walk. Then W (n)(t) is a re-scaled random walk defined as

W (n)(t) =
Sbtnc√
n
, t ∈ [0, 1],

and W (n) converges in distribution to the standard Wiener process W , as n→∞.

A similar version of the theorem is also applicable in higher dimensions. Moreover, the theorem
can be adapted to a series of random walks with constant mean µ <∞ and variance σ2 <∞. The
theorem is, however, restricted by the assumption of independence. That is why, in the meantime,
a number of theorems have been made that can be applied to more generic cases [14]. Naturally,
limit theorems also exist where stochastic processes converge to other diffusion processes. In this
paper, however, we look into the most basic diffusion limit theorems that allow us to approximate
Markovian queuing systems.

One class of stochastic processes that can be approximated with the Ornstein-Uhlenbeck pro-
cess is the class of so-called birth and death processes. We define a birth and death process X(t)
as continuous time, non-negative, integer-valued Markov process with [30]:

P(X(t+ ∆t)−X(t) = j|X(t) = n) =


λ(n)∆t+ o(∆t) if j = 1,

µ(n)∆t+ o(∆t) if j = −1,

1− (λ(n) + µ(n))∆t+ o(∆t) if j = 0,

o(∆t) otherwise.

(13)

Let N be a positive integer and let XN (t) be a sequence of birth and death processes with
parameters λN (n) and µN (n). We consider a normalized sequence of processes:

ZN (t) =
XN (t)− aN√

N
,

where a is some constant. Furthermore, we define corresponding mean mN and variance σ2
N as

follows:

mN (x) =
1√
N

(λN (n)− µN (n),

σ2
N (x) =

1

N
(λN (n) + µN (n)),

where n = Na+
√
Nx. Then the following weak convergence theorem can be stated [30, p. 3]:
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Theorem 2.5. If mn(x)→ −βx and σ2
N (s)→ σ2 > 0 as N →∞, uniformly on bounded domain,

then ZN (t) → Z(t) (here “→” represents convergence), where Z(t) is the Ornstein-Uhlenbeck
process with mean −β and variance σ2.

It can be shown that the conditions of the above theorem are satisfied if:{
λ(aN +

√
Nx) = αN + β1

√
Nx+ o(

√
N)

µ(aN +
√
Nx) = αN + β2

√
Nx+ o(

√
N),

for some a > 0, α, β1, β2 and o(
√
N) uniform over the compact x-domain. In such a case, we have

β = β2 − β1 and σ2 = 2α. We can use the theorem to determine whether a normalized stochastic
process would converge to the O-U process. If so, then one can use the properties of the O-U
process to approximate the behavior of the stochastic process in question as it was done in case
of the terror queue model.

Diffusion approximation of M/M/1 queue

In this section we return to the approximation of the M/M/1 queue, which was first considered
from the perspective of a fluid limit. This approximation is based on the Functional Central
Limit Theorem (FCLT). For this approximation we keep the previous notation for the processes
associated with the queue and we define another type of scaling for these processes, which is
recognizable from the classical Central Limit Theorem for random variables:

Q̂N (t) =
√
N

(
Q̄N (t)−max(λ− µ, 0)t

)
=
Q(Nt)−max(λ− µ, 0)Nt√

N
,

ŴN (t) =
√
N

(
W̄N (t)−max

(
λ

µ
− 1, 0

)
t

)
=
W (Nt)−max(λµ − 1, 0)Nt

√
N

,

B̂N (t) =
√
N

(
min

(
λ

µ
, 1

)
t− B̄N (t)

)
=

min(λµ , 1)t−B(Nt)
√
N

,

ÂN (t) =
√
N

(
ĀN (t)− λt

)
=
A(Nt)− λNt√

N
,

ŜN (t) =
√
N

(
S̄N (t)− µt

)
=
S(Nt)− µNt√

N
,

V̂ N (t) =
√
N

(
V̄ N (t)− t

µ

)
=
V (bNtc)− Nt

µ√
N

.

According to Theorem 5.11 [8], if interarrival times and service times are independent and
identically distributed with finite second moments, then there is a weak convergence in distribution:(

Ân, ŜN , V̂ N
)

dist.−−−→
(
Â, Ŝ, V̂

)
as N →∞, (14)

where limit processes Â and Ŝ are Wiener processes with drift 0 and variances λc2a and µc2s (ca
and cs represent corresponding coefficient of variation). The limiting process ˆV (t) = − 1

µ Ŝ( tµ ).

These conditions are met in case of the M/M/1 queue, hence we have weak convergence, which
is a requirement for a diffusion limit theorem that we are going to propose. Please note that for
exponential distribution, the coefficient of variation is equal to 1, hence the variances of limiting
Wiener processes simplify to λ and µ respectively.

Theorem 2.6. Assume the convergence in distribution (14). Then

(Q̂N (t), ŴN (t), B̂N (t))
dist.−−−→ (Q̂(t), Ŵ (t), B̂(t)) as N →∞.

The limit (Q̂(t), Ŵ (t), B̂(t)) takes different forms, depending on the traffic intensity ρ = λ
µ :
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1. ρ < 1:
Q̂(t) = 0,

Ŵ (t) = 0,

B̂(t) =
1

µ

(
Ŝ(ρt)− Â(t)

)
,

2. ρ = 1:

Q̂(t) = X̂(t) + Ŷ (t) ≥ 0, with X̂(t) = Â(t)− Ŝ(t), Ŷ (t) = sup
0≤s≤t

{max(−X̂(t), 0)}

Ŵ (t) =
1

µ
Q̂(t),

B̂(t) =
1

µ
Ŷ (t),

3. ρ > 1:
Q̂(t) = Â(t)− Ŝ(t),

Ŵ (t) =
1

µ
Q̂(t),

B̂(t) = 0.

Proof. The proof of the theorem is again based on the idea of one-dimensional reflection mapping,
as proposed by Chen and Yao [8, ch. 6.4]. Recall that

Q(t) = Q(0) +A(t)− S(B(t)), t ≥ 0.

Define Q̃N (t) := 1√
N
Q(Nt). Performing simple manipulation of terms we get:

Q̃N =
1√
N
Q(0) +

A(Nt)− λNt√
N

+ λ
√
Nt−

S
(
NB̄N (t)

)
− µNB̄N (t)
√
N

− µ
√
NB̄N (t)

= Q̂N (0) + ÂN (t)− ŜN
(
B̄N (t)

)
+ λ
√
Nt− µ

√
NB̄N (t) = X̂N (t) + Ŷ N (t) + (λ− µ)

√
Nt,

where
X̂N (t) = Q̂N (0) + ÂN (t)− ŜN

(
B̄N (t)

)
,

Ŷ N (t) = µ
√
N
(
t− B̄N (t)

)
.

According to the theorem [8, thm. 6.1], there is a unique reflection mapping if the following
conditions are satisfied for all t ≥ 0:

Q̃N (t) ≥ 0, dŶ N (t) ≥ 0, Ŷ N (0) = 0, Q̂N (t)dŶ (t) = 0.

Clearly, the first condition is satisfied because Q̃ is defined as a normalized number of customers
in the queue. Moreover, since t− B̄N (t) represents normalized idle time which is non-decreasing,
Ŷ N (t) is also non-decreasing, hence the second condition holds. The third condition is trivially
true. Finally, the last condition is satisfied because there is no change in the number of customers
when the idle time function increases which implies that Q̂N (t)dŶ (t) = 0.
Having satisfied all the conditions, we can conclude that

Ŷ N (t) = sup
0≤s≤t

{
max(−X̂N (t)− (λ− µ)

√
Nt), 0)

}
.

Next, we use the Skorohod representation theorem that implies the almost sure convergence, given
the weak convergence, under certain conditions [8, thm. 5.1]. In this case, we have the almost
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sure convergence of (ÂN , ŜN , V̂ N ) as n→∞. To show convergence of X̂N (t), it remains to show
the convergence of ŜN

(
B̄N (t)

)
. However, we know that both ŜN and B̄N converge. Then, by the

time-change theorem [8, thm. 5.3], ŜN
(
B̄N (t)

)
converges almost surely to Ŝ

(
B̄(t)

)
as N → ∞.

Hence, we conclude the almost sure convergence of X̂N (t) to X̂(t). Please note that 1√
N
Q̄(0)→ 0

and B̄N (t)→ min(ρ, 1)t as N →∞. Therefore, X̂(t) = Â(t)− Ŝ(min(ρ, 1)t).

Next, we note that Q̂N (t) = Q̃N (t) + max(λ − µ, 0)
√
Nt and B̂N (t) = 1

µ

(
Ŷ N (t − max(µ −

λ, 0)
√
Nt)

)
. At this point, it is necessary to consider 3 cases: (λ − µ)

√
N → −∞, 0 or ∞ as

N →∞. For the proof of convergence of each case, we refer to Chen and Yao (Lemma 6.4 )[8, p.
134]. As the result of the lemma, we have the following convergence:

• If (λ− µ)
√
N → −∞ (so ρ < 1), then

Q̂N (t)→ 0 as N →∞,

B̂N (t)→ 1

µ

(
− X̂(t)− (λ− µ)

√
Nt−max(µ− λ, 0)

√
Nt

)
=

1

µ

(
Ŝ(ρt)− Â(t)

)
as N →∞.

• If (λ− µ)
√
N → 0 (so ρ = 1), then

Q̂N (t)→ X̂(t) + (λ− µ)
√
N + Ŷ (t) = X̂(t) + Ŷ (t) as N →∞,

B̂N (t)→ 1

µ
sup

0≤s≤t

{
− X̂(s)− (λ−µ)

√
Ns
}

+
1

µ
(µ−λ)

√
Nt =

1

µ
sup

0≤s≤t

{
− X̂(s)

}
as N →∞.

• If (λ− µ)
√
N →∞ (so ρ > 1), then

Q̂N (t)→ X̂(t) + (λ− µ)
√
Nt−max(λ− µ, 0)

√
Nt = X̂(t) as N →∞,

B̂N (t)→ 1

µ

(
0−max(µ− λ, 0)

√
Nt
)

= 0 as N →∞.

It remains to show the convergence of the Workload process WN (t). Recall that

W (t) = V
(
Q(0) +A(t)

)
−B(t).

Re-writing and re-scaling of the above yields:

ŴN (t) =
1

µ
Q̂N (t) + V̂ N

(
Q̄N (0) + ĀN (t)

)
+

1

µ
ÂN (t) + B̂N (t).

We once again apply the time-change theorem that provides us the convergence of V̂ N
(
Q̄N (0) +

ĀN (t)
)

to V̂
(
Q̄(0) + Ā(t)

)
as N → ∞. Having convergence of every component, we can finally

conclude the weak convergence of WN (t), with the following limit:

Ŵ (t) = V̂ (λt) +
1

µ
Â(t) + B̂(t).

Since V̂ (t) = − 1
µ Ŝ( tµ ), for ρ < 1 Ŵ (t) = 0. For ρ ≥ 1, it is easy to check that Ẑ(t) = 1

µ Q̂(t). This
concludes the proof.

Theorem 2.6 provides us with new insight on the behavior of the queuing system. First we
consider the case of ρ < 1. Both Q̂N and ŴN converge to 0 as N →∞. Notice that the fluid limit
for the M/M/1 queue also shown that Q̄N → 0 and we have that Q̂N =

√
NQ̄N , so the diffusion

limit gives a stronger result than the fluid limit.
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Using the theorem, we can provide an approximation for the behavior of the M/M/1 queue.
Recall that

Q(t) = Q(0) +A(t)− S(B(t)) = X(t) + Y (t).

Using reflection mapping, we can represent the process Q(t) as a function of X(t) := Q(0)+
(
A(t)−

λt
)
−
(
S(B(t))−µB(t)

)
+ (λ−µ)t. So, we can approximate Q(t) if we find the approximation for

X(t).
From Theorem 2.6 we have that

√
N

(
1

N
A(Nt)− λt

)
≈ Â(t).

Using the scaling property of a driftless Wiener process we have:

A(t)− λt ≈
√
NÂ(

t

N
) = Â(t).

The same approach gives us that

S
(
B(t)

)
− µB(t) ≈ Ŝ(t).

Moreover, we approximate the process B(t) with min(ρ, 1)t, which follows from the fluid approxi-
mation. All of the above, gives the following approximation for X(t):

X(t) ≈ Q(0) + Â(t)− Ŝ(min(ρ, 1)t) + (λ− µ)t.

Now, Â and Ŝ are, by assumption, independent driftless Wiener processes, so X can be approxi-
mated by a Wiener process that starts in Q(0) with drift λ− µ and variance:

σ2 = λ+ µmin(ρ, 1) = λ+ min(λ, µ).

Chen and Yao show that if X(t) is approximated by Wiener process W (λ − µ, λ + min(λ, µ)),
starting at Q(0), then Q(t) can be approximated by a reflected Wiener process RWQ(0)(λ −
µ, λ + min(λ, µ)) [8, p.129]. In Figure 3, the evolution of an M/M/1 system and its diffusion
approximation is presented.

Figure 3: Evolution of an M/M/1 queue with λ = 0.7, µ = 0.9 and Q(0) = 100.

We see that for ρ < 1, the drift is negative. In this case, the Reflected Wiener process has a
stationary distribution and so does the process Q(t). It can be approximated by an exponential
distribution with mean

ρ

1− ρ
=

λ

µ− λ
.

31



Please note, that ordinary analysis of the M/M/1 queue shows that the stationary distribution is
geometrically distributed with the mean equal to λ

µ−λ .

When ρ = 1, we can approximate the number of customers Q(t) with the Reflected Wiener
process RWQ(0)(0, 2λ). While, from the fluid limit, we knew that Q(t) fluctuates around Q(0),
we now know that the variance of the fluctuations is approximately 2λ. Finally, when ρ > 1 we
approximate the number of customers by a reflected Brownian motion RWQ(0)(λ−µ, λ+µ). This
motion has a positive drift, therefore has no stationary distribution. As in the case of the fluid
limit, we find out that the number of customers increases linearly to infinity, but in this case, we
also know that the variance, which gives information on the level of fluctuations.

From Theorem 2.6, we notice the relation Ŵ (t) = 1
µ Q̂(t). This observation goes hand in hand

with the result of Little’s Law. We can use the relation and approximate the workload process
W (t) by 1

µRW 1
µQ(0)(λ− µ, λ+ min(λ+ µ)). Hence, analogously to the approximation of Q(t), for

ρ < 1, the approximation of W (t) has a stationary distribution that is an exponential distribution
with mean 1

µ
ρ

1−ρ = λ
1−ρ . For ρ ≥ 0 the approximation of W (t) has no stationary distribution and

the process behaves analogously to the approximation of Q(t), but with different rates of growth
and variation.

Diffusion Limit of the M/M/∞ queue

In this section, we present the weak diffusion limit theorem for M/M/∞ queue. Similarly to the
fluid limit theorem, we are interested in the diffusion limit for the number of customers Q(t). We
also keep the same notation for the associated processes (see section 2.3.3). The diffusion limit
explains fluctuations of the accelerated process QN (t) around its deterministic fluid limit Q̄(t),
which is a form of normalization, known from the Central Limit Theorem. Before we state the
theorem, we introduce the necessary assumption for the initial values:

lim
N→∞

QN (0)−NQ̄(0)√
N

= Q̂(0) ∈ R. (15)

The diffusion theorem is given as follows:

Theorem 2.7. Let the condition (15) be satisfied. Then, the process

QN (t)−NQ̄(t)√
N

, (16)

converges in distribution, as N →∞ to a process {Q̂(t), t ≥ 0}, with independent, non-homogeneous
increments, given by:

Q̂(t) = Q̂(0)e−µt +

∫ t

0

e−µ(t−s)
√
h(s)dW (s), (17)

where W(t) is the standard Wiener process and h(t) is defined as

h(t) = 2λ+ µ(Q̄(0)− ρ)e−µt.

If Q̄(0) = ρ, then the process can be classified as Ornstein-Uhlenbeck process with

Q̂(t) = Q̂(0)e−µt +
√

2λ

∫ t

0

e−µ(t−s)dW (s),

or equivalently, as a stochastic differential equation:

dQ̂(t) = −µQ̂(t)dt+
√

2λdW (t).

The proof of Theorem 2.7 can be found in Robert [34, ch. 6.6]. The theorem helps to under-
stand the change of the normalized number of customers Q̄N with respect to time. We can see
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this change in terms of two components: deterministic and stochastic. The stochastic component
can be considered as a noise P (t) added to the deterministic differential equation [34, p.163].

dQ̄N (t) = −µQ̄N (t)dt+
1√
N
dP (t).

In Equation 17, we can see that the last component has expectation equal to 0, because W (t) is the
standard Wiener process. That means that the expectation of Q̄(t) is Q̄(0)e−µt, so it exponentially
converges to 0. In addition to the expectation, we also gain some insight about the behavior of the
variance. It is difficult to analyze it in the general case, however, in case of Q̄(0) = ρ, the process
simplifies to the Ornstein-Uhlenbeck process. Hence, we have the variance equal to λ

µ (1− e−2µt),

which converges to λ
µ as t→∞. This concludes our introduction to diffusion limits as well as the

summary of the methodology.
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3 Analysis of Terror Queues

3.1 Base model

In this section, we focus on the model of terrorism proposed by Kaplan in the article “Terror
Queues” [23]. A short summary of the article is provided in section 1.3. Here, our goal is to
provide a detailed analysis of the models proposed by Kaplan.

First, recall the setup of a Markov terror queue model. Two main components of the model are
undetected terror plots, considered as customers, and anti-terrorist agents, considered as servers in
a queue. New terror plots are hatching, according to the Poisson process with rate α. The newly
hatched plots have undetected status. Moreover, let f be a deterministic number of agents. An
undetected plot can either be detected by one of the agents or become successful if the detection
didn’t happen in time. Once a plot is detected, it will never become successful. Let X be a
random variable, representing the number of undetected terror plots and let Y denote the random
number of detected plots (which is equivalent to the number of busy agents). The detection rate is
proportional to the number of undetected terror plots X as well as to the number of available (not
busy) agents f − Y . The rate of detection per available agent per number of undetected plots is
equal to δ, hence, the total detection rate is equal to δ ·X · (f −Y ). An agent that detects a terror
plot changes his status from available to busy for the duration of interdiction. Here, interdiction
corresponds to a service process in a queue and its duration is exponentially distributed with
parameter ρ. Once a plot is interdicted, it leaves the system and the agent (the corresponding
server) becomes available again. Finally, if a plot is not detected in time, it becomes successful
and also leaves the system. This process can be associated with reneging and it is exponentially
distributed with rate µ. Described setup of the queue is summarized in Figure 4.

Hatched, unde-
tected plots (X)

Detected plots
(Y)

δX(f − Y ) Interdicted
plots

Successful
plots

α

µX

ρY

Figure 4: The diagram of Markov terror queue model.

Let {X(t), t ≥ 0} denote a stochastic process of number of undetected plots as a function of
time t, with X(t) ∈ {0}∪N. Moreover, let {Y (t), t ≥ 0} denote a stochastic process of the number
of busy agents as a function of time t. Since there are f agents in total, Y (t) takes integer values
y = 0, 1, . . . , f . Define

Px,y(t) := P
(
X(t) = x, Y (t) = y|X(0), Y (0)

)
.

We are primarily interested in the steady-state analysis of the model. A steady state of a
system implies that customers enter and leave the system at the same (average) rate. In case
of the terror queue model, the entry rate is equal to α. On average, the exit rate is equal to
µ · E[X] + ρ · E[Y ], which implies that:

α = µ · E[X] + ρ · E[Y ]. (18)

In a stationary system, the time until an undetected plot becomes interdicted is exponentially
distributed with rate ρ ·E[Y ] and the time until the same plot becomes successful is exponentially
distributed with rate µ·E[X]. The time until the first of these events occurs is therefore distributed
according to a minimum of 2 independent, exponential distributions. It is well-known that this
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minimum is also exponentially distributed with rate µ·E[X]+ρ·E[Y ]. Furthermore, the probability
that this minimum is the interdiction event is equal to:

P(interdiction) =
ρ · E[Y ]

µ · E[X] + ρ · E[Y ]
=
ρ · E[Y ]

α
, (19)

which is our first, simple, yet important result regarding terrorism prevention.

Next, define px,y := limt→∞ Px,y(t). If the limit px,y exists, it has to satisfy balance equations.
We begin by deriving them for all boundary conditions. First, consider state (x = 0, y = 0). The
process can leave this state only if a new plot arrives; this happens with rate α. The process can
enter this state from state (x = 1, y = 0) when a terror plot becomes successful; this happens with
rate µ. Another possibility is to enter from state (x = 0, y = 1) when an interdicted plot departs;
this happens with rate ρ. Hence, the balance equation is as follows:

α · p0,0 = µ · p1,0 + ρ · p0,1. (20)

Next, consider state (x = 0, y = f). The process leaves this state when a new plot arrives but also
when an interdicted plot departs; the total rate is equal to α+ ρ · f . The process enters this state
from state (x = 1, y = f) when the undetected plot becomes successful, but also from the state
(x = 1, y = f − 1) when the plot gets detected; this rate is equal to δ

(
f − (f − 1)

)
= δ. Then, the

resulting balance equation is as follows:

(α+ ρf) · p0,f = µ · p1,f + δ · p1,f−1. (21)

Following the same reasoning, one can determine the remaining boundary conditions:

(α+ ρy) · p0,y = µ · p1,y + δ(f − y + 1) · p1,y−1 + ρ(y + 1) · p0,y+1, y = 1, 2, . . . , f − 1. (22)

(α+ µx+ ρf) · px,f = α · px−1,f + µ(x+ 1) · px+1,f + δ(x+ 1) · px+1,f−1, x = 1, 2, 3, . . . (23)

(α+ µx+ δxf) · px,0 = α · px−1,0 + µ(x+ 1) · px+1,0 + ρ · px,1, x = 1, 2, 3, . . . (24)

Finally, for x = 1, 2, 3, . . . and y = 1, 2, . . . , f − 1, we have the following balance equation:

(α+µx+δx(f−y)+ρy)·px,y = α·px−1,y+µ(x+1)·px+1,y+δ(x+1)(f−y+1)·px+1,y−1+ρ(y+1)·px,y+1.
(25)

In addition, the normalization condition
∑∞
x=0

∑f
y=0 px,y = 1 must hold, which simply means

that, in the steady state, the system must be in one of the feasible states. The system of equations
(20) – (25) is too involved to find its closed solution. Instead, a numerical solution can be derived,
however such a method is beyond the scope of this project. As an alternative, in section 3.2 we
provide an approximation for px,y. In addition, we show how the results can be derived using
simulation. The simulation description can be found in Appendix A.

Obtaining the solution for px,y allows us to compute several quantities of interest:

E[X] =

∞∑
x=0

x ·
( f∑
y=0

px,y

)
,

E[Y ] =

f∑
y=0

y ·
( ∞∑
x=0

px,y

)
,

P(X = x|Y = y) =
P(X = x, Y = y)

P(Y = y)
=

px,y∑∞
k=0 pk,y

.

From the numerical solution that Kaplan obtained, it is clear that the distribution of (X,Y ) can
be approximated by a bivariate normal distribution [23]. This is an important finding, because
it prompts that the model might be approximated by an Ornstein-Uhlenbeck model, which has a
multivariate normal distribution. This realization leads to the approximate analysis of the terror
queue model, given in the following section.
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3.2 Approximation of the base model

3.2.1 Ornstein-Uhlenbeck approximation

The terror queue model can be classified as a Markov population process (see section 2.1.2). It has
been shown that this class of stochastic processes can be approximated by an Ornstein-Uhlenbeck
process (see section 2.3.6). Adopting this idea leads to an approximation approach for the analysis
of terror queues, which can be used as an alternative to the numerical derivations.

Let X(∆t) = X(t + ∆t) − X(t) and Y (∆t) = Y (t + ∆t) − Y (t). We are interested in the
probability distribution of (X(∆t), Y (∆t)), given that X(t) = x and Y (t) = y. Clearly, for ∆t
small enough, the process will either remain in the current state or jump once, which means that
∆X and ∆Y can take values −1, 0 or 1. The following table shows the rates at which the jumps
occur.

∆Y = −1 ∆Y = 0 ∆Y = 1
∆X = −1 0 µx∆t δx(f − y)∆t
∆X = 0 ρy∆t 1− (ρy + µx+ δx(f − y))∆t 0
∆X = 1 0 α∆t 0

Table 1: Conditional jump rates of (∆X,∆Y | x, y).

Based on the rates in Table 1, we can compute conditional expectations for ∆X and ∆Y :

E[∆X(t)| x, y ] = −1 · (µx+ δx(f − y))∆t+ 1 · α∆t = (α− µx− δx(f − y))∆t. (26)

E[∆Y (t)| x, y ] = −1 · ρy∆t+ 1 · δx(f − y))∆t = (δx(f − y)− ρy)∆t. (27)

Clearly, the expressions (26) and (27) are not linear, which makes them difficult to work with.
That is why a linearization approach, proposed by Barbour, was applied [2]. Barbour proposes a
method of approximation of a stochastic Ornstein-Uhlenbeck process that assumes values close to
a deterministic equilibrium point. This is true in the steady state of (X,Y ), hence the method is
applicable for the approximation of terror queues.

Barbour’s method requires finding the equilibrium of a corresponding deterministic Ornstein-
Uhlenbeck process:

dx

dt
= α− µx(t)− δx(t)(f − y(t)), (28)

dy

dt
= δx(t)(f − y(t))− ρy(t), (29)

with initial condition (x(0), y(0)). Let (x∗, y∗) denote an equilibrium point (or steady state) of
system of equations (28) – (29). The steady state means that:

lim
t→∞

dx

dt

∣∣∣∣
x∗

= lim
t→∞

dy

dt

∣∣∣∣
y∗

= 0,

which yields:
α− µx∗ − δx∗(f − y∗) = 0, (30)

δx∗(f − y∗)− ρy∗ = 0 (31)

The system of equations (30) – (31) has 2 solutions, however, we are only interested in the solution
where x∗, y∗ ≥ 0. Under this condition we find that:

x∗ =
αδ − fδρ− µρ+

√
4αδµρ+ (−αδ + fδρ+ µρ)2

2δµ
, (32)
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y∗ =
αδ + fδρ+ µρ−

√
4αδµρ+ (−αδ + fδρ+ µρ)2

2ρ
. (33)

Furthermore, we compute the Jacobian matrix A, evaluated in point (x∗, y∗), as follows:

A :=

(
d2x
dtdx

d2x
dtdy

d2y
dtdx

d2y
dtdy

)
x∗,y∗

=

(
−µ− δ(f − y∗) δx∗

δ(f − y∗) −δx∗ − ρ

)
. (34)

Using Barbour’s method, we can approximate E[∆X| x, y ] and E[∆Y | x, y ] by the first order
Taylor linearization: (

E[∆X| x, y ]
E[∆Y | x, y ]

)
≈ A

(
x− x∗
y − y∗

)
∆t (35)

It remains to find an approximation of the covariance matrix of (∆X,∆Y ). By definition, the
covariance is given as follows:

Cov(∆X,∆Y ) =

(
E[∆X2]− E[∆X]2 E[∆X∆Y ]− E[∆X]E[∆Y ]

E[∆X∆Y ]− E[∆X]E[∆Y ] E[∆Y 2]− E[∆Y ]2

)
(36)

=

(
(µx+ δx(f − y) + α)∆t− E[∆X]2

−δx(f − y)∆t− E[∆X]E[∆Y ] (ρy + δx(f − y))∆t− E[∆Y ]2

)
. (37)

Barbour suggests that, in steady state, the covariance can be approximated by matrix S∗, which
is created by retrieving only the terms linear in ∆t from Cov(∆X,∆Y ) and evaluating them in
point (x∗, y∗). We can see from equations (26) – (27) that the expectations are linear in ∆t, so
the product of expectations does not appear in S∗:

S∗ =

(
(µx∗ + δx∗(f − y∗) + α)∆t −δx∗(f − y∗)∆t

−δx∗(f − y∗)∆t (ρy∗ + δx∗(f − y∗))∆t

)
. (38)

Equations (26) – (27) and (38) are characteristic of an Ornstein-Uhlenbeck process [2], which
means that (X,Y ) follows a bivariate normal distribution with mean µ = (x∗, y∗) and covariance
matrix Σ that is the solution to the following equation:

AΣ + ΣAT = −S∗/∆t.

For the problem of the terror queue, we can assume that the number of busy agents is known, but
we don’t know the number of undetected plots. In light of this, it is useful to derive a conditional
distribution of X|Y = y. This conditional distribution is known when (X,Y ) follows a bivariate
normal distribution. Please note that

Σ :=

(
Var(X) Cov(X,Y )

Cov(X,Y ) Var(Y )

)
and Corr(X,Y ) := Cov(X,Y )√

Var(X)Var(Y )
. Then X|Y = y is normally distributed [9, p. 116–117] with

mean

E[X|Y = y] = E[X] +
Cov(X,Y )

Var(Y )
(y − E[Y ])

and variance
Var(X|Y = y) = Var(X)(1− Corr2(X,Y )).

In Figure 5, the steady-state distribution of (X,Y ) is plotted for arbitrarily chosen parameter
values.

37



Figure 5: Binomial distribution of (X,Y ) with α = 150, µ = 3, δ = 0.3, ρ = 4 and f = 20.

3.2.2 Boundary approximations

The approximation technique used in the previous section is very convenient due to its simplicity
of computations. However, it ignores the boundary conditions. Therefore, it is important to real-
ize that the approximation may not work close to the boundaries of our model; in particular for
X ≈ 0, Y ≈ 0 and Y ≈ f . Barbour suggests to solve this problem by performing separate approx-
imations around the boundaries and appropriately combine them with the Ornstein-Uhlenbeck
approximation. Separate approximations for the boundaries are possible because the boundary
models are significantly simplified.

The boundary condition X ≈ 0 is uninteresting to model because it implies a lack of terror
threats, which defeats the point of modelling. The more interesting case is when Y ≈ 0. If
there were no busy agents, it means that the rate out of state (x, 0) is equal to x(µ + δf) (see
Figure 4). As the rate depends solely on x ≥ 0, this model can be seen as a self-service queue
M/M/∞, with service rate µ+ δf . The properties of this queuing model have been discussed in
section 2.2.5. Recall that the steady-state distribution of this model follows a Poisson distribution
with parameter α

µ+δf . This implies that the expectation and variance are both equal to:

E[X] = Var(X) =
α

µ+ δf
.

The last boundary case is when Y ≈ f . This happens when there are many more arrivals in the
system than departures, which makes the queue very saturated. Essentially, it means that there
are f servers with serving rate ρ per server. However, in our case, it is possible to model this
boundary case with M/M/1 queue with reneging rate µ and service rate ρf . Please note that we
can interchange these model only because our interest is solely in expectation and variance. For
other performance measures, it may no longer be possible to switch to the M/M/1 model.

The M/M/1 saturated queuing model with reneging is discussed in section 2.2.5. There we
derived approximations for the expectation and the variance of the number of undetected agents,
given as follows:

E[X] ≈ α− ρf
µ

,
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Var(X) =
α

µ
.

Combining the findings for the boundary cases with the Ornstein–Uhlenbeck-Uhlenbeck diffusion
approximation provides basic insight on the behavior of a terror queue in the steady state. Ac-
cording to Kaplan, the difference between the numerical approach and the Orinstein-Uhlenbeck
approximation is insignificant [23, p. 778]. However, the latter approach is much simpler to
implement, so it is preferable.

3.3 Transient behavior

So far, the analysis of the model was focused on the steady-state. However, in order to apply
the steady state results to a real case scenario, the model must be close enough to the steady
state; otherwise the results may be misleading. Therefore, in this section we will look for the
approximate time that is needed for the system to stabilize. In particular, we perform a relaxation
time analysis for the deterministic version of the Ornstein-Uhlenbeck model. In addition, we
compare the evolution of simulated terror queue model with the evolution of the corresponding,
deterministic O-U model.

The time needed for stabilization can be determined analytically for the deterministic model:(
dx(t)
dt
dy(t)
dt

)
= A

(
x− x∗
y − y∗

)
,

whereA is as defined in (34) and x∗, y∗ are as defined in (30) – (31). A solution to the corresponding
homogeneous system depends on eigenvalues of A, say λ1 and λ2. In particular, for λ1 6= λ2 the
solution is of the form (

x(t)
y(t)

)
=

(
a
b

)
eλ1t +

(
c
d

)
eλ2t

Moreover, the particular solution is of a polynomial order, hence the order of the entire solution
remains exponential. The trace of A is clearly negative (see Equation 34) and the determinant of
A is equal to

det(A) = µ(δx∗ + ρ) + δρ(f − y∗) > 0,

which implies that both eigenvalues are negative. This means that the growth/decay of the solution
is governed by the larger eigenvalue of the two. To estimate time required for stabilization of the
system, we often consider so-called relaxation time, which, in this case, is equal to −1

λ . The gap
between current state of the system and the steady state changes approximately by e−1 ≈ 0.3678,
after 1 relaxation time [23, p. 779]. Hence, the system is e−3 ≈ 5% away from the steady state
after 3 relaxation periods. We use this analysis in an explicit example.
We choose α = 150, µ = 3, δ = 0.3, ρ = 4 and f = 20. Then

A =

(
−4.7924 9.38987
1.7924 −13.3899

)
and its eigenvalues are λ1 = −15.0333, λ2 = −3.14895. So the relaxation time trelax = −1

λ2
=

0.317566. Based on this, we conclude that after 3 · trelax = 0.952698, the corresponding determin-
istic model will be approximately in steady state. However, we are interested in the stochastic
model. To see if the behavior of the stochastic model differs much from the deterministic model,
we use simulation. We consider 3 cases that differ with respect to starting values. The results
are presented in Figure 6. We see that, for each set of starting values, the convergence trend of
the stochastic process follows the convergence of the deterministic model quite closely. Kaplan
finds that this is true for many different parameter sets that were tested. This implies that the
transient behavior analysis for the deterministic model can be used as an approximation of the
transient behavior of the stochastic terror queue model.
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(a) X(0) = 0, Y (0) = 0.

(b) X(0) = 50, Y (0) = 0.

(c) X(0) = 100, Y (0) = 0.

Figure 6: Simulated evolution of detected and undetected terror plots, compared with deterministic
results (α = 150, µ = 3, δ = 0.3, ρ = 4 and f = 20).
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3.4 Terror Queue with false detection

In the previous model, we assumed that every plot discovered by agents is a real threat. However,
in reality, it may happen that an agent pursues a lead which, in the end, turns out not to be a
threat. This could simply be caused by a mistake of an agent, but may as well be a fake terror plot
designed by terrorists to disorient the agents and decrease the possibility of interdiction. Following
Kaplan, we pursue this idea by extending the previous model with possibility of a false detection.

Let Z be a random variable, denoting the number of detected fake terror plots and let Y
denote the random number of real terror plots. The definition of X remains unchanged; it denotes
the number of undetected plots. Furthermore, we assume that an agent only realizes whether a
detected plot is fake at the moment of interdiction (so when the plot leaves the system). In the
previous model, the rate of detection was equal to δX(f − Y ). In this model, the detection rate
changes slightly because the number of available agents is no longer f − Y but f − Y −Z. Hence,
the new rate of detection is δX(f − Y − Z). Moreover, we assume that available agents detect
fake plots with rate λ per agent, so the total rate of “fake detection” is equal to λ(f − Y − Z).
Finally, agents busy with interdiction of fake plots discover their mistake (that the plot is actually
fake) according to exponential distribution with rate ψ. Remaining assumptions are the same as
in the previous model. The chart of the model is shown in Figure 7.

Hatched, unde-
tected plots (X)

Detected, real
plots (Y)

Detected, fake
plots (Z)

δX(f − Y − Z) Interdicted
plots

Successful
plots

Interdicted
fake plots

α

µX

ρY

λ(f − Y − Z) ψZ

Figure 7: The diagram of the terror queue model with false detection

For the previous model, the Ornstein-Uhlenbeck analysis has proven to be efficient and quite
accurate. For that reason, we decide to continue this approach for this model. Please note that
the method remains applicable because this model is also an example of Markov population process;
this is clear from the chart in Figure 7. In this case, the behavior of (X,Y, Z) can be approximated
by 3-dimensional Ornstein-Uhlenbeck (O-U) process, which has a trivariate normal, steady-state
distribution. Again, following Barbour’s approach, we begin by determining differential equations
for corresponding deterministic O-U model. These are given as follows:

dx(t)

dt
= α− µx(t)− δx(t)

(
f − y(t)− z(t)

)
, (39)

dy(t)

dt
= δx(t)

(
f − y(t)− z(t)

)
− ρy(t), (40)

dz(t)

dt
= λ

(
f − y(t)− z(t)

)
− ψz(t). (41)

In the equilibrium point (x∗, y∗, z∗), all 3 derivatives must be equal to 0, which results in the
following steady state equations:

0 = α− µx∗(t)− δx∗(t)
(
f − y∗(t)− z∗(t)

)
, (42)

0 = δx∗(t)
(
f − y∗(t)− z∗(t)

)
− ρy∗(t), (43)
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0 = λ
(
f − y∗(t)− z∗(t)

)
− ψz∗(t). (44)

Solving (44) for z∗ yields:

z∗ =
λ

λ+ ψ
(f − y∗). (45)

This means that

f − y∗ − z∗ = f − y∗ − λ

λ+ ψ
(f − y∗) =

ψ

λ+ ψ
(f − y∗). (46)

This is a convenient result, when we realize that substituting f − y∗ − z∗ into Equations (42) and
(43) results in nearly the same steady-state equations as for the original model (Equations (30)
and (31)). The only difference is that the original rate δ is now reduced to δ′ = δ ψ

λ−ψ . Therefore,
given that we adapt δ appropriately, the 2 models should yield the same results for X and Y . In
light of this result, one could argue that the extended model is no longer relevant. This is not
entirely correct. The new model can give us new insight, for example, on conditional distribution
of X|Y + Z, which is not possible with the basic model. Hence, we continue the analysis of the
model with false detection.

The next step is to consider the stochastic model. As before, we define ∆Z(t) = Z(t+∆t)−Z(t).
Definitions of ∆X and ∆Y remain unchanged. Table 2 presents the positive jump rates for ∆X,
∆Y and ∆Z, given that X(t) = x, Y (t) = y and Z(t) = z.

Event Rate
∆X = 1, ∆Y = 0, ∆Z = 0 α∆t
∆X = −1, ∆Y = 0, ∆Z = 0 µx∆t
∆X = −1, ∆Y = 1, ∆Z = 0 δx(f − y − z)∆t
∆X = 0, ∆Y = 0, ∆Z = 1 λ(f − y − z)∆t
∆X = 0, ∆Y = 0, ∆Z = −1 ψz∆t
∆X = 0, ∆Y = −1, ∆Z = 0 ρy∆t
∆X = 0, ∆Y = 0, ∆Z = 0 1−

(
α+ µx+ (δx+ λ)(f − y − z) + ψz + ρy

)
∆t

Table 2: Conditional jump rates of (∆X,∆Y,∆Z|x, y, z).

We use Table 2 to determine a Jacobian marix A and matrix S∗, used for linearization of the
expectation and of the covariance matrix of (∆X,∆Y,∆Z|X(t) = x, Y (t) = y, Z(t) = z) (following
Barbour’s method). We find:

A =


d2x
dtdx

d2x
dtdy

d2x
dtdz

d2y
dtdx

d2y
dtdy

d2y
dtdz

d2z
dtdx

d2z
dtdy

d2z
dtdz


x∗,y∗,z∗

=

−µ− δ(f − y∗ − z∗) δx∗ δx∗

δ(f − y∗ − z∗) −δx∗ − ρ −δx∗
0 −λ −λ− ψ

 , (47)

S∗ =

α+ µx∗ + δx∗(f − y∗ − z∗) −δx∗(f − y∗ − z∗) 0
−δx∗(f − y∗ − z∗) δx∗(f − y∗ − z∗) + ρy∗ 0

0 0 λ(f − y∗ − z∗) + ψz∗

∆t. (48)

Recall thatE[∆X|x, y, z]
E[∆Y |x, y, z]
E[∆Z|x, y, z]

 ≈ A
x− x∗y − y∗
z − z∗

∆t and Cov(∆X,∆Y,∆Z|x, y, z) ≈ S∗. (49)

According to Barbour, steady state distribution of an Ornstein-Uhlenbeck process, characterized
by (49) is trivariate normal with mean (x∗, y∗, z∗) and covariance

Σ =

 Var(X) Cov(X,Y ) Cov(X,Z)
Cov(X,Y ) Var(Y ) Cov(Y,Z)
Cov(X,Z) Cov(Y,Z) Var(Z)

 ,
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which is the solution to the following equation:

AΣ + ΣAT = −S∗/∆t. (50)

While performing interdiction, agents are not aware whether a threat is real or fake. That is why,
a counter-terrorist agency would be able to determine number y + z, so the total number of busy
agents but not y and z separately. Hence, in case of this model, it is useful to determine the
the conditional distribution P(X|Y + Z = a) (instead of conditioning on Y only). We use the
well-known fact that linear combinations of normal distributions are, again, normal. Moreover,
components of a multinormal distribution are also normal. The two properties imply that X, Y ,
Z and Y + Z are all normally distributed. With this we can derive that X|Y + Z is normally
distributed with the following mean and variance:

E[X|Y + Z = a] = E[X] +
Cov(X,Y + Z)

Var(Y + Z)
(a− E[Y ]− E[Z]), (51)

Var(X|Y + Z = a) = Var(X)(1− Cor2(X,Y + Z)). (52)

Furthermore, using linearity property of covariance we have that

Cov(X,Y + Z) = Cov(X,Y ) + Cov(X,Z).

One could apply the same approach to determine that the distribution of X + Y |Y + Z is also
normal. The mean and variance can be found through appropriate adjustment of Equations (51)
– (52).

3.4.1 Boundary approximations

Exactly as before, we can improve our approximations close to the boundaries by performing
separate analyses for simplified systems in the neighborhood of the boundaries. In particular, we
are interested in cases when Y + Z ≈ 0 and Y + Z ≈ f . The first case is simple. We realize that
when Y + Z ≈ 0, it implies that Y ≈ 0. This brings us the same boundary approximation as in
the previous model (see section 3.2.2). The system can be modeled as an M/M/∞ queue with
rate µ+ δf , which results in Poisson stationary distribution of X with rate α

µ+δf , which has both
the expectation and the variance equal to the rate.

The remaining case is more interesting. We assume that Y +Z ≈ f . This means that an agent
who just finished interdicting either a real or fake plot, almost immediately detects another real
or fake plot. Once again, we want to use the approximation method by an Ornstein–Uhlenbeck
diffusion process. For that, we need to determine rates of change for X and Y . Please note that
in this case we don’t have to work with the third equation for Z, because Z ≈ f − y, given that
Y = y, so it can be determined once Y is given.

Suppose now that X = x and Y = y. Then X increases by 1 with rate α, corresponding
to the arrival. Furthermore X decreases by 1 either when plot becomes successful (rate µx) or
when a real plots is detected. This can happen when an agent becomes available and immediately
detects a real plot. Agents become available when they finish interdiction or find a fake plot, so
this happens with rate ψ(f −y)+ρy. The probability that a real plot is detected is equal to δx

δx+λ .

Hence the overall rate with which X decreases by 1 is µx+ δx
δx+λ

(
ψ(f − y) + ρy

)
. This results in

a differential equation, given by (53).
Similarly, we can find the rate of change for Y . The number of agents busy with a real threat

can increase by 1 only if an agent that found a fake plot now detects a real one. This happens
with rate δx

δx+λ

(
ψ(f − y)

)
. Conversely, Y decreases by 1 if an agent that interdicts a real plot,

immediately detects a fake plot. This happens with rate λ
δx+λρy. This results in a differential

equation, given by (54).

dx(t)

dt
= α− µx(t)− δx(t)

δx(t) + λ

(
ψ(f − y(t)) + ρy(t)

)
, (53)
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dy(t)

dt
=

δx(t)

δx(t) + λ

(
ψ(f − y(t))

)
− λ

δx(t) + λ
ρy(t), (54)

We find the steady state solution by setting the derivatives to 0. Then, from Equation 54, we find
that

ρy(t) =
δψ

λ
x(t)(f − y(t)).

Substitution to Equation 53 yields:

λ = µx(t)− ρy(t).

We realize that if we substitute δ′′ = δψ
λ , we end up with equations that are equivalent to (30) –

(31), which has solution given by (32) – (33).
It remains to find a Jacobian matrix A and covariance matrix S∗, as for previous approximations.
Using previous definition of ∆X and ∆Y we find the following conditional jump rates:

∆Y = −1 ∆Y = 0 ∆Y = 1

∆X = −1 0 a = (µx+ δx
δx+λρy)∆t b = δx

δx+λψ(f − y)∆t

∆X = 0 c = ρy λ
δx+λ∆t 1− (a+ b+ c+ d) 0

∆X = 1 0 d = α∆t 0

Table 3: Conditional jump rates of (∆X,∆Y | x, y).

Differentiation yields:

A =

(
−µ− δλ

(δx∗+λ)2

(
ψ(f − y∗) + ρy∗

)
δx∗

δx∗+λ (ψ − ρ)
δλ

(δx∗+λ)2

(
ψ(f − y∗) + ρy∗

)
−ψδx

∗+λρ
δx∗+λ

)
.

To compute matrix S∗, we use that δx∗ψ(f − y∗) = λρy∗, which yields that

ρy∗
δx∗

δx∗ + λ
+ ψ(f − y∗) δx∗

δx∗ + λ
= ρy∗.

Using Table 3 and the above we find matrix S∗:

S∗ =

(
α+ µx∗ + ρy∗ − δx∗

δx∗+λψ(f − y∗)
− δx∗

δx∗+λψ(f − y∗) δx∗

δx∗+λψ(f − y∗) + λ
δx∗+λρy

∗

)
∆t.

Based on A and S∗, we find that (X,Y ) follow a bivariate normal distribution with mean (x∗, y∗)
and covariance matrix Σ, which is the solution of Equation 50. This concludes the analysis of
Kaplan’s terror queue models. In the following section we are going to look at a slightly different
terrorism scenario and we will present an adapted terror queue model that fits the altered scenario.
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4 Extension of the terror queue model

In the previous section, we have presented Kaplan’s queuing approach for modelling of terrorism
detection and interdiction. However, Kaplan’s base model has numerous assumptions that make
the model suitable only for particular case scenarios. For example, if the arrival distribution of
terror plots is not Poisson, Kaplan’s model may no longer be applied. Moreover, one could extend
the model by adding new features, aiming to make the model more realistic and to provide new
insights. An example of such a feature is the false detection factor, incorporated by Kaplan.
There are more possibilities, however, some of which we will explore in this chapter through slight
alterations of Kaplan’s model. The main goal is to make the new, extended model realistic and
to accomplish this it must reflect a real-life scenario. Therefore, before we decide on the model
extensions, we first explore possible aspects of terrorism that no longer fit into Kaplan’s model.

4.1 An altered view on terrorism and its prevention

Terror threats are characterized by numerous factors. In the terror queue model, terror plots have
1 characteristic and that is the time required to perform the attack from the moment the plot
was hatched to its successful realization. In reality, there are many factors that can affect this
time. For example, we can imagine that the larger the terrorism organization, the shorter the
realization time of an attack. Moreover, the type of the attack might also affect the realization
time. Large-scale terrorism attacks probably require more planning than small-scale terror plots,
so large-scale terror plots will, presumably, require longer realization time. Furthermore, plots, if
successful, cause a certain amount of damage. This damage could be quantified in various ways
such as the number of deaths caused by the attack or money needed to repair the damage. Again,
we can imagine that, in case of successful large-scale terror plots, the amount of damage, no matter
how it is measured, will be larger than for small-scale terror plots.

Based on this chain of simple arguments, we can already argue that it may be useful to propose
a model that distinguishes types of terror plots. The advantage of such an approach is that we
gain insights on each type of terror plot separately, as opposed to the general results we gain
using Kaplan’s model, where we group all the plots together. Furthermore, it is plausible that
agents prioritize the interdiction of certain types of plots over the others. For example, we could
expect that plots that are likely to cause much damage and social disturbance would have higher
detection priority than others. This begs the question what degree of priority should be assigned
to different types of plots. This could be considered as an optimization problem that aims to
minimize overall damage caused by successful terror attacks.

With insight from Kaplan’s terror queue model, one could find out what percentage of plots
will be interdicted, given that f agents are deployed. However, in this scenario, we claim that the
damage of terror plot types differ. That means that a counter-terrorist agency may no longer be
simply interested in the quantity of interdicted plots, but rather the quality. By quality we mean
that stopping 1 large threat may be more valuable than stopping several small-scale threats. So,
instead of the probability of interdiction, it becomes interesting to investigate the probability of
preventing a given amount of damage.

Certainly, we could introduce more interesting factors into this scenario, however, we still want
to keep it fairly simple and generic. The new aspects of terror plots discussed in this section
already form an interesting modelling and optimization problem. In the following section, we
present a new terror queue model that allows us to model the aspects discussed in this section.

4.2 Base model with terror classes

In this section we present an extended terror queue model that is suitable to model the aspects of
terrorism described in the previous section. The main idea behind the extension is to allow for a
variety of terror plot types, each with unique characteristics. To this end, terror plot classes are
introduced. We focus on 2 classes of terror plots, however, the model could easily be extended to
more classes, if required. We call the 2 classes of the model class A and class B.
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There are several modelling decisions to be made to extend Kaplan’s model to several classes.
It is not always clear which modelling approach should be chosen. For this reason, we decided
to propose a base model first and later on we will discuss a few alterations. The assumptions
of the base model are convenient from the analysis point of view, hence this model is analyzed
in more detail. In addition, we provide simulation results for this model and discuss a plausible
optimization schemes. Later alterations of the base model require analysis techniques that are
beyond the scope of this paper, hence, for these models, we provide and discuss simulation results
only.

4.2.1 Model description

The first important modelling decision to be made is the arrival distribution of the plots. We
assume that, with probability p, an arriving plot is class A and, with probability 1− p, it is class
B. We don’t know much about the arrival process of terror plots, hence we simply assume Poisson
arrivals with parameter α. It means that the arrival of class A plots is a Poisson process with rate
αA = p · α and the arrival of class B plots has rate αB = (1 − p) · α. Furthermore, we assume
that the realization time of plots is exponentially distributed with rates µA and µB for class A
and class B, respectively. In section 4.4, we argue that different distributions could be chosen in
place of the exponential distribution. In particular, we look into Erlang- and Pareto-distributed
realization times and examine the behavior of these models.

We want to incorporate a simple strategy element in the detection process, hence we introduce
factor q ∈ [0, 1]. We assume that q percent of all available agents works on detection of class A
plots and the remaining 1 − q percent works on detection of class B plots. Following Kaplan’s
model, we assume that the detection process follows exponential distribution with rate δ per avail-
able agent per undetected plot. There are f agents in total and Y denotes the number of busy
agents. It means that the rate of detection of class A plots is equal to δ ·XA ·q ·(f−Y ). Finally, we
keep Kaplan’s assumptions on interdiction process, which means that interdiction is exponential
with rate ρY . The diagram of the model with 2 classes is given in Figure 8.

Undetected class
B plots (XB)

Detected
plots (Y)

Undetected class
A plots (XA)

δXB(1− q)(f − Y )

Successful
class A plots

Interdicted
plots

Successful
class B plots

(1− p)α

pα

µBXB

µAXA

ρY

δXAq(f − Y )

Figure 8: The diagram of the base terror queue model with 2 classes

We assume that successful plots of class A and class B cause dA and dB amount of damage,
respectively. There are several ways to define the damage of a successful terror plot. One could
consider damage measured in number of casualties, cost of repairs or change in quality of life due
to fear and instability. We could also look at the sum of all given factors, by assigning monetary
value to all of them. The Global Terrorism Database provides data on casualties, both injuries
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and fatalities, however it is difficult to obtain data about the two remaining factors we mentioned
[1, p. 372]. Only a small percentage of cases registered in GTD have the assessment of property
damage included. Hence, for the sake of convenience, we decide to factor in the casualties only.

The value of human life is not easy to assess. Different sources value human life between 6
and 9 million US dollars [21, p. 5]. Moreover, the US Homeland Security Department argues that
value of life lost due to terrorism attack can be valued as much higher than in other cases. To
account for the injuries, we can consider them in terms of a percentage of life lost, following the
approach of Arce [1]. The article shows that such an estimate heavily depends on the type of
terrorism attack because it determines the type of injuries. Since we don’t focus on any particular
type of attacks, we can assume an average weight of w = 0.57 [1, p. 385]. By multiplying the
weight by the number of injuries and the estimate of human life, we can obtain the estimation of
the cost of the injuries. Summing up the estimates for human life and injuries gives us an estimate
of the total cost of casualties.

4.2.2 Model analysis

The analysis of this model is performed once again, using the Ornstein-Uhlenbeck approach. This
is possible because we have assumed exponential distribution for the interarrival, detection, realiza-
tion, and interdiction times. This implies that the model is a Markov population process, which
can be approximated by the Ornstein-Uhlenbeck process. Deterministic differential equations,
corresponding to the model are given as follows:

dxA(t)

dt
= pα− µAxA(t)− δxA(t)q(f − y(t)), (55)

dxB(t)

dt
= (1− p)α− µBxB(t)− δxB(t)(1− q)(f − y(t)), (56)

dy(t)

dt
= δxA(t)q(f − y(t)) + δxB(t)(1− q)(f − y(t))− ρy(t). (57)

We find the steady-state equilibrium point (x∗A, x
∗
B , y

∗) by equating the left-hand side derivatives
to 0, since, in steady state, the system no longer changes over time. The algebraic solution for
(x∗A, x

∗
B , y

∗) can be found, however, it doesn’t have an easy form as it happens for Kaplan’s terror
queue models.

Next we look at the stochastic diffusion model. Define:

∆XA(t) := XA(t+ ∆t)−XA(t),

∆XB(t) := XB(t+ ∆t)−XB(t),

∆Y (t) := Y (t+ ∆t)− Y (t),

for ∆t sufficiently small. Table 4 presents the positive conditional jump rates for ∆XA,∆XB and
∆Y , given that XA(t) = xA, XB(t) = xB and Y (t) = y.
Furthermore, differentiating Equations (55)–(57), we obtain matrix A:

A =


d2xA
dtdxA

d2xA
dtdxB

d2xA
dtdy

d2xB
dtdxA

d2xB
dtdxB

d2xB
dtdy

d2y
dtdxA

d2y
dtdxB

d2y
dtdy


x∗
A,x

∗
B ,y

∗

=

−µA − δq(f − y∗) 0 δqx∗A
0 −µB − δ(1− q)(f − y∗) δ(1− q)x∗B

δq(f − y∗) δ(1− q)(f − y∗) −δx∗Aq − δx∗B(1− q)− ρ


.
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Event Rate
∆XA = 1, ∆XB = 0, ∆Y = 0, pα∆t
∆XA = 0, ∆XB = 1, ∆Y = 0, (1− p)α∆t
∆XA = −1, ∆XB = 0, ∆Y = 0, µAxA∆t
∆XA = 0, ∆XB = −1, ∆Y = 0, µBxB∆t
∆XA = −1, ∆XB = 0, ∆Y = 1, δxAq(f − y)∆t
∆XA = 0, ∆XB = −1, ∆Y = 1, δxB(1− q)(f − y)∆t
∆XA = 0, ∆XB = 0, ∆Y = −1, ρy∆t

∆XA = 0, ∆XB = 0, ∆Y = 0
1− (α+ µAxA + µBxB+

δ(f − y)(qxA + (1− q)xB) + ρy)∆t

Table 4: Conditional jump rates of (∆XA,∆XB ,∆Y | xA, xB , y).

Matrix S∗ is a linearized approximation of the covariance matrix of Cov(∆XA,∆XB ,∆Y ) and it
is obtained from the rates, presented in Table 4.

S∗ =


pα+ µAx

∗
A+

0 −δx∗Aq(f − y∗)+δx∗Aq(f − y∗)

0
(1− p)α+ µBx

∗
B+ −δx∗B(1− q)(f − y∗)

+δx∗B(1− q)(f − y∗)

−δx∗Aq(f − y∗) −δx∗B(1− q)(f − y∗) δ(f − y∗)qx∗A+
δ(f − y∗)(1− q)x∗B + ρy∗

∆t.

As we know from previous approximations, the resulting distribution of (XA, XB , Y ) is a trivariate
normal distribution with mean (x∗A, x

∗
B , y

∗) and covariance matrix Σ, which is determined accord-
ing to Equation 50. In a real life scenario, we know the number of detected plots. We wish to use
this information to gain more knowledge about the number of undetected plots. Hence, we look
at the conditional distributions of XA|Y = y and XB |Y = 0. As we have seen for the previous
analyzes, the properties of multivariate distribution imply that XA, XB and Y are normally dis-
tributed. Then XA|Y = y and XB |Y = y are both normally distributed with the following means
and variances [9, p. 116 - 117]:

E[XI |Y = y] = E[XI ] +
Cov(XI , Y )

Var(Y )
(y − E[Y ]), I = A,B, (58)

Var(XI |Y = y) = Var(XI)(1− Cor2(XI , Y )), I = A,B. (59)

Using the results of the O-U approximation, we can also easily determine the overall probability
of interdiction and the probability that a plot of a given class is detected (and interdicted). We
know that, on average, the rate into a queue is equal to the rate out of a queue, for every queue
in the model. In particular:

α = µAE[XA] + µBE[XB ] + ρE[Y ],

pα = µAE[XA] + δqE[X](f − E[Y ]),

(1− p)α = µBE[XB ] + δ(1− q)E[X](f − E[Y ]).

Analyzing Kaplan’s model, we have explained how the probability of interdiction can be derived,
equating the rates in and out of the model. Using analogous reasoning, we find the following
probabilities:

P(interdiction) =
ρE[Y ]

α
,

P(plot class A is detected) =
δqE[XA](f − E[Y ])

pα
,
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P(plot class B is detected) =
δ(1− q)E[XB ](f − E[Y ])

(1− p)α
.

An analogous analysis could be performed in order to determine the steady state fraction of
prevented damage. In fact, this problem is considered further on, when we look at the optimization
of parameter q that maximizes the fraction of prevented damage (see section 4.3.2).

Finally, we aim to improve the approximations at the boundaries. First we consider the case
when Y ≈ 0. From Figure 8, we observe that for Y = 0, the total rates out of queues XA and XB

are equal to (µA + δ · q · f)XA and (µB + δ · f · (1 − q))XB , respectively. As the rates are linear
in XA and XB , this boundary case can be considered as 2 independent M/M/∞ queues. Then,
according to section 2.2.5, the steady-state distributions of XA and XB are Poisson. In particular,

XA ∼ Poi

(
p · α

µA + δ · f · q

)
and XB ∼ Poi

(
(1− p)α

µB + δ · f · (1− q)

)
.

To determine expectations and variances of XA and XB , we use the well-known property that
Poisson expectation and variance is equal to the rate of the distribution.

Lastly, we look at the case when Y ≈ f . This boundary case implies that an agent who just
finished an interdiction immediately detects a new plot. This means that we can see this boundary
model as a system with 1 server with service rate ρf and 2 queues with impatience. We want to
determine the probability that a plot of class A is detected, given that detection happens. The
detection times of plots of class A and class B are exponentially distributed, say DA ∼ Exp(rA)
and DB ∼ Exp(rB). This implies that the total detection process is the minimum of DA and DB .
It is a well-known result that such a minimum is also exponentially distributed with rate rA + rB .
Moreover, given that XA = xA and XB = xB , the probability that DA is the minimum is equal
to rA

rA+rB
= q·xA

q·xA+(1−q)·xB .

Yet again, we use the Ornstein-Uhlenbeck approximation. Let (x∗A, x
∗
B) ∈ R+ × R+ be the

equilibrium point of the following system of differential equations:
dxA(t)
dt = pα− µAxA(t)− qxA(t)

qxA(t)+(1−q)xB(t)ρf,

dxB(t)
dt = (1− p)α− µBxB(t)− (1−q)xB(t)

qxA(t)+(1−q)xB(t)ρf.

(60)

Based on system of equations 60, we compute matrices A and S∗, which are defined as in previous
O-U models. We find that:

A =

(
d2xA
dtdxA

d2xA
dtdxB

d2xB
dtdxA

d2xB
dtdxB

)
x∗
A,x

∗
B

=

(
−µA − c · x∗B c · x∗A

c · x∗B −µB − c · x∗A

)
,

where c =
q(1− q)(

qx∗A + (1− q)x∗B
)2 .

S∗ =

(
pα+ µAx

∗
A +

qx∗
A

qx∗
A+(1−q)x∗

B
fρ 0

0 (1− p)α+ µBx
∗
B +

(1−q)x∗
B

qx∗
A+(1−q)x∗

B
fρ

)
∆t.

From here, we can conclude that for Y ≈ f , the stationary distribution of (XA, XB) is approxi-
mately bivariate normal with mean (x∗A, x

∗
B) and covariance matrix Σ, which can be obtained by

solving Equation 50.

We present the results of the Ornstein-Uhlenbeck approximation for a case scenario with α =
100, p = 0.5, δ = 0.1, µA = 1, µB = 2, f = 30, ρ = 4 and q = 0.6. In addition, we compare
the approximation results with simulated results (see Appendix A for the simulation description).
The comparison of the main performance measures is given in Table 5. We see that the results for
both methods are very similar. The largest difference occurs for the variances results. The level of
error is unknown for both methods, however, we can expect that the simulation results are more
precise because we have chosen long simulation runs and observed differences in results between
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Performance measure O-U approximation Simulation
E[Y ] 10.303 10.292
E[XA] 22.916 22.946
E[XB ] 17.935 17.937

P(detection) 0.412 0.412
P(plot class A gets detected) 0.542 0.541
P(plot class B gets detected) 0.282 0.282

Var(Y ) 7.106 7.087
Var(XA) 23.759 23.798
Var(XB) 19.099 18.104

Table 5: Comparison of the main performance measures generated with O-U approximation and
simulation

simulation runs were insignificant. Moreover, since the two methods differ little with respect to
the results, we expect that O-U approximation provides a sufficient level of accuracy. Figure 9
presents the comparison of distributions determined with both methods. We see that the discrete
distributions based on simulation results are almost aligned with the normal curves, which once
again proves that the two methods give similar results. Finally, in Figure 10, the expectation of
the number of undetected plots of class A and class B given that Y = y is presented. We see that
the simulation results slightly fluctuate along the lines that correspond to the results obtained
through the O-U approximation, once again showing that the approximation method provides
fairly accurate results.

Figure 9: Comparison of resulting distributions using simulation and O-U approximation.

Figure 10: Comparison of conditional expectations using simulation and O-U approximation.
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4.2.3 Comparison with Kaplan’s terror queue model

In this section, we compare the base model with 2 classes with Kaplan’s terror queue model. The
goal of the comparison is to find out how much the results would differ if we distinguish between
terror plot classes instead of treating all plots as one type. We assume that p 6= 0 and p 6= 1;
otherwise, the 2-class model is equivalent to Kaplan’s model, which defeats the point of comparison.
Moreover, we want the comparison to be fair, which means that the arrival, realization, detection,
and interdiction processes should have matching rates in both models.

The process of interdiction is the same for both models, given that the interdiction rate in both
models is equal to ρ. Similarly for the arrival process, for the 2-class model we assume that the
total arrival rate is equal to pα+(1−p)α = α, which is the same in Kaplan’s model. Furthermore,
in Kaplan’s model, µ is the plot realization rate. Since the realization time is exponentially
distributed, the mean realization time is equal to 1

µ . Clearly, the mean realization time of all plots

must be the same for both models. For the model with 2 classes, p of all plots have mean 1
µA

and
the remaining 1− p plots have mean µB . Hence, the following must hold:

p

µA
+

1− p
µB

=
1

µ
.

Solving for µB yields:

µB = − (1− p)µAµ
µp− µA

.

In addition, we require that µB > 0 and p ∈ (0, 1), which implies that µA > µp.
It remains to choose parameters so that the detection processes in both models are comparable.

Of course, the total number of agents f must remain unchanged in both models. We also assume
that parameter δ, the detection rate per plot, per available agent, is the same for both models.
Hence, it remains to determine parameter q. For that we require that the detection rate per plot
of a given class is the same in both models. By assumption, plots of class A arrive with probability
p and plots of class B arrive with probability 1 − p. However, when we use Kaplan’s model, we
simply choose to ignore the fact that there are classes and we put all plots together in one queue.
This means that, in Kaplan’s model, p of all detected plots are class A plots. Hence, the rate of
detection of class A plots is equal to δ · p · (f −Y ). The analogous rate in the model with 2 classes
is equal to δ · q · (f − Y ). This implies that the rates are comparable for q = p.

Table 6 presents the summary of modelling decisions for the comparison of the models. It is
important to point out that this comparison setup is not ideal. This is because the rates in both
models are stochastic, which is problematic for a fair comparison. Nonetheless, this comparison
can still provide useful insight about the similarities and differences of the 2 models.

Kaplan’s model 2 classes model
Arrival rate α pα+ (1− p)α = α

Plot realization rate µ µB = − (1−p)µAµ
µp−µA, , µA > µ · p

Rate of detection of class A δ · p · (f − Y ) δ · q · (f − Y ), with q = p
Detection rate δ δ

Interdiction rate ρ ρ
Number of agents f f

Table 6: Summary of modelling decisions for model comparison.

We first look at the differences in the main performance measures for the following parameters:
α = 150, µ = 3, p = q = 0.25, δ = 0.3, ρ = 4 and f = 20. We choose µA = 1 > 3

4 . This implies
that µB = 9. In Table 7, the O-U approximation results of the models are compared.

From this example, the difference in models is clearly visible. Kaplan’s model shows “more op-
timistic” results for this case scenario: higher probability of detection which also implies higher
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Performance measure Kaplan’s model 2 classes model
E[Y ] 14.025 9.787
E[XA] − 21.235
E[XB ] − 9.957
E[X] 31.3 31.192

P(detection) 0.374 0.261
Var(Y ) 4.582 5.285
Var(X) 37.05 32.7342

Table 7: Comparison of results of Kaplan’s model and the 2 classes model.

expected number of busy agents. The total number of undetected agents is similar for both mod-
els. However, these results may be governed by our particular choice of µA. We would like to
determine how the results of the model with 2 classes would change, depending on the choice of
µA. To this end, we plot the main results for the 2 classes model as functions of µA, which are
presented in Figure 11.

(a) Expectation of XA +XB and Y as a function of µA.

(b) Expectation of XA, XB and XA +XB as a function of µA.

Figure 11: Comparison of the models with respect to µA.

From Figure 11a, we can observe that the expected number of detected plots for the 2 classes
model is always smaller than for Kaplan’s model. This implies that the probability of detection is
also always smaller in the 2-class model. We observe that the total number of undetected plots is
initially rapidly growing and then slowly decreasing. In Figure 11b, we can observe the behavior
of the expected number of undetected plots for both classes separately. As µA → ∞, the mean
realization time of class A plots approaches 0. Hence, we can easily conclude that as µA → ∞,
E[XA] → 0. The limiting behavior of E[XB ] for µA → ∞ can be determined as well. First, we
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look at the limiting value of µB for µA →∞:

lim
µA→∞

µB = lim
µA→∞

(p− 1)µAµ

µA( µpµA )− 1
= (1− p)µ.

Furthermore, since in this case XA ≈ 0, the 2 classes model simplifies to Kaplan’s terror queue
model with α∗ = (1 − p)α, µ∗ = (1 − p)µ and δ∗ = (1 − p)δ. Hence, we can use Kaplan’s model
to find the limiting value for E[XB ] and E[Y ] as µA → ∞. For the case scenario presented in
Figure 11, we find that:

lim
µA→∞

E[XB ] = 28.194 and lim
µA→∞

E[Y ] = 12.266.

Comparison of the two models shows that Kaplan’s model outperforms the 2 classes model in
terms of terrorism detection. However, it does not necessarily imply that dividing the available
agents into 2 specialized groups, as in the model with 2 classes, is a bad idea. We can expect
that agents that detect a specific type of threat are more effective than those who search for any
type of threat. If that is indeed the case, the 2-class model may outperform Kaplan’s model. In
addition, the 2 class-model allows us to freely choose parameter q. This immediately prompts the
question of which value for q is suitable. This issue is investigated in the following section, where
we look into an optimal value for q with respect to different objectives.

4.3 Optimal agent assignment

The 2-class terror queue model was designed in such a way that it allows prioritizing detection of
one class of plots over the other. This is achieved through introduction of parameter q. This pa-
rameter represents the fraction of available agents that detect only plots of class A. The remaining
available agents focus solely on plots of class B.

Parameter q can take any value between 0 and 1 and, in a real case scenario, it is up to a
anti-terrorism agency to choose q that is suitable to a current situation. This gives a rise to the
following question: how should the agency determine such q? Certainly, the “best” value for q
depends on the objective of an agency. In this section we will consider 2 basic, yet plausible
objectives. The first one is to maximize the fraction of detected plots. The other objective is to
maximize the amount of prevented damage.

Our model depends on many parameters. This is problematic for optimization, because we
cannot work directly with mathematical expressions. Instead, we work with numerical approxi-
mations. Hence, we are not be able to find an explicit expression for optimal q in terms of other
parameters of the model. However, we can determine the approximate numerical solution for
optimal q. This allows us to investigate trends in behavior of the optimal value q with respect to
the parameters of the model.

4.3.1 Maximization of the fraction of detected plots

In this section we are interested in a value for q, for which the fraction of detected plots or, in other
terms, the steady-state probability of detection is maximal. Please recall that this probability is
equal to:

P(detection) =
ρ

α
· E[Y ].

Although this may not be clear from the above expression, the probability of detection is a func-
tion of q, since the expectation of the number of busy agents (Y ) depends on q as well as on the
other parameters of the model.

For the purpose of optimization, we use the Ornstein-Uhlenbeck approximations of the model.
For a given set of parameters (excluding q), it is possible to find the optimal q numerically and
there are several methods to do so. We have chosen to approximate the optimal value for q by
choosing a step size of 0.001 for q ∈ [0, 1], evaluating the objective function for each q and, finally,
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choosing the value for q that corresponds to the largest value of the objective function. This
method was chosen due to its simplicity of implementation.

The optimal value for q is driven by the other parameters of the model. We aim to discover
trends in the behavior of the optimal q with respect to these model parameters. For this pur-
pose we choose 2 sets of parameters that we investigate closely. Set 1 is the following: α = 150,
µA = 1, µB = 2, δ = 0.3, f = 20 and ρ = 4. In addition, we realized that p has a large influ-
ence on the value for q, therefore the following values of parameter p were considered for Set 1:
p ∈ {0.25, 0.333, 0.4, 0.5, 0.75}. Set 2 is the following: α = 100, µA = 1.2, µB = 0.5, δ = 0.1,
f = 30, ρ = 2 and p ∈ {0.2, 0.4, 0.6, 0.706, 0.8}. When we investigate the dependence of the opti-
mal q on a certain parameter, we variate this parameter and we keep the remaining parameters
as defined in the corresponding set.

In Figure 12 and in Figure 13, the results for optimal q for the 2 sets are presented. First,
we look at the dependence on p in both sets (Figure 12a and Figure 13a). It seems that there is
a partially (due to the boundary conditions of q) linear relation between p and q. In both cases,
the slope of the graph is approximately equal to 1.54. This is likely coincidental because, when
different sets were investigated, the slope of the function varied. What we can also observe is that,
depending on other parameters, the line shifts horizontally.

Next, we discuss the dependence of optimal q on δ (Figure 12c and Figure 13c). For δ →∞ the
optimal q seems to converge to p. Moreover, we observe that for relatively small values of δ, the
change in optimal q is the largest and it seems to decrease as δ increases. However, the magnitude
of variation is different, for each value of p. Moreover, the change is either positive, negative or
even equal to 0, depending on the value of p. Hence, we cannot define a general trend in the
behavior of the optimal q, unless we know for which p the shift in behavior occurs. Observing
many other parameter sets, we realized that (hypothetically) the optimal value of q is independent
of δ for p∗ = µA

µA+µB
. It is an important realization, because, by comparing p to p∗, we are now

able to access whether the optimal q is going to increase or decrease for increasing δ and whether
the change is large or small.

What does it imply for an anti-terrorism agency? Suppose that in the real scenario we have
p = 0.6 and p∗ = 0.3. Also, the agency just started working with a new surveillance technology
that slightly increases their ability of detection so δ increases. In this case, the agency should
expect that the optimal q might be now lower than before, hence, the agency might want to adapt
their agent assignment strategy. Of course, we can’t tell what the magnitude of the change is.
This has to be determined by re-evaluating the model. However, it is still important to realize
what changes can be expected when the situation at hand is modified.

Next, we investigate the optimal q as a function of µA/µB , however, we only change the
parameter µA (see Figure 12b and Figure 13b). Again, we observe that we cannot determine a
general behavior regardless of p. For smaller values of p, we observe that the function initially
increases and then it has a decreasing tendency. On the other hand, for larger values of p, the
function is only decreasing. Furthermore, given that the function is decreasing, the rate of decay
seems to be larger for smaller values of p. Unfortunately, we were not able to determine how these
different behaviors are related to concrete values of p.

In Figure 12d and in Figure 13d the optimal values for q as functions of α are presented. We
see that for small α, the optimal q does not change much, but it differs more for large α. We
could say that it is the opposite tendency to what we saw for the dependence on δ. Moreover,
we observe that p∗ still plays the role here. For p = p∗, the optimal q doesn’t seem to depend on
α. For p > p∗, the optimal q increases as α increases; otherwise, there is a decreasing trend. The
magnitude of change depends, again, on the distance between p and p∗.

Lastly, we look at the graphs for optimal q with respect to f and ρ (Figures 12e, 12f, 13e and
13f). We see that these graphs behave very similarly. Yet again, we have a stable behavior of op-
timal q for p = p∗, decreasing behavior for p > p∗ and increasing behavior otherwise. The change
is the most significant for relatively small values of f and ρ. Also, both graphs seem to stabilize
as f and ρ get large. Again, this insight can be used by an agency to gain an understanding of
how the agent’s assignment strategy should be adapted if the agency decided to change the total
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(a) Optimal q as a function of p.

(b) Optimal q as a function of µA/µB , with µB = 2.

(c) Optimal q as a function of δ. (d) Optimal q as a function of α.

(e) Optimal q as a function of f . (f) Optimal q as a function of ρ.

Figure 12: Optimal q with respect to probability of detection as a function of the model’s param-
eters for parameter set 1.
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(a) Optimal q as a function of p.

(b) Optimal q as a function of µA/µB , with µB =
0.5.

(c) Optimal q as a function of δ. (d) Optimal q as a function of α.

(e) Optimal q as a function of f . (f) Optimal q as a function of ρ.

Figure 13: Optimal q with respect to probability of detection as a function of the model’s param-
eters for parameter set 2.

56



number of agents or, for some reason, the rate of interdiction changed.

Summing up our observations, we find that parameter p has a large influence on the optimal
value of q. Firstly, the optimal q is a non-decreasing function of p. Secondly, based on value p,
we can determine whether the optimal q is a decreasing or increasing function of parameters δ, f
and ρ and α. Lastly, with exception for relatively small values of µA, the optimal q is a decreasing
function of µA/µB . In such case, the slope of decay increases as p decreases.

It is important to emphasize that our findings have only hypothetical character. First of all,
presented graphs are generated based on the approximation of the model. In addition, numerical
approximations were used to determine the optimal q. Both methods introduce error to our
results. Secondly, we base our observations only on particular case scenarios; the observed trends
are true for these scenarios, but it is possible that there exist sets of parameters that we did not
consider to which our findings would not apply. Moreover, we use the word relative when we
talk about large or small values of parameters, because it depends on the particular scenario. For
instance, if we were to increase all rates in set 1 100 times, it would not influence the results,
but it would influence what we consider small and large. Last, but not least, we only considered
the behavior of the optimal q with respect to single parameters, however, it is possible that a
change of several parameters at once, would result in different change than the sum of the changes
observed for single parameters. Considering all of the above, there is still a lot that we don’t know
about the behavior of the optimal q, however our observations can still be useful to gain a basic
understanding of what would happen if a scenario slightly changed.

4.3.2 Maximization of prevented damage

In the previous chapter we considered the optimal assignment of agents with respect to the fraction
of detected (and interdicted) plots. On the one hand, this is a good approach because it focuses on
the effectiveness of detection process. However, there are also downsides. For example, if we have
a scenario where there are many terrorism threats of relatively little importance and only a few
very important threats, the optimization that focuses on the fraction of detection would suggest to
focus entirely on the lesser threats. However, it would probability be unacceptable for an agency
to settle on such approach. That is why, in this section, we propose an alternative optimization
approach that looks at the fraction of prevented damage.

For this model, we assume that a plot of a given class causes a constant amount of damage
that is characteristic for this class. In particular, we say that a plot of class A causes damage
dA and a plot of class B causes damage dB . We chose the damage to be constant for simplicity.
Here, we would like to propose yet another assumption. Instead of choosing dA and dB randomly,
we would like to assume that the damage of a given class is a function of the mean realization
time. We consider the simplest possibility which is d = c

µ , where c is some positive constant and
µ is the rate of the realization time. Another possibility that could be applied is d = c

µr , where

c is again a positive constant and r ∈ (0, 1), which implies that the rate of growth decays as µ→ 0.

Next, we would like to determine the amount of prevented damage for our model. We know
that in the steady state, on average, the rate of damage that enters the system is the same as the
rate of damage that leaves the system. The rate of damage that enters the system is equal to:

α · (dA · p+ dB · (1− p)).

The rate of damage that leaves the system consists of the rates of damage for successful plots of
class A and B, and for the detected plots of class A and B. In particular:

dA ·
(
µAE[XA] + δ · q · E[XA] · (f − E[Y ])

)
+ dB ·

(
µB · E[XB ] + δ · (1− q) · E[XB ] · (f − E[Y ])

)
.

Hence, we can derive that the fraction of damage prevented is equal to:

δ · (f − E[Y ])

α · (dA · p+ dB · (1− p))
· (q · dA · E[XA] + (1− q) · dB · E[XB ]).
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Please, note that for dA = dB the fraction of the prevented damage is equal to the fraction of
detected plots, hence, in this case, the two optimization scenarios are equivalent.

Similarly as for the fraction of prevented plots, we want to investigate the behavior of the
optimal q that maximizes the amount of damage prevented. We apply the same approach as
before: we use the Ornstein-Uhlenbeck approximation and numerically determine the optimal q.
We use the same sets of parameters, under the assumption that the damage of a given class is
linearly proportional to the mean realization time for this class. The results are presented in
Figure 14 and in Figure 15.

We observe that the results clearly differ from the optimization with respect to the fraction
of prevented plots. Also, there are important differences between the two sets of parameters.
Looking at the optimal q with respect to p (Figure 14a and Figure 15a), we see that, within
boundary conditions for q, the optimal q increases as p increases. However, the growth tends to be
more rapid, compared to the corresponding sets in the previous optimization scenario. Moreover,
we see that for set 1, the increase starts for very small p, approximately 0.04, and, for set 2, it is
for p approximately 0.66. We suspect that this difference is primarily dictated by the proportion
of µA to µB , however, this still requires further investigation.

Next, we look at the relation of the optimal q with respect to ratio of µA and µB (Figure 14b
and Figure 15b). For both sets, we observe similar trends. Large µA implies a relatively small
damage caused by class A plots. Hence, unsurprisingly, as µA increases, the optimal q decreases,
meaning that less agents should be assigned to the detection of class A plots. For the previous
optimization scenario, we also observed a decreasing trend, however, the rate of decay was much
smaller. This is logical, considering that in the previous scenario, the realization time was not
directly related to the optimization objective, as it is for the current optimization objective.

Unlike in the previous optimization scenario, in this case, the value of p does not seem to
play major role on the behavior of the optimal q with respect to parameters δ, α, f and ρ. Of
course, there is still a difference in behavior for different values of p, but the general shape of the
curves remains the same. However, the results for the 2 parameter sets differ drastically. We can
observe a “mirrored” behavior: If there is a convergence trend to q = 0 for the first set, there is a
convergence trend to q = 1 for the second set. We speculate that this behavior is dictated by the
ratio µA/µB . In particular, when µA/µB < 1, we have a behavioral trend as in Figure 14 and for
µA/µB > 1, the trend is as given in Figure 15.

Looking at the plot in Figure 14c and in Figure 15c, we realize that the largest change in the
optimal q occurs for small δ. However, compared to the previous scenario, this parameter has
relatively little influence on the optimal q. Regarding the relation of the optimal q with α, we
observe that it is either only non-increasing or non-decreasing, depending on the ratio µA/µB .
Finally, parameters f and ρ seem to have a similar influence on the optimal q. We could de-
scribe this trend as being opposite to the relation of the optimal q with α. The functions have a
large slope for relatively small values of f and ρ, and they seem to stabilize as ρ and f approach∞.

Summing up, the most important observation for this optimization scenario is that the behavior
of the optimal q, as a function of different model parameters, is primarily governed by the ratio of
the average realization times of the plot classes, due to our assumption for the damage function.
In light of this, investigating the behavior for different values of µA and µB , in place of p, could
bring more meaningful observations. In addition, for both optimization scenarios, it could be
interesting to investigate how the value of the objective function changes with respect to different
parameters. The relation to the parameters δ, f and ρ would be the most relevant, because, in
reality, an anti-terrorism agency has some influence over these factors. Knowing how the objective
of the optimization depends on the parameters would help the agency to determine which process
is the most relevant to improve.
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(a) Optimal q as a function of p.

(b) Optimal q as a function of µA/µB , with µB = 2.

(c) Optimal q as a function of δ. (d) Optimal q as a function of α.

(e) Optimal q as a function of f . (f) Optimal q as a function of ρ.

Figure 14: Optimal q with respect to the fraction of prevented damage as function of the model’s
parameters for parameter set 1.
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(a) Optimal q as a function of p.

(b) Optimal q as a function of µA/µB , with µB =
0.5.

(c) Optimal q as a function of δ. (d) Optimal q as a function of α.

(e) Optimal q as a function of f . (f) Optimal q as a function of ρ.

Figure 15: Optimal q with respect to fraction of prevented damage as a function of the model’s
parameters for parameter set 2.
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4.4 Alternative realization time distribution

The assumptions of Poisson arrivals and exponentially distributed realization time are commonly
used because they make the models relatively simple to analyze, compared to some general distri-
bution. This is one of the main reasons why these distributions were assumed for the base model.
We don’t have any basis to suggest a different arrival process. However, we know of terrorism
cases where the realization time of plots was not exponentially distributed [24]. Hence, in this
section, we consider 2 plausible, alternative distributions of the realization time and investigate
how these distributions influence the results of the 2-class model.

4.4.1 Erlang distribution

Let’s assume that realization time of a terror plot consists of certain phases. Such a structure is
often present in larger projects, so we can imagine that it could also be the case for the planning
and preparation of terror plots. There are many distributions that can be used to model an occur-
rence of phases, but perhaps the most simple and commonly used example is Erlang distribution.

Erlang distribution with shape parameter k is a sum of k exponentially distributed random
variables [19, p. 21]. If we model the realization time as a sample from Erlang distribution, each
phase is exponentially distributed. In the previous model we assumed that the realization time
is exponentially distributed, which means that there is only 1 phase. So our previous assumption
was actually a special case of Erlang distribution (k = 1). What is more, studying Jihadi terror
attacks, Kaplan found out that the distribution of realization time of these plots was not expo-
nential, but Erlang distributed with k = 2 [24, p. 884]. Hence, we have yet another reason to
explore the model with Erlang-distributed realization times.

Let R be the realization time of terror plots. We assume that mean realization time of terror
plots is equal to E[R] = 1

µ . We also assume that the realization time has k ∈ N phases and

R ∼ Erlang(k, λ). Hence, we aim to find λ such that E[R] = 1
µ . The expectation of Erlang

distribution with parameters k and λ is equal to k
λ , therefore we choose λ = k · µ.

The remaining assumptions for the model with 2 classes are unchanged. We want to investigate
how the choice of Erlang distribution influenced the performance of the model. This time we resort
to approximate simulation results. In particular, we investigate the behavior for the following
parameters: α = 100, p = 0.5, q = 0.6, δ = 0.1, ρ = 4, f = 30, µA = 1 and µB = 2. In
Figure 16, we see how the distribution of the number of detected plots changes, depending on the
shape parameter k. We observe that for each k, the distribution is still approximately normal.
Moreover, the expectation of detected plots increases slightly as k increases, however, it seems
to have a converging trend for k → ∞. We also observe that there is no significant change in
variance, however, it is possible that, for a different parameter set, the change would be more
significant. We have essentially observed the same trends for the distributions of XA and XB ,
hence their graphs are not explicitly shown.
The summary of the most relevant results is given in Table 8. In addition to the observations
from the distribution plot, we see that the probability of detection increases, as k increases. This
is, however, unsurprising, since the probability of detection is a function of the expected number
of busy agents.

4.4.2 Pareto distribution

A large fraction of effects are caused by a small fraction of causes - this is a well-known principle,
also know as Pareto principle, that applies to events in many different fields. The most famous
example that follows Pareto rule is the distribution of wealth among people. In particular, the
richest 20% controls around 80% of total income [26, ch. 20.6]. Since the Pareto principle is
a phenomenon found in many disciplines, it is reasonable to assume that it could also hold for
some terrorism cases. We can also deduce that this might be true from our own experience -
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Figure 16: Distribution of Y for Erlang-distributed plot realization times.

Performance measure k = 1 k = 2 k = 5
E[Y ] 10.292 11.063 11.596
E[XA] 22.946 26.134 28.629
E[XB ] 17.937 19.346 20.316

P(detection) 0.412 0.443 0.464
Var(Y ) 7.106 7.328 7.437

Var(XA) 23.759 27.24 29.916
Var(XB) 19.099 19.53 20.447

Table 8: Summary of simulation results with Erlang-distributed realization times.

while in media we hear quite often about the occurrence of some minor terror threat, large-scale
terror attacks, presumably requiring long realization time, are relatively rare. Suppose that our
observation is true and the realization time indeed follows Pareto principle. Then, the next step
is to find a suitable distribution for the realization time.

Distributions that assign a very small probability to extreme events are classified as heavy-
tailed distributions. A heavy-tailed distribution is often defined as a distribution that has a
heavier tail(s) than a corresponding exponential distribution [13, p. 2]. To model the realization
time of terror plots, we require a heavy-tailed distribution with a right tail only. Moreover, its
support should be a subset of (0,∞), since each terror plot should have a positive realization
time. A heavy-tailed distribution that meets all of the requirements is a Pareto distribution,
which is used for modelling phenomena that behave according to the Pareto principle. Hence, a
Pareto distribution is a logical choice for modelling realization time. In addition, though there are
fundamental differences between a Pareto and an exponential distribution, their shapes are quite
similar. This makes the two models relatively comparable.

A Pareto distribution comes in different types. There is no clear modelling advantage in
choosing one type over another, therefore, for simplicity, we settle for the Pareto type I distribution.
This distribution is characterized by 2 parameters: shape β > 0 and scale xm > 0 [31, ch. 3.3.5].
The support is equal to [xm,∞). Let D be distributed according to a Pareto distribution with
parameters xm and β. Then for β > 1, we have that

E[D] =
βxm
β − 1

.

For 1 < β ≤ 2 the variance is infinite and for β > 2 the variance is equal to:

Var(D) =
x2
mβ

(β − 1)2(β − 2)
.
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To model the realization time as a random sample form a Pareto distribution, it is crucial to
choose adequate parameters. We know that xm determines the minimum realization time of a
terror plot. Please recall that in Kaplan’s models the realization time was bounded by 0 because it
was exponentially distributed. When modelling with Pareto distribution, we have more freedom to
choose. Knowing more details about modelled terrorism attacks, one can make an educated choice
about the proper value for xm because it will be likely related to the type of attacks. Moreover,
as in the case of previous models, we assume that the mean realization time is known. Using the
mean and the estimated value for xm, we can determine the appropriate value for parameter β.
In particular, we find that:

β =
E[D]

E[D]− xm
.

We keep the remaining assumptions of the model unchanged. We consider a case scenario with
α = 100, p = 0.5, q = 0.6, δ = 0.1, ρ = 4 and f = 30. Moreover, we assume that the expected
realization time of class A and class B plots are equal to 1 and 0.5, respectively. We are going
to consider how the model result change with respect to the minimum plot realization time xm.
In particular, we consider 4 cases: xm = 0.1, 0.2, 0.3 and 0.5. The results are generated, using
simulation.

In Figure 17 the distribution of the number of busy agents Y is presented. Despite the change
in realization time distribution, we still observe that the distribution of Y can be quite well
approximated by a normal distribution. However, we observe that the value of parameter xm has
a large influence on the resulting distribution of Y . The expectation of Y increases as xm increase.
Such behavior could be expected, because for small xm, we have β relatively close to 1, which
indicates a relatively heavy tail. This, in turn, means that there must be a lot of plots with short
realization times as a counterweight to the heavy tail. Hence, the expected number of detected
plots is relatively low. Similarly as for the Erlang-distributed realization times, the behavior of
distributions of XA and XB was similar to the behavior of Y , hence they are not explicitly shown.

The main simulation results are presented in Table 9. It is interesting to see that the variances
of XA and XB are very closely related to their respective expectations. Regarding the comparison
with the base model, we observe that the current model yields similar results to the corresponding
base model for xm between 0.3 and 0.4.

Figure 17: Distribution of Y for Pareto-distributed plot realization times.

Summing up our findings in this section, we have observed that despite the change in dis-
tributions of the plot realization time, the resulting steady-state distributions for XA, XB and
Y in both cases can still be approximated with normal distributions. However, the mean and
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Performance measure xm = 0.1 xm = 0.2 xm = 0.3 xm = 0.5
E[Y ] 6.749 8.981 10.184 11.309
E[XA] 11.464 17.302 21.364 26.543
E[XB ] 11.848 16.915 19.507 20.855

P(detection) 0.27 0.36 0.407 0.453
Var(Y ) 5.363 6.566 7.007 7.358

Var(XA) 11.496 17.542 21.724 27.438
Var(XB) 11.871 17.016 19.719 20.941

Table 9: Summary of simulation results with Pareto-distributed realization times.

variances change. The change is rather insignificant in case of the Erlang-distributed realization
times, however, it is quite significant when different values of xm are considered in case of the
Pareto-distributed realization time.
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5 Conclusions and recommendations

The primary aim of this project was to develop a queuing model for terrorism prevention for a
terrorism scenario with classes. We have proposed such a model, which was inspired by Kaplan’s
terror queue model. In principle, the newly developed model can be applied to any number of
classes, however, in this paper, we have focused on the simplest version with 2 classes.

The performance of the model was approximated through the corresponding Ornstein-Uhlenbeck
diffusion model as well as a simulation. We have found that the steady-state distribution of the
state function of the model (representing the number of detected and undetected terror plots of
both classes in the system) can be approximated by a trivariate normal distribution, for which we
determined the mean and the covariance matrix. Since we assume that the number of busy agents
at any time is known, we determined conditional distributions for the number of undetected plots
of both classes, given that there are y busy agents. We found that the conditional distributions
are normal. In addition, the expected number of undetected plots given y busy agents is approx-
imately linear in y. Finally, we have determined the steady-state probability of interdiction and
the probabilities that, given a detection, the detected plot is class A or class B.

We have compared the model with 2 classes with Kaplan’s terror queue model by applying both
models to the same case scenario. For this scenario, we have found that Kaplan’s model results
in a higher probability of detection than the model with 2 classes. A fair comparison required
that the fraction of available agents that detects class A plots is equal to the probability that
an arriving plot is class A (q = p). However, a different choice of q could improve the detection
probability. Therefore, we performed numerical optimization of the parameter q with the objective
to maximize the probability of detection. We have investigated the dependence of the optimal
value for q with respect to the parameters of the model. We have observed that parameter p has
a major influence on the optimal value for q, both directly and indirectly. We observed that the
optimal q is a non-decreasing function of p and that based on the value of p, we can determine a
general shape of the optimal q as a function of other parameters of the model.

The probability of detection is a valid optimization objective when both terror plot classes
have a similar prevention importance. However, if prevention of one class is more important and
the prevention of plots of another class has a lower priority, the proposed optimization objective
may no longer be relevant. We claim that the amount of damage that a plot of a given class
may cause can be a valid importance measure. Under the assumption that the damage is linearly
proportional to the mean realization time of a plot, we performed optimization of q with the
objective to maximize the amount of damage prevented. Unsurprisingly, we have observed that
the value of the ratio µA/µB has a major influence on the behavior of the optimal q, also with
respect to the other parameters of the model.

Finally, we investigated 2 alternative realization time distributions for the model with 2 classes.
In particular, we considered Erlang- and Pareto-distributed realization times. Based on simulation
results, we have observed that in both cases the distribution of the state function of the model
can still be approximated by a normal distribution. For the Erlang distribution, we have observed
that the change of the shape parameter of the distribution (corresponding to the number of phases
in realization of a terror plot) does not have a major influence on the resulting number of busy
agents and the probability of detection. Regarding the Pareto-distributed realization times, we
have observed a large change in the expectation of the number of busy agents for different values
of parameter xm, which represents the minimum realization time. For relatively large values of
xm, we have observed similar results as for the corresponding base model.

The terror prevention model with 2 classes was discussed in terms the following 3 aspects:
analysis, optimization and alterations of the model with respect to the realization time distribution.
Within each of these aspects, we can identify opportunities for improvement and further research.

We begin with the analysis of the model. With the current approximation approach, we are
not able to determine the level of error in our results. One possibility of improvement, would
be to perform a confidence analysis of the simulation results. Another possibility is to find a
numerical solution to the balance equations of the model, using a method with a known level of
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error. This way we can compare the O-U approximation results for several sets of parameters and
assess whether the O-U approximation method results provides a sufficient level of accuracy.

The optimization aspect of the model could be further developed in many directions. First of
all, one could consider other optimization objectives. For example, Kaplan’s article on optimal
agent’s staffing in the original terror queue model provides many plausible optimization objectives
that could also be implemented for the model with 2 classes [21]. In addition, the behavior
of the optimal agents’ assignment for the 2 objectives proposed in this model is still not well
understood. In this paper, we merely stated basic observations on the behavior of the optimal
value of parameter q. In further research, one could try to verify our hypothetical findings, using
an analytic approach. Last, but not least, we have investigated the dependence of the optimal
parameter q on the parameters of the model, however, we did not assess the behavior of the
objective function itself, as a function of the optimal q. In other words, we have investigated
how one should adapt the assignment of agents if the modelled scenario slightly changes, however,
we did not investigate the influence of such adaptation on the fraction of prevented plots and
prevented damage. Such analysis is an important aspect of optimization, because it informs us
about the impact of an optimization decision.

Regarding the alterations in distribution of the realization time, a possible direction could be
to propose a diffusion approximation method for models with general distribution of the real-
ization times. We know that the Ornstein-Uhlenbeck approximation is only suitable when all of
the processes in the model are Markovian. However, there exist similar approximation methods
for more general systems. A development of a suitable approximation method for more generic
terror queue models would be advantageous because it would make the model applicable in more
scenarios.

All in all, the work presented in this paper takes the research on terror queues one step
further. However, it also certifies that there are many aspects in which terror queues are not
yet well-understood. Further development in this field has the potential to provide methods for
understanding terror prevention in less specific setting than considered so far.
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A Simulation description

The goal of this section is to describe the simulation setup for the queuing models, discussed in this
project. To create the simulations, a discrete-event time simulation approach was applied. The
simulation was performed using object-oriented programming in Java. In this section we describe
the main classes of the simulation. In addition, the most important parts of the simulation are
presented in pseudocode algorithms. The simulation code is available on Dropbox. Press here to
access the files2.

Simulation classes

The simulation consists of multiple classes, which represent important elements of the simulated
system. In this section, we explain what the classes represent and how they are constructed.

Terror Plot

The first important element in the system are terror plots, with a corresponding TerrorPlot class.
This class as the following attributes:

• system arrival time - represents the time of arrival of a plot to the system,

• impatience time - represents the interval of time that is required for a plot to become suc-
cessful,

• interdiction time - represents the interval of time that a detected plot requires to become
interdicted,

• plot class - represents the class number that the plot belongs to. Given that there are n
classes, the plot class is an integer between and including 0 and n− 1,

• damage - represents the potential damage that the plot would cause if it became successful.

TerrorPlot class has a classic constructor that requires specification of every attribute. In addition,
this class has so-called getter methods that allow to retrieve every attribute.

Queue

Another important element of the simulation is Queue class. Since in our system customers are
terror plots, a queue is an array of TerrorPlot objects. In fact, the array is the only attribute
of Queue class. The constructor method does not have any arguments and it initiates the array.
This class has 4 methods. First, there are 2 getters that enable to retrieve the size of the array
and the element at a given position in the array. Furthermore, method removePlot with argu-
ment TerrorPlot removes the argument from the queue. Finally method addPlot with argument
TerrorPlot appends the plot at the end of the array.

Event

Object Event represents an event that can occur in the system. This class has the following
attributes:

• type - a type of an event can be either: arrival, detection, interdiction or impatience (when
a plot becomes successful),

• time - a real number representing the occurrence time of the event,

• terror plot - represents the plot that the event relates to,

2The models were made available on Dropbox on 25.06.2020. In case there is a problem to access the files,
please, contact the author: janicka.agnieszkaj@gmail.com
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• queue - represents the queue that the event relates to (only relevant for the detection event).

There are two constructors for this object. The first one requires specification of the following
arguments: type, time and terror plot. This constructor is used to create events that are either
arrival, interdiction or impatience. The second constructor requires specification of a queue instead
of a terror plot. This constructor is used to create detection events, because, when a detection
event is created, we don’t know yet which plot is going to be detected. Finally, there are standard
getter methods that allow to retrieve the attributes of this class.

FES (Future Event Set)

This class is a priority queue of Event objects. The priority is assigned with respect to the
time attribute of the events: the lower the time, the larger the priority. This class has a simple
constructor that initiates the array of events. Method addEvent with Event object as an argument
adds the new event to the existing queue at the correct position. Method nextEvent removes and
returns the first event in the queue. Moreover, method getT imeOfNextEvent returns the time of
the first event in the queue. Finally, method removeImpatience with Terror Plot argument finds
the impatience event that corresponds to the terror plot and removes it from FES.

Results

This class is used to store simulation data and evaluate important performance measures. We are
not going to provide detailed description of methods in this class. We will only indicate what sort
of results can be retrieved using this class.

In this class, there are several methods that register important events in the simulation such
as: change of a queue length, change of the number of available agents, new interdicted plot
and new successful plot. In addition, there is a method that registers the amount of caused and
prevented damage. Registered data is evaluated and the following quantities are computed: total
number of successful attacks and interdictions per class, total amount of damage and total amount
of prevented damage, mean and variance of queue length (per queue), mean and variance of the
number of busy agents. These quantities can be retrieved, using standard getters.

Simulation

This is a class where the major part of the simulation takes place. The constrictor of the simulation
requires the following arguments: interarrival, interdiction and impatience distributions, number of
servers, detection rate δ, vector of cumulative arrival probabilities p, vector of fraction of detection
q and constant c, representing the damage coefficient.

Next, we describe method simulate. This method simulates the terror queue system and
returns object Results, after the requested number of arrivals is met. The method begins with
initialization. Most importantly, we create object Results, an array of Queues, which has length
equal to the number of simulated classes, and the FES. In addition we create and initiate various
counters: an arrival counter, a counter of available agents and a time counter. The last part of the
initiation phase is the first arrival generation. First, sampling from the interarrival distribution,
we determine the time of the first arrival. Then we determine the class of the arriving plot, using
method determineClass (this method is described further on). Knowing the class, we now sample
from the corresponding impatience distribution to determine the realization time of the first plot.
We use these to create the first terror plot. Then we schedule the first arrival by adding the event
to FES. This concludes the initialization phase.

The remaining part of the simulation is the execution of events from the FES. This happens
until the specified number of arrived terror plots is reached. An event execution begins with
extracting the first event from the FES and updating the time counter to the time of the current
event. Then, depending on the type of the event, the event is handled in an appropriate way:

• arrival event - if the current event is arrival, we first setup the next arrival. This procedure is
similar to scheduling the first arrival: we determine the time of the arrival, which is a sum of
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the current time and sampled interarrival time. Furthermore, we determine the class of the
arriving plot and impatience time. Then, the new plot is created and an arrival event added
to FES. Afterwards, we schedule the impatience event of the current customer, register the
queue change and add the current plot to the queue that corresponds to the class of the plot.
Finally, if there is an agent available for detection, we try scheduling the detection event (it
is only scheduled, given that it would happen before the next event currently scheduled in
the FES). This process is performed with method checkForDetection and we will describe it
in detail further on. If the detection indeed occurs, we schedule the detection event. This
concludes the handling of arrival events.

• detection event - when detection happens, it means that 1 agent becomes busy with in-
terdiction, hence we register the current number of busy agents and decrease the number
of available agents by 1. When the detection happens, we only know in which queue the
detected plot is, but we don’t know which plot is going to be detected. Plots are detected in
a random fashion, so every plot in the queue has equal probability of detection. By sampling
from Uniform distribution, we determine the position of the detected plot. Then we register
the queue change and extract the plot from the queue. Because a detected plot can no longer
become successful, we delete the corresponding impatience event from the FES. Then, we
schedule the interdiction event and check for possible detection.

• interdiction event - the interdiction event means that the corresponding plot becomes inter-
dicted and leaves the system. That means that 1 agent becomes available. Hence, we register
interdiction, the change of the number of busy agents and the amount of prevented damage.
Then we increase the number of available agents by 1 and try scheduling a detection event.

• impatience event - when this event occurs, the corresponding plot becomes successful and
causes damage. Hence, we register a queue change, successful attack and the amount of
damage it caused. Then, we remove the plot from the queue and we try scheduling the
detection event.

The process of event-handling is a crucial part of the simulation, hence we provide pseudocodes
for this part of the simulation (see algorithms 1, 2, 3, 4 and 5).

In the previous methods we introduced method detecmineClass, which assigns a class to a
new-arriving plot. Here, we would like to shortly discuss how this methods is built. When the
method is called, first we sample 1 number from uniform distribution between 0 and 1 (excluded),
which we call random. Then, we look at a vector of cumulative probabilities p. The ith entry of
the vector represents the probability that the arriving plot has a class smaller or equal to i. We
determine the class by comparing the value of random to the entries of p. The new-arriving plot
has class i if and only if the value of random is larger or equal to p[i − 1] and smaller than the
value of p[i]. The method determines such i, using a for-loop and it returns the value of i, as soon
as it is determined.

Next, we wanted to discuss method possibleDetecton. This method returns a detection event
to be scheduled, if applicable, or it returns a null event if a detection should not be scheduled.
The rate of detection depends on the number of available agents and the number of plots in the
queue. Hence, arrival, interdiction and impatience events influence the total detection rate. This
is why we say that we try scheduling a detection event. If the detection would happen before the
next event in the FES, we can schedule it. However, if other type of event happens first, we don’t
schedule the detection. Here, we utilize the memoryless property of the exponential distribution:
if the detection does not happen until the next event, then we can ignore the potential progress of
the detection process, because the distribution of the residual detection remains exponential with
the same rate of detection.

Method possibleDetection requires the following arguments: the number of classes, the number
of available agents, the vector of queues, the current time and the time of the next event. First,
the method determines the total queue size, which is the sum of all queue sizes. If either the total
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Data: Integer nrOfTerrorPlots.
Result: Object containing results.
n = 0 ; // initiate customer counter

double t = 0 ; // initiate time counter

vector Queues = new vector of objects Queue of length nrClasses ; // initiate queues

results = new object Results ; // initiate results

eventq = new object FES ; // initiate future events set

int nrAvailableAgnets = nrOfServers; // initiate counter of available agents

// create first arrival

arrival = sample from interarrival distribution ; // using package statistics

int plotClass = determineClass() ; // Determine class of the first plot

double impatience = sample from impatience distribution, corresponding to plotClass
firstPlot = new object TerrorPlot(arrival, impatience, interdictionDist.nextRandom(),
plotClass, damage);
// schedule the arrival

eventq.addEvent(new Event(Event.ARRIVAL, firstPlot.getSystemArrivalTime(),
firstPlot);
// main simulation loop

// while loop repeats until n is greater than nrOfTerrorP lots
while n < nrOfTerrorPlots do

Event e = eventq.nextEvent() ; // e is the first event in the FES

t = e.getTime() ; // update the time

TerrorPlot plot = e.getTerrorPlot() ; // get plot linked to the event e

// handle the event e

if e is the arrival event then
handle the arrival event ; // see algorithm 2

end
if e is the detection event then

handle the detection event ; // see algorithm 3

end
if e is an interdiction event then

handle the interdiction event ; // see algorithm 4

else
// e is the impatience event

handle the impatience event ; // see algorithm 5

end

end
return results;

Algorithm 1: Main simulation algorithm.
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Data: Arrival event e
Result: Event e is realized
n++ ; // Update the arrival counter

// schedule the next arrival similarly to creating the first plot

double arr2 = sample from interarrival distribution;
int plotClass = determineClass() ; // Determine class of the next plot

double impatience = sample from impatience distribution, corresponding to plotClass
nextPlot = new object TerrorPlot(t + arr2, impatience, interdictionDist.nextRandom(),
plotClass, damage);
// schedule the arrival

eventq.addEvent(new Event(Event.ARRIVAL, nextPlot.getSystemArrivalTime(),
nextPlot);
// schedule the impatience event of the current plot

eventq.addEvent(new Event(Event.IMPATIENCE, t + plot.getImpatienceTime(), plot));
// we register queue change always right before the change

results.registerQchange(qs[plot.getPlotClass()].getSize, t, plot.getPlotClass, nrOfServers -
nrAvailableAgents);
// add plot to the queue

qs[plot.getPlotClass()].addPlot(plot);
// try scheduling detection

Event possibleDetection = checkForDetection(nrClasses, nrAvailableAgents, qs, t,
eventq.getTimeOfNextEvent());
// detection possible if the event is not null

if detection possible then
eventq.addEvent(possibleDetection)

end
Algorithm 2: Handle an arrival event

Data: Detection event e
Result: Event e is realized
results.registerInterdictionChange(nrOfServers - nrAvailableAgents, t);
nrAvailableAgents−− ;
Queue currentQ = e.getQueue();
// choose plot to be detected from the current queue

int plotPosition = random integer sample between 0 and currentQ.getSize() - 1;
TerrorPlot detectedPlot = currentQ.getPlotAtPosition(plotPosition);
results.registerQchenge(currentQ.getSize(), t, detectedPlot.getPlotClass(), nrOfServers -
nrAvailableAgents);

currentQ.removePlot(detectedPlot);
// detected plot can’t be succesful, so we remove impatience

eventq.removeImpatience(detectedPlot);
// schedule interdiction

eventq.addEvent(new Event(Event.INTERDICTION, t +
detectedPlot.getInterdictionTime(), detectedPlot));
// try scheduling detection

Event possibleDetection = checkForDetection(nrClasses, nrAvailableAgents, qs, t,
eventq.getTimeOfNextEvent());
// detection possible if the event is not null

if detection possible then
eventq.addEvent(possibleDetection)

end
Algorithm 3: Handle a detection event

73



Data: Interdiction event e
Result: Event e is realized
// register new interdicted plot

results.registerInterdiction(plot.getPlotClass());
// register change in the number of busy agents

results.registerInterdictionChange(nrOfServers - nrAvailableAgents, t);
nrAvailableAgents++; // update the counter

// register prevented damage (true means prevented)

results.registerDamage(plot.getDamage(), true);
// try scheduling detection

Event possibleDetection = checkForDetection(nrClasses, nrAvailableAgents, qs, t,
eventq.getTimeOfNextEvent());
// detection possible if the event is not null

if detection possible then
eventq.addEvent(possibleDetection)

end
Algorithm 4: Handle an interdiction event

Data: Impatience event e
Result: Event e is realized
// register new successful plot

results.registerTerrorAttack(plot.getPlotClass());
// register change in the current queue length and remove the plot

Queue currentQ = qs[plot.getPlotClass()];
results.registerQchange(currentQ.getSize(), t, plot.getPlotClass(),nrOfServers -
nrAvailableAgents);

currentQ.removePlot(plot);
// register damage (false means not prevented)

results.registerDamage(plot.getDamage(), false);
// try scheduling detection

Event possibleDetection = checkForDetection(nrClasses, nrAvailableAgents, qs, t,
eventq.getTimeOfNextEvent());
// detection possible if the event is not null

if detection possible then
eventq.addEvent(possibleDetection)

end
Algorithm 5: Handle an interdiction event
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queue size or the number of available agents is equal to, the detection cannot happen, because
the corresponding detection rate is 0. In such case, the method returns a null event. Otherwise,
the total detection rate is computed, which is the sum of detection rates for each queue. Then,
we sample the detection time from an exponential distribution with the rate equal to the total
detection rate. If the sum of the current time and the detection time is smaller or equal to the
time of the next event, the detection will be scheduled. Otherwise, the method returns a null
event. It remains to determine at which queue the detection event will occur. The probability
that the event occurs at queue i is equal to the fraction of detection rate i and the total detection
rate. Here we apply a procedure that is analogous to method determineClass. In particular, we
determine the queue number, by sampling from a uniform distribution and comparing the sample
to a vector of cumulative detection probabilities. When we find the corresponding queue number,
we create and return the corresponding detection event. The pseudocode, corresponding to the
method is given in algorithm 6.

Data: int nrClasses, int nrAvailableAgents, vector Queues, double t, double tNextEvent
Result: null event or a detection event
// compute total queue size

int totalQSize = 0;
rng = sample from uniform distribution between 0 and 1;
for each q in Queues do

totalQSize = size of q + totalQSize
end
if nrAvailableAgnets > 0 and totalQSize > 0 then

// compute total detection rate

double totalRate = 0;
for each q in Queues do

totalRate = totalRate + detection rate for q
end
double detectionTime = sample from Exponential distribution with rate totalRate;
if t + detectionTime ≤ tNextEvent then

create vector probDet of length equal to the number of classes;
for each entry i in probDet do

probDet[i] = detection rate of Queues[i]/totalRate
end
vector probDetSum = cumulative probability vector of probDet;
double choose = random sample from a uniform distribution between 0 and 1;
for each entry i in probDetSum do

if choose < probDetSum[i] then
// create a detection event

return new Event(Event.Detection, t + detectionTime, Queues[i]);

end

end

end

end
return null;

Algorithm 6: Method possibleDetection for determining detection.

The final method in the simulation is the Main method. Here is where we initiate the param-
eters of the model and choose the type of the model (base, Erlang, Pareto). After the initiation
of the parameters, the method calls the constructor of the Simulation class and creates object
Results, by calling the simulate method. Finally, the results are retrieved from the Results object
and printed out in the console.

It is important to point out that an external Statistics package is used in this simulation in
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order to sample from different distributions. The package is a part of educational material that
was made available for students of the Stochastic Simulation course (2WB50) in the academic year
2018/2019. However, the package was extended by a Pareto type 1 distribution, for the purpose
of this project. With this remark we conclude the description of the simulation.

B Ornstein-Uhlenbeck approximation in Mathematica

For the purpose of this project, we have created Ornstein-Uhlenbeck approximation models in
Mathematica. In addition, we have created a model that determines optimal solution for the
assignemt of agents for both optimization objectives considered in this paper. Press here to view
the models3.

3The models were made available on Dropbox on 25.06.2020. In case there is a problem to access the files,
please, contact the author: janicka.agnieszkaj@gmail.com
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