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Chapter 1

Introduction

1.1 Motivation

In order to be able to satisfy customer demand, companies have to plan
and take decisions in advance. Because future demand is uncertain, it is
important to obtain accurate estimates of it. The more accurate these
estimates are, the more accurate the plans and decisions can be. Since
many decisions are based on demand forecasts, their accuracy has a large
influence on profitability, customer service and productivity.

Forecasts are needed at various levels of the decision hierarchy within
companies, ranging from strategic decision making and resource allocation
to operational control. Companies use these forecasts in areas such as
marketing, financial planning, purchasing and production and distribution
control. Better forecasts allow them, for example, to improve capacity
planning and to make better-informed decisions when entering into
contracts with suppliers.

Demand forecasts in particular are used to set inventory and production
levels such that a certain level of service is provided to customers while
minimizing costs. Too much stock or excessive levels of production results
in large costs, while too little of either may lead to unsatisfied demand and
thus lower service levels and lost profits. More accurate forecasts allow
companies to maintain lower inventory levels or higher service levels. The
selection of an appropriate forecasting method can thus lead to major cost
savings.

1
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In these operational settings, typically, demand forecasts for many hundreds
or thousands of items are required, and thus must be made in an automatic
fashion. For this reason, simple extrapolative methods are widely used in
practice (Winklhofer et al., 1996; Dalrymple, 1987; Gardner, 1985). Besides
their ease of use, simple forecasting methods often have a good forecast
performance. Several empirical studies, such as the M-competitions (e.g.,
Makridakis and Hibon, 2000), have shown that simple methods have an
accuracy comparable to that of more sophisticated methods.

Perhaps best known is the class of exponential smoothing methods, which
was developed in the 1950’s (Brown, 1959; Holt, 1957; Winters, 1960;
Gardner, 2005). Exponential smoothing was developed to make forecasts
for many items on a routine basis, using little computing time and data
storage, and as an approach that was responsive to changes. Exponential
smoothing is widely used for groups of time series with similar properties,
as may arise in inventory control and sales forecasting (Chatfield et al.,
2001).

In order to forecast these large sets of products, the common approach
is to extrapolate each stock keeping unit’s history independently by using
simple methods like exponential smoothing. Often, the same technique is
applied automatically to a whole range of items (Chatfield, 2000), although
the products in such groups do not necessarily all have the same demand
patterns. Matching a method to a homogeneous set of items based on
data characteristics may yield substantial accuracy improvement (Fildes
and Beard, 1992). Furthermore, data at this level and in this context
(Fildes and Beard, 1992) is usually subject to a relatively large amount
of noise. Besides, there is reason to believe that forecasting at the item
level has become more difficult since the development of simple operational
methods like exponential smoothing.

Several developments have taken place that make it harder to produce
such forecasts. Firstly, there has been enormous product proliferation.
For example, the average number of stock keeping units at a supermarket
has grown from 6000 a generation ago to more than 30000 items today
(Drèze et al., 1994; Food Marketing Institute, 1993). This causes, for
example, substitution effects. Since the total demand in the market has
to be divided among more products, forecasts pertain to smaller amounts,
which usually have a higher coefficient of variation. In addition, product
life cycles have become shorter, resulting in less data to make reliable
forecasts, and consumer behavior has changed, causing more irregularity
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in demand. These factors have made demand become less predictable,
leading to decreased accuracy.

Besides the demand patterns that may show variability, there is an inherent
demand uncertainty. Even if we can capture the patterns present in
demand data, there is always some random variation left. The achievable
forecast accuracy is limited by this uncertainty. Adequate forecasting
methods can substantially increase forecast accuracy if they manage to
predict the pattern correctly. More complex demand patterns are more
difficult to estimate, which can be done by using more sophisticated models.
With simpler models, more of the demand variation will be attributed to
randomness.

A possible approach to making more accurate forecasts is by using demand
data from related products. This area has received little attention from
researchers (Duncan et al., 1993, 2001). As characterized in Duncan
et al. (1993), forecasting for a particular observational unit should be more
accurate if effective use is made of information, not only from a time series
on that observational unit, but also from time series on similar observational
units. In particular, we can make use of the hierarchical nature of
data within companies, hence referred to as hierarchical forecasting. For
example, we can consider groups of items from the same product category
or the same item across different depot locations. Groups can consist of
natural company groupings or can be formed by a grouping method. The
series need not be causally related but can be subject to the same or similar
external influences and can thus be characterized as ’seemingly unrelated
time series’ (Harvey, 1989). If all products within a group or across depot
locations have similar demand characteristics, the products can help to
improve each others forecasts. In this dissertation, our particular interest
is in groups of items that exhibit similar seasonal patterns.

1.2 Group seasonality

Forecast accuracy at the item level can be improved by simultaneously
forecasting a group of items sharing a common seasonal pattern. If we
have such a group of items, we may find seasonality estimates using
information on all items in this group, and use these improved estimates
when forecasting at the individual item level. Since we represent seasonality
by a set of seasonal indices, we refer to this as the Group Seasonal Indices
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(GSI) approach. Because there is only one observation for each seasonal
index per complete cycle (e.g., a year), there is opportunity for improving
seasonal estimates.

A possible way to do this is by aggregating the demand of all items in
order to find the seasonal indices at the product family level and use these
when making forecasts at the item level. Since in general the demand at
an aggregate level is relatively less erratic than at a disaggregate level,
separating the seasonal pattern from the randomness will then be easier.
More generally, we can improve seasonality estimates by pooling seasonality
estimates from similar time series. When we refer to GSI, we refer to this
more general interpretation. The GSI approach through aggregation is
referred to as GSI-AGG.

Although group seasonality is a fairly general concept, we study it in
relation with exponential smoothing. We consider the GSI approach as
a generalization of the Holt-Winters (HW) procedure (Holt, 1957; Winters,
1960) that improves the quality of the seasonal indices. Seasonal indices
are now estimated using all time series together instead of the individual
time series separately. Our focus is on multiplicative seasonality. Although
similarity could concern other time series components and seasonality could
include the additive case, it is unlikely that in practice a group of items
can be found with the same trend or with varying levels and trends but
the same additive seasonality. More generally, it is more likely that items
exhibit the same relative time series components than that they exhibit the
same absolute components.

Publications on group seasonal indices approaches can be traced back to
Dalhart (1974), in which it was first proposed to estimate seasonality from
aggregate data. Later, this was extended by Withycombe (1989) and
Bunn and Vassilopoulos (1993, 1999). All studies report the improvement
potential of the method over standard methods. However, the experiments
are only on a small scale and only focus on short term forecasts. Besides,
seasonal indices are assumed to be fixed through time. Once they are
estimated, they are not updated in subsequent periods. We consider a GSI
approach that is based on smoothing the seasonal estimates.

All these earlier publications only present empirical and simulation
experiments to establish the potential improvement of a GSI approach. In
Chen (2005), a theoretical comparison is given of the methods of Dalhart
(1974) and Withycombe (1989). These methods are compared with a
traditional individual seasonal indices method and conditions are derived
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under which one method is preferred to the other. However, data processes
are considered for which the methods studied are not necessarily the most
appropriate choices. In this dissertation, we identify the data processes for
which our method is the optimal method. In Chapter 2, we give a more
detailed review of the literature on group seasonal and related hierarchical
forecasting approaches.

1.3 Research questions and methodology

The central question in this thesis is how we can improve forecasts of
seasonal items by using data from a group of similar items instead of
forecasting each item separately. This main question falls apart into three
research questions:

1. What is the potential accuracy improvement that can be achieved by
the group seasonal indices approach?

2. For which data processes is group seasonal indices a suitable
approach?

3. Under what conditions does the group seasonal indices approach yield
better forecasts than the Holt-Winters method and how does the
accuracy improvement depend on the parameter settings?

In order to answer the first research question, we start with an exploratory
empirical study carried out with data from two Dutch wholesalers (Section
1.4). The aim of this exploratory study is to examine the potential
for accuracy improvement and to formulate hypotheses on properties of
GSI that hold more generally. The empirical results show significant
improvement potential of the GSI-AGG method over the classical Holt-
Winters method, and show it is a robust method in the sense that it
consistently outperforms Holt-Winters. However, no clear conclusions can
be drawn as to the types of data for which this is a suitable approach.

In Chapter 3, a statistical framework for this approach is developed
that specifies the data processes for which GSI is the optimal forecasting
approach. It provides a statistical basis for the GSI approach by describing
an underlying model for the method. For data behaving according to this
model, GSI generates forecasts with a minimal forecast error variance. The
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model presented underlies a method that pools the time series. The method
that aggregates the time series (GSI-AGG) is then a special case.

Next, in Chapter 4, a simulation study is presented that derives in which
situations GSI yields better forecasts than Holt-Winters, and that gives an
indication how much the accuracy can be improved under various parameter
settings and types of demand patterns. Here, we also test the hypotheses
from Chapter 1. With these results, we can check, for a given group of
items, whether we can expect to obtain a more accurate forecast by GSI
than by HW, and indicate how large the forecast error of both methods
will be. Based on this, items can be grouped in order to generate more
accurate forecasts by the GSI method.

In Chapter 5, we apply the results from the simulation study to empirical
data. For several groups of products, we make a prediction of the accuracy
of GSI relative to that of HW. This can then be compared to the actual
accuracy.

Throughout the thesis, we assume that the demand processes represent
the regular demand for products that are in the mature phase of their
product life-cycle. That is, we assume that the data do not show aberrant
behavior that is caused by, for example, sales promotions or new product
introductions. For the empirical data that is used in the exploratory study
below, these effects have been removed.

1.4 Exploratory study

The results discussed in this section have appeared in Dekker et al. (2004)
and Ouwehand et al. (2004)

1.4.1 Objectives

The research reported in Dekker et al. (2004) and Ouwehand et al.
(2004) served as an exploratory study for the research described in
this dissertation. The articles present an empirical investigation of the
potential benefits of data aggregation in order to improve the estimation
of seasonality. Note that this concerns the GSI-AGG definition of group
seasonality, which is based on the idea that the demand at an aggregate level
is more stable than at disaggregate level. For product groups consisting of
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products with similar seasonal patterns, the seasonal indices are found at
the product group level and used when making forecasts at the item level.

A few previous studies (Dalhart, 1974; Withycombe, 1989; Bunn and
Vassilopoulos, 1993, 1999) considered the issue of group seasonality through
aggregation, but as mentioned, these are limited in some respects and use
a method that is different from our method. We extend these earlier
studies by addressing these issues. The results for four product groups
show that classical Holt-Winters seasonal exponential smoothing does not
perform well for these products. Alternative methods can improve forecasts
substantially. The potential improvement in forecast accuracy (in terms of
reduction in mean squared forecast error) is found to be three times as large
as reported in the earlier studies. However, the group seasonal indices
approach does not always give this substantial improvement. Below, we
discuss the results of this exploratory study that test whether the concept
of group seasonality by aggregation improves forecasts.

1.4.2 Methods

The forecasting methods used in the earlier studies assume that seasonal
patterns are fixed through time. This means that after estimating the
seasonality, the data is deseasonalized, a forecast is made by exponential
smoothing, after which the forecast is reseasonalized. Seasonal indices
are thus not updated. Using exponential smoothing for deseasonalized
data implies that one assumes that non-seasonal time series components
are changing through time. It is unlikely that seasonality remains fixed
while other components are changing. We propose a variant of these
approaches, which is a generalization of the multiplicative Holt-Winters
(HW) procedure (Holt, 1957; Winters, 1960), where the seasonal indices
are now estimated from aggregate data and used for forecasting at the item
level. We call this group seasonal indices by aggregation, or GSI-AGG.

We compare our GSI-AGG method with several methods, including
Holt-Winters and single exponential smoothing (SES). Since our data
exhibits seasonality that typically varies from year to year but shows
high autocorrelation, an approach based on combining forecasts is also
considered. This approach takes a weighted average of a forecast made by
SES or GSI-AGG and a forecast from the Näıve (see e.g., Makridakis et al.,
1998) method. This latter method is equal to a forecast from a random walk
process and simply takes the most recent time series value as a forecast. In
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environments where, for example, weather has a strong influence on sales,
current sales figures have a high predictive value for the near future, and
weighting with this information may improve forecasts. Furthermore, there
is empirical evidence (the M-competitions, e.g., Makridakis and Hibon,
2000) that combining methods, on average, improves accuracy. In total,
we thus compare five methods. Since there is no clear trend present in the
sales data, we do not use a trend in the methods. This follows a conclusion
from De Leeuw et al. (1998) that a trend should only be incorporated in a
forecasting method if one is clearly present in the data.

1.4.3 Data

The data we used consists of national sales figures from two Dutch
wholesalers at weekly level. We also make forecasts at weekly level, since
at the national distribution centers of the companies, the lead times are
usually several weeks and thus decisions are also made for these intervals.
The products selected include both slow moving and fast moving items and
show clear seasonal behavior. The products represent four product groups:
beers, soft drinks in small bottles and cans, and soft drinks in regular bottles
from a supermarket chain, and plastic tubes from a wholesaler supplying
electrical equipment and components to the construction industry.

The data differs from the earlier studies as follows. Firstly, we look
at weekly data instead of monthly data, which in general has a higher
coefficient of variation. Secondly, we look at different seasonal patterns,
namely stochastic seasons that change slightly from year to year, in both
timing and in magnitude. Finally, we consider more products and larger
product groups.

All product groups were selected from large data sets. We first selected all
products with five years of complete demand history, resulting in groups
of between 19 and 41 products per product category. We next selected
groups of products with similar demand patterns. This was done by visual
inspection of the graphed seasonal patterns, which were obtained by a
ratio-to-moving average procedure for each product to obtain 52 seasonal
indices per product. After obtaining the first results, we eliminated some
of the products that influenced the results of the aggregation method
negatively. This shows that finding the appropriate product groups is
important. Figure 1.1 shows the estimated seasonal patterns for a group
of 29 soft drinks. From the figure it can be seen that the products in this
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group all have more or less the same pattern. Figure 1.2 shows the group
seasonal patterns for each of the four product groups, estimated from the
aggregate level. The groups of soft drinks and beers have seasonal patterns
with increased sales in summer and around Christmas, while the plastic
tubes have significantly lower sales in these periods due to holidays in the
construction industry.

Since the GSI approach assumes that products share a common seasonality,
we briefly explored the issue of how to form product families such that they
can benefit from the aggregation method, by testing whether statistically
clustering time series by correlation could improve forecasts. We, therefore,
used hierarchical clustering (see e.g., Johnson and Wichern, 1998) of the
estimated seasonal patterns to form groups. Figure 1.3 shows the seasonal
patterns for a group of 16 soft drinks with a correlation of 0.8 or higher,
composed by statistical clustering. This group is clearly more homogeneous
than the group in Figure 1.1. Table 1.1 gives an overview of the number of
items in each group.

Table 1.1: Number of items per group

Number of items
Visual Statistical

Product category Category inspection clustering
Beers 21 14 15
Soft drinks (regular) 41 29 16
Soft drinks (small) 19 13 19
Plastic tubes 29 11 10

1.4.4 Accuracy measurement

The methods are compared by several accuracy measures. Below, we only
present the results for two measures, namely the Mean Squared Error
(MSE) and average rankings. Since these and other accuracy measures
are used at several other points throughout the thesis, we here provide
their definitions, as well as the definitions for two other common accuracy
measures, the Mean Absolute Deviation (MAD) and the Mean Absolute
Percentage Error (MAPE).
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Figure 1.1: Seasonal patterns for a group of 29 soft drinks
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Figure 1.3: Seasonal patterns for a statistical cluster of 16 soft drinks

The forecast error is given by

et = yt − ŷt (1.1)

where yt denotes the observed time series value in period t and ŷt a forecast
for yt. We use the convention that a forecast is made at the end of a period,
so that ŷt = ŷt−h(h) is a h-step ahead forecast (h ≥ 1) made at the end of
period t − h for demand occurring in period t. If we make forecasts for n
different periods, then the accuracy measures are defined by

MAD =
1
n

n∑
t=1

|et| (1.2)

MSE =
1
n

n∑
t=1

e2
t (1.3)

MAPE =
1
n

n∑
t=1

|et|
yt

(1.4)

The Root Mean Squared Error (RMSE) is simply defined as the square
root of the MSE.
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The comparisons of the methods below are based on the total MSE per
product group, i.e. the sum of MSE’s of all products in the group. In the
total MSE (or MAD), however, the choice of scale of each series determines
the value of this accuracy measure, and the results could thus be influenced
by choosing the scales differently. If we consider the total MAPE per group,
the scale of each of the time series is not taken into account. However, the
MAPE is skewed if yt has values close to zero and undefined if yt = 0.
In Section 4.5.2, we give a review of common measures and select a more
suitable measure that does not have these problems.

Apart from the sum of MSE’s, we also compare the methods using average
rankings. These are computed by sorting, for each time series and for each
forecasting horizon, the MSE’s of all methods from the smallest (taking
rank 1) to the largest. Once the ranks for all series in a product group are
determined, the mean rank is calculated.

1.4.5 Experiments and results

For an extensive discussion of the results of our experiments, we refer to
Dekker et al. (2004) and Ouwehand et al. (2004). Here we only focus on
the main results and conclusions.

For each series, the five years of historical data is divided into three parts.
The first two years are used for finding initial estimates of the smoothing
parameters and the seasonal indices. The following two years are used
to fit the parameters. The remaining year is used as a hold-out period
for making out-of-sample forecasts and computing the accuracy measures.
Forecasts are made over forecasting horizons of h = 1, 4, 8, and 12 weeks.
Cumulative (or lead-time) forecasts are made as well, over horizons up to
24 weeks, since the average age of the forecasts then equals 12 weeks.

Fitting of parameters using the second portion of the data consists of finding
the optimal smoothing parameters and the weights for averaging with the
Näıve method. This is done by minimizing the within-sample h-step ahead
forecast errors. The parameters are optimized on a grid search basis, which
means that a discrete set of parameter values for each parameter is searched.
When reporting the results over the hold-out period, the same accuracy
measure is used as is used for optimizing the parameters over the test
period.
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Tables 1.2, 1.3, 1.4 and 1.5 present some illustrative results for the group
of soft drinks based on visual inspection and for the group composed
by statistical clustering. The groups that are composed by statistical
clustering contain different products than the groups found by visual
inspection and therefore both groups are complemented with products
from the each other so that comparisons are based on the same set of
products. For either group, the added products are forecasted individually
by HW, and thus are not incorporated in aggregation procedures. Results
are given for the five forecasting methods mentioned above: Holt-Winters
(HW), single exponential smoothing (SES), group seasonal indices through
aggregation (GSI-AGG), as well as HW and GSI-AGG combined with the
Näıve method (HW-N and GSI-AGG-N, respectively).

Table 1.2: Difference in MSE with HW for group of soft drinks formed by
visual inspection

Forecast horizon
Method 1 4 8 12
HW
SES -54% -22% -21% -10%
HW-N -55% -16% -21% -10%
GSI-AGG -47% -24% -27% -19%
GSI-AGG-N -59% -27% -33% -18%

Table 1.3: Difference in MSE with HW for group of soft drinks formed by
statistical clustering

Forecast horizon
Method 1 4 8 12
HW
SES -54% -22% -21% -10%
HW-N -55% -16% -21% -10%
GSI-AGG -8% -4% -5% -6%
GSI-AGG-N -56% -18% -24% -14%

Table 1.2 shows the accuracy improvement over HW in terms of MSE for
a group of 29 soft drinks, for which GSI clearly improves forecasts. For a
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forecasting horizon of one period ahead the classical Holt-Winters method
(HW) performed poorly. Apparently, it has difficulty distinguishing the
seasonal pattern from noise. Single exponential smoothing (SES) shows a
large accuracy improvement, but achieves this by choosing a high (close to
1) smoothing parameter. It thereby closely follows the actual data and is
thus more sensitive to outliers. Compared to HW, both methods HW-N
and GSI-AGG show a large decrease in MSE. The decrease is larger for
method HW-N than for method GSI-AGG. The combination of these two
methods, method GSI-AGG-N, performs best.

For a forecasting horizon greater than one period ahead, the accuracy
of HW decreases less than that of other methods, resulting in smaller
improvements of the other methods as the forecast horizon increases.
Especially methods that do not incorporate a seasonal pattern (SES) or
rely heavily on recent data (HW-N and GSI-AGG-N) rapidly lose their
added value when forecasting for more distant periods. For GSI-AGG this
decrease in accuracy improvement is smaller than for other methods, and
it remains the best method at longer forecast horizons.

Table 1.4: Average ranks based on MSE for group of soft drinks formed by
visual inspection

Forecast horizon
Method 1 4 8 12
HW 1.9 1.8 1.9 1.8
GSI-AGG 1.1 1.2 1.1 1.2

Table 1.5: Average ranks based on MSE for group of soft drinks formed by
statistical clustering

Forecast horizon
Method 1 4 8 12
HW 1.3 1.3 1.4 1.4
GSI-AGG 1.2 1.3 1.1 1.2

The forecast errors (in terms of the different accuracy measures) however
do not increase monotonically with increasing lead-time. For some forecast
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horizons the error may even decrease. This is in line with Chatfield and
Yar (1991), where it was shown that the forecast error variance does not
necessarily increase monotonically with h. This behavior is typical of
nonlinear models (Chatfield, 2000), which multiplicative Holt-Winters is.

Table 1.3 presents results for a group of 16 soft drinks, formed by statistical
clustering, for which GSI-AGG does not give a large accuracy improvement.
This shows that the way the products are grouped together can have a large
influence on the results, and that a standard statistical clustering method
is not necessarily appropriate. A good statistical cluster (with seasonal
patterns that are very similar) does not necessarily imply that it is optimal
for a group seasonal approach.

Tables 1.4 and 1.5 present the average ranks for these two groups of
products, when only HW and GSI-AGG are compared. A value close to 1
for either of the methods means that this method is the best method for
most of the time series, whereas a value close to 2 means that the other
method gives better forecasts for most of the time series. In the second
table, the ranks do not add up to 3 (the sum of the ranks for the two
methods) because the groups were complemented with time series from
each other, so that we can compare based on the same set of time series.
Since these series were not included in the group seasonal procedure, but
forecasted individually by HW, a few series scored average rank 1 under
both the GSI and HW methods. In the first table, GSI-AGG takes an
average rank close to one for all forecast horizons, meaning that GSI-AGG
was best for most time series, whereas in the second table the ranks for
both methods are comparable.

1.4.6 Conclusions

The results presented above are only for a single product category and only
for one of the accuracy measures. For this particular group of products, the
improvement in accuracy of GSI-AGG was largest among all product groups
considered, and thus gives an indication of the potential improvement that
can be achieved by adopting a group seasonal approach. Although results
differ per group, the conclusions are similar across the different accuracy
measures.

In general, we can conclude that group seasonality through aggregation
can improve forecast accuracy substantially, both across horizons and
across accuracy measures. Although the advantage of the aggregation
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approach decreases as the horizon increases, accuracy improvement
remains. Furthermore, it improves on HW for most time series of all
product groups, and thus is a robust approach in that sense. However,
the way products are grouped is important. The way the group of
products is composed has a large influence on the results and a standard
clustering algorithm need not be suitable for forming those groups. Finally,
aggregation shows potential for both point forecasts and cumulative
forecasts.

The exploratory study shows the potential forecast improvement using a
group seasonal approach. Since these conclusions are specific to the data
used, the rest of dissertation aims at determining more generally when
GSI can improve on HW forecasts. Below in Section 1.4.7 we list some
hypotheses on these results.

1.4.7 Hypotheses

Based on the empirical results, three factors that are likely to influence
the effectiveness of GSI are the extent of similarity between the seasonal
patterns, the amount of data available for estimation, and correlation
among items in a group. Below, we formulate several hypotheses on the
effectiveness of GSI that are tested using a simulation study in Chapter 4.

1. The improvement of GSI over HW depends on the variation among the
seasonal patterns relative to the random variation

In our exploratory empirical studies, we found that the GSI approach
substantially improved on HW forecasts when the estimated seasonal
patterns (i.e. the set of seasonal indices) were similar but not identical.
Two possible explanations for this are the following:

- The seasonal patterns were in fact the same, but due to large amounts
of noise or insufficient data, we were not able to obtain good estimates
of the seasonality, so that the patterns appeared to be different.
Because of the noise, GSI helped to improve on HW forecasts. For
groups of series with little noise, good seasonality estimates could
easily be obtained, and GSI did not improve accuracy a lot since HW
already performed well.
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- The seasonal patterns were indeed non-identical. The GSI method is
robust to deviations from its underlying model (the data processes for
which this method is optimal, see Chapter 3) or there are alternative
underlying models that do not assume identical seasonal patterns. A
rationale for the latter would be that even if patterns are only similar,
they can still help improve each others estimates since the amount of
data available is larger.

We are thus interested in determining the extent of similarity required
for successful application of GSI. We would like to show whether seasonal
patterns need to be identical or that similarity is sufficient. It is likely that
this depends on the amount of noise to which the time series are subject.
If seasonal patterns are too dissimilar, GSI clearly is not appropriate. If
they are identical or only slightly dissimilar, GSI may clearly improve on
HW if there is a substantial amount of noise, but not a lot if there is only
little noise. Thus, most probably, there is a relation between the two kinds
of variation. If there is more variation among the seasonal patterns, there
should also be more random variation in order for GSI to be more accurate
than HW.

2. GSI improves on the accuracy of HW especially for limited historical
data

The minimal forecast error that can be obtained for any data process is
equal to its noise component. However, due to estimation errors we have
larger errors. With perfect information, such as infinite historical data,
however, we could achieve the minimal forecast errors. The added value
of GSI lies in reduction of these estimation errors by using more data in
the form of multiple series. Especially if little historical data is available,
obtaining good estimates is difficult. There are only few observations on
each seasonal period and, since seasonal indices are updated only once
every seasonal cycle, it takes long to improve these estimates. For HW
it may take several years to reduce the effect of estimation errors, while
for GSI more data is readily available. We thus expect that GSI has a
faster convergence towards the the minimal forecast error than HW, and
especially under limited historical data reduces estimation errors.

3. GSI is a robust method

From the empirical results it turned out that GSI almost always improved
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on HW; it had lower average ranks with lower standard deviations for all
forecast horizons. This means that most probably GSI is more accurate
than HW for various data processes. In Chapter 4, we test for two kinds
of robustness. Firstly, we investigate whether for deviations from the data
processes for which GSI is optimal, GSI is still better than HW. This is done
by looking at the results for the above hypotheses. Secondly, we investigate
whether the GSI and HW methods are insensitive to outliers, by checking
the amount of variation in their accuracy measures.

4. Negative correlations help GSI to improve on HW

Earlier studies on GSI argue that the reason why this approach works may
be that cross correlations among demands affect the performance (see the
literature review in Chapter 2). We are thus interested in determining under
which amounts of correlation between the noise processes GSI outperforms
HW.

1.5 Outline of the thesis

The remainder of this thesis is organized as follows. In Chapter 2, we
review the literature on hierarchical forecasting, including aggregation-
based approaches and studies on group seasonality. Chapter 3 presents
the statistical framework that specifies the data processes for which GSI is
the optimal forecasting approach. Chapter 4 is dedicated to a simulation
study that investigates how much accuracy can be improved under various
parameter settings and types of demand patterns. There, we also test the
hypotheses from Section 1.4.7. In Chapter 5 we apply the results from
the simulation study to a set of empirical data. Finally, in Chapter 6 we
summarize the main results of the research and discuss directions for further
research.



Chapter 2

Hierarchical forecasting

In this chapter, we give a review of hierarchical approaches in forecasting.
These approaches are aimed at making forecasts for items at various levels
of aggregation where items at lower levels of the hierarchy are members
of the next level in the hierarchy. The levels of a hierarchy can relate
to dimensions such as type of products, location, or time. For example,
forecasts can be made at the product level or at product family level, per
location or by region. Also, forecasts can be made for different time spans
(a month, a quarter, a year) and for different time buckets (daily, weekly,
monthly). In addition to providing forecasts that are consistent at different
levels of aggregation, hierarchical forecasting has the potential to improve
forecast accuracy because it operates on groups of similar time series.

One way to improve accuracy is through aggregation of data. This
can mean aggregating the historical data prior to making a forecast, or
aggregating the forecasts themselves. The purpose is to use information at
one level of aggregation to improve forecasts at another level of aggregation.
As mentioned in Chapter 1, hierarchical forecasting includes approaches
that aim at improving estimates by pooling similar time series (such as
GSI).

2.1 Hierarchical methods

Aggregation of data can be either across time, called temporal aggregation,
or across series, called contemporaneous aggregation. For example, in the

19
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contemporaneous dimension, we can make a forecast for a group of items
instead of forecasts for items individually. For individual item forecasts, we
should then translate the aggregate forecast back to the disaggregate level.
The same ideas can be applied to the temporal dimension. For forecasts
for larger time buckets, we can aggregate the data or forecasts for smaller
time buckets. For example, we can forecast at a monthly level instead of
at a weekly level. Data of several time buckets is then aggregated into
larger time buckets. For forecasts for a small time bucket, an aggregation-
disaggregation approach can be used: data is aggregated across time, a
forecast is made for larger time buckets, and the forecast is translated back
to forecasts for the original time buckets.

Our focus here is on the contemporaneous dimension. In contemporaneous
aggregation, the data of several time series for each period is aggregated
into an aggregate series. Several approaches exist that make use of the
idea of using data at a higher aggregation level to improve forecasts. For
making aggregate forecasts, we consider one approach:

- Bottom-up forecasting

For making disaggregate forecasts we discuss two approaches:

- Top-down forecasting

- Group Seasonal Indices

Table 2.1 gives an overview of the most important publications on each
approach. Although bottom-up and top-down forecasts serve different
purposes, they are often considered jointly in papers, and are always
compared with direct aggregate and disaggregate forecasts, respectively.
Group seasonal indices is considered a different topic and is studied in
separate papers. In the following subsections we review the research that
has been done on each of these approaches. The approaches are defined
below, and summarized in Table 2.2.

Bottom-up (BU)

This approach aims at improving aggregate forecasts. Here, not the actual
data (prior to forecasting) but the forecasts themselves are aggregated in
order to improve a forecast at aggregate level. Some authors (Schwarzkopf
et al., 1988; Dangerfield and Morris, 1992), however, refer to forecasts of
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Table 2.1: Overview of important publications on hierarchical forecasting

Approach Publications
Bottom-up / Top-down Brown (1962)

Dunn et al. (1976)
Miller et al. (1976)
Shlifer and Wolff (1979)
Barnea and Lakonishok (1980)
Wei and Abraham (1981)
Schwarzkopf et al. (1988)
Gross and Sohl (1990)
Dangerfield and Morris (1992)
Giesberts (1993)
Fliedner (1999)
Zotteri and Kalchschmidt (2004)
Widiarta et al. (2004a,b,c, 2005)

Group seasonal indices Dalhart (1974)
Withycombe (1989)
Bunn and Vassilopoulos (1993, 1999)
Dekker et al. (2004)
Chen (2005)
Djajasaputra et al. (2005)
This thesis

disaggregate series (without any aggregation) as bottom-up forecasts. We
will continue with the former definition.

Top-down (TD)

This approach aims at improving forecasts at the disaggregate level, by
first aggregating the historical data, making a forecast at the aggregate
level, and then disaggregating the forecast to the level of individual
items. The disaggregation step is usually performed by allocating the
aggregate forecast to individual items based on their historical proportions
of aggregate demand. Alternatively, the proportions may be forecast. Gross
and Sohl (1990) discuss various ways of determining the proportions.
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Group seasonal indices (GSI and GSI-AGG)

Just like the top-down approach, the GSI-AGG method is based on
aggregating the data to a level that is higher than that at which a forecast
is required, prior to making a forecast. However, this method does not
make a forecast at the aggregate level and so does not have the problems
of disaggregating. Here, the aggregate series is used for obtaining a better
estimate of the seasonal pattern of the individual series. It assumes that
all aggregated items share a common seasonal behavior. The aggregate
series should then make it easier to distinguish the seasonal pattern from
the noise. The seasonal pattern that is found at the aggregate level is then
transferred to the disaggregate level to improve disaggregate forecasts. The
more general GSI method pools the seasonality estimates from a group of
related time series in order to improve the seasonality estimate.

Table 2.2: Overview of approaches

Method Forecast is made for What is aggregated
Bottom-up Aggregate level Disaggregate forecasts
Top-down Disaggregate level Disaggregate historical data
GSI-AGG Disaggregate level Disaggregate historical data

Whether one should use an aggregation-based approach depends on
whether a forecast from this approach is better than some standard way of
generating a forecast. Therefore, we should compare such a derived forecast
with a direct forecast. A direct forecast is defined as a forecast that is
only based on the history (and possibly some additional information) of
the time series for which a forecast is made. Any forecast that employs
direct forecasts of other time series is a derived forecast. The bottom-up,
top-down and GSI approaches are thus all derived. To evaluate a bottom-
up forecast, it should be compared with a direct aggregate forecast, while
top-down and GSI forecasts should be compared with direct disaggregate
forecasts.
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2.2 Related methods

The above approaches are multivariate since they use information from
related time series to improve forecasts. Besides these approaches, there
are several other multivariate methods that do not explicitly aggregate
data. Although these methods are not within the scope of this dissertation,
we will briefly mention them for sake of completeness. The approaches
consist of models and methods that jointly model the time series, and utilize
the variance-covariance structure between the series to estimate or update
parameters simultaneously. Instead of benefitting from improved data
characteristics that result from aggregation, they make use of correlation
between time series directly to improve the estimates of individual
parameters or shared characteristics.

For the most common approaches to forecasting (ARIMA, state space,
exponential smoothing) such methods or models are available:

- Vector autoregressive (VAR) models, where time series share common
parameters (e.g., Chatfield, 2000)

- Multivariate state space models (e.g., Harvey, 1989), including
Bayesian approaches (Pole et al., 1994).

- Multivariate (or vector) exponential smoothing (Jones, 1966; Enns
et al., 1982; Harvey, 1986).

- Analogous series. In Duncan et al. (1993, 2001) a Bayesian approach
is taken to pooling analogous time series. Parameters estimated
from the group model are combined with conventional parameters.
Empirical results showed that accuracy can be improved.

Because these methods use the covariance structure between the time series,
they can, at least theoretically, make better forecasts than simple BU, TD
or GSI approaches. For example, in Wei and Abraham (1981) it is shown
that a joint modeling approach always gives better linear forecasts than a
BU approach for weakly stationary series.

2.3 Overview of literature

Most publications establish in what situations or under which conditions
a derived approach is preferred to a direct approach. The outcomes differ
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from paper to paper, depending on the assumptions made. However, no
general rule is established. We discuss the assumptions on models and
methods, and the theoretical and empirical results.

Most publications on BU, TD and GSI methods share some common
characteristics. Comparisons of methods are based on forecast error
variance or MSE. Although BU, TD and GSI can be used in combination
with any forecasting method, most publications discuss this problem using
smoothing methods. All publications consider the case with only two levels
of hierarchy, usually with only two items.

Several studies that compare direct with derived approaches are empirical
(Dunn et al., 1976; Dangerfield and Morris, 1992; Withycombe, 1989;
Bunn and Vassilopoulos, 1993, 1999; Dekker et al., 2004). When such
a comparison has been conducted, mostly the scope of the empirical
investigations is too limited for general conclusions. Several other studies
assume the underlying data process is known and derive conditions under
which a derived approach is preferred to a direct one (Shlifer and Wolff,
1979; Schwarzkopf et al., 1988; Giesberts, 1993; Zotteri and Kalchschmidt,
2004; Widiarta et al., 2004a,b,c, 2005; Chen, 2005). In all cases simple
models and forecasting methods are used. Only a few papers (Miller et al.,
1976; Barnea and Lakonishok, 1980; Wei and Abraham, 1981) derive more
general conditions by not assuming a particular data process or forecasting
method. The conclusions vary somewhat across the papers, but the overall
conclusion is that in many cases a direct disaggregate forecast is preferred
to a top-down forecast, and a bottom-up forecast is preferred to a direct
aggregate forecast.

The latter seems counterintuitive, since aggregate data should be easier
to forecast. However, at the disaggregate level each individual time series
may have a pattern that can be adequately modeled, but aggregating these
processes makes the aggregate process too complex to model and forecast.
This can be especially apparent if the comparison is based on using the
same forecasting technique at both disaggregate and aggregate level, which
may not be appropriate. For stationary processes this problem may not
arise, but for nonstationary processes essential information may be lost
when aggregating.

Some publications try to give a general explanation as to why the concept
of aggregation may work. Below, we present the factors that affect the
performance of one method over another. In the next subsections, we
discuss the assumptions and results of all publications in more detail.



2.3. Overview of literature 25

Random fluctuations cancel out

Several authors have argued that forecasts are more accurate for families
of products. Some argue that forecasts can improve due to the stabilizing
effect from combining demand data (e.g., Muir, 1979). In this case, the
coefficient of variation is smaller for aggregate data than for disaggregate
data. According to this interpretation, aggregation may work even for
independent or slightly positively correlated series. Others argue that
at a higher aggregation level, data shows less variation because random
fluctuations cancel out (e.g., Fliedner, 1999). Some authors are more precise
with respect to this noise reduction.

Miller et al. (1976) and Barnea and Lakonishok (1980) demonstrated for
BU that relative forecast performance is dependent on variances of forecast
errors and time series at both aggregate and disaggregate level, as well
as magnitude and sign of cross-correlations between the time series and
between the forecast errors. Fliedner (1999) carried out a simulation study
and observed that strong positive and strong negative correlation between
items improved direct forecasts at the aggregate level. Widiarta et al.
(2005), on the other hand, showed in an analytical comparison that for
negative correlations bottom-up forecasts were more accurate than direct
aggregate forecasts.

For the TD approach, Schwarzkopf et al. (1988) demonstrated that
its accuracy compared to direct disaggregate forecasts depends on the
correlation between component series, as well as differences between the
processes and presence of outliers, and provided some situations where
this is the case. Dangerfield and Morris (1992) used a subset of the M-
competition data to examine the effects of cross correlation of the demands
and the item proportion on TD forecasting. They found that direct
disaggregate extrapolations for most series resulted in better forecasts than
TD forecasts, and the accuracy improvement was largest when items were
highly negatively correlated and/or when one item dominated the aggregate
series.

More data to estimate certain parameters.

Another argument is that through aggregation, more data is available
to estimate the same parameters, increasing the statistical quality of the
estimates. Pooling provides additional data, hereby extending the sample
size (Duncan et al., 2001). Hence pooling should be useful for noisy
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time series, as measured by the coefficient of variation of deseasonalized
and detrended data. Aggregation reduces the standard error of estimates
because more data is available. For example, Zotteri and Kalchschmidt
(2004) showed that aggregating stationary data gives a better estimate of
the mean.

Apart from the above, there are other influential factors that explain why
these aggregation approaches may work. Several publications consider some
factors that may affect the relative performances of alternative approaches.
There seem to be two main dimensions with regard to the demand processes
that explain when aggregation approaches work and that are investigated in
most articles. The first dimension concerns dependence and assumes series
are either independent or dependent to some extent. The second dimension
concerns similarity and considers whether demand processes are identical
(equal means and/or equal variance of noise component) or non-identical.
These factors may have opposite effects. Negative item correlation may
decrease variability, favoring aggregate forecast approaches, but also implies
that the individual processes are different, and thus favoring forecasts
at disaggregate level. Conversely, positively correlated series increases
variability at aggregate level, but may favor an aggregate forecast since
time series are more similar.

Both Giesberts (1993) and Dangerfield and Morris (1992) consider the
impact of item proportion in the total demand. Shlifer and Wolff (1979)
also consider the number of items in a group. Giesberts (1993) derives
under which conditions direct or derived forecasts are optimal for identical
demand processes. Wei and Abraham (1981) found that for aggregate
forecasts of stationary time series neither a direct or a derived forecast
always has a lower MSE. Rather, particular modeling assumptions, such
as relationships between disaggregate series and parameter estimation
procedures, may lead to favoring one strategy over another. Chen (2005)
derives conditions for GSI taking into account the number of items in
a group, their means and variances, as well as correlations between the
demand processes.

2.4 Bottom-up forecasting

Bottom-up forecasting is defined in several ways by various authors. Some
authors define it as a forecast of an aggregate series by summing the
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individual forecasts (Shlifer and Wolff, 1979; Giesberts, 1993; Widiarta
et al., 2004a,b,c). Others define it as a forecast at item level (Schwarzkopf
et al., 1988; Dangerfield and Morris, 1992). We adopt the former definition
here. Although the second group of authors mention they compare top-
down forecasts with bottom-up forecasts, according to our definition they
are actually comparing with direct disaggregate forecasts.

Most articles derive conditions under which a bottom-up forecast is
preferred to a direct aggregate forecast. They do this for a certain demand
model, in combination with a specific forecasting method or by assuming
that forecasts are unbiased. Some articles make no assumptions on the
model or method.

In Dunn et al. (1976), empirical data on telephone demand in nine local
areas was forecasted by several simple AR models and smoothing methods.
Based on MAD and RMSE it was found that bottom-up forecasts resulted
in 5-25% accuracy improvement over direct aggregate forecasts.

In Miller et al. (1976) and Barnea and Lakonishok (1980) general theoretical
conditions are derived. No assumptions on the time series models are made,
while forecasts are only assumed to be unbiased. Conditions on relative
performance are obtained given the forecast error variance at aggregate
and disaggregate level, and correlation between the disaggregate series and
between forecast errors of disaggregate variables.

Shlifer and Wolff (1979) derive conditions for demand that is assumed to
be stationary:

yi,t = µi + εi,t (2.1)

for i = 1 . . . n and with εi,t independent and with zero mean and variance
V (εi). While no specific forecasting method is used, one-step ahead
forecasts are assumed to be unbiased. The standard deviation of the
forecast errors is assumed to have the following functional form:

σi = c + a(µi, h)µb(µi,h)
i (2.2)

with h the forecast horizon. For various assumptions on a, b and c,
conditions are derived under which either direct or derived forecasts has
a lower forecast error variance. It is the authors’ observation that often
c = 0, and a and b constant. In this case bottom-up forecasts are preferred
when b > 1/2.

Wei and Abraham (1981) provide a general result. While only assuming
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that the component time series are weakly stationary and by restricting
themselves to linear forecasts, they showed that jointly modeling and
forecasting all time series always has a lower MSE for h-step ahead forecasts
than bottom-up or direct aggregate forecasts. However, for the latter two,
neither universally outperforms the other.

Giesberts (1993) compares direct aggregate forecasts with bottom-up
forecasts. The data is assumed to follow a demand process described by a
more general form of the random walk plus noise state space model, referred
to in Harvey (1993, p.84) as an AR(1) plus noise process:

yi,t = xi,t + εi,t (2.3a)
xi,t = βixi,t−1 + ηi,t (2.3b)

where εi,t and ηi,t are normally distributed and correlated across time series.
For each individual time series following this model, an optimal forecast
(minimal variance of forecast error) follows from the Kalman filter and is
of the exponential smoothing type. A setting with a forecast horizon of one
period ahead and two products is considered.

For independent processes, it follows that bottom-up is better than direct
aggregate forecasting, especially if the difference between the two processes
increases (measured by the difference between the noise variances σε/ση).
Only if they are completely identical, both techniques perform equally. For
dependent and identical processes, direct aggregate forecasting is optimal.
However, the bottom-up forecast comes closer to the direct aggregate
forecast if the correlations between the incidental noise terms (ε1,t and
ε2,t) or between the changes in systematic pattern (η1,t and η2,t) come
closer to zero, agreeing with the result for independent processes. For
dependent non-identical processes, neither direct aggregate or bottom-up
always performs better. This depends on the extent to which the demand
processes are dependent and identical. No conditions are derived for this
case, as opposed to most other articles, where this is the main subject of
study.

Fliedner (1999) carried out a simulation study where simple exponential
smoothing and moving average was used when aggregating two MA(1)
processes. It was observed under MAPE that strong positive and strong
negative correlation improved direct forecasts at the aggregate level.

Widiarta et al. (2004a) investigate the BU and the direct aggregate
approach through a simulation study. Demand for families of two
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products is generated from four processes: MA(1), AR(1), IMA(1,1), and
a stationary process, and is forecasted by single exponential smoothing.
An inventory control system is simulated where demand for one item is
substituted by that for the other item if inventory becomes zero. Under
this very specific system, direct aggregate forecasts give better forecasts
than BU forecasts.

Widiarta et al. (2005) give a theoretical analysis for groups of items
that follow AR(1) processes and that are forecasted by single exponential
smoothing. It is shown that the forecast error variances for BU and direct
aggregate forecasts are the same when the first order autocorrelations of the
item demands are identical. The non-identical case is studied by simulation
and it is found that under small or moderate correlation between the item
demands, there is little difference in forecast accuracy. Only when the
correlation is highly negative, BU dominates direct aggregate forecasts.

2.5 Top-down forecasting

The top-down strategy makes forecasts of aggregate demand and
distributes this to individual items proportionally. The problem lies
in the disaggregation step, where the shares of items can be over or
underestimated, and thus introducing bias at the disaggregate level. Several
ways of breaking down the aggregate forecast into item forecasts have
been suggested. All are in some way based on each item’s share in the
family demand over some period of time. For examples, we can take the
historical proportion of total family demand, possibly updated annually.
Brown (1962) suggested a vector smoothing method that updates the item
proportions each period before the aggregate forecast is distributed. Gross
and Sohl (1990) were the first to systematically examine allocation rules
for the disaggregation step. They considered 21 different procedures and
tested them on empirical data using various forecasting methods. The
results favored procedures based on a simple average of each item’s share
over the entire historical period.

In Shlifer and Wolff (1979) conditions are derived under which a top-down
approach is preferred to a direct disaggregate forecast. This is done for
model (2.1) under the assumption that forecasts are unbiased and under
assumptions on the form of the forecast error. Disaggregation is based on
the estimated value of (µi/

∑n
i=1 µi). Especially for items with lower time-
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series values, top-down will often result in larger forecast errors because
the coefficient of variation of the estimated proportions is higher. As the
number of items in a group increases, direct forecasts are more likely to be
preferred.

Schwarzkopf et al. (1988) consider the following model:

yi,t = pi(Yt + εi,t) (2.4)

with pi the item proportions,
∑

pi = 1, εi,t ∼ IID(0, σ2), and Y the
aggregate series. They compare, for a family of two items, the mean
squared difference between the estimated values of y1 and y2 and the true
mean values p1Y and p2Y (instead of the observed values), assuming the
proportions pi are known. It was shown that the relative performance of
TD and a direct disaggregate forecast depends on three factors: estimation
precision (variability of the estimate around the predicted value), bias
(deviation of the mean of the estimate from the true value), and outlier
influence (sensitivity to a single bad data point). It was also found that
item proportions in the aggregate series could have an affect on the relative
performance of the two techniques. Similar item proportions increases the
effects of model bias and outlier influence when TD is used and therefore
favors direct disaggregate forecasting. However, no specific guidance was
given for selecting between the two approaches.

Dangerfield and Morris (1992) carried out an empirical study using
exponential smoothing methods. The two approaches were tested on
more than 15000 families of two items, by taking all possible unique
combinations of 178 series selected from the M-competition. These series
differed with respect to correlation, seasonal and trend pattern, and their
relative proportion. The effects of correlation between the two items and
the proportions of individual items in family demand were examined, using
Holt-Winters to make forecasts. The allocation fractions for distributing
the top-down forecasts were equal to the proportion of each item’s demand
in the aggregate demand during the estimation period. In most situations
(74 %), direct disaggregate forecasts were more accurate than top-down
forecasts, with a MAPE that was on average 26% lower than for the
top-down forecast. The influence of item proportion was only small,
although one product dominating the aggregate series favored the direct
disaggregate approach. Although strong negative correlations would reduce
variability in the aggregate series, and thus favor the top-down approach,
the direct disaggregate method performed better in this case for 82% of the



2.5. Top-down forecasting 31

series, with a MAPE that was on average 64% smaller. Possibly, negative
correlation results in reduced variability but also implies that data processes
are different. Here, the latter effect may have outweighed the former. For
MSE, results were less pronounced, but more in line with other research.
TD showed an improvement only when item proportions were similar, and
correlations had a much smaller effect on the improvement.

Giesberts (1993) compares Top-down forecasts with direct disaggregate
forecasts using state space model (2.3a)-(2.3b) in a setting with two items
and a forecasting horizon of one period. Similar conclusions as for the
bottom-up approach are drawn. Since two independent demand processes
do not give information about each other, direct disaggregate forecasts are
always optimal in that case. For dependent processes, top-down is only
optimal for identical processes with full positive correlation between the
changes in the systematic patterns of the two series, implying that aggregate
demand is generated by a common process. This is analyzed by taking the
proportions for distributing the aggregate forecast over the individual items
equal to the ratio of the standard deviations of the changes in systematic
pattern (ηi), pi = ση,i/(

∑2
i=1 ση,i). For non-identical dependent demand

processes, again neither method always performs better. This depends on
the extent to which the demand processes are dependent and non-identical.
No conditions are derived for this case.

Zotteri and Kalchschmidt (2004) provide an analysis for a simple stationary
process (i.e., where yi,t = µi + εi,t), leading to a set of conditions under
which either forecasting alternative is preferred. A top-down approach is
preferred if there is high demand variability, if there are sufficient locations,
if demand is homogeneous across locations, or if there is limited historical
data available. If one or more of these are true, aggregating may improve
estimates.

Widiarta et al. (2004c) give a theoretical analysis for groups of items
that follow AR(1) processes and that are forecasted by single exponential
smoothing. It is shown that the forecast error variances for TD and
direct disaggregate forecasts are more or less the same when the first order
autocorrelations of the item demands are small. If at least one item has
a large (> 1/3) autocorrelation, direct disaggregate forecasts outperform
TD forecasts, irrespective of the item proportions in family demand and
correlation between the item demands.

In Widiarta et al. (2004b) a similar analysis is given for a group of items
following MA(1) processes. Here it is found that the two forecasting
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strategies perform nearly the same, regardless of serial correlation,
correlation between the items, or item proportions.

2.6 Group seasonal indices

The literature on group seasonal indices is scarce. In the few studies
that have appeared, the concept is empirically tested (Dalhart, 1974;
Withycombe, 1989; Bunn and Vassilopoulos, 1993, 1999) or studied
analytically (Chen, 2005; Djajasaputra et al., 2005). All empirical studies
show the improvement potential of product-aggregation over classical
methods. Nevertheless, they only focus on making short-term forecasts, and
they do not address extensively the issue of how to form product families.
Because of the small scale of the comparisons, there is some variation in
results and no general rules can be established.

The analytical study (Chen, 2005) extends the earlier studies by
determining conditions under which the group seasonal indices methods
of Dalhart (1974) and Withycombe (1989) are more accurate than
conventional seasonal forecasts, based on the following factors: underlying
means and variances of disaggregate demands, correlations between the
demands, group size, length of data history, and seasonal length. These
results are validated by simulation. All results are for given groups of items,
and the issue of forming the groups is not considered. Djajasaputra et al.
(2005) presents a state space model that incorporates group seasonality,
which is similar in nature as the model that we describe in Chapter 3.

There are some differences in the GSI approaches used in these publications.
All studies consider multiplicative seasonality. Although the GSI concept
can be applied under additive seasonality as well, it is less likely that a
group of products exhibit the same seasonality in absolute sense. Only
Chen (2005) also formulates a method for the additive case.

The way the group seasonal indices are estimated differs from paper
to paper. Dalhart (1974) first estimated the seasonal indices for all
products in a product group individually and then averaged them to obtain
the estimates for the group seasonal indices. These indices were then
used for all items in the group to make forecasts. Withycombe (1989)
proposed a different method for calculating the seasonal indices, by first
aggregating the demands for all component series and calculating the
seasonal indices at the aggregate level. The improved seasonal estimates
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were used to deseasonalize each series in the group, before extrapolation,
and to reseasonalize afterwards. Bunn and Vassilopoulos (1993) suggested
to use seasonal indices obtained from Dalhart’s (DGSI), Withycombe’s
(WGSI) and the individual seasonal indices method (ISI) methods in several
combinations for either deseasonalizing or reseasonalizing the data. In
Bunn and Vassilopoulos (1999) two alternative joint ISI/GSI methods for
estimating seasonal indices were considered, namely combining the seasonal
indices of ISI, DGSI and WGSI by taking a weighted average of the indices
from these methods, and seasonal indices based on shrinkage.

To compute the seasonal estimates, Withycombe (1989) and Bunn
and Vassilopoulos (1993, 1999) used ratio-to-moving averages, while
Dalhart (1974) simply divided the demand in each period by the annual
average. After estimating seasonality, in all methods demand is seasonally
adjusted (deseasonalized) and forecasted. Withycombe (1989) and Bunn
and Vassilopoulos (1999) use double exponential smoothing, Bunn and
Vassilopoulos (1993) uses Holt’s two parameter exponential smoothing.
Although estimates of level and trend were thus updated by exponential
smoothing, the seasonal indices were not updated once they were estimated.
All methods suggested were tested on simulated or empirical data.

Empirical comparisons

Dalhart (1974) was the first to propose combining products into product
classes to obtain a better estimate of the seasonal component. The concept
was tested for simulated data for 100 time series and showed substantial
improvements compared to using the individual seasonal indices, although
no true out-of-sample forecasts were made. In fact, it was only shown that
the seasonal estimates were more accurate than the individual seasonal
estimates.

Although not described explicitly, historical data for 24 periods (t =
1, . . . , 24) was generated for the model yi,t = µst + εi,t, where all items
i = 1, . . . , 100 were assumed to have the same underlying mean µ for all
periods and the same 12 seasonal indices st for (monthly) periods. The
items differed in the noise component εi,t, which was drawn from a normal
distribution with increasing amplitude from the first to the 100th item. The
seasonal indices were estimated for the first 12 periods, and then multiplied
with the average demand for the next 12 periods. Since this average can
not be known in reality, no proper out-of-sample forecasts were made.
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Withycombe (1989) demonstrated the concept for 29 products (6 product
classes with 4 to 6 products) with monthly data from a computer
peripherals supplier, and reported an average decrease in total MSE per
product class of 12% compared to forecasting for individual products. For
56% of the forecasts, combining yielded better forecasts. The product
classes were determined by the marketing department, so no grouping
procedure was applied. The first four years of the historical data was used
to compute the seasonal indices (by a ratio-to-moving average procedure)
and to compute optimal smoothing parameters. The fifth year was used
for making twelve one-period ahead forecasts. The aggregated time series
was calculated by weighting the products by their selling price. The reason
given for this is that it was assumed that one is usually more concerned
with errors for higher valued products than for low valued ones.

In our analysis we, however, do not consider this option since for expensive
slow moving items, the noise component has too large an influence on the
aggregate seasonal pattern. Putting a larger emphasis on higher valued
products does not necessarily improve their forecasts. Instead, if one is more
concerned with the errors of higher valued products, the total accuracy
(e.g., the sum of MSE’s) of the forecasts should be weighted.

Bunn and Vassilopoulos (1993) extended the studies of Dalhart and
Withycombe by providing a broader comparison of methods and addressing
the issue of forming the groups according to statistical criteria. They used
monthly data of 54 highly seasonal and slightly trending series from a
large UK department store chain. By clustering, they found 12 groups of
products within 5 product classes determined by management. However,
they did not provide much detail about the clustering method or the
(homogeneity of the) resulting clusters.

GSI, and especially WGSI outperformed the conventional ISI approach.
WGSI was found to be most effective for all forecast horizons; it
outperformed other methods most often. It led to an average decrease
in MSE (compared to forecasting for individual products) of 6% (averaged
over all time series and forecast horizons). Although one, two and three-
period ahead forecasts were made, no particular attention was paid to the
influence of the forecast horizon.

Bunn and Vassilopoulos (1999) used monthly data of 44 highly seasonal
series from a large UK chain of department stores, probably a subset of
those used in Bunn and Vassilopoulos (1993). The products came from
4 business classes, and by clustering 10 groups of products were found
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within these classes, and 4 statistical clusters were found within the whole
set of time series. The first two years were used for forming the clusters
and deseasonalizing the data, after which forecasts for the third year were
made by Double Exponential Smoothing. The performance of the methods
was compared by computing the MAD, MSE and RMSE, averaged over
all time series. It was found that for all accuracy measures and grouping
methods, all GSI methods outperformed ISI. There was no GSI method that
consistently outperformed the other GSI methods. The statistical clusters
(from the whole set of time series) gave the most accurate results.

Benefits of GSI

Dalhart (1974) argued that the benefit is the elimination of noise due to
averaging of the seasonal patterns, and that all items are assumed to have a
consistent underlying seasonal behavior. According to Withycombe (1989),
the underlying assumption is that whatever causes the seasonal fluctuation
in demand operates the same on all products within the product group. If
the assumption is true, then seasonality estimates from the aggregate data
should be better simply by virtue of the cancelation of random variations
in the aggregation.

Seasonal forecasting methods work in situations where the seasonal
component is relatively large compared to the noise component, in those
cases they yield improvements in forecast accuracy over non-seasonal
methods. However, if the seasonal component is relatively weak compared
to the random component, these methods may have great difficulty
distinguishing the seasonal component from the noise and aggregation may
help.

Besides the estimation improvements that can be achieved from aggregating
data, there are some reasons why this method may yield improved forecasts
that are not explicitly addressed in the literature. An advantage of GSI
compared to the top-down approach is that it avoids bias in the disaggregate
forecast since no disaggregation mechanism is needed.

Another advantage is that it increases data availability. Seasonal indices
are revised less frequently than level and trend estimates because new
observations on a particular seasonal index become available only once
every seasonal cycle. This makes the estimates subject to greater estimation
noise. A group seasonal approach increases the number of observations in
the contemporaneous dimension. The other way round, less data should be
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needed for GSI than for ISI to achieve accurate forecasts. GSI thus reduces
data limitations.

Theoretical comparison

Apart from these argued properties, no investigation was undertaken to
identify under what conditions forecasts could be improved. Chen (2005)
gives a theoretical comparison of Dalhart’s (DGSI) and Withycombe’s
(WGSI) methods with conventional individual seasonal indices forecasting
(ISI). Conditions are derived under which each of the methods is preferred,
taking into account several factors. To this end, models are considered that
are stationary with either additive or multiplicative seasonality, resulting
in a purely additive model,

yit = µi + st + εit, εit ∼ N(0, σ2
i ) (2.5)

and a mixed model

yit = µist + εit, εit ∼ N(0, σ2
i ) (2.6)

for series i = 1 . . . N . All series are assumed to have a constant mean
µi and exactly the same seasonal pattern st. Furthermore, seasonality is
assumed to be unchanging from year to year, so that st = st−m, with m
the length of the seasonal cycle. The disturbances are assumed to be only
cross-correlated, with ρij the correlation between εi,t and εj,t. A purely
multiplicative model,

yit = µistεit (2.7)

with lognormal disturbances can be transformed to a purely additive model
with normal disturbances, and so is not considered further. By applying
the steps of each method to the model equations, conditions are derived to
choose between ISI, DGSI and WGSI under MSE.

The additive method estimates seasonal factors by dividing each
observation by the annual mean, and then averaging per factor the
estimates obtained from each year. For ISI, this is done on disaggregate
data, for WGSI and DGSI this is done on aggregate data. The seasonal
estimates from WGSI need to be disaggregated, by dividing them by N ,
and are then equal to estimates from DGSI, which are an average of the
individual estimates. The mean is forecasted by taking a simple average of
all the historical data. Let MSEISI,i and MSEGSI,i be the MSE of ISI and
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GSI for series i, respectively. Then for the additive model and method

MSEISI,i −MSEGSI,i =
m− 1

T

(
σ2

i −
σ2

A

N2

)
(2.8)

MSEGSI,i < MSEISI,i iff σ2
i >

σ2
A

N2
(2.9)

with T the number of historical periods available and σ2
A the variance of

the aggregate series. Since the series are stationary, these MSE’s are valid
for all periods in the first full season after the historical data (i.e. for
periods T + 1, . . . , T + m). The equations are independent of the means
µi, and thus only depend on the absolute variance of each time series.
The longer the seasonal cycle and/or the shorter the historical estimation
period, the greater the difference in MSE. When negative correlations are
present, σ2

A can be lower and more series will benefit from GSI, with greater
improvements. In other words, a group of time series should be chosen
where σ2

i −
σ2

A
N2 is large.

For the mixed model, in combination with the multiplicative method,
an analogous analysis is performed, leading to the following approximate
results for DGSI:
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with µA =
∑N

i=1 µi. These results have a similar form as those for the
additive case, but now the item proportions play a role. DGSI or WGSI
is better than ISI for a series if the square coefficient of variation is large
enough, i.e. noise series benefit from a GSI approach. Again, under negative
correlation DGSI or WGSI is more likely to be beneficial. WGSI is better
than DGSI iff the right-hand side of (2.13) is smaller than that of (2.11),
and vice versa. Simulation experiments show that the approximate results
for the mixed model are accurate.

The results are empirically tested on data from two companies and represent
seven groups of between 2 and 66 series, all with monthly data and five years
of history. Both DGSI and WGSI outperformed ISI under MAD, MSE and
sMAPE, while DGSI performed slightly better than WGSI. It was found
that as the forecasting horizon increases, the benefit of using GSI decreases.
This is in line with the results presented in Chapter 1. However, the length
of historical data did not affect the results. Apparently, both ISI and GSI
methods benefitted equally from more data to obtain estimates.

State space approach

Whereas the above papers have a focus on forecasting methods,
Djajasaputra et al. (2005) presents a multivariate state space model that
describes a group of time series that share a group seasonal pattern. The
model is an extension of the Basic Structural Model (Harvey, 1989) in which
the time series share a common seasonal component. This model can be
estimated and forecasted by an updating procedure in which data is not
aggregated as in the above articles. Application of the updating procedure
to empirical data show that it leads to improved accuracy.

The main distinction with the articles discussed above and the research in
this thesis, is that this article assumes seasonality is additive. As mentioned
above, it may be difficult to find a group of time series that have the same
additive seasonal component. However, purely multiplicative data (as in
model 2.7) can be transformed to purely additive data.

2.7 Overview and research opportunities

Although the above studies have shown that there is a potential value of
GSI methods, none of the studies are complete, and thus leave some gaps
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to be filled. Based on the above literature, some topics arise for further
research.

Especially the earlier studies (Dalhart, 1974; Withycombe, 1989; Bunn and
Vassilopoulos, 1993, 1999) show limited empirical results. In Chapter 1, we
have provided a more extensive empirical comparison, including more data
and more types of forecasts and forecast horizons. The main conclusion
from all studies is that a GSI approach potentially leads to improved
forecast accuracy. However, there is a large variation in the size of the
improvement, even within the results from a particular publication. In
some cases it works, in other cases it does not. Therefore it is difficult
to draw general conclusions. In order to successfully apply GSI and to
guarantee that it works for a given group of products, however, general
rules must be derived.

Some factors have been identified that influence results. The main
factors that determine whether TD/BU/GSI is better are the variances
of the demands, correlation between demand, the item proportions, group
size, length of data history and seasonal cycle, and forecast horizon.
Also, publications on top-down and bottom-up forecasting suggest that
aggregating should only be done for a group of homogeneous time series.
The publications on GSI are based on the assumption of a common
seasonality for all items in a group. The question is how homogeneous
a group should be and how these group should be formed. All publications
assume that a group of items is given and acknowledge that it is difficult
to establish whether a group of items has a common seasonal pattern, but
provide no solution to form groups.

There is some difference in the GSI methods in the publications. There
are differences in the way the group seasonal patterns are estimated, and
in how forecasts are actually made. In the methods studied in Dalhart
(1974), Withycombe (1989), Bunn and Vassilopoulos (1993) and Bunn and
Vassilopoulos (1999), once the seasonal indices are computed, they are not
updated any more as new data becomes available. This is only reasonable
if the seasonal patterns are assumed not to change over time. However,
using exponential smoothing for forecasting implies that deseasonalized
demand is assumed to change over time, which is unlikely if seasonality
is deterministic.

When GSI is studied more theoretically, several models are assumed. It
is for example assumed that the underlying means and seasonal patterns
are unchanging. The assumptions allow the analysis to remain simple.
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In this way, estimation of the seasonal component from either individual
or aggregate time series is compared. Simplifying assumptions are made
for the rest of the forecasting process, and no updating procedure is
incorporated. This is done because for more complex assumptions and
forecasting procedures, the models are no longer tractable. Another issue
is that the form of the models is not necessarily such that we would apply
the ISI or GSI methods in the first place. If all time series components are
fixed, a regression approach might be more appropriate. The methods are
studied without knowing for what data generating processes the methods
are optimal or at least suitable.



Chapter 3

Theoretical framework for
Group Seasonal Indices

Part of the content of this chapter appears in Ouwehand et al. (2006)

3.1 Introduction

In this chapter, we develop a theoretical framework for the group seasonal
indices approach. In Section 1.4, we proposed a method that aggregates
data in order to improve seasonal forecasts. The approach updates level
and trend components at the item level, while the seasonal component
is updated at the aggregate level. Empirical results were favorable for
this method, but it was not clear when it improved on conventional Holt-
Winters forecasts. In this chapter, we identify data processes for which
this method is the best method. This is done by developing an underlying
model. An underlying model is a model for which a particular method is
optimal. That is, for data that behaves according to the underlying model,
the method generates forecasts with a minimal Mean Squared Error (MSE).
We look at models where all time-series components are assumed to be
only locally constant. That is, they may change from period to period.
The model developed is a generalization of the models underlying the Holt-
Winters method, as described in Ord et al. (1997) and Koehler et al. (2001).
It is an underlying model for the GSI procedure, which is a generalization
of the Holt-Winters procedure. The model underlies a method that pools
the time series to improve forecasts. This method is more general than the

41
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method that aggregates the time series, and the latter is thus a special case.
Since the GSI approach bears a close relation with exponential smoothing,
in particular Holt-Winters, we first discuss the models underlying the most
common exponential smoothing methods. After that, we present the model
underlying the GSI approach.

When we consider underlying models for a forecasting method, we mean
that the optimal prediction given by the forecasting method is the same
as the one computed by taking the conditional expectation of a future
value for the underlying model given past values. This implicitly assumes
a quadratic loss function and gives minimum MSE forecasts conditional on
the model. The reason for this is that the conditional expectation of yt+h

is the minimum mean square error estimator (MMSE) of yt+h. Thus, a
minimal MSE forecast is obtained by taking taking the forecast ŷt(h) (or
ŷt+h|t) equal to the expected value of yt+h conditional on the information
available at time t, Yt = {yt, yt−1, ...}, i.e. by taking ŷt(h) = E(yt+h|Yt).
See Harvey (1989) for a proof of this.

3.2 Underlying models for exponential smoothing

Exponential smoothing methods were long seen as ad hoc methods,
lacking a statistical basis. They were intuitively sensible, but were simple
operational procedures originating from practice. Some forms could be
considered a special case of ARIMA modeling (Box et al., 1994). However,
recent research (Ord et al., 1997; Hyndman et al., 2002) has changed this
view and now it is known that exponential smoothing methods are optimal
for a class of state space models that is broader than the ARIMA class.

The class of state space models has proven to be suitable for modeling
exponential smoothing. State space models cover a wide range of models.
For example, unobserved components models, Harvey’s (1989) structural
models, and dynamic linear models used in Bayesian forecasting (Pole et al.,
1994), are all state space representations. Furthermore, many models,
including ARIMA and ordinary linear regression models, can be written
in state space form. State space models are appealing since they model
all time series components (level, trend, seasonality) explicitly, and can be
written in a form that is similar to the corresponding exponential smoothing
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method. The general univariate linear state space model is given by

yt = h′
tθt + εt (3.1a)

θt = Gtθt−1 + ηt (3.1b)

for t = 1, . . . , T , where yt is the observed time series value. ht (with
h′

t its transpose) is assumed to be a known (k × 1) vector, Gt a known
(k × k) matrix and θt is the (possibly unobservable) (k × 1) state vector.
Furthermore, εt are serially uncorrelated disturbances assumed to have
zero mean and variance σ2

ε , while ηt is a vector of serially uncorrelated
disturbances with zero mean and covariance matrix Wt. Usually, εt and
ηt are assumed to be (multivariate) normally distributed and uncorrelated
with each other at all time periods (i.e. E(εtηs) = 0 for all t, s = 1, ..., T ).
The model is thus characterized by ht, Gt, σ2

ε and Wt. Equation (3.1a) is
known as the observation equation and (3.1b) as the transition equation.
If ht, Gt, σ2

ε and Wt do not change over time, the model is said to be time-
invariant. For the principal exponential smoothing variants, the underlying
state space models are time-invariant.

Since state space models contain both an unobservable state vector and
unknown parameters, estimation for state space models has two aspects:

- Estimating the unknown parameters

- Estimating the unobservable state variables

The first can be done by, for example, maximum likelihood estimation.
The second is done by the Kalman filter (see e.g., Harvey, 1989). The
Kalman filter is a recursive procedure for computing the optimal estimator
of the state vector at time t, based on the information available at time t
(i.e. the observations up to and including yt). Every time period, when
new observations become available, this information is used to update
the estimates. For state space models, optimal predictions of future
observations and optimal estimates of unobserved components can be made
using the Kalman filter. If the model is Gaussian (εt, ηt and the initial state
are normally distributed), the Kalman filter is optimal in the sense that it
yields minimum mean square error estimators (MMSE’s).

A special form of the state space model is the innovations model of
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Anderson and Moore (1979):

yt = h′
tθt−1 + εt (3.2a)

θt = Tθt−1 + αεt (3.2b)

with θt the (k×1) state vector, ht a (k×1) vector of coefficients, T a (k×k)
transition matrix, and α a fixed (k × 1) vector. The difference with the
general state space model (3.1a)-(3.1b) is that the disturbance terms in the
observation and transition equations are now perfectly correlated, implying
that there is effectively only a single source of randomness. Since there is
only one disturbance term in the model, it is referred to as a single source
of error (SSOE) model. Models with more than one disturbance term are
known as multiple sources of error (MSOE) models. This model has many
common models as special cases, such as multiple regression, exponential
smoothing, and ARIMA models. Any ARIMA model can be converted to
this form. This model was first related to exponential smoothing in Snyder
(1985), and an SSOE model also forms the basis for the model underlying
GSI.

For both the time-invariant MSOE and SSOE model, the Kalman filter
converges to a steady state under some conditions. As the number of
observations increases a set of fixed updating equations result. For some
model forms, exponential smoothing equations follow. This implies that the
exponential smoothing equations can only be used when this convergence
takes place at a reasonable rate. Some simulation results in Ord et al.
(2005), however, show that this convergence is exponentially fast.

Table 3.1 gives an overview of the main underlying models for the most
common exponential smoothing methods, consisting of ARIMA models and
both SSOE and MSOE state space models. It lists underlying models for
single exponential smoothing (SES), Holt’s exponential smoothing (HES),
additive Holt-Winters (AHW) and multiplicative Holt-Winters (MHW).

Muth (1960) was the first to provide a statistical model for SES, namely
the random walk plus noise model.

yt = lt + εt (3.3a)
lt = lt−1 + ηt (3.3b)

where εt ∼ NID(0, σ2
ε) and ηt ∼ NID(0, σ2

η), and εt and ηt are mutually
and serially independent. By e.g., applying the Kalman filter, it can
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Table 3.1: Overview of methods and models considered

Method Underlying models
SES Random walk plus noise, MSOE and SSOE

ARIMA(0,1,1)
HES Linear growth model, MSOE and SSOE

ARIMA(0,2,2)
AHW Basic structural model, MSOE and SSOE

SARIMA(0, 1,m + 1)(0, 1, 0)m

MHW Dynamic nonlinear model, MSOE and SSOE

be shown that SES is a minimum mean squared error forecast with α
determined by the ratio of the variances of the noise processes. The SSOE
variant of this model,

yt = lt−1 + εt (3.4a)
lt = lt−1 + αεt (3.4b)

where εt ∼ NID(0, σ2
ε) and serially independent, appears to result in SES

forecasts as well. This model can easily be rewritten as an ARIMA(0,1,1)
model, for which SES thus also produces optimal forecasts. In case both
the level and growth rate are changing, Holt’s method is optimal for the
linear growth model (Theil and Wage, 1964):

yt = lt + εt (3.5a)
lt = lt−1 + bt + η1,t (3.5b)
bt = bt−1 + η2,t (3.5c)

with normally distributed and independent error terms. The optimal
smoothing parameters are determined by the relative variances of the
three white noise processes. The SSOE variant of this model and the
ARIMA(0,2,2) process also result in forecasts from Holt’s method.

This model can be extended with an additive seasonal component, resulting
in the Basic Structural Model (Harvey, 1989), for which the Kalman filter
converges to the updating equations of additive Holt-Winters. Furthermore,
additive Holt-Winters is also optimal for a seasonal ARIMA model, which
can be obtained from the Basic Structural Model. This model is known as
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the SARIMA(0, 1,m + 1)(0, 1, 0)m model (Roberts, 1982), and is basically
an ARIMA(0, 1,m + 1) model extended with a seasonal part, where
(0, 1, 0)m denotes taking seasonal differences of order m.

3.3 Model for GSI

Since the GSI approach bears a close relation with the Holt-Winters
method, we first discuss the models underlying this method. Since this
method is nonlinear, there will not be an ARIMA model underlying this
method (since these are inherently linear). However, the class of state space
models has provided a way to underpin this method. Since the models are
also nonlinear, the standard Kalman filter does not apply. Nonlinear state
space models (dynamic nonlinear models) with multiple sources of error are
usually estimated using quasi-maximum likelihood methods in conjunction
with an extended Kalman filter.

In Ord et al. (1997) a class of nonlinear state space models is introduced that
have only one disturbance term. These simpler models can be estimated
by a conditional maximum likelihood procedure based on exponential
smoothing instead of an extended Kalman filter. One of the models in this
class is the model underlying the multiplicative Holt-Winters procedure.
The minimum mean square error updating equations and forecast function
for this model correspond to those of the HW method. The model is based
on two ideas:

- A single source of error (Snyder, 1985)

- A multiplicative error term (Ord and Koehler, 1990)

The characteristics of this model are summarized below.

3.3.1 Univariate MSOE model

In Ord and Koehler (1990) a multiplicative alternative to the (additive)
basic structural model (Harvey, 1989) was proposed, where the error
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variances are proportional to the values of time-series components:

yt = (lt−1 + bt−1)st−m + (lt−1 + bt−1)st−mεt (3.6a)
lt = lt−1 + bt−1 + (lt−1 + bt−1)η1,t (3.6b)
bt = bt−1 + (lt−1 + bt−1)η2,t (3.6c)
st = st−m + st−mη3,t (3.6d)

where yt denotes the times series, lt is the underlying level, bt the growth
rate, and st the seasonal factor. The number of seasons per year is equal to
m. Furthermore, εt, η1,t, η2,t and η3,t are serially uncorrelated disturbances
with mean zero and variances σ2

ε , σ2
η1, σ2

η2 and σ2
η3, respectively. It appears

that this multiple sources of error (MSOE) model has the following MMSE
forecast function and updating equations:

ŷt(h) = (l̂t + hb̂t)ŝt+h−m (3.7a)
l̂t = l̂t−1 + b̂t−1 + α1êt/ŝt−m (3.7b)
b̂t = b̂t−1 + α2êt/st−m (3.7c)
ŝt = ŝt−m + α3êt/(l̂t−1 + b̂t−1) (3.7d)

where êt = yt − ŷt−1(1) = (l̂t−1 + b̂t−1)ŝt−m. These equations follow from
the extended Kalman filter, which has a steady state of which the form
corresponds to the updating equations of Holt-Winters. There is only a
small difference, namely that (3.7d) contains l̂t−1 + b̂t−1, whereas Holt-
Winters contains l̂t.

The extended Kalman filter can be applied to this model in the following
way. The transition equations contain st−m, while the state space models
are only defined for first-order lags (θt = Gtθt−1 + ηt). This can be
dealt with by including st−1, . . . , st−m+1 in the state vector θt (Analogous
to Harvey (1989) where the Basic Structural Model is written in state
space form with only first-order lags). Although model (3.6a)-(3.6d) has a
nonlinear state space form, the extended Kalman filter linearizes the model
by Taylor approximations, after which the standard Kalman filter can be
applied.

Although the extended Kalman filter for this model has a steady state
solution, to which it converges (Ord et al., 1997), the uniqueness of this
steady state has not been proved (in Koehler et al., 2001, this model was
characterized as ’mathematically intractable’). Besides, there are some
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other disadvantages of this model, given in Ord et al. (1997): i) This
approach involves greater levels of approximation when the equations are
linearized in order to apply the extended Kalman filter. The SSOE model
below does not have this problem. ii) This approach is not applicable for
nonnormal error distributions.

3.3.2 Univariate SSOE model

The combination of a single source of error (SSOE) and a multiplicative
error term led to the model proposed in Ord et al. (1997). This model
has a single source of error describing the development of all time series
components, in combination with multiplicative error terms, and is specified
by

yt = (lt−1 + bt−1)st−m + (lt−1 + bt−1)st−mεt (3.8a)
lt = lt−1 + bt−1 + α1(lt−1 + bt−1)εt (3.8b)
bt = bt−1 + α2(lt−1 + bt−1)εt (3.8c)
st = st−m + α3st−mεt (3.8d)

In fact, there are several models for which multiplicative Holt-Winters is
optimal (Koehler et al., 2001). These are all special cases of the general
model that is defined by

yt = (lt−1 + bt−1)st−m + (lt−1 + bt−1)βsγ
t−mεt (3.9a)

lt = lt−1 + bt−1 + α1(lt−1 + bt−1)βsγ−1
t−mεt (3.9b)

bt = bt−1 + α2(lt−1 + bt−1)βsγ−1
t−mεt (3.9c)

st = st−m + α3(lt−1 + bt−1)β−1sγ
t−mεt (3.9d)

with 0 ≤ β, γ ≤ 1. By letting both β and γ be either 0 or 1, four different
models arise that have a one-step ahead prediction error variance that is
constant or proportional to level and/or seasonal index. The choice of the
error variation does not affect the form of the updating equations, these
are the same for all four models (although parameter estimates will be
different). However, it does have an effect on the variance structure of the
forecast errors and thus on prediction intervals. Solving the measurement
equation for εt and substituting for εt in the transition equations gives the
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error-correction form for these models:

lt = lt−1 + bt−1 + α1et/st−m (3.10a)
bt = bt−1 + α2et/st−m (3.10b)
st = st−m + α3et/(lt−1 + bt−1) (3.10c)

with et = yt − (lt−1 + bt−1)st−m. The initial states l0, b0 and s−m+1, . . . , s0

have to be estimated by l̂0, b̂0 and ŝ−m+1, . . . , ŝ0, after which consecutive
estimates of lt, bt and st can be calculated from these formulae. After
estimation, the transition equations show great similarity with the error-
correction form of classical multiplicative Holt-Winters:

ŷt(h) = (l̂t + hb̂t)ŝt+h−m (3.11a)
l̂t = l̂t−1 + b̂t−1 + α̂êt/ŝt−m (3.11b)
b̂t = b̂t−1 + α̂β̂êt/ŝt−m (3.11c)
ŝt = ŝt−m + γ̂(1− α̂)êt/l̂t (3.11d)

The only difference is the denominator on the right-hand side of the
updating equation for the seasonal indices, but since lt ≈ lt−1 + bt−1, the
difference is only minor. In Chapter 4, we present some simulation results
that confirm that this is indeed the case.

3.3.3 Development of model

In this section, we discuss some preliminary GSI methods and their
underlying models that led to the model and method presented in the
next subsection. Each combination of model and method itself is not
suitable for GSI, but has elements that are important to find an underlying
model for GSI. All models differ with respect to the data processes they
describe and their optimal methods, but have the same forecast function.
A forecast for item i for h steps ahead, made at time t is given by
ŷi,t(h) = (l̂i,t + hb̂i,t)ŝt+h−m.

Alternative 1

The empirical studies presented in Section 1.4 were based on a method
where level and trend components are updated at the disaggregate level
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and seasonality using the aggregate data. One way of formulating this
method is to explicitly use aggregate level and trend estimates to update
seasonality. Level and trend are then updated at the item level:

l̂i,t = αi
yi,t

st−m
+ (1− αi)(l̂i,t−1 + b̂i,t−1) (3.12a)

b̂i,t = βi(l̂i,t − l̂i,t−1) + (1− βi)b̂i,t−1 (3.12b)

and seasonal indices are updated at the aggregate level:

L̂t = α

∑N
i=1 yi,t

ŝt−m
+ (1− α)(L̂t−1 + B̂t−1) (3.12c)

B̂t = β(L̂t − L̂t−1) + (1− β)B̂t−1 (3.12d)

ŝt = γ

∑N
i=1 yi,t

L̂t

+ (1− γ)ŝt−m (3.12e)

with i = 1, . . . , N the items in the product group and L̂t and B̂t denoting
the aggregate level and trend components. Rewriting in error correction
form gives

l̂i,t = l̂i,t−1 + b̂i,t−1 + αiêi,t/ŝt−m (3.13a)

b̂i,t = bi,t−1 + αiβiêi,t/ŝt−m (3.13b)
L̂t = L̂t−1 + B̂t−1 + αêt/ŝt−m (3.13c)
B̂t = B̂t−1 + αβêt/ŝt−m (3.13d)
ŝt = ŝt−m + γ(1− α)êt/L̂t (3.13e)

with êi,t = yi,t − ŷt−1(1) = yi,t − (l̂i,t−1 + b̂i,t−1)ŝt−m and êt =
∑N

i=1 yi,t −
(L̂t−1 + B̂t−1)ŝt−m. The main problem with this method is that L̂t =∑N

i=1 l̂i,t and B̂t =
∑N

i=1 b̂i,t do not necessarily hold. This makes the method
hierarchically inconsistent. Therefore, the smoothing parameters need to
be such that these relations always hold and updating at aggregate or
disaggregate level gives the same updates. In that case, the equations
for L̂t and B̂t are redundant.

Unfortunately, we can not simplify this formulation using êt =
∑N

i=1 êi,t,
since in this method in general l̂1,t + ...+ l̂N,t 6= L̂t and b̂1,t + ...+ b̂N,t 6= B̂t.
Both the l̂i,t and L̂t are recursive updates based on l̂i,0 and L̂0 respectively,
and b̂i,t and B̂t are updates based on b̂i,0 and B̂0. If these initial estimates
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are estimated through separate estimation procedures,
∑N

i=1 l̂i,0 and L̂0 will
be different, as will

∑N
i=1 b̂i,0 and B̂0. Only if L̂0 =

∑N
i=1 l̂i,0, B̂0 =

∑N
i=1 b̂i,0

and all αi and α as well as all βi and β are the same, we are guaranteed to
have L̂t =

∑N
i=1 l̂i,t and B̂t =

∑N
i=1 b̂i,t.

In a model on the other hand, the error at aggregate level can be
expressed in terms of the disaggregate error components, by assuming
Lt =

∑N
i=1 li,t−1 and Bt =

∑N
i=1 bi,t−1. But, if we simplify a model in this

way, it will be impossible to find the method in equations (3.18a)-(3.18c)
as a result of the model.

Alternative 2

A second alternative formulation of the GSI method is the following:

l̂i,t = αi
yi,t

ŝt−m
+ (1− αi)(l̂i,t−1 + b̂i,t−1) (3.14a)

b̂i,t = βi(l̂i,t − l̂i,t−1) + (1− βi)b̂i,t−1 (3.14b)

ŝt = γ

∑N
i=1 yi,t∑N
i=1 l̂i,t

+ (1− γ)ŝt−m (3.14c)

Rewriting this in error-correction form yields

l̂i,t = l̂i,t−1 + b̂i,t−1 + αiêi,t/ŝt−m (3.15a)

b̂i,t = b̂i,t−1 + αiβiêi,t/ŝt−m (3.15b)

ŝt = ŝt−m + γ

∑N
i=1(1− αi)êi,t∑N

i=1 l̂i,t
(3.15c)

The underlying model that can be derived from this,

yi,t = (li,t−1 + bi,t−1)st−m + (li,t−1 + bi,t−1)st−mεi,t (3.16a)
li,t = li,t−1 + bi,t−1 + αi(li,t−1 + bi,t−1)εi,t (3.16b)
bi,t = bi,t−1 + αiβi(li,t−1 + bi,t−1)εi,t (3.16c)

st = st−m + st−m

∑N
i=1(1− αi)(li,t−1 + bi,t−1)εi,t∑N

i=1(li,t−1 + bi,t−1)
(3.16d)
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yields the following updating equations in error-correction form:

li,t = li,t−1 + bi,t−1 + αiei,t/st−m (3.17a)
bi,t = bi,t−1 + αiβiei,t/st−m (3.17b)

st = st−m +
∑N

i=1(1− αi)ei,t∑N
i=1(li,t−1 + bi,t−1)

(3.17c)

corresponding to the error-correction form of method (3.15a)-(3.15c) (with
a minor difference, since li,t is replaced by li,t−1 + bi,t−1 ). However, this
method uses the same αi’s to smooth both level and seasonality, implying
that higher variability in the level would mean lower variability in the
seasonality. It is appropriate to have separate parameters for each of the
components.

Alternative 3

If we define an error-correction form with separate parameters for each of
the components

l̂i,t = l̂i,t−1 + b̂i,t−1 + αiêi,t/ŝt−m (3.18a)

b̂i,t = b̂i,t−1 + αiβiêi,t/ŝt−m (3.18b)

ŝt = ŝt−m + γ(1− α)
∑N

i=1 êi,t∑N
i=1 l̂i,t

(3.18c)

this results in a recurrence form for the GSI method of the following form

l̂i,t = αi
yi,t

ŝt−m
+ (1− αi)(l̂i,t−1 + b̂i,t−1) (3.19a)

b̂i,t = βi(l̂i,t − l̂i,t−1) + (1− βi)b̂i,t−1 (3.19b)

ŝt = δ

∑N
i=1 yi,t + (l̂i,t − l̂i,t−1 − b̂i,t−1)ŝt−m∑N

i=1 l̂i,t
+ (1− δ)ŝt−m (3.19c)

with δ = γ(1 − α). The following model is an underlying model for this
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method:

yi,t = (li,t−1 + bi,t−1)st−m + (li,t−1 + bi,t−1)st−mεi,t (3.20a)
li,t = li,t−1 + bi,t−1 + α1i(li,t−1 + bi,t−1)εi,t (3.20b)
bi,t = bi,t−1 + α2i(li,t−1 + bi,t−1)εi,t (3.20c)

st = st−m + α3st−m

∑N
i=1(li,t−1 + bi,t−1)εi,t∑N

i=1(li,t−1 + bi,t−1)
(3.20d)

By rewriting in error-correction form, the model has the following updating
equations:

li,t = li,t−1 + bi,t−1 + α1iei,t/st−m (3.21a)
bi,t = bi,t−1 + α2iei,t/st−m (3.21b)

st = st−m + α3

∑N
i=1 ei,t∑N

i=1(li,t−1 + bi,t−1)
(3.21c)

with ei,t = yi,t − (li,t−1 + bi,t−1)st−m. This corresponds to the updating
equations of the method in (3.18a)-(3.18c) (with a minor difference).
Although the model seems sensible, the problem with the method is that
the seasonal equation (3.19c) does not aggregate data by simple summing
up the time series, it incorporates a slight adjustment to the yi,t before
dividing by

∑N
i=1 l̂i,t.

Conclusion

From the above, it appears that it is difficult to find an underlying model
for the GSI-AGG method that we used in Chapter 1. That method is
a generalization of the classical Holt-Winters method, and the seasonal
updating equation thus contains li,t in the denominator. An underlying
model for a method with this characteristic always has some problems, as
explained for the three alternatives above.

In this subsection, we have seen that an underlying model for GSI should be
consistent among the hierarchies, use different parameters for each of the
components, and use li,t−1 + bi,t−1 instead of li,t−1 to update the seasonal
estimates. In the next subsection, we show that, by allowing the method to
contain li,t−1 + bi,t−1, a consistent combination of method and underlying
model can be found.
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3.3.4 Multivariate SSOE model

The following model underlies the GSI approach:

yi,t = (li,t−1 + bi,t−1)st−m + (li,t−1 + bi,t−1)st−mεi,t (3.22a)
li,t = li,t−1 + bi,t−1 + αi(li,t−1 + bi,t−1)εi,t (3.22b)
bi,t = bi,t−1 + αiβi(li,t−1 + bi,t−1)εi,t (3.22c)

st = st−m + γst−m

N∑
i=1

wiεi,t (3.22d)

with i = 1, . . . , N the items in the product group and li,t and bi,t denoting
their level and trend components. All items share a common seasonality,
denoted by st. All items have normally distributed disturbances εi,t. The
wi are weights with

∑N
i=1 wi = 1. This model can be rewritten in error-

correction form as

li,t = li,t−1 + bi,t−1 + αiei,t/st−m (3.23a)
bi,t = bi,t−1 + αiβiei,t/st−m (3.23b)

st = st−m + γ
N∑

i=1

wiei,t

li,t−1 + bi,t−1
(3.23c)

with ei,t = yi,t − (li,t−1 + bi,t−1)st−m. The minimal MSE method resulting
from this model has the following updating equations:

l̂i,t = αi
yi,t

ŝt−m
+ (1− αi)(l̂i,t−1 + b̂i,t−1) (3.24a)

b̂i,t = βi(l̂i,t − l̂i,t−1) + (1− βi)b̂i,t−1 (3.24b)

ŝt = γ
N∑

i=1

wiyi,t

l̂i,t−1 + b̂i,t−1

+ (1− γ)ŝt−m (3.24c)

A h-step ahead forecast for item i, made at time t, is given by ŷi,t(h) =
(l̂i,t +hb̂i,t)ŝt+h−m. To see why this model indeed yields these equations for
forecasts and updates of state variables, first consider the SSOE version of
the random walk plus noise model:

yt = lt−1 + εt (3.25a)
lt = lt−1 + αεt (3.25b)
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Solving the first equation for εt and substituting in the second one gives

lt = αyt + (1− α)lt−1 (3.26)

which can be further worked out to lt = (1−α)tl0+α
∑t−1

j=0(1−α)jyt−j . The
consecutive values of the lt are thus determined by a starting value l0 and
the observations y1, y2, . . . . This means that once we have an estimate for
l0, namely l̂0, subsequent estimates l̂1, l̂2, . . . can easily be computed every
period as new observations become available. In other words, an estimate
for lt can be computed by taking its conditional expectation, given the
choice of the starting value and parameters, and the observations:

l̂t = E(lt|l̂0, α, y1, . . . , yt) (3.27)

Since all necessary quantities are known, no actual expectation has to be
taken and l̂t can simply be computed using recursion (3.26). In this way,
we get minimum mean square error estimates of the lt’s, conditional on
l̂0. A minimum mean square error forecast is then obtained by taking the
conditional expectation of (3.25a), E(yt+h|l̂0, α, y1, . . . , yt) = l̂t.
This idea extends to the model for GSI. The error-correction form in
(3.23a)-(3.23c) is the equivalent of that for the random walk plus noise
model in (3.26). Again, once starting values l̂i,0, b̂i,0 and ŝ−m+1, . . . , ŝ0 have
been provided, subsequent estimates of li,t, bi,t and st can be calculated as
observations become available. The forecast function is equal to

E(yi,t+h|l̂i,0, b̂i,0, ŝ−m+1, . . . , ŝ0, α1i, α2i, α3, yi,1, . . . , yi,t) (3.28)

= (l̂i,t + hb̂i,t)ŝt+h−m

The initial states and the smoothing parameters can be estimated by for
example using a maximum likelihood approach, or by minimizing some
other criterion such as MSE.

3.3.5 Pooling seasonal estimates

The method (3.24a)-(3.24c) resulting from model (3.22a)-(3.22d) is a
generalization of the Holt-Winters procedure (3.11a)-(3.11d). The updating
equations for level and trend are the same as those for HW. The updating
equation for the seasonal component, however, makes use of all time series
i = 1, . . . , N . It updates the previous estimate ŝt−m by weighting it with a
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new estimate
∑N

i=1
wiyi,t

l̂i,t−1+b̂i,t−1
. This new estimate is a weighted average of

N estimates obtained from all time series independently. By pooling these
estimates using weights wi, the forecast accuracy can be improved.

The weights wi can be chosen to minimize forecast errors, measured by
for example MSE, or can be specified in a variety of other ways. For
example, taking wi = 1

N gives equal weight to all error terms and thus all
time series. Taking a simple average means all time series are considered to
have the same amount of noise and thus get the same smoothing parameter
γ 1

N . If this is not the case, highly variable series may corrupt the estimated
seasonal component. In general, noisier series should thus get lower weights.
The lower the relative noise εi,t, the higher the weight wi should be, and
thus also the higher the smoothing parameter γwi should be.

The variability of a time series can be measured by the variance of relative
noise, equal to V ar( ei,t

(li,t−1+bi,t−1)st−m
) = V ar(εi,t) = σ2

i , or by the coefficient
of variation of deseasonalized and detrended data, y′i,t = yi,t

(li,t−1+bi,t−1)st−m
,

equal to cvi =
√

V ar(1+εi,t)

E(1+εi,t)
= σi. Weights could thus be taken to be

wi = σ−1
i∑N

j=1 σ−1
j

or wi = σ−2
i∑N

j=1 σ−2
j

. When there is less noise, the weight will

then be higher.

A special case of the model arises when we make the weights time-dependent
and take them equal to the proportion of a time series in the aggregate times
series: wi,t = li,t−1+bi,t−1∑N

j=1(lj,t−1+bj,t−1)
. This results in the GSI-AGG method, with

the following updating equations:

l̂i,t = αi
yi,t

ŝt−m
+ (1− αi)(l̂i,t−1 + b̂i,t−1) (3.29a)

b̂i,t = βi(l̂i,t − l̂i,t−1) + (1− βi)b̂i,t−1 (3.29b)

ŝt = γ

∑N
i=1 yi,t∑N

j=1 l̂j,t−1 + b̂j,t−1

+ (1− γ)ŝt−m (3.29c)

This choice of weights gives equal weight to all time series in a simple
summation. In other words, seasonality is now estimated from aggregate
data, while level and trend are estimated from disaggregate data. One
problem with this model, however, is that it can become unstable since the
denominator of (3.29c) contains

∑N
j=1 l̂j,t−1 + b̂j,t−1, which could be (close

to) zero, causing st to have infinite variance.
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Since model (3.22a)-(3.22d) allows the weights to be chosen in a variety
of ways, it generalizes earlier GSI approaches. Dalhart (1974) computed
seasonal indices separately for all N time series and then averaged them to
get a composite estimate. This approach corresponds to setting wi = 1

N .
Withycombe (1989) computed the seasonal indices from aggregate data,
where demand was weighted by selling price per item pi. The rationale for
this is that we are more concerned with forecasts errors for higher valued
items. This approach corresponds to setting

wi,t =
pi(li,t−1 + bi,t−1)∑N

j=1 pj(lj,t−1 + bj,t−1)
(3.30)

giving seasonal updating equation

ŝt = γ

∑N
i=1 piyi,t∑N

j=1 pj(l̂j,t−1 + b̂j,t−1)
+ (1− γ)ŝt−m (3.31)

3.4 Model and method characteristics

The group seasonal indices approach is based on cross-sectional pooling
of time series. By pooling data, we aim to generate parameter estimates
from their joint data, in our case the estimates of the seasonal component.
The products are assumed to share the same multiplicative seasonality but
may vary with respect to their underlying levels and growth rates and the
amounts of noise. By pooling data on the same variable, we obtain multiple
observations per time unit, effectively enlarging the sample size. In this way,
we can obtain statistically efficient estimates, reducing estimation errors.
An advantage over Holt-Winters is that less historical data is needed to get
good estimates. Instead of using e.g., a ratio-to-moving-average procedure
on several years of data, we now only need one year, taken across several
series, to obtain estimates.

Problems can arise if the time series that are grouped are not expressed
in the same units of measurement. In practice, the unit of measurement
in which a series is recorded is often arbitrary. For example, sales can be
measured in terms of boxes of 10 items or boxes of 100 items. If some time
series would be expressed in different units, resulting in different weights
wi, this could obviously determine the quality of the forecasts. In this way,
the effect of a fast mover could be the same as that of a slow mover by
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expressing its demand differently. One way of avoiding these problems is
by expressing all time series in the same units, and assume that this is
always the case.

Another option is to ensure the model and method are unit-free and do
not have this problem. This means that the unit of measurement in which
the time series is expressed does not influence the outcome of the model
and method, in particular the seasonal equations of both the model (3.22d)
and the method (3.24c). These two equations contain the relative errors
(εi,t) or yi,t/(li,t−1 + bi,t−1) for all series, which are independent of the unit
of measurement. The weights wi, however, are not necessarily unit-free,
causing the equations to be dependent on the unit of measurement. For
example, wi,t = li,t−1+bi,t−1∑N

j=1(lj,t−1+bj,t−1)
or wi = pi∑N

j=1 pj
are dependent on the

unit of measurement of each of the series. On the other hand, wi,t =
pi(li,t−1+bi,t−1)∑N

j=1 pj(lj,t−1+bj,t−1)
, wi = 1

N , wi = σ−1
i∑N

j=1 σ−1
j

or wi = σ−2
i∑N

j=1 σ−2
j

are unit-free

weights. The latter two are unit-free since they depend on the relative
errors.

If we choose to express all time series in the same units of measurement, we
should decide what the right unit of measurement is. However, it may not
be clear what the correct unit of measurement is. For example, demand can
be expressed in terms of single items, turnover, or packing sizes. For some
products this decision is more straightforward than for others. Therefore,
the right way of normalizing is a context-specific question where domain
knowledge should be used.

GSI-AGG is a special case of the GSI approach. By aggregating the data,
it aims to reduce noise by virtue of cancelation of random components.
By simply adding up the time series as an unweighted sum, items with
larger demands, and thus with larger amounts of noise, get higher weights.
If we assume that total noise consists of random noise and substitution
effects, this variant can reduce noise due to substitution effects if these
are present. Substitution effects are measured in absolute terms and are
always additive. By taking a weighted average of seasonal components
instead of aggregating the data itself, these effects would disappear. Using
wi,t = li,t−1+bi,t−1∑N

j=1(lj,t−1+bj,t−1)
results in the following form of equation (3.22d)

for the seasonal component:

st = st−m + γst−m

∑N
i=1(li,t−1 + bi,t−1)st−mεi,t∑N

j=1(lj,t−1 + bj,t−1)st−m

(3.32)
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showing that this variant aggregates the absolute error terms (li,t−1 +
bi,t−1)st−mεi,t from the observation equation (3.22a).

To illustrate this, consider a case with two items, a fast moving item and a
slow moving item. In practice, slow moving items usually have a relatively
large amount of noise compared to fast moving items. Figure 3.1 gives an
example of two such series.

time

de
m

an
d

Figure 3.1: Example of demand patterns for a slow moving and a fast
moving item

Since the noise of the slow moving item is small in absolute sense, but
relatively large compared to the noise of the fast moving item, this would
lead to a small value of the weight wi. In the GSI method with general
weights, the slow moving item would thus have a small influence on the
group seasonal pattern. However, in this method substitution effects (which
are in absolute terms) would not cancel out.

By aggregating their demands in GSI-AGG, the fast mover (with relatively
little noise, or a low coefficient of variation) helps to get a better estimate of
seasonality for the slow mover (with a relatively large amount of noise, or a
high coefficient of variation). Since the fast mover (and its noise process) is
given a large weight in the estimate of the seasonal pattern, the seasonality
estimate for the slow mover is improved. At the same time, the slow mover
helps to reduce the noise at the aggregate level and improve the seasonal
estimate, from which the fast mover benefits as well (but probably less than
the slow mover).
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Since all series are linearly aggregated, this approach also requires that
all items are expressed in the same units of measurement. An important
consideration relates to the substitution effects. For example, sales of soft
drinks (available in small and large bottles) can be expressed in terms
of bottles or in litres, depending on how these products are thought to
substitute each others demand.

In Chapter 4 we conduct a detailed simulation experiment in which we
compare the forecast quality of the GSI and GSI-AGG methods.

3.5 Summary

In this Chapter, we further developed the group seasonal indices method
from Chapter 1 and found an underlying model for this method. We started
with the objective of finding an underlying model for the aggregation
procedure from Chapter 1. This method is an extension of the classical
Holt-Winters method. We learned that finding an underlying model for
the aggregation method leads to models that have some shortcomings from
a statistical perspective or are simply not consistent (see Section 3.3.3).
There is thus no underlying model that naturally leads to the aggregation
method from Chapter 1. By considering single source of error (SSOE) state
space models, it turned out to be possible to find a natural combination
of underlying model and associated optimal method. The method we
found not only generalizes Holt-Winters, it also generalizes the method
from Chapter 1. Therefore, from now on, we restrict ourselves to methods
based on SSOE models. That is, we consider the Holt-Winters method in
equations (3.10a) - (3.10c), the GSI method in equations (3.24a)-(3.24c),
and its aggregation variant GSI-AGG in equations (3.29a)-(3.29c).

In the next chapter, we compare these methods using an extensive
simulation study. With this study, we determine in which situations GSI
gives more accurate forecasts than Holt-Winters. In Chapter 5, we return
to empirical data, and relate the results from the simulation study to the
data from Chapter 1.



Chapter 4

Simulation study

Part of the content of this chapter appears in Ouwehand et al. (2006)

4.1 Introduction

In this chapter, we describe a simulation study that investigates the
properties of the GSI method. Although the empirical studies presented
in Section 1.4 provide a comparison between GSI and HW, the results are
specific to the dataset used and thus resulted in a number of hypotheses on
the GSI method in general. Furthermore, with the derivation of a model
in the previous chapter, the GSI approach has been generalized. With
this simulation study we also generalize the earlier results and test the
hypotheses from Section 1.4.7.

The reason for carrying out a simulation study is that obtaining analytical
expressions for forecast accuracy and prediction intervals has proven to
be difficult. Derivation of exact expressions like those that exist for
Holt-Winters (Hyndman et al., 2005) becomes mathematically intractable.
Approximations like in Koehler et al. (2001), on the other hand, assume
that the estimation errors are equal to zero. Under this assumption, the GSI
model yields the same expressions as for HW. But, even if we were able to
derive formulae for the accuracy of GSI, obtaining formulae for the accuracy
of HW would be non-trivial. We would have to consider the accuracy of
HW applied to the same data process as the process for which GSI is

61
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optimal, described by the model from the previous chapter. Because of
this complexity, simulations are a good alternative to compare the forecast
accuracy of both methods. Another reasons for using simulation is that
mathematical expressions are usually based on the forecast error variance.
However, as described in Section 4.5.2, measures based on squared forecast
errors are susceptible to outliers, and for this reason we propose alternative
error measures. Evaluating these analytically is not possible. We compare
the accuracy of both methods, and determine when GSI is more accurate
than HW. In addition, we establish how the forecast accuracy of GSI
depends on parameter settings and time series characteristics. The latter
is done by carrying out a regression analysis on the simulation results.

This chapter begins by defining the objectives of the study (Section 4.2),
followed by a description of parameter settings and data sampling (4.3).
Next, the estimation procedures (4.4) and accuracy measurement (4.5) are
detailed out, followed by the results of the experiments conducted and
analysis thereof (4.6), as well as a test of the hypotheses from Chapter 1
(4.7). In Section 4.8 we show some simulation results that compare the
classical Holt-Winters procedure with the procedure based on an SSOE
model, as discussed in Section 3.3.2.

4.2 Purpose of simulation

We are interested in determining in which situations the GSI method is
more accurate than HW and when we can expect a substantial accuracy
improvement on HW. In Section 4.5.2 we present two accuracy measures
that are used to evaluate the simulation results. For now, let ΘGSI and
ΘHW define generic accuracy measures for GSI and HW, respectively, such
as MSE (i.e., a lower value means higher accuracy). We then have the
following objectives for this simulation study:

1. Determine when GSI is more accurate than HW

Let the relative accuracy be defined by

ΘGSI
HW =

ΘGSI

ΘHW
(4.1)

We are interested in determining the combinations of parameter
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values such that GSI yields accuracy improvement over HW, or

ΘGSI
HW < 1 (4.2)

By systematically varying parameter values, we can determine
parameter combinations under which the GSI procedure is more
accurate than HW. Since we expect that improvement of GSI over
HW depends on the extent of similarity of seasonal patterns and
on the properties of the noise processes, we specifically look at two
parameters describing these characteristics.

2. Determine the improvement potential

Besides finding the accuracy improvement of GSI under various
parameter settings, we want to determine when the accuracy
improvement over HW is the largest, or in other words, under which
data characteristics and for which types of forecasts GSI is most
suitable. If φ = (φ1, . . . , φP ) represent the levels of a set of P
forecasting and model parameters (such as forecast horizon, amount
of noise, or extent of dissimilarity of seasonal patterns), this means
we want to obtain an estimate of

argmin(φ1,...,φP )Θ
GSI
HW (4.3)

3. Find how the improvement over HW depends on parameter settings

The relative accuracy of GSI compared to HW (ΘGSI
HW ) obviously

depends on both model and forecasting parameters. We investigate
this dependence by carrying out a regression of the accuracy measure
on the parameters to see if there is a relationship between parameter
values and forecast accuracy:

ΘGSI
HW = θ0 + θ1φ1 + θ2φ2 + θ3φ3 + · · ·+ θpφP + ξ (4.4)

where φ1, . . . , φP represent the levels of the parameters and θ1, . . . , θP

their coefficients. In this way, we can determine which parameters
have the largest influence on the results.

The above leads to a characterization of when GSI improves on HW and
gives the expected accuracy of both methods under different parameters
settings. Together, this determines the situations in which GSI is a better
alternative than HW. For these results we formulated hypotheses in Section
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1.4.7 based on our empirical findings that we test using the simulation
results. Below, we give a more precise definition of each hypothesis.

1. The improvement of GSI over HW depends on the variation among the
seasonal patterns relative to the random variation

The difference between GSI and HW lies in the existence of a common
seasonal pattern. The model underlying GSI assumes that all component
time series share exactly the same seasonal pattern. If these seasonal
patterns are not identical, GSI will no longer be optimal, and HW may
give more accurate forecasts. Dissimilarity in seasonal patterns is modeled
by letting the seasonal patterns of each of the time series i = 1, . . . , N have
a deviation di,t from the common pattern. Let st be the group seasonal
index for period t and si,t the seasonal index for time series i at time t.
In the simulations, we generate data from model (3.22a)-(3.22d), where all
time series do not share common seasonal indices,

st = st−m + γst−m

N∑
i=1

wiεi,t (4.5)

but now have a deviation di,t, so that the seasonal indices are slightly
different for each series:

si,t = st−m + γst−m

N∑
i=1

wiεi,t + di,t (4.6)

The deviations di,t are assumed to be deterministic and periodic, i.e.
di,t+m = di,t. In this way, the extent of dissimilarity remains the same
over time and is not affected by the noise processes. In this simulation
study we derive bounds on the magnitude of di,t for various parameter
settings under which GSI is preferred to HW.

Although the di,t are deterministic, we assume they are initially drawn from
a normal distribution. If we draw the di,t from a normal distribution with
mean zero and standard deviation σd, then about 95% of seasonal indices
si,t should be in the interval (st − 2σd, st + 2σd). The value of σd thus
determines a bandwidth within which the seasonal indices of all series in
the group lie. Figure 4.1 gives an illustration of this. Although there are
several seasonal patterns that are not the same, most of the seasonal indices
in this figure are within the interval (st − 2σd, st + 2σd).
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Figure 4.1: Illustration of dissimilarity in seasonal patterns

We let σd denote the standard deviation of the di,t and σmax the maximum
of the standard deviations of the noise processes εi,t, i.e. σmax = max(σi).
If the accuracy of GSI relative to that of HW depends on the variation
among the seasonal patterns relative to the random variation, hypothesis
1 can more precisely be defined as

for
σd

σmax
<

σ′
d

σ′
max

: ΘGSI
HW (

σd

σmax
) < ΘGSI′

HW (
σ′

d

σ′
max

) (4.7)

which states that if the variation among seasonal patterns relative to the
random component is larger, also the relative accuracy measure has a larger
value. In other words, there is a positive dependence between σd

σmax
and

ΘGSI
HW .

2. GSI improves on the accuracy of HW especially for limited historical
data

We hypothesize that the relative improvement of GSI over HW is larger
when smaller amounts of historical data are available. If we let T denote
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the amount of historical data available, then this can be defined as

for T < T ′ : ΘGSI
HW (T ) < ΘGSI′

HW (T ′) (4.8)

3. GSI is a robust method

We consider two definitions of robustness. Firstly, a method is robust if
it is not too much affected by departures from its assumptions. For GSI,
this means that the accuracy ΘGSI should be insensitive to deviations from
the underlying model. In particular, we consider the presence of different
seasonal patterns instead of identical patterns. Secondly, a robust method
downweights the effect of extreme observations (Chatfield, 2000). GSI is
thus more robust than HW if it is less sensitive to outliers. For this,
we consider whether the accuracy measures of one method shows more
variation than that of the other method, in particular under large amounts
of noise.

4. Negative correlations help GSI to improve on HW

Let ρ define the correlation between the random components of two series.
Then this hypothesis says that GSI performs better for negative ρ compared
to positive ρ, and is specified by

for ρ < 0, ρ′ > 0 : ΘGSI
HW (ρ) < ΘGSI′

HW (ρ′) (4.9)

Since it does not generate much insight to consider a full correlation matrix,
we will look at groups of 2 time series and specify correlations to test this
hypothesis.

5. The aggregation variant of GSI eliminates additional noise

In addition to the hypotheses from section 1.4.7, we examine one further
hypothesis. In the simulations, the weights wi in GSI method are chosen to
be fixed and equal to σ−2

i∑N
j=1 σ−2

j

, as argued in Chapter 3. Other options have

disadvantages such as giving equal weight to all time series, or possible
division by zero. This option gives lower weight to noisier time series.
The approach with weights generalizes the method from Section 1.4, which
aggregates the time series to obtain better estimates, and this earlier
method is now a special case with weights equal to wi,t = li,t−1+bi,t−1∑N

j=1(lj,t−1+bj,t−1)
.
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Since this GSI variant adds up the time series themselves, it may eliminate
additional noise such as that due to substitution effects. These are additive
effects after all. We are thus interested in comparing the aggregation variant
of the GSI method with the standard GSI method, by comparing data
that contains substitution effects and data that does not. The question is
whether

ΘGSI

(
wi,t =

li,t−1 + bi,t−1∑N
j=1(lj,t−1 + bj,t−1)

)
< ΘGSI

(
wi =

σ−2
i∑N

j=1 σ−2
j

)
(4.10)

4.3 Parameter settings and data simulation

The model developed in the previous chapter allows random simulation
of data for which the GSI method is optimal. To investigate the above
objectives, data is simulated from a slightly modified model:

yi,t = (li,t−1 + bi,t−1)st−mvi,t (4.11a)
li,t = (li,t−1 + bi,t−1)(1 + αi(vi,t − 1)) (4.11b)
bi,t = bi,t−1 + (li,t−1 + bi,t−1)αiβi(vi,t − 1) (4.11c)

st = st−m + γst−m

N∑
i=1

wi(vi,t − 1) + di,t (4.11d)

Firstly, this model replaces 1 + εi,t by vi,t. In model (3.22a)-(3.22d), the
disturbances are assumed to be normally distributed. Since errors are
multiplicative, this could result in negative time series values . Therefore,
we use vi,t ∼ Γ(a, b) with a = 1/b and b = σ2

i , so that vi,t has mean
ab = 1 and variance ab2 = σ2

i . Although this reduces the probability of
yi,t becoming negative or problems due to division by zero, these can still
occur if li,t + bi,t ≤ 0. If this happens, li,t + bi,t is truncated and set equal
to a small number.

Secondly, this model introduces deviations from the common seasonal
pattern, as discussed above. For di,t = 0, the equations of this model,
when put in error-correction form, show equivalence with the GSI method
(and with HW for N = 1). In order to generate simulated data, seed values
li,0, bi,0 and s0, . . . , s−m+1 are specified, after which data from the model
is generated for t = 1, . . . , T .
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In the simulations, data processes and types of forecasts are varied. Below,
we discuss the corresponding model and forecast parameter settings. All
parameter settings are summarized in Tables 4.1 and 4.2. Many parameters
are only scale parameters and thus their actual settings are not important.
Their values relative to that of others are relevant. More precisely, the
results are determined by the amount of noise relative to the underlying
pattern. This determines the quality of the estimates and thus of the
forecasts. For example, the value of the level li,t of a time series is not
relevant on its own, but the ratio between εi,t and li,t is. The same applies
for the settings of other parameters and will be discussed below.

This allows for a reduction in the number of parameters to be considered,
resulting in 1600 remaining combinations of parameter settings that are
examined. Some parameters are varied systematically on a grid of values.
Other parameters are varied randomly on a continuous interval (parameters
are randomly drawn from this interval). This is done if the number
of parameters that have to be specified is too large to vary them in a
systematic way. For some parameters that are varied randomly, the interval
from which they are drawn is varied systematically.

Periodicity

We only consider twelve seasonal periods (m = 12), corresponding to
monthly time buckets. When there are more seasonal periods, e.g.,
when m = 52 periods, GSI could have a potentially larger benefit, since
estimation is then more difficult or more data is needed. Since this is thus
mainly dependent on the amount of historical data (T ) and the amount of
noise relative to m, we will take m fixed and vary T and the variance of
the disturbances.

Length of historical data

We consider 4m and 6m periods of historical data. In each case a hold-out
sample of 1 year is used. This means that 3m and 5m periods remain for
estimation, i.e. obtaining estimates of smoothing parameters and initial
states. The estimation procedures are discussed in Section 4.4.

Group size

In order to get a wide range of clearly different group sizes, we take N ∈
{2, 4, 8, 16, 32}.
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Table 4.1: Parameters that remain fixed

Parameter Description Level
m Number of seasons 12
l1,0 Initial level of first item 100
cmax Maximum initial trend 0.008
s{−m+1,...,0} Initial seasonal pattern Sinusoid
A Amplitude of seasonal pattern 0.2

Table 4.2: Levels at which parameters are varied

Parameter Description Level
Time series
T Length of historical data 4m, 6m
rmax 1, 4
ri Ratio between li,0 and l1,0 ∈ [1, rmax]
ci Ratio between bi,0 and li,0 ∈ [−cmax, cmax]
αi ∈ [0, 1]
βi ∈ [0, 1]
γ ∈ [0, 1]
wi Weights ∈ [0, 1]
σ2

i Variance of noise ∈ [0, σ2
max]

σmax 0.01, 0.03, 0.05, 0.07

Product groups
N Number of items in group 2, 4, 8, 16, 32
σd Dissimilarity in 0, 0.01, 0.03, 0.05, 0.07

seasonal patterns

Forecasting
h Forecast horizon 1, 4, 8, 12
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Level and trend

The starting values of the time series are normalized by setting the level
of the first time series equal to li=1,t=0 = 100. The levels of the other
series are set by specifying the ratio between the initial level li,0 of item
i and that of the first item: ri = li,0

l1,0
. The ri are randomly drawn from

[1, rmax] and used to set li,0 = ril1,0. The ratios are used for initial values
when generating data. However, the levels evolve according to random
walk processes, as well as due to trends. Especially under large amounts of
noise or if trends move in opposite directions, the actual ratios may thus
deviate from the ri. For our regression analyses, we will therefore use an
average ratio: r′i = (ri + li,T

l1,T
)/2. Besides, to avoid using all the ri’s in a

regression, we will summarize the group by regressing on µr and σ2
r , which

characterize the mean of r′i and its variation among the group of items.

The initial growth rate bi,0 is set by randomly drawing ci ∈ [−cmax, cmax]
and setting bi,0 = cili,0, so that we end up with a initial trend between
−cmax · m · 100% and cmax · m · 100% annually. Taking cmax = 0.008
and m = 12, this gives an initial trend between approximately −10% and
+10%. Only this value of cmax is considered since the performance of GSI
does not depend on the trend, but on the amount of noise to which the
trend is subject. Since the trend development is incorporated in the level,
the trends are not used in the regression. The parameters αi and βi are
drawn randomly from (0, 1). Once they are drawn, they are summarized
for regression purposes by computing the proportion of each parameters
in the intervals (0, 0.33), (0.33, 0.67) or (0.67, 1), denoted by α0.33

0 , α0.67
0.33,

α1.00
0.67, β0.33

0 , β0.67
0.33 and β1.00

0.67 .

Seasonal patterns

The model does not make an assumption on the shape of the seasonal
pattern. In practice, however, the specific shape of this component
can have an effect on the accuracy of the GSI method. The choice of
estimation procedure and the amount of noise relative to the seasonal
pattern determine how difficult it is to estimate. Although the performance
of the GSI method can thus depend on type of pattern, we assume that its
influence is only minor. Therefore, we consider a single and fixed initial
seasonal pattern {ŝ−m+1, . . . , ŝ0}, with sj−m = 1 + A · sin(2πj/m) for
j = 1, . . . ,m and with A = 0.2. The smoothing parameter γ is drawn
randomly from (0, 1). The dissimilarity in seasonal patterns (see Section
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4.2) is modeled via parameters di,t, which are drawn from N(0, σ2
d). Thus,

σ2
d determines the bandwidth within which all seasonal patterns of the

group lie and therefore the extent of dissimilarity. If σ2
d = 0 the seasonal

patterns are identical.

Weights

For data that is simulated, w′
i are drawn randomly from [0, 1] and then

normalized by taking wi = w′
i∑N

i=1 w′
i

, so that
∑N

i=1 wi = 1. Taking weights

from one of the options mentioned under hypothesis 5 would mean that we
would influence the outcomes. In this way we ensure randomness of the
data. In the GSI method, weights wi are chosen to be fixed and equal to

σ−2
i∑N

j=1 σ−2
j

, as argued in Chapter 3.

Noise

The values of level, trend and seasonals themselves are not so important.
Again, the amount of noise relative to the variation in underlying time series
components is more relevant, or, in other words, the signal-to-noise ratio.
We will thus choose noise variances (σ2

i ) based on the coefficient of variation
of the time series. The coefficient of variation of deseasonalized and
detrended data, y′i,t = yi,t

(li,t−1+bi,t−1)st−m
, is equal to cvi =

√
V ar(vi,t)

E(vi,t)
= σi

The noisiness of series is determined by the noise process in combination
with parameters α, β and γ. These determine the signal-to-noise ratios for
the level, trend and seasonals. The value of cvi above gives information
on the volatility of the time series under perfect information about the
trend-seasonal cycle, but cvi in combination with parameters α, β and γ
determines the total variation in the series.

Forecast horizon

For all simulations, point forecasts will be made for h = 1, 4, 8 and 12 steps
ahead.
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4.4 Estimation

Before we can make forecasts, we need estimates for initial values li,0,
bi,0 and s−m+1, . . . , s0, and for parameters αi, βi, γ and wi. These
can be obtained by maximizing the conditional likelihood function or by
minimizing some criterion that measures forecast errors such as the MSE.
In Hyndman et al. (2002) several estimation methods were compared for
fitting exponential smoothing state space models on data from the M3-
competition, and minimizing the MSE was found on average to result in
slightly more accurate forecasts than maximizing the likelihood. Although
these ways of obtaining estimates may be feasible approaches for simpler
models like the model underlying HW, the GSI model contains many
parameters, and thus finding optimal values in such a high dimensional
(m + 1 + 5N dimensions) parameter space may be very time-consuming.

Instead of finding optimal estimates for all parameters and initial states
by a nonlinear optimization algorithm, we use a two-stage procedure and
first obtain initial estimates of the states and then optimize the smoothing
parameters. This is a common procedure for exponential smoothing
methods (and was used in our earlier experiments in Section 1.4). This
means that the smoothing parameters are optimized conditional on the
values of the initial states. However, Makridakis and Hibon (1991) found
that forecast accuracy is quite insensitive to initial values and the loss
function used for fitting parameters. Although the exponential smoothing
methods under consideration were simpler than those studied here, we
assume this conclusion to hold more generally if the run-in period is long
enough before the forecast error is measured.

The two-step heuristic solution divides the historical data (T periods) into
three sections: an initialization period (I), an optimization period (O),
and a hold-out sample (H), with T = I + O + H. Heuristic estimates
for initial states are obtained using sample I, and a nonlinear optimization
algorithm is used to find optimal parameter settings over sample O. We use
2m periods for obtaining initial estimates and so 1m and 3m (for T = 4m
and T = 6m respectively) periods remain for estimating the smoothing
parameters.

Classical decomposition by ratio-to-moving-averages (RTMA) is used to
obtain estimates for l0, b0 and s−m+1, . . . , s0. Assuming that a time series yt

consists of a trend component (TRt, including level), a seasonal component
(St) and an irregular component (Et), the multiplicative decomposition
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model is yt = TCt · St · Et. The ratio-to-moving averages procedure then
consists of the following steps:

1. Compute centered moving averages of order m through the
initialization period I to estimate the trend-cycle. Denote this by
TCt, t = m/2 + 1, . . . , I −m/2.

2. Detrend the data by taking yt/TCt (which then corresponds to an
estimate of St · Et), and average the estimates for each season to
eliminate noise, so that we get m seasonal estimates. Normalize
these indices so they add to m, resulting in estimates ŝ−m+1, . . . , ŝ0

(corresponding to an estimate of St).

3. Deseasonalize the data using the above seasonal estimates
(corresponding to an estimate of TCt ·Et) and compute a linear trend
by fitting a simple regression line, in order to obtain l̂0 and b̂0.

For HW, we apply this procedure to each time series separately. For
GSI-AGG (GSI with aggregation of the time series, i.e. with weights
wi,t = li,t−1+bi,t−1∑N

j=1(lj,t−1+bj,t−1)
) we obtain seasonal estimates from the aggregate

time series and level and trend from each time series separately. For
the general GSI method, however, we also need estimates of the wi. In
the forecasting method, we will use weights equal to ŵi = σ̂−2

i∑N
j=1 σ̂−2

j

. To

estimate the σ̂2
i , we fit a SSOE HW model to each time series separately,

by applying the corresponding HW method. Although this method is
not optimal if we assume the data follows the model underlying GSI, it
still gives reasonably good estimates of εi,t. These fitted errors can be
calculated using the smoothed state estimates and the observation equation:
ε̂i,t = yi,t−(l̂i,t−b̂i,t)ŝt−m

(l̂i,t−b̂i,t)ŝt−m
. This gives the following estimate for σ2

i :

σ̂2
i =

∑T
t=1 ε̂ 2

i,t

T − 3
=

∑T
t=1

(
yi,t−(l̂i,t−1+b̂i,t−1)ŝt−m

(l̂i,t−1+b̂i,t−1)ŝt−m

)2

T − 3
(4.12)

Since we can only use sample I for fitting the HW model, T = I in this case.
We use [T-number of smoothing parameters] in the divisor, as suggested by
Bowerman et al. (2005). Next, since the GSI model assumes the seasonal
component is common to all time series, we use the estimates of wi to
find initial estimates of the common seasonal pattern by computing ŝk =∑N

i=1 ŵiŝi,k for k = −m + 1, . . . , 0.
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After obtaining estimates for the initial states, each forecasting algorithm
is run over I and O, so that the impact of poor initial estimates is offset
during period I. The MSE is then calculated and minimized over period
O, by applying a nonlinear optimization algorithm. The same smoothing
parameters are used throughout both I and O, but only measured over
O. The starting values of the smoothing parameters are all taken to
be 0.5. Furthermore, they are constrained to 0 ≤ αi, βi, γ ≤ 1. Since
for GSI and GSI-AGG all time series are interrelated via the common
seasonality equation, the sum of MSE’s is minimized, while for HW the
MSE is optimized for each time series separately.

In summary, we have the following steps:

HW

1. Apply RTMA over I to obtain initial state estimates l̂0, b̂0 and
ŝ−m+1, . . . , ŝ0

2. Make forecasts from t = 0 onwards. Measure MSE and optimize α,
β and γ simultaneously over O.

GSI

1. (a) Fit a HW model for each item to obtain σ̂2
i , and compute the

ŵi = σ̂−2
i∑N

j=1 σ̂−2
j

(b) Apply RTMA over I for each item separately to obtain seasonal
estimates ŝi,−m+1, . . . , ŝi,0

(c) Compute the group seasonal indices as ŝk =
∑N

i=1 ŵisi,k for
k = −m + 1, . . . , 0

(d) Deseasonalize individual time series and run a linear regression
to obtain l̂i,0 and b̂i,0

2. Make forecasts from t = 0 onwards. Measure MSE and optimize αi,
βi and γ over O.
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GSI-AGG

1. (a) Apply RTMA over I at the aggregate level to obtain seasonal
estimates

(b) Deseasonalize individual time series and run a linear regression
to obtain l̂i,0 and b̂i,0

2. Same as for GSI

We normalize the seasonal indices after each update of the estimates, as
argued in Archibald and Koehler (2003). Although the model does not
make such an assumption on the seasonal indices, their interpretation would
be lost if they do no longer sum up to m. In that case, after successive
updating, (li,t + bi,t)st−m could have a reasonable value, but, for example,
with li,t−1 + bi,t−1 extremely large and st close to zero, or vice versa.

4.5 Evaluation and accuracy measurement

4.5.1 Evaluation

In general, an evaluation of forecasting methods by means of out-of-
sample testing should preferably satisfy the characteristics of adequacy
and diversity (Tashman, 2000). The former means that enough forecasts
should be made at each forecast horizon. Forecasts made from a single
origin can be sensitive to occurrences specific to that forecast origin, so
it should be adjusted to produce forecasts from multiple origins. Only
if data were stationary this would not be a big concern (Fildes, 1992).
By letting exponential smoothing algorithms run through the data and
making forecasts from each consecutive origin, this problem is solved.
But even with a rolling origin, the accuracy measures are sensitive to
specific phases of the available data. The latter characteristic thus refers
to attaining cyclical diversity in order to avoid this sensitivity. If enough
data is available, several sections should be used as hold-out sample. Using
multiple time series also achieves this goal, as well as the former. Running
a simulation with many replications for different time series thus satisfies
both requirements.
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Number of replications

For each combination of parameter settings, multiple replications are
carried out. The number of replications per combination is determined
by statistical precision, based on confidence intervals. For example, for
GSI, an approximate 95% confidence interval for µΘ = E(ΘGSI), based on
k replications, is given by

Θ̄GSI(k)± tk−1,0.975

√
S2(k)

k
(4.13)

where Θ̄GSI(k) = 1
k

∑k
j=1 ΘGSI,j , with ΘGSI,j the accuracy of GSI on the

jth replication. The sample variance is given by S2(k) =
∑k

j=1(ΘGSI,j −
Θ̄GSI(k))2/k − 1. The number of replications that has to be made is
determined by the following procedure, specified in Law and Kelton (1991).

If we let δ denote the relative error of Θ̄GSI(k), given by δ = |Θ̄GSI(k) −
µΘ|/|µΘ|, then this error can be estimated by tk−1,0.975

√
S2(k)

k /|Θ̄GSI(k)|.
Replications are carried out until this quantity falls below δ. Then,
|Θ̄GSI(k)| has a relative error of at most δ/(1 − δ) with a probability
of approximately 0.95. We take δ = 0.09, so that δ/(1 − δ) ≈ 0.1.
Since accuracy measures are computed for several forecasting methods, we
continue making replications until all measures have a relative error of at
most δ.

Instead of generating a new time series for each replication, we only generate
a new hold-out sample. In other words, the historical data remains the
same, but a new future sample path is simulated. In this way, we can
reduce simulation time, since estimation only has to be done once. To
avoid the results being dependent on only a single set of historical data, we
repeat this 50 times. For each case we continue replicating until the desired
precision or the maximum number of iterations is reached. A minimum of
10 replications is carried out, and a maximum of 200.

Table 4.3 presents some descriptive statistics for the simulations. It
shows i) the percentage of the cases were less than the maximum of 200
replications were necessary to reach the desired precision of 0.95 for the
confidence intervals, ii) the average number of replications needed, and iii)
the minimum precision attained if the maximum number of replications
was reached. It is apparent that as the number of time series per group
(N) increases, less replications are needed to attain a high precision. The
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reason is that for larger groups, accuracy measures are averaged over more
time series, and are thus less sensitive to a few irregular time series.

Table 4.3: Descriptive statistics for simulations

N % cases < 200 repl. Av. nr. repl. Min. precision
2 99.5 % 38.3 0.93
4 99.9 % 27.2 0.95
8 99.9 % 20.2 0.91
16 100 % 16.3 0.95
32 100 % 12.6 0.95

4.5.2 Accuracy measures

A suitable accuracy measure for comparing the forecasting methods in this
study should satisfy several requirements. Firstly, it should be adequate
from a computational perspective. Secondly, it should be appropriate for
our operational context. That is, we are interested in a loss function where
the scale of each of the time series is important, and that is relevant to
the use of forecasts in operational decision making. We assume that it is
used only for series that are not lumpy or intermittent. Thirdly, we want
to compare the accuracy of several methods across a number of time series,
which means that forecast accuracy must be summarized over all these
series.

From a computational perspective, we want a measure that is insensitive
to outliers, negative or (close to) zero values. For these reasons, many
measures of accuracy for univariate forecasts are inadequate, since they
may be infinite, skewed or undefined, and can produce misleading results
(Makridakis and Hibon, 1995; Hyndman and Koehler, 2005). Even the
most common measures have drawbacks.

Scale-free measures based on percentage errors (et/yt · 100%) such as the
MAPE are easy to interpret but have the disadvantage of being sensitive
to division by (close to) zero values of yt.

Measures based on relative errors (rt = et/eb,t, with eb,t the error of a
benchmark method) are also sensitive to division by zero since eb,t can be
small. However, Armstrong and Collopy (1992) recommended the use of
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relative absolute errors, |rt|, especially the geometric mean or median of
|rt|, and also Fildes (1992) showed they have good properties.

Relative measures (such as RelMAD = MAD/MADb with MADb the
MAD of a benchmark method) do not have these problems and have the
advantage of being interpretable. They require several forecasts on the
same series to enable a MAD to be computed, but this is not a problem in
our study.

Scale-dependent measures such as MAD and MSE are suitable for
comparing different methods on the same set of data, but can not be used
to compare a single method on several data sets that have different scales.
Besides, the MSE is sensitive to outliers.

In an operational context such as in inventory control and production
planning, the size of the forecast errors determines the customer service
level. In this respect, the MSE is a relevant measure as a large error is
much less desirable than two smaller ones whose sum is the same as the
large error. The MSE is also used for determining safety stock levels, which
are set in order to provide a certain level of service to customers. Total
safety stock investment depends on the standard deviation of forecast errors
and is equal to k

∑N
i=1 viσi, with k the safety factor, vi the unit value, and

σi the standard deviation of the forecast error over the replenishment lead
time.

The true value of this standard deviation is equal to
√

true MSE and the
RMSE calculated from the sample data is thus a reasonable estimate
(Silver et al., 1998). Besides, the RMSE is at the same scale as the
data, and appropriate from a theoretical perspective (since the procedures
studied minimize the MSE for their underlying models). However, MSE
and RMSE are sensitive to outliers. The MAD is a substitute for
RMSE that is less sensitive to outliers. For normally distributed errors
σ =

√
π/2 (true MAD) ≈ 1.25 (true MAD) so that σ can be estimated by

1.25 MAD (Silver et al., 1998).

In order to summarize over all time series, we should decide whether we
want to give more weight to certain time series (such as fast moving items)
or giving equal weight to all time series. Although the MAD is less affected
by outliers than the MSE (and is on the same scale as the data), both∑N

i=1 MAD and
∑N

i=1 MSE are still strongly influenced by forecast errors
of fast moving items since it is scale dependent. Scale dependence can be
a severe weakness in an error measure averaged across different series since
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the unit of measurement in which a series is expressed can influence the
relative rankings of different forecasting methods, which can be dominated
by a few series (Chatfield, 1988; Fildes, 1992).

Based on the above considerations, we opt for the use of the following two
accuracy measures. Assume that historical data is available for periods
t = 1, . . . , T , and that forecasts are made for t = T + j, j = 1, . . . ,H,
with H the length of the hold-out sample. Based on an evaluation of
all common types of accuracy measures, Hyndman and Koehler (2005)
advocates the use of scaled errors, where the error is scaled based on the
in-sample MAD from a benchmark method. If we take the Näıve method
(see e.g., Makridakis et al., 1998) as a benchmark, the scaled error is defined
as

qi,t =
yi,t − ŷi,t

1
T−1

∑T
t=2 |yi,t − yi,t−1|

(4.14)

with yi,t the time series value and ŷi,t its forecast. The Mean Absolute
Scaled Error is then simply the mean of |qi,t|. In our case we take the mean
over the hold-out sample and over all time series:

MASE =
1
N

N∑
i=1

1
H

T+H∑
t=T+1

|qi,t| =
1
N

N∑
i=1

MADi

MADb,i
(4.15)

with MADi the MAD of time series i and MADb,i the MAD of the
benchmark method for time series i. Hyndman and Koehler (2005)
recommends using the MASE for comparing accuracy across multiple time
series, since it resolves all arithmetic issues mentioned above and is thus
suitable for all situations. However, it does take away the scale of the data.
Especially in our operational context, we would like to give more weight
to certain time series. Therefore, we also suggest an alternative measure,
based on

RelMADi =
MADi

MADb,i
(4.16)

with MADb,i the MAD of the out-of-sample Näıve method. To summarize
over all time series, we define the Relative Sum of MAD’s:

RelSMAD =
∑N

i=1 MADi∑N
i=1 MADb,i

(4.17)

Another advantage of this measure is its interpretability. Both methods are
compared on the same sample, so that when RelMAD < 1, a method is
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more accurate than its benchmark. When RelMAD > 1, it is less accurate.
The MASE does not have this interpretation for nonstationary time series.
However, the RelSMAD assumes that all time series are on the same scale.
Therefore, we will use these two measures simultaneously. Summarizing,
these two measures satisfy the requirements with respect to the choice of the
loss function, are appropriate from an operational context, and summarize
across the time series.

4.6 Experiments and results

We are interested in comparing the accuracy of the GSI method with that
of the HW method. GSI generalizes HW and is intended to be used in
the same situations where HW is now used in practice. We determine the
effects of each of the parameters by first looking at the simulation results
for each of the parameters separately and then carrying out a regression
analysis of the results. The simulations consist of the following steps:

1. Compare the accuracy of GSI and HW for various levels of each of
the parameters.

2. Determine for which parameter settings the accuracy improvement of
GSI over HW is the largest.

3. Investigate how the accuracy and difference in accuracy depends on
the combination of parameter settings. This tells us which parameters
have the largest influence on the results.

These results give a characterization of situations in which GSI is suitable,
i.e. has an improvement over HW. Furthermore, they allow us to test the
first three hypotheses. In order to test hypothesis 4 and 5, we conduct two
more experiments:

4. Investigate the influence of correlations on the accuracy of GSI

5. Compare the accuracy of GSI-AGG with that of GSI

Steps 1 and 2 are discussed in Section 4.6.1, while steps 3, 4 and 5 are dealt
with in Sections 4.6.2, 4.6.4 and 4.6.3, respectively.
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4.6.1 Accuracy improvement

We can now define the notation from Section 4.2 more explicitly. The
accuracy ΘGSI and ΘHW is measured in terms of RelSMAD and MASE.
We compare results on the relative improvement in accuracy of GSI over
HW:

MASEGSI
HW =

MASEGSI

MASEHW
(4.18)

RelSMADGSI
HW =

RelSMADGSI

RelSMADHW
(4.19)

The parameters that are varied systematically are N , T , rmax, h, σd

and σmax. Below, we present a summary of the simulation results for
measures (4.18) and (4.19) for different parameter settings, averaged over
all replications.

We removed one percent of the results with the lowest and highest values of
the accuracy measures. The results contained some extreme values, caused
by a few series that were extremely difficult to estimate due to the effects of
the disturbance processes, and were not attributable to a specific parameter
combination. By removing them, these values do not dominate the results.
Furthermore, the aim of this study is to simulate realistic data satisfying
the model, whereas not any set of data simulated from the model can be
considered realistic or would occur in practice.

Below, we look at the effect on the results of each of the parameters N ,
T , rmax, h, σd and σmax. The results are broken down with respect to the
levels of one or more of the parameters, and averaged over the levels of all
other parameters.

First we look at some overall results, split up with respect to the extent of
difference between the seasonal patterns in a group. Table 4.4 presents the
values of MASEGSI

HW and RelSMADGSI
HW for various levels of σd. It seems

that only if the seasonal patterns are identical (σd = 0), GSI improves on
HW. If we split this out further with respect to the number of time series
in a group, we see the same. However, we see that for small values of
σd, the improvement is more substantial for larger groups than for smaller
groups. Table 4.5 shows this effect for low values of σd and various levels of
N . Improvements of up to 35% can be attained as the group size increase.
However, these results are still averaged over several other parameters.
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An important parameter is the amount of noise in the time series. The
level of σmax determines the amount of noise present within the group of
time series. If we look at the results at various levels of this parameter (see
Table 4.6), we see that even when seasonal patterns are dissimilar there
can be accuracy improvement of GSI. However, a substantial amount of
noise is needed for this. If seasonal patterns are nonidentical and there is
only little noise, HW has no difficulty forecasting at the item level. Only if
there is substantial noise, is there an advantage of using a GSI approach. It
thus appears that the improvement becomes larger as the amount of noise
increases.

Table 4.4: Relative accuracy of GSI compared to HW at various levels of
σd

σd MASEGSI
HW RelSMADGSI

HW

0 0.82 0.85
0.01 1.11 1.13
0.03 1.34 1.35
0.05 1.42 1.44
0.07 1.48 1.50

Table 4.5: Relative accuracy of GSI compared to HW at various levels of
σd and N

σd N MASEGSI
HW RelSMADGSI

HW

0 2 0.97 0.98
0 4 0.91 0.93
0 8 0.83 0.86
0 16 0.74 0.78
0 32 0.65 0.69
0.01 2 1.16 1.17
0.01 4 1.19 1.19
0.01 8 1.12 1.14
0.01 16 1.05 1.09
0.01 32 1.02 1.04
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Table 4.6: Relative accuracy of GSI compared to HW at various levels of
σd and σmax

σd σmax MASEGSI
HW RelSMADGSI

HW

0 0.01 0.90 0.91
0.03 0.83 0.85
0.05 0.79 0.82
0.07 0.77 0.81

0.01 0.01 1.45 1.43
0.03 1.12 1.14
0.05 0.97 1.01
0.07 0.88 0.92

Although the results are summarized over a large number of parameter
settings, it looks like the difference between the results for MASEGSI

HW and
RelSMADGSI

HW is only slight. It appears that for all 78400 values of these
measures, on average MASEGSI

HW is 0.02 lower than RelSMADGSI
HW . The

average absolute difference between these measures is 0.05, with a standard
deviation of 0.05. In 97% of the cases, the measures point in the same
direction (i.e. both are smaller or larger than 1). Although RelSMAD
gives a higher weight to series with larger forecast errors than MASE,
the accuracy of GSI relative to that of HW is similar when expressed in
either of the two measures. Figure 4.2 presents histograms of all results for
both measures. As can be seen, the accuracy measures have a very similar
distribution, with a few very low values and upper tails that decay rapidly.
The maximum values for MASEGSI

HW and RelSMADGSI
HW are 5.62 and 5.92,

respectively, indicating that the averaged results are not dominated very
much by extreme values. Since the values of the two measures do not differ
much, we will present only the results for MASEGSI

HW in the following.

In Table 4.7 we present results for the difference in the seasonal patterns
and the amount of noise present in the group in more detail. The results
are broken down with respect to the number of series in a group. The cases
where MASEGSI

HW < 1 are indicated as bold-faced numbers. The results
show that as the amount of noise increases, the accuracy of GSI relative
to that of HW increases. Furthermore, the seasonal patterns need not be
identical for GSI to improve on HW. If there is enough noise they can
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Figure 4.2: Histograms of relative accuracy measures

be nonidentical to some extent. However, as the dissimilarity increases,
the improvement diminishes. If the patterns become too dissimilar, HW
performs better in all cases.

Besides this, we see that the average improvement increases as the product
groups get larger. If the number of time series increases, the same amount
of noise and dissimilarity gives larger improvements. The results for small
groups are less pronounced since the results show more variability. With
small groups there is a larger chance of substantial differences in accuracy
of both methods. For larger groups, the accuracy is averaged over more
time series and thus more stable. From Table 4.7, it appears that in case
of small product groups and little noise, it is more likely that HW applied
to each series separately results in better forecasts, while for large product
groups and substantial amounts of noise, GSI is more likely to perform
better.

In Table 4.8, we consider the effect of the forecast horizon on the accuracy
improvement. For σd = 0, the results confirm those from the empirical
study in Chapter 1. For a short forecast horizon, GSI clearly improves
on HW. As the horizon increases, the advantage of GSI decreases, but
remains. Surprisingly, for σd = 0 often the value of MASEGSI

HW increases as
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Table 4.7: Relative accuracy of GSI compared to HW at various levels of
N , σd and σmax (MASEGSI

HW )

σmax

N σd 0.01 0.03 0.05 0.07
2 0 0.99 0.99 0.91 0.99
2 0.01 1.33 1.18 1.10 1.04
2 0.03 1.46 1.31 1.26 1.13
2 0.05 1.47 1.35 1.28 1.18
2 0.07 1.44 1.35 1.33 1.33
4 0 0.94 0.94 0.89 0.88
4 0.01 1.43 1.21 1.10 1.00
4 0.03 1.61 1.38 1.29 1.22
4 0.05 1.65 1.41 1.38 1.27
4 0.07 1.62 1.52 1.38 1.36
8 0 0.89 0.83 0.84 0.78
8 0.01 1.48 1.11 0.99 0.89
8 0.03 1.69 1.42 1.29 1.13
8 0.05 1.79 1.51 1.31 1.29
8 0.07 1.78 1.61 1.45 1.32
16 0 0.86 0.74 0.67 0.68
16 0.01 1.47 1.06 0.86 0.77
16 0.03 1.78 1.48 1.20 1.02
16 0.05 1.83 1.50 1.31 1.18
16 0.07 1.88 1.59 1.40 1.16
32 0 0.82 0.64 0.61 0.52
32 0.01 1.54 1.02 0.82 0.69
32 0.03 1.82 1.32 1.06 0.91
32 0.05 1.90 1.56 1.24 1.01
32 0.07 1.93 1.60 1.35 1.19
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the forecast horizon increases, while for σd > 0 it decreases as h increases.
This effect is present for all values of N and also for RelSMADGSI

HW .

Table 4.8: Relative accuracy of GSI compared to HW (MASEGSI
HW ) for

N = 32 at various levels of σd, h and σmax

σmax

N σd h 0.01 0.03 0.05 0.07
32 0 1 0.76 0.55 0.49 0.43
32 0 4 0.76 0.61 0.61 0.49
32 0 8 0.84 0.65 0.63 0.56
32 0 12 0.91 0.75 0.71 0.60
32 0.1 1 1.87 1.16 0.85 0.76
32 0.1 4 1.47 1.01 0.73 0.66
32 0.1 8 1.48 0.96 0.87 0.64
32 0.1 12 1.35 0.96 0.82 0.71

Next, we consider the effect of the amount of historical data available for
making forecasts. In Table 4.9 we compare a setting with T = 48 with
a setting with T = 72. The bold-faced results now indicate whether the
MASEGSI

HW is lower for T = 48 or for T = 72.

If we look at all results, including the cases where GSI is less accurate
than HW, we can clearly see the effect of using more historical data. On
average, with less historical data, GSI compares favorably with HW (there
is a larger number of bold-faced results). At a more detailed level, we have
seen (Table 4.7) that the largest performance improvements are reached
when there are many products in combination with a lot of noise. If we
consider these cases in Table 4.9, it appears that additional data may help
as well to improve the accuracy of GSI, while for small groups, there is
not a large difference between the results for T = 48 and T = 72. It is
difficult to give an explanation for this difference, since both GSI and HW
may benefit from additional data.

Theoretically, the homogeneity of the series within a group theoretically
should not have an impact on the results. Seasonality is assumed to be
multiplicative and the error processes are relative, meaning that the scale
of the time series is not relevant. However, in almost all cases, MASEGSI

HW

is smaller for rmax = maxi(li,0/l1,0) = 1 than for rmax = 4.
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Table 4.9: Relative accuracy of GSI compared to HW (MASEGSI
HW ) at

various levels of N , σd, T and σmax

T = 48 T = 72
σmax σmax

N σd 0.01 0.03 0.05 0.07 0.01 0.03 0.05 0.07
2 0 0.98 0.99 0.97 0.98 1.00 1.00 0.86 0.99
2 0.01 1.21 1.12 1.07 1.04 1.44 1.25 1.12 1.05
2 0.03 1.32 1.25 1.18 1.12 1.61 1.38 1.33 1.13
2 0.05 1.33 1.28 1.22 1.13 1.61 1.42 1.34 1.22
2 0.07 1.34 1.28 1.28 1.24 1.55 1.42 1.38 1.41
4 0 0.92 0.92 0.91 0.87 0.97 0.95 0.87 0.89
4 0.01 1.31 1.10 1.03 0.98 1.55 1.31 1.18 1.01
4 0.03 1.42 1.30 1.19 1.14 1.80 1.47 1.40 1.31
4 0.05 1.46 1.33 1.25 1.22 1.84 1.48 1.50 1.32
4 0.07 1.45 1.41 1.32 1.25 1.79 1.64 1.44 1.47
8 0 0.88 0.88 0.85 0.87 0.90 0.78 0.82 0.70
8 0.01 1.35 1.07 0.97 0.93 1.61 1.15 1.01 0.84
8 0.03 1.50 1.35 1.24 1.13 1.89 1.49 1.35 1.13
8 0.05 1.58 1.44 1.27 1.21 1.99 1.58 1.36 1.37
8 0.07 1.59 1.47 1.34 1.22 1.97 1.76 1.57 1.41
16 0 0.86 0.82 0.75 0.76 0.87 0.66 0.60 0.61
16 0.01 1.37 1.08 0.88 0.86 1.58 1.04 0.84 0.69
16 0.03 1.56 1.33 1.23 1.10 2.00 1.64 1.17 0.94
16 0.05 1.62 1.44 1.31 1.15 2.05 1.55 1.31 1.20
16 0.07 1.67 1.49 1.35 1.18 2.09 1.68 1.45 1.15
32 0 0.85 0.79 0.71 0.63 0.79 0.49 0.51 0.41
32 0.01 1.40 1.06 0.89 0.76 1.69 0.98 0.75 0.62
32 0.03 1.63 1.36 1.19 0.98 2.01 1.27 0.94 0.84
32 0.05 1.69 1.48 1.32 1.11 2.11 1.63 1.15 0.91
32 0.07 1.72 1.53 1.40 1.22 2.15 1.67 1.30 1.16
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Table 4.10: Relative accuracy of GSI compared to HW (MASEGSI
HW ) at

various levels of rmax, N , and σmax

σmax

rmax N 0.01 0.03 0.05 0.07
1 2 1.29 1.21 1.16 1.11
1 4 1.40 1.26 1.20 1.14
1 8 1.47 1.26 1.16 1.07
1 16 1.51 1.24 1.09 0.94
1 32 1.55 1.21 1.01 0.85

4 2 1.39 1.26 1.19 1.16
4 4 1.51 1.33 1.22 1.15
4 8 1.58 1.33 1.20 1.09
4 16 1.62 1.31 1.09 0.99
4 32 1.66 1.24 1.02 0.88

Table 4.10 compares these two settings, were the lowest values of MASEGSI
HW

are bold-faced. Although the value of rmax does not matter theoretically,
it supports the conclusions from research on hierarchical forecasting.
The literature reviewed in Chapter 2 suggested that groups should be
homogeneous for hierarchical approaches to improve accuracy of direct
forecasting approaches.

From the above results, it seems that the level of σd (the difference in the
seasonal patterns) relative to that of σmax (the maximum amount of noise
in the group) has a significant impact on the results. In Table 4.11 the
results for all values of σd/σmax and N are shown, and in Figure 4.3 the
results for log(σd/σmax) are plotted. Both show a clear relationship between
MASEGSI

HW and the value of σd/σmax. The lower the value of σd/σmax, the
larger the accuracy improvement, in particular for larger values of N .

Summarizing, we have seen that GSI gives more accurate forecasts than HW
in many situations, and that, on average, larger accuracy improvements of
GSI over HW can be achieved for:

- similar seasonal patterns (small value of σd), or less similar patterns
if there is substantial noise (a larger value of σmax)

- larger amounts of noise (larger σmax)
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Table 4.11: Relative accuracy of GSI compared to HW (MASEGSI
HW ) at

various levels of σd/σmax and N

N
σd/σmax 2 4 8 16 32
0 0.97 0.91 0.83 0.74 0.65
0.14 1.04 1.00 0.89 0.77 0.69
0.20 1.10 1.10 0.99 0.86 0.82
0.33 1.18 1.21 1.11 1.06 0.96
0.43 1.13 1.22 1.13 1.02 0.91
0.60 1.26 1.29 1.29 1.20 1.06
0.71 1.18 1.27 1.29 1.18 1.01
1 1.31 1.39 1.38 1.36 1.32
1.40 1.33 1.38 1.45 1.40 1.35
1.67 1.35 1.41 1.51 1.50 1.56
2.33 1.35 1.52 1.61 1.59 1.60
3 1.46 1.61 1.69 1.78 1.82
5 1.47 1.65 1.79 1.83 1.90
7 1.44 1.62 1.78 1.88 1.93

- larger groups (larger N)
- short to medium forecast horizons (small h)
- less historical data (small T )
- less variability among the levels of the time series in a group (small

rmax)

In the next section, we investigate the above relationships more formally
and determine which of the parameters have the strongest effects on the
results. By using an analysis of variance and a regression analysis, we can
consider all parameters together.

4.6.2 Impact of parameters on accuracy improvement

We first determine which of the parameters have the strongest impact
on the accuracy improvement. We do this by using the analysis of
variance procedure (ANOVA). This analysis tells us if distinct levels of each
of the parameters result in significantly different values of the accuracy
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Figure 4.3: MASEGSI
HW as a function of log(σd/σmax)

improvement. For example, if at different values of N the values of
MASEGSI

HW are significantly different, the accuracy improvement depends
on the values of N significantly.

The analysis of variance procedure is similar in spirit to a regression
analysis, but allows us to see which parameters explain the variation in
results most in a clear way. Besides, ANOVA allows us to get a good
estimate of interaction effects. An interaction effect is the extra effect due
to combining explanatory variables that cannot be predicted by knowing
the the effects of the variables separately, i.e. the whole is not just the sum
of the parts. Significant interaction effects indicate that a combination
of explanatory variables is particularly effective. Based on the results in
the previous section, there seem to be several interaction effects. For our
simulation this means that simply optimizing each parameter separately
does not necessarily lead to the combination of parameter settings with the
lowest value of MASEGSI

HW .

Table 4.12 presents the results for an ANOVA of the simulation results. It
includes the input parameters for the simulation (N , T , rmax, h, σd and
σmax), as well as the parameters that describe the group of time series in
more detail (µr, σ2

r , α0.33
0 , α0.67

0.33, α1.00
0.67, β0.33

0 , β0.67
0.33 , β1.00

0.67 and γ ). The latter
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were calculated from the set of time series that were simulated using the
input parameters. In addition, we included the most important interaction
effects, i.e. those interaction effects that were both significant and were
larger than 50.

Firstly, it appears that N and T show large values of their respective sum
of squares (SS). This is not surprising, since they take on larger values than
the other parameters. If we take into account the relative magnitudes of
the parameters, in particular the SS values of σd and σmax are large. This
corresponds to the findings in the previous section, where these parameters
were found to be important determinants of accuracy improvement. The
SS value of h on the other hand is relatively small, indicating that benefits
of GSI do not apply to only a particular forecast horizon.

Secondly, let us consider the set of parameters that were determined from
the simulated data. In Table 4.12, the parameter β1.00

0.67 are omitted. The
reason is that at least one of the variables α0.33

0 , α0.67
0.33, α1.00

0.67, β0.33
0 , β0.67

0.33

or β1.00
0.67 has to be removed from the analysis to avoid singularities (since

both α0.33
0 + α0.67

0.33 + α1.00
0.67 = 1 and β0.33

0 + β0.67
0.33 + β1.00

0.67 = 1). The values
of β0.33

0 , β0.67
0.33 or β1.00

0.67 are much lower than those of α0.33
0 , α0.67

0.33 and α1.00
0.67,

but would be comparable if for example α1.00
0.67 was omitted instead of β1.00

0.67 .
In either case, it appears that if a group has a larger portion of time series
with high αi’s or βi’s, the accuracy improvement show more variability.
Since also rmax has a high SS value, this shows that groups of time series
with more heterogeneous demand patterns show more variation in accuracy
improvement. This is not surprising, since more in those cases, the time
series are more variable, and thus more difficult to forecasts.

For most of the parameters the effects on the results are clearly significant,
with very large F-values. However, three parameters do not have a
significant effect on the accuracy improvement: µr, σ2

r and γ. In contrast
with the values of the αi’s or βi’s, the value of γ appears to have no clear
influence on the accuracy improvement.

Thirdly, we look at the interaction effects. Here, the results conform to what
we have seen in the previous section. Especially the values of σd and σmax in
combination with several other parameters can yield an additional accuracy
improvement. Especially combination including the input parameters N ,
T and h appear to explain a significant part of the variation in MASEGSI

HW .

Now we know which parameters explain most of the variance in the accuracy
improvement, let us be more precise about the impact of certain parameters.
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Table 4.12: ANOVA for simulation results

Source of variation SS 1 df 2 MSS 3 F P

N 64819 1 64819 170260.0 < 2e-16
T 51803 1 51803 136070.0 < 2e-16
rmax 583 1 583 1530.4 < 2e-16
σd 5167 1 5167 13572.0 < 2e-16
σmax 1161 1 1161 3049.6 < 2e-16
h 94 1 94 247.0 < 2e-16
µr 0.21 1 0.21 0.5 0.46
σ2

r 0.12 1 0.12 0.3 0.58
α0.33

0 519 1 519 1364.0 < 2e-16
α0.67

0.33 635 1 635 1668.8 < 2e-16
α1.00

0.67 1703 1 1703 4474.2 < 2e-16
β0.33

0 51 1 51 134.5 < 2e-16
β0.67

0.33 34 1 34 88.5 < 2e-16
γ 0.13 1 0.13 0.3 0.56
I(N,T )∗ 62 1 62 164.0 < 2e-16
I(N,σd) 204 1 204 536.7 < 2e-16
I(T, σd) 139 1 139 364.5 < 2e-16
I(h, σd) 209 1 209 549.4 < 2e-16
I(σd, σmax) 61 1 61 161.2 < 2e-16
I(N,σmax) 362 1 362 951.3 < 2e-16
I(T, σmax) 213 1 213 560.1 < 2e-16
Residuals 29838 78379 0.38

Total 157658 78400
1 SS : sum of squares
2 df : degrees of freedom
3 MSS : mean sum of squares
∗ I(a, b) : interaction effect between a and b
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To investigate the relation between accuracy and parameter settings, we fit
a multiple linear regression model by least squares. After examining several
regression models, the following model without intercept appears to give a
good fit:

MASEGSI
HW = θ1N + θ2T + θ3rmax + θ4h + θ5σd + θ6σmax

+ θ7α
0.33
0 + θ8α

0.67
0.33 + θ9α

1.00
0.67

+ θ10β
0.33
0 + θ11β

0.67
0.33 + ξi (4.20)

Table 4.13 contains the results for this regression. In this regression, we
have left out the parameters found insignificant in the analysis of variance,
as well as the interaction effects. All parameters have very large t-values
and are clearly significant, in particular σd and σmax. The estimates of the
regression coefficients are in line with the results in the previous section
and indicate that larger accuracy improvements of GSI over HW can be
achieved in case of:

- more similarity in seasonal patterns (smaller values of σd)

- larger amounts of noise (larger σmax)

- larger groups (larger N)

- longer forecast horizons (larger h)

- less historical data (smaller T )

- more homogeneous groups (smaller rmax)

As noted above, one parameter is omitted from the regression. If we leave
out α1.00

0.67, the parameter estimates of β0.33
0 , β0.67

0.33 and β1.00
0.67 are 1.10, 1.03

and 0.92, respectively. If we leave out β1.00
0.67 , the estimates of α0.33

0 , α0.67
0.33 and

α1.00
0.67 are 1.15, 1.05 and 0.92, respectively (see Table 4.13). The values of

β0.33
0 , β0.67

0.33 in the regression are thus relative to the value of β1.00
0.67 . In both

cases this shows that GSI especially benefits from a group of time series
where a large portion of the series have low values for αi and βi, i.e. slowly
evolving series. In combination with the result that a low value rmax results
in a lower MASEGSI

HW , this supports literature that hierarchical approaches
are more suitable for homogeneous groups.
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In this section, we discussed the results for MASEGSI
HW . The results for

RelSMADGSI
HW are largely comparable and lead to the same conclusions.

They can be found in Tables 1 and 2 in the appendix.

Table 4.13: Results for regression of MASEGSI
HW on parameters (eq. 4.20)

Parameter Coefficient t P

N -0.0024 -11.6 < 2e-16
T 0.0037 19.9 < 2e-16
rmax 0.0183 12.2 < 2e-16
σd 8.6863 98.9 < 2e-16
σmax -7.5374 -75.0 < 2e-16
h -0.0192 -35.4 < 2e-16
α0.33

0 1.1515 67.7 < 2e-16
α0.67

0.33 1.0467 61.0 < 2e-16
α1.00

0.67 0.9175 54.0 < 2e-16
β0.33

0 0.1802 14.5 < 2e-16
β0.67

0.33 0.1141 9.2 < 2e-16

R2 = 0.81
F -statistic = 29010, P -value = < 2.2e-16

4.6.3 Comparison between GSI and GSI-AGG

Next, we compare the relative performance of GSI with GSI-AGG, the
variant of GSI that aggregates the time series to estimate the joint seasonal
pattern. for this comparison, let

MASEAGG
HW =

MASEAGG

MASEHW
(4.21)

RelSMADAGG
HW =

RelSMADAGG

RelSMADHW
(4.22)

Compared to the results for GSI, the results for the accuracy improvement
are now more skewed. There are some large values that dominate the results
for GSI-AGG when averaged over all replications. Compared to Figure 4.2,
the histograms in Figure 4.4 clearly show heavier tails in the distribution
of results. For MASEGSI

HW and RelSMADGSI
HW the maximum values were
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5.62 and 5.92, respectively, while for MASEAGG
HW and RelSMADAGG

HW they
were 88.23 and 90.83, respectively.
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Figure 4.4: Histograms of relative accuracy measures

The main difference between GSI-AGG and GSI is that the weights wi are
time-dependent (i.e. wi,t). Since the forecasting procedure now follows
changes in the time series more closely, this also introduces more volatility
in the forecasts. This is confirmed by the simulation results, for which an
analysis of variance of MASEAGG

HW is presented in Table 4.15. We only list
the main effects, and do not report interaction effects. We found at least
29 interaction effects that are significant at the 95% confidence level. This
indicates that many of the results are determined by specific combinations
of parameter settings.

For GSI-AGG the same parameters as for GSI explain the variability in
accuracy improvement. Again N , T , σd and σmax, have a large effect on
MASEAGG

HW . Also h has a large effect now. However, in this case, rmax

is insignificant. This is in line with theory, since the value of rmax is not
important theoretically. The seasonal pattern is multiplicative and the level
of the time series should not matter for estimation. In case of GSI this was
not the case, but for GSI-AGG, which aggregates data explicitly, the scale
of the time series indeed does not matter.
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A regression analysis shows a similar picture. We compared several
regression models and found a maximum explanatory value equal to R2 =
0.44 (as opposed to 0.81 for GSI), indicating that the parameters can only
partly explain the changes in the accuracy improvement. Altogether, the
variability in results makes it difficult to predict in which situations GSI-
AGG improves on HW. In Section 4.7, we present some further results on
the robustness of both the GSI and GSI-AGG methods, which show that
GSI is more robust than GSI-AGG.

As in the previous section, the results for RelSMADAGG
HW were largely the

same as for MASEAGG
HW , and are thus not reported here.

Table 4.14: ANOVA for simulation results

Source of variation SS 1 df 2 MSS 3 F P

N 1108055 1 1108055 24506.3 < 2e-16
T 25638 1 25638 567.0 < 2e-16
rmax 70 1 70 1.5 0.21
σd 10799 1 10799 238.8 < 2e-16
σmax 80946 1 80946 1790.2 < 2e-16
h 92770 1 92770 2051.7 < 2e-16
µr 44 1 44 1.0 0.32
σ2

r 3 1 3 0.1 0.80
α0.33

0 8841 1 8841 195.5 < 2e-16
α0.67

0.33 9588 1 9588 212.0 < 2e-16
α1.00

0.67 43539 1 43539 962.9 < 2e-16
β0.33

0 896 1 896 19.8 9e-06
β0.67

0.33 87 1 87 1.9 0.17
γ 63 1 63 1.4 0.24
Residuals 3544236 78386 45

Total 4925575 78400
1 SS : sum of squares
2 df : degrees of freedom
3 MSS : mean sum of squares
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4.6.4 Effect of correlation on accuracy improvement

In the above, we have assumed that the time series were uncorrelated.
However, in practice, groups of products from the same product category
are likely to have correlated demand patterns. In this section we discuss
simulation experiments where the disturbance terms are correlated across
time series. We do this for groups of size N = 2. For larger groups of
time series, we would have to construct large covariance matrices in order
to draw disturbances from a multivariate distribution. Apart from being
difficult due to restrictions on covariance matrices, complex matrices do
not give much insight into the effect of cross-correlations.

In the above simulations, we generated data from model (4.11a)-(4.11d),
where the disturbances were Gamma distributed. Here, we are interested
in generating vi,t ∼ Γ(ai, bi) for i = 1, 2 and t = 1, . . . , T , with v1,t and
v2,t correlated with Cor(v1, v2) = ρ. A difficulty is that not all values of
ρ between -1 and +1 are theoretically consistent with a set of ai’s, placing
restrictions on ρ (Schmeiser and Lal, 1982). To work around this problem,
we will return to normal errors, and truncate them if necessary. We generate
data for groups of two series, having a correlation of -0.9, -0.6, -0.3, 0, 0.3,
0.6 and 0.9.

Table 4.15 shows summaries of an analysis of variance for both MASEGSI
HW

and MASEAGG
HW . For MASEGSI

HW , the effect of correlation is not very large,
but significant. For MASEAGG

HW , the effect is clearly insignificant. If we
carry out a regression on the significant parameters of MASEGSI

HW , we find
(see Table 4.16) that correlation has a negative impact on the accuracy
improvement, indicating that only positive correlations yield a lower value
of the relative accuracy measure and negative correlations result in a higher
value.

The detailed results are not presented here, but show that in some cases,
when correlation is very high (0.9) or very low (-0.9), there is some
clear improvement over HW. But statistically, the effect of the correlation
coefficient is only small or insignificant. A possible explanation is the group
size considered for this experiment. In the simulation results without
correlation, we have seen that especially for larger groups, significant
accuracy improvements can be achieved. But as mentioned, it is more
complex to investigate this in a systematic and informative way.
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Table 4.15: ANOVA for simulation results with correlation

MASEGSI
HW MASEAGG

HW

Source of variation SS 1 P SS 1 P df
ρ 11 1e-05 1 0.23 1
T 70488 < 2e-16 88913 < 2e-16 1
rmax 221 < 2e-16 373 < 2e-16 1
σd 1148 < 2e-16 2144 < 2e-16 1
σmax 6 9.7e-04 1053 < 2e-16 1
h 135 < 2e-16 310 < 2e-16 1
µr 2 0.08 1 0.14 1
σ2

r 0.03 0.81 1 0.26 1
α0.33

0 21 1.7e-09 1068 < 2e-16 1
α0.67

0.33 99 < 2e-16 440 < 2e-16 1
α1.00

0.67 792 < 2e-16 1371 < 2e-16 1
β0.33

0 4 0.01 404 < 2e-16 1
β0.67

0.33 1 0.17 46 < 2e-16 1
γ 1 0.27 3 0.02 1
Residuals 25745 25022 43890

Total 98674 121150 43904
1 SS : sum of squares
2 df : degrees of freedom

4.7 Test of hypotheses

Most of the hypothesis were already discussed above in the presentation of
the results. Below we briefly discuss all hypotheses.

1. The improvement of GSI over HW depends on the variation among the
seasonal patterns relative to the random variation

There is a clear relationship between the similarity in seasonal patterns
and the random variation. In Figure 4.3 a linear relationship is shown
between the log of the ratio of these two source of variation and the
accuracy improvement. If the variation among the seasonal patterns is
low compared to the random variation, GSI improves on HW. Furthermore,
from the simulation results we see that seasonal patterns need not be strictly
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Table 4.16: Results for regression of MASEGSI
HW on parameters with

correlation

Parameter Coefficient t P

ρ -0.0268 -4.4 1.1 e-05
T 0.0074 24.2 2.5 e-128
rmax 0.0139 5.7 1.1 e-08
σd 5.1312 35.9 < 2e-16
σmax -2.2725 -13.9 7.5 e-44
h -0.0217 -24.6 1.5 e-132
α0.33

0 0.8504 36.3 2.5 e-284
α0.67

0.33 0.8675 37.2 1.4 e-298
α1.00

0.67 0.8360 35.9 1.3 e-277
β0.33

0 0.0273 2.5 1.3 e-02

R2 = 0.74
F -statistic = 12430, P -value = < 2.2e-16

identical. Dissimilar patterns are allowed as long as there is sufficient
random variation compared to the variation among the patterns.

2. GSI improves on the accuracy of HW especially for limited historical
data

A detailed examination of the results showed this is not universally true,
and that it depends on the value of other parameters. The regression results
in Table 4.13, however, show a significant and positive value of T , meaning
that the hypothesis is correct. If the amount of historical data T is smaller,
the accuracy improvement is larger on average.

3. GSI is a robust method

Firstly, we have seen that GSI can improve on HW even if the seasonal
patterns are not identical. This shows that the method is robust to
deviations from one of its major assumptions. Secondly, GSI can be
considered to be more robust than HW if it is less sensitive to outliers.
In Table 4.17, we present the mean and standard deviation of MASE and
RelSMAD for both GSI, GSI-AGG and HW. These values are calculated
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over all parameter combinations. Clearly, the mean and standard deviation
of GSI are lower than those of GSI-AGG and HW. In Table 4.18, the values
are split up with respect to the amount of noise (σmax). As the amount of
noise increases, the chance of outliers occurring also increases. Especially
for HW, for larger amounts of noise, the mean and standard deviation go
up significantly. GSI is thus more robust than GSI-AGG and HW since the
accuracy measures are lower and show less variation for GSI than for the
other methods, in particular under large amounts of noise.

Table 4.17: Robustness results for GSI and HW

MASE RelSMAD

Method Mean St.dev. Mean St.dev.
GSI 1.44 1.06 1.06 0.94
GSI-AGG 2.94 5.32 2.17 4.03
HW 20.55 170.70 7.29 52.41

4. Negative correlations help GSI to improve on HW

Earlier studies on GSI-AGG and hierarchical forecasting argue that
aggregation approaches work under cross correlations among demand
patterns. However, from Section 4.6.4 it appears that the effect of
correlation is only very small. Furthermore, negative correlation results
in a higher value of the relative accuracy MASEGSI

HW instead of a lower
value. As mentioned above, the small group size may cause the effects to
be less pronounced.

5. The aggregation variant of GSI eliminates additional noise

Based on the earlier studies, we would expect that especially GSI-AGG
benefits from correlated time series, since it aggregates the data. In this way
random variations such as substitution effects would cancel out. However,
for GSI-AGG, correlation does not significantly affect the relative accuracy,
as measured by MASEAGG

HW .
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Table 4.18: Robustness results for GSI and HW

MASE RelSMAD

Method σmax Mean St.dev. Mean St.dev.
GSI 0.01 1.00 0.62 0.60 0.32

0.03 1.35 0.90 0.93 0.72
0.05 1.60 1.12 1.23 1.00
0.07 1.80 1.29 1.47 1.23

GSI-AGG 0.01 2.99 5.62 2.01 4.16
0.03 2.89 5.23 2.08 4.02
0.05 2.91 5.24 2.20 3.91
0.07 2.96 5.18 2.39 4.00

HW 0.01 2.49 55.14 0.85 13.55
0.03 16.11 154.89 5.45 44.12
0.05 25.91 192.83 8.79 56.39
0.07 37.43 226.54 13.95 74.43

4.8 Classical HW versus SSOE variant

In Section 3.3.2, we discussed the SSOE model underlying Holt-Winters.
Compared to the classical HW procedure, the optimal method resulting
from this model is slightly different. The classical HW procedure contains
l̂t in the updating equation for seasonality, whereas the method resulting
from the SSOE model contains l̂t−1 + b̂t−1. To compare these two methods,
let

MASEHWC
HW =

MASEHWC

MASEHW
(4.23)

RelSMADHWC
HW =

RelSMADHWC

RelSMADHW
(4.24)

with HWC the classical HW method, and HW the method resulting from
the SSOE model. To compare these two methods, we applied the same
simulation procedure as described in Section 4.5.1, in combination with the
same parameter settings as in the other experiments in this chapter. In
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this case, we generated 1000 time series and applied both methods to each
series separately.

Table 4.19 presents a summary of the results. On average, classical HW has
a slightly higher accuracy than the method from the SSOE model. A t-test
on the mean difference between MASEHWC and MASEHW confirms this.
An explanation for this is that l̂t−1 + b̂t−1 can be seen as a forecast of l̂t and
can thus be in error. By using lt we incorporate the latest information.

For σmax = 0.07, HW is more accurate than HWC. Perhaps for larger
values of σmax, this continues to hold. However, as mentioned, for the
current results the difference is only slight.

Table 4.19: Relative accuracy of classical HW compared with HW from
SSOE model at various levels of σmax

σmax MASEHWC
HW RelSMADHWC

HW

0.01 0.995 0.995
0.03 0.999 0.999
0.05 0.988 0.992
0.07 1.015 1.014

4.9 Conclusions

In this chapter, we have presented a simulation study that determines
in which situations the GSI approach gives more accurate forecasts than
Holt-Winters. In these simulations, we have assumed we exactly know the
behavior of the data we want to forecast. For a large number of parameter
settings we determined the forecast accuracy of each method.

The main results are that GSI performs better than HW if there is more
similarity in seasonal patterns, for larger amounts of noise, for larger and
more homogeneous groups, for longer forecast horizons, and with less
historical data. Furthermore, the general GSI method performs better
than the GSI-AGG method, which aggregates the time series. We have
thus developed a method that improves the methods from earlier studies.
Besides, the GSI method is more robust to outliers than GSI-AGG and
HW.
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Using the simulation results, we were able to test the hypotheses from
Chapter 1, of which most could be confirmed. There is a clear relationship
between the similarity in seasonal patterns and the random variation. If
the variation among the seasonal patterns is low compared to the random
variation, GSI improves on HW. If the amount of historical data T is
smaller, the accuracy improvement is larger on average. Also, GSI is robust
to outliers and can improve on HW even if the seasonal patterns are not
identical. However, we found no significant effect of cross-correlations on
the relative accuracy for groups of two products.

In addition to these results, we have related the accuracy improvement to
the parameter values through regression equations. In the next chapter, we
apply these regressions to empirical data in order to make a prediction of
the forecast accuracy from parameter estimates.

In the next chapter, we also determine how realistic the choice of the
parameters for the simulations are. The parameters were chosen in order
to generate realistic time series from the model. Here lies a main difference
with empirical data. The aim of this simulation study is to simulate realistic
data satisfying the model, whereas not any set of data simulated from the
model can be considered realistic or would occur in practice. For example,
we used only small amounts of noise (σmax), since otherwise, series with
exceptional behavior would be generated.

Although we have varied the most important parameters in the simulations,
we have set other parameters at a fixed value, while they may still have
an effect on the accuracy of the forecasting methods. One example is the
choice of the seasonal pattern, which we have assumed to be a sinusoid.
Theoretically, this should not make a difference since the model for GSI
does not make an assumption about the shape of the seasonal pattern.
However, in practice some types of seasonality may be easier to estimate
than others. Especially if they are subject to greater amounts of noise
or if they change more rapidly through time (which our model assumes),
some patterns are more difficult to estimate than others. GSI may thus
be especially beneficial for certain patterns. By comparing a number of
patterns we can determine if certain types of demand patterns benefit more
from applying a GSI procedure than others. Examples of patterns that can
be considered in a simulation are

- a smooth pattern, i.e. with high autocorrelation, such as a pattern
that is related to temperature (e.g., the seasonal profiles from our
empirical data in Chapter 1)
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- a pattern with abrupt changes, such as peaks in demand due to
Christmas and holiday periods

- a lumpy pattern, with many ups and downs

Another aspect that has not been considered extensively, is the choice of
the weights wi. We argued that choosing the weights based on the variance
of the noise processes gives lower weight to noisier series, and should thus
lead to more accurate forecasts. However, finding optimal estimates for
the weights might give better results, although it increases the number of
parameters that needs to be estimated. Since the approaches proposed
by Dalhart (1974) and Withycombe (1989) correspond to specific choices
of the weights, it would also be interesting to include these methods in a
comparison.

A third issue is that we may have disadvantaged the GSI method by
simulating T = 48 or T = 72 periods of historical data. The advantage
of GSI is that it requires less data to obtain good estimates of seasonality.
GSI needs only one year of data to get initial estimates, whereas HW needs
a minimum of two full seasons (e.g. years) for the ratio-to-moving-average
procedure. Instead of using several seasons of data to obtain estimates,
GSI can use one season, taken across several series, to obtain estimates. In
other words, GSI needs less data to obtain estimates of similar quality. A
simulation should be done to see what the improvement potential of GSI
is for a very limited amount of data.



Chapter 5

Empirical study

5.1 Introduction

In this chapter, we apply the results from the simulation study in Chapter
4 to empirical data. The objective is to test if we can predict the relative
accuracy of a group seasonal approach compared to a classical approach.

We carry out these experiments for given groups of time series. For this, we
use the same groups of products as used in Chapter 1. There, we saw that
GSI-AGG had a clear accuracy improvement over HW for several groups
of products, while for others the accuracy improvement was considerably
smaller. Here, we investigate whether the accuracy improvements for
the product groups from Chapter 1 can be related to the levels of the
parameters that we considered in Chapter 4.

A difference with the simulations in the previous chapter is that here we
need to obtain estimates of some of the parameters in order to relate them
to the value of the accuracy measures. In the simulations, the levels of the
parameters were perfectly known, but for empirical time series, however,
the levels of the parameters are not known and have to be estimated.
Furthermore, empirical data may not behave exactly as assumed by a
model. It may contain more outliers and other deviations from the model,
making estimation more difficult.

Another difference with the simulation study is that the empirical data has
different characteristics than the simulated data. First of all, the seasonal
patterns are no longer perfect sinusoids, but show more irregularity (see

105
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e.g. Figure 1.1). Furthermore, the groups of time series are of a different
size (N) than in the simulations. The historical data consists of five years
(i.e. T = 5m) instead of four or six years, and will be divided into three
parts, namely an initialization period of length I = 2m, an optimization
period of length O = 2m, and a hold-out sample of length H = m, with
T = I + O + H.

We consider seasonal cycles of length m = 52 as well as m = 12 to compare
with both the empirical results from Chapter 1 and the simulation results
from Chapter 4.

An important issue is that, in this empirical study, we are faced with
two distinct types of uncertainty: parametric uncertainty and structural
uncertainty. Parametric uncertainty refers to uncertainty about the
values that the model parameters take. Structural uncertainty concerns
uncertainty about the structure of a model.

The parametric uncertainty arises because the parameter estimates are
never completely accurate. In our case, this is due to inaccuracy in the
estimation procedures, but also because the empirical data probably does
not follow the GSI model exactly and we are thus estimating based on
incorrect assumptions.

We encounter structural uncertainty when we use the regression equations
from the previous chapter to relate the forecast accuracy to the parameter
settings. These regression equations were estimated using the parameter
settings considered in the simulations. Firstly, these regression equations
are subject to some parametric uncertainty. Secondly, we limited the values
of the parameters in Chapter 4 in order to avoid extreme time series being
simulated. Since the empirical data contains different parameter values, we
are effectively using the regression equations outside their estimation space,
and are thus uncertain whether the structure of the regression model is still
appropriate.

5.2 Comparison with earlier results

Below, we first present the accuracy improvement for all product groups
from Chapter 1. We consider the product categories as a whole, as well as
subgroups formed by inspection of the seasonal patterns and by statistical
clustering. In total there are eleven distinct groups (see Table 1.1).
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For the comparison, we use the accuracy measures developed in the previous
chapter (see Section 4.5.2). Since the two accuracy measures developed in
Section 4.5 are different from the measures used in Chapter 1, we report
both types of accuracy measures for comparison purposes.

Apart from the GSI-AGG method, we can now also compare with the
general GSI method developed in Chapter 3. Besides, we now use the GSI-
AGG and HW methods based on SSOE models. As discussed in Section
3.3.2 and confirmed by simulation in Section 4.8, these methods are slightly
different from the classical methods.

An exact comparison with the results from Chapter 1 is difficult. Apart
from the difference in forecasting methods, our methodology as a whole has
changed.

In our earlier empirical studies the initial estimates for level, trend and
seasonality were obtained using a ratio-to-moving average procedure. This
procedure assumes that time series components are not changing through
time. Although it is commonly used for exponential smoothing methods, it
is thus not entirely appropriate. The seasonal estimates are averaged over
several years, and no estimates are obtained for the last (and first) m/2
periods. Possible alternatives are to design a decomposition procedure that
incorporates dynamics in the components, or to use a run-in period before
actual forecasts are made. The latter was done in Chapter 4, but not for
the results in Chapter 1.

In Chapter 1, subsamples I and O were kept strictly separated, so that
each data point was used only once. Subsample I was used only for
initialization of the states and subsample O only for optimization of
smoothing parameters. The initial estimates of level and trend were
computed for the last period of I. That is, we estimated li,t=I and bi,t=I ,
while seasonal estimates were averages of (I − 1)/m estimates. After that,
forecasts were made for O. Because of strict separation of I and O, the
first forecast could be obtained for period I + h, which means that the
smoothing parameters were optimized based on O − h + 1 forecasts.

In Chapter 4, we estimated li,t=0 and bi,t=0 so that subsample I could be
used as a run-in period. In this way, the estimates deal with the changing
nature of the data and in period I−h+1 we can make a forecast for I +1,
so that O is fully used for optimizing the parameters. The forecasting
algorithm is thus run from t = 0 onwards, while the MSE is measured
and minimized over O only. This approach is used in Bowerman et al.
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(2005), although there the forecasts made for periods in I are included in
the minimization of the MSE, meaning that the smoothing parameters were
not optimized for making out-of-sample forecasts.

In Chapter 1, the smoothing parameters were optimized using grid search in
order to minimize the MSE. In order to reduce computation time for GSI-
AGG, the same smoothing parameters for level and trend were used for
all items, as well as for smoothing the aggregate level and trend estimates.
Since smoothing parameters should depend on the amount of noise in each
individual time series, they should be optimized for each item separately.
In Chapter 4 we used a non-linear optimization algorithm to do this.

Tables 5.1 and 5.2 present the results for all groupings based on the
methodology from Chapters 3 and 4. The number of products per group is
given in parentheses. The measures ΣMSEGSI

HW and ΣMSEAGG
HW denote the

total MSE per product group for GSI and GSI-AGG divided by the value
for HW, and can be compared with the accuracy improvements reported
in Chapter 1.

For all methods we considered a variant with and without a trend
component. Since the optimal method can differ per group and per
accuracy measure, we determined for all combinations wether the average
improvement was largest for methods with or without trend. In the tables
we use t to indicate if we used a trend for a group of products. Furthermore,
values less than 1 are shown with bold-faced numbers.

Just as in Chapter 1, substantial accuracy improvements can be achieved for
some product groups, often much larger than in the previous comparison.
Values of the relative accuracy measures as low as 0.01 can be found in the
tables. However, the results show more variability, making it difficult to
draw general conclusions. For example, for some groups the value of certain
accuracy measures are less than one for h = 1 and h = 8 while it is clearly
greater than one for h = 4. The results reported in Chapter 1 seemed to
be more consistent in this respect.

When we compare the relative accuracy based on measures used earlier (the
sum of the MSE’s of all time series in a group) with the relative accuracy
based on measures used in Chapter 4 (MASE and RelSMAD), we see
the following. The correlation between MASEGSI

HW and ΣMSEGSI
HW is 0.53,

and that between MASEAGG
HW and ΣMSEAGG

HW is 0.50. For RelSMAD
the relation is stronger. The correlation between RelSMADGSI

HW and
ΣMSEGSI

HW is 0.65, and that between RelSMADAGG
HW and ΣMSEAGG

HW is
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Table 5.1: Accuracy improvement for various accuracy measures (m = 52)

Group h Σ
M

S
E

G
S

I
H

W

Σ
M

S
E

A
G

G
H

W

M
A
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E

G
S
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H

W

M
A
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A
G

G
H

W

R
el

S
M

A
D

G
S

I
H

W

R
el

S
M

A
D

A
G

G
H

W

Beers
Product category (21) 1 0.89 1.36 0.95 1.24 0.93 1.19

4 1.02 1.37 1.08 1.28 1.03 1.17
8 0.93 1.22 1.01 1.19 0.97 1.10

12 0.96 1.70 1.07 1.34 1.01 1.32

Visual inspection (14) 1 0.93 1.30 0.95 1.16 0.94 1.13
4 1.09 0.93 1.07 1.05 1.03 0.99
8 1.01 1.34 1.02 1.31 0.97 1.17

12 1.02 1.21 1.09 1.25 1.03 1.15

t
Statistical clustering (15) 1 0.85 0.98 0.96 1.30 0.92 1.27

4 1.02 1.14 1.08 1.37 1.02 1.27
8 0.99 0.95 1.03 1.01 1.00 0.92

12 1.02 2.00 1.09 1.27 1.03 1.15

Soft drinks (regular) t t
Product category (41) 1 0.86 1.26 0.96 1.22 1.00 1.10

4 0.65 0.67 1.06 1.34 1.10 1.24
8 1.46 2.92 0.99 1.40 1.02 1.49

12 0.12 0.02 1.09 1.35 1.06 1.28

t t
Visual inspection (29) 1 1.07 1.84 0.97 1.18 0.97 1.17

4 0.11 0.12 1.01 1.32 1.03 1.26
8 0.40 0.34 0.94 1.17 0.95 1.14

12 0.59 0.65 1.06 1.34 1.06 1.27

t
Statistical clustering (16) 1 0.87 0.84 0.97 1.38 0.97 1.36

4 0.80 0.58 1.02 1.02 1.00 1.03
8 0.81 1.07 1.03 1.12 1.02 1.10

12 0.83 1.48 1.08 1.20 1.05 1.12
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Table 5.2: Accuracy improvement for various accuracy measures (m = 52)

Group h Σ
M

S
E

G
S

I
H

W

Σ
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S
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S
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D

A
G

G
H

W

Soft drinks (small) t t t t t t
Product category (19) 1 0.08 0.09 0.68 0.71 0.70 0.77

4 0.01 0.01 0.09 0.10 0.11 0.11
8 0.01 0.01 0.17 0.17 0.25 0.25

12 0.01 0.01 0.41 0.48 0.41 0.48

t t t t t t
Visual inspection (13) 1 0.96 0.89 0.99 0.97 0.99 0.98

4 0.63 0.38 1.49 1.06 1.28 0.96
8 0.01 0.01 0.35 0.34 0.46 0.48

12 0.01 0.02 1.03 1.71 0.49 0.81

Plastic tubes t t t
Product category (29) 1 1.50 0.96 0.67 1.01 1.01 1.06

4 0.84 2.93 0.37 1.41 0.95 1.95
8 0.14 0.21 0.17 1.47 0.91 2.14

12 0.35 0.69 0.28 1.35 0.87 1.84

Visual inspection (11) 1 1.00 3.18 1.02 1.13 0.97 1.11
4 0.78 0.79 1.01 0.84 0.88 0.84
8 0.77 2.05 1.08 1.23 0.89 1.16

12 0.57 1.47 0.97 1.17 0.83 1.06

Statistical clustering (10) 1 1.30 2.02 1.06 1.02 1.02 1.03
4 0.78 1.00 0.96 1.05 0.84 0.97
8 0.78 1.69 1.02 1.19 0.86 1.14

12 0.68 1.49 0.98 1.14 0.84 1.10

Overall average 0.66 0.99 0.85 1.06 0.86 1.05
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0.84. This shows that the new measures point more or less in same direction
as the previously used measures, but the relation is not strong.

Table 5.2 also gives the relative accuracy measured, averaged over all 11
groups. Clearly, the values for the measures based on MSE are lower than
those of the other measures. This perhaps explains why we reported large
accuracy improvements in Chapter 1. The MASE and RelSMAD show
less pronounced effects.

5.3 Predictive value of simulation results

Before we can relate the relative accuracy measures to the parameter levels,
we have to obtain estimates of the parameters. The parameters we are
interested in are N , T , rmax, σd, σmax, h, , α0.33

0 , α0.67
0.33, α1.00

0.67, β0.33
0 and

β0.67
0.33 . The parameters µr, σ2

r and γ were found to have no significant impact
on MASEGSI

HW or RelSMADGSI
HW .

The values of some parameters are known. For the groups we consider,
N ranges from 10 to 41. Since we have 5 years of data, T is always 5m
periods. Again, we make forecasts for h = 1, 4, 8 and 12 periods ahead.
The other parameters have to be estimated from the data.

We assume that model (3.22a)-(3.22d) with seasonality equation

st = st−m + γst−m

N∑
i=1

wiεi,t + di,t (5.1)

underlies the data. To estimate the parameters of this model, we use the
same estimation procedures as described in Section 4.4. We carry out the
following steps to estimate the parameters.

We first fit a HW model (i.e. model (3.22a)-(3.22d) with N = 1) to each
time series separately. This gives us estimates of their seasonal indices
(ŝi,−m+1, . . . , ŝi,0) as well as of σ2

i . From this, we compute ŵi = σ̂−2
i∑N

j=1 σ̂−2
j

and the group seasonal indices as ŝk =
∑N

i=1 ŵisi,k for k = −m + 1, . . . , 0.
Next, we can fit model (3.22a)-(3.22d) using ŵi. After this, we can
determine revised estimates σ̂2

i , and we can compute α0.33
0 , α0.67

0.33, α1.00
0.67,

β0.33
0 and β0.67

0.33 . The value of σmax is determined by the maximum value of
σ̂i, and rmax is determined by the maximum value of l̂i,0/l̂j,0, i 6= j.
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Next, we can estimate the value of σd. The value of σd depends on all time
series in a group and should be estimated from the seasonality equation 5.1.
We can do this by computing the difference between the group seasonal
indices and the individual seasonal indices. This gives estimates of di,t, and
their variance is an estimate of σd.

Table 5.3 gives an overview of the estimates for rmax, σd and σmax. It is
clear that empirical data shows more variability than we considered in the
simulations. However, the seasonal patterns are mostly quite similar.

Table 5.3: Parameter estimates for rmax, σd and σmax

σmax

Group rmax σd h = 1 h = 4 h = 8 h = 12
Beers
Product category (21) 106.40 0.09 6.72 4.28 3.65 1.44
Visual inspection (14) 82.13 0.07 0.36 0.21 0.28 0.30
Statistical clustering (15) 106.46 0.07 0.36 0.21 0.28 0.30

Soft drinks (regular)
Product category (41) 73.31 0.11 0.62 0.42 0.36 0.34
Visual inspection (29) 15.24 0.09 0.34 0.38 0.36 0.28
Statistical clustering (16) 6.29 0.08 0.34 0.23 0.24 0.24

Soft drinks (small)
Product category (19) 87.09 0.24 3.48 1.91 1.26 4.03
Visual inspection (13) 53.83 0.14 1.02 0.82 0.58 0.75

Plastic tubes
Product category (29) 1327.44 0.12 0.60 0.59 0.61 0.73
Visual inspection (11) 603.33 0.08 0.60 0.33 0.34 0.33
Statistical clustering (10) 703.65 0.06 0.16 0.16 0.15 0.16

We can now relate the accuracy improvement to the parameters. For this
we use the regression from equation (4.20). Table 4.13 gives the estimates
of the coefficients for this regression of MASEGSI

HW on the parameters. In
Table 1 in the appendix analogous estimates are given for RelSMADGSI

HW .
Since these regressions are based on m = 12, we use the same length of the
seasonal cycle below. In order to temporally aggregate the data we divided
the 52 weeks of data that are give per year into four cycles of 13 weeks and
aggregated the data into time buckets of 5, 4 and 4 weeks.
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Tables 3 and 4 in the appendix present the same comparison as give in
Table 5.1 and 5.2, but now for m = 12 instead of m = 52. The results
again show the same amounts of accuracy improvement, but again a large
variability in the results is present.

Table 5.4 presents the values of MASEGSI
HW and RelSMADGSI

HW as predicted
from the regression equations using the parameter estimates, as well as the
values that were obtained from the empirical data itself. The results clearly
show that the predictive value of the regression equations is low. The overall
correlation between the predicted and actual values is 0.36 for MASEGSI

HW

and 0.35 for RelSMADGSI
HW . Table 5.5 shows some further results for each

of the groupings. Although the correlation between predicted and actual
accuracy is higher for the product categories and the statistical cluster,
there is almost no correlation for the groups based on visual inspection.
Clearly the regression equations lack the precision and robustness to give
a good prediction of the relative forecast accuracy.

5.4 Conclusions

Summarizing, we have seen in this chapter that for empirical data the
GSI method may give substantial accuracy improvement. The accuracy
improvements are sometimes larger than in Chapter 1, but are also more
variable. Furthermore, they are difficult to predict beforehand based on
data characteristics and using the results from Chapter 4.

There are some possible explanations for the fact that it is difficult to
predict the relative accuracy. As mentioned at the beginning of the chapter,
the experiments are subject to both parametric and structural uncertainty.

First of all, the experiments in this chapter have assumed that the
empirical data follows the model underlying GSI. However, for real data
it is unlikely that it behaves exactly according to the model. But even
if the model is a reasonable approximation of the data, the data will
probably contain some outliers or other deviations from the model. This
makes parameter estimation more difficult and thus introduces parametric
uncertainty. However, it is difficult to say how large this effect is for the
above experiments.

Assuming the parameter estimates are reasonable, they show that the
time series characteristics are different than the ones we considered in the
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Table 5.4: Predicted versus actual relative accuracy of GSI and HW

MASEGSI
HW RelSMADGSI

HW

Group h Predicted Actual Predicted Actual

Beers
Product category (21) 1 -46.62 0.34 -41.15 0.63

4 -28.22 1.16 -25.18 1.13
8 -23.55 1.52 -21.16 1.28

12 -7.00 1.83 -6.81 1.35
Visual inspection (14) 1 0.79 1.07 0.25 1.01

4 1.83 1.37 1.13 1.26
8 1.25 1.79 0.59 1.33

12 1.05 2.12 0.39 1.41
Statistical clustering (15) 1 1.22 1.08 0.41 0.97

4 2.29 1.32 1.30 1.15
8 1.70 1.83 0.77 1.40

12 1.50 2.21 0.56 1.44
Soft drinks (regular)
Product category (41) 1 -1.13 0.83 -1.30 0.90

4 0.30 1.18 -0.08 1.12
8 0.71 1.71 0.24 1.68

12 0.81 2.19 0.30 1.78
Visual inspection (29) 1 -0.20 0.90 -0.01 0.93

4 -0.58 1.11 -0.36 1.05
8 -0.47 1.61 -0.30 1.43

12 0.10 2.15 0.16 1.88
Statistical clustering (16) 1 -0.47 0.96 -0.17 0.96

4 0.32 1.28 0.49 1.11
8 0.16 1.74 0.31 1.44

12 0.06 2.06 0.19 1.66
Soft drinks (small)
Product category (19) 1 -22.06 0.01 -19.10 0.01

4 -10.34 1.06 -8.94 0.92
8 -5.46 0.28 -4.72 0.52

12 -26.43 1.40 -22.98 1.15
Visual inspection (13) 1 -4.16 0.01 -3.71 0.01

4 -2.73 2.68 -2.50 1.81
8 -0.92 1.95 -0.96 1.87

12 -2.24 2.86 -2.14 3.13
Plastic tubes
Product category (29) 1 22.19 1.02 7.92 1.04

4 22.21 1.53 7.92 1.69
8 22.00 1.87 7.70 1.56

12 21.05 2.35 6.84 1.78
Visual inspection (11) 1 8.60 0.93 2.45 0.95

4 10.59 1.35 4.14 1.33
8 10.49 1.34 4.03 1.27

12 10.45 2.23 3.97 1.52
Statistical clustering (10) 1 13.62 1.07 5.91 1.03

4 13.63 1.45 5.88 1.50
8 13.59 1.98 5.82 1.67

12 13.44 2.24 5.66 1.61
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Table 5.5: Correlation between predicted and actual relative accuracy of
GSI and HW

Group MASEGSI
HW RelSMADGSI

HW

Overall 0.36 0.35
Product categories 0.51 0.53
Visual inspection -0.06 -0.06
Statistical clustering 0.51 0.62

simulations. Especially the values of rmax and σmax (heterogeneity of the
group and amount of noise) are higher than the values in the simulations.
The values of σd (dissimilarity in the seasonal patters) we considered in
Chapter 4, on the other hand, seem to be reasonable from an empirical
perspective. The parameter settings in the simulations were chosen in
order to avoid simulating time series with exceptional behavior. The fact
that the parameter estimates from the empirical data are different from
the values considered in the simulations, implies that we have used the
regression equations outside the equations’ estimation spaces. For these
parameter values, we are uncertain wether the regression equations are still
adequate. From their lack of predictive value, it appears they are not. A
related explanation for the poor predictive value of the regression equations
may be that the form of the regression equations we estimated does not
give a good approximation of the relative accuracy, and does not capture
the variation in the relative accuracy measures. Section 6.3 gives some
suggestions to find a more appropriate model.





Chapter 6

Conclusions and
recommendations for further
research

6.1 Conclusions

In this thesis we develop an approach to improve demand forecasts for
seasonal products. The standard methodology is to forecast each product’s
demand separately. However, more accurate forecasts can be made by
considering multiple products having similar seasonal patterns. This
dissertation presents the Group Seasonal Indices (GSI) approach, which
improves on forecasts of the classical Holt-Winters (HW) method.

The main objective of the thesis is to determine how we can improve
forecasts of seasonal items by using data from a group of similar items
instead of forecasting each item separately, by using the GSI approach.
This main question is answered by considering three research questions:

1. What is the potential accuracy improvement that can be achieved by
the group seasonal indices approach?

2. For which data processes is group seasonal indices a suitable
approach?

3. Under what conditions does the group seasonal indices approach yield
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better forecasts than the Holt-Winters method and how does the
accuracy improvement depend on the parameter settings?

To answer the first question, we carried out an exploratory empirical
study (Chapter 1). Here, the two alternative methods, GSI and HW
were compared on sales data of four product categories from two Dutch
wholesalers. The variant of GSI that was used here aggregated the data of
all products in order to estimate seasonality from an aggregate time series.
This method is hence called GSI through aggregation (GSI-AGG). It is
a generalization of the Holt-Winters method that estimates and updates
level and trend components at the disaggregate level, and seasonality
at the aggregate level. The results showed that the potential accuracy
improvement of this method could be up to 47%, as measured by the
mean squared forecast error. This is substantially higher than reported in
earlier studies on similar approaches. Furthermore, the GSI-AGG method
appeared to be robust since for most of the time series and for all forecast
horizons, it improved on HW. However, it was not clear how to form
groups of products such that this approach would be guaranteed to improve
forecasts, nor was it clear for which types of data this method was suitable.

In order to deal with this issue, we identified an underlying model for
GSI. In Chapter 3 we presented a state space model that specifies the
data processes for which GSI is the optimal (i.e. with minimal forecast
error variance) forecasting method, and thus provided a statistical basis
for this method. The GSI method and model are generalizations of the
Holt-Winters method and its underlying model found in Ord et al. (1997).
The model and method we found not only generalizes Holt-Winters, they
also generalize the method from Chapter 1. The model for GSI underlies
a method that pools the seasonal estimates using weights. The method
that aggregates the time series (GSI-AGG) is then a special case, with
time-dependent weights.

A contribution of this research is that it has not only generalized the Holt-
Winters method, but also earlier group seasonality methods. The methods
in Dalhart (1974) and Withycombe (1989) used aggregation to improve
forecast accuracy. In Chapter 3, we started with the objective of finding an
underlying model for the aggregation procedure from Chapter 1, which is a
variant of the approaches from the earlier studies. We learned that finding
an underlying model for the aggregation method leads to models that have
some shortcomings (see Section 3.3.3). There is no underlying model that
naturally leads to the aggregation method from Chapter 1.
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In Chapter 4, we presented a simulation study that compares GSI with HW.
Several experiments were carried out that determine when GSI gives better
forecasts than HW, and that give an indication how much the accuracy
can be improved under various parameter settings and types of demand
patterns. Summarizing, the simulation results show that larger accuracy
improvements of GSI over HW can be achieved:

- when the seasonal patterns show more similarity

- when larger amounts of noise are present

- for larger groups

- for longer forecast horizons

- when less historical data is available

- when the time series in a group are more homogeneous in terms of
their respective levels

Furthermore, it appeared that seasonal patterns need not be identical for
GSI to give more accurate forecasts than HW. If there is substantial random
variation compared to the variation among the patterns, HW performs
poorly, and it becomes beneficial to apply GSI, even if seasonal patterns
are somewhat different. This also improves the practical applicability, since
in practice it is unlikely that a group of products exhibits exactly the
same seasonal behavior, or at least it will be impossible to get an accurate
estimate of this.

In the simulation experiments, we also compared the GSI-AGG method
with the general GSI method. The results showed that the aggregation
variant is, on average, less accurate than GSI with fixed weights. GSI-
AGG also introduces volatility in the forecast accuracy, and is thus not
very robust to outliers. This makes it harder to predict when this method
will improve on forecasts from HW. The empirical comparison in Chapter
5 confirmed this. Besides this, the accuracy of GSI-AGG is also susceptible
to the units of measurement in which each series is measured. Changing
the scale of one of the time series in the group leads to different results.

Based on the exploratory empirical study in Chapter 1, we formulate several
hypotheses on the properties of the GSI approach:
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1. The improvement of GSI over HW depends on the variation among
the seasonal patterns relative to the random variation

2. GSI improves on the accuracy of HW especially for limited historical
data

3. GSI is a robust method

4. Negative correlations help GSI to improve on HW

5. The aggregation variant of GSI eliminates additional noise

With the help of the simulation study, we were able to confirm the first
three hypotheses:

1. There is a clear relationship between the similarity in seasonal
patterns and the random variation. If the variation among the
seasonal patterns is low compared to the random variation, GSI
improves on HW.

2. Statistically, this hypothesis is correct. If the amount of historical
data T is smaller, the accuracy improvement is larger on average.
However, it is not true universally, and depends on the values of
other parameters.

3. We have seen that GSI can improve on HW even if the seasonal
patterns are not identical. Furthermore, GSI is more robust to
outliers than HW.

Hypotheses 4 and 5 could not be confirmed with the current experiments.
Although earlier studies on GSI-AGG and hierarchical forecasting argue
that aggregation approaches work under cross correlations among demand
patterns, we found no significant effect for groups of two products. For
the GSI-AGG approach we expected a clear effect of negatively correlated
series, since this would mean random variations would cancel out at the
aggregate level. This effect could not be observed. Perhaps for larger
product groups, the presence of cross-correlations could be beneficial to
the GSI procedure.

In Chapter 5, we applied the results from the simulation study to empirical
data. For several groups of products, we predicted the relative forecast
accuracy using parameter estimates. It appeared to be difficult to give an
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accurate prediction of whether GSI will give an improvement over HW and
to give an indication of the improvement.

6.2 Limitations

Although the simulation and empirical results have shown the GSI method
leads to improved forecast accuracy, it remains difficult to give a prediction
of when we can expect an accuracy improvement. The regression equations
are poor at predicting relative improvements. As discussed in Chapter 5,
this prediction is subject to both parametric and structural uncertainty.

First of all, the regression equations reflect simple linear relationships,
which may not be appropriate. Furthermore, the regression equations
are used outside their estimation space, and we are uncertain whether
the equations still apply. In the simulations only a limited number of
settings for each of the parameters could be investigated. Before doing
the simulations, we selected values for the parameters in order to generate
realistic time series from the model. Our empirical study in Chapter 5 shows
that most values were quite realistic, but some were less realistic. However,
the empirical study suggests that in the simulations we have considered a
set of parameters that is limited in some areas. For example, we used only
small amounts of noise (σmax), since otherwise, some extreme series would
be generated.

Furthermore, we have also considered time series with a relatively large
amount of historical data (T ), while in practice much less historical data
may be available. Besides the effect on structural uncertainty, this choice
may also have disadvantaged the GSI method compared to HW. The
advantage of GSI is that it requires less data to obtain good estimates
of seasonality. Instead of using several years of data to obtain estimates for
HW, GSI can use one year, taken across several series, to obtain estimates.
The improvement potential of GSI should thus become especially apparent
for a very limited amount of data.

Apart from the structural uncertainty with respect to the regression
equations, which may not adequately describe the dependency between
the relative accuracy and the values of the parameters, the empirical study
is also subject to parametric uncertainty. There are two aspects to this.
Firstly, the parameter values considered in the simulation study are not
known for empirical data and have to be estimated. We are thus uncertain
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about the quality of these estimates. Secondly, we are not certain whether
the GSI model is appropriate for the given data, and are thus uncertain
whether the parameters are estimated for the correct model.

Another, more general, issue related to this is that we may question
whether complex state space models are suitable for describing data from
an operational environment such as demand data used in inventory control
and production planning.

In practice, operational data is often forecasted by exponential smoothing
methods. Exponential smoothing was developed with empirical data in
mind that was relatively stationary but subject to some small changes over
time. It appears that exponential smoothing methods often gives accurate
forecasts due to their adaptive nature and their robustness. Later, it was
found that for all exponential smoothing methods there are state space
models underlying these methods. The main characteristic of state space
models is that they model each of the time series components explicitly and
assume that each component (level, trend, seasonality) follows a random
walk.

The nonstationarity property of state space models becomes especially
apparent when simulating from these models. Simulating from more
complex state space models (see Chapter 4) leads to time series with
exceptional behavior. Even when simulating with the same parameter
values as empirical data, the simulated series need not be realistic. Here
lies a main difference with empirical data. The simulation study aimed to
simulate realistic data satisfying the model, whereas not any set of data
simulated from the model can be considered realistic or would occur in
practice.

Empirical operational data in the mature phase of its product life-cycle need
not be fully stationary, but is mostly reasonably well behaved, apart from
level shifts and randomness. But simulated data from the nonstationary
state space models may completely go astray.

The inherent nonstationarity in the underlying models raises the question
whether, for empirical operational data, exponential smoothing methods
yield accurate forecasts because of their robustness, or because the data is
adequately described by more complex models from the class of state space
models.
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6.3 Recommendations for further research

The added value of the simulation results is that they tell us in which
situations GSI leads to improved forecast accuracy. However, as mentioned
in the previous sections, the applicability of the simulation results to
empirical data is limited. In order to make the GSI approach applicable in
practice, the structural and parametric uncertainty, as discussed in Chapter
5, should be reduced.

The parametric uncertainty can be reduced by determining what models
give a good representation of empirical data. In the previous section
we have commented on this. A further investigation into the extent of
nonstationarity of operational data, and whether state space models or
simpler models are a good representation, would be useful.

Related to this is the issue of model identification. Since the model
underlying HW is a special case of the model underlying GSI, these models
are very similar. The practical applicability of GSI depends on whether
we can distinguish between these models for empirical data. For example,
especially under limited historical data, it is difficult to establish whether
a group of series exhibit the same seasonality. Experiments could be
conducted that determine how often the right underlying model of a dataset
is selected using, for example, the Akaike Information Criterion.

The structural uncertainty can be reduced in two ways. One solution
is simply to consider a more extensive set of parameter settings in
the simulations. However, the relation between relative accuracy and
parameter levels may not be adequately described by a simple linear model.
Although our regression equation was the best simple linear model we could
find, other forms may give a better fit. The literature may give some
starting points for this. For example, Chen (2005) derives an expression
for the MSE of a variant of GSI, albeit for a simpler model than the state
space models considered in this dissertation. Hyndman et al. (2005) derive
an expression for the MSE of the SSOE model underlying Holt-Winters.
Both give some clues about the dependency between the accuracy and the
parameters of GSI.

When we have a good predictive value, we can check, for given groups of
items, whether we can expect to obtain a more accurate forecast by GSI
than by HW, and give an estimate of the relative forecast accuracy of both
methods. The next step is to derive a grouping procedure that clusters
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time series in order to guarantee and maximize the improvement of GSI
over HW.

A grouping procedure needs to form groups with similar seasonal patterns.
The accuracy improvement is determined by, besides other factors, the
variation among the seasonal patterns (σd) and the amount of noise in the
group (σmax). However, these variables depend on time series that make
up a group. Furthermore, we can only obtain an estimate and do not know
their true values like in the simulation experiments. In order to find a group
of time series with similar seasonal patterns, a simple heuristic can be used,
such as the the following. Let C denote the set of products available for
clustering.

1. Compute the seasonal indices for all items

2. Start with a group of size N = 1, consisting of a single fast moving
item p1 ∈ C

3. In order to form a group of size N = 2, we do the following

- For all products pi ∈ C, consider the group consisting of p1 and
pi

- Compute the group seasonal pattern from the aggregate time
series

- Compute the difference between the group seasonal pattern and
the individual seasonal patterns. This gives estimates of di,t,
and from this we can compute σd

- Choose the group with the lowest σd, and remove that item from
C

4. Enlarge the group size by repeating the steps under 3 for N > 2

The heuristic can be continued until a group is formed for which a
substantial accuracy improvement can be reached. The simulation results
from Chapter 4 give an indication of the best value of σd and σmax given
the values of other parameters.

Even if we have found a suitable cluster of products for which GSI gives
more accurate forecasts than HW at the time of clustering, the time
series characteristics and thereby optimal cluster can change over time.
An important practical question is thus how often the cluster should be
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recalibrated. In a broader perspective, this raises the following research
questions:

- How often and how should we recalibrate a method, or do certain
adaptive methods yield better results? In many cases, the selection
of a suitable forecasting method is done infrequently, or perhaps only
once. Fitting a forecasting method to the data every period is the
optimal approach, but this is usually not feasible in practice.

- How often should we reconsider the group to which a particular
method is applied? As mentioned in Section 1.1, in practice, many
companies group their products and apply the same forecasting
method to all items in this group. Although suboptimal, this is a
pragmatic approach since it saves a lot of time and effort. Another
question is which forecasting method is most suitable if we want to
forecast a group of items using the same method, and how we group
items such that we can apply a single method with great accuracy.

Another issue related to calibration of methods is the selection of smoothing
constants. Exponential smoothing methods are optimal for certain state
space models, and result as a steady state of the Kalman filter, as the
number of updating steps goes to infinity. However, in practice, there
is never an infinite number of observations present. A question is how
the selection of smoothing constants would change if the limited data
availability is taken into account explicitly.

When forecasting methods are applied to a group of products, it is
important to use a good way of evaluating the accuracy of this group
as a whole. As noted in Section 4.5, many common accuracy measures
are inadequate, since they may be infinite, skewed or undefined, and
can produce misleading results. Another common problem is that many
measures are scale dependent. We suggest that specific measures should be
developed to evaluate the accuracy of groups of time series in an operational
context. In these settings, some products are more important than others,
but this should not lead to problems due to the measure becoming scale
dependent. Furthermore, in an operational context, negative forecast errors
are often considered to be more important than positive forecast errors.
From an inventory control perspective, it would be interesting to base
these measures on an asymmetric loss function. However, the methods
that are optimal for certain data processes may change, since optimality
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is usually based on a quadratic loss function. Furthermore, a different
loss function may lead to analytical difficulties. Most forecasting literature
focusses on common measures as the MSE. Context specific measures may
make comparison across publications more difficult, but increase the actual
added value of forecasting methods in practice.



Appendix

Additional results

A.1 Additional results for simulation study

Table 1: Results for regression of RelSMADGSI
HW on parameters

Parameter Coefficient t P

N -0.0021 -10.1 < 2e-16
T 0.0060 31.9 < 2e-16
rmax 0.0071 4.7 2.62e-06
σd 8.6585 97.5 < 2e-16
σmax -6.5497 -64.4 < 2e-16
h -0.0241 -44.0 < 2e-16
α0.33

0 1.0483 61.0 < 2e-16
α0.67

0.33 0.9666 55.8 < 2e-16
α1.00

0.67 0.8689 50.6 < 2e-16
β0.33

0 0.1311 10.4 < 2e-16
β0.67

0.33 0.0877 7.0 2.63e-12

R2 = 0.81
F -statistic = 29190, P -value = < 2.2e-16
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Table 2: ANOVA for RelSMADGSI
HW

Source of variation SS 1 df 2 MSS 3 F P

N 67222 1 67222 172340.0 < 2e-16
T 54060 1 54060 138600.0 < 2e-16
rmax 313 1 313 803.5 < 2e-16
σd 4994 1 4994 12804.0 < 2e-16
σmax 877 1 877 2248.0 < 2e-16
h 283 1 283 724.3 < 2e-16
µr 1 1 1 2.1 0.15
σ2

r 2 1 2 4.4 0.04
α0.33

0 378 1 378 970.3 < 2e-16
α0.67

0.33 491 1 491 1259.1 < 2e-16
α1.00

0.67 1467 1 1467 3760.2 < 2e-16
β0.33

0 26 1 26 66.0 4.6e-16
β0.67

0.33 20 1 20 51.0 9.3e-13
γ 0.03 1 0.03 0.1 0.78
I(N,T )∗ 30 1 30 76.4 < 2e-16
I(N,σd) 171 1 171 439.6 < 2e-16
I(T, σd) 207 1 207 531.9 < 2e-16
I(h, σd) 286 1 286 733.6 < 2e-16
I(σd, σmax) 39 1 39 99.7 < 2e-16
I(N,σmax) 339 1 339 867.8 < 2e-16
I(T, σmax) 127 1 127 325.3 < 2e-16
Residuals 30572 78379 0.39

Total 161905 78400
1 SS : sum of squares
2 df : degrees of freedom
3 MSS : mean sum of squares
∗ I(a, b) : interaction effect between a and b
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A.2 Additional results for empirical study

Table 3: Accuracy improvement for various accuracy measures (m = 12)

Group h Σ
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Beers t
Product category (21) 1 0.04 1.89 0.91 1.16 0.94 1.35

4 1.08 1.37 0.96 1.08 0.97 1.18
8 1.24 1.76 1.04 1.24 1.00 1.38

12 1.14 1.64 0.97 1.11 0.94 1.22

Visual inspection (14) 1 1.01 1.31 0.99 1.75 0.95 1.25
4 1.14 1.46 0.99 1.13 1.00 1.22
8 1.13 1.25 1.06 1.23 1.03 1.21

12 1.10 1.46 0.96 1.16 1.00 1.22

t
Statistical clustering (15) 1 0.93 0.99 1.02 1.27 0.96 1.36

4 0.96 1.45 1.00 1.29 0.97 1.19
8 1.02 1.48 1.09 1.39 1.05 1.37

12 0.92 2.27 0.95 1.23 0.92 1.22

Soft drinks (regular)
Product category (41) 1 1.23 2.94 1.02 1.43 1.09 1.53

4 1.24 2.80 1.01 1.24 1.08 1.49
8 1.21 1.14 1.07 1.06 1.10 1.08

12 0.83 1.14 0.95 1.25 0.87 1.16

Visual inspection (29) 1 0.89 1.31 0.97 1.27 0.97 1.30
4 0.99 1.19 0.98 1.05 1.02 1.15
8 1.05 1.40 1.07 1.08 1.07 1.14

12 0.99 1.19 1.07 1.18 1.03 1.20

Statistical clustering (16) 1 0.79 1.33 1.00 1.10 0.99 1.17
4 0.84 1.02 0.96 1.03 0.98 1.07
8 1.03 1.29 1.05 1.05 1.03 1.10

12 0.97 0.94 1.01 1.06 1.00 1.02
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Table 4: Accuracy improvement for various accuracy measures (m = 12)

Group h Σ
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Soft drinks (small) t t t t t t
Product category (19) 1 0.01 0.01 0.01 0.01 0.01 0.01

4 0.56 0.36 1.06 0.76 0.92 0.73
8 0.04 0.04 0.28 0.34 0.52 0.57

12 0.28 0.21 1.40 1.33 1.15 1.00

t t
Visual inspection (13) 1 1.55 0.01 1.07 1.04 1.10 0.01

4 1.18 0.18 0.91 1.13 0.94 0.71
8 1.54 1.93 1.10 1.37 1.11 1.62

12 1.13 0.55 0.93 0.95 0.96 1.31

Plastic tubes
Product category (29) 1 1.08 4.20 0.89 1.34 0.99 2.10

4 1.01 2.40 0.94 1.18 0.99 1.65
8 1.03 1.41 0.93 1.02 0.96 1.16

12 1.17 1.25 1.00 1.04 1.06 1.16

Visual inspection (11) 1 1.00 1.55 0.93 1.05 0.96 1.30
4 1.04 1.13 0.95 1.61 1.00 1.23
8 1.02 1.22 0.93 1.04 0.95 1.12

12 0.95 1.05 0.93 0.98 0.95 1.07

Statistical clustering (10) 1 0.93 1.78 0.97 1.47 0.96 1.54
4 0.93 1.30 0.95 1.20 0.98 1.20
8 0.94 1.27 0.91 1.04 0.92 1.13

12 1.12 1.22 1.06 1.10 1.07 1.16
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Summary

In this dissertation, we consider demand forecasting for a group of products
that exhibit similar seasonal patterns. The standard methodology for this
is to forecast each product’s demand separately. However, more accurate
forecasts can be made by considering multiple products having similar
demand patterns.

Accurate demand forecasts are needed in business in order to plan and take
decisions in advance. Forecasts are, for example, used to set inventory and
production levels such that a certain level of service is provided to customers
while minimizing costs. Too much stock or excessive levels of production
result in large costs, while too little of either may lead to unsatisfied
demand and thus lower service levels and lost profits. Better forecasts
allow companies to maintain lower inventory levels or higher service levels.
The selection of an appropriate forecasting method can thus lead to major
cost savings.

Typically, demand forecasts for many hundreds or thousands of items are
required in these operational environments, and thus must be made in an
automatic fashion. For this reason, simple extrapolative methods are widely
used in practice. Besides their ease of use, simple forecasting methods
often have a good forecast performance and can have an accuracy that is
comparable to that of more sophisticated methods. Perhaps best known is
the class of exponential smoothing methods, which is often used to forecast
the demand for large sets of products.

In order to forecast the demand for a product, we must extrapolate the
time series that represents the demand into the future. Most extrapolative
methods use only the history of a particular series in forecasting that series’
future values. However, data at this level is usually subject to a relatively
large amount of noise. More accurate forecasts can be made if we consider
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groups of products that have similar demand patterns, or time series. Our
particular interest is in groups of products with similar seasonal patterns.
For these products, we may find seasonality estimates using information on
all products in a group, and use these improved estimates when forecasting
at the individual product level. Since we characterize seasonality by a
set of seasonal indices, we refer to this as the Group Seasonal Indices
(GSI) approach. Our GSI approach is a generalization of the classical Holt-
Winters method, and improves the quality of the seasonality estimates.

The dissertation starts from an exploratory empirical study that determines
the potential accuracy improvement that GSI has over Holt-Winters, using
data from two Dutch wholesalers. Here, the GSI method aggregates the
data of all products in a group in order to estimate seasonality from their
aggregate data. Since, in general, data at an aggregate level shows less
random variation than disaggregate data, it is easier to obtain a good
estimate of the seasonal pattern.

The results show significant accuracy improvements, which are
substantially higher than reported in earlier studies on similar approaches.
Furthermore, the aggregation method appears to be robust since for most
of the time series and for all forecast horizons, it improves on Holt-Winters.
However, from these results it is not clear for which types of demand
patterns and under what parameter settings this method is a suitable
approach.

In order to determine for which types of data this is a suitable method,
we identified a model that specifies the data processes for which GSI is the
optimal forecasting method. We present a state space model for which GSI
yields minimal forecast error variances, and we thus provide a statistical
basis for this approach.

In developing this model, we generalized both the aforementioned
aggregation method and the Holt-Winters procedure. The GSI method and
model are generalizations of the Holt-Winters method and its underlying
model. Our model is the underlying model for a method that pools the time
series in order to obtain seasonality estimates. The method that aggregates
the time series is then a special case of this.

Next, we present a simulation study that determines in which situations
GSI yields better forecasts than Holt-Winters, and that gives an indication
of the achievable accuracy improvement under various parameter settings.
The main results are that GSI performs better than Holt-Winters if there is
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more similarity in seasonal patterns, for larger amounts of noise, for larger
and more homogeneous groups, for longer forecast horizons, and when less
historical data is available.

In the simulation experiments, we also compare the aggregation method
with the general GSI method. The results show that the aggregation variant
is, on average, less accurate than general GSI. It also introduces volatility
in the forecast accuracy, and is sensitive to outliers. This makes it harder to
predict when this method will improve on forecasts from Holt-Winters. The
GSI method is more robust to outliers than both the aggregation method
and Holt-Winters.

Furthermore, it appears that seasonal patterns need not be identical for GSI
to give more accurate forecasts than Holt-Winters. If there is substantial
random variation compared to the variation among the patterns, Holt-
Winters performs poorly, and it becomes beneficial to apply GSI, even if
seasonal patterns are somewhat different. This also improves the practical
applicability, since in practice it is unlikely that a group of products exhibits
exactly the same seasonal behavior, or at least it will be impossible to get
an accurate estimate of this.

In addition to these results, we relate the accuracy improvement to the
parameter values through regression equations. These equations can be
applied to empirical data in order to make a prediction of the forecast
accuracy from parameter estimates. For sales data of several groups of
products, we predict the relative accuracy. However, it appears to be
difficult with the current results to give an accurate prediction for the data
given.





Samenvatting

In dit proefschrift beschouwen we het voorspellen van de vraag naar
een groep producten die gelijksoortige seizoenspatronen vertonen. De
standaard aanpak hiervoor is om de vraag naar elk product afzonderlijk
te voorspellen. Er kunnen echter nauwkeurigere voorspellingen gemaakt
worden door naar meerdere producten met gelijksoortige vraagpatronen te
kijken.

Nauwkeurige vraagvoorspellingen zijn benodigd in bedrijven om te kunnen
plannen en vooraf beslissingen te kunnen nemen. Voorspellingen worden
bijvoorbeeld gebruikt om voorraad- en productieniveaus te bepalen,
zodanig dat een bepaald serviceniveau aan klanten verleend wordt terwijl
de kosten geminimaliseerd worden. Teveel voorraad of productie leidt tot
hoge kosten, terwijl te weinig van elk kan leiden tot het niet kunnen voldoen
aan vraag en dus een lager serviceniveau en misgelopen winst. Betere
voorspellingen maken het voor bedrijven mogelijk om lagere voorraden
aan te houden of een hoger serviceniveau te verlenen. De keuze voor een
geschikte voorspelmethode kan dus leiden tot flinke kostenbesparingen.

Vaak zijn er in een dergelijke operationele omgeving vraagvoorspellingen
nodig voor vele honderden of duizenden producten, en moeten
deze dus automatisch gemaakt worden. Om deze reden worden
eenvoudige extrapolatiemethoden vaak gebruikt in de praktijk. Behalve
hun gebruiksgemak, hebben eenvoudige methoden vaak een goede
voorspelkwaliteit en kunnen een nauwkeurigheid hebben die vergelijkbaar
is met die van complexere methoden. Waarschijnlijk het meest bekend is
de klasse van ’exponential smoothing’ methoden, die vaak gebruikt wordt
om voor grote hoeveelheden producten de vraag te voorspellen.

Om de vraag naar een product te voorspellen, moeten we de tijdreeks
die de vraag weergeeft extrapoleren naar de toekomst. De meeste
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extrapolatiemethoden gebruiken echter slechts de historische gegevens van
een bepaalde tijdreeks om de toekomstige waarden van deze tijdreeks
te voorspellen. Data op dit niveau bevat echter een relatief grote
hoeveelheid ruis. We kunnen nauwkeurigere voorspellingen maken als
we groepen producten beschouwen die gelijksoortige vraagpatronen, of
tijdreeksen, hebben. In het bijzonder richten we ons op producten
met gelijksoortige seizoenspatronen. Voor deze producten kunnen we
schattingen van het seizoenspatroon maken met behulp van informatie van
alle producten in een groep, en deze verbeterde schattingen gebruiken om op
individueel productniveau te voorspellen. Aangezien we seizoenspatronen
karakteriseren met een aantal seizoensindices, noemen we deze methode
de Group Seasonal Indices (GSI) methode. Onze GSI aanpak is een
generalisatie van de klassiek Holt-Winters methode, en verbetert de
kwaliteit van de schatting van het seizoenspatroon.

Het proefschrift begint met een exploratieve studie naar de potentiële
verbetering in nauwkeurigheid die GSI heeft ten opzichte van Holt-Winters,
door gebruik te maken van data van twee Nederlandse groothandels. De
GSI methode aggregeert hierbij de data van alle producten in een groep om
het seizoenspatroon met de aggregaatdata te kunnen schatten. Aangezien
aggregaatdata in het algemeen minder ruis vertoont dan detaildata, is het
eenvoudiger om een goede schatting van het seizoenspatroon te verkrijgen.

De resultaten laten significante verbeteringen in nauwkeurigheid zien, die
aanzienlijk groter zijn dan beschreven in eerdere studies over soortgelijke
aanpakken. Verder blijkt de aggregatiemethode robuust te zijn omdat
hij beter presteert dan Holt-Winters voor de meeste tijdreeksen en voor
alle voorspelhorizons. Op basis van deze resultaten is het echter nog niet
duidelijk voor welke vraagpatronen en voor welke parameterinstellingen dit
een geschikte methode is.

Om te bepalen voor welke soorten data dit een geschikte aanpak is, hebben
we een model gëıdentificeerd dat de data-genererende processen specificeert
voor welke GSI de optimale voorspelmethode is. We presenteren een ’state
space’ model waarvoor GSI minimale varianties in de voorspelfout geeft, en
waarmee we dus een statistische onderbouwing geven voor deze aanpak.

Bij het ontwikkelen van dit model hebben we zowel de bovengenoemde
aggregatiemethode als de Holt-Winters procedure gegeneraliseerd. De
GSI methode en model zijn generalisaties van de Holt-Winters methode
en zijn onderliggende model. Ons model is het onderliggende model
voor een methode die tijdreeksen samenvoegt om schattingen van het
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seizoenspatroon te verkrijgen. De methode die de tijdreeksen aggregeert
is een speciaal geval hiervan.

Vervolgens presenteren we een simulatiestudie die bepaalt in welke situaties
GSI betere voorspellingen levert dan Holt-Winters, en die een indicatie
geeft van de te behalen verbetering in nauwkeurigheid onder verschillende
parameterinstellingen. De belangrijkste resultaten zijn dat GSI beter
presteert dan Holt-Winters naarmate de seizoenspatronen gelijker zijn,
bij grotere hoeveelheden ruis, voor grotere en homogenere groepen,
voor langere voorspelhorizons, en wanneer er minder historische data
beschikbaar is.

In de simulatie-experimenten vergelijken we ook de aggregatiemethode
met de algemene GSI methode. De resultaten laten zien dat
de aggregatievariant gemiddeld genomen minder nauwkeurig is dan
de algemene GSI methode. Hij zorgt ook voor volatiliteit in de
voorspelnauwkeurigheid, en is gevoelig voor uitschieters in de vraag.
Dit maakt dat het moeilijker aan te geven is wanneer deze methode
verbeteringen zal leveren ten opzichte van Holt-Winters. De GSI methode
is robuuster ten opzichte van uitschieters dan zowel de aggregatiemethode
als Holt-Winters.

Verder blijkt dat de seizoenspatronen niet identiek hoeven te zijn om met
GSI nauwkeurigere voorspellingen te maken dan met Holt-Winters. Als
er voldoende ruis is in verhouding tot de variatie in de seizoenspatronen
presteert Holt-Winters relatief slecht, en wordt het gunstig om GSI toe te
passen, zelfs als de seizoenspatronen enigszins ongelijk zijn. Dit vergroot
ook de praktische toepasbaarheid, aangezien het onwaarschijnlijk is dat in
de praktijk een groep producten exact hetzelfde seizoenspatroon vertoont,
of het tenminste moeilijk is om hier een goede schatting van te maken.

Naast deze resultaten relateren we ook de verbetering in nauwkeurigheid
aan de waarden van de parameters door middel van regressievergelijkingen.
Deze vergelijkingen kunnen gebruikt worden om voor empirische
data vooraf de voorspelnauwkeurigheid aan te geven. Voor de
verkoopgegevens van enkele groepen producten geven we aan wat de
relatieve nauwkeurigheid is. Het is echter moeilijk om dit met de huidige
resultaten vooraf precies aan te geven voor de gegeven data.
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