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Abstract—This paper presents a model predictive control
(MPC) scheme for magnetic-resonance-guided (MR) radiofre-
quency (RF) hyperthermia. Hyperthermia treatment refers to
elevating the temperature of cancerous cells to 40 − 44 °C for
30-60 minutes and is typically used as an addition to radio- or
chemotherapy, increasing their effectiveness. During treatment,
magnetic resonance thermometry (MRT) provides temperature
measurements for feedback control. An observer combines the
MRT with model-based estimates for temperature estimation.
The heating actions are determined by an MPC scheme which
minimize a finite-horizon cost function, with the objective of
elevating the tumor temperature to a reference. Additionally,
the heating settings satisfy temperature constraints that limit
the temperature in healthy tissue and do not overheat tumor
tissue. The 3D model of the patient describing the thermal
response of the tissue is the result of spatially discretizing Pennes’
bioheat partial differential equation, which results in a non-
linear model with typically ∼ 105 states. Because of the non-
linearity of the power deposition and the size of the model,
the calculation time of a control action can be significant. The
real-time feasibility of the optimizer is considerably improved by
reducing the complexity of the optimization problem using output
matrices and by using a condensed formulation. The computation
time is further improved by supplying the gradients explicitly to
the optimization scheme. To guarantee real-time feasibility, the
computation time of the optimizer is cut off at a fixed time, such
that sub-optimal solutions are used. We demonstrate the tracking
performance and constraint satisfaction of the controller in a
simulation. The simulation shows that hotspots occur at tissue
interfaces and that they are a dominant performance-limiting
factor. Finally, through experimenting on an anthropomorphic
phantom, we present a proof-of-concept real-time-feasible MPC
scheme for RF hyperthermia.

Index Terms—model predictive control, hyperthermia,
magnetic-resonance-guided radiofrequency radiation

I. INTRODUCTION

Hyperthermia treatment involves elevating the temperature
of a tumor and is most commonly used as a complement to
radiotherapy or chemotherapy [1]–[4]. Mild hyperthermia is
usually defined as heating the tumor to 40 − 44 °C [5]. The
most common forms of applying hyperthermia non-invasively
are high-intensity focused ultrasound (HIFU) and radiofre-
quency (RF) radiation [4], [6]. A striking difference regarding
the applicability between HIFU and RF hyperthermia is that
the former has a smaller focus size and is typically more used
for treating smaller tumors [7], [8]. Advances in non-invasive

thermometry using magnetic resonance imaging (MRI) have
made feedback control possible. Accurate feedback control is
essential for effective hyperthermia [4], [9]. The availability
of better hardware and software and the improvement of treat-
ment delivery techniques also contribute to the effectiveness
hyperthermia [4], [10]–[12].

Measurements using magnetic resonance thermometry
(MRT) are typically noisy. They are prone to image arti-
facts and body-location dependent (present internal motion
can cause disturbance), which means that the collection of
accurate data is a challenge. The references [6], [13], [14]
describe various methods of measuring temperature using
MRT and compare the accuracy of the different strategies. The
proton-resonance-frequency shift (PRFS) method is generally
preferable in patients for non-invasive RF hyperthermia as it
yields the most accurate temperature measurements. Inside an
anthropomorphic phantom the accuracy of PRFS is in the
range of ±0.5 − 1°C [13], [15]. However, it is not clear
how these results translate to in-patient measurements. Motion
artifacts, for example air bubbles inside the gastrointestinal
tract, are the most prevalent problems with MRT used for deep
hyperthermia. These artifacts occur because PRFS is a relative
measurement that assumes a static anatomy during treatment.
PRFS temperature readings are made by calculating the phase
difference between the current and a baseline image. Hence,
motion causes the two images to be misaligned, thereby
obscuring the PRFS technique [6].

Current hyperthermia treatments do not always use MRT
feedback to its full potential. A state-of-the-art clinical hy-
perthermia treatment typically consists of following a static,
a-priori calculated treatment plan based on a patient model.
During the treatment only small adjustments are made manu-
ally using patient feedback or using simple online magnetic-
resonance-guided (MR) feedback algorithms [5], [16], [17].
These techniques lack responsiveness during treatment. Hence,
it can lead to undesired overheating or underheating, both
of which significantly deteriorate treatment quality or cause
unwanted damage to and sensitization of healthy tissue [16].
The advances in MRI provide opportunities to use more com-
plex control techniques such as the classic feedback controllers
proposed in [18], [19]. These methods monitor the temperature
during treatment, but do not take future thermal dynamics
into account. Model predictive control (MPC) does provide
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this possibility, because it uses a mathematical model that can
be used to predict future behavior [20]. However, the main
advantage of MPC is the ability to explicitly take constraints
into account when computing a control action. To be precise,
an MPC scheme calculates the optimal input settings that
minimize a suitable finite-horizon cost function exploiting
a predictive model, while constraining the temperature of
healthy and cancerous tissue in desirable ways.

Previous works exist that use MPC for HIFU-MR hyperther-
mia, see [9], [21]–[23]. These papers show the clear potential
of using MPC in hyperthermia treatment, but the results are
limited to the HIFU technique. The reference [24] gives a
preliminary version of an MPC scheme for RF hyperthermia.
However, this work only considers a 2D model and validates
the controller only in a simulated environment. RF for deep
hyperthermia is used primarily for treating relatively large
tumors and therefore it is of required to extend the modeling
in [24] to three dimensions.

Given the above observations, the contribution of this master
thesis is developing a real-time feasible MPC scheme for
MR-RF hyperthermia that uses 3D MRT measurements and
a 3D model. An observer combines the MRT measurements
with model-based data to estimate the emperature in the
patient. The MPC scheme is implemented and experimentally
validated on an anthropomorphic phantom at the Erasmus Uni-
versity Medical Center (Erasmus MC or EMC) in Rotterdam,
The Netherlands. The development of the controller is strongly
motivated by the opportunity to contribute to hyperthermia.

The outline of this paper is as follows. Section II shows
the available experimental setup and its RF applicator. Section
III subsequently describes the thermal model, resulting in a
mathematical model of thermal dynamics. The MPC scheme
is based on that model and is explained in Section IV. The
controller is validated in a simulated environment in Section V.
Section VI covers the validation of the controller in a phantom
experiment. The results of the simulation and experiment are
concluded in Section VII. Lastly, Section VIII ends this master
thesis with recommendations for future work.

II. MR-RF HYPERTHERMIA

This section describes hyperthermia treatment in detail. Ad-
ditionally, the available hyperthermia treatment setup available
at the EMC is discussed.

A. Hyperthermia treatment

Typically, the purpose of hyperthermia treatment is to heat a
tumor to 40-44°C and keep it there for 30-60 minutes [25]. The
heating process is limited by unavoidable hotspots, which arise
at regions with high contrast dielectrics, for example between
bone and muscle tissue [16]. The temperature of such healthy
tissue must be constrained and should not warm up to more
than 42 °C, else the radiation can cause unwanted damage
to and sensitization of healthy tissue [26]. Furthermore, it is
unwanted to overheat the cancerous tissue, as it can reverse
the beneficial effects [27].

The focal point of RF radiation is relatively large compared
to HIFU and therefore primarily used for treating bigger

Fig. 1. System setup consisting of the RF applicator and MRI scanner [29].

tumors [7], [8]. The considered RF applicator is unable to
heat only locally and unavoidably will heat up healthy tissue
in a large area around the tumor (hotspots). To monitor (and
to be able to avoid) undesirable heating of healthy tissue and
emerging hotspots, a sufficiently large 3D model capturing
the full heating range of the applicator is required. For HIFU
purposes it is often sufficient to use a 2D model, because of
its small heating range [21], [23], [28].

B. Problem definition

Given the description of hyperthermia treatment in the
previous subsection, we concisely define the problem that is
relevant for this research. The problem is to heat cancerous
cells in a patient to Tr = 44 °C and to keep it there for
an arbitrary time period. While heating, the temperature of
healthy and tumor tissue should not exceed T̄h = 44 °C and
T̄t = 46 °C, respectively.

The objective of this thesis is to develop an MPC scheme
that solves this problem. The controller uses RF radiation as
the medium to heat up the tumor. The heating in the patient
is monitored using an observer, which provides temperature
estimates based on model-based and MRT data. Out of safety
precautions, the maximum power P̄ ∈ R of the control
actions are limited. The controller will be experimentally
tested using an anthropomorphic phantom. For the phantom,
different reference and constraining values hold and they will
be introduced where used.

C. Experimental setup

The EMC in Rotterdam has an experimental MR-RF hyper-
thermia setup available. Figure 1 shows the setup, consisting
of the BSD-2000 3D/MR RF applicator and an MRI scanner
[29]. Attached to the inside of the applicator is a waterbolus,
which couples electromagnetic energy and cools the skin of
the patient. Although this report proposes a controller that is
generic in nature, it is specifically designed for this setup.

The applicator consists of twelve dipole antenna-pairs that
use RF radiation to induce an electric field inside the patient.
Subsequently, the electric field applies a power deposition in
the patient. The amplitude and phase of each antenna can be
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controlled, such that the radiating waves can be steered freely.
Real-time thermometry readings are obtained with the MRI
scanner approximately every 100 seconds.

III. MODELING

Firstly, this section describes the power distribution of the
RF applicator. Secondly, the specific absorption rate (SAR)
is introduced, which quantifies the energy absorption in the
patient and results in a thermal response. Thirdly, this section
explains the spatial discretization of the partial differential
equation of the thermal response, leading to a continuous-
time state-space model. Finally, temporal discretization of the
continuous-time model results in a discrete-time model.

A. Electromagnetic model

The following subsections model the electric field which the
RF applicator induces and the thermal response of the patient.
The controller, which will be derived in Section IV, is based
on the thermal response of the patient. The applicator consists
of np antennas, each inducing an electromagnetic field, at
EMC np = 12. Both the individual and the total electric
field are assumed to be time-harmonic dependent. The total
electric field is the sum of the individual electric fields under
the assumption of the superposition principle, yielding

E(r, p(t)) =

np∑

g=1

pg(t)Eg(r) (1a)

=
[
E1(r) . . . Enp

(r)
]
p(t), (1b)

where r =
[
rx ry rz

]T ∈ Ω ⊂ R3 is a point in the patient
domain Ω, p(t) ∈ Cnp denotes a vector containing the antenna
settings at t ∈ R≥0 in phasor notation and E : Ω × Cnp →
C3 is the resulting electromagnetic-field vector. The phasor of
antenna g is given by pg(t) = Ag(t)e

jθg(t), where Ag(t) and
θg(t) are, respectively, the amplitude and phase at t ∈ R≥0.
Furthermore, j is the imaginary unit (that is j2 = −1) and
Eg(r) ∈ C3 is the electric field for the g-th antenna.

The electric fields are the result of pre-calculated Sim4Life
simulations on a computed tomography scan of a patient [30].
The scan is used to segment tissue on a grid for r ∈ Ω. Every
segment, or voxel, is characterized by a tissue type (typically
muscle, bone, fat, tumor, water and air). These voxels are
later used to model the thermal response of the patient. With
Sim4Life, simulations are performed for r ∈ Ω to compute
the electric fields, which are assumed to be given.

B. Specific absorption rate

The electric field in (1) results in a tissue-dependent specific
absorption rate (SAR). The SAR is a metric for the power
deposition induced by the electric field and is given by

SAR (r, p(t)) =
σ(r)

2ρ(r)

∥∥E(r, p(t))
∥∥2
2
, (2)

where σ : Ω → R and ρ : Ω → R describe the electric
conductivity and mass density, respectively. The values for the
parameters σ(r) and ρ(r) are based on default values from the

material database in [31]. The reference [32] shows that the
parameters can have a notable spread, but concludes that it
suffices to use the default values based on literature data.

Substituting (1b) into the non-linear equation (2) gives

SAR (r, p(t)) =
σ(r)

2ρ(r)
E(r, p(t))HE(r, p(t))

= p(t)H E(r)p(t),

(3)

where E(r) ∈ Cnp×np is given by

E(r) = σ(r)
2ρ(r)



E1(r)HE1(r) . . . E1(r)HEnp

(r)
...

. . .
...

Enp
(r)HE1(r) . . . Enp

(r)HEnp
(r)


 (4)

and (·)H denotes the Hermitian transpose. Note that E is by
definition Hermitian, so (3) is real and therefore unchanged
by conjugation. Additionally, (3) results in a scalar and is
therefore unchanged by transposition. Applying vectorization
and Hermitian conjugation to (3) leads to

pH Ep = vec (pH Ep)H

= vec (E)H (p⊗ p)
= vec (E)H vec (ppH )

.

(5)

Note that the time and location dependence is omitted for
brevity and p and ⊗ denote the conjugate of p and the
Kronecker product, respectively. The mathematical transfor-
mation in (5) separates the vector p(t) and E(r) in (3). This
transformation is beneficial for the state-space representation
of the thermal model. Subsection IV-C explains this in more
detail.

C. Pennes’ bioheat equation

Pennes’ bioheat equation (PBHE) can be used to model the
thermal behavior of human tissue [33]:

ρ(r)c(r)
∂T (r, t)

∂t
= κ(r)∇2T (r, t) + ρ(r)Qm(r)

+ρ(r) SAR (r, p(t))−Wb(r)(T (r, t)− Tb(r)),
(6)

where T : Ω × R → R denotes the temperature field,
c : Ω → R the heat capacity, κ : Ω → R the thermal
conductivity, Qm : Ω → R the metabolic heat generation
and Tb : Ω → R the temperature of blood. Additionally,
Wb(r) = ρbcbρ(r)φ(r) is the blood perfusion term, where
φ(r) is the volumetric blood perfusion rate per unit mass
tissue and the subscript b denotes blood properties. The blood
perfusion is assumed to be linear, that is constant with respect
to time and temperature. The references [34], [35] discuss the
linearity of Wb and conclude that non-linear models have more
accurate temperature predictions. However, it is difficult to
characterize the temperature or time dependence of these non-
linear blood perfusion models. Therefore, we assume that the
blood-perfusion term in PBHE is linear, similar to the work
in [9], [23], [36].
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D. Spatial discretization

Spatial discretization of (6) on the patient domain Ω results
in a state-space model with n ∈ N states, where each state
corresponds to a voxel r ∈ Ω. Discretization of (6) is based
on the preliminary work in [24] and the modeling is extended
from two to three dimensions. The spatial discretization is
done using a central-difference scheme with a voxel size of
5×5×5 mm3. Typically, discretizing the patient domain results
in approximately 190.000 voxels. The patient domain does not
include the waterbolus and the air outside of it. It is assumed
that they have a constant temperature T0 ∈ R. The resulting
continuous-time state-space model is described by

ξ̇(t) = Acξ(t) +Bcu(t) + h, (7)

where ξ(t) ∈ Rn is the state vector containing the temper-
ature of every voxel. Furthermore, u(t) ∈ Cn

2
p , h ∈ Rn,

Ac ∈ Rn×n, and Bc ∈ Cn×n
2
p . Because of the central-

difference scheme, each state depends at most on six other
states. Consequently, the state-space matrix Ac contains only
seven non-zero values per row or column and hence, is sparse
because of the central difference discretization. At the edges of
the grid tissue meets the waterbolus with temperature T0. Here,
we assume the waterbolus can be modeled by a convective
boundary condition, omitting the physical mechanism of a
conducting waterbolus for simplification.

Let r ∈ Ω be the location of an arbitrary voxel. The central
difference of the diffusion term at that location is

κ(r)∇2T (r) ≈ κ(r)
0.0052

(
T (r+x) + T (r+y) + T (r+z)

−6T (r) + T (r−x) + T (r−y) + T (r−z)
)
,

(8)

where r+x denotes the location of the next voxel in the positive
lateral direction with respect to the center voxel at r. The
definitions of the other r(·) position vectors are similar. Note
that the time dependence of T (r, t) is omitted for brevity.

The term Bcu(t) in (7) results from the spatial discretization
of the SAR term in (6). Stacking these terms in a vector for
the n voxels and substituting (5) results in



1
c(r1)

SAR (r1, p(t))
...

1
c(rn)

SAR (rn, p(t))


 =




1
c(r1)

p(t)H E(r1)p(t)
...

1
c(rn)

p(t)H E(rn)p(t)




= Bcu(t),

(9)

where

Bc =




vec (Ẽ(r1))H

...
vec (Ẽ(rn))H


 (10)

Ẽ(r) =
E(r)

c(r)
(11)

u(t) = vec (p(t)p(t)H ). (12)

Note that the 1/c(r) terms in (9) are the result of dividing the
left and right term in (6) with c(r)ρ(r). Furthermore, u(t) is an
intermediate variable introduced for convenience and cannot
be chosen freely, as (12) shows. Consequently, the number of
system inputs is 2np, the real and imaginary parts of p(t), and
not the dimension of u(t).

The other terms in (6) do not depend on nearby voxels and
are sampled at every point in Ω.

E. Steady-state model

We want to eliminate the h term in (7) describing the
metabolic heat generation and a part of the blood perfusion,
because of compactness. To remove this term, consider a
steady-state point ξss, where ξ̇(t) = 0 (for u(t) = 0, that
is no heating). Then it holds that

ξ̇(t) = Acξss(t) + h = 0, (13)

where ξss denotes ξ to be in steady state. Now consider the
coordinate transformation

ξ̃ = ξ − ξss (14)

and take the time derivative, which leads to
˙̃
ξ = ξ̇ − ξ̇ss = Acξ(t) +Bcu(t) + h−Acξss(t)− h

= Acξ̃(t) +Bcu(t).
(15)

This results in a state-space formulation without the h term
and where ξ̃ denotes the temperature difference with respect
to steady state with no input, see (14). The exact value for ξss
follows from (13):

ξss = −A−1c h. (16)

The inverse of Ac exists because spatial discretization results
in a full-rank n × n matrix. Typically, the values at steady
state are close to the initial conditions. The initial conditions
correspond to the temperatures of the patient tissue at the start
of the treatment. Considering an initial temperature of 37 °C,
the steady-state temperature will typically vary only within
a range of 0.2 °C. That does not hold for voxels that have
boundary conditions, which can have neighboring voxels with
a temperature of 20 °C. For these voxels, the steady-state value
can drop 10 °C, depending on the boundary condition.

F. Temporal discretization

The MPC scheme will be based on a predictive discrete-
time model. However, exact temporal discretization of (7)
using a zero-order hold is computationally infeasible, because
it will result in full a n × n matrix without any sparseness.
For example, the anthropomorphic phantom at the EMC has
n = 191585 dynamic voxels, which would result in a state-
space matrix requiring 34.2 GB to store. With approximate
discretization it is possible to take advantage of the sparseness
of Ac. The forward-Euler method preserves the sparseness
and is sufficiently accurate for its purpose and is therefore
used in this paper. That is, Aw = In + τ̃Ac ∈ Rn×n and
Bw = τ̃Bc ∈ Cn×n

2
p , where τ̃ ∈ R is the sample time of

the discrete model. Consequently, the discrete-time state-space
model is

ξ̃w+1 = Aw ξ̃w +Bwuw, (17)

where (7) is sampled at t̃w = wτ̃ , w ∈ N. For the phantom,
this approximation results in a stable system (that is, Aw is
Schur) for 0 < τ̃ < −2λ(Ac) = 27.4 s, where λ(Ac) denotes
the most negative eigenvalue of Ac. The MRI scanner at EMC
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provides MRT images approximately every 100 s. Therefore,
setting τ̃ = 25 s requires doing a = 4 steps per discrete time
step for k to k + 1. For convenience, we introduce a new
state vector x such that the sample rate of the corresponding
discrete-time model aligns with the MRT measurements, that
is xk = ξ̃ak, k ∈ N. The corresponding model is given by

xk+1 = Axk +Buk (18)

with sampling time τ = aτ̃ = 100 s and the (less sparse)
state-space matrices

A = Aaw (19a)

B =
a−1∑

b=0

(Abw)Bw. (19b)

Note that MRT readings are available at every tk = kτ ,
which can be utilized for state estimation through suitable
filtering using an observer. Furthermore, the representation in
(18) assumes that uk is constant every 100 seconds, while it
is a possibility to keep the sampling times of the MRT and
u(t) different (thus computing u(t) more often). If the model
provides temperature estimates that are accurate enough to
base control actions upon, the sampling times of the MRT
and u(t) can be different and equalizing the sampling times
can be a conservative simplification.

IV. CONTROLLER DESIGN: AN MPC APPROACH

Firstly, this section explains the motivation for MPC. Sec-
ondly, the feedback loop and a Luenberger observer are
introduced. Thirdly, the method of reducing the number of
constraints is presented. Without reduction, the number of
constraints is typically in the order of ∼ 105, which would
make the computation time of a control action infeasible.
Finally, this section describes the design of the controller by
specifying its cost function and its constraints.

A. Motivation for MPC

The preliminary work in [24] shows an MPC scheme for
RF hyperthermia, but it uses a 2D model and is only validated
in a simulated environment. In this paper the controller is
implemented on the experimental setup shown in Subsection
II-C. The reference [37] presents an iteration-based feedback
controller for 3D MR-RF hyperthermia treatment and com-
putes the control action by maximizing the ratio of power
in the tumor to power in healthy tissue. As the controller in
[37] only minimizes the power ratio in healthy tissue, it does
not explicitly guarantee limiting the temperature in healthy
tissue. Additionally, [37] is only validated in a simulated
environment.

We believe that a predictive controller offers superior per-
formance in comparison to classic control strategies. A main
property of an MPC scheme is that it exploits future behavior
of the body. Additionally, the controller explicitly deals with
constraints on the inputs and outputs, thereby ensuring safe
operation. An MPC scheme calculates the optimal input based
on a cost function for a certain prediction horizon. While
optimizing, state constraints ensure that the controller does
not overheat the tumor or healthy tissue.

L

objective,
constraints x̂−

k

ykp∗k

x̂k

MR-RF setup and patient

MPC

Fig. 2. Block scheme of the feedback loop.

B. Feedback loop and observer

A model predictive controller can be used to regulate MR-
RF hyperthermia by using the available MRT. Figure 2 shows a
block scheme of the feedback loop when using an MPC law.
As MPC typically assumes full state feedback, an observer
is often required. An observer can be used to calculate the
state estimate x̂k ∈ Rn by combining the MRT temperature
yk ∈ Rm available at tk and the model-based temperature
predictions x̂−k ∈ Rn. The variable m ∈ N is the number of
voxels of which the temperature is measured. The controller
uses the state estimate to minimize an objective function
subject to constraints and computes the optimal control action
p?k ∈ Cnp .

Internally, the observer uses the model of the plant, which
is defined in Subsection III-F. The MRT measurements are
assumed to be sampled at a single time instance. However, in
practice the actual sample time differs for every slice, because
of different sampling times in the longitudinal direction. For
simplicity, we ignore the sequential sampling times and as-
sume that all the temperatures are sampled at tk. The effect of
this assumption is that the temperature of heat-focused tissue
can be lower than it actually is. The equation for the estimate
of xk using a Luenberger observer is

x̂k = x̂−k + L(yk − ŷ−k ) (20a)

x̂−k = Ax̂k−1 +Buk−1 (20b)

ŷ−k = Cx̂−k = CAx̂k−1 + CBuk−1. (20c)

The model of the patient is 0.5 m long, but in practice the MRI
scanner at EMC only measures the middle 0.25 m. The matrix
C ∈ {0, 1}m×n is defined such that it selects the voxels of
the middle 0.25 m slices and thus its rows and columns have
at most one element with the value 1.

The observer-gain matrix L is diagonal, with

diag (L) ∈ {l}m, (21)

where l ∈ R is a tuning parameter and its value is determined
experimentally.

C. Constraint reduction

Model predictive control is an optimization-based technique,
which requires performing a number of iterations until certain
tolerances are satisfied. The number of constraints of the
optimization problem influences the computation time of an
iteration. To achieve a sufficiently fast sample rate, the number
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of constraints has to be carefully considered. This subsection
introduces methods that enable real-time feasibility of the
MPC scheme by reducing the number of constraints.

The number of voxels (or states) n is usually in the order
of ∼ 105 with n � nt, where nt ∈ N is the number of
tumor voxels. As a result the number of healthy voxels is
ñh = n − nt ≈ n, ñh ∈ N. All these healthy voxels should
not exceed T̄h, so the optimization problem should have n
constraints. Computationally, that is intractable. Therefore, the
number of constraints needs to be reduced. To this end, only a
subset of voxels are constrained as we assume the temperature
distribution varies slowly between spatial regions. The voxels
in this subset correspond to the voxels of a coarser grid
where only every ζ-th voxel in xk is selected in the lateral,
longitudinal and vertical direction, giving nh ≈ n/ζ3 ∈ N
constrained voxels. As the temperature varies slowly over
space, a buffer of five voxels is created in every direction
around a tumor voxel, to prevent conflicts between heating
the tumor and constraining healthy voxels.

The selection of the healthy and tumor voxels is achieved by
using output matrices. Here, hk ∈ Rnh denotes the coarsely-
selected healthy voxels and zk ∈ Rnt contains the tumor
voxels. The matrices Ct ∈ {0, 1}nt×n and Ch ∈ {0, 1}nh×n

respectively select the tumor voxels and constrained voxels
with

zk = Ctxk (22a)
hk = Chxk. (22b)

Hence, the difference equation zk+1 in turn yields

zk+1 = Ctxk+1 = Azxk +Bzuk, (23)

where Az = CtA ∈ Rnt×n and Bz = CtB ∈ Cnt×n2
p .

Without the mathematical transformation in (5), the stacked
E(r) terms are enclosed by p(t) terms and it is not possible
to pre-multiply the stacked E(r) terms with Ct (or Ch). The
vectorize operation in (5) makes it possible to pre-multiply
the matrix B (which consists of the stacked E terms) with
Ct. Consequently, uk (the intermediate input given by (12)) is
now multiplied with a matrix of dimension nt×n2p instead of
n× n2p, with nt � n. Analogous to (23), the same holds for
hk+1.

Subsequently, the optimization problem only has nh con-
straints, which makes it computationally feasible. Note that
nh depends on ζ and is thus free to choose in contrast to the
number of tumor voxels nt, which is patient-dependent and
not free to choose. Note that the size of nt can also cause
heavy computational loads. Therefore, it is also possible to
select voxels in the tumor on a coarser grid, reducing the
number of constraints on the tumor temperature, but that is
not implemented in this controller.

Decreasing the number of constraints presents is one method
of reducing the size of the optimization problem. There are
different methods of reducing the complexity of the problem.
Preliminary work [24] uses proper orthogonal decomposition
(POD) for model reduction, for example. We have studied
POD extensively and have come to the conclusion that it
performs insufficiently. POD constructs a reduced model by

using a snapshot matrix, a matrix containing output sequences.
The reduced-order model describes only the states that were
dominant in the snapshot matrix [38]. Since the control ob-
jective is to elevate the tumor temperature, the corresponding
tumor must be modeled accurately. In practice, it is impossible
to solely heat the tumor. As a result, significant hotspots
are unavoidable and the RF waves will heat nearby healthy
tissue. Additionally, n� nt, implying that the snapshot likely
contains relatively much non-tumor information. From expe-
rience, the reduced model does not describe the temperature
in the tumor well enough, making it difficult to accurately
model cancerous tissue. By not using POD, the complexity of
constructing a snapshot matrix that represents the tumor well
is avoided. Furthermore, the formulation in (22) makes the
order of the model less relevant.

To formulate the objective of the controller mathematically,
the vectorized versions of Tr, T̄t and T̄h introduced in Sub-
section II-B are defined:

zref = 1ntTr − zss (24a)
z̄ = 1nt T̄t − zss (24b)
h̄ = 1nh

T̄h − hss, (24c)

where 1d ∈ {1}d for any d ∈ N, zref ∈ Rnt , z̄ ∈ Rnt and
h̄ ∈ Rnh . Recall from (14) that ξ̃ is the relative temperature
vector with respect to the steady-state value ξss and that xk is
its temporal discretization. The absolute temperature in terms
of xk is

ξ(kτ) = x̂k + xss. (25)

The vectors zk and hk in (24) are derived from xk and are also
relative to their steady state. Therefore, the absolute-valued
bounds Tr, T̄t and T̄h in (24) are subtracted with zss and hss
to make them relative. Their definitions are zss = Ctξss ∈ Rnt

and hss = Chξss ∈ Rnh .

D. Cost function
Extending Subsection II-B, the purpose of the MPC scheme

is to elevate the temperatures of the tumor voxels zk to zref .
The selected healthy voxels hk should not exceed h̄ and the
tumor voxels should not exceed z̄. Furthermore, the total
power of the RF applicator is bounded by P̄ ∈ R≥0. A core
property of MPC is that it uses the internal model to predict
future states. The prediction starts at tk and calculates the
optimal input sequence p?k based on the predicted objective
and constraints over the prediction horizon N ∈ N. The

vector pk =
[
pT0|k . . . pTN−1|k

]T
∈ CNnp denotes the

stacked control actions at tk of the MPC scheme and p?k
the optimal one that minimizes the cost. Subsequently, the
controller applies the input p?0|k, that is pk = p?0|k, discards
the others and repeats the procedure at the next time step.

In order to ensure the feasibility of the optimization prob-
lem, soft constraints are used. Let

εtk = ε(zk) =
∥∥max(zk − z̄, 0)

∥∥
∞ (26a)

εhk = ε(hk) =
∥∥max(hk − h̄, 0)

∥∥
∞ (26b)

be the infinity norms of the temperature violations and are
collected in εk =

[
εhk εtk

]> ∈ R2. Note that the maximum



7

operator in (26) ensures that only the voxels that violate the
temperature bound are selected.

The cost function of the model predictive controller is

JN (zk, εk) =

N∑

i=0

v(zi|k, εi|k) (27)

where zk =
[
zT1|k . . . zTN |k

]T
∈ RNnt denotes

the stacked predicted performance variables and εk =[
εT1|k . . . εTN |k

]T
∈ R2N the stacked slack variables. The

predicted performance and slack variables are, respectively,
denoted by zi|k ∈ and εi|k, at i ∈ N time steps ahead of
the start of the prediction sequence at time tk. Furthermore,
JN : Rn × CNnp → R and v : Rnt × R2 → R denotes the
stage cost with

v(zi|k, εi|k) = (zi|k − zref)
>Q(zi|k − zref) + fTε εi|k. (28)

Equation (28) denotes a quadratic cost on tracking the refer-
ence and a linear penalty on violating the temperature bounds.
It should be noted that there is no penalty on tumor voxels
having a low temperature (for example 40 °C). It is assumed
that the quadratic cost on tracking the reference suffices to
elevate the temperature in the tumor. Furthermore, by defining

Q = qInt
∈ Rnt , Q � 0 (29)

the controller has two tuning parameters: q ∈ R and fε ∈ R2.
Typically the elements of fε are relatively big compared to q,
so that the penalty on violating temperature bounds dominates
the penalty on the tracking term.

E. Optimization problem

By combining the results of Subsection IV-C and IV-D the
optimization problem can be formulated as

p?k = arg min JN =

N∑

i=0

v(zi|k, εi|k), (30a)

subject to

xi+1|k = Axi|k +Bui|k ∀i ∈ N[0,N−1] (30b)

ui|k = vec (pi|kp
H
i|k ) ∀i ∈ N[0,N−1] (30c)

x0|k = x̂k (30d)
zi|k ≤ z̄ + 1ntε

t
i|k ∀i ∈ N[0,N ] (30e)

hi|k ≤ h̄+ 1nh
εhi|k ∀i ∈ N[0,N ] (30f)

∥∥pi|k
∥∥2
2
≤ P̄ ∀i ∈ N[0,N−1]. (30g)

Equation (30b) denotes the prediction model used by the MPC,
which is a derivation from the discrete-time model in (18).
The state estimate x̂k in (30d) is calculated using the observer
equation (20) and denotes the initial state of the prediction
sequence. The equations (30e) and (30f) constrain the temper-
ature of tumor tissue and healthy tissue, respectively. The slack
variables εk ensure that the optimization program remains
feasible, even when temperature bounds (zk > z̄ and hk > h̄)
are violated. When using hard constraints, that is hi|k ≤ h̄ and
zi|k ≤ z̄, there exist no solutions to (30) when a temperature

bound is violated. Hence, the use of soft constraints and slack
variables. Furthermore, the constraint (30g) forces the total
antenna power to not exceed P̄ .

The controller uses the interior point method to optimize
the problem in (30). Experimentally, the optimality tolerance
and step tolerance are set to 10−5 and 10−6, respectively.

F. Prediction model

Decreasing the computation time wherever possible is es-
sential for the real-time feasibility of the MPC scheme. This
subsection explains why the optimization is computationally
expensive and describes a method to speed up the optimization
problem in (30).

The coarse sampling from Subsection IV-C greatly de-
creases the number of constraints, which reduces the computa-
tional complexity significantly. However, it is essential that nt
and nh select a sufficient amount of voxels, typically ∼ 102

in our application. Additionally, there are 2Nnp (typically
np = 12) decision variables (the real and complex part of
vector pk). Finally, the relation between the intermediate input
and actual input in (30c) is non-linear, which is because
the power deposition in (2) is non-linear. To this end, the
optimization problem (30) remains computationally expensive.

A prediction model that depends explicitly on pk decreases
the computation time of the optimization problem and is
also beneficial for calculating the gradients. The non-linear
dependence on pk in (30a) is implicit (yet shown in (30c)),
but by combining the prediction steps that relation can be made
explicit. To this end, equation (27) is written in terms of pk
by using the predicted solution of (30b) at N steps ahead of
tk. That is

xN |k = AN x̂k +
N−1∑

i=0

AiBuN−1−i|k. (31)

For brevity, the dependence is given with respect to uk =[
uT0|k uT1|k . . . uTN−1|k

]T
∈ CNn

2
p and (12) gives uk as

a function of pk. Stacking (31) for every prediction step results
in

xk = Φx̂k + Γuk, (32)

where

xk =
[
xT1|k xT2|k . . . xTN |k

]T
(33)

Φ =
[
AT A2T . . . AN

T
]T

(34)

Γ =




B 0 . . . 0
AB B . . . 0

...
...

. . .
...

AN−1B AN−2B . . . B


 , (35)

xk ∈ RNn, uk ∈ CNn
2
p , Φ ∈ RNn×n and Γ ∈ CNn×Nn

2
p .

Because of the size of A and the need for powers of A, it is
intractable to compute these matrices. However, (22) can be
exploited, such that A is first multiplied by an output matrix Ct
(or Ch) to decrease its rows significantly. By pre-multiplying,
large matrix computations can be avoided in (34) and (35).
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To this end, the rows of the matrices Φ and Γ can be reduced
greatly to create a prediction model for zk and hk:

zk = Φ̂x̂k + Γ̂uk (36)

hk = Φ̃x̂k + Γ̃uk, (37)

where hk =
[
hT1|k . . . hTN |k

]T
∈ RNnh ,

Φ̂ = (IN ⊗ Ct)Φ (38a)

Γ̂ = (IN ⊗ Ct)Γ (38b)

Φ̃ = (IN ⊗ Ch)Φ (38c)

Γ̃ = (IN ⊗ Ch)Γ, (38d)

Φ̂ ∈ RNnt×n, Γ̂ ∈ CNnt×Nn2
p , Φ̃ ∈ RNnh×n and Γ̃ ∈

CNnh×Nn2
p . Note that IN⊗X denotes the Kronecker product,

which N times copies X (in this case Ct or Ch) diagonally to
be able to multiply every block in a partitioned matrix (Φ and
Γ) with X . Using the prediction model zk, the cost function
in (30) can be written explicitly in terms of the intermediate
input uk:

VN (x̂k,uk) = 1
2u

T
k Ĝuk + uT

k F̂ x̂k + fT
ε εk

+ fTε ε0|k + (z0|k − zref)TQ(z0|k − zref)
+ x̂Tk Φ̂T ΛΦ̂x̂k − 2zTr ΛΦ̂x̂k + zTr Λzr,

(39)

where

Ĝ = 2Γ̂ΛΓ̂ � 0 (40)

F̂ = 2Γ̂T ΛΦ̂ (41)
Λ = IN ⊗Q (42)
f ε = 1N ⊗ fε (43)
zr = 1N ⊗ zref , (44)

Ĝ ∈ CNn
2
p×Nn2

p , F̂ ∈ CNn
2
p×n, Λ ∈ RNnt×Nnt , f ε ∈ R2N

and zr ∈ RNnt .

G. Gradients

Providing the gradient ∇pk
VN to (39) and the constraints

in (30) is instrumental for decreasing the computation time.
Note that the gradient is calculated with respect to pk, which
is a vector of complex numbers. Solvers generally only allow
real numbers, therefore we define

pk = αk + jβk. (45)

where αk =
[
αT
0|k . . . αT

N−1|k
]T
∈ RNnp and βk =

[
βT
0|k . . . βT

N−1|k
]T
∈ RNnp . The optimizer requires the

gradient ∇γk
VN with γk =

[
αT
k βT

k

]T ∈ R2Nnp . Appendix
A shows the explicit expression for the gradients of the cost
function and the constraints.

V. SIMULATION

Section IV introduced an MPC scheme for RF hyperthermia.
This section presents the simulation results using the controller
on a virtual patient. The simulation demonstrates the tracking
performance and constraint satisfaction.

     [m]

Muscle

Bone

Fat

Tumor

Water

Air

Fig. 3. Anatomy of the virtual person at the middle slice (rz = 0m).

TABLE I
THERMAL PROPERTIES OF THE VIRTUAL PERSON

Muscle Bone Fat Tumor

c J/kg/°C 3421 1313 2348 3950
κ W/m/°C 0.50 0.32 0.21 0.52
ρ kg/m3 1090 1908 911 1050
Qm W/kg 0.91 0.15 0.51 0.91
φ mL/min/kg 36.74 10.00 32.71 36.74
σ S/m 0.71 0.06 0.07 0.75

A. Simulation setup

The IT’IS foundation provides anatomical models of volun-
teers and are referred to as the Virtual Population [39]. In the
simulated environment, we use a virtual person (called Duke)
and a tumor is artificially added. Figure 3 shows the anatomy
of the virtual person at the middle slice (rz = 0 m), which is
in the pelvis.

Table I shows the tissue parameters. The properties of blood
are given by: cb = 3617 J/kg/°C and ρb = 1050 kg/m3. The
thermal properties are taken from the IT’IS database [31].
The wave frequency of the RF applicator is 100 MHz. The
properties of water are not applicable because the waterbolus
and the air outside of it are assumed to be at a constant
temperature.

The controller is validated using two test scenarios. The
first uses temperature references and constraints inspired by a
clinical setup (see the problem definition in Subsection II-B).
The second resembles a hypothetical scenario to clearly show
the constraint satisfaction of the controller.

1) Scenario 1: Heat the tumor to Tr = 44 °C for 4000 s.
The tumor and healthy tissue should respectively not heat up
to more than T̄t = 46 °C and T̄h = 44 °C.

2) Scenario 2: Heat the tumor to Tr = 46 °C and the tumor
and healthy tissue should respectively not heat up to more than
T̄t = 44 °C and T̄h = 42 °C.

The settings of the tuning parameters are given as fol-
lows: prediction horizon N = 5, observer gain l = 0.2,
tracking penalty q = 1/nt and constraint-violation penalty
fε =

[
109 102

]T
. The tumor consists of nt = 502 voxels

and the controller constrains nh + nt = 1345 voxels. The
maximum power is P̄ = 500 W. The parameters N , nh and
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Fig. 4. Estimated temperature x̂k field at z = 0m, t = 4000 s
of Scenario 1 in simulated environment. The cyan line encircles the
tumor, the magenta marker indicates a hotspot centered at r =[
−0.04 −0.06 0

]T
m and the green marker indicates a hotspot centered

at r =
[
0.06 −0.05 0

]T
m.

nt determine the computation time of the MPC scheme. In
a simulation environment, the computation time is less an
issue than in a real-time application and therefore the tuning
parameters are chosen relatively large. The constraint-violation
penalties on fε are significantly larger than q, because it is
essential to not overheat voxels. The penalty on tumor voxels
is significantly smaller than the penalty on healthy voxels,
because it assumed that overheating tumor voxels is less
damaging than overheating healthy voxels.

MRT data yk is simulated by adding a Gaussian white noise
process νk ∼ N (0, Im) ∈ Rm to the model-based temperature,
that is

yk = Cx̂−k + νk, k ∈ N (46)

B. Results

This subsection presents the results of the simulation with
the virtual person. The tracking performance and constraint
performance are shown. The controller is not perfectly able to
reach the temperature reference, as it is limited by hotspots in
healthy tissue. Using the SAR distribution, the emergence of
the hotspots is explained.

1) Tracking performance: Figure 4 shows the tempera-
ture distribution of the virtual person after a RF hyper-
thermia treatment with the controller proposed in Section
IV and the objectives of Scenario 1 at t = 4000 s. The
controller heats the tumor (encircled by the cyan line), but
also healthy tissue with two significant hotspots centered
at r =

[
−0.04 −0.06 0

]T
m (indicated by the magenta

marker) and r =
[
0.06 −0.05 0

]T
m (indicated by the

green marker). Appendix B shows the plots of Scenario 2.

The equation

ek = 1
nt

∥∥zk − zref
∥∥2
2

(47)

denotes the tracking error, the per-voxel averaged, squared
2-norm of the difference between tumor temperature and its
reference. The squared 2-norm is chosen to quantify the error
because the regulator uses a quadratic cost. Figure 5 shows
e for Scenario 1 and 2. It depicts that in Scenario 1, the
controller steers the tumor temperature to the reference, but

0 1000 2000 3000 4000
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20

40

60

80

E
rr
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2
]

Scenario 1
Scenario 2

Fig. 5. Tracking error ek (equation (47)) of Scenario 1 and 2 in simulation.

does not reach it. After t = 4000 s the average temperature in
the tumor is approximately 2.2 °C below T̄r, which is 41.8 °C
in absolute terms. In Scenario 2, the hypothetical scenario, the
constraints are so limiting that the average difference with the
reference remains approximately 4.5 °C. Figure 6 shows the
infinity norms of the tumor and healthy voxels, respectively
‖zk‖∞ and ‖hk‖∞. That is, the solid lines show the maximum
temperature of the selected healthy voxels and the dashed
lines show the maximum temperature of the tumor voxels. In
both scenarios, ‖hk‖∞ has reached T̄h after approximately
t = 1000 s, implying that at least one healthy voxel has
reached its temperature bound. By comparing the temperature
of Figure 6 and the hotspots in Figure 4, it can be concluded
that the number of selected healthy voxels nh is large enough
to incorporate every hotspot. The assumption that it suffices
to constrain only every ζ-th voxel on a coarser grid is valid.

Figure 6 shows that the main difference between Scenario
1 and 2 is that in Scenario 2 the tumor reaches a higher
temperature than the healthy voxels. However, the lines denote
infinity norms which show only the maximum temperature.
The controller is only able to increase the temperature in the
very center of the tumor, and not the entire tumor. Because T̄h
is set so low, the heating of the hotspot (the infinity norm of
healthy tissue in practice correspond to a hotspot) gets limited,
yet the center remains at approximately 42.2 °C. In Scenario 1,
the temperature in the hotspot is uniform (the hotspot is fully
heated) and has heated up a large volume to approximately
the same temperature.

2) SAR distribution: The hotspots in Figure 4 occur be-
cause the heat load, the SAR distribution (see (6)) that the
controller commands, is relatively large there. Figure 7 shows
the SAR distribution at two different times. It shows that
the controller cannot calculate more optimal foci and has to
heat up the hotspots. It does not have enough freedom in the
spatial heat load. The reason for this is that the normalized
electric fields in the tumor voxels have a much lower intensity
than at the hotspots. Hotspots typically emerge at regions
with fat-muscle and bone-muscle interfaces and Subsection
II-A explained that especially the latter causes high dielectric
contrasts. The bottom subplot in Figure 7 shows that after
the initial heating of the internal tissue, the controller cannot
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Fig. 6. Infinity norms, that is maximum temperature, of the tumor and healthy
voxels during simulation, respectively ‖zk‖∞ and ‖hk‖∞.
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Fig. 7. Normalized SAR distribution in the virtual person at z = 0m and
t = 0 s (top subplot) and t = 2200 s (bottom subplot) in W/kg. The cyan
line encircles the tumor, the magenta marker indicates a hotspot centered at
r =

[
−0.04 −0.06 0

]T
m and the green marker indicates a hotspot

centered at r =
[
0.06 −0.05 0

]T
m.

calculate a more optimal focus than one that compensates
for the heat loss to the surroundings. Although the SAR
distribution in the tumor is not perfect, the error in Figure 5
keeps decreasing slightly, while the maximum temperature of
the healthy voxels does not rise. The controller is able to keep
heating up the tumor slightly using different input directions.
Figure 8 shows the antenna settings for Scenario 1 and that
the controller has a switching pattern. Appendix B shows the
antenna settings for Scenario 2.

We conclude that the occurrence of hotspots is a dominant
performance-limiting factor of RF hyperthermia. However,
Figure 4 and 5 show that it is still possible to get accept-
able performance. The average temperature in the tumor at
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Fig. 8. Amplitudes and phases of the antennas of Scenario 1. The left subplots
show the antennas p1 to p6 and the right subplots show the antennas p7 to
p12.

t = 4000 s is approximately 41.8 °C, which is 2.2 °C less than
the desired reference. Although the SAR is more focused at
the hotspots, there is also focus on the tumor. Additionally,
the diffusion term in (6) causes in turn hotspots to heat
up nearby tissue and also the tumor. If the hotspots are at
their temperature limits, the optimizer heats up using different
regions and avoids the hotspots.

The computation time of a control action is still consider-
able. Finding the solution to (30) can take more than 1000 it-
erations. With the settings given Subsection V-A, an optimiza-
tion step of 1000 iterations takes approximately 1800 seconds
to compute, which is unacceptable in real-time applications. To
use the controller in an experimental environment as in Section
VI, a sub-optimal MPC approach is used and the number of
constraints and N are reduced. In sub-optimal optimization
the solver is terminated at a fixed number of iterations or
computation time. This can result in a sub-optimal control
input, but is guaranteed to be computationally feasible for a
real-time application. Yet using sub-optimal control actions,
there are no stability or performance guarantees anymore.

VI. EXPERIMENT

This section describes the experiment performed to validate
the controller designed in Section IV. The regulator is vali-
dated at the EMC in Rotterdam, using an anthropomorphic
phantom (called Pong). Figure 9 shows a picture of the
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Fig. 9. The experimental setup at EMC. The picture shows the phantom
inside the waterbolus and the applicator.

TABLE II
MEASURED THERMAL PROPERTIES OF THE PHANTOM PROVIDED BY THE

EMC

Perfax Shell Fat Tubes Water

c J/kg/°C 3630 1500 2000 1500 4178
κ W/m/°C 0.64 0.20 0.17 0.20 0.60
ρ kg/m3 1000 1000 1000 1600 1000
σ S/m 0.45 0.00 0.07 0.00 0.00

experimental setup at EMC. Typically, an anthropomorphic
phantom has less different tissue types than a (virtual) person.

A. Experimental setup

Figure 10 shows the anatomy of the phantom at the middle
slice (rz = 0 m). The phantom is a cylindrical PVC tube
filled with perfax to simulate tissue, water tubes to cool it
and fat tubes. As the phantom does not contain a dedicated
tumor, a small region of perfax is defined as the tumor. The
water tubes can be used to cool down the phantom. The
cooling process can also be used as a disturbance, but that
is not active in this experiment. Figure 10 also indicates the
placement of the temperature probes that provide accurate
temperature measurements. The probes can be used to validate
the model-based temperature estimates and the measured MRT
temperatures.

Table II shows the tissue parameters of the phantom. The
values are provided by the EMC. An anthropomorphic phan-
tom does neither have metabolic heat generation nor perfusion,
which simplifies (6). The wave frequency of the RF applicator
is 100 MHz.

To guarantee safe operation, the temperature reference is
reduced with respect to the simulation. The objective is to
heat the tumor to Tr = 27 °C for 1100 s. The tumor and
healthy tissue should respectively not heat up to more than
T̄t = 29 °C and T̄h = 25 °C. Note that the initial temperature
of the phantom is 22 °C, in contrast to 37 °C in patients (as in
Section V). Furthermore, the maximum power of the applicator
is P̄ = 250 W. The tumor consists of nt = 27 voxels and the
controller constrains nh+nt = 144 voxels. We choose to take
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Fig. 10. Anatomy of the phantom at the middle slice (rz = 0m) and the
placement of the temperature probes.

a small nt and nh, reducing the computation time of a control
action.

The settings of the tuning parameters are given as fol-
lows: prediction horizon N = 4, observer gain l = 0.2,
tracking penalty q = 1/nt and constraint-violation penalty
fε =

[
109 102

]T
. The controller should be real-time fea-

sible, therefore its computation time is considered carefully.
Reducing the computation time is a trade off between N , nh
and nt. Therefore, the prediction horizon is lower than in the
simulation, but still large enough to maintain the predictive
behavior of the controller, which is deemed essential. The
number of selected healthy voxels is reduced significantly,
to decrease the computation time. That is reasonable because
the tissue of the phantom is more uniformly distributed, so
less hotspots are expected. The observer gain is relatively low
because MRT readings are expected to be relatively noisy and
inaccurate. The other parameters are equal to the parameters
during simulation in Subsection V-A.

B. Results

This subsection presents the results of the experiment with
the anthropomorphic phantom. Firstly, the tracking perfor-
mance and constraint performance is shown. Secondly, the
SAR distribution in the anthropomorphic phantom is compared
with the SAR distribution in the virtual person. Finally, the
experiment has a plant-model mismatch, which is analyzed
using temperature probes.

1) Tracking performance: Figure 11 shows the estimated
temperature x̂k of the phantom at rz = 0 m, t = 1100 s and
Appendix C shows the inputs to the RF applicator for the ex-
periment. The controller is able to focus the heat on the tumor,
but also creates a large heat region around it. The phantom
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Fig. 11. Estimated temperature x̂k field at rz = 0m, t = 1100 s during the
experiment. The cross markers indicate the temperature probes and the cyan
line outlines the tumor.

does not have hotspots similar to the virtual person during
simulation (see Figure 4). Because of the simplicity of the
phantom, there are less material interfaces and consequently,
no high dielectric contrasts that cause hotspots. The heat is
well focused on the tumor, as is reflected by the low tracking
error. Figure 12 depicts the average error e from (47) during
the experiment on the right axis. No hotspots besides the one
around the tumor emerge, implying that the controller can
keep heating up the tumor locally without reaching constraints
on healthy tissue and is able to track the reference Tr. The
tumor temperature even has overshoot (yet does not reach
T̄t). However, the temperature constraints of healthy voxels
are violated, which is likely caused by using sub-optimal
control actions. In the experiment, the maximum number of
iterations per optimization is set to 100 iterations, which takes
approximately 10 seconds to run, but the computation time
is highly dependent on the current state. The optimization
program is cut off at k = 0, k = 1, k = 2, k = 10 and
k = 11. It is also a possibility that the violations are caused
by the observer (see (20)), as explained in more detail in the
next paragraphs.

2) SAR distribution: Because the phantom has less material
interfaces than the virtual person, it is expected that the
phantom shows less hotspots in the SAR distribution. Figure
11 shows that the heat is focused in the tumor and Figure 13
proves that the SAR distribution of the phantom at z = 0 m,
t = 100 s is much better than in the simulation (see Figure
7) because of the lack of hotspots. Therefore, in a simulated
environment using an anthropomorphic phantom instead of a
patient, the controller would be able to achieve its objective.

3) Plant-model mismatch: As mentioned, a part of the
constraint violations are likely the result of the observer. Figure
14 shows the model-based estimate x̂− (left subplot) and the
MRT y (right subplot) at rz = 0 m, t = 1100 s. The dif-
ference between both is significant. The average difference is
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Fig. 12. Infinity norms, that is maximum temperature, ‖z‖∞ and ‖h‖∞ and
average tracking error e (equation (47)) during the experiment.
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Fig. 13. Normalized SAR distribution in the phantom at z = 0m, t = 100 s
in W/kg. The cyan line outlines the tumor.

0.86 °C, but for example the maximum difference in the tumor
is 1.53 °C. The large discrepancy between the model-based
estimated temperature and the MRT is likely the result of a
plant-model mismatch. Figure 14 shows that the temperatures
are significantly different in fat tissue, because MRT images
are corrected by using the temperature in the fat tubes as
reference (and thus by definition the temperature in the fat
tubes are 22 °C). With the parameters of Table II the fat voxels
in the model heat up.

Overall, the temperature of the model is higher than the
MRI temperature, especially in the tumor. Furthermore, the
temperatures left top (outlined by the yellow line) of the MRT
do not rise, in contrast to the the model-based estimates.

It should be noted that the alignment between the model
and phantom is not perfect. In the right subplot of Figure
14, the blue region in the right (outlined by the white line)
indicates corrupt data and that the phantom should have been
more located to the right. In the current setup that error
is unavoidable, as the placement is done manually and the
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Fig. 14. Model-based estimated temperature x̂−k (left subplot) and MRT yk
(right subplot) at rz = 0m, t = 1100 s at the experiment. The cross markers
indicate the temperature probes, the cyan line outlines the tumor, the yellow
line outlines a temperature-mismatch region between x̂−k and yk and the white
line outlines corrupt data due to positioning misalignment.

placement of the model is from a different setting.
Temperature probes can be used to quantify the plant-model

mismatch, as they provide accurate temperature measurements.
Figure 15 shows the measurements of the probes and their
placement is shown in Figure 10. The estimated x̂ temperature,
model-based estimated temperature x̂− and MRT temperature
y at the probe locations are also shown. The values for
x̂, x̂− and y follow from taking an average of the voxels
around the probe locations, improving the robustness of the
measurements.

The step-wise increments of the probe temperatures is due
to their resolution of ±0.1 °C. The probe temperatures are
calibrated with an significant offset of 0.8 °C, 0.5 °C and
1.9 °C for respectively Probe 1, Probe 2 and Probe 3, such
that they have an initial temperature of 22 °C. Both the model-
based and the MRT temperatures are values with respect to
the steady state, respectively xss (see Subsection III-E) and
yss. The vector yss is equal to the initial temperature of the
phantom, which is assumed to be approximately 22 °C. In
practice that assumption is not entirely valid, hence the offset.
The probes respectively measure a temperature of 21.2 °C,
21.5 °C and 20.1 °C at t = 0 s. If a more accurate baseline
is available, the accuracy of the steady state MRT can be
improved.

With the calibrated probe temperature, we conclude that the
MRT data correlates relatively well with the probes and that
there is a significant model mismatch. The mismatch between
the probes and the model can be 2.72 °C in the tumor (Probe
1). The difference between the MRT and the probes is minor.
In the tumor the difference is at most 0.32 °C. However, MRT
measurements can be noisy as Figure 14 shows.

VII. CONCLUSIONS

With this thesis we present an MPC scheme for MR-RF
hyperthermia. We showed the benefits and pitfalls of such a
controller, which are enlarged in this section.

Interestingly, we realized the extension to a 3D patient
model. Prior research focused only on a 2D model, but the
extension to a 3D model in Subsection III-D is necessary
to capture the full heating range of the RF applicator. One
immediate implication of using a full 3D patient model, is
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Fig. 15. Estimated x̂, model-based x̂−, MRT y and probe temperatures at the
probe locations. The left-top, left-bottom and right-bottom subplot respectively
show the measurements at the locations of Probe 1, Probe 2 and Probe 3.

that the model can have ∼ 105 voxels. The MPC scheme is
able to work with the 3D model by using the output matrices
showed in Subsection IV-C, which select only the tumor voxels
and a number of healthy voxels on a coarse grid. The output
matrices can only be exploited because of the mathematical
transformation of the non-linear power deposition showed
in Subsection III-B. Healthy voxels can be selected on a
coarser grid, because it is assumed that the temperature varies
slowly in spatial regions, partly due to the large focus size
of RF radiation. The simulation in Section V shows that this
assumption is valid, provided that the grid size is small enough
to contain every hotspot.

Although the controller uses a simplified model, the opti-
mizer in Subsection IV-E is still computationally expensive.
Firstly, every tumor voxel represents a constraint and an
element in the cost function. Every selected healthy voxel
also represents a constraint. The number of tumor voxels and
the number of selected healthy voxels is typically ∼ 102.
Additionally, the applicator consists of 12 antennas with each
having an individual amplitude and phase. Thus, there are
24 optimization variables for each prediction step. Typically,
the controller uses a prediction horizon of 5, giving 120
optimization variables. Finally, the optimization problem is
non-linear. Therefore, calculating the optimal solution usually
takes minutes and in some cases hours (depending on the
tolerance settings of the optimizer). Especially in the real-
time application, such a computation time is unacceptable and
a sub-optimal solution is used instead. Sub-optimal control
actions are not guaranteed to satisfy constraints.
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When using optimal control actions, or when running the
optimization program for sufficient iterations such that the
control action is close to optimal, the MPC law tracks the
reference and satisfies constraints as showed in Section V. The
simulation proves that the controller takes the temperature of
healthy voxels into account and the controller will not overheat
them. Because of this constraint, it is not always possible to
fully reach the desired reference value. During the experiment
the constraints are violated as Figure 12 in Section VI showed,
which is likely caused due to using sub-optimal solutions.

The simulation in Section V also showed that the occurrence
of hotspots is a limiting factor of RF hyperthermia. Tissue
interfaces have high dielectric contrasts and they will react
heavily to RF radiation. The relatively large focus size of the
radiation makes it impossible to not target the interfaces and
subsequently they will heat up significantly. In an anthropo-
morphic phantom tissue interfaces are not as pronounced and
such hotspots do not emerge.

To monitor the occurrence of hotspots and the tumor tem-
perature, we implemented an observer in Subsection IV-B that
combines model-based estimates and MRT data, in order to
obtain state estimates. The experimental validation showed a
severe mismatch between these measurements and that the
model-based estimates are several degrees higher than the
actual temperature, showed in Figure 14. It is possible that
the plant-model mismatch causes a part of the constraint
violations in Section VI. The noise and errors of the MRT
measurements are less than expected in a phantom and are
more accurate than the model-based estimated temperatures.
It should be noted however, that the MRT readings are done on
an anthropomorphic phantom, such that image artifacts are not
experienced. On an actual patient with motion artifacts, that is
likely to be a relevant issue to consider. Additionally, an actual
patient needs to be cooled with the waterbolus. Flowing water
through the waterbolus causes MRT data to be unusable.

Nevertheless, we showed a proof of concept of an MPC
scheme for MR-RF hyperthermia through experimentation.
Using MRT for temperature estimation, we realized a (sub-
optimal) real-time feasible feedback controller. Given the
above observations, the presented controller could be a promis-
ing start for using MPC in a clinical setup.

VIII. RECOMMENDATIONS

A large contribution of this work is the experimental im-
plementation of an MR-RF MPC scheme for hyperthermia.
During the experimental validation several pitfalls where iden-
tified that limit the performance of model-based control. This
section points out the pitfalls and presents directions for future
research to improve the presented controller.

The experiment showed that there is a severe plant-model
mismatch. For future work, the most important recommenda-
tion is to analyze where the plant-model mismatch comes from
and how to avoid it. Temperature probes provided accurate
measurements and showed that the mismatch is likely caused
by the model. Generally, the model estimates are several
degrees higher than the probe measurements. A first step to
reduce the effects of the mismatch would be to increase the

observer gain. In the experiment it was expected that the
MRT measurements would be relatively inaccurate, therefore
the observer gain was chosen to be low. However, the noise
was lower than expected. Hence, the observer gain can be
significantly increased for future experiments. It should be
noted however, that the noise of the MRT images is likely
to increase when working on a patient instead of a phantom,
because motion artifacts do not occur with a phantom. Fur-
thermore, flowing water in the waterbolus causes MRT data to
be unusable. During the presented experiment in this thesis,
the water did not flow.

Another recommendation for future work is to take the
different sampling times of the MRI scanner into account.
Currently, the observer assumes that the entire vector yk is
scanned at tk. In practice, the slices along the longitudinal
direction are sampled at different times. A research direction
could be to approximately compensate the measurement delay
by assuming an uniform delay of 1/2τ , or to use the actual
sampling times of the measurements.

We observed significant alignment issues with the model
and the plant, which where not easy to fix using the current
experimental setup. Hence, an automated method of perform-
ing this alignment is recommended. Currently, the patient
has to be aligned manually and that introduces unavoidable
misalignment issues. As the thermal model is created in
a different setting, misalignment is inevitable without post-
processing. Even for an anthropomorphic phantom that does
not move, misalignment is experienced (especially in the lon-
gitudinal direction). For an actual patient, accurate positioning
is practically impossible and an elegant solution is necessary.
For example, image recognizing techniques could be used to
align the model with the patient.

With the current MPC scheme, the computation time of a
control action is still considerable (as shown by experimenting
on the phantom) and sub-optimal solutions are used. It is
recommended to further analyze the computation time to be
able to increase the number of iterations for an optimization
step, such that the control action is closer to the optimal one.
A possibility would be to use the parallel computing power
of a graphics processing unit to speed up the calculation.
Additionally, it is expected that providing the hessian explicitly
to the optimizer reduces the computation time as well.

A different approach of selecting healthy voxels to con-
strain, would be to select healthy voxels dynamically instead
of statically. This could be a method of reducing the number of
constraints considerably. Currently, a number of healthy voxels
are selected a-priori by using a coarse grid. It is a possibility to
only select the hottest voxels and constrain these. That bring its
own problems though, as we know from experience by trying
to implement dynamic constraining for the presented MPC
scheme. For example, a non-considered voxel can easily be
overheated before it is selected, especially with the sampling
time of the MRI scanner at EMC.

The current way of selecting healthy voxels is taking every
ζ-th voxel on a coarser grid. If the grid is too coarse, hotspots
can go undetected. It is a possibility to take the infinity norm
(or a different operation like averaging or convolution) of the
temperature of a block of size ζ3 voxels. To this end, even if
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hotspots are smaller than the grid size, the controller will take
them into account. This could also be another way of reducing
the number of constraints.

APPENDIX A
GRADIENTS OF OPTIMIZATION PROBLEM

This appendix shows the derivation of the gradient of the
cost function (30a) and the constraints ((30e), (30f) and (30g)).

A. Cost function

The latter two lines of (39) do not depend on uk and thus
their gradient is zero. The gradient of the first line, except the
slack term, is

∇αi|k( 1
2u

T
k Ĝuk + u>k F̂ x̂k) = Mip̄i|k +MT

i pi|k (48a)

∇βi|k( 1
2u

T
k Ĝuk + u>k F̂ x̂k) = jMip̄i|k − jMT

i pi|k (48b)

where j is the imaginary unit (and not the sampling time as
in Subsection III-F) and

m = Ĝuk + F̂ x̂k = vecM (49)
M = Reshape(m,np, Nnp). (50)

The operator Reshape is the inverse vectorization function
and Mi selects the columns of M corresponding to pi|k. The
gradient of an element of the slack terms is

∇pk
(εti|k) = ∇pk

z∞,i|k, (51)

where z∞,i|k denotes the element corresponding to the argu-
ment of the infinity-max norm of (26a). The gradients of the
other slack terms are similar.

B. Overheating constraints

In sparse form, (30e) and (30f) are, respectively,

zk ≤ z̄ + 1Nnt
εt (52)

hk ≤ h̄+ 1Nnh
εh, (53)

with

εt =
[
εt1|k

T
. . . εtN |k

T ]T (54)

εh =
[
εh1|k

T
. . . εhN |k

T ]T
. (55)

Consequently

∇αi|kzk = Γ̂i(Inp ⊗ pi|k + p̄i|k ⊗ Inp) (56a)

∇βi|kzk = jΓ̂i(p̄i|k ⊗ Inp
− Inp

⊗ pi|k). (56b)

The gradient of hk is similar to that of zk and the gradients
of εt and εh follow from (51).

C. Power constraint

The gradient of the power constraint is

∇γi|k
∥∥pi|k

∥∥2
2

= 2γi|k. (57)

APPENDIX B
SIMULATION SCENARIO 2 COMPLEMENTARY PLOTS

Figure 16 shows the temperature plot of Scenario 2. Because
T̄h is lower than in Scenario 1, the controller does not heat
up the hotspots centered at r =

[
−0.04 −0.05 0

]T
m and

r =
[
0.06 −0.04 0

]T
m. Consequently, the temperature is

more uniformly distributed than it is in Scenario 1.
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Fig. 16. Estimated temperature x̂k plot at z = 0m, t = 4000 s of Scenario 2
in simulation environment. The cyan encircles the tumor, the magenta marker
indicates a hotspot centered at r =

[
−0.04 −0.06 0

]T
m and the green

marker indicates a hotspot centered at r =
[
0.06 −0.05 0

]T
m.

Figure 17 shows the control actions of the MPC during
Scenario 2.
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Fig. 17. Amplitudes and phases of the antennas of Scenario 2. The left
subplots show the antennas p1 to p6 and the right subplots show the antennas
p7 to p12
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APPENDIX C
EXPERIMENT COMPLEMENTARY PLOTS

Figure 18 shows the control actions of the MPC during
experiment.
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Fig. 18. Amplitudes and phases of the antennas of the experiment. The left
subplots show the antennas p1 to p6 and the right subplots show the antennas
p7 to p12
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M. Gosselin, D. Payne, A. Klingenböck, and N. Kuster, IT’IS Database
for thermal and electromagnetic parameters of biological tissues,
4th ed., May 2018.

[32] J. B. van de Kamer, N. van Wieringen, A. A. C. de Leeuw, and J. J. W.
Lagendijk, “The significance of accurate dielectric tissue data for hy-
perthermia treatment planning,” International Journal of Hyperthermia,
vol. 17, no. 2, pp. 123–142, 2001.

[33] H. H. Pennes, “Analysis of tissue and arterial blood temperatures in the
resting human forearm,” Journal of Applied Physiology, vol. 1, no. 2,
pp. 93–122, 1948.

[34] D. T. Tompkins, R. Vanderby, S. A. Klein, W. A. Beckman, R. A.
Steeves, D. M. Frye, and B. R. Paliwal, “Temperature-dependent versus
constant-rate blood perfusion modelling in ferromagnetic thermoseed
hyperthermia: results with a model of the human prostate,” International
Journal of Hyperthermia, vol. 10, no. 4, pp. 517–536, 1994.

[35] J. Lang, B. Erdmann, and M. Seebass, “Impact of nonlinear heat transfer
on temperature control in regional hyperthermia,” IEEE Transactions on
Biomedical Engineering, vol. 46, no. 9, pp. 1129–1138, September 1999.

[36] R. F. Verhaart, G. M. Verduijn, V. Fortunati, Z. Rijnen, T. van Walsum,
J. F. Veenland, and M. M. Paulides, “Accurate 3D temperature dosimetry
during hyperthermia therapy by combining invasive measurements and
patient-specific simulations,” International Journal of Hyperthermia,
vol. 31, no. 6, pp. 686–692, 2015.

[37] K.-S. Cheng, V. Stakhursky, P. Stauffer, M. Dewhirst, and S. K. Das,
“Online feedback focusing algorithm for hyperthermia cancer treat-
ment,” International journal of hyperthermia, vol. 23, no. 7, pp. 539–
554, 2007.

[38] R. Pinnau, “Model reduction via proper orthogonal decomposition,”
in Model order reduction: theory, research aspects and applications.
Springer, 2008, pp. 95–109.

[39] A. Christ, W. Kainz, E. G. Hahn, K. Honegger, M. Zefferer, E. Neufeld,
W. Rascher, R. Janka, W. Bautz, J. Chen et al., “The virtual fam-
ily—development of surface-based anatomical models of two adults and
two children for dosimetric simulations,” Physics in Medicine & Biology,
vol. 55, no. 2, 2009.


