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1 Introduction

The recent wave of artificial intelligence research has shown that although not
explicitly designed for a single task, machine learning agents can outperform even
the best humans at a number of complex challenges like the game of GO and
StarCraft II [30,32]. Attempts at including machine learning in robotic systems
at the level of control have already provided systems with the capabilities to solve
Rubik’s cubes or handle unknown objects of different shapes and sizes [23,33].
Applying these advances to robotic behaviour has the potential to increase not
only behaviour quality, but also behaviour generality and flexibility [8].

The Robocup conference organizes a number of robotics competitions annu-
ally in order to explore the capabilities of these techniques and others in robotics.
One of these competitions, called the Robocup Middle Size League (MSL) [20],
focuses on the exploration of techniques for distributed multi agent systems us-
ing soccer. Soccer provides a challenging dynamic environment. The distributed
setting forces the development of applications that also work in a large set of
real life situations, where robots need to be able to make individual decisions.

This thesis explores the possibility of synthesising behaviour using reinforce-
ment learning in the MSL context, using the Tech United [16] robot soccer
robots. The strategy learner system is proposed. It uses reinforcement learning
at a semantically high level of abstraction in soccer, namely strategy, to complete
a simpler subset of soccer behaviour as a benchmark: Passing a ball between two
players on the field.

For the purposes of the strategy learner, strategy is defined as the coordi-
nation of multiple agents over a long stretch of time to accomplish a shared
goal. Strategic concepts abstract away detailed information in favor of assigning
agents a strategic role with explicitly programmed behaviour. Roles essentially
act as a preprocessor from behaviour to robot actuator control. It is expected
that robots can learn useful strategic behavioural patterns by learning to com-
bine these roles.

Two reinforcement learning algorithms, the simple policy gradient and vanilla
policy gradient, are evaluated in this thesis as possible approaches to learning the
strategy necessary to pass a ball in soccer. To the best of the authors knowledge,
the last time reinforcement learning was used for a similar purpose was in 2008
by the Brainstormers Tribots, based on one of their yearly team description
paper [11]. This thesis aims to answer the following research questions (RQ)
and explain the following contributions (CT ):

RQ 1: How can strategic soccer behaviour be synthesized based on rein-
forcement learning?

RQ 2: How should reinforcement learning parameters be picked in the
context of the Robocup Middle Size League and what should they be?

RQ 3: How do necessary training resources relate to strategy learner
performance?
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CT 1: Provide insight into the engineering challenges of implementing
reinforcement learning on robots in the Robocup Middle Size League.

CT 2: Compare a rule-based approach to reinforcement learning algo-
rithms on a rudimentary robot soccer benchmark.

CT 3: Provide a recommendation on the implementation of reinforce-
ment learning for robot behaviour, and clear directions of possible future
work.

The first few sections of this thesis aim to answer the first question by giving
a description of related work in Section 2, explaining the strategy learner’s struc-
ture in Section 3 and covering the mathematical foundation of the algorithms in
Section 4. The second and third question are answered in the remainder of the
thesis. The experiment setup is covered in Section 5, and the results are discussed
in Section 6. Finishing up, Section 7 features conclusions and recommendations
for future work.

2 Related Work

Over the past five years, superhuman level reinforcement learning systems have
been developed for complex games like Go [30,28], StarCraft II [32] and DOTA
[25]. In a-one on-one setting these algorithms have reached or exceeded human
level play. In other works, cooperation and use of environmental tools has also
been attempted successfully by using a purely learning based approach [22,4].
These results show the potential of reinforcement learning to reach human per-
formance, or even superhuman performance, on complex strategic tasks where
cooperation is required.

Reinforcement learning algorithms require a reward function to provide feed-
back on actions taken by the algorithm. Good decision are rewarded, bad ones
punished, and the algorithm learns as a consequence. Training with reinforce-
ment learning can be difficult, partly because there needs to be a balance between
exploring the state space for learning and performing optimally according to the
algorithm [21,9]. This is also known as the exploration versus exploitation prob-
lem. If not done correctly, agents may get stuck in local optima or worse; their
performance might not converge at all [26].

Neural networks are integral to the performance of recent machine learning
approach, and have a track record of success in a range of supervised learn-
ing applications including image classification, spam detection and prediction of
customer buying behaviour [14]. Using neural networks in combination with re-
inforcement learning is called deep learning. The advancements in deep learning
are in large parts responsible for the popularity and success of the recent surge
in artificial intelligence research [27].

Usually reinforcement learning necessitates a large and varied data set to
learn from. Applications in the robotics domain features two distinct approaches



4

to gathering training data: Gathering data in the physical world [33] or learn-
ing in simulation [19,10] and transferring the knowledge to the physical domain
[18,24]. Gathering data in simulated environments is less costly and time con-
suming than doing so in the real world.

Simulations used for reinforcement learning often allow for the possibility to
train multiple agents in parallel, and to accelerate simulation time [31]. However,
transferring the performance of models trained in simulation to reality often
comes with a significant performance decrease, caused by the differences between
the two. This is know as the sim-to-real transfer problem [17]. This work pursues
results in the Tech United MSL simulator as a proof of concept, and leaves real
life implementation to future works.

Currently the strategic behaviour of the Tech United Middle Size League
soccer robots is designed, implemented and coordinated using the Skills, Tactics
and Plays (STP) framework [7,6]. It is leveraged by the strategy learner in order
to learn soccer at a high level of abstraction. The strategy learner explicitly
uses data to learn behavioural patterns [13,3,12], which contrasts with the rule-
based approaches currently used. The need for a human expert to get involved in
designing a custom system is less when behaviour is successfully learned instead
of designed. Additionally, the emergence of useful behaviour never thought of
by engineers beforehand [5] is more likely. In adversarial environments, learned
behaviour could strategically adapt to specific opponents or play styles [32].
When the same algorithm learns to counter a large set of styles in potentially
novel ways, it is that much closer to performing well generally in the game of
soccer. The strategy learner attempts to make the first tentative steps towards
such a systems.

3 Strategy Learner Structure

The strategy learner is applied to a specific subset of MSL soccer: Passing the
ball between two robots of the same team. Passing is an essential skill in soccer.
If it can be successfully learned, it is considered a necessary (but certainly not
sufficient) condition to learn to play a full game of soccer. That is why passing
the ball is used to test the strategy learner.

It is advantageous to consider passing behaviour, because rewards generated
by a correct pass are much less sparse and complex than rewards in a full game
of soccer. For instance: If during a full game of soccer only scored goals are
rewarded, as would be realistic, the connection between short term decisions
and long term rewards is less clear. This is called the credit assignment problem
in reinforcement learning [29], and results in a longer training cycle. It might
even prevent the synthesis of behaviour that converges completely. Thus it is best
to test the performance of the strategy learner on passing first, before scaling up
to situations that more closely approximate a full game of soccer. This challenge
does not take adversaries into account either in order to simplify the experiment
further.
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Fig. 1: Architecture of the Skills, Tactics and Plays framework used by the Tech United
soccer robots. The framework has been implemented on each robot individually. Each
robot decides on a role distribution for the entire team. Coordination of the roles is
done through communication with a distributed shared database. Usually the team
picks the role distribution determined by the turtle with the lowest robot id.

3.1 Skills, Tactics and Plays

The current system for strategic decision making used by the Tech United robots
is the Skills, Tactics and Plays (STP) framework. In order to understand the
structure of the strategy learner, it is necessary to understand the STP first. The
framework executes a soccer strategy by combining the three semantic levels of
Skill, Tactic and Play as shown in Figure 1. Each layer provides its own level
of abstraction, from the direct control of the robots to long term coordinated
soccer play. Currently each level is implemented using a rule-based design.

A skill has the highest level of resolution with respect to the game. It deter-
mines the behaviour on the level of a single action such as shoot ball, or move to
position. Skills usually interface directly with path planning and motion control.
A tactic has a lower level of resolution but is still performed by a single robot.
Tactics consist of a composite of skills and other tactics in order to execute an
explicit short term goal, which they can either succeed at or fail. Examples of
tactics are pass ball to receiver, or shoot at goal.

A play possesses the lowest level of resolution and determines coordination
between multiple robots. Roles are assigned to each active turtle combined with
a set of tactics to perform. The play then moves from state to state and syn-
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(a) Step 1: The lead executes a pass tac-
tic, the support a positioning tactic.

(b) Step 2: The ball has been received,
the next set of tactics activate.

(c) Step 3: Now the lead executes a posi-
tioning tactic, the support a pass tactic.

(d) Step 4: The ball has been received by
the lead and the play ends successfully.

Fig. 2: An example of a one-two play using the STP system. The upper robot starts
with the role lead and the lower robot with the role support. The first set of tactics
causes the lead to pass the ball, and the support to position itself on the pass target.
The next set of tactics are activated once the support has successfully received the ball,
causing a pass back to the lead. The play is completed when the lead receives the ball
again.

chronizes the switching of tactics between robots with the aim of completing
the play. An example of a play is shown in Figure 2. Each robot assigns roles
for the entire team, and communicates them to a shared database. A consensus
mechanism then determines the final role distribution.

3.2 Concept Design

The strategy learner is a neural network model that interacts with the STP sys-
tem to learn useful strategic behaviour on the level of a play, shown in Figure 3.
A strategy learner model runs on each individual robot and predicts a probabil-
ity distribution over each available role. The aim of the predicted distribution is
to maximize the reward for that robot over the course of the game. Predicting
the role distribution is thus the action of the model. The resulting probability
distribution is then used to choose one of the roles.



7

Fig. 3: The strategy learner replaces the role assigner in the rule-based STP system.
Only the robot chooses a role for itself, based on a state observation and past learning
experiences. Note that tactics are not explicitly time synchronised anymore. Instead,
robots need to learn coordinated and cooperative behaviour.

The model takes a state observation as input in order to predict a new role
probability distribution at each time step over four possible roles: Pass, receive,
move and intercept. The robot with the pass role passes the ball to the robot
with the receive role when possible. If the robot does not have ball possession,
or its peer did not choose the receive roll, it stays in place. The same is true for
receive when accepting the ball from a robot with the pass role. In order to stay
out of each others way, the move role moves a robot to the center of the field.
Finally intercept moves towards a calculated interception point between the ball
and the robot in order to gain ball possession.

A chosen role executes until a new prediction is made and the role switches.
Roles are chosen each second to allow for some time to execute the corresponding
behaviour. Because role assignment is only done for the local robot, as opposed to
for the entire team, the strategy learner needs to learn cooperative behaviour on
the level of each individual robot. This allows for the strategy learner to learn
novel ways of combining existing roles, because the tactics are not explicitly
synchronised anymore.

It is possible to enforce boundary conditions in order to ensure safe operation
of the robots. Once a boundary condition is triggered, a tactic is executed to
move out of the boundary condition state. Boundary condition tactics always
overwrite tactics executed by a role. Currently one boundary condition exists,
which is triggered when two robots get too close to each other. The robots move
in opposite directions once they cross a minimal euclidean distance, in order to
avoid a crash. Normal operations resume after they move a set distance apart.
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The strategy learner treats boundary conditions as part of the environment and
therefore includes the consequences of boundary conditions in learning.

3.3 Training The Strategy Learner

The strategy learner is trained through reinforcement learning using two algo-
rithms: The simple policy gradient and vanilla policy gradient. The mathemat-
ical details of both methods are explained in Section 4. Both can be applied in
simulation and the real world. However, for the purpose of this research only
simulation is used. It is more convenient and faster to collect data in the simu-
lator and safer to train the algorithms. To speed up training, simulators often
allow gathering data at speeds higher than real-time. This is not possible for the
Tech United MSL simulator at the time of writing, which means training data
has to be generated in real-time. The strategy learner runs at 100Hz.

Reinforcement learning algorithms need observation-action pairs and rewards
from the environment to learn [13,3,12]. A reward is given for each action in the
environment and is used to update the strategy learner network parameters in the
direction of maximum reward. It is necessary to create new training data for each
reinforcement learning training step because the relationship between actions,
observations and rewards changes as the network parameters are updated.

During training the strategy learner has to find rewarding behaviour, because
those rewards are needed for the model to learn. If it never gets a reward, it
never truly learns. The strategy learner encounters rewards by sampling from
the predicted role distribution during training. This way the model tries different
behaviours that could lead it to discover new strategies that yield more rewards.
Proper exploration is essential for reinforcement learning to work well. The model
is trained using data from both turtles to incorporate the experiences of both
into the learned policy.

Sampling roles might result in unwanted behaviour when exploiting the strat-
egy learner for optimal performance. That is why sampling is replaced with
choosing the role with the highest probability outside of training. This way the
randomness helps with training, but does not interfere with decision making
during the exploitation phase.

3.4 Model Assumptions

Implementing the strategy learner necessitates some assumptions about both the
MSL soccer environment and its robotic actors. First and foremost the Markov
Property is assumed to be true. This means that only the present MSL soccer
state influences the future state. Any state before the present has no influence,
and thus the future state can be predicted by looking at the present state alone.
This assumption seems reasonable as many soccer decisions can be made on
the current state of the game alone. The Markov Property is used in order to
formulate the simple and vanilla policy gradients, which are used to update the
neural network parameters of the strategy learner. More on this in Section 4.
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The robots are assumed to be able to share their internal states through
communication over a shared network. This is usually true during matches unless
issues with the network occur. For the purposes of choosing a role, the effects of
ball orientation and spin are assumed to be negligible, even though they might
impact shot accuracy. Additionally, only one ball is present in the field during the
duration of each experiment. Using these assumptions it is possible to formulate
the algorithms used to train the strategy learner.

4 Algorithms

The strategy learner model is trained using the simple policy gradient and vanilla
policy gradient algorithms. Implementations of both algorithms are built in Py-
Torch, based on implementations by OpenAI’s Spinning Up [1]. Each one is
modified to work with the Tech United robot software stack.

In order to implement the learning algorithms, the soccer environment is
modeled as a Markov Decision Process (MDP). A visualization of the MDP for
MSL passing can be found in Figure 4. It is a discrete-time stochastic control
process that can be described by a 4-tuple: A finite set of states S, a finite set of
actions A, state transitions described by Pa(s, s′) = Pr(st+1 = s′|st = s, at = a)
and immediate reward Ra(s, s′), received after transitioning from state s to s′

through action a. The state transition is the probability that the state will
transition to s′ at time t+ 1 given current state s and action a.

The goal of introducing the MDP is finding a policy πθ(a|s) that maximizes
Ra over time, which is done by implementing a neural network with network
parameters θ on each robot individually. The network parameters are updated
by the learning algorithm to maximize rewards gained.

Each state contains the positions x, y and orientation φ of the robot in ques-
tion and relative positions for its peer. Velocities vx, vy and angular velocity vφ
are also included so the policy network has information on robot trajectories.
Ball rotation and orientation are not included. Instead the height of the ball is
used. Ball positions x, y, z and velocities vx, vy, vz are also relative with regards
to the current robot. Every value is normalized before being used as network in-
put. The field dimensions are used for the positions, maximum turtle velocities
are known and the maximum ball height and velocity are estimated at 2m and
14m/s respectively after measuring in simulation. Ball possession is a one-hot
encoded two dimensional vector where the first entry corresponds to the current
robot and the second to its peer. An entry of 1 means ball possession, 0 means
otherwise. This state is used as input to the strategy learner policy network.

4.1 Policy Network

The policy network πθ is implemented using a neural network. The number of
neurons for the input layer equals the dimension of the vector containing all
inputs, which in the case of the pass experiment is 20 neurons. The number of
neurons in the output layer corresponds to the number of available roles, which



10

Fig. 4: The Markov Decision Process used to model ”passing a ball” in MSL soccer.
The state includes positions and velocities for the current robot and relative positions
and velocities for its peer. Positions and velocities for the ball and one-hot encoded
ball possession are also included. The policy determines the appropriate role for the
current state. The state then transitions to a new one. Rewards are produced every
time step.

are 4 in this case. The final layer is a softmax function, which makes sure the
sum of role predictions equals 1. Each intermediate layer user rectified linear
units (ReLU) [2] as activation function for the neurons. Excluding the input
and output layer, the size of each intermediate layer and the number of neurons
varies across experiments.

After predicting a probability distribution, an action at is chosen by sam-
pling the probability distribution during training, or choosing the action with
the highest probability during evaluation. Boundary conditions are enforced out-
side the control of the robot. Therefore it is modelled as an effect of the state
transition function Pa(s, s′).

4.2 Simple Policy Gradient

This section will explain the simple policy gradient algorithm based on gradient
ascent to update policy parameters θ. The actual optimization algorithm used
is described later on. Doing so helps to explain the role of the policy gradient in
updating the policy network. In order to update the parameters θ of the policy
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Algorithm 1: Simple policy gradient algorithm.

1 Input: initial policy parameters θ0
2 for k = 0, 1, 2, . . . do
3 Collect set of trajectories Dk = {τi}i=1,...,N by running the policy

πk = π(θk) in the environment.
4 Compute rewards R(τ).
5 Estimate the policy gradient as

ĝ =
1

|Dk|
∑
τ∈Dk

T∑
t=0

∇θ log πθ(at|st)R(τ)

6 Compute the policy update by using an Adam optimizer and the
computed loss.

7 end

network using gradient ascent, policy gradient ∇θJ(πθ)|θk is used to update θ
such that

θk+1 = θk + α∇θJ(πθ)|θk , (1)

where J(πθ) is the expected return on reward. The update aims to train the
policy to maximize the expected reward, which is defined as

J(πθ) = E
τ∼πθ

[R(τ)], (2)

with τ = (s0, a0, s1, a1, ..., sT , aT ) a state-action pair sampled from the policy
πθ with T the final time step in the trajectory, and R(τ) the finite-horizon
undiscounted return. This return is the sum of rewards gained in a single episode,
defined as

R(τ) =

T∑
t=0

rt. (3)

It is necessary to calculate the gradient of policy performance ∇θJ(πθ) in
order to calculate the parameter update during training. The complete derivation
for the policy gradient can be found in Appendix A, which leads to the expression
for the simple policy gradient:

∇θJ(πθ) = E
τ∼πθ

[
T∑
t=0

∇θ log πθ(at|st)R(τ)

]
. (4)

Because the expression is an expected value, it can be estimated using a
sample mean to get the estimated policy gradient ĝ. This results in Equation 5,
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where a set of collected trajectories is denoted by D = {τi}i=1,...,N and |D| is
the number of trajectories in D.

ĝ =
1

|D|
∑
τ∈D

T∑
t=0

∇θ log πθ(at|st)R(τ), (5)

The only thing left to compute ĝ is to calculate ∇θ log πθ(a|s), which is the
gradient of the log probability predicted by the policy network with respect to
the policy network parameters. In other words, the gradient of log probabilities
expresses the (logarithmic) direction of largest change in network parameter
space, given the probabilities predicted by sampling the policy π. Two elements
are now needed to implement this algorithm: A way to calculate the gradient,
and a trajectory data set. The former is done by computing a loss function to
update the network parameters θ and the latter is done through simulating the
soccer environment with the policy in place. Algorithm 1 shows the simple policy
gradient in its entirety.

Computing The Loss Function The gradient of the loss function should be
the same as the gradient of the policy gradient, in order to properly update the
policy network parameters θ. This is achieved by first sampling πθ for a complete
episode and storing the states ~s, actions ~a and the total reward R(τ). Then, the
state-action pair is used to calculate the log probability of the policy at each
time step, which is then multiplied by the total reward. Taking the mean of
the resulting vector equates the loss, which is then used to update the network
parameters. The parameter update step in Equation 1 is actually done using the
Adam optimizer, which is an often used algorithm for first-order gradient-based
optimization of stochastic objective functions. The current version of the strategy
learner uses the implementation present in PyTorch. Adam takes a learning rate
as input parameter, which is varied across experiments.

Important to note here is that this loss is not the same as loss defined in
supervised learning. In supervised learning the loss is defined as an error between
predicted values and labels from a data set. Here the loss is used to calculate the
direction of the policy gradient. Additionally, as a consequence of the definition of
this loss function, the data distribution of the loss is dependant on the parameters
used to calculate it. This means that data used to sample the loss must always
be of the most recent policy. This is why reinforcement learning necessitates the
generation of new data for each training step. This loss also does not measure
performance. When loss is defined as an error, a correlation exists between lower
error and better performance. This is not the case here, because the loss only
indicates the gradient of performance. Therefore it is necessary to look at the
cumulative reward in order to draw conclusions on the performance of the policy.

4.3 Vanilla Policy Gradient

The simple policy gradient is updated based on all rewards ever obtained dur-
ing training, as seen in Equation 4. This makes little sense, as actions should
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Algorithm 2: Vanilla policy gradient algorithm.

1 Input: initial policy parameters θ0, initial value function parameters φ0;
2 for k = 0, 1, 2, . . . do
3 Collect set of trajectories Dk = {τi} by running the policy πk = π(θk) in

the environment.
4 Compute rewards-to-go R̂t.

5 Compute the advantage estimates, here using GAE, Â
GAE(γ,λ)
t based on

the current value function V̂φk .
6 Estimate the policy gradient as

ĝk =
1

|Nk|
∑
τ∈Nk

T∑
t=0

∇θ log πθ(at|st)|θk Â
GAE(γ,λ)
t .

7 Compute the policy update using the Adam optimizer.
8 Fit value function by regression on mean-squared error:

φk+1 = arg min
φ

1

|Dk|T
∑
τ∈Nk

T∑
t=0

(
V̂φ(st)− R̂t

)2
.

through a gradient descent algorithm.
9 end

primarily be judged on their consequences. The vanilla policy gradient takes the
concept of the simple policy gradient and aims to improve it by implementing
an advantage function to compute the policy gradient. An advantage function
describes how much better or worse an action is on average, given the current
policy. Mathematically this means that the vanilla policy gradient is expressed
as

∇θJ(πθ) = E
τ∼πθ

[
T∑
t=0

∇θ log πθ(at|st)Aπθ (st, at)

]
, (6)

where Aπθ (st, at) is the advantage function1. This advantage is expressed as

Aπ(s, a) = Qπ(s, a)− V π(s), (7)

with Qπ and V π the on-policy action-value and value functions respectively.
The on-policy action-value function Qπ(s, a) gives the expected total reward if
you start in state s, take a random action a, and afterwards forever act according
to policy π. The value function V expresses the total reward for starting in state
s and act according to π immediately. Therefore the advantage is the relative

1 SpinningUp provides a proof on why the advantage function can be used in the policy
gradient expression at https://spinningup.openai.com/en/latest/spinningup/

extra_pg_proof2.html.

https://spinningup.openai.com/en/latest/spinningup/extra_pg_proof2.html
https://spinningup.openai.com/en/latest/spinningup/extra_pg_proof2.html
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value of an action in an environment where π is followed. V π(s) and Qπ(s, a)
are defined respectively as

V π(s) = E
τ∼π

[R(τ)|s0 = s] , (8)

Qπ(s, a) = E
τ∼π

[R(τ)|s0 = s, a0 = a] . (9)

Summarizing, the complete vanilla policy gradient can be expressed by Al-
gorithm 2.

Computing The Advantage Function The strategy learner uses General
Advantage Estimation (GAE) [29] as implemented in the Spinning Up library in

order to calculate the advantage function, which means that Aπθ = Â
GAE(γ,λ)
t

where γ and λ are tuning parameters. GAE needs an estimation of the on-policy
value function V̂ πφ , which is done using a second neural network with network
parameters φ. The network is trained concurrently with the policy network πθ
by using a gradient descent algorithm, for which the following expression is used:

φk+1 = arg min
φ

1

|Dk|T
∑
τ∈Dk

T∑
t=0

(
V̂φ(st)− R̂t

)2
. (10)

A mean squared error determines the parameter update for φ. The reward-
to-go R̂t is used instead of the total reward R(τ), because it represents the
value function for a particular trajectory Dk. In other words, the reward-to-go
expresses the total rewards gained from the moment an action is taken onward.
Mathematically this means that the parameter update needs less data to train,
because the variance of the rewards-to-go is less than the total reward, but the
mean is the same.

5 Experimental Setup

In order to test the capabilities of the algorithms proposed in Section 4, two
robots are placed on the soccer field to learn how to pass a ball. Performance of
the strategy learner is compared against two baselines: A minimal performance
benchmark using uniform sampling, and a near optimal benchmark using a rule-
based approach.

In each experiment the robots, identified as turtle 2 and turtle 3, are initial-
ized on the field in a random position and orientation with zero velocity2. The
ball is initialized on the ground without velocity, at a random position. The goal
is to perform the highest amount of passes with T = 15 seconds. When the time
is up, the experiment stops. The more the ball is passed during the experiment,
the better the performance. Algorithm 3 describes the conditions for a successful
pass. A boundary condition is set, forcing the robots apart if they come within
2.5 meters of each other.
2 Turtle 1 is reserved for the goalie, which has different hardware than the field players.
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Algorithm 3: Rules for counting a pass.

Data: t: Current time step.
tgive: Pass give timer.
tget: Pass receive timer.
N : Amount of passes.
Tpass: Maximum time for pass.
T : Maximum experiment time.
Result: Total number of passes.

1 while t < T do
2 if Self possess ball then
3 while Passing the ball do
4 tgive += time step
5 if Peer possess ball then
6 N += 1
7 tgive = 0
8 break;

9 else if tgive > Tpass then
10 tgive = 0
11 break;

12 end

13 else if Peer possesses ball then
14 while Receiving the ball do
15 tget += time step
16 if Self possess ball then
17 N += 1
18 tget = 0
19 break;

20 else if tget > Tpass then
21 tget = 0
22 break;

23 end

24 end

A minimal performance benchmark using uniform sampling is used to show
performance when actions are chosen randomly, and a near optimal benchmark
using a rule-based approach is used to approximate an upper limit on perfor-
mance. The optimal benchmark is explained in detail in Algorithm 4. An algo-
rithm is considered to have mastered the passing experiment if policy perfor-
mance reaches or exceeds the level of the optimal benchmark.

The pass experiment is designed to compare performance over several train-
ing parameters, referred to here as hyper parameters. The hyper parameters
are varied across experiments to evaluate trade offs between parameter choice,
training time, and performance. The first parameter is the learning rate, which
is instrumental in determining the magnitude of the policy network parameter
update. The second is the policy network size and number of layers. Larger and
deeper networks generally take longer to train but can achieve higher perfor-
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Algorithm 4: Rule-based near optimal pass behaviour algorithm.

Data: t: Current time step.
at: Action chosen at time t.
Result: Rule-based near optimal pass behaviour
for 2 turtles.

1 while Ball never intercepted do
2 if Lowest turtle id then
3 at = intercept
4 else
5 at = move
6 end

7 end
8 while True do
9 if Currently possess ball then

10 at = pass
11 else if Partner possesses ball then
12 at = receive
13 else if Lowest turtle id then
14 at = intercept

15 end

mance. If a network is too large, the policy network might not converge. This
partly depends on the necessary amount of training data. An overview of ex-
periment configurations can be found in Table 1. The hyper parameter values
are chosen based on values used in other reinforcement learning applications
[1,12,21].

Other parameters remain the same across experiments. The reward function
counts the number of passes and gives a reward of 1 for each successful pass.
Each training run uses 10 episodes of data to train, each episode spanning 15
seconds. The number of times the data is used to train each run, in other words
the number of training epochs, is set to 1. This way the training always uses the
most recent data, which is important to calculate a correct gradient of loss. The
results of the experiments are discussed in Section 6.

6 Results And Discussion

The performance of the policy gradient algorithms in Figure 6, defined as the
number of successful passes, do not yield a result that is significantly better than
the uniform sampling baseline. In fact a closer inspection reveals that every algo-
rithm except the second simple policy gradient variant goes to zero performance.
In order to understand why the policy gradient methods are not working, it is
useful to compare the role distribution over runs between the policy gradients
and the optimal baseline. Since the results for the policy gradients are similar
for both turtles, plots shown for turtle 2 in this section are featured in Appendix
B for turtle 3.
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Table 1: Pass experiment hyper parameter settings. Vpg learning rates and network
sizes are for both the policy and the value network.

Experiment Algorithm Learning Rate Netw. Layer Sizes

1 simple pg simple pg 1e-2 [256, 128, 64]

2 simple pg simple pg 1e-2 [128]

3 simple pg simple pg 1e-3 [256, 128, 64]

4 simple pg simple pg 1e-3 [128]

5 simple pg simple pg 1e-4 [256, 128, 64]

6 simple pg simple pg 1e-4 [128]

1 vpg vpg 1e-2 [256, 128, 64]

2 vpg vpg 1e-2 [128]

3 vpg vpg 1e-3 [256, 128, 64]

4 vpg vpg 1e-3 [128]

5 vpg vpg 1e-4 [256, 128, 64]

6 vpg vpg 1e-4 [128]

The optimal baseline shows that successful passing requires an interception
during the start of an experiment, after which passing and receiving should be
alternated. Turtle 2 should mainly perform intercepting according to Algorithm
4. It follows up intercepting by going into the pass state while turtle 3 goes into
the receive state. Turtle 2 chooses the pass state more often than the receive
state because it always intercepts the ball at the start. This can be verified by
looking at the action distribution for the optimal benchmark in Figure 5. The
assignment of roles to a particular turtle should not be present in the trained
policies, because the policy networks are trained on data generated by both
turtles.

Figure 7 shows the simple policy gradients’ action distributions. They show a
clearly different trend than the optimal baseline. Almost every instance converges
rapidly to an extreme distribution of actions, favoring one or two roles. Keep
in mind that the strategy learner samples from the predicted role distribution
in order to explore new actions during training. Since some of the roles quickly
tend to zero probability, those roles are never chosen during subsequent training
episodes. The algorithm effectively gets stuck in training by restricting its own
role choice over time, which explains why performance drops and never recovers.

The action distributions of the vanilla policy gradients also converge rapidly
during training, shown in Figure 8. Interestingly, the most frequently chosen role
changes during training in every configuration. This might be the effect of the
value network, which over time learns to approximate the value of game states
more accurately. This in turn updates the estimation of the advantage of each
action over time, which means the policy network can learn to prioritize other
actions during training. Ultimately the policy converges to extreme distributions
once again and the number of passes equals zero.

The action distribution of the sixth simple policy gradient experiment in
Figure 7f is more moderately distributed over the course of the training runs.
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(a) Action distribution for turtle 2.
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(b) Action distribution for turtle 3.

Fig. 5: The action distribution for the rule-based algorithm. Move is never used by
turtle 2, and intercept is never used by turtle 3. The figures match the distributions
expected from Algorithm 4.

It is important to realize that not only the distribution of actions matter. The
proper sequence of actions is crucial to perform a successful pass. It is safe to say
that the network has not learnt the relationship between rewards and the proper
sequence of roles, since the number of passes performed is essentially equal to
zero over training.

A potential cause could be that a network of a single layer simply does
not have the capacity to learn passing behaviour, and that a deeper network is
required. Figure 7e shows the result for the same learning rate, with a larger
neural network. The action distribution does not change at all over the course
of the experiment. Such a distribution might be attributed to an unfortunate
network initialization that does not allow for exploration, or perhaps the learning
rate might simply be too low to perform a significant policy update on such a
large network.

In order to solve these issues, future works need to improve state space ex-
ploration during training. The algorithms could be trained on randomly sampled
data for a number of runs before using a policy to train. This ensures the net-
work is relatively stable during training [12]. An epsilon greedy policy could also
be implemented in combination with an off-policy algorithm like Q-learning [21].
This means that a ratio ε of the actions during training are sampled uniformly
across available roles, and the rest is sampled according to the policy. As the
algorithm stabilizes over time ε can decrease during training.

Specifically for the vanilla policy gradient, future experiments should focus
on varying the learning rate and network sizes between the value network and
the policy network independently. This might provide more insight into the re-
lationship between stable training and the interaction between the networks. It
can be used to mitigate the problem of extreme roll distributions during training.

In general, tuning the learning rate and neural network sizes by trying more
combinations with smaller jumps in parameter values might help. Next to sta-
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Fig. 6: Each figure shows the number of passes by algorithms over multiple runs for
turtle 2. The rule-based and uniform sampling algorithm performance are shown in 6a
and 6b. Simple policy gradient performance for several configuration are shown in 6c
and 6d. Vanilla policy gradient performance is shown in 6e and 6f. Evaluation is done
over five samples per run, spanning 15 seconds each.
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(a) Experiment 1 simple pg.
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(b) Experiment 2 simple pg.
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(c) Experiment 3 simple pg.
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(d) Experiment 4 simple pg.
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(e) Experiment 5 simple pg.
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(f) Experiment 6 simple pg.

Fig. 7: Comparing action distribution over runs for the simple policy gradient for turtle
2. The distributions converge rapidly which probably causes the algorithms to get stuck
during learning. Hyper parameter settings can be found in Table 1. Results for turtle
3 are equivalent.
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bilizing training, it is still necessary for the algorithms to learn the relationship
between rewards and the sequence of roles leading up to that reward. If that
turns out to be a problem, introducing a discounted reward over time might
help to enforce such a relationship [15].

6.1 The Cost Of Hyper Parameter Exploration

Further research is currently seriously hampered by one main issue: The time
it costs to generate training data with the current setup is too large to perform
research in a reasonable amount of time. Figure 9 shows a breakdown of the
strategy learner training times for a single configuration of an experiment. The
total training time consists of the time needed to generate data for training, and
time to calculate parameter updates. The time it takes to update the policy net-
work parameters is negligible compared to the time it takes to generate training
data.

Currently the training data is generated in real time. Training an algorithm
for 30 runs takes slightly more than an hour and 15 minutes. That does not in-
clude any evaluation runs that might be necessary. Longer training times might
be necessary though. For reference, a benchmark on ATARI games from 2017
[12] cites between 7e6 and 44e6 frames to surpass median human performance.
ATARI games cannot compare exactly with MSL soccer, because there is only a
single agents involved and the soccer pass challenge is currently not performed
”at or above human performance”. The cited study also relies on off-policy meth-
ods, which are generally more sample efficient at the cost of stability. However,
it does provide ballpark numbers to compare against.

The strategy learner data is logged at 100 Hz, resulting in about 4e5 frames
for training a single hyper parameter configuration. This means the current
amount of generated frames is between one and two orders of magnitude lower
than for the ATARI benchmark. Video games are usually sampled between 30Hz
and 60Hz, meaning the strategy learner could perhaps sample less and perform
well. Regardless, the strategy learner training might need to run anywhere be-
tween 10 and 100 hours to compare against the ATARI benchmark.

To the authors knowledge, no comprehensive theoretical way of determining
hyper parameters exists at this point in time. It is necessary to tune hyper
parameters by testing the algorithms directly. Currently a limited set of hyper
parameters is tested, with no guarantee that these parameters combinations are
sufficient for this tasks. A larger set of configurations needs to be tested to
reach a valid conclusion on the potential of the strategy learner. Searching the
full parameter space is probably intractable, which emphasises the necessity of
quicker training data generation.

At least two approaches could be effective to solve to the restrictive training
time problem: Speeding up the training, and creating parallel instances of the
training data generation process. Implementing either requires an update of the
current training architecture.

Currently the simulator cannot be sped up easily, because the Tech United
robots spawn different threads for four distinct robot software components: Vi-
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(a) Experiment 1 vpg.
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(b) Experiment 2 vpg.
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(c) Experiment 3 vpg.
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(d) Experiment 4 vpg.
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(e) Experiment 5 vpg.
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(f) Experiment 6 vpg.

Fig. 8: Comparing action distribution over runs for the vanilla policy gradient for
turtle 2. Similar to the simple policy gradient, the algorithm gets trapped in behaviour
it cannot get out of during learning. The hyper parameter settings can be found in
Table 1.
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(b) Vanilla policy gradient.

Fig. 9: Total training times for the simple policy gradient and vanilla policy gradient
algorithms for turtle 2. Times are comparable across all hyper parameter configurations
for both algorithms and are exactly the same for both turtles. The total training time
is almost completely equal to the time it takes to generate training data.

sion, World Model, Motion and Strategy. This last one is where the strategy
learner is located. Each runs at a different frequency, with Motion running at
the highest rate at 1000Hz and the World Model at the lowest at 30Hz. The
components interact asynchronously with each other through a shared database.
Increasing the speed of a single component might change the behaviour of the
robots, or in the worst case break behaviour entirely. The simulation time is cur-
rently bottle necked by the component that is hardest to accelerate, whichever
one that turns out to be. A possible solution could be to create a simulation that
is designed with acceleration in mind, although restructuring the robot software
could turn out to be prohibitively resource intensive.

Implementing parallel training instances does not require a newly built simu-
lator. A parallel setup possibly requires virtualizing the current robot operating
system, and creating an interface for starting and stopping training. Other es-
sential requirements include: Communicating parameter settings to each virtual
instance, reading training data and loading new policies. Such an improvement
would allow for a much more efficient reinforcement learning research workflow.
It also allows for faster iteration and development of data driven approaches in
the MSL in general. The MSL community has been advocating for a general
simulator for some time. Perhaps parallel computing instances and accelerated
simulations should be part of its requirements.
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7 Conclusions and Recommendations

The strategy learner is a system that implements two reinforcement learning
algorithms to learn how to pass a ball in MSL soccer. Two decentralised robots
need to cooperate by learning to choose an appropriate sequence of strategic
roles. The performance of both systems is worse than a randomly sampled base-
line.

The low performance can be attributed to unstable action distributions pre-
dicted by the policy networks, which steer away from useful behaviour during
training. A way to solve this convergence problem is to make sure that sufficient
exploration takes place during training. Possible solutions include an epsilon
greedy training strategy combined with Q-learning, discounted rewards or more
finely grained tuning of the learning rates and neural network sizes. The main
reason that this is left to future works are the prohibitively long policy gradient
training times.

Long training times are caused by the need to collect data in real time from
the simulator. Time spent on calculating parameter updates are negligible in
comparison. Recommendations for future works thus include creating a training
pipeline that leverages parallel computing, and speeding up the simulator to gen-
erate more data in less time. These requirements should be seriously considered
for a common MSL simulator.

Research might extend in a few different directions once faster iterations
are possible. Meta learning and systematic hyper parameter search techniques
might offer strategies to tackle the hyper parameter tuning problem. It is also
interesting to progressively increase the difficulty of the testing environment, for
example by introducing opponents into the state space. Adding opponents would
open the door towards more ”creative” problem solving, potentially leveraging
the strength of machine learning to exploit opponent weaknesses.

Another line of research can examine the effect of applying learned strategies
on the field, instead of in simulation. Differences between simulation and reality
usually impacts the performance of all kinds of systems, and reinforcement learn-
ing is no exception. Making headway in solving the sim-to-real transfer problem,
or learning from real world data, would be interesting for all kinds of robotics
applications outside of the strategic domain as well.

The data that the strategy learner provides on the effectiveness of reinforce-
ment learning techniques for MSL soccer is inconclusive. The current hyper
parameter settings do not work, but a small algorithm change or different set-
tings might yield wildly different results. Faster training iterations and a more
thorough investigation of different training configurations are necessary in order
to reach a conclusion. It is the author’s opinion that this line of research should
be followed up more broadly in the MSL robotics community, in order to make
sure that the potential of current artificial intelligence techniques are sufficiently
explored.
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A Derivation Of The Simple Policy Gradient

What follows here is the derivation of an expression for the policy gradient
∇θJ(πθ) as shown in Equation 4. This proof is based on the derivation of the
simple policy gradient by OpenAI’s Spinning Up [1].

Reinforcement learning fundamentally uses the concept of the policy gradient
to update a policy network πθ(a|s) with update parameters θ to learn a certain
policy. A policy consists of an action a chosen based on a state s, which form
an action-state pair. When considered over time, action-state pairs are called
a trajectory. A trajectory is expressed as τ = (s0, a0, s1, a1, ..., sT , aT ) with T
the final time step in an episode. For convenience the policy parameter update,
called gradient ascent, is repeated here, giving

θt+1 = θt + α∇θJ(πθ)|θt , (11)

where α is a learning rate controlling the magnitude of the update and J(πθ)
is the expected return over time. The goal is to show that the policy gradient
for the simple policy gradient can be defined as

∇θJ(πθ) = E
τ∼πθ

[
T∑
t=0

∇θ log πθ(at|st)R(τ)

]
. (12)

The reward over time is called the undiscounted, finite horizon total reward.
It is given by

R(τ) =

T∑
t=0

rt. (13)

Starting with the expression for the policy gradient based on the reward over
time, expanding the expectation gives

∇θJ(πθ) = ∇θ E
τ∼πθ

[R(τ)]

= ∇θ
∫
τ

P (τ |θ)R(τ)

=

∫
τ

∇θP (τ |θ)R(τ),

(14)

where P (τ |θ) is the probability of a trajectory in the system given a policy.
It is expressed as

P (τ |θ) = ρ0(s0)

T∏
t=0

P (st+1|st, at)πθ(at|st), (15)

where ρ0 denotes the probability of the initial state s0. Basically, the prob-
ability of a trajectory occurring given the network parameters θ, is the multi-
plication of the probability of the initial state with the probability of the future
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state, given the current state and probability of the current action given the
current policy for all time steps in the episode. Taking the derivative to θ based
on the chain-rule gives

∇θP (τ |θ) = P (τ |θ)∇θ logP (τ |θ). (16)

Thus it is necessary to calculate the logarithm of P (τ |θ) to calculate the its
gradient. Doing so gives

logP (τ |θ) = log ρ0(s0) +

T∑
t=0

(
logP (st+1|st, at) + log πθ(at|st)

)
. (17)

Solving Equation 16 requires taking the derivative of Equation 17 with re-
spect to θ. Given that the dynamics of the environment do not depend on the
policy parameters θ,the initial state probability ρ0 and environment transition
function P (st+1|st, at) Equation 17 are zero, which is also true for the gradient
of the reward function in Equation 13. Thus the gradient of the log trajectory
probability becomes

∇θ logP (τ |θ) =���
��log ρ0(s0) +

T∑
t=0

(
(((

((((
(

logP (st+1|st, at) + log πθ(at|st)
)

=

T∑
t=0

∇θ log πθ(at|st).

(18)

Finally, putting all of the above steps together results in the proof that the
policy gradient can be expressed as seen in Equation 12 by taking the following
steps:

∇θJ(πθ) = ∇θ E
τ∼πθ

[R(τ)]

= ∇θ
∫
τ

P (τ |θ)R(τ)

=

∫
τ

∇θP (τ |θ)R(τ)

=

∫
τ

P (τ |θ)∇θ logP (τ |θ)R(τ)

∇θJ(πθ) = E
τ∼πθ

[
T∑
t=0

∇θ log πθ(at|st)R(τ)

]
(19)

B Plots

This appendix contains performance plots and actions distributions plots for
turtle 3 as a supplement to Section 6. The same plots are shown in Section 6 for
turtle 2.



30

0 10 20 30
run [-]

0.0

2.5

5.0

7.5

10.0

12.5

15.0

m
ea

n 
pa

ss
es
 [-
]

Mean passes
1_spg
2_spg
3_spg
4_spg
5_spg
6_spg

(a) Simple policy gradient passes over
runs.

1_s
pg

2_s
pg

3_s
pg

4_s
pg

5_s
pg

6_s
pg

0.0

2.5

5.0

7.5

10.0

12.5

15.0

m
ea

n 
pa

ss
es
 [-
]

Mean passes

(b) Simple policy gradient pass distribu-
tion.

0 10 20 30
run [-]

0.0

2.5

5.0

7.5

10.0

12.5

15.0

m
ea

n 
pa

ss
es
 [-
]

Mean passes
1_vpg
2_vpg
3_vpg
4_vpg
5_vpg
6_vpg

(c) Vanilla policy gradient passes over
runs.

1_v
pg

2_v
pg

3_v
pg

4_v
pg

5_v
pg

6_v
pg

0.0

2.5

5.0

7.5

10.0

12.5

15.0

m
ea

n 
pa

ss
es
 [-
]

Mean passes

(d) Vanilla policy gradient pass distribu-
tion.

Fig. 10: Each figure shows the number of passes by the policy gradients over multiple
runs for turtle 3. The same plots for turtle 2 can be found in Figure 6.
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(a) Experiment 1 simple pg.

0 10 20 30
run [-]

0.0

0.2

0.4

0.6

0.8

1.0

ac
tio

n 
fre

qu
en

cy
 [-
]

Action frequency distribution
pass
receive
move
intercept

(b) Experiment 2 simple pg.

0 10 20 30
run [-]

0.0

0.2

0.4

0.6

0.8

1.0

ac
tio

n 
fre

qu
en

cy
 [-
]

Action frequency distribution
pass
receive
move
intercept

(c) Experiment 3 simple pg.
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(f) Experiment 6 simple pg.

Fig. 11: Comparing action distribution over runs for the simple policy gradient for
turtle 3. The same plots for turtle 2 can be found in Figure 7.
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(a) Experiment 1 vpg.
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(c) Experiment 3 vpg.
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(d) Experiment 4 vpg.
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(e) Experiment 5 vpg.
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(f) Experiment 6 vpg.

Fig. 12: Comparing action distribution over runs for the vanilla policy gradient for
turtle 3. The same plots for turtle 2 can be found in Figure 8.
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