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Abstract

The platooning of heavy-duty vehicles has been intensively researched in the past two decades.
Studies that have been conducted on flat test tracks report increasing fuel savings for shorter
inter-vehicular distances and constant cruising speed. However, experiments on public roads have
indicated increased fuel consumption of the platoon members when traversing hilly road segments.
This increase has been attributed to the changing road topography and the effect that the road
grade has on the optimal speed profiles of heavy-duty vehicles, due to the significant mass and
limited power capabilities of these vehicles. As a result, this thesis project is concerned with the
design and evaluation of a cooperative and predictive optimisation framework for truck platooning,
which exploits information regarding the road topography to achieve energy-efficient driving of
platoons over hilly roads.

Towards this goal, a speed optimisation procedure is designed in MATLAB. This speed
optimisation method uses nonlinear truck models and nonlinear programming to derive energy-
efficient speed profiles for a two-truck platoon, over a specified road segment with varying elevation.
Additionally, a simulation framework in Simulink is used to evaluate the energy consumption of
the platoon for a variety of driving scenarios. Through simulations, it is shown that the speed
optimisation method reduces the energy consumption of the platoon by 10%-11% relative to the
combination of cruise control for the leading truck and cooperative adaptive cruise control for the
following trucks when applied to the same road profile. It is also shown that combining the speed
optimisation method with a heavier leader can be beneficial for the energy efficiency of the platoon
by increasing its energy savings by 3 additional percentage points. At the same time, the proposed
strategy can adapt to disturbances from external traffic such as a vehicle driving slowly in front of
the platoon leader, and it is demonstrated to not be sensitive to GPS inaccuracies.
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Chapter 1

Introduction

Automation in vehicles has been increasing steadily since their conception and first introduction.
Starting from their engines and mechanical components, vehicles have nowadays reached a point in
which their automation can extend to the driving task. In fact, autonomous vehicles have been
in the scope of research since the year 1939 and General Motors’ “Futurama” exhibit [1]. In the
past few decades, the additional development of communication and sensor technologies has led to
the introduction of a new concept regarding vehicle automation, which has come to be known as
vehicle platooning.

1.1 Vehicle platooning

Vehicles nowadays are equipped with several sensors to sense their surroundings, like cameras and
radars. Using these devices, they can perceive the surrounding traffic and act accordingly. One of
the first uses of these sensors in autonomous driving came in the form of Adaptive Cruise Control
(ACC). ACC is a form of vehicle automation in the longitudinal direction. Using the readings
obtained through the sensors, a vehicle can measure and regulate the distance to its preceding
vehicle. Therefore, a specified spacing policy, like keeping a constant distance from the preceding
vehicle, can be followed by cars equipped with this kind of system.

One shortcoming of ACC is that the speed of the preceding vehicle must be measured by a
radar or camera, and the acceleration of the preceding vehicle must be estimated using these sensor
readings. Because these measurements and estimations can be slow and inaccurate, the vehicles need
to drive at large distances to guarantee the safety of the passengers. This problem can be solved with
the addition of Vehicle-to-Vehicle (V2V) communication. Using a wireless communication protocol,
the speed and acceleration of the preceding vehicle can be directly communicated to the following
vehicle. As this V2V communication has much less delay, the following vehicles can anticipate
faster the acceleration changes of their preceding vehicles. Consequently, the distance between two
consecutive vehicles can safely decrease significantly, when other system safety requirements have
also been fulfilled. The longitudinal automation which utilises this V2V communication is referred
to as Cooperative Adaptive Cruise Control (CACC).

Using CACC, platoons of vehicles can be formed. Here it is important to note that platooning
distinguishes itself from CACC systems by forming a known group of vehicles that can be considered
as a single entity, i.e. the platoon. While in CACC there is no leader and the members are unknown,
in a platoon formation there exists a designated vehicle acting as the platoon leader and the members
of the platoon are also known. Therefore, platooning can be thought of as the linking of a string of
vehicles in a single entity through wireless V2V communication and automated driving systems [2].
To control the inter-vehicular distance in a platoon, CACC is used. While platoons can consist of
different kind of vehicles, this thesis project only considers platoons formed exclusively by trucks.
Figure 1.1 illustrates a simple graphical example of a two-truck platoon.
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Sensors

V2V communication

Figure 1.1: Two trucks operating in a platoon.

Light duty vehicles: 53%

Trucks: 17%

Buses: 4%

Aviation: 10%

Marine: 10%
Rail: 3%

Other: 3%

Figure 1.2: Energy consumption percentage of different transportation means [3].

1.2 Reasons for energy-efficient truck platooning
According to Holmberg et al. [3], heavy-duty (HD) vehicles are responsible for 17% of the global
energy consumption of the transport sector. Figure 1.2 illustrates the breakdown of global energy
consumption per transportation means. For the European Union, the CO2 emissions of HD vehicles
amount up to 26% of the CO2 emissions of the transport sector [4]. In both cases, HD vehicles
come second among all other means of transportation. The results of these studies lead to the
conclusion that although the number of HD trucks operating on the road is comparatively low,
their energy use is high. This phenomenon makes them responsible for a significant part of CO2
emissions and energy consumption all over the globe. A study conducted in France in 2015 shows
that, if nothing changes, the emissions related to surface haulage will increase up to 247% in the
next four decades [5]. This prediction contradicts the worldwide goal of trying to limit global
warming and climate change, phenomenons which are regarded as consequences of the increasing
greenhouse gas emissions all over the world. As a result, the limitations set on greenhouse gas
emissions are becoming stricter in every part of the world. Specifically for Europe, it has been
proposed that the CO2 emissions of HD vehicles should be reduced by 35% by 2030 [6]. Thus, it
becomes clear that the energy consumption of trucks needs to decrease. Among other actions, the
development and deployment of truck platoons can contribute towards cleaner transportation.

Due to the information exchange between the members of a platoon, when specific safety issues
are also taken into account, the inter-vehicular distances achieved can be much shorter than the
ones humans can accomplish. The shorter inter-vehicular distances lead to reduced aerodynamic
drag for the trucks of the platoon. This reduction of the aerodynamic drag consequently results
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CHAPTER 1. INTRODUCTION

in decreased energy consumption and CO2, nitrogen oxides and particulates emissions [7]. Here,
the term energy consumption refers to the energy provided by the powertrain to the wheels, in
order to move the HD vehicle from a point A to a point B. This energy is normally produced by
the combustion of fuel inside the engine of the vehicle and is transmitted to the wheels through
the drivetrain. Hence, there exists a direct correlation between the energy consumption of the
vehicle and the emissions it produces, since lower energy consumption means less amount of burnt
fuel. For the entirety of the project, it is assumed that any power necessary to drive the auxiliary
systems, like the air conditioning, is provided by an independent smaller battery.

At low speeds, the majority of the energy in a vehicle is used for accelerating it and, therefore,
rolling resistance and weight are the two most important causes of energy loss. On the contrary, at
speeds higher than 60 km/h, the aerodynamic drag becomes the dominant factor of energy loss [3].
For long-haul HD trucks, the operational cycle usually involves cruising on highways at a, more
or less, constant speed for extended periods. Because platooning reduces the aerodynamic drag,
long-haul trucks have the most to gain by forming platoons. Additionally, a 2018 analysis from
Hooper and Murray reports that fuel costs are approximately one-third of a truck’s operational
costs, ranking second behind the wages for drivers [8]. Therefore, platooning also holds great
potential for budget savings of truck operation companies. Last but not least, truck platooning
can increase the road capacity due to the shorter inter-vehicular distances and improve the traffic
flow and safety, as platooning vehicles can better anticipate the behaviour of the preceding vehicle.
This may contribute to less congestion and consequently lower emissions because fuel consumption
in congested traffic is relatively high due to the many acceleration and deceleration actions.

1.3 Project motivation and research question
As mentioned, the most common application of platooning is to have the platoon leader dictate
the speed and direction of the platoon while the other members follow a tightly controlled spacing
policy from their preceding member. This allows very short inter-vehicular distances to be achieved
between the platoon members. This kind of coordination has been tested on flat test tracks and
has shown great potential for lower fuel consumption [9]. The increased fuel savings of platooning
have been attributed to the fact that when vehicles, especially trucks, are driving at such close
distances, the aerodynamic drag that they experience is significantly reduced.

Unfortunately, testing of platoon systems on public highways has not been met with the same
success. In [10], an experiment takes place where three HD vehicles of similar masses (37.5, 38.4,
39.5 tons respectively) and identical powertrain configurations form a platoon and are driven over a
45 kilometres hilly road section in Sweden. While the experiment results indicate that the following
and trailing platoon members have overall fuel savings of 4.1% and 6.5% respectively, they also
indicate a major drop in fuel savings on the parts of the road where the slope is considerably
steep. In fact, in one of these parts of the road, the following HD vehicle consumes 4% more fuel
compared to the case of driving alone.

An analysis carried out in [11] shows that this increase in fuel consumption is the result of
unnecessary acceleration and deceleration caused by the control scheme of the platoon members.
More specifically, the platoon leader tracks a constant speed profile of 77 km/h, while the following
vehicle abides to the spacing policy known as constant time gap. This spacing policy dictates
that the inter-vehicular distance is proportional to the speed of the following vehicle. In the steep
downhill segments, the leading truck is unable to keep a constant speed due to its significant mass
and it accelerates while descending. The following truck, trying to adhere to the spacing policy, also
accelerates. This acceleration, combined with the reduced aerodynamic drag and the considerable
mass of the truck itself, results in excessive acceleration. Consequently, when the critical time
gap is reached, the follower has to brake. Proper coordination between the platoon members
and predictive behaviour with respect to the road topography can help avoid such unnecessary
manoeuvres.

The above reveals that the varying elevation of hilly roads has a significant influence on the
movement of truck platoons due to the substantial mass of the HD vehicles. The effect of the
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gravitational force on the truck acceleration, combined with their tightly controlled movement to
adhere to the spacing policy, result in excessive braking and accelerating of the platoon members.
Additionally, even in their current form of non-cooperative driving, trucks have already achieved a
form of optimisation with respect to the road topography. For example, it is common for trucks
to decelerate before reaching the top of a hill so that they enter the downhill segment with a low
speed and avoid braking to not exceed the speed limit. Because platoon members aim to keep a
short inter-vehicular distance to the preceding vehicle, they do not have the option to exploit this
kind of optimised behaviour, leading to increased fuel consumption.

The preceding analysis motivates the need for a cooperative and predictive optimisation
framework for truck platooning, which can exploit information regarding the road topography to
coordinate the driving of platoons over hilly roads towards energy efficiency. Hence, this thesis
project revolves around the following research question: Provided that the road topography is
known, how can the automated driving of Heavy-Duty (HD) vehicles in a platoon be optimised
towards energy efficiency so that they anticipate the road slope while also benefiting from the
reduced aerodynamic drag of short inter-vehicular distances?

1.4 Scope of the thesis project
This graduation project is conducted at TNO in Helmond as part of the European Union
ENSEMBLE1 project. As mentioned, platooning has the potential to save the distribution
companies considerable amounts of money due to the aerodynamic benefits it offers. Moreover,
European legislation states that a driver must have a 45-minute break every four and a half hours
of driving [12]. However, in the future, the drivers in a platoon may have the opportunity to rest
while their trucks autonomously follow the leader of the platoon. In this way, truck platooning
can also reduce the Time-of-Arrival (TOA) of commercial vehicles as well as decrease the costs of
human personnel for a commercial truck company. Consequently, the sooner platooning is widely
adopted in EU the sooner all stakeholders involved will start to benefit from it. In that regard,
the ENSEMBLE project aims to set the standards and provide the solutions which will allow for
scalable, multi-brand platoons to operate throughout Europe. Furthermore, it is important that
the platoon operation is more energy efficient than individual trucks driving alone, thus offering
multiple incentives to truck companies to develop and implement platooning technologies.

Considering a platoon of trucks that travels over a road which is known beforehand, the
movement of each truck can be expressed as a desired speed profile 𝑣(𝑠), defined over every
longitudinal position 𝑠 along the road. Consequently, the problem of minimising the energy
consumption of the platoon can be formulated as an optimisation problem that aims to find the
energy-optimal speed profiles for the platoon members. Afterwards, these energy-optimal speed
profiles can be provided to the on-board cruise controllers of the trucks and act as speed setpoints
for the trucks to follow. The work of this thesis project revolves around the design of a rigorous
and robust optimisation framework to derive energy-optimal speed profiles for each truck in a
platoon. Then, the energy consumption of the platoon when following the optimal speed profiles
under different driving scenarios is evaluated through simulations, using the truck models and the
longitudinal controller of the ENSEMBLE project, courtesy of TNO.

The proposed system architecture can be seen in Figure 1.3. The ENSEMBLE project is based
on four layers that form a hierarchical system for the organisation and deployment of truck platoons.
These layers are the services layer, the strategic layer, the tactical layer, and the operational layer
[13]. Therefore, the proposed system can be included amongst these layers. In the strategic layer,
high-level decisions regarding the operation of the platoon are made. Route planning is a part of
the strategic layer and handles decisions such as the route that the platoon takes during its trip.
The route planning component can therefore retrieve information regarding the elevation of the
road, the maximum and minimum speed limits imposed by legislation, and the average speed that
the trucks should maintain. Additionally, the strategic layer imposes a lower bound on the time
headway between the platoon members, which they should always obey. For clarity, in Figure 1.3,

1https://platooningensemble.eu

4

https://platooningensemble.eu


CHAPTER 1. INTRODUCTION

Route planning
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Figure 1.3: Proposed system architecture.
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this lower bound is also provided by the route planning component, but it can also be provided by
some other part of the strategic layer which manages the platoon formation.

Using the above information, the optimisation procedure derives the energy-optimal speed
profiles for the road under consideration. Since the route of the trucks is known beforehand and
the derivation of the optimal speed is not critical for the safety of the platoon, this optimisation
can be executed offline, e.g. in a data centre, or as part of the transport planning tool of the
transport company, and it fits into the strategic layer of the architecture. After the energy-optimal
speed profiles have been calculated, they are saved in a look-up table. Each truck in the platoon
can then look-up its optimal speed setpoint with respect to its position on the road. The speed
look-up tables are included in the tactical layer which coordinates the motion of the platoon.

To move the trucks accordingly to their derived optimal speed profiles, vehicle controllers
are deployed on-board each of the trucks. These vehicle controllers belong to the operational
layer, which handles the vehicle actuator control. For the longitudinal control of the trucks, a
switching logic can be used. Under nominal operational conditions, the trucks in the platoon
follow their individual speed profiles. If the platoon operation diverges from its nominal state,
for example, when the inter-vehicular distance falls below its threshold value, then the control
strategy can switch to distance control to ensure that the safety of the platoon is not compromised.
As mentioned, for the purposes of this project, simulations are used to validate the longitudinal
controller of the trucks and their energy consumption.

1.5 Outline
The outline of this report is as follows. Chapter 2 presents an overview of the literature related to
truck platooning. Here, the emphasis is mainly on past works that revolve around the optimisation
of truck platoons towards energy/fuel efficiency. The factors that affect the energy/fuel consumption
of truck platoons are also investigated. In Chapter 3, a longitudinal model of an HD vehicle is
formulated and the methodology to evaluate its energy consumption is provided. Additionally,
several energy-efficient driving strategies are discussed. In Chapter 4, the minimisation of the
energy consumption of the platoon is posed as an optimisation problem which is then solved using
nonlinear programming. Additionally, the derived energy-optimal speed profiles for the platoon
members are shown and analysed. In Chapter 5, several driving scenarios are simulated to evaluate
the energy consumption of the a two-truck platoon when the optimal speed setpoints are used.
Finally, Chapter 6 summarises the thesis and offers some recommendations for future work.
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Chapter 2

Literature review

Truck platooning is not a new research subject. One of the first mentions of platooning as a way
to decrease fuel consumption can be traced back to 1984 [14]. For the most part, to investigate the
fuel savings potential of truck platooning, researchers have been conducting experiments on flat
test tracks. A report from Shladover et al. provides an overview of the most prominent research
on truck platooning [9]. In recent years however, a lot of research output has been focused on the
optimisation of truck platoons towards fuel efficiency when traversing roads of varying topography.
This chapter, aims to summarise the results of these past works.

2.1 Aerodynamic drag reduction
When two or more trucks drive very close to each other, the air vacuum created by the first truck
can be exploited to reduce the energy consumption of both trucks. The main reason for this is
the aerodynamic drag reduction that the trucks experience when being in this situation. A simple
visual illustration of this phenomenon is presented in Figure 2.1. In general, the air pressure at the
front of a moving vehicle is always higher than the pressure at its rear. When two trucks travel
together, the following truck can take advantage of that by moving closer. By doing that, the
pressure at the rear of the front truck is increased while the pressure at the front of the following
truck is decreased. This combination leads to overall reduced air drag. The way air drag varies with
the distance between the trucks has been researched numerous times in past works. In principle,
both lead and trailing vehicles achieve higher drag reductions when the gap between them decreases
from long to moderate distances. Yet, some studies ([15] [16], [17], and [18]) show that for very
close distances the lead truck continues to show improved aerodynamic behaviour, while at the
same time this very small gap has a detrimental effect on the drag reduction of the following
vehicle.

Nevertheless, the appearance of lower aerodynamic drag is not limited to only very small
inter-vehicular distances. A study by Smith et al. [16] highlights that two vehicles will affect the
aerodynamic performance of each other even as the gap increases. It is estimated through CFD
simulations that the following vehicle can experience a lower aerodynamic drag even at a distance
of 1 mile (1609 meters) from its preceding vehicle. Unfortunately, no standard method to calculate

Figure 2.1: Air pressure for a platoon of two HD vehicles driving closely to each other.
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Figure 2.2: Literature results regarding the fuel savings percentages of the leading truck in a
platoon.

this reduced aerodynamic drag exists. This is due to the dependence of the aerodynamic drag to
the shape of the vehicle and the weather conditions.

2.2 Fuel efficiency
The majority of conducted research focuses on the fuel savings potential of platooning. This is
the drive for the business case of truck platooning. Depending on the position a truck has in
the platoon, its fuel savings can vary considerably. Different tests report different numbers for
fuel savings but the general trend remains that increasing the separation distance between the
platoon members leads to decreased fuel savings percentages. Figures 2.2 and 2.3 illustrate results
of previous studies for the leading and following truck respectively. While for the leading truck
the results are somewhat consistent, in the case of the following truck more spread exists. These
differences, which sometimes are significant even for the same separation distance, are attributed to
different testing conditions such as gross vehicle weight, ambient wind, environmental temperature,
truck shape, and control strategy.

It should be noted that the results showcased in Figures 2.2 and 2.3 are from experiments that
have been conducted on flat test tracks with no other vehicles present. These experimental results
reveal that when platoons operate undisturbed on flat roads, then percentages of fuel savings in the
range of 5%-20% are possible for the platoon, as compared to a truck that is driving without any
traffic around ([18], [19], [20], [21], [22], [23], [24], [25], [26]). It is widely accepted that the primary
physical cause for this phenomenon is the reduced aerodynamic resistance that the trucks in a
platoon experience. For the truck leading the platoon, the savings are limited only to separation
distances of less than 10-20 meters. On the contrary, the following truck showcases savings even
when driving as far as 90 meters apart.

2.3 Anticipation of the road grade
As mentioned in Section 1.3, the road grade can have a significant impact on the savings potential
of truck platooning. Therefore, in recent years several approaches to the efficient driving of platoons
over hilly roads have been researched. These works aim to minimise the fuel consumption of

8



CHAPTER 2. LITERATURE REVIEW

0 10 20 30 40 50 60 70 80 90
0

5

10

15

20

25
Influences on Energy Savings
PATH
National Renewable Energy Lab
CHAUFFEUR - 60 km/h
CHAUFFEUR - 80 km/h
SARTRE
Energy ITS
National Research Council Canada - Std
National Research Council Canada - Aerodynamic
Van Raemdonck - Test 1
Van Raemdonck - Test 2
COMPANION - 70 km/h
COMPANION - 80 km/h

Figure 2.3: Literature results regarding the fuel savings percentages of the following truck in a
platoon.

platoons by designing optimisation frameworks that anticipate the road slope and adjust the speed
of the trucks accordingly.

In their paper [11], Turri et al. show that using a cooperative look-ahead control scheme to
account for changes in the altitude can improve the fuel savings of platooning by approximately
12% when compared to a platoon of trucks with no altitude information. Their proposed solution
consists of a two-layer control architecture that aims to incorporate look-ahead information on
the road topography to coordinate HD vehicle platoons towards fuel efficiency. The first layer of
their architecture uses dynamic programming (DP) to find a fuel-optimal speed profile for the
entire platoon by exploiting the slope variation of the road. To account for heterogeneity among
the platoon members, their optimisation algorithm derives a common feasible trajectory for all
the trucks by taking into consideration their different configurations. The second layer of their
architecture then deals with the real-time vehicle control by using a distributed model predictive
control (MPC) framework. For this purpose, an MPC routine is deployed in every vehicle in
the platoon, which tracks the reference speed profile and gap policy. The authors proceed to
evaluate the performance of the two-layer architecture through simulations, and conclude that
their proposed solution leads to a fuel efficient and smooth platoon behaviour.

In [27], Caltagirone et al. use a stochastic optimisation procedure which incorporates information
on the road grade to derive a fuel-optimal speed profile for the platoon leader. This stochastic
procedure is based on the framework of evolutionary optimisation and more specifically, it is a
simplified form of a genetic algorithm. After deriving the optimal speed profile, they proceed to
evaluate the fuel consumption of the platoon, by having the platoon leader tracking the optimised
speed profile. Interestingly, for the motion of the other platoon members, they do not use typical
control schemes like ACC or CACC. Instead, they use control methods inspired by physical
phenomena, which are denoted as artificial physics. This name is derived from the fact that these
methods use physics-related concepts, such as a gravity model, to define the forces that control
the movement of the trucks. Three different control strategies are implemented from the artificial
physics framework, and the fuel savings of each control strategy are evaluated. Through their
research, the authors conclude that using an optimised speed profile for the platoon leader can
lead to approximately 15.6% of fuel savings for a three-truck platoon relative to the case of having
the platoon leader follow a constant speed profile and having the other platoon members operate
on ACC. The results also present small deviations in the fuel savings regardless of which control
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method is used. This phenomenon indicates that, when aiming for fuel-efficient platoon driving,
an optimal speed profile is more important than the spacing policy between the platoon members.

As a follow-up to the previous study, Torabi and Wahde proceed to evaluate the fuel savings of
a real HD vehicle, and not a platoon, when it follows a fuel-optimal speed profile [28]. To carry
out the speed optimisation, a standard genetic algorithm is used and the optimal speed profile is
then transferred to the HD vehicle which tracks it using its on-board longitudinal controller. These
experiments have taken place on a Swedish public highway between the cities of Göteborg and
Borås. The experiments showed that the speed optimisation can help the truck save, on average,
10.2% more fuel compared to the case of the same truck following a constant speed profile through
standard cruise control. According to the authors, their approach of speed optimisation using
genetic algorithms outperforms the fuel savings of similar methods based on dynamic programming
and MPC control by 3 percentage points. It should also be noted, that the fuel savings obtained
through simulations and the fuel savings obtained in the experiments are, on average, within 1%
from each other. Given that the truck model used throughout the simulations is fairly simple, this
result indicates that there is no need for a very sophisticated truck model in order to capture the
truck dynamics which are relevant for fuel consumption.

In [29], Torabi and Wahde give a more recent approach to the problem of efficient platoon
driving over roads with varying elevation. In their paper, they use genetic algorithms to find a fuel
optimal speed profile for every HD vehicle in the platoon, by exploiting information regarding the
road slope. Effectively, that means that for every road segment, each truck has its own speed profile
which is optimised for the specific configuration of the truck under consideration. An interesting
fact about this approach is that the inter-vehicle distance of the trucks is not directly controlled.
Instead, it is determined just as a function of the speed of two consecutive trucks in the platoon
and their initial distance. Consequently, the trucks do not follow a specific spacing policy, and their
inter-vehicular distance is allowed to vary. This leads to the simplification of the control problem,
since, under nominal conditions, there is no need for controlling the inter-vehicle distance of the
trucks. To ensure the safety and cohesion of the platoon, the optimisation algorithm constraints
the separation distance of the platoon members to some lower and upper bounds. Lastly, to follow
the generated speed profile, each truck uses a simple PID controller similar to a cruise control
algorithm already implemented on the trucks. According to Torabi and Wahde, this approach
of speed optimisation for every platoon member leads to fuel savings that are approximately 3%
greater than the fuel savings obtained by using MPC-based approaches, as the one used by Turri
et al. in [11].

2.4 Summary
This chapter has provided the literature review of the thesis. The vast majority of truck platooning
related research has been focused on the savings potential that it has to offer. While the experimental
results for the leading truck show a good correlation between different tests, the fuel savings of
the following truck present a much wider spread. Despite that, the most studies conclude that
truck platooning can save the trucks considerable amounts of fuel, as compared to trucks driving
without traffic around.

However, it has been noted that the savings reported on flat test track experiments disappear
when the platoon is used on public roads of varying elevation. As a result, research on efficient
driving strategies for truck platoons over hilly roads has prospered in recent years. This research
has focused on the use of optimisation methods to better coordinate the movement of platoon
members towards fuel efficiency. By exploiting available information on the upcoming road grade,
these reports conclude that it is possible to improve the fuel savings of truck platoons over hilly
roads by proper adjustment of the speed and spacing policy of the platoon members.

The methodologies proposed in the literature to enable fuel-efficient truck platooning share
both similarities and differences. They are similar in the sense that they all propose a two-layer
strategy, with the first layer handling the optimisation of the platoon, whereas the second layer
deals with the control of the trucks. Yet, they differ on the optimisation algorithms and the control
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methodologies used, with each paper showcasing different fuel savings. These differences indicate
that the optimisation of a truck platoon towards fuel efficiency is not a straightforward procedure.

Nevertheless, from the experiments conducted, two important conclusions can be drawn. The
first one is that a simple nonlinear vehicle model is enough to capture the dynamics relevant for
the fuel consumption of an HD vehicle [28]. The second conclusion is that optimising the speed
profile of the trucks when traversing hilly roads is more important than the spacing policy used, as
suggested in [27].
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Chapter 3

Energy consumption of road
vehicles

In principle, road vehicles transform chemical energy stored on them into mechanical energy at
their wheels. This conversion of energy happens in three major steps. In the first step, depending
on the type of engine used, the vehicle is refuelled or recharged from a fuel or charge station and
chemical energy in the form of fuel or electricity is transferred and stored on the vehicle tank
or battery, respectively. In the second step, this energy is being converted to mechanical energy
which is then transferred from the power source of the vehicle (internal combustion engine, electric
engine, etc) to the wheels through the drivetrain. Lastly, this mechanical energy is converted to
the necessary kinetic and potential energy of the vehicle.

Adopting the nomenclature of [30], the three energy conversion steps can be denoted as “grid-to-
tank”, “tank-to-wheels”, and “wheel-to-distance” respectively. The “grid-to-tank” energy depends
on the charging slots and profiles used to refuel or recharge the vehicles and is out of the scope of
this project. Additionally, while the “tank-to-wheels” energy conversion is heavily dependent on the
power source of the vehicle, the “wheel-to-distance” energy is common for all road vehicles. This
independence of the “wheel-to-distance” energy, offers the tools for an analysis that is decoupled
from vehicle-specific configurations, and hence, its evaluation and minimisation is the main topic of
this project. To evaluate the “wheel-to-distance” energy consumption of road vehicles, a modular
method is usually followed, in which the engine and the parts of the drivetrain are modelled
separately and then are combined together to form the powertrain.

3.1 Forces acting on a moving truck

From a dynamic perspective, vehicles are often assumed to be rigid bodies and are characterised
by their longitudinal and angular positions and speeds in the three-dimensional space. This thesis
project however, is only concerned with the longitudinal movement of vehicles, and as such the
relevant dynamics are limited to those of the longitudinal position, 𝑠(𝑡), and speed, 𝑣(𝑡) ≜ ̇𝑠(𝑡)
[30]. Additionally, while the modelling steps presented in this section are general and remain valid
for different kinds of road vehicles, this project deals exclusively with Heavy-Duty (HD) vehicles,
namely trucks.

Figure 3.1 shows a graphical schematic of the major longitudinal forces acting on a moving
truck. The road grade is denoted by 𝛼, 𝐹𝑝 denotes the powertrain force which is produced by the
internal combustion engine and is applied at the wheels through the drivetrain, 𝐹𝑏 denotes the
braking force which is applied by the brakes, and 𝐹𝑟𝑙 denotes the sum of the external forces acting
on the vehicle. The aim of this section is to discuss each of these forces and to eventually combine
them to create a complete vehicle model.
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Figure 3.1: Graphical schematic of a longitudinal truck model.

3.1.1 Powertrain force

In reality, trucks are complicated systems with numerous interconnected parts such as the engine
control unit, the gearbox, the final drive and the wheels. The goal of these components is to
generate power and then transfer this power to the road surface.

Engine

This project considers trucks that have internal combustion engines (ICE). The power to move
the vehicle forward is generated in the engine through the internal combustion of fuel in chambers
of high pressure. This combustion creates a torque which drives the crankshaft which in turn is
connected to the torque converter. As mentioned in [31], the engine torque and rotational speed
are governed by the following dynamics:

𝑇𝑒𝑠 = MAP (𝜔𝑒, 𝛼thr)
𝜏𝑒 ̇𝑇𝑒 + 𝑇𝑒 = 𝑇𝑒𝑠

𝑇𝑒 = 𝐶TC𝜔2
𝑒 + 𝐽𝑒�̇�𝑒

(3.1)

where 𝜔𝑒 is the engine speed, 𝛼thr is the throttle angle, 𝑇𝑒𝑠 is the static engine torque, 𝜏𝑒 is the
inertial time delay of engine dynamics, 𝑇𝑒 is the actual engine torque, MAP is the nonlinear
tabular function of engine torque characteristics, 𝐽𝑒 is the engine inertia, and 𝐶𝑇 𝐶 is the torque
converter capacity coefficient.

Gearbox

The gearbox connects the torque converter to the propeller shaft. The gearbox uses gears and gear
trains to provide speed and torque conversions. This is done by providing multiple gear ratios,
𝛾𝐺, with the ability to switch between them as the speed varies. The switching of the gears can
be either manual or automatic and is assumed that the gear shifts are instantaneous. For the
purposes of this project, is assumed that the engaged gear remains fixed and that no gear shifts
take place, even on uphill segments. This allows to investigate how power limitations can affect
the optimisation results (see Subsection 4.3.4). Additionally, minor frictional losses usually occur
in the gearbox, which are modelled by the gearbox efficiency 𝜂𝐺. Taking the above into account,
the torque at the final drive is given by

𝑇𝑓 = 𝛾𝐺𝜂𝐺𝑇𝑒 (3.2)
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Final drive

As the name suggests, the final drive is the last component which transfers the torque generated
by the engine to the wheels and is connected to the gearbox through the propeller shaft. It is
assumed that no losses occur in the propeller shaft, and that the connection is stiff. Similar to the
gearbox, the final drive is also associated with an efficiency 𝜂𝑓 and a conversion ratio 𝛾𝑓. Thus, the
torque at the wheels is given by

𝑇𝑤 = 𝛾𝑓𝜂𝑓Τ𝑓 (3.3)

Wheels

The wheels are the contact of the vehicle to the road surface. For the purposes of this project,
it is assumed that there is no slip between the tyres and the road. Effectively, the longitudinal
powertrain force at the wheels is connected to the torque generated by the engine through

𝐹𝑝 = 𝑇𝑤
𝑟𝑤

=
𝛾𝐺𝛾𝑓𝜂𝐺𝜂𝑓

𝑟𝑤
𝑇𝑒 (3.4)

where 𝑟𝑤 is the radius of the wheels and the engine torque 𝑇𝑒 is governed by the dynamics in (3.1).
This powertrain force is bounded by the maximum torque, 𝑇𝑒,𝑚𝑎𝑥, that can be provided by the
engine of the vehicle.

3.1.2 Braking force
The braking system in a modern truck is usually quite difficult to accurately model because
it depends heavily on each vehicle configuration, the braking logic, and the numerous braking
actuators used like the disc brakes, the engine brake, and the retarders. As stated in [31], the
braking dynamics can be modelled as

𝜏𝑏 ̇𝑇𝑏 + 𝑇𝑏 = 𝐾𝑏𝑃brk (3.5)

where 𝑇𝑏 is the braking torque applied at the wheels, 𝐾𝑏 is the total braking gain, and 𝜏𝑏 is the
time constant of the braking system. The braking force is therefore given by

𝐹𝑏 = 𝑇𝑏
𝑟𝑤

(3.6)

where 𝑟𝑤 is the radius of the wheels. The braking force of a vehicle is limited by the maximum
pressure that can be applied by the frictional brakes to the wheels, 𝑃𝑏𝑟𝑘,𝑚𝑎𝑥, but also by the road
friction. This limitation is given by

0 ≤ 𝐹𝑏 ≤ 𝜂𝜇𝑚𝑔 (3.7)
where 𝜂 denotes the efficiency of the braking system, and 𝜇 represents the road friction coefficient.
It should be noted, that according to the notation of Figure 3.1, the braking force is modelled as a
positive quantity when acting to the rear, i.e. decelerating the truck.

3.1.3 External forces
The external forces acting in the longitudinal direction of movement are the rolling resistance, the
gravitational force and the aerodynamic drag. The sum of these forces is often denoted as the road
load.

Rolling resistance force

The rolling resistance is the resistive force that develops in the contact points between the tyres
and the road surface. While the vehicle is moving, compression and expansion of the tyres cause
this force to appear [32]. The analytical expression that models this force is

𝐹𝑟𝑜𝑙𝑙𝑖𝑛𝑔 = 𝑐𝑟𝑚𝑔 (3.8)
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where 𝑐𝑟 is the rolling resistance coefficient, 𝑚 is the mass of the vehicle, and 𝑔 is the acceleration
of gravity. A lot of parameters can affect the rolling resistance coefficient, such as the pressure of
the tyres, their temperature, their width, as well as the type of road. Due to the large mass of an
HD truck, the rolling resistance is one of the main reasons for its energy consumption.

Gravitational force

As the name suggests, this force expresses the gravitational effect on the vehicle. In uphill segments,
like the one shown in Figure 3.1, this force resists the forward movement of the vehicle. On the
other hand, in downhill segments, this force aids the acceleration of the truck. In both cases, it is
modelled as

𝐹𝑔𝑟𝑎𝑣𝑖𝑡𝑦 = 𝑚𝑔 sin 𝛼(𝑠) (3.9)

where 𝛼(𝑠) is the position dependent road slope. By convention, the road slope is positive for
uphills and negative for downhills.

Aerodynamic drag force

The aerodynamic drag is a type of friction between the vehicle and its surrounding air. It is a
resistive force which has a quadratic dependence on the speed of the vehicle and is formulated as

𝐹𝑑𝑟𝑎𝑔 = 1
2

𝜌𝐴𝑣𝐶𝑑(𝑑)𝑣2 (3.10)

where 𝜌 is the air density, 𝐴𝑣 is the cross-sectional area of the vehicle, 𝐶𝑑 is the aerodynamic drag
coefficient, and 𝑣 is the longitudinal speed of the vehicle. In reality, 𝑣 is the relative speed between
the moving vehicle and the wind but, for this project, the speed of the wind is considered to be
zero.

The aerodynamic drag that a truck experiences is heavily dependent on the inter-vehicular
distance and plays an essential role in platooning applications. To include this influence in the
model, the aerodynamic drag coefficient 𝐶𝑑 is modelled as a function of the distance to the previous
vehicle 𝑑:

𝐶𝑑(𝑑) = 𝐶𝑑,0 (1 − 𝑝1
𝑝2 + 𝑑

) (3.11)

where 𝐶𝑑,0 is the nominal aerodynamic drag coefficient and the parameters 𝑝1, 𝑝2 have been found
through regression of the experimental data in [33]. Figure 3.2 depicts the experimental data and
the regression curve of the normalised drag coefficient as a function of the inter-vehicular distance.

Road load

Even though analytical expressions exist to describe the rolling resistance and the aerodynamic
drag, it is customary to represent the road load through

𝐹𝑟𝑙 = 𝑚𝐶0 cos (𝛼(𝑠)) + 𝑚𝐶1𝑣 + 𝐶2(𝑑)𝑣2 + 𝑚𝑔 sin (𝛼(𝑠)) (3.12)

where 𝑚 is the truck mass, 𝐶0, 𝐶1, and 𝐶2 are parameters found through measurements, 𝑣 is the
truck velocity, and 𝛼 is the position dependent road slope. In (3.12), the first term introduces the
effect of rolling resistance, the second term includes the dependence of the rolling resistance on the
velocity and the drivetrain losses, the third term stands for the aerodynamic drag, while the last
term represents the influence of the road grade [34].
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Figure 3.2: Normalised drag coefficient experienced by a truck as a function of the inter-vehicular
distance to a preceding truck.

3.1.4 Truck model composition
From the preceding analysis, and using Newton’s second law of motion, the longitudinal dynamics
of the truck along with the engine and braking system dynamics are governed by

̇𝑠 = 𝑣 (3.13)
𝑚𝑡 ̇𝑣 = 𝐹𝑝 − 𝐹𝑏 − 𝐹𝑟𝑙

=
𝛾𝐺𝛾𝑓𝜂𝐺𝜂𝑓

𝑟𝑤
𝑇𝑒 − 𝑇𝑏

𝑟𝑤
− 𝑚𝐶0 cos (𝛼(𝑠)) − 𝑚𝐶1𝑣 − 𝐶2𝑣2 − 𝑚𝑔 sin (𝛼(𝑠)) (3.14)

𝑇𝑒𝑠 = MAP (𝜔𝑒, 𝛼thr) (3.15)
𝜏𝑒 ̇𝑇𝑒 + 𝑇𝑒 = 𝑇𝑒𝑠 (3.16)

𝑇𝑒 = 𝐶TC𝜔2
𝑒 + 𝐽𝑒�̇�𝑒 (3.17)

𝜏𝑏 ̇𝑇𝑏 + 𝑇𝑏 = 𝐾𝑏𝑃brk (3.18)

where ̇𝑣 is the truck acceleration and 𝑚𝑡 is the equivalent mass of the truck to account for the
inertia of its rotating parts

𝑚𝑡 = 𝑚 +
𝛾2

𝐺𝛾2
𝑓𝜂𝐺𝜂𝑓𝐽𝑒 + 𝐽𝑤

𝑟2
𝑤

(3.19)

where 𝐽𝑤 is the inertia of the wheels.

Simplified truck model

In the model defined by (3.13)-(3.18), the first two equations describe Newton’s second law of
motion, while the rest describe the engine and braking system dynamics. However,these engine
and braking system dynamics are heavily dependent on vehicle-specific parameters, such as the
tabular function of engine torque characteristics MAP(⋅, ⋅). As mentioned, it is intended for the
analysis of this thesis project to be decoupled from vehicle-specific configurations. Therefore, for
the purposes of this thesis, it is more appropriate to represent the the engine and braking systems
with the following simplified model:

̇𝑇𝑤 = − 1
𝜏𝑤

𝑇𝑤 + 1
𝜏𝑤

𝑇𝑟𝑒𝑓(𝑡 − 𝜑) (3.20)
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where 𝑇𝑤 is the net torque acting on the wheels from the powertrain and the brakes, 𝑇𝑟𝑒𝑓 is the
reference torque demanded from the driver by applying the throttle, 𝛼𝑡ℎ𝑟, or the brake pedal,𝑃𝑏𝑟𝑘,
𝜏𝑤 is the torque time constant which can be different for acceleration and deceleration of the
vehicle, and 𝜑 is the actuation delay [35]. Note, that the inputs to the dynamics described by
(3.15)-(3.18) are the throttle angle, 𝛼𝑡ℎ𝑟, and the brake pressure, 𝑃𝑏𝑟𝑘, whereas the input to (3.20)
is the reference torque, 𝑇𝑟𝑒𝑓. Basically, (3.20) is a different/simplified model of (3.15)-(3.18), where
instead of a throttle or brake pressure, a reference torque is asked from the powertrain or brake
system, and no distinction is made between them, and their different delays. As a consequence of
defining the net torque acting on the wheels, the net force acting on the wheels is also denoted as

𝐹𝑤 = 𝐹𝑝 − 𝐹𝑏 = 1
𝑟𝑤

(𝛾𝐺𝛾𝑓𝜂𝐺𝜂𝑓𝑇𝑒 − 𝑇𝑏) = 1
𝑟𝑤

𝑇𝑤 (3.21)

As has been done multiple times in literature ([36], [37], [38]), substituting the dynamics of (3.14)
with (3.21) and the dynamics of (3.15)-(3.18) with (3.20), the longitudinal truck model is being
simplified from the set of Equations (3.13)-(3.18) to the following:

̇𝑠 = 𝑣

𝑚𝑡 ̇𝑣 = 1
𝑟𝑤

𝑇𝑤 − 𝑚𝐶0 cos (𝛼(𝑠)) − 𝑚𝐶1𝑣 − 𝐶2𝑣2 − 𝑚𝑔 sin (𝛼(𝑠))

̇𝑇𝑤 = − 1
𝜏𝑤

𝑇𝑤 + 1
𝜏𝑤

𝑇𝑟𝑒𝑓(𝑡 − 𝜑)

(3.22)

For better consistency with the rest of the report, the dynamics of (3.22) are being rewritten by
substituting the torque variables with their respective forces:

̇𝑠 = 𝑣
𝑚𝑡 ̇𝑣 = 𝐹𝑤 − 𝑚𝐶0 cos (𝛼(𝑠)) − 𝑚𝐶1𝑣 − 𝐶2𝑣2 − 𝑚𝑔 sin (𝛼(𝑠))

̇𝐹𝑤 = − 1
𝜏𝑤

𝐹𝑤 + 1
𝜏𝑤

𝐹𝑟𝑒𝑓(𝑡 − 𝜑)
(3.23)

3.2 Wheel-to-distance energy
As mentioned, the wheel-to-distance energy is the energy required to propel the vehicle forward.
Since the powertrain force is used to propel the vehicle forward, the wheel-to-distance energy equals
the energy provided to the system through the powertrain force. Considering that a truck wants
to travel a distance 𝑠𝑓 in 𝑡𝑓 units of time, while having a speed profile 𝑣(𝑡), the instantaneous
powertrain power is given as 𝑃𝑝(𝑡) = 𝐹𝑝(𝑡)𝑣(𝑡) [30]. Hence, the powertrain energy for the entire
trip is given by

𝐸𝑝 = ∫
𝑡𝑓

0
𝐹𝑝(𝑡)𝑣(𝑡)𝑑𝑡

= ∫
𝑡𝑓

0
(𝐹𝑤(𝑡) + 𝐹𝑏(𝑡))𝑣(𝑡)𝑑𝑡

= ∫
𝑡𝑓

0
(𝑚𝑡 ̇𝑣(𝑡) + 𝐹𝑟𝑙(𝑡))𝑣(𝑡)𝑑𝑡 + ∫

𝑡𝑓

0
𝐹𝑏(𝑡)𝑣(𝑡)𝑑𝑡

(3.24)

where the non-negative braking force 𝐹𝑏 explicitly appears. For the purposes of this project, it is
reasonable to assume that

𝐹𝑏(𝑡) = {0, if 𝐹𝑤(𝑡) ≥ 0
−𝐹𝑤(𝑡), if 𝐹𝑤(𝑡) < 0

(3.25)

The sign of the wheel force 𝐹𝑤 defines three modes of operation for the vehicle. In the first case,
when 𝐹𝑤 > 0, the vehicle is receiving energy from its powertrain, and this mode is denoted as
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traction mode 𝒯. In the second case, when 𝐹𝑤 < 0, energy is being dissipated through the brakes,
and this is denoted as braking mode ℬ. The mode that separates these two occurs when 𝐹𝑤 = 0
and it is known as coasting. In this mode, both the powertrain and braking forces are zero, and the
truck is moving based only on the road load forces. Substituting (3.25) into (3.24), the powertrain
energy is given by

𝐸𝑝 = ∫
𝒯

(𝑚𝑡 ̇𝑣(𝑡) + 𝐹𝑟𝑙(𝑡))𝑣(𝑡)𝑑𝑡 (3.26)

in which 𝐹𝑟𝑙(𝑡) and 𝑚𝑡 can be calculated through (3.12) and (3.19) respectively, but for the traction
mode only. In other words, the 𝒯 in the integral means that 𝐸𝑝 is only calculated for those time
intervals in which the traction mode is engaged, i.e. 𝐹𝑤 > 0. For the purposes of this project, the
wheel-to-distance/powertrain energy is referred to as the energy consumption of a moving vehicle
for a given trip.

The preceding analysis indicates that the energy consumption of a moving truck for a given trip,
is dependent on the truck’s equivalent mass, 𝑚𝑡, the truck’s parameters, 𝐶0, 𝐶1, 𝐶2, the slope of
the road, 𝛼(𝑠), and the truck’s longitudinal speed, 𝑣(𝑡), and acceleration, ̇𝑣(𝑡). For reference, the
formula of the energy consumption is rewritten here where the road load is written in its entirety
to show the contribution of each term:

𝐸𝑝 = ∫
𝑡𝑓

0
(𝑚𝑡 ̇𝑣(𝑡) + 𝑚𝐶0 cos (𝛼(𝑠)) + 𝑚𝐶1𝑣(𝑡) + 𝐶2(𝑑)𝑣2(𝑡) + 𝑚𝑔 sin (𝛼(𝑠)))𝑣(𝑡)𝑑𝑡

+ ∫
𝑡𝑓

0
𝐹𝑏(𝑡)𝑣(𝑡)𝑑𝑡 (3.27)

Note that (3.26) and (3.27) denote the exact same quantity. The only difference is that (3.26)
is defined for the traction mode only, whereas (3.27) is defined for the whole trip. The terms of
(3.27) give insight on some actions that are capable of reducing the energy consumption in the
operation of trucks. Common practices include the transportation of less cargo to reduce the truck
mass, the frequent maintenance and replacement of the truck tyres to reduce the rolling resistance,
and the removal of any unnecessary equipment to reduce the aerodynamic drag. While these
methods can lead to lower energy consumption, they are out of the scope of this thesis. Instead,
this project focuses on how the driving strategy of the truck, that is the truck speed and distance
to the preceding vehicle, can be used to minimise its energy consumption.

3.3 Driving scenarios
In order for a truck to move from an initial point, 𝑠𝑖, to a final point 𝑠𝑓, it has to go through
several phases, or driving scenarios. These scenarios can have considerable differences between
them that require different approaches to minimise the energy consumption. For example, in an
urban driving scenario, the truck needs to accelerate from a standstill and to decelerate to a halt,
to abide to traffic lights and intersection stops. In this case, the distances covered by the truck
between consecutive stops are small. On the other hand, in a highway driving scenario, the truck
has to cover a large distance, at high speeds, without stopping.

A sensitivity analysis conducted in [30], showcases how the energy consumption (wheel-to-
distance energy consumption) is influenced by the average travelling speed, ̄𝑣, and the parameters
𝐶0, 𝐶2 that reflect the effect of the rolling resistance and of the aerodynamic drag respectively.
The results are depicted in Figure 3.3. In this figure, 𝑆 ̄𝑣, 𝑆𝐶0

, and 𝑆𝐶2
denote the sensitivity of the

wheel-to-distance energy to each of these three parameters. A higher sensitivity means that the
corresponding parameter affects the wheel-to-distance energy consumption more strongly than a
parameter with a lower sensitivity. The three sensitivities are plotted with respect to three different
driving scenarios. From this figure it can be seen that, while in the urban driving scenario the
rolling resistance contributes the most in the energy consumption of a vehicle, in a highway driving
scenario the aerodynamic drag and the speed are more dominant. This project considers only such
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Figure 3.3: Relative influence of driving profile parameters on the wheel-to-distance consumption
for urban, mixed, and highway driving scenarios. Adopted from [30].

highway driving scenarios in which a compromise must be found between energy consumption and
travelling time, in the presence of speed limits and varying road slope.

3.4 Energy-efficient driving strategies
Following from (3.27), the most obvious and straightforward energy-efficient driving strategy is
to keep a constant and low cruising speed. The low speed reduces the rolling resistance and
aerodynamic drag losses, while the constant speed eliminates the energy used to accelerate. Yet, a
lower constant cruising speed makes the trip last longer which in turn might result in increased
energy consumption. To put it in mathematical terms, in (3.27) the integrated functions get smaller
because the speed term, 𝑣(𝑡), decreases, but the integration domain becomes larger since the time
to complete the trip, 𝑡𝑓, increases. Therefore, the need arises for a compromise between the travel
time and the average speed of the trucks for a given trip.

Moreover, the engaged gear has an effect on the energy consumption of trucks that use internal
combustion engines. In general, every gear is associated with a corresponding speed range so that
the selection of the appropriate gear offers the best energy consumption for the given speed. In the
case of highway driving scenarios, the speed of trucks mainly varies in the range [70, 90] km/h.
Additionally, the engaged gear affects the maximum power that can be applied to the wheels from
the powertrain, by changing the gear ratio. For the purposes of this project and for the given speed
range, it is assumed that the gear ratio remains constant, i.e. a fixed gear is constantly engaged,
and that no gear changes occur during the trip. In Chapter 4 it is shown how the engaged gear
affects the optimisation results, by affecting the maximum power capabilities of the truck.

Another, energy-efficient driving strategy, is when the truck is moving solely based on the road
load forces acting on it. In this mode of operation, denoted as coasting in Chapter 3, both the
traction and braking forces are zero. This means that the truck has no energy demands from its
powertrain, and no energy is dissipated in the brakes. Subsequently, the energy consumption, as is
being defined in this project, is zero. Thus, an energy-efficient driving strategy needs to exploit
any opportunity for coasting that is available on a given journey of the truck. This means that it
is more energy-efficient to decelerate using only the resistive forces to slow the truck down. On the
other hand, in the presence of a steep downhill, the most energy-efficient action to take is to allow
the truck to coast and accelerate towards its speed equilibrium defined by the resistive forces. Of
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course, speed limitations and safety regulations usually do not allow such coasting behaviours to
be fully exploited.

As previously mentioned, the aerodynamic drag that a vehicle experiences is heavily dependent
on the distance to the preceding vehicle. Especially for trucks, this dependence is increasingly
important because of their large dimensions. Their increased size, compared to passenger vehicles,
makes them more prone to increased aerodynamic drag losses. This phenomenon is exploited in
truck platooning experiments which aim to measure the energy efficiency of truck platoons for
different inter-vehicular distances (see Section 2.1).

According to Figure 3.3, the energy consumption of trucks for highway trips is more sensitive to
the cruising speed and the aerodynamic drag. Correspondingly, the preceding analysis reveals the
potential for energy savings by controlling the speed of the truck and its inter-vehicular distance.
To effectively exploit these driving strategies, information on the road profile as well as on the
motion of the preceding vehicle is of great importance.

3.5 Summary
This chapter has introduced the concept of energy consumption of road vehicles, which is crucial
for the purposes of this project. First, a longitudinal vehicle model is formulated, by defining
and analysing the forces acting in the direction of movement. It is also described how the drag
coefficient varies for different inter-vehicular distances. To model this reduction, an empirical
formula is used for the drag coefficient, which is based on experimental results from previous works.
Then, the equation of the wheel-to-distance energy is derived. This quantity represents the energy
provided by the powertrain to the wheels and hence defines the energy consumption of the vehicle.
Finally, based on the terms that compose the wheel-to-distance energy, several energy-efficient
driving strategies are discussed and it is concluded that information regarding the road topography
and the movement of the preceding vehicle are necessary to improve the energy efficiency of road
vehicles.
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Chapter 4

Speed profile optimisation for
energy efficiency

In Chapter 3, several energy-efficient driving strategies are discussed. Some of these strategies, like
keeping a constant speed and using an efficient gear ratio are straightforward to implement. On
the other hand, it is hard to achieve the combination and successful implementation of the other
energy-efficient driving strategies, such as coasting and keeping a small inter-vehicular distance
from the preceding vehicle.

The successful implementation of coasting strategies requires that the truck is able to anticipate
changes in the road slope. This information, combined with knowledge of the speed limits for
the given road segment, can allow the truck to coast at the right time and achieve the desired
effect. Additionally, knowing the intended speed profile followed by the preceding vehicle, can
allow the truck to regulate its speed and, by extent, its distance to the preceding vehicle, so that it
can take full advantage of the reduced aerodynamic drag. Thus, to fully take advantage of the
driving strategies mentioned in a reproducible and systematic way, a rigorous predictive framework
is needed. This framework can be designed if the energy-efficient driving is considered as an
optimisation problem where the speed profile is sought that minimises the energy consumption for
a given route.

4.1 Minimisation of the energy consumption as an optimi-
sation problem

In mathematical terms, an optimisation problem is the problem of trying to find the admissible
solution 𝑥 which minimises a cost function 𝐽 = 𝑓(𝑥). The standard form for expressing optimisation
problems is

min
𝑥

𝐽 = 𝑓(𝑥)
s.t. 𝑔𝑖(𝑥) ≤ 0, 𝑖 = 1, 2, … , 𝑚

ℎ𝑗(𝑥) = 0, 𝑗 = 1, 2, … , 𝑝
(4.1)

where 𝑓 ∶ ℝ𝑛 → ℝ is the cost function to be minimised over the 𝑛-variable vector 𝑥, 𝑔𝑖(𝑥) ∶ ℝ𝑛 → ℝ
are inequality constraints, and ℎ𝑗(𝑥) ∶ ℝ𝑛 → ℝ are the equality constraints. The vector 𝑥∗ is
denoted as the optimal solution of (4.1) if the cost function 𝐽 ∗ = 𝑓(𝑥∗) is less than the cost function
of all other solutions that satisfy the inequality and equality constraints [39]. If the optimisation
problem evolves with time, i.e. it is subject to some dynamics, then it is denoted as dynamic.
Instead, if the optimisation problem does not exhibit dynamic behaviour and remains unchanged
throughout time, it is denoted as static.
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4.1.1 Single truck
Recalling (3.27), it can be argued that the energy consumption is a function of only speed, since
the road load parameters 𝐶0, 𝐶1, and the equivalent truck mass 𝑚𝑡 are fixed constants. Moreover,
while the road slope 𝑎(𝑠) is not a fixed constant, it is considered to be a static variable, in the
sense that the road elevations over a specific route do not change and their contribution to the
energy consumption of the truck remains the same. Therefore, the only variables that can change
to affect the energy consumption are the speed, 𝑣(𝑡), and the aerodynamic drag coefficient, 𝐶2(𝑑),
that varies with respect to the inter-vehicular distance, which in turn is also a function of speed.
However, here it is assumed that the truck is driving alone with no preceding vehicle present. Thus,
𝐶2 is also treated as constant. Taking the above into consideration, the energy consumption of a
single truck can be posed as an optimisation problem of the form:

min
𝑣

𝐽 = ∫𝑡𝑓

0
𝐹𝑝(𝑡)𝑣(𝑡)𝑑𝑡 + 𝛽𝑡𝑓

s.t. ̇𝑠 = 𝑣
𝐹𝑝 = 𝑚𝑡 ̇𝑣 + 𝐹𝑏 + 𝐹𝑟𝑙
0 ≤ 𝐹𝑝 ≤ 𝐹𝑝,𝑚𝑎𝑥
0 ≤ 𝐹𝑏 ≤ 𝐹𝑏,𝑚𝑎𝑥
𝑣𝑚𝑖𝑛 ≤ 𝑣 ≤ 𝑣𝑚𝑎𝑥

(4.2)

where the first two constraints correspond to the system dynamics (3.23), 𝐹𝑝,𝑚𝑎𝑥 corresponds to
the maximum available powertrain force, 𝐹𝑏,𝑚𝑎𝑥 corresponds to the maximum braking force, and
𝑣𝑚𝑖𝑛 and 𝑣𝑚𝑎𝑥 are the lower and upper bounds on the truck speed respectively. As mentioned in
Section 3.4, the trivial solution to problem (4.2) is to drive as slowly as possible. To avoid that
the optimisation converges to this solution, the trade-off term 𝛽𝑡𝑓 is used. The variable 𝑡𝑓 denotes
the total time needed to travel over the specified route, while 𝛽 denotes a trade-off weight which
can be properly tuned to give the desired average time, effectively affecting the desired average
travelling speed.

At this point, it is important to mention that the driveline dynamics of (3.23) have been omitted.
This means that, as far as the optimisation problem is concerned, it is assumed that the powertrain
and braking forces are arbitrarily controlled and instantly applied at the wheels of the truck. This
assumption is being made as to reduce the complexity of the optimisation problem, and is justified
by the fact that the driveline dynamics are very fast compared to the vehicle speed dynamics [40].
Thus, the truck model used for carrying out the speed optimisation is given by

̇𝑠 = 𝑣
𝑚𝑡 ̇𝑣 = 𝐹𝑟𝑒𝑓 − 𝑚𝐶0 cos (𝛼(𝑠)) − 𝑚𝐶1𝑣 − 𝐶2𝑣2 − 𝑚𝑔 sin (𝛼(𝑠))

(4.3)

where it is considered that the input of the system, namely the reference force, 𝐹𝑟𝑒𝑓, is instantly
applied to the wheels of the truck. To estimate the error of this simplification, the two systems,
namely the full truck dynamics given by (3.23) and the simplified truck dynamics given by (4.3),
are simulated and their responses are compared in Figure 4.1.

The graphs at the top show the driveline dynamics while the graphs at the bottom show the
speed dynamics. Moreover, the blue solid line represents the full truck dynamics, where 𝐹𝑟𝑒𝑓 is
the input to the driveline dynamics and 𝐹𝑤 is the input to the speed dynamics, while the dotted
red line represents the simplified truck dynamics, where 𝐹𝑟𝑒𝑓 is the input to the speed dynamics
directly.

The two graphs on the left depict the response of the two systems for a step input on a short
time scale of 5 seconds, while the graphs on the right showcase the response of the two systems
using the same step input, but on a larger time scale of 600 seconds. These different time scales
are used to better illustrate how fast the driveline dynamics are, compared to the speed dynamics.
At time equals zero seconds, it is considered that both systems operate in steady-state. At time
equals two seconds, the reference force, 𝐹𝑟𝑒𝑓, undergoes a step change, from 4000 Newtons to 6061
Newtons. In the case of the full truck dynamics, this step change leads to a delayed change for
𝐹𝑤, because of the driveline time constant, 𝜏𝑤 = 0.16 seconds, and the actuator delay, 𝜑 = 0.16
seconds.
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Because of this delay, 𝐹𝑤 needs approximately one second to reach its new steady-state. Because
the response of the system closely resembles that of a first-order, linear time-invariant (LTI) system,
the time constant of the response can be calculated. This time constant is represented by the time
required for the system response to reach 63.2% of its final value. For the full driveline dynamics
depicted on the upper left graph of Figure 4.1, the time constant is calculated to be 𝜏 = 0.32
seconds, which is the sum of 𝜏𝑤 and 𝜑.

Furthermore, due to the delayed driveline dynamics, the speed dynamics of the full system are
also delayed (bottom left graph of Figure 4.1), compared to the speed dynamics of the simplified
model, in which 𝐹𝑟𝑒𝑓 is directly applied to the wheels. Nevertheless, the bottom right graph of
Figure 4.1 indicates that the speed dynamics of both systems need approximately 600 seconds to
reach their steady-state. In this case, the time constant of the speed dynamics is calculated to be
𝜏 = 134.8 seconds, which is 421 times larger than the time constant of driveline dynamics. This
means that the speed dynamics are much slower than the driveline dynamics. At the same time,
the root-mean-square (RMS) error between the speed dynamics of the full and simplified truck
models for the case illustrated in Figure 4.1 is 0.02 m/s, which is less than 1% of the speed value.
The preceding analysis reveals that omitting the driveline dynamics to simplify the optimisation
problem is a valid assumption, since the speed dynamics are only slightly affected.

4.1.2 Truck platoons
The optimisation problem defined through (4.2), considers only a truck driving alone. Thus, it
does not take into account the reduction of the aerodynamic drag coefficient 𝐶2(𝑑) which depends
on the inter-vehicular distance, 𝑑, between the truck and its preceding vehicle. However, for short
inter-vehicular distances, this reduction can be quite significant as shown in Figure 3.2, and is one
of the main reasons for pursuing the formation of truck platoons.

Considering a 𝑚-truck platoon, the energy consumption of truck 𝑖 that drives for a certain
amount of time 𝑡𝑓 is given by

𝐸𝑝,𝑖 = ∫
𝑡𝑓

0
𝐹𝑝,𝑖(𝑡) ⋅ 𝑣𝑖(𝑡)𝑑𝑡, 𝑖 = 1, 2, … , 𝑚 (4.4)

where 𝐹𝑝,𝑖 and 𝑣𝑖 are the powertrain force and the velocity of truck 𝑖 respectively. Consequently,
the energy consumption of the whole platoon is

𝐸𝑡𝑜𝑡𝑎𝑙 =
𝑚

∑
𝑖=1

𝐸𝑝,𝑖 (4.5)

Following from (4.5), the minimisation of the platoon energy consumption means the minimisation
of the sum of strictly non-negative quantities. If these terms were independent from each other
then the minimisation of each term would imply the minimisation of the sum. However, in truck
platooning the movement of the preceding truck affects the movement and, as a consequence, the
energy consumption of the following trucks. Effectively, the minimisation of the platoon energy
consumption is one optimisation problem with 𝑚 objective functions.

The area of optimisation which tries to simultaneously optimise more than one objective functions
is known as multi-objective optimisation. In typical multi-objective optimisation problems, there
is no optimal solution that minimises every objective function at the same time. Usually, the
objective functions conflict with each other and the improvement of one leads to the degradation of
others. In such cases where trade-offs between two or more conflicting objective functions exist, a
Pareto optimal solution is sought. A solution of the multi-objective optimisation problem is called
Pareto if no objective function can be improved without the deterioration of the others.

Nonetheless, in the context of the ENSEMBLE project which aims for multi-brand truck
platooning, simultaneously trying to optimise for every truck in the platoon might not align with
the interests of different companies. This is because, as mentioned, trade-offs are required to reach
a Pareto optimal solution and, from a business perspective, this could be undesirable. Thus, the
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methodology developed in this project, aims to minimise each of the 𝑚 summation terms of (4.5)
individually. For simplicity, this project only considers two-truck platoons, but the procedure can
be expanded to any number of trucks in the platoon.

For the leading truck in the platoon, the energy minimisation problem is fully defined by
(4.2). For the following truck, the problem (4.2) needs to be augmented with one more constraint
regarding the inter-vehicular distance of the two platoon members. Denoting 𝑠1 and 𝑠2 the rear-end
longitudinal positions of the leading and following truck respectively, their inter-vehicular distance
is given by

𝑑1,2 = 𝑠1 − 𝑠2 − 𝑙2 (4.6)

where 𝑙2 is the length of the following truck. Considering that (4.6) must be bounded so that the
platoon cohesion and safety are not compromised, the energy minimisation problems are given as
follows:

Leading truck

min
𝑣1

𝐽1 = ∫𝑡𝑓,1

0
𝐹𝑝,1(𝑡)𝑣(𝑡)𝑑𝑡 + 𝛽𝑡𝑓,1

s.t. ̇𝑠1 = 𝑣1
𝐹𝑝,1 = 𝑚𝑡,1 ̇𝑣1 + 𝐹𝑏,1 + 𝐹𝑟𝑙,1
0 ≤ 𝐹𝑝,1 ≤ 𝐹𝑝,1𝑚𝑎𝑥
0 ≤ 𝐹𝑏,1 ≤ 𝐹𝑏,1𝑚𝑎𝑥
𝑣1𝑚𝑖𝑛

≤ 𝑣 ≤ 𝑣1𝑚𝑎𝑥

(4.7)

Following truck

min
𝑣2

𝐽2 = ∫𝑡𝑓,2

0
𝐹𝑝,2(𝑡)𝑣(𝑡)𝑑𝑡 + 𝛽𝑡𝑓,2

s.t. ̇𝑠2 = 𝑣2
𝐹𝑝,2 = 𝑚𝑡,2 ̇𝑣2 + 𝐹𝑏,2 + 𝐹𝑟𝑙,2
0 ≤ 𝐹𝑝,2 ≤ 𝐹𝑝,2𝑚𝑎𝑥
0 ≤ 𝐹𝑏,2 ≤ 𝐹𝑏,2𝑚𝑎𝑥
𝑣2𝑚𝑖𝑛

≤ 𝑣 ≤ 𝑣2𝑚𝑎𝑥
𝑑1,2𝑚𝑖𝑛

≤ 𝑑1,2 ≤ 𝑑1,2𝑚𝑎𝑥

(4.8)

where 𝑑1,2𝑚𝑖𝑛
and 𝑑1,2𝑚𝑎𝑥

are the minimum and maximum thresholds on the inter-vehicular distance
of the platoon members. The upper and lower bounds on the speed of the trucks can be imposed by
the navigation system, while the minimum and maximum bounds on the inter-vehicular distance
can be determined by the strategic layer of Figure 1.3.

4.1.3 Types of optimisation problems
Finding accurate and efficient solutions to these problems depends not only on the number of
optimisation variables, but also on the characteristics of the objective function and constraints.
When the objective function and the constraints are linear functions of the optimisation variables,
then the optimisation problem is referred to as a Linear Programming (LP) problem. If the
objective function is a quadratic function of the optimisation variables and is linearly constrained,
then the optimisation problem is known as a Quadratic Programming (QP) problem. Lastly, if the
objective function or the constraints are nonlinear functions of the optimisation variables then that
constitutes a Nonlinear Programming (NP) problem. From (4.7) and (4.8) it is easy to observe
that the optimisation problems at hand are NP problems since the objective function is a nonlinear
function of the optimisation variables.

While reliable solvers exist to solve the first two families of problems, it is more difficult to
solve NP problems. Usually, the solution of a NP problem involves an iterative procedure to find a
search direction at each iteration by solving a LP or QP sub-problem [41]. Hence, to solve a NP
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Figure 4.2: Graphical schematic of two basins of attraction for a minimisation problem. Adopted
from [42].

problem, compromises need to be made [39]. Typically, these compromises regard the optimality
of the solution and the efficiency of the solver.

Typically, solvers of NP problems converge to local minimum points. A local minimum is a
point at which the function value is smaller than at nearby points, but possibly greater than some
other point in the function domain. The global minimum is the point at which the function value
is smaller than at every other point in its domain. In general, for NP problems it is very difficult
to verify the existence of a global minimum or to find it analytically. The convergence of the solver
to a local or global minimum depends on the basin of attraction of the initial point. A basin of
attraction is a region of the function domain in which every initial point leads to the same local
minimum. Optimisation constraints can break one basin of attraction into multiple. A graphical
example of this is depicted in Figure 4.2. It is also possible that, due to optimisation constraints,
the global minimum is infeasible by the design of the problem, and the solution always converges
to a local minimum. While from a mathematical standpoint converging at the global optimum is
considered to be the true solution to an optimisation problem, from a practical perspective global
convergence is not always necessary or even wanted, due to the increased computational demands.

Even though it is most common to solve NP problems locally, methods exist to search for global
optimum points. Global optimisation solvers usually initialise a local solver using random initial
points. Effectively, the same local solver is executed multiple times, each time from a different
initial point, in an attempt to evaluate if the converged optimal solution differs between sequential
runs. Other methods for global optimisation involve the use of genetic algorithms, particle swarm
optimisation, and pattern search algorithms amongst others. In all these cases however, the
trade-off is solver efficiency as the computational demands of global optimisation techniques grow
exponentially with the problem size [39]. Consequently, global optimisation methods are mainly
used in applications where computing time is not critical, and finding the global optimum is crucial,
such as when conducting worst-case analysis of a safety-critical system.

Since the optimisation problems of (4.7) and (4.8) are NP problems, their solutions are expected
to be local minimum points instead of global. Additionally, because these problems are impossible
to solve analytically, only numerical methods can be employed to evaluate the global or local
convergence of the optimisation algorithm. In this project, the aforementioned method of using
multiple random initial points to check whether the algorithm converges to different optimal
solutions has been used. Twenty random initial points within the bound limits have been used and
every time the optimisation algorithm has converged to the same solution. This means that there
is no better solution to be found in the feasible domain of the problem.

28



CHAPTER 4. SPEED PROFILE OPTIMISATION FOR ENERGY EFFICIENCY

Several methods have been developed to solve NP problems. One of the most effective and
successful of these methods is the Sequential Quadratic Programming (SQP). Instead of being a
stand-alone optimisation tool, it is more appropriate to consider SQP as a class of algorithms for
nonlinear optimisation. The main advantage of SQP is its ability to handle nonlinearities of any
degree, including nonlinear constraints. SQP is based on the active set method and on Newton’s
method for solving nonlinear optimisation problems, but at every step SQP approximates the
original NP problem with a QP subproblem which is easier to solve. Then, it uses the solution of
the QP subproblem to construct the new iteration. The efficiency and accuracy of SQP methods
have greatly contributed to the widespread use of SQP in the optimisation of nonlinear problems.
For example, in [43], Schittkowski implements and evaluates a SQP method which proves to be
more efficient and accurate than every other tested method. Hence, the use of SQP to solve the
NP problems (4.7) and (4.8) is well motivated. A more detailed explanation of how SQP works
can be found in Appendix A.

4.2 Modelling of the speed optimisation problems
The speed optimisation problems for a two-truck platoon are defined by (4.7) and (4.8). These
problems can also be viewed as a bigger problem, that of the energy-efficient driving of two-truck
platoons over hilly roads, which is solved in two stages. The first stage is the speed optimisation of
the leading truck, while the second stage is the speed optimisation of the following truck in which
the motion of the leading truck is also taken into account. Nevertheless, in order to numerically
solve these problems with the use of a computer, two additional steps need to be taken. These
steps involve the discretisation of the two problems and the digital representation of the road slope
and speed profiles. In this way, the trucks can be modelled in a programming environment, and
their energy consumption over a specified trip can be evaluated.

4.2.1 Problem discretisation
So far, the system dynamics and the objective functions have been represented by continuous time
mathematical functions. To solve the NP problems using numerical methods, the system dynamics
and objective functions need to be properly discretised. For this project, the discretisation is carried
out in the spatial domain with 𝑠 the space variable and discretisation step Δ𝑠. This transforms
the road load equation (3.12) into

𝐹𝑟𝑙(𝑠𝑘) = 𝑚𝐶0 cos 𝛼(𝑠𝑘) + 𝑚𝐶1𝑣(𝑠𝑘) + 𝐶2𝑣2(𝑠𝑘) + 𝑚𝑔 sin 𝛼(𝑠𝑘) (4.9)

where 𝑠𝑘 is the discretised space variable, and 𝛼(𝑠𝑘), 𝑣(𝑠𝑘) are the road slope and truck speed
expressed as functions of space respectively. Furthermore, for constant discretisation step Δ𝑠, the
time difference to move through the discretised variable 𝑠𝑘 is

𝑡(𝑠𝑘) − 𝑡(𝑠𝑘−1) = Δ𝑠
𝑣(𝑠𝑘)

(4.10)

which leads to the discretised form of the truck dynamics

𝑚𝑡𝑣(𝑠𝑘)𝑣(𝑠𝑘) − 𝑣(𝑠𝑘−1)
Δ𝑠

= 𝐹𝑝(𝑠𝑘) − 𝐹𝑏(𝑠𝑘) − 𝐹𝑟𝑙(𝑠𝑘) (4.11)

Choosing to discretise the problem in the space domain, and omitting the driveline dynamics
as previously mentioned, allows to ignore the time dynamics of (3.22), significantly reducing
the computational demands. This reduction in the computational demands occurs because the
powertrain force 𝐹𝑝 can now be calculated using simple arithmetic operations by rewriting (4.11)
as:

𝐹𝑝(𝑠𝑘) = 𝑚𝑡𝑣(𝑠𝑘)𝑣(𝑠𝑘) − 𝑣(𝑠𝑘−1)
Δ𝑠

+ 𝐹𝑏(𝑠𝑘) + 𝐹𝑟𝑙(𝑠𝑘) (4.12)
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The objective functions of the problems (4.7) and (4.8) are also discretised by using the trapezoidal
rule to approximate the integrals via summation of smaller areas

𝐽𝑖 = ∫
𝑡𝑓,𝑖

0
𝐹𝑝,𝑖𝑣𝑖 + 𝛽𝑡𝑓,𝑖

≈ 1
2

𝑁
∑
𝑘=2

[𝑡𝑖(𝑠𝑘) − 𝑡𝑖(𝑠𝑘−1)] [𝐹𝑝,𝑖(𝑠𝑘)𝑣𝑖(𝑠𝑘) − 𝐹𝑝,𝑖(𝑠𝑘−1)𝑣𝑖(𝑠𝑘−1)] + 𝛽𝑡𝑓,𝑖

(4.13)

where 𝑖 = 1, 2, 𝑡𝑖(𝑠1) = 0, and 𝑡𝑖(𝑠𝑁) = 𝑡𝑓,𝑖. The preceding analysis allows to formulate the original
continuous time optimisation problems (4.7) and (4.8), as the following constrained nonlinear
optimisation problems in which the optimisation variables are the speed values at the discretised
points 𝑠𝑘:

Leading truck

min
𝑣1

𝐽1 = 1
2 ∑𝑁

𝑘=2 [𝑡1(𝑠𝑘) − 𝑡1(𝑠𝑘−1)] [𝐹𝑝,1(𝑠𝑘)𝑣1(𝑠𝑘) − 𝐹𝑝,1(𝑠𝑘−1)𝑣1(𝑠𝑘−1)] + 𝛽𝑡𝑓,1

s.t. 𝐹𝑝,1 = 𝑚𝑡,1𝑣1(𝑠𝑘) 𝑣1(𝑠𝑘)−𝑣1(𝑠𝑘−1)
Δ𝑠 + 𝐹𝑏,1(𝑠𝑘) + 𝐹𝑟𝑙,1(𝑠𝑘)

0 ≤ 𝐹𝑝,1 ≤ 𝐹𝑝,1𝑚𝑎𝑥
0 ≤ 𝐹𝑏,1 ≤ 𝐹𝑏,1𝑚𝑎𝑥
𝑣1𝑚𝑖𝑛

≤ 𝑣1 ≤ 𝑣1𝑚𝑎𝑥

(4.14)

Following truck

min
𝑣2

𝐽2 = 1
2 ∑𝑁

𝑘=2 [𝑡2(𝑠𝑘) − 𝑡2(𝑠𝑘−1)] [𝐹𝑝,2(𝑠𝑘)𝑣2(𝑠𝑘) − 𝐹𝑝,2(𝑠𝑘−1)𝑣2(𝑠𝑘−1)] + 𝛽𝑡𝑓,2

s.t. 𝐹𝑝,2 = 𝑚𝑡,2𝑣2(𝑠𝑘) 𝑣2(𝑠𝑘)−𝑣2(𝑠𝑘−1)
Δ𝑠 + 𝐹𝑏,2(𝑠𝑘) + 𝐹𝑟𝑙,2(𝑠𝑘)

0 ≤ 𝐹𝑝,2 ≤ 𝐹𝑝,2𝑚𝑎𝑥
0 ≤ 𝐹𝑏,2 ≤ 𝐹𝑏,2𝑚𝑎𝑥
𝑣2𝑚𝑖𝑛

≤ 𝑣2 ≤ 𝑣2𝑚𝑎𝑥
𝑑1,2𝑚𝑖𝑛

≤ 𝑑1,2 ≤ 𝑑1,2𝑚𝑎𝑥

(4.15)

4.2.2 Road grade and speed profile representation
The most usual and straightforward way to represent discretised data is by using simple two-
dimensional lists. The first dimension of the list contains the coordinates of the discretised variables,
in this case the discretised space variable 𝑠𝑘, while the second dimension contains the values of the
discretised variables, in this case the discretised speed 𝑣(𝑠𝑘) or the discretised road slope 𝛼(𝑠𝑘). It
is expected that the discretisation of the space variable 𝑠 is crucial for the size of the optimisation
problems and the accuracy of the optimal solution. As the discretisation step Δ𝑠 becomes smaller,
the accuracy of the problem improves since more data points are used to describe the road and
speed profiles, but the number of the optimisation variables also increases. For example, to solve
the optimisation problems (4.14), (4.15) over a 10 km road segment with a discretisation step of
20 metres, 501 optimisation variables are required for each problem respectively.

A way to remedy this increase in computational demands is to represent the road profile in a
more compact format [28]. One such representation is to use sequences of cubic Bézier curves, or
splines, to form a composite Bézier curve. The general form of a cubic Bézier curve is

x(𝑢) ≡ (𝑥(𝑢), 𝑦(𝑢))𝑇 = P0(1 − 𝑢)3 + 3P1𝑢(1 − 𝑢)2

+ 3P2𝑢2(1 − 𝑢) + P3𝑢3 (4.16)

where the vectors P𝑗 are two-dimensional control points and 𝑢 is a parameter ranging from 0 to 1.
The initial point of the curve is defined by P0, and the ending point is defined by P3. Usually, the
curve does not go through the control points P1 or P2, instead these points merely provide the
direction that the curve follows. An example of a Bézier curve is shown in Figure 4.3.
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Figure 4.3: An example of a cubic Bézier curve and its control points P0, P1, P2, P3.

By controlling only the four control points, one can control the shape of the spline. A series of
Bézier curves which are joined end-to-end form a composite Bézier curve. To represent the road
grade, the first dimension of the control points is the discretised position of the truck 𝑠𝑘, while the
second dimension is the grade of the road, 𝛼(𝑠𝑘). Similarly, for the representation of the speed
profile the first dimension is the discretised position 𝑠𝑘, while the second dimension is the speed of
the truck 𝑣(𝑠𝑘).

There is no standard way to choose the number of splines to fit a given road section. A large
number of splines can lead to a more accurate representation of the grade and speed profiles
but it increases the number of optimisation variables. As the number of splines approaches the
number of data points used to represent the speed and road profiles using two-dimensional lists,
there is no reduction in the search space of the optimisation, and thus the use of splines does
not offer any additional benefit over the use of simple lists. On the other hand, a small number
of splines decreases the search space of the problem, but offers poor representation of the grade
and speed profiles. It should also be noted that not all signals can be approximated using such a
representation. In fact, the more high-frequent a signal is, the larger the number of splines needed
to represent it, and even then the approximation might be poor because the splines fail to capture
the fast changing behaviour of the signal at hand. However, the signals considered for the purposes
of this project are not high-frequent; the grade of highways is by design slow-varying and bounded
to improve driving conditions, while the speed of trucks cannot change rapidly due to their large
inertia and limited power.

Figure 4.4 showcases an example of a fitted composite Bézier curve to the data set representing
the slope of a Swedish road section. The data of the 10 kilometres road section are obtained from
[44]. The vertical lines correspond to the connection points of the individual Bézier splines. The
data set of the slope information is a two-points list containing measurements on the road slope at
every 20 metres, in other words it contains 501 measurement points.

Figure 4.4 shows that using 21 Bézier splines to form a composite Bézier curve leads to almost
no loss in the accuracy of the fitting; the RMS error between the fitted composite Bézier curve and
the original data points is 0.05%. At the same time, because each spline is composed of 4 control
points, only 84 control points are necessary to create the Bézier curve. The preceding analysis is
also applicable to the speed profiles. As a result, using composite Bézier curves to represent the
road grade and speed profiles leads to 84 optimisation variables, greatly reducing the search space
of the optimisation.
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Figure 4.4: Comparison of a composite Bézier curve to the data set representing the slope of a
Swedish road section. The road data is adopted from [28].

To use composite Bézier curves to represent the speed profiles, two additional constraints need
to be imposed in the optimisation so that the positional and derivative continuities of the speed
profile over a given road segment are guaranteed. In that way, the generated speed profiles are
continuous and smooth. To meet these requirements, the following conditions must hold:

𝑃𝑖,3 = 𝑃𝑖+1,0 for 𝑖 = 0, 2, … , 𝑛 − 1 (4.17)

and
𝑃𝑖,3 − 𝑃𝑖,2 = 𝑃𝑖+1,1 − 𝑃𝑖+1,0 for 𝑖 = 0, … , 𝑛 − 1 (4.18)

where 𝑛 is the total number of splines used. Constraint (4.17) implies positional continuity (𝐶0)
while constraint (4.18) implies derivative continuity (𝐶1). Proof of these conditions is found in
Appendix B.

Optimisation horizon

In typical long-freight operations, the trucks have to travel for tens or even hundreds of kilometres.
In this thesis project, the first 50 kilometres of the road between the Swedish cities Göteborg and
Borås, shown in Figure 4.5, are used as the road profile over which the optimisation takes place.
This road data is publicly available online on the Swedish Transport Administration website1. Note
that Figure 4.4 shows only the first 10 kilometres of the slope data that is featured in Figure 4.5.
The purpose of Figure 4.4 is to show a close-up example of the curve fitting, while the purpose
of Figure 4.5 is to depict the entire road segment over which the optimisation takes place. The
accuracy of the road slope for this trip is 0.1%, meaning that the error is at most 0.1 metres over
100 metres [28]. To accurately represent the road data of Figure 4.5 in its entirety, 100 curves
are needed. This means that to optimise the speed profiles for the whole trip, 400 optimisation
variables are necessary, making the optimisation very computationally demanding.

To address this problem, the total road profile of Figure 4.5 is split into 5 shorter and sequential
road segments of 10 kilometres each. Then, each shorter road profile can be accurately represented
using 25 curves, which leads to an optimisation problem with 100 optimisation variables. The
RMS error between the original road data and the fitted curves ranges from 0.02% (Profiles 1 and

1https://www.trafikverket.se/en/startpage/
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Figure 4.5: Elevation and slope data for the road segment between the Swedish cities Göteborg
and Borås. The road data is adopted from [28] and is publicly available on the Swedish Transport
Administration website.

5) to 0.07% (Profile 3). Consequently, the optimisation is executed in a receding horizon fashion,
for which the optimisation horizon is 10 kilometres. Choosing a suitable optimisation horizon is a
quite arbitrary procedure, since shorter or longer optimisation horizons are possible in theory. In
practice however, a compromise between optimisation efficiency and the quality of the optimisation
results is needed.

A short optimisation horizon of one or two kilometres can be accurately represented using fewer
curves, but the look-ahead predictive behaviour of the trucks is limited, since the optimisation
does not capture the changes in the road topography that lie further down the road. On the other
hand, a longer optimisation horizon provides enough information so that the optimisation can
take proactive action and better regulate the movement of the HD vehicles, but requires a larger
number of curves to be represented accurately, thus increasing the computational demands of the
optimisation. Therefore, the optimisation horizon needs to be as long as possible, granted that the
speed optimisation is able to finish in an amount of time that satisfies other requirements set by
the operational demands of the system. The time needed to complete the optimisation depends on
a number of factors, such as the changes in the road grade for the given optimisation horizon and
the computational power of the hardware that runs the optimisation routine. For the road profiles
and the hardware used in this thesis, an optimisation horizon of 10 kilometres provided the best
compromise between optimisation efficiency and the predictive behaviour of the platoon.

4.2.3 Energy consumption evaluation

In order to evaluate the energy consumption of a moving truck with respect to its speed profile, a
simulation environment is written in MATLAB. In this environment, the discretised truck model
of (4.11) and the road and speed profiles as described in Subsection 4.2.2 are implemented. Now,
consider the problem of a truck travelling over a given road section, for example ten kilometres,
the slope of which is known a priori. Given the speed profile of the truck over this road segment,
the net force acting on the wheels at each discretised space point, 𝑠𝑘, is calculated by rewriting
(4.12) as:

𝐹𝑤 ≜ 𝐹𝑝 − 𝐹𝑏 = 𝑚𝑡
𝑣(𝑠𝑘) − 𝑣(𝑠𝑘−1)

Δ𝑠
+ 𝐹𝑟𝑙(𝑠𝑘) (4.19)
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where 𝑚𝑡 and 𝐹𝑟𝑙 are given by (3.19) and (4.9) respectively. For the purposes of the project, it is
logical to assume that the powertrain, 𝐹𝑝, and the braking, 𝐹𝑏, forces are mutually exclusive. This
means that:

𝐹𝑤(𝑠𝑘) = {𝐹𝑝(𝑠𝑘), 𝐹𝑤(𝑠𝑘) ≥ 0 (Traction mode)
𝐹𝑏(𝑠𝑘), 𝐹𝑤(𝑠𝑘) < 0 (Braking mode)

(4.20)

Therefore, the powertrain force, 𝐹𝑝, can be calculated from (4.19), by keeping only the parts where
the net force at the wheels is non-negative. Having calculated the powertrain force, the energy
consumption is evaluated through

𝐸 ≈ 1
2

𝑁
∑
𝑘=2

Δ𝑠
𝑣(𝑠𝑘)

[𝐹𝑝(𝑠𝑘)𝑣(𝑠𝑘) − 𝐹𝑝(𝑠𝑘−1)𝑣(𝑠𝑘−1)] (4.21)

The above procedure to evaluate the energy consumption of a moving vehicle is often referred to
the literature as the “backward” approach because the energy conversion is followed in the reverse
direction of the physical energy flow [30]. In other words, the inputs of the models are at the road
level, namely the speed of the vehicle and the road load and by using these, the powertrain force
and, consequently, the energy consumption can be calculated. While the “backward” approach
is very computationally efficient, it assumes that the vehicle perfectly tracks its speed profile. In
the context of this project, the optimised speed profiles are provided as references for the trucks
to follow. Hence, occurring tracking errors lead to different energy consumption than the one
calculated in the optimisation. This phenomenon is treated in Chapter 5.

4.3 Energy-optimal speed profiles
The preceding analysis introduces all the relevant concepts for deriving energy-optimal speed
profiles for moving trucks over a road segment for which the slope is known. In this section, all
the above concepts are combined, and the optimisation problems (4.7) and (4.8) are solved. The
modelling of the project has been done in the MATLAB programming language, and the fmincon
function is used to solve the constrained NP problems. This function ships with a number of
algorithms which implement various methods for handling NP problems. In this thesis project, the
SQP method, mentioned in Subsection 4.1.3, is used.

4.3.1 Leading truck
First, the optimal speed profile of the leading truck is derived. The speed of the truck is allowed
to vary in the range [70,90] km/h, which is typical for HD vehicles. Additionally, the mass of
the truck is considered to be 30 tonnes and the parameter 𝛽 is tuned, through trial and error, so
that the total trip time is approximately the same as when the truck is travelling with a constant
speed of 80 km/h. The rest of the truck parameters, such as the road load coefficients, have been
identified from real trucks through measurements, and are treated as confidential.

Figure 4.6 shows the optimisation results for the first 10 km of the road section depicted in
Figure 4.5. This road segment offers a good case to analyse the optimisation results because it
consists of a relatively flat segment, a steep uphill segment, and a steep downhill segment. The top
graph of Figure 4.5 shows the road elevation, the middle graph shows the optimised speed profile
of the leading truck, while the bottom graph shows the instantaneous power at the wheels which is
generated by the powertrain and braking forces. When this power is positive, then it is provided
at the wheels by the powertrain, while when it is negative, the power is provided by the brakes.
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Zero power at the wheels means that both the powertrain and braking forces are zero, and
the truck is coasting. It is further assumed that no vehicle is driving in front of the leader. To
analyse the behaviour shown in Figure 4.6, the road profile of 10 kilometres must be split into
three phases; an almost flat road until the 4.5 kilometre, an uphill segment between the 4.5 and
the 7th kilometre, and a downhill segment from the 7th until the 10th kilometre.

• Flat road segment: For the first 4.5 kilometres, the road profile is relatively flat as can be
observed from the elevation data in the top graph of Figure 4.6. For this part of the trip, the
energy-optimal driving behaviour is to keep a constant speed of 80 km/h. This result agrees
with the typical energy-efficient driving strategies mentioned in Section 3.4.

• Uphill segment: After the truck has travelled 4.5 kilometres, it encounters a steep uphill
segment which has a length of approximately 2.5 kilometres. At the beginning of this uphill,
the truck accelerates slightly. If the truck does not accelerate in anticipation of the uphill,
then its limited power output, in combination with its substantial mass, result in a significant
speed drop midway through the ascension, see Chapter 5. So, by slightly accelerating at the
beginning of the ascending road, the truck avoids any significant speed drops.

• Downhill segment: From the 7th until the 10th kilometre, the truck enters a downhill
segment. It can be seen at the bottom graph of Figure 4.6, that at the start of this descent,
the instantaneous power at the wheels goes to zero and remains there for approximately 2
kilometres. In other words, for these two kilometres, the truck is coasting and it moves solely
based on the road load and gravitational forces. This coasting of the truck first leads to a
speed decrease, between the 7th and 8th kilometres, and then it leads to a speed increase
between the 8th and 9.2 kilometres. The speed drop is the result of the road slope not being
steep enough for the gravitational force to overcome the other resistive forces leading to the
deceleration of the truck. As the slope becomes steeper in the section between the 8th and
9.2 kilometres, the truck accelerates because the gravitational force overpowers the other
resistive forces. Ultimately, the truck needs to brake to not violate the maximum admissible
speed of 90 km/h.

Figure 4.6 shows that the road slope heavily affects the energy-optimal speed profiles, as it is
a significant factor in the power demands of the vehicle. The intuitive rules for energy-efficient
driving that are discussed in Subsection 3.4 dictate that it is more energy efficient if the vehicle
accelerates in anticipation of a steep climb, or decelerates in preparation for a steep downhill.
Inspection of Figure 4.6 reveals that the calculated speed profile follows the same intuitive rules.
Of course, it is desirable to not only see this phenomena, but also to evaluate numerically the
energy savings achieved through the designed speed profile optimisation. This evaluation is left for
Chapter 5, in which a simulation environment provided by TNO is used for this purpose. Instead,
the remainder of this chapter aims to provide graphical insight on the optimisation results.

4.3.2 Following truck
After being derived, the energy-optimal speed profile for the leading truck can be given to the
optimisation of the following truck. Having knowledge on the way that the leading truck moves,
the optimisation can properly adjust the movement of the following truck. In that way, the second
truck can proactively adapt its speed not only with respect to the road topography but also with
respect to the speed of the platoon leader. Here, the following truck is considered identical to the
lead truck.

Figure 4.7 showcases the optimisation results for both trucks in a two-truck platoon. The
lower and upper bounds on the vehicle speed are again 70 km/h and 90 km/h respectively. As
stated in Subsection 4.2.2, to optimise for the second truck, an additional constraint is needed
for the inter-vehicular distance between the trucks. Typically, the upper bound must be set so
that the communication between the platoon members is not compromised. Moreover, a large
inter-vehicular distance encourages more frequent disruptions of the platoon nominal operation
from external vehicles, e.g. cut-ins.
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On the other hand, the lower bound on the inter-vehicular distance is set so that the safety of
the platoon members is guaranteed. The desired separation between platoon members is given by

𝑠𝑑 = 𝑠0 + ℎ𝑣2 (4.22)

where 𝑠0 is the desired standstill distance, ℎ is the time headway, and 𝑣2 is the speed of the
following truck. The role of the time headway is to introduce more space between the vehicles
at higher speeds. In [45], Yanakiev and Kanellakopoulos prove that string stability, or in other
words the decrease of errors as they propagate downstream the platoon, is achieved if the spacing
policy of (4.22) is adopted with a sufficient large time gap. Considering that the truck speed varies
between 70 and 90 km/h, the standstill distance is 𝑠0 = 5 metres, and the fixed time gap is ℎ = 0.6
seconds, the desired separation distance ranges from 16.66 metres to 20 metres.

For the purposes of this project, the upper and lower bounds are selected to be 40 and 20 metres
respectively. The upper bound of 40 metres is arbitrarily chosen, but in practical applications it
should reflect the communication or sensor limitations of the platoon. The lower bound on the
inter-vehicular distance is based on the scenario that the following vehicle is driving as fast as
allowed, meaning at 90 km/h.

Returning to the optimisation results showcased in Figure 4.7, the speed profile and the
instantaneous power of the leading truck are the same as the ones showed in Figure 4.6. Therefore,
the analysis here focuses on the movement of the following truck. The initial distance between the
two platoon members is 25 metres. At the start of the trip, the following truck accelerates slightly
to come closer to the leader. In this way, the inter-vehicular distance between the two trucks is
decreased at its minimum admissible value of 20 metres. By maintaining a short gap to the leader,
the following truck can take advantage of the reduced aerodynamic drag to save energy.

Given that for the first 7 kilometres of travelled distance the road profile does not offer any
chances for coasting, drafting behind the leading truck is indeed the most energy-efficient driving
strategy. This behaviour is, however, altered when reaching the top of the hill at the 7th kilometre.
At this point, the following truck starts coasting a few metres sooner than the leading truck. This
leads to a small speed difference between the two trucks which in turn results in their inter-vehicular
distance increasing. When driving downhill, both trucks coast to take advantage of the gravitational
effect. This leads to a speed increase for both trucks from the 8th until the 9.5 kilometre. However,
in addition to the gravitational effect, the following truck also experiences a reduced aerodynamic
drag, compared to the platoon leader. Because of that, the following truck accelerates more when
driving downhill resulting in the gap between the trucks to close. Yet, because the inter-vehicular
distance has increased until that point, the following truck can afford to close the gap while still
coasting, without getting too close to the preceding truck. Finally, at approximately the 9.5
kilometre, both trucks need to brake to avoid exceeding the maximum allowable speed of 90 km/h.

4.3.3 Optimisation for the entire road profile
As mentioned, to make the optimisation problem computationally manageable, the complete road
profile shown in Figure 4.5 is split into 5 shorter road road segments. Thus, the optimisation for
the entire road profile is done sequentially. This means that the optimisation is executed for both
trucks over one road segment of 10 kilometres and the final conditions of the trucks (their speed
and inter-vehicular distance) are used to initialise the optimisation for the next road segment.
This procedure continues until the entire road profile of 50 kilometres has been covered. Then,
the energy-optimal speed profiles can be combined to form energy-efficient speed setpoints for the
trucks to follow.

The optimisation results for the entire road profile can be observed in Figure 4.8. The top
graph of this figure indicates the elevation of the road, the two middle graphs display the optimal
speed profiles for the leading and following trucks respectively, while the bottom graph shows
the inter-vehicular distance of the platoon members over the entire trip. Inspection of this figure
reveals that the speed profiles over the entire road profile follow the same behaviour as the one
analysed in Subsections 4.3.1 and 4.3.2.
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More specifically, in relatively flat or slowly ascending road segments, the trucks maintain a
constant speed and very close inter-vehicular gap. Additionally, at the beginning of steeper uphills,
the trucks accelerate so that they avoid a significant speed drop midway through the climb. Finally,
at the top of the hills, both trucks drop their speed and then accelerate while driving downhill.
The initial deceleration allows them to coast while descending, and they only have to brake at
the end of the downhill to not exceed the imposed speed limit. Because the gap between them is
enlarged before entering the descend, the following truck is able to fully exploit the benefits of
coasting without coming very close to the platoon leader and having to brake.

4.3.4 Optimisation results for different parameter values
At this point it is interesting to investigate how changes in the problem parameters can affect the
energy optimal speed profiles that the optimisation generates. There exist numerous parameters
that affect the optimisation results, from the wheel radius and the truck mass to the length of
the optimisation horizon and the minimum and maximum inter-vehicular distance between the
platoon members. However, here the investigation is limited to two other parameters; the maximum
powertrain force that can be provided to the wheels, and to the minimum admissible speed of the
trucks.

As is already shown in Figures 4.7 and 4.8, the optimised speed profiles include the slight
acceleration of the trucks at the beginning of steep uphills where the powertrain force of both trucks
is saturated. Another way to tackle this problem of limited power capabilities in the presence of
steep uphills is to lower the engaged gear in the gearbox of the truck. By doing so, the gear ratio
increases which in turn leads to an increase in the force provided to the wheels by the powertrain,
as it is proven by (3.4). This case is shown in Figure 4.9, which shows the optimisation results for
the same road profile as in Figure 4.7. While in Figure 4.7 it is considered that the engaged gear is
the 12th, which offers a gear ratio of 1, in Figure 4.9 the engaged gear is the 11th, which offers a
gear ratio of 1.29.

A comparison between these two figures reveals that the powertrain force, shown in the third
graph of both figures, is no longer saturated in the case of a lower engaged gear (Figure 4.9).
Effectively, the trucks do not need to accelerate at the beginning of the uphill at the 4.5 kilometres
mark and instead they keep driving at a constant speed of 80 km/h. This example indicates that
the power limitations of the HD vehicles indeed play an important role in the energy optimal speed
profiles. Henceforth, it is considered that the 11th gear is always engaged.

Another parameter that can influence the optimised speed profiles is the lower bound on the
speed of the trucks. Figure 4.10 illustrates the optimisation parameters when the lower bound
for the speed of the vehicles is set to 60 km/h instead of 70 km/h as it is done in Figure 4.7. A
comparison between these two figures shows that whereas the coasting of the two trucks begins
from approximately the 7.2 kilometre mark and ends at about the 9.2 kilometre in Figure 4.7, in
Figure 4.10 this coasting lasts significantly (35%) longer. More specifically, in the case of a lower
speed bound, the trucks start to lose speed sooner in their trip. Since the optimisation can now
drop the speed of the trucks at 60 km/h, it deduces that the vehicles can start to decelerate sooner
and still reach their minimum admissible speed at the same point in space as in Figure 4.7, i.e. at
approximately the 8th kilometre. Again, this deceleration uses only the external forces acting on
the vehicles since the net power applied to the wheels by the powertrain and the braking system is
zero for the entire deceleration phase.
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Symbol Name Unit Value
𝑚1 mass of the leading truck 𝑡 30
𝑚2 mass of the following truck 𝑡 30
𝑣𝑚𝑖𝑛 minimum truck speed 𝑘𝑚/ℎ 70
𝑣𝑚𝑎𝑥 maximum truck speed 𝑘𝑚/ℎ 90
𝑑𝑚𝑖𝑛 minimum inter-vehicular distance metres 20
𝑑𝑚𝑎𝑥 maximum inter-vehicular distance metres 40

Table 4.1: Default parameters values used for the speed optimisation.

Since the lower speed that the trucks now reach is 60 km/h, it also means that the acceleration
period also becomes longer. Indeed, in the case study illustrated in Figure 4.10, the trucks need
more time to reach the maximum admissible speed of 90 km/h and thus they brake later in their
trip. Combined, the longer deceleration and acceleration phases result in a longer coasting phase
for the vehicles. To facilitate the longer coasting, the inter-vehicular distance between the trucks
also changes compared to the one shown in Figure 4.7. More specifically, whereas in Figure 4.7 the
separation distance distance becomes as large as 35 metres, for the case pictured in Figure 4.10 the
separation distance reaches its maximum limit of 40 metres. This is to be expected since in order
for the following truck to coast longer and brake later, the inter-vehicular distance when entering
the downhill segment needs to be larger than before.

The preceding analysis reveals that the optimised speed profiles depend on a plethora of
factors. These factors can be inherent to the vehicles under optimisation, e.g. their maximum
power capabilities, or can be part of the tactical decisions taken by the platoon coordinator e.g.
the maximum and minimum speeds that the trucks are allowed to travel with. In real-world
applications, the appropriate values for each parameter should be defined, based on the road
topography, the weight of transported goods, and the strategic layer of the platoon. Having said
that, for the rest of this thesis the parameter values presented in Table 4.1 are used for the speed
optimisation, unless stated otherwise.

4.4 Summary
This chapter has presented the speed optimisation procedure that is followed throughout the project.
As a first step towards designing this optimisation procedure, the minimisation of the energy
consumption of truck platoons is posed as a nonlinear optimisation problem. The discretisation of
the optimisation problem in the spatial domain instead of the time domain allows to ignore the time
dynamics of the model, significantly reducing the computational demands. Additionally, the use
of composite Bézier curves to represent the road and speed profiles leads to reduced search space
for the optimisation, allowing the typically demanding nonlinear problem to be solved efficiently.
Lastly, the speed optimisation results for the leading as well as for the following truck are presented
and analysed. This analysis is further extended to how the optimised speed profiles change for
different values of the optimisation and truck parameters.
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Chapter 5

Evaluation of the optimisation
results through simulations

In Chapter 4, an optimisation framework towards energy-efficient truck platooning has been
designed and implemented. Consequently, a way to evaluate the effectiveness of the proposed
optimisation procedure is needed. This evaluation is carried out by using a simulation framework
provided by the Integrated Vehicle Safety department of TNO. The simulations offer the opportunity
to evaluate the energy consumption of a two-truck platoon under various circumstances in a fast
and reproducible way.

This chapter is organised as follows. Section 5.1 presents the simulation framework. The models
used to simulate the truck motion and the longitudinal controller used to control the vehicles are
analysed and explained. Then, in Section 5.2, the energy consumption of a two-truck platoon is
evaluated for different driving scenarios. The simulation of several driving scenarios aims to provide
insights on how the speed optimisation of the trucks can increase the energy efficiency of the
platoon in a variety of situations. Section 5.3 showcases the effectiveness of the speed optimisation
method when applied to a different road profile, while Section 5.4 evaluates its sensitivity to GPS
inaccuracies. Lastly, Section 5.5 summarises the chapter.

5.1 Simulation framework
The simulation framework used for the purposes of the project is implemented as a set of Simulink
models. These models simulate not only the movement of the platoon members, but also their
communication and data exchange. In the context of this thesis, the most important aspects of the
simulation framework are the truck models and the longitudinal controller which are explained here.
It should be noted that the modelling of the trucks and the design of their longitudinal controller,
as these are described in Subsections 5.1.1 and 5.1.3, lie outside the scope of this project. As a
result, the simulation environment is merely used as a tool to evaluate the energy consumption
of truck platoons under different driving scenarios, and concepts related to the control aspects of
platoons, such as string stability, are not explored.

5.1.1 Truck model
The mathematical model used to describe the longitudinal dynamics of each of the trucks in the
simulation framework is given by the following first-order linear system:

̇𝑠 = 𝑣
̇𝑣 = 𝑎

̇𝑎 = −1
𝜏

𝑎 + 1
𝜏

𝑎𝑑𝑒𝑠(𝑡 − 𝜑)
(5.1)
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Figure 5.1: Graphical representation of the low-level controls and the vehicle dynamics used in the
simulation environment.

where 𝑎𝑑𝑒𝑠 is the desired truck acceleration, 𝑎 is the actual truck acceleration, 𝜏 is the system time
constant, and 𝜑 is the actuator delay. A graphical representation of this model is displayed in
Figure 5.1. As this figure reveals, the model consists of two sub-models: the low-level acceleration
controller and the longitudinal vehicle dynamics.

The role of the low-level acceleration controller is to translate the error between the desired
and actual acceleration of the vehicle, to desired values for the throttle angle, 𝛼𝑡ℎ𝑟𝑑𝑒𝑠, or the brake
pressure, 𝑃𝑏𝑟𝑘𝑑𝑒𝑠, depending on whether this error requires the vehicle to accelerate or decelerate.
In accordance with the research in [31], the low-level acceleration controller compensates the
nonlinearities present in the engine and brake systems by using an inverse vehicle model for
each nonlinear component. Furthermore, the use of a PI controller eliminates the steady-state
error. Having calculated the values of 𝛼𝑡ℎ𝑟𝑑𝑒𝑠 and 𝑃𝑏𝑟𝑘𝑑𝑒𝑠, these are then given as inputs to the
system represented by (3.13)-(3.18), which describes the longitudinal vehicle dynamics. For easy
referencing, the relevant equations are repeated here:

̇𝑠 = 𝑣 (5.2)
𝑚𝑡 ̇𝑣 = 𝐹𝑝 − 𝐹𝑏 − 𝐹𝑟𝑙

=
𝛾𝐺𝛾𝑓𝜂𝐺𝜂𝑓

𝑟𝑤
𝑇𝑒 − 𝑇𝑏

𝑟𝑤
− 𝑚𝐶0 cos (𝛼(𝑠)) − 𝑚𝐶1𝑣 − 𝐶2𝑣2 − 𝑚𝑔 sin (𝛼(𝑠)) (5.3)

𝑇𝑒𝑠 = MAP (𝜔𝑒, 𝛼thr) (5.4)
𝜏𝑒 ̇𝑇𝑒 + 𝑇𝑒 = 𝑇𝑒𝑠 (5.5)

𝑇𝑒 = 𝐶TC𝜔2
𝑒 + 𝐽𝑒�̇�𝑒 (5.6)

𝜏𝑏 ̇𝑇𝑏 + 𝑇𝑏 = 𝐾𝑏𝑃brk (5.7)

In real HD vehicles, the low-level acceleration controller is designed and implemented by the
truck manufacturers. In the simulation environment, the combination of the PI controller, the
inverse vehicle models, and the longitudinal vehicle dynamics is treated as a black-box system
which results in the linearised vehicle model of (5.1). This model has been used in several literature
works that investigate the longitudinal control of vehicle platoons. Additionally, the maximum
acceleration that the truck can achieve is found by substituting the maximum engine torque, 𝑇𝑒,𝑚𝑎𝑥
in (5.3):

𝑎𝑚𝑎𝑥 = 1
𝑚𝑡

(
𝛾𝐺𝛾𝑓𝜂𝐺𝜂𝑓

𝑟𝑤
𝑇𝑒,𝑚𝑎𝑥 − 𝑚𝐶0 cos (𝛼(𝑠)) − 𝑚𝐶1𝑣 − 𝐶2𝑣2 − 𝑚𝑔 sin (𝛼(𝑠))) (5.8)

Therefore, the acceleration setpoint, 𝑎𝑑𝑒𝑠, of the system (5.1) is limited by:

𝑎𝑚𝑎𝑥
𝑑𝑒𝑠 = min(𝑎𝑑𝑒𝑠, 𝑎𝑚𝑎𝑥(𝑣)) (5.9)

where 𝑎𝑚𝑎𝑥
𝑑𝑒𝑠 is the maximum threshold for the acceleration setpoint of the control system. The

truck parameters, such as the time constant, 𝜏, and the actuator delay, 𝜑, have been identified
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from real trucks through experiments done in the past by TNO. The values of these parameters
are treated as confidential and are not disclosed in this report.

5.1.2 Distinction between the optimised and simulated truck models
The preceding analysis reveals that the truck models used during the speed optimisation procedure
are not the same as the ones used in the simulation. During the optimisation, the trucks are
represented by the set of nonlinear equations (4.3), and the driveline dynamics are omitted, as
explained in Subsection 4.1.1. On the other hand, for the simulation of the platoon operation, the
trucks are represented by the first-order model of (5.1), which consists of the vehicle dynamics,
including the low-level acceleration controller. The use of different models gives rise to the question
of why not to use the same truck models both in the optimisation and in the simulation.

For this question to be answered, the purpose that each model serves needs to be explained.
First of all, the truck models used in the optimisation are typical in other literature works that focus
on energy-efficient driving strategies. This is because the nonlinear equations used to represent
the trucks are able to capture the time-varying changes in the road slope and the changes in the
aerodynamic drag due to the shorter inter-vehicular distances. Furthermore, omitting the driveline
dynamics and discretising the system in the spatial domain allows to ignore the time dynamics
which greatly reduces the computational demands of the optimisation. If the driveline dynamics
are taken into account, then it is not possible to ignore the time dynamics and the optimisation
problem is a lot harder or maybe impossible to solve.

On the other hand, the truck models used in the simulation are fitted to measurements of
actual trucks meaning that they offer a good representation of the way that a real truck behaves.
This type of black box model is widely used in control design where the designer is only interested
in the dynamic behaviour of the plant and not in the underlying physics. Due to the lacking
physics, such black box model does not describe the time-varying changes in the road slope or the
aerodynamic drag reduction due to short distances between the platoon members. The models
simply assume that the low-level controllers in the trucks compensate for such variations such
that the whole system still behaves dynamically the same. It is, however, arguable if this is also
achieved in practice. Nevertheless, under the assumption that the low-level controllers can do this,
the only limitations to the system are the maximum capabilities in terms of available engine power
and tyre-road friction.

5.1.3 Longitudinal controller
To control the movement of the HD vehicles, the operation of a longitudinal controller is simulated
on-board of each truck. It is typical in most works regarding vehicle platooning for the leading
vehicle to follow a fixed speed setpoint using a cruise controller (CC), while the rest of the platoon
members adhere to a specified spacing policy using a cooperative adaptive cruise controller (CACC).
However, the goal of this project is for every truck to follow its own optimised speed profile, meaning
that both the leading and following trucks need to operate on CC.

Under nominal operation of the platoon members, both trucks should follow their respective
optimised speed profiles, and the inter-vehicular distance should not drop below the lower bound set
during the optimisation. However, speed tracking errors or some unforeseen event might result in
the inter-vehicular distance to diverge from what is calculated during the optimisation. Especially
if the inter-vehicular distance becomes too small, the safety of the platoon could be compromised.
Hence, it is important for the following truck to monitor its distance from the platoon leader and
act on it if it becomes shorter than anticipated.

The longitudinal controller which is simulated to be on-board each of the trucks follows this
operational logic. More specifically, the controller incorporates two control modes; a cruise control
mode and a cooperative adaptive cruise control mode. Each of these two modes represents a
standalone controller which runs independently. In other words, the total longitudinal controller
is the combination of a CC and a CACC that run in parallel. The CC, which is a proportional
(P) controller, acts on the speed error that exists between the optimal speed setpoints and the
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Figure 5.2: Schematic of the closed loop longitudinal control of each platoon member.

actual speed of the trucks. On the other hand, the CACC, which is a proportional-derivative (PD)
controller as described in [37], acts on the error between the desired inter-vehicular distance of the
platoon members and their actual inter-vehicular distance. Each of these two controllers outputs
the desired truck acceleration that drives their respective error to zero. Both controllers constantly
operate and provide their desired acceleration setpoints at a frequency of 100 Hz. To ensure the
bumpless transition between the two control modes, a mixing function is used. This mixing function
compares the outputs of the controllers and keeps the minimum of the two acceleration setpoints.

Figure 5.2 shows a schematic of the closed loop longitudinal control that is applied to each
truck in the platoon. In this figure, the block 𝐺𝑖 represents the system dynamics described by (5.1),
and 𝑖 indicates the corresponding platoon member, with 𝑖 = 1 and 𝑖 = 2 denoting the leading and
following trucks respectively. The block 𝐻 symbolises the transfer function of the fixed time gap
spacing policy given by (4.22). When the inter-vehicular distance is larger than the one dictated by
the spacing policy, then the CACC controller attempts to go to the reference time gap by closing
the distance from the platoon leader. Considering that the following truck already has a speed
close to 𝑣𝑟𝑒𝑓, then the output of the CACC is larger than the output of CC, since the following
truck needs to accelerate. Thus, in this case the following truck operates on cruise control. On
the other hand, when the inter-vehicular distance between the trucks becomes shorter than the
one dictated by the spacing policy, the following truck needs to brake, meaning that the output of
the CACC is lower than the output of the CC. Hence, in this case the following truck operates
on CACC. Since it is assumed that no vehicle drives in front of the platoon, the leading truck is
always on CC.

5.2 Energy consumption of a two-truck platoon for various
driving scenarios

Using the truck models and the longitudinal vehicle controller described in Subsections 5.1.1 and
5.1.3, the operation of a two-truck platoon is simulated. The simulation environment takes as
inputs the speed setpoints of the two trucks, as well as the slope of the simulated road profile. As
mentioned in Subsection 5.1.2, the truck models used in the simulation do not describe the changes
in the road slope, however this information is used to define the maximum power capabilities
of the trucks, thus affecting their speed [35]. Thus, depending on the road profile and speed
setpoints provided to the simulation, different driving scenarios can be simulated. After the
simulation finishes, the speed realised by the two trucks is logged and is used to evaluate their
energy consumption, as per the methodology described in Subsection 4.2.3. A graphical schematic
of this procedure is shown in Figure 5.3.

For easy referencing and qualitative comparison of the different drivings scenarios, the simulation
figures are included alongside the textual analysis. To compensate for their decreased size in order
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Figure 5.3: Graphical representation of the procedure followed to evaluate the energy consumption
of a two-truck platoon through simulations.

to properly fit the page margins, the simulation figures are also included in the Appendix C in full
size.

5.2.1 No speed profile optimisation
The first driving scenario investigated in this project is the case of the leading truck following a
constant speed profile, while the following truck keeps a fixed time gap from the platoon leader.
This is the typical behaviour that platoons are expected to follow in cases when they have no
look-ahead information on the grade of the upcoming road segment. In this scenario, the leading
truck operates on CC and tracks a constant speed reference of 80 km/h, while the inter-vehicular
distance between the trucks is dictated by (4.22) where 𝑠0 = 5 metres and ℎ = 0.6 seconds. The
simulation results for this scenario are displayed in Figure 5.4. The top graph shows the road
elevation, the middle graphs show the speed profiles of the two trucks and the instantaneous power
applied to their wheels, and the bottom graph shows the inter-vehicular distance between the
platoon members for the duration of their trip. It should be noted that on the third graph, the
positive parts correspond to the power provided to the wheels by the powertrain while the negative
parts indicate the power applied by the brake system to the wheels.

Using the simulation results, the energy consumption of the two trucks is calculated to be
𝐸1 = 276.31 MJ and 𝐸2 = 259.71 MJ for the leading and following trucks respectively. These
results indicate that the following truck consumes 6% less energy than the leading truck, which
is attributed to the decreased aerodynamic drag experienced by the following truck. Thus, even
when no information on the road grade is used to optimise the platoon behaviour, it is beneficial
to have the trucks travel in a platoon formation.

5.2.2 Speed profile optimisation for the leading truck only
The natural follow-up to the previous scenario is to investigate the case where only the speed
profile of the platoon leader is optimised, while the following truck still follows the spacing policy
dictated by (4.22). The simulation results for this scenario are shown in Figure 5.5. From this
figure is deducted that the optimised speed of the leading truck, displayed in the second from the
top graph, follows the same patterns as the ones described in Subsection 4.3.3. More specifically,
the speed profile remains constant in the flat road segments, it decreases at the top of the hills,
and it increases when the truck is travelling downhill. Consequently, the truck can take advantage
of the varying road topography to coast for extended periods of time.

Naturally, the speed profile of the following truck, while not explicitly optimised, also varies
in a similar fashion, since it needs to follow a specific spacing policy from the platoon leader. Of
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Figure 5.4: Simulation results for the scenario in which the leading truck follows a constant speed
setpoint, while the following truck operates on CACC. Shown full-sized in Figure C.1.
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Figure 5.5: Simulation results for the case where the leading truck follows its optimised speed
profile, while the following truck operates on CACC. Shown full-sized in Figure C.2.
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Figure 5.6: Percentage of the energy dissipated by each resistive force acting on the leading truck.

course, since according to (4.22) the desired distance between the two trucks is proportional to
the speed of the following truck, the inter-vehicular distance is additionally affected by the speed
fluctuations. Hence, when the speed of the following truck decreases, then the desired separation
distance between the two trucks decreases. On the other hand, when 𝑣2 increases, then the desired
inter-vehicular distance is also increased.

Figures 5.6 and 5.7 illustrate a comparison between the driving scenarios of Subsections 5.2.1
and 5.2.2. Figure 5.6 shows the percentage of the energy dissipated by each resistive force for the
leading truck, while Figure 5.7 shows the percentage of the energy dissipated by each resistive force
for the following truck. In both cases, the energy dissipated is normalised with respect to the total
energy consumption of the same truck for the driving scenario of Subsection 5.2.1.

Inspection of Figures 5.6 and 5.7 reveal that the energy dissipated by the rolling resistance and
the gravitational force remains the same between the two driving scenarios. This is expected, as
the energy dissipated by the gravitational force depends only on the elevation difference between
the starting and ending points of the trip, while the energy dissipated by the rolling resistance
depends on the total travelled distance and the rolling resistance coefficient. Additionally, even
though the drivetrain losses depend on the speed of the vehicles, these remain almost the same
for both trucks between the two driving scenarios. This phenomenon occurs because the average
speed of the trucks is the same for the two scenarios, and so the parts where the drivetrain losses
are lower due to the lower vehicle speed, are offset by the parts where the drivetrain losses are
larger due to the higher vehicle speed.

As far as the energy dissipated from the aerodynamic drag is concerned, this is the same for
the leading truck between the two driving scenarios. This can be explained by considering that the
aerodynamic drag coefficient is constant since no vehicle drives in front of the platoon, and that
the average speed of the leading truck is the same for the two scenarios. On the other hand, the
following truck shows a slight decrease in the energy associated with the aerodynamic drag. This
is because in this case, the aerodynamic drag coefficient is not constant but varies with respect to
the inter-vehicular distance between the trucks. Thus, the parts for which the separation distance
between the trucks is shorter contribute to a lower aerodynamic drag for the following truck.

Nevertheless, the most important outcome of Figures 5.6 and 5.7 is the reduced braking energy
for both trucks. This is of course the result of the speed optimisation procedure. By utilising the
information on the upcoming road grade, the optimisation procedure takes advantage of the fact
that the gravitational force can act for and against the acceleration of the trucks to regulate their
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Figure 5.7: Percentage of the energy dissipated by each resistive force acting on the following truck.

speed without needing to use the frictional brakes. Correspondingly, the energy dissipated as heat
in the frictional brakes of the vehicles is noticeably reduced when the speed profile optimisation is
used.

Recalling (3.27), the braking energy is one of the major factors contributing to the energy
consumption of the platoon. Hence, by using the speed profile optimisation the energy consumption
is 𝐸1 = 265.55 MJ and 𝐸2 = 242.05 MJ for the leading and following truck respectively. These
numbers constitute a 3.9% of energy savings for the leading truck and 6.8% energy savings for the
following truck. In the case of the leading truck, these energy savings are attributed exclusively
to the less energy dissipated by the frictional brakes, since the energy consumption of the other
forces remain the same between the two driving scenarios. In the case of the following truck, the
reduction of the energy consumption is the result of the reduced braking force as well as of the
lower aerodynamic drag. Therefore, even though the speed profile of the following truck is not
explicitly optimised, the two-truck platoon consumes 10.7% less energy compared to the driving
scenario described in Subsection 5.2.1.

5.2.3 Speed profile optimisation for both trucks
The scenario which is investigated here is one where both trucks in the platoon receive an optimised
speed profile and then proceed to drive accordingly over the defined road section. Hence, in this
driving scenario the following truck mainly operates on CC, only switching to CACC when the
inter-vehicular distance drops below the value determined by (4.22). Since the inter-vehicular
distance needs to remain bounded, the speed optimisation of the leading truck is executed first.
After this optimised speed profile has been derived, it is used in the speed optimisation of the
following truck to calculate and constrain the inter-vehicular distance at every discretised space
point.

Figure 5.8 displays the simulation results for the case where both trucks operate on CC and
follow their respective optimised speed profiles. Αs in the corresponding pictures in Subsections
5.2.1 and 5.2.2, the graphs here follow the same order with the road profile displayed on the
top, the vehicle velocities and the power applied to the wheels displayed in the middle, and the
inter-vehicular distance shown on the bottom. In accordance to Table 4.1, the minimum and
maximum speed of the two trucks is 70 and 90 km/h respectively, while the minimum and maximum
inter-vehicular distance is 20 and 40 metres. Additionally, the gross mass (tractor and trailer) of
each truck is 30 tons and their initial inter-vehicular distance is 25 metres.
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Figure 5.8: Simulation results for the case where both trucks operate on CC and follow their
respective optimised speed profiles. Shown full-sized in Figure C.3.

The analysis of Figure 5.8 starts by first noticing that in general, the speed profiles of both
trucks follow the rules of energy-efficient driving mentioned in Section 3.4 regarding the deceleration
and acceleration of the vehicles. Interesting is the fact that at the very beginning of the road
segment, the following truck accelerates slightly. Since the road profile is relatively flat when
this acceleration takes place, the following truck takes advantage of this opportunity to close
the distance between the platoon members from 25 to 20 metres and benefit from the reduced
aerodynamic drag that comes with a shorter separation distance.

When comparing the speed profiles of Figure 5.8 with the speed profiles of Figure 5.5, almost
no differences can be noticed, other than this acceleration of the following truck at the beginning.
Since Figure 5.5 shows the simulation results when only the leading truck receives an optimised
speed profile, the almost identical results with Figure 5.8 suggest that in Subsection 5.2.2 the
platoon operation is sufficiently optimised, at least as far as the speed profiles of the two trucks are
concerned.

Nevertheless, a more careful comparison between Figure 5.5 and Figure 5.8, reveals the benefit
of optimising not only the operation of the leading truck, but that of the following truck as well.
More specifically, in Figure 5.5, several downward spikes can be observed in the third graph which
depicts the power applied to the wheels. These spikes represent hard braking that the following
truck must do in order to not collide with the leading truck. Indeed, these spikes occur in cases
where the leading truck decelerates and because the following truck does not anticipate these drops
in its speed, it has to brake abruptly as to avoid a collision.

However, in Figure 5.8, these spikes do not exist. This is because in this case the speed of the
following truck is explicitly optimised, taking into consideration not only the road topography, but
the speed of the leading truck as well. Therefore, the following truck anticipates the drops in the
speed of the leading truck and can adjust its speed appropriately and timely. By doing so, the
operation of the platoon as a whole improves and becomes smoother.

The next thing to consider when analysing the results of Figure 5.8 is the inter-vehicular
distance between the platoon members. In the driving scenarios investigated in Subsections 5.2.1
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Figure 5.9: The three control actions as these are calculated by the longitudinal controller of the
following truck.

and 5.2.2, the inter-vehicular distance of the trucks is dictated by (4.22). However, in the scenario
examined here, both trucks operate on CC and thus their separation distance is the result of the
integration of their speeds and the difference in that against their initial inter-vehicular distance
as shown in (4.6), where ̇𝑠1 = 𝑣1 and ̇𝑠2 = 𝑣2. In general, when the trucks reach the top of the
hills and start to decelerate, then their inter-vehicular distance also gets larger. This allows the
following truck to coast for longer, since its acceleration is higher in the downhill segments due
to its lower aerodynamic drag. On the other hand, when coasting downhill, the inter-vehicular
distance again becomes smaller and remains there for the segments of the trip that are fairly flat.

In the driving scenario investigated here, the trucks operate on CACC only when their separation
distance becomes shorter than the minimum threshold dictated by (4.22). Figure 5.9 shows the three
control actions that are described in Subsection 5.1.3 as these are calculated by the longitudinal
controller of the following truck. These are the output of the cruise controller, the output of the
cooperative adaptive cruise controller, and the output of the total longitudinal controller which is
the minimum of the two controller outputs. As Figure 5.9 indicates, the following truck operates
almost exclusively on CC, except for a brief period after the 25th kilometre.

Using these simulation results, the energy consumption of the leading and following truck is
calculated to be 𝐸1 = 265.55 MJ and 𝐸2 = 241.62 MJ. For the leading truck, the consumed energy
is the same as the one calculated in Subsection 5.2.2. This is to be expected since, as far as the
leading truck is concerned, nothing changes between this and the previous driving scenario. For
the following truck, the energy consumption is 0.2% less compared to the case in which only the
leading truck is optimised. The small difference between this and the previous driving scenario is
justified by the fact that the speed of the following truck between these two scenarios is essentially
the same. The slightly smaller energy consumption that comes with explicitly optimising the
operation of the following truck is attributed to the better anticipation of the speed of the leading
truck, as mentioned in the previous paragraph.

It is also interesting to observe that when only the speed of the leading truck is optimised,
the average inter-vehicular distance between the trucks is approximately 18 metres, as shown in
Figure 5.5. On the other hand, when both trucks are optimised, then their average inter-vehicular
distance is approximately 21.5 metres, illustrated by the fourth graph of Figure 5.8. However,
despite the shorter inter-vehicular distance in Subsection 5.2.2, the following truck consumes more
energy when its speed profile is not explicitly optimised, compared to when it is. This result is in

54



CHAPTER 5. EVALUATION OF THE OPTIMISATION RESULTS THROUGH
SIMULATIONS

0 5 10 15 20 25 30 35 40 45 50
70

80

90

0 5 10 15 20 25 30 35 40 45 50
70

80

90

0 5 10 15 20 25 30 35 40 45 50

20

30

40

Figure 5.10: Comparison of the optimisation and simulation results. Shown full-sized in Figure
C.4.

fact in line with other findings in the literature [27], indicating that having an optimised speed
profile is more energy-efficient than simply moving at the shortest separation distance possible.

According to Table 4.1, the lower and upper bound on the separation distance between the
platoon members is 20 and 40 metres respectively. However, as Figure 5.8 shows, the simulated
inter-vehicular distance drops below the threshold of 20 metres, reaching a minimum point of 18.7
metres. This phenomenon is explained by recalling from 5.1.2 that during the optimisation, it is
assumed that the trucks can perfectly follow their respective speed profiles and that the driveline
dynamics are omitted for simplification. This, however, is not the case in the simulation, meaning
that the simulated speed profiles differ slightly from the optimal speed profiles. More specifically,
the RMS error between the optimal and simulated speeds of the two trucks are 𝑒1 = 𝑒2 = 0.1
m/s, where 𝑒1 and 𝑒2 denote the RMS speed error for the leading and following truck respectively.
While these speed tracking errors are insignificant compared to the velocities of the trucks, they
accumulate over time, and thus it is expected that the inter-vehicle distance that the trucks have
during the simulation differs from the optimal inter-vehicular distance.

Figure 5.10 presents a comparison between the optimisation and simulation results. The first
and second graph show the optimised setpoints and the simulated speed of the leading and following
truck respectively, while the third graph illustrates the inter-vehicular distance as it is calculated
during the optimisation and the simulation respectively. From this figure it is derived that the
optimisation procedure indeed respects the constraints posed in the inter-vehicular distance. For the
reasons previously mentioned, the RMS error between the optimised and simulated inter-vehicular
distance is 𝑒𝑑1,2

= 1.2 metres.
Despite these small differences in the speed and inter-vehicular distance of the trucks, their

simulated energy consumption does not differ much from the one calculated during the optimisation.
More specifically, the optimisation procedure calculates that the energy consumption of the
leading truck is 𝐸1,𝑜𝑝𝑡 = 264.70 MJ, while the simulated energy consumption of the same truck is
𝐸1,𝑠𝑖𝑚 = 265.55 MJ. Similarly, for the following truck, the energy consumption calculated during
the optimisation is 𝐸2,𝑜𝑝𝑡 = 240.31 MJ while the simulated energy consumption is 𝐸2,𝑠𝑖𝑚 = 241.62
MJ. Defining the energy percentage difference between the optimised and simulated values as

𝐸𝑖% =
𝐸𝑖,𝑜𝑝𝑡 − 𝐸𝑖,𝑠𝑖𝑚

𝐸𝑖,𝑜𝑝𝑡
100%, 𝑖 = 1, 2 (5.10)
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it is calculated that 𝐸1% = −0.32% and 𝐸2% = −0.54%. Effectively, this means that the simulated
energy consumption of the two trucks is well within 1% of their optimised energy consumption.
This degree of fidelity between the truck model used in the optimisation (4.3) and the truck model
used in the simulation (5.1), is in line with experimental results found in the literature [28].

From the above it is concluded that the optimisation procedure denotes the best-case scenario
for the operation of the platoon and that small deviations are to be expected when the energy
consumption of the platoon is evaluated through simulations or experiments. Nonetheless, the
driving scenario in which both trucks are optimised results in the platoon consuming 10.9% less
energy than when the trucks are travelling with no optimisation (Subsection 5.2.1), and 0.2% less
energy than when only the leading truck is optimised (Subsection 5.2.2).

5.2.4 Speed profile optimisation for different truck masses
In Subsection 4.3.4 it is shown how changing various parameters, namely the maximum power
capabilities and the minimum admissible speed of the trucks. In the driving scenarios introduced so
far, the total cargo weight is assumed to be equally divided between the platoon members, and as
such, both trucks have the same mass of 30 tons. Now, a more operational decision is investigated
which has to do with the weight distribution of the cargo among the two trucks. More specifically,
the following paragraphs inspect how the behaviour and the energy consumption of the platoon
vary when the trucks have different masses.

Heavier leading truck

The first scenario considered is the case of a heavier leading truck. To enable a comparison with
the driving scenario of Subsection 5.8 in which both trucks have equal masses, the total mass of
the platoon remains fixed at 60 tons. Except for the masses of the two trucks, all other parameters
are the same as in Table 4.1. Figure 5.11 depicts the simulation results when the leading truck has
a gross mass of 35 tons and the following truck has a gross mass of 25 tons.
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Figure 5.11: Simulation results when the leading truck has a gross mass of 35 tons and the following
truck has a gross mass of 25 tons. Shown full-sized in Figure C.5.
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Inspection of this figure reveals that the average speed of the trucks is now lower than 80 km/h.
This is a natural result that stems from the fact that the leading truck is now heavier compared
to the previous driving scenarios. Hence, moving at the same speed as before would result in
the trucks consuming more energy. On the other hand, slightly dropping the speed allows to
save energy without significantly prolonging the trip. This balance between trip time and energy
consumption can be influenced by changing the value of the parameter 𝛽 in (4.14).

Nevertheless, the most important distinction between both trucks having the same mass and
the leading truck being heavier can be seen on the bottom graph of Figure 5.11 which shows
the inter-vehicular distance between the platoon members. Contrary to the fluctuations that the
inter-vehicular distance has in the case that both trucks have the same mass, in the case of a
heavier leader, the following truck is constantly moving almost as close as possible to the leading
truck. This behaviour is attributed to the following truck being 10 tons lighter than the leading
truck and hence, when going downhill, the effect of the gravitational force is not as significant as
before resulting in a lower acceleration of the truck. As a result, it is not necessary to enlarge the
separation distance between the platoon members before entering the steep downhill segments.

Using the simulation results of Figure 5.11, the energy consumption of the leading and following
trucks is calculated to be 𝐸1 = 294.22 MJ and 𝐸2 = 208.29 MJ respectively. These values constitute
a 10.8% increase in the energy consumption of the leading truck and a 13.8% reduction in the
energy consumption of the following truck, compared to the case that both trucks have the same
mass. This means that as a whole, the platoon uses 3% less energy when the platoon leader is
heavier compared to when the gross weight is divided equally among the platoon members.

Heavier following truck

In this scenario the roles are reversed, with the following truck now weighting 35 tons, and the
leading truck weighting 25 tons. Figure 5.12 shows the simulation results when the leading truck
has a gross mass of 25 tons and the following truck has a gross mass of 35 tons.
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Figure 5.12: Simulation results when the leading truck has a gross mass of 25 tons and the following
truck has a gross mass of 35 tons. Shown full-sized in Figure C.6.
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Inspection of Figure 5.12 shows that the platoon now is moving at a slightly higher average
speed than 80 km/h. This happens because the platoon leader, that also dictates the average speed
of the platoon, is now lighter compared to all the previous driving scenarios. Therefore, it can save
on trip time, without significantly increasing its energy consumption.

As expected, the most significant differences between this scenario and the scenario of a heavier
leading vehicle are observed in the variations of the inter-vehicular distance. More specifically, in
this scenario, before going downhill, the separation distance between the trucks becomes larger
than in all the previous cases, even reaching up to 40 metres which is the maximum admissible
threshold. This phenomenon is attributed to the increased mass of the following vehicle since at
the downhill segments, the following truck develops a higher acceleration than the leading truck
due to its weight being larger. Therefore, to be able to extend the coasting duration as much as
possible and to avoid braking sooner, the distance between the trucks must be enlarged when
arriving at the top of the hill. Similarly to the other driving scenarios, when the road is relatively
flat then the two trucks are driving as closely as possible, so that the following vehicle can benefit
from the reduced aerodynamic drag.

Using the simulation results presented in Figure 5.12, the leading truck consumes 𝐸1 = 236.60
MJ of energy, while the following truck consumes 𝐸2 = 275.47 MJ of energy. Compared to the
case of both trucks having the same mass, these values indicate a 10.9% of energy savings for
the leading truck and 14% increased energy consumption for the following truck. Hence, in this
scenario, the platoon as a whole, consumes 3.1% more energy relatively to the scenario of equal
masses.

The results of the scenarios in which the platoon members have different mass configurations are
consolidated and displayed in Table 5.1. This table clearly states that properly selecting the weight
distribution amongst the trucks can lead to further reductions in the overall energy consumption
of the platoon. All in all, the simulation results indicate that when the following truck is lighter
than the leading truck, then the platoon saves 6.1% more energy compared to when the leading
truck is lighter. This phenomenon is explained by the fact that the following truck uses both the
speed optimisation and the reduced aerodynamic drag in order to save energy. Combined with
a smaller mass, the energy consumption of the following truck is further reduced. On the other
hand, the leading truck only has the opportunity to regulate its speed in order to reduce its energy
consumption. Thus, making the leading truck lighter does not contribute as much to the reduction
of the total energy consumption.

Leading Following Leading Following Leading Following
mass (tons) 35 25 30 30 25 35
Energy consumption (MJ) 294.22 208.29 265.55 241.62 236.60 275.47
Energy savings for the entire platoon (%) 3 0 -3.1

Table 5.1: Comparison of the platoon energy consumption when the trucks have different mass
configurations.

5.2.5 Slow vehicle driving in front
In all the driving scenarios so far, it is assumed that the operation of the platoon is uninterrupted
by other vehicles on the road. Of course, in a real-world scenario, vehicles external to the platoon
are expected to interfere with it, and this interference can very well affect not only the action
of the platoon members but also their energy consumption. This is because, in the case of an
interference from an external vehicle, the two trucks are not able to follow their optimised speed
profiles. The scenario investigated here explores such a case, in which a slow vehicle is driving in
front of the platoon leader. This phenomenon can for example occur when a vehicle enters the
highway or intends to take a highway exit.

Figure 5.13 shows the simulation results when the platoon encounters a slow moving vehicle.
It is assumed that the speed of this slow moving vehicle is 70 km/h, and thus, to represent this
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Figure 5.13: Simulation results when the platoon encounters a slow moving vehicle for parts of its
trip. Shown full-sized in Figure C.7.

encounter, a drop in the speed of the leading truck is simulated for parts of the trip. For the
purposes of the project it is assumed that the platoon cannot overtake the slow vehicle and thus the
platoon members are forced to follow the lower speed setpoint. At times, the disturbance from the
external vehicle is simulated to be quite short, like the ones at the 13th and 35th kilometre, while
at other times it is considered to be more prolonged, like the ones at the 20th and 40th kilometres.

One of the advantages of using the speed profile optimisation and defining the speed profiles in
the spatial domain, is that after the disturbance has stopped, i.e. the external vehicle is no longer
present in front of the platoon leader, the two trucks can resume to follow their optimised speed
setpoints without any problems. Of course, since the slow moving vehicle prevents the trucks from
following their designated speed profiles, it is natural that their inter-vehicular distance diverges
from its optimal value, even after the disturbance is gone. Nonetheless, at least for the number
and duration of the disturbances shown in Figure 5.13, the separation distance between the trucks
does not deviate that far off from the case of uninterrupted platoon operation showed in Figure
5.8. More specifically, the RMS error between the inter-vehicular distances of Figures 5.13 and 5.8
is 2.6 metres.

In terms of energy consumption, the leading and following trucks consume 𝐸1 = 270.9 MJ and
𝐸2 = 245.61 MJ of energy respectively. Therefore, compared to the scenario of Subsection 5.2.3 in
which both trucks are optimised and can follow their speed profiles uninterrupted, in the scenario
investigated here the leading truck consumes 2% more energy while the following truck consumes
1.65% more energy. These increases in the consumed energy are attributed to the fact that the
trucks need to brake and then accelerate again after the external vehicle is now longer present.
Basically, before encountering the slower vehicle, the platoon members are at a specific energy level
which consists of their kinetic and potential energies and that allows them to travel at a certain
speed while overcoming the resistive forces acting on them.

When encountering the slow moving vehicle, the platoon members have to brake which effectively
means that they transition to a lower energy level. This transition usually occurs by dissipating
kinetic energy as heat by using the frictional brakes. Then, when the disturbance has disappeared,
the trucks resume following their optimised speed profiles. As indicated by Figure 5.13, this means
that they have to accelerate and their powertrain needs to provide the extra energy in order to get
back on their previous energy level. In other words, the powertrain needs to compensate the energy
lost from the initial deceleration, so that the trucks can continue tracking their speed setpoints.
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Figure 5.14: The three control actions as these are calculated by the longitudinal controller of the
following truck for the scenario in which there is a slow moving vehicle in front of the platoon
leader for certain parts of the trip.

Hence, the energy consumption of the trucks increases.
However, analysing how the energy consumption of each truck is affected by the deceleration and

the subsequent acceleration is not a straightforward procedure. This is because, depending on the
slope of the road, the gravitational force can contribute towards the trucks regaining their previous
speed. In other words, instead of the powertrain providing the energy required to accelerate, this
energy can be provided by the gravity if the acceleration takes place while the trucks are on a
downhill. On the other hand, if the acceleration needs to happen on an uphill, then the gravity
acts as a resistive force and the powertrain has to provide more energy in order to compensate for
it and to speed the trucks back to their intended speed. It might even be the case that the trucks
do not need to accelerate significantly because their optimised speed is not very different from the
actual speed they have when the disturbance from the external vehicle stops.

The preceding analysis reveals that the effect that the disturbance of a slow moving vehicle in
front of the platoon has on the energy consumption of the platoon members, is not only a function
of the disturbance duration and of the speed of the slower vehicle, but also depends on the road
topography and on the speed that the trucks should have if they travel uninterrupted. For example,
in Figure 5.13, it is shown that out of the four disturbances, the three, namely the ones happening
at the 13th, 20th, and 35th kilometre, end on an uphill slope, meaning that in these cases the
gravitational force acts against the acceleration of the trucks thus forcing the powertrain to provide
more energy. This phenomenon justifies the increased energy consumption of the platoon.

Regardless of this increase in the energy consumption of the platoon, the scenario under
investigation also serves to illustrate the need for running a CACC control loop alongside a CC
control loop. Figure 5.9 indicates that when no disturbances are present, then just the use of CC is
enough to guarantee the smooth and optimal operation of the trucks. However, a disturbance-free
environment is practically impossible to exist and thus a fall-back solution is needed when something
unexpected happens. Figure 5.14 shows the three control actions as these are calculated by the
longitudinal controller of the following truck for this scenario. As this figure illustrates, when the
platoon leader brakes due to the slower vehicle, the control mode of the following truck switches
from CC to CACC. This happens because, by braking, the operation of the leading truck deviates
from the optimal scenario and thus the inter-vehicular distance between the platoon members
becomes shorter than the threshold defined by (4.22). By switching to CACC to regulate the
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Figure 5.15: Elevation and slope data for the road segment between the Swedish cities Borås and
Göteborg. The road data is adopted from [28] and is publicly available on the Swedish Transport
Administration website.

inter-vehicular distance allows to avoid a safety critical situation in which the two trucks collide.

5.3 Speed profile optimisation for a different road profile
In all the scenarios introduced so far, the speed profiles of the two platoon members are optimised by
using the information on the road grade that is displayed in Figure 4.5. However, a well-developed
optimisation procedure must be able to minimise the energy consumption of the platoon for
different road profiles. For this purpose, here the optimisation procedure is executed for the road
profile shown in Figure 4.5 but in the reverse order, meaning that the trucks now start their trip
at the end of the road profile and travel towards its beginning. This road profile is shown in Figure
5.15 and it poses a completely different challenge for the optimisation procedure, since now every
uphill has become a downhill and vice versa. For the scenarios that are shown in the following
subsections, only the first 50 kilometres from Figure 5.15 have been used, so that the 10 kilometres
optimisation horizon divides the optimisation problem into 5 smaller ones (see “Optimisation
horizon” of Subsection 4.2.2).

5.3.1 No speed profile optimisation
The first scenario to be investigated is the one in which none of the trucks is optimised. More
specifically, the leading truck operates on CC and tries to follow a constant speed of 80 km/h, while
the following truck operates exclusively on CACC and tracks the spacing policy of (4.22). The rest
of the relevant parameters are shown in Table 4.1. The simulation results which are associated
with this scenario can be seen in Figure 5.16. As before, the top graph shows the elevation of
the corresponding road profile, the middle graphs illustrate the speed profiles of the trucks and
the instantaneous power applied to their wheels respectively, while the bottom graph displays the
inter-vehicular distance.

The first thing that is noticeable in Figure 5.16 is the fact that the leading truck is not able to
keep its speed constant at 80 km/h for the entire trip. This is because, the uphill at the 23th and
28th kilometres is very steep, reaching up to a slope of 5% at these points. Thus, the powertrain
of the vehicle cannot provide enough power to the wheels in order to overcome the gravitational
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Figure 5.16: Simulation results for the scenario in which the leading truck follows a constant speed
setpoint, while the following truck operates on CACC. Shown full-sized in Figure C.8.

force and to keep a constant speed at these points. In fact, since the slope at the 28th kilometre is
even steeper than the one at the 23th, the speed drop is also more significant. Of course, these
fluctuations in the speed also affect the inter-vehicular distance between the trucks. Because of the
speed drops, the spacing policy of (4.22) dictates that the desired separation distance can become
smaller. Hence, at the points where the trucks move slower, they also move closer.

Using the simulation results of Figure 5.16, the energy consumption of the leading and following
trucks is calculated to be 𝐸1 = 218.09 MJ and 𝐸2 = 194.68 MJ, respectively. Compared to the
energy consumption calculated in Subsection 5.2.1, the energy consumption here is clearly lower.
This means that the trucks consume less energy when travelling from Borås to Göteborg than
when travelling the other way around. While this result is counter-intuitive, it can be explained
by noticing that the road shown in Figure 5.15 might have steeper uphills than the one shown
in Figure 4.5, but it also has more prolonged downhills. This means that the gravitational force
contributes towards the movement of the trucks for longer parts of the trip, and thus the total
energy that the powertrain needs to provide is lower.

5.3.2 Speed profile optimisation for both trucks
In this scenario, the road profile is provided into the optimisation procedure, which outputs the
energy-optimal speed profiles that the trucks need to follow. Then, these speed profiles are given
to the simulation framework as speed setpoints that the platoon members need to track. The
simulation results are shown in Figure 5.17.

Inspection of this figure leads to several remarks. First of all, the optimised speed profiles
follow the same general rules as previously mentioned. More specifically, it can be seen that, in
preparation for a descend, the two vehicles lower their speed when reaching the top of a hill, so that
they can accelerate while coasting downhill. Additionally, it can be noticed that before ascending
the two steep uphills found at the 23th and 28th kilometres, the trucks proceed to increase their
speed. When their power capabilities reach their maximum during the climb, their speeds do not
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Figure 5.17: Simulation results for the case where both trucks operate on CC and follow their
respective optimised speed profiles. Shown full-sized in Figure C.9.

drop as low as in Subsection 5.16.
As far as the inter-vehicular distance is concerned, this also exhibits similar trends as in the

previous section. More specifically, when the trucks arrive at the top of a hill and as they start
to slow down, the following truck is the first to begin dropping its speed, with the leading truck
following shortly afterwards. However, this difference in the timing of deceleration leads the
separation distance between the trucks to increase for as long as the trucks decelerate. Then, when
starting to go downhill, the inter-vehicular distance becomes smaller again, since the following
truck accelerates faster than the leading truck.

For the simulation results of Figure 5.17, the energy consumption of the leading and following
trucks is calculated to be 𝐸1 = 206.38 MJ and 𝐸2 = 183.30 MJ respectively. Compared to the
energy consumption mentioned in Subsection 5.3.1, these numbers suggest that by tracking their
optimised speed profiles, the leading and following trucks can save 5.4% and 5.8% of energy
respectively. Hence, by using the optimisation procedure, the platoon as a whole can save 11.2%
of energy compared to the driving scenario described in Subsection 5.3.1. Again, this kind of
optimised behaviour is achieved without the need for the trucks to actively cooperate. This point
is further supported by Figure 5.18 which shows that the output of the longitudinal controller that
controls the motion of the following vehicle, is the same as the output of the cruise controller.
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Figure 5.18: The three control actions as these are calculated by the longitudinal controller of the
following truck.

5.4 Sensitivity to GPS noise
Section 5.3 serves to show that the designed optimisation procedure can lead to considerable
energy savings, at least in a controlled and simulated environment, even when applied to different
road profiles. The operating principle behind the proposed method is that both trucks have their
energy-optimal speed profiles predefined with respect to their position on the road. Then, by using
their on-board GPS devices, the trucks can be aware of their position at every step of their trip,
and therefore are able to regulate their speed accordingly.

However, in all the scenarios so far, it is considered that the GPS devices of the two vehicles
give accurate, noiseless measurements regarding the exact position of both trucks on the road. In
a real-world scenario this is not case, since a typical GPS device is known to be accurate within a
3-metre radius of the actual position when under a clear sky [46]. Consequently, it is interesting
to study how this limited accuracy of a GPS can affect the optimal operation of the trucks. Of
course, the outputs of the optimisation procedure, namely the energy-optimal speed profiles of the
two trucks, remain the same as in the previous sections. What changes is the ability of the trucks
to realise their intended optimal speed setpoints, because of their wrong perception regarding their
current position.

Nevertheless, it is expected that these GPS inaccuracies should not prove detrimental for the
operation of the platoon. This expectation is based on two reasons. Firstly, the energy-optimal
speed profiles are defined at every 5 metres of travelled distance, with the speed remaining constant
between consecutive spatial steps. Hence, the GPS error is actually smaller than the interval over
which the trucks receive their new optimal speed setpoint. As a result, it is likely that even if their
current position is wrongly estimated, their speed setpoint is still correct.

Secondly, the successive speed setpoints of the trucks are very close from each other. This
is evident from Figure 5.9, which shows that the required acceleration to track the reference
speed profiles is in the range [−0.5, 0.5] m/s2. Since the acceleration denotes the rate of change of
the velocity, the narrow range in which this varies indicates that, indeed, the consecutive speed
setpoints of the trucks are very similar. Hence, even if, due to an inaccurate GPS reading, the
vehicles estimate their current position falsely, the difference should be quite small.

To simulate the GPS inaccuracy, random numbers from a Gaussian distribution with mean
value 𝜇 = 0 metres and standard deviation of 𝜎 = 1.5 metres are added to the actual position of
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Figure 5.19: Graphs displaying the errors defined by Equation (5.12).

the trucks. Selecting these parameters for the Gaussian distribution means that 95% of the added
noise is within a 3-metre radius from the mean value. To make the comparison easier between this
scenario and the one where no GPS inaccuracies exist, three different errors are defined. These are
the speed error for the leading and following trucks, as well as the error in their inter-vehicular
distance. These errors are defined as

𝑒𝑣1
= 𝑣1 − 𝑣𝑛𝑜𝑖𝑠𝑒

1

𝑒𝑣2
= 𝑣2 − 𝑣𝑛𝑜𝑖𝑠𝑒

2

𝑒𝑑 = 𝑑1,2 − 𝑑𝑛𝑜𝑖𝑠𝑒
1,2

(5.11)

where 𝑣1, 𝑣2, and 𝑑1,2 denote the speed of the leading truck, the speed of the following truck, and
their inter-vehicular distance respectively when no noise is present, and 𝑣𝑛𝑜𝑖𝑠𝑒

1 , 𝑣𝑛𝑜𝑖𝑠𝑒
2 , and 𝑑𝑛𝑜𝑖𝑠𝑒

1,2
denote the same quantities but with the added noise. Additionally, the way that 𝑒𝑣1

, 𝑒𝑣2
, and 𝑒𝑑

vary with respect to the travelled distance of the trucks is displayed in Figure 5.19. This figure
indeed verifies the previous assumption that even when the GPS readings do not have perfect
accuracy regarding the position of the trucks, the speed errors are quite small. On the other hand,
the inter-vehicular distance error is larger, reaching up to -2 metres. This is expected since the
inter-vehicular distance error is given by

𝑒𝑑 = 𝑑1,2 − 𝑑𝑛𝑜𝑖𝑠𝑒
1,2

= ∫
𝑡𝑓

0
(𝑣1 − 𝑣2)𝑑𝑡 − 𝑙2 − ∫

𝑡𝑓

0
(𝑣𝑛𝑜𝑖𝑠𝑒

1 − 𝑣𝑛𝑜𝑖𝑠𝑒
2 )𝑑𝑡 + 𝑙2

= ∫
𝑡𝑓

0
(𝑣1 − 𝑣𝑛𝑜𝑖𝑠𝑒

1 )𝑑𝑡 − ∫
𝑡𝑓

0
(𝑣2 − 𝑣𝑛𝑜𝑖𝑠𝑒

2 )𝑑𝑡

= ∫
𝑡𝑓

0
𝑒𝑣1

𝑑𝑡 − ∫
𝑡𝑓

0
𝑒𝑣2

𝑑𝑡

(5.12)

where 𝑙2 denotes the length of the following truck. As (5.12) reveals, the errors in the velocities
of the two trucks accumulate in their inter-vehicular distance, which explains the larger error in
Figure 5.19.

In this scenario it is calculated that the energy consumption of the leading and following trucks
is 𝐸1 = 265.64 MJ and 𝐸2 = 242.59 MJ, respectively. These values indicate a small increase in the
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energy consumption of both trucks compared to the case of Subsection 5.8 in which both trucks
are optimised and the GPS is perfectly accurate. These slight increases in the energy consumption
amount to 0.03% and to 0.4% for the leading and following trucks respectively. For the leading
truck the increase is insignificant because the GPS accuracy affects only its speed profile. In the
case of the following truck, however, the GPS error affects not only its speed but also the separation
distance it keeps from the preceding vehicle. As Figure 5.12 depicts, the inter-vehicular distance is
almost always larger in the noisy case compared to the noiseless one, which results in the increased
energy consumption of the following truck.

5.5 Summary
This chapter has focused on the evaluation of the optimisation results for a two-truck platoon.
Towards this goal, a simulation environment has been provided by TNO which simulates the
operation of the platoon by using vehicle models identified from real trucks and longitudinal
controllers that have been experimentally validated. To evaluate the energy consumption of the
platoon under a plethora of driving scenarios, various study cases have been investigated and
analysed.

The first of these cases involves the driving of the platoon over a hilly road, when the leading
vehicles tracks a constant speed setpoint, while the following vehicle tracks a fixed time gap spacing
policy from its preceding vehicle. This scenario serves as the comparison baseline for the scenarios
that follow. The next two scenarios use the speed optimisation procedure to optimise the operation
of the platoon over the same hilly road. The first of these scenarios involves the speed optimisation
of the leading truck only, while in the next scenario, both of the trucks are explicitly optimised
and are simulated to follow their respective energy-optimal speed profiles. The analysis of these
three scenarios reveals that optimising the speed profiles of the platoon can lead to energy savings
of 10.7% when only the leading truck is optimised and 10.9% for when both trucks are optimised,
compared to the case for which no optimisation takes place.

Having established that the optimisation procedure can indeed result in increased energy savings
for the platoon when the masses of the trucks are equal, the next two scenarios investigate the
case where the total weight of the platoon is not equally distributed amongst its members. More
specifically, in these two scenarios both of the trucks are optimised with respect to the speed profile
they follow over the hilly road, but their masses differ. In the first scenario the leading truck is
10 tons heavier than the following truck, while in the second scenario the weights are reversed
with the following truck being the heavier of the two. The analysis of these scenarios shows that
combining the speed optimisation with a heavier platoon leader can further increase the energy
savings of the platoon by 3 percentage points, while a heavier follower decreases the energy savings
by 3.1%, compared to the case of both trucks having the same mass.

Additionally, it is simulated that the platoon encounters a slow driving vehicle which prevents the
trucks from following their own speed profiles. It is calculated that this specific disturbance from the
external traffic results in an energy consumption increase of 3.65% compared to the uninterrupted
platoon operation. However, this energy increase strongly depends on the position where the slow
vehicle cuts in. Depending on the slope of the road at the time that the disturbance takes place,
the gravitational force can either prove detrimental or beneficial for the energy consumption of the
platoon. Nevertheless, how disturbances from external traffic impact the energy consumption of
the platoon heavily depends on the type and duration of the interruption, as well as its frequency,
so further investigations are needed (see Chapter 6).

Finally, the optimisation procedure is assessed through two different tests. The first test
involves the optimisation for a different road profile than the one used in the previous scenarios.
Through this test, it is shown that the designed optimisation method can consistently result in
increased energy savings for the platoon, even when applied to an alternative road profile. For
the specific road profile used, these energy savings are calculated to be 11.2%, when compared to
the non-optimised case. The second test revolves around the GPS accuracy of each of the trucks.
More specifically, it is considered that the trucks do not have perfect knowledge about their current
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position, but can only estimate it within a 3-metre radius accuracy. The simulation results indicate
that GPS inaccuracies lead to only minor deviations from the optimal platoon operation. The
summarised results are displayed in Tables 5.2, 5.3, 5.4, and 5.5.

No speed optimisation Leading truck optimised Both trucks optimised
𝐸1 𝐸2 𝐸1 𝐸2 𝐸1 𝐸2

Energy consumption (MJ) 276.31 259.71 265.55 242.05 265.55 241.62
Energy savings for the entire platoon (%) – 10.7 10.9

Table 5.2: Summarised results for the driving scenarios of 5.2.1, 5.2.2, and 5.2.3. The energy
savings are normalised with respect to the driving scenario that neither of the trucks is optimised.

No speed optimisation Slow vehicle in front GPS noise
𝐸1 𝐸2 𝐸1 𝐸2 𝐸1 𝐸2

Energy consumption (MJ) 276.31 259.71 270.9 245.61 265.64 242.59
Energy savings for the entire platoon (%) – 7.4 10.5

Table 5.3: Summarised results for the driving scenarios of 5.2.1, 5.2.5, and 5.4. The energy savings
are normalised with respect to the driving scenario that neither of the trucks is optimised.

No speed optimisation Both trucks optimised
𝐸1 𝐸2 𝐸1 𝐸2

Energy consumption (MJ) 218.09 194.68 206.38 183.3
Energy savings for the entire platoon (%) – 11.2

Table 5.4: Summarised results for the driving scenarios 5.3.1 and 5.3.2. The energy savings are
normalised with respect to the driving scenario that neither of the trucks is optimised.

Leading Following Leading Following Leading Following
mass (tons) 35 25 30 30 25 35
Energy consumption (MJ) 294.22 208.29 265.55 241.62 236.60 275.47
Energy savings for the entire platoon (%) 3 – -3.1

Table 5.5: Comparison of the platoon energy consumption when the trucks have different mass
configurations. The energy savings are normalised with respect to the driving scenario that both
trucks have the same mass.
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Chapter 6

Conclusions and recommendations

6.1 Conclusions
This project proposes a solution for the optimisation of truck platoons towards energy efficiency
when travelling over roads of varying topography. In the past, several works have focused on
optimising the platoons towards fuel efficiency. While fuel and energy consumption are related
themes, fuel consumption is closely connected to the engine type and efficiency. On the other hand,
the energy consumption of a vehicle is determined only by its velocity and the road load forces,
namely the rolling resistance, the gravitational force, and the aerodynamic drag. In other words, the
energy consumption of a vehicle is decoupled from the particular type of powertrain used, except for
limitations on the maximum power capabilities of the vehicle engine. As a consequence, optimising
towards energy efficiency allows the design to become independent of vehicle configurations, and
be applicable to homogeneous as well as heterogeneous platoons.

Experiments on truck platooning have shown that when a string of HD vehicles travels at short
inter-vehicular distances, the following vehicles can reduce the aerodynamic drag resistance they
experience, by drafting off their preceding vehicle. Additionally, when travelling over a road of
varying topography, then proper speed management like accelerating and decelerating at the right
moments is crucial for the energy consumption of vehicles. Thus, small inter-vehicular distances
can be combined with timely variations in the speed of the platoon members to lead to increased
energy savings.

To achieve this kind of optimisation, a two-step procedure is proposed in this thesis project. In
the first step, an optimisation routine is used to derive energy-optimal speed profiles for the platoon
members to follow. Towards this goal, the energy consumption of each platoon member is modelled
as a nonlinear optimisation problem, which is then solved using nonlinear programming. To arrive
at this nonlinear optimisation problem, high-level nonlinear truck models are used that describe not
only the dependence of the vehicle dynamics on the road grade, but also the reduced aerodynamic
drag that the following vehicles experience with respect to their separation distance from the
preceding vehicle. The inter-vehicular distance of the platoon members is also not explicitly
optimised. Instead, it is expressed as a function of their speed and is bounded to avoid that the
vehicles get very close or very far from each other. This removes the problem of optimising and
controlling the inter-vehicular distance within a platoon.

In the second step, the derived energy-optimal speed profiles for each of the platoon members are
transferred to the trucks, which then simply have to drive accordingly. Since in typical long freight
operations, the route of the platoon is known beforehand, there is no need for the optimisation to be
executed on-line. Instead, information on the road grade can be used to carry out the optimisation
routine off-line in a data centre. For the purposes of the thesis, the number of platoon members is
limited to two, but in principle the proposed strategy can be extended to any platoon of arbitrary
length.

To control the movement of the trucks, a longitudinal controller consisting of two control modes

69



CHAPTER 6. CONCLUSIONS AND RECOMMENDATIONS

is proposed. These modes are a cruise controller which controls the speed of the vehicle, and a
cooperative adaptive cruise controller which uses a fixed time gap spacing policy and controls the
distance to the preceding vehicle. The output of each of these controllers is the vehicle acceleration
needed that drives their respective errors to zero. Out of these two control outputs, the one
which requires the minimum vehicle acceleration is selected. This means that under nominal
circumstances, the trucks operate on cruise control and regulate their velocity in accordance with
their optimal speed profiles. However, if the inter-vehicular distance drops below the threshold
defined by the spacing policy, then the acceleration required by the cooperative adaptive cruise
controller is lower than the one required by the cruise controller since the following truck needs to
brake. Hence, in such a situation, the control mode switches and the following truck operates on
cooperative adaptive cruise control. In this way, if the trucks deviate from their intended speed
operating point, for example if the leading truck moves slower than dictated by its speed profile, a
collision can be avoided.

The evaluation of the proposed two-step strategy is carried out through simulations. Several
driving scenarios are used to investigate the extent to which the speed optimisation of the platoon
members can reduce the overall energy consumption of the platoon. From these simulations it is
concluded that when both trucks follow their respective energy-optimal speed profiles, depending
on the road profile, the platoon can have energy savings up to about 11%, compared to the case
of the leading truck keeping a constant speed of 80 km/h and the following truck keeping a fixed
time gap spacing policy. Moreover, for the mass configurations tested in this project, the energy
efficiency of the platoon can be further increased by 3% if the leading truck is heavier than the
following truck.

Simulations also show that the proposed controller can handle disturbances safely. More
specifically, it is simulated that at several parts of its trip, the platoon encounters a slower moving
vehicle. As a result, the platoon leader has to brake and, at these times, the following truck
successfully switches to CACC in order to regulate the inter-vehicular distance accordingly. However,
the fact that the trucks need to deviate from their optimised speed profiles leads to the increase of
the platoon total energy consumption by 3.65% compared to the uninterrupted optimal operation
of the platoon. Finally, it is shown that the proposed strategy is not sensitive to GPS inaccuracies,
since the inclusion of noise in the estimation of the platoon’s longitudinal position leads to the
overall energy consumption increasing by only 0.43% compared to the case of noiseless and optimal
platoon operation.

6.2 Recommendations
The findings presented in this report indicate that the proposed strategy has high potential to
increase the energy efficiency of two-truck platoons over roads of varying topography. Nevertheless,
several steps need to be taken towards the further evaluation and consequent validation of the
method. First of all, the speed profile optimisation method needs to be extensively tested in
real-life experiments using real trucks. While the simulations presented in this project suggest
energy savings up to 11% when the trucks drive according to their energy-optimal speed profiles,
the actual energy savings of real trucks are expected to differ from these numbers. This is because,
even though the truck models used in the simulation have been identified from real trucks, no
amount of simulations can perfectly capture the complexity of a real world experiment.

Additionally, in this project, the external traffic has been accounted for only to the extent that
an external vehicle is driving slowly in front of the platoon leader, thus preventing the platoon
members from realising their optimal speed profiles. Of course, external traffic can affect the
platoon operation in numerous and unpredictable ways that are impossible to capture only through
simulations. Because the optimal speed profiles for the trucks are defined a priori, when the optimal
platoon operation is disrupted for brief periods of time, the trucks can then resume following their
speed profiles after the disturbance is gone. However, more complicated disruptions are certainly
possible in a real world setting. For example, a third-party vehicle might cut-in between the
platoon members for extended periods of time. In this case, not only the behaviour of the following
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truck deviates from its optimal setpoint, but also the cohesion of the platoon could be jeopardised.
Therefore, it should be investigated whether it is more energy-efficient to reform the platoon by
closing the gap between the platoon members, or just dissolve the platoon formation and let each
of the trucks follow their own speed profile.

Finally, the proposed strategy for energy-efficient truck platooning can be, in theory, extended
to a platoon of arbitrary length. From a safety perspective, the simulations indicate that the
proposed control strategy is able to handle disturbances from external traffic, such as a slow moving
vehicle in front of the platoon, for the case of two platoon members. However, proper validation
requires testing under various real-world conditions, for example when the vehicles have different
braking capabilities, or when hard braking results from an unforeseen event. All in all, extensive
experimental work is needed so that the energy efficiency and the safety of the platoon can be
validated.
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Appendix A

Fundamentals of sequential
quadratic programming

In Chapter 4, and more specifically in Subsection 4.1.3, the Sequential Quadratic Programming
method for nonlinear constrained optimisation is briefly discussed. The purpose of this Appendix
is to provide a more detailed insight on how SQP algorithms work. To explain SQP, consider the
general problem

min
𝑥

𝐽 = 𝑓(𝑥)
s.t. 𝑔𝑖(𝑥) ≤ 0, 𝑖 = 1, 2, … , 𝑚

ℎ𝑗(𝑥) = 0, 𝑗 = 1, 2, … , 𝑝
(A.1)

in which 𝑓(𝑥), 𝑔(𝑥), and ℎ(𝑥) are nonlinear functions of the vector 𝑥. As it is customary in
optimisation problems, the first step towards solving (A.1) is to form the Lagrangian function.
This function uses Lagrangian multipliers for the inequality and equality constraints to combine all
the information regarding the problem into one function:

𝐿(𝑥, 𝜆, 𝜇) = 𝑓(𝑥) + ∑
𝑗

𝜆𝑗ℎ𝑗(𝑥) + ∑
𝑖

𝜇𝑖𝑔𝑖(𝑥) (A.2)

where 𝜆 and 𝜇 are the Lagrangian multipliers for the equality and inequality constraints, respectively.
The Lagrangian can be optimised by finding the points where its gradient is zero. Since now the
Lagrangian multipliers are also included as variables, the system formed by equating the gradient
of the Lagrangian with zero is denoted as Karush-Kuhn-Tucker (KKT) conditions and is given by:

∇𝐿 =
⎡
⎢⎢
⎣

𝑑𝐿
𝑑𝑥
𝑑𝐿
𝑑𝜆
𝑑𝐿
𝑑𝜇

⎤
⎥⎥
⎦

= ⎡⎢
⎣

∇𝑓 + 𝜆∇ℎ + 𝜇∇𝑔∗

ℎ
𝑔∗

⎤⎥
⎦

= 0 (A.3)

where 𝑔∗ refers to the active set of the inequality constraints, meaning only the inequality constraints
that are near the optimal solution. The first of these conditions states that the gradient of the
equality constraints and the gradient of the active inequality constraints should cancel the gradient
of the objective function at the solution point, while the second condition enforces the feasibility of
the solution, since ℎ(𝑥) is constrained to zero in the original problem. The last condition states
that only inequality constraints that are near the optimal solution should be zero, while inequality
constraints that are far from the optimal solution do not affect the problem. In order to remove
inactive inequality constraints from the Lagrangian function, these are given zero Lagrangian
multipliers.

The first step towards solving the KKT conditions is to assume that all inequality constraints
are inactive. After finding the solution 𝑥, its feasibility is checked and if any constraints are violated,
then these are considered active in the next iteration. Similarly, if any Lagrangian multipliers
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turn out to be negative, their corresponding constraints are assumed to be inactive in the next
iteration. The method described so far is denoted in the literature as the Active Set method, and is
practically a guess and check method for finding points that satisfy the KKT conditions. However,
its biggest disadvantage is many of the derivatives in the KKT conditions can be quite difficult to
solve due to their nonlinearity. SQP tackles this problem by incorporating Newton’s method.

Essentially, Newton’s method tries to improve a guess in proportion to the first derivative of
the function and in inverse proportion to its second derivative. Intuitively, this is understood by
thinking that a steep incline in a function means that the current guess is not near a critical point,
while a small incline signals that the current guess is probably near a critical point. In the first
case, the improvement should be large, while in the second case it should be small. As a result, to
converge to the critical points of a function 𝑧, the steps of the next iteration are given by:

𝑥𝑘+1 = 𝑥𝑘 − ∇𝑧
∇2𝑧

(A.4)

The minus sign means that near a minimum a positive gradient should decrease the guess and that
the divergence is positive. Similarly, near a maximum a positive gradient increases the guess and
the divergence is negative. Additionally, this sign convention also means that the algorithm cannot
escape a single convex region because it changes direction when overshoots. As a result, in case
of non-convex problems, the critical point found heavily depends on the chosen initial point (see
discussion regarding basins of attraction in Subsection 4.1.3).

From (A.2) and (A.3) it can be seen that critical points of the objective function, 𝑓, are also
critical points of the Lagrangian function and vice versa, since at a critical point every constraint
is either zero or inactive. Thus, Newton’s method can be used to find the critical points of the
objective function in an iterative fashion, by substituting the Lagrangian function in the place of
the 𝑧 function in (A.4). Carrying out this substitution results in the iteration becoming:

⎡⎢
⎣

𝑥𝑘+1
𝜆𝑘+1
𝜇𝑘+1

⎤⎥
⎦

= ⎡⎢
⎣

𝑥𝑘
𝜆𝑘
𝜇𝑘

⎤⎥
⎦

− ∇𝐿𝑘
∇2𝐿𝑘

(A.5)

where ∇2𝐿𝑘 is the Hessian of the Lagrangian. Compared to the Active Set method, the use
of Newton’s method allows the SQP to avoid solving the system of (A.3), thus avoiding the
nonlinearities. It is common practice to not find the Hessian exactly, but instead approximate it
using quasi-Newton methods. This allows the Hessian to be approximated in a more computationally
cheap way, compared to finding it directly, thus improving the overall efficiency of the SQP
algorithm. Additionally, by using the BFGS quasi-Newton method, it is possible to solve nonsmooth
optimisation problems [47]. The approximated Hessian is then used to find the improvement
direction, 𝑝 = (∇2𝐿𝑘)−1 ∇𝐿𝑘, for the next iteration of the Newton’s method. However, because it
is likely that the Hessian is not an invertible matrix, the improvement direction is found by solving
the following Quadratic Programming (QP) subproblem:

min
𝑝

∇𝑓𝑇
𝑘 𝑝 + 1

2 𝑝𝑇∇2𝐿𝑘𝑝
s.t. ∇𝑔𝑘𝑝 + 𝑔𝑘 = 0

∇ℎ𝑘𝑝 + ℎ𝑘 = 0
(A.6)

This QP subproblem is much easier to solve than its parent problem, and is what gives SQP its
name. Many variations of the SQP algorithm exist, but its fundamental principle is to model large,
nonlinear problems as a sequence of smaller, easier to solve quadratic problems.
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Proof of the conditions for C0 and
C1 continuity of a composite
Bézier curve

In Chapter 4, the concept of Bézier curves is introduced. These are used as an alternative
representation for the road and speed profiles, in order to reduce the search space of the optimisation
algorithm and improve its efficiency. However, a feasible speed profile needs to have 𝐶0 continuity
so that there are no speed jumps, and 𝐶1 continuity so that the acceleration of the vehicle is
also smooth. Using the modelling procedure described in Subsection 4.2.2, the speed profiles are
represented by sequential Bézier curves, joined end to end. The formula of the 𝑖th Bézier curve is
given by:

x𝑖(𝑢) = P0,𝑖(1 − 𝑢)3 + 3P1,𝑖𝑢(1 − 𝑢)2 + 3P2,𝑖𝑢2(1 − 𝑢) + P3,𝑖𝑢3 (B.1)

where the vectors P𝑗,𝑖 are two-dimensional control points and 𝑢 is a parameter ranging from 0 to 1.
Points P0,𝑖 and P3,𝑖 are always located on the endpoints of the curve. The other two points P1,𝑖
and P2,𝑖 usually are not on the curve, but they control the shape of the curve. Consider joining
the curves 𝑖 and 𝑖 + 1. Then, 𝐶0 continuity is directly imposed by having the starting point of the
𝑖 + 1 segment to coincide with the endpoint of the 𝑖 segment, that is:

P3,𝑖 = P0,𝑖+1 (B.2)

Additionally, 𝐶1 is imposed through the following condition:

x′
𝑖(𝑢)|𝑢=1 = x′

𝑖+1(𝑢)∣
𝑢=0

(B.3)

where x′
𝑖(𝑢) denotes the first derivative of (B.1) with respect to the parameter 𝑢. This derivative

is given by:

x′
𝑖(𝑢) = −3P0,𝑖(𝑢 − 1)2+3P1,𝑖(𝑢 − 1)2+3P1,𝑖𝑢 (2𝑢 − 2)−3P2,𝑖𝑢2+3P3,𝑖𝑢2−6P2,𝑖𝑢 (𝑢 − 1) (B.4)

Substituting (B.4) into (B.3) leads to the condition for 𝐶1 continuity:

𝑃𝑖,3 − 𝑃𝑖,2 = 𝑃𝑖+1,1 − 𝑃𝑖+1,0 (B.5)
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Full-sized figures of Chapter 5
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