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Executive summary 
In this master thesis, a stochastic Aggregate Production Planning (APP) model is created for Philips 

which minimizes costs while considering the uncertainty in demand. This model is created for the Sales 

and Operations Planning team for Image Guided Therapy systems. 

APP is a type of medium-term capacity planning, covering a time horizon of 12 months. APP pertains to 

aggregate decisions rather than stock-keeping unit (SKU) level decisions. APP will determine the total 

production level for a given time period. The production level addresses how many employees Philips 

should retain and the number of raw materials ordered for each aggregate product. The aim of APP is to 

minimize the costs.  

Philips is currently translating its demand prediction directly to its APP, while in reality the demand 

forecast is fairly uncertain. This means that Philips assume deterministic demand, while the demand can 

be over- or underestimated, each having financial consequences. When demand is overestimated, there 

are excess raw materials and workers in the factory. And, when demand is underestimated, there will be 

backorders or lost sales. These possible financial consequences make it important for Philips to consider 

the uncertainty in the forecasted demand when determining its aggregate production plan instead of 

assuming deterministic demand. 

The thesis only focuses on fixed IGT systems, since these are the most important and expensive category 

of IGT systems Philips produces. The lead times for the fixed systems are also the longest and these 

systems are entirely made to order. The moment when a sale is recognized is also out of scope, as 

officially a sale is only recognized after the IGT system is installed and the personnel of the customer is 

trained. The thesis also does not consider different throughput times in the factory for different IGT 

systems. Finally, the aggregate decisions made in this thesis are not disaggregated to individual 

products.  

Since no model in literature completely aligns with the context of Philips, a model which closely 

resembles context of Philips is taken as a basic model, and several adaptations are made to this model 

to make sure that the adapted model does align with the context of Philips. The model proposed by 

Leung, Wu, and Lai (2006). Leung et al. (2006) use two-stage stochastic programming, which include first 

and second stage variables. The values of first stage variables do not depend on the realization of the 

uncertainty. So, first stage decisions are the decisions which must be made before the value of the 

stochastic parameter is revealed. In this case, these are the inventory levels of finished goods, workforce 

levels, and factory capacity. These decisions do not depend on the realization of the demand. The 

uncertain data where the stochasticity is present is in the demand. The values of second stage variables 

do depend on the uncertainty in demand. Second stage variables are the inventory levels at the end of a 

period, the number of produced systems, the number of backorders, and the number of lost sales.  

The adaptations made to the model by Leung et al. (2006) to create a model which aligns with the 

context of Philips are: 

1) Creating a convex piecewise linear backorder and lost sales cost function 

2) Making the model made-to-order 

3) Using demand distributions to create demand scenarios 

4) The removal of factory capacity constraints. 
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Adaptation 1) was created because the paper by Leung et al. (2006) only considered lost sales, while at 

Philips backorders happen to a certain extent. When demand is higher than estimated, backorders will 

occur. Due to the delivery delay, penalty costs will occur. However, if demand is significantly higher than 

estimated, it will take such a long time for the demand to be satisfied, that instead of incurring penalty 

costs, Philips chooses to send the order to its customer by plane instead of by ship, saving time at the 

expense of increased transportation costs. At some point, backorders will be so high that lost sales 

occur. The maximum number of backorders at which penalty costs occur is represented by 𝐵∗. After 𝐵∗, 

increased costs of flying occur until 𝐵∗∗. After 𝐵∗∗, lost sales occur.  

Adaptation 2) was created by first introducing a variable for the amount of raw materials ordered at the 

beginning of period t, which is 𝑂𝑖𝑡. In the basic model, the inventory resembled finished goods 

inventory, where in our model, the inventory resembles raw material items.  

In order for the uncertainty of the demand to be considered in the model, adaptation 3) was created. 

We first estimated a demand distribution over the 5 different product families. Before the distributions 

could be estimated, the trending and seasonality was first removed from the data for each product 

family. These product families are: Monoplane Cardio, Biplane Cardio, Monoplane Vascular, Biplane 

Vascular, and Centron. The corresponding distributions are: Normal, Weibull, Normal, Normal, and 

Normal distribution, respectively. These distributions were then used to create integer values with 

corresponding probabilities while adding back in the trending and seasonality, using a novel 

discretization method. Using these discretized demands, scenarios were created, where each scenario is 

a combination of demands for each product family. The probability of a scenario to occur is equal to the 

multiplication of the probabilities for each of the individual product families.  

Lastly, adaptation 4) removed the factory capacity constraints, as for Philips the bottleneck for the 

number of produced systems will always be the workforce levels and number of raw materials available.  

Results 
After having created the stochastic APP model by implementing the aforementioned adaptations in the 

basic model, the model could be solved. The main source of costs for the stochastic model are the labor 

costs (59.6%) and regular production costs (32.5%). Together they consist of 92.1% of the total costs. 

After that, labor overtime cost are 2% of the total costs, and inventory costs consist of 1.83% of the total 

cost. 

In order to test the performance of the stochastic model, a deterministic model is created by creating 

one scenario, where the demands of each product family for each time period are equal to the means. 

This mean value deterministic model acts as an estimation of the model Philips currently uses for APP.  

In order to compare the performance of the stochastic and mean value deterministic model, a 

simulation is run for each model with 3125 different demand scenarios. This simulation showed that the 

stochastic model provides lower costs for 2554 of the 3124 simulations and on average, the stochastic 

model provides 5.44% lower costs than the mean value deterministic model. Also, there is less variance 

in the actual costs for the stochastic model than for the mean value deterministic model. A comparison 

of the costs for both models is given in Figure i. 
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Figure i: Histogram and boxplot of the percentual improvement of the stochastic model 

Recommendations 
Based on the results and observations during this research, several recommendations are made. 

Firstly, overall the quality of the historical data is good, but not a lot of data is available for the input 

parameters. There was especially little data available on when exactly which type of backorder or when 

a lost sale happens, represented by the values of 𝐵∗ and 𝐵∗∗. The different types of backorders are 

penalty costs and increased costs of flying. Therefore, it is recommended to improve the data quality on 

when exactly penalty costs, increased costs of flying, and lost sales occur. This will result in a better 

estimation of 𝐵∗ and 𝐵∗∗, which will improve the quality of the model output.  

Secondly, the labor costs and production costs by far have the largest impact on the total costs. When 

aiming at cost reduction, it is therefore most important to reduce those costs. Of the other parameters, 

the inventory costs have the largest impact on the total costs, as doubling these costs increases the total 

costs by 1.45%. This means that of the other parameters, reducing the inventory costs will result in the 

most savings for Philips. 

Most importantly, we recommend Philips to implement the proposed stochastic APP model in the S&OP 

process for the Image Guided Therapy systems. By implementing the model, the uncertainty in demand 

is considered by fitting a demand distribution to the data for each product family, and creating demand 

scenarios using these distributions, the estimated trend, and the estimated seasonality. The case study 

has provided the result that when following the stochastic APP model compared to the deterministic 

APP model, on average the costs will be 5.44% lower. The total workforce levels will be 1.75% higher, 

and this way a buffer for the uncertainty in the demand is created.  

As output, the stochastic APP model proposes workforce levels for each month, and raw materials 

ordered for each month for each product family. Since the amount of raw materials ordered is now 

given per product family, it is important for Philips to disaggregate these into amounts of raw materials 

to order for each individual product. 
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1. Introduction 
This thesis project is performed at the Sales and Operations Planning (S&OP) team for Image Guided 

Therapy (IGT) systems at Philips. The S&OP team is responsible for producing a plan that all divisions 

within the organization, as well as suppliers to the organization, can work towards and use as a 

guideline. A big part of S&OP is aggregate production planning (APP), which addresses how many 

employees a given plant should retain and the quantity and the mix of products to be produced 

(Nahmias & Olsen, 2015). The aim of this study is to create an APP model which minimizes the costs. 

Many different models exist, since both practitioners and academics have shown considerable interest 

in APP (Shi & Haase, 1996). Therefore, a model which somewhat resembles the context of Philips will be 

chosen based on a literature review, and then adapted to completely align with the context of Philips. 

The introduction serves as a basis for this thesis and is structured as follows. First, the project context is 

formulated, in which information is given on Philips, what Image Guided Therapy systems are, and the 

current S&OP and APP process. Then, the problem at Philips which this thesis aims to solve is explained, 

after which the scope of the thesis is provided. This chapter concludes with the problem statement and 

research questions. 

Chapter 2 provides a short literary background, giving information on which model will be used to 

optimize the APP at Philips. In chapter 3, it is explained how the basic model chosen based on the 

literature review is adapted to align with the context of Philips. Chapter 4 contains the adapted model 

for Philips. A case study is performed in chapter 5, containing the estimation of the parameter values, 

the results, and the interpretation of the results. 

1.1. Project context 

1.1.1. Philips historical information 

Philips is a leading health technology company focused on improving people’s health. The company was 

founded in the Netherlands in 1891, and currently the headquarters are still situated in the Netherlands. 

In 1891, Philips started with the production of carbon-filament light bulbs, and they quickly became one 

of the largest producers in Europe. Philips has always invested substantially in research and 

development (R&D), establishing a research laboratory named ‘NatLab’ in 1914, to study physical and 

chemical phenomena and stimulate product innovation. In 1918, Philips introduced a medical x-ray 

tube. This was also the point where Philips began to diversify its product range and protect its 

innovations with patents in areas stretching from X-ray radiation to radio reception.  

Currently, Royal Philips has become a leading health technology company focused on improving 

people's health and enabling better outcomes across the health continuum from healthy living and 

prevention, to diagnosis, treatment and home care. Headquartered in the Netherlands, the company is 

a leader in diagnostic imaging, image guided therapy, patient monitoring and health informatics, as well 

as in consumer health and home care. Philips generated 2019 sales of EUR 19.5 billion and employs 

approximately 80,000 employees with sales and services in more than 100 countries. 
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1.1.2. Healthcare at Philips 

Philips visualizes healthcare as a continuum, putting people at the center. Philips sees significant value in 

integrated healthcare, applying the power of predictive data analytics and artificial intelligence at the 

point of care, while at the same time improving the delivery of care across the health continuum by 

optimizing workflows, enhancing capacity utilization and leveraging primary and secondary prevention 

and population health management programs.  

 

Philips develops connected solutions for its customers that support healthier lifestyles, prevent or treat 

disease, and help people to live well with chronic illnesses, also in the home and community settings. 

Philips is increasingly delivering products and services direct to customers, as opposed to retail models. 

This way, Philips aims at supporting longer-term relationships to maximize the benefit consumers can 

derive from its solutions. The portfolio at Philips is divided in four categories. These are Diagnosis & 

Treatment, Connected Care, Personal Health, and Other, shown in Table 1. Figure 1 shows the 

percentual sales per business category.  
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Table 1: Philips businesses categorized  

 

Figure 1: Percentual sales per business category 

1.1.3. Image Guided Therapy 

This thesis will focus on the Image Guided Therapy systems, which is part of the Diagnosis & Treatment 

category. The goodwill allocated to IGT was 2,673 million euros, having achieved double digit growth 

from 2018 to 2019. Hence, IGT is an important part of the Philips portfolio. 

The IGT systems advance the art of minimally invasive procedures for patients with coronary artery 

disease, peripheral artery disease, or lead extraction indications. The aim of these devices is to save and 

improve lives while reducing the total cost of care through more efficient, appropriate, and personal 

therapies. Minimally invasive procedures mean that the procedures use imaging and special instruments 

to treat conditions of internal organs and tissues without a (large) surgical incision. Instead of needing 

such an incision, the system provides live image guidance through the skin. For example, a minor 

incision can be made in the groin such that the surgeon can reach the aorta via the bloodstream, and 

the IGT system can visualize the aortic valve and aortic arch to perform treatment, without the need for 

an open-heart surgery.  

Each IGT system is made-to-order in the Philips factory in Best (Netherlands), and no two systems are 

the same. Endless configurations are possible, and each system is designed to meet the demand 
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requirements of the customer. The customers who purchase IGT systems are mostly hospitals, and one 

patient is treated every second worldwide by a Philips IGT system.  

1.1.4. Sales and Operations planning 

Companies, including Philips, make both operational, tactical, and strategic decisions. An operational 

decision at Philips is which node of transportation is used to deliver a certain order to the customer. 

Tactical and strategic decisions are the decisions that have a more long-term impact, where strategic 

decisions are long-term decisions which impact company practices for several years. An example of a 

strategic decision is where to place a warehouse, as this will be a big capital investment and a company 

will likely not simply move to a different warehouse the next year, but instead stay there for several 

years. Tactical decisions are medium-term with a usual timespan of six months to one year. These 

decisions are made within the limitations of the overarching strategic supply chain decision. This means 

that tactical decisions are made to accomplish and execute the strategic level decisions (Balaman, 2018). 

An example of a tactical decision is workforce planning. S&OP is also part of tactical decision making. It 

utilizes demand forecasts and turns them into targets for both sales and operations plans. However, a 

firm does not want to just use such forecasts blindly. They may want to produce more than what is 

forecasted if stock-outs are unacceptable or if they are planning a major promotion. They may want to 

produce less than what is forecasted if overstocks are costly or if they see the product winding down in 

its lifecycle (Nahmias & Olsen, 2015).  

 

Decisions made by the S&OP team at a tactical level must involve both the sales and the operations 

staff. One of the key goals in S&OP is to resolve the fundamental tension between sales and operations 

divisions in an organization. On the one hand, sales divisions are typically measured on revenue and 

want 100% availability of products with as many different varieties as possible. On the other hand, 

operations divisions are typically measured on cost and these divisions want to keep both capacity and 

inventory costs low, which means limiting overproduction and product varieties (Nahmias & Olsen, 

2015). In other words: “S&OP is a business process that links the corporate strategic plan to daily 

operations plans and enables companies to balance demand and supply for their products.” (Grimson & 

Pyke, 2007). The key takeaway from this quote is that S&OP is an iterative process, which means that 

companies follow a consistent set of steps on a regular basis. These steps differ among businesses but 

follow the same principles.  

 

In general, the S&OP process is focused on decision making. Based on the agreed upon set of sales 

forecasts that are produced during this S&OP process, the operations division is responsible for 

determining an aggregate plan for capacity usage throughout the planning horizon (Nahmias & Olsen, 

2015). This plan is created to meet demand as closely as possible, given its uncertainty and the 

disturbances caused by changing the levels of production and/or the workforce levels. 
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1.1.5. Aggregate Production Planning 

As shown in the previous section, an important part of S&OP is APP. This is a type of medium-term 

capacity planning, usually covering a time horizon of 3 to 18 months. Aggregate production planning, as 

the name suggests, pertains to aggregate decisions rather than stock-keeping unit (SKU) level decisions. 

So, APP will determine the total production level for a given time period. This production level addresses 

the problem of deciding how many employees a given plant should retain and the quantity and the mix 

of products to be produced (Nahmias & Olsen, 2015). Based on these quantities, the inventory levels are 

determined. So, APP is performed to create an aggregate production plan. This is done regarding the 

limitations of production resources and other constraints. The purpose of APP is to maximize the profits 

or minimize the costs by meeting fluctuating and uncertain demand in the near future, and trade-off 

decisions must be adopted with regards to hiring, firing, overtime, lost sales, subcontracting, inventory 

levels, and available production resources (Jamalnia, Yang, Feili, Xi, & Jamali, 2019).  

1.2. Problem statement 

Philips delivers most systems in the second half of the year since the healthcare industry, including 

hospitals and companies alike, usually get an annual budget at the beginning of the year. They then start 

to figure out and research which systems they need to invest in. This can be done due to different 

reasons. For example, a newly built hospital needs systems, or an existing hospital needs to renew 

certain systems. The hospital then inquires at different parties what they can deliver and how much it 

will cost, after which they decide which specific system they want to procure. This means that there is 

always a trajectory before an offer is placed at Philips.  

Based on orders which have been placed already, orders still being inquired, and historical data, an 

annual demand prediction is being formulated by the S&OP team. Since possible customers can place 

multiple different inquiries at different parties, Philips never knows for sure which deal there are going 

to win, which means that the annual demand prediction is still fairly uncertain.  

Currently, Philips is translating this demand prediction directly to its APP, hence they assume 

deterministic demand, while in practice this is not the case. In reality, the demand can be over- or 

underestimated, each having financial consequences, which are explained below. 

• Overestimating demand:  

When demand is lower than expected, it is overestimated. When this happens, first of all Philips has 

got excess raw materials in inventory which have to be stored, so holding costs occur. Also, an 

excess number of people are hired, so labor costs are paid for unnecessary workers.  

• Underestimating demand: 

When demand is higher than expected, it is underestimated. This means that inventory levels are 

too low and lead times increase. This results in three possible consequences. Firstly, when demand 

is only slightly higher than expected, delivery will be slightly delayed and certain penalty costs have 

to be paid for each day of late delivery. When the demand is even higher, increased transportation 

costs occur, due to having to choose a faster mode of transportation at increased cost, such that 
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Philips is still able to deliver on time. Finally, when demand is much higher than expected, Philips 

will not be able to fulfill the order, and a lost sale will occur. 

These possible financial consequences mean that it is important for Philips to consider the uncertainty in 

forecasted demand when determining its aggregate production plan. The goal of this thesis is to create a 

model which optimizes the aggregate production plan by capturing the forecast uncertainty and 

minimizing costs. 

1.3. Scope 

This chapter considers the scope of the project. The scope is specified such that the research questions 

can be answered within the available amount of time, and the most important aspects for Philips are 

considered such that the provided model will be a good representation of reality.  

• Mobile systems are out of scope. The fixed IGT systems are the most important IGT systems 

Philips produces, as these are far more expensive. Also, the lead times for these systems are a 

lot higher and they are made to order. The mobile systems are fairly different, they do not offer 

configurability, are easier and faster to produce, and most importantly a lot cheaper such that 

small planning improvements for mobile systems do not yield savings as they would for fixed 

systems. Hence, mobile IGT systems are left out of the scope of this research.  

 

• The moment when a sale is recognized is also out of scope. The scope starts when order comes 

in, and ends when it is shipped out of the factory. The point of recognized sales can be quite a 

bit later, since sales is only recognized after the system is installed and the personnel of the 

hospital is trained. The mode of transportation is included in the scope however, as for far-

away markets, the default is shipping, but air freight can be chosen to save time at the expense 

of increased costs. 

 

• Endless customizations are possible based on the precise wishes of the hospitals, and each 

customization has a slightly different throughput time through the factory. One throughput 

time is considered for each category, incorporated in the aggregate production plan by 

aggregating the individual products to aggregate categories.  

 

• Aggregate decisions made in the thesis are not disaggregated to individual products, instead 

the provided aggregate optimization should serve as a basis for Philips to disaggregate the 

aggregate decision to individual product decisions based on historical data and future trends. 

1.4. Research questions 

This section contains the reason this research is being conducted and the research questions that will 

have to be answered. These are created to address the problem stated in section 1.2.  

Cause for this research  

Develop a model to optimize the Aggregate Production Planning for Image Guided Therapy systems at 

Philips Healthcare. 
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Research Questions: 

1. Currently, how is aggregate production planning being performed at Philips? 

The first research question will give insights in the current situation, to exemplify room for 

improvement. Answering this research question will also provide insights in how Philips currently comes 

up with its annual demand prediction, such that this can also be implemented in the model. 

2. How to capture stochasticity of demand in the aggregate production planning model for Philips? 

Answering the second research question will show which demand distribution best fits the historical 

demand data of the IGT systems at Philips, and what the shape parameters are of this distribution. 

Because Philips currently considers demand to be deterministic instead of stochastic, a new model will 

be created which considers stochastic demand. The answer of this research question will serve as input 

for this model. 

3. What is the optimal aggregate production plan to consider when determining the capacity 

levels? 

This research question will provide Philips with an optimal number of systems to consider when 

determining the capacity levels. The aggregate production plan is considered optimal when costs are 

minimized, as it is Philips objective to minimize costs. Answering this research question is also the main 

cause of this research, namely determining what the optimal aggregate production plan is.  

4. What is the sensitivity of the created model with respect to the parameters of the demand 

distribution? 

This research question refers to the model created to answer the previous research question. This 

research question will give insight into the sensitivity of the solution and the method currently used by 

Philips, which is assuming deterministic demand. Answering this research question will also show the 

sensitivity to the parameters used in the prediction process Philips currently uses to formulate its annual 

demand prediction. If small changes will lead to a vastly different aggregate production plan, the current 

optimal solution might not be sustainable over time, and the model might need to be reconsidered. 

Since in real life, data quality is never perfect or complete, assumptions will have to be made when 

formulating a demand distribution, such as classifying when something is an outlier or not. Sensitivity 

analyses will be used to evaluate the impact of these assumptions. The impact the also shows the 

possible importance for Philips to improve the data quality of the data used for the input parameters, 

such that the model can be improved.  
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2. Literature review 
This chapter contains a literature review on APP models which consider uncertainty in demand. Jamalnia 

et al. (2019) have stated that present-day business environments are unstable in nature, and 

deterministic APP models badly fit these unstable and uncertain environments. Therefore, APP models 

should be created such that the uncertainties are included. A modeling approach to capture these 

random uncertainties in mathematical models of APP is stochastic mathematical programming, where 

uncertainties are captured with probability distributions (Tang, Fung, & Yung, 2003). Stochastic models 

exist for single and multiple objective functions, but since Philips wants a model which minimizes the 

costs, their preferred model only has one objective function, hence only the literature which consider 

one objective function is reviewed in this chapter.  

The first model which considered uncertainty of demand in APP was introduced by Holt, Modigliani, and 

Simon (1955). The problem of uncertain demand is solved by calculating what the costs would be for 

each combination of forecast errors and taking a weighted average of these costs, using probability 

weights. This technique is called the linear decision rule (LDR). At the time, no sophisticated software 

was available, so the fastest way to solve the model from Holt et al. (1955) was with a desk calculator, 

taking a few hours. Holt et al. (1955) also required that all products must be aggregated to a common 

product. The model also assumes that parameters such as work force size, production rate, and 

inventory levels are linear. The work force size is used to establish the maximum production rate, where 

the rate is assumed to be proportional to the work force size. The model represents the costs to adjust 

the workforce (hiring or firing) throughout the planning horizon as a quadratic function as opposed to a 

linear or piecewise linear function. Schild (1959) has extended the results of Holt et al. (1955) by 

introducing the possibility of scheduling overtime to minimize costs. Bergstrom and Smith (1970) have 

also provided an extension to the LDR model of Holt et al. (1955) by introducing the possibility to add 

multiple different products in the model, as opposed to one single common product. Günther (1982) 

uses simulation to compare deterministic APP models with LDR models in a multi-stage multi-item 

production system. The results showed that under highly stochastic demand, LDR performs better than 

deterministic APP. But, when deterministic APP performs better, LDR plans are smoother, which is 

important for acceptability of managers. The biggest flaw of the models presented by Holt et al. (1955), 

Schild (1959), and Bergstrom and Smith (1970) is the assumption of quadratic expected costs. In 

practice, quadratic expected costs can cause frequent change in the workforce level, as quadratic cost 

functions tend to underestimate the true costs of small work force size changes (Nam & Logendran, 

1992). 

Lockett and Muhlemann (1978) used stochastic linear programming to provide results for their APP 

model. Different than previously reviewed APP models, this model contains several jobs which must be 

scheduled for production over the coming periods, and the resources required for each job may be very 

different. The available resources are defined as; work center, machining, assembling, and finishing. 

They define a modified form of decision tree for each job. They eventually maximized expected profit 

while not exceeding available resources. The limitation of this paper is that many probabilities were 

used in the analysis, which were expressed and estimated based on the expertise of the decision maker. 

This means that these probabilities could be very unreliable. 
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While not providing a novel stochastic APP model, Kleindorfer and Kunreuther (1978) have contributed 

to existing literature on stochastic APP models by providing insights into the length of the forecast 

horizon. They formulate a one-period APP problem, to help provide insights into how decision makers 

can better determine forecast horizons for APP problems. The limitation of this paper is that Kleindorfer 

and Kunreuther (1978) do not yet cover more general and realistic planning problems in organizations, 

which means that the provided insights might not be applicable to real life situations. 

Thompson and Davis (1990) used an integrated modeling approach, which combines simulation and 

stochastic programming for studying and modeling stochastic APP problems. They present a multi-

product multi-period environment with a fixed workforce. Hence, the modeling approach follows a level 

strategy. They apply five APP methods to the same example, for which they formulate a linear 

programming model in which the uncertainty in costs, capacities, lead times and demand are modelled 

using Monte Carlo simulation techniques, which rely on repeated random sampling to obtain numerical 

results. The results show that the behavior of the used methods is fairly constant and independent of 

the forecasting horizon. Thompson, Watanabe, and Davis (1993) extended this research by showing that 

chase strategies appeared almost as effective as mixed chase and level strategies. 

Whereas the previously mentioned stochastic APP models assume that only demand is uncertain, 

Ciarallo, Akella, and Morton (1994) have developed a multi-site multi-item model in which the supply 

capacity is uncertain. Contrarily to other APP models, they found that level strategies are optimal. The 

limitation of this paper is that they assume that the capacity of each site is unlimited so that exactly one 

site will be used to produce the required quantity to meet the total demand in each period.  

The previously reviewed literature on stochastic APP models has not yet considered seasonality of 

products, while for some products seasonality is an important factor to consider. For example, a lot 

more ice cream is sold in the summer than in the winter, so it would be inaccurate to assume equal 

demand across seasons. Vörös (1999) introduced a risk-based APP model which considers seasonality. 

They discuss the risks faced by manufacturers who produce seasonal goods, namely that the seasonality 

increases total risk. Risk is defined as a type of danger that can result in the loss of capital. Finally, they 

provide suggestions on minimizing risks by a learning effect of the uncertain demand, which means that 

forecast accuracy improves when time passes. 

Instead of using stochastic programming, which most papers use to find a solution, the paper by Gupta 

and Maranas (2003) uses two-stage stochastic programming. The manufacturing decisions are made 

before demand occurs and considered as the first stage, and distribution decisions are made to optimize 

the situation after the demand had occurred as second stage decisions. Two-stage stochastic 

programming is also used by Leung, Wu, and Lai (2006). They present a multi-site two-stage stochastic 

programming model. The proposed model is practical for dealing with uncertain economic scenarios, 

which is proven to be a credible and effective methodology for real-world APP problems in an uncertain 

environment. Different economic scenarios are investigated based on adjusting penalty parameters. For 

example, when there are labor shortages, hiring costs will be higher since there is more competition. 

The downside of these two papers is that no sensitivity analysis is performed on the cost parameters. 

Also, more research can be done on the selection of the probability distribution used to capture the 

demand uncertainty. 
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An even more complex two-stage stochastic programming model was proposed by Mirzapour Al-e-

Hashem, Baboli, and Sazvar (2013). They present a two-stage stochastic APP model with, multiple 

periods, multiple products and multiple sites. The original complex nonlinear problem is converted to a 

linear problem to be solved efficiently. A drawback of this paper is that the model has not yet been 

implemented in a real case. Lieckens and Vandaele (2014) propose a similarly complex model, using 

mixed integer non-linear programming to solve a multi-period multi-product multi-routing APP model. 

Given the customer demand in each period, they obtain the optimal capacities in for every routing 

alternative, considering the stochastic nature of demand and lead times. They also provide optimal 

capacity levels for each resource. 

Previous literature only introduced uncertainty in one or a few parameters, while Ning, Lui and Yan 

(2013) presented a multiproduct APP model, based on uncertainty theory where market demand, 

production cost, subcontracting cost etc. are all characterized as uncertain parameters. The objective 

function in this model aims to maximize profit. For this model to efficiently be solved, the objective 

function and constraints were converted to crisp equivalents. Pang and Ning (2017) extended the model 

proposed by Ning et al. (2013) by introducing an uncertain APP model with constrained storage time and 

overproduction. This model also introduced price discounts depending on the freshness of products.  

Some papers (e.g. Mirzapour et al., 2013; Lieckens & Vandaele, 2014) have provided flexibility in APP 

models by accounting for multiple periods where the planning can be adjusted, but Demirel, Özelkan, 

and Lim (2018) enforce flexible bounds on APP in order to maintain a desired degree of flexibility. They 

showed that it is possible to consistently identify more stable production plans without significantly 

sacrificing the cost objective.   

The latest linear stochastic APP model with a single objective was proposed by Zhu, Hui, Zhang, and He 

(2018). They propose a multi-period multi-product APP model, based on interval programming. Interval 

programming means that model parameters are defined in the form of bounded intervals (Pal, Roy, & 

Kumar, 2016), which is similar to the flexible bounds proposed by Demirel et al. (2018). Zhu et al. (2018) 

first propose an objective function containing uncertain demand, which is then replaced by two 

objective functions; minimizing interval value and deviation of the uncertain objective function. 

Uncertain constraints are transformed into crisp equivalents and the two objective functions are 

converted to a single objective function by weighing each objective function. Then, the model is solved.  

Zhu et al. (2018) also illustrate the validity and flexibility of the model. The limitation of this model is 

that the model is based on the interval analysis method, which means that imprecise parameters are 

described as interval instead of continuous numbers. Most APP models face this limitation, as most 

existing APP formulations assume non continuous parameters (Jain & Palekar, 2005). 
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3. Mathematical model formulation 

3.1. Basic Model 

The model by Leung et al. (2006) has been used as a basis for other stochastic APP models (e.g. 

Jamalnia, Yang, Xu, & Feili, 2017). Leung et al. (2006) developed a stochastic linear programming 

method to minimize costs in APP with stochastic demand and stochastic cost parameters. Philips also 

aims to minimize costs in APP with stochastic demand, and hence this model will be used as a basis for 

the model created for Philips. First, this basic model will be explained. Then, we elaborate on how the 

basic model must be adapted to align with the context of Philips. 

Leung et al. (2006) use two-stage stochastic programming, which include first and second stage 

variables. The values of first stage variables do not depend on the realization of the uncertainty. So, first 

stage decisions are the decisions which must be made before the value of the stochastic parameter is 

revealed. In this case, these are the inventory levels of finished goods, workforce levels, and factory 

capacity. These decisions do not depend on the realization of the demand. The uncertain data where the 

stochasticity is present is in the demand. The values of second stage variables do depend on the 

uncertainty in demand. Second stage variables are the inventory levels at the end of a period, the 

number of produced systems, the number of backorders, and the number of lost sales.  

In the study by Leung et al. (2006), an aggregate production planning problem with multiple production 

sites and products is considered. To minimize the costs, they determine the quantity of product 𝑖, 𝑖 =

1,2, … , 𝑛, manufactured from plant 𝑗, 𝑗 = 1,2, … , 𝑚 to fulfil market demand over each period of time 𝑡,

𝑡 = 1,2, … , 𝑇. In addition, they consider that some customers prefer products manufactured from 

Chinese plants, CF, where a product of higher quality is considered. Finally, Leung et al. (2006) consider 

four different economic scenarios; Boom, Good, Fair, and Poor. The reason for using economic scenarios 

is to capture uncertainty in multiple parameters including the demand at the expense of adding 

subjectivity to the model since these scenarios are created based on the opinions of the decision 

makers. The uncertain parameters are the regular-time unit production cost, the overtime unit 

production cost, the unit production cost to contract, the unit inventory cost, the unit shortage cost, and 

the demand. Each scenario has a probability and corresponding parameter costs. The parameters, 

decision variables, objective function, and constraints Leung et al. (2006) consider are given below. 

3.1.1. Parameters Basic Model 

𝐶𝑊𝑗 The regular-time labor cost in plant j ($/man-period) 

𝐶𝑂𝑗 The overtime labor cost of workers in plant j ($/man-hour) 

𝐶𝐻𝑗 The cost of hiring one worker in plant j ($/man) 

𝐶𝐹𝑗 The cost of firing one worker in plant j ($/man) 

𝜉𝑖  The labor time needed to produce product i (man-hours/unit) 

𝜆𝑖 The machine time for product i  (machine-hours/unit) 

𝛿 The working hours for each period (man-hours/man-period) 

𝑊𝑗0 The initial workforce level in plant j (man-periods) 

𝑊𝑗𝑡
𝑚𝑖𝑛 The minimum workforce level available in plant j at period t (man-periods) 

𝑊𝑗𝑡
𝑚𝑎𝑥 The maximum workforce level available in plant j at period t (man-periods) 
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𝛼 The fraction of the workforce available for overtime in each 

period 

 

휀 The fraction of variation in the workforce in each period  

𝑀𝑗𝑡 The machine time capacity in plant j over period t (machine-hours) 

𝛽𝑡 The fraction of machine time capacity available for overtime 

use in period t 

 

𝐼𝑖𝑗0 The initial inventory level of product i in plant j (units) 

𝜃𝑖 The fraction of product i that must be manufactured in Chinese 

plants 

 

𝐶𝑃𝑖𝑗
𝑠  The regular-time unit production cost for product i 

manufactured in plant j under scenario s 

($/unit) 

𝐶𝑌𝑖𝑗
𝑠  The overtime unit production cost for product i manufactured 

in plant j under scenario s 

($/unit) 

𝐶𝑍𝑖𝑗
𝑠  The unit production cost to contract product i in plant j under 

scenario s 

($/unit) 

𝐶𝐼𝑖𝑗
𝑠  The unit inventory cost to hold product i in plant j at the end of 

each period under scenario s 

($/unit) 

𝐶𝐵𝑖
𝑠  The unit shortage cost associated with the under fulfillment of 

product i at the end of each period under scenario s 

($/unit) 

𝐷𝑖𝑡
𝑠  The sales volume for product i in period t under scenario s (units) 

𝑝𝑠 The probability for scenario s to occur  

 

3.1.2. Decision variables Basic Model 

𝑊𝑗𝑡 The number of workers required in plant j during period t (man-periods) 

𝐻𝑗𝑡 The number of workers hired in plant j at the start of period t  (man-periods) 

𝐹𝑗𝑡 The number of workers fired in plant j at the start of period t (man-periods) 

𝑃𝑖𝑗𝑡  The quantity of product i manufactured in plant j during regular 

time in period t  

(units) 

𝑌𝑖𝑗𝑡  The quantity of product i manufactured in plant j during 

overtime in period t  

(units) 

𝑍𝑖𝑗𝑡  The quantity of product i subcontracted during period t (units) 

𝐼𝑖𝑗𝑡
𝑠  The inventory of material for product i in plant j at the end of 

period t under scenario s 

(units) 

𝐵𝑖𝑡
𝑠  The under-fulfillment of product i at the end of period t under 

scenario s  

(units) 
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3.1.3. LP model Basic Model 

The parameters and decision variables are included in the objective function and constraints, designed 

to minimize the costs. The objective function is given below: 

 

Min [∑ ∑ (𝐶𝑤 ∗ 𝑊𝑗𝑡 + 𝐶𝑂𝑗 ∑(𝜉𝑖 ∗ 𝑌𝑖𝑗𝑡)

𝑖∈𝐼

)

𝑡∈𝑇𝑗∈𝐽

+ ∑ ∑(𝐶𝐻𝑗 ∗ 𝐻𝑗𝑡 + 𝐶𝐹𝑗 ∗ 𝐹𝑗𝑡)

𝑡∈𝑇𝑗∈𝐽

+ ∑ 𝑝𝑠(

𝑠∈𝑆

∑ ∑ ∑(

𝑡∈𝑇𝑗∈𝐽

𝐶𝑃𝑖𝑗
𝑠 ∗ 𝑃𝑖𝑗𝑡 + 𝐶𝑌𝑖𝑗

𝑠 ∗ 𝑌𝑖𝑗𝑡 + 𝐶𝑍𝑖𝑗
𝑠 ∗ 𝑍𝑖𝑗𝑡)

𝑖∈𝐼

+ ∑ 𝑝𝑠(

𝑠∈𝑆

∑ ∑ ∑(

𝑡∈𝑇𝑗∈𝐽

𝐶𝐼𝑖𝑗
𝑠 ∗ 𝐼𝑖𝑗𝑡

𝑠 )

𝑖∈𝐼

+ ∑ 𝑝𝑠(

𝑠∈𝑆

∑ ∑ 𝐶𝐵𝑖
𝑠 ∗ 𝐵𝑖𝑡

𝑠

𝑡∈𝑇

)

𝑖∈𝐼

] 

 

(1) 

The first component in expression (1) represents the labor costs, associated with regular-time and 

overtime workers respectively. The second component is the total hiring and firing costs associated with 

changes in the workforce level. The third component is the production cost, which is associated with the 

regular-time production, overtime production, and subcontracting costs. The fourth component is the 

inventory cost associated with the storage of units produced in the warehouses for a period of time. The 

last component is the penalty cost associated with lost sales. 

3.1.4. Constraints Basic Model 

 𝑊𝑗𝑡 = 𝑊𝑗𝑡−1 + 𝐻𝑗𝑡 − 𝐹𝑗𝑡      ∀𝑗, 𝑡 

 

(2) 

 𝑊𝑗𝑡
𝑚𝑖𝑛 ≤ 𝑊𝑗𝑡 ≤ 𝑊𝑗𝑡

𝑚𝑎𝑥     ∀𝑗, 𝑡 

 

(3) 

 𝐻𝑗𝑡 + 𝐹𝑗𝑡 ≤ 휀 ∗ 𝑊𝑗𝑡−1     ∀𝑗, 𝑡 

 

(4) 

 ∑(𝜉𝑖 ∗ 𝑃𝑖𝑗𝑡) ≤ 𝛿

𝑖∈𝐼

∗ 𝑊𝑗𝑡      ∀𝑗, 𝑡 

 

(5) 

 ∑(𝜉𝑖 ∗ 𝑌𝑖𝑗𝑡) ≤ 𝛿

𝑖∈𝐼

∗ 𝛼 ∗ 𝑊𝑗𝑡      ∀𝑗, 𝑡 

 

(6) 

 ∑(𝜆𝑖 ∗ 𝑃𝑖𝑗𝑡) ≤

𝑖∈𝐼

𝑀𝑗𝑡     ∀𝑗, 𝑡 

 

(7) 

 ∑(𝜆𝑖 ∗ 𝑌𝑖𝑗𝑡) ≤

𝑖∈𝐼

𝛽𝑡𝑀𝑗𝑡     ∀𝑗, 𝑡 

 

(8) 

 ∑(

𝑗∈𝐽

𝐼𝑖𝑗𝑡−1
𝑠 + 𝑃𝑖𝑗𝑡 + 𝑌𝑖𝑗𝑡 + 𝑍𝑖𝑗𝑡 − 𝐼𝑖𝑗𝑡

𝑠 ) = 𝐷𝑖𝑡
𝑠 + 𝐵𝑖𝑡

𝑠      ∀𝑖, 𝑡, 𝑠 

 

(9) 
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 ∑ (

𝑗∈𝐶𝐹

𝑃𝑖𝑗𝑡 + 𝑌𝑖𝑗𝑡 + 𝑍𝑖𝑗𝑡) = 𝜃𝑖(𝐷𝑖𝑡
𝑠 + 𝐵𝑖𝑡

𝑠 )     ∀𝑖, 𝑡, 𝑠 

 

(10) 

 𝑃𝑖𝑗𝑡 , 𝑌𝑖𝑗𝑡 , 𝑍𝑖𝑗𝑡 , 𝑊𝑗𝑡 , 𝐻𝑗𝑡, 𝐹𝑗𝑡  ∈ ℕ0     ∀𝑖, 𝑗, 𝑡 (11) 

  𝐼𝑖𝑗𝑡
𝑠 , 𝐵𝑖𝑡

𝑠  ∈ ℕ0     ∀𝑖, 𝑗, 𝑡, 𝑠 

 

(12) 

Constraint (2) ensures that the available workforce in any period equals the workforce from the previous 

period plus any change in workforce level during the current period. The change in workforce level may 

be due to either hiring extra workers or firing redundant workers. It is noted that 𝐻𝑡 ∗ 𝐹𝑡 = 0 because 

either the net hiring or the net firing of workers takes place over a period, but not both. Constraint (3) 

ensures that the upper and lower bounds of the change in workforce level over a period are provided. 

Constraint (4) ensures that the variation of the workforce from one period to the next does not exceed a 

predetermined permitted level. Constraint (5) limits the regular-time production to the workers 

available. Constraint (6) limits the overtime hours of the available workers. The production during each 

period by regular-time and overtime workers is available by the machine capacity, represented by 

constraints (7) and (8) respectively. Constraint (9) determines either the quantity of products stored in 

the warehouse or the shortfall in being able to produce market demand, also called lost sales. If the 

total quantity of the products produced during period t plus previous stock at period t-1 (𝐼𝑖𝑗𝑡−1
𝑠 + 𝑃𝑖𝑗𝑡 +

𝑌𝑖𝑗𝑡 + 𝑍𝑖𝑗𝑡) is greater than market demand (𝐷𝑖𝑡
𝑠 ) during period t, then the stock at period t will be equal 

to 𝐼𝑖𝑡
𝑠 = 𝐼𝑖𝑡−1

𝑠 + 𝑃𝑖𝑗𝑡 + 𝑌𝑖𝑗𝑡 + 𝑍𝑖𝑗𝑡 − 𝐷𝑖𝑡
𝑠  and, under minimization, the deviation 𝐵𝑖𝑡

𝑠 = 0; whereas if 

𝐼𝑖𝑡−1
𝑠 + 𝑃𝑖𝑗𝑡 + 𝑌𝑖𝑗𝑡 + 𝑍𝑖𝑗𝑡  is less than market demand, then 𝐼𝑖𝑡

𝑠 = 0 and  𝐵𝑖𝑡
𝑠 = 𝐷𝑖𝑡

𝑠 − 𝐼𝑖𝑡−1
𝑠 − 𝑃𝑖𝑗𝑡 − 𝑌𝑖𝑗𝑡 −

𝑍𝑖𝑗𝑡, indicating that market demand is not satisfied. Backorders are not allowed, and hence 𝐵𝑖𝑡−1
𝑠  is not 

carried over as extra demand to the next period. Instead, lost sales are considered and a penalty cost 

𝐶𝐵𝑖
𝑠 ∗ 𝐵𝑖𝑡

𝑠  is incurred. Constraints (11) and (12) ensure that all decision variables are nonnegative 

integers. 

3.2. Adaptation of Basic Model 

The model created by Leung et al. (2006) cannot be used directly as the APP model for Philips. Instead, 

certain adaptations must be made in order to create a model which can be used by Philips.  

Other than the required adaptations explained in this section, one simplification must also be made. 

Namely, the model by Leung et al. (2006) considers multiple locations where inventory is held and from 

where demand can be fulfilled. For Philips, all demand is fulfilled form a single location. In the model by 

Leung et al. (2006), the different locations are represented by 𝑗, 𝑗 = 1,2, … , 𝐽. This simplification is 

realized by putting 𝐽 to 1. Since there is now only once index j, the location summations ∑  𝑗∈𝐽 will be 

equal to 1. Hence, the location summations do not have to be included in the constraints and objective 

function of the adapted model.   
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3.2.1. Convex piecewise linear backorder and lost sales cost function  

An adaptation that must be made to the paper by Leung et al. (2006) to align it with the situation at 

Philips. Namely, the model proposed by Leung et al. (2006) assumes that there are lost sales. However, 

at Philips unfulfilled demand will be backordered to a certain extent. This will be implemented by 

introducing a convex piecewise linear backorder and lost sales cost function. 

When demand is a little higher than what estimated, demand cannot immediately be satisfied due to 

capacity constraints. This means that backorders will occur. Due to this delivery delay, penalty costs will 

occur. However, if demand is significantly higher than estimated, it will take such a long time for the 

demand to be satisfied, that instead of incurring penalty costs, Philips chooses to send the order to its 

customer by plane instead of by ship, saving time at the expense of increased transportation costs. 

Because the function for the backorder costs consist of penalty costs and increased transportation costs, 

the backorder cost function is not linear. Instead, a piecewise linear function for the backorder costs 

must be used. This function will look similar to the function in Figure 2, where the steepness of the 

slopes are determined by the cost estimations.  

 

Figure 2: Convex piecewise linear backorder and lost sales function 

The variable 𝐵𝑡
𝑠 is the number of backorders in period 𝑡, 𝑡 = 1,2, … , 𝑇 under scenario 𝑠, 𝑠 = 1,2, … , 𝑆 

for all products 𝑖, 𝑖 = 1,2, … , 𝐼. Since the backorders are represented as a piecewise linear function, it 

must be expressed as the sum of two variables:  

∑ 𝐵𝑡
𝑠

𝑖∈𝐼

=  𝐵1𝑖𝑡
𝑠 + 𝐵2𝑖𝑡

𝑠      ∀𝑡, 𝑠 

Similar to what is graphically represented in Figure 2, 𝐵1𝑖𝑡
𝑠  is the number of backorders up to 𝐵∗, and 

𝐵2𝑖𝑡
𝑠  is the number of backorders beyond  𝐵∗ for product i in period t under scenario s. Since Philips 

cannot take on an infinite number of backorders, beyond 𝐵∗∗ lost sales will be considered, represented 

by 𝐿𝑖𝑡
𝑠 . The cost for backorders and lost sales are now considered in the objective function as: 
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∑(𝑐𝐵1𝑖 ∗ 𝐵1𝑖𝑡
𝑠 + 𝑐𝐵2𝑖 ∗ 𝐵2𝑖𝑡

𝑠 + 𝑐𝐿 ∗ 𝐿𝑖𝑡
𝑠 )

𝑡∈𝑇

 

With the additional constraints: 

∑ 𝐵𝑡
𝑠

𝑖∈𝐼

=  𝐵1𝑖𝑡
𝑠 + 𝐵2𝑖𝑡

𝑠      ∀𝑡, 𝑠 

∑ 𝐵1𝑖𝑡
𝑠

𝑖∈𝐼

≤ 𝐵∗     ∀𝑡, 𝑠 

∑ 𝐵2𝑖𝑡
𝑠

𝑖∈𝐼

≤ (𝐵∗∗ − 𝐵∗)     ∀𝑡, 𝑠 

𝐵1𝑖𝑡
𝑠 , 𝐵2𝑖𝑡

𝑠 , 𝐿𝑖𝑡
𝑠  ∈ ℕ0     ∀𝑖, 𝑡, 𝑠 

It must never be possible for 𝐵2𝑡 or 𝐿𝑡 to have a positive value if 𝐵1𝑖𝑡
𝑠  < B*, and for 𝐿𝑡 to have a positive 

value if 𝐵2𝑡 < B** for any t. Since linear programming searches for a solution that minimizes costs, it will 

force 𝐵1𝑖𝑡
𝑠  to its maximum value before allowing 𝐵2𝑡 to become positive and it will force 𝐵2𝑡 to its 

maximum value before allowing 𝐿𝑡 to become positive, since 𝑐𝐵1𝑖 < 𝑐𝐵2𝑖 < 𝑐𝐿𝑖 for all 𝑖. Hence, the cost 

functions must be convex, regardless of the other constraints in the linear programming model 

(Nahmias & Olsen, 2015). Philips will follow the First in First out (FIFO) method, which means that if 

there are backorders present at the beginning of a period, these backorders will be produced before the 

demand in that period is produced. The reason for this is that it is important for Philips to satisfy 

backorders as soon as possible such that the customers of Philips remain satisfied.  

3.2.2. Basic Model adapted to be made-to-order 

The quantity of manufactured products is a first-stage decision variable in the model by Leung et al. 

(2006). However, for Philips this is not the case, as the IGT systems are made-to-order, so the produced 

quantity depends on the demand. What at Philips also depends on the demand as opposed to the model 

by Leung et al. (2006) is the amount of overtime used to produce systems. Hence, the quantity of 

manufactured products and the amount of overtime used to produce these products are determined at 

the second stage. 

Since the demand at Philips is made-to-order, the inventory does not represent finished goods 

inventory. Instead, the inventory at Philips represents the raw materials on stock, used to fulfill orders 

as they come in. In the model of Leung et al. (2006) the produced systems are stored as finished goods 

inventory, and demand is satisfied from this inventory. In the new model, raw materials are ordered 

which are stored as raw material inventory. Hence, a new variable is introduced which represents the 

number of materials ordered at the beginning of period t, which is 𝑂𝑖𝑡. 𝑂𝑖𝑡 is not dependent on scenario 

𝑠, 𝑠 = 1,2, … , 𝑆, since the number of materials ordered is determined before the realization of demand. 

Hence, 𝑂𝑖𝑡 is a first stage variable. Instead of using constraint (9) of the basic model, constraints (13) and 

(14) are created. 𝑂𝑖𝑡 in constraint (13) will replace 𝑃𝑖𝑗𝑡 , 𝑌𝑖𝑗𝑡 , and 𝑍𝑖𝑗𝑡  in constraint (9) of the basic model. 

Constraints (13) and (14) both do not contain multiple warehouses or subcontracting costs. These new 

constraints do contain the convex piecewise linear backorder function explained in Chapter 3.2.1. 
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 𝐼𝑖𝑡−1
𝑠 + 𝑂𝑖𝑡 − 𝐼𝑖𝑡

𝑠 = 𝑃𝑖𝑡
𝑠 + 𝑌𝑖𝑡

𝑠     ∀𝑖, 𝑡, 𝑠 

 

(13) 

 𝑃𝑖𝑡
𝑠 + 𝑌𝑖𝑡

𝑠 = 𝐷𝑖𝑡
𝑠 + 𝐵1𝑖𝑡−1

𝑠 + 𝐵2𝑖𝑡−1
𝑠 − 𝐵1𝑖𝑡

𝑠 − 𝐵2𝑖𝑡
𝑠 −𝐿𝑖𝑡

𝑠      ∀𝑖, 𝑡, 𝑠 (14) 

 

Constraint (13) ensures that the change in inventory levels (𝐼𝑖𝑡−1
𝑠 + 𝑂𝑖𝑡 − 𝐼𝑖𝑡

𝑠 ) is equal to the number of 

systems produced (𝑃𝑖𝑡
𝑠 + 𝑌𝑖𝑡

𝑠) for product 𝑖, 𝑖 = 1,2, … , 𝐼, during period 𝑡, 𝑡 = 1,2, … , 𝑇, under scenario 

𝑠, 𝑠 = 1,2, … , 𝑆. Constraint (14) determines the quantity of products produced, and if enough products 

are produced to satisfy all demand plus the backorders from the previous period (𝐷𝑖𝑡
𝑠 + 𝐵1𝑖𝑡−1

𝑠 +

𝐵2𝑖𝑡−1
𝑠 ), or if there is a shortfall in being able to produce market demand (𝐵1𝑖𝑡

𝑠 + 𝐵2𝑖𝑡
𝑠  + 𝐿𝑖𝑡

𝑠 ). After the 

implementation of constraint (13) and (14), the basic model will be adapted to be made-to-order. 

3.2.3. Using demand distribution estimation to create demand scenarios 

Also, in the basic model by Leung et al. (2006) four possible economic scenarios are considered, each 

having a certain probability to occur. These probabilities are chosen based on the opinion of the 

authors; hence these probabilities are subjective. The probability for each economic scenario to happen 

is represented in the basic model by 𝑝𝑠. This probability is the same for each product and time period, 

and it is therefore independent of the product and time period. For each scenario, the parameter values 

for the demand, cost of production, cost of inventory, and the cost of lost sales differ. In the case of 

Philips, the only uncertain variable is the uncertainty in the demand, which are estimated using a 

distribution function for each product. The demand for product 𝑖, 𝑖 = 1,2, … , 𝐼, during period 𝑡, 𝑡 =

1,2, … , 𝑇, under scenario 𝑠, 𝑠 = 1,2, … , 𝑆 is represented in both the basic model as the model adapted 

for Philips by 𝐷𝑖𝑡
𝑠 . The fact that the demand will be equal to a certain value has a certain corresponding 

probability.  

In the model adapted for Philips, a scenario is a combination of demands for each different product, and 

the probability that a scenario occurs is equal to the multiplication of the individual demand 

probabilities. The demand for each product is estimated using a continuous distribution function. Then, 

these continuous distribution functions are discretized for the distributions to represent integer values, 

since at Philips demand only occurs as integer values. This discretization will consider trending and 

seasonality in the data used to estimate these continuous distribution functions. So, the discretized 

demand is dependent on the time period. And, contrarily to the basic model, the probability for a 

scenario to occur is also dependent on the time period. The probability that a scenario occurs is 

represented in the model adapted for Philips by 𝑝𝑡
𝑠.  

In other words, the created scenarios and their corresponding probabilities 𝑝𝑡
𝑠 are dependent on the 

time period 𝑡, 𝑡 = 1,2, … , 𝑇 and scenario 𝑠, 𝑠 = 1,2, … , 𝑆.  
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3.2.4. Removal of factory capacity constraints 

Lastly, the constraints (7) and (8) which represent the factory capacity constraints will be removed in the 

adapted model for Philips. The reason for this is the fact that the bottleneck for the number of produced 

systems to fulfill demand is the workforce level, and the factory capacity is high enough even for the 

maximum workforce level, which is considered in constraint (3). 
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4. Model adapted for Philips 
In this chapter, the aggregate production planning model which minimizes costs adapted to Philips is 

given. This is done by adapting the basic model by implementing the adaptations given in the previous 

chapter. To minimize the costs, the workforce and inventory levels are determined to fulfill the market 

demand of product 𝑖, 𝑖 = 1,2, … , 𝐼, over each period of time 𝑡, 𝑡 = 1,2, … , 𝑇 where the demand is 

uncertain and varies between each possible scenario 𝑠, 𝑠 = 1,2, … , 𝑆. This section will start with listing 

the parameters and decision variables. Then, the objective function and constraints are given and 

explained respectively. This chapter ends with a detailed explanation on how the values of the 

parameters are determined. 

4.1. Parameters 

𝐶𝑊 The regular-time labor cost  ($/man-period) 

𝐶𝐻 The cost of hiring one worker ($/man) 

𝐶𝐹 The cost of firing one worker ($/man) 

𝜉𝑖  The labor time needed to produce product i (man-hours/unit) 

𝛿 The working hours for each period (man-hours/man-period) 

𝑊0 The initial workforce level (man-periods) 

𝑊𝑡
𝑚𝑖𝑛 The minimum workforce level available at period t (man-periods) 

𝑊𝑡
𝑚𝑎𝑥 The maximum workforce level available at period t (man-periods) 

𝛼 The fraction of the workforce available for overtime in each 

period 

 

휀 The fraction of variation in the workforce in each period  

𝐼𝑖0 The initial inventory level of product i  (units) 

𝐵∗ Cutoff point for increased backorder costs (units) 

𝐵∗∗ Cutoff point for lost sales (units) 

   

𝐶𝑂 The overtime labor cost of workers  ($/man-hour) 

𝐶𝑃𝑖 The regular-time unit production cost for product i 

manufactured under scenario s 

($/unit) 

𝐶𝑌𝑖 The overtime unit production cost for product i manufactured 

under scenario s 

($/unit) 

𝐶𝐼𝑖 The unit inventory cost to hold product i at the end of each 

period under scenario s 

($/unit) 

𝑐𝐵1𝑖 The unit backordering cost associated the under fulfillment of 

product i at the end of each period under scenario s until 𝐵∗ 

($/unit) 

𝑐𝐵2𝑖 The unit backordering cost associated the under fulfillment of 

product i at the end of each period under scenario s until 𝐵∗∗ 

($/unit) 

𝑐𝐿𝑖 The unit shortage cost associated the under fulfillment of 

product i at the end of each period under scenario s after 𝐵∗∗ 

($/unit) 

𝐷𝑖𝑡
𝑠  The sales volume for product i in period t under scenario s (units) 

𝑝𝑡
𝑠 The probability for scenario s to occur in period t   
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4.2. Decision variables 

𝑊𝑡 The number of workers required during period t (man-periods) 

𝐻𝑡 The number of workers hired at the start of period t  (man-periods) 

𝐹𝑡 The number of workers fired at the start of period t (man-periods) 

𝑂𝑖𝑡 The number of raw materials ordered for product i at the start 

of period t 

(units) 

𝑃𝑖𝑡
𝑠  The quantity of product i manufactured during regular time in 

period t under scenario s 

(units) 

𝑌𝑖𝑡
𝑠 The quantity of product i manufactured during overtime in 

period t under scenario s 

(units) 

𝐼𝑖𝑡
𝑠  The inventory of material for product i at the end of period t 

under scenario s 

(units) 

𝐵1𝑖𝑡
𝑠  The number of backorders for product i at the end of period t 

under scenario s until 𝐵∗ 

(units) 

𝐵2𝑖𝑡
𝑠  The number of backorders for product i at the end of period t 

under scenario s until 𝐵∗∗ 

(units) 

𝐿𝑖𝑡
𝑠  The number of lost sales for product i at the end of period t 

under scenario s after 𝐵∗∗ 

(units) 

 

4.3. Objective function 

The objective function consists of two stages, as a two-stage stochastic programming model is created. 

Here, the optimal value of first-stage decision variables is not conditional on the realization of the 

uncertain parameters. The second stage contains the realization of these uncertain parameters, similar 

to the objective function in the basic model. Implementing the adaptations from the basic model creates 

the following objective function: 

                          Min[∑(𝐶𝑤 ∗ 𝑊𝑡)

𝑡∈𝑇

+ ∑(𝐶𝐻 ∗ 𝐻𝑡 + 𝐶𝐹 ∗ 𝐹𝑡)  + ∑ ∑ ∑(

𝑠∈𝑆

𝑝𝑡
𝑠 ∗ 𝐶𝑂 ∗ 𝜉𝑖 ∗ 𝑌𝑖𝑡

𝑠

𝑡∈𝑇

)

𝑖∈𝐼𝑡∈𝑇

+ ∑ ∑ ∑(

𝑠∈𝑆

𝑝𝑡
𝑠 ∗ (𝐶𝑃𝑖 ∗ 𝑃𝑖𝑡

𝑠 + 

𝑡∈𝑇

𝐶𝑌𝑖 ∗ 𝑌𝑖𝑡
𝑠))

𝑖∈𝐼

+ ∑ ∑ ∑(

𝑠∈𝑆

𝑝𝑡
𝑠 ∗ 𝐶𝐼𝑖 ∗ 𝐼𝑖𝑡

𝑠  

𝑡∈𝑇

)  

𝑖∈𝐼

+  ∑ ∑ ∑(

𝑠∈𝑆

𝑝𝑡
𝑠 ∗ (𝐶𝐵1𝑖 ∗ 𝐵1𝑖𝑡

𝑠 + 𝐶𝐵2𝑖 ∗ 𝐵2𝑖𝑡
𝑠 + 𝐶𝐿𝑖 ∗ 𝐿𝑖𝑡

𝑠

𝑡∈𝑇

))

𝑖∈𝐼

]  

(15) 

    

The first part of expression (15) is the labor cost, associated with regular-time workers. The second 

component consists of the total hiring and firing costs associated with changing the workforce level. The 

third part of expression (15) is the cost associated with working overtime. The fourth part is the 
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production cost, which is associated with the regular-time and overtime production. The fifth 

component is the inventory cost associated with the storage of inventory for a period of time. The last 

component is the penalty cost associated with under-fulfilment of demand, which is a convex piecewise 

linear function were 𝐵1𝑖𝑡
𝑠  and 𝐵2𝑖𝑡

𝑠  represent backorders and 𝐿𝑖𝑡
𝑠  represents the number of lost sales.  

4.4. Constraints 

 𝑊𝑡 = 𝑊𝑡−1 + 𝐻𝑡 − 𝐹𝑡      ∀𝑡 

 

(16) 

 𝑊𝑡
𝑚𝑖𝑛 ≤ 𝑊𝑡 ≤ 𝑊𝑡

𝑚𝑎𝑥     ∀𝑡 

 

(17) 

 𝐻𝑡 + 𝐹𝑡 ≤ 휀 ∗ 𝑊𝑡−1     ∀𝑡 

 

(18) 

 ∑(𝜉𝑖 ∗ 𝑃𝑖𝑡
𝑠 ) ≤ 𝛿

𝑖∈𝐼

∗ 𝑊𝑡     ∀𝑡, 𝑠 

 

(19) 

 ∑(𝜉𝑖 ∗ 𝑌𝑖𝑡
𝑠) ≤ 𝛿

𝑖∈𝐼

∗ 𝛼 ∗ 𝑊𝑡     ∀𝑡, 𝑠 

 

(20) 

 𝐼𝑖𝑡−1
𝑠 + 𝑂𝑖𝑡 − 𝐼𝑖𝑡

𝑠 = 𝑃𝑖𝑡
𝑠 + 𝑌𝑖𝑡

𝑠     ∀𝑖, 𝑡, 𝑠 

 

(21) 

 𝑃𝑖𝑡
𝑠 + 𝑌𝑖𝑡

𝑠 = 𝐷𝑖𝑡
𝑠 + 𝐵1𝑖𝑡−1

𝑠 + 𝐵2𝑖𝑡−1
𝑠 − 𝐵1𝑖𝑡

𝑠 − 𝐵2𝑖𝑡
𝑠 −𝐿𝑖𝑡

𝑠      ∀𝑖, 𝑡, 𝑠 

 

(22) 

 ∑ 𝐵1𝑖𝑡
𝑠

𝑖∈𝐼

≤ 𝐵∗     ∀𝑡, 𝑠 

 

(23) 

 ∑ 𝐵2𝑖𝑡
𝑠

𝑖∈𝐼

≤ (𝐵∗∗ − 𝐵∗)     ∀𝑡, 𝑠 

 

(24) 

 𝑊𝑡 , 𝐻𝑡, 𝐹𝑡  ∈ ℕ0     ∀𝑡 (25) 

 𝑃𝑖𝑡
𝑠 , 𝑌𝑖𝑡

𝑠, 𝐼𝑖𝑡
𝑠 , 𝐵1𝑖𝑡

𝑠 , 𝐵2𝑖𝑡
𝑠 , 𝐿𝑖𝑡

𝑠 ∈ ℕ0     ∀𝑖, 𝑡, 𝑠 

 

(26) 

Constraint (16) ensures that the available workforce in any period equals the workforce from the 

previous period plus any change in workforce level during the current period. The change in workforce 

level may be due to either hiring extra workers or firing redundant workers. It is noted that 𝐻𝑡 ∗ 𝐹𝑡 = 0 

because either the net hiring or the net firing of workers takes place over a period, but not both. 

Constraint (17) ensures that the upper and lower bounds of the change in workforce level over a period 

are provided. Constraint (18) ensures that the variation of the workforce from one period to the next 

does not exceed a predetermined permitted level. Constraint (19) limits the regular-time production to 

the workers available. Constraint (20) limits the overtime hours of the available workers. The constraints 

(16), (17), and (18) are the same as the constraints (2), (3), and (4) in the basic model. The constraints 

(19) and (20) are similar to constraints (5) and (6), only constraints (19) and (20) must now hold for each 

of the scenarios, as the model is made-to-order, and hence the production depends on the realization of 
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the demand. The constraints (7) and (8) from the basic model are removed, as for Philips the workforce 

will always be the bottleneck and not the machine capacity, hence these constraints are redundant. 

Constraint (10) from the basic model is also removed, because this constraint states that a certain 

number of systems must be produced at specific locations, but at Philips there is only one location. 

Constraint (21) ensures that the change in inventory levels (𝐼𝑖𝑡−1
𝑠 + 𝑂𝑖𝑡 − 𝐼𝑖𝑡

𝑠 ) is equal to the number of 

systems produced (𝑃𝑖𝑡
𝑠 + 𝑌𝑖𝑡

𝑠). In this constraint, the number of materials ordered at the beginning of 

period t is equal to 𝑂𝑖𝑡, which replaced  𝑃𝑖𝑗𝑡 , 𝑌𝑖𝑗𝑡 , and 𝑍𝑖𝑗𝑡 in constraint (9) of the basic model to adapt 

the model to be made-to-order. Constraint (22) determines the quantity of products produced. 

Constraint (22) also determines if enough products are produced to satisfy all demand plus the 

backorders from the previous period (𝐷𝑖𝑡
𝑠 + 𝐵1𝑖𝑡−1

𝑠 + 𝐵2𝑖𝑡−1
𝑠 ), or if there is a shortfall in being able to 

produce market demand (𝐵1𝑖𝑡
𝑠 + 𝐵2𝑖𝑡

𝑠  + 𝐿𝑖𝑡
𝑠 ). Constraints (21) and (22) make sure that if the total 

quantity of the materials ordered by Philips at the beginning of period t plus previous stock at period t-1 

(𝐼𝑖𝑡−1
𝑠 + 𝑂𝑖𝑡) is greater than market demand (𝐷𝑖𝑡

𝑠 ) during period t plus backorders from period t-1 

(𝐵1𝑖𝑡−1
𝑠 + 𝐵2𝑖𝑡−1

𝑠 ), then the stock at period t will be equal to: 

𝐼𝑖𝑡
𝑠 = 𝐼𝑖𝑡−1

𝑠 + 𝑂𝑖𝑡 − 𝐷𝑖𝑡
𝑠 − 𝐵1𝑖𝑡−1

𝑠 − 𝐵2𝑖𝑡−1
𝑠  

And, under minimization, the deviation 𝐵1𝑖𝑡
𝑠 + 𝐵2𝑖𝑡

𝑠  + 𝐿𝑖𝑡
𝑠 = 0; whereas if 𝐼𝑖𝑡−1

𝑠 + 𝑂𝑖𝑡 is less than market 

demand plus backorders from the previous period, then 𝐼𝑖𝑡
𝑠 = 0 and:  

𝐵1𝑖𝑡
𝑠 + 𝐵2𝑖𝑡

𝑠  + 𝐿𝑖𝑡
𝑠 =  𝐷𝑖𝑡

𝑠 + 𝐵1𝑖𝑡−1
𝑠 + 𝐵2𝑖𝑡−1

𝑠 − 𝐼𝑖𝑡−1
𝑠 − 𝑂𝑖𝑡 

Indicating that market demand is not satisfied. It is noted that backorders are allowed and to a certain 

extent, unsatisfied demand is carried over as extra demand to the next period (𝐵1𝑖𝑡
𝑠 + 𝐵2𝑖𝑡

𝑠 ) and a 

penalty cost, 𝐶𝐵1𝑖 ∗ 𝐵1𝑖𝑡
𝑠 + 𝐶𝐵2𝑖 ∗ 𝐵2𝑖𝑡

𝑠 + 𝐶𝐿𝑖 ∗ 𝐿𝑖𝑡
𝑠 , is incurred.  

Constraints (23) and (24) make sure that it is never possible for 𝐵2𝑡 or 𝐿𝑡 to have a positive value if 𝐵1𝑖𝑡
𝑠  

< B*, and for 𝐿𝑡 to have a positive value if 𝐵2𝑡 < B** for any t. Since 𝑐𝐵1𝑖 < 𝑐𝐵2𝑖 < 𝑐𝐿𝑖 for all 𝑖, it will 

force 𝐵1𝑖𝑡
𝑠  to its maximum value before allowing 𝐵2𝑡 to become positive and it will force 𝐵2𝑡 to its 

maximum value before allowing 𝐿𝑡 to become positive. Constraints (25) and (26) ensure that all decision 

variables are nonnegative integers.   
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5. Case study 
Philips has customers from all over the world who order IGT systems, and Philips distinguishes 17 

different geographical markets from where demands can be placed. Also, Philips distinguishes 5 

different product families, where each product family is a family of individual products aggregated based 

on similar characteristics. When an order for an IGT system is placed at Philips, that system will be made 

to order in The Netherlands. Philips does not have finished IGT systems on stock, since no two IGT 

systems are the same. Instead, Philips has got raw materials on stock and workforce in the factory to 

make the systems to order. The amount of raw materials Philips has on stock and the workforce level 

depends on the aggregate production plan. Philips currently considers its annual demand prediction 

directly for its aggregate production plan, hence they assume that demand is deterministic. In practice, 

there is uncertainty in the demand and the demand can be over- or underestimated. When demand is 

overestimated, Philips will have excess raw materials in inventory which have to be stored, so holding 

costs occur and an excess number of people are hired. When demand is underestimated, inventory and 

workforce levels are too low, which will result in a delay in production and lead times increase. This will 

result in either backorders or lost sales.  

In order to optimize the aggregate production plan for Philips, the uncertainty in the demand will be 

considered. This is done by solving the model constructed in Chapter 4. The demand estimation and the 

uncertainty of the demand will be calculated by fitting a demand distribution to the historical data of 

the years 2015 to 2019 for each product family.  

The rest of this chapter is structured as follows. First, an explanation is given on how the values of the 

parameters in Chapter 4 are constructed. Secondly, an estimation of the demand uncertainty is provided 

by fitting a demand distribution to the historical data. Thirdly, demand scenarios are created based on 

the estimation of the uncertainty. Then, the results of the model are given, after which a sensitivity 

analysis is performed, including a performance comparison between the deterministic model which 

Philips currently considers and the proposed stochastic model. This chapter ends with a conclusion on 

the results. 

5.1. Estimation of parameters 

Due to confidentiality, the values of the parameters are taken out, but they are considered in the 

solution. The labor cost (𝐶𝑊) and labor time (ϒ𝑖) needed to produce a product are different for each 

product family. They are calculated based on an average hourly rate and each product family requires a 

certain average number of course, based on the product family. One worker works for 1640 hours a 

year, but due to technical malfunctions and secondary tasks, the effectiveness of one worker is not 

100% of those 1640 hours per year, or 136.67 hours per month (𝛿). The hourly cost of overtime labor 

(𝐶𝑂) is 50% higher than the cost of regular time labor, and a maximum of 10% of the total production 

time can be used to produce systems in overtime (𝛼). 

The workforce at Philips consists of regular employees who cannot just be fired, and a flexible shell of 

employees who can be hired and fired in order to maintain a degree of flexibility to accommodate for 

flexibilities in demand. The minimum workforce (𝑊𝑡
𝑚𝑖𝑛) is equal to the number of regular employees, 

and the maximum workforce (𝑊𝑡
𝑚𝑎𝑥) is equal to the maximum amount of workforce that can fit in the 
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factory. The average cost of hiring a worker (𝐶𝐻) includes the acquisition costs and the costs of training 

an employee. Philips is not heavily penalized for firing an employee in its flexible shell, but since Philips 

not just fires an employee since hiring someone again costs a certain amount, the model must be 

incentivized to fire employees unless it is significantly beneficial to reducing costs. Hence, the cost of 

firing an employee (𝐶𝐹) are artificially inflated. Also, Philips cannot hire an endless amount of workers 

during each period, which is constrained by the fraction of variation in workforce (휀). 

The first backorder cost (𝑐𝐵1𝑖) represents the penalty costs. For the penalty costs, a certain percentage 

of the cost price per month will be charged. These penalty costs occur for the number of backorders up 

to the first cutoff point (𝐵∗). If the number of backorders exceed 𝐵∗, Philips decides to send the order 

by plane to compensate for the delay in production, such that the customer will still receive the order 

on time. By default, Philips sends an IGT system to the customer by boat if the customer is far away 

from the factory in The Netherlands (e.g. China), or by truck if the customer is close (e.g. Europe). If the 

customer is far away, that order will be sent by plane. But, if the customer of the backordered order is 

nearby, in Europe for example, the nearby order will be prioritized in the factory, such that another 

order which is far away is delayed in the factory. Since that delayed order can be flown to the customer, 

the customer receives the delayed order no later than planned. The second backorder cost (𝑐𝐵2𝑖) 

represents the increased cost of flying. This can only be done up to the second cutoff point (𝐵∗∗), since 

at a certain point the factory simply cannot keep up with the demand, and lost sales will occur, 

essentially costing the profit Philips could make from selling that system (𝐶𝑌𝑖). 

Philips can also hold inventory. At Philips, the inventory items are raw materials used to fulfill demand 

when an order comes in. It is not beneficial to have inefficiently high inventory levels, since it means 

that invested capital is essentially stuck in raw material inventory, which could have been invested 

elsewhere. Therefore, inventory costs (𝐶𝐼𝑖) are considered for the inventory of raw materials at the end 

of a period. 𝐶𝐼𝑖 is equal to 20% of the raw material cost per year, which is equal to 1.67% per month. 

5.2. Estimation of the uncertain demand 

This section contains the estimation of the demand distribution for each aggregated group of products. 

This section starts by preparing the historical demand data from 2015 to 2019 for further analyses. 

Then, in order to estimate a demand distribution for each of the different groups of products, the data is 

first deseasonalized and the trend is taken out of the data. The data is deseasonalized and the trend is 

taken out to make the data independently and identically distributed (i.i.d.), which is required to fit a 

distribution. This means that all datapoints follow the same distribution and there is no dependency 

between datapoints, which means that the value of a datapoint does not tell anything about the value 

of the next datapoint. When there is trending and seasonality in the data of a product family, all 

datapoints do not follow the same distribution and there is dependency between datapoints. Hence, the 

data will be deseasonalized and the trend will be taken out in order to make the data i.i.d. After the 

distributions are fitted to the data, the trend and seasonality will be added back and the data will be 

discretized such that the demand can be estimated for an arbitrary point in time. 
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5.2.1. Data cleaning and preparation 

Before the data can be analyzed, the data is tested for missing values and outliers. The daily demand for 

IGT systems from 2015 to 2019 is taken direct from SAP, where the historical data is automatically 

stored. There are no missing values in the data and there also no outliers seem to be present in the 

data. 

Since the daily data is sporadic, analyzing the daily data will not result in an accurate estimation of the 

demand distribution. Therefore, the data is aggregated into monthly buckets. The data will also be 

categorized into multiple different categories. Aggregating all demand data into one category would 

mean no differentiation between products is considered, and that possible important individual aspects 

of products cannot be considered. Not categorizing the data would mean that the demand per 

individual product is too sporadic due to a high volume of different products. For this categorization, 

two options are considered, which are explained in the paragraphs below. 

The first option is aggregating per product family. A product family is a family of individual products 

aggregated based on similar characteristics. Philips offers a broad range of different IGT systems with 

endless customization options, which have already been categorized in 5 different product families 

based on similar characteristics. Aggregation per product family allows for distinguishing between 

inventory holding costs, production costs and time, and average costs for each product family.  

The second option is aggregating per geographical market, which allows further analyses to distinguish 

between lead times and pricing strategies for each market. But, since Philips distinguishes 17 different 

geographical markets, having 17 different categories will result in data being too sporadic for a reliable 

demand distribution estimation, hence this estimation will not be useful to get. Aggregating different 

markets such that they create five categories means that important individual characteristics of the 

markets are lost.  

5.2.1.1. Aggregation decision 

Due to the limitations of aggregation per market, the first aggregation option is chosen, and the 

individual products are aggregated into the 5 different product families. These product families are; 

Monoplane Cardio, Biplane Cardio, Monoplane Vascular, Biplane Vascular, and Centron. The monthly 

demand data over the last 5 years (2015 to 2019) for each product family is given in Figure 3. The data is 

indexed in time order, hence the data for each product family is a time series. A positive trend seems to 

be present for each of the product families, and there is quite a big demand variation between months. 

This could either be random, or this could be an indication of the presence of a seasonal pattern, which 

means that on average certain months will have higher demand than other months. For example, on 

average January seems to be a month with low demand compared to the rest of the year, but further 

analysis will be required to verify if this is indeed the case. 
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Figure 3. Data in monthly buckets for each product family 

5.2.2. Seasonality & trending 

After interviewing different employees of Philips, a seasonal pattern is expected to be found in the data 

for each product family, due to the buying behavior of the customers of Philips. Many customers who 

procure IGT systems are hospitals, which get an annual budget to spend at the beginning of the year. 

This means that they will first inquire which medical equipment they need, at which parties to get them, 

and then inquire at the different parties what they are able to deliver at which price. This means that it 

always takes time before an order is placed by a customer and produced by Philips. Each system is 

entirely made to order, since endless customization options are possible, hence Philips cannot simply 

produce its IGT systems in advance and they must be produced after demand has occurred. This means 

that the majority of demand is expected to occur during the second half of the year. 

Since the annual demand for IGT systems has increased gradually from 2015 to 2019, it is also likely that 

a positive trend is present for each of the product families.  

5.2.2.1. Actual trend estimation 

First, the trend is being detected by smoothing the time series for each product family using the 

centered moving average. In order to calculate the centered moving averages, the regular moving 

averages must first be calculated. Since we suspect that there is seasonality in the data, the moving 

averages must be calculated over the whole unit of time. In the demand data from Philips, twelve time 

periods make up one unit of time. The unit is a year, and there are twelve months in each year, hence a 

time period is equal to a month. This means that the first moving average can be calculated after those 

twelve time periods. The moving average for the first month of the second year (𝑀𝐴13) is equal to the 

average of the twelve previous months. Subsequently, the moving average value of the next month 

(𝑀𝐴14) is equal to the average of the twelve months prior to that month. The moving average values 

can be calculated until one time period after the latest year. Here, the index of the month is represented 
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by τ. For example, the first month of the second year is the 13th month, and the τ for this month is 13. 

The formula used to calculate the moving averages is given below.  

𝑀𝐴τ =
∑ 𝑥t

τ−1
t=τ−12

12
 

The centered moving averages are calculated by moving the current moving averages to the center of 

the periods used to calculate the moving average value. For example, the first moving average value is 

now placed at the first month of the second year, calculated using the values of the first year. Hence, 

the corresponding first centered moving average value will be placed at the center of the first year. 

Since a year has an even number of months, there is not one center. Instead, the first centered moving 

average for twelve time periods is situated at the 7th month (𝐶𝑀𝐴7), and this value is equal to the 

average of the first two moving average values. Subsequently, the value of the 8th month is equal to the 

average of the second and third moving average values. The formula to calculate the centered moving 

averages is given below. 

𝐶𝑀𝐴τ =
𝑀𝐴τ+6 + 𝑀𝐴τ+7

2
 

Since the first centered moving average value is given at the 7th month, the values for the first six 

months are still empty. The values for these periods with missing moving averages will be calculated by 

using the centered moving averages with a smaller time unit. So, instead of considering 12 months, the 

number of months is reduced.  

The found trend represented by the centered moving average values will be removed from the time 

series, resulting in a new stationary time series which can be tested for seasonality. If a seasonality is 

indeed present in the time series, the seasonality will be removed as well such that the data will be i.i.d. 

and a demand distribution can be estimated.   

5.2.2.2. Seasonality estimation 

The seasonality is computed following the method proposed by Nahmias and Olsen (2015), who propose 

a three-step method: 

1) Compute the sample mean of all the data 

2) Divide each observation by the sample mean. This gives seasonal factors for each period of 

observed data. 

3) Average the factors for the periods within each month. That is, average all the factors 

corresponding to the first month of a season, all the factors corresponding to the second month, 

and so on. The resulting averages are the seasonal factors.  

Using these seasonal factors, the additive seasonality for each month is calculated, which means that 

the size of the seasonal pattern is independent of the demand and the same pattern will repeat itself 

over different periods (Nwogu, Iwueze, & Nlebedim, 2016). Additive seasonality is considered, since the 

amplitude of the seasonal pattern does not seem to increase as the demand increases (Shorrocks, 

1980). The steps mentioned above are performed for each of the product families. Only the results for 

‘Monoplane Cardio’ are shown below in Figure 4, where the seasonal and trend component are 



 

28 
 

decomposed. These results will be explained thoroughly. For the other product families, the results will 

be briefly summarized, and their corresponding figures are given in Appendix A.  

 

 

Figure 4. Decomposed data for Monoplane Cardio 

The first graph in Figure 4 is the same as Figure 3, showing the monthly data. The middle graph shows an 

annually repeating seasonal pattern, with a clear drop in demand at the beginning of each year, which 

then slowly increases and results in a peak at the end of the year. The hypothesis that most of the 

demand occurs during the second half of the year therefore seems to be correct. What can also be seen 

in the bottom graph of Figure 4 is that on average the trend is increasing. Only at the end of 2018 and 

the beginning of 2019 there was a decrease in the trend. After conducting interviews at Philips, the 

reason found for this decrease in trend was because the factory of one of Philips’ suppliers burned 

down, hence the supply of raw materials was substantially hampered. As a result, Philips could not keep 

up with the demand due to inventory shortages. This lack of production has been compensated for at 

the end of 2019. Hence, this decrease in demand was an exception due to external circumstances, and 

in the future the trend is expected to remain positive. The other product families also show a clear 

repeating seasonal pattern with less demand at the beginning of the year than at the end of the year 

and a positive trend.  

5.2.2.3. Linear trend approximation 

The graphs all show a clear repeating seasonal pattern, only the trend for each of the product categories 

do not follow a stable, repeating pattern. In order to extrapolate the trend and use it to forecast, a 

stable pattern is desirable. Therefore, a linear approximation of the trend will be performed (Nahmias & 

Olsen, 2015). First, the seasonal pattern is removed from the original data, and a linear regression 

analysis is then performed on the deseasonalized data to get a linear estimation of the trend. A linear 

line is fitted to the data such that the squares of the residual values are minimized, where 

𝑅𝑒𝑠𝑖𝑑𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 =  |𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒 − 𝐴𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒|. This is also called minimizing the Residual Sum 

of Squares (RSS) (Nahmias & Olsen, 2015). The linear trend line in the deseasonalized data for the 
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product family “Monoplane Cardio” is graphically represented by the dotted line in Figure 5. What can 

be seen is that the linear approximation of the actual trend is positive. The steepness of the line is 

represented by the value 2.30, meaning that after a year, the average monthly demand has increased by 

2.30, so each month the average demand will increase by 
2.30

12
. For the 4 other product families, the 

linear trend approximations are positive as well, which are graphically represented in Appendix B.   

   

Figure 5. Linear trend approximation for Monoplane Cardio 

5.2.2.4. Seasonality & trend removal 

The linear approximations of the trend are then removed from the deseasonalized data. Then, the 

correlation matrices for each product family are calculated to see if the data is independent and 

identically distributed, which is required in order to fit a demand distribution to the data. These 

correlation matrices are found in Appendix C, and the matrices indeed generally show values low 

enough to confirm our assumption that the data is independent and identically distributed, and a 

demand distribution can be fit to the data. 

5.2.3. Distribution estimation 

The Normal distribution is often considered for stochastic APP models (Wellons & Reklaitis, 1989; 

Nahmias & Olsen, 2015), and will hence be considered when choosing the demand distribution which 

best fits to the demand data of Philips. The normal distribution is a continuous probability distribution 

function which is estimated using independent and identically distributed data. The Normal distribution 

is symmetric for −∞ ≤ 𝑥 ≤ ∞ and can therefore take on negative values. Hence, when the average 

demand is low or the standard distribution is high, the Normal distribution might not be smart to use, 

since in these cases the probability for the distribution to become negative increases. Also, the actual 

data might not be symmetric. 

Due to the symmetric and negativity limitations of the Normal distribution, two distributions will also be 

considered which do not have these limitations, namely the Weibull and Gamma distributions. The 

Weibull and Gamma distributions are asymmetric demand distributions for 𝑥 ≥ 0, such that the 

distributions cannot take negative values. This makes sense also for the case of Philips, since demand 

can never become negative. The Weibull and Gamma distributions are also continuous probability 

distribution functions, estimated using the independent and identically distributed data. For the Weibull 

distribution, the shape parameter 𝑘 ∈ (0, ∞) determines the shape of the distribution. If 𝑘 < 1, the 

probabilities are relatively high that the distribution takes on a low value compared to them having 
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higher values, hence the distribution is skewed to the left. On the other hand, if 𝑘 > 1, the distribution 

taking on a high value becomes more likely as compared to low values, and the distribution is skewed to 

the right. And, if 𝑘 = 1 the rate that a demand occurs will remain the same over time, and the Weibull 

distribution reduces to an exponential distribution (Jiang & Murthy, 2011).  

The Gamma distribution behaves similarly to the Weibull distribution, the skewness of the Gamma 

distribution depends on the shape parameter 𝑘 ∈ (0, ∞) where the probability that the distribution 

takes on larger values increases as 𝑘 increases, and at 𝑘 = 1 the Gamma distribution also reduces to an 

exponential distribution. The main difference between these distributions is that the probability 

distribution function for the Weibull distribution drops off more quickly for 𝑘 > 1 and more slowly for 

𝑘 < 1 than the Gamma distribution (Edition, Papoulis, & Pillai, 2002). The ability to skew these 

distributions to fit the shape of the data, makes the Weibull and Gamma distribution important to 

consider for estimating a demand distribution to the data of Philips. 

The distributions are estimated using maximum likelihood estimation (MLE), which is a method that 

estimates the parameters of a probability distribution by maximizing a likelihood function (Rossi, 2018). 

An optimal distribution is then chosen by comparing three different performance measures. Log-

likelihood, Akaine (AIC) and Bayesian Information Criteria (BIC), which are popular model selection 

criteria. The criteria are usually used to balance model complexity and fit, but they can also be used to 

compare different demand distributions, estimated with the same data (Bulteel, Wilderjans, Tuerlinckx, 

& Cuelemans, 2013). For these measures; a higher Log-likelihood, lower AIC, and lower BIC value 

indicates a better estimation. Table 2 shows that for “Monoplane Cardio”, the Normal Distribution is the 

best fitting distribution, with a corresponding mean (µ) of 20.18 and a standard deviation (σ) of 5.47. 

The distribution performance measures for the other 4 product families are given in Appendix D. For 

“Biplane Cardio”, “Monoplane Vascular”, “Biplane Vascular”, and “Centron”, the best fitting demand 

distributions are the Weibull (shape = 2.05, scale = 5.64), Normal (µ = 38.79, σ = 9.27), Normal (µ = 7.83, 

σ = 3.24), and Normal (µ = 4.98, σ = 2.82) distribution, respectively. 

Table 2. Demand distribution comparison for Monoplane Cardio 

Monoplane Cardio Normal Gamma Weibull 

Log-likelihood -187.0883 -188.5529 -187.1617 

AIC 387.1765 381.1059 378.3235 

BIC 382.3652 385.2946 382.5122 

 

Since the Normal distribution is the best fitting distribution for “Monoplane Cardio”, the histogram, 

quantile-quantile plot (Q-Q plot), probability-probability plot (P-P plot), and cumulative distribution 

function (CDF) of the Normal distribution are given in Figure 6. Since a normal distribution is symmetric 

by nature, the histogram should be at least somewhat symmetric as well, which is indeed the case. For 

the Q-Q and P-P plot, it is important that the datapoints closely follow the linear function, since this is an 

indication that the data closely resembles the estimated distribution (Michael, 1983). It is also the case 

that these plots follow the linear function, hence the Normal distribution is a good distribution for the 

estimation of demand for the product family “Monoplane Cardio”. The figures for the other product 
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families are given in Appendix E, which show similar results to “Monoplane Cardio”, hence the 

estimated distributions represent the actual data well, and they can be used when estimating the 

demand for IGT systems at Philips.  

 

Figure 6. Histogram, CDF, Q-Q plot, and P-P plot of estimated distribution for Monoplane Cardio 

5.2.4. Adding back trend and seasonality to estimated distribution 

Having the demand distributions for each of the product families, the demand for each arbitrary year 

can be forecasted. In order to do this, first the continuous demand distributions must be discretized for 

the distribution to represent integer values, since at Philips demand only occurs as integer values. The 

stochastic models studied in the literature review did not use a discretized distribution estimation to 

capture demand uncertainty, but instead used economic scenarios. The reason for using economic 

scenarios is to capture uncertainty in multiple parameters including the demand. But, since creating 

these scenarios is subjective and the only uncertain parameter at Philips is the demand, a novel 

discretization method is created to capture demand uncertainty.  

The demand is discretized for each integer value by calculating the probability for the cumulative 

distribution function (CDF) around that integer value, by calculating the probability that the cumulative 

distribution function is within the interval below 0.5 and above 0.5 the integer value. For example, for 

the value of 1, the probability that the CDF is between 0.5 and 1.5. Hence, the probability that the 

demand 𝐷𝑡 takes on value d, is calculated by using Formula 26: 

 𝑃(𝐷𝑡 = d) = 𝑃(d − 0.5 ≤ 𝐷𝑡 ≤ d + 0.5) = 𝑃(𝐷𝑡 ≤ d + 0.5) − 𝑃(𝐷𝑡 ≤ d − 0.5) (27) 
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For the demand distribution to represent the actual demand at Philips, the trend and seasonality must 

be added back before the integer values are calculated. Since the demand is dependent on the 

estimated demand distribution, the trend, and the seasonality, the demand (𝐷𝑡) is calculated using 

Formula (27): 

 
𝐷𝑡 = 𝑎 (∆𝑡 +

𝑡

12
) + 𝑐𝑡 + 𝑥 

(28) 

 

In Formula (28), 𝑎 (∆𝑡 +
𝑡

12
) represents the trending component, from now on referred to as φ in the 

formulas. 𝑐𝑡 represents the seasonal component, and 𝑥 represents demand estimated by the 

distribution, and: 

𝐷𝑡 The demand per time period (units) 

𝑡 The time period (1, 2, …, 12) 

𝑎 The estimated linear trend value (units) 

∆𝑡 The difference between the first and forecasted year (years) 

𝑐𝑡 The seasonal factor per time period (units) 

𝑥 The demand estimated by the distribution (units) 

φ The trending component (units) 

 

For clarification, the trend is dependent on the first year used to estimate the trend, the year which is 

forecasted, and the time period. This is the case because the trend is linearly increasing starting from 

the first time period in the first year used to estimate the trend (where the trend is 0) all the way to the 

time period of the forecasted year which is calculated. ∆𝑡 is the difference in years between the year 

where trend is zero, and the year which will be forecasted. For example, when the data of the initial 

year used to estimate the trend is 2015, and the forecasted year is 2020, then ∆𝑡= 2020 − 2015 = 5. 

Also, 𝑥 is the demand estimated by the distribution. For ‘Monoplane Cardio’ this is a Normal 

distribution, hence 𝑥~𝑁(𝜇, 𝜎) with mean = 𝜇 and standard deviation = 𝜎. The seasonality is only 

dependent on the time period, as it is additive and hence remains stable from one year to another. 

Combining Formula 26 and 27, the following formula is derived, which, for each product family 

individually, is used to calculate the probability for each integer value to occur: 

𝑃(𝐷𝑡 = d) = 𝑃(d − 0.5 ≤ φ + 𝑐𝑡 + 𝑥 ≤ d + 0.5) 

= 𝑃(φ + 𝑐𝑡 + 𝑥 ≤ d + 0.5) − 𝑃(φ + 𝑐𝑡 + 𝑥 ≤ d − 0.5) 

= 𝑃(𝑥 ≤ 𝑑 + 0.5 − φ − 𝑐𝑡) − 𝑃(𝑥 ≤ 𝑑 − 0.5 − φ − 𝑐𝑡) 

To summarize, the formula above calculates the probability of an integer value (𝑑) to occur, considering 

the trend (φ), seasonality (𝑐𝑡), and the demand estimated by the distribution (𝑥). 
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5.3. Scenario creation  

Having the discretized demand distributions for each product family, the scenarios can be created. A 

scenario is a combination of demands for each of the product families. Hence, the number of scenarios 

that will be created is equal to the multiplication of the number of possible demands for each product 

family. For example, when there are 10 different demand possibilities for each of the 5 product families, 

the number of scenarios will be 105 = 100,000. The probability for a scenario to occur, is equal to the 

multiplication of the probabilities of the individual demands to occur. For example, if each of the 5 

demands in a given scenario have a probability of 0.5 to occur, the probability of that scenario to occur 

is 0.55 = 0.03125, which is 3.125%.  

When creating the scenarios, it is not possible to create all possible scenarios. The reason for this is 

computational constraints. The number of scenarios increases exponentially as the number of demands 

per product family considered increases, and with the number of scenarios, the computational time 

required increases exponentially as well. Hence, the number of scenarios must be limited and not all 

possible demand combinations can be considered.  

While creating the scenarios, it is important to consider an uneven number of demands per product 

family, since 4 of the 5 product families are normally distributed, and the distributions are symmetrical. 

This means that the demand with the highest probability is in the middle of the distribution-peak, and 

the second most likely demand is either right or left of the peak. Hence, considering only the 2 most 

likely demands would provide skewed results, while the normally distributed data is not skewed but 

symmetrical. When considering the 3 most likely demands, a symmetric distribution is considered.   

Hence, the starting point is considering the 3 most likely demands per product family, creating 243 

scenarios (= 35). After that, following a greedy heuristic, the best possible improvement is calculated. 

This is done by first providing the objective function solving the model for the 243 scenarios. Then, the 

number of demands considered will be increased for one of the product families to the 5 most likely, 

creating 405 scenarios. This is done for each product family, so in total 5 times. The reason for increasing 

one product family with 2 demands instead of 1, is because then the symmetric properties of the normal 

distributions are maintained in the scenarios. The objective function for each of the 5 models with 405 

scenarios is then compared with the objective function of the model with 243 scenarios, to see which 

scenario increase caused the most absolute difference in the objective function, and hence had the most 

impact on the objective function. The model which had the most impact on the objective function is 

then chosen as the new best model. The objective function from this model will then again be compared 

with the objective functions of five other models, each of them increasing the number of most common 

demands for one of the product families, to see which causes the most absolute difference. This process 

is repeated until computational times become too large, and the models cannot efficiently be solved 

anymore. The threshold for a reasonable computational time is 7200 seconds, and the models are 

solved using the ‘CPLEX’ solver in the ‘NEOS’ server.  The results are shown in Table 3. 
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Table 3. First greedy iteration 

Monoplane Cardio Biplane Cardio Monoplane 

Vascular 

Biplane 

Vascular 

Centron % objective 

difference 

3 3 3 3 3 Default 

5 3 3 3 3 0.63% 

3 5 3 3 3 1.70% 

3 3 5 3 3 1.39% 

3 3 3 5 3 0.88% 

3 3 3 3 5 1.38% 

 

As can be seen in Table 3, increasing the number of demands considered in the scenarios for the 

product family Biplane Cardio has the most impact on the objective function, and is therefore chosen. 

Another iteration will increase the computational time such that an efficient solution cannot be 

generated within 7200 seconds, hence the final number of demands per product family considered in 

the scenarios is the following: 3 for Monoplane Cardio, 5 for Biplane Cardio, 3 for Monoplane Vascular, 3 

for Biplane Vascular, and 3 for Centron. This will create 405 different scenarios (3 ∗ 5 ∗ 3 ∗ 3 ∗ 3 = 405). 

During the scenario creation, a finite number of values are considered while the distributions can take 

on an infinite number of values. Hence, the total probabilities for each product family will not add up to 

exactly 1 and probabilities are essentially lost. To make sure that the total probabilities do add up to 1 

for each product family, each individual probability is divided by the sum of all probabilities for that 

product family. This way, the ratios are maintained and the probabilities for each product family add up 

to 1. These steps are performed for each of the product families, for each time period.  
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5.4. Model results 

By solving the model with the 405 different scenarios created in the previous section, the total expected 

cost are calculated. The total expected cost consists of multiple different costs, graphically presented in 

Figure 7. 

 

Figure 7. Graphical representation of the optimal expected cost of the stochastic APP model 

As Figure 7 shows, the main source of costs are the labor costs (59.6%) and regular production costs 

(32.5%). Together they consist of 92.1% of the total costs. After that, labor overtime cost are 2% of the 

total costs, and inventory costs consist of 1.83% of the total cost.  

Since the hiring costs are quite a substantial amount, not all demand is satisfied during regular 

production time, and a small amount is satisfied during overtime. For that small number of orders 

satisfied during overtime, it is apparently not worth it to hire an extra person to produce these orders 

during regular time. The reason for this is the fact that there is a substantial hiring cost since new 

employees must be trained, and the maximum number of people which can be hired per period is 

limited. Due to the hiring limitation, if at a certain period the demand is very high, Philips would have to 

start hiring months in advance to have enough workforce to satisfy the high demand during regular 

time. This means that the months before overcapacity is present, which is costly. So, in this case it is 

more cost efficient to not hire as many people and produce in overtime during the period where 

demand is high. Also, if demand in a certain period is high, but in the next period it is quite low, it might 

be efficient to take on backorders to spread out the demand a little.  

Even though the lost sales costs consist only of 0.36% of the total costs, this parameter has a big 

influence on the final output. Since the cost of a lost sale is up to 20 times higher than for a backorder, 

people are hired, and inventory is stored such that lost sales are avoided at all costs. Since the lost sales 

are not 0, costs for lost sales do occur. However, this only occurs during the slight chance when demand 

is a lot higher than average. 

59,63%

1,12%

0,25%

1,99%

32,55%

1,20%

1,83%

0,85%

0,22%
0,36%

Stochastic model costs

Labor cost

Hiring cost

Firing cost

Overtime labor cost

Regular production cost

Overtime production cost

Inventory cost

First backorder cost

Second backorder cost

Lost sale cost
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The workforce levels of the model per time period are given in Table 4. The initial workforce level was 

200, so in period 1, three people were fired, and hired again in period 6. Three people were hired again 

in period 8, and from period 9 to 11 onward people were hired each period. What is remarkable, is that 

from period 11 to 12, the maximum number of people allowed were fired. The reason for this is not just 

a decrease in seasonality for the 12th month. Instead, the model assumes a finite time horizon, and 

hence it is more profitable in the final time period to fire people and have backorders than to pay for the 

labor and production costs. This is a limitation of the model and limits representation of reality, since 

usually the planning horizon is longer than the planning horizon in this model, which is one year.  

Due to confidentiality, the workforce in the first period is set as A, and the other workforce levels are 

given as a proportion to A. 

Table 4. Workforce levels of the stochastic model per time period 

Time Workforce 

1 A 

2 A 

3 A 

4 A 

5 A 

6 1.02A 

7 1.02A 

8 1.03A 

9 1.07A 

10 1.12A 

11 1.13A 

12 1.07A 

 

5.5. Sensitivity analysis 

In this section, the sensitivity of the model to changes in the input variable is investigated. Firstly, a 

mean value deterministic model is compared with the final stochastic model. This model is made 

deterministic, by creating only one scenario, where the demands of each product family for each time 

period are equal to the means. Secondly, it investigated how the costs and workforce levels change 

when the expected demand in the stochastic model decreases with 10%, and thirdly when the demand 

increases with 10%. Then, it is investigated what happens when hiring costs, backorder costs, and 

inventory costs are doubled respectively.    

5.5.1. Mean Value Deterministic model 

Looking at the output of the mean value deterministic model as compared to the stochastic model, total 

expected costs are reduced by 3.55%. It makes sense that these costs are reduced, since in the mean 

value deterministic model there is less uncertainty, which means that workforce and inventory levels 

can better be tailored to the coming demand. Being able to tailor the workforce and inventories to the 

demand means that for the mean value deterministic model, the inventory and lost sale costs are 0. This 
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makes sense, since for each period the exact demand is ordered, and since the demands are fulfilled due 

to perfect ordering and capacity planning, no lost sales have to occur. 

Also, 1.75% fewer people are hired compared to the stochastic model and the labor costs are also 

decreased by 1.75%. However, the relative percentage of the labor costs is increased to 60.74%. The 

workforce levels in proportion to A are given in Table 5. This means that in the stochastic model, extra 

workforce is hired to create a buffer for uncertainties in demand. This decrease in workforce hired does 

mean that in the mean value deterministic model the overtime labor costs are 23.2% higher and the 

overtime production costs are 22.3% higher than in the stochastic model, but still the overtime labor 

and production costs only consist of 2.55% and 0.61% of the total costs respectively. How the costs are 

distributed for the mean value deterministic model is shown in Figure 8.  

 

Figure 8. Graphical representation of the optimal costs of the deterministic APP model 

Table 5. Workforce levels of the deterministic model per time period 

Time Workforce 

1 A 

2 A 

3 A 

4 A 

5 A 

6 A 

7 1.01A 

8 1.01A 

9 1.03A 

10 1.08A 

11 1.08A 

12 1.03A 

60,74%

0,75%

0,24%
2,55%

33,50%

1,52%
0,00%0,48%0,23% 0,00%

Mean value Deterministic Model costs

Labor cost

Hiring cost

Firing cost

Overtime labor cost

Regular production cost

Overtime production cost

Inventory cost

First backorder cost

Second backorder cost

Lost sale cost
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5.5.2. Performance comparison mean value deterministic and stochastic model 

This section provides a comparison of the performance of the mean value deterministic model which 

Philips is currently using, and the stochastic model which is proposed as a better alternative. For this 

comparison, two new simulation models are created. In these simulation models, what would happen in 

real life is simulated, namely that first decisions on the workforce levels for each time period and the 

raw materials ordered for each product family for each time period are made, and then the demand is 

realized.  

In the simulation models the performance of the solution from the stochastic model is compared with 

the performance of the mean value deterministic model. In these simulation models, the outcomes of 

the first stage variables are set. Hence, the values of the workforce levels for each time period and the 

raw materials ordered for each product family for each time period are used as parameters in the new 

simulation models. 

The first simulation model is created using the optimal workforce levels and materials ordered given by 

the stochastic model, and the second simulation model is created using the optimal workforce levels 

and materials ordered given by the mean value deterministic model. For the simulations, 3125 scenarios 

are created for each simulation model. These scenarios are combinations of demands for each of the 

five product families. The 3125 scenarios are created by using the 5 most likely demands per product 

family (3125 = 55), similar to the scenario creation in Chapter 5.3. Hence, each of the new simulation 

models have deterministic demand and will be solved 3125 times, where each time the demand is 

slightly different. Solving the new simulation models determines what the actual costs will be after 

having determined the optimal workforce levels and materials ordered for each time period. The 

outcomes of the simulations for the optimal deterministic and stochastic input parameters are 

graphically represented in boxplots in Figure 9. 

 

Figure 9. Boxplot comparison of stochastic and mean value deterministic model 

Figure 9 shows that there is less variance in the costs of the simulations for the stochastic model than 

for the mean value deterministic model. In fact, for the stochastic model the highest cost is 56% higher 

than the lowest cost, and for the mean value deterministic model the highest cost is 73% higher than 
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the lowest cost. This means that there is less variance in the actual costs when considering the 

stochastic model compared to the mean value deterministic model.  

Figure 10 shows the histogram and boxplot of the percentual cost improvement of the stochastic model 

over the mean value deterministic model. These improvement percentages are calculated for each of 

the 3125 different simulations, using the formula below: 

  

𝑀𝑒𝑎𝑛 𝑣𝑎𝑙𝑢𝑒 𝑑𝑒𝑡𝑒𝑟𝑚𝑖𝑛𝑖𝑠𝑡𝑖𝑐 − 𝑆𝑡𝑜𝑐ℎ𝑎𝑠𝑡𝑖𝑐

𝑆𝑡𝑜𝑐ℎ𝑎𝑠𝑡𝑖𝑐
∗ 100% 

 

   

Figure 10: Histogram and boxplot of the percentual improvement of the stochastic model 

 

What is shown in Figure 10, is that in the case where the stochastic model performs the worst, the 

stochastic model performs 2.53% worse than the mean value deterministic model. This makes sense, 

since the workforce levels and items ordered for the stochastic model are slightly higher than those of 

the deterministic model, which means that when demand is lower than expected, there is less excess 

workforce in the mean value deterministic model.  

However, the stochastic model has got some advantages over the mean value deterministic model. 

Solving the 3125 simulations for each of the new simulation models shows that the cost of the 

stochastic model is 5.44% lower on average than the cost of the mean value deterministic model. The 

reason for the lower cost is the fact that the proposed workforce levels and materials ordered by the 

stochastic model create a buffer which considers uncertainty in demand. Also, in the case where the 

stochastic model performs the best compared to the mean value deterministic model, the cost of the 

stochastic model is 13.72% lower than the cost of the mean value deterministic model.  

And, the first simulation model, using the optimal workforce levels and materials ordered given by the 

stochastic model, provides lower costs for 2554 of the 3125 simulations compared to the second 

simulation model, which uses the optimal workforce levels and materials ordered given by the mean 

value deterministic model. In the cases where the mean value deterministic model provides lower costs 

than the stochastic model, the demand is lower than expected. In these cases, the mean value 
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deterministic model only performs slightly better than the stochastic model. This slight improvement is 

the reason that there is a peak at a percentual cost difference of -1% in the histogram in Figure 10. On 

the other hand, the stochastic model keeps improving compared to the mean value deterministic model 

as the demand becomes higher than expected. Hence, the percentual cost difference keeps increasing 

as the demand becomes higher, and there is not a large peak on the right side of the histogram in Figure 

10.  

In conclusion, the stochastic model provides 5.44% lower costs on average, and there is less variance in 

actual costs than for the mean value deterministic model. 

5.5.3. Average demand 10% decrease and 10% increase 

This section investigates how the optimal workforce levels and expected costs change when the demand 

changes. This is done by solving the stochastic model with a decrease and increase of the demand by 

10%, respectively. The demand is increased and decreased by scaling the trend for each product family 

such that the total demand of the forecasted year is 10% higher or lower. Firstly, when the expected 

demand is decreased by 10%, the total expected costs decrease by 8.71%, hence the expected demand 

decreases faster than the total costs. The total workforce and labor costs decrease by 6.64%. The 

workforce levels in proportion to A are given in Table 6. 

Table 6. Workforce levels for 10% demand increase and decrease per time period 

Time Workforce 10% decrease Workforce 10% increase 

1 0.96A 1.02A 

2 0.92A 1.05A 

3 0.92A 1.09A 

4 0.92A 1.09A 

5 0.92A 1.09A 

6 0.95A 1.12A 

7 0.95A 1.12A 

8 0.96A 1.12A 

9 1.01A 1.18A 

10 1.05A 1.23A 

11 1.06A 1.23A 

12 1.01A 1.17A 

 

The reason for the fact that the demand decreases more steeply than the total costs, is because the 

workforce and inventory buffer to account for uncertainty in demand is the same size for the lower 

demand as for the initial demand. And since this buffer does not scale down, these costs remain the 

same and for the lower demand the buffer accounts for a larger percent of the total demand. Also, 

some costs increase as the demand decreases. The obvious cost which increases with a substantial 107% 

is the firing cost. Since suddenly fewer people are needed, people must be fired from the initial 

workforce, resulting in extra firing costs. Because later in the year people must be hired again, the hiring 

cost is also even higher than for the initial stochastic model. The backorder costs also increase slightly, 
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but to compensate the lost sale costs decrease significantly by 48%. The costs of overtime labor, 

overtime production, and inventory also reduce significantly with 54%, 53%, and 20% respectively.  

When the demand increases by 10%, the optimal total workforce is increased by 8.56% as compared to 

the initial stochastic model. The workforce levels are given in Table 6. The total costs increase by 9.33%, 

for the 10% demand increase, the total costs more closely follow this change than for the 10% demand 

decrease. Also, no large percentual cost changes compared to the initial model are present, which was 

the case for the model with 10% demand decrease. The costs for firing, inventory, and lost sales 

decrease, and the other costs increase. The largest percentual increase is for the hiring costs, which 

increase by 72% compared to the initial model. This makes sense, since for the initial model the initial 

workforce was very close to the optimal workforce for the first 8 periods, and for the model with 10% 

demand increase the required workforce is around 10% higher.  

5.5.4. Cost parameter impact on objective function 

For the other cost parameters, it is investigated which has the greatest impact on the objective function, 

by doubling the value of these parameters. This is not done for all parameters. For example, the cost of 

lost sales is already sufficiently high such that the model tries to avoid lost sales as much as possible, 

such that it only accounts for only 0.36% of the total costs. Also, the labor costs (59.6% of total costs) 

and regular time production costs (32.6% of total costs) are not increased, since these increase 

whenever an order is produced, and hence no sensitivity analysis on these cost parameters needs to be 

performed to know that these have a very large impact on the objective function.  

The cost parameters that will be considered to calculate the impact on the objective function, are hiring 

costs, both backorder costs, the inventory costs, and the overtime labor costs. These all have a very 

similar impact on the objective function. The hiring costs, backorder costs, inventory costs, and overtime 

labor costs increase has an impact on the objective function of 1.35%, 1.37%, 1.45%, and 1.34% 

respectively. There are slight differences in the impact on the workforce, which increase by 1.79%, 

2.20%, 1.43%, and 3.38% respectively.  

So, increasing each of these parameter costs only slightly increases the total expected costs and 

workforce levels. An interesting observation is that an increase of the hiring costs leads to higher 

workforce levels. The reason for this increase is that since hiring has become more expensive, it is not 

worth it to fire people during the months when demand is lower to then hire them again since demand 

increases at the end of the year. Hence, the overall workforce levels are higher. For the increase of the 

other parameters, it makes sense that the workforce levels increase, since increasing the workforce 

levels results in limiting the impact of the increased parameter cost on the total expected costs. The 

increase of overtime labor costs has the biggest positive impact on the workforce levels, because if 

overtime labor gets more expensive, Philips wants to prevent working in overtime. This means that 

Philips want to produce as much as possible during regular time, which requires increased workforce.  

Another thing Philips could do is make the workforce more flexible by enabling the possibility of hiring 

or firing an endless amount of workers during each period. This is done by removing constraint (18). 

When constraint (18) is removed, the expected costs reduce by 0.10%. Hence, removing constraint (18) 

only has a limited impact on the total expected costs. Whether realizing this cost reduction is worth it, 
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depends on how expensive it is for Philips to realize this increased flexibility of workforce levels from 

one period to another. 

5.6. Summarization of results 

This section contains the most important conclusions from the model results and sensitivity analysis. 

Firstly, Philips currently considers a deterministic model, while a stochastic model is a better 

representation of reality. The total workforce levels should be 1.75% higher to create a buffer for 

uncertainty in demand. In the model, a limited number of scenarios are considered due to 

computational constraints, which also means that limited demand dispersion is considered. When more 

scenarios are considered, there would be more spread in the demand and there would hence be more 

uncertainty in the demand. This could mean that when the number of scenarios in the stochastic model 

is increased, the workforce increases more to create an extra buffer for the extra uncertainty in 

demand. Because of the way the scenarios are generated, more uncertainty is captured by increasing 

the number of scenarios. 

Secondly, the simulations showed that the costs of the stochastic model are on average 5.44% lower 

than the costs of the deterministic model, the reason for this is because the buffer in workforce levels 

means that fewer sales are lost when demand is higher than expected. Hence, the costs of 

underestimating demand are lower than the costs of overestimating demand. In 2554 of the 3125 

simulations, the stochastic model performed better than the deterministic model, which means that 

only in some cases where demand is lower than expected the stochastic model does not perform better. 

Another advantage of the stochastic model is that the costs vary less when the demand changes 

compared to the deterministic model, which means that the stochastic model provides a more robust 

solution.  

Thirdly, when the annual demand decreases by 10%, the optimal expected costs decrease slightly less 

than the demand, namely by 8.7%. Also, the workforce decreases significantly less, only by 6.6%. The 

reason for this is that the size of the uncertainty remains the same, and a workforce buffer must be 

maintained to consider this uncertainty. For when the annual demand increases by 10%, the workforce 

level also does not increase by 10%, but by 8.56%, at the expense of some increased overtime labor and 

production costs.   

It is important to mention that, since the model assumes a single planning horizon, people are fired 

during the final time period to save money, as apparently backorders in that period are more affordable 

than paying labor costs. This is a bad representation of reality, since ending the planning horizon with 

backorders, only means that in the next planning horizon extra workforce must be hired again to catch 

up with demand and fulfill the backorders.  
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6. Conclusion and discussion 
This chapter contains the conclusion and discussion of the research. In section 6.1, the conclusion per 

research question is given. In section 6.2, the limitations of this research are described. Section 6.3 

contains the recommendations for Philips, and the suggestions for further research are given in section 

6.4.  

6.1. Conclusion per research question 

The aim of this research was to develop a model to optimize the Aggregate Production Planning for 

Image Guided Therapy systems at Philips Healthcare. Philips currently assume deterministic demand, 

and the developed model captures the uncertainty in demand.  

Below the conclusions per research question are given, which were created to fulfill the aim of this 

research. 

1. Currently, how is aggregate production planning being performed at Philips? 

Philips is currently translating its demand prediction directly to its APP, while in reality the demand 

forecast is fairly uncertain. This means that Philips assume deterministic demand, while the demand can 

be over- or underestimated, each having financial consequences.  

When demand is overestimated, there are excess raw materials and workers in the factory. And, when 

demand is underestimated, there will be backorders or lost sales. These possible financial consequences 

make it important for Philips to consider the uncertainty in the forecasted demand when determining its 

aggregate production plan instead of assuming deterministic demand. 

2. How to capture stochasticity of demand in the aggregate production planning model for Philips? 

First, it is investigated how to best aggregate the different individual products Philips sell to its customer 

into aggregate categories. Based on similar characteristics, the individual products are aggregated into 5 

different product families. These product families are; Monoplane Cardio, Biplane Cardio, Monoplane 

Vascular, Biplane Vascular, and Centron.  

The data over the last 5 years (2015 to 2019) for each product family was aggregated into monthly 

buckets and then used to estimate a demand distribution. But, before demand distributions were 

estimated, first seasonality and trending were removed from the data for each product family. This was 

done to make the data i.i.d., which is required to fit a distribution to the data. For the trend, a linear 

approximation was performed, which resulted in a positive linear approximation of the trend for each 

product family. For the seasonality, the data of each product family was skewed to the right, meaning 

that there is more demand later in the year. The reason for this is that many of the customers of Philips 

are hospitals, which get an annual budget at the beginning of the year. And, after inquiring at different 

parties, the hospital then decides which system they want to procure. This means that there is always a 

trajectory before an offer is placed at Philips. 

For the estimation of the demand distribution, three different distributions were compared; the Normal, 

Weibull, and Gamma distribution. The product families Monoplane Cardio, Monoplane Vascular, Biplane 
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Vascular, and Centron are normally distributed, and the product family Biplane Cardio is Weibull 

distributed.  

We then created a novel discretization method to discretize the continuous distribution functions for 

the distributions to represent integer values, and in this process the seasonality and trending is added 

back in. These integer values and their corresponding probabilities are then used to create demand 

scenarios, where a demand scenario is a combination of demands for each product family. The 

probability of a scenario to occur is equal to the multiplication of the probabilities for the demands of 

each individual product family to occur.  

3. What is the optimal aggregate production plan to consider when determining the capacity 

levels? 

To determine the optimal APP, a stochastic APP model is created. In this model, the demand scenarios 

are used as input to capture the uncertainty in the demand. This model is created by using the model 

proposed by Leung et al. (2006) as a basic model, and adapting it to fit to the context of Philips. These 

adaptations are; creating a convex piecewise linear backorder and lost sales cost function, making the 

model made-to-order, using the demand distributions to create demand scenarios, and the removal of 

factory capacity constraints. The proposed stochastic APP model is suitable for any production plant in a 

made-to-order production environment.  

Solving this stochastic APP model shows that the main source of costs are the labor costs (59.6%) and 

regular production costs (32.5%). Together, these consist of 92.1% of the total costs.  

In order to analyze how the costs and workforce levels of the stochastic APP model compare to the 

model Philips currently uses, a mean value deterministic model is created. This model is made 

deterministic, by creating only one scenario, where the demands of each product family for each time 

period are equal to the means. Comparing the stochastic and mean value deterministic APP model 

shows that the workforce levels are 1.75% higher in the stochastic model. The higher workforce levels 

create a buffer for the uncertainty in demand.   

To compare the costs of the stochastic and mean value deterministic model, 3125 scenarios are created 

for each simulation model. These scenarios are combinations of demands for each of the five product 

families. The 3125 scenarios are created by using the 5 most likely demands per product family (3125 =

55). The simulations show that on average, the costs of the stochastic model are 5.44% lower than the 

costs of the mean value deterministic model. In the worst case, the costs of the stochastic model are 

2.53% higher than those of the mean value deterministic model. In the best case, the costs of the 

stochastic model are  13.72% higher than those of the mean value deterministic model. For 2554 of the 

3125 simulations, the stochastic model performs better than the mean value deterministic model, and 

the variance in the costs of the stochastic model is less than of the mean value deterministic model.  

4. What is the sensitivity of the created model with respect to the parameters of the demand 

distribution? 
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When the expected demand decreases by 10%, the total expected costs decrease by 8.71%, and the 

workforce levels decrease by 6.64%. So, the expected demand decrease more than the total costs and 

workforce levels. The reason for this steeper decrease is because the workforce levels still need to act as 

a buffer for the uncertainty in demand, and because firing employees to reach the desired workforce 

level costs money, hence it might be better to have slightly higher workforce levels than desired instead 

of more costs of firing employees. When the expected demand increases by 10%, the optimal workforce 

levels increase by 8.56%, and the total costs increase by 9.33%. This means that when the demand 

increases by 10%, the total costs more closely follow this change than for the 10% demand decrease.  

Increasing or decreasing the labor costs and regular time production costs have the highest impact on 

the total costs, as these consist of a large percentage of the total costs. Doubling the hiring costs, 

backorder costs, inventory costs, and overtime labor costs have a limited impact on the objective 

function. There are slight differences in the impact on the workforce. This means that each of these 

parameter changes have a limited impact on the objective function and workforce levels, and the 

increase of overtime labor costs has the biggest impact on the workforce levels. The increase of hiring 

costs leads to higher workforce levels, because it makes it less worth it to fire people during months 

with less demand, since they have to be hired again when the demand increases at the end of the year. 

Hence, the overall workforce levels are higher.  

For the increase of the other parameters, it makes sense that the workforce levels increase, since 

increasing the workforce levels results in limiting the impact of the increased parameter cost on the 

total expected costs. The increase of overtime labor costs has the biggest positive impact on the 

workforce levels, because if overtime labor gets more expensive, Philips wants to produce as much as 

possible during regular time, which requires increased workforce. 

If Philips were to make the workforce more flexible by enabling the possibility of hiring or firing an 

endless amount of workers during each period. When this is done, the expected costs reduce by 0.10%. 

Hence, making the workforce more flexible only has a limited impact on the total expected costs. 

Whether realizing this cost reduction is worth it, depends on how expensive it is for Philips to realize this 

increased flexibility of workforce levels from one period to another. 

6.2. Limitations of this research 

The quality of results is only as good as the quality of the input parameters. There was almost no data 

available when exactly backorders happen. The values of 𝐵∗ and 𝐵∗∗, representing when which type of 

backorder or when a lost sale happens, were hence hard to estimate. The different types of backorders 

are penalty costs and increased costs of flying. The values of 𝐵∗ and 𝐵∗∗ were estimated based on 

interviews with several stakeholders within Philips, resulting in a rough estimation which could be 

inaccurate.  

Also, only a limited number of scenarios could be considered due to computational constraints, which 

means that the actual uncertainty in the demand is higher than the uncertainty considered in this 

research. This means that in practice, the optimal workforce levels would be different. The optimal 

workforce levels are likely to be higher, since considering a larger uncertainty in the demand will likely 

result in a larger workforce buffer for this uncertainty.  
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And, no safety stocks or lead times are considered for the raw materials. In reality, long lead times could 

result in the possibility of raw materials to be ordered only a limited number of times a year. Also, 

currently one raw material inventory item is considered for each product family, while in reality multiple 

raw materials are required to produce an IGT system, and some raw material items are used for multiple 

product families.  

Due to the limited time available, in the sensitivity analysis only doubling certain parameter values is 

considered. It is not considered what happens if certain parameter values decrease, or what happens if 

𝐵∗ or 𝐵∗∗ increase or decrease. 

When we create the scenarios, three different distributions are considered, the Normal, Gamma, and 

Weibull distribution. The solution we get can be different if someone else can find a better distribution. 

Another limitation in the scenario creation is that we consider a linear trend as an approximation of the 

actual trend, while in reality the trend is not completely linear.  

Finally, since the proposed model considers a single planning horizon, people are fired during the final 

time period to save money. Apparently, backorder and firing costs in the final time period are more 

affordable than paying labor costs. This is a bad representation of reality, since ending the planning 

horizon with backorders, only means that in the next planning horizon extra workforce must be hired 

again to catch up with demand and fulfill the backorders. 

6.3. Recommendations 

Based on the results and observations during this research, several recommendations are made. 

Firstly, overall the quality of the historical data is good, but not a lot of data is available for the input 

parameters. There was especially little data available on when exactly which type of backorder or when 

a lost sale happens, represented by the values of 𝐵∗ and 𝐵∗∗. The different types of backorders are 

penalty costs and increased costs of flying. Therefore, it is recommended to improve the data quality on 

when exactly penalty costs, increased costs of flying, and lost sales occur. This will result in a better 

estimation of 𝐵∗ and 𝐵∗∗, which will improve the quality of the model output.  

Secondly, the labor costs and production costs by far have the largest impact on the total costs. When 

aiming at cost reduction, it is therefore most important to reduce those costs. Of the other parameters, 

the inventory costs have the largest impact on the total costs, as doubling these costs increases the total 

costs by 1.45%. This means that of the other parameters, reducing the inventory costs will result in the 

most savings for Philips. 

Most importantly, we recommend Philips to implement the proposed stochastic APP model in the S&OP 

process for the Image Guided Therapy systems. By implementing the model, the uncertainty in demand 

is considered by fitting a demand distribution to the data for each product family, and creating demand 

scenarios using these distributions, the estimated trend, and the estimated seasonality. The case study 

has provided the result that when following the stochastic APP model compared to the deterministic 

APP model, on average the costs will be 5.44% lower. The total workforce levels will be 1.75% higher, 

and this way a buffer for the uncertainty in the demand is created.  
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As output, the stochastic APP model proposes workforce levels for each month, and raw materials 

ordered for each month for each product family. Since the amount of raw materials ordered is now 

given per product family, it is important for Philips to disaggregate these into amounts of raw materials 

to order for each individual product. 

6.4. Future research 

First of all, a direction for future research is to study how to efficiently include more scenarios in the 

proposed model. Increasing the number of scenarios will mean that more uncertainty in the demand is 

considered, and the model better represents real-world uncertainty. This could be done either by 

creating a new way to formulate scenarios more efficiently, such that fewer scenarios are required to 

capture more possible uncertainty, or by improving the speed the model can be solved.  

A way to improve the speed the model can be solved, is by developing a new method to solve the two-

stage stochastic programming model. One of these possible methods is via ‘decision rules’. A decision 

rule is a function which links an observation to an appropriate action. This means that instead of having 

to solve the second-stage variables at the realization of demand, a (piecewise) linear function has 

already been predetermined for the second-stage variables, which outcome depend on the realization 

of demand. The two-stage stochastic programming model will therefore be transformed to a one-stage 

stochastic programming model, which limits the required computational time to solve the model.  

Another direction for future research is how to make the model more robust. Our simulation showed 

that there is less variance in the results of the stochastic model compared to the mean value 

deterministic model. This variance can be further reduced using ‘Robust Optimization’. Robust 

optimization provides a solution which is robust with respect to changes in the input data. So, robust 

optimization provides the stability which stochastic models are lacking. A robust optimization might 

therefore not provide an optimal solution, but the provided solution contains less variance.  

What also could be investigated more is how to better represent the trend. Currently, the trend is 

estimated using a linear approximation, while in reality the actual trend is never completely linear. It 

could therefore be beneficial to study how to estimate a piecewise linear trend, such that the estimated 

trend better represents the actual trend.  

The final proposed direction for future research is to develop a way to increase detail on the ordering of 

raw materials. On the one hand, multiple components per aggregate product category can be included, 

where some components can be required at multiple aggregate product categories. On the other hand, 

lead times or the ability to only order during certain time periods can be considered. This way, bulk 

orders of raw materials have to be placed which are then used over multiple periods of time to fulfill 

demand. This can be realized by extending the proposed model by including a new constraint which 

states that certain raw material items can only be ordered in certain time periods. 
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Appendices 

Appendix A: seasonal patterns and trends of different product families 
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Appendix B: Linear approximation of the trend for each product family 
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Appendix C: Correlation matrices after removing seasonality & trend 

Correlation Matrix Monoplane Cardio 

1 2 3 4 5 6 7 8 9 10 11 12 

1.00 0.83 0.17 0.20 -0.80 -0.16 0.69 -0.23 0.05 -0.11 -0.11 -0.65 

0.83 1.00 0.20 -0.12 -0.91 0.08 0.38 0.09 -0.07 0.03 0.05 -0.59 

0.17 0.20 1.00 -0.39 -0.09 -0.82 -0.50 -0.58 -0.96 0.89 0.49 -0.57 

0.20 -0.12 -0.39 1.00 0.32 0.36 0.36 0.37 0.35 -0.74 0.27 -0.36 

-0.80 -0.91 -0.09 0.32 1.00 0.02 -0.55 0.14 -0.11 -0.06 0.35 0.28 

-0.16 0.08 -0.82 0.36 0.02 1.00 0.19 0.93 0.68 -0.80 -0.02 0.25 

0.69 0.38 -0.50 0.36 -0.55 0.19 1.00 -0.10 0.71 -0.59 -0.65 -0.01 

-0.23 0.09 -0.58 0.37 0.14 0.93 -0.10 1.00 0.38 -0.63 0.33 0.03 

0.05 -0.07 -0.96 0.35 -0.11 0.68 0.71 0.38 1.00 -0.85 -0.67 0.53 

-0.11 0.03 0.89 -0.74 -0.06 -0.80 -0.59 -0.63 -0.85 1.00 0.21 -0.14 

-0.11 0.05 0.49 0.27 0.35 -0.02 -0.65 0.33 -0.67 0.21 1.00 -0.67 

-0.65 -0.59 -0.57 -0.36 0.28 0.25 -0.01 0.03 0.53 -0.14 -0.67 1.00 

 

Correlation Matrix Biplane Cardio 

1 2 3 4 5 6 7 8 9 10 11 12 

1.00 0.05 -0.30 -0.97 -0.24 -0.08 0.95 0.32 -0.25 0.82 0.73 0.20 

0.05 1.00 0.46 -0.02 -0.65 0.12 0.11 -0.64 -0.14 -0.25 -0.43 0.96 

-0.30 0.46 1.00 0.37 -0.74 0.22 0.00 -0.01 -0.77 -0.02 -0.81 0.22 

-0.97 -0.02 0.37 1.00 0.25 0.30 -0.88 -0.19 0.14 -0.82 -0.81 -0.16 

-0.24 -0.65 -0.74 0.25 1.00 0.21 -0.42 0.23 0.68 -0.38 0.32 -0.48 

-0.08 0.12 0.22 0.30 0.21 1.00 0.08 0.45 -0.28 -0.27 -0.40 0.17 

0.95 0.11 0.00 -0.88 -0.42 0.08 1.00 0.46 -0.55 0.86 0.51 0.20 

0.32 -0.64 -0.01 -0.19 0.23 0.45 0.46 1.00 -0.52 0.54 0.22 -0.61 

-0.25 -0.14 -0.77 0.14 0.68 -0.28 -0.55 -0.52 1.00 -0.55 0.33 0.02 

0.82 -0.25 -0.02 -0.82 -0.38 -0.27 0.86 0.54 -0.55 1.00 0.59 -0.23 

0.73 -0.43 -0.81 -0.81 0.32 -0.40 0.51 0.22 0.33 0.59 1.00 -0.22 

0.20 0.96 0.22 -0.16 -0.48 0.17 0.20 -0.61 0.02 -0.23 -0.22 1.00 
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Correlation Matrix Monoplane Vascular 

1 2 3 4 5 6 7 8 9 10 11 12 

1.00 -0.35 0.66 0.02 -0.17 -0.28 0.07 0.36 -0.15 -0.01 -0.84 -0.85 

-0.35 1.00 -0.07 -0.80 -0.76 0.22 -0.44 -0.14 -0.44 0.73 -0.13 0.02 

0.66 -0.07 1.00 -0.53 -0.59 -0.66 -0.68 -0.21 0.15 -0.04 -0.82 -0.50 

0.02 -0.80 -0.53 1.00 0.97 0.23 0.86 0.32 0.16 -0.51 0.50 0.17 

-0.17 -0.76 -0.59 0.97 1.00 0.29 0.76 0.27 0.32 -0.61 0.67 0.32 

-0.28 0.22 -0.66 0.23 0.29 1.00 0.44 0.78 0.13 -0.13 0.44 -0.16 

0.07 -0.44 -0.68 0.86 0.76 0.44 1.00 0.47 -0.28 -0.06 0.36 0.00 

0.36 -0.14 -0.21 0.32 0.27 0.78 0.47 1.00 0.18 -0.29 -0.05 -0.67 

-0.15 -0.44 0.15 0.16 0.32 0.13 -0.28 0.18 1.00 -0.92 0.33 0.06 

-0.01 0.73 -0.04 -0.51 -0.61 -0.13 -0.06 -0.29 -0.92 1.00 -0.36 -0.02 

-0.84 -0.13 -0.82 0.50 0.67 0.44 0.36 -0.05 0.33 -0.36 1.00 0.77 

-0.85 0.02 -0.50 0.17 0.32 -0.16 0.00 -0.67 0.06 -0.02 0.77 1.00 

 

Correlation Matrix Biplane Vascular 

1 2 3 4 5 6 7 8 9 10 11 12 

1.00 0.32 0.38 0.63 0.99 0.57 0.55 -0.56 0.13 0.66 -0.03 0.53 

0.32 1.00 0.69 -0.32 0.30 0.67 0.04 -0.20 -0.17 0.74 -0.24 0.33 

0.38 0.69 1.00 -0.39 0.46 0.89 0.67 0.08 -0.66 0.34 -0.54 -0.28 

0.63 -0.32 -0.39 1.00 0.57 -0.02 0.20 -0.28 0.37 0.38 0.07 0.58 

0.99 0.30 0.46 0.57 1.00 0.61 0.63 -0.52 0.04 0.59 -0.08 0.42 

0.57 0.67 0.89 -0.02 0.61 1.00 0.75 0.15 -0.66 0.63 -0.73 -0.05 

0.55 0.04 0.67 0.20 0.63 0.75 1.00 0.24 -0.68 0.14 -0.65 -0.38 

-0.56 -0.20 0.08 -0.28 -0.52 0.15 0.24 1.00 -0.78 -0.26 -0.78 -0.68 

0.13 -0.17 -0.66 0.37 0.04 -0.66 -0.68 -0.78 1.00 0.03 0.91 0.71 

0.66 0.74 0.34 0.38 0.59 0.63 0.14 -0.26 0.03 1.00 -0.28 0.71 

-0.03 -0.24 -0.54 0.07 -0.08 -0.73 -0.65 -0.78 0.91 -0.28 1.00 0.41 

0.53 0.33 -0.28 0.58 0.42 -0.05 -0.38 -0.68 0.71 0.71 0.41 1.00 
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Correlation Matrix Centron 

1 2 3 4 5 6 7 8 9 10 11 12 

1.00 -0.70 -0.80 0.20 -0.83 -0.18 -0.62 -0.48 -0.65 0.51 -0.45 0.37 

-0.70 1.00 0.46 0.05 0.55 0.20 -0.11 0.17 -0.03 -0.79 -0.04 -0.71 

-0.80 0.46 1.00 -0.70 0.87 0.40 0.67 0.85 0.72 -0.49 0.49 -0.59 

0.20 0.05 -0.70 1.00 -0.64 -0.74 -0.37 -0.66 -0.56 -0.02 -0.04 0.44 

-0.83 0.55 0.87 -0.64 1.00 0.67 0.53 0.50 0.74 -0.27 0.12 -0.48 

-0.18 0.20 0.40 -0.74 0.67 1.00 -0.05 0.08 0.34 0.17 -0.55 -0.38 

-0.62 -0.11 0.67 -0.37 0.53 -0.05 1.00 0.60 0.92 0.03 0.77 0.18 

-0.48 0.17 0.85 -0.66 0.50 0.08 0.60 1.00 0.49 -0.54 0.70 -0.56 

-0.65 -0.03 0.72 -0.56 0.74 0.34 0.92 0.49 1.00 0.17 0.47 0.12 

0.51 -0.79 -0.49 -0.02 -0.27 0.17 0.03 -0.54 0.17 1.00 -0.36 0.81 

-0.45 -0.04 0.49 -0.04 0.12 -0.55 0.77 0.70 0.47 -0.36 1.00 0.03 

0.37 -0.71 -0.59 0.44 -0.48 -0.38 0.18 -0.56 0.12 0.81 0.03 1.00 
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Appendix D: Demand distribution estimation comparison 

Monoplane Cardio Normal Gamma Weibull 

Log-likelihood -187.0883 -188.5529 -187.1617 

AIC 387.1765 381.1059 378.3235 

BIC 382.3652 385.2946 382.5122 

 

 

Biplane Cardio Normal Gamma Weibull 

Log-likelihood -141.9763 -138.1145 -138.0952 

AIC 287.9527 280.2291 280.1905 

BIC 292.1414 284.4178 284.3792 

 

 

Monoplane vascular Normal Gamma Weibull 

Log-likelihood -218.7539 -218.9478 -219.3887 

AIC 441.5079 441.8956 442.7773 

BIC 445.6966 446.0843 446.966 

 

 

Biplane Vascular Normal Gamma Weibull 

Log-likelihood -155.6183 -161.8722 -156.5515 

AIC 315.2367 237.7444 317.1029 

BIC 319.4253 331.9331 321.2916 

 

 

Centron Normal Gamma Weibull 

Log-likelihood -147.3211 -156.3603 -156.3603 

AIC 298.6422 316.7206 316.7206 

BIC 302.8308 320.9093 320.9093 
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Appendix E: Plots of best fitting demand distribution 

Monoplane cardio: 

 

Biplane cardio: 
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Monoplane vascular: 

 

Biplane vascular: 
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Centron: 
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Appendix F: Final presentation 

 


