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Abstract

Machine learning models are increasingly being applied in organizations to offer new services or
support existing business processes in order to increase operational efficiency. Federated learning
is a technology that allows organizations that learn a model on the same learning task to learn
a global model over the union of all their data, without the privacy- or scalability problems. In
this study, we explore a federated learning collaboration between organizations where the goal is
to provide each participant with a federated model that performs better than his best local model.
The problem is that there exists no known work that explores the potential of such a collaboration,
nor does a general solution exist that can set up such a collaboration between organizations that
are heterogeneous in their data and their business context.

To get an understanding of the potential of such a collaboration, a first theoretical analysis of
how a federated model can generalize better than a local model on a particular distribution and
how this performance benefit is dependent on the statistical characteristics of the the federated
learning scenario is performed. This analysis is based on existing theories in domain adaptation
theory and statistical learning theory. Experiments on the CIFAR-10 dataset are performed to
gather empirical evidence to verify the conclusions from the theoretical analysis.

We also propose Adaptive Federated Learning for Dynamic, Online settings (AFL-DO) for adapt-
ively using the federated- and the local model in a realistic setting that contains concept drift and
a changing network of clients. This framework is motivated by the knowledge that a federated
model is only beneficial if a temporal insufficiency of data exists on a client’s new concept, such
that the federated model achieves better generalization, despite of additional error due to non-
iid-ness. By combining a drift detection mechanism with an adaptation mechanism, an adaptive
model is learned that is achieves superior or at least equivalent performance to the local- and
federated model, such that it can be applied as a standard solution to any scenario where the
non-iid-ness is not exactly known. A first algorithm that implements this framework: FedWin is
proposed and evaluated in a number of experiments on the CIFAR-10 dataset.

Finally, a reference model is presented that provides a standard solution for creating the collabora-
tion as a service and integrating it in any arbitrary business context. This reference model applies
the BASE/X framework for service dominant business modeling to show how the collaboration is
set up for any combination of organzations with heterogeneous business logic and -goals, as long as
they require a machine learning model for the same learning task. An evaluation of this reference
model and the collaboration idea as a whole using workshops resulted in positive results on the
constructs of the Technology Acceptance Model, which means that industry experts perceived the
system useful and easy to use.
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Chapter 1

Introduction

With the research field of machine learning maturing, machine learning models are increasingly
being applied in organizations. Frequently, different organizations deploy similar machine learning
models for the same learning task, but train these models on merely their own, local data. It is
generally well known that the more labeled data a machine learning model is trained on, the
larger the probability that the estimated model is ’close’ to the optimal model in terms of error.
So why not learn one, global model on all data of multiple organizations combined, in order to
offer a better model to all organizations? The answer is that scalability- and data privacy issues
make organizations hesitant to share their data with others, hence uploading all data to a shared
server/database is often no solution. Federated learning (FL), a novel technology originating from
the research fields of distributed optimization and privacy-preserving machine learning, shows
possibilities to learn a global model over all data in a large number of physically distributed
databases combined, without the scalability and data privacy problems.

1.1 Informal introduction to the research problem

This study explores the use of federated learning technology in a network of autonomous and
physically distributed organizations that face the same learning task, in order to through a collab-
orative effort, learn a global model that offers better predictive performance for all participants
on that particular learning task.

For example, consider the hypothetical case where five hospitals in the Netherlands use deep
learning models to detect breast cancer from image data. The learning tasks and deployed model
architectures are very similar for all hospitals, but the limited amount of training data available to
these hospitals can result in local models that are bad estimators of the optimal model parameters,
and possibly lead to bad diagnoses for patients due to incorrect predictions. National or inter-
national legislation prevents hospitals from sharing patient data with third parties, so learning
a global model over the union of all hospitals’ image data would be prohibited. Here, federated
learning gives the opportunity to learn a global model over all data without sharing patient data
and possibly saving lives through improved diagnoses with cancer detection models at all hospitals
involved.

To the best of our knowledge, there has been no existing work on federated learning which ex-
plores this opportunity from both a technical- or a business perspective. Therefore, the goal of
this study is to design a framework that can be used as a general solution to establish such a
federated learning collaboration between any set of organizations and for any machine learning
task. This framework should cover design questions of the collaboration on all aspects: from
machine learning algorithms that should be used to how the collaboration should be integrated in
organizations’ existing business context and -systems.

Federated Learning over Local Learning: an Opportunity for Collaboration 1



CHAPTER 1. INTRODUCTION

Federated learning collaborations between organizations could accelerate the adoption of machine
learning models in real-world settings, because it lowers the bar for organizations to learn a ma-
chine learning model that is estimated well enough for use in production. A general framework
for achieving such a collaboration contributes to lowering the efforts needed to set up such a col-
laboration for an arbitrary scenario.

This work can be divided into three main parts: (1) a theoretical- and empirical analysis of the
benefit of using of a federated learning model over a local model, (2) a novel approach and al-
gorithm for online federated learning in a dynamic scenario with concept drift and (3) a general
reference model for integrating this collaboration in an organization’s existing business logic and
information systems.

1.2 Summary of contents

This section gives a first summary of all research work that is contained in this thesis.

1.2.1 Analysis of the benefit of a federated model over a local model

The first step in designing such a framework is understanding how and when the federated learning
collaboration is actually beneficial. Therefore, the first deliverable of this study is an analysis of
the potential improvement in generalization of a federated model over a particular client’s local
model. We study how a federated model can generalize better on unseen data then a locally
learned model and how it is dependent on the statistical characteristics of a given collaboration
scenario: client distributions, local sample sizes and model complexity.

The method used to analyze generalization improvement is two fold: first, existing literature in
domain adaptation- and statistical learning theory is used to combine Probably Approximately
Correct (PAC) bounds for both the local and the federated model. An analysis of these bounds
results in an estimation of asymptotic dependencies of the expected value and variance of the
generalization benefit on a particular scenario’s statistical characteristics. From the interpretation
of these results, a set of conclusions on when and how the federated model can be beneficial are
formulated. These five conclusions are then verified through an empirical analysis of multiple
simulations of different FL scenarios and the distribution of performance benefit for each of the
different scenarios.

1.2.2 An online adaptive algorithm for improved generalization in a
dynamic federated scenario

A federated learning collaboration between organizations is an online learning problem, where
the participant set and the environment of participants of the collaboration changes constantly.
Conclusions from the analysis of the benefit of a federated model, paired with unstudied influences
of such a dynamic setting make existing federated learning methods unsuitable to maintain a stable
collaboration. Therefore, a novel federated learning algorithm is required that is solves these
problems and is adaptive to the dynamics of such a scenario, such that a stable collaboration is
achieved where clients do not leave and contribute new data constantly.

A novel research setting for federated learning is proposed that models such a dynamic environment
more realistically. For that setting, a new framework for adaptive federated learning is proposed
where the federated model serves the function of a long-term memory model that is automatically
deployed when a drift in local concept is detected for which a client has insufficient data to estimate
a good local model. A first algorithm is also proposed that implements this framework. A number
of experiments are performed to evaluate to what extent this algorithm and the framework as

2 Federated Learning over Local Learning: an Opportunity for Collaboration



CHAPTER 1. INTRODUCTION

a whole contribute to learning more robust models in such a dynamic setting and consequently
achieve a stable federated collaboration.

1.2.3 A reference model for creating and integrating a federated learn-
ing collaboration

After exploring the potential of such a collaboration and designing a proper learning algorithm to
achieve an added value for any given scenario, the question becomes how such a collaboration can
be implemented from a business perspective. A general solution is needed on how to integrate the
collaboration in the existing business context of different organizations, from business model to
information system architecture.

A general reference model is proposed that is designed using the BASE/X framework [28]. By
taking a service-dominant business perspective, the collaboration is established as a business model
which is made possible by a federated orchestrator. The offered value-in-use of this business
model: better predictions for a particular learning task through a federated model, can intuitively
be integrated into the context of organizations with very different business activities. The reference
model defines the inter-dependencies on the different aspects of business decision making using
different types of models. A proof of concept application of the reference model in a logistics
use-case is given as an argument of the template’s practical usefulness. Finally, the Technology
Acceptance Model [15] is used to formally evaluate the usefulness, ease of use and intention of use
of both the collaboration as a whole and the reference model as a tool to implement it.

1.3 Report structure

This work is structured as follows. In Chapter 2, preliminary knowledge is covered which is
essential to understand the problem formulation and methodologies that are mentioned in the
formal research framework of Chapter 3, as well as to become familiar with the mathematical
notations that are used in the remainder of the report. The characteristics, restrictions, pros and
cons of federated learning will also be formally defined. In Chapter 3, a formal problem setting
is defined in order to scope down the exact problem that we are exploring in this project. After
defining the research questions, the methods deployed to answer these research questions are also
introduced. Chapter 4 contains a literature review on existing federated learning methods that
are applicable to the problem. Chapter 5 then describes the analysis of the benefit of a federated
learning model in detail, followed by a set of conclusions on why and under what circumstances
federated learning is beneficial for a set of clients in a potential scenario. The next chapter
motivates and describes a novel approach for using a federated model over a local model in an
online learning setting with a dynamic federated scenario. Chapter 7 then covers the design
of a reference model for establishing and integrating the federated learning collaboration as a
service, together with a proof of concept application to a real-life use case and an evaluation on its
perceived usefulness. Finally, Chapter 8 introduces the final conclusions of this exploratory study
and evaluates its limitations.

Federated Learning over Local Learning: an Opportunity for Collaboration 3



Chapter 2

Preliminaries

In this chapter, concepts, definitions and notations are introduced that can be regarded as pre-
knowledge that is required to understand the formal problem definition and research framework
in the next chapter.

2.1 Machine Learning

Machine learning is part of the broader field of artificial intelligence. The term machine learning
refers to the automated detection of meaningful patterns in data, based on past experience [70].
This data is usually structured as a set of vectors from a multi-dimensional space, where each
vector is called an instance and each dimension is called a feature. This section will give a
brief introduction to the different types of machine learning and introduces the reader to the
mathematical notation used in this report. Most of the notations and definitions are taken from
[70] and [58].

2.1.1 Types of machine learning

Machine learning algorithms can be divided into a number of categories which differ in the types
of data patterns they mine and the type of data they input and output.

Supervised learning algorithms build mathematical models that take a vector from the feature
space as input and output a target variable that is related to the input. The model learns by
calculating a predicted output over an input vector and subsequently improving itself after being
shown the true target variable in a process called training. If the target variable of a particular
problem is a continuous variable, we speak of a regression problem, while if the target variable is
discrete and without a particular ordinality, we speak of a classification problem. The approaches
used to solve these problems can be divided into generative modeling and discriminative modeling
approaches. In generative modeling, a probability distribution over the feature and target variables
is learned, whereas in discriminative modeling, a conditional probability or decision boundary
is learned directly. In supervised learning, we can think of the environment as a teacher that
’supervises’ the learner by providing extra information in the form of a target variable.

In unsupervised learning however, the learner processes the input data with the goal of outputting
some summary or information about an underlying structure or pattern in the input data without
the environment providing information (target variable) about what this structure exactly is. Well
known applications of unsupervised learning methods are cluster analysis, density estimation and
dimensionality reduction.

Semi-supervised learning is an approach which uses unsupervised learning techniques to improve
supervised learning models with large amounts of unlabeled data.

4 Federated Learning over Local Learning: an Opportunity for Collaboration



CHAPTER 2. PRELIMINARIES

Reinforcement learning is a type of machine learning which is concerned with teaching an agent to
decide the optimal action to perform on its environment, given the current state of the environment.

This study is scoped on classification problems in supervised machine learning. The next section
gives a mathematical formulation of classification problems, which will be used in the remainder
of this report.

2.1.2 Mathematical problem formulation of classification problems

A supervised machine learning problem can be characterized as a learning task, which is the
combination of a feature space X , a label space Y and the relation between the two, which is
either modeled by a labeling function f : X → Y in the discriminative modeling approach or a
probability distribution P (y|x) in the generative modeling approach, for all x ∈ X and y ∈ Y. A
learner ’s goal is to find a labeling function h : X → Y, called a hypothesis or model, which outputs
the learning task’s labeling of any input vector x with high probability.

The learner has access to a labeled sample set S of size n, also called a training dataset, which
is sampled independent and identically distributed (i.i.d) from a data-generating joint probability

distribution P(x, y) over space X × Y: S = {xj , yj}nj=1
i.i.d∼ P(x, y). To be usable for solving

the learning task, we assume that the label y of each sample is labeled according to the labeling
function f , or that P(y|x) of the data generating distribution is equal to the conditional probability
distribution of the learning task, if we use the generative modeling approach.

Using a learning algorithm, A : (X × Y)n → (X → Y) the learner selects some hypothesis rule
from a hypothesis class H, based on the information in sample set S. We can denote this rule as
h ∈ H. A hypothesis class represents the space of all possible models of hypothesis which can be
selected by the algorithm, e.g a parameter space.

The measure of success for a selected hypothesis is the probability that it does not predict the
correct label on a random data point generated by the aforementioned data generating distribution
P(x, y). The amount of error made by the hypothesis is defined by a loss function ` : Y ×Y → R.
We term this measure of success the risk R of a hypothesis and can be defined as:

R(h) = E
(x,y)∼P(x,y)

[`(h(x), y)] (2.1)

The risk is a measure of generalization of a hypothesis h; the degree to which this hypothesis is
able to predict well on unseen data instances. The optimal classifier for a particular learning task,
which we denote as f∗ is called the Bayes classifier or the labeling function. It is the decision rule
that has the minimal risk over all decision rules possible:

f∗ = arg inf
fmeasurable

R(f) (2.2)

The excess risk or regret is the difference in risk between a hypothesis classifier h and the risk of the
Bayes classifier. This can be decomposed in the estimation-approximation error decomposition:

R(h)−R(f∗) = R(h)− inf
h∈H

R(h)︸ ︷︷ ︸
estimation error

− inf
h∈H

R(h)−R(f∗)︸ ︷︷ ︸
approximation error

(2.3)

Where inf
h∈H

R(h) is the optimal hypothesis in the hypothesis class. The estimation error can be

seen as a result of randomness in the sampling process of the training data, and quantifies ’how
well’ we can use data to find a hypothesis that performs as well as the best hypothesis in H. The
approximation error quantifies the performance hit incurred by imposing restrictions on H. The

Federated Learning over Local Learning: an Opportunity for Collaboration 5



CHAPTER 2. PRELIMINARIES

size and complexity of H plays a crucial role here, when H is relative small, it is easier to find
the optimal decision rule in the class, but the distance from the optimal measurable decision rule
grows and vice versa.

2.2 Federated Learning

Federated Learning (FL) is a machine learning setting where a set of data-generating parties with
local computing resources, termed clients (e.g mobile devices or whole organizations) collaborat-
ively train a model under the orchestration of a central server, termed orchestrator, while keeping
training data decentralized. FL was introduced in 2016 by Google researchers as a novel setting
for distributed optimization research [57]. A formal definition is:

Federated learning is a machine learning setting where multiple entities (clients) collaborate in
solving a machine learning problem, under the coordination of a central server or service

provider. Each client’s raw data is stored locally and not exchanged or transferred; instead,
focused updates intended for immediate aggregation are used to achieve the learning objective [35].

Federated learning embodies principles of focused collection and data minimization and therefore
has a number of advantages over centralized machine learning in mitigating privacy risks and
scalability [35]:

1. Because raw datapoints do not need to be stored in a centralized database, a machine learning
model can be learned over multiple databases that contain sensitive data without the risk of
exposing sensitive information to non-authorized individuals.

2. The sourcing out of data processing to computing resources at the node where data is stored,
mitigates the need for large amounts of computing resources at a central server when scaling
up learning to a larger number of databases.

3. Because data is processed at the node where data is stored, merely focused updates that
are typically smaller in size than the raw data have to be transported over a network with
bandwidth that is both limited and costly, which leads to scalability in communication.

Analyzing and learning from data that is distributed among many owners without exposing that
data is a longstanding goal among many research communities, including cryptography, databases
and machine learning [35]. The term federated learning provides a convenient shorthand for a
set of characteristics, constraints and challenges that occur in research problems that pursue this
goal.

Therefore, Section 2.2.1 will describe in detail what specific characteristics and restrictions are
assumed when mentioning the federated learning setting in this study. In Section 2.2.2, two
common categorizations of the federated learning setting are discussed briefly.

2.2.1 Characteristics and restrictions of federated learning

Federated learning is a relatively novel term, and therefore different interpretations of the term are
used in existing literature. To prevent misinterpretation of terms and concepts in the remainder
of this report, this section provides a number of characteristics and restrictions that define the
federated learning setting in this study. These characteristics are based on the definitions in [35]
and [45].

Data locality

Data is generated locally at clients and remains decentralized. Raw data is never exposed to other
clients, nor to the central server. Data is not independently or identically distributed across clients
(non-iid-ness).
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Central orchestration

Clients only communicate with a central orchestration server, which organizes the training, but
never sees raw data.

Communication

Communication is costly and volatile, because clients may be physically distributed across the
globe. Therefore, communication between client and server should minimized in all developed
methods and techniques for federated learning.

Privacy guarantees

Although focused updates make a step towards protecting the data generated at each client,
sensitive information can still be revealed from focused updates like gradient information [22, 71].
Therefore, all designed methods and techniques for federated learning should be compatible with
technologies that can guarantee privacy like differential privacy [19] or cryptographic protocols
(e.g [9]).

Systems heterogeneity

Systems between clients can be heterogeneous in data storage technology or computing resources,
which means all methods and techniques should take into account differences in data schemes and
data processing times.

2.2.2 Categorizations of federated learning

Kairouz et al. [35] identify two different settings within the federated learning setting: cross-silo
federated learning and cross-device federated learning. Cross-silo federated learning emphasizes on
learning a shared model on a relatively small number of reliable clients that have relatively large
local datasets, for example organizations. Cross-device federated learning relates to the setting of
learning a global model on up to millions of mobile- and edge devices that have a relatively higher
probability of dropping out and have relatively smaller local datasets and computing resources.
For an extensive comparison between data-center distributed learning, cross-silo federated learning
and cross-device federated learning, the reader is referred to [35], Table 1.

Yang et al. categorize federated learning on data partitioning. They name the case where data is
partitioned over clients in the network based on examples horizontal federated learning, and the
case where data is partitioned based on features vertical federated learning. In horizontal federated
learning, each client’s dataset contains data over exactly the same features, but measured for
different instances. In vertical federated learning, each dataset has information about the same
instance (e.g a person), but all hold different fields of information about that instance. For example,
in the case where one client is a bank and another client is an e-commerce company, both clients’
datasets can contain information about the same individual, but where the bank has information
about that individual’s current credit rating, the e-commerce company records all details of that
individual’s recent purchases in their webshop. Yang et al. also identify a third category, called
federated transfer learning, where the client datasets differ not only in samples, but also in feature
space.

In this study, we will focus on horizontal, cross-silo federated learning, and thus when speaking
of federated learning in the remainder of this report, we assume a data partitioning on instances
across clients and all characteristics that come with cross-silo federated learning as defined in
[35], Table 1. Cross-silo federated learning was chosen because the problem in this study focuses
on collaborations between organizations and horizontal federated learning was chosen because it
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is the most matured and popular form of federated learning. The same collaboration could be
studied for other types of federated learning in future research, though.
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Chapter 3

Problem Formulation and
Research Framework

This chapter first formally defines the problems and problem setting that are central in this study
in Section 3.1. The research questions and the research framework used to answer these questions
are then described in Section 3.2.

3.1 Problem formulation

This explorative study is motivated by the general hypothetical problem where a set of data-
generating parties would like to improve the accuracy and reduce the loss of a machine learning
model on the same learning task, without the parties being willing to share their raw data. Because
of the ’technology-push’ nature of this motivation, there is no prior definition of a problem space
in which this hypothetical problem is placed. Therefore, the problem setting and its scope are
first defined in detail, both conceptually and mathematically in Section 3.1.1, to provide concrete
boundaries on what scenarios are considered. Then finally, the problem is formulated within this
space of possible problem configurations in Section 3.1.2.

3.1.1 Problem setting

The goal of this section is to define the scope of possible scenarios that are considered as the
problem space. Because this study focuses both on the mathematical/technological aspects and
the business aspects of a federated learning collaboration, the problem setting will be defined both
conceptually and mathematically in the next two sections.

Conceptual setting

Consider a set of physically distributed organizations, from now on termed clients or participants,
that operate within a local environment to pursue different business goals. These clients are all
connected over the internet to some trusted server, which is assumed to be an independent third
party. This server, from now on termed orchestrator, is an organization for which providing the
technology and knowledge of orchestrating federated learning aligns with his business goals. This
could be for example a large technology services provider like Google or IBM.

Each client is faced with the sames supervised learning task of predicting some target variable
from an input variable. A high-quality model that solves this learning task generates value for a
client when it is used in its business processes. The nature of this value is dependent on a par-
ticular client’s internal business logic, -context and -goals, which may be different across clients.
For example, two clients may face the same learning task of predicting failures in a particular
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type of industrial valve, where one client uses this prediction in the maintenance planning of a
nuclear plant, while the other client integrates the prediction in a milk production process. It is
assumed that the set of clients involved in this collaboration is dynamic, meaning that clients’
data-generating environment may change and their local datasets may add datapoints over time.

Each client generates labeled data from his local, non-static environment where the relations
between features and labels roughly adhere to the underlying relations of the same learning task.
Differences in the local environment and data collection process may result in small heterogeneity
in the underlying relations of the data across clients, while still resulting from the same learning
task, in what is called dataset shift [66]. For example, in a handwriting recognition task, two
different persons write the same symbol for a particular letter, but may have small differences in
stroke that make the relations between features and labels not correspond entirely.

It is assumed that each client has the computational resources and system infrastructure to learn
a local model from his local labeled dataset that can be applied on the learning task, although
these resources may be heterogeneous across clients. It is also assumed that each client has the
resources and required connectivity to the orchestrator to contribute local updates to a federated
model.

Mathematical setting

Consider a network of clients, denoted by a set M , for which each client i ∈ M has access to a
data-generating joint distribution Pi(x, y) over the same space of features and labels X ×Y. In the
remainder of this report the shortened notation Pi is also used for this distribution. This study
will focus on classification learning tasks, hence introducing the restriction Y ∈ Z. Assume Pi
generates data according to a simple conditional model:

Pi(x, y) = Pi(y|x)︸ ︷︷ ︸
Ti

Pi(x)︸ ︷︷ ︸
Di

(3.1)

The first term is the learning task Ti, as explained in Section 2.1.2 and the second term is what
we call the domain of a client, denoted as Di. Local distributions can be non-iid between two
different clients in M , meaning that either the domains or learning tasks are not equal. Each

client i has stored a labeled sample Si = {xj , yj}nij=1
i.i.d∼ Pi of size ni ≥ 0. All learning tasks Ti

can be modeled by a hypothesis class H, for which it is assumed that a consensus exists between
clients what this class should be.

Mathematically, a particular scenario for federated learning is described by its statistical charac-
terization S; being a tuple of a set of clients M , characterized by their distributions and labeled
samples, and a consensus hypothesis class H:

S := ({Pi(x, y), Si}i∈M ,H) (3.2)

The set of clients is assumed to be dynamic over time, so whereas Equation 3.2 refers to the static
setting, the dynamic setting adds a time dimension to the characterization of a scenario. For a
time point t, we denote a client set at time t as M t and similarly add time stamps to each client’s
labeled sample and distribution as follows:

St := ({Pti (x, y), Sti}i∈Mt ,H) (3.3)

A visual representation of a scenario within the problem space is given in Figure 3.1.

3.1.2 Problem definition

Now that a problem space has been defined in which each possible scenario S resides, the research
problem of this study that is considered within this space can be formulated.
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Figure 3.1: Visualization of a scenario St

Each client i ∈M can learn a model over merely his local data Si, using an algorithm Alocal (e.g
stochastic gradient descent). We name this model the local model, and denote it as:

ĥi = Alocal(Si,H) (3.4)

In the presence of an orchestrator, there exists an opportunity to learn a federated model in
a scenario S, under the restrictions of the federated setting of Section 2.2.1, using a federated
algorithm AFL, denoted as:

ĥFL = AFL({Si}i∈M ,H) (3.5)

As a measure of generalization of a model, we evaluate using each client’s local risk, defined as the
risk on client i’s local distribution Pi:

Ri(h) = E
(x,y)∼Pi(x,y)

[`(h(x), y)]

This collaborative effort of learning a federated model ĥFL might result in a model which general-
izes better at on client i’s distribution than his local best ’effort’ ĥi. For the lack of a better name,
we term this improvement in generalization Vi the performance benefit for client i, and define it
as the difference in local risk of the local model and the federated model:

Vi = Ri(ĥi)−Ri(ĥFL) (3.6)

There seems to exist an opportunity for a collaboration which generates value for each collabor-
ator in the form of Vi. This improvement in model performance can have further applied value,
depending on the application of the model and the internal business context of each client.

What makes the exploration of this collaboration in this problem space difficult and ultimately
motivates this study is the heterogeneity of clients in distributions, systems and business context.
Because of distributions Pi of clients being different in what is called the non-iid-ness problem of
federated learning [35], there is no certainty that a collaboration between a certain set of clients
in the defined problem space will actually result in a federated model that performs better than a
local model. Also, heterogeneity in systems and business context make this collaboration difficult
to integrate from a business perspective, because each organization has his own internal business
goals and information system infrastructure, which makes setting up and integrating a collabora-
tion between up to hundreds of clients a difficult engineering job to overcome all these differences.
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The problem is that there have been no known studies that analyze when and how Vi is actu-
ally positive and how this should be managed from an algorithmic standpoint under statistical
heterogeneity. Neither do any studies exist that offer a solution to how this federated learning
collaboration should be set up and integrated in a network of physically distributed parties that
are heterogeneous in systems and business logic. There is a need for a general solution that is
applicable to all scenarios within the problem setting, while at the same time taking into account
the heterogeneity of clients. Other requirements to this solution is that it should adhere to the
restrictions and characteristics of the federated learning setting defined in Section 2.2.1.

3.2 Research framework

This section presents the used methodology for solving the defined problem within its problem
setting. In Section 3.2.1, all research questions and the methods used to answer the questions
are discussed. Finally, a background on how this research methodology fits in the design science
research paradigm is provided in Section 3.2.2.

3.2.1 Research questions and methods

Given the problem setting and problem definition, the main research question of this study which
aims to solve the problem is as follows:

How can federated learning technology be used to generate a benefit in model performance over
local models (performance benefit) in any potential collaboration between organizations that face

the same learning task but are heterogeneous in distributions, systems and business context?

In this research question, additional stress should be put on the terminology any potential collab-
oration: the research intends to design a general solution to this question for any scenario in the
defined problem space and as such, the result can be considered a framework for implementing
such a collaboration in a concrete scenario, while overcoming the heterogeneity of clients.

To answer the main research question, four sub-questions are formulated to provide a structure to
the ordering in which information is gathered on different aspects of the main research question.

Federated learning was introduced in 2016, and since then has gained interest quickly in the ma-
chine learning community. The rate at which novel techniques are proposed in literature, paired
with the broad spectrum of research communities that can tackle different challenges of federated
learning, makes the state of the art difficult to follow. Therefore, the first step in answering the
main research question is to summarize which existing federated learning techniques can be used
to manage and implement a performance benefit-oriented collaboration of organizations. This
brings us to the first research question:

1. What federated learning theories, -algorithms, -schemes and -systems exist that are suitable
to understand, achieve and manage a collaboration where performance benefit is the generated
value?

This research question is answered by means of a literature review in which a summary and
categorization is made of: (1) algorithms that learn a federated model, (2) schemes that manage
and motivate a collaboration between autonomous clients and (3) system designs that implement
a federation between autonomous and heterogeneous clients. It is concluded that no theories exist
on how a federated model can achieve superior generalization over a local model, no schemes or
algorithms exist that manage a collaboration that aims to generate performance benefit and no
frameworks exist that can map such a collaboration in existing organization’s business models,
business processes and IT infrastructure. Those identified gaps in literature motivate the next
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three research sub-questions.

To answer the main research question for any scenario in the problem setting, there is a need for a
thorough understanding of how a performance benefit Vi for a particular client i can be generated
for any given scenario and what the dependencies are to the statistical characterization S of that
scenario. This understanding can then be used to design an applicable method that achieves a
stable performance benefit for different scenarios, in order to make the collaboration reliable and
effective. This brings us to the second research question:

2. For a given client i in a federated learning scenario that is statistically characterized as
S = ({Pi(x, y), Si}i∈M ,H), how can a performance benefit Vi be created through federated
learning and how is this Vi related to the characteristics of the scenario S?

This research question is answered by means of both a theoretical- and an empirical analysis. By
combining existing federated learning algorithms with domain adaptation- and statistical learning
theory, dependencies of the distribution of Vi on the given statistical characteristics of a scenario
S as defined in definition 3.2 are derived. From these theoretical results, conclusions are drawn
about how the expectation and variance of the performance benefit of federated learning depend
on the statistical characteristics of a specific scenario. To verify these conclusions, a number of
simulations are run for different sampled federated learning scenarios that show the dependence
of Vi on the scenario characteristics empirically.

Now that a good understanding of the potential performance benefit of a federated model in a
static scenario characterized by S is formed, we can start looking at the more realistic, continuous
setting where a scenario St is in fact dynamic and time dependent. Conclusions of the previous
sub-question show that when we would apply existing federated learning algorithms and techniques
in a continuous, dynamic collaboration between real organizations, two practical problems come
to light:

• The randomness of sampling, paired with the ever-changing statistical characteristics of the
scenario, make the performance benefit of a federated model a random variable that is hard
to measure and can possibly be negative. This uncertainty is problematic for a client that,
at any point in time, aims to use a model with minimal true risk for inference on unseen
datapoints.

• Not contributing any data, but only consuming the federated model (free-riding) is encour-
aged.

Both these problems lead to a federation in which over time, contributions will stall or contributing
clients will leave. To solve these problems, a solution is required that mitigates the risk of using
a federated model at inference time with worse performance than the local model on the one side
and on the other side encourages clients to keep contributing new data. This motivates the third
research question:

3. How can a federated learning collaboration be achieved in a practical, dynamic setting where
all clients receive a benefit in performance and at the same time are incentivized to contribute
new data to the federation?

Inspired by the new theoretical understanding of the benefit of a federated model, a novel approach
is introduced that makes clients adaptively deploy the federated model based on concept drift
detection: the Adaptive Federated Learning for Dynamic, Online settings (AFL-DO) framework.
We also propose an algorithm, FedWin, that implements the approach. The algorithm is evaluated
in experiments that simulate a dynamic federation over a long term period with different types
of concept drift and different levels of non-iid-ness between clients. Results are analyzed to see
whether the novel algorithm achieves a lower risk at inference time than using only the federated-
or the local model. We also analyze whether the algorithm incentivizes contributions indirectly by
analyzing the correlation between new labeled data arrival rates and suboptimality of the adaptive
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model.

Sub questions 2 and 3 mainly tackle the problem of designing an algorithmic framework that
is applicable for all scenarios in the mathematical problem setting and robust against statistical
heterogeneity. However, the conceptual problem setting also defines scenarios in terms of business
characteristics, like business logic, -context and -goals, and IT infrastructural characteristics, like
computational resources and local data storage technology. To offer a plug-and-play solution for
any scenario in the problem space, a general solution on how this collaboration can be integrated
in existing business models, -processes and - information systems is required for any composition
of heterogeneous clients. This motivates the fourth and final sub-question:

4. How can a federated learning collaboration be constructed as a service and integrated into
a participating organization’s existing business activities, from business model to IT infra-
structure?

This question is answered through application of the BASE/X framework for designing agile,
service-dominant e-business collaborations [28]. A reference model is designed as a set of standard
models for the different layers of BASE/X’s business sandwich model, in which any specific scenario
with any learning task or application of predictive models can be mapped. This reference model
is supported by a reference system architecture which specifies the automated system needed to
operationalize the collaboration. As an example use-case, the template is applied to a real-world
potential collaboration in the container logistics business. The Technology Acceptance Model
(TAM) [15] is used as a basis to evaluate the perceived value of this template and the federated
learning collaboration as a whole from a business standpoint.

3.2.2 Grounding in existing research methodology

Conducting good research is important, therefore a short motivation is provided on how this
research framework is grounded in established research methodology theory. Although federated
learning is a field of research that crosses a great amount of disciplines [35], this study is scoped
towards the Information System (IS) research domain [32], because the high-level research output
of this study is the design of an IS artifact that is described in its technological aspects in sub-
questions 2 and 3 up to business aspects in sub-question 4.

Hevner et al. argue that IS research must take into account both the behavioral science and design
science paradigm [32]. Their framework, shown in Figure 3.2, shows the importance and relation
of rigor and relevance in the design of IS artifacts. In this study, rigor is achieved through both
the identification of the existing knowledge base in sub-question 1 and additions to the knowledge
base in sub-question 2, 3 and 4. These additions enable future work to use or extend the proposed
theories and techniques that are introduced in this study. Through careful evaluation of designed
concepts in experiments for sub-question 2 and 3 and a workshop for sub-question 4, justification
for the additions to the knowledge base is provided.

Because of the introduction of a hypothetical problem setting in this study, relevance is less obvious
to identify. In sub-question 4 however, an application of the introduced concepts in a real-world
use-case is described, which motivates the existence of business needs for this study. Moreover, by
using the Technology Acceptance Model as a basis for the evaluation from a business perspective
of both the reference model that is proposed in sub-question 4 and the collaboration as a whole,
direct feedback is provided on the relevance of the study through the judgement of domain experts.

Table 3.1 gives a summary of the research efforts of this study, in terms of what is researched, how
results are gathered and how conclusions are drawn from these results. This gives an overview of
how rigor and relevance is methodologically achieved in this study.
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Figure 3.2: The Information Systems Research Framework [32]

Sub

question
Goal Evaluation method Type of results Synthesis of results

1

Identify suitable federated learning

theories, -algorithms, -schemes

and -systems and evaluate their

usefulness for solving the

research problem.

Literature Review Research papers

Identify methods that are

applicable to our problem and

meet the requirements

2

Determine how the distribution

of Vi is dependent on

the characteristics of a

scenario S for existing FL methods

Theoretical and empirical

analysis of Vi

Mathematical results and

federated benefit

measurements from

simulations

Verify conclusions on how federated

benefit is dependent on

characteristics of a scenario S

3

Evaluate the usefulness of a novel

adaptive algorithm that improves

performance at inference time and

incentivizes contributions in any

dynamic federated learning

scenario St

Simulation of federated

learning in different

dynamic scenarios

Risk measurements for

local, federated and

adaptive models

Verify whether the adaptive model

achieves superior inference time

performance and incentivizes

contributions

4

Evaluate the usefulness of a

template model for integrating a

federated benefit- aimed collaboration

in existing business values

Technology Acceptance

Model

Survey results and workshop

discussion transcripts

Evaluate the average perceived

usefulness of domain experts

Table 3.1: Research framework summary
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Chapter 4

Literature Review

The goal of this chapter is to review existing literature on federated learning in order to identify
theories, algorithms, schemes and systems that are suitable to understand, achieve and manage
the federated learning collaboration explored in this study. Section 4.1 summarizes existing liter-
ature on how federated learning is achieved, in terms of learning algorithms, and theories. Section
4.2 elaborates on existing techniques and schemes that manage and motivate a set of autonom-
ous clients. Finally, Section 4.3 discusses existing architectures and systems designs for federated
learning. A conclusion of which existing theories are relevant to answer the sub-question What fed-
erated learning theories, -algorithms, -schemes and -systems exist that are suitable to understand,
achieve and manage a collaboration where generalization benefit is the generated value? is given
at the end of each section. In Section 4.4, the chapter is concluded with a summary of problems
in our problem formulation that remain unsolved by existing work in federated learning.

4.1 Federated learning algorithms and theory

In general, two main categories of federated algorithms can be identified:

The first category of algorithms typically learns one central, shared prediction rule ĥFL by means
of distributed optimization on what is interpreted as a distributed partitioning of one large labeled
dataset S =

⋃
i∈{1,..,M}

Si. We term this category federated optimization algorithms.

The second category of algorithms learns a distinct prediction rule ĥiFL for each client i which by
some mechanism transfers relevant information from other clients’ learning tasks to each client’s
local learning task. We term this category multi-model algorithms.

Federated algorithms and techniques from both categories are reviewed to get an understanding
of how a model can be learned within the restrictions of the FL setting as given in Section 2.2.1.
Section 4.1.1 covers the federated optimization category of algorithms and Section 4.1.2 covers
the multi-model category of algorithms. Finally, in Section 4.1.3, a short summary is given of all
types of federated learning algorithms and their characteristics.

4.1.1 Federated optimization algorithms

As already mentioned in Section 2.2, federated learning was introduced as a novel setting for
distributed optimization. Distributed optimization problems for machine learning are generally
formulated as the minimization of a finite-sum structure of n loss functions fi over a hypothesis
which is parameterized by vector w ∈ Rd [42]:

min
w∈Rd

f(w) = min
w∈Rd

1

n

n∑
i=1

fi(w)
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where for a machine learning problem, typically fi(w) = `(xi, yi;w)1.
Federated optimization is then defined as the problem of minimizing this objective function under
the restrictions given in Section 2.2.1.

Algorithms that solve the federated optimization problem using distributed labeled samples typ-
ically consider it as an empirical risk minimization problem over a dataset of size n, distributed
over M clients [42]. Empirical risk minimization will be discussed in more detail later in Section
5.1.1. Let Pi denote the data indexes on client i, where ni = |Pi|. The optimization problem of
these algorithms can then be defined as:

min
w∈Rd

M∑
i=1

ni
n

1

ni

∑
j∈Pi

fj(w) (4.1)

In [57], the authors discuss an intuitive approach of solving this problem with a gradient descent-
type optimization algorithm. By calculating an unbiased gradient of each client’s data partition

with respect to the model parameters wt at some timepoint t: gi = ∇w
(

1
ni

∑
j∈Pi fj(w)

)
, one can

then aggregate gradients centrally to perform a global learning step using an unbiased gradient of
the entire partitioned dataset with learning rate η:

wt+1 ← wt − η∇f(wt) = wt − η
M∑
i=1

ni
n
gi

Note that an equivalent update is given by doing a local update step at each client: ∀i, wit+1 ←
wt − ηgi and then performing a global update step as wt+1 ←

∑M
i=1

ni
n w

i
t+1. By repeatedly per-

forming global learning steps in which the federated model is updated centrally over gradients
with respect to the old model, a solution to optimization problem 4.1 is estimated while the data
locality restriction of the federated setting is respected. This baseline algorithm is referred to as
FederatedSGD [57].

However, this algorithm is not communication-efficient, as many communication rounds have to
be performed before the model converges [57]. Therefore, the authors propose to add more com-
putation to each client by performing the local update step wi ← wi − η∇Fi(wi) K times before
sending local updated model wit to the central server. This significantly reduces the amount of
communication over the network, but comes at the cost that central updates are no longer per-
formed on unbiased gradients of the entire dataset. They term this algorithm FederatedAveraging
(FedAvg), although the same algorithm is generally known as Local SGD in the distributed op-
timization community [49, 74]. The difference is in the fact that Local SGD assumes that all data
in the network is sampled from the same distribution, whereas for FedAvg, data is sampled from
local distributions. FedAvg is given in Algorithm 1.

We can actually rewrite FedAvg ’s server update step as follows:

wt+1 ←
M∑
i=1

ni
n
wit+1. = wt −

M∑
i=1

ni
n

(wit+1 − wt)

and see that if we regard (wit+1−wt) as a gradient, we actually perform stochastic gradient descent
with learning rate 1.0 on the pseudo-gradient of all data in the network. This allows for applying
other adaptive optimizers like Adam and Adagrad as the server optimizer, which can improve
performance [67].

One of the major challenges of the FL setting is that client labeled samples are sampled from

1Note that in this subsection, we will temporarily adopt the notation of loss functions and models that is common
in distributed optimization literature
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Algorithm 1: FederatedAveraging (FedAvg)

Input : A hypothesis class H, set of clients M , local learning rate η, number of local
learning steps K

Output: A federated model ĥFL, parameterized by w

Server Executes:
initialize w0 as initial parameterization of H ;
for round t = 1, ..., T do

for client i ∈M in parallel do
wit ← ClientUpdate(wt);

end
wt+1 ←

∑
i∈M

ni∑
i∈M ni

wit

end
Return wT

ClientUpdate(wt):
for learning step j = 1, ...,K do

calculate unbiased gradient estimate ∇F (wt) on local dataset
wit ← wt − η∇F (wt)

end
Return wit to server

different distributions. When these distributions become more and more non-iid, it was observed
that convergence rates of FedAvg suffer because of a phenomenom termed client drift, or weight
divergence [84, 37, 48, 46]. Client drift is the tendency of local learning steps to converge to-
wards local minima, which can be significantly different from the global minimum. Based on this
observation, FedProx was proposed [46], a variation of FedAvg where a proximal penalty term
||wit − wt||2 is added to the local loss function, which ’pulls’ local updates towards the global
parameter vector and reduces client drift. Note that this algorithm is similar to the older elastic
averaging SGD algorithm [83]. Stochastic Controlled Averaging (SCAFFOLD) [37] is a variation
of FedAvg which explicitly corrects model parameters for client drift using a central control vari-
ate on stateful clients. The authors show theoretically and empirically that this control variate
improves convergence rates over FedAvg for non-iid client distributions.

Most theoretical work on these federated optimization algorithms is focused on deriving conver-
gence bounds on the optimization error. Optimization error can be seen as the error between the
solution to Equation 4.1 and the error of the returned model of an algorithm. A significant amount
of work has gone into understanding how fast in terms of amount of communication rounds Local
SGD-type algorithms converge towards the empirical risk minimizer under the restrictions of the
federated setting [30, 49, 74, 39, 38, 29]. Especially for non-iid client distributions, this is still a
very active research question in the distributed optimization community [35].
A different approach is taken in Agnostic Federated Learning [59], where a global model is op-
timized on the worst-case mixed distribution of all clients. This is formulated as a min-max
optimization problem:

argmin
h∈H

(
max
λ∈4M

Rλ(h)

)
(4.2)

where 4M is the M-dimensional simplex. The authors also provide Rademamcher complexity
generalization bounds for this optimization problem.
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4.1.2 Multi-model algorithms

In this section, a variety of approaches are covered that effectively result in different models for
different clients at inference time [35]. Especially for non-iid client distributions, where federated
optimization algorithms struggle, these approaches are effective alternatives.

Personalization

The most popular approach for learning a separate model for each client is through personalization;
learning one federated model through a federated optimization-type algorithm and finally adapting
that model on a client’s local data. From the research field of meta-learning, Model-Agnostic Meta
Learning (MAML) is an algorithm that is intuitively applicable to the FL setting. In MAML,
the goal is to learn for a global model over multiple learning tasks, which is optimized for the
potential of few-shot adaptation, a type of optimization which is also called meta-optimization.
Different versions of MAML have been introduced, for example a Bayesian variation [78], a general
probabilistic variation [21] and a computationally efficient first-order variation called Reptile [61].
Jiang et al. showed that Reptile and FedAvg are actually almost the same algorithm and thus
promoted the potential for few-shot adaptation in federated learning [34]. Fallah et al. did a
similar study which also included a theoretical analysis of the potential for personalization of
FedAvg [20].

Another concept of personalization which has received attention in multiple studies is learning a
mix of the federated model and the local model, also called model interpolation. Hanzeley et al.
[31] formulate the mixture as an optimization problem with a penalty term. In [56], the authors

optimize a convex combination of local models ĥ = [ĥ1, ..., ĥM ] and federated model ĥFL:

min
ĥFL,ĥ,λ

M∑
i=1

ni
n
R̂i(λĥi + (1− λ)ĥFL)

Deng et al. worked out a very similar concept in parallel [17], although their objective function is
slightly different:

hαi = αiĥ
∗
i + (1− αi)ĥFL

where ĥ∗i = argmin
h∈H

R̂i(αih+ (1− αi)ĥFL). The adaptive version of their algorithm can find the

optimal αi for each client. They also include an interesting theoretical analysis of generalization
error where it is shown that their algorithm basically optimizes for benefit Vi.

For deep-learning models, specific personalization techniques were proposed, including model dis-
tillation [44], personalization layers [3], layer matching [77] and reinforcement-based personaliza-
tion [60].

Multi-task learning

The multi-task learning paradigm assumes a number of different but related learning tasks, where
an algorithm can learn all task simultaneously while sharing relevant common information between
them to help improve generalization performance of all tasks [62]. Smith et al. formulated feder-
ated learning over non-iid distributions as a multi-task learning problem and introduced MOCHA
[72], a distributed primal-dual optimization algorithm that learns a task relation matrix Ω dur-
ing the training process. Unfortunately, this algorithm’s applicability is restricted to a simple
model family (regularized linear models) and convex optimization problems. A kernelized vari-
ation of MOCHA was introduced which also applies to non-linear models [10], whereas a proposed
variational federated multi-task learning algorithm is applicable to both convex and non-convex
problems [13].

Federated Learning over Local Learning: an Opportunity for Collaboration 19



CHAPTER 4. LITERATURE REVIEW

Domain adaptation

Domain adaptation techniques are applicable for federated learning if non-iid-ness of distributions
is caused by domain shift [66]. In [64], a number of adversarial domain adaptation techniques
like representation disentanglement, domain alignment are applied to the federated setting, with
impressive empirical results. However, this algorithm assumes that plenty of unlabeled data is
available at the clients, and the algorithm is very demanding on computation and communication.
In [65], mixture-of-experts domain adaptation is combined with differential privacy.

4.1.3 Conclusions

In this section, we have summarized a number of categories and sub-categories of algorithms that
are applicable in the FL setting. Figure 4.1 gives a visualization of the taxonomy of algorithms
that was summarized in this section. A recurring theme in the motivation of these algorithms is

federated
learning	
algorithms

single	global
model

distinct	model	for
each	client

federated
optimization

agnostic	federated
learning

few-shot
adaptation

multi-task
learning

domain
adaptationpersonalization

mixing	global
and	local	models

deep	learning
personalization

regularized	for
non-iid-nessunregularized

Figure 4.1: Taxonomy of federated learning algorithms

non-iid-ness in client distributions. It is generally accepted that from an algorithmic perspective,
understanding and improving the performance of a federated learning algorithm under non-iid-ness
is the greatest open problem [35]. Therefore, most proposed new algorithms after the introduction
of FedAvg proposed to mitigate the effects of non-iid-ness by means of some mechanism. Most
theoretical results on non-iid-ness focus on deriving bounds for optimization error : the difference
between the returned model by an algorithm and the actual minimizer of the dataset.

Most of these algorithms could be used to learn the federated model in our collaboration, but
no theoretical analysis has been found in literature that evaluates the potential improvement of
generalization of a federated model compared to the local model. The closest analysis was found
in the paper by Deng et al. [17], where a generalization bound was derived for the performance
of their model interpolation method. No analysis is known of how and why a federated model
would generalize better than a local model and how this depends on the model type, data sizes
and distributions in the network.

4.2 Incentive- and client motivation schemes

This section covers existing literature on federated learning schemes that manages the client set in
a federation; that is, how autonomous clients are motivated to participate and keep contributing
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to the federation. Because our proposed collaboration motivates clients to participate through
a promised improvement in prediction performance at inference time, it is relevant to search
for techniques that manage the client set using this motivation. The schemes are categorized
as incentive schemes and fairness-inducing schemes and are covered in Sections 4.2.1 and 4.2.2,
respectively.

4.2.1 Incentive schemes

In a federation, the continuous, long-term participation of clients in contributing to the global
model or shared information is the key to long-term stability and improvement. Most existing
work on federated learning focuses on cross-device federated learning [35], which usually assumes
that a large pool of clients that do not care about fair contribution or payoff from the federated
model is always available for participation. In cross-silo federated learning, which is generally
assumed to be established between self-centered rational data owners [35], a long-term positive
return on investment is required to convince the organization’s stakeholders to continue participa-
tion in a federation. Incentive schemes reward participation with some form of (monetary) value,
marginal to the quantity and quality of the contribution.

In [79], Federated Learning Incentivizer (FLI) is proposed, a polynomial time algorithm that as-

sumes that the federated model ĥFL is used to create commercial revenue, which is distributed
among the different contributors, based on their marginal contribution to the global model. A
queueing system keeps track of the cost and contribution ci(t) of each client i at each point in
time t. Periodically, the generated revenue of the shared model B(t) is divided into payouts to
clients ui(t), based on his contribution qi(t). The calculation of ci(t) is out of scope for their
work, but can be practically solved by a auction-based system. The calculation of qi(t) is also
out of the scope, but proposals for Shapley-value game payoff and solution using Nash-equilibria
are given. The payoff calculation is claimed to be fair because an objective function is used that
minimizes the size of the contribution queue and maximizes a collective utility function, dependent
on individual contributions.

FMore, proposed in [80], is an auction-based incentive scheme where clients can choose to submit
a bid on their desired payoff for contribution in a learning communication round. This bid is
based on local resources of each client, like ni, computation capability, bandwidth etc. Under the
individual rationality assumption, a client will choose his desired payoff bid to maximize his profit
function. The central server then selects a subset of clients that maximizes his profit function,
which aims to gain as many high-quality contributions to the global model for minimal total client
payoff. Nash equilibrium strategies are analyzed to discover optimal strategies for each client in
terms of desired payoff and available resources.

Kang et al. [36] study a similar setting where clients and central server both aim to maximize
their individual profit function, although here, client selection is performed based on reputation.
Contract-theory is used as the decision mechanism for clients to participate in a communication
round in exchange for a reward.

Zhan et al. [81] use Deep Reinforcement Learning in an incentive scheme to maintain a Nash
Equilibrium in the case where both the central server and the clients can dynamically adapt their
strategy based on past outcomes of decisions.

Pandey et al. [63] propose an incentive framework where reward is subject to the accuracy level of
the received parameters by a client. The strategy for each client, being to what accuracy their sub-
problem is solved, is modeled and solved as a two-stage Stackelberg game. Similarly, Sarikay and
Ercetin [69] use the Stackelberg game modeling approach for the situation where the central server
is considered as a ’model owner’ which has to ’buy’ contributions from suppliers, being the clients.
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Blockchain-technology has also been proposed in several papers to promote a decentralized (without
a central server) ecosystem for incentives, auditability and transparency in federated learning
[4, 75].

Song et al. propose a new gradient-based method to calculate Shapley values, in order to determ-
ine profit allocation [73]. Liu et al. then combine this Shapley-based profit distribution method
with blockchain for a transparent, auditable, decentralized system [50].

4.2.2 Fair learning schemes

Fairness-inducing learning schemes aim to achieve more fairness in federated learning, without the
use of monetary incentives but by altering the quality of the federated model received by clients.

Li et al. [47] propose q-Fair Federated Learning (q-FFL), a novel federated optimization objective
that encourages a more fair accuracy distribution across clients. The method aims to minimize
the following objective function using federated optimization:

min
h∈H

R̂q(h) =

M∑
i=1

αi
q + 1

R̂q+1
i (h)

q is a parameter that tunes the amount of fairness that we want to impose. R̂q+1
i (h) represents

the risk of client i to the power of q, which means a larger q will emphasize updating the global
model in favor of devices with higher local empirical risk.

Zhang et al. [82] propose hierarchically fair federated learning (HFFL), where clients are rewarded
according to a pre-negotiated contribution level. Contrary to q-FFL, contribution of a client is
taken into account to decide their reward, instead of arguably unfairly favoring ’free riding’ clients
that do not contribute. The authors propose a hierarchical structure, where potential clients are
categorized into high- to low level clients based on their data quality, data volume, cost of data
collection. This hierarchical structure is assumed to be found beforehand, through negotiations.
At each level `, a shared prediction rule ĥ`FL is learned by clients within that particular level.
Clients at higher levels however, can leverage lower level shared prediction rules to improve their
local model, while lower level clients cannot do the same for higher level models, which incentivizes
providing quality contributions in order to gain access to the higher level models.

4.2.3 Conclusions

Most existing incentive schemes in federated learning assume that clients and the central server
have a supplier-consumer-type relationship. Clients can be regarded as suppliers, which in ex-
change for a compensation supply updates to a global model. The central server ’buys’ these
updates in order to then generate economic value from the global model, which is regarded as a
product that can be sold. The motivation for clients to join the federation is therefore mostly of
monetary value.

A different way to motivate clients to join the federation and keep participating is by establishing
fairness in the usefulness of the federataed model that each client receives. q-FFL tries to fairly
distribute accuracy across devices. However, no theoretical explanation for the performance in-
crease of that federated model over a local model is given. Also, the influences of non-iid-ness
and unbalanced labeled datasizes are not discussed. HFFL proposes an hierarchical structure in
received federated model quality, but again, non-iid-ness of client distributions is not taken into
account when considering the ’quality’ of clients.

To conclude, there exist no schemes that specifically use the performance benefit between local-
and federated model as the motivation for clients to join the federation. Fairness-inducing schemes
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manage the quality of the federated model that clients receive as an incentive, but do not take
into account the performance of the local model that clients already have prior to joining the
federation.

4.3 FL system and architecture design

In this section, we discuss existing federated learning platforms, systems and architectures and
finally conclude which are applicable to our proposed type of collaboration. First, we will cover
software platforms for federated learning. All these platforms are open-source and come without
an academic paper, so a summary will be given about their application scope and their features
that are claimed on their respective websites. Finally, we will discuss the architecture of the only
known federated learning system that is actually in production at Google.

The most complete and mature federated learning platform is FATE 2, an open-source project
initiated by Webank. It provides a complete federated AI ecosystem that contains an efficient
and scalable library of federated algorithms, called FederatedML. Next to these essential federated
learning algorithms, additional utilities like data modeling pipelines, model evaluation tools, a
learning job scheduling system, a network management system, cryptographic protocol support
and a system for deployments on clusters in the cloud are contained in the project.

Tensorflow Federated3, developed by Google, was the first public federated learning library . This
open-source framework is mainly meant for fast prototyping and research work in federated learn-
ing. It provides a general framework of software tools that can be used to design new federated
algorithms or -privacy protocols. In the future, Google aims to make Tensorflow Federated deploy-
able over an actual distributed network of devices in the future, although this is not yet supported
at the moment of conducting this literature review.

PySyft [68] is a generic framework for privacy preserving deep learning that contains federated
learning software, next to other privacy-preserving deep learning algorithms. PySyft is built on
the PyTorch deep learning library and maintained by the OpenMined community4. Its mission
is to ”create an accessible ecosystem of privacy tools and education by extending PyTorch with
advanced techniques in cryptography and differential privacy” [68].

PaddleFL5 is an open-source federated learning framework that mainly focuses on large scale dis-
tributed training on large computing clusters. It is maintained by the PaddlePaddle project6,
which is a scalable and high-performance deep learning framework that was originally developed
by and for Baidu research scientists.

Nvidia Clara7 is a healthcare application framework for AI-powered imaging genomics and smart
medical sensors. It supports federated learning specifically for use-cases in healthcare.

IBM Federated Learning [53] is a framework for federated learning within enterprise settings. It
scopes specifically on learning a federated model over multiple different databases within the same
enterprise. Its open-source library8 supports federated learning for research and education pur-
poses, much like Tensorflow Federated does.

In [8], a production-grade federated learning system is described for a word production learning

2https://fate.fedai.org
3https://www.tensorflow.org/federated
4https://www.openmined.org
5https://paddlefl.readthedocs.io/en/latest/index.html
6https://github.com/PaddlePaddle
7https://developer.nvidia.com/clara
8https://github.com/IBM/federated-learning-lib
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task in the keyboard of Google’s Android phones. The paper describes the high-level architecture
of the system and sketches the learning protocol and model deployment in detail. It details the
selection of clients and the invocation of learning services at specific clients by the ’master ag-
gregator’. Because Google is the owner of the operating system on which all these phones run,
there is very little heterogeneity from a systems standpoint and therefore, centralized control of
the learning process and model deployment allows for a simpler federated learning system design
than when learning would be performed over phones with more heterogeneous systems.

4.3.1 Conclusions

Over the years, a wide range of open-source platforms have come out that provide developers
with the tools and algorithms to program their own federated learning solutions. However, actual
general architectures for federated learning are scare, especially for federated learning between
parties that are heterogeneous in systems and computing resources.

No work has been found that solves the problem of heterogeneous business context between parties
and integrates federated learning in each parties’ existing business processes and -goals in a stand-
ardized way. In order for the federated collaboration in this study to be feasible in practice, a
general solution has to be developed that integrates the collaboration in existing systems, business
processes and business goals.

4.4 Conclusions and open problems

Most existing federated learning algorithms are practically applicable to the proposed collaboration
in this study. However, there seems to exist a gap in literature of theory that proves that our
intuition of how a federated model can have a better generalization performance than a local
model, and what it depends on. Therefore, we will first have to gain a theoretical understanding
on how and when our studied collaboration will actually be beneficial.

As for motivations for clients to join a federation, most existing incentive schemes assume a
supplier-consumer relation between client and orchestrator and make use of monetary incentives.
2 schemes exist that consider the performance of the federated model as the motivation to join a
federation, but do not consider the performance of the local model that a client has and how that
influences the motivation to participate in a federation.

Finally, it is concluded that there are no existing architectures or solutions that that integrate the
collaboration in existing systems, business processes and business goals.
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Chapter 5

Analysis of the performance
benefit of a federated model over
a local model

The idea for a federated learning collaboration is based on the general knowledge that a hypo-
thesis that is estimated over a larger, shared sample set has a bigger probability of generalizing
well on unseen data points than a hypothesis that is estimated over a smaller, local sample set
[70]. However, as concluded in the previous chapter, there is no existing work that verifies that
this intuition actually holds theoretically for the learning of a federated model and how it is de-
pendent on the statistical characteristics a scenario within the problem space of Section 3.1.1.
An analysis is needed of the potential of our proposed collaboration in terms of the improvement
in generalization on unseen data points of the federated model over the local model, for a given
scenario of clients and a model class.

Therefore, the goal of this chapter is to answer the following sub-question: For a given client i in
a federated learning scenario that is statistically characterized as S = ({Pi(x, y), Si}i∈M ,H), how
can a performance benefit Vi be created through federated learning and how is this Vi related to the
characteristics of the scenario S? Note that we will study the static setting in this chapter, that is,
we will look at the potential performance benefit Vi of a scenario S that has no time dimension and
does not change. We will only consider the federated optimization class of federated algorithms
because of their popularity in federated learning research, its convenient theoretical properties and
the limited time available for this study. Performing the same analysis for multi-model algorithms
is left for future work.

In Section 5.1, relevant definitions and concepts from statistical learning theory and domain adapt-
ation theory that are used as our tools to analyze performance benefit theoretically are discussed.
Section 5.2 then presents a mathematical analysis of performance benefit Vi based on these theor-
ies, which results in a number of conclusions about the dependencies of Vi on the characteristics
of a scenario S. In Section 5.3, empirical evidence for these theoretical conclusions is gathered
through a number of controlled experiments. Finally, in Section 5.4 the final conclusions are
presented together with a discussion of the limitations of the results.

5.1 Preliminary learning- and domain adaptation theory

The goal of this section is to introduce existing theories and definitions from statistical learning
theory and domain adaptation, which can then be used as our tools to analyze the performance
benefit of federated learning. Recall that Vi = Ri(ĥi) − Ri(ĥFL). We will work towards two
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theorems that are used in Section 5.2 to bound the the two terms of Vi: Theorem 5.8 and Theorem
5.13.

Statistical learning theory concepts are discussed in sections 5.1.1, 5.1.2, 5.1.3 and 5.1.4, and are
mostly taken from [70, 58, 12]. In Section 5.1.5, a short summary is then given of [5], a paper
proposing PAC-style theories on domain adaptation.

5.1.1 Empirical risk and empirical risk minimization

Recall from Section 2.1.2 that the learning problem is defined as a learner selecting a hypothesis
h ∈ H based on some labeled sample S, by using an algorithm A. A natural approach for selecting
a hypothesis is to use the loss on a training dataset as a surrogate for the loss on unseen data,
leading to the notion of empirical risk :

Definition 5.1: (Empirical Risk) Let S = {xi, yi}ni=1 denote a labeled sample set, where xi ∈ X
and yi ∈ Y. Let h : X → Y be a hypothesis. Then the empirical risk of h is defined as:

R̂(h) =
1

n

n∑
i=1

` (h(xi), yi)) (5.1)

The empirical risk has the useful property that when S is sampled i.i.d from distribution P, then
by the weak law of large numbers the empirical risk converges in probability to the real risk R(h)
for any given hypothesis h as n goes to infinity:

lim
n→∞

P (|R̂(h)−R(h)| ≥ ε) = 0 ∀ε > 0

When n is large enough, it might be a good idea to select the hypothesis from the hypothesis class
with the smallest empirical risk, which is the concept of empirical risk minimization:

Definition 5.2: (Empirical Risk Minimizer). For a given class of candidate hypotheses H, the
empirical risk minimization algorithm Aerm chooses the hypothesis from H that has minimal em-
pirical risk on sample set S, the empirical risk minimizer, being:

ĥ = argmin
h∈H

R̂(h) = Aerm(S) (5.2)

Note that we define empirical risk minimization as an algorithm here, but a better word would
be a learning paradigm. For more complex H, calculating the empirical risk for all hypotheses in
that class will quickly become computationally infeasible. There are many efficient approximation
algorithms that search for the minimizer of the empirical risk in a parameter space (e.g performing
gradient descent for a reasonable amount of epochs) that are computationally feasible, but have
no guarantee of finding the actual minimizing hypothesis. The error margin between the empirical
risk minimizer and the approximated empirical risk minimizer by these efficient algorithms is called
the optimization error. For the sake of analysis though, we will denote empirical risk minimization
as an efficient algorithm (thus assume optimization error is zero) and ignore runtime complexity
for now.

5.1.2 Concentration inequalities

This section introduces a probabilistic bound for the sum of independent random variables, which
can be used to bound the convergence of the empirical risk to the real risk. By the law of large
numbers, we know that the empirical risk converges (almost surely) to the true mean as n→∞.
However, this is an asymptotic result, which is not useful for making statements about empirical
risk on a finite-size labeled sample set S. We therefore will make use of Hoeffding’s inequality, a
probabilistic bound which guarantees by how much a sequence of random variables approaches its
expected value:
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Theorem 5.3: (Hoeffding’s inequality). Let X1, X2, ...Xn be independent (not necessarily identic-
ally distributed) random variables that have bounded support, meaning that Xi ∈ [ai, bi] with prob-
ability 1. Then, with Sn =

∑n
i=1Xi it holds that for any t > 0:

i) P (Sn − E[Sn] ≥ t) ≤ exp

(
− 2t2∑n

i=1(bi − ai)2

)
(5.3a)

ii) P (Sn − E[Sn] ≤ −t) ≤ exp

(
− 2t2∑n

i=1(bi − ai)2

)
(5.3b)

iii) P (|Sn − E[Sn]| ≥ t) ≤ 2 exp

(
− 2t2∑n

i=1(bi − ai)2

)
(5.3c)

5.1.3 PAC bounds for empirical risk minimization

Recall the estimation-approximation decomposition defined in Equation 2.3. The approximation
error is mainly determined by the choice of hypothesis class H. In the problem setting described
in Section 3.1.1, it was assumed that a consensus hypothesis class is known beforehand. Therefore
in the remainder of this study, we will focus on the estimation error R(h)− inf

h∈H
R(h) and assume

that the approximation error that results from the choice of hypothesis class is small enough such
that it is irrelevant for the overall performance of the models on a client’s distribution.

The goal of a learning algorithm is to select a hypothesis ĥ from H which has risk that is equal
or close to the risk of the optimal hypothesis in that class: inf

h∈H
R(h). Most algorithms select this

hypothesis based on a randomly sampled labeled sample S. Because S is subject to randomness,
the true risk of a selected hypothesis R(ĥ) is actually a random variable and can be probabilistic-
ally bounded by applying Hoeffding’s inequality. To analyze the estimation error of a hypothesis

ĥ = A(S) given S
i.i.d∼ P for some distribution P, Valiant proposed a model for the mathematical

analysis of machine learning in his Turing award winning work [76], called Probabilistic Approx-
imately Correct (PAC) learning. The PAC model analyzes the performance of a hypothesis in a

probabilistic PAC bound, which formally states that ĥ is ε-accurate with confidence 1− δ if:

P

(
R(h)− inf

h∈H
R(h) ≥ ε

)
≤ δ (5.4)

Or in other words: ĥ is at most ε off of the optimal hypothesis in the hypothesis class with prob-
ability at least 1− δ. Next, we will briefly go through the derivation of a PAC bound for empirical
risk minimization. For a more detailed explanation, see [12].

By assuming a bounded loss function (e.g 0/1 loss `(y1, y2) = 1{y1 6= y2}), we can apply Hoeffd-
ing’s inequality to probabilistically bound how well the true risk of a hypothesis h can be estimated
by the empirical risk. For notation sake, let Li = `(h(xi), yi) and assuming Li ∈ [0, 1] because of
the 0/1 loss:

P
(
|R̂(h)−R(h)| ≥ ε

)
= P

(
| 1
n

n∑
i=1

Li − E[Li]| ≥ ε

)

= P

(
|
n∑
i=1

Li − E[nLi]| ≥ nε

)

≤ 2e−
2(nε)2

n = 2e−2nε
2

(Hoeffding’s inequality)

We provide this result for the 0/1 loss, although the same analysis with application of Hoeffding’s
bound can be performed for any bounded loss function.
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Note that this bound applies to only one hypothesis inH. When using empirical risk minimization,
the algorithm evaluates the empirical risk of all hypotheses in H in order to select ĥ. Either a
specific algorithm has to be studied for selecting ĥ using data, which would involve convergence
analysis on the optimization error, or we could try to get guarantees that hold uniformly for all
elements in H. The latter approach is less refined, but nevertheless provides powerful, general
results for the dependencies of the estimation error. That is the taken approach. If the hypothesis
class is finite (which we assumed), then we can show a uniform deviation bound as follows:

P
(
∃h ∈ H : |R̂(h)−R(h)| ≥ ε

)
= P

( ⋃
h∈H

{|R̂(h)−R(h)| ≥ ε}

)
≤
∑
h∈H

P
(
|R̂(h)−R(h)| ≥ ε

)
≤
∑
h∈H

2e−2nε
2

= 2|H|e−2nε
2

Setting the right-hand side equal to confidence parameter δ and solving for ε gives the following
result:

P

(
∀h ∈ H : |R̂(h)−R(h)| ≤

√
log(|H|) + log(2/δ)

2n

)
≥ 1− δ (5.5)

Because this bound holds simultaneously for all h ∈ H, it must hold for the empirical risk minimizer
ĥ. Therefore, with probability at least 1− δ:

R(ĥ) ≤ R̂(ĥ) +

√
log(|H|) + log(2/δ)

2n

≤ R̂(h) +

√
log(|H|) + log(2/δ)

2n
for any h ∈ H

≤ R(h) + 2

√
log(|H|) + log(2/δ)

2n
for any h ∈ H

≤ inf
h∈H

R(h) + 2

√
log(|H|) + log(2/δ)

2n

Where step 1 follows from the definition of the empirical risk minimizer (5.2) and the second
step from re-applying (5.5). Then finally, our result is a PAC bound for the estimation error of
empirical risk minimization:

Theorem 5.6: (PAC bound for empirical risk minimizer). Let H be a finite hypothesis set. Then,

with confidence δ > 0, the following holds for the empirical risk minimizer ĥ = Aerm(S):

P

(
R(ĥ)− inf

h∈H
R(h) ≤ 2

√
log(|H|) + log(2/δ)

2n

)
≥ 1− δ (5.6)

We will use such a PAC bound to bound the generalization of a local model Ri(ĥi) on a particular
client i’s distribution. First however, we will derive an adaptation of this particular result that
holds for infinite and uncountable hypothesis classes, using the VC dimension.

5.1.4 VC dimension

Until now, it was assumed that |H| is finite and countable, which can unnecessarily inflate the
bound through the union bound which was applied in the derivation of (5.4). Here, we will drop
that assumption and very briefly discuss a property called the Vapnik-Cherovenenkis dimension
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(VC-dimension) [7], a concept from computational learning theory, which can result in a signific-
antly tighter bound and can deal with hypothesis classes that are of infinite size and uncountable.

Assume a binary classification scenario; Y = {0, 1}. When considering PAC learnability of a hy-
pothesis class H, the VC theory uses the idea of how many distinct labelings can be made by all
hypotheses in H for a given sample set of input vectors as the measure of size/complexity of H.
Let us define the Shatter coefficient: the maximum number of labeling sequences which the class
H can induce over n input vectors in X :

NH(x1, x2, ...xn) = {(h(x1), ..., h(xn) ∈ {0, 1}n, h ∈ H}

Definition 5.7 (Shatter Coefficient). The shatter coefficient of class H is defined as

S(H, n) = max
x1,...,xn∈X

|NH(x1, x2, ...xn)| (5.7)

The Vapnik-Cherovenenkis dimension (VC dimension) is then defined as the largest integer k such
that S(H, k) = 2k. We will denote the VC dimension of a class H as d. For a more extensive
explanation of the VC dimension, see [7].

By combining a similar proof as for theorem 5.6 with the VC theory [7], one can obtain an
alternative PAC bound for empirical risk minimization for infinite and uncountable hypothesis
classes. This bound uses different lemmas like the Sauer-Shelah Lemma and the VC inequality.
The proof, adopted from [2], is given in appendix A.1, to preserve space.

Theorem 5.8: (PAC bound for empirical risk minimizer using VC dimension). Let H be a
hypothesis class with VC dimension d. Then, with confidence δ > 0, the following holds for the
empirical risk minimizer ĥ = Aerm(S):

P

R(ĥ)− inf
h∈H

R(h) ≤ 2

√
8
d log(

(
ne
d

)
)− log(4/δ)

n

 ≥ 1− δ (5.8)

We will use this result in Section 5.2 to bound the generalization of the local model Ri(ĥi) for
each client in the federated learning collaboration.

5.1.5 Domain adaptation theory

Ben-David et al. proposed a theory for how well a hypothesis that was learned on empirical data
from a source distribution generalizes on unseen examples from a different target distribution [5].

Using the theories presented in this paper, one can bound the true risk on a certain distribution
of a hypothesis that was optimized on another distribution using empirical risk minimization. We
will use these theories to bound the generalization of the federated model on a particular client’s
distribution Ri(ĥFL). This section briefly summarizes the paper’s most important definitions and
concepts on which the theories are built. Proofs are omitted for the sake of space but can be
directly found in the paper [5].

Assume a binary classification setting, Y = {0, 1} where the learning task is characterized by a
labeling function f : X → Y, which can have a fractional (expected) value when labeling occurs
non-deterministically. This paper defines a domain as a pair consisting of the distribution P(x)
(recall Equation 3.1), denoted for notation sake as D and a labeling function f . Denote 〈DT , fT 〉
as the target domain and 〈DS , fS〉 as the source domain. The risk is defined as the expected 0/1
loss on a particular domain:

R(h) = E
x∼D

[|h(x)− fS(x)|] = E
x∼D

[1{h(x) 6= fS(x)}]

Federated Learning over Local Learning: an Opportunity for Collaboration 29



CHAPTER 5. ANALYSIS OF THE PERFORMANCE BENEFIT OF A FEDERATED
MODEL OVER A LOCAL MODEL

First, the authors introduce a new measure for how different two domains are with respect to a
hypothesis class called the H-divergence.

Definition 5.9: (H-divergence). Given feature space X and probability distributions D and D′,
let H be a hypothesis class on X and let I(h) be the set for which h ∈ H is the characteristic
function; h(x) = 1{x ∈ I(h)}. Then the H-divergence between D and D′ is defined as:

dH(D,D′) = 2sup
h∈H
|PD(I(h))− PD′(I(h))| (5.9)

H-divergence has the useful property that it can be estimated from a finite sample in a way
which follows the PAC-bounds of empirical risk minimization if H is of finite VC-dimension. This
estimation d̂H(U ,U ′) is conveniently found by learning a hypothesis h ∈ H which is optimal in
discriminating the two domains on two unlabeled sample sets U ∼ D and U ′ ∼ D′, much like
the discriminator in a Generative Adversarial Network does. The empirical risk of the optimal
selected hypothesis by the discriminator is then equal to d̂H(U ,U ′).

The difference between learning tasks is defined by a measure called the ideal joint hypothesis:

Definition 5.10: (Ideal joint hypothesis). Given a hypothesis class H and a source and target
domain S and T respectively, the ideal joint hypothesis is the hypothesis in H which minimizes the
combined error:

h∗ = argmin
h∈H

RS(h) +RT (h) (5.10)

where we will denote the combined error of the ideal hypothesis as λ:

λ = RS(h∗) +RT (h∗) (5.11)

Whereas dH(D,D′) measures the difference between two domains, the authors of the paper state
that λ explicitly embodies the notion of ’adaptability’ between learning tasks and argue that when
λ is large, we cannot expect to learn a good target classifier by minimizing the source error. This
is quite logical, because the learning task resembles the relations between features and labels, and
applying a model that learns very different relations between features and labels on a different
learning task is quite nonsensical.

With all necessary definitions in our toolbox, we now present the main 2 theories from the paper
that are relevant for bounding the generalization of the federated model Ri(ĥFL). The derivation
of the theorems has been slightly altered from the derivation in the paper, in order to be consistent
with the previous derivation of the PAC bound in Equation 5.8. The changes in the derivation
are described in Appendix A.2.

Assume a multi-source setting of M domains where a hypothesis is learned on the convex com-
bination of empirical risks over the labeled samples Sj from each domain j:

R̂α(h) =

M∑
j=1

αjR̂j(h) =

M∑
j=1

1

nj

∑
x∈Sj

|h(x)− fj(x)| (5.12)

Where α is a vector α = [α1, ..., αM ] of domain weights with
∑M
j=1 αj = 1 and total data size

n =
∑M
j=1 nj . The true α-weighted risk Rα(h) is defined analogously. The first theorem that is

discussed proposes a PAC-bound for the empirical risk minimizer of R̂α(h) in terms of risk on a
domain i’s distribution, where we consider the H4H-divergence pairwise between each domain
and the target domain i. Note that λj is the ideal joint hypothesis between domain i and domain
j and that client i in itself is also part of this convex combination.

Theorem 5.13: (Multi-source pairwise divergence bound (Theorem 4 from [5])). Let H be a
hypothesis space of VC dimension d. For each client j ∈ {1, ...,M}, let Sj be a labeled sample of
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size nj generated by sampling nj points i.i.d from Dj and labeling them according to fj. If ĥα ∈ H
is the empirical risk minimizer of R̂α for a weight vector α, and h∗i = min

h∈H
Ri(h) is the minimizer

of a client i’s true risk, then for any δ ∈ (0, 1) it holds with probability at least 1− δ:

Ri(ĥα)−Ri(h∗i ) ≤ 2

√√√√ M∑
j=1

α2
j

βj

√
8
d log(

(
ne
d

)
)− log(4/δ)

n

+

M∑
j=1

αj(2λj + dH4H(Di,Dj)) (5.13)

In this bound, divergence between domains is measured only in pairs, so it is not necessary to
have a single hypothesis that is good for every source domain. Alternatively, we can measure the
domain discrepancy between target client i and the mixed distribution on which the hypothesis is
learned:

Theorem 5.14: (Multi-source combined divergence bound (Theorem 5 from [5])). Let H be a
hypothesis space of VC dimension d. For each client j ∈ {1, ...,M}, let Sj be a labeled sample of

size nj generated by sampling nj points i.i.d from Dj and labeling them according to fj. If ĥα ∈ H
is the empirical risk minimizer of R̂α for a weight vector α, and h∗i = min

h∈H
Ri(h) is the minimizer

of a client i’s true risk, then for any δ ∈ (0, 1) it holds with probability at least 1− δ:

Ri(ĥα)−Ri(h∗i ) ≤ 2

√√√√ M∑
j=1

α2
j

βj

√
8
d log(

(
ne
d

)
)− log(4/δ)

n

+ 2γα + dH4H(Di,Dα)) (5.14)

where γα = min
h∈H

Ri(h) +
∑M
j=1 αjRj(h)

5.2 Theoretical analysis of performance benefit

In this section, a theoretical analysis of the performance benefit of a federated model over a local
model Vi is presented that applies Theorem 5.8 and 5.13 of the previous section. First, we will
motivate the applicability of the theories to the problem setting of this study in Section 5.2.1.
The derivation of the dependencies of Vi on S from which mathematical conclusions are drawn is
given in Section 5.2.2 and Section 5.2.3 summarizes the conclusions more intuitively.

5.2.1 Applicability of theories to the federated setting

Assume the problem setting as defined in Section 3.1.1. Recall that a scenario S in the problem
space has the following statistical characteristics:

S := ({Pi(x, y), Si}i∈M ,H)

Where ni = |Si| and n =
∑
i∈M ni. The goal is to draw conclusions on how performance benefit

Vi is generated in any scenario characterized by S and how it is related to the characteristics of
S.

Because both ĥi and ĥFL are the results of running an algorithm over one or more samples
that contain randomness, Ri(ĥi) and Ri(ĥFL) are in fact random variables for all clients i ∈ M .
Therefore, for a given scenario S, these two variables follow a distribution, and the conclusions
we have to make will be about these distributions. Observe that Vi can be rewritten as two terms
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that can be PAC bounded:

Vi = Ri(ĥi)−Ri(ĥFL)

= (Ri(ĥi)− inf
h∈H

R(h))− (Ri(ĥFL)− inf
h∈H

R(h))

If we assume the 0/1 loss function for binary classification and a hypothesis class with a finite
VC-dimension, the theories of the previous section can be applied to these two terms. We will
discuss implications and possible relaxation of these assumptions in Section 5.2.4.

First, it is assumed that the local model of a client ĥi is learned by performing empirical risk
minimization over a client’s local sample:

ĥi = Aerm(Si) = argmin
h∈H

R̂i(h) (5.15)

This means that the risk of the local model Ri(ĥi) can be bounded in terms of H and the size of
Si using Theorem 5.8.

Secondly, we assume that the federated model is learned using federated optimization over the dis-
tributed set of client samples. Recall from Section 4.1.1 the definition of the federated optimization
problem. Rewriting Equation 4.1 into our main notation, we then get:

ĥFL = Afedopt({Si}i∈M ) = argmin
h∈H

M∑
i=1

ni
n

1

ni

∑
(x,y)∈Si

`(h(x), y)

= argmin
h∈H

M∑
i=1

ni
n
R̂i(h)

It can be shown that federated optimization is theoretically equivalent to empirical risk min-
imization on an unbiased estimate of the risk on a mixed distribution Pα =

∑M
i=1 αiPi where

αi = ni
n ∀i ∈M :

E[

M∑
i=1

ni
n
R̂i(h)] =

M∑
i=1

ni
n
E[R̂i(h)]

=

M∑
i=1

ni
n
Ri(h) (assuming i.i.d samples)

=

M∑
i=1

αiRi(h)

=

M∑
i=1

αi

∫
y∈Y

∫
x∈X

`(h(x), y)Pi(x, y)dxdy

=

∫
y∈Y

∫
x∈X

`(h(x), y)

M∑
i=1

αiPi(x, y)dxdy (Fubini’s theorem)

=

∫
y∈Y

∫
x∈X

`(h(x), y)Pα(x, y)dxdy (Definition of Pα)

= E
(x,y)∼Pα

[`(h(x), y)]

= Rα(h)

Therefore, federated optimization optimizes for the empirical risk in Equation 5.12 for a particular
vector α and thus, multi-source domain adaptation theory can be applied. Setting αi = ni

n actually
minimizes the bound of Theorem 5.13.
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5.2.2 Analysis

By now, we have shown the applicability of both the ERM PAC bound and the multi-source
domain adaptation PAC bound under the following assumptions:

• Binary classification learning task.

• Loss function ` is 0/1 loss.

• The local model is the empirical risk minimizer of the local sample.

• The federated model is the empirical risk minimizer of the federation’s mixed distribution.

Under these assumptions, we can upper bound the two terms of Vi = (Ri(ĥi) − inf
h∈H

R(h)) −

(Ri(ĥFL) − inf
h∈H

R(h)) in terms of quantities that depend merely on S. Because in federated

optimization αj =
nj
n and βj =

nj
n for all j ∈ M , the term

√∑M
j=1

α2
j

βj
in Theorem 5.13 reduces

to 1 in the multi-source domain adaptation PAC bound.

Applying this to our problem setting, the main theories to work with for all clients i ∈ M are
then:

P

Ri(ĥFL)− inf
h∈H

Ri(h) ≤ 2

√
8
d log(ned )− log(4/δ)

n︸ ︷︷ ︸
Federated estimation error

+
∑

j∈M\{i}

nj
n

(2λj + dH4H(Dj , Di))︸ ︷︷ ︸
Distribution divergence error

 ≥ 1−δ

(5.16)
and

P

Ri(ĥi)− inf
h∈H

Ri(h) ≤ 2

√
8
d log(nied )− log(4/δ)

ni︸ ︷︷ ︸
Local estimation error

 ≥ 1− δ (5.17)

These PAC bounds give probabilistic guarantees on the worst-case performance of both the local
model and the federated model on a client’s distribution, in terms of only characteristics of a
scenario S and a confidence parameter δ. Vi is a function of two random variables and therefore
is a random variable in itself. Ri(ĥi) and Ri(ĥFL) are dependent, because the learning process of
both the federated and the local model depend on the same sample Si. Therefore, the expectation
and variance of Vi are equal to:

E[Vi] = E[Ri(ĥi)]− E[Ri(ĥFL)]

V ar(Vi) = V ar[Ri(ĥFL)] + V ar[Ri(ĥFL)]− 2Cov(Ri(ĥi), Ri(ĥFL))

In theory, one could derive these two statistics of Vi’s distribution if assumptions were made on
the distributions of both Ri(ĥi) and Ri(ĥFL). A PAC-Bayes style analysis would be applicable in
this case [70]. In this analysis, we only have access to non-parametric upper bounds of these two
random variables and thus we cannot derive any probabilistic guarantees on Vi without assuming
anything about the distributions. We will use the intuition that when the PAC bound of either
the federated model risk or the local model risk shrinks, the probability density function of that
risk will be ’squeezed’ into a smaller interval and subsequently the expectation of that risk will
shrink with it. By that intuition and because we will analyze the expectations of these two random
variables asymptotically in the statistical characteristics of S, we will take on the bound as the
expectation of Ri(ĥi) and Ri(ĥFL).
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Then for Vi, the following would hold:

E[Vi] = E[Ri(ĥi)]− E[Ri(ĥFL)]

≈ 2

√
8
d log(

(
nie
d )
)
− log(4/δ)

ni
− 2

√
8
d log(

(
ne
d

)
)− log(4/δ)

n
+

∑
j∈M\{i}

nj
n
di,j

= O

(√
log(ni/d)

ni/d

)
−O

(√
log(n/d)

n/d

)
−O

 ∑
j∈M\{i}

nj
n
di,j


where for simplicity of notation, di,j = 2λj + dH4H(Dj , Di). Because we only need to analyze the
dependencies of the statistical characteristics of Vi on the variables of a scenario, the asymptotic
notation is used. For the variance of Vi, we could also use the same notation and see that because
of the ’+’ sign, variance would increase if either of both of the PAC bounds increase in the
characteristics of a scenario S.

Using these results, we can now start reasoning about how the distribution of Vi changes in the
characteristics of a particular scenario S. Asymptotically, under our assumptions the expectation
of Vi is positive when:

O

(√
log(ni/d)

ni/d

)
︸ ︷︷ ︸
Local estimation error

≥ O

(√
log(n/d)

n/d

)
︸ ︷︷ ︸

Federated estimation error

+ O

 ∑
j∈M\{i}

nj
n
di,j


︸ ︷︷ ︸

Distribution divergence error

(5.18)

Observe that the right side of the inequality is a trade-off between the federated estimation error
and the distribution divergence error. When ni = n, the PAC bounds of the local- and the
federated model risk are equal. Asymptotic behaviour of the inequality when nj increases for all
j ∈ M \ {i} shows how performance benefit can actually be generated. The federated estimation
term decreases in n, but the distribution divergence term will increase. Intuitively, the optimal
model on client i’s distribution can be estimated better because there is more data available in the
federation, but because this data is not sampled from Pi, the distribution divergence error term
increases.

If the federated estimation error term decreases more wrt. the local estimation error term than the
distribution divergence error increases, then the PAC bound for the federated model is tighter than
the PAC bound of the local model and hence, under our assumptions, the expected performance
benefit is positive. So formally, E[Vi] is positive when:

O

(√
log(ni/d)

ni/d

)
−O

(√
log(n/d)

n/d

)
︸ ︷︷ ︸

Decrease in estimation error

≥ O

 ∑
j∈M\{i}

nj
n
di,j


︸ ︷︷ ︸

Distribution divergence error

This brings us to our first conclusion on how a federated model can generalize better on a client’s
distribution than his local model:

Conclusion 1. - From a statistical learning theory point of view, performance benefit is generated
in the form of a tighter PAC bound of the federated model than the PAC bound of a client’s local
model. If the decrease in estimation error from using all data in the federation is larger than
the distribution divergence error, then the PAC bound of the federated model is tighter than the
PAC bound of the local model and thus when assuming uniform distributions of the risk of the two
models, the expected performance benefit is positive.

Both the federated- and the local estimation error term approach zero when the data size goes
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to infinity. The rate at which this happens, depends on the complexity of the hypothesis class
d. This means that for larger ni, the potential for estimation error decrease becomes smaller and
thus the expected benefit for a client with a larger local data size ni decreases, given that the
distribution divergence error stays the same. From this observation, the following conclusion is
formulated:

Conclusion 2. - Because local estimation error behaves like O( log(ni)
ni

) asymptotically in ni, the
decrease in estimation error when using the federated model instead of the local model is less sig-
nificant if ni is already relatively large, depending on the complexity of hypothesis class H.

Instead of looking at the difference of ni and n, we can also look at the marginal contribution of
client i to the total data in the network. When ni

n is larger, then the underlying mixed distribu-
tion of the federated model will be more dependent on client i’s local distribution. Therefore, less
’knowledge’ of other clients will be in the federated model and it will be more similar to client i’s
local model, which will bring the performance benefit of the federated model more towards zero.
In our analytical results, it is shown in Equation 5.18 that if nin decreases the estimation errors will
be more similar and that the distribution divergence error term decreases towards zero because
of the

nj
n term. Therefore the two sides of the inequality will converge to being equal when ni

n
increases and the performance benefit goes towards zero. This brings us to our third conclusion:

Conclusion 3. - For a larger marginal contribution ni
n to the federated model of some client

i ∈M , the expected performance benefit of client i will go towards zero

For the fourth conclusion, we focus on the distribution divergence term. This term consists of a
sum of products, where for each client j ∈ M \ {i}, his marginal contribution to the total data
size

nj
n is multiplied with a term that represents how much client j and i’s domains and learning

task differ. If other clients than i have a large contribution to the total data size and these clients’
learning tasks and domains are significantly different from client i, the decrease in estimation
error has to be larger to overcome this distribution divergence error in order to let the expected
performance benefit be positive. Also, a large distribution divergence term has the potential to
significantly increase the variability of the performance benefit of a client i. This brings us to
Conclusion 4:

Conclusion 4. - When client i ∈ M ’s distribution differs significantly from clients j ∈ M \ {i}
and these clients have a relatively large marginal contribution to the total data size

nj
n , then for

the same ni and n the expected performance benefit Vi will be lower than when the distributions
are more equal and the variation of federated Vi will be higher.

The fifth conclusion is an obvious conclusion, but one which can have big consequences in practice.
Performance benefit Vi is a function of two random variables, and thus is in itself also a random
variable. Because of this randomness, for a particular client, there is always some probability that
his benefit Vi is negative and thus no guarantees can be given beforehand about the benefit a client
will get from joining a federation. Also, because distribution differences cannot be measured or
observed with existing methods because of the data privacy restrictions of the federated learning
setting, it is also not possible to measure the expected benefit beforehand. This brings us our fifth
and final conclusion:

Conclusion 5. - Performance benefit of a client i Vi is still a function of two random variables.
Therefore, Vi will always have some probability of being negative, regardless of the scenario’s char-
acteristics. Also, because of data privacy restrictions that do not allow us to measure distribution
differences, no statements can be made about the expected performance benefit in a practical setting.
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5.2.3 Conclusions

We list our five conclusions again below, although formulated more intuitively:

1. Performance benefit for a client i occurs when a federated model is learned with a lower
estimation error than the local model, because of the availability of more labeled sample
data from other clients, despite of possible differences in underlying distributions that can
introduce additional distribution divergence error.

2. A client i with a relatively larger local sample size ni has a lower expected performance

benefit because estimation error decreases as O
(

log(ni)
ni

)
in ni, which means that there is

less estimation error for the federated model to decrease. How large this critical data size
ni has to be is dependent on the complexity of the hypothesis class.

3. If a client’s marginal contribution to the total data size ni
n increases, then his expected

performance benefit goes to zero, as the federated model is more similar to this client i’s
local model.

4. If a relatively large amount of data is contributed to the total federation data size by clients
that have relatively different underlying distributions than the distribution of a client i, then
client i has a lower expected performance benefit and variance of the performance benefit is
higher.

5. Because the performance of both the local and the federated model is subject to random-
ness in the data sampling process, there is always a probability that performance benefit is
negative. Depending on the characteristics of the scenario S, the logic in the PAC bounds
make a positive performance benefit more or less likely, but because of privacy restrictions
this expected performance benefit cannot be calculated in practice using existing methods.

5.2.4 Multi-class classification

The theories that were used in the analysis assume binary classification learning tasks. However,
the problem formulation of this study scoped learning tasks towards supervised classification tasks,
which means that all results should also hold for multi-class classification learning tasks. The main
part that changes when considering multi-class classification is the formulation of the shatter
coefficient in Equation 5.7 and the derivation of the VC-dimension PAC bound as described in
Appendix A. In [70], Theorem 29.3, it is proven that the same derivation can be applied to multi-
class classification, although the VC dimension is replaced by the Natarajan dimension and the
Sauer-Shelah lemma is replaced by the Natarajan lemma. They show that the only thing that
changes in the PAC bounds is the addition of a log(k) term under the square root, where k is the
number of classes: k = |Y|. This replaces the dependency of all our results on d by dependency
on d log(k) and should not change anything about the dependency of performance benefit on local
sample sizes and differences in distributions. A precise derivation is left for future work.

5.3 Empirical analysis

In the previous section, five conclusions were drawn on how performance benefit can be generated
and how it is related to the sample sizes, model complexity, marginal data contributions and cross-
client distribution divergence. In this section, a number of controlled experiments are described
that produce empirical evidence for these conclusions, together with their results.

5.3.1 Experiment setup

The experiment is designed to compare Ri(ĥi), Ri(ĥFL) and Vi for scenarios with different char-
acteristics. The PAC-bounds and conclusions of the previous section showed that performance
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benefit is mainly dependent on local sample sizes ni, data sizes of other clients nj and the cross-
client distribution discrepancies. By alternating each of these scenario characteristics and fixing
the others, we can evaluate their influence on Ri(ĥi), Ri(ĥFL) and Vi. For different combinations
of these experiment variables, scenarios consisting of client distributions and their labeled data-
sets are sampled and both a federated- and a local model is learned for a client i. By learning
federated- and local models for different sampled client sets for the same combination of experi-
mental variables in a Monte-Carlo style simulation, the results will be a number of random data
points of Ri(ĥi), Ri(ĥFL) and Vi for each combination of experimental variables.

Dataset and learning task

The dataset used in the experiment is the popular CIFAR-10 dataset for image recognition [43].
This dataset was chosen because of its popularity in studies on the impact of non-iid-ness in fed-
erated learning (e.g [57, 67, 37]), which allows comparison of results and improves reproducibility.
The CIFAR-10 dataset consists of 10 classes of objects that are pictured in an image of 32 × 32
pixels with RGB colour intensities. Two examples of data points are given in Figures 5.1a and 5.1b.
The learning task is to predict the object class Y = {0, ..., 9} from the pixel data X = R32×32×3.

(a) label ’truck’ (b) label ’plane’

Figure 5.1: Examples of feature vector X of CIFAR-10 dataset

Experimental variables and client sampling

A scenario S consists of a set of 10 clients, defined as their local distributions P(x, y) and labeled
sample sets, sampled i.i.d from this distribution. These distributions and labeled sample sets are
randomly sampled beforehand, according to a certain configuration of experimental variables ni,
nj and client distribution discrepancy.

Client distribution discrepancy is controlled through the parameter α of a symmetric 10-dimensional
Dirichlet distribution from which a client distribution over labels is sampled. First, 10 samples
are drawn from the distribution, which represent the probabilities of a client for generating a data
point of a certain label:

P(y) ∼ Dir([α1, α2, ..., α10])

Note that αi = αj ∀i, j ∈ {1, ..., 10}. If these alphas are closer to zero, the distributions over labels
P(y) are more different between clients, and thus client distribution discrepancy increases. If these
alphas approach infinity, client distributions are equal, because the probability of sampling a label
in P(y) is 1

10 for all labels. The likelihood of sampling a data point of a certain label, P(x|y), is
equal to the likelihood in the original CIFAR-10 dataset for all clients. This theoretically results
in the client distributions P(x, y) = P(x|y)P(y), which differ only in P(y). By controlling the
parameter α of the Dirichlet distribution, non-iid-ness between client distributions is controlled
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for. Note that because P(y|x) is equal for all clients, the term λj in our analytical results is not of
importance in this experiment. This technique of creating non-iid client distributions was taken
from [67]. The used values for α in this experiment are 0.2, 1.0, 5.0 and ∞ (i.i.d).

There is one client i in each scenario for which we will record Ri(ĥi), Ri(ĥFL) and Vi. For this
client, a labeled sample of size ni is sampled randomly by first sampling ni labels randomly from
Pi(y) and for each label randomly sampling a data point x from the entire CIFAR-10 dataset that
corresponds to this label. We will do the same for the remaining 9 clients, although with a different
sample size nj . The used values for the experiment variable ni are {10, 100, 500, 1000, 5000} and
for nj , the used values are {100, 500, 1000, 5000}.

A test set to estimate the real risk for client i is also sampled from client i’s distribution. The size
of this test set is 10.000 samples, such that its average loss is assumed to be a good estimator of
the true risk. Note that all sampling is done with replacement.

Model architecture

The model which is used is a convolutional neural network with 3 VGG blocks. No batch normal-
ization is used because it has been shown that it is problematic in federated learning when clients
are non-iid [33]. The full architecture is given in Appendix B, Figure B.1.

Algorithms and optimization hyperparameters

The local model ĥi is learned by empirical risk minimization. Because real empirical risk minim-
ization is computationally infeasible for a convolutional neural network, we emulate it by running
the Adam optimizer [41] for an infinite amount of epochs on the local sample set, until the loss on
the test set of client i has not changed more than 0.01 for more than 30 epochs. This is when it
is assumed that the empirical risk minimizer has been found. Batch size is set to 20, learning rate
is set to 0.001 and sparse categorical crossentropy is used as the loss function for optimization.

For learning the federated model, FedAvg [57] is used as the federated optimization algorithm.
Here we again emulate empirical risk minimization on the mixed distribution by running FedAvg
for an infinite amount of communication rounds, until the loss on the test set of client i has not
changed more than 0.01 for more than 30 communication rounds. The local optimizer is again
Adam. Batch size for local updates is set to 20, local epochs is set to 1 and local learning rate is
set to 0.001, with again sparse categorical crossentropy as the loss function for local optimization.
Setting epochs to 1 is less communication-efficient, but it results in a more stable optimization
of the federated model without too much client drift [57], which helps finding the empirical risk
minimizer of the mixed distribution.

Procedure

Because of the complex inter-dependencies of the three experimental variables ni, nj and α and
the limited time and computing resources available for this study, no formal hypothesis testing will
be conducted. Instead, a Monte-Carlo type simulation will be performed over all possible com-
binations of values of the experimental variables and the aggregated results of multiple sampling
runs will be explored to see if they agree with the conclusions made in Section 5.2. A simulation
run for a given set of experimental values consists of 1) sampling the distributions, 2) sampling
training datasets and one test dataset for a particular client, 3) learning the local model for the one
particular client, 4) learning the federated model and 5) recording the risk on the test dataset for
both models and the performance benefit that results from it. The simulations are implemented
using Tensorflow Federated and Tensorflow and run on an Nvidia GTX 1080 GPU. Code can be
found on GitHub1. The entire simulation process is visualized in Figure 5.2.

1https://github.com/timdhondt1
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Sample		

for	10	clients

Sample		labeled
sample	sets	for	all	10
clients	and	a	test	set

for	client	i

Learn	local	model Learn	federated	model Calculate

For	all	combinations	of

for	20	runs

Figure 5.2: Experimental procedure

5.3.2 Results

The results of the experiment are given in Appendix B.2, Table B.1. Because of the many different
configurations that were simulated, the numerical results are hard to interpret. Therefore, results
are visualized in boxplots that show the mean and variance of Vi for different configurations.
Figure 5.3 shows performance benefit of a client Vi on the y-axis for a particular value ni and
different nj on the x-axis. The non-iid-ness between distributions, modeled by the Dirichlet alpha
parameter are shown by the colours. Figure 5.4 shows Vi for a particular value of nj and with
different ni on the x-axis. Next, we will compare these results specifically for each conclusion that
was drawn in the theoretical analysis.

Conclusion 1

Observe in Figures 5.3a and 5.3b that because ni is relatively small, the mean of the performance
benefit eventually becomes positive for very non-iid cases (α = 1.0 and α = 0.2) with the total
data size in the federation n increasing. This aligns with the findings in Equation 5.18 that at
some point, the decrease in estimation error will be larger than the distribution divergence error,
which is relatively high if α = 1.0 and α = 0.2. When ni is larger, like in Figures 5.3b, 5.3c, 5.3d
and 5.3e, there is less estimation error to decrease with more data from the federation, and thus
it becomes less likely that the discrepancy error is dominated by the decrease in estimation error.
This is shown by the mean of Vi for α = 0.2 not becoming better or even decreasing in increasing
nj . All in all, these empirical results give us reason to believe that indeed, Conclusion 1 is true.

Conclusion 2

Observe the results for the i.i.d case (blue) in Figure 5.3 where nj = 5000. In Figure 5.3a, when ni
is relatively small, the mean of Vi is 68 %, which is relatively high. When ni is relatively high, like
in Figure 5.3e, the mean federated benefit is around 22 %. Because the domain divergence term
in Equation 5.18 is zero for these i.i.d cases, we can conclude that the estimation error decreases
much less when ni is relatively high, as opposed to when it is relatively small. This gives reason
to believe Conclusion 2 is true, and that a client with a relatively larger local sample size ni is less
likely to receive a large improvement in generalization from federated learning.
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Conclusion 3

In Figure 5.4, for the cases with lower nj , thus Figure 5.4a and 5.4b, ni starts to dominate the
contribution to the total data size when it goes to 5000. In the figures, we can observe that
federated benefit goes to zero as a result of that. For the other two figures, 5.4c and 5.4d, this
effect happens less significantly, because the marginal contribution to the total data is obviously
smaller when nj are also larger. This gives us empirical evidence to believe that Conclusion 3 is
also true.

Conclusion 4

For all results in both Figure 5.3 and 5.4 for a particular configuration of ni and nj , (thus where
decrease in estimation error is constant) a common pattern can be observed when we compare the
results of different measures of non-iid-ness. For increasing non-iid-ness, the mean Vi generally
decreases and variability increases. This gives empirical evidence to believe that Conclusion 4 is
true.

Conclusion 5

Conclusion 5 is straightforward to confirm. When non-iid-ness is relatively large, at α = 1.0 and
α = 0.2 and

nj
n is relatively large, the variance of Vi is larger and thus the benefit of using a

federated model can be both positive or negative. When non-iid-ness is relatively low, it is shown
that variability is lower and that we can say with more certainty that federated benefit will be
larger than zero.

5.3.3 Conclusion

These experiments, although executed with a limited number of repetitions, provide enough em-
pirical evidence to believe that the conclusions drawn about the dependence of performance benefit
on scenario characteristics S are true. In general, when comparing the dependencies of the expect-
ation and variance of performance benefit on data sizes and distribution divergence of Equation
5.18 with the boxplots, most relations seem to hold, at least asymptotically.
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(a) ni = 10 (b) ni = 100

(c) ni = 500 (d) ni = 1000

(e) ni = 5000

Figure 5.3: Performance benefit Vi for fixed ni and variable nj and discrepancy
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(a) nj = 100 (b) nj = 500

(c) nj = 1000 (d) nj = 5000

Figure 5.4: Performance benefit Vi for fixed nj and variable ni and discrepancy
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5.4 Conclusions and limitations

In this section we will conclude on the answers to the sub-question For a given client i in a
federated learning scenario that is statistically characterized as S = ({Pi(x, y), Si}i∈M ,H), how
can a performance benefit Vi be created through federated learning and how is this Vi related to the
characteristics of the scenario S?. Hereafter, a discussion of limitations to the found results and
ideas for future work based on these results are given.

5.4.1 Conclusions

In this chapter, the first known analysis of the potential performance benefit of a federated model
over a client’s local model for a given, static scenario was presented. The most important result
is an asymptotic inequality in Equation 5.18 that shows the dependencies of Vi on the statistical
characteristics of a given static the federated learning scenario S. These results and the empirical
results confirm that the federated learning collaboration is in theory a valid idea for creating value
through providing a better generalizing model for all clients. It also allows us to understand when
the federated learning collaboration would be useful, which is knowledge that can be used for
creating a solid learning algorithm for this collaboration.

The first part of the research question is: For a given client i in a given scenario S, how can
performance benefit Vi be created through federated learning? The found answer is that, when
using a federated optimization algorithm, performance benefit can be generated for a federation
participant when the decrease in estimation error because of the availability of more data in a
federation network is larger than the increase in error in the model because that additional data
comes from distributions that are different than the participant’s local distribution.

The second part of the research question: For a given client i in a given scenario S, how is
performance benefit Vi related to the characteristics of scenario S := ({Pi(x, y), Si}i∈M ,H) in the
static setting?, has a longer answer. First, if a client has a larger local sample, he generally receives
less benefit than when his local sample size was smaller, both because there is less estimation er-
ror to reduce and because relatively, there is less knowledge of other clients incorporated in the
federated model. Practically, this means that clients that have less data to contribute, generally
have more use in joining a federation than clients that have more data. There is an implicit un-
fairness in payoff against contribution in this collaboration, when using existing federated learning
techniques.

Second, client distribution divergence, or non-iid-ness, is a large factor in the uncertainty of how
large the potential performance benefit can be for a participating client. Distribution divergence,
especially when other clients have higher marginal contribution to the total data in the federation,
is shown theoretically and empirically to decrease the expected performance benefit and increase
variability of performance benefit. Also, from a practical perspective, this discrepancy cannot be
measured or observed beforehand or during the learning process, so the potential performance
benefit that a client can receive when joining a federation is like a ’lottery’ if there is no certainty
that distributions are i.i.d.

5.4.2 Limitations

The theoretical analysis was based on a number of major assumptions. The most crude assumption
was that we approximated Ri(ĥi) and Ri(ĥFL) simply by their PAC bound and then started an
asymptotic analysis based on the characteristics of S. In a PAC-Bayesian analysis, one could
assume a prior distribution for Ri(ĥi) and Ri(ĥFL) and result in exact results for E[Vi] and
V ar(Vi). For the purpose of this study, the asymptotic analysis was enough to answer the sub-
question but this crudeness must be taken into account.

Limitations in the experimental setup are that only one hypothesis class (model architecture)
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was used, because of resource- and time constraints. Also, different neural network regularization
techniques are used in the architecture, which showed to have a significant impact on the stability
of the results. Finally, the algorithms that are used do not find the exact empirical risk minimizer
each time, but rather approximate them. The uncertainty that is introduced by this should be
averaged out though if a lot of runs are performed for each configuration, but 20 runs is still quite
scare.

5.4.3 Future work

The analysis could be refined by assuming a prior distribution on the risk in a PAC-Bayesian
analysis or using the Natarajan dimension for multi-class classification. Also, the influence of
model regularization should be studied, as preliminary results showed that adding dropout and
max pooling layers to the model architecture had a significant influence on the uncertainty in per-
formance benefit, possibly because these layers make the model more robust against client drift
[37]. Finally as far as the analysis goes, this analysis holds for federated optimization problems,
but a similar analysis could be done for multi-model federated algorithms.

The fact that distribution divergence, or non-iid-ness, in the network cannot be measured before-
hand is an important factor that makes the potential of a federated learning collaboration uncer-
tain. In Section 5.1.5, it was mentioned that domain divergence can be estimated by training a
discriminator over two distributions. In future work, one could attempt to design an algorithm
that can learn such a discriminator while respecting the restrictions of the federated setting. With
these estimations of non-iid-ness that result from this discriminator, more effective collaborations
can be set up that have a larger probability of providing each participant with a positive perform-
ance benefit.
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Chapter 6

Federated learning in a practical,
dynamic setting with concept drift

The previous chapter concluded on the potential performance benefit of using a federated model
over a local model for a given, static scenario of clients, their labeled datasets and a hypothesis
class. In this chapter, we move to a more realistic setting of the federated learning collaboration
in which the scenario is non-stationary over time. The goal of this chapter is to study how we can
achieve a stable collaboration in such a dynamic, changing scenario in which all participants receive
performance benefit for their contributions to the federated model. The chapter’s sub-question
therefore is: How can a federated learning collaboration be achieved in a practical, dynamic setting
where all clients receive a benefit in performance and at the same time are incentivized to contribute
new data to the federation?

6.1 The dynamic cross-silo federated learning setting

In the last chapter, the potential performance benefit of a federated model was studied for a given,
static scenario of clients, their datasets and a hypothesis class. In a practice however, the federated
learning collaboration takes place in a ’marketplace’ environment of participating clients, where
client environments change, clients join and leave and new data is added by clients. The problem
setting in Section 3.1.1 is therefore defined as a continuous setting, which adds a time dimension
to the statistical characterization of a scenario. Recall the notation of a scenario with an added
time stamp t of Equation 3.3:

St := ({Pti (x, y), Sti}i∈Mt ,H)

Most existing work in federated learning assumes a static setting, where statistical characteristics
of clients are either fixed or stochastic. Some studies do mention the online learning setting where
changes can occur in the client set, but because they are mostly scoped on cross-device federated
learning or federated learning in very large networks, these influences are assumed to be averaged
out by the raw number of clients over which is learned. Also, the federated model is usually
evaluated on some ’central’ test set, instead of on a particular client’s distribution.

In the problem setting of this study, the amount of clients is assumed to be relatively small, which
means that changes in clients can have influence on the federated model. Moreover, because we
evaluate the federated model’s performance on particular client’s distribution, the influences of
changing client environments also has an influence on a client’s performance benefit of using the
federated model, because the ground truth at clients changes over time.

A new set of assumptions is needed to study federated learning in such a setting, both for the
purpose of this chapter and for future work in federated learning. For that reason, we model the
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Figure 6.1: Visualization of a scenario St

problem space in which this chapter’s sub-question is answered as a novel setting for federated
learning research in dynamic scenarios between organizations, called the dynamic cross-silo fed-
erated learning setting. This is formulated as a set of additional assumptions on the statistical
characterization of a scenario over time St. Recall for intuition the visualization of a scenario St
in Figure 6.1.

6.1.1 Client set

Over time, clients can leave or join the client set. This means that M t 6= M t′ for two different
time points t and t′. If a client leaves, the knowledge that was in his local data still resides in
the federated model, but no more updates will be performed locally at this client. This client will
then also no longer receive the most up to date federated model. If a client has left the federation,
it is assumed that he will not rejoin at a later point in time.

6.1.2 Online learning

Local data samples Sti are assumed to increase over time as new data is being labeled by clients.
Therefore, the learning problem is an online learning problem. The online learning procedure
generally looks as follows [24]:

1. Predict. A new unlabeled data point xt arrives at time t and a prediction is made by the
current model ht(xt).

2. Diagnose. After some delay, the true label yt becomes available through the feedback loop
and we can estimate the online loss as Lt(h) = 1{ht(xt) 6= yt}.

3. Update. The model is updated using this new example using some incremental algorithm A:
ht+1 = A(St, ht) where the sample set is updated as St = St−1 ∪ {xt, yt}.

Depending on computational resources, the incremental algorithm can be a streaming algorithm
where the latest data point is used once in learning and then discarded. Alternatively, all data
remains accessible and the algorithm learns over all data in the current dataset Sti [24].

Most federated learning algorithms correspond to the latter type of incremental algorithms,
because they typically perform communication round updates over stochastic gradients of the
client’s entire dataset of that time. So, in this study it is assumed that a federated model
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ĥtFL = AFL({Sti}i∈Mt , ĥt−1FL ) is maintained at each time t using some federated learning algorithm
AFL and thus becomes a temporal sequence of models.

It is also assumed that each client i ∈M t set at time tmaintains a local model ĥti = Alocal({Sti}i∈Mt , ĥt−1i )
using some incremental algorithm over his local data.

This setting has variations where, for instance, the true labels become available with a delay or
only become available for a small part of the data. In such a case, the model update would be
delayed, but the notation and online learning procedure stays the same. In this study, we will
assume that there is no delay in data becoming available, so a point xt is predicted by a model
ht and the online loss Lt(h) is immediately calculated in the same time period. This assumption
can be dropped in future work.

6.1.3 Local concept drift

It is assumed that client’s local distributions can evolve over time because they reside in dy-
namically changing environments where nonstationarity is typical. For example, if an insurance
company has trained a fraud detection model on claims data, and suddenly a global pandemic
breaks out, his local distribution has shifted in a way that makes certain medical claims suddenly
occur more. In machine learning, this is known as a phenomenon called concept drift [24]. In this
setting, we define local concept drift between time point t and time point t′ for some client i ∈M
as:

Pti (x, y) 6= Pt
′

i (x, y)

Different forms of concept drift exist (see e.g [24]) but we will make no explicit assumptions on
this.

Concept drift changes both the ground truth and the optimal model in the hypothesis class
inf
h∈H

Rti(h) for a client i between different time points. Hence, a local model ĥti or federated model

ĥtFL that are optimal at time t may no longer be optimal at a different time point t′ if concept
drift occurred. The error with respect to the ground truth at a certain point in time for a client i
is measured by the time-dependent true risk Rti(h) of a model h ∈ H:

Rti(h) = E
(x,y)∼Pti (x,y)

[`(h(x), y)] (6.1)

Thus, in case of local concept drift between two time points t and t′ at a client i, the error with
respect to the ground truth may be different for the same model:

Rti(h) 6= Rt
′

i (h)

Additionally, like with the example of a global pandemic, it can be assumed that global concept
drift takes place, where the same local concept drift happens to all clients, although with possibly
different delays. In this study we will not regard global concept drift but leave it for future work.

6.1.4 Federated concept drift

A federated model theoretically performs an update with respect to the federated mixed distribu-
tion of all clients at a particular time, as was shown in Section 5.2.1. Recall the definition of the
federated mixed distribution: Ptα =

∑
i∈Mt(nti/n

t)Pti . The previous assumptions in this setting
were that the client set M t, client distributions Pti and client samples Sti may change over time.
As a consequence of this, the federated mixed distribution is also a changing distribution, because
it depends on all of these changing factors. This changes the ground truth and the optimal model
on the mixed distribution inf

h∈H
Rtα(h) between different time points.
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An incremental federated learning algorithm AFL will therefore optimize towards different op-
tima over time, which means that the most up-to-date federated model can be optimal on some
client’s distribution at one point in time t and perform worse at another point in time t′, even if
Pti (x, y) 6= Pt′i (x, y):

Rti(ĥ
t
FL) 6= Rti(ĥ

t′

FL)

6.1.5 Goal

In the the dynamic cross-silo federated learning setting, evaluation is not performed centrally as
is typically done in federated learning research, but for each client individually. The goal of each
client in the dynamic cross-silo federated learning setting is assumed to be minimizing the risk
over some time horizon {1,...,T} with respect to the distribution at each time t of his deployed
model at each time t: h̃ti:

minimize

T∑
t=1

Rti(h̃
t
i) (6.2)

In existing federated learning methods, this deployed model h̃ti is equal to ĥtFL, but might also
be adapted using e.g personalization techniques that were discussed in Section 4.1.2. The design
problem in the dynamic cross-silo federated learning setting then will be about designing a good
federated algorithm AFL and mechanism for choosing h̃ti at each time t that minimizes Equation
6.2 for each client individually under particular circumstances.

Note that because of the individual evaluation of outcome at each client and the online learning
characteristics, the setting could also be analyzed from a game-theoretical perspective in the future.

6.2 Motivation and chapter outline

In this section, we will motivate the need for a novel solution for this setting in the context of the
federated learning collaboration and describe the approach to design such a solution.

6.2.1 Motivation

The main motivation for a client i to participate in our proposed collaboration is because he
expects V ti = Rti(ĥ

t
i)−Rti(ĥtFL) to be > 0 at each time t, such that his objective in Equation 6.2 is

higher when using the federated model than when using his local model. However, problems that
were identified in Chapter 5 and implications of the dynamic cross-silo federated learning setting
prevent the practical viability of the collaboration when existing federated learning methods would
be used.

Practical problems from chapter 5

If we would use existing federated learning methods in this collaboration, the federated model
would be used at at all times. However, it was concluded in Chapter 5 that Vi is a random
variable, which always has a probability of being negative. Moreover, the distribution of Vi is
dependent on the variables in Equation 5.18, most of which are immeasurable because of the data
locality restriction of the federated learning setting, like e.g distribution divergence. Therefore,
a client has uncertainty whether using ĥFL at inference time is actually beneficial over using ĥi.
This can be reframed to the question whether h̃ti in Equation 6.2 should be equal to ĥti or ĥtFL at
each time t.

A second problem that was identified in Chapter 5 is the free-rider problem. Because having
less data to contribute as a client generally results in a larger expected federated benefit, our
collaboration theoretically encourages clients to stop labeling new data and just benefit off the
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labeling efforts of other participants. This would eventually lead to a stalling in the learning of
the federated model.

Local- and federated concept drift

In standard, static settings, a client could find out the benefit of using the federated model Vi
by estimating the risk of both models on an i.i.d sampled test set and comparing them. In the
dynamic cross-silo federated learning setting however, it was assumed that Rti(h) 6= Rt

′

i (h) through
local concept drift, thus the risk of some model h on test set at time t is not an unbiased estimate
of the actual risk at time t′. Also, because of federated concept drift, Rti(ĥ

t
FL) 6= Rt

′

i (ĥt
′

FL) even
if client i’s distribution did not change between t and t′. These drifts mean that at one point in
time, using the federated model would be the better choice, while at another point in time, a client
should use the local model. Deciding which to use at each time t in order to minimize Equation
6.2 is difficult, because a client has no unbiased estimation of the actual risk at some time after
concept drift has occurred.

Summary

Because of the fact that local and federated concept drift make the performance benefit V ti change-
able and hard to measure at each time t, a client does not know whether participating in the
collaboration and using the federated model minimizes his objective in Equation 6.2. Predictive
performance at inference time of the federated model could later turn out to be worse than local
model performance all along, which would make clients leave the collaboration. The free-rider
problem could also lead to a stalling in contributions and eventual leaving of clients. Hence, a
solution is needed that minimizes the objective function in Equation 6.2 using some adaptation
mechanism and at the same time incentivizes contributions, to as such create a stable collaboration
with ’pleased clients’.

6.2.2 Chapter outline

In order to answer the sub-question How can a federated learning collaboration be achieved in
a practical, dynamic setting where all clients receive a benefit in performance and at the same
time are incentivized to contribute new data to the federation?, a novel framework is proposed for
adaptively using the local- and the federated learning model in the dynamic cross-silo federated
learning setting of Section 6.3. Related work to this framework is discussed in Section 6.4. Then,
in Section 6.5, a first, simple algorithm is introduced that implements this novel framework, such
that we can evaluate its performance. The algorithm is evaluated in Section 6.6 in a number
of experiments. Finally, in Section 6.7 we conclude to what extent the proposed framework and
algorithm answer this chapter’s sub-question and discuss limitations and future work.

6.3 Adaptive federated learning for dynamic, online set-
tings

In this section, a novel framework is described for adaptively using federated learning in the
dynamic cross-silo federated learning setting: Adaptive Federated Learning for Dynamic, Online
settings (AFL-DO)
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6.3.1 Main idea

Recall the theoretical result from Chapter 5 that the performance benefit of federated learning is
expected to be positive when:

O

(√
log(ni/d)

ni/d

)
−O

(√
log(n/d)

n/d

)
︸ ︷︷ ︸

Decrease in estimation error

≥ O

 ∑
j∈M\{i}

nj
n
di,j


︸ ︷︷ ︸

Distribution divergence error

It was concluded that when local data size ni increases, the local estimation error goes to zero
and the potential decrease in estimation error on the left side of the inequality decreases, even
for a relatively large total federation data size n. So in an online learning setting, where more
local data becomes available over time, the expected benefit will eventually become negative if the
distribution divergence error is > 0 (which is almost always the case in most real-world scenarios
where the data collection process differs between different organizations). This means that using
the federated model in the collaboration is only expected to be beneficial temporarily while ni is
below some critical value, when an organization is still in the process of gathering enough data to
train a machine learning model. For learning very large deep learning models that are used these
days, this critical ni might be very large, because the model’s complexity is extremely high.

Also, when local concept drift occurs and a client’s local ground truth changes, a client essentially
has a temporal insufficiency in labeled data on that new concept, which means his local model
might not generalize well on his new distribution. The global model however, contains knowledge
of a larger scope of different domains and concepts from other clients, including knowledge of that
particular new concept. It could very well be that the decrease in estimation error on the new
local concept is larger than the distribution divergence error between the federated and the local
distribution. In this case it might be a wise idea to temporarily deploy the federated model as a
’wisdom of the crowds’-backup model until enough local labeled data has been gathered such that
the local model is again the better estimator on the client’s distribution.

Motivated by this theoretical observation that the federated model only has a performance benefit
over a local model if not enough data has been gathered to estimate a model on either a given
concept or a new concept due to concept drift, the main idea the following:

Use at each client an automatic mechanism that detects changes in the client’s concept and
adaptively deploys the federated model if the local model has a temporal insufficiency of data to

estimate a good model for the client’s current concept.

Example

To explain the main idea of this framework more intuitively, a real-world example is given below:

Assume a Dutch hospital that uses a deep learning-based computer vision model for classifying
all types of lung damage from X-Ray data. The hospital has plenty of labeled data to achieve a
good classification performance in operations. Suddenly, in March 2020, COVID-19 is introduced
to the Netherlands, and new types of lung damage start to show up on X-Ray data because of it.
When the hospital has access to a federated model that contains contributions from hospitals in
other countries that have dealt with COVID-19 for a couple of months, the federated model might
temporarily achieve better predictive performance than the local, personalized machine learning
model of the hospital and consequently save lives. The AFL-DO framework would automatically
detect the shift due to COVID-19 patients and automatically adapt to use the federated model if
it detected that this model was more fitted for these new cases. If after some time enough local
data had been labeled such that the local model is personalized better again on the hospital’s specific
X-ray machine data, the hospital switches back automatically to using the local model in diagnosis.
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6.3.2 Approach outline

The goal of the framework is to adaptively choose a model h̃ti at each point in time t using
both a local and a federated model, based on information from a client’s current concept, which
is automatically identified using drift detection. Each client that participates in learning runs
a local adaptation mechanism Adetect and a local drift detection mechanism Aadapt. AFL-DO
is no concrete solution, but rather a framework of solutions that can combine any detection-
and adaptation mechanisms in a specific way with federated learning, to as such achieve better
performance in the dynamic cross-silo federated learning setting and incentivize contributions.

Adetect is an algorithm that takes a sequential data stream as input and for each time t outputs
a subset of a client’s labeled data SW

t

i , which corresponds to data in the time window W t of the
current concept at time t. A drift detector detects change from either a client’s unlabeled data
stream x, his labeled data stream S or the online loss signal Lt(h) of a model h, which is also
called the prequential error [23]. For a comparison of existing drift detection techniques, see [25].
Based on the last detected change in concept by this detector, a forgetting mechanism decides
what subset of the labeled data Sti corresponds to the current concept, and what data should be
forgotten. Different forgetting mechanisms exist, like e.g a sliding window a linear decay [24].

The returned data subset SW
t

i from Aadapt now contains the labeled data of the current concept.

SW
t

i is used both in the learning process of the local model and in Aadapt. The idea of the local
model in this framework is that it acts as a short-term memory model, that is specified on a client’s
current concept. Therefore, the local model is learned using an incremental learning algorithm
that in each update step only uses labeled data of in the current window:

ĥti = Alocal(SW
t

i , ĥt−1i ) (6.3)

One could also use a full model replacement mechanism that if concept drift is detected, learns a
completely new model only in data within the current concept.

The adaptation mechanism Aadapt, at each time t, takes the local model ĥti, federated model ĥtFL
and labeled dataset of the current concept SW

t

i as an input and outputs an adaptive model h̃ti in
order to minimize the objective function of Equation 6.2.

h̃ti = Aadapt(ĥti, ĥtFL, SW
t

i ) (6.4)

If concept drift is detected by the detection mechanism and thus W t is changed, this adaptation
mechanism will generate a model out of the combination of the local- and federated model that
performs best on the current concept, based on the labeled data from the current concept that
was identified by Adetect. Existing adaptation mechanisms in concept drift consist of e.g model
replacement or adaptive ensemble methods [24]. Note that in Section 4.1.2, we discussed person-
alization algorithms for federated learning which perform exactly this adaptation, although for
the static setting. The AFL-DO framework can therefore also be interpreted as a generalization
of personalization methods in federated learning that takes into account concept drift and other
dynamicness in the federation.

The model adaptation mechanism uses SW
t

i as an input to base its adaptation on. The more
data that is in this subset of labeled data corresponding to the current concept, the better the
adaptation mechanism can make its decision on which model to output. Therefore, a client would
theoretically benefit from producing more labeled data per time period, because this would make
the adaptation mechanism more reliable and increase the probability that he is using the optimal
model at each point in time, which ultimately improves his objective function 6.2. Also, if the
detection mechanism uses labeled data as its input data stream, drift could be detected faster if
the rate of labeled data generation is higher. Both these reasons are incentives for a client to keep
contributing new labeled data at a high rate: the more data he contributes, the better and more
reliable the AFL-DO framework will perform.
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6.4 Related Work

In this section, we discuss existing studies that are similar or related to this framework, as well as
existing drift detection and adaptation mechanisms that could be used as Adetect and Aadapt in
the framework.

6.4.1 Similar approaches

The inspiration for this algorithm comes from [51]. The authors of that study introduce a kNN
classifier with short-term and long-term memory, in which the short term memory is adaptive in
the sense that it selects the window with the minimal prequential error. Data points that are
discarded from the short-term memory are transferred to the short-term memory in compressed
form. At inference time, the algorithm uses either the short-term-, long-term- or combined data
points for classification, based on which has the lowest error on the current short-term memory
window.

A similar approach for concept drift detection and adaptation in federated learning using short-
and long-term memory was proposed in [11]. This study shows the applicability of storing specific
concepts locally at a client in human activity recognition on smartphones. The difference is that
the authors detect changes in the distribution of the confidences of past predictions, while AFL-DO
is a general solution that can support many types of detection- and adaptation mechanisms.

6.4.2 Detection mechanisms

Concept drift detection methods can be categorized into error-rate based detection, data distri-
bution based detection and multiple hypothesis based detection [52]. Adaptive sliding WINdowing
(ADWIN) [6] is an error rate based detection method that efficiently monitors a sliding window
containing all the 0/1 online losses since the last detected change in concept. The window is
repeatedly partitioned into two sub-windows, which are compared to the cutoff value of the Hoeff-
ding bound to see if they significantly differ in their mean. If so, the older window is dropped.

The Page-Hinkley test and Cumulateive sum (CUSUM) tests are error-rate based detection meth-
ods which consider the cumulated difference between observed values and their mean till a current
moment as a test statistic [23]. For data distribution-based detection, [40] uses Chernoff bounds
and the VC-dimension to detect drift based on the relativized discrepancy distance metric. This
study actually laid the basis for the H-discrepancy, which made the domain adaptation theory in
[5] possible. For multi-dimensional datastreams, the authors of [14] use density estimation and
the Kullback-Leibler divergence to compare statistics of two windows. For a comparison of drift
detection techniques, see [25].

6.4.3 Adaptation mechanisms

Concept drift adaptation methods can be categorized into blind - and informed adaptation mechan-
isms [24]. Aadapt in the framework is generally implemented by informed adaptation mechanisms,
because it uses information from the detection mechanism as an input. In global replacement
adaptation techniques, the entire model has to be relearned based on the current concept’s data,
which is common in learning algorithms like naive Bayes and Support Vector Machines. In local
replacement techniques, only parts of the model are adapted using data from the current concept
[24]. These are all single-model adaptation techniques. Ensemble adaptation mechanisms generally
use a weighted combination of models for predictions, where the weights are adapted continuously
to reflect the performance of the individual models on data of the current concept [24].
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6.5 FedWin : an adaptive online algorithm for the dynamic
cross-silo federated learning setting

In this section, a simple first algorithm is proposed that implements the proposed framework. The
algorithm is defined in pseudocode in Algorithm 2. We will discuss the different technical aspects
of this implementation in this section.

6.5.1 Learning steps

The algorithm AFL to learn the federated model is FedAvg [57], given also in Algorithm 1. This
means that every τ time periods KFL learning steps are performed on unbiased estimates of
the loss on a clients entire labeled sample Sti . The federated local update step is based on SGD,
although any adaptive gradient descent update step could be used. For the aggregation of updated
client parameters ĥti, any adaptive local update from [67] could also be used.

An SGD-type learning algorithm is used to learn the local model. The optimization step has a
different number of learning steps Klocal and a different learning rate Klocal than the federated
update steps. In FedWin, the update is defined as an SGD update, although again any adaptive
gradient descent update step could be used. Note that for the local updates, an unbiased estimate
of the loss on SW

t

i is defined, in order for the ĥti to be the short-term memory model that adapts
to a client’s current concept.

6.5.2 Detection mechanism

In this implementation of the framework, ADWIN is used as the detection mechanism Aadapt [6]:

Adetect = ADWIN(SW
t−1

i , ĥti, δ,Wmin)

ADWIN takes a confidence parameter δ that models the probability that the window is falsely
shrunk or grown in one run of the algorithm and a parameter Wmin that sets a minimum to the
size of the window.

As a data stream, the prequential error (see [23]) of the local model is calculated as an input of
the detection mechanism, which is defined as the average of the online loss (defined in Section
6.1.2) over time window W t:

LW
t

i (ĥti) =
1

|W t|
∑
j∈W t

Lji (ĥ
j
i ) (6.5)

Sudden change in the online loss of the local model which is trained on merely data from the current
concept is a common way of detecting concept drift [23]. The stepW t ←Adwin(SW

t−1

i , ĥt−1i , δ,Wmin)
processes all new arrived prequential errors in the last time period and outputs the new window
size.

This new window size is decided by splitting up the current window W t in all possible subwin-
dows W0,W1 of length n0 and n1 with minimum size Wmin and calculating each subwindow’s
prequential errors: LW0

i (ĥti), L
W1
i (ĥti),. If the diffference between these two prequential errors is

larger than cutoff value ecut, then the older split of the window is discarded. ecut is based on the
Hoeffding bound and defined as [6]:

ecut =

√
(

2

m
)σ2
W t ln(

2

δ′
) +

2

3m
ln(

2

δ′
)

where m = 1
1/n0+1/n1

and δ′ = δ
n0+n1

and σ2
W t is the variance over the entire window. For more

information about how this cutoff value is derived from the Hoeffding bound given in Equation
5.3, see [6].
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Algorithm 2: Adaptive Windowing Federated Learning (FedWin)

Input : A hypothesis class H, set of clients M0, federated local learning rate ηFL,
number of federated local learning steps KFL, local learning rate ηlocal, number
of local learning steps Klocal, concept drift confidence parameter δ, minimum
window size Wmin and communication round frequency τ

Output: For server: final federated model ĥTFL, for each client i: a final adaptive model

h̃Ti

Server Executes:
initialize ĥ0FL;
for time t← 1, ..., T do

M t ← UpdateNetwork()
if t % τ = 0 then

for client i ∈M t in parallel do

ĥti, n
t
i ← ClientUpdate(ĥtFL);

end
nt ←

∑
i∈Mt nti

ĥt+1
FL ←

∑
i∈Mt

nti
nth

t
i

end

end

Return ĥTFL

Client Executes:
initialize ĥ0i , h̃

0
i ,W

0, S0
i ;

for time t← 1, ..., T do

W t ←Adwin(SW
t−1

i , ĥt−1i , δ,Wmin)
for learning step j = 1, ...,Klocal do

ĥti ← ht−1i − ηlocal∇ht−1
i
`(ht−1i ;SW

t

i )

end

h̃ti ← arg min
h∈{hti,htFL}

LW
t

i (h)

end

Return h̃Ti

ClientUpdate(ĥtFL):

save ĥtFL
for learning step j = 1, ...,KFL do

ĥtFL,i ← ĥtFL − ηFL∇ĥtFL`(ĥ
t
FL;Sti )

end

Return ĥtFL,i, n
t
i
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Confidence parameter δ models the false positive rate bound that ADWIN shrinks the window
without there truly being any concept drift.

By using ADWIN2 [6], time- and memory complexity of the detection algorithm can be improved
if necessary.

6.5.3 Adaptation mechanism

The adaptation mechanism Aadapt in this implementation is very straightforward: we simply pick

at every time t either the local model or the federated model as our adaptive model h̃ti based on
which has the minimal prequential error within the current concept W t.

Aadapt = arg min
h∈{hti,htFL}

LW
t

i (h)

6.6 Experiments

To evaluate to what extent the proposed framework answers this chapter’s sub-question How
can a federated learning collaboration be achieved in a practical, dynamic setting where all clients
receive a benefit in performance and at the same time are incentivized to contribute new data to
the federation?, we evaluate clients’ objective value as in Equation 6.2 in a dynamic cross-silo
federated learning in a number of simulations.

To measure to what extent the proposed FedWin algorithm outperforms existing methods, the
variable of interest of these experiments is the risk Rti(h̃

t
i) at each time t of the model h̃ti returned

by FedWin for each client i:
T∑
t=1

Rti(h̃
t
i)

and we compare this against the risks of only using the local model and only using the federated
model:

∑T
t=1R

t
i(ĥ

t
i) and

∑T
t=1R

t
i(ĥ

t
FL) as the comparison to existing methods. We will also

evaluate the extent to which clients are incentivized to contribute a larger amount of labeled data
points in these simulations.

6.6.1 Experiment setup

The experiment setup is similar to the setup of Section 5.3.1, although it has been extended into
the dynamic cross-silo federated learning setting. The same computer vision learning task on
the CIFAR-10 dataset is used, as well as the same model architecture as given in Appendix B.1.
We also use the same client distribution sampling method using a Dirichlet distribution to model
non-iid-ness.

Experiment variables

In order to compare the risks of the the model outputted by FedWin against the risks of the local-
and federated model at each time step t, the true risks for ĥtFL, ĥti and h̃ti must all be estimated
for each client at each time step t in the time horizon of the simulation. We therefore learn each
of these models for each client in the simulation.

Recall that in Section 6.3.2, it was claimed that the AFL-DO framework incentivizes clients to
contribute more data, because with a higher rate of new incoming labeled data the adaption
mechanism would adapt to the optimal model quicker and more reliable at each point in time.
To evaluate whether FedWin incentivizes labeling of new data, we will calculate the correlation
between the arrival rate of new labeled data against the sum of time periods that FedWin does
not use the optimal model for each client.
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Multiple simulations will be done over different experiment variables, to evaluate the performance
of FedWin under different circumstances. The two experiment variables are degree of non-iid-ness
(again modeled by the Dirichlet parameter α, as in Section 5.3.1) and type of concept drift. For
the Dirichlet α parameter, high non-iid-ness (α = 0.2) and low iid-ness (α = 1.0) are used. For the
types of concept drift, both sudden drift and incremental drift are used [24]. More information
about how these types of drift are modeled will be covered in the next section. More experiment
variables could have been explored, like number of clients and arrival rates, but because of time
constraints, this is left for future work.

Client sampling

Over the course of time, a client keeps adding labeled data to his local labeled dataset. This
arrival process is modeled as a Poisson distribution, such that for each point in time t, the amount
of new labeled data points k that are added added to client i’s sampled sample is k ∼ Poi(λi).
These k labeled data points are then sampled from that client’s current distribution Pti (x, y). For
each client, the arrival parameter λi is sampled from a uniform distribution: λi ∼ unif(0.2, 20) at
the time of creating the client, such that we get high contributors and low contributors of data.

At each point in time t, each client has a probability of p = 1
500 of leaving the federation, a process

which is modeled by a Bernoulli distribution. Similarly, there is a probability of p = 1
300 that a

new client joins the federation at each point in time.

At each point in time, the probability that local concept drift occurs is p = 1
300 for each client.

Simulations are performed for two types of concept drift: incremental drift and sudden drift [24].
For sudden drift, we simply sample a new distribution Pti (x, y) for a client if the sampled Bernoulli
variable is equal to 1 at time t, using the same distribution sampling process that was also used in
the experiment of Chapter 5, explained in Section 5.3.1. For incremental drift, a new distribution
Pnewi (x, y) for that client i is sampled, and over the course of the next 50 time periods, a mixed
distribution is used Pti (x, y) = c

50P
new
i + (1 − c

50 )Poldi (x, y) where c is incremented with one for
each time point after the drift has initiated, for 50 time periods total.

Learning algorithms and hyperparameters

In each local model update, one epoch of SGD is run on the sampled data in the current window.
Learning rate is set to 0.001 and batch size to 20, with categorical crossentropy as loss function.
For the federated model local updates, the same update step, learning rate, loss function and
batch size hold, although they are performed over the entire client dataset, not just the data in
the window. ADWIN confidence parameter δ is set to 0.01 and a minimal window size Wmin of
50 is maintained.

Experiment procedure

The procedure for one simulation is given in Figure 6.2. Note that the ’join new client’ and ’client
iteration’ subprocesses are part of the main process. The simulation starts with a set of 10 clients,
each of which starts with an initial dataset that consists of 100 time periods of data, by sampling
100 times from his local Poisson distribution. Each client starts with a local model that is the
empirical risk minimizer of the initial dataset, and an adaptive model that is equal to this ERM
local model. This empirical risk minimizer is estimated through the same procedure as described
in Section 5.3.1.

Then, 800 time periods of simulation are run, where in each iteration, the steps of algorithm 2
are mostly followed, except for the fact that there is no τ parameter. After each update of the
federated-, local- and adapted model, ĥtFL, ĥti and h̃ti are recorded on a sufficiently large test set
(10.000 data points) that is an unbiased estimate of the true risk on a client’s current dataset.
In each iteration, each client also samples Bernoulli variables to see if he leaves the federation or
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Figure 6.2: Scheme of experiment procedure

suffers concept drift.

This procedure is run for a total of four times, once for each combination of the Dirichlet α and
concept drift type experiment variables. Code can be found on GitHub1

6.6.2 Results

In this section, results of the experiments are discussed. First, the results are presented graphically
finally we will discuss the results of the experiments numerically through some aggregate describing
statistics.

Graphical results

The results of the experiments are shown graphically for each client in Appendix C. Four graphs
are shown in Figure 6.3 that show example results for each simulation configuration. Note that
accuracy is used on the left y-axis, because it is more intuitively interpretable we visualize using
this instead of true risk and simply corresponds to 1 minus the true risk at that time. The blue line
corresponds to the accuracy of the federated model: 1.0 − Rti(ĥtFL), the orange line corresponds

to the accuracy of the local model: 1.0 − Rti(ĥti) and the green line corresponds to the accuracy
of the adapted model outputted by the FedWin algorithm: 1.0 − Rti(h̃ti). The black dotted line
corresponds to the right y-axis of the graph and shows the size of the window W t at a particular
time t. Vertical blue dotted lines indicate at what time points local concept drift occurred for that
particular client.

1http://github.com/timdhondt1
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(a) Client 2, sudden drift, high non-iid-ness (b) Client 1, incremental drift, high non-iid-ness

(c) Client 3, sudden drift, low non-iid-ness (d) Client 4, incremental drift, low non-iid-ness

Figure 6.3: Picked example clients from experiment results

In Figure 6.3a, it is shown that before the client’s moment of concept drift, the local model
dominated the federated model in performance, and the adapted model successfully used the local
model. At the time of the concept drift, we see by the drop in the window size that ADWIN quickly
detected a drift in the local model’s performance. In the period after this drift, the federated model
dominated the local model in performance and the adaptive model succesfully switched rapidly
after the drift was detected. This observation aligns with the theoretical motivation behind the
AFL-DO framework in Section 6.3.1. After some time, we can observe that the local model is on a
path to dominate the federated model again because it is learned specifically on data from a client’s
current concept. Results of other clients in Figure C.1 generally show the same behaviour. The
federated model turns out to be significantly more robust in terms of performance after sudden
concept drift occurs and the adaptive mechanism of FedWin succesfully adapts after concept drift,
although in some cases more rapidly than in others. In general, we see over time that the adaptive
model has a higher optimal performance then the federated model because it mainly uses the
local model at times, and has less dips in performance after concept drift because it adapts to the
federated model at the right times.

In Figure 6.3b, similar observations can be done as for the simulation with high non-iid-ness and
sudden drift. The drift detection mechanism of FedWin does seem to detect drift less quickly than
for sudden drift, as is observed in Figure 6.3b and other examples in Figure C.3. The adaptive
mechanism of FedWin again seems to adapt to drift well by picking the better performing model
of the local- and federated model at each point in time.
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For low non-iid-ness (α = 1.0), both for the sudden drift and incremental drift a similar result can
be identified in both graphical results of Figure 6.3c and 6.3d and other results in the appendix.
The federated model dominates the local model in terms of performance over most of the time
periods, even if no concept drift has occurred over a longer period of time. This is in line with the
experimental results on the potential of a federated model over a local model of Chapter 5, as for
lower non-iid-ness we saw that even for cases where a client has a relatively large local data size,
the performance benefit of a federated model would still generally be > 0. Concept drift has little
impact on which model the adaptation mechanism of FedWin picks, because the federated model
always has the upper hand, even in stable time periods without concept drift.

Numerical results

The first interesting statistic is the mean outcome over all clients of objective function 6.2. Because
not all clients participate in the same amount of time periods, we will compare the mean accuracy
and standard deviation of accuracy over all clients over all time periods in Table 6.1. Observe

Method Mean accuracy Standard deviation
FedWin 0.747 0.102
Federated model only 0.653 0.104
Local model only 0.688 0.157

(a) Sudden drift, high non-iid-ness

Method Mean accuracy Standard deviation
FedWin 0.688 0.108
Federated model only 0.689 0.141
Local model only 0.520 0.122

(b) Sudden drift, low non-iid-ness
Method Mean accuracy Standard deviation
FedWin 0.752 0.120
Federated model only 0.576 0.158
Local model only 0.733 0.152

(c) Incremental drift, high non-iid-ness

Method Mean accuracy Standard deviation
FedWin 0.705 0.066
Federated model only 0.706 0.065
Local model only 0.523 0.097

(d) Incremental drift, low non-iid-ness

Table 6.1: Mean accuracies of all clients over all time and standard deviation of accuracies

that for high non-iid-ness, the mean accuracy of the adapted model is significantly higher and
its standard deviation is lower than both the local and federated model. For low non-iid-ness,
the mean accuracy and standard deviation of the adapted model are about equal to that of the
federated model. The local model performs significantly worse. This was also observed in the
graphical representations of the results: under high non-iid-ness, it is more useful to use the
adapted model outputted by FedWin, because the local model and federated model dominate
each other in terms of performance at different points in time. For low non-iid-ness however, the
federated model always dominates the local model, so the adapted model does not have to adapt,
it simply picks the federated model at every time point.

A different interesting statistic is the accuracy of each method just after concept drift has occurred.
In table 6.2, the mean accuracies are shown for each client of the 50 time periods after concept
drift has occurred. It is shown that for both levels of non-iid-ness and both types of concept

Method Mean accuracy Standard deviation
FedWin 0.645 0.152
Federated model only 0.669 0.084
Local model only 0.457 0.149

(a) Sudden drift, high non-iid-ness

Method Mean accuracy Standard deviation
FedWin 0.700 0.056
Federated model only 0.701 0.053
Local model only 0.048 0.090

(b) Sudden drift, low non-iid-ness
Method Mean accuracy Standard deviation
FedWin 0.715 0.145
Federated model only 0.673 0.154
Local model only 0.550 0.182

(c) Incremental drift, high non-iid-ness

Method Mean accuracy Standard deviation
FedWin 0.683 0.058
Federated model only 0.683 0.057
Local model only 0.513 0.098

(d) Incremental drift, low non-iid-ness

Table 6.2: Mean accuracies standard deviation of accuracies of all clients of 50 time points after
drift occurred
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drift, the federated model has a significantly higher accuracy after concept drift, which confirms
the theoretical reasoning of Section 6.3.1 that the federated should be used in times of temporal
insufficiency of data on a (new) current concept.

In Section 6.3.2, it was claimed that if a client generates more labeled data per time period, the
AFL-DO framework would detect drift faster and perform quicker and more reliable adaptation.
To evaluate if FedWin achieves this claim, a statistical test is performed on the correlation between
the sum of time periods that FedWin has not picked the optimal of the two models (suboptimal
time) for each client and that client’s arrival parameter λ which parameterized the poisson arrival
process of new labeled data. Kendall’s τ coefficient is used as the test statistic, because it is a
non-parametric test statistic and thus no assumptions have to be made on the distribution of the
sum of sub-optimal time periods. The null hypothesis H0 then corresponds to:

H0: there is no statistically significant correlation between the median of client’s arrival paramet-
ers λ and the median of the suboptimal time for a client

The result of this statistical test for each combination of experiment variables is given in Table
6.3. With a confidence of 0.95, the null hypothesis is rejected for the simulation with high non-iid-

Non-iid-ness Drift type Kendall’s τ coefficient p-value
High Sudden -0.389 0.043
High Incremental -0.336 0.081
Low Sudden 0.205 0.294
Low Incremental -0.271 0.147

Table 6.3: Outcomes for Kendall’s tau correlation test for each experiment

ness and sudden concept drift because the p-value is smaller than 0.05. Because the coefficient is
negative, there exists a statistically significant negative correlation between the median of client’s
arrival parameters λ and the median of suboptimal time for a client. For all other simulations, the
null hypothesis could not be rejected, so no statistically significant relation between the arrival
parameter and the suboptimal time could be found in these particular simulations.

It should be taken into account when interpreting these these statistical tests that the sample size
was between 10 and 16 clients for each simulation, which is relatively low.

6.6.3 Experiment conclusions

The graphical results showed that under high non-iid-ness, a federated model is more robust in
terms of performance than a local model. Just after concept drift, a federated model achieved on
average a higher accuracy than client’s local models. The adaptive model returned by the FedWin
algorithm showed superior robustness of performance over both the local- and the federated model,
because it uses the local model in periods of no concept drift and switches to the federated model
just at times of temporal data insufficiency on the current concept in order to provide optimal
inference-time performance for a client at all times.

For low non-iid-ness, the federated model was superior in terms of accuracy over the local model
at all times. The adaptive model returned by FedWin had the same performance as the federated
model, because it selected the federated model at all times.

Based on the data of these experiments, FedWin only showed a significant negative correlation
between new data contribution rate and suboptimal time in the experiment where non-iid-ness
was high and concept drift happened suddenly.
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6.7 Conclusions and limitations

The goal of this chapter was to answer the sub-question How can a federated learning collaboration
be achieved in a practical, dynamic setting where all clients receive a performance benefit and at the
same time are incentivized to contribute new data to the federation? In this section we conclude
to which extent this question was answered by the designed framework and discuss limitations
and future work.

6.7.1 Conclusions

In order to answer the sub-question in a more principled manner, a novel setting for studying
federated learning in dynamic scenarios of organizations was proposed: the dynamic cross-silo
federated learning setting. This setting models more realistically a ’marketplace’ of organizations
that engage in a federated learning collaboration, and could contribute to future work by offering a
formal set of assumptions for studying new methods that support a federated learning collaboration
between organizations.

From the conclusions from Chapter 5, practical problems were identified when using existing
federated learning methods to achieve a federated collaboration in the dynamic cross-silo federated
learning setting. Therefore, based on the theoretical insights of Chapter 5, a novel framework was
proposed: AFL-DO, which uses an adaptation- and drift detection mechanism that only uses
the federated model if a temporal insufficiency of data on a client’s current concept is detected.
AFL-DO has the following advantages over existing federated learning methods in the dynamic
cross-silo federated learning setting:

• AFL-DO automatically only uses the federated model when it is actually beneficial using
the adaptive mechanism.

• AFL-DO provides clients with robust predictive performance against concept drift, because
the adaptation mechanism monitors the optimal model to use on a client’s current concept,
which is detected by the drift detector mechanism.

• AFL-DO incentivizes clients to contribute more data, because the adaptation- and drift
detection mechanism are more reliable when receiving a higher rate of up-to-date data as
input.

As a consequence, this framework achieves a more healthy collaboration of clients than existing
federated learning methods because it takes away the uncertainty of improved performance of the
federated model at inference time and prevents free-riding on other clients’ contributions, both of
which will make clients less likely to leave the collaboration.

A first algorithm that implements this framework, FedWin was proposed. At each point in time,
FedWin picks the optimal model for a specific client to use out of the local- and federated model,
based on data from a client’s current concept that is identified by the ADWIN drift detection
algorithm. From experiments used to evaluate FedWin, the following could be concluded:

FedWin provides clients with an adaptive model that has superior average performance in federated
learning scenarios that contain dynamicness in distributions, sample sizes and sample set - Nu-
merical results of the experiments showed that the adaptive model that is outputted by FedWin
achieves a higher mean accuracy over all time in settings with high non-iid-ness and matches the
federated model in settings with low non iid-ness. Both numerical and graphical results showed
that under high non-iid-ness, the federated model is more robust against concept drift in terms of
performance and the adaptive model switches automatically to the superior model when concept
drift has been detected.
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FedWin is only relevant over existing federated learning methods when non-iid-ness is high - It
should be noted, that FedWin only serves value when non-iid-ness is high, because under low
non-iid-ness, the federated model is almost always superior over the local model in terms of per-
formance at most times. This means that not using the proposed framework but simply deploying
the federated model at inference time provides a client with the same performance, if not slightly
better, when looking at the numerical results of Table 6.2 than when using FedWin.

FedWin makes a client’s new labled data arrival parameter negatively correlated with suboptimal
time in cases with high non-iid-ness and sudden concept drift - Based on the experiment’s results,
it can also be concluded that there exists a significant negative correlation between data contribu-
tion rate and the probability that the optimal model is not used at inference time, if non-iid-ness
is high and concept drift happens suddenly. For low non-iid-ness and incremental concept drift,
no significant correlation could be found. It should also be kept in mind that the statistical tests
that were used to conclude this were performed over a relatively small sample size, which is detri-
mental to the reliability of the results. If one assumes that this correlation has an impact on the
behaviour of clients, it can be concluded that under high-non-iid-ness and sudden drift, clients are
incentivized to contribute more data.

The final verdict is that in a practical, dynamic setting, the proposed framework provides par-
ticipants in the federated learning collaboration with the maximum performance at all times,
although its relevance over existing federated learning methods only holds when non-iid-ness is
high. In low non-iid-ness cases, one could simply use existing federated learning methods and
deploy the federated model at all times in order to achieve the same performance benefit. How-
ever, because this non-iid-ness is unmeasurable using existing measuring techniques because of the
privacy restrictions of the federated learning setting, FedWin should always be deployed because
it achieves equal or better performance than existing methods. As for incentives, based on the
experiments FedWin incentivizes clients only if non-iid-ness is high. In other cases, free-riding is
still a strategy that pays off for clients.

6.7.2 Limitations

The main limitation that reduces the reliability of the conclusions is the fact that experiments
were conducted with only a limited number of hyperparameters and over only one learning task.
Additional runs of the experiment with a different number of clients, larger differences in contribu-
tions and different concept drift frequencies should be performed in order to show the sensitivity
of results on these parameters and in what cases the results would not hold. Different learning
tasks than a computer vision task, like an NLP problem or a simple linear regression should also
be explored. Other parameterizations of ADWIN, like different a different confidence parameter
or minimum window size should also be explored in order to draw more reliable conclusions about
the value of FedWin.

In order to conclude about to what extent the AFL-DO framework as whole answers the sub-
question, different adaptation and drift detection mechanisms should be explored in the same
experiment setup. The evaluation of FedWin does not represent an evaluation of the framework
as a whole.

6.7.3 Future work

In future work, different existing techniques for Aadapt and Adetect should be studied, to see if they
provide clients with an even higher average performance than FedWin. For instance, a mixture
of both the federated and local model could be used as an adaption mechanism, similar to what
was proposed in [17, 31, 56], but now powered by current concept information instead of using the
entire dataset.
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Also, new incentive mechanisms that can be paired with AFL-DO should be explored, to as such
encourage clients to keep contributing data. For example, a monetary incentive mechanism could
be designed that makes a client pay based on his actual usage of the federated model. Also, the
dynamic cross-silo federated learning setting could be studied from a game theory perspective to
simulate the effect of incentives on the behaviour of clients.
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Chapter 7

A reference model for creating
and integrating a federated
learning collaboration in existing
business contexts

This chapter’s goal is to answer the sub-question How can a federated learning collaboration be
constructed as a service and be integrated into a participating organization’s existing business
activities, from business model to IT infrastructure? and practically connects the technical aspect
of this explorative study with the business aspect.

7.1 Motivation and chapter outline

The previous two chapters have shown what machine learning techniques should be used to achieve
a performance benefit for any scenario in the problem setting as defined in its statistical character-
istics. However, the description of the conceptual setting of this study in Section 3.1.1 mentions a
number of additional, non-statistical characteristics that require to be addressed in order for the
collaboration framework to be practically useful. Specifically, the mentioned heterogeneity in busi-
ness goals, business processes and systems between clients is the problem that will be addressed
in this chapter. A standard solution is needed that can apply the federated learning collaboration
for any set of heterogeneous clients.

To solve this problem and answer this chapter’s sub-question, a standardized business modeling
solution, which we will term as a reference model, will be designed that can serve as a tool for both
setting up the federated learning collaboration as a service and integrating it into the arbitrary
business contexts of all participating clients. This reference model provides users that are inter-
ested in applying the federated learning collaboration in a real business setting with a standard
solution on how the collaboration should be constructed as a business model and how the usage
of the federated model should be integrated such that it supports a participant’s specific use-case.
A mapping of this reference model to an information system architecture is also provided. This
information system architecture is not refined down to the concrete IT platform abstraction level
for the sake of generality and because of time constraints, but existing federated learning platforms
and their applicability will still be discussed briefly.

First, a summary of the used BASE/X framework for business design is given in Section 7.2,
together with a motivation on why and how this particular framework is applied for the design of
the reference model. Section 7.3 proposes a business model for the federated learning collabora-
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tion, from the perspective of the orchestrator. Section 7.4 discusses how existing business services
of participating parties can be combined and managed dynamically to create the collaboration.
Section 7.5 maps this service composition onto a high-level system design that implements the
composition of services. In Section 7.6, the reference model is applied to a real-world use case in
container logistics to show business relevance of the collaboration as a whole. An evaluation using
industry experts of the usefulness and ease of use of both the reference model and the collaboration
as a whole is then discussed in Section 7.7. The chapter is concluded with the main conclusions,
limitations and a discussion of future work in Section 7.8.

7.2 The BASE/X framework for agile, service-dominant
business design

The goal of this section is to introduce the most important concepts of the BASE/X framework
and motivate why and how it can be applied to answer the sub-question of this chapter. The
first section discusses the BASE/X framework, and Sections 7.2.2 and 7.2.3 motivate why this
framework is applicable and how it will be used in the remainder of this chapter, respectively.

7.2.1 Background

The Business Agility through Service Engineering in a Cross-Organizational setting (BASE/X)
framework, proposed by Grefen [27], is an approach for designing agile business models within
the service-dominant business paradigm. The service-dominant (SD) business paradigm can be
defined as:

The style of defining and implementing business models such that the following three
characteristics apply: (1) value-in-use is the main entity that is exchanged, (2) this value-in-use
is encapsulated in a set of services and (3) these services are offered through a service delivery

mechanism [28].

The lack of physical trading characteristics of service-dominant business creates highly dynamic
markets, because service consumers expect service providers to swiftly react to new developments.
By seeing services as flexible compositions of sub-services that are partly fulfilled in-house and
partly fulfilled by third parties in the market, players in service-dominant markets typically engage
in highly dynamic business networks of service providers [28].

The BASE/X framework provides a basis for designing this type of service-dominant business
and for mapping all concepts to specific classes of information systems. The central structure for
separating the different concerns of service-dominant business design in BASE/X is the service-
dominant business decision pyramid, shown in Figure 7.1. This pyramid provides a structure for
business decision making layers of one particular organization in its business context. The business
strategy layer contains decision making with respect to long-term business-strategy, it defines the
identity of a business organization and its high-level goals. Below sits the business model layer,
which contains decision making with respect to the medium-term business direction. Although
the concept business model has been defined differently in many works over the years (see e.g [54]
section 2.3), in this context we will interpret it as a plan on how to leverage business capabilities
in order to create value. The business model layer is connected to the business strategy layer in
that it is a set of choices on how the business strategy is implemented in a specific way [28]. The
service composition layer contains aggregations of both in-house- and external business services
from the business services layer, which together generate a new value-in-use for a customer and
operationalize one specific business model. Finally, the business services layer contains the core
capabilities of the organization, defined in services. These capabilities are made possible by the
organization’s assets, and encapsulate elemental modules of core business functionality [28].

BASE/X takes a perspective on the contents of these layers that focuses on agility, in what
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Figure 7.1: Service-dominant decision pyramid [28]

is named the service-dominant business sandwich model. This model paraphrases the pyramid
as a sandwich, where the dynamic or ’agile’ capabilities of an organization, being the business
model- and service compositions layers, are ’squashed’ between the core identity (the strategy)
and capabilities (the business services) of the organization, which are inherently less changeable
and thus less ’agile’. Following the sandwich model for designing an organization’s business, the
organization is able to rapidly change business models if market shifts are identified, or change
service compositions if qualitatively better or cheaper business services become available. Figure
7.2 visualizes the sandwich model from the run-time view for one particular organization. It
shows that service compositions are composed of both in-house business services and external
business services. These service compositions are mapped one-to-one to a business model which it
operationalizes. The figure also shows that business models of an organization can be connected
to business models of another organization, which is logical, because the possibility to use external
services should obviously coincide with some external party’s business models that motivate the
offering of these services.

Figure 7.2: Run-time view of the sandwich model [28]

The categorization of concepts in the service dominant decision pyramid can be mapped one-
to-one to different classes of information systems. Business strategy, business models, service
compositions and business service implementation all need different types of supporting informa-
tion systems with different capabilities. The strategy layer, for instance, needs a Decision Support
System (DSS) that provides information on strategy design and maintenance, whereas the busi-
ness model layer decision making is supported by business intelligence of a specific business model.
The supporting information system class of the service composition layer contains tools to manage
and synchronize the invocation and information streams of business services that are executed in
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a process at run-time. Lastly, the business services require information systems that encapsulate
the specification of a business service and, preferably, their invocation. The information systems
can be seen as a supporting layer to the business decision pyramid. This information systems pyr-
amid, which mainly describes classes of automated systems, can again be supported by concrete
IT platforms that realize the information systems classes. This is termed the ’platform pyramid’
[28], and can be interpreted as a third layer of the pyramid in Figure 7.3

Figure 7.3: Business pyramid with information system and platform dimensions [28]

7.2.2 Applicability to the federated learning collaboration

In this study, we define a machine learning service as a service that provides the value-in-use solv-
ing a particular learning task by means of a mathematical model that transforms input data into
output data. Technically, the federated learning collaboration explored in this study is a new type
of service composition, because one can interpret it as a novel way of combining existing business
services of organizations (learning a machine model, generating new labeled data,...) to compose
a machine learning service of superior quality than most in-house machine learning services. This
novel service is enabled by existing technologies in federated learning and the research results
of the previous two chapters of this study. Instead of each participant using in-house machine
learning services to provide the mathematical functions that are used in achieving business goals,
we in essence propose to move these machine learning services to an outsourced federated learning
service that provides a better service quality. This new service is composed of machine-learning
business services in a highly dynamic service network (the federation) and made available by the
federated orchestrator. The motivation of improved service quality through model performance
benefit of the federated learning collaboration exemplifies a main pillar of service-dominant busi-
ness: namely that through thinking in value-in-use instead of assets, an organization can switch
between using internal or external services quickly, depending on the quality, price or other char-
acteristics of the service.

Because each service composition implements a business model according to BASE/X, the fed-
erated learning collaboration is in theory a business model. To motivate how this collaboration
fits into the business models of the different organizations, we take a step back to the formulation
of the conceptual problem setting and problem definition in Section 3.1.1 and 3.1.2. The only
thing that organizations in a federation have in common is the need to solve the same learning
task. They can solve this learning task themselves using in-house machine learning services, but
by working together, the organizations can use a model of superior performance. Therefore, the
value-in-use that is created by the federated learning collaboration in general is better predictions
for a particular learning task. However, the value-in-use that is generated when applying the
model that solves the learning task at inference time, is dependent on an organizations’s internal
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Figure 7.4: Sandwich model for federated learning collaboration - 1. business model that creates
the value-in-use ’solve a particular learning task’ 2. composition of orchestrator services and
client local learning services 3. ’provide federated model’ business service 4. ’provide local updates’
business service 5. service composition that uses the federated model to implement some business
model 6. a business model that requires predictions from a machine learning model in its process

business logic and can be inherently different between organizations.

There are two perspectives here. From the perspective of the federated orchestrator, external
business services of a dynamic network of clients are used to co-create the value-in-use ”Solving
a particular learning task”. From the perspective of a participant in the federation, an external
business service from the federated orchestrator is used in one of his service compositions that
implements some business model, that is dependent on this particular client’s context. This par-
tition of perspectives aligns very elegantly with the idea represented by Figure 7.2 that business
models are connected to business models of external organizations when this organization’s busi-
ness services are used in the service composition. Figure 7.4 visualizes how the federated learning
collaboration is interpreted into the business sandwich model of BASE/X. The contents of the
service composition and business model of a federation participant, annotated by 5. and 6. re-
spectively, are dependent on his business context, but do use a machine learning service in the
service composition (5.) to make the business model (6.) possible. Whereas normally, this parti-
cipant would use a local machine learning service is in this service composition (5.), we propose
with our collaboration idea to replace this by an external machine learning service offered by the
federated orchestrator (3.). Integrating the federated learning collaboration into a client’s existing
business processes is then merely of matter of integrating the invocation and information flows
of 3. in 5., both in terms of business logic and a information systems perspective. The essential
observation is that a federation participant ’consumes’ the orchestrator’s machine learning ser-
vice, but at the same time is a co-creator of this service. One could also interpret it as paying for
the service with contributions to the federated model. With this sandwich model interpretation
as a basis, we will now apply the BASE/X framework to design a general solution of both the
federated learning collaboration as a business model and a service that can be implemented into
an organization’s existing business activities, from business models to information systems in a
standardized manner.
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7.2.3 Design method

The reference model that is proposed as the artifact that answers the sub-question of this chapter
consists of a set of models for the business model-, service composition- and business services layer
of the business decision making pyramid. For each layer in Figure 7.4, we will ’zoom in’ on the
layer and refine its details on both the orchestrator’s- and participant’s side in an applicable mod-
eling language. The focus will not only be on how the federated learning service is constructed,
but also on how this machine learning service is integrated in a participant’s existing business
model and its service composition.

The business strategy layer is skipped for participants, because it was mentioned in the problem
statement that the federated learning collaboration is required to be applicable to any business
context. We also skip it for the orchestrator, because orchestrating the federated collaboration
could be some operationalization of the orchestrator’s larger business strategy, which can be ar-
bitrary (think companies like Google, IBM, Apple etc.).

Hereafter, an information system architecture is proposed as an extra, supporting dimension to
the business decison pyramid. Finally, we briefly discuss existing platforms that could be used for
realization of this architecture, although for the sake of both generality and time available for this
study, a specific design of the platform layer of the pyramid is out of the scope.

The first step is designing the federated learning collaboration’s business model, corresponding
to 1. in Figure 7.4. The tool used for designing the business model is the Service Dominant
Business Model Radar (SDBMR) [55]. Hereafter, the different business services that are required
from each actor in the business model are discussed and specified, corresponding to zooming in
on the business services layer of Figure 7.4. For the service composition layer, a business pro-
cess model is defined in the Business Process Modeling Language (BPMN) 2.0 modeling language
that describes the inter-dependencies and information flows between the business services that are
required to make the federated learning collaboration work [1]. The high-level architecture for
the service composition system is then designed based on the inter-dependencies and information
flows between services in the BPMN model and the potential mapping of services into software
modules.

7.3 Business model

The service dominant business model radar (SDBMR), shown in Figure 7.5, is a tool that helps
structuring activities, value propositions and cost/benefit trade-offs for all actors that together
generate a co-created value in use [54]. The SDBMR is the tool of choice for modeling the general
business model of the federated learning collaboration, because of its intuitive applicability to
service dominant business models. In the SDBMR, actors are visualized as the radial regions, and
represent a co-creator in the business model; that is, a party that contributes some co-production
activity that is needed to produce the value-in-use of the business model [54]. An actor’s name is
given in the outer ring of the SDBMR. The second ring from the outside in the model describes
the costs and benefits of each actor, both financial and non-financial, that motivates the actor
to participate in the business. The third ring from the outside describes what activities an actor
performs as part of his service offering in the business model. The value proposition ring repres-
ents the more abstract description of the value proposition of an actor in producing the eventual
co-created value-in-use in the inner circle of the model. This co-created value-in-use is the eventual
concept that is consumed or used by a customer of the business model [55].

The designed SDBMR model for the federated learning collaboration is given in Figure 7.6. Re-
call, the federated orchestrator is the party that performs aggregation of local updates and the
only party that participants in the federation have communication with. Other actors besides the
orchestrator that are involved in co-creating this value are the participants in the federation, also
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Figure 7.5: Service-dominant business model radar

called ’clients’, and a network provider.

The main value-in-use is better predictions for a particular learning task, because the value that
is proposed to the consumer of the business model, being the federation participant, is an im-
provement in machine learning model performance, which is ultimately enabled by the AFL-DO
framework in Chapter 6.

The federation participant pays a fee to the federated orchestrator and receives as a benefit a
better predictive model. Note that this is a crucial part of the business model: the federation par-
ticipant is a co-creator of the value-in-use, but is also the consumer of the value-in-use and thus the
customer of the business model. The main coproduction activity of a federation participant is to
perform local updates and thus ’contribute’ to the federation. In essence, the exchange proposed
to a participant is ”better predictive performance for contribution”. The purpose of the approach
proposed in Chapter 6 in this context is to 1) improve the quality of service in a dynamic setting
by using an adaptive algorithm and 2) improve the benefit against cost trade off of the client by
incorporating an incentive mechanism that gives a better quality service if more contributions are
’paid’.

The federated orchestrator is the party that ultimately makes the federated learning collaboration
possible, and often is the party that owns that knowledge and technology to make it possible. The
federated orchestrator has two main co-production activities: 1) managing the network of parti-
cipants and 2) aggregating and publishing the federated model of a collaboration for a particular
learning task, using for instance Algorithm 2. Managing federation means that the orchestrator
performs acquisition of new, valuable participants and removes participants that are detrimental
for the quality of the federated model, in order to improve quality of service. His proposed value
therefore is 1) the technology and knowledge on how to maintain a successful collaboration (e.g the
knowledge in this study) and 2) having a network of contributing participants at his disposal. The
benefits of the orchestrator are assumed to be a fee from participants and possible extra income
through selling the federated model to third parties, although this is out of scope for this study.
His costs are mainly operational costs like maintaining computational servers and databases, next
to operational cost in maintaining relationships with participants.
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Figure 7.6: The business model, from the federated orchestrator’s perspective, modeled by the
SDBMR

The network provider’s activities and value proposition are trivial: providing a reliable and fast
network that connects participants with the orchestrator. He is assumed to be paid by the orches-
trator, so which specific party fulfills the role of network provider is a decision up to the federated
orchestrator as well.

7.4 Business services and service composition

Based on the co-production activities in the business model and the functionality that is required to
make the AFL-DO framework of Chapter 6 work, we will define and visualize all business services
that are needed to implement the business model in Figure 7.6. Hereafter, a BPMN model is
proposed that shows the sequential invocation of these services during execution, together with
their information exchange, to as such provide a BPM abstraction of the AFL-DO framework in
Chapter 6 and the federation as a whole.

7.4.1 Business services

Figure 7.7 shows a zoomed in view of the business services layer of our sandwich model of Figure
7.4. The business services shown are the value-in-use capabilities of each party that operationalize
the business model that was described in the previous section. Most of the shown services are
abstractions of the different steps that are involved in the AFL-DO framework. Their specific
functionality should become clear from Chapter 6.

Because the collaboration as a business model is managed and executed by the federated orches-
trator, all required business services are connected the service composition layer of the orchestrator.
Business services that are not directly invoked in the orchestrator’s service composition as external
services but are essential for making the service possible are also given in the green boxes, but
are not connected to the orchestrator’s service composition. In BASE/X, these services are called
building block services [28]. Label new data is essential to make the federated learning collab-
oration work, but runs continuously in the background and is not invoked by the orchestrator.
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Also, as shown in Chapter 6 and also in Algorithm 2, the service adapt model is not invoked by
the orchestrator, but runs in the background continuously and is essential for guaranteeing good
performance under non-iid-ness and a dynamic FL scenario.

Because the sub-question of this chapter requires us to provide a solution to the integration of
the federated learning collaboration in existing business context, we will also incorporate an extra
service that enables a participant to deploy the novel federated learning service in his local busi-
ness context. The predict service consists of the functionality that computes a prediction from
some input data using the current adaptive model. For clarity, in the remainder of this chapter
all services that are essential for constructing the federated learning collaboration are put in the
green boxes, while all services that are involved with integrating the usage of the federated learning
service are given in red boxes and are connected with red arrows.

Note that only one participant column is shown for clarity, but in reality all participants should be
shown in individual columns, as their local updating services are invoked as external services by
the orchestrator. The network provider’s sole business service is an abstraction of using his system
of telecommunications to enable communication between the participants and the orchestrator.

It was explained in Section 7.2.2 that the federated learning collaboration is integrated into a
participant’s business values as an external machine learning service that is part of one or more
service compositions that operationalize the participant’s business models. This is visualized in an
abstract way as the orchestrator’s business service publish model that is part of a service composi-
tion in the participant’s service composition layer, shown by the red arrow. Note that technically,
the client deploys the adaptive model that is stored in his local system, which is a refinement that
will be covered in Section 7.5.

Further specification of the co-production activity manage federation of the federated orchestrator
in Figure 7.6 is possible. In this visualization, it was kept relatively easy with only two business
services remove client from federation and add client to federation. Evaluating the value of parti-
cipants and removing toxic participants from the federation could be interesting for future work,
but because it is not relevant for this chapter’s sub-question and because that activity should be
refined further, it is not incorporated in this model.

7.4.2 Service composition

The service composition is modeled using the BPMN 2.0 modeling language and can be found
in Figure 7.8. The activities in the model correspond exactly to all business services in Figure
7.7, although logic is added that describes the sequential execution and information flows between
the services. The network provider is left out of the model, because his contributions are trivial;
they are invoked every time a message is sent over the network between a participant and the
orchestrator. For clarity, invocations and messages between the orchestrator and participant that
are transported over the network are visualized as blue dashed arrows. Again, all activities and
connections that integrate the novel federated learning service in existing business processes are
marked in red.

A lot of the logic in the service composition is an abstraction of the execution and information
flows of the AFL-DO framework. The BPMN language however, allows us to model the integration
of the collaboration in business information systems, databases and communication systems. It
is an excellent tool to show the coupling mechanism between how the federated model is learned
and how it can be used in an intuitive way in any existing business process.

The orchestrator starts a process for each specific learning task on which can be collaborated. He
initializes a model and then starts the loop of activities of continuous publishing, aggregation and
updating that is standard in many federated learning algorithms. When a new participant joins,
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Figure 7.7: Business services of the federated learning collaboration

a new manage participation process is invoked at the orchestrator, which keeps the participant
in the participants pool until he eventually opts out. Again, monitoring participant behaviour
and participant banning activities of the orchestrator could be added, although this is left for
future work, as the focus of this model is more on the integration at the participant’s side. During
participation, a participant is involved in a continuous loop of providing local updates over his
local data, while receiving the most up-to-date federated models at each iteration. This is paired
with running continuous model adaptation steps throughout the participation.

Now comes a crucial design point; the predict process of a federation participant is not part of the
service composition of the collaboration, but is still added in red to the process model to show how
the external service publish model is interfaced into a participant’s existing service compositions,
as was also seen in Figure 7.7. A participant receives the latest federated model in every local
update step and his local adaptation mechanism makes sure that an up-to-date adaptive model is
present in his local database. So invoking the publish model service of the orchestrator in Figure
7.7 is naturally performed continuously by the participate in federation process, and all that has
to be done to use the service is deploying the local copy of the adaptive model for calculating pre-
dictions (which is also called inference). In fact, this answers part of this chapter’s sub-question
on how the federated learning collaboration is integrated into any participant’s existing business
logic.

A participant’s internal feedback loop for labeling data is also shown in because it is not directly
invoked as an external service by the orchestrator. This feedback loop generally cannot be stand-
ardized and is dependent on the client’s local database management system (DBMS). Every time
a data point is predicted, it should eventually be labeled in the feedback loop and processed into
the right format, both to evaluate its online loss such that the AFL-DO of Chapter 6 can be
deployed, and also to contribute more data to the federation. Again this shows how the previous
chapters of this study connect to this chapter. How to standardize the feedback loop and the data
storage of models and local data is an interesting research question that is left for future work,
because this is a data formatting standard- and database technology research question.
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This concludes the general reference model for how the federated learning collaboration can be
described as a collaborative service and how that service is integrated with a participant’s existing
business processes, which answers the first part of the sub-question of this chapter.

7.5 IT architecture

The second part of this chapter’s sub-question asks how the collaboration can be integrated into
existing IS infrastructure. To answer this question, the general structure of the BASE/X corporate
reference architecture given in [28] is taken and we implement the information flows and context
that were defined in the service composition model of Figure 7.8. We will design an architecture on
2 different locations of the business information system (BIS) design cube [26]. The first architec-
ture is an abstract structure of information system modules, described in their general supporting
functions to the business model. Hereafter, we will move down the abstraction- and aggregation
dimension to present a more refined architecture, where we define the specific functionality and
general class of each software module. Finally, we will move down the realization dimension of
the BIS design cube even more, by discussing existing technologies and platforms from Section
4.3 that can implement the information system classes. However, for the sake of generality, this
refinement will be limited to a brief discussion.

7.5.1 Information System architecture

The designed abstract Information System (IS) architecture is given in Figure 7.9. For each of the
bottom 3 layers of the sandwich model, general functionality modules are defined that are needed
to support the the federated learning collaboration on that particular layer.

In the business model layer, the federated orchestrator requires a module that provides decision
support information about each particular business model, being each particular learning task for
which a federation is offered. Supported by this module, tactical decisions can be made by the
orchestrator about which federations implement the business strategy the best, or what network
provider would be the better fit qualitatively for providing the connectivity. For example, if this
decision support provides stakeholders with the business intelligence that the collaboration around
some learning task is not profitable or interesting enough for participants, the orchestrator can
make the tactical decision to terminate this particular collaboration.

Below the business model layer in the service composition layer, the orchestrator needs a data
management system that serves the right data from databases for each execution of a process as
defined in Figure 7.8. The service invocation module then implements the execution of activities
and message exchanges that were defined as processes in Figure 7.8. For the participant, a data
management module is needed that serves local data for performing local updates and serves the
most up-to-date adaptive model at inference time when predictions are needed in other processes.
The models database is needed when using the machine learning service in internal processes, as
shown in the service composition model of Figure 7.8 by the process predict. It must be noted
that we only visualize the required IS modules for creating and integrating the collaboration as
a service. Both the orchestrator and participant have many more information systems on these
levels that are not relevant for this case.

In the business services layer, middleware technology is required to provide the connectivity-
and efficient integration of these functionalities into other automated systems [26]. The software
modules of each of the 3 actors are defined on a high level as modules with supporting functionality
for each actor’s co-production activities in the business model in Figure 7.6. They ’package’ the
business services of Figure 7.7 into an module that wraps their general functionality. The inference
module, in red, is an additional module that is used at inference time, when either the federated
or local model is used to predict unseen data points in operations.
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7.5.2 Refined architecture

The refined architecture is shown in Figure 7.10. The business model layer is left untouched,
because making explicit system decisions on that level is not the main importance of this chapter.
In the service composition layer, we refine all data management modules into a DBMS, a general
class of systems that manage data storage and data retrieval. The service invocation module is
realized by a Business Process Management System (BPMS), because BPM technology can actu-
ally be used to directly execute the process models of the federated learning service composition
as given in Figure 7.8, using a deployment technique proposed in [18]. This deployment technique
enables execution that is based on strictly predefined invocation sequences of business services and
standardization of federated learning processes.

As middleware, an enterprise service bus (ESB) is used, a class of service-oriented middleware
which acts as a communications broker that connects services in the context of a corporate in-
formation system [26].

The functionality and invocation of business services are packaged in specific software module
classes. All technology that was developed in Chapter 6 are contained in the purple modules and
thus is standardized in the context of this study. The FL client module can be a standardized
software package that is developed by the orchestrator, and deployed platform-agnostic at the
client using a technology like Docker1.

The federation management module is a software module that can be specified further in future
work. The data engineering module is a module that is tailored for a client. It labels new data-
points from the specific feedback loop in a client’s infrastructure and formats it in the right data
format that can be used in local updates. This module can also be further specified in future
work.

The so called data science module is an in-house software module of the participant that cap-
tures all statistical, predictive and business intelligence functionality that is integrated in in-house
business processes. This module has access to the models database, where the federated adaptive
model resides.

This structuring of IS functionality in specific modules shows how the collaboration is integrated
into existing IS infrastructure, and answers the second part of this chapter’s research question.

7.5.3 Realization using existing technologies and platforms

No concrete realization of the refined architecture in Figure 7.10 will be made, but we will briefly
discuss the connection between the software modules and existing FL systems described in Section
4.3. The most important modules in Figure 7.10 from a federated learning perspective are the
FL client and FL aggregation module. All of the discussed systems could be used for realization
of these two modules, as they all contain the essential federated learning algorithms and tools,
except for Nvidia Clara, which can only be used in healthcare scenarios.

For the Data Engineering module, FATEFlow, a sub-module of FATE, is the only known federated
learning system that could realize this functionality. Note that this does not take away from the
fact that additional research is needed for specifying standards in data formats, as mentioned be-
fore. FATE also has a visualization module that gives analytical results about the performance of
each federated model, but this is not scoped for a setting like our collaboration, where an orches-
trator is the manager of a network of autonomous sources. Rather, FATE provides analytics about
the performance of the federated model on some central test dataset, instead of the performance
at the clients individually.

1https://docker.com
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7.6 Proof of concept: Predictive container tracking

This section serves as both an example and a proof of concept of the applicability of the reference
model, by applying it to a real-world use-case in the logistics sector. First, Section 7.6.1 describes
the problem context of the use-case. Section 7.6.2 then describes how the reference can be applied
to this use-case and finally, Section 7.6.3 evaluates the applicability of the reference to this use-case.

7.6.1 Problem context

Consider a container terminal operator in a large harbour in Europe. This terminal provides
services like loading- and unloading containers from ships onto inland modalities like trains and
trucks and vice versa. Because the terminal can get very busy with trucks picking up and de-
livering containers, the terminal operator provides a ’predictive container track-and-trace’ web
service to inland transport operators that provides them with information about when containers
are expected to arrive and be available. Using this information, the inland transport operators
can plan their container pick up operations more efficiently and contribute to a terminal where
waiting lines are less bottlenecked by trucks that are waiting for their container to be available.

The predictive track-and-trace service predicts waiting times of different parts of the container
pick-up process, like for example: expected time of arrival of the ship, expected unloading time
and expected delay because of administrative- and customs checks. That last variable is difficult
to predict, because it depends on specific data of the container that is usually not known by the
terminal, like the specific load of the container, the owner of the load and the eventual destination
of the load. This data is privacy-sensitive and only known by either the operator of the ship,
called the barge operator or the inland transport operator. We will assume this data is known
by the barge operator. Therefore, a model that predicts this administrative delay time can only
be learned and deployed at the barge operator, which means that the terminal has to invoke an
external prediction service at the barge operators for each container.

Due to varying size and quality of labeled sample sets at the barge operators, the quality of the
models and consequently, of the provided predictions can be extremely different across operators.
For example, a barge operator like Maersk has thousands of example container unloads to learn
a model from, whereas a smaller, family business barge operator that rarely ships to the specific
terminal in this context might only have a dataset of 10 data points.

This means that it is not possible to provide a high-quality prediction for each container and
that the predictive track-and-trace service does not meet quality requirements to be useful for the
customers, because predictions contain large error margins (e.g the prediction is ’2 hours’ but the
real wait time turns out to be 12 hours).

Based on this problem description, it is proposed to learn a federated model over all barge oper-
ators, in order to have a high-quality model for each prediction requested at each operator. We
will apply our proposed reference model to this use-case to show how it can be used as a tool for
integrating the collaboration in a real-world scenario.

7.6.2 Application of the reference model

In this use-case, the barge operator occupies the role of the federation participant. The federated
learning collaboration between barge operators is supported and made possible by a federated
orchestrator. The federated orchestrator role can be occupied by any technology provider that
implements the federated learning technology of Chapter 6, like for instance IBM.

The business model of this particular collaboration is given in Figure 7.11. The value propositions,
cost/benefits and co-production activities can be implemented directly from the reference model.
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Figure 7.11: Logistics use-case business model

The only thing that changes is the context of the specific learning tasks that makes for the value-
in-use of the business model. This business model namely provides users with container delay
predictions, through a machine learning service that is of higher quality than barge operator’s
in-house machine learning services.

As a next step, we will apply the reference model for the business services layer of Figure 7.7 and
add all additional context of the use-case in grey for clarity. The result is shown in Figure 7.12. The
barge operator has to either acquire or create the capabilities to deliver the business services given
in the reference model: local update, label new data, adapt model and predict delays. Acquiring
these services mainly means acquiring the right software that provides that functionality, like the
FL client in figure 7.10, and acquiring personnel that can implement this software. The context of
the use-case is added in a BASE/X style in grey: the predict delays service is used externally by the
terminal in his service composition that operationalizes the predictive container track-and-trace
service business model. This service composition consists of all services that make the track-and-
tract dashboard for terminal visitors possible. Further context shows how this track-and-trace
information is then again used by a terminal visitor in his own operations planning that serves his
local business model, like planning when to plan in a specific truck to visit the terminal.

Next, the reference model on the service composition layer is applied to this use-case. The result is
given in Appendix D, Figure D.1. The only process logic that should be added at the barge operator
specifically for this context, is the external invocation of the predict service by the terminal. This
predict service loads the most up-to-date adaptive federated model h̃ti, applies it to local data x
that corresponds to a particular container and sends the result h̃ti(x) back to the terminal. As
added context, the terminal has an internal process where for a particular container, a prediction
is requested from the barge operator. The context of the terminal visitor is left out because it is
not important for showing the integration of the federated learning collaboration.

Finally, the reference model for IS architecture is applied to show how the FL collaboration is
integrated in existing information systems. The result is given in Appendix D.2, Figure D.2.
The main integration activities that have to be done, are that the Barge operator has to install
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Figure 7.12: Logistics use case business services layer

the standard FL client software module and that he has to manually develop a data engineering
application that labels data and formats it in the appropriate format for the federated model.
For the moment, this latter action is the largest bottleneck to a fully standardized and smooth
integration of a participant into a collaboration from an information systems standpoint. Setting
up the models database and the predict service would also require some handwork, although a
model is technically just a vector of parameters and doing a prediction with a model comes down
to multiplying that parameter vector to the appropriate input data, which would not be much of
a problem. Finally, context is added by showing the information systems architecture which the
terminal would need, although for integration of the collaboration he would just need to setup an
external service invocation to the barge operator’s predict service that calls for a prediction of a
container with a specific id.

7.6.3 Conclusion

Applying the reference model of the business model, business services and service composition
layer is straightforward and requires very little tailored design work to integrate the models in
existing business logic. The business services and processes that should be acquired in order to
operationalize the federation is mostly dependent on acquiring the right software modules, which
is covered in the IS architecture reference model. From an organizational standpoint, integration
of the collaboration at the barge operator may mean that additional workforce has to be hired in
order to acquire the knowledge to implement the systems locally.

For the IS architecture however, it has to be noted that preprocessing and formatting the local
data for usage in federated learning would still require hand-work in order for the collaboration to
be succesfully integrated. When more studies have been done in the future on data formatting-
and preprocessing standards in federated learning, this module can also become standardized just
like the FL client module.
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7.7 Evaluation

So far in this study, the proposed federated learning collaboration was evaluated with quantitative
methods that showed the value of theories and methods in Chapter 5 and 6 to the knowledge base
of federated learning. In the context of the information systems research framework of Section
3.2.2 however, an evaluation is also needed of the relevance of the federated learning collaboration
to business and technology. In this section, an evaluation is described of the perceived relevance
and utility of both the federated learning collaboration as a whole and the reference model as a
tool to implement it.

The Technology Acceptance Model (TAM) [15, 16] is used as the basis of this evaluation. TAM is
an established theoretical framework for measuring the degree of user acceptance of an information
technology artifact. It defines two factors: usefulness and ease of use that provably determine the
third factor technology adoption of a designed IT artifact. Usefulness is defined as ”the degree to
which a person believes that using a particular system would enhance his or her job performance”
and ease of use refers to ”the degree to which a person believes that using a particular system
would be free of effort [16]”.

By using TAM to evaluate both the federated learning collaboration as a whole and the proposed
reference model, an objective judgement can be made of how relevant an industry expert regards
the federated collaboration and how powerful the reference model is as a tool to integrate it.

Results for the three constructs of the TAM are gathered through two workshops. Because this
study has such a broad scope that requires both technical- and business modeling expertise, both
a technical- and a business modeling workshop are performed. The technical workshop was per-
formed with two machine learning experts, in order to gain results on the technical relevance of
the federated learning collaboration. The business modeling workshop provides the judgement of
two business modeling experts on both the relevance of the federated learning collaboration from
a business standpoint and the acceptance of the designed reference model as a tool to implement
the collaboration into existing business contexts. The details of both workshops and their results
are given in appendix E.

In the business modeling workshop, the federated learning collaboration as a whole scored gen-
erally well in the questionnaire on the constructs of the TAM, which means that the idea of a
collaboration that improves data accuracy is judged relevant from a business standpoint by these
experts. It was also mentioned in the discussion by one of the participants that he would propose
the idea as a whole in a data sharing project he was involved in, if migrating data to a central
server was deemed not possible.

As for the reference model, a number of limitations came to light in the business modeling work-
shop. The reference model scored less on the usefulness construct of the TAM in the questionnaire.
This was motivated in the discussion by the participants saying that they are not sure about the
usefulness because of a lack of real-world application examples or a list of best practices. One
participant also mentioned in the questionnaire evaluation that he was not convinced of usefulness
because of the lack of a formal evaluation mechanism to prove usefulness when real-world examples
are not available. The ease of use of the reference model scored well in the questionnaire and got
good reaction in the discussion about its clarity through the one coupling points of integration in
the predict module.

In the technical workshop, the questionnaire results for the federated learning collaboration as a
whole showed a relatively good perceived usefulness. As for ease of use, the participants were
less convinced, which had to do with the fact that they had no knowledge about the degree of
difficulty of implementing federated learning, something which was mentioned in the workshop
discussion. General takeaways from the discussion were the fact that the participants would like
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more experimental results on different learning tasks beside the CIFAR-10 experiment to judge
their adoptation of the method. Another limitation which was mentioned was the fact that in
business, organizations care about explanability of a machine learning model. They would like to
know what features are important for prediction, to as such control for e.g possible discrimination.
A federated model does not give them the control over these things, which the participants claimed
would make industry hesitant to adopt the federated learning collaboration.

7.8 Conclusions and limitations

In this chapter, the following sub-question was studied: How can a federated learning collaboration
be constructed as a service and integrated into a participating organization’s existing business
activities, from business model to IT infrastructure?. As an answer, a reference model was proposed
that shows how a federated learning collaboration between clients can be set up as a service in
a standardized manner and how clients can typically integrate this collaboration in their existing
business context. Based on the known federated learning architectures and systems described in
Section 4.3, this is the first solution for standardizing the creation and integration of a federated
learning as a business model and service, between any arbitrary set of organizations that are
heterogeneous in business context and systems, but require a machine learning model for the same
learning task.

Based on an evaluation that used the judgement of four industry experts in two workshops, the
following can be concluded:

The federated learning collaboration as an idea shows high acceptance to industry experts. - The
usefulness and ease of use constructs of the Technology Acceptance Model scored neutral to high
under both business modeling- and machine learning experts. This means that there is a large
likelihood of them adopting the collaboration as a system in practice.

In order to achieve adoption of the federated learning collaboration in industry, more example
implementations and experimentation is required. - In discussions in the two workshops, both
business modeling experts and machine learning experts mentioned they were hesitant to declare
adoption of the collaboration, because the presented technical results were only provided for one
learning task, because the participants had no hands-on experience with the implementation of
such a collaboration and because not enough concrete implementations in the real world were
provided.

The proposed reference model shows a good high level overview of what information systems and
business logic is required to achieve the federated learning collaboration as a service and as a
business model. - The two participants of the business modeling workshop mentioned in the
discussion that the reference model gives a good overview of what is required to create and integrate
a federated learning collaboration as a business model, but that further refinement was required for
it to act as a real blueprint for implementation. These opinions and the results of the questionnaire
of the business modeling workshop do provide evidence that the proposed business model is a valid
answer to this chapter’s sub-question.

7.8.1 Limitations

A limitation of the reference model is the fact that it is only designed up to a certain abstraction. As
was also mentioned by workshop participants in the discussion, the reference model provides a good
and clear overview of what components are needed to create the federated learning collaboration
as a service and integrate it, but the lack of further specification of some components leaves open
questions about how a federated learning collaboration should be implemented in practice. The
lack of a clear existing method on how to label and format data such that it is usable in local
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updating of clients is an example that was already brought up before. Another example is the
implementation of the communication between client and orchestrator in the IS architectures. In
[18], it was already brought up how complex the process of sending a federated model, learning
it, and aggregating it for all clients in a standardized manner can be.

The main limitation of the credibility of to what extent the reference model answers this chapter’s
sub-question is the fact that the evaluation of the reference model was limited. In part due
to a global pandemic, participants of the workshop could only listen to a presentation and not
engage in actually using the actual artifact, something which can decrease the reliability of the
evaluation results of the Technology Acceptance Model. This was also mentioned by participants
in the workshop discussions, that they were impressed by the presentation and believed that the
reference model was widely applicable, but that they needed more example applications of it to
be totally sure of its usefulness and ease of use.

7.8.2 Future work

It was already mentioned that standardizing the data labeling and formatting at clients for usage in
the local updates of the federated model is necessary to make participation in a federated learning
collaboration a fluent process. If no standard exists, custom data pipelines and preprocessing
applications have to be developed at each participant specifically in order to transform data from
the local database into a format that corresponds to the federated model architecture and resembles
die statistical distribution of the learning task.

Another idea for future work is to specify technologies or systems that help a federated orchestrator
to manage a federation. By creating an efficient system for adding, removing and monitoring
clients, the process of joining a federation will become even more streamlined and standardized,
which possibly lowers the bar for organizations to join a federated learning collaboration.

In order to improve the perceived usability and ease of use and consequently improve adoptation
of the reference model as a tool to implement a federated learning collaboration, applications of
the reference model have to be performed on real life use-cases. One of the main takeaways of the
workshop was that a list of best practices or example use-cases would increase confidence that the
reference model is actually useful in practice.
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Conclusions

This work explored the opportunity to start a federated learning collaboration between organiz-
ations such that each participant receives a machine learning model with improved performance
on a particular learning task. Specifically, we set out to answer the research question How can
federated learning technology be used to generate a benefit in model performance over local mod-
els (performance benefit) in any potential collaboration between organizations that face the same
learning task but are heterogeneous in data, systems and business context? In this chapter, the
concluding answer to this research question will be discussed.

8.1 Concluding summary

In order to answer the general research question, we will first go through a brief summary of all
findings and conclusions on the sub-questions.

8.1.1 Literature review

Through a literature review, it was concluded that most existing federated learning algorithms
are applicable to the proposed collaboration, but no known works exist that study how and when
a federated model can actually perform better than a local model. Furthermore, no incentive
mechanisms or fairness schemes exist that can manage the motivation and fairness in a client set
of a federated learning collaboration that proposes a benefit in performance as the main incentive
for a client to participate. Finally, the last open problem that was concluded is the fact that a
number of open source software platforms and architectures exist for federated learning, but there
have been no known studies that provide a solution to standardizing the creation of federated
learning as a service and its integration on a business level.

8.1.2 Analysis of the benefit of a federated learning model

By means of the first known theoretical and empirical analysis of the performance benefit of a
federated model over a local model, it was concluded that a performance benefit can be generated
for a federation participant when the decrease in estimation error because of more data in a network
is larger than the increase in distribution divergence error because that additional data comes
from distributions that are different than the participant’s local distribution. Another conclusions
was that if a participant in the collaboration already has a relatively large local sample size,
then the expected performance benefit he receives from the federated model is generally lower.
The final conclusion was that client distribution divergence is the main factor that causes the
uncertainty of whether the performance benefit of a client is larger than 0. Moreover, because
this distribution divergence is immeasurable with existing methods because of the data privacy
restrictions of federated learning, a client that participates in the collaboration can always have
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a negative performance benefit due to his distribution differing significantly from other major
contributors in the federation.

8.1.3 Federated learning in a practical, dynamic setting with concept
drift

In this chapter of the thesis, the federated learning collaboration was studied in a more realistic
setting, which was formalized as an online learning setting with concept drift and a dynamic client
set, called the dynamic cross-silo federated learning setting. In continuation of the conclusions of
the analysis of performance benefit of federated learning, problems were identified that would make
the collaboration unhealthy because participants could risk a worse performance at inference time
then when using their local model, and were encouraged to free-ride on contributions of others.

A novel framework: AFL-DO and a first algorithm: FedWin were proposed to solve these problems
in the cross-silo federated learning setting. Experiments showed that FedWin achieved superior
performance over existing federated learning methods and the local model in situations with
high non-iid-ness between client distributions and equivalent performance to existing federated
learning methods in situations with low non-iid-ness. Under high non-iid-ness, the experiment
results showed that clients would be incentivized to contribute more data, but for situations with
low non-iid-ness this would not be the case.

8.1.4 A reference model for creating and integrating the federated learn-
ing collaboration as a service

In the last chapter, a reference model was proposed that provides a standard solution for creating
the federated learning collaboration as a service and integrating it into clients’ existing business
processes and -information systems. The reference model shows in a service-dominant approach
how an orchestrator can set up a collaboration for a particular learning task as a business model
and how participating parties can interact with that orchestrator in order to learn a federated
model using the AFL-DO framework proposed in Chapter 6. The reference model then also shows
how this federated model can be deployed in any participant’s existing business processes, simply
by loading the most up-to-date copy of the adaptive model from a local database. A proof of
concept application of the reference model in a logistics use-case motivated its applicability to an
arbitrary scenario.

An evaluation was performed by means of two workshops with both business modeling- and ma-
chine learning experts. The business modeling workshop participants were generally convinced of
the usefulness and ease of use of both the reference model and the federated learning collaboration
as a whole, but were hesitant towards adopting the technology because of a lack of real world
implementations of the reference model and the lack of a formal evaluation mechanism to prove
usefulness. The technical workshop participants also were convinced of the usefulness of the feder-
ated learning collaboration as a whole but because of a lack of hands-on implementation experience
of the collaboration and a lack of experiments that show applicability to multiple different ma-
chine learning tasks, they were also hesitant to declare that they would adopt the technology. As
a general tool for creating the collaboration though, this evaluation provided evidence to believe
that the reference model is useful.

8.2 General conclusions

As mentioned in the research framework of Section 3.2.1, the goal of this study was to design a
general framework for how a federated learning collaboration could be achieved for any possible
scenario of organizations that want an improvement of model performance on the same learning
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task. The main problem that makes the design of such a framework difficult is the possible het-
erogeneity of clients that can occur for an arbitrary scenario in the problem space. In essence, we
require a a single, standard formula for a collaboration that can always be applied for establishing
a federated learning scenario without having to study to difference between clients beforehand to
make sure the collaboration is actually possible.

In theory, we have achieved this general framework and answered the main research question by
providing both an algorithmic framework and a standard business modeling solution that together
offer the first broad framework for creating federated learning collaborations in a wide range of
real-world applications. The algorithmic framework is robust against heterogeneity because it
only uses the federated model when it provides a performance benefit, at any time in a dynamic
scenario. One can therefore always use AFL-DO and not worry about whether statistical hetero-
geneity makes a participant use a worse model. The reference model is robust against heterogeneity
because it offers a very simple solution to integrating the federated model to any internal busi-
ness processes of an organization. All other necessary infrastructure and business logic can be
completely standardized; from business model to necessary software clients that implement the
learning.

Note that it was stated that this general framework was achieved in theory. Evaluation using
the Technology Acceptance Model showed that industry experts require more example imple-
mentations of the framework, both in terms of machine learning tasks and real-world application
contexts before adopting the technology in practice. Therefore, this framework should be tested
more thoroughly in the future to be more sure to what extent this framework is an answer to the
main research question.

8.3 Academic contributions

The academic contributions of this work are as follows:

• Conducting first known analysis of how a federated model that is learned using a federated
optimization algorithm can be expected to generalize better on a client’s distribution than
a local model and how this depends on the hypothesis class and distributions and sample
sizes of clients in the scenario.

• The formulation of a novel, realistic setting for researching federated learning between or-
ganizations that is is dynamic in client sample sizes, client distributions and the client set
as a whole.

• The introduction of a novel framework: AFL-DO, that adaptively uses a federated model in
a dynamic setting and provides a client with superior or equivalent performance to existing
federated learning methods in a dynamic setting with unknown statistical heterogeneity.

• A first, novel algorithm: FedWin, that implements AFL-DO and shows superior performance
in experiments over existing federated learning methods in the dynamic setting with high
non-iid-ness and equivalent performance in settings with low non-iid-ness. FedWin also
contributes contributions of new labeled data if non-iid-ness is high and concept drift is
frequent.

• The first standard solution on how to create a federated learning collaboration as a service
and a business model and on how to integrate it into existing business context.

8.4 Business relevance

A standard solution for a collaboration that is enabled by federated learning could accelerate
adoption of machine learning models in organizations, because it lowers the bar for organizations
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to learn a model of high enough quality such that it can be used in operations. As a consequence of
this, more organizations can become data-driven and make their operations operate more efficiently
and effectively due to the added automation and information that a machine learning model
provides. As was seen in the logistics use-case discussed in Section 7.6, the federated learning
collaboration can be used as a solution to achieve data-driven operations with machine learning
models in situations when organizations could not achieve this on their own. On the other hand,
the collaboration has the potential to give organizations that have machine learning models in
production an extra boost in performance, to as such operate even more efficiently or even save
lives in the case of the hospital example given in Section 1.1.

8.5 Limitations and future work

The limitations and ideas for future work of all aspects of this study are briefly summarized in this
section. The limitations sections of the respective chapters provide more detailed and extensive
descriptions of limitations and future work.

Analysis of performance benefit of federated learning over a local model

The analysis made some harsh assumptions on the distributions of the true risks of the federated-
and local model. A future PAC-Bayesian analysis could result in more specific conclusions on
when a federated model generalizes better than a local model. The empirical evaluation of the
conclusions was also limited through time and computation resources and should be repeated for
different learning tasks.

Adaptive federated learning in a dynamic, online setting

The AFL-DO framework was only implemented by one algorithm: FedWin. A more extensive
evaluation of FedWin with different machine learning tasks and a more extensive evaluation of
different types of detection- and adaptation mechanisms that implement AFL-DO is needed in
future work to ensure that AFL-DO is a good solution for a federated learning collaboration in a
dynamic, online setting.

Reference model

In order to more extensively evaluate the usefulness of both the federated learning collaboration
as a whole and the reference model, real-world implementations in real business cases should be
designed. By building systems and the required organizational structure that is needed to make
the federated learning collaboration valuable, possible refinements of the reference model can be
designed in future work and the technology acceptance of the federated learning collaboration
would increase, based on the judgements of the workshop participants.
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Appendix A

Analysis of federated benefit

A.1 PAC bounds for empirical risk minimizer with VC di-
mension

We begin by stating the Sauer-Shelah lemma, taken from [2], Theorem 3.7.

Sauer-Shelah Lemma- Let H be a hypothesis class of finite VC-dimension d, given n datapoints,
then if n ≥ d ≥ 1:

S(H, n) =

d∑
i=0

(
n

i

)
<
(ne
d

)d
(A.1)

The following inequality then results from bounding the growth function and symmetrization ar-
gument, see [2], theorem 4.3:

P (∃h ∈ H, |R̂(h)−R(h)| ≥ ε) ≤ 4S(H, 2n) exp(
−nε2

8
) (A.2)

Plugging in the Sauer-Shelah lemma and setting the right hand side equal to δ we get:

4
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)d
exp(

−nε2

8
) = δ

exp(
−nε2

8
) =

δ

4
(
ne
d

)d
nε2

8
= log(

(ne
d

)d
)− log(

4

δ
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ε =
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8
d log(

(
ne
d

)
)− log(4/δ)

n

So we get the following result:

Lemma A4 - for all h ∈ H, we know that for an i.i.d labeled sample and bounded loss function
on 0/1 loss the following holds with probability at least 1-δ:

|R̂(h)−R(h)| ≤

√
8
d log(

(
ne
d

)
)− log(4/δ)

n
(A.3)

in this case, with probability at least 1− δ, for every h ∈ H:

R(h)− ε < R̂(h) < R(h) + ε
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therefore, the following also holds for the empirical risk minimizer ĥ = argmin
h∈H

R̂(h):

R(ĥ) ≤ R̂(ĥ) + ε

≤ R̂(h) + ε for all h ∈ H
≤ inf
h∈H

R(h) + 2ε

And therefore, our result for the empirical risk minimizer is:

PAC bound for binary ERM - for the empirical risk minimizer ĥ, we know that for an i.i.d
labeled sample and bounded loss function on 0/1 loss the following holds with probability at least
1-δ:

R(ĥ)− inf
h∈H

R(ĥ) ≤ 2

√
8
d log(

(
ne
d

)
)− log(4/δ)

n
(A.4)

A.2 PAC bound for multi-source domain adaptation

We will largely follow the proofs of the paper, although we derive a different model complexity
term, which corresponds to our term above. By combining A.2 (being theorem 4.3 from [2]) with
lemma 6 from [5] we get the following result:

P (∃h ∈ H, |R̂α(h)−Rα(h)| ≥ ε) ≤ 4S(H, 2n) exp

 −nε2

8
∑M
j=1

α2
j

βj

 (A.5)

Following exactly the same argument as for Lemma A4, we now get the following:

Lemma A6 - for all h ∈ H, we know that for an i.i.d labeled sample and bounded loss function
on 0/1 loss the following holds with probability at least 1-δ:

|R̂(h)−R(h)| ≤

√√√√ M∑
j=1

α2
j

βj

√
8
d log(

(
ne
d

)
)− log(4/δ)

n
(A.6)

And finally, by following exactly the proof for theorem 4 and 5 in [5], but applying lemma A4
instead results in the following alternative PAC bounds for multi-source domain adaptation:

Ri(ĥα)−Ri(h∗i ) ≤ 2

√√√√ M∑
j=1

α2
j

βj

√
8
d log(

(
ne
d

)
)− log(4/δ)

n

+

M∑
j=1

αj(2λj + dH4H(Di,Dj)) (A.7)

Ri(ĥα)−Ri(h∗i ) ≤ 2

√√√√ M∑
j=1

α2
j

βj

√
8
d log(

(
ne
d

)
)− log(4/δ)

n

+ 2γα + dH4H(Di,Dα)) (A.8)
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Appendix B

Federated benefit experiment

B.1 Model architecture
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Figure B.1: Model architecture
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B.2 Experiment results

generalization benefit
mean std

n i n j Dirichlet alpha

10 100 0.2 -0.120853 0.210948
1.0 0.088127 0.140127
5.0 0.279540 0.058594
i.i.d 0.329020 0.023071

500 0.2 -0.001871 0.183191
1.0 0.271236 0.125633
5.0 0.418871 0.043766
i.i.d 0.469007 0.026195

1000 0.2 -0.022000 0.215925
1.0 0.328787 0.090750
5.0 0.480853 0.053962
i.i.d 0.532700 0.024904

5000 0.2 0.198721 0.163975
1.0 0.472721 0.105298
5.0 0.654264 0.025335
i.i.d 0.682364 0.012918

generalization benefit
mean std

n i n j Dirichlet alpha

100 100 0.2 -0.178633 0.099802
1.0 0.013713 0.119836
5.0 0.150113 0.051195
i.i.d 0.204993 0.029829

500 0.2 -0.168829 0.182900
1.0 0.147777 0.075027
5.0 0.279807 0.056546
i.i.d 0.334936 0.036727

1000 0.2 -0.180887 0.221282
1.0 0.215033 0.070148
5.0 0.353253 0.038876
i.i.d 0.412787 0.030235

5000 0.2 -0.107408 0.148554
1.0 0.351985 0.061502
5.0 0.477915 0.039125
i.i.d 0.543654 0.032810

generalization benefit
mean std

n i n j Dirichlet alpha

1000 100 0.2 -0.011087 0.025179
1.0 -0.004307 0.037664
5.0 0.041860 0.025052
i.i.d 0.053793 0.031031

500 0.2 -0.117623 0.099360
1.0 0.082731 0.031343
5.0 0.157731 0.023237
i.i.d 0.193315 0.022706

1000 0.2 -0.083247 0.109127
1.0 0.127860 0.031838
5.0 0.220553 0.024871
i.i.d 0.268887 0.022667

5000 0.2 -0.059100 0.124868
1.0 0.239554 0.056834
5.0 0.341592 0.032793
i.i.d 0.381831 0.014444

generalization benefit
mean std

n i n j Dirichlet alpha

500 100 0.2 -0.045393 0.075174
1.0 0.009393 0.032439
5.0 0.069220 0.017729
i.i.d 0.089787 0.016462

500 0.2 -0.165538 0.143764
1.0 0.119285 0.048832
5.0 0.197985 0.018587
i.i.d 0.243023 0.025927

1000 0.2 -0.158847 0.137173
1.0 0.141887 0.051676
5.0 0.249473 0.036827
i.i.d 0.300773 0.017838

5000 0.2 -0.080715 0.163145
1.0 0.276915 0.063131
5.0 0.386077 0.029501
i.i.d 0.438946 0.020347

generalization benefit
mean std

n i n j Dirichlet alpha

5000 100 0.2 -0.005393 0.015777
1.0 0.012593 0.012394
5.0 0.017540 0.019266
i.i.d 0.021607 0.025411

500 0.2 -0.003769 0.036600
1.0 0.023562 0.023232
5.0 0.055477 0.020009
i.i.d 0.063692 0.015064

1000 0.2 -0.004464 0.022338
1.0 0.050836 0.023257
5.0 0.092221 0.018219
i.i.d 0.104107 0.018488

5000 0.2 -0.081646 0.076092
1.0 0.107331 0.045712
5.0 0.203946 0.018474
i.i.d 0.220746 0.014317

Table B.1: Results of generalization benefit experiment
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Appendix C

Online adaptive federated
algorithm evaluation

C.1 Sudden drift, Dirichlet α = 0.2

(a) client 1 (b) client 2

(c) client 3 (d) client 4

Figure C.1: Results for sudden drift, Dirichlet α = 0.2
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(e) client 5 (f) client 6

(g) client 7 (h) client 8

(i) client 9 (j) client 10

Figure C.1: Results for sudden drift, Dirichlet α = 0.2
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(k) client 11 (l) client 12

Figure C.1: Results for sudden drift, Dirichlet α = 0.2

C.2 Sudden drift, Dirichlet α = 1.0

(a) client 1 (b) client 2

Figure C.2: Results for sudden drift, Dirichlet α = 1.0
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(c) client 3 (d) client 4

(e) client 5 (f) client 6

(g) client 7 (h) client 8

Figure C.2: Results for sudden drift, Dirichlet α = 1.0
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(i) client 9 (j) client 10

(k) client 11 (l) client 12

(m) client 13 (n) client 14

Figure C.2: Results for sudden drift, Dirichlet α = 1.0

Federated Learning over Local Learning: an Opportunity for Collaboration 103



APPENDIX C. ONLINE ADAPTIVE FEDERATED ALGORITHM EVALUATION

C.3 Incremental drift, Dirichlet α = 0.2

(a) client 1 (b) client 2

(c) client 3 (d) client 4

(e) client 5 (f) client 6

Figure C.3: Results for incremental drift, Dirichlet α = 0.2
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(g) client 7 (h) client 8

(i) client 9 (j) client 10

(k) client 11 (l) client 12

Figure C.3: Results for incremental drift, Dirichlet α = 0.2
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(m) client 13 (n) client 14

(o) client 15

Figure C.3: Results for incremental drift, Dirichlet α = 0.2
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C.4 Incremental drift, Dirichlet α = 1.0

(a) client 1 (b) client 2

(c) client 3 (d) client 4

(e) client 5 (f) client 6

Figure C.4: Results for incremental drift, Dirichlet α = 1.0
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(g) client 7 (h) client 8

(i) client 9 (j) client 10

(k) client 11 (l) client 12

Figure C.4: Results for incremental drift, Dirichlet α = 1.0
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(m) client 13 (n) client 14

(o) client 15 (p) client 16

Figure C.4: Results for incremental drift, Dirichlet α = 1.0
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Architectural designs

see next page
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Figure D.1: Proof of concept BPMN service composition extension
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Figure D.2: Proof of concept abstract architecture extension
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Appendix E

Workshop setups and results

Because of the broadness of this study in terms of technical- to business-oriented aspects, two
workshops were held with two participants each. Constraints due to the COVID-19 pandemic
forced the workshops to be held with a relatively low number of participants and on-line instead
of in-person. This appendix summarizes the setup of the workshops and presents its results.

E.1 Business modeling workshop setup

The business modeling workshop was held online with two business modeling experts that are
both currently active in academia. The goal of this workshop was to evaluate from a business
standpoint both the relevance of the federated learning collaboration and the reference model
proposed in Chapter 7 that integrates this collaboration. Results are gathered by means of an
extensive discussion guided by the three constructs of the Technology Acceptance Model [15] and
a questionnaire.

E.1.1 Workshop content

The workshop had the form of an online presentation in which discussion and participation was
encouraged. Each presentation of an important concept was followed by an audience-aimed ques-
tion about how this concept could be applied to an example use-case in the participants’ daily
work activities.

Because not all participants were familiar with machine learning and federated learning, the work-
shop commenced with an introduction to the machine learning definition used in this study and a
short summary of the characteristics, pros and cons of federated learning, as given in Section 2.2.
Hereafter, the main idea of a federated learning collaboration was described, followed by a motiva-
tion of the relevance and potential for such a collaboration in business settings. After a discussion
about the problems that are introduced by heterogeneity of participants of the federation, the
need for a reference model for business integration was motivated. This was logically followed by
presenting the reference model in detail, as both participants were very familiar with the BASE/x
framework. After describing the logistics use case of Section 7.6, the workshop was finalized with
the most important part: a discussion about the participant’s thoughts on the collaboration and
the reference in terms of the TAM constructs. After the workshop was over, the participants
were also invited to fill in an additional questionnaire. This questionnaire is described in the next
section.
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E.1.2 Questionnaire

The questionnaire is implemented and presented to the participants in Google Forms1. It follows
the three constructs of the Technology Acceptance Model (TAM): usefulness, ease of use and
intention of use [15]. First however, the participants are asked to answer a number of questions
about their preknowledge on the subject and their background. The goal of these questions is to
identify possible biases of the participants that may influence the results of the questionnaire.

The main part of the questionnaire consists of statements, for which participants are asked to
indicate to which degree they agree with the statement, on 5 levels from strongly disagree to
strongly agree. 3 sections of statements, corresponding to the three constructs of the TAM are
given in Table E.2. Statement 5 to 10 correspond to usefulness, 11 to 15 correspond to ease of use
and the last 2 statements correspond to intention of use. The statements were formulated in the
same style as the survey that was used in the evaluation of the original proposal of the TAM [15].
Statements regard both the federated collaboration as a whole and the proposed reference model.

Usefulness and ease of use are the two main variables that determine adoption of a proposed
system or artifact. When formally following the TAM, these are the two variables which we use
to evaluate the technology acceptance. However in this questionnaire, intention of use statements
were added in order to gather additional data about user adoption.

n
o

ex
p

er
ie

n
ce

ex
p

er
t

1. What is your experience with the BASE/x framework? � � � � �
2. What is your experience with machine learning? � � � � �
3. What is your experience with federated learning? � � � � �
4. What is your current function description?

.................................

Table E.1: Background and preknowledge questions for business modeling workshop

1https://www.google.com/forms/about/
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st
ro

n
g
ly

d
is

ag
re

e

n
eu

tr
a
l

st
ro

n
g
ly

a
g
re

e

5.
The proposed federated learning collaboration is a useful
idea to improve efficiency in operations through
better machine learning model performance.

� � � � �

6.
The proposed federated learning collaboration has a
clear contribution to possibly more efficient operations
of participants of the federation.

� � � � �

7.
The proposed reference model makes a federated learning
collaboration applicable for a broad scope
of business contexts.

� � � � �

8.
The proposed reference model makes a federated learning
collaboration applicable for a broad scope of business processes.

� � � � �

9.
The proposed reference model makes a federated learning
collaboration applicable for businesses
with any business information system architecture.

� � � � �

10.
The proposed reference model helps me understand how
a federated learning collaboration can be integrated
in a specific business context of a participant.

� � � � �

11.
The proposed reference model is generally easy for me
to apply to an arbitrary business context

� � � � �

12. Learning to apply the proposed reference is easy for me � � � � �

13.
It requires a lot of effort for me to understand
how the proposed reference model should be applied.

� � � � �

14.
It is clear how I can use the proposed reference model to integrate
a federated learning collaboration into an existing
business information system

� � � � �

15.
It is clear how I can use the proposed reference model to integrate
a federated learning collaboration into an existing
business processes

� � � � �

16.
I would use the proposed reference model if I had to implement
a federated learning collaboration between different organizations

� � � � �

17.
I would apply a federated learning collaboration if it would
lead to provable improvements in business operations

� � � � �

Table E.2: Statements on TAM constructs of business modeling workshop
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E.2 Technical workshop setup

The technical workshop was held online with two machine learning experts. The goal of this
workshop was to evaluate the relevance of the federated learning collaboration for business use
cases, from a technical perspective. The same structure is used as for the business modeling
workshop where an interactive presentation is combined with a discussion and a survey.

E.2.1 Workshop content

This workshop also commenced with a introduction to federated learning, its characteristics and
its pros and cons. Hereafter, the idea of a federated learning collaboration was motivated, al-
though this time also in terms of its mathematical- and statistical characteristics, next to the
potential in business settings. After a discussion of the problems of statistical heterogeneity of
clients, the main concepts and results of the analysis of generalization benefit under statistical het-
erogeneity of Chapter 5 were discussed. Hereafter, the need for a novel, adaptive online algorithm
was motivated and the approach of Chapter 6 was described in detail. After this presentation,
the participants engaged in a long discussion about the relevance and potential of the proposed
federated learning collaboration using the proposed approach in real-world applications. The dis-
cussion was structured around each of the three constructs of the Technology Acceptance Model.
Again, the workshop was finalized with an invitation to fill in an additional questionnaire, which
is given below.

E.2.2 Questionnaire

The stucture of the technical workshop questionnaire is the same as for the business modeling
questionnaire. Table E.3 and E.4 show the background questions and the TAM statements, re-
spectively.
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1. What is your experience with machine learning? � � � � �
2. What is your experience with federated learning? � � � � �
3. What is your experience with concept drift? � � � � �
4. What is your current function description?

.................................

Table E.3: Background and preknowledge questions for technical workshop
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5.
It is clear to me how the federated learning collaboration
can result in a better performing model as opposed to
only using a local model.

� � � � �

6.
It is clear to me how the federated learning collaboration
can be of value for participating organizations.

� � � � �

7.
The proposed FedWin algorithm is a practically useful
implementation of the federated learning collaboration.

� � � � �

8.
I’m convinced the FedWin algorithm can be of value for
a broad spectrum of machine learning tasks and applications.

� � � � �

9.
The federated learning collabaoration can have a
contribution to the applicability and value of machine
learning models in business contexts..

� � � � �

11.
It is clear for me in what situations the federated learning
collaboration is applicable.

� � � � �

12.
Learning to apply the federated learning collaboration
is easy for me.

� � � � �

13.
It is difficult for me to understand in what circumstances
the federated learning collaboration could be applied.

� � � � �

14.
It is difficult for me to understand how
the federated learning collaboration could be applied.

� � � � �

15.
Implementing the introduced federated learning collaboration
seems easy to me.

� � � � �

16.
It is difficult for me to understand how the federated
learning collaboration could be applied in
use-cases that are common for me.

� � � � �

17.
If a suitable use-case would come up, I would
apply the proposed federated learning collaboration in practice.

� � � � �

18.
I would be hesitant to propose using the federated learning
collaboration to stakeholders for an applicable use-case.

� � � � �

19.
I would wait for worked out applications of the federated
learning collaboration to appear before proposing
it for the same use-case on my own initiative.

� � � � �

Table E.4: Statements on TAM constructs of technical workshop
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E.3 Workshop results

The results of each workshop are two-fold. On the one hand there’s a summary of opinions that
were expressed the final discussion on each of the TAM’s constructs, and on the other hand there’s
the data gathered in the questionnaire. In this section, the results of the discussions are given in
Section E.3.1 and the questionnaire results in Section E.3.2.

E.3.1 Discussion results

Both workshops were recorded with permission of the participants, in order to transcribe all
opinions, questions and discussions that are relevant from an evaluation perspective of this studies’
proposed artifacts. A summary of all expressed opinions that are relevant for one of the TAM’s
constructs are provided below.

Business modeling workshop

• ”I’m tempted to say the reference model does what it has to do, but I would like to see a real
implementation of the structures you showed in the reference models before I’m sold on it”.

• ”I think the clear visualization of the reference model gives a good first view of what steps I
would have to go through in order to implement a federated learning collaboration, but not
how easy the actual implementation is”.

• ”The simple integration of the federated model in merely 2 coupling points is a very good
point for convincing ease of use”.

• ”I think a checklist of challenges or problems in integration or a set of best practices would
give me a better idea about whether I would adopt this idea”.

• ”I’m currently involved in a project where a shared database has to be developed on which
machine learning models will be learned in the future. I’m definitely convinced to at least
propose federated learning if sharing data would not be an option”.

Technical workshop

• ”Based on your presentation and your story I’m totally sold, but I do have quite some
questions about how this idea works for specific forms of concept drift or specific types of
non-iid-ness between parties. I would have to see some more experimental results that show
what types of non-iid-ness can be overcome and what types cannot result in a good federated
model”.

• ”I would personally not know how to draw an opinion on ease of use, as I have not used
anything yet. It depends on how it should be implemented, the used libraries, interfaces etc”.

• ”I would primarily use this idea in cases of extreme data scarcity, as in cases where enough
data is available I’m more tempted to use the local model over which I have total control”.

• ”I would not use the federated learning collaboration as a standard option when I need a good
machine learning model. I would only consider it when my environment is suffering from
extensive concept drift”.

• ”I think explainability of the federated model would also be of importance for me. I would
not use a federated model if I do not have any insight in how it makes predictions”.
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E.3.2 Questionnaire results

The questionnaire results of both workshops are given in Table E.5 and E.7. The answers are given
as tagged boxes in one table. If both participants gave the same answer, only one tagged box is
shown for a statement. Statements that are negations are marked with an extra ’*’ symbol at
their number, for clarity. The participants of the business modeling workshop also gave feedback
about the workshop itself, this feedback is shown in Table E.6. The participants of the technical
workshop did not provide any feedback in their filled-in questionnaire.

The results of the business modeling workshop questionnaire generally show a strong agreement
on ease of use and intention of use statements. For usefulness, the participants were found to be
more neutral towards statements that claimed that the reference model is applicable to a wide
range of business contexts, -processes and information systems. In the feedback of participant 2, it
came forward that the broad applicability of the reference model has not been convincing enough,
because of the lack of a formal structure for proving this.

The results of the technical workshop questionnaire show a stronger agreement on usefulness of
the federated learning collaboration than the participants of the business modeling workshop.
Ease of use statements were also generally agreed with (and negation statements disagreed with),
except for one participant disagreeing with the statement that it is clear in what situations the
collaboration is applicable. On intention of use statements, the participants generally were more
hesitant to claim that they would use the federated learning collaboration in real life.
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1. What is your experience with the BASE/x framework? � � � �7 �7
2. What is your experience with machine learning? � � �7 �7 �
3. What is your experience with federated learning? � �7 �7 � �
4. What is your current function description? Academic researcher
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5.
The proposed federated learning collaboration is a useful
idea to improve efficiency in operations through
better machine learning model performance.

� � � �7 �

6.
The proposed federated learning collaboration has a
clear contribution to possibly more efficient operations
of participants of the federation.

� � � �7 �

7.
The proposed reference model makes a federated learning
collaboration applicable for a broad scope
of business contexts.

� � �7 � �

8.
The proposed reference model makes a federated learning
collaboration applicable for a broad scope of business processes.

� � �7 � �

9.
The proposed reference model makes a federated learning
collaboration applicable for businesses
with any business information system architecture.

� � �7 � �

10.
The proposed reference model helps me understand how
a federated learning collaboration can be integrated
in a specific business context of a participant.

� � � �7 �

11.
The proposed reference model is generally easy for me
to apply to an arbitrary business context

� � � �7 �

12. Learning to apply the proposed reference model is easy for me � � � �7 �7

13*.
It requires a lot of effort for me to understand
how the proposed reference model should be applied.

� �7 � � �

14.
It is clear how I can use the proposed reference model to integrate
a federated learning collaboration into an existing
business information system

� � � �7 �

15.
It is clear how I can use the proposed reference model to integrate
a federated learning collaboration into an existing
business processes

� � � �7 �

16.
I would use the proposed reference model if I had to implement
a federated learning collaboration between different organizations

� � � �7 �

17.
I would apply a federated learning collaboration if it would
lead to provable improvements in business operations

� � � �7 �7

Table E.5: Questionnaire results of business modeling workshop
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participant 1

The presentation was well prepared. The subject was broad and complex.
Nevertheless, it was possible to form a good image of the subject and
questions could be answered generally well.

I think that the topics that we discussed in the end
could enforce the application of the reference model even more.

participant 2

Despite of the broad applicability of the reference model being seemingly
logical, there has been no active attempt at making this assumable
in a structured way.

I think it is hard to separate integration of business processes with
integration of information systems.

The most important thing might be that the impact of federated learning
is coupled with ’more efficient business operations’. This seemingly only counts
for a part of the operations that leans on machine learning predictions
That nuance should be stressed more. Now it seems as if federated
learning is applicable to any process in any company, which it isn’t.

I also think efficiency is not the main driver for a participant,
but effectivity is. A better model makes you perform better,
not only more efficient.

Table E.6: Business modeling workshop and questionnaire feedback
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1. What is your experience with machine learning? � � � �7 �7
2. What is your experience with federated learning? � �7 � � �
3. What is your experience with concept drift? � �7 � �7 �

4. What is your current function description?
PhD explainable AI
AI engineer
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5.
It is clear to me how the federated learning collaboration
can result in a better performing model as opposed to
only using a local model.

� � � �7 �7

6.
It is clear to me how the federated learning collaboration
can be of value for participating organizations.

� � � � �7

7.
The proposed FedWin algorithm is a practically useful
implementation of the federated learning collaboration.

� � � �7 �

8.
I’m convinced the FedWin algorithm can be of value for
a broad spectrum of machine learning tasks and applications.

� � �7 � �

9.
The federated learning collabaoration can have a
contribution to the applicability and value of machine
learning models in business contexts..

� � � �7 �

10.
It is clear for me in what situations the federated learning
collaboration is applicable.

� �7 � �7 �

11.
Learning to apply the federated learning collaboration
is easy for me.

� � � �7 �7

12*.
It is difficult for me to understand in what circumstances
the federated learning collaboration could be applied.

�7 � � �7 �

13*.
It is difficult for me to understand how
the federated learning collaboration could be applied.

�7 �7 � � �

14.
Implementing the introduced federated learning collaboration
seems easy to me.

� � �7 � �7

15*.
It is difficult for me to understand how the federated
learning collaboration could be applied in
use-cases that are common for me.

� �7 � � �

16.
If a suitable use-case would come up, I would
apply the proposed federated learning collaboration in practice.

� � �7 �7 �

17*.
I would be hesitant to propose using the federated learning
collaboration to stakeholders for an applicable use-case.

� � �7 � �

18*.
I would wait for worked out applications of the federated
learning collaboration to appear before proposing
it for the same use-case on my own initiative.

� � � �7 �

Table E.7: Questionnaire results of technical workshop
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