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Battery Thermal Management for an Urban Electric Freight Vehicle using
Reinforcement Learning

Akshyt Bimal Kumar
Eindhoven University of Technology, Control Systems Technology Research Group

Depratment of Mechanical Engineering, 5600 MB, Eindhoven, Netherlands

Abstract—The safety and performance of a Li-ion battery is
highly sensitive to its operating temperature. The continuous
(dis)charge cycles contribute to the internal heat generation of
the battery which may elevate the battery temperature beyond
its operating region and accelerate battery degradation. In
this paper, an active battery thermal management system is
modelled and a control algorithm is developed which aims at
minimizing the capacity loss of the battery with minimal energy
consumption of the thermal management system. A control policy
is derived by Reinforcement Learning (RL) using the Q-learning
algorithm by training the model on standard drive cycles. The
performance of the RL based control was measured against a
global benchmark set by Dynamic Programming (DP) and an
online implementable Rule-based control. A quantitative analysis
is done on test cases that are different from the drive cycles used
in the training process. The control policy obtained using the
Q-learning algorithm was able to perform consistently better
than the Rule-based control with lower energy consumption and
battery degradation under unknown driving conditions. Based
on the test cases, this resulted in a 3% to 11% increase in the
overall range provided by the battery over its lifetime.

Index Terms—Battery thermal management, capacity loss, en-
ergy management, dynamic programming, reinforcement learn-
ing.

I. INTRODUCTION

The transport sector is a major contributor of Greenhouse Gas
(GHG) emissions in the European Union (EU) accounting
for 20% of the total emissions. Out of this, freight transport
contributes to approximately one third of the total GHG
emissions [1]. As a method to curb the increase in the
emission of gases such as Carbon Dioxide (CO2), NOx
and other particulate matter (PM) by the conventional
Internal Combustion Engine (ICE) powered vehicles, the EU
government is encouraging automotive manufacturers to shift
their focus towards vehicles using alternative sources to power
the vehicles in the near future. To this extent, many European
cities have introduced zero-emission zones in city centres to
limit air pollution [2]. This has posed a major challenge to
fleet owners that perform last-mile logistics operation within
city limits. Therefore, a large number of logistic partners
are considering electrification of their fleet by replacing ICE
powered vehicles with Hybrid Electric Vehicles (HEV) or
Electric Vehicles (EV) as a possible solution.

This study focuses on a N1 category electric freight vehicle.
In comparison to the conventional ICE powered vehicles,
EVs use electricity to power the vehicles. Due to the low
cost of electricity as compared to fossil fuels such as diesel

or gasoline, the operating cost of an electric vehicle is sig-
nificantly lower. With smart Energy Management Strategies
(EMS), the operating cost could be further reduced by min-
imizing the energy consumption of the vehicle. However, a
major bottleneck in the adoption of EVs by costumers is the
limited lifetime of the battery and the corresponding battery
replacement cost. As the battery is subjected to (dis)charge
cycles, the battery undergoes wear and the usable capacity of
the battery keeps reducing. Among other factors, the battery
operating temperature has a significant effect on the battery
degradation [3]. At low temperatures, the power capability of
the battery is limited by its rise in internal resistance. On the
other hand, high temperatures increase the risk of thermal
runaway of the battery. Moreover, the rate of degradation
is accelerated at high temperatures. Therefore, as shown in
Figure 1, there exists a range of temperature where the battery
operates optimally. Thus, in addition to an EMS, an active
Battery Thermal Management System (BTMS) is critical to
minimize the rate of capacity fade of the battery.

Fig. 1. Operating Temperature Range of Lithium-ion batteries [4]

The EV considered in this research consists of a single electric
motor (EM) powered by a Lithium-ion battery. The vehicle
under consideration is also expected to undergo a fast-charging
event at the end of every trip. Thus, imposing additional ther-
mal stress on the battery. The continuous (dis)charge cycles
motivates the implementation of an active battery thermal
management system.

A. Literature Review

This section gives an overview of the existing EMS
and BTMS strategies that have been implemented in the
framework of battery powered vehicles. In [5], a Model
Predictive Control (MPC) strategy is applied in order to
maintain the battery temperature at a reference temperature



by means of disturbance prediction. Compared to a feedback
control, the MPC strategy significantly lowers the peak
and mean temperature of the battery by pre-cooling the
battery prior to a fast-charging event. The temperature of
the battery is maintained within its safe operating range
in [6] by controlling the charge power during regenerative
braking for an electric city bus. The optimization problem
is solved as a power split between friction and regenerative
braking using Pontryagin’s Minimum Principle (PMP). In
[7] a zone MPC strategy is applied in order to maintain the
battery within its desired operating range with a lower energy
consumption compared to a Rule-Based control strategy.
An integrated energy and thermal management problem is
solved in [8] in order to minimize the fuel consumption for
a hybrid electric truck while keeping the battery temperature
within its safe operating range. The aforementioned research
focuses on maintaining the battery within a safe range of
temperature. However, the effect of the operating temperature
on the battery degradation is not explicitly incorporated in
the optimization problem. The contribution of this research
aims at extending the existing work done in literature by
developing a BTMS control strategy and including the effect
of battery temperature on the capacity loss of the battery in
the optimization framework. Since, the battery is the single
source of power in the vehicle under consideration, the
energy consumed by the active BTMS must also be taken
into account. Thus, motivating the need for an integrated
energy and thermal management optimization.

The EMS and BTMS problems in literature are solved pri-
marily using two methods. The first method are heuristic
methods such as Rule-Based control. Rule-Based control
methods follow a set of pre-defined control rules in order
to solve a particular problem. This control method requires
low computation time and can be easily implemented in
real-world applications. However, as shown in [7], the Rule-
Based on/off control maintains the battery within a specific
temperature range with a high power consumption. Therefore,
although the heuristic based methods can be applied to real-
world applications, they are far from optimal. The second
set of methods use optimization methods such as DP, MPC
and PMP [5],[6] in the EMS framework. These methods
show significant improvement over Rule-Based controllers.
However, in order to obtain the optimal policy using these
methods, prior or future information of the driving profiles
is required. Due to the dynamic nature of real-world driving
conditions, a priori information of the driving conditions are
seldom available. As a result, in recent years, significant
amount of research has been conducted on Learning Based
optimization. In [9] a Reinforcement Learning (RL) based
EMS was investigated. In comparison to a baseline Rule-Based
and Energy Consumption Minimization Strategy (ECMS), the
RL based strategy using the Q-learning algorithm showed
significant improvement in the fuel consumption for a 48V
HEV. A Supervised Machine Learning (SML) based EMS
in [10] showed significant improvement in fuel consumption

over an online PMP strategy. Reinforcement Learning has also
shown to achieve close to optimal solutions in real time [11].
Moreover, unlike optimization based EMS, RL based EMS
do not rely on prior or predicted trip information [12],[13].
The contribution of this paper aims at extending the work
done in Learning Based optimization by including the battery
thermal management in the EMS framework. To this extent,
a RL algorithm is implemented to solve the aforementioned
integrated EMS problem. Since, the control policy derived from
the RL algorithm does not rely on prior information of the
driving conditions, the proposed solution would be drive cycle
independent. The results obtained using RL are compared
to the solution derived using DP which is considered as an
optimal benchmark and an online implementable Rule-based
control considered as the Baseline strategy.

B. Outline

Fig. 2. Proposed methodologies for solving the integrated energy and battery
thermal management problem

The outline of this paper is as follows. Section II discusses
the powertrain, battery thermal model and a quasi-static capac-
ity fade model. The optimization problem formulation in the
Dynamic Programming framework is introduced in Section III.
A temperature based Rule-Based control method referred to
as the Baseline is discussed in Section IV. The Reinforcement
Learning algorithm is discussed in detail in Section V. The
results obtained using the proposed methods are analysed in
detail in Section VI. Finally, in Section VII, the research
conclusions are drawn and possible future scopes are proposed.

II. MODELLING

A. Driver Model

In the forward facing simulation, the torque demand cor-
responding to the desired vehicle velocity is provided by the
driver model in terms of the driving and braking command.
The amount of torque required to accelerate or decelerate
the vehicle depends on the depth of the pedal position. The
pedal position at a certain time instant corresponds to the error
between the reference velocity from the drive cycle and the
actual velocity of the vehicle. A sample time of 1 second is
chosen in this study.



Fig. 3. Vehicle Topology

eptq “ vrefptq ´ vactptq (1)

where,
vref = Reference velocity from the drive cycle [m{s]
vact = Actual velocity of the vehicle [m{s]

The error signal is provided as an input to the Proportional
Integral (PI) controller. The output of the controller determines
the torque demand at a certain instant.

Tdriver “ Kp eptq `Ki

ż

epτqdτ (2)

The proportional and integral gains, Kp and Ki are tuned
on test case drive cycles. The torque demand is constrained
within the maximum and minimum values of the electric motor
torque, Tem,max and Tem,min.

Tdriver,acc “

$

’

’

&

’

’

%

Tdriver for 0 ă Tdriver ă Tem,max

Tem,max for Tdriver “ Tem,max

0 for Tdriver “ 0

(3)

Tdriver,brake “

$

’

’

&

’

’

%

Tdriver for Tem,min ă Tdriver ă 0

Tem,min for Tdriver “ Tem,min

0 for Tdriver “ 0

(4)

The solution of Equation 3 and 4 are input to the motor model.
The driving and braking torques are then transmitted to the
wheels from the motor through the transmission.

B. Electric Motor Model

The acceleration and braking demand from the driver model
is converted as a torque request to the motor model. Based
on the torque and speed demand, the motor efficiency is
determined based on the efficiency map as shown in Figure 4.

Electric Motor Efficiency Map
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Fig. 4. Motor Efficiency Map

In this study, an electric motor with a maximum power output
of 85 kW with a peak torque of 305 Nm is used. Based
on the torque and speed of the motor, the corresponding
efficiency of the motor is computed in order to find out the
power demand at a particular instant in the drive cycle. Thus,
the battery needs to supply this power to the electric motor
during propulsion and accept the power during regenerative
braking. The power during acceleration and braking is given
by Equation 52.

Pem “

$

’

’

&

’

’

%

Tem ωem

ηm
for Tem ą 0

Tem ωem ηm for Tem ă 0

0 for Tem “ 0

(5)

The electric motor is coupled to a single speed transmission
with a gear ratio (γ) of 7.36 [14]. The torque and rotational
speed transmitted to the wheels is given by Equation 6 and 7.

Ttrans “ Tem γg ηt (6)

ωtrans “
ωem

γg
(7)

where,
Tem = Motor Torque [Nm]
ωem = Motor Speed [rad{s]
Ttrans = Torque transmitted to the wheels [Nm]
ωtrans = Rotational Speed at the wheels [rad{s]
γg = Gear Ratio [-]
ηt = Transmission Efficiency [-]
ηm = Electric Motor Efficiency [-]

C. Longitudinal Dynamics

The parameters of the vehicle under consideration are
given in Table I.



TABLE I
VEHICLE PARAMETERS [14]

Parameters Value
Vehicle Mass [kg] 2400
Wheel Radius [m] 0.3
Frontal Area [m2] 3.6

Rolling Resistance [-] 0.008
Transmission Type [-] 1-speed

Regenerative Braking Fraction [-] 0.4
Air drag Coefficient [-] 0.6

In this application, only longitudinal dynamics of the vehicle
is considered. The force required to drive the vehicle is given
by Equation 8.

mv
dvact

dt
“ Ftrac ´ Faero ´ Fgrad ´ Froll (8)

The force required to the drive a vehicle of mass mv is
considered as the difference between the force provided by the
propulsion system and the resistance forces in the longitudinal
direction. The force provided by the powertrain system is given
by Equation 9.

Ftrac “
Ttrans
rwheel

(9)

where,
rwheel = Wheel radius [m]
The aerodynamic resistance while moving at a velocity vact
is given by Equation 10.

Faero “
1

2
Af Cd ρ v

2
act (10)

where,
Af = Frontal area of the vehicle [m2]
Cd = Drag coefficient of the vehicle [-]
ρ = Density of air [kg{m3]

Equations 11 and 12 give the relations for the force to
overcome rolling resistance and the force required to climb
a gradient of angle αg respectively.

Froll “ crrmv g cospαgq (11)

Fgrad “ mv g sinpαgq (12)

where,
crr = Rolling resistance [-]

Thus, Equation 8 is used to calculate the actual vehicle velocity
vact of the next time instant and given as feedback to the driver
model.

D. Battery Model

In this study, the battery model is divided into two parts i.e.
the electric model and the thermal model. The electric model
is implemented in order to predict the electric response to the
power demand from the vehicle. In turn, the thermal model
is used to realise the corresponding temperature response of
the battery based on the heat generated by current flowing
through the battery. Thus, the electric and thermal model work
together to form the complete dynamics of the battery as
shown in Figure 5. The equations that govern the electric and
thermal response of the battery are explained in the following
subsections.

Fig. 5. Battery Model Schematic Diagram

1) Electric Model: An equivalent circuit model represented
by a 2 R-C electric circuit, as shown in Figure 6, is used in
this study.

Fig. 6. 2-RC cell model

The power requested at the battery terminals is converted into
current by Equation 13. The sum of the power requested by
the electric motor and the auxiliaries is assumed to be equally
distributed among each cell (Pcell) in the battery pack. For this



model, the current is negative for discharging and positive for
charging.

Icell “
´Vop `

b

V 2
op ` 4PcellR0

2R0
(13)

where,

Vop “ Vocv ´ IR1R1 ´ IR2R2 (14)

The overall battery current is given by

Ibat “ IcellNp (15)

where,
Icell = Cell Current [Amp]
Ibat = Battery Current [Amp]
Vocv = Open Circuit Voltage [V]
R0 = Internal Resistance [Ω]
Np = Number of cells in parallel [-]

The terms Vocv and R0 are a function of SoC and temperature.
In this study, SoC is computed by the method of Coulumb
Counting as shown in Equation 16. It is also assumed that
the initial SoC of the battery is known and the cell-to-cell
variation in SoC is negligible.

dSoC

dt
“
Ibat ptq

Cbat
(16)

Cbat is the nominal capacity of the battery. In order to
determine the terminal voltage of the cell, the voltage across
the two RC blocks, V1 and V2 must be determined. When
the cell is in equilibrium, the terminal voltage of the cell is
equal to the open circuit voltage. However, when the cell is
in function, there exists a difference between the open circuit
voltage and terminal voltage termed as over-potential.

For the 1st RC branch,

Icell “ IR1 ` IC1 (17)

dVC1

dt
“
IC1

C1
(18)

VC1 “ IR1R1 (19)

Using Equation 17, 18 and 19,

dVC1

dt
“
Icell
C1

´
IR1

R1 C1
(20)

Similarly for the 2nd RC branch,

dVC2

dt
“
Icell
C2

´
IR2

R2 C2
(21)

Thus, based on the above equations, the terminal voltage of
the cell is given by Equation 22.

Vt “ Vocv ´ pIcellR0 ` VC1 ` VC2q (22)

2) Thermal Model: In this research, a lumped thermal
parameter model is considered to realise the thermal dynamics
of the battery.

The thermal dynamics of the battery is solved based on the
energy balance Equation 23. The internal heat energy (Qint)
of the battery is considered as the difference between the heat
generated (Qgen) by the battery and the heat released (Qrel).
Thus, the rise in the battery temperature is proportional to
the amount of heat energy contained inside the battery.

Qint “ Qgen ´Qrel (23)

The first term in Equation 23 is given as,

Qgen “ Qirr `Qrev (24)

Qirr “ I2cellR0 ` I
2
R1R1 ` I

2
R2R2 (25)

Qrev “ Icell Tcore
dVocv
dTcore

(26)

The heat generated by the battery is modelled based on the
electric cell model as seen in Section 2.2.1. It is considered that
the irreversible heat generated by the cell is due to the current
flowing across the resistances R0,R1 and R2. The second
term in Equation 24 represents the reversible or entropic heat
generated. The quantity dVocv

dTcore
in Equation 26 is called the

Entropic Coefficient. Based on the SoC, this term could be
positive or negative as shown in Figure 7. The dynamics of
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Fig. 7. Plot of dVocv
dTcore

as a function of State of Charge

the battery thermal model is split into a three state model.



The coolant flows across the battery pack through the cooling
plates placed at the top and bottom of the pack. As seen in
Figure 8, the dynamics of the battery pack is in turn split into
two parts i.e the surface and the core temperatures. The coolant
flow affects the plate temperature which correspondingly affect
the surface and the core temperature.

Fig. 8. Schematic representation of the implemented battery thermal model

The heat released to the coolant by the plate is given by

9Qcool “ φp

ˆ

1´ exp

ˆ

´
1

9mcool cp,coolRcp

˙˙

(27)

φp “ 9mcool cp,cool pTplate ´ Tcool,inq (28)

where,

9Qcool = Heat released from the plate to coolant [W{s]
9mcool = Mass flow rate of the coolant [kg{s]
cp,cool = Specific heat capacity of coolant [J{kg˝C]
Tplate = Temperature of the cooling plate [˝C]
Tcool,in = Temperature of the coolant flowing into the cooling
plate [˝C]
Rcp = Thermal resistance between the plate and the coolant
[˝C{W]

The derivation of Equation 27 is given in Appendix E. The
dynamics of the plate is given by the heat balance equation

Cth,plate
dTplate

dt
“ 9QS2P ´ 9Qcool ´ 9QP2A (29)

9QS2P “
Tsurface ´ Tplate

Rsp
(30)

9QP2A “
Tplate ´ Tambient

Rpa
(31)

where,
Cth,plate = Heat capacity of the plate [J{˝C]
Tsurface = Temperature of the battery pack surface [˝C]
Rsp = Thermal resistance between the plate and the surface

[˝C{W]
Tambient = Ambient temperature [˝C]
Rpa = Thermal resistance between the plate and ambient
[˝C{W]

Similarly, the dynamics of the battery surface and core
temperatures are given as follows

9QC2S “
Tcore ´ Tsurface

Rcs
(32)

9QS2A “
Tsurface ´ Tambient

Rsa
(33)

Cth,surface
dTsurface

dt
“ 9QC2S ´ 9QS2P ´ 9QS2A (34)

Cth,core
dTcore

dt
“ 9Qgen ´ 9QC2S (35)

where,
Cth,surface = Heat capacity of the surface [J{˝C]
Tcore = Temperature of the battery pack core [˝C]
Rcs = Thermal resistance between the core and the surface
[˝C{W]
Rsa = Thermal resistance between the ambient and the
surface [˝C{W]

E. Capacity Fade Model

In addition to monitoring the energy consumption of the
electric vehicle, it is also important to access the impact of the
operating conditions of the vehicle on the battery life. The Li-
ion battery used in electric vehicles account for approximately
60% of the overall powertrain cost [14]. Thus, a small battery
life would result in high replacement costs for the customer
which is undesirable. In order to analyse the effects of the
operating conditions of the vehicle on the battery life, a static
capacity fade model derived in [3] is used in this paper. Since,
the battery considered in this study has a similar cell chemistry
as compared to the one studied in literature, the same model
could be used in this study. The derived model is a result of
a large number of tests done on a Li-ion cell at various levels
of C-Rate, Depth-of-Discharge(DoD) and cell temperatures.
The study indicates that the capacity fade is accelerated at
higher values of C-Rate and temperature. In addition to C-Rate
and temperature, the cell degradation is further accelerated at
higher DoD levels.

Closs “ BpCRateqexp

ˆ

´31700` 370.3CRate

RT

˙

pAhq
z

(36)
Closs is the percentage capacity loss of the cell, B is the pre-
exponential factor which is a function of CRate, R is the ideal
gas constant, T is the operating temperature of the cell and z
is the power law factor that has a value of 0.552 at all levels
of temperature, DoD and C-Rates. The term Ah refers to the
Ah-throughput that is given by the following relation.

Ah “ ncDoDAh0 (37)



In the above equation, nc is the cycle number and Ah0 refers
to the initial cell capacity. The Ah-throughput determines the
amount charge transferred by the cell over a period of time.
In order to implement this model in the control problem, it
is important to determine the cumulative change of Closs over
time. In [15] a quasi-static model is derived from the static
capacity loss model where the capacity loss over a period of
time is given as follows.

Clossptfq “ Closspt0q `

ż tf

t0

9Clossdt (38)

Although the static capacity fade model is derived for a single
cell, the model could be extended to include it in a battery
pack by assuming that all the cells are uniform and the
battery power is equally distributed among each cell. Owing
to these assumptions, the Ah-throughput can be reformulated
in Equation 39.

Ah “
E

nVocv 3600
(39)

where,
E = Battery energy [J]
Vocv = Open circuit voltage [V]
n = Number of cells in the battery pack [-]

Similarly, the C-Rate is given in Equation 40.

CRate “
|Pb|

nVocv I0 3600
(40)

where,
Pb = Battery charge/discharge power [W]
I0 = Nominal cell current corresponding to 1C [Amp]

By using Equation 36, 39, 40, the rate of the change of
capacity loss is given in Equation 41 [15].

9Closs “
BCloss

BE

dE

dt

“ φc

ˆ

E

nVocv 3600

˙z´1

|Pb|

(41)

φc “ BpCRateqexp

ˆ

´31700` 370.3CRate

RTcore

˙

z

nVocv 3600
(42)

The parameters of the cyclic aging models would vary for
different cell chemistry. However, the dynamics observed in
[3] could be extended to other Li-ion battery models for
such applications. The verification of the model is considered
beyond the scope of this paper.

F. Cabin Thermal Model

In addition to the power drawn by the electric motor, the
work done by the A/C system to maintain cabin comfort also
acts as an additional load on the battery. Thus, the power
drawn by the components of the A/C system contribute to
the heat generated during the battery discharge. In this study,

the vehicle cabin is considered as an enclosed thermal mass
similar to the one seen in [16]. The dynamics of the cabin
temperature is given by the following energy balance equation.

ρa Vcab cp,air
dTcab

dt
“ Qpass `Qamb `Qrad ´QAC (43)

where,
ρa = Density of air in the cabin [kg{m3]
Vcab = Volume of the cabin [m3]

Based on Equation 43, the sources of heat generation inside
the cabin are the metabolic heat generated by the passenger
(Qpass), heat generated due to the temperature difference
between the ambient and the vehicle cabin (Qamb) and heat
from the direct solar radiation (Qrad). A constant heat load of
150 W is considered as the contribution by a single passenger
driving the vehicle.

Qamb “ U A pTambient ´ Tcabq (44)

where,
U = Overall heat transfer coefficient [W{m2K]
A = Area of contact between ambient and cabin [m2]

U “
1

R
(45)

R “
1

ho
`
dt
k
`

1

hi
(46)

where
ho = Outside air convection coefficient [W{m2K]
hi = Inside air convection coefficient [W{m2K]
dt = Thickness of the surface element [m]
k = Thermal conductivity of the surface element [W{mK]

The solar radiation term (Qrad) in Equation 43 depends on
the time of the day as well as the angle of incidence of the
solar radiation on the vehicle surface [16]. For the purpose of
simplicity, the solar radiation is considered as a constant value
of heat input in this study.

The A/C system consists of the compressor, condenser,
expansion valve and the evaporator. The refrigerant is com-
pressed into hot gas in the compressor and moves towards
the condenser and expansion valve where changes phase and
enters the evaporator at a lower temperature and pressure.
With the help of the electric fan, the air passes through the
evaporator and the cold air is passed through the vents and into
the vehicle cabin. The performance of the air conditioning sys-
tem is generally quantified by the Coefficient of Performance
(COP). The COP is defined as the amount of heat released or
taken by a system per amount of power consumed.

COPAC “
QAC

PAC
(47)

In the A/C system under consideration, the two main sources
of power consumption are the electric compressor and the fan.
In ICE powered vehicles, the A/C compressor is connected



to the engine via a belt to drive the compressor. Thus, the
compressor speed depends on the speed of the IC engine.
Since, the vehicle under consideration is a pure electric vehicle
powered by a Li-ion battery, the compressor is assumed to
be powered by electricity. Therefore,the power drawn by the
compressor and fan depends on the amount of thermal load
required to maintain the cabin temperature within the comfort
zone.

For a constant value of compressor power, fan power and
COP, an optimal control strategy is required to switch the
compressor on/off based on the cabin thermal load. The
amount of power drawn by the A/C system would determine
the discharge load on the battery and thus the amount of
additional heat generated by the battery for a particular drive
cycle.

III. CONTROL PROBLEM

As discussed in Section II, the capacity loss of the battery
is influenced by the operating temperature of the battery and
the amount of discharge/charge power from the battery. The
goal is to find the optimal battery core temperature trajectory
over a drive cycle by regulating the coolant flow in the active
battery thermal management system while minimizing battery
capacity loss and the energy consumed to do so. In addition to
the BTMS, the power required by the A/C system to maintain
the cabin temperature also affects the energy consumption
and heat generated by the battery during discharge. Thus,
the compressor on/off control of the A/C system must also
be optimized. In this section, the formulation of the control
problem to be implemented in Dynamic Programming (DP) is
discussed. The output from the DP problem would be used as
a global optimal benchmark solution.

A. Problem Formulation

The objective of the control problem is to minimize the
capacity loss and the energy consumed by the battery ( 9es) as
formulated in Equation 48.

Lpxptq, uptqq “

ż tf

t0

p 9espxptq, uptqq ` 9Closspxptq, uptqqq dt

(48)
The model developed in Section II has too many dynamic

states to be implemented in DP. In order to counter this
problem, we focus on implementing DP only for the thermal
model. As seen in Figure 5, the output of the electric model
acts as an input to the thermal model of the battery. It is
to be noted that the thermal characteristics of the battery
affect the parameters of the battery model. However, for the
range of operation within one drive cycle, the battery electric
parameters do not vary by a large amount with temperature.
Moreover, it is assumed that the vehicle has sufficient energy to
complete the drive cycle without depleting the battery. Owing
to these assumptions, the outputs of the electric model are
computed separately and given as inputs in the DP problem.

In real world applications, the final temperature states
are seldom known before hand. However, the desired initial

temperature states are always available prior to the driving
operation. This motivates the need to approach the DP problem
by propagating forward in time. Thus, based on the heat gen-
eration profile for a given drive cycle and initial temperature,
the control inputs are computed for all the admissible states
starting at the initial time and temperature state. The control
policy with the minimum integral cost in the cost matrix at
the terminal stage is then traced by propagating backward and
is considered as the optimal policy.

For the above problem, the states are the battery core
temperature (Tcore) and the cabin temperature (Tcab) :
x P rTcore, Tcabs. The control inputs in this problem are
the mass flow rate of the coolant in the BTMS and on/off
control of the A/C compressor : u P r 9mcool, uACs. In order to
take the energy consumption of the BTMS into account, the
power requested by the BTMS (PBTMS) is considered to be
a function of the coolant mass flow rate.

The cost function in Equation 48 must be minimized subject
to

9xptq “ fpxptq, uptq, tq (49)

The state and input constraints are given as follows.

Tcoreptq P rTcore,min, Tcore,maxs

Tcabptq P rTcab,min, Tcab,maxs

9mcoolptq P r 9mcool,min, 9mcool,maxs

uACptq P r0, 1s

Subject to physical constraints,

Tem,min ď Temptq ď Tem,max

ωem,min ď ωemptq ď ωem,max

Pem,min ď Pemptq ď Pem,max

The constraints on the battery core temperature are imposed
as soft constraints. The battery core temperature is discretized
with a spacing of 0.005 ˝C and cabin temperature with a
spacing of 0.1 ˝C. The fine discretization of the battery core
temperature is attributed to the slow change in the temperature
with the flow rate input. The flow rate of the coolant is
discretized into 5 inputs between 9mcool,min and 9mcool,max and
the A/C compressor can switch between on (1) and off (0).
Violation of state constraints is penalized with a high value
for the cost function.

In order to sum the two quantities in Equation 48 together,
they must be normalized to the same units. Thus, the energy
consumption and capacity loss terms are converted into their
corresponding economic cost. A constant factor µ1 with the
units e/kWh and µ2 with units e/% is multiplied with the
first and second term in Equation 48 respectively. Considering
the current cost of energy to charge the battery, the value for
µ1 is taken as 0.15 e/kWh. In this study, the battery cost is



assumed to be 160 e/kWh. Based on the battery End-of-Life
(EoL) condition,

µ2 “
γbat Cbat

fEoL
(50)

where,
γbat = Cost of battery [e/kWh]
Cbat = Nominal capacity of battery [kWh]
fEoL = Fraction of capacity fade at EoL [%]

Thus, Equation 48 can be written as,

Lpxptq, uptqq “

ż tf

t0

pµ1 9espxptq, uptqq`µ2
9Closspxptq, uptqqqdt

(51)

IV. BASELINE CONTROL STRATEGY

In this study, a Rule-Based temperature control strategy is
considered as the Baseline. The aim of the Baseline strategy
would be to maintain the battery temperature at a certain
reference value that is considered to be the safe operating
temperature specified by the manufacturer. Similar to the
baseline implemented in [7], the strategy aims at maintaining
the battery temperature by operating the BTMS at maximum
power when the battery temperature goes above the reference
value and switches off when the temperature is below the
desired temperature.

9mcool “

$

&

%

9mcool,max for Tcore ą Tcore,ref

0 for Tcore ď Tcore,ref
(52)

In this paper, the reference temperature (Tcore,ref ) is as-
sumed to be 30˝C. Moreover, this strategy also serves as a
method to analyse the effect of including the capacity loss in
the optimization framework.

V. REINFORCEMENT LEARNING

Reinforcement Learning is a branch of Machine Learning
(ML) that learns to take optimal actions in a dynamic envi-
ronment by trial and error. As shown in Figure 9, the five
elements of RL are the agent, environment, state, action and
rewards.

Fig. 9. Reinforcement Learning Framework [13]

‚ Agent: The agent is the controller that interacts with the
environment and selects the optimal actions based on the
feedback received from the environment.

‚ Environment: The environment represents the dynamics
of the model under consideration.

‚ State: The state refers to the variables that define the
current status of the system. The agent receives the state
information from the environment and selects the action
that maximizes the reward at that particular state.

‚ Action: Action is the set of possible control inputs that
the agent selects at a particular state.

‚ Rewards: Reward refers to the scalar value that the agent
receives for taking an action at a particular state. The goal
of the RL is to select a set of actions i.e. the control policy
that maximizes the cumulative reward.

A. RL Classification

RL is mainly classified into two categories i.e. model-
based and model-free RL. In model-based RL, the agent
tries to learn the optimal policy by predicting the dynamics
of the environment. As a result, the transition probability
of the environment states is explicitly used in the learning
process. Therefore, accurate representation of the model of the
environment in terms of a state transition probability matrix is
a limiting factor in the implementation of model-based RL. In
order to circumvent this problem, model-free RL techniques
are implemented for large problems similar to the one in
this research [17], [18], [19]. In model-free RL methods, the
model of the environment is learnt implicitly by value func-
tion approximation methods. Model-free methods are further
classified into on-policy and off-policy methods. On-policy
methods evaluate the optimal value function by performing
policy evaluation and policy improvement on a given policy. In
order to implement this method, prior knowledge of the policy
is required in order to evaluate the best action in a given state
of the environment. However, this limits the exploration of
the state space for other potential optimal policies. The second
method of model-free RL is the off-policy learning wherein the
agent learns the optimal policy without any prior knowledge of
the environment. The agent interacts with the environment and
learns to find the optimal policy based on the obtained value
function for every possible state-action pair. Moreover, this
method is fairly easy to implement in the current framework.
Thus, in order to leverage the advantages of off-policy learning
,the Q-learning algorithm is implemented in this research.

B. Q-Learning

Q-Learning is an off-policy Reinforcement Learning algo-
rithm. Off-policy refers to fact that the Q-learning agent learns
to find the optimal set of actions by interacting with the
environment by trial and error. Based on the feedback received
from the environment, each action taken at a particular state
has a corresponding value function called Q-value that deter-
mines the quality of the action taken at a particular state. The
Q-values for every state-action pair is updated using the update



rule in Equation 53.

Qpst, atq “ Qpst, atq `αrrt ` γmaxQpst`1, aq ´ Qpst, atqs
(53)

In Equation 53, s P S is the set of all possible states, a P A
is the set of all possible actions. α refers to the learning rate
and has a value between 0 and 1. A learning rate value of 0
means that the Q-value for the state-action pairs would not
be updated and a value of 1 would mean that only the latest
information is stored and the old Q-value is replaced with the
new value. In this study, an α value of 0.2 is considered as a
trade off between the efficiency of the results and computation
time. The discount factor γ determines the significance of
future rewards and can take any value between 0 and 1.
The choice for the value of γ depends on the uncertainty
of the future rewards. In this case, the energy consumption
and capacity loss depend on the battery operating conditions.
As the operating conditions of the battery depend on the
drive cycle, the rewards obtained in future states are highly
uncertain. Therefore, in this study, a discount factor of 0.01
is considered.
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Fig. 10. Q-Learning Framework

The Q-values are stored in the form of a look-up table called
the Q-table with dimensions |S|x|A|. As mentioned in Section

III, the objective is to minimize the cumulative cost of capacity
loss and energy consumption of the battery. Since, the Q-
Learning algorithm finds the best action at a particular state
by maximizing the reward, the cost function in Equation 51
needs to be reformulated into a maximization problem.

rt “ 1´ pµ1 9espst, atq ` µ2
9Closspst, atqq (54)

Since the value of the terms in Equation 51 are always
positive and less than 1 at each time step, the value of the
reward function would increase as the value of the cumulative
cost decreases. Thus, the maximization of the reward function
is equivalent to the minimization problem in Equation 51.

In the system described in Section III, the objective is to
minimize the cost function by controlling the BTMS and the
A/C system compressor. Although the A/C system and the
BTMS work together, the cabin temperature does not directly
influence the battery temperature i.e. the thermal resistance
between the cabin and the battery is assumed to be high. Thus,
the power drawn by the A/C system acts only as a load on
the battery for a particular drive cycle. Therefore, the optimal
on/off control for the A/C compressor is pre-computed for all
the test cases using DP and is given as an input in the Q-
Learning problem. Thus, the Q-learning problem is reduced
to the BTMS control problem for maximizing the reward in
Equation 54 for a certain driving and A/C load conditions.

C. Learning Strategy

The agent learns the optimal policy by interacting with the
environment by Exploration and Exploitation. In exploration,
the agent selects a random action a P A and updates the Q-
values based on the feedback obtained from the environment.
In comparison, during exploitation, the agent selects the action
corresponding to the maximum Q-value at a particular state.
Pure exploration is undesirable as the agent may spend large
amount of time exploring the system rather than taking the
optimal action and may take longer to converge to an optimal
policy. Similarly, pure exploitation may lead to the solution to
converge at a sub-optimal policy as the other actions in the
action space are not explored. In order to tackle this problem,
an ε-greedy strategy is used in this study to strike a balance
between exploration and exploitation. ε is the probability of
choosing a random action and can take any value between 0
and 1. The agent selects a random number and if the number
is less than ε, the agent selects a random action. Otherwise,
it selects an action corresponding to the maximum Q-value at
a particular state i.e. it exploits. A detailed description of the
Q-learning algorithm is mentioned in Appendix C.

In this study, in order to find the optimal mass flow rate
input at a particular state, it is necessary to find the Q-value
for every possible state-action pair. Therefore, a high ε value
is chosen in order to increase the probability of exploring the
environment.

The actions taken by the Q-learning algorithm depends
entirely on the current state of the system. Therefore, the
variables in the state space S must be able to define the



current state of the environment as accurately as possible. In
order to determine the dependence of the state selection on
the final outcome, two set of state combinations are discussed
and analysed in the following section.

VI. RESULTS AND DISCUSSION

In the following section, the effect of the strategies discussed
in Section III, IV and V on the capacity loss and energy con-
sumption are analysed. The WLTC and FTP-75 are considered
as test cases. The Q-Learning algorithm is trained on three dif-
ferent drive cycles mentioned in Appendix A and the learned
control policy is applied to the aforementioned test cases.
The analysis is divided into two parts. Firstly, the Q-Learning
algorithm where only battery temperature is considered as a
state in the Q-table is compared against the Baseline and DP
strategy. In the second set of analysis, the Q-table with battery
temperature and vehicle velocity as states is analysed. The
analysis is done at a constant ambient temperature of 30˝C.
The aim of the analysis is to check the feasibility of the Q-
learning algorithm under unknown driving conditions. Since,
the drive cycles used in the training phase are different from
the test cases, the following analysis are a quantitative analysis
of the Q-learning algorithm where the driving information is
not known. In this case, the total cost refers to the scalar value
of the objective function corresponding to the control policy
for each strategy.

A. Analysis with one state variable in Q-learning

TABLE II
SUMMARY OF RESULTS FOR WLTC CYCLE

Consumption (Wh) Capacity Loss (%) Total Cost (e)
Baseline 5836.0 0.1384 42.04

Q-Learning 5826.5 (-0.16%) 0.1332 40.57 (-3.49%)
DP 5872.8 (+0.63%) 0.1236 37.89 (-9.87%)

TABLE III
SUMMARY OF RESULTS FOR FTP-75 CYCLE

Consumption (Wh) Capacity Loss (%) Total Cost (e)
Baseline 4736.5 0.1226 37.11

Q-Learning 4727.6 (-0.19%) 0.1204 36.47 (-1.75%)
DP 4757.8 (+0.45%) 0.1158 35.18 (-5.20%)

In this section, the trained Q-table with the battery core
temperature as a state is implemented on the WLTC and the
FTP-75 drive cycle. The analysis is performed by comparing
the energy consumption, battery capacity loss and the overall
objective function cost of the vehicle using the three control
strategies. The results obtained for the two test cases are
summarized in Table II and Table III.

Figures 11 and 12 show the battery core temperature profile
over the two test cases. In comparison to the Baseline strategy,
the control policy obtained using Q-learning and DP tend to
maintain the battery at temperatures lower than 30˝C. The
effect of a lower battery operating temperature can be observed
in the capacity loss values for the two test cases as seen
in Figures 13 and 14. As observed in both the test cases,
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Fig. 11. Comparison of Battery Temperature for different control strategies
over the WLTC drive cycle
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Fig. 12. Comparison of Battery Temperature for different control strategies
over the FTP-75 cycle

the overall energy consumption using the DP strategy is the
highest. However, the overall cost function value is the lowest
for the DP strategy. This is attributed to the fact that the
additional energy is consumed by the BTMS in order to cool
down the battery and thus lower the rate of capacity fade.
Moreover, the policy obtained using the Q-learning strategy is
able to perform consistently better than the Baseline strategy
for both the test cases. This implies that Q-learning strategy is
able to choose the best action and minimize the cost function
under unknown driving conditions based on the trained Q-
values.

The mathematical relation derived in [15] is used to predict
the range provided by the battery before it reaches its End-of-
Life(EoL).

C̄loss “
CEoL

p tEoL´t0
tf´t0

qz
(55)

C̄loss is the percentage capacity loss over a single drive
cycle. The percentage of capacity lost at the End of Life is
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Fig. 13. Comparison of Capacity Loss over the WLTC drive cycle for
different control strategies
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Fig. 14. Comparison of Capacity Loss over the FTP-75 drive cycle for
different control strategies

given as CEoL. In this study, CEoL is assumed to be 20%.
tEoL,t0 and tf are the time at EoL, initial time of the drive
cycle and final time instant of the drive cycle respectively.
Under the assumption that the vehicle follows only a certain
drive cycle over its entire lifetime under the same operating
conditions, the number of cycles that the battery can operate
over its entire lifetime is predicted as shown in Figures 15 and
16.

TABLE IV
THE PREDICTED LIFETIME RANGE OF THE VEHICLE FOR THE TWO TEST

CASES FOR ONE-STATE Q-LEARNING CASE

Predicted Lifetime Range (kms)
(WLTC)

Predicted Lifetime Range (kms)
(FTP-75)

Baseline 171,818 180,995
Q-learning 184,162 187,030

DP 210,887 200,706
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Fig. 15. Comparison of the predicted total number of WLTC cycles before
EoL of the battery for the different BTMS control strategies based on the
capacity loss in Table II
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Fig. 16. Comparison of the predicted total number of FTP-75 cycles before
EoL of the battery for the different BTMS control strategies based on the
capacity loss in Table III

Based on the results obtained in Table IV, for the WLTC
cycle, the predicted range using the DP strategy is 22.73%
higher than the Baseline strategy with an energy consumption
penalty of 0.63%. On the other hand, the Q-learning strategy is
predicted to provide 7.18% more range than the Baseline with
0.16% benefit in energy consumption. Similarly, for the FTP-
75 cycle, the DP and the Q-learning control policies are able to
provide an additional range of 10.89% and 3.33% respectively
compared to the Baseline strategy. This shows that a marginal
increase in the energy consumed by the active BTMS in order
to cool the battery could significantly prolong the life of the
battery. Based on this, the lifetime of the battery in years can
be predicted based on the extent of battery cycling. This is
discussed further in Appendix F.

Although the Q-learning strategy is able to minimize the
capacity loss in comparison to the Baseline, the optimal



benchmark set by DP suggests that the policy obtained using
the Q-learning algorithm could be improved further. In the
cases analysed so far, the optimal Q-table is obtained by only
considering the battery core temperature as a state. However,
this may not be an accurate representation of the current
status of the environment. The thermal dynamics of the battery
largely depends on the operating conditions of the battery. For
example, a sudden increase in the power demand of the vehicle
at high velocities would discharge the battery at a higher C-
rate. Thus, increasing the internal heat of the battery. In order
to capture this behaviour, the vehicle velocity is taken as an
additional state in the learning process.

B. Analysis with two state variables in Q-learning

TABLE V
SUMMARY OF THE RESULTS OBTAINED USING THE TWO Q-LEARNING

STRATEGIES OVER THE WLTC CYCLE

Consumption (Wh) Capacity Loss (%) Total Cost (e)
One State 5826.5 0.1332 40.57
Two States 5830.5 (+0.07%) 0.1303 39.74 (-2.04%)

TABLE VI
SUMMARY OF THE RESULTS OBTAINED USING THE TWO Q-LEARNING

STRATEGIES OVER THE FTP-75 CYCLE

Consumption (Wh) Capacity Loss (%) Total Cost (e)
One State 4727.6 0.1204 36.47
Two States 4729.8 (+0.05%) 0.1174 35.63 (-2.30%)
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Fig. 17. Comparison of Battery Temperature for different control strategies
over the WLTC cycle

The results obtained by implementing the vehicle velocity as
an additional state are analysed in this section. The analysis in-
volves the comparison between the one-state and two-state Q-
learning strategies. As seen in Table V, a further improvement
of 2.04% in the overall cost function value is observed in the
WLTC test case when an additional state is considered in the
learning process. The reduction in the cost value is attributed
to the lower battery degradation as the control policy obtained
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Fig. 18. Comparison of Battery Temperature for different control strategies
over the FTP-75 cycle

using the Q-learning algorithm tends to reduce the average
battery temperature for both the test cases as seen in Figures
17 and 18. However, this is accompanied by a 0.07% increase
in energy consumption. Similar to the observations made in the
WLTC test case, the policy learned with the additional state
has an improved effect on the battery degradation in the FTP-
75 test case. Moreover, an additional cost reduction of 2.30%
is observed with an energy consumption penalty of 0.05%.
The performance of the two-state Q-learning strategy against
DP and Baseline strategies is discussed in Appendix D.

TABLE VII
COMPARISON OF THE PREDICTED LIFETIME RANGE BETWEEN ONE STATE

AND TWO STATE Q-LEARNING FOR THE TWO TEST CASES

Predicted Lifetime Range (kms)
(WLTC)

Predicted Lifetime Range (kms)
(FTP-75)

One-state 184,162 187,030
Two-state 191,654 196,081

One State Two States
0

2000

4000

6000

8000

10000

N
um

be
r 

of
 c

yc
le

s 
[-

]

Fig. 19. Comparison of the predicted total number of WLTC cycles for the
two Q-learning strategies
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Fig. 20. Comparison of the predicted total number of FTP-75 cycles for the
two Q-learning strategies

The new policy obtained by implementing an additional
state in the training process contributes to a slower rate of
capacity degradation. This is accompanied by an increase in
the capability of the battery to be cycled over the two test
cases throughout its lifetime in comaprison to the one state
Q-learning. As seen in Table VII, a 4.07% and 4.67% increase
in the overall range of the battery as compared to the one state
Q-table can be observed in the WLTC and FTP-75 test cases
respectively.

As seen in Figure 21, the power drawn by the BTMS is
compared for the two Q-learning strategies for a certain section
of the WLTC cycle. Higher powers correspond to a higher
flow rate of the coolant across the battery. As compared to
the one-state case, the Q-learning strategy predicts the rise in
temperature at a higher velocity and subsequently draws more
power to operate the BTMS in order to cool down the battery.
Therefore, a significant improvement is observed when the
agent in the Q-learning algorithm is provided with a better
knowledge about the environment in the form of an additional
state.

In addition to the benefits observed by the Q-learning
strategy, the results discussed in this section also show the
benefit of including the capacity loss dynamics in the opti-
mization framework. Moreover, the results obtained show that
the battery operating temperature has a significant effect on
the battery lifetime. The additional energy consumed by the
BTMS affects the power discharged by the battery. However,
the corresponding effect on the battery temperature has a
larger impact on the capacity fade. The policy obtained using
the Q-learning algorithm is able to minimize the total cost
without prior knowledge of the driving conditions for both
the test cases in real-time. However, the policy obtained is
sub-optimal.
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(a) A section of the WLTC drive cycle
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(b) Comparison between the operation of the active BTMS in the
two Q-learning strategies for a certain section of the WLTC drive
cycle

Fig. 21. Comparison of the BTMS performance for the two Q-learning
strategies for the WLTC test case

VII. CONCLUSION

In this paper, a Reinforcement Learning (RL) based
energy and thermal management approach is discussed. The
Q-learning algorithm is implemented in order to determine the
optimal BTMS control inputs in order to minimize the battery
losses. A quasi-static capacity loss model is implemented and
the effect of the battery operating temperature on the battery
wear is included explicitly in the optimization framework.
The Q-learning algorithm is then compared to an optimal
benchmark set by Dynamic Programming (DP) and an online
implementable Rule-based control. The Rule-based control is
considered as the Baseline strategy. The proposed Q-learning
algorithm was initially trained on three standard drive cycles.
In order to check the adaptability of the proposed method
under unknown driving conditions, the trained model was
implemented on the WLTC and FTP-75 drive cycles as test
cases.



Based on the results obtained, the control policy obtained
through the Q-learning algorithm was able to perform
consistently better than the Baseline strategy without prior
knowledge of the driving conditions in both the test cases.
Thus, the algorithm was able to learn from past experiences
and perform optimally in a new environment. In the first case,
the battery core temperature was considered as the only state
in the Q-learning strategy. In this case, the Q-learning strategy
was able to minimize the capacity loss by operating at a lower
average battery temperature as compared to the Baseline
strategy in both the test cases. Moreover, the Q-learning
strategy was able to minimize the overall cost by consuming
less energy in comparison to the on/off control. However, the
obtained control policy for the one state Q-learning is far
from the optimal benchmark set by DP. In order to provide
the learning agent with a more accurate representation of the
environment, the vehicle velocity is taken as an additional
state. The introduction of an additional state further improved
the performance of the Q-learning strategy. Therefore, the
learning algorithm is able to make better predictions when
provided with more information about the environment by
selecting the appropriate state variables.

The addition of more states in the Q-learning process has
shown to improve the optimal policy by making better
generalization of the control policy. Similar observations have
also been made in [17]. In this study, the agent has been
trained and tested at a fixed ambient temperature of 30˝C.
Future work could include the dynamic ambient conditions
into account. This can be done by taking the ambient
temperature as a state in the training process. However, the
addition of more variables as states significantly increases
the size of the Q-table and also increases the complexity of
the problem. Moreover, this also has a significant impact on
the training period as larger number of state and action pairs
would need to be evaluated. Thus as future work, universal
function approximators such as Neural Networks (NN) could
be used that can handle large number of continuous states
and actions. As seen in Appendix B, the current energy and
thermal management problem could be extended to include
charge management during the fast-charging events. Charging
at high C-rates accelerate the battery wear and could have a
significant effect on the battery lifetime.

The current research could be extended to further improve the
RL based EMS by combining it with a predictive controller
such as MPC with the help of preview information. To this
extent, research is being carried out in the Hybrid-learning
based control to exploit the benefits of learning and opti-
mization based control [20]. Such a hybrid control could be
implemented in the framework discussed in this paper in order
to pre-condition the battery before the fast-charging event.
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LIST OF ABBREVIATIONS

BTMS Battery Thermal Management Sys-
tem

COP Coefficient Of Performance

DP Dynamic Programming

EM Electric Motor
EMS Energy Management Strategy
EU European Union
EV Electric Vehicle

FTP-75 Federal Test Procedure 75

HEV Hybrid Electric Vehicle

ICE Internal Combustion Engine

ML Machine Learning
MPC Model Predictive Control

NEDC New European Drive Cycle
NN Neural Networks

PM Particulate Matter
PMP Pontryagin’s Minimum Principle

RL Reinforcement Learning

WLTC Worldwide Harmonized Light Vehi-
cle Test Cycle

LIST OF SYMBOLS

α Learning rate for the Q-value update
αg Road banking angle
9mcool Mass flow rate of the coolant
ε Exploration rate of the Q-learning algorithm
ηt Transmission efficiency
ηm Electric Motor efficiency
γ Discount factor for future rewards in the Q-learning

algorithm
γg Gear ratio
γbat Cost of the battery in euros per kWh
ωem Motor speed
ρ Density of air
Af Frontal area of the vehicle
B Pre-exponential factor as a function of C-rate
Cd Drag coefficient of the vehicle
Cbat Nominal capacity of the battery
cp,cool Specific heat capacity of the coolant
crr Rolling resistance of the vehicle
Cth,core Heat capacity of the battery core
Cth,plate Heat capacity of the cooling plate

Cth,surface Heat capacity of the battery surface
Faero Aerodynamic drag force
Fgrad Gradient force
Froll Rolling resistance force
Ibat Battery current
Icell Cell current
Ki Integral gain of the PI controller for the driver model
Kp Proportional gain of the PI controller for the driver

model
mv Mass of the vehicle
n Total number of cells in the battery pack
Np Number of cells in parallel
Pb Battery Power
Pem Motor Power
R Ideal gas constant
R0 Internal resistance of the cell
R1 Resistance of the 1st RC branch
R2 Resistance of the 2nd RC branch
Rcp Thermal resistance between the cooling plate and the

coolant
Rcs Thermal resistance between the core and the surface
Rpa Thermal resistance between the ambient and the cool-

ing plate
Rpa Thermal resistance between the ambient and the sur-

face
Rsp Thermal resistance between the surface and the cool-

ing plate
Tambient Ambient temperature
Tcool,in Temperature of the coolant entering the cooling plate
Tcore Battery core temperature
Tdriver Torque demand from the driver based on driver com-

mand
Tem Motor torque
Tplate Temperature of the cooling plate
Tsurface Battery surface temperature
Ttrans Torque at the end of the transmission
U Overall heat transfer coefficient
vact Actual velocity from driver model
Vcab Volume of the vehicle cabin
Vocv Open circuit voltage
vref Reference Velocity from the drive cycle
Vt Cell terminal voltage
z Power law factor
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APPENDIX A
DRIVE CYCLES

A. Cycles used for training

In order to implement the Q-learning algorithm in the test
cases mentioned in Section VI, the algorithm is trained using
the following three drive cycles. The New European Drive
Cycle (NEDC), City-1 and VECTO delivery drive cycles are
selected in order to train the agent for all possible driving
conditions. The drive cycles used for training provide a
combination of city (low speed) and highway driving (high
speed).
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Fig. A.1. NEDC driving profile
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Fig. A.2. City-1 driving profile

0 1000 2000 3000 4000 5000 6000 7000
Time [s]

0

5

10

15

20

25

V
el

oc
it

y 
[m

/s
]

Fig. A.3. VECTO delivery driving profile

B. Cycles used for testing

The following drive cycles are used in the testing phase.
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Fig. A.4. WLTC driving profile
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Fig. A.5. FTP-75 driving profile



The test cases seen in Figures A.4 and A.5 have a similar
range of vehicle velocities as compared to the training cases.
However, the driving behaviour is completely different in the
test cases and hence provides a method to test if the learned
Q-table is able to predict the optimal actions under unknown
driving conditions.

APPENDIX B
IMPACT OF FAST-CHARGING

In addition to the analysis carried out in Section VI, the
implementation of fast-charging has a significant impact on
the battery degradation. This is attributed to the fact that
the battery is subjected to high C-rates during the charging
scenario which in turn increases the rate of heat generated
in the battery. In the current application, it is considered
that the vehicle would undergo a fast-charging scenario at
the end of the drive cycle. A control scheme to limit the
amount of charging power going into the battery is considered
outside the scope of this research. However, the thermal
management during driving has a significant impact on the
average operating temperature of the battery. Thus, the effect
of the three control strategies discussed in Section VI on the
degradation behaviour is analysed in this section with a fast
charging event. In this study, a Constant Current (CC) charging
at 1C is considered. The FTP-75 driving condition is used to
analyse the effect of fast-charging.
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Fig. B.1. Battery temperature comparison for the three control strategies
with fast-charging at the end of the FTP-75 drive cycle

TABLE B1
EFFECT OF FAST-CHARGING ON THE CAPACITY LOSS OF THE BATTERY

(FTP-75)

Capacity loss (%)
(Without Fast Charging)

Capacity loss (%)
(With Fast Charging)

Baseline 0.1226 0.1799
Q-learning 0.1174 0.1741

DP 0.1158 0.1702
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Fig. B.2. Capacity loss comparison for the three control strategies with
fast-charging at the end of the FTP-75 drive cycle

As seen in Figure B.1, the fast charging event signifi-
cantly increases the battery temperature. The peak temperature
achieved by the battery depends on the initial temperature of
the battery during charging. Therefore, the peak temperature
of the battery using the Q-learning and Baseline strategy is
almost similar. However, the average battery temperature using
the Q-learning strategy is lower as compared to the Baseline.
Hence, as seen in Figure B.2, the cumulative capacity fade
is lower using the Q-learning strategy in comparison to the
Baseline strategy. This suggests that maintaining the battery
at a lower temperature during the driving phase has a long
term effect on the battery wear. The capacity fade could be
further lowered by implementing a smart charging strategy by
limiting the time the battery spends at high C-rates. Moreover,
coupling the Q-learning strategy with a predictive controller
that can further reduce the battery temperature towards the end
of the drive cycle by predicting the fast-charging scenario in
advance could lower the battery peak temperature.



APPENDIX C
Q-LEARNING ALGORITHM

Algorithm 1: Q-Learning Algorithm

initialize states and action S and A;
define the parameters α,γ,ε;
initialize the Q-table Qps, aq;
define number of training episodes N ;
for t “ 1 : N do

for i “ 1 : tf do
observe state si;
if randp0, 1q ă ε then

perform random action ai P A;
else

perform best action argmax
aPA

pQpsi, aqq;

end
observe next state si`1;
compute reward as mentioned in Equation (54);
update Q-value using the update rule in

Equation (53);
end

end

APPENDIX D
COMPARISON OF TWO STATE Q-LEARNING WITH OTHER

STRATEGIES

TABLE D1
COMPARISON OF RESULTS FOR THE TWO STATE Q-LEARNING STRATEGY

WITH DP AND BASELINE (WLTC)

Consumption (Wh) Capacity Loss (%) Total Cost (e)
Baseline 5836.0 0.1384 42.04

Q-Learning 5830.5 (-0.09%) 0.1303 39.74 (-5.47%)
DP 5872.8 (+0.63%) 0.1236 37.89 (-9.87%)

TABLE D2
COMPARISON OF RESULTS FOR THE TWO STATE Q-LEARNING STRATEGY

WITH DP AND BASELINE (FTP-75)

Consumption (Wh) Capacity Loss (%) Total Cost (e)
Baseline 4736.5 0.1226 37.11

Q-Learning 4729.8 (-0.14%) 0.1174 35.63 (-3.98%)
DP 4757.8 (+0.45%) 0.1158 35.18 (-5.20%)

The benefits of using vehicle velocity as an additional
state in comparison to the single state Q-table is discussed
in Section VI. In Table D1, the results from the two state
Q-learning strategy is compared to the Baseline and DP
strategy. In comparison to the Baseline strategy, an overall cost
reduction of 5.47% is obtained using the Q-learning strategy.
This is accompanied by an increase in the overall energy
consumption of 4 Wh in comparison to the single state Q-
learning strategy. This is attributed to the additional power
drawn by the BTMS system to cool down the battery. Thus,
a lower average battery temperature reduces the predicted

capacity loss from 0.1332% in the single state Q-learning
strategy to 0.1303%.

Similar to the WLTC cycle, the benefit of implementing
a two state Q-learning strategy is observed in the FTP-75
drive cycle. In comparison to the Baseline strategy, a 3.98%
reduction in the overall cost is observed using the Q-learning
strategy. In comparison to the WLTC test case, the final
operating cost is only 1.28% higher using the Q-learning
strategy in comparison to DP.
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Fig. D.1. Comparison of the predicted total number of WLTC cycles before
EoL of the battery for the different BTMS control strategies based on the
capacity loss in Table D1
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Fig. D.2. Comparison of the predicted total number of FTP-75 cycles before
EoL of the battery for the different BTMS control strategies based on the
capacity loss in Table D2

Based on the results obtained in Table D3, the control policy
obtained using the two state Q-learning algorithm shows a
significant improvement over the one state case. The predicted
lifetime range for the two state case shows an improvement
of 11.54% in comparison to the Baseline strategy for the
WLTC test case. Similarly, an improvement of 8.33% over



the Baseline is observed in the predicted lifetime range for
the FTP-75 test case.

TABLE D3
THE PREDICTED LIFETIME RANGE OF THE VEHICLE FOR THE TWO TEST

CASES FOR TWO-STATE Q-LEARNING CASE

Predicted Lifetime Range (kms)
(WLTC)

Predicted Lifetime Range (kms)
(FTP-75)

Baseline 171,818 180,995
Q-learning 191,654 196,081

DP 210,887 200,706

APPENDIX E
DERIVATION OF HEAT RELEASED TO THE COOLANT

The coolant interacts with the cooling plate and removes
the heat through convection. In this model, we assume that
the coolant flows through a channel in the cooling plate of
length Lplate and an orifice area of Aplate. The expression
for the heat removed by the coolant for a section dx of the
cooling channel is given as

9mcool cp,cool dTcool “ hAplate pTplate ´ Tcoolqdx (E.1)

where h is the convective heat transfer coefficient.
An integral over the entire length of the cooling channel is

given as

ż Tcool,out

Tcool,in

1

Tplate ´ Tcool
dTcool “

ż Lplate

0

hAplate

9mcool cp,cool
dx

(E.2)
The evaluation of the above integral gives

´ln
|Tplate ´ Tcool,out|

|Tplate ´ Tcool,in|
“

1

9mcool cp,coolRcp
(E.3)

where Rcp “ 1{hAplate Lplate is considered as the equiva-
lent thermal resistance between the plate and the coolant. The
amount of heat removed by the coolant from the cooling plate
is given by the expression

9Qcool “ 9mcool cp,cool pTcool,out ´ Tcool,inq (E.4)

Evaluating Equation E.3 and substituting the term Tcool,out
in Equation E.4, we get

9Qcool “ φp

ˆ

1´ exp

ˆ

´
1

9mcool cp,coolRcp

˙˙

(E.5)

φp “ 9mcool cp,cool pTplate ´ Tcool,inq (E.6)

APPENDIX F
BATTERY LIFETIME PREDICTION

In this section, the battery lifetime is predicted based on the
number of cycles driven by the vehicle per year over the two
test cases. A few comments are in order.
‚ The number of cycles refers to the amount of time the

vehicle drives over the entire length of the drive cycle.

‚ The battery lifetime is predicted under the assumption
that the vehicle would only drive through a fixed route
under the same driving conditions.

‚ The lifetime is predicted under the assumption that the
vehicle would drive approximately the same number of
cycles every year.
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(a) One state Q-learning case
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(b) Two state Q-learning case

Fig. F.1. Predicted battery lifetime based on the number of WLTC cycles
driven per year for the three control strategies

Figure F.1 shows the predicted lifetime of the battery in years
for the three BTMS control strategies. Based on the obtained
results, for the same amount of cycles driven per year, the
DP and Q-learning strategy could significantly increase the
lifetime of the battery. For instance, if the vehicle drives over
the WLTC cycle 1000 times per year, the application of the Q-
learning and DP strategies could prolong the battery lifetime
by more than 1.5 years. On the other hand, if the vehicle drives
approximately 2000 cycles per year, difference between the
battery lifetime among the three control strategies is less than
a year. This suggests that under low to moderate usage of the
battery per year, the operating temperature of the battery plays



a significant role in extending the battery lifetime. Whereas,
for larger number of cycles, the rate of (dis)charge has a larger
effect on battery wear. In the FTP-75 case, a marginal benefit
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(a) One state Q-learning case
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(b) Two state Q-learning case

Fig. F.2. Predicted battery lifetime based on the number of FTP-75 cycles
driven per year for the three control strategies

of implementing the DP and Q-learning strategy is observed.
As seen in Figure F.2(b), if the vehicle drives between 1000
to 2000 cycles of the FTP-75 cycle per year, the DP and Q-
learning BTMS strategy can increase the lifetime of the battery
by just over 1 year. This is attributed to the fact that the average
discharge power in the WLTC test case is higher than the FTP-
75 drive cycle.


