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Towards Efficient Temporal Neural Nets
for Video Semantic Segmentation

Yawei Liu
Eindhoven University of Technology
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Abstract—Video semantic segmentation can benefit many im-
portant applications, such as autonomous driving and drone
navigation. However, these typically rely on embedded platforms
and these come with limitations on memory and computing
power. Current video semantic segmentation methods focus on
how to improve accuracy or how to balance accuracy and speed
but ignore their expensive memory cost. In contrast, our aim is
to reduce the memory while maintaining competitive accuracy.
Specifically, we scale the designated architecture to decrease
parameters, which would also decrease the accuracy, and in order
to compensate that accuracy loss, we introduce the temporal
information that can boost the results of sequential data tasks.
The objective for our Efficient Temporal Neural Nets is to enable
video semantic segmentation tasks to be executed in embedded
systems that usually have limited memory and computation
resources, and become more practical in the industrial field
with less cost. Our Efficient Temporal Neural Nets model model
improves the meanIOU by 0.014 compared to the scaled-down
non-temporal model, and it achieves a slightly worse meanIOU
than the scaled-up non-temporal model by 0.028, with only 0.59
times of the number of parameters.

I. INTRODUCTION

Video semantic segmentation has drawn increasing attention

since it benefits many important applications like autonomous

driving and drone navigation and fields like Advanced Driver

Assistance Systems (ADAS). It aims to predict per-pixel labels

for every frame in videos recorded in unconstrained environ-

ments [1], and this high-detailed information about interpreting

the situation, including geometry and objects, could bene-

fit further action planning. Convolutional Neural Networks

(CNNs) [2] are successful approaches in terms of analysis

quality for semantic segmentation task. However, CNNs are

notoriously memory-, compute-, and power-hungry [3], [4].

In order to run these algorithms, a lot of memory, compute,

power, etc. are required. This would mean that large, costly,

high-power devices need to be used for these applications,

which is undesirable for numerous reasons. Therefore, this

work researches whether it is possible to reduce the memory

footprint by scaling down the model while keeping the ac-

curacy at a decent level. Specifically, we look at temporal

information. Temporal information is intuitively useful for

video-level tasks because objects’ movement is usually con-

tinuous, which means there is a correlation between adjacent

frames. This temporal component offers redundancy that can

be exploited to boost performance in many ways [1], [5], [6],

but they might also introduce extra parameters that cost more

memory. Considering that, we choose an intermediate result in

(a) Frame by Frame Process (b) Our Method

Fig. 1: Difference structures of Frame by Frame Process and

Our Method

the network processing of the previous frame as the temporal

information. In order to verify our proposed idea, first, we

explore whether the semantic segmentation performance could

be boosted by introducing temporal information. Then, we

research what the memory-accuracy trade-off is when scaling

the temporal models. Although the model needs to have more

memory to store the temporal data, scaling down the whole

model could save memory, so there is a trade-off between

memory and accuracy.

Figure 1 shows the different structures of basic CNNs that

process video frame by frame and our efficient temporal

model. Our model makes use of the temporal information

and scales down the network to be efficient. In this way, the

proper model for different requirements could be chosen with

different temporal connections and different scaling extent.

Our contributions are:

1) Propose our method to choose where to introduce the

temporal connection and verify its effect.

2) Propose the method to combine temporal information

with scaling methods to get an efficient CNN.

3) Conduct experiments to verify the effect of different

merging methods, different loading pre-trained weights

strategies, and different scaling methods.

The rest of the paper is structured as follows: Section

II discusses the related work, Section III introduces and

illustrates the proposed methodology, and Section IV describes

the experimental arrangement and analyzes the experimental

results. Finally, Section V concludes our work and gives an

outlook of future work.



II. RELATED WORK

This section will present an overview of different related

methods. There are three related fields to our topic: semantic

segmentation that labels each pixel, scaling methods that

decrease the parameters to save memory, and temporal

structures that boost the accuracy.

A. Semantic Segmentation

Semantic segmentation refers to the process of assigning

each pixel in an image a class label [7]; in other words, it

conducts classification at a pixel level. A semantic segmen-

tation network can be divided into two parts: an encoder

and a decoder. The encoder extracts feature maps, and it

takes an input image and generates a high-dimensional fea-

ture vector, while the decoder takes this feature vector and

generates a semantic segmentation mask. Depending on this

encoder-decoder architecture, the main challenges of semantic

segmentation are: (1) how to extract features accurately, (2)

how to extract features efficiently.

Firstly, features are usually extracted with Convolutional

Neuron Network (CNN) [2] by conducting convolutions be-

tween images and convolution kernels. In order to improve

the performance in extracting feature tensors, increasing depth

to get a deep neural network is an evolutionary trend.

From AlexNet [8] to VGGNet [9], InceptionNet [10], and

ResNet [11], the architecture is deeper and the performance in

image classification problems is better, which can also indicate

that their performance in feature extraction is improving.

With the network architecture turns deeper by simply stacking

layers together, the networks are hard to train because of the

notorious vanishing gradient problem. ResNet introduces a so-

called ”identity shortcut connection” [11] that skips one or

more layers to solve this problem and increase the accuracy.

ResNet can extract relatively deep feature vectors with high

precision and fewer parameters.

For generating a semantic segmentation mask, Fully Convo-

lutional Networks are one of the fundamental methods. They

make use of spatial information by replacing the Fully Connect

layers by convolutional layers [7]. It introduces upsampling

to resize the heat map to the size of the original images and

restore the spatial information. It also uses skip connections [7]

to pass information generated by the encoder to the decoder

to prevent losing too much information. The original FCN

uses VGG as its encoder, while VGG needs more parameters

than ResNet. In addition, Pyramid Scene Parsing Network

(PSPNet) [12] is based on FCN but proposes a Pyramid

Pooling Module to introduce context information by global

average pooling and feature fusion, then both the deep features

with context information and the shallow features containing

more details can contribute to the final result. However, as

a decoder, along with the boost of performance caused by

PSPNet, it also costs more parameters and memory.

Since our objective is to improve the memory/accuracy

trade-off, we will not rely on VGG and PSPNet to avoid the

additional parameters they require over alternative methods.

Width
(# channels of a layer)

Resolution
(of the input)

Depth (# layers of the network)

Fig. 2: Three Scaling Dimensions of a Model

So we set our baseline semantic segmentation model as the

combination of ResNet50 and FCN8s, as ResNet can extract

features accurately and can be scaled in many ways, and FCN

can work well in generating semantic segmentation mask

with few parameters.

B. Scaling methods

Scaling down the networks could reduce parameters,

thereby saving memory, but the results inevitably worsen

with a smaller network. Our ideal scaling method should

be able to reduce as many parameters as possible while the

accuracy keeps stable. Conventional scaling method for a

neural network is to change one scaling dimension of the

network: depth [11], width [13], or the less common one,

resolution [14]. Figure 2 illustrates the definition of depth,

width, and resolution. The width of the model could be

measured by the number of channels of layers, the depth

is the number of layers of the network, and the resolution

is the size of the input image. The bigger the input is,

the more information it contains, but the required compute

also increases. In [14] the authors find a different principled

method to scale ConvNets that can achieve better accuracy

and efficiency by uniformly scaling three dimensions of the

network with a set of fixed scaling coefficients, and it can get

a better memory/accuracy trade-off than conventional methods.

In order to reduce the number of parameters to save

memory, sharing weights is an alternative strategy for scaling

down the architecture [15]. As ResNet is a deep network

that stacks identical-structure residual blocks, ShaResNet [15]

shares the weights of convolutional layers between residual

blocks operating at the same spatial scale, and acquires a

parameter gain of 39% while losing less than 0.2% accuracy

for ResNet-152.

In our work, we choose ResNet as the feature extraction

model. To achieve our goal of saving memory, we use the

different variants of ResNet that have similar structures, the

different depth, width, and the number of parameters. Besides,

only one model is used for both extracting temporal informa-

tion and processing current information to reduce the memory

footprint and also boost the results.

Temporal Structures In order to make use of the temporal

coherence in video frames, temporal information is introduced

to semantic segmentation tasks. Feature maps of previous



Fig. 3: Architecture of Conventional Temporal Method 1:

introducing temporal information in encoder. Deep feature

map 0 is extract once every n frames.

Fig. 4: Architecture of Conventional Temporal Method 2:

introducing temporal information in decoder

frames are commonly used as the temporal information in

segmentation tasks [16], [17], and they are propagated to

the processing progress of current frames. Existing temporal

structures can be roughly classified into two categories based

on where the previous feature maps are propagated: encoder

or decoder. One is to keep using previous feature maps and

skip parts of the encoder [16], [18]. Another is to combine

the previous feature maps with current feature maps [19]. The

goal of the first method is to reduce the computational load,

while the second method aims at improving accuracy.

Figure 3 shows the basic architecture of the first method.

It is usually based on FCN so that different level features are

fused in the decoder network. By skipping encoder part 2 and

reusing deep feature map 0, the computation cost is reduced.

In this method, the feature map is generated by the encoder,

and the generated feature map is directly combined with the

current information in encoder, and the shallow feature map

of current frames make some adjustment towards the temporal

information to make it suitable for the current situation.

Figure 4 shows the architecture of the second method of

introducing temporal information in the decoder. The previous

feature map 0 after processed by extra blocks is combined with

the current feature map 1 to make some adjustments on feature

maps and improve accuracy. In this method, the feature map is

also the feature map generated by encoders, and the temporal

feature map could be either directly used or processed by extra

blocks, e.g., optical flow, bilinear interpolation, and convolu-

tional layers, and then combined with current information in

the decoders.

The first method focuses on when and how to reuse previous

deep feature maps, as feature maps usually change over time,

and even subtle change in the deep features can influence

the final results, simply using previous feature maps would

decrease the accuracy. So how to align the previous features

with current features? Optical flow is a common method [5],

[6], [18], [20], [21]. Optical flow, which contains the difference

between two frames and the motion of objects [22] can

contribute to accurately warp the previous feature map to

more correspond to the current situation. But considering its

side effect of increasing memory, optical flow is not used in

our work. Based on the requirement of memory, we choose

convolutional layers to process temporal information.

Secondly, to combine the previous feature map with current

information, extra blocks are used to better make use of the

information. Recurrent Neural Network (RNN) blocks, such

as LSTM [19] and GRU [17], that can learn to aggregate the

feature maps from both previous states, and current frames

adaptively are adopted in many networks. Besides, the authors

of [1] add a GAN [23] to generate feature maps prediction

to adjust current feature maps. Such methods can improve

accuracy but would also increase the computation cost and

latency with 300ms [17]. Memory is also increased with

different additional blocks, so relatively large blocks such as

LSTM and GAN would not be adopted. In our work, we use

one extra convolutional layer to process temporal information.

Summarizing, these scaling methods would decrease the

accuracy but save memory, while temporal structures could

boost the accuracy with extra memory. Therefore, in order to

balance the memory and accuracy, we propose to combine

scaling methods with temporal structures to save memory

while maintaining accuracy at a comparable level. In our work,

we combine different temporal structures with scaling methods

and try to find a balance between accuracy and memory.

III. METHODOLOGY

As mentioned in Section I and II, our goal is to propose a

model that could have similar accuracy but higher efficiency

than the baseline frame-by-frame model. To achieve that, first,

we explore if the semantic segmentation performance could be

boosted by adding temporal information. In order to verify this

hypothesis, a variety of architectural changes are proposed in

this section, and we investigate their effect in the next section.

Secondly, as our main goal is to make the network more

efficient, we want to see what the memory-accuracy trade-off

is when scaling the temporal models. So, in this section, we

will first present the high-level general temporal architecture of

the network, and then the changes we made to this architecture,

including processing temporal information, merging methods,

loading weights strategy, and scaling methods that are then

presented in consecutive subsections.



Fig. 5: Efficient Temporal Neural Nets Architecture

A. Network Architecture

In Efficient Temporal Neural Nets, the temporal infor-

mation is leverage by connecting the networks so that the

intermediate results can be fed from framet−1 to framet.

There are several design choices for this temporal connection,

namely the connection positions, the additional processing

within the temporal connection, and the merging method at

the out position. Additionally, (partial) pre-training and scaling

strategies need to be considered and are discussed.

Efficient Temporal Neural Nets consists of three submodels:

feature extraction model, classification module, and temporal

information processing model. As shown in Figure 5, the

input of our model is the previous frame and current frame,

and the previous frame will be firstly processed by our

model to generate feature maps, then the temporal information

processing model resizes the feature map and stores it. After

that, the current frame is imported to the same model, and the

current feature map will merge with the temporal feature map.

The feature extract model works as the encoder, it extracts

the feature map from images, and the semantic segmentation

model works as the decoder, it upsamples and generates the

final prediction results. We choose ResNet as the feature

extraction model since it has different variants that could be

treated as the scaling models, and ResNet contains 5 residual

blocks or identical blocks that could be easily split, which is

also suitable for the choice of connection positions. We call

these blocks as ResBlocks.

As for the semantic segmentation model, we choose the

same structure with FCN8s. It consists of three deconvo-

lutional layers to upsample the heatmap and generate the

prediction for each pixel. By adding skip connections, the

output of ResBlock 3, 4, and 5 are used to help the model

better understand both the shallow features and deep features.

We name this combination of FCN and ResNet as FCResNet.

Temporal information processing model receives the feature

map of the previous frame that generated by the part of

the whole model as the input, and use one convolutional

layer to resize and also learn how to understand the temporal

information usefully for current status. In order to save weights

and suit the different sizes and channels, we choose a simple

convolutional layer as the temporal information processing

model.

Figure 5 shows the basic architecture of our model. The tem-

poral information is generated by part of the model, it could be

Fig. 6: Structure of Connection 5-6, the ResBlocks are the

same

output from any positions, including encoder and decoder, and

with processing by temporal information processing model,

the temporal information combines with current information

at either encoder or decoder.

B. Temporal Connection Position

During the temporal connection, the temporal feature map is

generated and stored in the memory, and then feed to the next

frame. There are two relevant positions, namely in and out
positions; in means the current information will combine with

the temporal information here, and further parts of the model

will receive the fusion information. Correspondingly, the out
position is the position where the temporal information is ex-

tracted and stored until combine with the current information

at in position. In our model, we choose seven nodes in the

architecture as positions that can be both in position and out
position. Those positions are the end of each ResBlocks and

the end of each deconvolutional layer that generates different

sizes of feature maps.

Figure 6 shows an example of temporal connection. In this

example, the out position is 5, so the temporal information is

generated by ResBlock5 and processed by the temporal infor-

mation processing model. The in position is 6, so the temporal

information combines with the current feature map generated

by deconvolutional layer 1, and this merged information is the

input of deconvolutional layer 2.

With different combinations of in and out positions, three

different cases exist. Namely, feed back, where the in position



is earlier than the out position, feed forward, meaning that

in position is later than the out position, and feed in place,

where the in position is the same with the out position.

Figure 7 illustrates these three types of feed connections. Feed

back connection is widely used as the method to propagate

information, it means the in position is early than out position,

so the temporal information is transferred to an earlier stage.

In this way, the input of those inner blocks between in position

and out position is different between the model of the previous

frame and current frame, one accepts the information of a

single frame, and another accepts merged feature maps. As

a result, it is not possible to use the same weights for the

blocks for time step t-1 and t. This means that different

network modules are necessary from the point of the feedback

connection, which increases the memory and the number of

parameters, which is undesirable.

Differently, for feed forward connection and feed-in-place

connection, the in position is the same or later than the out
position, so that the blocks before out position would be the

same for the models of two frames, and then we could only

use one model to deal with all the frames in sequence so

that the memory is the same with ResNet + FCN. Instead

of using different models, one for the previous frame and

one for current information, our method could both save

memory and make sure the images are processed equally so

that the temporal information could better show the difference

between two frames. Besides, since the inner blocks of the

temporal connection are trained twice during one training step

for both previous frames and current frames, the accuracy

could also be boosted. Concluding, instead of using feed back

connection to combine the temporal information with earlier

stage information, our Efficient Temporal Neural Nets relies on

feed forward and feed-in-place connections to reduce memory

cost and increase accuracy.

C. Processing Temporal Information

Direct merging temporal information with current informa-

tion could not be a good choice, because with a different

in position and out position, the temporal feature map has a

different shape with the current feature map, and the temporal

information could be shallower than current information due

to feed forward connection. Due to this reason, the temporal

information processing model is necessary.

As discussed in the related work section, optical flow,

bilinear interpolation, and convolutional layers are commonly

used to process temporal information. Among them, optical

flow costs a lot of extra memory, bilinear interpolation only

upsample the feature map instead of filtering information.

Convolutional layers cost extra memory for the kernels, the

number of parameters of a layer can be calculated using

equation 1. Comparing with the optical flow module, which

needs from 1.2M to 160M extra parameters, one convolutional

layer costs less than 1M extra parameters in most cases. The

convolutional layers could filter the useless information of

temporal information, which could also benefit the merging.

Fig. 7: Three Kinds of Feed Connections

As a result, one convolutional layer is chosen as the temporal

information processing model.

#Parameters = ((m · n · d) + 1) · k (1)

where m is the width of the filter, n is the height of the filter,

d is the number of filters in the previous layer, and k is the

number of filters.

In order to keep the consistency of the model, regardless

of whether the two feature maps are the same size, the

temporal information processing model is applied. Besides, to

make the temporal information influence equally with current

information, the numbers of channels of two feature maps are

the same. This sub-model does not only aim for resizing but

also for learning how to pre-process the temporal information

so that it could contribute more to the current frame.

D. Merging Methods

After processing temporal information, our next problem

is how to merge the processed information with current

information efficiently. As the temporal information and the

current information have the same size, the merging methods

could be addition and concatenation.

Addition means to add the value of each pixel elementwise,

and the effect we expect is to make the model learn to

understand this sum value. The advantage of addition is that it

cost no extra memory for storing this new merged information

because the merged information is the same size as the current

information. However, the simple addition mixes the current

and previous information together so that it might be hard

to distinguish the influence of temporal information and then

might harm the final results.



Concatenation means to connect extra channels to the cur-

rent information, it needs extra memory for the convolutional

layer that processes this merging information. The number

of extra parameters is under 1M in most cases, which is

acceptable. Besides, the benefits of this extra cost are that

the current information remains available separately, and the

difference between two frames as well as how to learn the

temporal information could be relatively clear.

Considering the possible boost by concatenation and the

acceptable increase number of parameters, we choose concate-

nation as the merging methods to achieve the best trade-off.

E. Pre-training

Loading pre-trained weights is commonly used in the train-

ing process that could boost performance and save time for the

training process. It provides a general trained model that could

already finish the task or can contribute to the proposed model.

In our model, as we choose ResNet and FCN as the baseline

model, there are no provided weights for this combination on

the semantic segmentation task, so we choose to load the pre-

trained weights for ResNet on ImageNet. Then, our baseline

model FCResNet would load these weights and learn to be

suitable for the semantic segmentation task. Last, this weight

that generated by our FCResNet model works as pre-trained

weights in our further experiments to verify our model’s effect.

In our model, because the blocks after in position receive

the merged information, which is inconsistent with the single-

frame data that the pre-trained model has seen, so pre-training

needs to be considered carefully. Simply loading pre-trained

weights without any other change might decrease the accuracy,

because the input of blocks after in position is different.

Another method about pre-training is to not load weights

for the blocks after in position. In this way, those blocks

could learn specifically about how to understand the merged

information. However, the disadvantage is that it has to train

from scratch, and without the pre-trained weights that are

based on a fine-tuning and large dataset, these blocks may not

achieve the best results, or they have to take a longer time to

gain adequate training. As a result, not pre-training the blocks

after in position is chosen in our model, to make sure these

blocks could correctly understand the input information.

F. Scaling Method

In order to make our model efficient, the choice of scaling

methods is important. An ideal scaling method is to scale down

the model while keeping the performance as good as possible.

Scaling methods of our methodology are two kinds: one is

to scale the model by depth and width, another is to scale

the model also by different structures of blocks. We choose

FCResNet34 and FCResNet50 as the baseline model, and we

attempt to make temporal FCResNet18 as accurate as possible.

Therefore, temporal FCResNet18 could be seen as the scaled-

down version of temporal FCResNet34 by the first scaling

method, and the scaled-down version of temporal FCResNet50

by the second method.

ResNet18 and ResNet34 have the same structure: the same

number of blocks, the same structure of each block, and the

same output size of each block. The only difference is the

depth and width of each block is different. Deeper ConvNet

can capture richer and more complex features. Wider networks

tend to be able to capture more fine-grained features and are

easier to train. But from the perspective of memory, wider and

deeper networks cost more memory, while they tend to gain a

better result, so with ResNet18 and ResNet34, how much the

performance could be boosted and how much extra memory

is needed could be seen and benefit finding the balance of

memory and accuracy.

ResNet18 and ResNet50 have the same number of blocks,

the same spatial size of the output of each block, different

structure of blocks, and different width and depth. ResNet50

uses residual blocks which add the input of the block with the

output of the block as the final output, but ResNet18 uses basic

block which consists of several 3×3 convolutional layers,

while ResNet50 use the bottleneck structure block which has

two 1x1 layers to first decrease the dimension then increase

the dimension to decrease the complexity of calculation.

IV. EXPERIMENTS

This section discusses the experimental validation of the

Efficient Temporal Neural Nets model in the following order:

(1) We present our final model’s result and compare it with

baseline models to demonstrate the effect of our proposed

idea. (2) We conduct experiments about the performance of

different connection positions. (3) Different merging methods

are compared to show the effect of concatenation. (4) The

effect of scaling down is discussed by testing the results on

different structures. (5) We conduct one extension experiment

about pre-training to verify which method is the best way to

exploited pre-trained weights.

A. Datasets, Implementation Details and Evaluation Protocol

Dataset. Cityscapes video dataset is chosen as our dataset.

It focuses on semantic understanding of urban street scenes,

involving 29 object classes and 1 background class, and

19 classes are commonly used in training and evaluation.

Cityscapes video dataset contains videos of 50 cites, different

months, time, and weather conditions, each video slice con-

tains at least 30 frames, and every 20th frame is annotated,

5000 images are annotated in total. The dataset could be split

into three parts: training, validation, and test. The training

dataset contains 2975 annotated images, the validation dataset

consists of 500 annotated images and corresponding videos,

and the test dataset has 1525 annotated images. The model is

trained on the training dataset and evaluated on the validation

dataset.

Considering the fact that annotations of each video slice

are not all frames and the feasibility of the experiments, we

design a special training strategy. For each annotated image,

we choose the corresponding frame and the previous one frame

as a new video slice. So our dataset consists of 5000 video

slices, and each slice contains two frames and one annotation



Parameter Setting
Epoch 150

Epoch for Ablation Studies 50
Learning Rate 1e-4

Learning Rate Scheduling Decay Rate 0.01

TABLE I: Hyperparameters

of the latter frame. The first frame works as the image that

provides temporal information, and the second frame is the

current frame, which has annotations.

Implementation Details. FCN8s with ResNet18, ResNet34,

and ResNet50 are selected in our experiments to achieve

pixel-level classification. After tuning, the hyperparameters are

shown as Table I. We choose Adam as the optimizer and sparse

categorical cross-entropy as the loss function. All ResNet are

pre-trained with ImageNet dataset, and our model loads these

ResNet weights and pre-train again on Cityscapes dataset to

get weights that fit the semantic segmentation tasks of both

ResNet part and FCN part. It takes 150 epochs to pre-train

our basic FCN+ResNet model, and the final results work as

the pre-trained weights of our further experiments on verifying

proposed methods. We conduct data augmentation during the

training by resizing to quarter size, random brightness, random

saturation, random hue, random contrast, and flip.

All the experiments are based on Tensorflow 2.

Evaluation Protocol. Two metrics will be employed to

evaluate the proposed temporal extensions, Intersection-over-

union(meanIOU), and accuracy. MeanIOU metric, also re-

ferred to as the Jaccard index, is used as our evaluation

protocol. It is the standard performance measurement method

in semantic segmentation task. MeanIOU calculates the in-

tersection of the label and the predicted result for each class

separately, as shown in equation 2, then averages the results

of all classes. So, it represents the average performance in

all classes. Besides, the accuracy of pixel prediction is also

adopted as one evaluation protocol; it is the sum of the

correctly labeled pixels divided by the total number of pixels.

IoU =
Target

⋂
GroundTruth

Target
⋃
GroundTruth

(2)

B. Main Results

Quantitative Results. We choose FCResNet18 and FCRes-

Net34 as baseline models. They frame-by-frame conduct the

video semantic segmentation task. Our model introduces tem-

poral information based on FCResNet18, the in position is 6

and out position is also 6, here we name it as FCResNet18-

T 6-6. We choose this model because 6-6 connection shows

the best result, which could be seen in Section C.Connection

Positions, and concatenation performs better in this late stage

connection, which is shown in Section C.Merging Methods.

FCResNet18-T 6-6 could be seen as the scaled-down version

of FCResNet34-T 6-6, so our goal is to make our model’s

performance close to the FCResNet34. Our expected result

is that our model, the FCResNet18 with temporal structures,

could get a better result than FCResNet18, and it could achieve

a similar result as FCResNet34.

Name Accuracy meanIOU #Parameters
FCResNet18 0.898 0.569 11.4M
FCResNet34 0.909 0.615 21.6M
FCResNet50 0.905 0.568 24.3M
Our Model 0.902 0.583 11.5M

TABLE II: Results of Our Model and Baseline Model

Table II shows the result of our model and the comparison

with FCResNet18 and FCResNet34. There are three main

observations. (1) Our model shows a better result than FCRes-

Net18, which means the temporal information boosts the

performance, which meets our expectations. (2) Our model’s

performance is a little worse than FCResNet34, but the number

of parameters is less. (3) MeanIOU of FCResNet50 only

achieves 0.568 and it is worse than FCResNet18 and FCRes-

Net34, which is different from the result in [24] and contrary

to our expectation. So we think it is probably unreliable for

the main reasoning, but some explorations are made in the

Appendix because they are interested, and it might provide

insights for future work.

Our model’s meanIOU is lower than the FCResNet34 by

0.028 and higher than the FCResNet18 by 0.014, while the

number of parameters is only 0.59 times of FCResNet34 and

1.117 times of FCResNet18. Although there is still a gap be-

tween our model and FCResNet34, which does not fully reach

our goal, there is a clear and acceptable memory/accuracy

trade-off.

Qualitative Results. Figures 8e, 8f, and 8g show the

visualization results of our model and baseline model. It could

be seen that the visualization result of our model is slightly

better than all baseline models. In this example, our model

is accurate on some tiny objects, e.g., the rider (red pixels),

and inaccurate on other tiny objects, including the traffic light

(grey pixels) and the terrain (pink pixels). And for big objects,

it also performs better than baseline models. There is no blur

in an object, e.g., the yellow traffic sign in the middle of

the image and the green vegetation at the left of the image.

However, overall, there is no obvious difference in all images

about different objects, all the baseline model and our model

reach similar visualization results.

C. Ablation Studies

We conduct two studies to verify the effect of each com-

ponent of our model. One is to choose different temporal

connection positions. Another is to test the effect of addition

to verify the influence of our chosen merging method.

From the Table II, Table III, Figure 8c, 8d, 8e, 8f, it could

be seen that the FCResNet18 achieves similar quantitative

results and qualitative results in 50 epochs and 150 epochs of

training, while the gap of the meanIOU of FCResNet18-T 6-6

between 50 epochs and 150 epochs training is 0.043, which

is a relatively big number, and the visualization results also

differ. We speculate that this might be due to the blocks after

in position are not pre-trained, and within 50 epochs training,

these blocks are not well trained for the tasks. Therefore,

with 150 epochs training, it achieves a better result than



(a) Original Image (b) Ground Truth (c) Our Model with 50 epochs (d) FCResNet18 with 50 epochs

(e) Our Model with 150 epochs (f) FCResNet18 with 150 epochs (g) FCResNet34 with 150 epochs (h) FCResNet50 with 150 epochs

Fig. 8: Visualization Results of Baseline Model and Our Model

FCResNet18. As for the FCResNet18, all blocks are pre-

trained, and 50 epochs training is enough, so there is no

significant increase with a longer training process. However,

due to the time limitation, the experiments of ablation studies

train with 50 epochs. So the baseline models that without

temporal information do not have much reference value, the

comparison should be conducted with temporal structures.

Connection Positions. As discussed before, our final model

has 6 as the out position and the in position. The essence of

this ablation experiment is to verify how well the model could

learn from the shallow information about the information lost

during convolution and the effectiveness of different temporal

connections.

Table III, Table IV show the results of the different temporal

connection of two different FCResNets. It can be seen that

feed the temporal information to the same position shows

better results than feed to later positions, 5-5, 6-6, and 7-

7 all achieve better meanIOU than other connections in all

ResNet18 and 34 models. Besides, all 6-6 connections get

the best meanIOU among different connections, which means

for similar structures, some specific connections could achieve

better results than others.

The distance between in position and out position could

also affect the performance. Figure 9 illustrates the results of

different temporal models with different distance between in
positions and out positions. It could be seen that the maximum,

median, and first quartile of distance 0 are higher than the

other three kinds of distances, and with a longer distance,

the performance is worse. It is likely that this gap is because

of the difference between temporal information and current

information is too big, so our model cannot learn to deal with

this gap.

Additionally, early temporal connections in the network

harm the performance. It is worth noting that the minimum

of the distance 0 is much lower than the others. That is be-

cause the temporal connection 3-3 and 4-4 with concatenation

sharply decrease the result. Besides, the outliers of distance

1 are generated by connection 3-4. It might be caused by

Fig. 9: Comparison of Distances between Connection Posi-

tions. The distance 0, 1, 2, 3 include 20, 12, 4, 4 experiments

respectively.

the loading weights strategies, the blocks after out positions

are trained from scratch, and in this situation, the initialized

blocks would be too much, so within 50 epochs training the

best performance might not be achieved.

For ResNet18 and ResNet34, after 50 epochs’ training,

adding any temporal connection will decrease the perfor-

mance, but some of the temporal structures could achieve

similar results with no temporal model. It could be caused

by the temporal information contains more noisy information

than useful information, and our simple temporal information

processing model, which is one convolutional layer, cannot ex-

tract this useful information. In summary, the best connection

choice should be feed in place connection, and the in position

and out position should be at the late stage. Correspondingly,

the long-distance between in position and out position could

harm the performance. Specific temporal connections could



Backbone Connection Accuracy MeanIOU #Parameters
FCResNet18 No 0.898 0.565 11.4M
FCResNet18 3-3 0.875 0.392 11.8M
FCResNet18 3-4 0.876 0.397 12.8M
FCResNet18 4-4 0.888 0.445 12.8M
FCResNet18 4-7 0.895 0.489 11.5M
FCResNet18 5-5 0.890 0.542 11.9M
FCResNet18 5-6 0.894 0.489 11.5M
FCResNet18 5-7 0.896 0.513 11.6M
FCResNet18 6-6 0.893 0.540 11.5M
FCResNet18 6-7 0.896 0.508 11.5M
FCResNet18 7-7 0.893 0.533 11.5M

TABLE III: Comparison of Connection Positions of ResNet18

Backbone Connection Accuracy MeanIOU #Parameters
FCResNet34 No 0.901 0.589 21.6M
FCResNet34 3-3 0.884 0.430 21.9M
FCResNet34 3-4 0.896 0.490 22.9M
FCResNet34 4-4 0.908 0.537 22.9M
FCResNet34 4-7 0.905 0.511 21.7M
FCResNet34 5-5 0.896 0.517 22.0M
FCResNet34 5-6 0.900 0.514 21.6M
FCResNet34 5-7 0.903 0.520 21.7M
FCResNet34 6-6 0.901 0.588 21.6M
FCResNet34 6-7 0.904 0.522 21.7M
FCResNet34 7-7 0.904 0.567 21.7M

TABLE IV: Comparison of Connection Positions of ResNet34

reach better results than others.

Merging Methods. In these experiments, different merging

methods are tested to compare the effect of them. In the

methodology section, we stated the expectation that concate-

nation might have a better influence than addition, while con-

catenation introduces extra parameters and cost more memory.

Figure 10 shows the comparison of addition and concatenation.

It could be seen that the median, first quartile, third quartile

of addition are all higher than concatenation, which indicates

that the output of addition is better than concatenation and

more concentrated at a higher level. However, with more

in-depth research, from Table III and Table IV, we find

that the results are not consistent during the experiments,

which means not every addition model performs better than

the corresponding concatenation structure. Especially, for the

temporal connections that choose an early in and out position,

concatenation performs rather worse than addition, but in other

situations, concatenation could achieve better results. Table VI

in the Appendix shows all the results of temporal FCResNet18.

It could be seen that an early connection with concatenation

all sharply decrease the meanIOU, while a late connection

with concatenation performs better than addition. Considering

the fact that we choose a late-stage temporal connection 6-6,

concatenation is chosen as our merging method.

Scaling Method. As FCResNet50 is not available for

comparison, only the scaling method that scales FCResNet34

to FCResNet18 is tested to compare its effect in different

structures. It scales down FCResNet34 in width and depth

and gets FCResNet18. Our expected results are (1) for dif-

ferent temporal structures, the scaling method could keep the

accuracy stable around the baseline model, and (2) with more

parameters, the model could reach higher results.

Fig. 10: Comparison of Merging Methods. Addition, concate-

nation, ref include 20, 20, 2 experiments respectively.

Fig. 11: Results of Different FCResNets. Each Temporal

FCResNet includes 20 dots.

Comparing the results of temporal FCResNet18 and tem-

poral FCResNet34 in Figure 11, Table III and Table IV, it

could be seen that for each temporal connections, scaling it

down decrease the results by around 0.03 meanIOU, while the

parameters reduce to around 0.55 times original. So our scaling

method performs similarly for different temporal connections.

D. Extension Experiments.

Pre-training. With provided weights of ResNet on Ima-

geNet that for image classification, we pre-train the baseline

models that connects ResNet with FCN to generate weights



Backbone No weights Accuracy MeanIOU
FCResNet18-T 5-5 / 0.893 0.563
FCResNet18-T 5-5 5 0.890 0.552
FCResNet18-T 5-5 5,6 0.892 0.545
FCResNet18-T 5-5 5,6,7 0.880 0.422

TABLE V: Comparison of Pre-training Methods

that suitable for the semantic segmentation task. In order to test

the influence of loading weights, the merging method for this

experiment is addition, because concatenation has to initialize

the first layer of the receiving block.

We choose FCResNet18-T 5-5 as the test model. Table V

shows the results of different pre-train methods: load all pre-

trained weights, not load weights of the block that after in
position, not load weights for several blocks after in position,

and not load weights for all blocks after in position. Among

these different methods for using pre-trained weights, the

first one that uses pre-trained weights for the entire model

achieves the best meanIOU, which is different from our

expectation. Considering the pre-trained weights are trained

with 150 epochs and our temporal model that initializes these

weights with random numbers only trained 50 epochs, this

decrease might because the training is not enough, and then

the comparison is not fair. However, due to time limitation,

experiments with longer training are not conducted.

V. CONCLUSION

In this paper, we propose a new video semantic segmenta-

tion model called Efficient Temporal Neural Net, it introduces

temporal information by feed in place the feature map of the

previous frame to the current frame, and in order to be efficient

and find the memory/accuracy trade-off, it scales down the

entire network. Our proposed method to introduce temporal

information boosts the meanIOU results by 0.014. And scaling

the model by depth and width performs similarly for all the

temporal connections, with around 0.55 times parameters, the

meanIOU decrease by around 0.03. In conclusion, with our

proposed method, the performance of a scaled-down network

is improved using temporal information, there is a clear

memory-accuracy trade-off.

Future research should consider the potential effects of

pre-training more carefully, load more pre-trained weights

might improve the performance as well. Besides, training

strategy could also be a key component, for different temporal

connections and different backbone models, training strategies

could differ to achieve better results.
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VI. APPENDIX

A. Results of Temporal FCResNet50

Table II and VIII shows the results of FCResNet50, the or-

der of the meanIOU of FCResNet18, FCResNet34 and FCRes-

Net50 is contrary to our expectation and common knowledge.

And we cannot come up with good reasons, it could because

the FCResNet50 model is incorrect. Therefore, we cannot use

it as a reference model, but the results might provide insight

for future work. This section presents interesting results of

FCResNet50.

From the Figure 12 and Table VI, VII, and VIII, after 50

epochs training, with the same temporal information process-

ing model and temporal connection, ResNet50’s results are

boosted while ResNet18 and ResNet34 get worse results. The

basic ResNet50 backbone model gets a relatively poor result,

but half of the temporal connections boost the result, the best

one increases the meanIOU by 6%. The possible explanation

is that the temporal feature map generated by ResNet50 might

contain more useful information and less noisy information so

that the model could extract useful information from that. It

could also be verified from the results of different connection

position, if the out position is 6 or 7, the meanIOU will be

boosted, but if the out position is 4 or 5, then the meanIOU

will decrease. As we know, the later the out position is, the

more processing the feature map has undergone, and the less

noisy information it contains, so the model could handle the

feature map and make use of it.

Besides, as we discussed in the Section IV, the re-

sults of 50 epochs training is not so reliable. Table VIII

also demonstrates the result after 150 epochs training

of FCResNet50. It could be seen that the meanIOU

is the highest, but there are some close results, e.g.,

the FCResNet50-T 4-4-Concatenation, FCResNet50-T 5-5-

Concatenation, FCResNet50-T 6-6-Concatenation. We spec-

ulate that the results of those temporal model would be higher

than FCResNet50 after 150 epochs training.

Fig. 12: Results of Different Temporal FCResNets. Each

Temporal FCResNet includes 20 dots.






