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Forward-Backward Splitting Applied to Constrained LQR Problems

M.R. Bhiwandiwalla1

m.r.bhiwandiwalla@student.tue.nl

Abstract— This paper presents two methods to solve medium-
large scale linear-convex optimal control problems based on
forward-backward splitting techniques. We formulate the opti-
mal control problem as a sparse formulation and then derive a
forward-backward splitting approach to solve it. The proposed
methods are scalable and use basic matrix operations only.
Additionally, we attempt to prove convergence of the algorithms
based on operator theoretic arguments. We conduct numerical
experiments to demonstrate the performance of our algorithms
by testing them against other state-of-the-art QP solvers.

I. INTRODUCTION

Model predictive control (MPC) [1], is considered a mod-
ern approach to solve constrained, linear-quadratic regula-
tor (LQR) problems over a receding horizon. In the past,
high computational costs and slow optimization algorithms
enabled MPC to be applied to small-medium scale, slow-
sampling applications only [2]. However, advancements in
the development of fast optimization algorithms and incre-
ments in computational power, in the recent years has al-
lowed MPC to expand to fast-sampling applications and large
scale problems. This has enabled MPC to be applied across a
variety of applications such as automotive, aerospace, power
electronics, process control, etc [3], [4]. In spite of this
adoption, there is still a demand for quick, reliable and easily
deployable optimization algorithms to solve control problems
using a MPC framework.

In linear MPC, the control input is generated by solving a
discrete-time, finite-horizon optimal control problem (OCP),
which decays into solving a quadratic program (QP) over a
feasible set including some constraints on the state and input.
General QPs describe a wide variety of problem classes,
such as portfolio optimization, support vector machines, real-
time linear MPC and many others. An important challenge
in optimization is to solve QPs quickly, efficiently and
reliably [5, §16], [6, §10.1.1] . A variety of QP solvers are
available for solving MPC problems. Different methodolo-
gies are employed to efficiently solve QPs such as interior-
point methods [7]–[9], active-set methods [10]–[12], (ac-
celerated) gradient methods [13]–[15] and operator-splitting
methods [16]–[20]. Research work carried out over the years,
highlights the advantages and disadvantages of the different
methodologies. These works consider the scale of the QP
problem and focus on the computational performance of each
method. Interior point methods and active-set methods are
of the second-order, which implies that they both require
computationally expensive iterations. Further, interior point
methods have strong convergence guarantees and can handle
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large problems easily [7]. Active set methods on the other
hand, converge quickly for small problems [11] and tend to
scale poorly as the problem scale increases. Additionally,
research works indicate that active-set methods are com-
putationally less expensive than interior point methods, but
require more iterations. In comparison to these, first order
methods like operator-splitting methods and gradient descent
methods have less computation costs per iteration and are
easy to code. However, studies indicate that these methods
often exhibit slow convergence if the problem is poorly-
conditioned [13], [15], [19]. Furthermore, research has also
been conducted to explore ways to speed up the rate of
convergence of these methodologies using techniques like
preconditioning, regularization, proper metric and step-size
selection [12], [17], [21]. Moreover, some research works
study the trade-off between the number of iterations and
the computational cost per iteration, in other words, the
trade-off between the rate of convergence and the number
of decision variables [15], [22]. This trade-off can achieve
cheaper iterations while guaranteeing convergence to a pre-
defined level of sub-optimality [22, §8,§9]. Other research
works like [23], study the benefits of tailoring QP solvers
to specifically solve MPC formulations based on structure
exploitation to help speed up the rate of convergence. In [22],
[23], the authors compare non-condensed (sparse) and con-
densed formulations of an MPC problem and elaborate
on the computational complexity involved in solving these
formulations. These studies indicate that cubic growth of
the computational requirements in the condensed formulation
make it unfavourable for applications with long horizons.

Based on these different methodologies, many state of
the art QP solvers have been developed, e.g. Gurobi [24],
CPLEX [25], qpOASES [10], OSQP [19], FBstab [26] and
QPALM [27]. Research work carried out indicates qpOASES
and OSQP, experience difficulties solving ill-conditioned
problems [27, §4]. Other works like [28, §6.3] indicate that
Gurobi and OSQP tend to fail for large scale QP problems
as well as a few MPC problems. Furthermore, numerical
simulations presented in [26], [27] show that OSQP, QPALM
and FBstab are computationally efficient for small-medium
scale problems but tend to lose performance as the problem is
scaled. Even though OSQP, QPALM and FBstab encounter
scalability issues, they are easy to implement and can be
deployed on various platforms, e.g. [26, §5.B], [29]. In
comparison, CPLEX, a commercially available solver is
computationally efficient for medium-large scale problems
but difficult to deploy on an embedded platform. This
motivates the need for a solver that scales well, is easy to



implement and can be deployed on embedded platform.
In this paper, we propose a solution to solve medium-large

scale LQR problems. The solution is scalable and is easily
deployable. Additionally, the method is easy to implement,
i.e. it uses basic matrix operations and has parameters (step-
sizes) that are easy to tune. The aim is to use this method
to design optimal controllers for various applications that
use a MPC framework. We formulate the OCP in a way
that allows us to exploit the inherent structure and sparsity.
This will enables us to achieve a computational time linear
to the horizon length as claimed in [23, §3.B]. We then
apply a splitting method, namely forward-backward splitting
to design an algorithm that solves the OCP. Additionally,
within the algorithm design, we present a simple approach to
select the step-sizes required by the algorithm. Furthermore,
we present numerical studies to solve various control prob-
lems using this proposed solution method. To showcase the
performance of our method, we present a comparison against
some state of the art solvers like CPLEX, OSQP and FBstab,
as well as illustrate scenarios where the proposed algorithm
outperforms these solvers and where it fails to compete.

The remainder of this paper is organized as follows:
Section II presents the OCP formulation considered in this
work; Section III, introduces the forward-backward splitting
approach; Section IV, illustrates the proposed method to
solve the OCP and also remarks on the implementation
aspects; Section V, describes the examples selected as well
as provides the comparison result; and Section VI provides
conclusions.

A. Nomenclature

Let N denotes the set of Natural numbers, R is the set
of Real numbers, R+ the set of non-negative real numbers,
and R := R ∪ {+∞} the set of extended real numbers. We
use Sn++ to denote a symmetric positive definite (n × n)
matrix. The transpose of a matrix A ∈ Rp×q is denoted by
A>. The matrices/vectors 0 and 1 denote matrices/vectors
with all elements equal to 0 and 1, respectively, and the
matrix I denotes the identity matrix. To improve clarity, we
sometimes add the dimension of these matrices/vectors as a
subscript. Furthermore, given K vectors x1, x2, ...xK ∈ Rn,
we denote col({xi}i∈{1,...,K}) = [x>1 , ..., x

>
K ]>. We use

diag(A1, ..., AN ) to denote a block-diagonal matrix with
A1, ..., AN as diagonal blocks. For matrices A ∈ Rp×q ,
B ∈ Rm×n, A⊗B ∈ Rpm×qn denotes its Kronecker product.

For a function ψ : Rn → R with dom(ψ) := {x ∈
Rn | ψ(x) < ∞}, the subdifferential set-valued mapping
∂ψ : dom(ψ) ⇒ Rn is defined as ∂ψ(x) := {v ∈ Rn |
ψ(z) ≥ ψ(x) + v>(z − x) for all z ∈ dom(ψ)}. In case ψ
is continuously differentiable, the subgradient is equal to its
gradient, i.e., ∂ψ(x) = ∇ψ(x).

Given a set S ⊆ Rn, the mapping ıS : Rn → {0, +∞}
denotes the indicator function satisfying, ıS(x) = 0 if x ∈ S
and ıS(x) = ∞ if x /∈ S, and its subdifferential is the set-
valued mapping NS : Rn ⇒ Rn that denotes the normal cone
operator satisfying NS(x) = {v ∈ Rn | supz∈S v

>(z−x) ≤
0} if x ∈ S and NS(x) = ∅ if x /∈ S. The mapping

projVS : Rn → S for a closed set S ⊆ Rn and a symmetric
positive definite matrix V denotes the weighted projection
onto S, i.e., projVS (x) = argminy∈S

1
2‖y − x‖2V , where

‖w‖V is defined as the weighted inner product w>V w (also
denoted by 〈w,w〉V ).

II. PROBLEM FORMULATION

We consider a discrete time, linear time-invariant model
of the plant,

xk+1 = Axk +Buk (1a)
yk = Cxk (1b)

where xk ∈ Rn is the state vector at time instant k, uk ∈ Rm
is the input vector and yk ∈ Rp is the output vector. In (1b),
we assume the absence of a feed-through term as it encom-
passes many practical applications. Assuming the plant is
fully controllable, we define the discrete time, finite-horizon
LQR optimal control problem as,

minimize
{x,u}

1
2x
>
NPxN + 1

2

N−1∑
k=0

x>k Qxk + u>k Ruk (2a)

s.t. xk+1 = Axk +Buk (2b)
yk = Cxk (2c)
x ≤ xk ≤ x (2d)
u ≤ uk ≤ u (2e)
x0 = xinit, (2f)

where N is the horizon length; x, u are the lower
bounds of the state and input; x̄, ū denote the upper
bounds of the state and input; and xinit is the initial
condition, respectively. In (2a), the weighting matrices
P, Q ∈ Rn×n and R ∈ Rm×m are symmetric positive defi-
nite i.e., P, Q, R ∈ Sn++. These weights penalize the state
and input deviations in the cost function.

A. Condensed Formulation or Sparse Formulation

A standard approach to solve discrete-time optimal control
problems as presented in (2) is to make use of the plant
dynamics to eliminate the states from the decision variables.
This is done by expressing the cost function (2a) explicitly
as a function of the initial state and future control inputs.
This condensed formulation leads to a compact and dense
QP with a polytopic feasible set.

On the other hand, the sparse formulation approach, keeps
both states and inputs as decision variables, resulting in an
OCP with abundant structure. This is done by enforcing the
system dynamics as an equality constraint in the optimization
problem. The intrincsic structure present in this formulation
coupled with the sparsity of the matrices results in a linear
scaling of computational complexity and memory require-
ment as the problem scales with a horizon N [23, Table 1,
Table 2]. In comparison, the condensed formulation scales
cubically and quadratically in computational complexity and
memory requirement [23] respectively. This motivates the
selection of a sparse QP formulation in this paper to solve
the OCP (2).



B. Constrained LQR as a sparse formulation

In order to exploit the inherent structure present in the
OCP (2), we formulate a sparse QP problem which can be
solved efficiently. We derive the sparse QP formulation for
the case where we are not tracking a reference, i.e. yk = 0
in (2c). We define the vector of primal decision variable as,

w = col
(
col({xk}k∈K), xN , col({uk}k∈K)

)
(3)

where K = {0, ..., N − 1} and w ∈ R(N+1)n+Nm. The
discrete time OCP (2) is rewritten as,

min
w

1
2w
>Gw + w>F (4a)

s.t. Aw − b = 0, (4b)
w ∈ Ω := {w |

¯
w ≤ ω ≤ w̄} (4c)

where,

G =

IN ⊗Q 0 0
0 P 0
0 0 IN ⊗R

 , F = 0 (5)

Lemma 1: Positive definite matrices present on the diag-
onal blocks of G in (5) imply that G is positive definite.

Proof: Refer [30, Appendix A.1] for proof.

Note that in the case when the LQR problem (defined in (2))
involves tracking a reference trajectory rk, we modify the
cost function (2a) by adding a penalty term to drive the
output yk towards the reference, i.e. we enforce (2c) such
that the output yk = rk. As a consequence of this, the
reference trajectory rk appears in (4a) through the term F .
The discrete-time dynamics are captured in the equality

constraint (4b), where, A =
[
Γx Γu

]
and b =

[
xinit
0n(N)

]
,

with,

Γx =


In 0 0 0
A −In 0 0
...

. . . . . .
...

0 0 A −In

 , Γu =

[
0n(N+1)×m(N)

IN−1 ⊗B

]

(6)

Note A has full row rank. The upper and lower bounds of
the feasible convex set Ω is,

w̄ =

[
1N+1 ⊗ x̄
1N ⊗ ū

]
,

¯
w =

[
1N+1 ⊗

¯
x

1N ⊗
¯
u

]
Moreover, the cost function (4a) can be rewritten as,

min
w

1
2w
>Gw + w>F + ıΩ(w)

s.t. Aw − b = 0,
(7)

where, ıΩ(w) is the indicator function of the feasible set
Ω. The formulations (4) and (7) are equivalent. For the
formulation presented in (7), we derive the first order neces-
sary conditions (Karush–Kuhn–Tucker (KKT) conditions) [5,
Theorem 12.1] as,[

G A>

−A 0

] [
w
λ

]
+

[
F + NΩ(w)

b

]
= 0 (8)

where, λ is the Lagrange multiplier and NΩ(w) is the normal
cone. The sparse structure present in the matrices of (7)
coupled with the first order optimality conditions (8) helps us
propose a computationally efficient optimization algorithm in
the following sections.

III. FORWARD BACKWARD SPLITTING PRELIMINARIES

In this section, we will briefly motivate and introduce some
basic concepts related to operator splitting methods with
a special emphasis on Forward Backward Splitting (FBS).
Operator splitting methods are a family of first-order methods
used to solve convex optimization problems. A detailed guide
to these methods can be found in [31], [32]. The general
idea of these methods is to break-down the complexity of
the problem by means of a clever splitting for an operator
that describes the Karush–Kuhn–Tucker (KKT) conditions
of the optimization problem. As a result, it is possible to
obtain a computationally efficient iterative scheme that finds
the fixed points of the optimization problem i.e. the zeros
of the operator. This leads to a solution for the related
optimization problem. To introduce the main concept of the
FBS algorithm, let us consider the KKT conditions of a given
convex optimization problem as

0 ∈ T x, (9)

where, x is the vector of primal and dual variables and the
operator T is referred as the KKT operator. Note that the
problem posed in (9) finds the solution set of the optimization
problem, i.e. it finds the optimal x∗ satisfying the KKT
conditions [31, §4.3]. Moreover, this operator can be split
as the sum of two operators, T = A+B, which allows us
to rewrite (9) as,

0 ∈ Φ(x+ − x) +Ax+ Bx+, (10)

where Φ is referred to as the preconditioning matrix. Note
that (9) and (10) are equivalent when x+ = x, which implies
that the zeros of (10) are the solution to the optimization
problem. After some mathematical manipulations (10) can
be written as an iterative scheme,

x+ = (Φ + B)−1Φ︸ ︷︷ ︸
Backward part

(Id − Φ−1A)︸ ︷︷ ︸
Forward part

x, (11)

where, Id is the identity operator such that x = Idx.
The iterative nature of the FBS algorithm can be observed

in (11). Moreover, if the split of the operator T is performed
such that the normal cone of a convex set S is present in
operator B; then from [33, Lemma 3.7 and Remark 3.8], the
iteration scheme (11) can be written as

x̂ = x− Φ−1Ax, (12a)

x+ = projΦS (x̂) (12b)

The forward and backward part described in (11) are seen
in (12a) and (12b), respectively. The backward part, also
called the resolvent of operator B becomes a weighted
projection on the convex set S [33, Lemma 3.7]. This
observation is useful to understand certain properties like



contraction mapping and non-expansiveness of both (forward
and backward) operators. These properties are needed to
prove convergence of (11) to a fixed point, i.e. the solution of
the optimization problem. The performance of this approach
primarily depends on the selection of the preconditioning
matrix Φ as well as the complexity involved in evaluating
the weighted projection (12b). Further sections of this paper
discuss details related to both these aspects.

IV. FBS APPLIED TO CONSTRAINED LQR PROBLEMS

In this section, we apply the FBS method detailed in the
previous section, to the constrained sparse QP formulation
defined in (7) to obtain two efficient algorithms that find
the solution to the OCP (2). Additionally, we discuss the
selection of the preconditioning matrix Φ and also examine
the convergence properties for each algorithm. Finally, we
discuss the implementation aspects of the algorithm detail-
ing the methodologies used to solve the weighted projec-
tion (12b) efficiently.

A. FBS Algorithm Approach 1

Let us consider the optimization problem described in (7),
where the box-constrained, feasible set Ω is reflected in the
objective using an indicator function. For this formulation,
the KKT conditions are represented by,

0 ∈
[
G A>

−A 0

] [
w
λ

]
+

[
F
b

]
+

[
NΩ(w)

0

]
(13)

By applying FBS to (13) and utilizing the approach shown
in (12), we obtain an iterative scheme of the form,

0 ∈ Φ1(x+) +A1(x) + B1(x+), (14)

where, x = [w>, λ>]>, and

A1(x) :=

[
w
λ

]
7→
[
0 A>

0 −φ22

] [
w
λ

]
+

[
F
b

]
, (15a)

B1(x+) :=

[
w
λ

]
7→
[
NΩ(w+)

0

]
, (15b)

Φ1 :=

[
φ11 0
−A φ22

]
(15c)

With the operator splitting as defined in (15), we get the
following algorithm,

ALGORITHM 1: Forward-Backward Splitting (Approach 1)

Initialization:
Select initial conditions w0, λ0.

Iterate until convergence:

ŵ = w − φ−1
11 (Gw + A>λ+ F) (16a)

w+ = Projφ11

Ω

(
ŵ
)

(16b)

λ+ = λ+ φ−1
22 (Aw+ − b) (16c)

Now, it remains to find the positive definite matrices
φ11 and φ22 such that Algorithm 1 converges in minimum
number of iterations. The approach taken to accomplish this

task closely resembles the main idea of dead-beat controllers
for discrete-time linear systems [34, §2.3.1]. The general idea
of this approach involves finding a control input sequence
to steer the state (or output) of the discrete-time system
towards the origin or any other state within a minimum
number of discrete time-steps [34, Definition 2.4, Definition
2.5]. Considering this idea, we first analyse the intermediate
primal variable ŵ in (16a). We find a ”dead-beat” step-size
that minimizes the number of iterations for this update by
eliminating the primal variable w in (16a), i.e. we enforce,

w − φ−1
11 Gw = 0

which is satisfied for

φ11 = G (17)

Using Lemma 1 we get, φ11 ∈ Sn++. This selection yields a
closed-form expression for the intermediate variable,

ŵ = −G−1A>λ−G−1F (18)

Moreover, the updated primal variable w+ is found by
substituting (18) in (16b).

Before finding the ”dead-beat” step-size for the dual
update (16c), we introduce a useful matrix inequality in the
following lemma.

Lemma 2: Given a matrix G > 0 and a full row rank
matrix A, the inequality AG−1A> > 0 holds.

Proof: This results from the conditions stated in the
lemma and the definition of positive definiteness by defining
y = A>x.

In order to derive the step-size φ22, we need to look to
the unconstrained optimization problem, i.e. the case where
the projection on the primal variable is absent. For this
case, (16b) changes to w+ = ŵ. Using this, we derive an
expression for the dual update based on (16c), i.e.,

λ+ = λ+ φ−1
22 (−AG−1A>λ− b)

From this, it is easy to see that

φ22 = AG−1A> (19)

must be the ”dead-beat” step-size that reduces the number
of iterations of the dual update. Note that from (5) and (6),
the matrices G and A satisfy the conditions stated in Lem-
mma 2. Furthermore, using (19) we can derive a closed-form
expression for the dual update,

λ+ = −(AG−1A>)
−1

(b + AG−1F) (20)

By using the step-sizes defined in (17) and (19), we are able
to derive closed-form expressions for the primal and dual
update variables (seen in (18) and (20)). These expressions
help reduce the number of iterations required to reach the
optimal minimum. Moreover, the expressions use simple
operations like matrix multiplication and inverses.



Convergence Analysis: The FBS that produces Algorithm
1 is given by,

x+ = (Φ1 + B1)−1Φ1︸ ︷︷ ︸
Backward part

(Id − Φ−1
1 A1)︸ ︷︷ ︸

Forward part

x (21)

In order to prove convergence of an FBS algorithm to a fixed
point, we need to prove that both the forward operator (Id−
Φ−1

1 A1) and backward operator (Φ1 + B1)−1Φ1 are either
contractive or firmly non-expansive (FNE) [31, §5, §7.1].
Moreover, both parts must act on the same subspace to share
these properties [35, Proposition 4.12,Proposition 4.13]. In
this case, it is easy to show that the backward part which
is the resolvent of the operator B1 is FNE. This is because
the operator B1 is composed of a normal cone of a convex
set, this implies its monotonicity [35, §4.2] and consequently
its non-expansiveness [33, Lemma 3.7]. However, we cannot
prove convergence for this method since we cannot show that
the forward part is non-expansive or contractive and that both
the forward and backward parts share the same subspace.
Additionally, the selection of the preconditioning matrix Φ1

as a lower triangular matrix makes it harder to prove these
properties.

B. Alternate Design Approach

To overcome the difficulties faced in proving the conver-
gence of Algorithm 1 as presented in the previous section, we
propose an alternate splitting approach whose convergence
is possible to prove using operator theoretic arguments for
a special case (diagonal G matrix only). For the KKT
conditions defined in (13), we derive an FBS iterative scheme
of the form,

0 ∈ Φ2(x+ − x) +A2x+ B2x
+, (22)

where x = [w>, λ>]>, and

A2(x) :=

[
w
λ

]
7→
[
G 0
0 0

] [
w
λ

]
, (23a)

B2(x+) :=

[
w
λ

]
7→
[

0 A>

−A 0

] [
w
λ

]
+

[
F + NΩ(w)

b

]
,

(23b)

Φ2 :=

[
φ11 φ12

φ>12 φ22

]
(23c)

where, Φ2 ∈ Sn++. Using this splitting, we get the following
primal and dual iterates,

w+ = Projφ11

Ω

(
w − φ−1

11 (Gw + F + A>λ+ + φ12(λ+ − λ))
)

λ+ = λ+ φ−1
22 (Aw+ − b− φ>12(w+ − w))

Further, a proper selection of Φ2 aims to obtain a dead-beat
update as presented in (18) and (20). To this effect, we set
the preconditioning matrix Φ2 as,

Φ2 =

[
G A>

A α(AG−1A>)

]
(24)

with scaling factor α ∈ [2,∞). Note φ11 and φ22 are similar
to values presented in (17) and (19).

Lemma 3: Considering positive definite matrices G and
(AG−1A>), we show that (24) is positive definite for α > 1.

Proof: From Lemma 1 and Lemma 2, we know G and
(AG−1A>) are positive definite matrices. To show (24) is
positive definite, we use the Schur Complement [6, Appendix
A.5.5] as follows,

Φ2 :=

[
G A>

A α(AG−1A>)

]
> 0 (25a)

⇐⇒ G− 1

α
A>(AG−1A>)−1A > 0 (25b)

⇐⇒ α(AG−1A>)− (AG−1A>) > 0 (25c)
⇐⇒ α > 1 (25d)

Note (25b) and (25c) are obtained by applying the Schur
Complement twice. Additionally, using the same approach,
we can observe that Φ2 is positive semi-definite for α = 1.

Furthermore, if the scheme presented in (22) converges,
it obtains the fixed points of the optimization problem (7).
Using the operator splitting as defined in (23) along with Φ2

as defined in (25a), we get the following algorithm,

ALGORITHM 2: Forward-Backward Splitting (Alternate Ap-
proach)

Initialization:
Select initial conditions- w0, λ0.

Iterate until convergence:

λ+ = λ+
1

α
(AG−1A>)−1(Aw − b) (26a)

ŵ = −G−1A>(2λ+ − λ)−G−1F (26b)

w+ = ProjGΩ
(
ŵ
)

(26c)

In order to recover the closed-form expressions presented
in (18) and (20), we consider the unconstrained case without
any reference tracking, i.e. w+ = ŵ with F = 0. If we set
the initial conditions of Algorithm 2 to λ0 = 0 and w0 = 0,
we get,

λ+ = − 1

α
(AG−1A>)−1b (27a)

w+ = −2G−1A>λ+ (27b)

which are scaled versions of the closed-form expressions (18)
and (20). Note that if we set α = 2 in (27a), we obtain a
scaled version of (20) for the dual update and in turn retrieve
the primal update expression (18). For this reason, we refer
to α = 2 as the limit case.

Convergence Analysis: Using the relation presented
in (25) along with the limit case, we prove Algorithm 2 con-
verges for any α ∈ [2,∞). The FBS that produces Algorithm
2 is given by,

x+ = (Φ2 + B2)−1Φ2︸ ︷︷ ︸
Backward part

(Id − Φ−1
2 A2)︸ ︷︷ ︸

Forward part

x (28)



To show convergence, we need to prove that both the forward
and backward parts are either contractive or firmly non-
expansive (FNE) [31, §5, §7.1]. Further, the forward and
backward parts must act on the same subspace to share
these properties [35, Proposition 4.12,Proposition 4.13]. In
our case, we use of the subspace induced by the Φ2-norm.
We do this since Φ2 is positive definite (from Lemma 3)
and symmetric (by definition in (23c)). These properties of
Φ2 can be exploited to prove FNE or contractiveness of the
forward and backward part. We first prove that the backward
operator ((Φ2 + B2)−1Φ2) is firmly non-expansive (FNE)
with respect to the subspace induced by the Φ2-norm. This
is always true when Φ2 > 0 is satisfied by [36, Proposition
20.24, Proposition 23.8]. Furthermore, the operator B1 is
composed of a normal cone of a convex set, which implies
that B1 is monotone (maximal) [35, §4.2] and as a conse-
quence its non-expansiveness [33, Lemma 3.7].

Further, we make use of the relations stated in [36, Remark
4.24, Proposition 4.25], to help us prove that the forward
operator (Id − Φ−1

2 A2) is FNE using the compositions of
averaged mappings. To do so, we make use of the following
theorem,

Theorem 1: Given a FBS iterative scheme of the
form (28), with operators as defined in (23), we prove,

(C1) For the limit case i.e. α = 2, the forward operator
(Id − Φ−1

2 A2) is 1-averaged.
(C2) For the case when α > 2, the forward operator is η-

averaged with η ∈ (0, 1).
Proof: (C1) is proved by using the linear matrix

inequality for η-averaged mappings with respect to the
subspace induced by the Φ2-norm i.e.,

(Id − Φ−1
2 A2)>Φ2(Id − Φ−1

2 A2) ≤ (2η − 1)Φ2−
(1− η)

[
(Id − Φ−1

2 A2)>Φ2 + Φ2(Id − Φ−1
2 A2)

]
(29)

which holds true for any η ∈ (0, 1). For the case, α = 2, it
is possible to see that the inequality (29) holds for η = 1.
Since the inequality holds, we know that the forward operator
(Id − Φ−1

2 A2) is 1-averaged for the limit case α = 2.
Furthermore, using [36, Definition 4.23, Proposition 4.25]
we show that it is also non-expansive.

For (C2), we make use of [36, Proposition 4.28, Corollary
4.29]. This allows us to prove (C2) by showing that the
forward operator is η

2 -averaged with respect to Φ2-induced
norm, if α ≥ η

η−1 . From [36, Proposition 4.33] it follows
that the forward operator (Id − Φ−1

2 A2) is η
2 -averaged, if and

only if Φ−1
2 A2 is 1

β -cocoercive, i.e. for all x1 = col(w1, λ1),
x2 = col(w2, λ2), the inequality

〈Φ−1
2 A2x1 − Φ−1

2 A2x2 , x1 − x2〉Φ2 ≥
1

η
‖Φ−1

2 A2x1 − Φ−1
2 A2x2‖2Φ2

(30)

Next, we prove (30) holds true. We consider the following

equivalences for the left-hand side of (30),

〈Φ−1
2 A2x1 − Φ−1

2 A2x2 , x1 − x2〉Φ2
= 〈A2x1 −A2x2 ,

x1 − x2〉
= 〈Gw1 −Gw2 ,

w1 − w2〉
= ‖Gw1 −Gw2‖2G−1

(31)

Further, we can explicitly compute the inverse of Φ2 by
exploiting [37, Corollary 4.1],

Φ−1
2 :=

[
(G− 1

αA
>(AG−1A>)−1A)−1 ∗

∗ ∗

]
(32)

Note that we only require the top left term of Φ−1
2 due to

the mapping provided in (23a). Using this, we can write the
right-hand side of (30) as,

‖Φ−1
2 A2x1 − Φ−1

2 A2x2‖2Φ2
= ‖A2x1 −A2x2‖2Φ2

−1

= ‖Gw1 −Gw2‖2Φ2
−1

(33)

Furthermore, using the definition of Φ−1
2 in (32), we can

rewrite (33) as,

‖Gw1 −Gw2‖2Φ2
−1 = ‖Gw1 −Gw2‖2G− 1

αA>(AG−1A>)−1A)−1

(34)

Moreover, using the equivalence relations (31) and (34), we
can rewrite (30) as,

‖Gw1 −Gw2‖2G− 1
αA>(AG−1A>)−1A)−1 ≤

η‖Gw1 −Gw2‖2G−1

(35)

Now, we prove that (35) is valid only if α ≥ η
η−1 . This is

done by applying simple mathematical manipulations to (35),

⇐⇒ (G− 1

α
A>(AG−1A>)−1A)−1 ≤ ηG−1 (36a)

⇐⇒ G− 1

α
A>(AG−1A>)−1A ≥ η−1G (36b)

⇐⇒ η − 1

η
G− 1

α
A>(AG−1A>)−1A ≥ 0 (36c)

⇐⇒
[η−1

η G A>

A α(AG−1A>)

]
≥ 0 (36d)

⇐⇒ α(AG−1A>)− η

η − 1
(AG−1A>) ≥ 0 (36e)

⇐⇒ α ≥ η

η − 1
(36f)

As a result of Theorem 1, the forward operator
(Id − Φ−1

2 A2) is η-averaged for any α ∈ [2,∞). Since the
forward operator is η-averaged and the backward operator
is FNE, and both operators act on the same subspace (i.e.
induced by Φ2-norm), we are able to prove that Algorithm
2 converges to the some fixed point using operator theoretic
arguments [31, §7.1].



C. Implementation Aspects

In Algorithm 1 and Algorithm 2, the primal up-
dates (16b), (26c) are represented as a weighted projection
on a box-constrained feasible set. A computationally efficient
evaluation of the weighted projection, directly implies an
improvement in the performance of the algorithm. This
weighted projection can be easily evaluated using any pre-
existing solvers for eg. CPLEX [25]. However, to improve
the performance, we explore methods that exploit the in-
strinsic structure present our formulation. In this section,
we briefly discuss two possible cases to solve the weighted
projection that depend on the structure of the weight G.
Later, we also elaborate on the stopping criteria used to
terminate the iterations of these algorithms.

Diagonal Weighting: Let us first analyse the simple case,
where the weight G is a diagonal positive definite ma-
trix. From the definition of a weighted projection, we can
rewrite (16b) and (26c) as,

w+ = projGΩ(ŵ) := argmin
y∈Ω

1
2‖y − ŵ‖

2
G

Solving the above weighted least-squares problem for a
diagonal G weight and then projecting that onto the feasible
set Ω decays to a clipping operation. Thus, (16b) and (26c)
are reformulated as,

w+ = max
(

¯
w,min(w̄, ŵ)

)
, (37)

The clipping operation has a very low computational cost
even for large vector sizes.

Block Diagonal Weighting: In this case we consider the
positive definite matrix G to be a block-diagonal matrix,
with fully populated blocks. It is possible to adapt the
general method proposed in [38, Theorem 3.4] to evaluate
the weighted projection, and obtain,

w+ = max
(

¯
w,min(w̄, ŵ +D−1Hα∗)

)
, (38)

where, D is a diagonal positive definite matrix obtained from
the decomposition G = D + E. In (38), α∗ is the unique
root of

0 = α+H>
(
ŵ −max

(
¯
w,min(w̄, ŵ +D−1Hα)

))
,

(39)

where H =
√

ΣU . In this case, Σ is a diagonal matrix
that contains the singular values of E and the columns of
U are the singular vectors of E. Interestingly, (39) can be
viewed as a root finding problem of a strong monotone
function [38, Remark 3.5], which can be efficiently computed
by exploiting the structure present in G.

In [38], the authors propose two methods to compute the
roots of (39), namely a Semi-Smooth Newton Method [38,
§3.2.2] or a Bisection Search [38, §3.3.2]. In our imple-
mentation of (39) for the purpose of this paper, we use the
bisection search approach for the case where the number of
states (or inputs) n (or m) = 2, and use the MATLAB
routine, fsolve for cases where n (or m) > 2. The use

of the Bisection Search enables us to improve the perfor-
mance of the proposed algorithms. Further, to speed up the
computation time of both , we make use of the sparsity
present in G to speed up the calculation auxiliary processes
like inverses. The structure present in the formulation also
enables us to speed up matrix-vector multiplications needed
in solving (39).

Stopping criteria: We ensure the solution is primal feasi-
ble (upto a certain degree of tolerance) by enforcing,

‖Aw∗ − b‖2 ≤ εprimal (40)

where, w∗ is the solution given by the proposed algorithms
and εprimal is the termination tolerance.

V. NUMERICAL EXAMPLES

In this section, the performance of the proposed algorithms
are evaluated by applying it to two case studies. The first
example is a simple double integrator control problem with
time-varying state and input constraints. The second case
study involves the AFTI-16 aircraft model as in [21], [39].
Further, to test the proposed algorithm’s performance, two
scenarios are implemented for each of the test examples; one
with diagonal weighting matrices and the other with fully
or nearly-fully populated weighting matrices. The presented
results show that the proposed algorithms, can compete with
state of the art solvers like CPLEX [25],OSQP [19] and
FBstab [26]. We utilize the MATLAB routine quadprog as
a benchmark for both test scenarios. Through this study, we
also highlight where the proposed FBS algorithms fails. It is
important to note that for the purpose of this numerical study,
we use the limit case with α = 2 for Algorithm 2 (refer
Section IV-B). Additionally, the results for the proposed
algorithms are based on a MATLAB implementation whereas
the other solvers have been implemented in plain C code.
All computation times have been obtained using an Intel i5
10th generation processor. For the proposed algorithms, the
computational time presented includes the loop time as well
as any additional processing time required by the algorithms.
For every test case, all the methods presented, ensure primal
feasibility of the solution. However, sub-optimal solutions
can always be obtained by setting termination tolerances.

A. Diagonal weighting matrices

In this section, we solve the OCP (defined in (2)) for
two test cases using diagonal matrices for the weights
Q, R and P . This selection enables us to use (37) to
evaluate the weighted projection. In this test scenario, we
use εprimal = 0.0001 as the termination tolerance for the
proposed algorithms.

1) Case Study 1- Double Integrator control problem: The
continuous time state space model for the double integrator
problem with unit mass and unit force is as follows,

ẋ(t) =

[
0 1
0 0

]
x+

[
0
−1

]
u(t)

y(t) =

[
1 0
0 1

]
x



(a) State Trajectory (N=10) (b) State Trajectory (N=100) (c) State Trajectory (N=1000)

Fig. 1: State trajectories for the double integrator problem (Diagonal weighting) obtained by Algorithm 1

(a) Input Trajectory (N=10) (b) Input Trajectory (N=100) (c) Input Trajectory (N=1000)

Fig. 2: Input trajectories for the double integrator problem (Diagonal weighting) obtained by Algorithm 1

here, ẋ(t) denotes the evolution of the state vector in
continuous time and y(t) denotes the output vector. Further,
we discretize this two state (n = 2), one input (m = 1)
system using a sampling time of 0.1 s. In discrete-time,
the evolution of the dynamical system for a horizon N is
captured by x+ = Γxx+ Γuu, where Γx,Γu is constructed
as described in Section II-B. We solve the OCP described
in (4) by implementing the approach detailed in Section IV,
using the weighting matrices,

G =

IN ⊗Q 0 0
0 P 0
0 0 IN ⊗R

 , F = 0

where, Q = In, R = 0.1 and terminal cost P = Q.
Additionally, to ensure the optimal control problem is chal-
lenging the proposed algorithm, we enforce time-varying
constraints on the state x and input u. Initially, the state and
input must satisfy |xk| ≤ col(5, 5) and |uk| ≤ 3 respectively.
These constraints are enforced through the feasible set Ω as
expressed in (4c). To make the double integrator problem
more challenging for the solvers, we apply time-varying state
constraints to it. This is done by reducing the upper bound
value by a factor of 2 and the lower bound value by a factor
of 1 after a predefined time interval. The time-varying state
constraints can be seen in Figure 1. Note the input constraints

are not time-varying as seen in Figure 2. Additionally, we
select an initial condition xinit within the feasible set Ω.
For our simulations, we use xinit = col(5,−5) as the initial
condition.

The OCP is solved using prediction horizons
N = 10, 100, 1000 and the results are shown in Table I-
IV. For the double integrator example with diagonal
weighting matrices, we observe that all the solvers
including the proposed algorithms perform well. The
OSQP solver [19] outperforms all the others which fits its

TABLE I: Times (in seconds)

N = 10 N = 100 N = 1000

Quadprog 0.02600 0.0444 9.776
CPLEX 0.01740 0.0221 0.152
OSQP 0.00014 0.0058 0.057
FBstab 0.03070 0.0594 1.131
Algorithm 1 0.00099 0.0348 5.388
Algorithm 2 0.00180 0.1286 14.086

TABLE II: Iterations

N = 10 N = 100 N = 1000

Quadprog 1 1 1
CPLEX 1 1 1
OSQP 50 500 500
FBstab 8 12 13
Algorithm 1 52 992 993
Algorithm 2 115 1992 1994



TABLE III: Error wrt Quadprog

N = 10 N = 100 N = 1000

Quadprog 0 0 0
CPLEX 0 2.77e-04 2.50e-04
OSQP 2.14e-05 2.50e-03 5.80e-03
FBstab 8.73e-04 5.90e-03 6.67e-04
Algorithm 1 6.63e-04 9.34e-04 9.42e-04
Algorithm 2 7.65e-04 9.36e-04 9.44e-04

TABLE IV: Final Cost

N = 10 N = 100 N = 1000

Quadprog 133.9349 261.9477 1477.520
CPLEX 133.9349 261.9477 1477.520
OSQP 133.9349 261.9465 1477.523
FBstab 133.9346 261.9462 1477.520
Algorithm 1 133.9312 261.9444 1477.515
Algorithm 2 133.9306 261.9444 1477.515

author’s claim for efficient solving of small-medium scale
OCPs. Both Algorithm 1 and Algorithm 2 clearly compete
with these state-of the art solvers as seen in Table I. We
observe that Algorithm 1 is faster than Algorithm 2 and
that Algorithm 2 requires more iterations to reach the
same optimal cost. Additionally, the intrinsic structure
present in the OCP, i.e. the sparsity present in G due
to the diagonal weighting matrices enables us to easily
compute the necessary inverses. As the scale of the problem
increases, we notice a deterioration in the performance of
both algorithms owing to the time taken to compute large
matrix-vector mathematical operations in MATLAB.

2) Case Study 2- AFTI-16 aircraft model: The AFTI-
16 aircraft continuous time model is discretized using a
sampling time of 0.05 s. The system has four states (n = 4),
two inputs (m = 2), two outputs y = col(y1, y2) and obeys
these dynamics,

ẋ =


−0.0151 −60.5651 0 −32.1740
−0.0001 −1.3411 0.9929 0
0.0002 43.2541 −0.8694 0

0 0 1 0

x+


−0.080 −0.635
−0.029 −0.014
−0.868 −0.092
−0.022 −0.002

u

y =

[
0 1 0 0
0 0 0 1

]
x

where ẋ denotes the state vector in continuous time. The
AFTI-16 system is inherently unstable, the magnitude of
the largest eigenvalue of the dynamics matrix is 1.313 .
The outputs of the model are the attack and pitch angles
respectively, while the inputs are the elevator and falperon
angles. The inputs are constrained to satisfy |uk| ≤ 25◦.
The outputs are constrained to satisfy −0.5 ≤ y1 ≤ 0.5 and
−100 ≤ y2 ≤ 100 respectively.

For this example, we modify the LQR problem defined
in (2) to track a reference trajectory on the output. To do so,
we evaluate the cost in each step as,

1

2
x>k Qxxk + u>k Ruk + (Cxk − rk)>Qy(Cxk − rk) (41)

where rk denotes the reference trajectory, Qx =
diag(10−4, 0, 10−3, 0), Qy = 102I and R = 10−2I . Fur-
thermore, we can rewrite (41) as,

1

2
(xk − rk)>Q(xk − rk) + u>k Ruk

where, the weight Q = C>QyC + Qx. Note, here
we consider the terminal cost, P = Q. The box con-
straint on xk is modified to include the constraints on
the output as well, i.e.

¯
x = col(−β1,−0.5,−β2,−100) and

x̄ = col(β1, 0.5, β2, 100) where, β1, β2 are large positive
numbers. The OCP is rewritten as a sparse QP (4) with cost
matrices,

G =

IN ⊗Q 0 0
0 P 0
0 0 IN ⊗R

 , F =

[
1N+1 ⊗ (−r>k QyC)

0N

]
The feasible set Ω as detailed in (4c) uses

¯
w=col(1N+1 ⊗

¯
x, 1N ⊗

¯
u) as lower bounds, and

w̄=col(1N+1 ⊗ x̄, 1N ⊗ ū) as upper bounds. Additionally,
for this problem, we use xinit = col(0, 0, 0, 0) as the initial
condition. The OCP is solved using prediction horizons
N = 10, 100, 1000. We present the computational times in
Table V, the number of iterations required by each method
in Table VI, the error of the solution with respect to the
benchmark in Table VII and the final cost in Table VIII.
The objective in this example is to track a reference on the
pitch angle, while satisfying the output constraints on the
angle of attack. The output trajectory as well as the input
applied to the model are seen in Figure 3 and Figure 4
respectively.

From the results, we observe that for all horizons, both Al-
gorithm 1 and Algorithm 2 are comparable to the commercial
solvers. The proposed algorithms require more iterations but

TABLE V: Times (in seconds)

N = 10 N = 100 N = 1000

Quadprog 0.025 0.175 83.804
CPLEX 0.020 0.032 0.613
OSQP 0.003 0.0184 0.313
FBstab 0.040 1.040 75.460
Algorithm 1 0.0082 0.248 17.750
Algorithm 2 0.020 0.575 35.350

TABLE VI: Iterations

N = 10 N = 100 N = 1000

Quadprog 1 1 1
CPLEX 1 1 1
OSQP 1275 700 1400
FBstab 22 238 232
Algorithm 1 647 4538 1877
Algorithm 2 1304 9094 3772

TABLE VII: Error wrt Quadprog

N = 10 N = 100 N = 1000

Quadprog 0 0 0
CPLEX 8.25e-05 3.20e-03 1.20e-01
OSQP 4.51e+00 1.00e+02 8.73e+03
FBstab 3.15e+00 8.90e+01 9.39e+01
Algorithm 1 4.40e-03 3.28e-02 2.61e-02
Algorithm 2 4.50e-03 3.28e-02 2.60e-02



(a) Output Trajectory (N=10) (b) Output Trajectory (N=100) (c) Output Trajectory (N=1000)

Fig. 3: Output trajectories for the AFTI-16 aircraft model (Diagonal weighting) obtained by Algorithm 1

(a) Input Trajectory (N=10) (b) Input Trajectory (N=100) (c) Input Trajectory (N=1000)

Fig. 4: Input trajectories for the AFTI-16 aircraft model (Diagonal weighting) obtained by Algorithm 1

do converge to the optimal solution as seen in Table VII and
Table VIII. For longer horizons, we observe that the proposed
algorithms outperform OSQP and FBstab in terms of solution
accuracy. It is observed that even though OSQP has the
best computational time, the method reaches a sub-optimal
solution with a large error with respect to the benchmark
Quadprog. FBstab on the other hand is computationally
slower than the proposed algorithms and also reaches a sub-
optimal solution. CPLEX has a good performance (in terms
of accuracy and computational time) across all horizons but
is difficult to deploy for use on an embedded platform.

To summarize the diagonal weighting matrices’ test sce-
nario, through the Tables I-VIII, we discuss the performance
of the proposed algorithms compared to state of the art
solvers. We observe that as the number of decision variables
in the OCP increases, solvers like OSQP and FBstab begin
to fail, i.e. they reach sub-optimal solutions. On the other
hand, both Algorithm 1 and Algorithm 2 reach the optimal
minimum as seen in Table IV and Table VIII. We observe

TABLE VIII: Final Cost

N = 10 N = 100 N = 1000

Quadprog -5913.351 -195365.726 -1692519.129
CPLEX -5913.351 -195365.726 -1692519.128
OSQP -5920.657 -195450.196 -1641472.573
FBstab -5914.882 -196372.425 -1692765.398
Algorithm 1 -5913.366 -195366.259 -1692519.307
Algorithm 2 -5913.366 -195366.259 -1692519.306

that both algorithms scale well as the number of decision
variables increases. Further, we observe that the proposed
methods are easy to implement, i.e. it uses simple matrix-
vector arithmetic operations. Thus making it easy to deploy
on an embedded platform. Additionally, we notice that Al-
gorithm 2 has a slower convergence rate than Algorithm 1,
i.e. it takes more iterations to reach the same cost (seen in
Table II and Table VI). This is primarily due to the scaling
factor present in the dual update of Algorithm 2 (refer (26a)
and (27a)). Moreover, through this test scenario, we also
highlight the low computational effort required to solve the
weighted projection via a clipping operation for diagonal
weighting matrices.

B. Full weighting matrices

In this section, we solve the LQR problem defined in (2)
using fully populated (or nearly-fully populated ) matrices
for the weights Q, R and P . In this scenario, the weighted
projection in (16b) and (26c) is solved using the imple-
mentation described in Section IV-C (refer (38) and (39)).
As an extra comparison, we also showcase the results in
which we solve the weighted projections of Algorithm 1
and Algorithm 2 using the CPLEX solver instead of the
methods proposed in Section IV-C. This addition highlights
the bottleneck present in the proposed algorithms. Moreover,
for this scenario, we use εprimal = 0.001 as the termination



tolerance for the proposed algorithms. However, for certain
situations where these algorithms take long to compute the
solution, we increase this tolerance to εprimal = 0.002 or
0.005. The increase in the termination tolerance is easily
observed by a decrease in the number of iterations as the
horizon increases.

1) Case Study 1- Double Integrator control problem: We
formulate the OCP as defined in Section V-A.1 of this paper
with fully populated weighting matrices,

Q =

[
10.7080 1.1513
1.1513 10.8913

]
, R = 0.1, P = Q

The state and input constraints remain the same for this test
case. Moreover, in this example, the number of states n = 2,
which enables us to use a Bisection Search [38, §3.3.2] to
solve the root finding problem (39) in the evaluation of the
weighted projection. The OCP is solved using prediction
horizons N = 10, 100, 1000. The results for the computa-
tional time and the resulting cost are shown in Table IX and
Table X respectively. Additionally, the tables for the number
of iteration (Table XIII) and the error with respect to the
benchmark (Table XIV) are found in Appendix A.

In the results presented here, we observe that all the
solvers are able to reach the the same optimal cost (seen
in Table X) for the given OCP. Similar to the previous test
scenario, we observe that OSQP has the best performance in
terms of computational time. From Table IX, we notice that
both Algorithm 1 and Algorithm 2 compete with the state
of the art solvers when we use bisection search to solve the
weighted projection. However, their performance degrades as
the horizon length increases. This is primarily due to the time
taken to perform the bisection search at each iteration. The
use of the Bisection Search to solve the weighted projection
coupled with the inherent sparsity present in the matrix G
enables both algorithms to compete with commercial solvers
in terms of the computational time. In comparison, there
is a noticeable increase in the computation time when we
use a pre-existing solver like CPLEX to solve the weighted
projection. Through this, we highlight the bottleneck present

TABLE IX: Times (in seconds)

N = 10 N = 100 N = 1000

Quadprog 0.0354 0.051 9.816
CPLEX 0.0366 0.025 0.165
OSQP 0.0003 0.003 0.033
FBstab 0.0511 0.057 1.384
Algorithm 1 (with Bisection) 0.0407 0.225 7.560
Algorithm 2 (with Bisection) 0.0637 0.588 14.50
Algorithm 1 (with CPLEX) 6.1766 12.369 91.70
Algorithm 2 (with CPLEX) 11.59 26.192 183.97

TABLE X: Final Cost

N = 10 N = 100 N = 1000

Quadprog 1256.928 2545.114 14655.727
CPLEX 1256.928 2545.114 14655.727
OSQP 1256.929 2545.118 14655.933
FBstab 1256.907 2545.114 14655.727
Algorithm 1 (with Bisection) 1256.884 2545.0.64 14655.621
Algorithm 2 (with Bisection) 1256.884 2545.069 14655.630
Algorithm 1 (with CPLEX) 1256.884 2545.064 14655.619
Algorithm 2 (with CPLEX) 1256.883 2545.064 14655.617

in the proposed algorithms i.e. the effect the evaluation of
the weighted projection has on the total computational time.

2) Case Study 2- AFTI-16 aircraft model: For the OCP
described in the earlier section (Section V-A.2), we modify
the the weighting matrices Q, R and P such that they are
nearly-fully populated. We use the weighting matrices,

Qx =


0.0035 0.1646 0 0
0.1646 3.2093 0 0

0 0 0.0048 0.3221
0 0 0.3221 4.0126

 , Qy = 102I,

and calculate Q using, Q = C>QyC+Qx. Additionally, we
take the weights R and P to be,

R =

[
0.0204 0.00176
0.00176 0.0412

]
and P = Q

The constraints on the state, output and input remain the
same for this test case. As explained in Section IV-C, we
solve the weighted projection by finding the roots of (39).
To get the best performance for the proposed algorithms,
we exploit the structure in matrix G while evaluating the
weighted projection. To do this, we use the fsolve routine
to evaluate the roots of (39) for the state penalty Q (because
n = 4) and use the Bisection Search to find the roots
of (39) for the input penalty R (because m = 2). This is
done based on the observation that the Bisection Search is
quick in finding the roots and can be applied only when
n (or m) = 2. We solve the OCP using the various solvers
for N = 10, 100, 1000. We present the results for the
computation times in Table XI and the objective cost in
Table XII. Additionally, the tables for the number of iteration
(Table XV) and the error with respect to the benchmark
(Table XVI) are found in Appendix B.

For this test example, we observe that OSQP and FBstab
fail to reach the optimal cost. Although both these methods
are computationally efficient, they terminate at a sub-optimal
solution with respect to the benchmark (seen in Table XII).
In comparison, the proposed algorithms (with its variants)
converge to the same optimal cost as the benchmark. In

TABLE XI: Times

N = 10 N = 100 N = 1000

Quadprog 0.1343 0.3728 87.281
CPLEX 0.0549 0.1575 0.4723
OSQP 0.0046 0.0133 0.1131
FBstab 0.1811 1.1275 58.31
Algorithm 1 (with fsolve) 36.30 356.15 1601.90
Algorithm 2 (with fsolve) 73.19 723.50 3302.50
Algorithm 1 (with CPLEX) 3.85 9.835 63.42
Algorithm 2 (with CPLEX) 8.05 20.05 132.47

TABLE XII: Final Cost

N = 10 N = 100 N = 1000

Quadprog -5751.68 -149686.40 -474469.91
CPLEX -5751.68 -149686.40 -474469.90
OSQP -5748.15 -149627.26 -425437.87
FBstab -5753.04 -149794.98 -474610.74
Algorithm 1 (with fsolve) -5751.71 -149686.92 -474470.50
Algorithm 2 (with fsolve) -5751.71 -149686.92 -474470.50
Algorithm 1 (with CPLEX) -5751.71 -149686.93 -474470.49
Algorithm 2 (with CPLEX) -5751.71 -149686.93 -474470.50



Table XI, we notice that Algorithm 1 and Algorithm 2
are computationally more expensive when we solve the
weighted projection using fsolve as compared to when we
use CPLEX. This is primarily due to the limitations of
fsolve to find the roots of the equation (39) quickly in
every iteration. Note the computational time for fsolve is
much higher than that of the Bisection Search making it the
bottleneck for this case.

To summarize this test scenario, through Tables IX-XII,
we discuss the performance of the proposed algorithms (and
its variants) for the case where the weighting matrices are
fully or nearly-fully populated. We notice a decline in the
accuracy of OSQP and FBstab as the scale of the problem
increases (seen in Table X and Table XII). In comparison,
both Algorithm 1 and Algorithm 2 reach the optimal mini-
mum but require higher amounts of computational time. This
is primarily due to the method used to solve the weighted
projection. Furthermore, we showcase multiple ways to solve
the weighted projection. In the double integrator example,
using Bisection Search to evaluate the weighted projection
helps improve the performance of the proposed algorithms,
whereas in the AFTI-16 aircraft example, the use of CPLEX
is computationally more efficient.

VI. CONCLUSIONS

In this paper, we propose a solution based on forward-
backward splitting algorithms to solve convex, linear
quadratic optimal control problems. We present two ap-
proaches; one with proven theoretical convergence (Algo-
rithm 2) and the other (Algorithm 1) without any theoretical
convergence proof. The algorithms designed are easy to
implement as they use basic matrix-vector mathematical
operations. Moreover, during implementation of these al-
gorithms, we utilize the intrinsic structure present in the
formulation of the OCP to help speed up the computation
time. Additionally, we also utilize pre-existing solutions
(from literature and/or commercial solvers) to solve the
weighted projection. Through the numerical examples, we
showcase the performance of these proposed methods against
commercially-available solvers like CPLEX, OSQP and FB-
stab. We carry out this comparison using two test scenar-
ios; one with diagonal weighting matrices and the other
with fully (or nearly-fully) populated weighting matrices.
In both test scenarios, OSQP and FBstab fail to converge
to the optimal solution as the number of decision variables
increases. On the other hand, both the proposed algorithms
converge to the optimal solution. In both test scenarios,
the commercial solver CPLEX converges to the optimal
minimum and is computationally efficient. However, it is
difficult to deploy this solver on an embedded platform. In
the case with diagonal weighting matrices, we show that the
proposed algorithms outperform OSQP and FBstab in terms
of accuracy as the size of the problem increases. The methods
are competitive in terms of computational time as well. This
is primarily due to the low computational cost of solving
the weighted projection. In the fully populated test scenario,
we show that the proposed algorithms reach the optimal cost

but are computationally inefficient when the OCP has higher
number of states and inputs. The proposed methods are com-
putationally expensive mainly because of the method used
solve the weighted projection. This bottleneck is highlighted
by using different methods to solve the weighted projection
like Bisection Search and CPLEX.

APPENDIX

A. Additional Results of Double Integrator (full weighting
matrices case)

TABLE XIII: Iterations

N = 10 N = 100 N = 1000

Quadprog 1 1 1
CPLEX 1 1 1
OSQP 50 300 300
FBstab 10 19 17
Algorithm 1 (with Bisection) 592 1119 1126
Algorithm 2 (with Bisection) 1195 2212 2224
Algorithm 1 (with CPLEX) 592 1119 1126
Algorithm 2 (with CPLEX) 1184 2246 2260

TABLE XIV: Error wrt Quadprog

N = 10 N = 100 N = 1000

Quadprog 0 0 0
CPLEX 0 9.43e-05 1.43e-06
OSQP 1.15e-05 9.30e-03 2.68e-02
FBstab 4.30e-03 5.96e-05 1.30e-05
Algorithm 1 (with Bisection) 7.32e-04 2.30e-03 2.30e-03
Algorithm 2 (with Bisection) 7.33e-04 2.40e-03 2.30e-03
Algorithm 1 (with CPLEX) 7.32e-04 2.30e-03 2.30e-03
Algorithm 2 (with CPLEX) 7.34e-04 2.30e-03 2.30e-03

B. Additional Results of AFTI-16 example (full weighting
matrices case)

TABLE XV: Iterations

N = 10 N = 100 N = 1000

Quadprog 1 1 1
CPLEX 1 1 1
OSQP 2025 500 475
FBstab 25 197 175
Algorithm 1 (with fsolve) 444 658 255
Algorithm 2 (with fsolve) 896 1329 523
Algorithm 1 (with CPLEX) 446 660 254
Algorithm 2 (with CPLEX) 902 1334 523

TABLE XVI: Error wrt Quadprog

N = 10 N = 100 N = 1000

Quadprog 0 0 0
CPLEX 9.78e-05 2.88e-03 3.76e-01
OSQP 4.23e+00 4.35e+01 3.05e+02
FBstab 3.26e-02 5.37e+01 3.42e+01
Algorithm 1 (with fsolve) 4.98e-03 3.57e-02 4.10e-02
Algorithm 2 (with fsolve) 4.99e-03 3.58e-02 4.12e-02
Algorithm 1 (with CPLEX) 9.77e-04 1.98e-03 3.70e-02
Algorithm 2 (with CPLEX) 4.88e-03 6.67e-02 3.72e-02
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