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Abstract Modern technologies revolutionize human-machine interaction and task automation by 

successfully employing paradigms such as machine learning. In fact, deep learning, a ma-

chine learning technique based on artificial neural networks, has achieved commendable 

results, often exceeding human-level performance, in tasks that are impossible to solve by 

explicit programming, such as object detection and speech recognition. This project ex-

plores the application of such cutting-edge technologies in the context of electron micros-

copy in order to determine how they will affect the way people use microscopes in the 

future. More specifically, deep learning technologies were incorporated into an Intelligent 

Microscope (IM) prototype software system. The IM is a web-based system, powered by 

Artificial Intelligence (AI), that can be controlled through a voice interface, perform mi-

croscope operations, detect specific objects in microscope images, as well as interpret 

information about detected objects. This report presents the second development iteration 

of the IM, during which the system was extended to detect asbestos fibers, control multi-

ple microscopes of different types using high-level voice commands, as well as perform 

image processing tasks such as smart denoising. The results of this work highlight the 

benefits of including AI technologies in microscopy systems. To be more specific, the 

achieved results include enhancing an existing asbestos detection workflow in terms of 

throughput, improving the usability of microscopes by means of a unified voice interface, 

and offering the ability to reconfigure a smart denoiser at will in order to optimize its 

performance according to the current operational settings of the microscope. 
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Abstract 
 

Modern technologies revolutionize human-machine interaction and task automation by 

successfully employing paradigms such as machine learning. In fact, deep learning, a 

machine learning technique based on artificial neural networks, has achieved com-

mendable results, often exceeding human-level performance, in tasks that are impos-

sible to solve by explicit programming, such as object detection and speech recogni-

tion. This project explores the application of such cutting-edge technologies in the con-

text of electron microscopy in order to determine how they will affect the way people 

use microscopes in the future. More specifically, deep learning technologies were in-

corporated into an Intelligent Microscope (IM) prototype software system. The IM is 

a web-based system, powered by Artificial Intelligence (AI), that can be controlled 

through a voice interface, perform microscope operations, detect specific objects in 

microscope images, as well as interpret information about detected objects. This report 

presents the second development iteration of the IM, during which the system was 

extended to detect asbestos fibers, control multiple microscopes of different types us-

ing high-level voice commands, as well as perform image processing tasks such as 

smart denoising. The results of this work highlight the benefits of including AI tech-

nologies in microscopy systems. To be more specific, the achieved results include en-

hancing an existing asbestos detection workflow in terms of throughput, improving the 

usability of microscopes by means of a unified voice interface, and offering the ability 

to reconfigure a smart denoiser at will in order to optimize its performance according 

to the current operational settings of the microscope. 
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Foreword 
 

Seeing is believing. When one starts thinking about different ways an electron micro-

scope can be used and interacted with, it is easy to dream up all kinds of science fiction 

scenarios. These will be met with enthusiasm or skepticism, both based on gut feelings 

and personal preferences. Therefore, it is essential that these thought-experiments are 

actually built in the real world, and people get a chance to experience firsthand how 

new technology can be used to change the interaction model of a user with an instru-

ment. This is why we started the project Intelligent Microscope. 

 

Last year, the foundation was laid down by creating a first working prototype that uses 

AI to recognize certain organelles in cells, introduced voice control as an interaction 

means, and had a rudimentary understanding of semantics (“large mitochondria with 

respect to cells”). This year, the mission was to expand that first prototype, to make it 

more believable, show its expansibility (one of the key requirements) and to control 

the full stack of different microscope types through a uniform (voice) interface, some-

thing that has never been possible before. 

 

Kon had to build on somebody else’s work. This is always hard. You have to get your-

self acquainted with a technology stack you may not have chosen yourself should you 

have had to make the initial design, get familiar with the code and the architecture of 

the application, understand the domain, stakeholders and their challenges, and then 

also think of ways to add and improve! The first thing to figure out in a research project, 

is what it is you want to research in the first place. Kon conducted a thorough analysis 

of the various options, estimated complexity and pay-off, and eventually settled on 

asbestos detection as a main use case. The bonus of that use case was the possibility to 

work with a different microscope, Phenom, than the SEM system used in the first year. 

So the extension towards a generic voice interface, and the associated design challenge, 

was obvious. Kon communicated with the Phenom team, and obtained all the infor-

mation and data he needed to successfully execute this. During the project, we discov-

ered some low-hanging fruits, which Kon implemented. In particular, the Noise2Noise 

algorithm was important for us to experiment with, in particular the way to quickly 

obtain the relevant image data needed for retraining the neural network. It also marks 

the first instance where we have a self-training machine! 

 

Since Kon had to significantly expand the capabilities of the software, a lot of “plumb-

ing” needed to be done. He successfully redesigned several parts of the code to be 

better prepared for the expansions needed and applied sound design patterns to those 

areas. As a bonus, this paid off in the possibility to support “undo” commands, and in 

the future concatenation of commands. 

 

All in all, Kon has done a great job in managing his time, writing this thesis and creat-

ing a super-cool piece of software that we will have a lot of fun playing with and learn-

ing from. With each year of the Intelligent Microscope project, the future becomes 

clearer! 

 

Dr. Remco Schoenmakers 

Director Digital Science Technologies 

September 19, 2019 
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Preface 
 

This report presents the work associated with the Intelligent Microscope II project. The 

main objective of this project is to explore cutting-edge technologies that will radically 

change the way people use electron microscopes in the future and incorporate them 

into a prototype software system. 

 

The project was carried out by Konstantinos Smanis at Thermo Fisher Scientific, Eind-

hoven, The Netherlands, between January 2019 and October 2019. It constitutes the 

author’s ten-month graduation assignment required to obtain the Professional Doctor-

ate in Engineering degree in Software Technology from the Eindhoven University of 

Technology. The project was carried out under the supervision of Dr. Remco 

Schoenmakers on behalf of Thermo Fisher Scientific (the industrial partner) and Prof. 

Dr. Mykola Pechenizkiy on behalf of the Eindhoven University of Technology (the 

academic partner). 

 

This document is primarily intended for anyone who might be interested in the appli-

cation of state-of-the-art technologies, such as deep learning, in the context of electron 

microscopy. A basic understanding of the principles of software engineering and deep 

learning is assumed. 

 

Konstantinos Smanis 

August 3, 2019 
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Executive Summary 
 

State-of-the-art technologies affect our everyday lives in ways previously only imag-

ined. Self-driving cars, smooth-talking virtual assistants, and computer-aided 

healthcare diagnostics are just a few examples of already existing technologies that 

seem to have emerged out of science fiction tales. The driving force behind all these 

exciting applications is Artificial Intelligence (AI) and, in particular, its branches, Ma-

chine and Deep Learning. Of course, these developments also influence the way soft-

ware is designed, as machine learning frameworks are slowly becoming standard com-

ponents of an increasing number of software systems. 

 

Considering these trends, Thermo Fisher Scientific is conducting research into the ap-

plication of such cutting-edge technologies in its products and services. More specifi-

cally, the company’s Advanced Technology department in Eindhoven is interested in 

exploring in what way these technologies will influence the way people use electron 

microscopes in the future and incorporate them into a prototype software system. As a 

result, the Intelligent Microscope (IM) system was created in 2018. The IM is an AI-

powered, web-based software system that can be controlled through a voice interface, 

perform microscope operations, detect cells and mitochondria in microscope images, 

as well as interpret information about the detected objects. 

 

This technical report presents the second development iteration of the IM, Intelligent 

Microscope II, which extended the system to detect asbestos fibers, control any number 

of different types of microscopes using high-level voice commands, as well as perform 

image processing tasks such as smart denoising. To be more specific, the system is 

capable of detecting asbestos fibers on microscope images using a segmentation Con-

volutional Neural Network (CNN) that only requires a single input image, as compared 

to existing solutions that require two input images. In addition, the system is also ca-

pable of filtering out potential asbestos fibers that can be classified as non-asbestos 

with confidence, using a classification CNN. Furthermore, the microscope control ca-

pabilities of the system were redesigned into a more flexible architecture, which allows 

executing and undoing high-level commands on different types of microscopes using 

the same voice interface. Finally, the system was extended to handle image processing 

tasks as well, such as image colorization and denoising. In fact, a smart denoising pro-

cedure was implemented based on the Noise2Noise technique, which allows retraining 

a generic CNN denoiser so that it specifically targets the type of noise encountered 

under the current operational conditions. 

 

The achieved project results demonstrate how convolutional neural networks can au-

tomate asbestos detection, decreasing the image acquisition times by approximately 

50% and reducing the associated human workload by up to 75%; how natural-language 

interfaces can aid in improving the usability of any microscopy system; and how deep 

learning architectures can be leveraged in order to solve formerly infeasible tasks such 

as smart image denoising. 
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1.Introduction 
 

It is an undeniable fact that modern technologies evolve rapidly and have a significant 

impact on our everyday lives. Artificial Intelligence (AI), cloud/fog/edge computing, 

virtual reality, and the semantic web are all prime examples of technological fields that 

show great promise. The primary objective of this project is to explore in what way 

these technologies will influence the way people use electron microscopes in the future 

and incorporate them into a prototype software system. 

 

This chapter provides an introduction to the problem that the Intelligent Microscope II 

project is trying to address. In Section 1.1, the surrounding context of the problem is 

presented. Section 1.2 contains an outline of the structure of this report. 

1.1    Context 
Intelligent Microscope II is a research project that was made possible by the collabo-

ration between Eindhoven University of Technology and Thermo Fisher Scientific, as 

part of the PDEng Software Technology program. Thermo Fisher Scientific is the 

world leader in serving science, with a mission of enabling its customers to make the 

world healthier, cleaner, and safer [1]. Thermo Fisher Scientific is engaged in, among 

others, the fields of analytical instruments, life sciences, laboratory products, and spe-

cialty diagnostics [2]. This project was executed in the Advanced Technology depart-

ment of the Materials and Structural Analysis division of Thermo Fisher Scientific in 

Eindhoven, which produces top-end electron microscopes. 

 

Intelligent Microscope II is the successor to the Intelligent Microscope PDEng gradu-

ation project, which was executed by Dmytro Kondrashov in 2018 [3]. The project 

builds on top of its predecessor and aims to strike a balance between improving exist-

ing functionality and adding new features. For the remainder of this report, the term 

Intelligent Microscope I (or IM1) is used to refer to the PDEng graduation project that 

took place in 2018, the term Intelligent Microscope II (or IM2) is used to refer to the 

PDEng graduation project that took place in 2019, while the term Intelligent Micro-

scope (or IM) is used to refer to the project as a whole, i.e., a software project that was 

developed over two distinct iteration cycles. 

 

The company’s motivation behind the IM project is to identify which modern technol-

ogies will shape the way people use electron microscopes in the future. Potential can-

didates are: 

• Artificial intelligence 

• Cloud/fog/edge computing 

• Voice user interfaces 

• Semantic queries 

• Virtual/augmented reality 

 

More specifically, in the context of electron microscopy, artificial intelligence can be 

used in order to segment microscope images using Deep Learning techniques, as 

shown in Figure 1. Cloud/fog/edge computing can be used to store, manage, and pro-

cess microscope data in other nodes of a flexible network topology, under various con-

ditions. A voice user interface allows for the simplification of user interactions with 

the microscope, leading to a more gradual learning curve for the microscope system. 

Semantic queries can be used to give meaning to semantic constructs using contextual 

information, e.g., query for “small” objects. Finally, virtual/augmented reality is an-

other user interaction paradigm that can provide a fully simulated environment, e.g., 

for educational purposes. 
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Figure 1—Color-coded segmentation of a microscope image depicting neural 

structures [4] 

 

Considering the company’s project motivation, the project goal is to build a prototype 
software system that showcases these technologies in the context of electron micros-

copy. This prototype can consequently be used as a demonstrator in order to elicit 

feedback from potential stakeholders (e.g., upper management). This feedback can be 

useful in order to determine which of the concepts actually add value to an electron 

microscopy system and can be therefore taken up by the Research and Development 

(R&D) department for further development. 

 

The project goal translates to a project scope according to the available resources. Fig-

ure 2 illustrates an overview of the project scope. In short, IM1 was extended as nec-

essary, in order to be able to: 

• Detect asbestos fibers in microscope images. 

• Control different types of microscopes using a uniform voice interface. 

• Perform image processing tasks such as smart denoising and colorization. 

 

 
Figure 2—IM2 project scope overview 

 

These functionalities were built on top of the features provided by IM1, which in sum-

mary are: 

• Detect cells and mitochondria in microscope images. 

• Control a specific type of microscope using a voice interface. 

• Interpret detected object information using a fixed knowledge database. 

 

Figure 3 shows examples of the different microscope types supported by IM2. More 

specifically, VolumeScope and Phenom XL are both Scanning Electron Microscopes 

(SEM), whereas Talos is a Transmission Electron Microscope (TEM). It is worth men-

tioning that the term Phenom is used to refer to a product line of desktop-sized SEMs 
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by Phenom-World, a part of Thermo Fisher Scientific [5]. Further information about 

electron microscopes is presented in Chapter 2. 

 

   
Figure 3—A VolumeScope SEM (left) [6], a Phenom XL Desktop SEM (middle) [7], 

and a Talos TEM (right) [8]—not to scale 

1.2    Outline 
The remainder of this report is structured as follows. Chapter 2 introduces the reader 

to the problem domain. Chapter 3 provides a thorough analysis of the problem, namely 

a definition of the project goal, a use case analysis, the main stakeholders and their 

concerns, as well as the design opportunities that the problem exhibits. Chapter 4 lists 

the high-level functional and non-functional requirements of the system. Chapter 5 

describes the architecture and design of the system. Chapter 6 presents the implemen-

tation of the system. Chapter 7 explains the verification and validation aspects of the 

system, as well as the setup and scenario of the final demo. Chapter 8 summarizes the 

project results and proposes a list of future work items. In Chapter 9, the project man-

agement aspect of the project is outlined. Finally, a project retrospective is provided in 

Chapter 10. 
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2.Domain Analysis 
 

In software engineering, the term domain refers to a general field of business or tech-

nology in which a software system is used [9]. Domain analysis is the process of learn-

ing background information about the domain in order to acquire a better understand-

ing of the problem. Sources of information for domain knowledge include domain ex-

perts, domain literature, and existing software artifacts. Domain analysis leads to a 

plethora of benefits, the most important of which are: 

• Faster development 

• Better systems 

• Anticipation of extensions 

 

This chapter presents Electron Microscopy, the domain in which the IM2 project was 

executed. Section 2.1 provides a brief history of microscopy. In Section 2.2, the most 

prevalent types of microscopes are presented. Section 2.3 outlines various applications 

of electron microscopes. Finally, Section 2.4 contains some commonly used electron 

microscopy terms that are used throughout this report. 

2.1    History of Microscopy 
Microscopy is the technical field of investigating objects and structures that are too 

small to be seen by the naked eye [10]. This task is achieved using specialized instru-

ments called microscopes. The word microscope is derived from the Ancient Greek 

words μικρός (mikrós—small) and σκοπεῖν (skopeîn—to look at). 

 

Although the inventor of the microscope is unknown, Dutchman Antony van Leeu-

wenhoek (1632–1723) made one of the earliest instruments for studying very small 

objects [11]. This instrument consisted of a convex optical lens and an adjustable ob-

ject holder and may well have been able to magnify objects up to 400x, despite its 

simplicity. The addition of a second lens gave us the compound microscope, the basis 

of light microscopes nowadays. 

 

In the 1920s, it was discovered that accelerated electrons in a vacuum behave much 

like light. By applying electromagnetic fields to shape the electron paths, Ernst Ruska 

and Max Knoll built the first transmission electron microscope in 1931, for which 

Ruska was awarded the Nobel Prize in Physics 1986. 

 

Finally, in 1959, noted physicist Richard Feynman delivered his lecture “There's 

Plenty of Room at the Bottom” at the California Institute of Technology (Caltech), 

which is widely credited as the genesis of the modern field of nanotechnology. 

2.2    Microscope Types 
There are three major types of microscopes: optical, electron, and scanning probe [12]. 

Figure 4 shows representative products from each category. 

 

Optical or light microscopes are the most common ones and the first to have been 

invented [13]. They use visible light and a system of optical lenses to view objects 

approximately as small as one micrometer (1 μm = one millionth of a meter), such as 

red blood cells (7 μm) or human hairs (100 μm) [12], [14]. 

 

Electron microscopes, on the other hand, use a beam of accelerated electrons as a 

source of illumination and electromagnetic or electrostatic lenses to focus the particles 

[15]. As the wavelength of an electron can be up to 100,000 times shorter than that of 

visible light photons, electron microscopes have a higher resolving power than light 

microscopes and can reveal features as small as one-tenth of a nanometer (1 nm = one 

ten billionth of a meter), including individual atoms. 
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Finally, scanning probe microscopes use no lenses, but rather a very sharp probe that 

interacts with the sample surface [12]. These instruments map various forces and in-

teractions that occur between the probe and the sample in order to create an image. 

Scanning probe microscopes are capable of the resolution required to create atomic 

scale images, along with electron microscopes. 

 

Given that this project was executed in Thermo Fisher Scientific, a premier provider 

of electron microscopes, this report focuses specifically on them. 

 

   
Figure 4—An optical microscope (left) [16], an electron microscope (middle) [6], and 

a scanning probe microscope (right) [17]—not to scale 

2.3    Electron Microscopy Applications 
Electron microscopes have a wide range of practical applications, such as particle anal-

ysis, material characterization, industrial failure analysis, and process control [18]. Re-

search laboratories, universities, nanotechnology centers, and companies all over the 

world use them for their unique ability to visualize microscopic specimen structures at 

a much higher resolution than what can be achieved with optical microscopes (see 

Figure 5). 

 

 
Figure 5—Pollen grains imaged by a scanning electron microscope [19] 

 

For instance, in the domain of life sciences, electron microscopy is used to visualize 

the structure of tissues and cells, to observe viruses in their natural biological context, 

and to determine the architecture of protein complexes. In the electronics industry, 

semiconductor manufacturers use specialized microscopes for the high-resolution 
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imaging and analysis required to develop and control the manufacturing process. Fi-

nally, in research, electron microscopes are applied successfully in the pursuit of next 

generation fuel and solar cell technologies, energy-efficient solid-state lighting, as well 

as lighter, stronger, and safer materials. 

2.4    Electron Microscopy Terminology 
Some commonly used electron microscopy terms that are used throughout this report 

are presented below [20]: 

 

Backscattered electrons 

Primary (i.e., beam) electrons that have been generally deflected by the specimen 

through an obtuse angle (greater than 90°). 

 

Dwell time 

The time spent by the electron beam for each pixel of an acquired microscope image. 

 

EDX 

Energy dispersive X-ray analysis or spectrometry (also EDXA/EDS). An EDX spec-

trometer is used for the elemental analysis or chemical characterization of a sample by 

creating a spectrum of emitted X-rays based on their energy. 

 

Focus 

The sharpness of an image. 

 

Objective lens 

In an SEM, this is the last lens before the specimen that produces the electron beam 

spot with which the specimen is scanned. In a TEM, this is the first lens after the spec-

imen that focuses the transmitted electrons into an image. 

 

Resolution 

A measure of the ability to make closely adjacent points or lines distinguishable in an 

image. 

 

Secondary electrons 

Electrons scattered by interactions between specimen atoms and beam electrons. 

 

Working distance 

The physical distance between the objective lens and the specimen surface. 
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3.Problem Analysis 
 

Problem analysis is the process of investigating a situation, identifying potential areas 

of improvement, and suggesting practical solutions [21]. The goal of problem analysis 

is to acquire a better understanding of the problem, before execution begins, in order 

to solve the problem in the best possible manner. A typical problem analysis involves 

defining the problem statement, collecting and analyzing data, as well as coming up 

with potential solutions [22]. During problem analysis it is crucial to identify and com-

municate with the people directly involved. 

 

In this chapter, the problem analysis that was conducted for the IM2 project is pre-

sented. Section 3.1 presents the project goal. Section 3.2 provides an overview of all 

the use cases that were considered. In Section 3.3, an in-depth analysis of one of the 

selected use cases is presented. Section 3.4 contains the stakeholder analysis that was 

conducted for this project. Finally, Section 3.5 outlines the design opportunities that 

the problem presents. 

3.1    Project Goal 
Novel technologies, such as artificial neural networks, unlock an excess of revolution-

ary opportunities in human-machine interaction and task automation. In contrast, soft-

ware in the microscopy domain has always been considered conservative, as it lags 

behind the latest trends in terms of user experience. By taking advantage of state-of-

the-art technologies, it should be possible to reimagine, design, and build a modern 

microscope system that more closely reflects the state of current and future technolog-

ical advancements. 

 

This means that the Intelligent Microscope is an exploratory project, whose goal is to 

identify promising technological “puzzle pieces” and put them together in a “view” 

that makes sense. In other words, the IM project is an attempt at exploring cutting-edge 

technologies, which will radically change the way people use electron microscopes in 

the future, and incorporating them into a prototype software system. Potential candi-

dates are: 

• Artificial intelligence 

• Cloud/fog/edge computing 

• Voice user interfaces 

• Semantic queries 

• Virtual/augmented reality 

 

This generic project goal applied to both development iterations of the Intelligent Mi-

croscope system. The key difference between them is that IM1 focused on maximizing 

the added value of new features, given that it was a greenfield project, while IM2 aimed 

to strike a balance between improving its predecessor and adding new features. In other 

words, during IM2, significant effort went not only into introducing new functionality, 

but also into refactoring the system in order to keep the technical debt at bay and ensure 

that the system remained maintainable and extensible in the future. 

3.2    Use Cases 
Even though the previous section presents a concise description of the desired goal, it 

does not specify the steps that are required to achieve it. This section discusses poten-

tial applications of the technologies outlined above in the context of electron micros-

copy. These applications emerged from stakeholder interviews, brainstorming ses-

sions, and domain literature during the initiation phase of the IM2 and were subse-

quently documented and evaluated. Key selection criteria were feasibility, customer 

value, as well as estimated time and complexity. Figure 6 illustrates a mind map of all 

considered directions, i.e., use cases of potential technological applications. The rest 

of this section briefly goes through all use cases shown in the mind map. 
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Figure 6—Mind map of all considered use cases 
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3.2.1.  Image Analysis 

IM1 was capable of detecting cells and mitochondria in microscope images, overlaying 

their outlines on top of the microscope image, and numbering them so that they could 

be referenced using voice commands, e.g., “zoom to mitochondrion five.” Figure 7 

illustrates these features. During the IM2 project, the intention was to build on top of 

these features, either by improving the existing functionality or by adding new image 

analysis capabilities. 

 

 
Figure 7—Detection of mitochondria in a microscope image 

 

One of the most promising use cases that came up during stakeholder interviews was 

object detection for asbestos fibers. This use case was quickly picked up for a number 

of reasons. First, it aligns with the high-level goal of showcasing how AI can automate 

tasks that are not otherwise doable. Second, there was sufficient domain and technical 

knowledge within the company to support this initiative. Third, appropriately labelled 

image datasets for training models were already available at the time. Fourth, this use 

case showcases the extensibility of the system—one of the core non-functional require-

ments of IM1. Due to its complexity and importance, this use case is analyzed in depth 

in Section 3.3. 

 

Another interesting use case was an image denoising model based on a Deep Convo-

lutional Neural Network—DnCNN [23], which can be trained to effectively remove 

noise without requiring clean data. Simply put, it can be trained on pairs of images that 

contain the same signal, but different noise levels. This technique is often called 

Noise2Noise (N2N) denoising [24]. This use case was also selected on the basis of 

showcasing tasks that are greatly benefited by the use of AI. 

 

Sparse reconstruction, i.e., full image reconstruction from low-dose sparse microscope 

frames, was also considered, given that there was sufficient relevant knowledge in the 

department and there had been some recent work done in this direction. Even though 

this was an interesting use case, it was not picked up as it would mostly involve 
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integrating existing work into the IM system rather than exploring new territory tech-

nically. 

 

Another possible direction would be an image quality detection feature, which would 

be able inform the user if the acquired image was not of regular quality, e.g., too blurry. 

Furthermore, it would be able to suggest potential actions to the user, such as “recali-
brate beam” or “perform auto-focus routine.” Similar work had been done in a different 

department of the company as well. This use case was also not selected due to limited 

interest compared to other use cases. 

 

Finally, material analysis on TEMs was also suggested as a use case of high interest 

that would allow the user to classify materials on a TEM. This use case was not selected 

because the asbestos detection use case was preferred as the primary AI use case for 

IM2. 

3.2.2.  Microscope Control 

In IM1, the user was able to control a single VolumeScope microscope though a voice 

interface, using simple commands, such as “get an image,” “get a better image,” “zoom 
in,” “move stage left,” and “zoom to cell four.” 

 

One of the most desirable use cases that was identified during stakeholder interviews 

in the current project was a generic microscope interface, which would allow the user 

to seamlessly control any number of different types of microscopes through the same 

voice interface. In other words, the user would be able to control microscopes of dif-

ferent classes, e.g., Phenom microscopes, SEMs, and TEMs, with the same voice com-

mands, e.g., “get an image” or “zoom in.” This use case was eventually selected be-

cause it highlights the benefits of the voice interface while providing plenty of design 

opportunities. 

 

The generic microscope interface could also be coupled with high-level commands that 

would allow more intricate microscope behavior to be exposed or common command 

chains to be automated. For example, the user would be able to issue a command such 

as “improve image quality” and then, depending on the microscope type, this could be 
translated to a series of commands, such as “perform auto-focus routine,” “increase 
dwell time,” and “acquire new image.” Furthermore, this abstraction would allow for 

some useful features, such as undoing or queueing commands. This use case was also 

selected because it is a nice addition to the generic microscope interface without incur-

ring too much implementation overhead. 

 

Finally, regarding the voice interface, another potential use case would be to generally 

improve the user experience by making the interactions between the user and the chat-

bot smoother, as well as enhancing the command vocabulary by adding more phrases. 

This use case would add considerable value to the system without significant develop-

ment time; therefore, it was also selected. 

3.2.3.  Knowledge 

IM1 included a mock knowledge database that contained empirical values regarding 

average cell and mitochondrion sizes as well as average mitochondrion size compared 

to the containing cell. The goal for IM2 was to increase the perceived knowledge of 

the system, either by accumulating knowledge over time or by executing semantic web 

queries. The former can be achieved with or without user intervention. 

 

In the scenario where the user is involved in the knowledge build-up, the following 

two use cases were identified: 

1. A manual labelling use case, which would allow the user to relabel erroneous 

object detection results and retrain the model at will, thereby calibrating it. 

2. A generic object detection toolkit that would allow the user to create new 

object detection models by manually specifying all the labels. 
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The first use case was initially selected, but, while the project was underway, it was 

rescoped into the Noise2Noise retraining use case, which is a form of semi-automatic 

knowledge build-up, as it was better aligned with the company goals at the time. The 

second use case was not selected due to its complexity. 

 

In the scenario where the user is not involved in the knowledge build-up, the following 

two sources of information were considered: 

1. Data that is extracted from usage samples. For example, the system could 

automatically keep track of certain statistics, such as density or shape distri-

bution of objects, or suggest some settings based on past user interactions. 

2. Data that is extracted from Athena—an external, on-premise database that 

stores intermediate microscope acquisitions. 

 

Neither of these use cases was selected due to scoping issues, i.e., limited amount of 

time. 

 

Finally, the use case of executing semantic queries over the Internet was also consid-

ered. This use case would allow the user to ask questions with semantic content, such 

as “What’s the average cell size for this sample?” but instead of using the internal 
knowledge database, the question would be answered with knowledge retrieved from 

Internet resources. This use case was not selected due to its perceived difficulty, as it 

was estimated that a significant investment of time would be required in order to re-

search and implement it, considering that the relevant know-how was not present in 

the AT department at the time. 

3.2.4.  User Interface 

IM1 included a rudimentary web-based user interface, as shown in Figure 8. This in-

terface allowed the user to trigger the voice control interface, as well as view the ac-

quired microscope image, annotated detected objects, and informative screen mes-

sages. 

 

 
Figure 8—IM1 user interface 

 

A potential use case regarding the user interface would be to add support for user pref-

erences, such as toggling between a male and female bot voice, toggling between local 

and cloud execution for object detection, and allowing access to specific detectors 

based on user permissions. This use case was quickly identified as an easily achievable 

target and consequently selected. 
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Another use case would be to perform user identification using a camera or micro-

phone, i.e., facial or speaker recognition, complementary to the traditional username-

password credentials. This use case was not selected due to time constraints. 

 

Adapting the user interface for mobile devices was another identified use case. This 

feature would allow users of the system to control it through a smartphone or tablet, 

while adjusting the user experience to the form factor or capabilities of the device. This 

use case was also not selected as it does not add significant value to the system, nor 

does it explore new technologies, i.e., it is just an engineering task. 

 

Thermo Scientific™ Open Inventor™ [25] was also briefly considered as a means of 

handling the detected object overlays more efficiently, but was eventually dropped, as 

there was no application for 3D graphics in the system at the time. 

 

Finally, another use case that was identified was to generally improve the user experi-

ence by making it smoother, more natural, and optimized for a touch- and voice-con-

trolled environment. This use case was selected, but not prioritized, unless an easily 

achievable target was identified during the course of the project. 

3.3    Use Case Analysis: Asbestos Detection 
The asbestos detection use case not only is one of the core features of the IM2 project, 

but it also has a complex problem environment. Therefore, it was selected for in-depth 

analysis, so that the reader is provided with all necessary background information. 

3.3.1.  Problem Definition 

Asbestos is a naturally occurring silicate mineral that forms long, thin fibers. It was 

often used in construction, mixed with cement or woven into fabric, due to its desirable 
physical properties, such as resistance to heat and electricity [26]. However, asbestos 

is known to be hazardous to human health, causing serious and fatal illnesses, including 

lung cancer and asbestosis. In more than 50 countries, asbestos has been banned since 

the early 1970s, with strict regulations in place concerning its use [27]. 

 

The detection of airborne asbestos fibers is a complex and time-consuming operation, 

requiring the use of electron microscopes and highly trained operators [28]. Several 

norms are in place to describe which procedures should be implemented for a correct 

evaluation of the risks. The process of determining the level of asbestos fibers in am-

bient air is specified in ISO Std 14966 and can be summarized in the following steps 

[26]: 

P1. A known volume of air is sampled through gold-coated, porous filters. 

P2. A check is performed to rule out any damage to the filter. 

P3. The filter samples are loaded into a scanning electron microscope. 

P4. At least 100 images are acquired at random, non-overlapping positions on the 

filter (fields). 

P5. All images are inspected to locate potential fibers. 

P6. The chemical composition of all potential fibers is manually established using 

spectroscopy. 

 

This process introduces several challenges, given that asbestos fibers are small and do 

not produce a lot of contrast when imaged. As a result, a lot of practice and training is 

required in order to be able to spot all the fibers on a sample—a long and tedious op-

eration. Therefore, the inspection of a set of samples from a potentially hazardous lo-

cation may require hours, depending greatly on the experience of the user. 

3.3.2.  Existing Solution 

Thermo Fisher Scientific—aiming to support the operator—offers Thermo Scien-

tific™ Phenom AsbestoMetric Software, an integrated solution for detecting asbestos 
fibers, which automates the image acquisition (step P4) and fiber detection (step P5) 

parts of the above procedure. In other words, after the operator loads the filter samples 
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in the microscope, a configurable number of images is automatically acquired and pro-

cessed by a traditional image processing algorithm. The operator then only needs to 

perform the chemical composition analysis on the detected fibers, verify the outcome, 

and certify the accuracy of the results. 

 

The aforementioned algorithm consists of the following steps: 

A1. The algorithm performs an arduous auto-focus routine so that the acquired 

images are of a certain, expected quality. This step takes roughly ten seconds, 

i.e., around one third of the total processing time per iteration. 

A2. The algorithm acquires two sets of images for every field (see Figure 9): one 

using the Backscatter Electron Detector (BSD) and another one using the Sec-

ondary Electron Detector (SED). This step takes roughly seven seconds per 

image acquisition, i.e., around two thirds of the total processing time per iter-

ation. It is also worth noting that the SED introduces a one-time initialization 

time of approximately six minutes. 

A3. The algorithm detects all objects on every field using both BSD and SED 

images as inputs. 

A4. The algorithm classifies the detected objects as potential fibers based on their 

position and morphological properties (e.g., size, form factor, and aspect ra-

tio) according to ISO Std 14966. 

 

  
Figure 9—A BSD (left) and an SED (right) image of the same field 

3.3.3.  Proposed Solution 

Our proposed solution aims to improve the AsbestoMetric Software in the following 

ways: 

1. Reduce the total image acquisition time (step A2). 

2. Reduce the number of false positives in the set of potential fibers (step A4). 

 

The first goal is achieved by an image segmentation neural network that replaces step 

A3. The speed-up benefits derive from the fact that the network only requires a single 

BSD image, while the traditional algorithm requires both a BSD and an SED image. 

Furthermore, the network could potentially be used on slightly noisy or blurred images 

(i.e., acquired with a less strict auto-focus routine—see step A1) thus allowing for an 

even faster acquisition process. Given that the auto-focus routine and the image acqui-

sition process are the main bottlenecks of the algorithm, the speed-up benefits are con-

siderable. 

 

The second goal is achieved by an image classification neural network that is intro-

duced as an extra step (A5) that filters out potential fibers that can be classified as non-

asbestos with confidence. Given the associated business logic, this network should be 

tuned to primarily minimize the number of false negatives (fibers that should be con-

sidered but were discarded instead) and secondarily minimize the number of false pos-

itives (fibers that should be discarded but were considered instead). Simply put, it is 

preferable for the network to overpredict, rather than underpredict. 
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The implementation of aforementioned neural networks is presented in Section 6.6.1. 

3.4    Stakeholders 
Project stakeholders are entities that may affect, be affected, or perceive to be affected 

by a given project and therefore have an interest in it [29]. Stakeholder management is 

a critical component of every project, because engaging the right stakeholders in the 

right way can make a big difference to its success. The stakeholder management pro-

cess can be summarized in the following steps: 

• Identify stakeholders. 

• Determine their interest and power in the project. 

• Establish a communication plan. 

• Engage stakeholders. 

 

The stakeholders that were identified in the IM2 project are shown in Table 1, along 

with their interest, power, and concern in the context of the project1. Interest can be 

succinctly defined by example as answering the question “How keen is the stakeholder 

to help the project succeed?” Similarly, power answers the question “How much po-

tential influence does the stakeholder have on the project?” Finally, a stakeholder may 
have multiple concerns in a given project, but Table 1 only lists the most important 

one (as perceived by the PDEng trainee), for the sake of brevity. 

 

Table 1—Stakeholders 

Name Role Interest Power Concern 

Remco 

Schoenmakers 

Company 

Supervisor 
9 10 Successful prototype 

Mykola 

Pechenizkiy 

University 

Supervisor 
8 8 

Academic aspect of the 

project 

Yanja 

Dajsuren 

PDEng 

Director 
7 7 

Reputation of the PDEng 

program 

Konstantinos 

Smanis 

PDEng 

Trainee 
10 9 Professional development 

Wouter 

Arts 

Company 

Employee 
6 4 

Improvement of company 

products 

Pavel 

Potocek 

Company 

Employee 
6 5 Share domain knowledge 

Maurice 

Peemen 

Company 

Employee 
6 5 Share domain knowledge 

 

Figure 10 illustrates a stakeholder map based on this data. A stakeholder map is an 

intermediate product that helps devise a communication plan. A communication plan 

specifies aspects of communication with the stakeholders, such as the type and fre-

quency of interactions, and can be used to gain commitment from the stakeholders in 

order to ensure the project’s success. 
 

According to the project’s communication plan, weekly face-to-face meetings were 

held with the company supervisor in order to review activities and steer the project in 

the right direction. Monthly face-to-face meetings were held with the Project Steering 

Group (PSG) in order to discuss the project’s progress, the project plan, and potential 

issues. The PSG consists of the company supervisor, the university supervisor, and the 

PDEng trainee. Communication with the rest of the stakeholders was established on an 

ad-hoc basis, using the most appropriate communication medium (e.g., face-to-face 

meeting or e-mails). 

 

 
1 During the IM1 and IM2 projects, the key project stakeholders remained largely the same, with 

the obvious exception of the PDEng trainee. 
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In brief, stakeholder engagement during the IM2 project was quite high, i.e., stake-

holders were helpful and cooperative. As a result, no extra engagement actions were 

deemed necessary, other than the ones listed above. 

 

 
Figure 10—Stakeholder map 

3.5    Design Opportunities 
This section describes the design opportunities that the problem presents. More specif-

ically, it discusses how these design opportunities have been translated to the design 

aspects that the system design should follow. These design aspects are of paramount 

importance to PDEng graduation projects, considering that all PDEng assignments are 

expected to deliver an artifact that not only adds value, but is systematically designed 

according to scientific principles, as well [30]. Table 2 shows the design aspects and 

criteria that were deemed as the most important ones for the IM2 project. 

 

Table 2—Design aspects and criteria 

Aspect Criterion 

Construction Structuring 

Functionality Ease of use 

Realizability Technical realizability 

 

Structuring was selected as the most important design criterion because it is essential 

for the extensibility and maintainability of the system. In other words, a good architec-

ture reduces the time and effort required to contribute to the system, which is a crucial 

aspect of the IM project, since it is a prototype system that is developed in iterations 

by different PDEng trainees who have no prior knowledge of it. A great opportunity to 
exhibit this design criterion would be in the generic microscope control feature, which 

should allow any type of microscope to be abstracted through a single, clearly defined 

interface. 

 

Ease of use was identified as another very important design criterion for the project. In 

particular, the produced software artifact should be easy to use, install, and maintain. 

Consequently, a user-friendly interface and sufficient documentation are significant 

aspects of the design process. The voice user interface provides an excellent oppor-

tunity to showcase this design criterion, especially if we consider the high-level com-

mands and automation features that the project aims to expose to the user. 

 

Finally, technical realizability was also selected as an important design criterion, con-

sidering that the project goal is to build, not just design, a prototype software system 



 

18 

that showcases novel technologies in the context of electron microscopy. Simply put, 

it is important that one of the project outcomes is a tangible software system that can 

be used for demonstration purposes. This design criterion can be easily verified by 

reflecting on the number of project requirements that were successfully implemented. 

 

All of the aforementioned criteria are revisited and reflected on at the end of this report 

(Section 10.2). 
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4.Requirements 
 

Requirements express the needs of stakeholders that a system aims to satisfy [31]. The 

process life cycle most commonly associated with requirements involves the following 

activities: 

• Elicitation 

• Analysis 

• Specification 

• Validation 

• Management 

 

The previous chapter outlines the elicitation and analysis activities. More specifically, 

following the problem analysis that was performed, a number of use cases was selected 

for implementation. Furthermore, the three most critical design criteria were extracted 

from the design opportunities that the problem presents. 

 

This chapter dives into the specification activity, i.e., it discusses the functional and 

non-functional requirements that were formulated as a result of the previous analyses. 

Section 4.1 presents the functional requirements of the system, while Section 4.2 con-

tains the non-functional requirements of the system. 

4.1    Functional Requirements 
Table 3 shows the high-level functional requirements of the system that were extracted 

from the selected use cases in Section 3.2. 

 

Table 3—Functional requirements 

ID Description 

FR1 The system can detect asbestos fibers in microscope images 

FR2 The system can denoise microscope images 

FR3 The system can colorize microscope images 

FR4 The system can control different types of microscopes 

FR5 The system can switch between different microscopes 

FR6 The system can execute high-level microscope commands 

FR7 The system can undo microscope commands 

FR8 The system can switch between different chatbot voices 

FR9 The system can switch between local and remote object detection 

 

The aforementioned functional requirements are sufficiently analyzed in Section 3.2, 

as part of the explored use cases. 

4.2    Non-functional Requirements 
Prior to formulating the non-functional requirements of the system, the most important 

quality attributes of the system were identified, taking into consideration the design 

criteria in Section 3.5 and the product quality model illustrated in Figure 11. 

 

The selected quality characteristics of the system are: 

• Performance Efficiency: the degree of efficiency with which the system per-

forms under stated conditions. 

o Time Behavior: the degree to which the response and processing 

times of the system meet requirements. 

• Compatibility: the degree to which the system can exchange information with 

other systems and perform its required functions by making use of the ac-

quired information. 

• Usability: the degree of effectiveness and efficiency with which the system 

can be used to achieve specific goals. 
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o Learnability: the degree of ease with which the user can learn to op-

erate and control the system. 

o Operability: the degree to which the system is easy to operate and 

control. 

• Maintainability: the degree of effectiveness and efficiency with which the 

system can be improved, corrected, or adapted to changes in environment and 

requirements. 

o Modularity: the degree to which the system is composed of discrete 

components such that a change to one component has minimal im-

pact on other components. 

o Modifiability: the degree of effectiveness and efficiency with which 

the system can be modified without introducing defects or degrading 

existing product quality. 

• Portability: the degree of effectiveness and efficiency with which the system 

can be transferred from one operational environment to another. 

o Adaptability: the degree of effectiveness and efficiency with which 

the system can be adapted for different or evolving hardware, soft-

ware, or other usage environments. 

o Installability: the degree of effectiveness and efficiency with which 

the system can be successfully installed and/or uninstalled. 

 

Table 4 presents the non-functional requirements of the system that were derived from 

the selected quality attributes. 

 

Table 4—Non-functional requirements 

ID Description 

NFR1 The system is compatible with various types of microscopes 

NFR2 The system is compatible with various types of prediction models 

NFR3 The system is easy to learn 

NFR4 The system is easy to operate 

NFR5 The system is modular 

NFR6 The system is easily modifiable 

NFR7 The system is platform-agnostic 

NFR8 The system is easily adaptable to various operational environments 

NFR9 The system is easily installable 

NFR10 The system is realizable 

NFR11 The system is responsive 

 

More specifically, NFR1 means that the system should be able to interact with different 

types of microscopes, e.g., microscopes supported by the AutoScript, AutoStar, and 

PyPhenom APIs. NFR2 refers to the system’s ability to make use of different types of 

prediction models, e.g., local or remote SavedModel models, DeepAI models, and Al-

gorithmia models. Furthermore, the system should be both easy to learn and use (NFR3 

and NFR4), e.g., by taking advantage of the voice control interface. NFR5 and NFR6 

refer to the system’s extensibility and maintainability that should be made possible by 

using architectural and design patterns, such as the multilayered architecture and the 

command design pattern, which allow the system components to have low coupling, 

but high cohesion. In addition, the selection of appropriate technologies, e.g., web 

frameworks, would allow the system to be cross-platform (NFR7). NFR8 refers to the 

system’s flexibility to be adapted to different operational environments by providing 

the option of deploying system components either on-premise or on the cloud. NFR9 

means that one of the project outcomes should be comprehensible and easy-to-follow 

documentation regarding installation and configuration of the system. Furthermore, the 

system should be technically realizable, i.e., implemented using currently available 

technologies (NFR10). Finally, NFR11 states that the system should be responsive, 

e.g., if a task is expected to last more than a couple of seconds, the user should be 

accordingly notified in order to expect this delay. 
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Figure 11—Product quality model according to ISO/IEC 25010:2011 [32], [33] 
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5.Architecture and Design 
 

System architecture can be briefly described as the process of creating a high-level 

design that meets the functional and non-functional requirements of the system. As a 

matter of fact, requirements engineering and architecture can be seen as complemen-

tary approaches; requirements engineering addresses the problem space or the “what,” 

whereas software architecture targets the solution space or the “how” [34]. 

 

This chapter presents the system architecture and design that were created based on the 

design aspects and requirements that were identified in Section 3.5 and Chapter 4, re-

spectively. Section 5.1 introduces the methodology that was used in order to express 

the architecture description. Section 5.2 outlines the development view of the system, 

i.e., a description of the system structure in terms of components. Section 5.3 presents 

the physical view of the system, i.e., an overview of the mapping between system com-

ponents and physical processing nodes. Section 5.4 contains the logical view of the 

system, i.e., a functional decomposition of the system into design elements, such as 

classes and interfaces. Finally, in Section 5.5, the dynamic aspects of the system are 

presented by means of the process view of the system. 

5.1    Introduction 
The borders between architecture and design are often fuzzy and highly subjective. 

Architecture is usually seen as the “skeleton” of the system, a conceptual model that 
defines various views that allow reasoning about the system as a whole. Design, on the 

other hand, usually refers to a lower-level abstraction in the system, i.e., it reasons 

about individual components. Nevertheless, since the distinction between architecture 

and design is often arbitrary, this chapter addresses them uniformly, unless otherwise 

specified. 

 

In the context of this project, the architecture was defined, for the most part, during the 

first development iteration, IM1. The design, however, was often modified, as deemed 

necessary, in order to fulfill the new requirements. In this chapter, the existing archi-

tecture and design are presented, while highlighting the required modifications along 

with their rationale. 

 

The 4+1 architectural view model [35], illustrated in Figure 12, was selected as the 

means of expressing the architecture description. This framework was selected among 

various architecture reasoning models, such as CAFCR and TOGAF, as it is widely 

known and easy to convey. The 4+1 model consists of, as the name suggests, five 

concurrent views, each addressing the concerns of different stakeholders, such as end 

users, developers, systems engineers, and project managers. The four views are: logi-

cal, development, process, and physical. In addition, selected scenarios or use cases 

are used to illustrate and validate the architecture, serving as the fifth, optional view. 

The remainder of this chapter presents the four core views in the context of IM2, thus 

compiling an architecture description for the project. 
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Figure 12—The 4+1 architectural view model [36] 

5.2    Development View 
The development view describes the decomposition and organization of the system in 

its development environment. That is to say, the system is decomposed into subsystems 

or components according to internal requirements related to ease of development, soft-

ware management, and constraints imposed by the selected technological stack. The 

development view is commonly illustrated using UML component or package dia-

grams. 

 

IM follows the multilayered or multitier architecture [37]. This choice was made dur-

ing the first iteration of the project on the grounds of flexibility. Put differently, this 

architecture was chosen in order to address the extensibility quality attribute, since it 

splits the system into multiple, distinct layers that can be independently modified. The 

same architecture was followed for the second iteration of the project, since the multi-

layered architecture is a sound choice for the problem at hand and the cost of changing 

it would be significant. 

 

The multilayered architecture typically consists of three layers: 

• Presentation: the user interface of the application. This layer acts as an inter-

mediary between the user and the logic layer, e.g., by passing on user input to 

the logic layer and displaying results produced by the logic layer to the user. 

• Logic: the business or domain logic of the application. This layer contains the 

application logic and is responsible for moving and processing data between 

the presentation and data layers. 

• Data: the data storage of the application. This layer is responsible for storing, 

retrieving, and exchanging information between a persistent storage mecha-

nism, such as a database or file system, and the logic layer. 

 

Furthermore, the middle layer (logic) is commonly split into sublayers of distinct re-

sponsibility according to the needs of the application. In the context of this project, the 

logic layer was split into three sublayers (see Table 5) that emphasize the separation of 

concerns: 

• Service: encapsulates and exposes the API definition of the supported busi-

ness logic. 

• Business Logic: contains the entirety of the domain-specific logic, such as 

microscope control, object detection, object filtering, and image processing. 

• Artificial Intelligence: contains the AI-specific logic, such as consuming and 

retraining prediction models. 
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Table 5—The architecture layers of IM 

Typical multilayered architecture IM architecture 

Presentation Presentation 

Logic 

Service 

Business Logic 

Artificial Intelligence 

Data Data 

 

Figure 13 illustrates an overview of the architecture by means of a component diagram. 

 

It is worth mentioning that the terms layer and tier are often used interchangeably, but 

in this report a distinction is made: layer refers to a conceptual component of the sys-

tem, while tier refers to a concrete one. For example, tier 1 is a Python package, i.e., a 

concrete development component, which contains the presentation, service, and data 

layers, all of which are conceptual structuring elements. More specifically, according 

to the multilayered architecture, tiers should be physically separated, i.e., deployed on 

different processing nodes. Layers, on the other hand, may or may not be deployed on 

the same node. 

 

During implementation of IM1, this distinction was not taken into consideration, which 

means that all tiers have to be deployed on the same node. The situation remained the 

same during IM2. In the future, however, this restriction could be lifted, as there is 

nothing in the design preventing someone from adjusting the implementation accord-

ingly. 

 

The decomposition of the system into tiers and layers is detailed below. 

5.2.1.  Backend Tier 

During IM1, the Django web framework was selected as the main technology for the 

implementation of the system. The existence and structure of the backend tier can be 

directly attributed to this design choice, i.e., it follows typical conventions set by the 

Django architecture. This tier consists of the intmic Django project, which contains the 

Presentation, Service, and Data layers. 

 

Presentation Layer 

The presentation layer contains the user interface (UI) of the system. During IM1, a 

web-based UI was chosen, which means that any modern web browser can be used to 

access it. As a result of this design choice, the UI of the system is cross-platform. 

 

The UI of the system comprises two separate, but complementary, components: a 

Voice User Interface (VUI) and a Graphical User Interface (GUI). The VUI is respon-

sible for controlling the system using voice commands from the user. The VUI relies 

on the Amazon Lex and Polly web services for its chatbot and text-to-speech function-

ality, respectively. The GUI, on the other hand, is primarily responsible for displaying 

results to the user, but it can also be used for controlling the system by means of a 

collapsible sidebar. Nevertheless, this functionality is only meant for development pur-

poses and not as a replacement for the VUI. As a result, the GUI of the system is quite 

minimalistic and can be even perceived as counter-intuitive. 

 

Service Layer 

The service layer2 is responsible for exposing the functionality of the underlying busi-

ness logic layer, as well as moving data from and to the data layer. During IM1, a 

RESTful web service API was chosen for this purpose and was implemented using 

Django REST Framework, a powerful and flexible toolkit for building web APIs [38]. 

 
2 The service layer was known as the backend tier in IM1, but was renamed in this project, as it 

does not convey the system structure properly. 
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This API is the interface through which the system functionality can be consumed by 

different types of clients, such as web, desktop, and mobile applications. 

 

 
Figure 13—IM2 component diagram 

 

Data Layer 

The data layer is responsible for providing access to and managing the persistent data 

storage of the system. Moreover, Django, very conveniently, includes an object-rela-

tional mapping (ORM) layer by default, which can be used to interact with various 

relational databases, namely SQLite, PostgreSQL, MySQL, and Oracle. In essence, 

this means that the data schema of the application can be defined using Django models, 
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which are transparently mapped to database tables, regardless of the underlying 

backend. 

 

During IM1, the default Django database configuration was used, which leverages an 

SQLite database as the backend. This choice is sufficient for development purposes, 

but in case a more customizable or scalable solution is required in the future, a different 

database backend can be considered. Django is flexible enough so that swapping data-

base backends usually requires minimal modifications. 

5.2.2.  Business Logic Tier 

The business logic tier consists of a single homonymous layer, which contains the do-

main-specific logic, such as microscope control, object detection, information inter-

pretation, and image processing. More specifically, the microscope control logic relies 

on external APIs, namely AutoScript, AutoStar, and PyPhenom, for performing com-

mon microscope tasks across different types of microscopes. Furthermore, the AI-spe-

cific tasks, such as object detection and image processing, are delegated to the AI layer. 

The business logic layer is accessible to the service layer of the backend tier through 

the StrategyManager interface, which implements the strategy design pattern [39]. 

This approach minimizes the coupling between the service layer and the domain-spe-

cific behavior implemented in the business logic layer. 

5.2.3.  AI Tier 

The AI tier contains the AI-specific logic, such as consumption and retraining of pre-

diction models. It was split from the business logic layer in order to emphasize the 

separation of concerns. Furthermore, having this layer in a separate tier allows for a 

more flexible deployment strategy, considering that prediction models benefit signifi-

cantly from special hardware accelerators, such as GPUs. For example, in the scenario 

of on-premise inference, this tier could be deployed on an appropriately equipped node, 

while the rest of the system, which has no special hardware requirements, could be 

deployed elsewhere. The core technologies used in this layer are TensorFlow and 

Keras. Remote inference is achieved through external APIs, such as TensorFlow Serv-

ing, Algorithmia, and DeepAI. 

5.3    Physical View 
The physical view reflects the distributed aspect of the system, i.e., the deployment of 

system components on physical processing nodes and their communication paths. Dif-
ferent topologies or configurations are often used for different situations, e.g., devel-

opment, testing, and production. In order to represent the physical view, UML deploy-

ment diagrams are commonly used. The following sections present typical deployment 

scenarios. 

5.3.1.  Production Deployment 

Figure 14 illustrates the most generic scenario for the deployment of IM2 for produc-

tion purposes. The rest of this section presents this deployment diagram in detail. 
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Figure 14—Production deployment diagram for IM2 

 

User PC 

The user controls the entire system through this node, which is responsible for: 

• Rendering and controlling the web-based UI exposed by the presentation 

layer. 

• Controlling the voice interface of the system. Amazon Lex and Polly are re-

quired for this task. 

• Controlling the IM system through the RESTful web service API exposed by 

the service layer. 

 

Therefore, this node can be a simple workstation, a laptop, or even a tablet, as long as 

it is equipped with a sufficiently modern web browser3 and a microphone4. This node 

does not require any other special software or hardware configuration. 

 

Amazon Lex Service 

Amazon Lex is a web service for building conversational interfaces using voice and 

text [40]. More specifically, it is capable of converting speech to text, as well as un-

derstanding the intent of the text. Together with Amazon Polly, these two services 

make up the system’s voice interface. 

 

 
3 The web browser should support the getUserMedia method in the MediaDevices API [55]; 

otherwise the voice interface is not usable. 
4 In fact, a microphone is optional, as the system is still usable without one. Nevertheless, the 

system was designed to be used through a voice interface, so a microphone is strongly recom-

mended. 
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This node is an external service, i.e., it does not require any deployment actions. Nev-

ertheless, prior to using it, the application-specific logic has to be defined in the form 

of a chatbot and deployed in the AWS cloud (see Section 6.2.2). Furthermore, a set of 

valid AWS credentials is required at runtime for authentication with the service. 

 

Amazon Polly Service 

Amazon Polly is a web service for text-to-speech synthesis [41]. It is a complementary 

tool to the Amazon Lex service that allows building human-like conversational inter-

faces. As with the Amazon Lex service, no deployment actions are required for Ama-

zon Polly either. 

 

Application Server 

This is the central deployment node, as it contains the IM system. All tiers of the sys-

tem are deployed on this node—as described in Section 5.2—and are illustrated in the 

component diagram of Figure 13. 

 

Considering that the IM system is web-based, a properly configured web server is re-

quired in order to make it accessible, such as Apache or NGINX [42]. However, the 

use of the built-in Django web server is strongly advised against, as it should only be 

used for development purposes. In addition to a web server, a properly configured ex-

ecution environment is required, as described in the installation instructions [43]. 

 

Algorithmia Service 

Algorithmia is a web service that offers AI models and advanced algorithms in the 

form of microservices through a scalable cloud infrastructure [44]. This service pro-

vides some of the prediction models used by the system, such as the image colorization 

model. No deployment actions are required for this external service either. 

 

DeepAI Service 

Much like Algorithmia, DeepAI is another web service that offers AI models. 

 

Inference Server 

This node is an inference server, i.e., it serves prediction models using the TensorFlow 

Serving ModelServer bundled in Docker containers5. In other words, these nodes pro-

vide access to the system’s custom-made prediction models through Docker containers 

that can be deployed either locally or remotely and each of them may serve one or 

more models. For demonstration purposes, an Amazon EC26 instance was created in 

the AWS cloud where a deployed inference server serves these models over GPU. De-

tailed instructions on how to generate and serve models using TensorFlow Serving can 

be found in the project’s Git repository [45]. 

 

AutoStar Server 

This node is a microscope server. To be more specific, it is a Windows workstation 

that is physically connected to a TEM and runs the software required to control it 

through the AutoStar API. Unlike the AutoScript and PyPhenom APIs (see below), the 

AutoStar API does not support remote connections. Therefore, a TEM remote service 

was designed using Protocol Buffers [46] and gRPC [47]. The server part of this ser-

vice is responsible for forwarding calls to the AutoStar API and, consequently, has to 

be deployed on the same node. The client part of this service is bundled in the Business 

Logic Layer of the IM; consequently, it is deployed on the Application Server node. 

 

AutoScript Server 

This node is also a microscope server. More specifically, it is a Windows workstation 

that is physically connected to an SEM and runs the software7 required to control it 

through the AutoScript API. Remote connections to this node are automatically 

 
5 Docker containers are the recommended way of serving TensorFlow models in production 

environments, as they greatly simplify the deployment process [56]. 
6 Amazon Elastic Compute Cloud (Amazon EC2) is a web service that provides secure, resizable 

compute capacity in the cloud [57]. 
7 xT Microscope Server and AutoScript Server 
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handled by the AutoScript API. Any number of nodes of this type can be connected to 

the system. 

 

PPI Server 

This node is also a microscope server; a Windows workstation capable of controlling 

Phenom microscopes through the Phenom Programming Interface (PPI). The PPI func-

tionality is accessible in Python through the PyPhenom library, which handles remote 

connections as well. The same deployment conditions apply for PPI servers as for Au-

toScript servers. 

5.3.2.  Development Deployment 

The deployment setup of the system for development purposes is presented in Figure 

15. As can be seen, it is a simplified version of the more generic production deployment 

diagram, where the User PC, Application Server, and TensorFlow Serving nodes have 

been combined into a single Development PC node. In other words, all components 

that are not external services have been deployed on the same node for simplicity, 

although this is not optimal for various reasons, e.g., performance. To further simplify 

this setup, local inference could be selected for the TensorFlow models, thus eliminat-

ing the need for separate TensorFlow Serving components. 

 

 
Figure 15—Development deployment diagram for IM2 

5.4    Logical View 
The logical view primarily addresses the functional requirements of the system. Put 

differently, it is a functional decomposition of the system into a set of design elements, 

such as classes and interfaces, that exploit the principles of abstraction, encapsulation, 

and inheritance. The logical view is commonly illustrated using UML class diagrams 
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or other appropriate formats, e.g., entity-relationship diagrams in the case of data-

driven applications. 

 

Figure 16 presents the most important structural elements of the IM2 system by means 

of a concise class diagram. This diagram presents a decomposition of the system sim-

ilar to the one found in the component diagram (Figure 13), but it puts more emphasis 

on low-level functional components rather than on high-level system components. 

 

As shown in Figure 16, the backend tier is structured around the intmic Django project 

and its internal applications—computer_vision, microscope, and user. The former two 

delegate incoming requests to the StrategyManager interface, while the latter only per-

forms database operations related to user preferences. Requests originating from the 

computer_vision Django app are handled by one of the modules in the 

image_processing, life_science, or material_science packages, which contain the im-

age processing, object detection, and object filtering logic. In fact, these modules rely 

on the machine learning capabilities of the AI tier in order to complete their assigned 

tasks. Finally, requests originating from the microscope Django app are handled by the 

homonymous package in the business logic tier, which contains the microscope control 

logic. More details about the implemented functionality can be found in Chapter 6. 
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Figure 16—IM2 class diagram 
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5.5    Process View 
The process view captures the dynamic aspects of the system, such as concurrency and 

synchronization. More specifically, it focuses on the runtime behavior of the system, 

e.g., major system processes and their interactions. A common representation of the 

process view is the UML activity diagram. 

 

Figure 17 illustrates a typical interaction scenario with the system. Assuming the user 

has successfully logged in, the first activity performed is selecting an image to work 

with. At this point, the user may want to acquire a new microscope image, upload one, 

or just use the last one from the previous session (assuming the user has used the sys-

tem before). As soon as an image is available, the user may choose to analyze it or 

perform microscope operations in order to acquire a better image. Typical image anal-

ysis tasks include detecting objects (e.g., asbestos fibers, cells, or mitochondria), fil-

tering specific objects (e.g., showing only the biggest or smallest objects), as well as 

processing the image (e.g., denoising or colorizing it). As far as microscope control is 

concerned, the user may perform a plethora of tasks, such as acquire an image, move 

the stage, zoom in/out, perform an auto-focus routine, improve the image quality au-

tomatically, zoom in on a detected object, as well as undo previous commands. Image 

analysis and microscope control tasks may be iteratively repeated until the user goal is 

achieved. 

 

Obviously, this diagram is not an exhaustive representation of the entire system func-

tionality. More details are presented in Chapter 6. 

 

 
Figure 17—IM2 activity diagram 
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6.Implementation 
 

This chapter presents the implementation of the system, according to the system archi-

tecture and design that were defined in the previous chapter. Section 6.1 provides a 

brief overview of the system implementation as well as essential knowledge that is 

required for the remainder of the chapter. Sections 6.2 through 6.6 present the imple-

mentation details of the system layers, namely Presentation, Service, Data, Business 

Logic, and AI. 

6.1    Introduction 
The core technologies used for the implementation of the IM system are Django, Ten-

sorFlow, OpenCV, and Amazon AWS. To be more specific, the backend tier was im-

plemented using primarily Django, Django REST Framework, JavaScript, and 

HTML5. Moreover, the business logic tier was implemented using mostly Python and 

OpenCV, while the AI tier was implemented using Python and TensorFlow. Figure 18 

shows how these technology choices determined the distribution of programming lan-

guages that comprise the IM2 system. 

 

 
Figure 18—Distribution of programming languages in IM2 

 

Before diving into the implementation details of the system, it is worth exploring some 

core architectural principles of the Django web framework, since they define the struc-

ture of the entire backend tier to a significant extent. Django can be viewed as a Model-

View-Controller (MVC) framework, but is best described as Model-View-Template 

(MVT). The reason is that in Django the controller component is the framework itself, 

i.e., the mechanism that sends a request to the appropriate view according to the URL 

configuration, whereas templates define how data is presented to the user. 

 

More specifically, Django projects consist of one or more internal applications that 

segregate the functionality of the system. Furthermore, each application consists of 

several Python modules. The most important modules—presented as the data flows in 

the system from an external point of view—are: 

• urls.py—contains the application’s URL-wiring logic, i.e., how URLs are 

mapped to views. 

• views.py—contains the application’s view logic, i.e., what data is presented 

to the user. A view normally delegates to a template or serializer (depending 

on the type of endpoint it describes—web or API), which control how data is 

presented to the user. 
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• serializers.py—contains the application’s serialization logic, i.e., how models 
are serialized from native Python datatypes to web exchange content types 

(e.g., JSON, XML, and even HTML) and vice versa. In other words, serializ-

ers control how data is presented to the user. Serializers are an extension in-

troduced by the Django REST Framework and are most commonly used for 

API endpoints. 

• models.py—contains the application’s data models, which are defined and 
accessed using Python code, but are transparently and automatically con-

verted to appropriate SQL commands according to predefined rules. In other 

words, models define the data schema of the application. 

 

Furthermore, each application may contain several subdirectories, the most important 

of which are: 

• templates—contains the application’s HTML templates, which control how 

data is presented to the user for web endpoints. 

• static—contains the application’s statically served assets, such as JavaScript 
and CSS code. 

 

Figure 19 illustrates how the MVT pattern manifests in the Django framework. 

 

 
Figure 19—The MVT architectural pattern in the context of Django 

 

During IM1, the intmic Django project was created that implements the Presentation, 

Service, and Data layers of the system. The intmic project consists of the following 

applications in IM2: 

• computer_vision 

• microscope 

• user 

 

The following sections present the most important implementation details of every sys-

tem layer. In case of ambiguity, the source code repository should be consulted [48]. 

6.2    Presentation Layer 
As discussed in Section 5.2.1, the presentation layer is responsible for providing a user 

interface that allows interaction between the user and the service layer. According to 

the system design, a web-based UI was chosen, that consists of a GUI and a VUI. 

Figure 20 illustrates the user interface of IM2. 

 

According to standard Django conventions, HTML templates are stored in the project-

wide templates directory, as well as per-app homonymous subdirectories. Similarly, 
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JavaScript and other statically served files, such as CSS and images, are stored in pro-

ject-wide and per-app directories named static. 

6.2.1.  Graphical User Interface 

The GUI is implemented using the following components: 

• Django’s template language (DTL) [49]—a versatile template system that is 

capable of generating HTML pages by combining static with dynamic con-

tent. 

• jQuery [50]—a fast, small, and feature-rich JavaScript library that greatly 

simplifies common tasks such as traversal and manipulation of the Document 

Object Model (DOM), event handling, animation, as well as Ajax. 

• OpenSeadragon [51]—a JavaScript image viewer that supports high-resolu-

tion, zoomable images. 

6.2.2.  Voice User Interface 

The VUI is implemented using the following components: 

• AWS SDK for JavaScript in the Browser (or AWS JavaScript SDK) [52]—a 

JavaScript SDK that provides direct access to AWS services from code run-

ning in the browser. 

• ChattyKathy [53]—a JavaScript wrapper around the Amazon Polly service, 

which provides a convenient API for synthesizing speech from text and play-

ing it back. It depends on the AWS.Polly service provided by the AWS JavaS-

cript SDK. 

• LexAudio (or Amazon Lex Audio SDK) [54]—a JavaScript wrapper around 

the Amazon Lex service, which provides a convenient API for recording and 

playing back audio, managing the conversation state, as well as performing 

silence detection. It depends on the AWS.LexRuntime service provided by the 

AWS JavaScript SDK. 

 

In order to use the Amazon Lex service, a chatbot containing the application-specific 

logic has to be configured and deployed in the AWS cloud. Chatbots can be created 

through the Amazon Lex console [55] and consist of the following components: 

• Intents—an action that the user wants to perform or a goal that the user wants 

to achieve, e.g., ProcessImage. 

• Utterances—phrases that a user might say in order to invoke an intent, e.g., 

“denoise the image.” 

• Slots—optional or required parameters of an intent that have to be filled in by 

the user. For instance, in the previous example, the utterance could have been 

defined as “{imageProcess} the image,” where {imageProcess} is a slot. 

• Slot types—every slot has a type, i.e., a definition of the enumeration values 

making up the slot. For instance, in the previous example, the slot type of 

{imageProcess} could have been defined as ImageProcessTypes, containing 

denoise and colorize as possible values. Amazon Lex supports both built-in 

as well as custom slot types. 

• Prompts—phrases used by the bot in order to elicit slots, after the intent has 

been identified. For instance, a prompt for the {imageProcess} slot could have 

been: “What should I do with the image?” 
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Figure 20—IM2 user interface 
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A typical interaction flow with an Amazon Lex bot consists of the following steps: 

• The user initiates a dialog by sending an audio fragment or text message con-

taining an utterance to the chatbot. 

• The bot identifies the intent. If any slots are missing, the bot will ask follow-

up prompts in order to fill them. 

• Once the slots are filled, the bot will try to handle the fulfilled intent, accord-

ing to some predefined logic. This usually means that the fulfilled intent will 

be sent to the client for further processing. 

• Finally, the bot may optionally utter a phrase or present a message in order to 

close the intent or invoke another intent. 

 

The VUI of the IM2 project utilizes two chatbots that are based on the IntMic bot—the 

Amazon Lex bot that was created during the IM1 project. These bots are named 

IntMic_Female and IntMic_Male and are identical in terms of functionality. The only 

difference is that the former has been configured with a female output voice (Joanna), 

while the latter has been configured with a male output voice (Matthew). This setup is 

necessary in order to support different chatbot voices, since the Amazon Lex service 

does not support changing bot voices on-the-fly. 

 

The IntMic_Female and IntMic_Male bots significantly extended the functionality of 

the original IntMic bot by recognizing the following intents and slots: 

• ChangeBotVoice—selects the chatbot used by the VUI, therefore creating the 

perception that the chatbot changed its voice. 

o Optional slot: botVoice {female, male} 

• ChangeObjectDetection—selects between local or remote AI inference. 

o Required slot: objectDetection {cloud, local} 

• ClearOverlays—clears the currently displayed overlays from the central im-

age viewer element of the GUI. 

• Greeting—introduces the IM and presents some of its capabilities in brief. 

• IntMicHelp—presents the capabilities of the IM system in more detail. 

• MicroscopeContrastBrightness—performs an auto contrast brightness rou-

tine on the currently selected microscope. 

• MicroscopeFocus—performs an auto focus routine on the currently selected 

microscope. 

• MicroscopeGetImage—acquires an image from the currently selected micro-

scope.  

o Optional slot: time {<int>} 

o Optional slot: timeUnit {milliseconds, microseconds, nanoseconds} 

o Optional slot: frameCount {<int>} 

• MicroscopeGetQualityImage—acquires a high-quality image from the cur-

rently selected microscope. 

• MicroscopeMoveDirection—moves the stage of the currently selected micro-

scope towards a specific direction. 

o Required slot: moveDirection {left, right, up, down} 

• MicroscopeZoom—sets the field of view of the currently selected micro-

scope. 

o Required slot: length {<int>} 

o Required slot: lengthUnit {millimeters, micrometers, nanometers} 

• MicroscopeZoomDirection—zooms towards a direction. 

o Required slot: zoomDirection {in, out} 

• MicroscopeZoomTarget—zooms in on a specified detected object. 

o Required slot: objectType {cells, mitochondria, asbestos 

segmentation, iso fibers, asbestos fibers} 

o Required slot: objectId {<int>} 

• NoiseToNoiseRetrain—retrains the Noise2Noise denoising model. 

o Optional slot: time {<int>} 

o Optional slot: timeUnit {milliseconds, microseconds, nanoseconds} 
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• NoiseToNoiseRevert—reverts the Noise2Noise denoising model to its default 

state. 

• ProcessImage—performs an image processing task on the currently displayed 

microscope image. 

o Required slot: imageProcess—Values: {denoise, colorize, dream, 

residualize} 

• RunStrategy—performs an object detection or filtering strategy. 

o Required slot: strategy—Values: {cells, mitochondria, asbestos 

segmentation, iso fibers, asbestos fibers} 

o Optional slot: filter—Values: {all, small, big, smallest, biggest, 

closest, mitochondria and, small mitochondria in, big mitochondria 

in, small mitochondria with respect to, big mitochondria with 

respect to} 

• SelectMicroscope—selects the current microscope. 

o Required slot: microscopeID—Values: {<int>} 

• UndoCommand—reverts the last command or task that was executed by the 

current user. 

 

Most of these intents were introduced during the IM2 project, considering that the 

IntMic chatbot defined the following six intents: ControlMicroscope, Greeting, 

IntMicHelp, MicroscopeMoveStage, MicroscopeZoom, and RunStrategy. More specif-

ically, the Greeting and IntMicHelp intents remained largely unchanged since IM1, 

while the MicroscopeZoom and RunStrategy intents were substantially modified in or-

der to meet the new system requirements. Finally, the ControlMicroscope and 

MicroscopeMoveStage intents were replaced with better fitting solutions. 

6.3    Service Layer 
As explained in Section 5.2.1, the service layer acts as an intermediary between the 

presentation and the data layer, while delegating business logic to the homonymous 

layer. To be more specific, the service layer defines a RESTful web service API that 

exposes the application logic to the presentation layer. The API was implemented using 

Django REST Framework [56]. 

 

According to standard framework conventions, an API is defined using several appli-

cation-level Python modules. More specifically, the URL wiring is defined in the urls 

module, the HTTP request and response handling is defined in the views module, while 

the rest of the logic, such as interacting with the data and business logic layers as well 

as (de)serializing the data to the appropriate format, is defined in the serializers mod-

ule. JSON is commonly used as the data interchange format of RESTful APIs. 

 

The API was initially defined during the IM1 project, but was substantially overhauled 

during the second iteration of the project, in order to make it more consistent and en-

sure that it adheres to the REST principles more strictly. The IM2 service layer func-

tionality was structured around three Django applications, each exposing multiple API 

endpoints, as shown in Table 6 and discussed in the remainder of this section. The API 

specification of the system is also accessible through the auto-generated /api-docs/ 

endpoint. 

 

computer_vision 

The computer_vision Django application is responsible for performing image pro-

cessing, object detection, as well as object filtering tasks. 

 

Image processing tasks can be executed by sending a POST request to the /computer-

vision-api/image-processing-tasks/ resource, which expects requests containing a se-

rialized representation of an ImageProcessingTask model instance8. For instance, 

 
8 See Section 6.4 for an in-depth analysis of the data models. 
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denoising the currently displayed image can be achieved by a POST request with the 

following content body: 

{'strategy':'denoise'} 

 

Object detection tasks can be executed by sending a POST request to the /computer-

vision-api/detected-object-collections/ resource, which expects requests containing a 

serialized representation of a DetectedObjectCollection model instance. For example, 

detecting potential asbestos fibers according to ISO Std 14966 can be achieved by a 

POST request with the following content body: 

{'strategy':'get_asbestos_iso'} 

 

Finally, object filtering tasks can be executed by issuing a GET request to the 

/computer-vision-api/detected-object-collections/ resource, which expects requests 

with the desired strategy as a query parameter of the HTTP URI and, optionally, a 

collection of detected objects to filter against. For instance, showing the biggest mito-

chondria can be accomplished by a GET request at the following endpoint: 

/computer-vision-api/detected-object-collections/ 

?strategy=get_biggest_objects&collection=get_mitochondria 

 

microscope 

The microscope Django application is responsible for executing and undoing micro-

scope commands, as well as uploading microscope images. 

 

Microscope commands can be executed by issuing a POST request containing a serial-

ized representation of a MicroscopeCommand model instance to the /microscope-

api/microscope-commands/ resource. For example, zooming out by a factor of four 

(i.e., multiplying the horizontal field width by four), can be accomplished by a POST 

request with the following content body: 

{'command_id':'zoom_direction', 

'command_kwargs':'direction=out&zoom_factor=4'} 

 

Microscope commands can be reversed by sending a POST request to /microscope-

api/microscope-commands/undo/. This endpoint can also undo image processing or 

uploading tasks. The content body of the request should be empty; the endpoint will 

automatically identify the user who initialized the request and proceed to undo the 

user’s last command or task. 
 

Finally, microscope images can be manually uploaded—primarily for development 

purposes—by issuing a POST request to the /microscope-api/microscope-images/ re-

source. This endpoint does not accept JSON-encoded requests, but rather requests en-

coded as HTTP multipart form data, in order to support file uploads from web-based 

clients. 

 

user 

The user Django application defines a custom user model that extends the default 

Django implementation with project-specific user attributes, such as preferences. 

 

Clients can access the profile of the currently logged-in user by sending a GET request 

to either /user-api/users/9 or /user-api/users/{id}/. 

 

Furthermore, user preferences can be modified either with a PATCH or PUT request to 

the /user-api/users/{id}/ resource. For instance, selecting the female chatbot voice can 

be accomplished by a PATCH request containing the following content body: 

{'bot_id':'IntMic_Female'} 

 

 
9 The endpoint /user-api/users/ only exposes information about the user who issued the request, 

as a security precaution. 
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Finally, the user application implements the views related to user authentication, i.e., 

signing up, as well as logging in and out. 

 

Table 6—The API endpoints exposed by the service layer, grouped by application 

Django application API endpoint 

computer_vision 
/computer-vision-api/detected-object-collections/ 

/computer-vision-api/image-processing-tasks/ 

microscope 

/microscope-api/microscope-commands/ 

/microscope-api/microscope-commands/undo/ 

/microscope-api/microscope-images/ 

user 
/user-api/users/ 

/user-api/users/{id}/ 

6.4    Data Layer 
According to the design choices presented in Section 5.2.1, Django’s built-in ORM 

functionality was used for the implementation of the data layer. In other words, Django 

models are used to express the data schema of the application. According to standard 

Django conventions, models are stored in per-app Python modules called models. Fig-

ure 21 presents a data model diagram in UML notation that illustrates all defined mod-

els and how they relate to one another. 

 

 
Figure 21—Data model diagram 
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More specifically, the following models are defined: 

• MicroscopeCommand—represents an executable microscope command. It 

consists of the following fields: 

o command_id and command_kwargs—the command execution pa-

rameters. command_id uniquely identifies every command in the 

CommandFactory defined in the Business Logic Layer. For instance, 

the zoom identifier maps to the ZoomCommand class. 

command_kwargs contains the command-specific keyword argu-

ments, as defined by the individual components comprising the com-

mand composite. 

o microscope_id—the ID of the microscope that will execute the com-

mand. microscope_id uniquely identifies every microscope in the 

MicroscopeFactory defined in the Business Logic Layer (similarly 

to command_id above). 

o acquired_images—the command execution results (reverse relation-

ship to the MicroscopeImage model). It is worth mentioning that all 

microscope commands produce a single output image, with the no-

table exception of AcquireTilesCommand. 

o undo_kwargs—extra keyword arguments that are required in order 

to undo the command. This field is populated upon command exe-

cution and is meant to be used when reversing the effects of the com-

mand. 

• MicroscopeImage—represents a microscope image and accompanying 

metadata. It consists of the following fields: 

o command—the microscope command that generated the image, if 

any (direct relationship to the MicroscopeCommand model). This 

field is null if the image was either uploaded or generated by an 

ImageProcessingTask. 

o field_of_view_x and field_of_view_y—the horizontal and vertical 

field of view of the image, respectively, in meters. 

o resolution_x and resolution_y, the horizontal and vertical pixel res-

olution of the image, respectively. 

o uploaded_file—the microscope image stored in a bitmap file. 

o overlay—the overlay image, if any, stored in a bitmap file. This field 

is populated whenever an object detection strategy is executed for 

the image. 

o user—the user who owns the image (direct relationship to the User 

model). 

• ImageProcessingTask—represents an image transformation task. It consists 

of the following fields: 

o input_image—the input image (direct relationship to the 

MicroscopeImage model). 

o output_image—the output image generated by the image transfor-

mation strategy (direct relationship to the MicroscopeImage model). 

o strategy—the unique identifier of the image transformation strategy, 

e.g., denoise or colorize, as defined in the StrategyManager module 

of the Business Logic Layer. 

o strategy_kwargs—optional keyword arguments that parametrize the 

execution of the image transformation strategy. 

• DetectedObjectCollection—represents a collection of detected objects that 

was generated by an object detection strategy. It consists of the following 

fields: 

o bitmap—a bitmap file containing a transparent rendering of the col-

lection that is overlaid over the related microscope image (image 

field below). 



 

44 

o color—the color with which detected objects belonging to this col-

lection should be rendered, e.g., when executing object filtering 

strategies. 

o detected_objects—the detected objects comprising the collection 

(reverse relationship to the DetectedObject model). 

o image—the microscope image that the object detection strategy will 

operate on (direct relationship to the MicroscopeImage model). 

o strategy, the unique identifier of the object detection strategy, e.g., 

get_asbestos or get_cells, as defined in the StrategyManager mod-

ule of the Business Logic Layer. 

• DetectedObject—represents a detected object. It consists of the following 

fields: 

o area and area_percent—the area covered by the object in square 

meters and as a percent of the total area of the containing microscope 

image, respectively. This field is primarily used by object filtering 

strategies that operate on object size. 

o bounding_rect_x, bounding_rect_y, bounding_rect_w, and 

bounding_rect_h—the boundaries of the object’s bounding rectan-

gle in the context of the containing microscope image. These fields 

are primarily used by ZoomTargetCommand that allows zooming in 

on a detected object. 

o collection—the containing object collection (direct relationship to 

the DetectedObjectCollection model). 

o contour—a binary file in NumPy format that contains the detected 

object’s contour. 
o index—the monotonically increasing index of the object that 

uniquely identifies it in the context of the containing object collec-

tion. 

o position_x and position_y—the centroid of the object in the context 

of the containing microscope image. These fields are primarily used 

by object filtering strategies that operate on object position and sec-

ondarily by the overlay rendering algorithm in order to properly po-

sition the object identifiers. 

• User—represents a user of the IM system. This model extends Django’s 
AbstractUser model with the following user preferences: 

o bot_id—the voice of the chatbot (male/female). 

o denoiser_path—the selected denoiser model (default/N2N). 

o microscope_id—the selected microscope. 

o object_detection—the locality of inference (local/remote). 

 

The MicroscopeImage10, DetectedObjectCollection, and DetectedObject models were 

introduced in IM1, whereas the MicroscopeCommand, ImageProcessingTask, and 

User models were introduced in IM2. Furthermore, certain models from IM1 were re-

moved, namely ImageAlbum, Mitochondrion, and Cell, as they did not serve any func-

tional purpose and unnecessarily complicated the system design. 

6.5    Business Logic Layer 
As mentioned in Section 5.2.2, the Business Logic (BL) layer contains the domain-

specific logic. More specifically, it contains functionality regarding image processing, 

microscope control, as well as object detection and filtering. This functionality is ac-

cessible to the Service layer through the StrategyManager interface, an implementa-

tion of the strategy design pattern [39] that supports the strategies shown in Table 7. 

 

 
10 The MicroscopeImage model was called Image in IM1, but it was renamed in IM2 in order to 

more explicitly state its function. 
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Table 7—Strategies in the Business Logic layer 

Strategy type Strategy ID 

Image processing 

colorize 

colorize_slow 

denoise 

dream 

n2n_retrain 

residualize 

Microscope control 
execute_microscope_command 

undo_microscope_command 

Object detection 

get_asbestos 

get_asbestos_mask 

get_asbestos_iso 

get_asbestos_iso_mask 

get_asbestos_real 

get_asbestos_real_mask 

get_asbestos_all_mask 

get_cells 

get_cells_mask 

get_mitochondria 

get_mitochondria_mask 

Object filtering 

get_small_objects 

get_smallest_objects 

get_big_objects 

get_biggest_objects 

get_closest_objects 

get_relat_big_mitos_in_cells 

get_relat_small_mitos_in_cells 

get_big_mitos_in_cells 

get_small_mitos_in_cells 

 

The following sections elaborate on the individual strategies, grouped by type. 

6.5.1.  Image Processing 

Image processing strategies transform an input image by delegating the task to a model 

in the AI layer. Consequently, they are quite similar to object detection strategies. The 

key difference between them is the return type; image processing strategies return a 

transformed image, whereas object detection strategies return a collection of detected 

objects as well as a prerendered bitmap of them. All image processing strategies were 

introduced during IM2. Table 8 presents the mapping between image processing strat-

egies and corresponding AI models. 

 

Table 8—Mapping between image processing strategies and AI models 

Image processing strategy AI model 

colorize models.DeepAIColorizer 

colorize_slow models.AlgorithmiaColorizer 

denoise models.Denoiser 

dream models.DeepAIDreamer 

n2n_retrain n2n.train.train_n2n 

residualize models.Denoiser 

 

It is worth mentioning that the n2n_retrain strategy does not exactly fulfill the require-

ments of an image processing strategy, as it does not operate on a single input image, 

but rather many of them, and the result is a retrained model. This is a hint that a sepa-

rate, more generic interface should be implemented in the future for this strategy in 

order to accommodate for its unique nature. 
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6.5.2.  Microscope Control 

Microscope control strategies allow executing configurable commands on micro-

scopes. They were introduced during IM1, but the relevant architecture was redesigned 

from the ground up in order to accommodate for the IM2 requirements, i.e., executing 

and undoing high-level commands on multiple microscopes of various types (see 

Chapter 4). 

 

Several design patterns were introduced in order to aid in this restructuring. The com-

mand design pattern [57] was leveraged in order to support complex commands with-

out hardwiring the relevant logic in a specific caller. The command pattern also allows 

for high-level activities such as undoing, queueing, and logging tasks with little imple-

mentation overhead. Furthermore, the command pattern was coupled with the compo-

site design pattern [58], which allows synthesizing high-level (composite) commands 

from low-level (primitive) commands that act as reusable components. For instance, 

an auto calibrate command, which consists of an auto focus and an auto contrast bright-

ness routine, can be defined in a single line of code that declares the execution order 

of the individual components. Finally, the factory creational pattern [59] was used in 

order to support dynamic creation of commands and microscopes at runtime without 

exposing the relevant creation logic to the client. 

 

In practice, only two microscope control strategies are defined: 

execute_microscope_command and undo_microscope_command, which are imple-

mented in the microscope_controller Python module. However, these strategies dele-

gate the requested task to a hierarchy of classes that is implemented using the design 

patterns mentioned above. In other words, the StrategyManager interface delegates all 

microscope control tasks to the microscope_controller module, which then proceeds 

to create instances of the requested command and microscope and perform the re-

quested operation (execute or undo). Commands and microscopes are defined as hier-

archies of classes that are abstracted through a well-defined interface, as dictated by 

good object-oriented design practices, and instantiated using the factory design pattern. 

Since Python does not support the notion of interfaces, abstract base classes were used 

instead. 

 

The microscope class hierarchy is illustrated in Figure 22. AbstractMicroscope is an 

abstract base class that defines the interface that all microscopes should implement. 

For all supported types of microscope, concrete implementations of the interface are 

defined, namely AutoScriptMicroscope (handles SEMs), AutoStarMicroscope (han-

dles TEMs) and PhenomMicroscope (handles Phenom microscopes). Implementation-

specific features are also supported by this design, e.g., the 

AutoScriptMicroscope.acquire_image method allows configuring the acquisition 

dwell time, while the PhenomMicroscope.acquire_image method allows configuring 

the number of acquired frames. Moreover, not all aspects of the interface have to be 

defined in all subclasses. For example, the AbstractMicroscope.acquire_tiles method 

is not implemented by the PhenomMicroscope subclass due to hardware limitations, 

as described in Section 6.6.2. Finally, it is worth mentioning that the 

AutoStarMicroscope subclass implements the client part of the TEM remote service 

that was presented in Section 5.3.1. Relevant deployment instructions can be found at 

the source code repository [60]. 

 

 
Figure 22—Microscope class hierarchy 
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The command class hierarchy is shown in Figure 23, which does not include concrete 

classes for the sake of simplicity. AbstractCommand is an abstract base class that de-

fines the interface that all microscope commands should implement. Together with 

AbstractPrimitiveCommand and AbstractCompositeCommand, they define a part-

whole class hierarchy that allows clients to treat part and whole objects uniformly. Part 

objects (primitive commands) inherit from AbstractPrimitiveCommand and implement 

the AbstractCommand interface directly, while whole objects (composite commands) 

inherit from AbstractCompositeCommand and delegate requests to their part compo-

nents. 

 

The following primitive commands are defined: 

• AcquireImagePrimitiveCommand—acquires an image from the microscope. 

• AcquireHighQualityImagePrimitiveCommand—acquires a high-quality im-

age from the microscope. 

• AcquireTilesPrimitiveCommand—acquires random tile pairs from the micro-

scope. 

• AutoContrastBrightnessPrimitiveCommand—executes an auto contrast 

brightness routine. 

• AutoFocusPrimitiveCommand—executes an auto focus routine. 

• MoveDirectionPrimitiveCommand—moves the microscope stage towards a 

direction. 

• MoveOffsetPrimitiveCommand—moves the microscope stage by applying an 

offset to the current position. 

• ZoomPrimitiveCommand—changes the magnification according to a given 

horizontal field width. 

• ZoomDirectionPrimitiveCommand—changes the magnification according to 

a given direction. 

 

The following composite commands are defined: 

• AutoContrastBrightnessCommand—executes an auto contrast brightness 

routine and subsequently acquires an image. 

• AutoFocusCommand—executes an auto focus routine and subsequently ac-

quires an image. 

• MoveDirectionCommand—moves the microscope stage towards a direction 

and subsequently acquires an image. 

• ZoomCommand—changes the magnification according to a given horizontal 

field width and subsequently acquires an image. 

• ZoomDirectionCommand—changes the magnification according to a given 

direction and subsequently acquires an image. 

• ZoomTargetCommand—moves the microscope stage towards a target, zooms 

in, and acquires an image. 

 

 
Figure 23—Class diagram of the IM2 command class hierarchy. Leaf nodes (concrete 

classes) are not shown for simplicity. 

 

Figure 24 presents a class diagram of the factories used for microscope control. The 

BaseFactory class implements a generic factory that supports creation of both regular 

and unique (i.e., singleton [61]) object instances. CommandFactory and 

MicroscopeFactory are thin wrappers around this functionality, which is reused 



 

48 

through composition (composition over inheritance principle [62]). CommandFactory 

is configured to create regular instances of the AbstractCommand class, while 

MicroscopeFactory is configured to create singleton instances of the 

AbstractMicroscope class (since microscope instances can be uniquely mapped to 

physical microscopes). 

 

 
Figure 24—Class diagram of microscope control factories 

 

Table 9 shows the microscope commands that are registered with the 

CommandFactory by default. 

 

Table 9—Microscope commands registered with the CommandFactory 

Command ID Command class 

acquire_image AcquireImagePrimitiveCommand 

acquire_hq_image AcquireHighQualityImagePrimitiveCommand 

acquire_tiles AcquireTilesPrimitiveCommand 

auto_contrast_brightness AutoContrastBrightnessCommand 

auto_focus AutoFocusCommand 

move_direction MoveDirectionCommand 

zoom ZoomCommand 

zoom_direction ZoomDirectionCommand 

zoom_target ZoomTargetCommand 

 

A keen reader might notice that not all microscope commands are exposed by default. 

In fact, most primitive commands are missing, as it does not make much sense to exe-

cute a command that changes the microscope state (e.g., an auto focus routine) without 

subsequently acquiring a microscope image to inspect the execution results. 

6.5.3.  Object Detection 

Object detection strategies process an input image using an AI prediction model and 

subsequently return a collection of detected objects along with a prerendered bitmap 

of them, which can be used by the Presentation layer. Object detection strategies were 

introduced during IM1 and included cell and mitochondrion detection (get_cells and 

get_mitochondria respectively). During IM2, they were substantially extended with 

the addition of four new strategies related to asbestos detection. The following object 

detection strategies are defined: 

• get_asbestos—converts the segmentation mask generated by 

get_asbestos_mask into a collection of detected objects. 

• get_asbestos_mask—generates a segmentation mask by applying the 

AsbestosSegmentation prediction model on the input image. 

• get_asbestos_iso—converts the segmentation mask generated by 

get_asbestos_iso_mask into a collection of detected objects. 

• get_asbestos_iso_mask—generates a segmentation mask by applying a fil-

tering algorithm that conforms to ISO Std 14966 on the output of 

get_asbestos_mask. 
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• get_asbestos_real—converts the segmentation mask generated by 

get_asbestos_real_mask into a collection of detected objects. 

• get_asbestos_real_mask—generates a segmentation mask of real asbestos fi-

bers by applying the AsbestosClassification prediction model on the output of 

get_asbestos_iso_mask. 

• get_asbestos_all_mask—generates a color-coded segmentation of all asbes-

tos detection stages, combined in a single image. 

• get_cells—converts the segmentation mask generated by get_cells_mask into 

a collection of detected objects. 

• get_cells_mask—generates a segmentation mask by applying the 

CellSegmentation prediction model on the input image. 

• get_mitochondria—converts the segmentation mask generated by 

get_mitochondria_mask into a collection of detected objects. 

• get_mitochondria_mask—generates a segmentation mask by applying the 

MitochondrionSegmentation prediction model on the input image. 

 

It is worth mentioning that strategies ending in a _mask suffix are only used internally 

(for development or caching purposes) and, as a result, they are not exposed through 

the voice user interface. 

6.5.4.  Object Filtering 

Object filtering strategies process collections of detected objects—optionally using a 

knowledge database11—and subsequently return SQL queries that are executed by the 

Service layer in order to retrieve the requested objects. Object filtering strategies were 

introduced during IM1 and remained largely unmodified during IM2. The following 

object filtering strategies are defined: 

• get_big_objects—retrieves above average sized objects. The average object 

size is either defined in the knowledge database or calculated on-the-fly for 

the requested collections. 

• get_small_objects—retrieves below average sized objects (similarly to 

get_big_objects). 

• get_biggest_objects—retrieves the biggest objects, the number of which is 

defined in the knowledge database. 

• get_smallest_objects—retrieves the smallest objects (similarly to 

get_biggest_objects). 

• get_closest_objects—retrieves objects that are close to one another. The 

threshold distance for two objects to be considered “close” to each other is 
defined in the knowledge database. 

• get_relat_big_mitos_in_cells—retrieves relatively big mitochondria inside 

cells (e.g., mitochondria occupying more than 20% of the cell area). 

• get_relat_small_mitos_in_cells—retrieves relatively small mitochondria in-

side cells (similarly to get_relat_big_mitos_in_cells). 

• get_big_mitos_in_cells—retrieves above average sized mitochondria inside 

cells. 

• get_small_mitos_in_cells—retrieves below average sized mitochondria in-

side cells (similarly to get_big_mitos_in_cells). 

6.6    Artificial Intelligence Layer 
According to Section 5.2.3, the purpose of the AI layer is to consume and retrain ma-

chine learning models. The relevant functionality was split from the Business Logic 

Layer in order to emphasize the separation of concerns and address the special hard-

ware requirements (e.g. GPU-accelerated computing) that inference may incur when 

performed locally. 

 

 
11 The knowledge database was implemented during IM1 and contains mock values. 
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During IM2, the inference capabilities of the system were significantly extended. To 

be more specific, the number of prediction models included in the AI layer quadrupled 

(as compared to IM1). As a result, the inference architecture of the system had to be 

redesigned from the ground up in order to be more extensible and to accommodate for 

the increased number of models. Figure 25 presents a class inheritance diagram of the 

IM2 prediction models. 

 

 
Figure 25—Class inheritance diagram of the prediction models in the IM2 AI layer 

 

The concrete prediction models used by IM2 are: 

1. CellSegmentation—a FusionNet model capable of segmenting microscope 

images of the early larval brain of the Drosophila melanogaster species for 

cell membranes. It was implemented using TensorFlow during IM1 and was 

originally named FusionNetCellMembraneSegmentation. 

2. MitochondrionSegmentation—a FusionNet model capable of segmenting the 

same kind of microscope images as the CellSegmentation model for mito-

chondria. It was also implemented using TensorFlow during IM1 and was 

originally named FusionNetMitochondrionSegmentation. 

3. AsbestosSegmentation—this model is capable of segmenting microscope im-

ages for all objects lying on gold-coated, porous air filter samples, as de-

scribed in Section 3.3. It was implemented using TensorFlow during IM2, as 

discussed in Section 6.6.1. 

4. AsbestosClassification—this model is capable of predicting (classifying) 

whether a potential asbestos fiber is real asbestos or not. It was also imple-

mented using TensorFlow during IM2. 

5. Denoiser—this model is capable of denoising microscope images. It was im-

plemented using Keras during IM2 and is further analyzed in Section 6.6.2. 

6. AlgorithmiaColorizer—this model is capable of colorizing grayscale images. 

It is provided as a web service by the Algorithmia API [63], which is acces-

sible through the Algorithmia Python package. This model is not accessible 

through the voice user interface; the DeepAIColorizer model is exposed in-

stead, due to its superior visual results and reduced response time. Neverthe-

less, this model was not removed from the code base and is still accessible 

through the development sidebar in order to demonstrate the extensibility of 

the inference design. 

7. DeepAIColorizer—this model is also capable of colorizing grayscale images. 

It is provided as a web service by the DeepAI API [64], which is accessible 

through regular HTTP requests. 

8. DeepAIDreamer—this model implements Google’s DeepDream network ar-
chitecture which creates an artistic, dream-like impression of an input image. 

It is also provided as a web service by the DeepAI API [65]. This model does 

not contribute towards the functionality of the system and was merely imple-

mented as a means to showcase the flexibility of the inference design. 

 

These concrete models extend one of the following abstract or base classes: 

1. AbstractPredictionModel—this is the most generic class of the inference de-

sign, considering it is the root of the inheritance tree. Its purpose is to define 

the semantics of prediction models, namely that they have a set of inputs and 

outputs that are processed through a three-step pipeline: pre-process, process, 

and post-process. Preprocessing refers to the preparation of the data before 
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feeding it to the prediction model (e.g., converting an image to an appropriate 

format as dictated by the prediction model). Processing is the main step, dur-

ing which the model is invoked in order to make its prediction on the data. 

Postprocessing is the final step, during which the prediction results are pro-

cessed as necessary (e.g., fetching them from a remote server). 

2. AbstractSavedModel—this class defines the semantics of TensorFlow mod-

els encoded in the SavedModel format. More specifically, it extends 

AbstractPredictionModel by implementing the main processing step both for 

local as well as remote12 prediction requests, while delegating the pre- and 

post-processing steps to concrete offspring classes (i.e., defining the input and 

output tensors, as well as processing the prediction results). 

3. BaseFusionNetSegmentation—this base class13 captures the commonalities 

between all concrete FusionNet models, namely CellSegmentation and 

MitochondrionSegmentation, since they are identical in every regard except 

the model initialization and postprocessing steps. 

4. BaseDeepAIModel—this base class captures the commonalities between all 

concrete DeepAI models, namely DeepAIColorizer and DeepAIDreamer, 

since they only differ in their initialization parameters. 

 

Regarding the model retraining aspect of IM2, the train Python module found in the 

n2n Python package contains a Keras implementation that allows retraining the De-

noiser model according to a configurable process. More information can be found in 

Section 6.6.2. 

 

The following sections provide more details about the machine learning aspects of the 

aforementioned models. 

6.6.1.  Asbestos Detection 

This section contains detailed information about the neural networks that were imple-

mented for asbestos detection as well as the accompanying dataset. 

 

Dataset 

The asbestos dataset consists of five parallel subsets of 852 images each, organized as 

shown in Table 10. Furthermore, the subsets contain data from three different stubs 

(i.e., air filter samples), each containing roughly the same number of images, namely 

291, 286, and 275 images. 

 

Table 10—Dataset structure 

Name Description 

BSD BSD input images 

SED SED input images 

AllObjects Binary image masks containing all detected objects 

FibersAccordingToISO Binary image masks containing only potential fibers 

RealFibers Binary image masks containing only real fibers 

 

All images are grayscale TIFF images of 1024x1024 size. Input images (BSD and SED) 

have a color depth of 16 bits, while the binary masks (labels) have a color depth of 8 

bits. 

 

Ideally the binary masks should be pixel-wise subsets of each other, i.e., RealFibers ⊆ 

FibersAccordingToISO ⊆ AllObjects. However, this is not the case, especially for 

RealFibers, which were manually generated, as opposed to AllObjects and 

FibersAccordingToISO, which were computer generated. 

 

 
12 Remote prediction requests are delegated to TensorFlow Serving instances through gRPC. 
13 Base classes are concrete classes that still need to be appropriately subclassed in order to be 

useful. 
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Finally, it is worth mentioning that the pixel distribution was considerably imbalanced 

not only across labels (see Table 11), but also across stubs (see Figure 26). The impli-

cations derived from this observation are discussed in the following section. 

 

Table 11—Pixel distribution of labels 

Label Positive Class Negative Class 

AllObjects 4,11% 95,89% 

FibersAccordingToISO 0,19% 99,81% 

RealFibers 0,05% 99,95% 

 

 
Figure 26—Box plot of the pixel distribution across labels and stubs 

 

Segmentation Network 

The segmentation network is capable of identifying all objects lying on a porous back-

ground and produces a segmented image mask as a result. It was built using an FC-

DenseNet56 segmentation model, along with a ResNet101 feature extraction model. 

The network was trained from BSD input images to AllObjects for 100 epochs, using 

the 60-20-20 rule for training, validation, and testing. The choice of BSD to AllObjects 

segmentation was based on experimentation, since this combination produced the most 

consistent results—an observation that can be attributed to the miniscule presence of 

the other two labels (FibersAccordingToISO and RealFibers) in the dataset, as men-

tioned in the previous section. Moreover, all images were tiled into four, non-overlap-

ping tiles of 512x512 size14, thus leading to a training, validation, and testing set of 

2044, 682, and 682 images, respectively. Due to the imbalanced pixel distribution 

across stubs, which was mentioned in the previous section, the tiled images were ran-
domly assigned to the training, validation, and testing sets, in order to minimize selec-

tion bias. Furthermore, data augmentation techniques were randomly applied during 

training, namely horizontal and vertical flipping, as well as rotation. The aforemen-

tioned data preprocessing tasks were implemented as Jupyter Notebooks that can be 

found in the project’s source code repository [48]. 

 

The segmentation network was trained using the “Semantic Segmentation Suite” Ten-

sorFlow framework [66], which was modified as necessary for the needs of the project 

[67]. 

 

The network was trained and validated using the following command: 

python train.py \ 

--dataset asbestos_final_bsd_all_random_512_2_2 \ 

 
14 In order to fit in the 12GB RAM of the Titan-V GPU used for training. 
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--h_flip True \ 

--v_flip True \ 

--rotation 360 \ 

--num_epochs 100 \ 

--num_val_images -1 \ 

--metric_average macro 

 

The network was tested using the following command: 

python test.py \ 

--dataset asbestos_final_bsd_all_random_512_2_2 \ 

--metric_average macro \ 

--model FC-DenseNet56 \ 

--checkpoint_path checkpoints/latest_model_FC-

DenseNet56_asbestos_final_bsd_all_random_512_2_2.ckpt 

 

The average IoU15 score that was recorded on the validation set over time can be seen 

in Figure 27, while the performance metrics that were recorded on the test set can be 

found in Table 12. Figure 28 presents a visual overview of the network results on the 

test set. 

 

 
Figure 27—Average validation IoU score 

 

 
15 Intersection over Union (IoU) or Jaccard index is a statistic used for gauging the similarity 

and diversity of sample sets [57]. 
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Table 12—BSD to AllObjects segmentation test results 

Metric Type Value 

Global Accuracy  99,67% 

Balanced Accuracy  96,78% 

IoU Macro Average 94,48% 

 AllObjects 89,31% 

 Void 99,65% 

Precision Macro Average 97,26% 

 AllObjects 94,70% 

 Void 99,82% 

Recall Macro Average 96,71% 

 AllObjects 93,60% 

 Void 99,82% 

F1 Macro Average 96,90% 

 AllObjects 93,98% 

 Void 99,82% 

Support Total 100,00% 

 AllObjects 4,24% 

 Void 95,76% 

Run Time Macro Average 67ms 
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Figure 28—BSD input images (left), color-coded masks (middle), and an overlay of both images (right). For the color-coded masks, green is the ground truth, red is the prediction, and blue is 

the overlap of both. 
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Classification Network 

The classification network can predict on a per-object basis whether it is a real fiber or 

not by producing a probability for each case. It was built on top of a PNASNet-5 feature 

extraction model, which was pre-trained on the ImageNet dataset. The classification 

layer of the network was trained for 20000 iterations on cutouts of BSD objects belong-

ing to the classes FibersAccordingToISO (negative class) and RealFibers (positive 

class). Again, the 60-20-20 rule was used for training, validation, and testing. As a 

preprocessing step, all duplicate objects (i.e., objects present in both classes) were re-

moved from the FibersAccordingToISO class. 

 

The classification network was trained following the TensorFlow image retraining 

guide [68]. 

 

The network was trained, validated, and tested using the following command: 

DATASET=asbestos_true-iso_real_bsd; \ 

rm -Rf $DATASET/results/*; \ 

python retrain.py \ 

--image_dir=$DATASET/datasets/ \ 

--output_graph=$DATASET/results/output_graph.pb \ 

--output_labels=$DATASET/results/output_labels.txt \ 

--summaries_dir=$DATASET/results/summaries \ 

--bottleneck_dir=$DATASET/results/bottleneck \ 

--saved_model_dir=$DATASET/results/saved_model \ 

--validation_batch_size=-1 \ 

--print_misclassified_test_images \ 

--how_many_training_steps 20000 \ 

--tfhub_module 

'https://tfhub.dev/google/imagenet/pnasnet_large/feature_vector/2' 

 

The normalized confusion matrices for the test set (N=471) and various classification 

thresholds can be found in Table 13, Table 14, and Table 15. 

 

Table 13—Classification test set confusion matrix (classification threshold=0,50) 

 
Ground Truth 

Positive Negative Total 

Prediction 

Positive 17,83% 8,28% 26,11% 

Negative 4,67% 69,21% 73,89% 

Total 22,51% 77,49% 100,00% 

 

Table 14—Classification test set confusion matrix (classification threshold=0,35) 

 
Ground Truth 

Positive Negative Total 

Prediction 

Positive 18,68% 15,92% 34,61% 

Negative 3,82% 61,57% 65,39% 

Total 22,51% 77,49% 100,00% 

 

Table 15—Classification test set confusion matrix (classification threshold=0,15) 

 
Ground Truth 

Positive Negative Total 

Prediction 

Positive 20,59% 28,03% 48,62% 

Negative 1,91% 49,47% 51,38% 

Total 22,51% 77,49% 100,00% 

6.6.2.  Denoiser 

This section contains detailed information about the neural network that is used for 

image denoising. 
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The denoiser is based on the DnCNN architecture [23], which is capable of performing 

Gaussian denoising, single image super-resolution, as well as JPEG image deblocking, 

all through a single model. More specifically, the DnCNN-S network architecture was 

utilized, which is trained specifically for Gaussian denoising with a particular noise 

level (σ = 25). The DnCNN architecture utilizes residual learning and batch normali-

zation in order to speed up the training process and boost the denoising performance. 

 

A pretrained model [69] is utilized as the baseline denoiser of the system. The model 

was further trained for ten epochs on microscope images containing synthetic noise of 

18 different levels. To be more specific, the model was trained on 18 microscope im-

ages (pixel size of eight or ten nanometers and dwell time of 30 microseconds) as well 

as 40 generic images. 

 

The baseline denoiser can be retrained at any time by the IM system using a configu-

rable N2N process [24]. By default, 120 pairs of 128x128 patches are rapidly acquired 

from random positions of the currently imaged field. The acquired patches are then 

split into eight batches that are used to retrain the denoiser for five epochs. Once re-

trained, all denoising tasks are handled by the updated model until a request to revert 

the denoiser is made, in which case the denoiser reverts to the baseline model. 

 

It is worth mentioning that this kind of rapid patch acquisition is required in order to 

avoid introducing microscope drift movements or other anomalies into the train data, 

i.e., ensure that the same signal is observed, just with a different level of noise. For 

example, during testing it was discovered that nonconductive samples exhibit a charg-

ing effect according to which areas that are repeatedly observed tend to brighten up 

due to the electron concentration. As a result of this prerequisite, Phenom microscopes 

cannot be used for N2N retraining, since they do not support capturing reduced areas 

(i.e., patches) of the currently imaged field. 
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7.Verification and Validation 
 

In software engineering, verification and validation refer to the process of checking if 

a software system meets its specifications and if it fulfills its intended purpose, respec-

tively [70]. In other words, verification addresses the system requirements, while val-

idation addresses the customer needs. Put simply, verification answers the question 

“Are we building the product right?” and validation answers the question “Are we 
building the right product?”. 
 

This chapter presents the verification and validation aspects of the IM2 system. Section 

7.1 describes the verification process, while Section 7.2 discusses the validation pro-

cess. Finally, Section 7.3 provides an explanation of the final demo setup and scenario, 

which can be considered as an acceptance test of the entire system. 

7.1    Verification 
Verification is usually an internal process that evaluates the correctness of the solution. 

It is commonly performed by the project team or an independent party. In the context 

of IM2, the verification process was performed by the PDEng trainee and the Project 

Steering Group. 

 

To be more specific, the requirements, design, and implementation of the system were 

discussed monthly, during PSG meetings, in order to ensure that the project was on the 

right track and the implemented solution was built according to the agreed specifica-

tions. In addition, the system was verified iteratively during weekly progress meetings 

with the company supervisor. 

 

Furthermore, both static and dynamic verification techniques were applied consistently 

throughout the duration of the project. For instance, regarding static verification, the 

built-in functionality of the PyCharm IDE [71] as well as the pylint [72] static analyzer 

were used in order to address the most important source code errors and inconsisten-

cies, such as compliance to the PEP-8 Style Guide for Python code [73]. Regarding 

dynamic verification, critical components of the system (e.g., the microscope control 

logic) were always manually tested with regard to functional correctness after every 

major modification to the relevant Business Logic package. To this end, microscope 

simulators were leveraged as a first testing mechanism, along with frequent testing 

sessions on actual microscopes. Finally, it is worth mentioning that no automated tests 

were implemented for the system—a point which can be drastically improved in the 

future. 

 

In summary, by cross-validating the system design shown in Chapter 5 and the imple-

mented functionality described in Chapter 6, it is shown that the IM2 system meets all 

system requirements defined in Chapter 4. 

7.2    Validation 
Validation is primarily an external process that evaluates the suitability of the solution. 

It commonly involves the acceptance of the solution by external stakeholders, followed 

by a formal acceptance by the customer. In the context of IM2, both internal and ex-

ternal demo sessions were used throughout the project duration as the primary means 

of validation. 

 

More specifically, a short, internal demo session was held during the PSG May meet-

ing, once a big part of the planned functionality had been successfully implemented 

and integrated. The focus of this first demo was to showcase the recent redesign of the 

inference architecture to the Project Steering Group. Furthermore, around mid-June, 

another demo session was held, this time at Phenom World, thus including external 

stakeholders as well. During this session, the asbestos detection and generic 
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microscope control features were demonstrated. Moreover, during the validation phase 

of the project two more internal demos were held with the attendance of the company 

supervisor in order to validate the IM2 system as a whole. Finally, a last demo session 

with external stakeholders was held towards the end of the project, as described in the 

following section. 

7.3    Final Demo 
According to the project goal, the IM system should be used as a demonstrator in order 

to showcase the benefits of state-of-the-art technologies, such as deep learning, for 

microscope users, as well as elicit feedback from potential stakeholders, such as middle 

and upper management. Consequently, a final demo was held for IM2 in late Septem-

ber, similarly to IM1. During the demo, the most important aspects of the project were 

presented live to the audience in a comprehensible manner. 

 

The deployment setup used for the demo followed the production deployment diagram 

shown in Figure 14. More specifically: 

• The IM system was deployed on an on-premise, high-performance server (ti-

tan-v) equipped with an Nvidia Titan V GPU. 

• The prediction models were served by a TensorFlow Serving instance that 

was deployed on a p3.2xlarge Amazon EC2 instance (imii.tfspallas.com). 

• The User PC was a Windows workstation equipped with a microphone and a 

touchscreen. 

 

The system was initially configured as follows: 

• Microscope #1: An on-premise Helios SEM loaded with a tin ball test sample 

• Microscope #2: An on-premise Talos TEM loaded with a grid test sample 

• Microscope #3: An off-premise Phenom XL SEM loaded with an asbestos 

sample 

• Selected microscope: Microscope #1 (Helios SEM) 

• Selected voice: male 

• Selected inference: remote 

 

Finally, a rough transcript of the demo scenario is presented below: 

• [Briefly explain IM1 capabilities] 

• [Explain Helios setup] 

• [Demonstrate some IM1 features] 

o Greet chatbot (“hello”) 
o Ask chatbot capabilities (“what can you do?”) 
o Acquire image (“get an image”) 

o Move stage (“move stage left”) 
o Zoom out (“zoom out”) 

• [Demonstrate some new features] 

o Switch to female voice (“change voice”) 
o Set field of view (“set field of view to twenty micrometers”) 
o Auto contrast brightness (“auto contrast brightness”) 
o Auto focus (“auto focus”) 
o Undo (“undo”) 

• [Explain Talos setup] 

o Switch to Talos (“select microscope two”) 
o Acquire image (“get an image”) 
o Move stage (“move stage right”) 
o Zoom in (“zoom in”) 
o Undo (“undo”) 

 

• [Explain Phenom setup] 

o Switch to Phenom (“select microscope three”) 
o Acquire high-quality image (“get a high-quality image”) 
o Auto focus (“auto focus”) 
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• [Introduce asbestos detection] 

o Detect asbestos fibers (“detect asbestos fibers”) 
• [Explain asbestos detection process] 

o Segment image (“show asbestos segmentation”) 
o Detect potential (ISO) fibers (“show iso fibers”) 
o Detect asbestos fibers (“show asbestos fibers”) 

• Zoom in on one of the fibers (“zoom to asbestos fiber <int>”) 
• Go to previous view (undo) (“undo”) 

 

• [Explain new image processing capabilities] 

o Switch to Helios (“select microscope one”) 
o Acquire an image (“get an image”) 
o Denoise the image (“denoise”) 

• [Explain limitations] 

o Undo (“undo”) 
o Show residual image (“show residual image”) 

• [Explain N2N] 

o Retrain denoiser (“retrain denoiser with dwell time two microsec-
onds”) 

o Acquire an image (“get an image”) 
o Denoise the image (“denoise”) 
o Undo (“undo”) 
o Show residual image (“show residual image”) 

• Undo (“undo”) 
• Colorize the image (“colorize the image”) 
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8.Conclusions 
 

This chapter concludes the technical part of this report. Section 8.1 presents an over-

view of the obtained results, while Section 8.2 contains a list of suggestions for future 

work. 

8.1    Results 
This project constitutes the second development cycle of the Intelligent Microscope 

system, which improved the functionality of its predecessor (IM1), while extending it 

with new features. 

 

More specifically, IM1 offered a voice user interface—built using Amazon Lex—
through which an SEM could be instructed to perform basic operations, such as acquir-

ing an image, moving the stage, and changing the magnification. In addition, IM1 was 

capable of detecting specific types of objects in microscopes images, namely cells and 

mitochondria, as well as interpret information about these objects, such as their size 

and position, using a mock knowledge database. 

 

During IM2, in addition to the entire system being overall improved, the following 

major new features were added: 

• The object detection capabilities of the system were extended to support as-

bestos fibers. 

• The microscope control logic was redesigned in order to allow executing 

high-level commands on multiple microscopes of different types using the 

same voice interface. 

• The computer vision capabilities of the system were extended to support im-

age processing tasks, such as image colorization and adaptive denoising. 

 

All features were selected on the basis of exploring new territory, i.e., they all address 

a problem that is either hard or impossible to solve using traditional approaches. The 

rest of this section presents and reflects on the achieved results in detail. 

8.1.1.  Asbestos Detection 

Two neural networks were trained for asbestos detection: 

• A segmentation CNN that is capable of identifying non-background objects 

in microscope images of air filter samples. 

• A classification CNN that is capable of predicting whether a potential asbes-

tos fiber is real asbestos or not. 

 

Compared to the existing solution (AsbestoMetric software), the segmentation CNN 

offers the benefit of requiring just a single input image, instead of two, thus reducing 

the image acquisition time by more than 50%. 

 

The classification CNN is capable of filtering out potential asbestos fibers that can be 

classified as non-asbestos with confidence, thus reducing the associated human work-

load by up to 75% with a false negative rate of less than 5%. This functionality is 

unique, as there was no equivalent feature in the existing solution before introducing 

this network. 

 

In retrospect, the asbestos detection use case highlights the benefits of incorporating 

AI into established workflows such as the AsbestosMetric software. To be more spe-

cific, the segmentation capabilities of modern CNNs provided us with a more than 

welcome boost to the image acquisition throughput, while the classification CNN al-

lowed us to automate one more step of the detection process—a task that would not be 

otherwise feasible using classical algorithms. 
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8.1.2.  Microscope Control 

The microscope control capabilities of the system were redesigned into a more flexible 

architecture, which allows executing and undoing high-level commands on multiple 

microscopes of different types using the same voice interface. As a result, in IM2 it is 

possible to control any number of SEM, TEM, or Phenom microscopes using the same 

voice commands. 

 

The microscope commands available in IM1 were: 

• Acquire an image 

• Improve image quality 

• Move stage towards a direction 

• Zoom in/out 

• Zoom in on a detected object 

 
During IM2, the following microscope commands were introduced: 

• Execute auto focus routine 

• Execute auto contrast/brightness routine 

• Set field of view to specific value 

• Set dwell time of acquired images (AutoScript and AutoStar microscopes) 

• Set frame count of acquired images (Phenom microscopes) 

 

In addition, the scan rotation of AutoScript microscopes is now properly taken into 

account. Moreover, when zooming in on a detected object, its bounding box is taken 

into consideration instead of zooming in by a fixed amount. Finally, it is worth reiter-

ating that all microscope commands are accessible through the same voice interface 

and can be undone (reversed). 

 

Looking back, the most important benefit of the redesigned microscope control inter-

face is the ability to control microscopes of different types through a unified user in-

terface. This feature is undoubtedly a major project milestone as it addresses a 

longstanding customer issue that has been discussed a lot in the past, but never truly 

addressed. 

8.1.3.  Image Processing 

In addition to the object detection capabilities of the system, support for image trans-

formation tasks was introduced, namely image colorization and denoising. 

 

The image colorization feature was implemented by introducing support for external 

web service APIs, such as Algorithmia and DeepAI, which offer remote AI inference 

as a service. The inference design was refactored in a more flexible architecture in 

order to accommodate for the increased number and the differing types of prediction 

models. 

 

Furthermore, a denoising CNN was introduced in the system, which is capable of 

adapting to the current operational settings of the microscope. In other words, the user 

can retrain the CNN at will in order to specifically target the type of noise that is present 

under the current microscope conditions. The retraining process is implemented ac-

cording to the Noise2Noise technique that only requires noisy image pairs, rather than 

clean training data, which can be hard to acquire on a microscope. In addition, the user 

may also revert the CNN back to its default state at any time. Both commands are 

exposed through the voice user interface of the system. 

8.1.4.  General Improvements 

Various small improvements were also implemented across the board: 

• The following miscellaneous voice commands were introduced: 

o Select chatbot voice—select between male and female chatbot voice. 

o Select inference—select between local and remote AI inference. 
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o Select microscope—select currently selected microscope from the 

list of available microscopes. 

o Hide overlays—hide any detected objects on the current microscope 

image. 

• The deployment process was significantly streamlined, in accordance with the 

non-functional requirements of the system. More specifically, detailed docu-

mentation is available both for Windows and Linux environments; a Docker 

image is provided as the easiest way of running IM2 as well as a self-explan-

atory document of the deployment process; and stunnel was utilized in order 

to enable serving IM over HTTPS during development. 

• Several Python and Shell scripts were introduced that streamline common 

tasks, such as launching a TensorFlow Serving instance that serves models, 

converting models to the SavedModel format supported by TensorFlow Serv-

ing, as well as various Django management tasks. 

• Contour rendering was drastically improved with regard to correctness and 

performance. 

8.2    Future Work 
The goal of the Intelligent Microscope project, as defined in Section 3.1, is arguably a 

bit generic. As a result, the project offers an abundance of unexplored possibilities, 

several of which were discussed in Section 3.2. However, due to the limited scope of 

the project, only a selection of them was considered for implementation during IM2. 

 

Consequently, future development iterations of the project should start by re-evaluat-

ing these use cases and implementing those that still make sense. In addition, the cur-

rent section presents a few extra directions that only became known while the IM2 

project was underway. Finally, a list of recommended tasks regarding the implemen-

tation of the system can be found at the IM2 GitLab issue board [74]. 

 

The remainder of this section presents an array of high-level recommendations for fu-

ture work, which are grouped by area of interest. 

8.2.1.  Artificial Intelligence 

Possible areas of improvement related to the AI aspect of the system include: 

• Denoiser—the Noise2Noise retraining technique allows the user to generate 

denoising models, which are customized to the current operational conditions, 

without requiring clean training data. Nevertheless, the technique still re-

quires pairs of noisy patches, which can be challenging or even impossible to 

acquire in certain cases. Consequently, it is worth examining blind denoising 

techniques such as Noise2Self [75] and Noise2Void [76], which do not re-

quire any extra data other than the body of data to be denoised. 

• Edge computing—with the advent of AI-tailored hardware, such as the 

Google Edge TPU [77], Nvidia Jetson Nano [78], and the Intel Movidius Neu-

ral Compute Stick [79], it would be interesting to explore the possibility of 

AI at the edge, considering that such an approach would greatly benefit ap-

plications with low latency requirements or bandwidth constraints. 

• Asbestos detection—it goes without saying that the asbestos detection capa-

bilities of the system are not optimal. In order to improve the relevant models, 

they should be retrained on a dataset with better labels (see Section 6.6.1 for 

a description of the dataset) and their network architectures should be fine-

tuned by a deep learning expert. 

8.2.2.  Voice Interface 

As far as the voice interface of the system is concerned, the following directions show 

promise: 

• Virtual reality—the strongest point of the voice interface is its simplicity. As 

a result, it would be interesting to incorporate the IM VUI in a virtual reality 

setup, where the interactions between the user and the environment can 
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admittedly be challenging at times. A fully simulated environment would 

make sense for educational purposes or as a virtual lab where the actual in-

struments are off-premise. 

• Queue commands—given the extended microscope control capabilities of the 

IM2, it would be desirable to be able to issue consecutive commands to one 

or more microscopes (e.g., “perform an auto focus routine, acquire a high-

quality image, and then detect asbestos fibers”). The major restriction in this 
regard is the chatbot service, Amazon Lex, which, at the time of writing, did 

not include support for chaining multiple intents in a single utterance. 

• Auto translate—given the global presence of the company, it would be desir-

able to be able to provide the VUI of the system in multiple languages. Alt-

hough the Amazon Lex service only supported US English at the time of writ-

ing, an AI-powered translation service, such as Amazon Translate [80] or 

Google Translate [81], could possibly be used in order to circumvent this re-

striction. 
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9.Project Management 
 

Project management is an essential component of every complex project, as it helps 

ensure a successful outcome. In PDEng graduation projects, in particular, the trainee 

is expected to define a well-managed process that will lead to the desired goal—a suc-

cessful design. In other words, the PDEng trainee has to take ownership of the project 

management process and exhibit proactiveness in determining and applying the re-

quired activities. 

 

This chapter presents the project management process that was applied for the IM2 

project. Section 9.1 introduces core notions of project management. In Section 9.2 the 

project schedule is analyzed. Section 9.3 presents the risk analysis for the project. 

9.1    Introduction 
Project management can be defined as the discipline of applying knowledge, skills, 

and processes to project activities in order to meet specific project success criteria [82], 

[83], [84]. Key components of project management are: 

• Cost—the budget allocated for the project 

• Scope—the intended project deliverables 

• Time—the amount of time available for the project 

• Quality—the outcome of the project 

 

These elements are related to one another in the following ways [85]: 

• Quality is constrained by the project's budget, scope, and time. 

• Trade-offs between constraints can be made. 

• Changes in one constraint necessitate changes in others in order to compen-

sate; otherwise quality will suffer. 

 

For instance, a project may be completed faster either by increasing the budget or by 

reducing the scope. Similarly, increasing the scope may require adjustments in terms 

of budget and time; otherwise quality will suffer. Figure 29 illustrates a common rep-

resentation of these relations, called the Project Management Triangle. 

 

 
Figure 29—The Project Management Triangle [86] 

 

In PDEng graduation projects, time and cost are for the most part fixed amounts, so 

the most important trade-off is between scope and quality. In the context of the IM2 

project, defining a scope was no trivial task, considering that a lot of uncertainty was 

introduced by the unfamiliarity of the PDEng trainee with the EM domain and the steep 

learning curve of the involved technologies, most notably Django and TensorFlow. 

Therefore, it was crucial to define a project scope and an accompanying schedule as 
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soon as possible and revisit them in regular intervals, keeping the other constraints in 

mind in order to ensure a successful project outcome. 

9.2    Project Schedule 
The IM2 project spanned a period of ten months (January 2019–October 2019). The 

following major phases can be identified: 

• Initiation (January) 

• Execution (February–June) 

• Validation (July–October) 

 

An overview of the project timeline is illustrated in the project Gantt chart (Figure 31). 

The following sections shed more light upon each project phase and the activities in-

volved. 

9.2.1.  Initiation 

The initiation phase took place in January, lasting from the project kickoff until the 

first PSG meeting. During this phase, the following major activities were executed: 

1. Familiarization with IM1 

2. Scope definition 

3. Overall project planning 

 

More specifically, the first activity involved studying the IM1 project report in order 

to acquire a high-level understanding of the project and its architecture. Furthermore, 

the project setup was reproduced from scratch in order to get acquainted with the indi-

vidual deployment components and validate that everything is still working properly. 

 

Getting familiar with the IM1 project was also a prerequisite for the second major ac-

tivity—defining a project scope. The project scope should take into consideration the 

existing feature set and expand it with new use cases. As a result, various meetings 

were held during this phase in order to obtain domain knowledge and extract potential 

use cases from stakeholders. 

 

Finally, during this phase, various project management activities were bootstrapped 

and an overall project plan was formed. In particular, initial versions of various docu-

ments were drafted, such as a Gantt chart, a risk analysis, a stakeholder analysis, and a 

communication plan. These documents were iteratively updated throughout the project 

duration on a regular, as well as ad-hoc, basis. 

9.2.2.  Execution 

The execution phase was the longest lasting one, spanning a period of five months 

(February–June). During this phase, activities related to the implementation of the soft-

ware system took place, as defined by the project schedule. 

 

The development tasks during the implementation phase were scheduled using an Ag-

ile-like methodology (see Figure 30) in order to accommodate for the evolving activi-

ties and the shifting timeline that a research project entails. Specifically, the project 

schedule was revisited after every PSG meeting as well as after evaluation of interim 

activity results. 
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Figure 30—Agile development process [87] 

 

In other words, monthly progress updates were presented during PSG meetings, feed-

back was received from both project supervisors, and, consequently, the project sched-

ule for the upcoming sprint (i.e., until the next PSG meeting) was adjusted accordingly. 

In addition, weekly planning meetings were held with the company supervisor every 

Monday in order to monitor the project progress on a more granular level. 

 

It is worth noting that the development process was a bit more ad-hoc at first due to 

the result-driven nature of the tasks, i.e., train and evaluate various neural network 

architectures. Once the machine learning tasks were successfully completed (around 

mid-March), the development process shifted to a more traditional paradigm. To be 

more specific, explicit product and sprint backlogs were created using a GitLab issue 

board [74], tasks were assigned a size estimate using t-shirt sizes (XS, S, M, L, XL), 

and appropriately sized tasks were selected for every sprint in order to maximize the 

achieved value. 

9.2.3.  Validation 

The final phase, validation, lasted from July until October. During this phase, the pro-

ject results were validated by arranging two internal demos with the company supervi-

sor in order to showcase the implemented functionality, reflect on it, and validate that 

it fulfills the project requirements. As a result of this validation process, several tasks 

and reasonably achievable targets were identified and consequently implemented. Fur-

thermore, the bulk of the project report and documentation was put together during the 

months of July and August. The report was reviewed by both supervisors several times 

during these months in order to ensure its quality both from an academic as well as a 

technical point of view. Finally, the project results were presented and evaluated during 

the final demo and the final defense presentation that took place in late September and 

early October, respectively. 

9.3    Risk Analysis 
Throughout the duration of the project, potential risks were identified, analyzed, and 

prioritized. This process involved documenting risk descriptions, impacts, and mitiga-

tion strategies, as well as classifying the risks in terms of severity and probability. The 

available classes are Low, Medium, and High. Severity and probability can be used to 

calculate a risk priority index—a value that is useful for prioritizing risks in order of 

emergency. Table 16 shows a risk assessment matrix that fulfills these requirements. 

 

Table 16—Risk assessment matrix 

Probability 

High Medium High Highest 

Medium Low Medium High 

Low Lowest Low Medium 

Risk = Probability x Severity 
Low Medium High 

Severity 

 

Table 17 shows a compilation of risks for the IM2 project. This table was put together 

during the initiation phase of the project and was updated as needed. 
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Figure 31—Gantt chart 
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Table 17—Risks 

ID Description Probability Severity Priority Impact Mitigation 

1 
Failure to train models for asbestos 

detection 
Medium High High Asbestos detection UC is not feasible 

Consult DL experts; Try clustering; Use traditional 

algorithm; Change/drop UC 

2 Model training takes too much time High Medium High 
Few train configurations are tried; 

Model is suboptimal 

Prioritize training; Train on GPU server; Train on the 

cloud 

3 
Report writing is challenging in 

hindsight 
High Medium High Poor report quality Maintain work log; Write parts during execution 

4 Microscopes not available for testing Low High Medium 
Microscope control is not working 

properly 
Use simulators; Book early 

5 N2N model regresses when retrained Medium Medium Medium N2N feature is not useful Consult DL experts; Allow reverting model state 

6 
Model training requires constant 

monitoring and adjusting 
High Low Medium 

Few train configurations are tried; 

Model is suboptimal 

Access system remotely using VPN; Automate 

training with script 

7 
Model performance metrics are 

suboptimal 
High Low Medium Model is not ready for productization Consult DL and domain experts 

8 
Deployment and serving of multiple 

models are error-prone 
High Low Medium 

Deployment is not easily 

reproducible/managed 
Deploy on a single node; Automate serving with script 
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10. Project Retrospective 
 

This chapter contains a retrospective about the personal and design aspects of the pro-

ject. Section 10.1 presents a personal reflection on the past ten months spent carrying 

out the project. In Section 10.2, the design criteria selected in Section 3.5 are revisited 

and evaluated. 

10.1    Reflection 
Looking back at the time spent on the project, I must say it was a challenging but 

rewarding experience. This endeavor proved to be much more than just a ten-month 

graduation design project. It exposed me to most facets of software engineering, as it 

gave me the opportunity to stand in the shoes of a requirements engineer, a systems 

architect, a software designer, a developer, and a tester, all at the same time. 

 

In retrospect, I believe my biggest challenge was adjusting my communication to the 

needs of each individual role, as I am mostly accustomed to communicating as a de-

veloper, i.e., heavily focused on the “what” and the “how,” but not the “why.” Put 

differently, I often realized that either I was not very explicit about my rationales or I 

did not communicate them adequately. This was more of a personal challenge pertain-

ing to my idiosyncrasy, considering that I am a very detail-oriented person that tends 

to tackle problems in a bottom-up approach (i.e., details first, then generalize), whereas 

my supervisors triggered me to explore a more generalistic, top-down mindset that is 

often more useful to a designer. 

 

In addition, I made a mental note to myself to improve my process management in the 

future. That is to say, I often found myself operating in an ad-hoc manner for the sake 

of efficiency, but I came to realize that a more explicitly defined process could give 

me some much-needed peace of mind. 

 

Furthermore, I believe that the technical aspect of the IM project may seem quite daunt-

ing at first. The chosen technological stack requires expertise in the fields of full-stack 

web development (Django, JavaScript), machine learning (TensorFlow, Keras), de-

ployment operations (Docker, Amazon EC2), and, last but not least, software architec-

ture and design patterns. In order to make sound and well-founded decisions, an above-

average affinity with these technologies is required, which takes a considerable amount 

of time to acquire. Nevertheless, I found the project extremely interesting and motivat-

ing for the exact same reason, i.e., the number of different fields it touches upon. 

 

Moreover, I found juggling different stakeholder needs, the project objectives, and my 

own personal goals to be a very delicate but intriguing process. For instance, one of 

the trade-offs I often had to make in terms of time and expectation management was 

between improving the current system design and extending it with new features. The 

former activity usually does not offer much value to the customer, but it is crucial in 

order to keep the technical debt in control and the system maintainable. 

 

Overall, being in charge of the entire process was a unique experience. This project 

gave me the opportunity to apply my knowledge and skills in a real-world scenario, as 

well as to grow both personally and professionally. I am certain that in the future I will 

fondly look back on this project as a significant milestone in my career. 

10.2    Design opportunities revisited 
In Section 3.5, the three most important design criteria of the system were identified: 

• Structuring 

• Ease of use 

• Technical Realizability 
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Having concluded the project, these criteria are revisited and reflected on in order to 

contemplate how they were incorporated into the system design. 

 

The structuring criterion was taken into consideration during the redesign of the mi-

croscope control and inference components of the Business Logic Layer. As shown in 

Section 5.4, a hierarchy of classes was devised for both cases, which led to higher 

cohesion within components as well as a clearer separation of concerns. Furthermore, 

by leveraging clearly defined abstractions and the factory design pattern, a low degree 

of coupling between components was achieved. As a side note, it is worth reiterating 

that Python does not contain the notion of explicit interfaces, so abstract base classes 

were used instead. 

 

As far as ease of use is concerned, it is expressed in multiple facets of the system design 

depending on the target stakeholder group. For end users, the redesign of the micro-

scope command interface enabled high-level commands that can be easily undone. For 

developers, the same interface allows synthesizing composite commands with ease, 

which greatly reduces code duplication and increases component reusability. Moreo-

ver, this report and the accompanying documentation in the project’s Git repo [48] 

should render the project easy to install, maintain, and extend. 

 

Technical realizability was demonstrated iteratively over the course of the project 

through multiple demo sessions (see Chapter 7). These demonstrations served primar-

ily as a means of verification of the implemented functional requirements. Further-

more, they were utilized in order to elicit feedback from stakeholders and reflect on 

the current, as well as future, state of the prototype in terms of functionality. Lastly, 

the final demo showcased not only the realizability of individual features, but their 

integration into a prototype system that offers a unified experience, as well. 
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Glossary 
 

AI Artificial Intelligence 

API Application Programming Interface 

AT Advanced Technologies 

AWS Amazon Web Services 

BL Business Logic 

BSD Backscatter Electron Detector 

CNN Convolutional Neural Network 

CSS Cascading Style Sheets 

DL Deep Learning 

EM Electron Microscopy 

GPU Graphics Processing Unit 

GUI Graphical User Interface 

HTML Hypertext Markup Language 

HTTP Hypertext Transfer Protocol 

HTTPS Hypertext Transfer Protocol Secure 

IDE Integrated Development Environment 

IM Intelligent Microscope 

JSON JavaScript Object Notation 

MVC Model View Controller 

MVT Model View Template 

N2N Noise2Noise 

ORM Object-Relational Mapping 

PDEng Professional Doctorate in Engineering 

PPI Phenom Programming Interface 

PSG Project Steering Group 

REST Representational State Transfer 

SDK Software Development Kit 

SED Secondary Electron Detector 

SEM Scanning Electron Microscope 

SQL Structured Query Language 

TEM Transmission Electron Microscope 

TIFF Tagged Image File Format 

TPU Tensor Processing Unit 

UC Use Case 

UI User Interface 

UML Unified Modeling Language 

URI Uniform Resource Identifier 

URL Uniform Resource Locator 

VPN Virtual Private Network 

VUI Voice User Interface 

XML Extensible Markup Language 
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