
 

Multi-modal sensor data registration for large-scale 3D
reconstruction
Citation for published version (APA):
Javan Hemmat, H. (2020). Multi-modal sensor data registration for large-scale 3D reconstruction. [Phd Thesis 1
(Research TU/e / Graduation TU/e), Electrical Engineering]. Technische Universiteit Eindhoven.

Document status and date:
Published: 24/11/2020

Document Version:
Publisher’s PDF, also known as Version of Record (includes final page, issue and volume numbers)

Please check the document version of this publication:

• A submitted manuscript is the version of the article upon submission and before peer-review. There can be
important differences between the submitted version and the official published version of record. People
interested in the research are advised to contact the author for the final version of the publication, or visit the
DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page
numbers.
Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal.

If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license above, please
follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.

Download date: 24. May. 2023

https://research.tue.nl/en/publications/683bfcbd-5475-48ff-a30a-902d202b07bc


Multi-modal sensor data registration
for large-scale 3D reconstruction





Multi-modal sensor data registration
for large-scale 3D reconstruction

PROEFSCHRIFT

ter verkrijging van de graad van doctor aan de
Technische Universiteit Eindhoven, op gezag van de
rector magnificus prof.dr.ir. F.P.T. Baaijens, voor een

commissie aangewezen door het College voor Promoties,
in het openbaar te verdedigen

op dinsdag 24 november 2020 om 13:30 uur

door

Hani Javan Hemmat

geboren te Teheran, Iran



Dit proefschrift is goedgekeurd door de promotor en de samenstelling van de
promotiecommissie is als volgt:

voorzitter: prof.dr.ir. A.B. Smolders
1e promotor: prof.dr.ir. P.H.N. de With
copromotor: dr.ir. E. Bondarev
leden: prof.dr.ir. W. Philips (Universiteit Gent)

Prof.Dr.-Ing. P. Eisert (Humboldt University Berlin)
prof.dr.ir. J.J. van Wijk
prof.dr. H. Corporaal
dr. F. Bremond (EPI Stars, INRIA)

Het onderzoek of ontwerp dat in dit proefschrift wordt beschreven is uitgevoerd in over-
eenstemming met de TU/e Gedragscode Wetenschapsbeoefening.



To my dear wife, Fereshteh,
my children, Nikki and Kyan,

and my parents, Kobra and Alireza



Multi-modal sensor data registration
for large-scale 3D reconstruction

Hani Javan Hemmat

Cover design: Gilmard (www.gilmard.com/)
Printed by: Gildeprint Drukkers.

ISBN 978-90-386-5177-4
NUR-code 9590

Copyright c© 2020 by Hani Javan Hemmat

All rights reserved. No part of this material may be reproduced or transmitted in any
form or by any means, electronic, mechanical, including photocopying, recording or by any
information storage and retrieval system, without the prior permission of the copyright
owners.

www.gilmard.com/


C
ha

pt
er 0 Summary

Multi-modal sensor data registration for large-scale 3D reconstruction

Over the last decade, 3D reconstruction has gained a large interest and initiated
several trends in both sensor development and algorithms for 3D image process-
ing. Due to the advent of new technologies, a wide range of sensors with very
different intrinsic properties has become available for 3D reconstruction of a large
and complex indoor environment. One of the strongly emerging areas where 3D
reconstruction plays a pivotal role is the Smart City. This field is gradually be-
coming automated because traffic and people flows are increasingly measured
and controlled for safety and efficiency purposes. Other fields of application for
3D reconstruction are gaming, healthcare and robotics. In each of these fields,
surroundings or objects of interest are modeled in 3D.

This thesis proposes a 3D reconstruction framework consisting of three steps.
First, the environment is scanned by a laser-scanner to generate the large-scale 3D
model, after which a handheld depth sensor is utilized to generate partial 3D mod-
els to fill occlusion holes. Then, these two 3D models are registered and integrated
into a unified large-scale 3D model of higher quality. To realize this framework,
four main challenges should be addressed: (1) common data representation for
registration, (2) smart hybrid registration, (3) scalability and adjustability of mod-
els, and (4) overall registration without loop-closure.

The common data representation challenge is to find the common represen-
tation format that enables the alignment of both handheld sensor (RGB-D) and
laser-scanner data (colored pointcloud) into a global 3D model. The general ap-
proach is to use 3D data from the high-quality sensor (model) and extract RGB-D
image pairs to be consistent with the data of the low-quality sensor (camera), to
facilitate registration. Raycasting, as the conventional approach to do this, leads to
data loss. This thesis proposes a Model-to-Camera back-raycasting (M2C) method
as an alternative to the conventional Camera-to-Model raycasting (C2M) approach.
The proposed algorithm is much more efficient because the voxelizing process is
no longer needed. The proposed method is evaluated by imposing established test
algorithms on those images, where in all cases M2C outperforms C2M in terms of
both quality and speed (22 times faster on the average). These evaluation meth-
ods include edge detection (15% closer to the ground truth), camera calibration
(32% less error), feature matching (67% more matched features), OCR algorithms
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(16% more recognized characters), and depth image extraction (57% lower average
point-to-point error).

Addressing the smart hybrid registration challenge, this thesis provides two
main approaches based on (1) pure 3D features, (2) hybrid 2D and 3D features. For
the first main approach, a plane detection and segmentation algorithm is explored
that aims at the extraction of planar segments from depth images (as a pure
3D feature) to be utilized for plane-based registration. The planar segmentation
algorithm is based on a novel approach that avoids the computationally expensive
normal-estimation calculation. The measured qualities of both the embedded
edge detection and planar segmentation algorithms are of high level, where about
98–99% is found compliant with the ground-truth area (using SSIM and D2MC
metrics). Unfortunately, despite this efficiency, this first approach is not applicable
because experiments showed that there is a large difference between 3D data
obtained from sensors with different modalities.

Therefore, a second alternative approach is proposed to smartly combine 2D
and 3D features to achieve 3D registration. The aim is to develop a processing
chain that first uses fast 2D algorithms to reduce the input data to a minimal
yet strong set of correspondences, and then apply expensive yet accurate 3D reg-
istration algorithms to achieve high-quality registration. This has resulted in a
real-time RGB-D registration pipeline, called R3P, as a generic processing archi-
tecture for registering pairs of RGB-D images for 3D reconstruction. The main
attractive feature of the proposed architecture is a reduction of corresponding key
points between a pair of RGB-D images into a much smaller set yet with stronger
correspondences. This approach yields low errors with an average rotation and
translation error of 0.5 degree and 8 mm, respectively (w.r.t. Relative Pose Error).
R3P is robust to work with any pair of RGB-D images with a minimal amount of
overlap in visual features and available corresponding depth information.

This thesis addresses the scalability and adjustability challenge in two parts.
First, it concentrates on improving the quality of the reconstruction process, when
a depth signal is available. The contribution is in selective usage of the depth
signal, by discarding depth data whenever a more accurate depth value is already
available from previous sensing iterations. To this end, intelligent distance-aware
weighting strategies (DA and DASS) are proposed for the voxelized model based
on the Truncated Signed Distance Function (TSDF), to enhance 3D reconstruction
results for (1) model quality and (2) pose accuracy. The proposed methods improve
the quality in terms of the point-to-point error of the final 3D model by 10–35%.
Regarding pose accuracy, on the average, the DA and DASS methods, compared
to the conventional algorithm (KinFu), reduce the pose estimation error in terms
of the Absolute Trajectory Error (ATE) by 16.4% and 43.4%, respectively, while
in terms of the Relative Pose Error (RPE), these numbers are 26.1% and 48.3%,
respectively.
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Second, the problem of reconstructing a large environment is addressed by
developing partial models that are connected together as one overall model. The
partial models should be adjustable to facilitate registration of the overall model
to a more accurate skeleton from the laser-scanner. The contribution is to develop
a solution, called FlexiFusion, that is a real-time 3D reconstruction algorithm for
RGB-D data, offering three main benefits including (1) large-scale reconstruction
for combining partial models, (2) drift-proof scanning to limit the drift error in the
overall model, and (3) adjustable 3D model, where partial models are rigid while
the overall model is flexibly aligned in pose to the accurate skeleton. The resulting
flexible 3D sub-models have a point-to-point average distance error of less than
42 mm for a large-scale scene (> 25 × 8 × 4 m3), when compared to the ground
truth. The adjustability feature of the overall generated model allows applying a
loop-closure algorithm, when such a loop-closure occurs.

Finally, this thesis discusses the overall registration challenge by achieving
an accurate alignment of the 3D sub-models. The proposed method is a multi-
modal 3D reconstruction method containing two steps. First, a large-scale scene is
scanned with the laser-scanner to generate an accurate reference model. Second,
the reference model is enriched with Kinect data by filling holes, while overcom-
ing the pose drift by obtaining support from the reference model. Then this model
is exploited as a skeleton to align adjustable Kinect-based sub-models to the right
pose. This adjustment is realized by exploiting a combination of methods from the
preceding challenges. This combination contains FlexiFusion, R3P, 3D Pyramid
based on M2C, G2O SLAM (already existing algorithm) and the conventional
Iterative Closest Point (ICP) algorithm. The experimental results show that the
proposed method is capable of filling occlusion holes in a laser-scanner 3D model
with a point-to-point average error of less than 42 mm for a large-scale scene
(> 25× 8× 4 m3). The adjustability feature of the proposed FlexiFusion reduces
the above-mentioned error by 45% to reach an average error of 22.5 mm. The pro-
posed R3P enables high-quality registration as indicated above. On the average
and using RGB-D data, the joint FlexiFusion-R3P method results in 30 mm and
34 mm of point-to-point errors with and without G2O SLAM, respectively. For
obtaining the highest quality, ICP can be applied to the registered 3D sub-models
to reduce the average error for the core technique (FlexiFusion+R3P) with and
without G2O SLAM combined to 12.0 mm and 12.5 mm (48% and 59% of improve-
ment), respectively.

The value of the work presented in this thesis is higher than the presented
results, since individual contributions can also be employed in standalone op-
eration. Examples of this are the FlexiFusion algorithm, the Model-to-Camera
(M2C) back-raycasting algorithm, and the R3P framework. Finally, the overall
registration framework has a broader value than the application of this thesis.
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Registratie van multimodale sensordata voor grootschalige 3D reconstructie

Driedimensionale (3D) reconstructie heeft het afgelopen decennium meer aan-
dacht gekregen en tot diverse ontwikkelingen in zowel sensoren als algoritmen
voor 3D beeldverwerking geleid. Door de komst van nieuwe technologie is er een
breed scala aan sensoren met verschillende intrinsieke eigenschappen beschik-
baar gekomen voor 3D reconstructie voor een grote en complexe scènes. Een sterk
opkomend gebied waarin 3D reconstructie een centrale rol speelt, is bijvoorbeeld
Smart City. Dit toepassingsgebied wordt steeds meer geautomatiseerd omdat
verkeers- en mensenstromen steeds vaker worden gemeten en gecontroleerd voor
veiligheids- en efficiëntiedoeleinden. Andere toepassingsgebieden voor 3D re-
constructie zijn computerspellen, gezondheidszorg en robotica. In elk van deze
gebieden worden omgevingen of interessante objecten in 3D gemodelleerd.

Dit proefschrift is gewijd aan een 3D reconstructieraamwerk dat uit drie stap-
pen bestaat. Eerst wordt de omgeving gescand door een laserscanner om het
grootschalige 3D model te genereren, waarna een draagbare dieptesensor wordt
gebruikt om gedeeltelijke 3D modellen te genereren om datatekorten (gaten) door
occlusies op te vullen. Vervolgens worden deze twee 3D modellen geregistreerd
en geı̈ntegreerd in een uniform grootschalig 3D model van hogere kwaliteit. Om
dit raamwerk te realiseren, moeten vier duidelijke uitdagingen worden onder-
zocht: (1) gemeenschappelijke dataweergave voor registratie, (2) slimme hybride
registratie, (3) schaalbaarheid en aanpasbaarheid van modellen, en (4) algemene
registratie zonder loop-closure probleem.

De uitdaging voor representatie van de sensordata is het vinden van een ge-
meenschappelijk representatieformaat dat het mogelijk maakt zowel data van
draagbare sensoren (RGB-D) als laserscanners (gekleurde puntenwolken of point-
clouds) te combineren in een globaal 3D model. De algemene werkwijze is om
3D data van de hoogwaardige sensor (het model) te gebruiken en daaruit RGB-D
beeldparen te extraheren om consistent te zijn met de data van de sensor van lage
kwaliteit (draagbare camera), teneinde registratie te vereenvoudigen. Om dit te
realiseren wordt raycasting gebruikt als standaardoplossing, maar deze benade-
ring leidt tot dataverlies. Dit proefschrift beschrijft een Model-to-Camera back-
raycasting (M2C) methode als alternatief voor de standaardoplossing Camera-
to-Model raycasting (C2M). Het nieuwe algoritme is veel efficiënter omdat het
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voxel-conversieproces (omzetting naar volumetrische datapunten) niet langer no-
dig is. De voorgestelde methode wordt geëvalueerd door reeds bestaande testal-
goritmen op die afbeeldingen toe te passen, waarbij M2C in alle gevallen beter
presteert dan C2M in zowel kwaliteit als snelheid (gemiddeld 22 keer sneller).
Deze evaluatietests omvatten objectranddetectie (15% dichter bij de waarheid),
camerakalibratie (32% minder fouten), functie-matching (67% meer overeenko-
mende functies), OCR-algoritmen (16% meer herkende tekens) en extractie van
dieptebeelden (57% lagere gemiddelde punt-tot-puntfout).

Voor de uitdaging van slimme hybride registratie biedt dit proefschrift twee
belangrijke benaderingen op basis van (1) pure 3D functies, (2) hybride 2D en
3D functies. Voor de eerste aanpak worden een vlakdetectie- en segmentatie-
algoritme onderzocht dat de extractie van vlakke segmenten uit dieptebeelden
gebruikt (als een puur 3D kenmerk) voor een op vlakken gebaseerde registra-
tie. Het vlakgebaseerde segmentatie-algoritme is een nieuw algoritme dat de
hoge berekeningskosten van op normaalvectorgebaseerde schattingen vermijdt.
De gemeten kwaliteit van zowel de objectranddetectie- als de vlakgebaseerde
segmentatie-algoritmen zijn van hoog niveau, waarbij ongeveer 98–99% in over-
eenstemming is met de werkelijke data (gemeten met SSIM- en D2MC-metrieken).
Ondanks deze efficiëntie is deze eerste benadering helaas niet toepasbaar omdat
experimenten hebben aangetoond dat er een groot kwaliteitsverschil is tussen 3D
data verkregen uit sensoren met verschillende modaliteiten.

Daarom is een tweede, alternatieve methode onderzocht om 2D en 3D func-
ties slim te combineren teneinde 3D registratie te realiseren. Het doel is om een
verwerkingsproces te ontwerpen dat eerst snelle 2D algoritmen gebruikt om de
invoergegevens terug te brengen tot een minimale maar sterke set van correspon-
derende kernpunten (paren), en vervolgens een rekenintensieve maar nauwkeu-
rige 3D registratie-algoritmen toe te passen om een hoge registratiekwaliteit te
bereiken. Dit heeft geresulteerd in een realtime RGB-D registratieproces, genaamd
R3P, als generieke verwerkingsarchitectuur voor het registreren van RGB-D beeld-
paren voor 3D reconstructie. Het belangrijkste en aantrekkelijke kenmerk van
deze architectuur is een reductie van de set van overeenkomstige kernpunten
tussen een paar RGB-D afbeeldingen tot een veel kleinere set maar met sterkere
overeenkomsten. Deze methode levert lage fouten op met een gemiddelde rotatie-
en translatiefout van respectievelijk 0.5 graden en 8 mm (m.b.t. de Relative Pose
Error). R3P is robuust om te werken met elk type RGB-D afbeeldingsparen met
een minimale hoeveelheid overlap in visuele kenmerken en beschikbare corres-
pondenties met diepte-informatie.

Dit proefschrift behandelt de uitdaging op het gebied van schaalbaarheid en
aanpasbaarheid in twee delen. Ten eerste concentreert het onderzoek zich op het
verbeteren van de kwaliteit van het reconstructieproces wanneer een dieptesig-
naal beschikbaar is. De bijdrage zit in het selectief gebruik van het dieptesignaal,
door dieptegegevens te verwijderen wanneer er al een nauwkeurigere diepte-
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waarde beschikbaar is uit eerdere detecties. Daartoe worden intelligente afstands-
gebaseerde wegingsstrategieën (DA en DASS) gepresenteerd voor het voxelge-
baseerde model op basis van de Truncated Signed Distance Function (TSDF),
om de 3D reconstructieresultaten te verbeteren voor de (1) modelkwaliteit en
(2) oriëntatienauwkeurigheid. De ontworpen methoden verbeteren de kwaliteit
van de punt-tot-puntfout van het uiteindelijke 3D model met 10–35%. Met be-
trekking tot de nauwkeurigheid van de oriëntatie (pose) en vergeleken met het
conventionele algoritme (KinFu), geven de DA- en DASS-methoden een reductie
van de gemiddelde geschatte posefout van de Absolute Trajectory Error (ATE)
met respectievelijk 16.4% en 43.4%, terwijl bij de relatieve posefout (RPE) deze
reductiecijfers respectievelijk 26.1% en 48.3% zijn.

Ten tweede wordt het probleem van het reconstrueren van een grote omgeving
aangepakt door deelmodellen te ontwikkelen die met elkaar zijn verbonden tot een
enkel algemeen model. De deelmodellen moeten instelbaar zijn om de registratie
van het totale model naar een nauwkeuriger raamwerk van de laserscanner te ver-
gemakkelijken. De ontwikkelde onderzoeksbijdrage is FlexiFusion, een realtime
3D reconstructie-algoritme voor RGB-D data, dat drie belangrijke voordelen biedt,
waaronder (1) grootschalige reconstructie voor het combineren van deelmodellen,
(2) drift-bestendig scannen om de driftfout in het totale model te beperken, en
(3) een aanpasbaar 3D model, waarbij deelmodellen rigide zijn terwijl het algehele
model flexibel is uitgelijnd met het nauwkeurige lasergebaseerde raamwerk. De
resulterende flexibele 3D deelmodellen hebben een gemiddelde punt-tot-puntfout
van minder dan 42 mm voor een grootschalige scène (> 25×8×4 m3), vergeleken
met de werkelijke fysieke data. De instelbaarheid van het algemeen gegenereerde
model maakt het mogelijk om een loop-closure algoritme toe te passen wanneer
een dergelijk probleem optreedt.

Ten slotte bespreekt dit proefschrift de algehele uitdaging van goede registratie
door middel van een nauwkeurige uitlijning van de 3D deelmodellen. De onder-
zochte methode is een multimodale 3D reconstructietechniek die twee stappen
omvat. Eerst wordt een grootschalige scène gescand met de laserscanner om een
nauwkeurig referentiemodel te genereren. Ten tweede wordt het referentiemo-
del verrijkt met Kinect-gegevens door gaten van occlusies op te vullen, terwijl
de drift in oriëntatie wordt overwonnen door gegevens uit het referentiemodel.
Vervolgens wordt dit model als raamwerk gebruikt om instelbare, op Kinect ge-
baseerde deelmodellen in de juiste oriëntatie (pose) te brengen. Deze aanpassing
wordt gerealiseerd door gebruik te maken van een combinatie van methoden uit
de voorgaande onderzoeksuitdagingen. Deze combinatie bevat FlexiFusion, R3P,
3D Pyramid gebaseerd op M2C, G2O SLAM (reeds bestaand algoritme) en het
conventionele Iterative Closest Point (ICP) algoritme. De experimentele resultaten
laten zien dat de voorgestelde methode occlusiegaten in een 3D laserscanner mo-
del kan opvullen met een gemiddelde punt-tot-puntfout van minder dan 42 mm
voor een grootschalige scène (> 25× 8× 4 m3). De instelbaarheid van het ontwor-
pen FlexiFusion vermindert de bovengenoemde fout met 45% om uiteindelijk een
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gemiddelde fout van 22.5 mm te bereiken. Het voorgestelde R3P maakt registratie
met hoge kwaliteit mogelijk, zoals eerder aangegeven. Gemiddeld en met behulp
van RGB-D data resulteert de gezamenlijke FlexiFusion-R3P-methode in respec-
tievelijk 30 mm en 34 mm punt-naar-puntfouten met en zonder G2O SLAM. Om
de hoogste kwaliteit te bereiken kan ICP worden toegepast op de geregistreerde
3D deelmodellen om de gemiddelde fout voor de kerntechniek (FlexiFusion+R3P)
met en zonder G2O SLAM gecombineerd tot respectievelijk 12.0 mm en 12.5 mm
te reduceren (48% en 59% verbetering).

De waarde van het gepresenteerde werk van dit proefschrift is hoger dan de
gepresenteerde resultaten, aangezien individuele bijdragen ook in zelfstandige
operatie kunnen worden gebruikt. Voorbeelden hiervan zijn het FlexiFusion algo-
ritme, het Model-to-Camera (M2C) back-raycasting algoritme en het R3P raam-
werk. Tenslotte heeft het algemene registratiekader een bredere waarde dan alleen
de beschreven toepassing in dit proefschrift.
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1.1 Introduction to 3D Reconstruction and Applications
1.1.1 Preliminaries
3D reconstruction is regularly defined in the context of computer vision and
computer graphics and has been widely adopted in several other domains and
application areas. Example domains of interest are including and not limited
to robotics, healthcare, surveillance, automotive, etc. Figure 1.1 shows several
usage and application examples for 3D reconstruction algorithms, which readily
highlights the broad scope of possibilities with this technology.

One of the strongly emerging areas where 3D reconstruction plays a pivotal
role is the Smart City. This term is used to indicate smart control and management
of middle-sized and large cities all over the world. This field is increasingly be-
coming automated because of the enormous growth of video cameras and other
sensors within cities. With these sensors, traffic and people flows are measured
and controlled for safety and efficiency purposes. With the recent COVID-19 crisis,
the people flow is an additional source of control for healthcare purposes, in which
cities and related institutions have a high interest. In new research projects, the
merge of actual people flow data and 3D city models based on 3D reconstruction,
is explored.

In the context of computer vision and computer graphics, 3D reconstruction is
defined as a process, in which the appearance and shape of the real objects, includ-
ing their 3D features are captured [1] and visualized in models. Depending on the
applications and sensors, 3D reconstruction algorithms can generate 3D models
of indoor and/or outdoor environments. In terms of the underlying techniques,
the 3D reconstruction process can result in either in rigid or non-rigid models.

A rigid 3D reconstruction method produces 3D models which are fixed and
cannot be changed or updated after being generated. The rigid 3D reconstruction
process is mainly used for reconstruction of indoor and/or outdoor environments,
buildings, monuments etc., where the target objects are fixed or stationary and
the shape or appearance of the target objects are not or hardly changing over
time. Figure 1.2 portrays snapshots of a 3D model generated based on the indoor
environment of the St. Catherine church of Eindhoven. The presented 3D recon-
struction was generated with the focus on reconstructing the sensed environment
as accurately and precisely as possible.
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A non-rigid 3D reconstruction method allows the generated 3D models to be
updated or changed over time, where spatio-temporal 3D signal processing can
be exploited [2]. The non-rigid 3D reconstruction process focuses on 3D recon-
struction of objects and targets, which are moving or changing their shapes over
time, e.g. human body or gestures, or specific traffic participants. Figure 1.3 shows
several examples of non-rigid 3D reconstruction including reconstruction of hu-
man body, facial expressions and hand gestures. Since non-rigid reconstructed
3D models are changing over time, e.g. facial expressions, it is not possible to
fully capture the result in still images. Figure 1.3 visualizes a few snapshots of the
non-rigid 3D reconstructed model at specific time moments.

One of the most important sources for advances in the 3D reconstruction do-
main is rooted in the development of new algorithms. More specifically, 3D recon-
struction has been largely benefiting from the recent advances in signal processing
and machine learning for detecting objects and creating their models. Develop-
ment of algorithms based on machine learning has elevated 3D reconstruction by
bringing a semantic layer into this field. Machine learning algorithms are used
in a wide range of applications in 3D reconstruction including healthcare, Smart
City, robotics and surveillance. Moreover, several conventional machine learning
techniques in the 2D domain are extended in 3D, which leads to improvements in
terms of accuracy and quality of their results. The required higher computational
demand is offered by emerging more advanced computing platforms.

Besides growth of several new algorithms that have advanced 3D reconstruc-
tion, this field is also advanced by the advent of several new sensors and their
affordability. For example, several laser-scanners and LiDARs are provided on the
market having low costs. Nowadays, a much wider range of sensors are available
to researchers and engineers, compared to the previous decades. This range is not
limited to low-cost depth sensors, which are one of the most prominent sources of
sensors for 3D reconstruction. This development is greatly facilitating the research
in this area.

The following (sub-)sections briefly discuss the technologies for 3D reconstruc-
tion algorithms, 3D sensors and computing platforms. Afterwards, Section 1.2
discusses the research scope, its requirements and corresponding challenges. Sec-
tion 1.3 establishes the problem statement and addresses the research questions
for this thesis. Section 1.4 focuses on the contributions of this thesis regarding the
earlier posed research questions. Finally, Section 1.5 presents the thesis outline
and summarizes the chapters and their scientific references for writing them.

1.1.2 3D Reconstruction - Technologies
Figure 1.4 depicts an overview of various techniques and technologies required
for 3D reconstruction in a broad sense. This overview is based on three main areas:
sensors, quality metrics and 3D fundamentals with its sub-areas. In this thesis,
the sensor area concentrates on two main categories of stationary and handheld
sensors and their corresponding configurations. The quality metrics area focuses

2
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Figure 1.1 — 3D reconstruction algorithms are widely used in various domains including and not
limited to robotics, healthcare and surveillance. (a) Robot-set equipped with 3D sensors to localize
themselves in the surrounding environment and generate the corresponding map [3]. (b) Snapshots
of ultrasound 3D model of a baby during pregnancy [4], and (c) example of a 3D reconstructed
environment used by surveillance applications [5].
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Figure 1.2 — St. Catherine’s church (Eindhoven, The Netherlands). The first row shows the St.
Catherine’s church from outside (left) and inside (right). The second, third and fourth rows are the
360-degree snapshots generated based on the corresponding reconstructed 3D model of the inside
of the church. The 3D model is reconstructed based on the laser-scanner 3D data. These images are
generated from the exact sensor pose, therefore there are neither holes nor gaps in the images.
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Figure 1.3 — Several examples of non-rigid 3D reconstructed models including a few human
body gestures (left), facial gestures (middle) and hand gestures (right) [2].

on point-to-point errors, absolute trajectory errors (ATE) and relative pose errors
(RPE). The area of 3D fundamentals includes three sub-areas: 3D representation,
registration and fusion. 3D representations are mostly limited to pointclouds
and RGB-D formats. The 3D registration sub-area describes the two prominent
elements of a rigid transformation: 3D rotation and translation. Finally, the 3D
fusion sub-area elaborates on the voxel concept and, accordingly, voxel-based
volumetric 3D models. Moreover, this sub-area includes specific algorithms for
3D fusion, like the Truncated Signed Distance Function (TSDF).

1.1.3 3D Reconstruction - Sensors
Various types of sensors are available to perform 3D modeling of large environ-
ments with complex geometry. Sensors with different modalities generate 3D data
that are intrinsically different. This difference should be addressed when combin-
ing sensors to perform integrated 3D reconstruction. Sensors can be categorized
into stationary and handheld types.

Stationary Sensors
These types of sensors provide very accurate 3D data, but lack mobility and thus
some flexibility. Accordingly, each scan with the desired accuracy requires sub-
stantial sensor-related processing time, from 10 to even more than 60 minutes,
depending on the required quality and density of the resulting model.

An option for stationary sensors is Focus3D [6], which is an accurate long-
distance 3D scanner providing dense, yet colored pointclouds. Puck [7] LiDAR
is another alternative, however, it provides colorless pointclouds. Colorizing those
pointclouds would require costly synchronization, calibration and fusion phases [8],
[9] and would not result in a comparable colored pointcloud, compared to Focus3D.
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Figure 1.4 — 3D Reconstruction is related to various areas of technologies and techniques, like
sensors, quality metrics and 3D fundamentals with several sub-areas.

Besides this, the resulting 3D model obtained by a single Focus3D scan contains
a noticeable large amount of holes and gaps, due to occlusions and obstacles in
the scene. The above-mentioned relatively long processing time hampers the use
of multiple scans to comprehensively cover the environment and fill all the gaps
and holes. For example, up to hundreds of scans are required to fully cover a
geometrically complex scene with a size of 40 m2. In addition, it is not always
feasible to access every corner of a scene due to sensor portability limitations.

Handheld Sensors
In contrast with stationary sensors, handheld sensors are easily portable, while
they provide less accurate 3D data. Kinect is a handheld 3D sensor, while it is also
possible to deploy stereo cameras as an alternative [10], [11]. Handheld sensors are
largely different from stationary sensors in terms of sensing accuracy, 3D model
density, coverage distance, cost and sensor-related processing time. Moreover,
these sensors output data in different modalities: e.g. color and depth data (RGB-
D) by Kinect and colored pointclouds by the laser-scanner.
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Figure 1.5 — Performance comparison between two types of sensors: laser-scanner as a stationary
sensor and Kinect as a handheld sensor. The bottom image, depicts the compared sensors, where
the Kinect is mounted on a robot. As shown at the top, these two sensors are largely different in
performance metrics. Despite these differences, the sensors can still be combined in a joint setup,
which will be done later in this thesis.
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1.1.4 3D Reconstruction - Computing Platforms
The execution of algorithms for 3D reconstruction intrinsically requires heavy
computations, because their input data is provided in volumetric dimensions.
By default, 3D algorithms have the minimum complexity of O(n3). Therefore,
optimization is a prominent part of any algorithm design for 3D reconstruction to
achieve a faster algorithm for a given problem. There are two main approaches to
speedup algorithms in general and more specifically, for 3D reconstruction.

The first approach for enhancing execution speed is to design smarter algo-
rithms in terms of complexity. The focus of this approach is to significantly de-
crease the complexity for a given algorithm such that at least an order of magni-
tude is lowered. Several optimized representation algorithms are designed based
on this approach. For example, Octree or kd-tree can reduce the complexity of the
’nearest neighbor search’ algorithm from O(n3) to O(n log n) or O(log n).

The second approach to achieve a faster algorithm is to deploy parallel com-
puting. This approach does not address the complexity, but concurrency. The aim
is to design an algorithm composed of several sub-algorithms, where each of
which can be independently executed to produce a partial result. The final result
is calculated by integration of these partial results, which can be obtained from
several layers of concurrent sub-algorithms. For example, applying a 3D transla-
tion to a pointcloud can be done by individually calculating the new position of
each point independently of the other points in the pointcloud.

Regarding concurrency, multi-core CPUs enable several sub-algorithms to
be executed together, which can realize any optimization based on the second
approach. The growing power of GPUs extend this kind of concurrency towards
a much finer granularity. For example, a multi-core CPU can provide 8 to 12 cores,
where each of them are much more powerful compared to GPU cores. But in terms
of quantity, a many-core GPU provides thousands of cores with an optimized
shared memory system. Besides GPUs, field programmable gate array (FPGA)
platforms are also providing a finer granularity, when compared to CPUs.

This thesis provides several optimization algorithms based on both approaches.
For example, a part of this thesis is dedicated to optimization based on concur-
rency, where the proposed algorithms are optimally designed and implemented
for multi-core CPUs and many-core GPUs.

1.2 Research Scope and Requirements
Several challenges have to be addressed to perform 3D reconstruction based on
sensors with different modalities. The sequel summarizes the most important
challenges and the corresponding considerations necessary for this study.

Sensors with different modalities. One of the main issues of this study is to over-
come sensor limitations. This can be done by choosing sensors with different
modalities such that they complement each other for some of the limitations. The
scope in this thesis is to use a pair of sensors, consisting of one handheld sensor
and one stationary sensor, such that it is possible to combine sensor accuracy and
quality with handheld flexibility in a complementary fashion.

8
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Figure 1.6 — Main steps required to perform large-scale 3D reconstruction based on sensors with
different modalities.

Figure 1.6 illustrates the main steps required to perform a large-scale 3D recon-
struction based on sensors with different modalities. First, 3D models should be
generated from these different sensors. Then, a common representation of these
models should be investigated to enable registration. Next, any adjustment intro-
duced by the registration process should be applied. Finally, the adjusted models
are registered and combined into a unified 3D model.

Rigid 3D reconstruction. In this study, algorithms for rigid 3D reconstruction
are investigated, developed and advanced. The produced models are fixed and
cannot be changed or updated after being generated. The rigid 3D reconstruc-
tion process is mainly used for reconstruction of indoor environments, buildings,
monuments, etc. Changing the generated rigid 3D model is very difficult or even
impossible. Such changes can even be more challenging when considering the
rigid 3D models generated based on sensors with different modalities and proper-
ties to be aligned, registered or fused. Therefore, making rigid 3D models which
are able to be adjusted after their creation is one of the most important challenges
that should be addressed in this study.

Large-scale 3D reconstruction. This study aims at large-scale 3D reconstruction,
where a stationary and a handheld sensor are jointly employed. The use of sta-
tionary sensors has the disadvantage that any obstacle in the scene can lead to
occlusion and thus can introduce some gaps and holes in the corresponding gener-
ated 3D model. Handheld sensors can address this occlusion problem. Large-scale
3D construction can be performed by combining sensors from these two categories
and define the sensor set as a pair of a stationary sensor and a handheld sensor.

In a large-scale environment, it is expensive to use multiple pairs of sensors and
the total setup would be complex. Instead, the large-scale environment is scanned

9
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Figure 1.7 — Different areas of the research scope are prepared for GPU-based implementations.

by repositioning the sensor pair and make partial reconstructions of the total
scene. The challenge is to combine these partial reconstructions without serious
registration errors and preservation of the quality and accuracy, particularly at the
borders of the partial models.

Feasible computing time. 3D Reconstruction algorithms are known for being
computationally heavy, since they access and operate on 3D data. One of the
requirements of this study is to realize 3D algorithms enabling (near) real-time
execution. The research objective is to design novel 3D algorithms and sometimes
improve well-established algorithms in terms of quality, while facilitating the
real-time execution. For some cases, the research aims at exploiting concurrency
and introducing algorithms feasible for parallel or pipelined execution, using e.g.
GPUs. Figure 1.7 shows the different areas of the thesis scope in terms of the
required computation power and also the areas which are implemented for GPU
computing platforms.

1.3 Problem Statement and Research Questions
This section defines a problem statement based on the technical observations from
the previous sections and formulates specific research questions following from
this problem definition.

Problem statement
The research objective of this thesis is to advance 3D reconstruction in quality by
using sensors in a complementary way and register their data, such that a joint
3D reconstruction model is created. This is achieved by addressing the following
research tasks:
• Combine 3D data from two different sensor types;
• Design a multi-modal registration algorithm;
• Create a framework for a full-integrated solution with feasible execution

speed.

Research questions
From the above problem statement, a number of specific research questions (RQ)
can be derived, which are formulated below.

10
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RQ1. Common Representation for Multi-Modal Sensor data
This research topic aims at the best common representation format for data that
are obtained from sensors with different modalities.

• RQ1a: Which paradigm for data resolution should this common representation
follow? Downsampling the higher-quality sensor data to be consistent with the
lower-quality sensor data or vice versa?

• RQ1b: Should this common representation replace the original sensor data for
integration or should it only be used for the multi-modal registration purpose?

• RQ1c: What is the best representation format that fits reasonably well to both sensor
data, while minimizing data loss?

RQ2. Smart Hybrid Registration
The available 2D and 3D registration algorithms are preferably combined to effi-
ciently benefit from their individual advantages, while complementing each other
in terms of limitations.

• RQ2a: Can consistent features be obtained from sensor data, which are different in
both modality and quality?

• RQ2b: What is the best order for employing 2D and 3D registration algorithms in
the overall hybrid registration method?

RQ3. Scalability and Adjustability of the Generated 3D models
Since the generated 3D models are rigid, it is not evident how the registration
of those 3D models is best jointly performed. Therefore, this research aims at
adjusting these rigid models after their creation to ensure a proper registration.

• RQ3a: How can the accumulated drift be avoided when scaling a 3D model based
on the sensor movement?

• RQ3b: How can adjustability be achieved, while generating rigid 3D models?

• RQ3c: In what way can the rigid 3D models be adjusted and scaled to support
overall registration?

RQ4. Overall Registration
This research topic concentrates on designing a registration processing chain that
is independent of loop closures, which are normally required to correct for large-
scale alignment.

• RQ4a: What are the alternatives to replace the registration based on loop-closures?

• RQ4b: What is the alignment accuracy in the absence of loop closures?

• RQ4c: What is a good overall approach to align the 3D model generated by a lower-
quality 3D sensor with the model obtained by a higher-quality sensor?
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1.4 Contributions
This section provides an overview of the presented scientific contributions, which
are divided into four categories related to the previous research questions.

A. Contributions to Common Representation
In this thesis, a sensor set is deployed that is consisting of a laser-scanner as the
stationary sensor combined with Kinect as the handheld sensor, to generate 3D
models. The laser-scanner provides large-scale 3D data in colored pointcloud
format. However, Kinect captures data in RGB-D format. To find a common rep-
resentation based on the modalities of the chosen sensors, we have explored two
approaches: (1) generating pointcloud models from Kinect and (2) extracting RGB-
D data from the laser-scanner 3D models. It is found that the former approach
leads to generating inconsistent data in terms of quality, which makes it impossi-
ble to successfully apply a 3D registration algorithm. Therefore, we propose the
second approach, that extracts RGB-D data from laser-scanner 3D models with
the exact intrinsics of the Kinect device, thereby ensuring consistency in quality.

The thesis contains a chapter dedicated to this process of extracting RGB-
D data from a colored pointcloud with a novel approach. Conventionally, this
extraction is performed via the well-known raycasting algorithm. However, we
propose an alternative back-raycasting algorithm, which is shown to outperform
the conventional raycasting algorithm in several aspects.

B. Contributions to Smart Hybrid Registration
The research first focuses on several specific 3D features (planar surfaces) to per-
form the multi-modal registration of 3D models. The sensed environment and
specifically indoor surroundings generally contain lots of planar surfaces. There-
fore, these planar surfaces are the first choice to establish a registration algorithm.
We contribute with a real-time planar segmentation algorithm, which is enabling
plane detection in depth images. The planar segmentation algorithm is proposed
based on a novel approach that avoids the computationally expensive normal-
estimation calculation. Despite the efficiency of the proposed algorithm, there are
some limitations such as (1) the invoked need for plane-matching algorithms and
(2) discarding color images.

Addressing the above-mentioned limitations, we have developed a real-time
RGB-D registration pipeline, called R3P, as a generic processing architecture for
registering pairs of RGB-D images to support 3D reconstruction. The proposed
method utilizes both 2D and 3D registration algorithms and it performs in real-
time. The R3P algorithm is fully consistent with the previously mentioned pro-
posed common representation.

The end of the thesis shows how to apply the R3P algorithm to the 3D data ob-
tained from sensors with different modalities after the conversion to the common
representation. The resulting transformation is applied to the original 3D models
in order to jointly register them.
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C. Contributions to Scalability and Adjustability
This thesis has two chapters that are mainly concentrating on a large-scale 3D
reconstruction algorithm to generate accurate, scalable and adjustable 3D models,
based on the data obtained from low-cost depth sensors. The proposed algorithm
largely contributes to addressing scalability and adjustability. The algorithm re-
sults in 3D models which are locally rigid but globally flexible, to achieve the
desired scalability. Besides this, the proposed algorithm enables large-scale 3D
reconstruction by chaining several small-scale 3D models.

D. Contributions to Overall Registration
The final technical chapter designs a multi-modal 3D registration algorithm fo-
cusing on reconstruction of large-scale environments, where the 3D data obtained
from an accurate stationary sensor are registered and enriched with 3D data cap-
tured via a handheld sensor. Moreover, the large-scale 3D model obtained from a
laser-scanner acts as an accurate skeleton to align the 3D models generated by
Kinect data. This skeleton forms a precise reference to be independent of any
loop-closure, while still achieving an accurate registration. The adjustability of
the generated 3D models provides the required flexibility to align the chain of
less-accurate 3D models with the accurate skeleton.

1.5 Thesis outline
Figure 1.8 depicts the outline of the thesis and its chapters. In the followings, we
briefly describe each chapter and its contribution.

Chapter 2 establishes the fundamentals for 3D reconstruction applications
by first introducing two sensors from different categories (depth sensors and Li-
DARs). Then, several models and formats for 3D data representation are surveyed.
Next, fundamentals of 3D data fusion and 3D model registration are discussed.
Afterwards, various error metrics are also introduced, which are used in this thesis
for quality evaluation of 3D models in terms of accuracy and also to evaluate pose
accuracy. Finally, Chapter 2 concludes with a discussion on a class of 3D recon-
struction methods based on low-cost depth sensors, which are further extended
in this thesis.

Chapter 3 discusses the quality improvement of the reconstruction process
based on the depth data, where an accurate depth value can be overwritten by
any other depth values with lower accuracies during the reconstruction process.
To this end, this chapter proposes intelligent distance-aware weighting strategies
for the voxelized model based on the Truncated Signed Distance Function (TSDF),
to enhance 3D reconstruction model quality. In conventional TSDF, every newly
sensed depth value is directly integrated into the 3D model, so that when using
low-cost depth sensors, less accurate depth data can overwrite more accurate data.
The chapter introduces new weight definitions and model updating methods,
which are considered to be essential aspects for the proposed distance-aware 3D
reconstruction and potentially enable further improvements of 3D reconstruction.
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Chapter 2. 3D Reconstruction: Domain Analysis

3D Reconstruction Fundamentals

3D Data
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3D Data
Registration

3D Data
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Multi-modal
Sensors
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3D Reconstruction

Algorithms

Chapter 3.
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Overall
Registration

Chapter 1. Introduction

Chapter 9. Conclusion

Figure 1.8 — Thesis outline with the chapters and their contributions to the whole thesis.

The contributions of this chapter were published at the Int. Conf. on Multi-
Media Modeling (MMM) of 2014 [12], Int. Conf. on Computer Vision Theory and
Applications (VISAPP-SS) of 2014 [10], and the Int. Conf. on Computer Vision
Theory and Applications (VISAPP) of 2014 [13].

Chapter 4 concentrates on two individual but correlated challenges for large-
scale 3D reconstruction: scalability and adjustability. The available conventional
algorithms for 3D reconstruction are limited to small and medium scale, and the
generated 3D model contains drift error integrated into it.is prevents the model
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to be further adjusted based on another accurate 3D model e.g. the laser-scanner
3D model. Therefore, this chapter proposes FlexiFusion as a real-time 3D recon-
struction algorithm for RGB-D data. FlexiFusion is one of the first 3D reconstruc-
tion techniques based on RGB-D data with a prominent focus on adjustability.
The design of the algorithm is performed to realize several benefits. It addresses
large-scale reconstruction outperforming the conventional algorithms, drift-proof
scanning by using drift-compensation techniques, and creates adjustable rigid 3D
models.

The contribution of this chapter has been submitted to the Elsevier Journal of
Computer Vision and Image Understanding.

Chapter 5 addresses the registration challenge of 3D models which are ob-
tained from sensors with different modalities. Accordingly, the chapter addresses
a plane-based registration by focusing on planar segmentation. For this, a real-time
planar segmentation algorithm is established, which is enabling plane detection
in depth images. The planar segmentation algorithm is proposed based on a novel
approach that avoids the computationally expensive normal-estimation calcula-
tion. The proposed algorithm uses the following major steps: 3D edge detection,
plane detection, and plane validation. Besides the efficiency of the proposed algo-
rithm it has some features that leave room for further improvements.

The contributions of this chapter were published in the Journal of Electronic
Imaging in 2015 [14], Int. Conf. on Image Processing: Algorithms and Systems XIII
in 2015 [15], 16th Int. Conf. on Advanced Concepts for Intelligent Vision Systems
(ACIVS) in 2015 [16], and the Netherlands Conf. on Computer Vision (NCCV) in
2017 [17].

Chapter 6 revises the same problem statement discussed in the previous chap-
ter, but with a different approach. In the previous chapter, the provided solution
is established based on only depth images, while this chapter exploits color im-
ages as well. In this chapter, a real-time RGB-D registration pipeline, called R3P,
is proposed as a generic processing architecture for registering pairs of RGB-D
images for 3D reconstruction. The R3P architecture is applicable to any source of
3D data presented in the RGB-D format. The R3P processing architecture combines
the 2D and 3D algorithms by utilizing the beneficial aspects of both spatial and
volumetric domains in three major steps: describing and matching key points in
pairs of the RGB images, adding the depth information to the extracted key points,
and estimation of the transformation between the corresponding pointclouds.

The contribution of this chapter was published at the 17th Int. Conf. on Ad-
vanced Concepts for Intelligent Vision Systems (ACIVS) of 2016 [18].

Chapter 7 concentrates on facilitating high-quality registration of 3D models
obtained by sensors with different modalities, where a common representation is
proposed. The major novelty of this chapter is not only the introduction of a model
as the common representation, but also in the proposed approach to extract such
a model. To this end, this chapter introduces a Model-to-Camera back-raycasting
(M2C) method as an alternative to the conventional Camera-to-Model raycasting
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(C2M) approach. This proposal can circumvent the voxelizing process, which is
required for the conventional C2M approaches. M2C consists of two main steps
to extract color and/or depth images from the input pointclouds: back-raycasting
and pixelizing. Moreover, a neighboring pixel consistency technique is explored
to possibly improve the image quality in terms of filling holes and smoothing
pixel transitions.

The contribution of this chapter was published in the Journal proceedings of
the IS&T Int. Sym. on Electronic Imaging Science and Technology of 2017 [19].

Chapter 8 addresses the overall framework to accurately align the 3D models
obtained from sensors with different modalities: laser-scanner and Kinect. The
proposed method is a multi-modal 3D reconstruction method operating in two
steps. First, a large-scale scene is scanned with the laser-scanner to generate an
accurate reference model. Second, the reference model is enhanced with Kinect
data by filling holes, while overcoming the pose drift by obtaining support from
the reference model. This model is explored as a framework to align adjustable
Kinect-based sub-models to the right pose to achieve an overall high-quality
construction.

The contribution of this chapter has been submitted to the Elsevier Journal of
Computer Vision and Image Understanding.

Chapter 9 summarizes the most important findings of this thesis and discusses
the outcomes on the research questions posed in Section 1.3. This chapter is con-
cluded with a brief future outlook on 3D reconstruction and involved modeling.
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Methods and Technologies

2.1 Introduction
This chapter provides background technology descriptions of the camera and
sensor devices and some related state-of-the-art algorithms and methods used for
3D reconstruction. Among a wide range of available sensors, this chapter covers
the detailed specifications of the sensors exploited to gather 3D data, enabling
the evaluation experiments in this thesis. The succeeding section discusses the
methods and technologies used in this thesis. Moreover, several metrics which
are deployed to measure of the difference between the generated results and the
ground-truth, are also covered in this chapter.

The survey in this chapter starts with Section 2.2, where two sensors from dif-
ferent categories (depth sensors and LiDARs) are introduced and compared. Later
in this thesis, it will be shown how they can complement each other to eliminate
their mutual weaknesses. Afterwards, Section 2.3 discusses the 3D reconstruction
fundamentals including 3D data representation, 3D data fusion, and 3D model
registration. Then, the survey continues with Section 2.4, which introduces the
error metrics used for the evaluation of 3D models in terms of accuracy. The error
metrics are also utilized to evaluate pose accuracy, when integrating new 3D data
into a 3D model. Section 2.5 presents a class of 3D reconstruction methods based
on low-cost depth sensors, which is extended in this thesis. Finally, Section 2.6
concludes this chapter.

2.2 Various Sensors for 3D Reconstruction
Over the last decade, 3D reconstruction has gained large interest and initiated sev-
eral trends in both sensor development and algorithm advancements for 3D image
processing. Different sensors and devices have emerged, based on a multitude
of technologies, each coming with its own advantages, limitations and cost. De-
spite the advent of newer technologies, the sensors can still be categorized by the
classification as introduced by Curless [20], which distinguishes sensors actively
emitting a signal for 3D measurement processing (active sensors) and sensors
that do not emit such signals, but in plurality also offer 3D information (passive
sensors). Regardless of the utilized sensor types, multiple scans are needed for a
complete 3D reconstruction, due to occlusions in most of the individual scans.
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2.2.1 Sensor Terminology
Sensors available for large-scale 3D reconstruction are intrinsically very different
in terms of key parameters. The most important parameters for a 3D sensor are
listed below.

1. Precision. The concept of precision refers to the degree of reproducibility of a
measurement. In other words, if exactly the same value is measured several
times, an ideal sensor would output exactly the same value every time.
However, real sensors output a range of values with a variable error relative
to the correct actual value. The error originates from internal (e.g. sensor
noise) and external aspects (environmental conditions e.g. illumination).

2. Accuracy. The accuracy of the sensor is the maximum difference between
the actual value of an item in the scene and the output values of the sensor
of that item [21]. In our case and for particular 3D sensors, accuracy means
how much these sensors can preserve detailed features of the scene.

3. Resolution. This specification is the smallest detectable incremental change of
the input parameter that can be detected in the output signal. Resolution can
be expressed either as a proportion of the reading (or the full-scale reading)
or in absolute terms [21]. The resolution of a 3D sensor is defined as the
density of the 3D data. For example, a depth camera producing pointclouds
can have the maximum resolution of n points per cm3. Another example
is a depth sensor called Kinect, which produces RGB-D data, where the
resolution can be defined by the dimensions of the generated depth image,
expressed in pixels. For a LiDAR, the resolution is defined by radial metrics.

4. Coverage distance. For a 3D sensor, this defines the maximum distance at
which a sensor can capture an environment with acceptable precision, accu-
racy, and resolution. The coverage distance can differ from centimeters to
several hundreds of meters, depending on the sensor type. For many sensors,
the quality of the generated 3D data degrades with a growing distance.

5. Mobility. This parameter of a sensor defines the level of easiness to move a
sensor around in an environment during sensing. For instance, some sensors
are handheld and can be carried easily by a human or mounted on a robot.
However, in contrast with this, some sensors are difficult to move during
sensing, due to several reasons including sensor weight, sensing method,
sensitivity to motion, etc. For instance, most of the laser-scanners need to be
mounted on a stable tripod during sensing.

6. Processing time. For a specific 3D sensor, this indicates how fast a sensor can
produce 3D data for a sensed scene. Accordingly, some sensors produce
images in real time, whereas other sensors need several minutes to generate
the 3D data. For example, stereo cameras require heavy computations for
depth processing, which leads to significant processing time or more expen-
sive computation hardware. LiDAR sensors also need sufficient time for a
circular scan of the environment. In contrast, time-of-flight (TOF) sensors
are rather fast in processing.
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7. Cost. This parameter is not a technical feature. However, the cost can play
a prominent role in choosing a sensor, since there is a broad price range
for common sensor types. Evidently, the cost of a sensor also can indicate
the sensor class (e.g. quality) in terms of the above-mentioned technical
parameters.

In the sequel, we compare sensors based on the above-mentioned parameters.

2.2.2 Sensor Types
This sub-section categorizes various types of 3D sensors utilized for 3D reconstruc-
tion. A broad set of sensors is currently available for large-scale 3D reconstruction.
This set includes in a non-exhaustive listing a.o. time-of-flight devices in 3D (e.g.
Velodyne [7] LiDAR) and 2D configurations (e.g. Kinect One), phase-shift laser
scanners (e.g. Focus3D [6]), structured-light devices (e.g. Kinect 360), triangulation-
based sensors, handheld 3D laser scanners and stereoscopic systems such as stereo
cameras.

Taking the professional quality view, the sensor set contains precise, accurate,
though rather expensive 3D scanners capable of covering long distances and
generating dense 3D models. However, the scanning process with such sensors
takes a relatively large time for a significant area, ranging from a few minutes
to several hours. We call this category stationary sensors in this thesis. At the
opposite side, there are low-cost and less accurate mobile sensors providing less
dense 3D models, but within a significantly shorter processing time, ranging from
a few milliseconds to several seconds, thereby enabling real-time scanning and
3D reconstruction. This category is referred to as handheld sensors throughout this
research.

Although various sensors exist in between those two sensor types, they can be
coarsely categorized into either of the two types, as previously discussed. There
are some sensors that could be considered as an exception to this categorization.
For example, the LiDAR of Velodyne (e.g. Puck series) is a TOF sensor although
it is not stationary. Such a sensor type provides colorless pointclouds. Colorizing
these pointclouds would require costly synchronization, calibration and fusion
phases [8], [9]. Therefore, this would not result in a comparable colored pointcloud,
when compared to laser-scanners like e.g. Focus3D.

2.2.3 Sensor Configuration
At present, there is no individual sensor available to perform fast and accurate 3D
modeling of large environments with complex geometry, that would be sufficient
in terms of the key parameters like resolution and accuracy. Therefore, combining
several sensors is mandatory, in order to obtain a complete set of key parameters
offering a decent quality for reconstruction. A good option is to integrate 3D data
obtained from two intrinsically different sensor types. This sensor configuration
involves a complementary combination of stationary and handheld sensors. In the
following, we briefly discuss each sensor type in terms of accuracy, resolution and
system aspects like mobility and range.
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Figure 2.1 — Snapshot of a colored pointcloud having a high density, which is generated by a
stationary laser-scanner.

A. Stationary Sensor
In this context, a stationary sensor provides high precision and accuracy. The gen-
erated model will be in high resolution and accordingly needs longer processing
time to be generated. Such kinds of sensors are capable of covering large-scale
environments at long distances. For example, laser-scanners are dominantly cate-
gorized in this group.

The main disadvantage of stationary sensors is their lack of portability. As a
consequence, they cannot cover all areas behind obstacles and solve all occlusions,
within their sensed field of view. This limitation results in holes and gaps in the
generated 3D models. Besides this, some parts of the scene cannot be sensed by
some of these sensors like laser-scanners, since they are dangerous for humans.
Another example of a limitation is that a large laser-scanner cannot reach narrow
spaces for some scenes between two objects. Furthermore, some sensors need the
environment to be stationary for several minutes, which prevents the sensing of
dynamic objects and/or environments.

Figure 2.1 shows an example image of a pointcloud generated by a laser-
scanner. Figure 2.2 portrays a similar scene from various points of view, where
lots of occlusions occur due to the sensor limitation in terms of mobility. The
resulting 3D model obtained by a single scan contains a noticeable large amount
of holes and gaps, due to occlusions and obstacles in the scene, as illustrated in
Figure 2.2. The above-mentioned relatively long processing time hampers the use
of multiple scans to comprehensively cover the environment, in order to fill up
the mentioned gaps and holes. In some situations, up to hundreds of scans are
required to fully cover a geometrically complex scene with an area size of 40 m2.
In addition, it is not always feasible to access every corner of a scene due to sensor
portability limitations.
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Figure 2.2 — Occlusions in 3D models obtained with the Focus3D laser scanner: (a) the top view,
where the character “F” indicates the scanner pose; (b) and (c) side and front view, respectively. The
empty areas (holes) with light-blue shading are caused by occlusions.

B. Handheld Sensor
Portability is one of the main characteristics of a handheld sensor, which is eas-
ily mounted on a robot or carried around by a person. Compared to stationary
sensors, a handheld sensor is less accurate and precise. The generated 3D models
have a lower resolution. However, handheld sensors are capable of generating 3D
models in real time. Kinect is one of the most popular sensors in this category.

Because of their portability, such sensors can overcome obstacles and remove
occlusions. If an area is sufficiently covered by the sensor, the generated 3D model
can be free from holes and gaps. Based on their flexibility in movement, they
can reach almost every corner of the captured environment. Figure 2.3 shows a
sample pair of RGB-D images captured by the Kinect sensor. Figure 2.4 portrays
snapshots of some scenes captured by both laser-scanner and Kinect. As shown in
the images, the 3D models generated by the laser-scanner contain holes and gaps,
while these are filled in the 3D models generated by Kinect for the same scene.
There are two types of gaps presented in Figure 2.4.

First, there are holes that can be filled by utilizing more laser-scans. For exam-
ple, as shown in Figure 2.4 (a), the holes caused by the pot or the holes at the top
part of the chair are related to this type. Due to the object formation in the scene,
there is sufficient room to fill such holes by deploying more laser-scans.

The second hole type involves holes that cannot be filled by any number of
laser-scans. A major reason for this is the relatively tight object arrangement in the
scene, which makes it impossible for the laser-scanner to reach the space inside
the arrangement. For instance, the area under the chair in Figure 2.4 (a) and the
spot inside the cabinet, as well as all holes depicted in Figure 2.4 (b) belong to this
second type.
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Figure 2.3 — Pair of RGB-D images generated by a handheld Kinect sensor. Top: RGB color
image. Bottom: corresponding depth image (lighter is farther away).

C. Combining sensors to improve model completeness
Figure 2.5 shows a sensor setup based on a pair of a stationary (laser-scanner) and
a handheld sensor (Kinect). Figure 2.6 compares the performance of Kinect and
laser-scanner sensing. The values in the figure are normalized for a simple visual
comparison of the complementary performance of the two sensors. The most
important feature is that the combination of the sensors can be complementary in
terms of the indicated parameters. Therefore, this combination is further explored
in this thesis for the accurate reconstruction of 3D models.

Figure 2.4 — Comparison of stationary and handheld sensors (laser-scanner vs Kinect). Sub-
figures (a) and (c) focus on a laser-scanner reference model containing holes, where sub-figures (b)
and (d) present the same scenes with the holes filled, using 3D sub-models created with Kinect data.
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Figure 2.5 — Sensor combination based on the laser-scanner and Kinect. The stationary laser-
scanner is mounted on a tripod, while Kinect is mounted at the middle of the robot’s vertical pole.

Precision

Accuracy

Resolution

Coverage distanceMobility

Processing time

Cost

Sensors camparison: Kinect vs. Laser-scanner

Kinect Laser-scanner

Figure 2.6 — Comparison of Kinect and laser-scanner in terms of several parameters including:
precision, accuracy, resolution, coverage distance, mobility, processing time and cost. It can be
observed that despite the large differences between the sensors, they are complementary to each other.
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In this section, we have discussed the proposed sensor set as a combination
of stationary and handheld sensor pair. Each of the sensors can complement the
other’s weaknesses to enable accurate and complete 3D reconstruction of large en-
vironments without holes and gaps. The next section discusses the fundamentals
of 3D reconstruction used in this thesis for the proposed sensor-set data.

2.3 Fundamentals of 3D Reconstruction
This section discusses the fundamentals of 3D reconstruction, including (1) 3D
data representation covered in Sub-section 2.3.1, (2) 3D data fusion discussed in
Sub-section 2.3.2 and (3) 3D data registration addressed in Sub-section 2.3.3.

2.3.1 3D Data Representation
In general, 3D data defines a 3D environment with the objects inside. Depending
on the representation format, 3D data is composed of several attributes such as po-
sition (of points and/or sensor), altitude and orientation (of objects in the scene),
etc. There are more attributes for 3D data, such as color, temperature, texture, and
even semantic labels, which are beyond the scope of this thesis. Among all these
attributes assigned to 3D data, the positions of points or objects play a prominent
role. Position is a base element for 3D data to which all other attributes are as-
signed. Throughout this thesis, we refer to the position of 3D data as coordinates
of a point or set of points in a 3D environment. The only additional attribute used
in this thesis is the color of a corresponding point along with its coordinates.

This section focuses on the pointcloud format as the main form for representing
3D data. Laser-scanners and most of the 3D sensors provide their 3D data in the
pointcloud format. Several algorithms and methods utilized in 3D reconstruction,
process data in the pointcloud format. Besides the pointcloud as the principal
format of 3D data representation, there is also another format called RGB-D, which
is mainly utilized and generated by depth sensors (e.g. Kinect) and stereo cameras.
The RGB-D format is a pair of a full-color image and a depth image of a captured
scene and can be converted into the corresponding pointcloud, based on the
intrinsics of the sensor. The RGB part of this pair of images is the conventional
color image, and the D part is a grayscale image, in which each pixel represents the
distance of a surface point in the scene to the optical center of the depth camera.
We discuss each of the above-mentioned formats in detail below.

A. Pointcloud format
A pointcloud is a collection of external object surfaces, which are defined by their
captured points in a 3D scene. A 3D point p of an external object surface is defined
by

p = (x, y, z)T , with x, y, z ∈ R . (2.1)

All 3D points p are ∈ R3. All 3D points can be used as a vector in the 3D space or
as a triplet of three real numbers, in order to facilitate operations on points, e.g.
for computation of a normal vector. A pointcloud in its base form represents a set
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Figure 2.7 — Two pointcloud samples. Left: snapshot of a pointcloud showing a working desk
with a hand on the keyboard. Right: the same pointcloud but colored as a histogram based on the
distance of each point to the camera center (closer is red and farther is blue). Both pointclouds are
generated based on several depth images captured by Kinect.

of 3D points P , which is defined by

P = {pi | ∀ pi it holds ‖ pi ‖≤ C} with i = 0, 1, 2, ..., N . (2.2)

This pointcloud definition is very generic and by choosing the number of pointsN
and the distance constant C very large, the pointcloud becomes also very large
and widespread. The center of the sensor (0, 0, 0) is the origin of the coordinate
system, with which all points in the cloud are defined. Each 3D point p can belong
to an external surface of an arbitrary object or set of objects in the scene. Several
attributes can be added to each point of the cloud, for instance, a colored point is
defined by

pcolored = 〈p, c〉 with c = (R,G,B) , (2.3)

where p is the previously defined 3D point and c denotes the triplet of RGB color
values. Hence, a colored point of a colored pointcloud is simply the combination
of those two parameters. In a generalized form, any 3D point p can be attached to
useful attributes including the distance of the point to the center, weight, color of
sampling surface, etc. For example, Figure 2.7 depicts a raw pointcloud in the top
image and the corresponding colored pointcloud in the bottom image, where each
point is colored according to its distance to the camera center (closer points in red,
and farther points in blue). Alternatively, Figure 2.1 shows a colored pointcloud
captured by a laser-scanner, where each point is colored based on the actual color
of the corresponding point on the object surface in the scene.

B. RGB-D format
RGB-D is the conventional format for depth sensors, e.g. Kinect and stereo cam-
eras. The RGB-D format is formed based on a pair of a full-color image and its
corresponding depth image of the captured scene. A pixel pRGB−D in RGB-D
format is then defined by

pRGB−D = 〈c, d〉 with c = (R,G,B), d ∈ R , (2.4)
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where c is the RGB color of pixel pRGB−D and d represents the distance to the
optical center of the depth camera for pixel pRGB−D. Any RGB-D data can be
converted to its corresponding pointcloud, based on the position of pixels in the
depth image and the intrinsics of the depth camera. The color image can be used
to colorize the generated pointcloud.

There are two important features regarding the relation between the point-
cloud format and the RGB-D format. First, the RGB-D format is a subset of the
pointcloud format. It means that any RGB-D image pair can be presented as the
corresponding pointcloud without any point lost. However, converting a point-
cloud to its corresponding RGB-D image pair can result in some points being lost,
due to the camera pose. For example, the RGB-D image pair can only contain the
points that are visible to the camera, based on the camera pose. Any point that is
not visible in the camera view will not be included in the generated RGB-D image
pair. Second, a pointcloud is independent of the camera pose, whereas any RGB-D
image pair is just a snapshot of the 3D scene based on the specific camera pose. In
other words, given a pointcloud, it is possible to artificially create several RGB-D
image pairs for different virtual poses.

In this thesis, we use both laser-scanner and Kinect sensors. The laser-scanner
generates the 3D models in the form of dense and accurate pointclouds. The 3D
models generated by Kinect can be also converted in a pointcloud format, but they
would be less accurate and less dense. Since the obtained 3D models based on
these sensors are largely different in terms of several quality parameters, we need
to establish a common representation to facilitate multi-modal data registration
and data fusion. This problem will be addressed in the following chapters, where
we address this common representation challenge.

Sensors like a laser-scanner provide 3D models in pointcloud format. However,
some other sensors like Kinect provide only RGB-D data. Therefore, several RGB-
D image pairs are needed to obtain the corresponding 3D model in the form of
a pointcloud. To achieve this, we need two fundamental models and algorithms:
3D data fusion and registration, which are discussed in the next two sub-sections.

2.3.2 3D Data Fusion
This sub-section briefly explains the fundamentals of volumetric integration,
where 3D data, e.g. in pointcloud format, are integrated into a 3D model. In-
tegration of 3D data into a 3D model has two main effects on the 3D model. First,
the 3D model generally becomes more accurate, when more 3D data are integrated
into it. The reason is rooted in the integration itself, where for each data point
in the model several data values from different integrated 3D data are averaged
and aggregated. As a consequence, more noise will be removed from the model.
Therefore, when more 3D data is involved, fewer errors remain in the 3D model.
Second, adding more 3D data to the 3D model results in 3D model expansion, such
that the expanded model covers more of the sensed scene, or the expanded model
contains more detailed 3D features of the same scene. Since each 3D scan captured
by a 3D sensor cannot cover all the objects from all sides and all of their associ-
ated 3D features, several scans are needed to capture a scene with an acceptable
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Figure 2.8 — Diagram visualizing that a voxel is the expansion of a 2D pixel into the 3D world.
Left: a pixel with two dimensions. Right: a voxel with three dimensions [22].

amount of 3D features. Therefore, integrating more 3D data from several scans
can enhance the 3D model in terms of size and/or accuracy and completeness.

A. Voxel
The basic and atomic element of each volumetric model is a voxel, which is repre-
senting a volumetric pixel in 3D. Voxel as a term is the abbreviated combination
of ’vo’ and ’xel’ derived from the ’volume pixel’ term. A pixel has two dimensions
(i, j) and quantifies a 2D model, e.g. images, into discrete numbers of pixels. A
voxel has three dimensions (i, j, k) and performs the same role as the pixel in 3D,
as shown in Figure 2.8. A voxel is defined by

V = 〈x, y, z,A〉 with x, y, z ∈ Z, A = {attribute1, attribute2, ... } ,
(2.5)

where x, y, z are the discrete voxel dimensions along theX-axis, Y -axis andZ-axis,
respectively. Each voxel contains a list of various attributes, A, e.g. color, weight,
distance-to-surface (depending on application), etc. This attribute list varies based
on the requirements of the underlying 3D model. For example, a voxel in a medical
Ultrasound model could contain the tissue density attribute, or a voxel in a 3D
reconstruction volumetric model can have an attribute representing the distance
to the closest surface in the sensed environment.

B. Voxel-based Volumetric Model
Similar to a 2D image created from a set of pixels, a 3D volumetric model can
be defined as a set of voxels. Any voxel in such a model is associated with its
unique location defined by coordinates x, y, z ∈ Z. Figure 2.9 shows a voxel-based
volumetric model depicted in the Voxel Set and Voxel Grid representations. There
is no significant difference between voxel set or voxel grid in the 3D reconstruc-
tion domain and they can be applied interchangeably based on the application
requirements.
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Figure 2.9 — Voxel-based volumetric models, consisting of (A) an individual voxel, (B) a set of
voxels, or (C) a grid of voxels [23].

C. More Efficient Representations for Voxel Set
Depending on a 3D application, the used/generated voxel set could be dense or
sparse. For example, 3D medical imaging applications using Ultrasound imaging
produce dense voxel sets of the sensed tissue. In contrast, 3D reconstruction ap-
plications generate sparse voxel sets. This is explained by the characteristics of
the sensors utilized for 3D reconstruction applications, where sensors generate 3D
data for only the external surfaces of the objects in a scene. Therefore, the gener-
ated voxel set will be sparse. There are several representational models introduced
to replace the conventional voxel set, in order to achieve the same functionality
more efficiently. For example, Figure 2.10 illustrates a voxelized 3D model at a
conceptual level with its corresponding optimized Octree model. The correspond-
ing Octree model is generated based on a sparse 3D model and contains only
non-empty voxels. Therefore, an Octree can be more efficient in terms of memory
usage, when compared to its corresponding voxel set.

D. Volumetric Integration by Truncated SDF (TSDF)
The signed distance function (SDF) for a point and a given surface, determines
the distance of the point towards the surface. The negative and positive signs
for a point mean that the point is located either behind or in front of the surface,
respectively. Figure 2.11 shows the signed distance function (SDF) values for a

Figure 2.10 — Voxelized 3D model of sparse density can be converted to its corresponding
optimized Octree model suppressing empty voxels.
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Figure 2.11 — Illustration of the signed distance function (SDF). (A) Imaginary surface shown in
2D, where the surface divides the model into two regions: ‘inside’ and ‘outside’ regions, depending
on the camera/sensor center. (B) Example of points and their signed distance values towards the
surface: positive values for the points located at the ‘outside’ region and negative values for the
points at the ‘inside’ region [27].

set of points and an imaginary surface. For easier understanding, the surface
is depicted in the 2D domain, e.g. imagine a top view for the cut surface. As
portrayed by Figure 2.11 (A), any surface divides the environment around it into
two regions: inside and outside depending on the location of the sensor/camera
center. Figure 2.11 (B) depicts the SDF values of several points around the surface.
The side of the surface which is towards the camera/sensor is considered as the
external surface and contributes to the outside region. The other side/region is
defined accordingly [24]–[26].

Figure 2.12 shows the same surface and points of Figure 2.11 but now in a
quantified environment. For example, in a 2D environment, e.g. an image, each
quantified unit is a pixel. In 3D environments, this quantified unit is a voxel. Re-
gardless of the 2D or 3D environments, the SDF value for each voxel or pixel
equals the average of the SDF values of the points located in the voxel or pixel
boundaries. Figure 2.12 (A) shows SDF values for several points around the sur-
face, while Figure 2.12 (B) depicts the SDF values for imaginary pixels around the
surface, each averaging several points.

In 3D reconstruction applications, only points that are sufficiently close to a
surface are important to be used for the reconstruction of the surface. The remain-
ing points are either belonging to another surface or discarded as noise. To this
end, the truncation distance plays a prominent role and it defines the maximum
distance between a point and a nearby surface, that still exploits the point for
the reconstruction of that surface. For example, Figure 2.13 portrays a 2D slice of
a 3D model based on the Kinect data of an imaginary surface. All TSDF values
are in the range of [−1,+1]. Values equal to -1 or +1 are assigned to the points
located farther than the truncated distance from that surface, in either the ‘inside’
or ‘outside’ regions, respectively.
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Figure 2.12 — Illustration of the signed distance function (SDF) in a discrete quantified envi-
ronment. (A) Several points and their signed distance values towards an imaginary surface. (B)
Discrete quantified model around the surface, e.g. voxelized for 3D and pixelized for 2D domains,
where each voxel/pixel contains the average distance value for the points located enclosed in it [27].

In the conventional applications exploiting TSDF to model 3D geometry [24],
[28], each voxel is represented as a pair of a distance value (Di) and its accumulated
weight (Wi), indicating the truncated distance value to the closest surface and the
weight for this value, respectively. The representation of voxel x of the model
is updated by the corresponding pair of the truncated distance value (di+1) and
its weight (wi+1) of the (i + 1)-th depth frame, according to the following two
equations:

Di+1(x) =
Wi(x)Di(x) + wi+1(x)di+1(x)

Wi(x) + wi+1(x)
, (2.6)

Wi+1(x) = Wi(x) + wi+1(x) . (2.7)

Parameter di is the truncated distance value calculated for voxel x, based on the
corresponding newly sensed valid depth point. Variable wi is the weight for di.
Equation (2.6) defines the updating function of the distance Di(x) of voxel x,
which is based on adding a weighted distance term. In Equation (2.7), parameter

Figure 2.13 — Illustration of the truncated signed distance function (TSDF) in a discrete quanti-
fied environment. The TSDF values are mapped within [−1,+1]. When traversing the model on a
row or column basis, any change from a minus to a plus sign indicates the surface border.
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Wi(x) represents the accumulated weight for voxel x. Assigning wi+1 = 1 for each
valid point found in the (i+ 1)-th frame, leads to simple averaging over time.

TSDF enables the integration of the newly captured 3D data into the corre-
sponding 3D model, which is called 3D data fusion. To generate a 3D model by
aggregating depth data, the first depth frame initializes the model and the remain-
ing depth frames are being integrated into the model as follows. The pose of the
generated 3D model is defined based on the pose of the first depth frame, which
initializes the model.

To perform this fusion, it is required that any new depth frame should be
aligned with the target 3D model. This alignment requires that the integrated
depth frames either are captured from the same pose that the model was initial-
ized with, or the data should be transformed such that it seems originated from
the same pose as the initialized model. Since several scans from different poses
are needed to reconstruct a sufficiently gap-less 3D model, each scan should be
pose-aligned with the 3D model prior to integration. This alignment in pose is
performed via a 3D registration process, which is discussed in the next sub-section.

2.3.3 3D Data Registration
To integrate pointclouds captured from different sensor poses, they should be first
aligned in terms of their poses. This alignment is defined as 3D data registration.
In this thesis, the result of registering a source pointcloud to a target pointcloud is
a rigid transformation, which can be applied to any point of the source pointcloud
for transforming it to its corresponding point in the target pointcloud. This rigid
transformation consists of two parts: rotation and translation.

A. Rotation Matrix
A 3D rotation matrix R is a multiplication of rotational matrices for each axis,
defined as

R = Rz(α) Ry(β) Rx(γ) , (2.8)

where Rz(α), Ry(β) and Rx(γ) are known as yaw, pitch and roll, respectively,
defined by the following equations:

Rz(α) =

cosα − sinα 0
sinα cosα 0

0 0 1

 , (2.9)

Ry(β) =

 cosβ 0 sinβ
0 1 0

− sinβ 0 cosβ

 , (2.10)

Rx(γ) =

1 0 0
0 cos γ − sin γ
0 sin γ cos γ

 . (2.11)
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For the three previous equations, α, β and γ represent the rotation angles around
the Z-axis, Y -axis andX-axis, respectively. Hence, angle α is a rotation that affects
the x- and y-coordinates, etc. Parameters X , Y and Z are axes in a Cartesian
left-turning coordinate system [29].

A 3D rotation matrix R can be generally represented by a single 3× 3 matrix
based on its elements, as defined by

R =

r00 r01 r02
r10 r11 r12
r20 r21 r22

 . (2.12)

B. Translation Vector
A 3D translation vector T is defined by

Tv =

txty
tz

 , (2.13)

where tx, ty and tz represent the translation components when the translation is
projected onto X-axis, Y -axis and Z-axis, respectively.

C. Transformation Matrix
A 3D transformation matrix T is defined as a combination of a 3D rotation and a
3D translation, specified by

T =

 R3×3 Tv3×1

0 0 0 1

 =


r00 r01 r02 tx
r10 r11 r12 ty
r20 r21 r22 tz
0 0 0 1

 . (2.14)

Transforming a 3D point p by the 3D Transformation matrix T results in the
transformed 3D point p′, as defined by the following equation:

p′ =


x′

y′

z′

1

 = T · p =


r00 r01 r02 tx
r10 r11 r12 ty
r20 r21 r22 tz
0 0 0 1

 ·

x
y
z
1

 . (2.15)

D. Iterative Closest Point (ICP) Registration Algorithm
The Iterative Closest Point (ICP) algorithm is one of the most attractive algorithms
for registering pointclouds in 3D reconstruction and robotic applications. ICP is
utilized in this thesis as a fine or a refinement registration algorithm. ICP performs
the pointcloud registration by minimizing the error between the corresponding
points of the source and target pointclouds, as shown by Figure 2.14. If an accurate
enough pre-alignment is performed, ICP can accordingly perform a precise fine
registration. In contrast, if the source and target pointclouds are not properly pre-
aligned, ICP can lead to poor registration results, since it can be trapped in local
minima. This drawback of the ICP algorithm to initial pose alignment, makes
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Figure 2.14 — Iterative Closest Point (ICP) algorithm aims to register two 2D curves as repre-
sentatives for simplified surfaces in pointclouds. (a) without a precise enough pre-alignment, ICP
can get trapped in local minima. (b) ICP performs the optimal registration if the initial poses of the
source and target pointclouds are close enough [30], [31].

ICP not a good choice for coarse registration, although being an effective option
for fine registration. In the following, we describe the ICP algorithm in detail.
Given the source pointcloud U = {u1, u2, . . . , un} and the target pointcloud V =
{v1, v2, . . . , vn}, the ICP algorithm aims to find a translation T consisting of a
rotation R and a transformation Tv, such that the average error between the
source points and translated target points is minimized to Emin, as defined by

Emin(T) = Emin(R,Tv) = argminR,Tv

 1

Np

Np∑
i=1

‖ ui −Rvi − Tv ‖2
 , (2.16)

where ui and vi represent the corresponding points in the source and target point-
clouds and Np equals the number of all these corresponding points.

In case the corresponding points are found precisely, then ICP can calculate
the resulting transformation in a closed form, as portrayed by Figure 2.14-(a). If
the initial alignment is not known, it means that initially the corresponding points
cannot be found precisely. Therefore, it is not generally possible to determine the
optimal transformation in one step and the registration should be carried out
iteratively. To prevent being trapped to any local minima, ICP should start from a
“close enough” state to ensure convergence, as shown by Figure 2.14-(b).

The ICP algorithm is a powerful tool to perform 3D registration between two
pointclouds. Its major drawback is its sensitivity to the initial poses of the source
and the target pointclouds. This drawback may prevent ICP to perform accurately
for coarse registration, however, it does not hinder ICP to be successfully deployed
as a fine registration algorithm.
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2.4 Error Metrics for Evaluations
Three major metrics are used in this thesis to evaluate several proposed algorithms
applied to pointclouds, which are briefly discussed in the following paragraphs.

2.4.1 Point-to-Point Distance
The point-to-point distance is used as a metric to evaluate the quality of regis-
tration results obtained by registration algorithms. In an ideal case of perfect
registration, each point in a target pointcloud would be transformed exactly to
its corresponding point in a source pointcloud. However, in practice, there will
be some distance between the corresponding points, after registration of a target
pointcloud to a source pointcloud. This distance can be used as a metric for a
numerical quality assessment of the result of the employed registration algorithm.
The point-to-point distance metric is defined as the average of all the distances
between corresponding points in the source and target pointclouds, after applying
a registration algorithm. The lower the average point-to-point distance becomes,
the more precise the registration result is.

2.4.2 Absolute Trajectory Error (ATE)
In robotics applications, when moving a sensor inside an environment, the cal-
culated poses can deviate from the true trajectory. Especially in Simultaneous
Localization And Mapping (SLAM) applications, this error is more important.
ATE is defined as the average difference between poses of the true and the esti-
mated trajectories. In this thesis, the ATE metric is utilized to evaluate the accuracy
of the proposed method which is used for registration.

2.4.3 Relative Pose Error (RPE)
Where the ATE as a metric focuses on trajectory error, the Relative Pose Error (RPE)
metric aims to calculate the error between each individual pair of the calculated
poses. The RPE is defined as the error in the relative motion of the sensor (related
to pose) between the two corresponding pairs of consecutive poses of the true and
the estimated trajectories. Similar to the ATE metric, the RPE metric is used in this
thesis for evaluation of the proposed registration algorithms or assessment of any
proposed technique influencing the registration process.

2.5 3D Reconstruction by Low-cost Depth Sensors
The last decade has opened a multitude of 3D reconstruction applications. On
one end, low-cost depth sensors have become publicly available, and on another
end, powerful computing platforms e.g. GPU have become more affordable. Con-
sequently, several 3D reconstruction algorithms have been developed based on
low-cost handheld depth sensors. Among these algorithms, KinectFusion [24],
[25] was the first algorithm in its own genre. In this thesis, we have utilized the
open-source version of the KinectFusion algorithm, called KinFu [28], as the base
for our 3D reconstruction algorithm discussed in Chapter 4. Therefore, this section
briefly discusses the KinectFusion algorithm and its main features.
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Figure 2.15 — Major components of the KinectFusion algorithm.

KinectFusion
KinectFusion enables 3D reconstruction of indoor environments, based on the
RGB-D data obtained from a Kinect sensor being held by a person or mounted on a
robot. Utilizing a GPU core as the major computing platform enables KinectFusion
to perform 3D reconstruction in real time. All the pose estimation and localization
is performed based on only exploiting the depth frames obtained from Kinect.
Figure 2.15 shows four major components of KinectFusion.

A. Surface Measurement
Surface measurement is the first component in the KinectFusion system. It is a
pre-processing stage, where a bilateral filter is applied to the input depth frame
obtained from the Kinect device, in order to reduce the noise in the depth data.
Then, a normal map pyramid is generated from the input depth frame.

B. Sensor Pose Estimation
This component is responsible for the sensor tracking, where a multi-scale ICP
alignment is performed to register the predicted surface and the current sensor
measurement. To do this, two pointclouds should be provided. First, a point-
cloud is extracted from the global TSDF model. Then, the current depth frame
is converted to its corresponding pointcloud. When applying ICP to these two
pointclouds, the sensor pose for the current depth frame is estimated.

C. Update Reconstruction
This component aims at the process of the global-scene fusion and updates the
reconstruction surface. To realize this, the pose is determined for every depth
frame by tracking the sensor pose, as described in the previous sub-section. When
the pose is known, the current depth frame is integrated into the scene model,
which is basically a volumetric 3D reconstruction model maintained by a truncated
signed distance function (TSDF) representation.

D. Surface Prediction
Some applications apply frame-to-frame pose estimation. In contrast with them,
KinectFusion closes the loop between mapping and localization, by registering the
current depth frame to the globally fused model. To do this, a pointcloud should
be extracted from the model at each time a new depth frame is received. This
pointcloud extraction is performed by raycasting the signed distance function
(SDF) into the estimated frame, to provide a dense surface prediction to which the
current depth frame is registered.
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Figure 2.16 — Example snapshot of an indoor scene generated by the KinectFusion algorithm.

Figure 2.16 portrays an example indoor scene generated by the KinectFu-
sion algorithm, where a desk with items on it are captured by the Kinect sensor.
KinectFusion has inspired a multitude of research projects, including the research
described in this thesis.

2.6 Conclusion
This chapter has introduced the fundamentals for 3D reconstruction applications.
First, two sensors from different categories (depth sensors and LiDARs) have been
introduced and compared, where it is shown they can complement each other to
eliminate each other’s weaknesses. Then, several models and formats for 3D data
representation have been surveyed. Next, the fundamentals of 3D data fusion and
3D model registration have been discussed. Afterward, various error metrics have
been introduced, which are used in the following chapters for quality evaluation
of 3D models in terms of accuracy. The introduced error metrics are also utilized
to evaluate pose accuracy, when integrating new 3D data into a 3D model. Finally,
this chapter has concluded by discussing a class of 3D reconstruction methods
based on low-cost depth sensors, which are extended in this thesis.
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Intelligent 3D Reconstruction

3.1 Introduction
The 3D sensing and mapping of arbitrarily shaped environments is a highly active
research topic, since it comes as a pre-requisite for various currently prominent
research domains. Examples of such domains are 3D shape acquisition and mod-
eling, surface generation and texturing, and localization and robot vision. During
recent years, the advent of low-cost, handheld and accurate 3D sensors along
with the introduction of powerful general-purpose GPUs, lead to first solutions
performing a real-time 3D reconstruction process for relatively large and com-
plex indoor and outdoor environments. In a 3D reconstruction process, the 3D
volumetric model generation and the camera pose-estimation methods are highly
important for the accuracy of the obtained results. For localization based on 3D
features, generation of an accurate 3D synthetic model containing higher details
results in more accurate pose estimation and the associated process provides then
a 3D model of higher quality. This correlation between a 3D synthetic model
and camera pose-estimation is a “chicken and egg” problem in the Simultaneous
Localization and Mapping (SLAM) domain.

This chapter is focusing on the Signed Distance Function (SDF) [32], especially
the truncated version, since it has been widely used to integrate the depth images
into a synthetic 3D model [33], [34]. For modeling 3D spaces, various volumet-
ric data structures have been introduced to represent scene geometry, including
the Point Cloud structure [35], voxel-based [24], [36], surfel-based [37], [38], and
the Octree-based models [39], [40] etc. The RGB-D mapping combined with vi-
sual SLAM, pose correction, and optimization approaches, have been broadly
investigated in recent years [41]–[46]. To register new depth data with a 3D syn-
thetic model, the Iterative Closest Point (ICP) algorithm [30], or similar iterative
approaches [47], have been exploited by the applications taking advantage of low-
cost depth sensing devices. These applications include KinectFusion [24], [25],
Kintinious [48], [49], open-source KinFu [28], and KinFu Large Scale [50]. All of
them use a Truncated version of the SDF model (TSDF), in order to reconstruct
3D geometry of the environment and utilize Kinect as the depth sensor. The TSDF
model provides averaging of the complete set of the sensor data over time. While
the recent investigation of the Kinect technology has unveiled that it is robust to
incidence angle, ambient light, and radiometric influences, the sensor was found
to be less accurate for large-distance measurements [51]–[53].
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In the conventional TSDF model, a 3D array of voxels is used to form a syn-
thetic 3D model, representing the sensed environment. The newly extracted points
of each depth frame are integrated into the 3D synthetic TSDF model. The TSDF
model takes advantage of a weighting strategy to discriminate newly upcoming
sensed data, by assigning a higher weight to less noisy data. In KinectFusion and
KinFu, a weight value of unity is used for each valid point. We expect a significant
enhancement in terms of model quality by proposing a weighting strategy based
on the intrinsic distance sensitivity of the Kinect sensor. Due to the unity weight in
the conventional TSDF model, the newly sensed depth data is integrated into the
3D model without considering its accuracy. As a subsequent result, the objects in
the synthetic 3D model can be deformed by the new depth data containing infor-
mation of the same objects, captured from a farther distance. In practice, feeding
a TSDF model with noisy depth data leads to the following problems, which form
the key challenges for this chapter.

• Degrading accuracy by overwriting over time. According to the distance sensi-
tivity of the depth sensors, an explanation for this deformation is that the
updating mechanism may overwrite the synthesized reasonably accurate
data with less accurate data over time.

• 3D model deformation. Consequently, degrading accurate data in the TSDF
model effects the quality of the extracted 3D reconstruction data.

• Less accurate pose estimation. The consequence of this model degradation has
a clear impact on the quality of the camera pose-estimation algorithm. For
every newly captured depth frame, the camera pose is calculated, based
on the current state of the synthetic 3D model. Therefore, an inaccurate 3D
model containing fewer details leads to a more erroneous pose estimation.

The first step to achieve multi-modal sensor data registration is to obtain 3D
data from various sensors as accurately as possible. This helps to minimize the
gap between different sensor data in terms of quality and accuracy. In general, the
quality of measurements is degraded at farther distances of sensors, especially for
low-cost depth sensors, regardless of the underlying technologies. When sensing
an environment, there is a high possibility to visit any scene multiple times from
different distances. Therefore, an intelligent 3D reconstruction algorithm should
prioritize these 3D data according to their distances towards the camera center.
For instance, a weighting strategy can be used to prioritize the input data, in order
to achieve higher accuracies for both the resulting 3D model and the related poses.

The contribution of this chapter is to propose a weighting strategy for the TSDF
model to prevent the model deformation and, by doing so, accordingly improve
the pose-estimation quality. This process involves the following steps.

1. The introduction of a weight definition to evaluate the quality of each point
of the new depth frame.

2. The design of an updating method with an intelligent decision making, to
integrate the new depth data into the synthetic 3D model.
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For addressing the previous two steps, we will introduce weighting methods
and evaluate those on a group of datasets with ground-truth trajectory informa-
tion, concentrating on two significantly correlated criteria: (1) model accuracy and
(2) pose accuracy.

This chapter is structured as follows. Section 3.2 describes the conventional
TSDF model and corresponding challenges. Section 3.3 introduces the weight-
ing definitions and strategies to overcome those challenges. The experiments are
presented in Section 3.4. Sections 3.5 and 3.6 elaborate on the analysis and discus-
sion in terms of model and pose accuracy, respectively. Section 3.7 discusses the
correspondence between model and pose. Section 3.8 concludes this chapter.

3.2 Conventional TSDF model
In the conventional applications exploiting TSDF to model the 3D geometry [24],
[28], each voxel is represented as a pair of a distance value (Di) and its accumulated
weight (Wi), indicating the truncated distance value to the closest surface and the
weight for this value, respectively. The representation of voxel x of the model
is updated by the corresponding pair of the truncated distance value (di+1) and
its weight (wi+1) of the (i + 1)-th depth frame, according to the following two
equations:

Di+1(x) =
Wi(x)Di(x) + wi+1(x)di+1(x)

Wi(x) + wi+1(x)
, (3.1)

Wi+1(x) = Wi(x) + wi+1(x) . (3.2)

Parameter di is the truncated distance value calculated for voxel x, based on the
corresponding newly sensed valid depth point. Variable wi is the weight for di.
Equation (3.1) defines the updating of the distance Di(x) of voxel x, which is
based on adding a weighted distance term. In Equation (3.2), parameter Wi(x)
represents the accumulated weight for voxel x. Assigning wi+1 = 1 for each valid
point found in the (i+ 1)-th frame, leads to simple averaging over time.

The constant unity value for the weight influences the 3D model updating
process in the following way. The Kinect senses objects in close proximity more
accurately [51]–[53]. Due to this distance sensitivity, the model is degraded by
overwriting the more accurate data (closer range) by less accurate data (farther
away). Therefore, the objects located close to the sensor (≤ 1 m) are modeled
appropriately, while the objects located at a farther distance (≥ 2 m) are deformed
or even destroyed.

The conventional TSDF model is facing an intrinsic challenge. On one hand,
we need to overcome noisy data by averaging. This means that integrating more
data into the TSDF model would help to overcome the sensor noise in general.
However, this can lead to overwriting more accurate data by less accurate values.
To overcome this overwriting challenge while averaging data, we propose an
intelligent weighting strategy as discussed in the next section.
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3.3 Weighting Strategies
3.3.1 Weight Definitions and Updating
This section introduces more competent definitions of the weight factor to distin-
guish between the sensed data of close and far distances. The common feature
for all definitions is that a higher weight is assigned to closer distances. In other
words, the closer to the sensor, the higher the weight that is assigned to the sensed
distance data. Due to the Kinect characteristics, we have considered a valid range
for depth data, defined between a maximum and a minimum distance, denoted
by dmax and dmin, respectively. Besides this, the weight is bounded between zero
and a maximum weight Wmax. We have experimented with various functions to
define the weight for obtaining a good performance. To this end, we have tested
some alternatives from literature [54] and adopted one of them and optimized it
for our purpose. This optimized weighting function is specified by

wi(z) =

[(
1

d(z)2
− 1

d2max

)/(
1

d2min

− 1

d2max

)]
∗Wmax . (3.3)

For each valid depth value z with distance of d(z) in the range of [dmin, dmax], the
corresponding weight is calculated as a value between zero and Wmax.

In conventional implementations of the TSDF model, the updating process
is straightforwardly performed with constant unity weight. The weight defini-
tion from Equation (3.3) enables discriminating between closer and farther dis-
tances. Therefore, such weight definition facilitates intelligent updating of the
TSDF model via preventing that more accurate values are overwritten by less
accurate data.

The remainder of this section introduces two intelligent updating methods to
guarantee that the synthetic 3D model is updated with the most accurate data
available during the updating process.

3.3.2 Distance-Aware (DA) Updating Method
In this method, we exploit the following rule for iteratively updating each voxel
value in the synthetic 3D model: if a voxel has been updated already by a truncated
distance value with its corresponding weight, then it should be never updated with a
truncated distance value having a lower weight than the current one. As a consequence,
the DA updating method is defined by:

Bw(z, x) = {wi+1(z) ≥ r · wi(x)} , (3.4)

U(z, x) =

{
Integrate x into z, if Bw(z, x);
Discard x, keep z, otherwise. (3.5)

In Equation (3.4), the binary function Bw is true if the indicated inequality holds.
To enhance the robustness to noise, we have proposed a tolerance range r, with
0 ≤ r ≤ 1. The parameter r decays the influence of the updating process. The
update function U(z, x) from Equation (3.5) conditionally updates the 3D model
according to Equation (3.1). Throughout the updating process, the accumulated
weight value for each voxelWi(x) is collected, based on Equation (3.2). The weight
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of each new voxel value wi is equal to the weight of the corresponding distance
value (see Equation (3.3)), so that 0 ≤ wi ≤Wmax.

The main steps of the DA algorithm for the integration of each point per depth
image are illustrated in the box below.

Algorithmic steps for Distance-Aware (DA) weighting strategy

For each depth point x of a depth image:

Step (1): Calculate the corresponding distance d.

Step (2): Compute the associated weight w, according to Equa-
tion (3.3).

Step (3): Find the target voxel z, to be updated based on d.

Step (4): Calculate the binary flag Bw for z and x by Equation (3.4).

Step (5): Integrate x into z if Bw equals true, discard x otherwise.

Step (6): Aggregate w to the weight of z in the voxel model (Equa-
tion (3.2)).

Discussion on the Algorithm
In comparison with the conventional TSDF implementation with wi = 1, the
introduced method grows faster with the accumulated weight value for each voxel.
The accumulation of the weight values rapidly exceeds the 1-Byte specification
used for the conventional algorithm with wi+1 = 1. Using a 2-Byte word for Wi,
related to a voxel, can circumvent this wordlength limitation, but it leads to a
larger memory requirement. Therefore, we introduce the DASS method due to
this limitation, which is discussed in the next sub-section.

3.3.3 Distance-Aware Slow-Saturation (DASS) Updating Method
The introduction of the DASS updating method will alleviate the memory limi-
tation of the original KinFu. This limitation causes the above-mentioned weight
saturation of the DA updating method. In other words, the DASS method is an
alternative to maintain the framework of the conventional TSDF implementation
and avoid the rapid saturation of the accumulated weight in the DA method. The
DASS method is similar to the DA method, except for the way it accumulates the
weight for each voxel. DASS alternates Step (6) of the DA algorithm description
by aggregating unity instead of w. In this way, the accumulated weight can have a
broad range before the 2-Byte word is fully saturated. Although both the DA and
DASS methods have the benefit of the intelligent updating via distance-awareness,
DASS enables efficient memory management.
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More specifically, the DASS method utilizes the weight definition of Equa-
tion (3.3) for the update function U(z, x) to conditionally update the 3D model,
similar to the DA method. However, in contrast with the DA method, in DASS the
new weight wi+1 is set to unity to calculate the accumulated weight value Wi+1.

This section has discussed the proposed DA and DASS weighting strategies
and their details. The next section explains how we evaluate the contribution
of these weighting strategies in enhancing the model and pose accuracy. The
evaluation results are discussed and analyzed in the consecutive sections.

3.4 Experiments
The proposed weighting strategy is implemented in the KinFu framework. We
evaluate the introduced methods on a group of datasets with ground-truth trajec-
tory information, concentrating on two significantly correlated criteria: (1) model
accuracy and (2) pose accuracy. To evaluate model accuracy, the final synthetic 3D
model in pointcloud format is compared to the ground-truth model. The average
distance between corresponding points indicates the model accuracy. For evalu-
ation of pose accuracy, the obtained results have been compared to the ground
truth in terms of Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) in
both translation and rotation.

We have used the original framework of the open source KinFu implementa-
tion from the Point Clouds Library (PCL) [28] to implement the proposed methods.
In the implementation, the structure of the original KinFu algorithm is exploited,
while the new weight definitions and updating algorithms are integrated, as dis-
cussed above. A previously allocated but unused Byte in the original structure is
used to store the last maximum updated weight for the corresponding voxel.

3.4.1 Datasets
The proposed weighting strategies DA and DASS are evaluated in terms of two
correlated aspects: (1) model accuracy and (2) pose accuracy.

• Model accuracy. For capturing the dataset, we prepared an office space with
various objects with distinctive 3D features. The ROS bag recorder [55] was
used to capture the depth frames from Kinect. A laser-scanner was exploited
to generate the ground-truth 3D model data of the office space. The model
error is defined as the average distance between a point in the reconstructed
3D model and the corresponding point in the ground-truth 3D model.

It should be considered that the drift caused by the ICP camera pose-esti-
mation algorithm [30] could influence the reconstruction result of the DA
and DASS algorithms. For this reason, we split the dataset space into three
different regions and compared them individually to the ground-truth mod-
els. Fig. 3.1 visualizes the office space and its different regions.

• Pose accuracy. We have evaluated the proposed algorithms on the TUM
RGB-D benchmark from [56]. For each dataset of this benchmark, we have
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Figure 3.1 — Dense pointcloud of the dataset room captured by the laser scanner.

compared the resulting pose trajectories of the DA, DASS, and original KinFu
methods against the corresponding ground-truth trajectory.

For the scaling parameter r in Equation (3.4), we have empirically explored a
range of various settings and selected a value (r=80) leading to the highest quality.

3.4.2 Evaluation Approach
Different metrics are utilized to evaluate the proposed weighting strategies for
model and pose-accuracy aspects.

• Metric for model accuracy. We have used the CloudCompare tool [57] to com-
pare the resulting pointclouds to the ground truth. The CloudCompare
tool calculates the model error for each reconstructed 3D model. Prior to
calculating the average distance, the pointclouds are aligned by using the
implemented ICP algorithm. The comparison is performed at two levels.
First, the approximate distances between the pointclouds are calculated as a
Chamfer distance. Second, a local model is applied to the reference point-
cloud to improve the precision of the cloud-to-cloud distance calculation.
From the local models in the CloudCompare tool, we have employed the
Height function, as it is the slowest, yet most precise method.

Moreover, for a visual assessment of the reconstruction results, 30 reviewers
have been asked to evaluate the untagged rendered snapshots of the 3D
models obtained by the proposed methods.

• Metric for pose accuracy. Two prominent metrics are used to compare the
estimated trajectories obtained by the DA, DASS, and KinFu methods to the
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Table 3.1 — Comparison of models obtained by the DA, DASS and KinFu methods to ground-truth
models (rtdi = 3 mm, r = 0.8, m.d. and s.d. stand for mean distance and standard deviation).

Method Desk Boxes Bear Average (mm)
m.d. s.d. m.d. s.d. m.d. s.d. m.d. s.d.

KinFu 8.7 9.3 3.3 4.4 8.8 12.7 7.0 8.8
DA 7.1 6.8 3.4 4.0 8.3 12.0 6.3 7.6

DASS 5.7 6.6 3.3 4.0 8.7 11.7 5.9 7.4

ground truth. These metrics are Absolute Trajectory Error (ATE) and the
Relative Pose Error (RPE). The ATE measures the difference between points
of the true and the estimated trajectories. The RPE is the error in the relative
motion between the two corresponding pairs of consecutive poses of the
true and the estimated trajectories.

The next section discusses the evaluation results in terms of model accuracy
and pose accuracy. Besides this, the correspondence between pose estimation and
model accuracy is presented.

3.5 Results and Discussion: Model Accuracy
We have found that the model error is reduced by exploiting the DA and DASS
methods for all local models. Table 3.1 shows the comparison results of each
reconstructed 3D model with the ground-truth model, in terms of mean distance
and standard deviation. The average model error (height function) is reduced by
0.7 mm (10%) for the DA method, and 1.1 mm (16%) for the DASS method.

The best improvement is obtained in the Desk region, where the model error
reduces by 1.66 mm (19%) and 3.08 mm (35%) for the DA and DASS methods,
respectively. The Desk region was heterogeneously captured from both close and
far distances. This leads to the conclusion that the proposed methods perform
best for the heterogeneously captured scenes and are marginally better for the
homogeneously captured scenes. Based on Table 3.1, the DASS outperforms the
DA in all regions and for all local models. We explain this by the reason that
the maximum for the accumulated weight value Wi, is set to 255 to limit the
GPU memory usage. The weight for each new voxel value wi, is between 0 and
Wmax (=64 as optimal setting). Therefore, the accumulated weight value quickly
saturates in the DA method (Equation (3.2)). In the DASS method, wi = 1, so that
there is sufficient range before saturation occurs.

As depicted in Fig. 3.2, the distribution of erroneous point-allocation deviations
for the DASS method shows that the majority of points have small deviations and
a narrow distribution, while for the KinFu method, the majority of points are
located on mid-deviation or large-deviation areas, giving a larger variance of the
error distribution.
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Figure 3.2 — Error distribution (Chamfer distance) on Desk and Boxes regions. The Y-axis shows
the number of points with the corresponding amount of errors of the X-axis (m).

A. Truncation distance influencing range (rtdi)
This metric determines the range, in which a valid depth point affects correspond-
ing voxels in a 3D model. The optimum value for rtdi in the conventional TSDF
implementation equals 3 mm. We have found that the reduction of rtdi reduces the
model quality for all methods. Based on Table 3.2, reducing the range by 1.0 mm
increases the model error in all regions (on the average 0.3 mm (5%), 0.2 mm (3.%),
and 0.5 mm (8.5%) for the KinFu, DA, and DASS methods, respectively). Whereas
increasing the truncation distance by 1.0 mm can reduce the model error for the
original KinFu by 0.7 mm (10.0%), the model error is increased by 0.2 mm (3.5%)
for the DASS method. For the DA method, increasing the rtdi has no impact on the
model error (0.0 mm). We have observed that the results are visually better when
rtdi = 3 mm is empirically adopted in all cases (default settings for the original
KinFu).

B. Tolerance range
This metric refers to parameter r in Equation (3.4). It is interesting to note that
assigning r = 0.8 results in the most accurate 3D model for both the DA and DASS
methods, in all regions. When inspecting the results of Table 3.3 more closely, it
becomes clear that both large and low values of the tolerance range degrade the
final 3D model. Increasing the setting for r from 0.8 to 0.9, increases the model
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error for both the DA and DASS methods by 0.6 mm (9%) and 0.7 mm (12%),
respectively. Decreasing the setting from 0.8 to 0.7 and 0.5, increases the model
error for the DA method by 0.3 mm (4%) and 0.7 mm (11%), and for the DASS
method by 0.1 mm (2%) and 0.8 mm (14%), respectively.

Another observation is that each region can be affected differently for different
tolerance values. For example, for the DASS method, the model error for the
Boxes region with r = 0.7 is 0.24 mm less than with r = 0.8, while the average
model error for other regions with r = 0.7 is 0.3 mm more than with r = 0.8.
We expect that dynamic identification and adaptation of the r value, depending
on the distance to particular objects, can be useful to further improve the model
accuracy.

C. Always-update flag
The original KinFu employs a threshold on the camera pose for a model update.
The new depth data is not integrated into the model, if the camera-movement
metric does not exceed this threshold. The Always update flag disables this thresh-
old. However, if the camera moves smoothly, most of the data is discarded. We
have planned to keep all data and developed strategies to employ the data for
updating. As reflected in Table 3.4, disabling the threshold increases the model
error for all methods, by 0.4 mm (5.5%), 0.3 mm (6%), and 0.2 mm (4%), for the
KinFu, DA, and DASS methods, respectively. We have found that while the DASS
method suffers less than the original KinFu by disabling this updating threshold,
it performs worse compared to the case that the threshold is enabled.

D. Qualitative evaluation of the methods
The model obtained by the DA method is preferred because it preserves most of
the details, as indicated by 67% of the reviewers. The model resulting from the
DASS method has been ranked as the best in terms of object boundaries and sharp
edges by 57% and 54% of the reviewers, respectively. We have found that 67%

Table 3.2 — Impact of the truncation distance influencing range on the 3D model quality obtained
by the DA, DASS, and KinFu methods (height function, r = 0.8).

Method Truncation Desk Boxes Bear Average (mm)
distance m.d. s.d. m.d. s.d. m.d. s.d. m.d. s.d.

KinFu 02 mm 8.3 8.7 3.4 4.7 10.3 13.0 7.3 8.8
03 mm 8.7 9.3 3.3 4.4 8.8 12.7 7.0 8.8
04 mm 7.3 7.5 3.3 4.1 8.2 12.2 6.3 7.91

DA 02 mm 6.8 6.6 3.7 4.6 8.9 12.7 6.4 8.0
03 mm 7.1 6.8 3.4 4.0 8.3 12.0 6.3 7.6
04 mm 7.1 6.8 3.7 4.1 8.0 11.3 6.3 7.38

DASS 02 mm 6.9 7.2 3.4 4.3 8.9 11.7 6.4 7.74
03 mm 5.7 6.6 3.3 4.0 8.7 11.6 5.9 7.41
04 mm 6.6 6.2 2.8 3.4 8.8 12.7 6.1 7.43
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Table 3.3 — Impact of the tolerance range on quality of models obtained by the DA and DASS
methods (height function, rtdi = 3 mm).

Method Tolerance Desk Boxes Bear Average (mm)
range m.d. s.d. m.d. s.d. m.d. s.d. m.d. s.d.

DA 50% 8.4 8.3 3.4 4.7 9.0 12.9 7.0 8.6
70% 7.4 8.4 3.7 4.5 8.5 12.4 6.5 8.4
80% 7.1 6.8 3.4 4.0 8.3 12.0 6.3 7.6
90% 7.8 8.4 4.0 4.5 8.7 12.4 6.8 8.4

DASS 50% 7.8 7.6 3.4 3.8 8.8 11.7 6.7 7.71
70% 6.2 5.9 3.1 4.1 8.7 12.2 6.0 7.4
80% 5.7 6.6 3.3 4.0 8.7 11.6 5.9 7.4
90% 7.0 7.0 3.5 4.4 9.1 13.0 6.6 8.1

Figure 3.3 — From left to right, the snapshots of the Desk region of the final 3D meshes obtained
by the original KinFu, DA, and DASS methods, respectively.

of the participants have perceived the model obtained by the DASS method the
most attractive. Only 23% of the reviewers have found the model obtained by the
DA method the most attractive, while 67% of them have perceived it as the most
accurate and offering most visual detail. We explain this discrepancy by the fast
saturation of the accumulated weight in the DA method, which prevents a proper
averaging of all the sensed depth data.

Table 3.4 — Impact of the ‘Always-update flag’ on quality of models obtained by the KinFu, DA,
and DASS methods (height function, ttdi = 3 mm and r = 0.8).

Method Desk Boxes Bear Average (mm)
(Always-update enabled) m.d. s.d. m.d. s.d. m.d. s.d. m.d. s.d.

KinFu 9.1 9.3 3.4 4.5 9.6 14.3 7.4 9.4
DA 7.5 7.1 3.8 4.2 8.7 12.9 6.6 8.1

DASS 5.8 6.8 3.3 4.0 9.2 12.5 6.1 7.7
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Figure 3.4 — Detailed ATE and RPE values for the DA, DASS, and original KinFu methods
applied to 17 datasets of the TUM benchmark (error in mm). First row depicts the ATE metric and
the RPE is illustrated in second row.

3.6 Result and Discussion: Pose Accuracy
As depicted in Figure 3.4, for most of the datasets, the DASS and/or DA methods
outperform the original weighting strategy of the KinFu for both the ATE and
RPE. As depicted in Table 3.6, in comparison with the original KinFu, the DA
method reduces on the average the ATE and RPE by 16% and 26%, respectively.
Even better than this, the DASS method improves the pose estimation by reducing
the ATE and RPE on the average by 43% and 48%, respectively.

An interesting finding is that the DA and DASS methods improve the KinFu
pose-estimation performance more in terms of RPE rather than ATE. One rea-
son for this is due to the different nature of the ATE and RPE. The ATE is an
appropriate metric to measure the performance of visual SLAM systems, while
the RPE is well-suited for measuring the drift of a visual odometry system. Since
there is no loop-closure detection in the original KinFu, the ATE suffers from this,
whereas locally improved quality and accuracy of the 3D model, leads to a better
performance of the ICP as a pose estimator. Hence, the drift error in the poses
reduced so that the RTE reduction is more significant than the ATE.

Table 3.5 — Visual evaluation of synthetic 3D models by 30 reviewers via a questionnaire.

Question KinFu DA DASS

Which one is more accurate and containing more details? 0% 67% 33%
Which one does have clearer boundaries between objects? 6% 37% 57%
In which one, the objects and their edges look sharper? 6% 40% 54%
Which one do you like the most? 10% 23% 67%
Which one do you like the least? 77% 20% 3%
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The top part of Table 3.7 focuses on details of the ATE metric. Comparing
the DA method to the original KinFu, the ATE is reduced by 18%, 25% and 11%
in terms of mean, median and standard deviation, respectively. For the DASS
method, the improvement is even higher. In comparison with the KinFu, the
DASS method improves the ATE by 48%, 55%, and 30% in terms of mean, median,
and standard deviation, respectively.

One observation is that on the average, the DASS method improves the pose
estimation approximately two times more than the DA method. This performance
difference is explained by the number of frames that is used for the accumulation
of the weight metric. If the number of frames involved in the accumulation grows,
then the intrinsic noise component of the depth sensor is more averaged and its
influence decreases, thereby improving the quality.

The RPE improvement is investigated with respect to translation and rotation
(middle and bottom parts of Table 3.7). Due to the middle part of Table 3.7, the
translation error for the DA method is reduced by 22%, 45%, and 17% in terms of
rsme, median, and standard deviation, respectively. The translation error reduc-
tion is higher for the DASS method by 47%, 56%, and 44% for the same parameters.

Regarding the improvement of the rotation error shown in the bottom part of
Table 3.7, the DA method reduces the error by 23%, 24%, 7%, and 21% in terms
of rsme, mean, median, and standard deviation, respectively. The DASS method
improves the rotation error by 30%, 35%, 36%, and 22% for the same parameters.

An interesting observation is that according to the rsme, mean, and standard
deviation metrics for the RPE, there is a higher improvement in terms of translation
rather than rotation by a factor of 1.72. For the median, this is opposite by a factor
of 3.87. Besides this, there is a huge difference between the mean and median
rotation errors: the mean value is 68 times larger than the median. This is explained
by relatively large outliers which influence other metrics than the median.

Another finding is that for both methods, the highest improvements result
from using the median metric. The reason for this is that the mean, compared to
the median, is not a robust computation technique, since it is sensitive to extreme
scores and largely influenced by outliers. In the exploited benchmark, as illustrated
in Figure 3.4, there are some extreme error values for the datasets of f1 desk,
f2 flower, and f3 teddy, which as outliers influence the mean metric. Figure 3.5
depicts the improvements when using the median metric. Using the average
median, the DA and DASS methods elevate the pose-estimation process by 31%
and 49%, respectively.

Table 3.6 — Average performance of the proposed methods applied to the benchmark 17 datasets.

Methods
KinFu DA DASS

ATE (mm) 229.2 191.7 129.7
RPE (mm) 259.4 218.4 152.8
Improvement (%) - 21.2 45.8
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Table 3.7 — Detailed ATE and RPE values in mm as translation error, as well as RPE values in
degrees as rotation error for the DA, DASS, and original KinFu methods applied to 17 datasets of
the TUM benchmark.

Error Metric Methods
KinFu DA DASS

ATE (mm)

RSME 229.2 191.7 129.7
Mean 199.3 163.7 103.9

Median 173.7 130.2 78.5
Std. Dev. 109.4 97.8 76.3

RPE (mm)

RSME 386.3 300.2 205.7
Mean 295.4 218.4 152.8

Median 254.2 139.5 111.2
Std. Dev. 245.6 203.0 136.4

RPE (degree)

RSME 17.4 13.4 12.2
Mean 13.7 10.4 8.9

Median 0.2 0.2 0.1
Std. Dev. 10.6 8.4 8.3

Figure 3.5 — Percentage of error reduction for the DA and DASS methods compared to the
original KinFu based on the median metric.
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Figure 3.6 — Camera pose trajectories for the DA, DASS, and original KinFu compared to the
ground truth (f1 plant data)

3.7 Discussion: Correspondence Between Pose and Model
The pose estimation improvement achieved by the proposed methods is indirectly
enabled by the accuracy enhancement of the synthetic 3D model. A more accurate
3D model elevates the result of the pose-estimation algorithm by providing more
details of the 3D geometry. In turn, a more precise estimation of pose increases the
quality and accuracy of the 3D model. The following paragraphs illustrate this
mutual dependence between the 3D model quality and pose estimation accuracy.

As an extreme case, in the f1 plant dataset the pose trajectories and the snap-
shots of the corresponding meshes obtained by the DA, DASS, and the original
KinFu methods are depicted in Figures 3.6 and 3.7, respectively. The pose tra-
jectories for the DA and DASS methods are relatively close, while the former
performs better. The synthetic 3D model obtained by the DA is more accurate and
contains more details compared to one obtained by the DASS method. For the
KinFu method, the destruction of the 3D model is caused by the appearance of
large errors in pose estimation.

Figure 3.7 — From left to right: snapshots of the final 3D synthetic meshes for the f1 plant dataset
obtained by the original KinFu, DA, and DASS methods, respectively.
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Figure 3.8 — From top to bottom: snapshots of the final 3D synthetic meshes for the f3 notex near
dataset obtained by the original KinFu, DA, and DASS methods, respectively.

Figure 3.9 — Camera pose trajectories for the DA, DASS, and original KinFu compared to the
ground truth for the f3 notex near dataset.

Regarding the moderate case of the f3 notex near dataset as shown in Figures
3.9 and 3.8, there are no significant deformations in the corresponding meshes
of the DA and DASS methods, while for the KinFu, the appearance of a false
object significantly deforms the 3D model. This is reflected as a huge drift in the
corresponding pose trajectories of the original KinFu.

Figure 3.10 depicts the corresponding meshes for the f3 teddy dataset, where
the original weighting strategy of the KinFu outperforms the DA method in terms
of RPE. According to the slightly more improved ATE, the corresponding 3D
model of the DA method is less deformed compared to the one obtained by the
original KinFu method. As shown, the DASS method leads to the best 3D model,
and the smallest ATE and RPE errors.
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Figure 3.10 — From left to right: snapshots of the final 3D synthetic meshes for the f3 teddy
dataset obtained by the original KinFu, DA, and DASS methods, respectively.

Figure 3.11 — From left to right: snapshots of the final 3D synthetic meshes for the f2 desk dataset
obtained by the original KinFu, DA, and DASS methods, respectively.

Another extreme case occurs in Figure 3.11, which illustrates the snapshots
of the obtained meshes for the f2 desk dataset, in which the original weighting
strategy of the KinFu outperforms the other methods in terms of ATE. The minor
3% and 5% increase of the ATE is compensated by a much larger reduction of
the RPE with 12% and 10% for the DA and DASS methods, respectively. As a
consequence, the 3D model accuracy is elevated by the DA and DASS methods as
visualized in the Figure.

3.8 Conclusion
We have proposed intelligent distance-aware weighting strategies for the TSDF
voxel-based model to enhance 3D reconstruction model quality. The increased
model quality leads to an improvement of the pose-estimation algorithm by pro-
viding more accurate data. In conventional TSDF, every newly sensed depth value
is directly integrated into the 3D model so that when using low-cost depth sensors,
less accurate depth data can overwrite more accurate data. For distance-aware
weighting, we have considered and specified weight definition and model updat-
ing to be essential aspects.
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These aspects are combined into the proposed weighting strategies, i.e. the DA
and DASS methods, to intelligently integrate the depth data into the synthetic 3D
model, according to the distance-sensitivity aspect of the sensor. Both methods
prevent the already-fused data to be overwritten by less accurate data. The results
are evaluated in two correlated aspects: (1) model accuracy and (2) pose accuracy.

Model accuracy. According to the quantitative results, we have found that the
proposed methods improve the quality of the final 3D model by 10 − 35%. The
quality perception of the model accuracy results show that 90% of the reviewers
prefer the synthetic 3D model obtained by DA and DASS methods. Based on the
current implementation, the DASS method delivers the best accuracy improve-
ment of 16% on the average and 35% for heterogeneously captured scenes, in
comparison with the original KinFu method.

Pose accuracy. We have compared the resulting pose trajectories of the DA,
DASS, and the original KinFu methods to the corresponding ground-truth trajec-
tory in terms of Absolute Trajectory Error (ATE) and Relative Pose Error (RPE),
utilizing 17 datasets for this comparison. Based on the results, we have found that
on the average, the DA and DASS methods compared to the original KinFu, reduce
the pose estimation error in terms of the ATE by 16% and 43%, respectively. In
terms of the RPE, the achieved improvements for the DA and DASS methods are
26% and 48%, respectively. In extreme cases, the ATE and RPE improvements can
grow even up to 93% and 92% for DA and 90% and 89% for DASS, respectively.

An interesting observation is that the DA and DASS methods reduce the RPE
more efficiently than the ATE. This phenomenon is explained by the ATE being an
appropriate metric to express the performance of visual SLAM systems, whereas
the RPE measures the drift of a visual odometry system. The ATE suffers from the
absence of loop-closure detection in the original KinFu. It should be noted that the
ICP algorithm is used in the original KinFu and the proposed methods as a pose
estimator. This algorithm benefits from the quality and accuracy improvement of
the generated 3D models by the DA and DASS methods. Hence, the drift error
in the poses is reduced such that the RTE reduction is more significant than the
ATE. On the average, DA and DASS improve the pose-estimation process of the
original KinFu by 21% and 46%, respectively.

We have visually shown that in some cases, where the original KinFu destroys
the final synthetic 3D model or deforms it, the DA and DASS methods are suf-
ficiently robust to preserve model reconstruction. We have found that there is a
clear mutual dependence between the pose-estimation accuracy and the quality
of the 3D model. This can be exploited to enhance either the pose estimation or
the 3D model quality, depending on the application or interest.

Although the proposed weighting strategies improve the TSDF-based recon-
struction algorithms (e.g. KinectFusion and KinFu) to obtain more accurate 3D
models, there are still two main challenges not addressed. First, the limited model
size disables the reconstruction of large-scale 3D models. Second, despite the en-
hanced pose accuracy, these types of algorithms cannot handle drift, which leads
to model deformation. In the next chapter, we introduce an algorithm to overcome
the previously mentioned challenges. The upcoming proposed algorithm enables
the drift-proof 3D reconstruction of large-scale environments.
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Large-scale 3D Reconstruction

4.1 Introduction
In Chapter 3, various distance-aware weighting strategies are provided to improve
the quality of 3D models reconstructed based on low-cost depth sensors. Besides
this, it is shown that the proposed strategies increase the accuracy of pose esti-
mation by improving the accuracy of a voxel-based model, generated from the
data obtained by depth sensors. These strategies can be utilized along with several
algorithms for 3D reconstruction introduced in recent years and based on low-cost
depth sensors [24], [25], [50], [58].

However, the aforementioned 3D reconstruction algorithms are not yet opti-
mal in performance. More specifically, for large-scale 3D reconstruction, several
challenges need to be addressed of which a few are elaborated in this chapter.
These challenges among others involve modeling, registration, scalability, coloriz-
ing, pose-estimation error (drift) etc. [50], [59]–[61]. From this list, there are two
main challenges to overcome, in order to achieve large-scale 3D reconstruction.

1. Accumulated drift. The drift, which is partly caused by noise of the sensor, is
accumulated during 3D reconstruction, thereby resulting in model deforma-
tion. One reason is the 3D-model rigidity, which makes it difficult (or even
impossible) to cancel the effect of drift and adjust the model.

2. Problems with continuous scanning. Due to limitations on sensors as well as
computing platforms, it is impossible to continuously sense the environment.
Furthermore, any large-scale 3D reconstruction algorithm based on low-cost
depth sensors should be able to recover from a situation where the sensor
pose is lost. This appears when a large pose-related gap occurs between
the current scene and the previously reconstructed model. Such a gap also
prevents continuous sensing and needs to be filled by re-aligning the current
model to the previously reconstructed one.

In this chapter, we propose a solution to address both of the above-mentioned
challenges. The solution contributes in two ways.

• Drift proof. Specific techniques can be designed to prevent the drift to be
integrated into the 3D model. Such techniques enable adjusting the 3D
model on-the-fly with existence of drift, or handling the drift by adding a
post-processing step that is applied to the 3D model for adjustment.
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• Discrete scanning. Instead of creating a continuous 3D model, we design a
chain of discrete 3D models, which are both connected and independent at
the same time.

This chapter is structured as follows. Section 4.2 describes the FlexiFusion
technique along with (1) its utilization to overcome the accumulated drift e.g.
by means of SLAM algorithms [62], (2) its architecture, and (3) how FlexiFusion
enables users performing a discrete scanning. Section 4.3 presents and discusses
experimental validation results. Finally, Section 4.4 concludes the chapter.

4.2 FlexiFusion Method
To address the drift problem and introduce a modular discrete scanning, we have
designed a specific method, called FlexiFusion. The objective of FlexiFusion is
to provide a method that addresses both challenges simultaneously, by introduc-
ing scalability and adjustability into the method. The scalability is achieved by
utilizing a chain of connected models, where each model is locally correct and
errors can be averaged over the connections, so that gaps can be smoothed. By
doing so, the overall model at larger scale becomes adjustable. First, the following
subsection (Section 4.2.1) explains the FlexiFusion main feature which enables to
avoid accumulated drift in the overall model. Then the FlexiFusion architecture
is described in Section 4.2.2. Finally, Section 4.2.3 discusses how the FlexiFusion
technique provides discrete scanning.

4.2.1 3D-Boxing to Overcome Drift
FlexiFusion provides a drift-proof scanning technique by first preventing drift to
be accumulated and integrated into 3D models, and second, enabling adjustment
of models e.g. with utilizing SLAM algorithms.

A. Flexible Chain of Rigid Models
FlexiFusion generates a non-rigid chain of rigid 3D sub-models, which are globally
flexible, while being locally rigid. The position and orientation of each 3D sub-
model can be individually corrected to harmonize the overall pose-estimation
error of the total 3D model. To achieve this objective, FlexiFusion stores the sensed
environment data as a 3D chain consisting of 3D boxes, defined as follows.

• 3D Chain: This is a linked list of rigid 3D sub-models, called 3D boxes. The
chain is flexible in terms of adjusting the sub-model poses in order to limit
the pose changes between adjacent sub-models.

• 3D Box: This is a standalone 3D sub-model with an arbitrary size (e.g. 2×
2× 2 m3), which has a user-defined amount of overlap (e.g. 0.40 m on the
average) with its neighboring 3D boxes.

Figure 4.1 visualizes the concept of making a 3D Chain composed of 3D Boxes.
Each 3D Box is a standalone rigid 3D model with its own arbitrary user-defined
size and orientation. Inside the 3D Chain, each 3D Box can be independently
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    3D Chain

3D Box

Figure 4.1 — Overall reconstructed 3D model consisting of a 3D Chain made of a linked list of
3D Boxes, that are relatively local independent 3D models.

adjusted in terms of pose to obtain a more accurate alignment. The goal of Flexi-
Fusion is to deliver the highest possible level of adjustability, which is achieved
via the proposed 3D-chain model.

This boxing method prevents the accumulation of drift errors for the global 3D
model, thereby preserves the global model from large deformations. Each 3D box
in a 3D chain can be independently transformed in order to adjust its global pose.

A further technical advantage of the boxing technique is that it enables parallel
scanning of larger environments to generate one common 3D model. For example,
a multi-agent system, consisting of several robots equipped with appropriate
sensors, can scan a large-scale environment more efficiently, when compared to
a sequential scanning scenario. All pose adjustments and sub-model alignments
can be performed as a post-processing step, when creating the overall 3D model.

B. Drift-Proof Scanning
Regarding the accumulated-drift challenge, the solution could be coming from
either of these two approaches. On one hand, an ideal noiseless depth sensor
can cause no drift if combined with an ideal precise registration algorithm. On
the other hand, a more realistic technique can be utilized to prevent the drift
to be integrated into the 3D model. Such a technique enables adjusting the 3D
model with existence of drift, on-the-fly or as a post-processing step. Based on
the latter approach, FlexiFusion provides drift-proof 3D reconstruction for large-
scale environments. The prominent feature of FlexiFusion is to locally limit the
drift to a tolerable amount and prevent the drift to be propagated globally, which
enables users to adjust the model afterwards. This feature of FlexiFusion prevents
the drift to be accumulated, while enables users to scan large-scale environments
unlimitedly in time and space.

With a lack of any pose-adjustment technique in the KinectFusion-like algo-
rithms, ICP as a pose estimator generates indefinite drift. The drift constantly
accumulates and deforms the 3D model, which is generated based on the esti-
mated poses [63]–[65]. To overcome this deficiency, FlexiFusion is designed to
limit the amount of drift and keep it under a user-defined tolerable threshold for
each individual 3D box. FlexiFusion achieves this by making the local poses inside
3D sub-models independent of each other.
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Time Time
Global poses Local poses inside each 3D Box

Figure 4.2 — Accumulated drift for global (left) and local (right) poses of a 3D chain. Vertical
lines show the 3D box initialization in time.

Each 3D box has its own reference pose and inside each 3D box, the poses are
locally computed based on the corresponding reference pose. Since FlexiFusion
resets the local pose for each 3D box, the accumulated drift does not propagate to
the next boxes, as shown in Figure 4.2.

Accordingly, each 3D box does not inherit any drift and local object deforma-
tion from a previous box. Re-establishing new 3D boxes preserves the 3D sub-
models and local poses from being affected by the accumulated drift. However,
the accumulated drift can still affect the global positioning of 3D boxes, which can
be corrected later by exploiting the provided adjustability of FlexiFusion. Con-
cluding, this sub-modeling allows to overcome the effect of the accumulated pose
drift by either utilizing SLAM loop-closure adjustment (if a loop exists), or by
aligning the sub-models together and/or to a reference model (e.g. laser-scanner
models), in order to correct the global poses for the 3D boxes.

4.2.2 FlexiFusion Architecture
As demonstrated in Figure 4.3, FlexiFusion is based on a multi-threaded CPU/GPU
inter-communication architecture. In the followings, the main contributors of Flex-
iFusion architecture are explained.

• RGB-D data provider. This component, executing in a separate thread, is capa-
ble of gathering data from multiple sensor sources. It produces and transfers
synchronized timestamped frames to an RGB-D buffer to be consumed by
the following 3D box threads in order to reconstruct 3D sub-models.

• RGB-D buffer. This buffer is responsible for providing synchronized RGB-D
frames for 3D box threads. It binds each depth image with a color image
based on their timestamps.

• 3D box creators. These components, each executing in a separate thread,
are involved in reconstruction of 3D boxes. For each 3D box, a thread is
initialized when a box is reconstructed and is discarded as soon as the box
is appended to the corresponding 3D chain. During its execution, each 3D
thread generates and communicates with a GPU kernel. At the end of its life,
each 3D thread moves the reconstructed 3D box from GPU to CPU memory.
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Figure 4.3 — FlexiFusion architecture illustrating the CPU/GPU threads and data structures
with the internal/external communications. The system receives raw 3D data as input and generates
3D chains as output.

• GPU kernel. Each GPU kernel is created by its corresponding 3D box creator
thread. First, it initializes a 3D voxel model in GPU memory. Then, in a
reconstruction loop, it receives RGB-D data from the 3D box creator thread
and integrates the data into the reconstructed 3D voxel model. Finally, it
finishes by extracting the final 3D box from the 3D voxel model.

• 3D chain creator. This component works at a higher level compared to the
other threads. It is responsible for (1) managing 3D box creators to obtain
3D boxes and (2) creation of a 3D chain, where each generated 3D box is
integrated into it. As a post processing, 3D chain refinement and fine reg-
istration of each box is performed by this component. Finally, a refined 3D
chain is generated as the result.

Each 3D creator along with its corresponding GPU kernels are designed, based
on the proposed distance-aware version [63]–[65] of the open-source KinFu [26]
algorithm discussed in the previous chapter. Data-wise, a 3D box contains a point-
cloud of currently viewed geometry, its global pose and all the corresponding
depth and color images with their local poses.

While a user/robot moves the sensor, the method permanently decides on
concluding the current 3D box and initializing a new one, based on the decision
configuration settings as illustrated in Figure 4.4. For instance, the decision can be
made based on the amount of rotation and/or translation of the sensor performed
since the moment of a 3D box initialization.

When a 3D box is finalized, it is transferred to the 3D chain thread, which is
responsible for 3D box integration. The main purpose of the 3D chain creator is
to generate a set of 3D chains, each as a linked-list of 3D boxes. Besides this, the
3D chain thread is responsible for managing the discrete scanning via a 3D-chain
refinement phase, as discussed in the following section.
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(a) (b) (c)

(d) (e) (f)

(g)

(h)

Figure 4.4 — Creation of anadjustable 3D chain via the FlexiFusion 3D reconstruction technique,
while preventing the drift to be fused into the 3D model by linking drift-proof local 3D sub-models.
Sub-figures (a)–(f) show the individual but connected 3D boxes (1.5× 1.25× 1.25 m3 with voxel
size of 125 mm3) integrated into a 3D chain as shown in Sub-figure (g). The thresholds for rotation
and translation to establish a new box are 20 degree and 30 cm, respectively. Sub-figure (h) shows
the 3D chain as a unified 3D model after applying fine-registration post-processing techniques.
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(a)

(b) (c) (d)

Figure 4.5 — Colorized 3D chain obtained via FlexiFusion. Sub-figures (a)–(d) show the 3D
model from various view points.

4.2.3 Discrete Scanning
Instead of creating a continuous 3D model, FlexiFusion creates a chain of discrete
3D models, which are both connected and independent at the same time. On one
hand, the overlap between the sub-models connects them in such a way that they
can be precisely aligned and even (partially) merged together in order to obtain a
larger unified model. On the other hand, the sub-models are totally independent
of each other in terms of pose and 3D data content. This enables recovery without
any penalty in case of lost pose situations.

FlexiFusion supports discrete scanning of the environment without applying
any limitations for continuous sensor movement trajectory. During the scanning
process, there could be a discontinuity of a 3D chain connection, resulting in
multiple 3D chains. For example, if a pose-estimation algorithm looses its reliable
pose continuity due to the lack of 3D geometry features, the 3D chain breaks at
that location. Consequently, no further 3D boxes can be added to it, because of
the unknown relative pose difference of any subsequent new box. Moreover, this
sort of model splitting can also occur because of multiple agents sensing the same
environment in parallel. In such cases, the 3D chain thread is responsible to refine
the 3D chain poses based on the available depth and color (RGB-D) data.
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In the refinement phase, the 3D chain thread attempts to refine poses of 3D
boxes in terms of reducing pose-error through three independent steps. First,
the relative poses of 3D boxes inside each 3D chain (intra-poses) are adjusted.
To do this, starting from the last 3D box, we register each boxi to the previous
boxi-1 till the first box. During the registration of boxi, we also transform all the
boxes afterward (boxi+) with the same transformation applied for boxi. Second, the
relative poses between 3D chains (inter-poses) are calculated based on visual/3D
features and by utilizing RGB-D registration pipelines. Third and finally, the 3D
chain thread improves the relative poses between the connected boxes inside
the chain via a fine registration process (e.g. ICP algorithm), resulting in a more
consistent accumulated 3D model, as shown in Figure 4.4-h. Figure 4.5 depicts
the colorized version of the model presented in Figure 4.4. If a loop closure is
available, applying SLAM algorithms can correct the 3D chain poses (Figure 4.6).

In terms of adjustability of accumulated 3D sub-models, the proposed dis-
crete 3D boxes/chains approach outperforms the slicing approach proposed in
Kintinuous [59], [66], based on the following arguments.

• First, the slicing approach requires purely continuous scanning. The con-
tinuous scanning assumes that a sufficient amount of 3D features for every
part of the scene is contained, which is not possible for all scenarios and can
lead to a lost-pose situation.

• Second, based on the recently proposed RGB-D SLAM [60] for Kintinuous, it
is possible to refine poses of slices during scanning, but not afterwards. Due
to real-time constraints, this limits the processing time, which influences the
result accordingly.

• Third, with the discrete 3D chain approach, pose retrieval from a lost-pose
scenario becomes feasible, when compared to the slicing approach. This
capability difference is caused by the lack of sufficient color and depth data
in one slice, when compared to the proposed 3D box.

At this point, it must be clear that FlexiFusion enables multi-agent parallel scan-
ning of the sensed environment, for instance with multiple actors/robots. Further-
more, the discrete-scanning capability and associated data processing within the
individual, yet connected 3D boxes allow FlexiFusion to handle lost-localization
situations in a more robust way, when compared to conventional algorithms.

4.3 Evaluation Results and Discussion
This section presents and discusses the experimental evaluation results of the
proposed technique based on the following experimental setup and conditions.

• Platform. The experimental results were obtained on a workstation with a
Xeon(R) W3550 CPU running at 3.07 GHz, 20 GB of RAM, and a GTX 980Ti
GPU board, containing 2,816 cores and 6 GB of RAM. FlexiFusion was im-
plemented by utilizing C++ and the Compute Unified Device Architecture
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Figure 4.6 — Illustration of a 3D chain as the results of FlexiFusion. Sub-figure (a) shows the
colorized 3D chain obtained via FlexiFusion with a scanning trajectory loop, (b) top view, where the
loop closure is indicated by the red arrow, (c) loop closure, where the first and last 3D Boxes meet.
The first and last boxes are aligned well via fine registration.

(CUDA) [67] for the CPU and GPU platforms, respectively. The OpenMP [68]
and Boost libraries were deployed to handle the multi-threaded implemen-
tation. Besides this, our implementation used several modules from the
OpenCV [69] and pointcloud libraries (PCL) [35].

• Dataset. We constructed a dataset collection by employing the Kinect 360
as a depth sensor and by using a commercial laser-scanner providing the
ground-truth pointclouds. Table 4.1 shows the details of the datasets.
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• Comparison tool. The CloudCompare [57] tool was used to measure the aver-
age error between the FlexiFusion pointclouds and the ground-truth point-
clouds. The average error was measured as the mean Euclidean distance
between the points of the registered FlexiFusion pointclouds with the corre-
sponding points in the ground truth.

• Comparison method. We have compared the 3D chains obtained from Flex-
iFusion without and with applying the G2O SLAM algorithm [45] on top
of (denoted further as F and F S , respectively) the ground truth. This
comparison evaluates the adjustability feature of FlexiFusion.

Table 4.1 — RGB-D dataset collection with loop closures captured with the Kinect 360, to generate
corresponding chains of 3D boxes. The length and volume columns indicate the trajectory paths and
the spaces covered by the sensor, respectively. The frames-count column at the right presents the
number of color-depth pairs for each dataset.

Dataset Points (#) Boxes (#) Length (m) Volume (m3) Frames (#)

1 20.2M 22 26 5.8 × 6.5 × 2.8 4,776
2 6.2M 15 18 5.7 × 7.3 × 2.1 1,077
3 11.7M 10 17 3.7 × 3.6 × 1.5 984
4 17.0M 17 19 6.8 × 6.3 × 2.0 1,971
5 9.4M 11 18 5.0 × 4.4 × 2.1 1,966

4.3.1 Evaluation Process
The proposed method is evaluated in the following two main steps.

1. FlexiFusion is evaluated as a standalone 3D reconstruction technique, where
the resulting 3D models are compared to the laser-scanner model as ground
truth, to extract the average point-to-point error.

2. FlexiFusion is evaluated with the G2O[45] SLAM loop-closure algorithm
and applied to the resulting 3D chain obtained by FlexiFusion.

To evaluate the 3D chains obtained from FlexiFusion in terms of model accu-
racy, the following steps are performed.

• First, each 3D chain is registered to the ground truth, based on its first 3D
box. To do this, the first 3D box of a 3D chain is coarsely registered to the
ground truth, followed by a refined registration based on the ICP algorithm.
Then, the rest of the 3D boxes in the chain are transformed, based on their
relative poses to the first 3D box.

• Second, the 3D boxes of the chain are compared to the laser-scanner ground-
truth model in terms of the average point-to-point error.

64



C
ha

pt
er

4

4.3. Evaluation Results and Discussion

Figure 4.7 — Error distribution (on the average) for the 3D models obtained via FlexiFusion with
and without SLAM for the exploited datasets.

4.3.2 Evaluation Results
The models resulting from the F and F S combinations are now evaluated.
Table 4.2 depicts the reconstruction accuracy results for FlexiFusion with and
without applying the G2O SLAM loop-closure adjustment algorithm, in terms of
mean error and standard deviation.

Figure 4.7 reveals that applying the G2O SLAM loop-closure algorithm im-
proves the results for all the datasets in terms of the mean error and standard
deviation. Although it is obvious that applying G2O SLAM reduces the pose er-
ror, the important principle conclusion is that FlexiFusion provides an efficient
adjustable structure, enabling that such corrections can be performed by utilizing
SLAM algorithms. Furthermore, FlexiFusion prevents the drift to be fused into the
model, leading to a smooth alignment. It should be noticed that a fraction of the
error is caused by the missing point-data in gaps and holes of the ground-truth
pointcloud, when compared to the dataset collection.

Table 4.2 — Measured errors of the FlexiFusion 3D models obtained with and without using
SLAM (FS and F, respectively), compared to the ground truth (the errors are measured in mm).

Dataset F error (mm) F S error (mm) Error reduction
Mean Std. Dev. Mean Std. Dev. F S to F

1 30.0 31.7 16.0 19.8 47%
2 60.3 75.8 33.4 54.0 45%
3 32.0 36.6 20.8 28.5 35%
4 41.4 42.8 15.0 20.7 64%
5 43.9 48.2 27.5 50.7 37%

Average 41.5 47.0 22.5 34.7 45%
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Figure 4.8 — Error distribution (on the average) for the 3D models obtained via FlexiFusion with
and without applying SLAM for the exploited datasets.

As depicted in Table 4.2, on the average, F results in 3D models with a 41.5-
mm point-to-point error. However, given its adjustability, FlexiFusion combined
with the G2O SLAM algorithm improves 3D reconstruction accuracy. The F S
combination reduces this error by 45% to 22.5 mm. Besides this, the maximum
achieved improvement on the dataset collection is 64% for the point-to-point error
of 15.0 mm. Figure 4.7 portrays the error results for each dataset, where the x-
axis enumerates datasets and the y-axis represents the mean error and standard
deviation for (a) and (b) parts, respectively.

Figure 4.8 visualizes the error distribution for the representative datasets,
where the y-axis represents the number of points with the amount of error in-
dicated by the x-axis. As can be seen, 42% and 40% of all points have an error
smaller than 10 mm. Besides this, 10% of all points have a perfect match with even
zero error (due to logarithmic representation of the x-axis, the error value starts
at unity). Compared to F , the F S combination yields a factor of two higher
accuracy.

4.4 Conclusion
In this chapter, FlexiFusion is proposed as a real-time 3D reconstruction tech-
nique for RGB-D data. FlexiFusion is one of the first 3D reconstruction techniques
based on RGB-D data with a prominent focus on adjustability. The design of the
algorithm is performed to realize the following three main benefits:

1. Large-scale reconstruction: FlexiFusion can handle large-scale scenes in con-
trast to the conventional algorithms;

2. Drift-proof scanning: the proposal prevents the accumulation of drift in the
pose and subsequent model deformations;

3. Adjustable 3D model: FlexiFusion offers concrete scanning and high adjusta-
bility of the resulting 3D models, in terms of poses.
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Figure 4.9 — Multi-modal registration: (a) Kinect-based 3D sub-models registered to a large-scale
3D model captured with a laser scanner (Faro, Germany), (b) and (c) snapshots of the laser-scanner
model containing holes and the same scene enriched with Kinect-based sub-models, respectively
(laser-scanner model is presented in color and Kinect sub-models are shown in white).
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The last benefit, adjustability, is the most important property of FlexiFusion,
because it provides the flexibility to correct the overall model later on, such that
it becomes accurate in the correct poses and the initial positions of the partial
contributions of the model.

These benefits are realized by the following concept, which is incorporated in
the method. First, we achieve scalability by implementing a chain of locally correct
models with error gaps in between. Second, these errors are averaged over the
connections, in order to smoothen those gaps, leading to an adjustable large-scale
overall model.

The experimental results show that the proposed method is capable of filling
occlusion holes in a laser-scanner 3D model. The flexible 3D sub-models generated
by FlexiFusion have a point-to-point average distance error of less than 42 mm
for a large-scale scene (> 25× 8× 4 m3), when compared to the ground truth.

The adjustability feature of the overall model created by FlexiFusion allows
applying a loop-closure algorithm, when a loop-closure in the model occurs. For
example, the G2O SLAM pose-graph optimization algorithm was deployed for this
purpose, where it was found that it reduced the above-mentioned error by 45% to
finally reach an average distance error of 22.5 mm. When applying FlexiFusion to
5 datasets with loops, the smallest obtained average errors for FlexiFusion without
and with G2O SLAM become 30 mm and 15 mm, respectively.

The FlexiFusion technique can be further enhanced in near future by applying
a combination of sensors with different modalities. One way is to use a multi-
agent scanning system based on e.g. robotics. This approach will enable parallel
scanning of large areas. Complementary to this, sensors with different modalities
can be utilized, like a standalone laser-scanner system to generate an accurate
3D model skeleton with point clouds, which is then enhanced with hand-held
scanners aiming at filling any gaps and holes caused by e.g. occlusion in the model
skeleton. The 3D data obtained from sensors with different modalities need to be
merged to form a unified 3D model.

This work can be integrated into a wider range of possibilities such as multi-
modal fusion, as is visually illustrated in Figure 4.9. To achieve this, a technique is
required to enable multi-modal registration of various 3D models. In the following
two chapters, two different techniques are introduced for this reason, where it is
shown how to exploit various features from both the 2D and 3D spatial domains
to achieve multi-modal registration.
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Segmentation of Depth Images

5.1 Introduction
In Chapter 4, FlexiFusion is proposed as a technique for drift-proof large-scale 3D
reconstruction, since it provides solutions for two main challenges of accumulated
drift and discrete scanning. The resulting 3D model is composed of several inde-
pendent, connected 3D Boxes forming a 3D Chain. Any large-scale environment
can be scanned by the FlexiFusion technique, either with multiple homogeneous
scanners or various heterogeneous scanners.

Despite the different nature of scanners, the outcome shares the same chal-
lenge of 3D-model registration, which is required to be addressed for merging 3D
models. 3D Registration is challenging for several reasons, including insufficient
overlap between 3D models, deficiency of 3D feature extractors, occlusions in the
scene, different modalities of sensors resulting in different levels of model accu-
racy, model deformation, and accumulated drift integrated into the 3D models.
All of these aspects result in a certain form of model distortion.

Although 3D registration is a major challenge, it is an essential key step to
perform 3D reconstruction. Without registration, it is impossible to have a unified
3D model consisting of several sub-models, each covering a part of the scanned
scene. 3D Registration can be performed based on several aspects of 3D models,
including semantic information, such as planar surfaces.

In the natural world, planes occur everywhere and at multiple scales, espe-
cially in man-made constructions. We assume that these planes are distributed
throughout the whole 3D model, which enables us to use this distribution for
registration purposes. If we can identify these planes, we can explore to use them
for alignment of 3D models.

In this chapter, a planar segmentation algorithm is proposed, which extracts
planes based on 3D edges and can be applied to depth images. The proposed algo-
rithm performs in real time due to deployment on GPU platforms. This algorithm
performs on depth data obtained by a sensor that provides 3D data, either as depth
images (e.g. Kinect etc.) or data convertible to depth images. The provided depth
data can then be used to supply it to the proposed algorithm to obtain planar
segments.

As illustrated in Figure 5.1, there are two different approaches to address
planar segmentation of depth images.
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Figure 5.1 — Two alternative approaches to deal with depth images in order to perform planar
segmentation: (a) as pointcloud, (b) as 2D images containing 3D information.

1. Via 3D domain. A straightforward way to extract planes out of a depth im-
age is to convert the image to a pointcloud and then apply an appropriate
algorithm.

2. Via 2D domain. As an alternative to the first approach, depth images can be
considered as 2D frames containing 3D information.

The proposed algorithm of this chapter is based on the second approach due
to two main reasons. First, utilizing 3D algorithms performing on pointclouds
are computationally expensive by nature, while 2D algorithms performing on
depth images are less expensive. Second, the 3D algorithms are very sensitive
to model accuracy, which influences the registration outcome, while processing
multi-modal data. However, depth images with a consistent level of accuracy can
be obtained from various sensors with different modalities. Summarizing, the
objective is to design a planar segmentation algorithm for depth images that are
considered as 2D frames.

This chapter is structured as follows. Section 5.2 surveys on the related work.
Section 5.3 describes the proposed planar segmentation algorithm in detail. Eval-
uation results are presented and discussed in Section 5.4 and Section 5.5, respec-
tively. Finally, Section 5.6 concludes this chapter.

5.2 Related Work
This section shows the importance of planes in our surrounding environment,
especially indoors. Besides this, several categories of planar segmentation algo-
rithms are being surveyed.
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5.2.1 Importance of Planes in Surroundings
Reconstructing 3D indoor environments remains challenging due to cluttered
spaces and extensive variability. Besides this, understanding the geometry of
surrounding structures is becoming increasingly important for indoor applica-
tions. Since on the average, up to 95% of indoor structures consist of planar sur-
faces [70], fast and accurate detection of such geometry features is essential for
quality and functionality aspects of 3D applications, e.g. interaction, decreasing
model size (decimation), enhancing localization, mapping and semantic 3D recon-
struction.

Two major categories of planar segmentation algorithms have been proposed
for pointcloud datasets, which are briefly discussed in the following paragraphs.

5.2.2 Syntax-based Segmentation
Considering depth images as pointclouds and performing planar segmentation
requires heavy computation, because available planar segmentation algorithms
are mostly based on surface normals and/or curvatures. More specifically, such
algorithms utilize region growing [71], [72], 3D Hough Transform [73], RANdom
SAmple Consensus (RANSAC), and a combination of Hough and RANSAC for
multiple resolutions [74] on the complete set of data [75], or on pre-selected points
using 3D feature descriptors [76].

RANSAC is utilized to detect planes with a reliable set of inliers [77], [78]. It is
applied iteratively to a depth image in order to detect multiple planes [79], or ap-
plied region-wise to connect regions [80]. However, points belonging to the same
segment do not always connect, due to occlusion, sensor’s field of view, or other
objects located on the surface. Therefore, extensive post-processing is necessary
to integrate under-segmented regions. In the 3D Hough transform method, each
plane is typically described in the object space along with a corresponding point
in the parameter space. Hough results are combined with a voting mechanism of
line detections across the sequence of incoming frames, to increase the detection
robustness [81]. However, similar to RANSAC, post-processing steps are required
for Hough-based methods to merge neighboring segments of which the Hough
parameters do not considerably deviate.

Other popular segmentation techniques are based on surface normals and/or
curvature extraction [82], linear fitting and Markov chain [83]. These algorithms
are also computationally expensive and challenging for real-time performance.
In such algorithms, a real-time segmentation of planes is normally achieved by
sacrificing the image quality [84]. Another segmentation technique is the region
growing method, which is an efficient technique to extract planes from depth
images. However, besides the already mentioned evaluation of surface normals
and curvature estimates [82], the chosen segmentation primitives and growth
criterion play a critical role in the algorithm complexity.

5.2.3 Semantics-based Segmentation
Introducing high-level features (line or curve blocks) as segmentation primitives
instead of individual pixels, reduces the amount of processed data [85], but still
does not deliver real-time performance. Briefly, these techniques typically intro-
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duce computationally expensive algorithms or they degrade in robustness. Al-
though vanishing points and their roles in plane detection of 2D/3D color images
have been indicated in the literature [86], [87], it is almost impossible to utilize
them for depth images for the following reasons.

First of all, to detect those vanishing points, it is required to cover a relatively
large area in an image. This is not the case for depth images used in this chapter
(e.g. urban scenes vs. the Kinect indoor depth-images). Second, we need to detect
lines to find vanishing points in a depth image. It is very challenging due to noisy
data involved in depth images, especially on edges, that play a definitive role in
line detection. Finally, occlusions occurring in indoor scenes decrease the chance
of having continuous lines in a scene. Therefore, the probability of finding parallel
lines in indoor images is very low.

Line-based Segmentation
Lines are an important semantic feature of any environment and can be utilized
for planar segmentation algorithms. To this end, edge contours should be detected
in order to extract surfaces, bounded between the 3D edges [88], [89]. Several
algorithms for edge detection in intensity images have been developed and exten-
sively discussed in the literature [90]–[94]. However, edge-detection algorithms
which are designed for intensity images, have a poor performance when applied
to depth images for several reasons.

First, an edge in intensity images is defined as a significant change in gray-level
value modeled as a jump edge, whereas in depth images, corner and curved edges
should also be extracted [95]. Second, in depth images, the spatial distribution of
range data can be irregular, which requires adaptivity of the operator with respect
to shape and size of the objects [96] in the scene. Third and finally, traditional
edge-detection operators for intensity images such as Prewitt, Sobel and Canny
are designed for normal visual images with normal contrast and therefore, such
operators perform poorly in highly noisy and blurred edges of depth images [97].

An edge-detection algorithm specific for depth images has been developed
in an early study by detecting residues of morphological operations [98]. In later
work, straight lines in 3D space have been detected as depth edges, by using a
(2+2)–D Hough space [99]. Wani and Batchelor [100] have studied spatial curves
to design edge masks for edge detection. This methodology has been further
investigated based on the scan-line approximation technique [101]. Another line-
segmentation technique [101] has been proposed for range images, which provides
edge-strength measurements to categorize edge types.

Considering the related work, the most interesting is that syntax-based al-
gorithms are highly dependent on normal-vector computation, which is very
expensive. Therefore, to achieve real-time performance in such algorithms, the
image quality should be sacrificed, in terms of resolution. Besides this, several
heavy post-processing steps are required for combining segmented planes into
a unified plane. On the other end, semantics-based algorithms do not deliver
real-time performance, even though they reduce the amount of processed data by
introducing high-level features.
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1- Edge
detection

2- Plane
detection

3- Plane
validation

Figure 5.2 — Principal steps: from depth image to 3D edges, and to planes.

While there are several line-based plane-segmentation algorithms available for
intensity images, literature misses such algorithms defined for depth images. One
reason can be the definition of depth images which allows to directly convert them
to pointclouds and apply 3D algorithms on them. In this chapter, a line-based
plane-segmentation algorithm is introduced for processing depth images as 2D
data in real time, without converting them to 3D pointclouds.

5.3 Real-Time Planar Segmentation
This section describes the proposed algorithm in detail, which is a semantics-based
planar segmentation algorithm, utilizing lines to detect planes in a depth image.
The proposed planar segmentation algorithm for depth images is based on two
intrinsic properties of planes in a 3D environment.

• Property 1 – Each planar surface inside a depth frame is bounded between
its surrounding 3D edges.

• Property 2 – Based on a geometrical proposition, each pair of lines crossing
each other in a joint 3D point, establish a 3D plane.

As indicated by Property 1, we search the areas in between 3D edges in order
to find a planar surface in a depth image. According to Property 2, extracting the
crossing line-segments in a depth image leads to identification of planar surfaces.

5.3.1 Principal Algorithm Steps
The proposed algorithm segments planar surfaces, based on the above-mentioned
properties, in three principal steps:

1. All 3D edges in a depth image are extracted;

2. The algorithm searches for the line-segments lying between each pair of
opposite edges of the supposed 3D planar region;

3. The identified line-segments are merged to planar areas.

Figure 5.2 shows the above-mentioned principal steps. The merged line-segments
are divided into various groups, according to their connectivity. Each group of
crossing line-segments is a planar-surface candidate. Furthermore, an extra val-
idation step is performed to verify each candidate to be a planar surface. The
following sub-sections focus on the methods exploited in each principal step.
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Figure 5.3 — Illustration of the definitions: (a) sample depth image with four randomly chosen
1-pixel-wide strings in various directions, (b) magnified region of a sample string, and (c) distance
of a point to the line connecting two ends of its neighborhood in 3D.

5.3.2 Principal Step 1: Edge Detection
In order to detect 3D edges in a depth image, the algorithm scans the image in one-
pixel strings in four directions (vertically, horizontally, left- and right-diagonally)
as illustrated in Figure 5.3-(a). Note that the string may be a part of a curved
surface in 3D, while in 2D it still looks like a line.

Edge detection is performed based on changes of depth values on a string. At
each scan, the following four different types of edges are detected.

• Jump edges: The jump edges result from occlusions or holes in depth images.

• Corner edges: The corner edges emerge where two planes meet each other,
e.g. two walls meeting in a corner.

• Curved edges: The curved edges are resulting from the intersection of actual
planar and non-planar surfaces.

• Extremum edges: The extremum edges include the local minima or local
maxima in a depth image.

Figure 5.4 depicts the mentioned types of 3D edges in the imaginary depth images.
Although these various types of edges may overlap, we need to extract them all,
to cover all possible 3D edges in a depth image.

A. Preliminary Definitions
This section describes several preliminary definitions required for edge-detection
criteria.

• Definition 1 – Point Pi (x, y, depth) represents the ith 3D point with coordinates
(x, y, depth) on a 1-pixel-wide string of a horizontal, vertical, or 45-degree diagonal
scan direction in a given depth image, as illustrated in Figure 5.3-b. In the remainder
of this chapter, we use the abbreviated notation of such a pixel-based line Pi instead
of Pi (x, y, depth).
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Figure 5.4 — Various types of 3D edges in a depth image: (a) jump edges, where there is a
gap between two surfaces and/or in case of existence of a hole; (b) corner edges, where two planar
surfaces meet each other; (c) curved edges emerge in situations when planar surfaces join non-
planar ones, and finally (d) extremum edges occur due to local maxima or local minima. In all
the images, vertical lines indicate the distance between surfaces and the plane associated with the
depth-sensor camera model.

• Definition 2 – Parameter Tf determines a user-defined value, indicating a thresh-
old for the feature f , which can be any of the features used in the definitions (e.g.
Tslope is used as a threshold reference for comparison of line slopes).

• Definition 3 – Parameter Φn (i, s) defines a set of n neighbors on a (subset of)
string located at side s ∈ {before, after} of point Pi as specified in Definition 1.
The set size n is a user-defined value. For simplicity, we occasionally use Φ to
briefly represent Φn (i, s), and similarly, Φbefore and Φafter instead of Φn (i, before)
and Φn (i, after), respectively.

• Definition 4 – Parameter S (a, b) is the slope of the line passing through two
arbitrary 3D points a and b in the 3D space.

• Definition 5 – Parameter S (Φ) is the average slope of the lines passing through
each pair of neighboring points in Φ.

• Definition 6 – Parameter Γ (Pj ,Φn (i, s)), as shown in Figure 5.3-c, represents
the signed distance of a 3D point Pj , with i − n ≤ j ≤ i + n, to the line passing
through Pi−n and Pi+n in the 3D space. The unit for this parameter is identical
with the unit utilized for depth images.
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B. Edge-Type Definitions
The following definitions formulate a detection criterion for each edge type.

B. 1 Jump edge
The 3D points Pi and Pj are located at opposite sides of a jump edge if they satisfy
the following condition

|Pi.depth− Pj .depth| > Tjump . (5.1)

The term Pi.depth denotes only the depth value component of 3D point Pi, which
represents the distance to the sensor plane. This equation describes two points
located on a jump edge if the difference between their depth values is more than
a user-defined threshold, as illustrated in Figure 5.4-a. The threshold can have
a fixed setting or be a function that returns a corresponding threshold value
according to the depth value of that point (distance-aware threshold [12], [13]).

B. 2 Corner edge
The following definition explains the corner edge, as shown in Figure 5.4-b.

• Definition 7 – Binary flag Fequal-slope(Φ) is a function that becomes true, when all
the lines passing through each pair of neighboring points in the neighborhood Φ
have the same slope, and false otherwise.

Equation (5.2) formulates this definition according to a user-defined value of
Tslope. Similar to the jump edge, the threshold here can be either a fixed number or
a distance-aware function, alternatively. This binary flag function is specified by

Fequal-slope(Φ) =

 1 ∀ (Pi, Pi±1) and (Pj , Pj±1) | Pi, Pi±1, Pj , Pj±1 ∈ Φ,
|S(Pi, Pi±1)− S(Pj , Pj±1)| < Tslope ;

0 otherwise.
(5.2)

The term (Pi, Pi±1) in Equation (5.2) indicates a pair of neighboring points on a
1-pixel-wide string in either left or right side.

A point Pi is located on a corner edge if the following conditions (5.3) and (5.4)
are met:{

Fequal-slope (Φ (i, before)) AND Fequal-slope (Φ (i, after))
}

= 1 , (5.3)∣∣S (Φ (i, before))− S (Φ (i, after))
∣∣ > Tslope . (5.4)

Equation (5.3) checks if both segments, before and after the point Pi are line-
segments, and Equation (5.4) ensures that each of the line segments has its own
slope, which is different from the other (they are not located on the same line).

B. 3 Curved edge
The following definition specifies the curved edge, as depicted in Figure 5.4-c.

• Definition 8 – Binary flag Fstraight(Φ) is a function that becomes true when all
the points of the neighborhood Φ are located on a straight line, and false otherwise.
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This definition is formulated as Equation (5.5), based on a user-defined value of
Tstraight. Similar to previous edges, the threshold here can either be a constant or
a distance-aware setting. The “1”-value for the Fstraight(Φ) means that points of Φ
are located on a line (and may lie on a planar surface, accordingly). The difference
between corner and curved edges is that the definition of the former is more
sensitive on boundaries between two planar surfaces, whereas the definition of
the latter can handle a case where a plane meets a non-planar surface. The binary
flag function is specified by

Fstraight(Φ) =

{
1 ∀ Pj ∈ Φ : |Γ(Pj ,Φ)| ≤ Tstraight ;
0 otherwise. (5.5)

Point Pi is located on a curved edge if the condition in Equation (5.6) is met:{
Fstraight (Φbefore) XOR Fstraight (Φafter)

}
= TRUE . (5.6)

The XOR operation ensures that one and only one side is a planar surface.

B. 4 Extremum edge
As shown in Figure 5.4-d, each point Pi, which is a local minimum or maximum
in terms of its depth value is located on an extremum edge.

In order to formally specify this definition, we utilize two flags, as defined in
Equations (5.7) and (5.8), indicating if a point is a local minimum or maximum in
its neighborhood, respectively. Equations (5.7) and (5.8) are specified by

Fmin(Pi,Φ) =

{
1 ∀ Pj ∈ Φ : Pi.depth ≤ Pj .depth× Eextremum ,
0 otherwise;

(5.7)

Fmax(Pi,Φ) =

{
1 ∀ Pj ∈ Φ : Pi.depth ≥ Pj .depth× Eextremum ,
0 otherwise. (5.8)

In the previous equations, the multiplicative parameter Eextremum is a scalar or
a function with scalar output to handle noise occurring in depth images, which
can be either a constant or a distance-aware function. Point Pi is located on an
extremum edge if the following condition is satisfied

{Fmin(Pi,Φ) OR Fmax(Pi,Φ)} = TRUE . (5.9)

Evidently, only one of the flags can be true at the same time.

5.3.3 Line-Based Plane Detection
Extracting 3D edges from a depth image enables performing the second step of
finding the planes that are located in the area between the edges (see Figure 5.5,
showing only diagonal lines to detect planes). The proposed algorithm performs
the following steps to establish the planar segmentation.

77



C
hapter5

5 . P L A N A R S E G M E N TAT I O N

Figure 5.5 — Planar segmentation of an example depth image from 3D edges to planar surfaces:
(a) 3D edges detected on a given depth image; (b) detected left-diagonal line-segments between the
3D edges; (c) detected right-diagonal line-segments added (the vertical and horizontal lines are not
depicted for the sake of clarity); (d) segmentation process which begins by individual labeling each
line-segment; (e) to (g) merging process of intersecting line-segments sharing the same label; (h)
final outcome of the planar segmentation process (note that involving the vertical and horizontal
strings can improve the result. Besides this, the proposed enhancement methods improving the final
outcome have not been applied here).
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1. The algorithm starts with extracting all the (1-pixel-width) string segments
bounded in between the edges. This step commences with scanning all the
strings in all four directions (horizontal, vertical, left- and right-diagonal).

2. Then, the algorithm keeps only string segments that are indicated as line
segments. This is determined if a line can be successfully fit to the points of
the underlying string segment. The results of this processing step are line
segments per each direction (Figure 5.5-b and -c).

3. After finding all the line segments (Figure 5.5-d), the algorithm attempts to
merge the points on each pair of intersecting lines into a plane candidate,
according to Property 2. It continues merging points on intersecting lines
until all the points on each pair of crossing lines are covered.

Figure 5.5 illustrates the merging process, of which Sub-figures (e)–(h) are the
most informative. This step segments a depth image into its plane candidates.
However, the resulting candidates need validation, which is discussed in the
following section.

5.3.4 Plane Validation
The outline of the total algorithm is that the detected line segments from the first
step have been combined into planes in the second step, resulting in a need for
validation of the developed model as a third step. The purpose of this last step is
to improve the segmentation outcome by imposing several validation checks, as
discussed below.

1. First of all, the algorithm evaluates each plane candidate in terms of its shape
curvature in 3D space (for instance as a pointcloud).

2. Second, due to occlusions, a planar surface can be defined as the combination
of various disconnected planar segments, when they are fit to that planar
surface. Therefore, a merging process is needed to combine these apart
segments into one actual plane.

3. Finally, the proposed algorithm evaluates the resulting plane segments in
terms of their size. Based on user-defined criteria, the algorithm discards
any planar segment, that has a relatively small number of points.

In the following, these validation checks are worked out more formally and in
order to do so, a number of definitions are required, which are now presented.

A. Plane-Validation Definitions

The three mentioned stages of validation are performed based on the following
definitions.

• Definition 9 – A plane Ψ is defined by its three largest Eigenvalues in 3D space
by computing a Principal Component Analysis (PCA) transformation, which yields
ordered Eigenvalues as λ0, λ1, and λ2, where λ0 > λ1 > λ2.
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• Definition 10 – Parameter Rk is defined as a ratio value of Eigenvalues with
index k ∈ {0, 1}. This parameter represents the curvature ratio for a plane and it
equals to the ratios of the Eigenvalues of the plane, meaning that R0 = λ2/λ0 and
R1 = λ2/λ1.

The values R0 and R1 for a plane represent the ratios of the plane height to
both its length and width, respectively. A planar surface typically has a quite
small ratio values as previously defined [102]. In other words, the smaller
the values of R0 and R1 are for a plane, the less curvature the surface has
and the flatter the surface is.

• Definition 11 – Threshold parameters Tk, where k ∈ {0, 1} are preset to the
chosen threshold values, and are imposed to validate a surface as a plane by checking
that R0 ≤ T0 and R1 ≤ T1.

• Definition 12 – Vector −→n (Ψ) is the normal vector of plane Ψ, which represents
−→ν2 being the smallest Eigenvector of the plane.

Definition 13 – Vector −→γ (Ψa,Ψb) is the vector connecting the center of mass of
plane Ψa to its corresponding center of mass of plane Ψb.

The above definitions are now exploited to define the algorithm for validation.

B. Validation Algorithm
The following paragraphs define the validation checks that the proposed algo-
rithm performs to enhance the segmentation outcome.

B. 1 Curvature validation.
Each plane candidate is converted to the corresponding pointcloud in order to
evaluate its curvature metrics (Rk). The Eigenvalues for each plane candidate are
calculated employing the PCA transformation. A plane candidate is considered a
valid plane if both its curvature valuesR0 andR1 are smaller than the user-defined
thresholds T0 and T1, respectively. This test is formally specified by

(R0 ≤ T0) AND (R1 ≤ T1) = TRUE , (5.10)

which indicates the validation of a plane candidate.

B. 2 Merging separate segments.
Due to holes and occlusions in a depth image, different segments of an actual
plane may be detected as separate disconnected planes. In order to merge these
separate segments, we evaluate the following conditions for all combinations of
plane-segment pairs, Ψa and Ψb, given by

−→n (Ψa) · −→γ (Ψa,Ψb) ≈ 0 AND −→n (Ψb) · −→γ (Ψa,Ψb) ≈ 0 . (5.11)
−→n (Ψa)×−→n (Ψb) ≈ 0 ; (5.12)

If the above conditions are met, the two separated segments are merged into a
single plane. The condition described by Equation (5.12) is satisfied when both
normals of both separated planes Ψa and Ψb are perpendicular to their connecting
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line direction. Then as a final check, it is tested that both normals have a parallel
orientation, as evaluated by Equation (5.11).

B. 3 Plane-size validation.
A valid plane is required to contain a certain minimum number of points and
thus plane size, according to user requirements and practical conditions of nat-
ural objects in a scene. This validation improves the segmentation quality, by
removing the small segments that cannot be merged into any other larger planes.
The straightforward implementation of this condition ensures each valid plane Ψ
satisfying the following condition for minimum size with threshold Tsize, giving

Ψ.size ≥ Tsize , (5.13)

where parameter Ψ.size indicates the number of points located on plane Ψ.

C. Enhancement: Post-processing Closing Filter
In addition to all these validation tests, a final filtering step is performed to im-
prove and harmonize segmentation results. After extracting all the 3D edges of a
depth image, we apply a morphological closing filter (a dilation followed by an
erosion) in order to obtain more smooth and connected edges.

5.4 Evaluation results
The proposed algorithm has been applied to a collection of datasets and this
section reports the evaluation results in detail. The dataset collection and the
corresponding results are publicly available [103]. Figure 5.6 depicts several snap-
shots of the datasets and the corresponding results for both the 3D edge detection
and planar segmentation algorithms.

5.4.1 Datasets
In order to evaluate the proposed algorithm, we have prepared a rich collection of
datasets to cover all various sorts of edges (jump, corner, curved, and extremum
edges) in several indoor-scene situations. The depth images of all the datasets have
been captured with Kinect, used as a depth sensor (XBox 360 Kinect, Version 1.0,
VGA resolution 480×640 pixels, 160 images in the set organized in 6-tuples1).

Figure 5.6-a shows depth and color images of the four samples chosen from
the dataset collection. The color images at the left side are depicted along with the
depth images at the left column, since they give a better scene orientation.

5.4.2 Qualitative assessment
As visualized in Figure 5.6, the proposed 3D edge detection algorithm is capable
of extracting the 3D edges in the presented scenes and segmenting the planar
surfaces accordingly. In the first two columns, four different scenes are depicted.
The corresponding edges are shown in the third column. And finally, the right

1Much more images are available, but a selection was uploaded.
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Figure 5.6 — Four examples taken from datasets containing various types of 3D edges and the
corresponding outcomes: (a) depth and color images of each scene, (b) extracted 3D edges, and (c)
planar surfaces (note that the merging and size-validation phases have not been incorporated in the
visual results).

column contains the resulting planar surfaces for each scene. There are various
planes detected, regardless of both their size and their relative pose to the sensor.

Similarity metrics
As shown by Table 5.1 and using the mean Structural SIMilarity (mSSIM) metric,
the outcomes of 3D edge detection and planar segmentation algorithms are for
97.3% and 97.8% similar to the ground truth, respectively. Besides this, 99.6% of
the ground-truth pixels are found in the results of the 3D edge detection algorithm
and 98.7% for the planar segmentation algorithm, according to the Data-to-Model
Coverage (D2MC) metric.

5.4.3 Edge detection results
This section presents the detailed results for the various modules of the edge
detection algorithm applied to depth images.

Evaluation Process
To detect all mentioned types of edges, we perform the edge detection modules
independently for each edge type. These modules provide the corresponding edge
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Table 5.1 — Performance comparison of the 3D edge detection (3D Edges) and planar segmentation
algorithms (Planes). Average similarity is based on the SSIM (Structural SIMilarity) and Data-to-
Model Coverage (D2MC) metrics. The D2MC metric determines the amount of pixels in the model
image that are covered by the data image.

Similarity metric 3D Edges (%) Planes (%)

mSSIM 97.3 97.8
D2MC 99.6 98.7

masks per edge type. The final mask is generated by combining all the edge masks.
Figure 5.7 shows three different scenes with various types of edges, for which the
resulting edge masks and the corresponding final masks are depicted. For the
sake of better visual perception, the color image of each scene is also provided.

Optimum Configurations
The obtained results that are giving optimal settings in terms of both quality and
efficiency are are depicted in Table 5.4.

Table 5.2 — Execution times of the single-threaded, multi-threaded, and GPU-based implemen-
tations of various types of 3D edge detection applying on 20 datasets of depth images. Based on
the proposed optimum settings (Tjump = 40, Tslope = 0.08, ncorner = 16, Tstraight = 4, ncurved = 4,
Enduranceextremum = 0.98, and nextremum = 2).

Implementation
Jump Extremum Corner Curved Comb’d.

edge (ms) edge (ms) edge (ms) edge (ms) (ms)

CPU single-thrd. 3.27 6.31 856 250 998
CPU multi-thrd. 1.24 2.41 248 95.5 323
GPU wrapper 1.07 1.11 8.22 2.74 10.41
GPU kernel 0.08 0.15 7.25 1.89 9.40

Table 5.3 — Speedup factors gained by multi-threaded and GPU-based implementations of various
types of 3D edge detection applying on 20 datasets of depth images, compared to the corresponding
single-threaded implementation. Based on the proposed optimum settings (refer to Table 5.2).

Implementation
Jump Extremum Corner Curved Combinededge edge edge edge

CPU multi-threaded 2.64 2.62 3.45 2.63 3.09
GPU wrapper 3.06 5.68 104 91.3 95.9
GPU kernel 42.1 40.8 118 132 106
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Figure 5.7 — Three sample scenes and the corresponding edge masks. Rows 1 to 4 show the
independent edge masks per edge type for each scene. The combined edges are depicted in Row 5.
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5.4.4 Real-time implementation
The proposed combined algorithm, based on the combination of 3D edge detection
and planar segmentation algorithms, has been designed to maximally benefit from
parallel computing. Each component of the combined algorithm has a minimum
dependency on other components (inter-component independence). Besides this,
the same approach is followed inside each component (intra-component indepen-
dence). This intrinsic independence of the algorithm components has enabled an
implementation that is suited for combined CPU-GPU architectures.

The OpenMP (OMP) library is utilized to implement a multi-threaded version
running on multi-core CPUs. Besides this, we have used the Compute Unified
Device Architecture (CUDA) framework for the many-core implementation of the
proposed algorithm to be executed on GPU platforms. All CPU-related results
reported in this section, are obtained utilizing a PC with a Xeon(R) W3550 quad-
core CPU running at 3.07 GHz and 20 GB of RAM for both single- and multi-
threaded versions. A CUDA-enabled ‘GeForce GTX 480’ VGA card with 480 cores
and 1.5 GB of RAM is used for the GPU-related experiments.

To provide more precise timing-information for GPU implementation, results
for both the kernel and wrapper (kernel as well as memory transfers) are reported.
Tables 5.2 and 5.3 summarize the average execution time and the gained speedup
for various implementations of the proposed algorithm, respectively. The results
are obtained according to the previously mentioned settings. Besides this, Fig-
ure 5.8 and Tables 5.5 and 5.6 provide comparisons of the results obtained by the
3D edge detection algorithm (final mask) for different values of the number of
neighbors, indicated by index n in Φn.

5.4.5 Planar segmentation results
This section presents the evaluation of the planar segmentation algorithm applied
to the dataset collection. Figure 5.6-c depicts corresponding segmented planes
for the sample scenes. A summary of the combined algorithm including edge
detection and plane detection is shown in Table 5.7.

Table 5.4 — Optimum configuration settings for the 3D edge detection algorithm.

Edge type Threshold Parameter(s)

Jump egdes Tjump = 40 –
Corner edges Tslope = 0.08 Neighbors n = 16
Curved edges Tstraight = 4 Neighbors n = 4
Extremum edges Eextremum = 0.98 Neighbors n = 2
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Figure 5.8 — Effect of the parameter n (number of neighbors) on the resulting 3D edges in the
final mask.

Table 5.5 — Similarity metrics and the average execution times of the single-threaded, multi-
threaded, and GPU-based implementations of the 3D edge detection algorithm (final mask) for
different number of neighbors.

Number of Similarity (%) CPU single- CPU multi- GPU
neighbors D2MC/mSSIM threaded (ms) threaded (ms) kernel (ms)

32 71.6/68.8 2727 840 26.2
28 73.9/72.2 2424 835 25.0
24 87.7/83.6 2149 704 21.7
20 95.2/91.3 1831 592 18.8
16 99.6/97.3 1537 482 15.2
12 94.1/94.2 1208 410 11.6
10 88.2/84.5 969 344 9.7
08 76.4/70.6 802 295 7.9
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Table 5.6 — Similarity metrics and the speedup factors obtained by the multi-threaded, and
GPU-based implementations of the 3D edge detection algorithm (final mask) for different number of
neighbors, with the single-threaded implementation as a reference.

Number of Similarity(%) CPU GPU GPU
neighbors D2MC/mSSIM multi-threaded wrapper kernel

32 71.6/68.8 3.25 99 104
28 73.9/72.2 2.90 90 97
24 87.7/83.6 3.05 93 99
20 95.2/91.3 3.09 91 98
16 99.6/97.3 3.19 93 101
12 94.1/94.2 2.95 95 105
10 88.2/84.5 2.82 89 100
08 76.4/70.6 2.72 89 102

Average - 3 92 101

5.5 Discussion
This section discusses the results reported in the previous section in detail. First,
a detailed quantitative evaluation of the proposed algorithms is given. Then, the
planar segmentation is discussed as a two-step function, consisting of the edge
detection and plane-extraction steps.

Findings
The following items are the most important findings, based on the evaluation
results, portrayed in Figure 5.7.

• Contribution of edge types. Among all four edge types, the corner edge gener-
ates the most dominant part of the final edge mask. Besides this, the jump
edge also plays a prominent role in the generation of the final edge mask.
Finally, the curved edges have the smallest share in the final edge mask,

Table 5.7 — Average execution time (ET ) and speedup factors of planar segmentation pipeline
(edge detection and plane detection) for the single-threaded, multi-threaded, and GPU-based im-
plementations. The speedup factor is calculated by comparing to the corresponding single-threaded
implementation.

Implementation
Edge detection Plane detection Combined alg.

(ET ms)/Speedup (ET ms)/Speedup (ET ms)/Speedup

CPU single-threaded 998 103 1102
CPU multi-threaded 323/3 68.7/1.5 392/2.8
GPU wrapper 10.4/96 8.8/12 19.3/60
GPU kernel 9.4/106 7.8/13 17.2/64
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Figure 5.9 — Speedup factors gained via multi-threaded and GPU-based implementations for edge-
detector and plane-extractor algorithms: (a) multi-threaded versus GPU-based implementations,
(b) and (c) comparing 3D edge detection to plane extraction for multi-threaded and GPU-based
implementations, respectively.

which is expected for indoor scenes, where most of the objects are planar sur-
faces [70].

• Edge overlap. As illustrated, there is a considerable amount of overlap be-
tween various kinds of 3D edges. For all presented cases, the extremum edge
has a large overlap with the jump edge. This observation can be explained
by the zero values for any hole or gap in depth images, which turns the
points adjacent to holes into local maxima.

• Sensor noise reduction. In all cases, we have filtered the depth values by a
threshold of 2.5 meters to reduce the effect of the Kinect sensor noise prior
to supplying it to the 3D edge detection algorithm. This threshold value is
considerably influenced by the Kinect sensor noise pattern [12], [13].

5.5.1 Quantitative assessment
This section focuses on detailed quantitative aspects of the proposed algorithms.

Similarity metrics: As shown in Table 5.1, the measured qualities of both the
edge detection and planar segmentation algorithms are of high level. The com-
parison indicates that about 98–99% is found in accordance with the ground-truth
area, using the SSIM and D2MC metrics.

3D edge detection: According to Tables 5.2 and 5.3, the execution time to ex-
tract 3D edges is varying and depending on the type of edges. A multi-threaded
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Figure 5.10 — Influence of the number of neighbors n, on the similarity metrics (left), and the
average execution time (right) of various implementations of the 3D edge detection algorithm.

implementation improves the execution time to 323 ms, whereas exploiting a GPU-
based many-threaded approach leads to a throughput rate of 100 fps (execution
time is 9.40 ms per frame).

Multi-core CPU implementation: Although the multi-threaded implementation
establishes approximately a speedup factor of 3 for various edge types, the ob-
tained speedup is varying per edge type for a GPU-based implementation. As
illustrated in Figure 5.9, the largest speedup factor emerges for the curved-edge
case, namely 132 followed by 118 for the corner-edge case.

Many-core GPU implementation: Compared to the single-threaded implementa-
tion, the GPU version of the jump and extremum edges executes 42 and 41 times
faster, respectively. The combined algorithm is able to achieve a speedup factor of
more than 100, when executed on a GPU.

Parameter sensitivities: The output of the proposed 3D edge detector is generally
sensitive to the parameter n, which represents the number of neighbors. This
sensitivity is mostly visible in terms of both functionality and obtained execution
time, as presented by Table 5.7. As shown by Table 5.5 and Figure 5.10, there is a
linear relation between the value of n and the obtained execution time of the 3D
edge detector.

Optimum number of neighbors: Considering the resulting edges depicted in
Figure 5.10, there is an optimum value for the number of neighbors, (n = 16) in
terms of both quality and speed, as shown by Table 5.7. For any value larger than
this specific n = 16, there is no edge added anymore and only the current edges
become undesirably thick at the expense of a higher execution time. Moreover, the
edge mask does not cover all the edges for the values smaller than the actual value
of n. Furthermore, both of the similarity metrics show the highest similarity for
n = 16. This correlation between n and the quality of edge detection is reflected
by the similarity metrics, as presented by Table 5.7 and Figure 5.10-right. A reason
for this observation originates from the resolution of the applied depth sensor
(Kinect) to capture the dataset. The optimum value of n for the detector algorithm
varies with the applied depth sensor.

89



C
hapter5

5 . P L A N A R S E G M E N TAT I O N

  

1- Edge detection

Jump edge
detection

Curved edge
detection

Corner edge
detection

Extermum edge
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2- Plane detection
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3- Plane validation

Plane validation
and enhancement

Figure 5.11 — Planar segmentation diagram including edge detection and plane detection steps.
The last two steps detection and validation are performing a plane extraction.

Plane detection: Detecting planes based on 3D edges needs less computation
compared to 3D edge detection itself. As presented in Table 5.7, on the average,
103 ms is needed to detect planes within a depth image based on the extracted 3D
edges. By exploiting CPU multi-threaded and GPU many-threaded implementa-
tions, speedup factors of 1.5 and 12 are achieved, respectively.

5.5.2 Planar segmentation executed as pipeline
Planar segmentation of depth images is implemented as a three-step function,
as shown by Figure 5.11, consisting of 3D edge detection and plane extraction
(detection and validation). As shown in Table 5.7, on the average, it takes 1.1 s to
segment a depth image into its planes for a single-threaded implementation. A
multi-threaded implementation decreases this execution time to 391 ms per frame
(speedup factor of≈ 3). Furthermore, this pipeline can produce planar segments in
only 17 ms per depth image, by employing a GPU-based implementation (speedup
factor of ≥ 60).

Interleaved Pipeline: As illustrated by Figure 5.12, the difference in execution
times between edge detection and plane extraction is too high for both the single-
threaded and multi-threaded CPU-based implementations to be interleaved by
ratios of 1:10 and 1:4.5, respectively. However, for a GPU-based implementation,
this imbalance in the ratio is close enough to a 1:1 ratio and enables to still execute
the functions as an interleaved pipeline, on the average, resulting in an image
throughput rate exceeding 100 fps (9.4 ms per interlea ved cycle).

Due to the different amounts of dependencies inside each layer of the pipeline,
the level of concurrency differs between the two layers. As shown in Figure 5.9 (b)
and (c), the 3D edge detection algorithm reaches a higher speedup factor in both
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Figure 5.12 — Distribution of execution times in percentages for each main step of the planar
segmentation function.

multi-threaded and GPU-based implementations by 2 and 8 times, respectively,
when compared to the plane-extraction algorithm.

Content Dependency: Despite the parallel structure of the proposed algorithms,
both the 3D edge detection and plane-extraction algorithms are content-dependent
in terms of the execution time. Although the execution-time patterns are similar
between all implementations of each algorithm, the variations in execution times
are different for various datasets. For the 3D edge detection algorithm, the dif-
ferences between execution times of some datasets vary up to a factor of 3 and
a factor of 2 for the CPU and GPU-based implementations, respectively. For the
plane-extraction algorithm, this difference is up to a factor of 4 and a factor of 2 in
some datasets for the CPU and GPU-based implementations, respectively.

5.6 Conclusion
In this chapter, a real-time planar segmentation algorithm has been introduced
enabling plane detection in depth images, in order to avoid the computationally
expensive normal-estimation calculation. The proposed algorithm performs the
planar segmentation in three steps, as portrayed by Figure 5.11.

• Edge detection. The algorithm searches for 3D edges in a depth image and
then finds the line segments located in between of these 3D edges.

• Plane detection. The algorithm merges all the points on each pair of the inter-
secting line segments into a plane candidate.

• Plane validation. The final planes are selected from the candidates via the
validation processes based on several thresholds and criteria defined as the
setting variables.

The developed 3D edge detection algorithm considers four different types of
edges. The first type is the jump edge, where there is a gap between two surfaces
and/or in case of existence of a hole. The second type is the corner edge, where
two planar surfaces meet each other. The third type is the curved edge, where
planar surfaces join non-planar ones. The fourth type is the extremum edge, where
there is either a local maximum or a local minimum.
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For each of those edges, we have defined the corresponding thresholds and
a number-of-neighbors parameter. According to the evaluation result, the num-
ber of neighbors n = 16 leads to obtaining the most similar result compared
to the ground truth. For the planar segmentation algorithm, we have designed
three quality-enhancing properties, i.e. curvature, size validation, and merging of
separated segments. These various enhancement stages are applied to improve
segmentation quality.

The proposed algorithm for edge detection results in some overlap between
various edge types. All types of edges are required to obtain the most similar
result to the ground truth. However, fewer edge types can also be sufficient for
performing the edge detection in applications with lower accuracy requirements.
For example, corner edges combined with either jump or extermum edges include
more than 95% of the 3D edges within a given depth image.

The measured qualities of both the edge detection and planar segmentation
algorithms are of high level. The comparison indicates that about 98–99% is found
in accordance with the ground-truth area, using the SSIM and D2MC metrics.

The implementation of the complete system is performed in a two-stage exe-
cution architecture. This enables a fast execution of independent data in parallel,
thereby enabling pipelined execution. By exploiting the GPU-based implementa-
tion, on the average, 3D edges are detected in 9.4 ms and planes are extracted in
7.8 ms, when applied to VGA-quality depth images (640× 480 pixels). Therefore,
the planar segmentation pipeline is capable of segmenting planes in a depth image
with a throughput rate of 58 fps. Utilizing pipeline-interleaving techniques for the
proposed implementation further increases this rate up to 100 fps.

Although the proposed algorithm is designed to utilize the maximum par-
allelism due to its minimal internal dependency, it is still data-dependent. This
means that the execution time, regardless of the operational platform, depends on
the content of the target depth image. For example, the execution time on CPU can
vary between 440 ms and 1360 ms, while for non-interleaved GPU implementation
it varies between 11 ms and 23 ms, based on the different content of the scene.

Despite the efficiency of the proposed algorithm, it does not enable a full-
fledged registration of 3D models. Therefore, it should be combined with plane-
matching algorithms in order to achieve 3D registration. Besides this, depth im-
ages should be extracted from 3D models to feed the proposed algorithm. In the
following chapters, the depth-image extraction is introduced. Furthermore, the
proposed algorithm utilized only depth images of RGB-D data to perform the
planar segmentation, which will be used for registration of 3D models. However,
color images of these RGB-D data are ignored here, even though there are sev-
eral mature algorithms to work on 2D features. To remove this limitation of the
proposed algorithm, a full RGB-D registration pipeline is introduced in the next
chapter, which employs both depth and color images to register 3D models.
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RGB-D Registration Pipeline

6.1 Introduction
In Chapter 5, a planar segmentation algorithm is introduced, that can be utilized
to feed a plane-matching algorithm in order to perform registration of 3D mod-
els. Despite the efficiency of the proposed algorithm, it is insufficient to enable
registration of 3D models. Besides this, when applying the planar segmentation
algorithm on RGB-D data, it uses only depth data and ignores color data.

These limitations lead to two major disadvantages. First, an insufficient amount
of 3D features in the scene can degrade the registration quality and even cause a
failure, when the registration algorithm is solely dependent on depth data. How-
ever, the same scene can be rich in terms of visual features, which are ignored up
to this point. Second, even for a scene with sufficient 3D features, a registration al-
gorithm results in a high-quality registration, if visual features are jointly utilized
with 3D features. However, 3D features are expensive to process and mature 2D
feature algorithms are widely available, so that it may be interesting to work on
2D features and combine them with the depth data for 3D registration.

Working on RGB features in 2D and simultaneously having a corresponding
depth signal available is supported by recent sensor developments. Most of the
3D sensors developed in the past decade provide 3D data in RGB-D format,
where each color pixel is associated with its depth. Processing RGB-D images in
the 2D domain requires dealing with a depth signal as grayscale images, while
conventional 2D algorithms cannot efficiently handle depth data [14], [15].

A registration algorithm can be categorized based on how it uses visual and/or
3D features, which leads to the following classification. (1) Domain-specific registra-
tion utilizes either 2D or 3D features in order to perform registration. In contrast,
(2) hybrid registration exploits both 2D and 3D features at the same time. The com-
bination of 2D and 3D features could be in any order. Moreover, these features
can be used either as an enriched mixed feature, e.g. colored 3D features, or two
independent features, which are strengthening each other.

Some details on registration are briefly discussed here, since they typically
contain a few important steps. Any 3D registration algorithm from the previously
mentioned categories consists of two major steps. First, a set of correspondences
between color or depth images should be generated. Second, the transformation
between those correspondences should be estimated. Applying 2D algorithms
on color data leads to promising, more precise results in terms of generating
the set of correspondences between color images. This is due to the availability

93



C
hapter6

6 . R 3 P : R E A L - T I M E R G B - D R E G I S T R AT I O N P I P E L I N E

of mature algorithms in the 2D domain. However, 2D algorithms are not capa-
ble of properly estimating the 3D transformation between the generated set of
correspondences, due to their intrinsic deficiency in extracting accurate depth
information. In contrast, 3D algorithms are not sufficiently mature in terms of ex-
tracting correspondences between two depth images, whereas they can estimate
3D transformation more precisely than 2D algorithms.

This chapter aims at designing a RGB-D registration algorithm by combining
the strong points of each domain, while compensating for their weaknesses, with
the following main features.

1. Smart utilization of 2D and 3D algorithms benefiting from their advantages. In-
stead of pointcloud-based registration of depth images, color data should
be utilized to enhance the quality of the registration. Moreover, the noise of
depth data should be removed as much as possible, to achieve more precise
registration. Accordingly, first, we exploit color data instead of depth data to
generate a set of correspondences. Second, instead of involving all the depth
points for estimating the 3D transformation, we select only depth points for
which a color correspondence is already generated. This leads to a much
smaller yet stronger set of depth points. Finally, we apply 3D algorithms to
this small set of depth points, converted to pointclouds, to estimate the 3D
transformation, since 3D algorithms are more precise than 2D versions.

2. Real-time performance. Since the proposed algorithm is used with FlexiFusion,
as described in Chapter 4, it should be able to handle a live RGB-D stream.
Choosing a small set of correspondences drastically reduces the execution
time for estimating the 3D transformation.

In this chapter, a full RGB-D registration processing chain is introduced as
a hybrid registration algorithm, which utilizes both depth and color images to
register 3D models. The proposed hybrid registration algorithm provides various
implementation possibilities for using 2D and 3D algorithms. Therefore, we ad-
ditionally propose a smart selection process leading to a limited set of options,
categorized into a few groups with different characteristics, which facilitates users
to choose the desired configuration based on their requirements.

The proposed processing chain provides a relatively high accuracy of pose
estimation with a relative small pose error (for a time span of 40 frames) for
rotation and translation of only 0.5 degree and 8 mm, respectively. It will be
shown that the accuracy and high speed of the proposed architecture are obtained
mainly by the smart utilization of color data to optimize the selection process.

This chapter is structured as follows. Section 6.2 briefly surveys the correspond-
ing related work. Section 6.3 defines the R3P approach and focuses on key elements
of the proposed pipeline, which enable real-time registration of RGB-D data. Sec-
tion 6.4 describes the architecture of the proposed real-time registration pipeline.
Performance evaluation results are presented and discussed in Section 6.5 and
Section 6.6, respectively. Finally, Section 6.7 concludes the chapter.
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6.2 Related Work
6.2.1 Domain-Specific Registration Algorithms
According to RGB-D data, both 2D and 3D algorithms can be expoited to perform
registration, which are briefly discussed separately below.

2D Registration Algorithms
Using cameras as sensors, registration of 2D images has been broadly investi-
gated in literature and several mature algorithms are available for every aspect
of the registration process, like motion estimation [104], [105] and visual SLAM
approaches [106]–[109]. Despite their maturity, the 2D registration methods can-
not accurately estimate 3D transformations, due to their intrinsic deficiency in
extracting accurate depth information.

3D Registration Algorithms
3D Registration algorithms designed for 3D pointclouds are not mature and fast
enough to be utilized in real-time applications, since they require an enormous
amount of computation. However, when provided with a sufficient number of
well-corresponding key points, the 3D transformation-estimation algorithms per-
form more accurately, compared to the 2D algorithms [110]. Accordingly, RGB-
D SLAM systems [36], [111]–[115] leverage depth data to enhance the pose-
estimation quality. However, these systems mostly exploit ICP-based compu-
tationally expensive algorithms to estimate the 3D transformation, so that they
do not offer real-time localization when implemented as embedded computing
systems.

6.2.2 Hybrid Registration Algorithms
Despite the multiple algorithms for RGB-D registration, there is no comprehensive
survey to compare various combinations of interchangeable algorithms. Generally,
these registration algorithms are based on a combination of specific methods
(mostly, a 2D matcher with an ICP-based pose estimator), as addressed in the
sequel.

One of the first published RGB-D SLAM systems [111] uses visual features
combined with the Generalized ICP [116] algorithm to create and optimize a pose
graph. An early near real-time RGB-D registration system from [117] is based on a
combination of local visual features and geometric registration via the 3D Normal
Distributions Transform (3D-NDT) algorithm. A surfel-based SLAM method is
presented in [118] for RGB-D registration, which converts the image content into a
multi-resolution surfel representation. Then, it exploits ICP for registration of the
corresponding dense image neighborhoods, followed by a graph optimization.

An energy-based approach to real-time visual odometry [119] is suited for
small displacements. Another near real-time RGB-D SLAM is an architecture [120]
with a front-end of pairwise feature matching (SURF, SIFT, ORB) in addition with
a pairwise 6D transformation estimation (RANSAC + GICP) and the G2O [45]
as global pose-graph optimization for its back-end. A near real-time system is
published in [121] to register two consecutive RGB-D frames directly upon each
other by minimizing the photometric imposed error. A non-real-time RGB-D
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registration and SLAM system has been reported in [122] performing RGB-D
registration via edges. Another non-real-time robust RGB-D odometry method is
introduced in [123], using point and line features detecting 2D point features and
3D line segments to perform registration.

A comparative survey has been performed on registration methods for RGB-D
videos [124], which mostly focuses on pure ICP-based or 2D features plus ICP-
based methods. DeReEs is a real-time system for RGB-D registration with a fixed
structure for virtual reality applications [125]. Utilizing the technique of switching
between photometric and geometric information is presented in [126]. The authors
have proposed a near real-time RGB-D registration and mapping approach, which
heuristically switches between photometric and geometric information, while
utilizing ranked-order statistics [127]. Several RGB-D registration systems perform
only on a consecutive pair of images, which limits their application to camera
tracking [61], [111], [117]–[121], [126]–[129].

As a conclusion for this section, it has become clear that the paradigm of com-
bining 2D matching and 3D estimation is used in several research works, which
forms the basis for the work in this chapter as well. Besides this, the semantics-
based approaches, e.g. line feature detection, were inspiring for this work. How-
ever, the mixture of 2D and 3D features such as colored 3D features, is not very
promising at this moment [35]. For example, 3D SURF is not addressed in this
research. Regardless of the chosen approach, most of the conventional algorithms
are facing the fundamental challenge of 3D registration, which means exploit-
ing all three dimensions. This is due to the large amount of input data and/or
more complexity of algorithm steps and iterations. The next section proposes a
registration algorithm, which focuses on addressing this challenge.

Moreover, among all the above-mentioned algorithms, only a few are operating
in real-time execution, e.g. [125]. Furthermore, they mostly have a rigid structure
which makes them limited to specific domains. Besides this, not all of them are
publicly available, which hampers their usage in research projects. Therefore, we
construct an alternative registration algorithm, called R3P , that is combining the
strong points of the existing 2D and 3D algorithms and performs in real-time
speed. Moreover, the proposed algorithm is publicly available [130].

6.3 R3P Approach
Both principal properties of the proposed pipeline, accuracy and high speed, are
dominantly ruled by optimizing the corresponding feature points in each pair of
the RGB-D images. Therefore, the algorithm characteristics are described here,
contributing to accuracy and high speed.

6.3.1 Key Points: Minimal Set of Strong Pairs
During optimization, we consider only those feature points that have a high con-
fidence in correspondence. An efficient multi-layered approach is utilized to com-
pute this confidence for each pair of feature points. Since most of the conventional
approaches supply all found corresponding RGB-D feature pairs to ICP-like al-
gorithms, they require heavy computations at the ICP phase. Instead, the pro-
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Figure 6.1 — Key elements of R3P depicted as three phases. First, color features are extracted from
the corresponding color image and matched. Then, 2D-to-3D correspondences are generated based on
the matched color features and the associated depth image. Finally, an optimizing 3D registration is
performed on the generated key pointclouds based on the well established 2D-to-3D correspondences.

posed technique avoids the deployment of the ICP algorithm for pose-estimation
refinement and obtains a similarly accurate transformation already at the first
pose-estimation phase by careful selection of corresponding pairs (optimization).
This optimization is achieved by strict outlier removal in both 2D and 3D domains.

The proposed architecture aims to optimize the number of correspondences
between a pair of RGB-D images in terms of both number and strength, in order
to achieve both a real-time and accurate registration. This minimal set of points
enables the architecture to perform in real time. Moreover, the minimal pair set
contains fewer outliers and therefore produces more accurate registration results.

6.3.2 Main Phases of the Registration Process
Figure 6.1 depicts three main phases of the proposed registration process.

1. Color-feature matching. In the first phase, the registration processing finds,
describes and matches key points in pairs of the RGB images, followed by
an outlier removal (the selection of pairs follows later).

2. Generating 2D-to-3D correspondences. In the second phase, the process gen-
erates 2D-to-3D correspondences by adding the depth information to the
extracted key points. These correspondences are utilized to generate key
pointclouds.

3. Optimizing 3D registration. In the third phase, the process applies a RANSAC-
based outlier removal to complete the estimation of the transformation be-
tween corresponding inliers without the influence of noisy outliers.

Any type of data presented in the form of RGB-D in any combination (e.g.
the Kinect and a laser-scanner1) can be supplied to the pipeline to obtain the
corresponding rigid transformation.

1The Kinect device is commercially available from Microsoft and the professional laser-scanner is
offered by FARO Corporation.
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6.3.3 Discussion on the Approach
The proposed method attempts to combine the beneficial aspects of both the 2D
and 3D domains. In terms of performance, transformation-estimation algorithms
generally perform faster when applied to a smaller set of key points. For this
reason, we apply a dual approach for outlier removal by operating such filtering
both in 2D and 3D. By doing so, the processing chain can find an optimal number
of high-confidence corresponding key points with less noise to facilitate high
accuracy in the pose estimation. The reduced number of correspondences also
enables real-time processing speed.

6.4 R3P Architecture and Algorithm
This section describes the R3P processing for estimating a real-time transforma-
tion between the RGB-D image pairs of correspondences. Figures 6.2 and 6.3
illustrate the R3P processing architecture at functional and implementation levels,
respectively. Figure 6.2 shows the data flow through the processing steps, which
are grouped per phase. The input to the processing chain is two pairs of RGB-D
images, which are processed by several steps, and the output is generated as the
corresponding 3D transformation between the image pairs. The processing chain
consists of separate 2D and 3D phases, as shown at the left and right of the dia-
gram, as portrayed by Figure 6.3, respectively. Besides this, there is a bridge phase
in between, indicated at the bottom of the diagram.

6.4.1 Main Phases
The following paragraphs describe the above-mentioned phases in detail. Fig-
ures 6.2 and 6.3 are intended to preserve the overview, while reading textual
descriptive and implementation details are given in the paragraphs below.

A. Phase 1: Color-feature Matching
The color-feature matching phase comprises four consecutive steps, where the
registration process is performed in the 2D domain with the color (RGB) image
pairs. The 2D phase is divided into four steps: (1) Detection of 2D key points, (2)
Description of the key points detected in the previous step, (3) Matching of the
described key points obtained by the previous step, and finally (4) Outlier removal,
to minimize and strengthen the pairs of 2D key points.

Each of the above-mentioned steps performs independently and various algo-
rithms can be exploited in each step. The following paragraph provides examples
of the interchangeable nature of algorithms for each step of the color-feature
matching phase.

B. Implementation Details of Phase 1
Interchangeable algorithms for the key point detection step include the FAST, STAR,
SIFT, SURF, ORB, BRISK, MSER, GFTT, HARRIS, Dense, and SimpleBlob tech-
niques [69]. The options for the key point description step are the SIFT, SURF,
BRIEF, BRISK, ORB, and FREAK algorithms [69]. For the key point matching
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Figure 6.2 — R3P architecture: the processing steps of the proposed registration algorithm are
grouped per phase. The algorithm input at the top are two RGB-D pairs, which are processed to
result in the corresponding 3D transformation.
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Figure 6.3 — Technical breakdown of the R3P architecture into two main groups of 2D and 3D
algorithms.
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step, the BruteForce (L2/L1/Hamming) and Flann-based algorithms are pro-
vided. Finally, the outlier removal step operates based on the source-to-target
back-projection, by choosing from rigid transformations, like homography, funda-
mental, essential, affine, and perspective matrices [69].

C. Phase 2: Generating 2D-to-3D correspondences
This generation of 2D-to-3D correspondences acts as a bridging step and converts
the pairs of 2D key points from the previous phase into pairs of 3D key points,
which are enriched with the corresponding depth data. During this phase, any 2D
key point without a valid corresponding depth value is discarded. All survivors
are passed to the next phase as 3D key points.

D. Phase 3: Optimizing 3D Registration
The optimizing 3D registration phase includes three steps, as well as an optional
step, performing a noise-free 3D transformation estimation. The first step gen-
erates 3D pointclouds from the previously generated key points, which we call
KP pointclouds. This is performed based on the intrinsic features of the depth
sensor. The second, Outlier removal step, applies an outlier-rejection algorithm to
the KP pointclouds, in order to reduce and strengthen the inliers. The resulting
pointclouds contain the strongest set of corresponding points. The third, Transfor-
mation estimation step, provides accurate transformation estimation, based on the
minimized and high-confidence KP pointclouds. The fourth and final, Optional
fine registration step, offers an optional refinement of the registration, by exploiting
ICP-based algorithms. This optional step can be used in case the architecture is
deployed for high-accuracy systems without real-time requirement.

Similar to the color-feature matching phase, these steps are performing in-
dependently and various interchangeable algorithms can be used for each step,
described as follows.

E. Implementation Details of Phase 3
Interchangeable algorithms for the outlier removal step include reciprocal, distance-
based, feature-based, median distance-based, one-to-one, organized boundary,
sample consensus, trimmed and surface-normal based algorithms [35]. The step
of transformation-estimation can be based on dual-quaternion, SVD or Levenberg-
Marquardt algorithms [35]. The optional fine-registration step can involve ICP,
Generalized ICP and non-linear ICP algorithms [35].

This variety of algorithms makes the processing chain generic and allows it to
be optimized for different applications. Later in this chapter, we show that only a
subset of the mentioned algorithms for each step satisfies real-time constraints.
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The main steps of the R3P algorithm as depicted in Figure 6.2, are somewhat
more formally listed below in the R3P algorithm summary.

Algorithmic steps for the R3P registration processing

Per each two pairs of RGB-D images i and j:

Phase I: Color-feature matching

Step (1): detect key point locations, Lij = detect(RGBi, RGBj).

Step (2): describe Lij as Dij = describe(Lij).

Step (3): match point pairs described by Dij as Mij = match(Dij).

Step (4): remove outliers M ′ij = remove outliers(Mij).

Phase II: Generating key points

Step (1): add depth data, Kij = add depth(M ′ij , Di, Dj).

Phase III: Optimizing 3D registration

Step (1): create pointclouds as Pij = to pointcloud(Kij).

Step (2): remove outliers P ′ij = remove 3D outliers(Pij).

Step (3): estimate 3D transformation, Tij = estimate3DT(P ′ij).

Step (4): apply fine registration, Fij = estimateFine3DT(P ′ij , Tij).

6.4.2 Visualization of intermediate results with R3P
Figure 6.4 illustrates some intermediate results of the registration process of the
R3P, when applied to a pair of RGB-D images. Here, we describe the steps to
achieve 3D registration of RGB-D data.

• The processing starts with supplying the color images to the 2D layers
(Figure 6.4-1), to identify strong 2D key points (Figure 6.4-2). The sub-reference -
2 after the Figure reference refers to the encircled number 2 in the diagram.
This holds for the following remarks below as well.

• The depth information is added to the 2D key points, based on the related
depth images (Figure 6.4-3).

• These 2D key points combined with their corresponding depth information
are passed on to the next step (Figure 6.4-4).

• The next step generates KP pointclouds, removes outliers and estimates the
transformation.
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Table 6.1 — Comparing various combinations of 2D detection and description algorithms or-
ganized in an array, in terms of execution time (t) and robustness (r) (see Section 6.5.2 for each
definition).

SIFT SURF BRIEF BRISK ORB
t (ms) r (%) t (ms) r (%) t (ms) r (%) t (ms) r (%) t (ms) r (%)

FAST 1050 100 345 36 578 95 1411 90 585 86
STAR 117 91 26 74 17 84 21 89 18 88
SIFT 346 88 179 25 190 94 285 81 - -
SURF 1413 99 488 97 266 95 357 98 268 66
ORB 397 100 277 99 33 98 40 100 38 92
BRISK 113 99 29 11 17 86 25 59 17 16
MSER 703 98 249 69 197 81 202 82 197 67
GFTT 121 98 36 0 71 97 143 90 68 89
HARRIS 52 98 17 2 27 98 42 93 27 92

Table 6.2 — Comparing various combinations of 2D key point detection and description algorithms
regarding relative pose error for Rotation (R in degrees) and Translation (T in mm).

SIFT SURF BRIEF BRISK ORB
R (◦)/T (mm) R (◦)/T (mm) R (◦)/T (mm) R (◦)/T (mm) R (◦)/T (mm)

FAST 0.62/9.0 1.43/14.1 0.54/8.6 0.56/9.1 0.47 / 10.1
STAR 0.64/7.8 0.71/15.4 0.53/8.1 0.72/9.0 0.53/10.5
SIFT 0.64/9.8 1.36/9.7 0.53/8.3 0.49/13.4 -/-
SURF 0.57/8.5 0.50/8.4 0.52/8.4 0.61/8.2 0.92/13.3
ORB 0.59/9.6 0.58/8.7 0.50/8.4 0.85/9.5 0.55/8.8
BRISK 0.59/8.5 1.22/12.0 0.53/9.6 0.64/11.7 0.87/12.0
MSER 0.50/8.2 0.66/11.1 0.54/11.6 0.54/11.0 0.69/14.7
GFTT 0.50/8.7 0.43/6.3 0.51/8.7 0.57/9.4 0.50/9.9
HARRIS 0.60/9.0 0.39/7.3 0.50/8.5 0.67/9.0 0.56/8.9

• Although the resulting transformation (Figure 6.4-5) is merely based on a
few key points (Figure 6.4-6), it is proven to be sufficiently accurate to regis-
ter the full pointcloud pairs extracted from the depth images (Figure 6.4-7).
This is caused by the selection process of the strongest inliers as described
earlier.

6.5 Evaluation Results
6.5.1 Implementation aspects and datasets
The proposed architecture is implemented in C++ (publicly available [130]). We
have utilized the OpenCV [69] and PCL [35] libraries for several algorithms in the
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Figure 6.4 — R3P algorithm: (1) feeding color images to 2D phase steps, (2) obtaining 2D key
points, (3) adding depth information to 2D key points, (4) feeding 2D key points with corresponding
depth information to 3D phase steps, (5) estimated transformation based on KP pointclouds, (6) KP
pointclouds represented as bold dots, and (7) the complete pointclouds are well aligned based on the
transformation obtained for KP pointclouds. The RGB-D pair is selected from the dataset collection
(ICL [131]) with a distance of 40 skipped frames.
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6.5. Evaluation Results

Figure 6.5 — Evaluation of algorithm combinations for integration into R3P. (1) Time distribution
among various layers of the R3P architecture for the well-matched combinations. (2) Comparing (a)
robustness, (b) rotation and (c) translation parts of the RPE to execution time of the 2D detection and
description algorithms combinations. (3) Intra-group comparison for the robustness, rotation and
translation error metrics for the Groups 1, 2 and 3. The size of the bubbles indicates the robustness
metric for each well-matched combination.
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2D and 3D domains, respectively. The experimental results have been obtained
utilizing a workstation with a Xeon(R) W3550 CPU, operating at 3.07 GHz and
20 GB of RAM. For a comprehensive evaluation, we have applied the proposed ar-
chitecture to several publicly available datasets including TUM [132], MSRC [133],
ICL [131], and our own datasets (Kinect sequences and laser-scans) [130]. The
dataset collection consists of RGB-D data, which was obtained from various sen-
sors/sources including Kinect, a professional laser-scanner, and virtual 3D models.

6.5.2 Metrics
The experimental results are obtained based on three metrics, referring to execu-
tion time, robustness, and relative pose error.

Execution time: The detailed timing information is computed for evaluation
of real-time behavior and also for identifying the time load (percentage) of each
individual step in the processing chain.

Robustness: Since we combine various detection and description algorithms in
the registration processing, it is possible that some combinations cannot handle
all the RGB-D pairs in a dataset collection. In order to address this issue, we de-
fine a robustness metric for a detection-description combination, that indicates the
percentage of the RGB-D pairs in a dataset collection, for which the combination
is capable of estimating a transformation.

Relative pose error (RPE): The obtained transformations are compared to the
ground truth, based on the RPE metric in terms of both rotation and translation.

The registration processing is tested on temporally sub-sampled sequences (ev-
ery 40th frame deployed) to demonstrate the independence of the R3P algorithm
from the consecutive order of RGB-D frames.

6.5.3 Experimental results
When considering all possibilities of architectural configurations, a combinatorial
calculation of the proposed architecture leads to 388,080 (= 11× 6× 5× 7× 4×
14× 3) different arrangements. In order to come to a good choice within a limited
set, a number of reasoning rules is provided to select a representative sub-set of
experimental configurations.

• Rule 1: since the most time-consuming steps of the processing are the 2D
algorithms (Table 6.3 and Figure 6.5-(1)), we focus on variations for the 2D
processing phase of the architecture (see the related diagrams).

• Rule 2: any individual algorithm that behaves as an outlier in terms of exe-
cution time, robustness or RPE, is excluded from the representative set.

• Rule 3: it will be shown below that no significant effect emerges for the
various combinations from the set of 3D algorithms in terms of execution
time, robustness and RPE. Therefore, a fixed set of 3D algorithms is chosen.

Prior to explaining the above rules, we first discuss the constitution of Fig-
ure 6.5 and the subfigures therein, like -(1) at row one, etc.
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Table 6.3 — Detailed information of execution time (in microseconds) among various 2D and
3D algorithms of the processing steps for the well-matched combinations (Det = detection, Des
= description, Mat = matching, Rem = removal, Cor = corresponding, Gen = generating, Est =
estimation).

Det.-Des.
combination

——— 2D key points ——— ——— 3D key points ———
Det. Des. Mat. Rem. Cor. Gen. Rem. Est.

STAR-BRIEF 11,635 1,650 3,833 67 56 15 504 16
STAR-BRISK 11,206 1,898 7,376 66 48 14 490 16
STAR-ORB 11,278 2,247 3,845 61 45 13 449 16
ORB-BRIEF 7,118 2,758 23,372 86 81 20 1,064 20
ORB-BRISK 7,132 3,227 28,379 72 82 19 1,085 21
ORB-ORB 6,971 7,374 23,248 76 87 19 1,080 22
BRISK-BRIEF 9,448 2,044 9,225 82 57 15 520 16
HARRIS-BRIEF 12,547 2,068 9,394 72 71 20 752 19
HARRIS-BRISK 12,626 2,646 22,097 79 77 17 706 18
HARRIS-ORB 11,922 2,578 8,960 69 65 17 665 18

A. Execution-time profile
According to Table 6.3 and Figure 6.5-(1), more than 97% of the R3P execution time
is spent on the 2D algorithms in the first phase of the architecture. However, the
obtained execution times vary considerably inside the 2D domain for detection,
description and matching algorithms. Therefore, the proposed selection process
focuses on only 2D algorithms, which shape the execution-time profile regarding
their much larger contribution, when compared to the 3D algorithms. For example,
in the top row of the figure, the 2D algorithms involve the blue, orange and grey
parts of the vertical bars, whereas the rest is negligible.

Among 2D algorithm steps, detection (blue), description (orange) and match-
ing (grey) have the largest contribution. However, the matching step is totally
influenced by the combination of detection and description steps. Therefore, we
focus mainly on detection-description pairs as the main 2D factor to evaluate the
execution-time performance.

It can be noticed that by deriving a suitable architecture configuration, the
usefulness of the selection rules become apparent. Based on the third rule, we
have selected a fixed configuration setting for the 3D phase algorithms.

As a result, the evaluated configuration consists of a variable combination
of 2D detection-description algorithms and the following fixed algorithms for
the remaining steps. We have chosen BruteForce (L2), rigid transformation, median
distance and Singular Value Decomposition (SVD) algorithms for the 2D matching,
2D outlier removal, 3D outlier removal, and 3D transformation-estimation steps,
respectively. Our choices are motivated by selecting the algorithms with the lowest
computing costs, because of the marginal performance differences between the
involved algorithms.
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B. Efficiency profile
Each combination of detection-description pairs performs differently in terms of
the gained robustness and pose error, when compared to the consumed execution
time, as depicted by Figure 6.5-(2). For example, in the second row, some bars with
the same height referring to the same score, but they have a different execution
time, plotted by the curve. This figure summarizes the information presented
by Tables 6.1 and 6.2 and depicts robustness, rotation and translation errors for
the well-matched combinations. To perform the evaluation in more detail, we
categorize these pairs into several groups as shown by Figure 6.5-(3).

Table 6.1 shows the timing and robustness metrics for various combinations
of detection-description algorithms. In that table, the combination of ORB and
BRISK algorithms is interesting, since it combines high robustness (100%) with
small execution time (40 ms). The rotation and translation RPE are demonstrated
in Table 6.2 for the same combinations. Here, we are interested in small errors, par-
ticularly for rotation, which leads to select a combination with BRIEF in it, which
identifies ORB-BRIEF, and STAR-BRIEF as attractive combinations, when check-
ing these in the previous table. Table 6.4 presents well-matched combinations,
which offer a real-time behavior (≥ 25 fps) along with an acceptable robustness
(≥ 80%). Detailed timing, robustness, error, and number of inliers (2D and 3D)
metrics are provided in the table, enabling a detailed comparison. For example,
this table confirms that combinations with BRIEF, like ORB-BRIEF, are attractive,
because of their small error and high robustness. Alternatively, a combination
with BRISK, like at the bottom of the table, can also be considered.

C. Selection of the most attractive configurations
Since the numerical tables discussed so far are complicated to choose from, we
have made a graphical representation of several groups of architectural configura-
tions. These graphical representations are depicted in Figure 6.5-(3). The colored
spheres indicate groups of configurations.

With our main focus on real-time performance, we categorize the ten detector-
descriptor combinations into three groups: (1) STAR-BRIEF, STAR-BRISK, STAR-
ORB, and BRISK-BRIEF combinations perform as the fastest couples with an
average performance of 55 fps (Group 1, Gold); (2) ORB-BRIEF, HARRIS-BRIEF
and HARRIS-ORB combinations handle the transformation estimation with an
average rate of 35 fps (Group 2, Silver); and (3) ORB-ORB, HARRIS-BRIEF and
HARRIS-BRISK couples are the slowest well-matched combinations with an aver-
age rate of 25 fps (Group 3, Bronze). In Group 1, the fastest STAR-BRIEF combi-
nation performs with the smallest rotation and translation error, while it exposes
the lowest level of robustness. In Group 2, although the HARRIS-BRIEF and ORB-
BRIEF combinations perform equivalently in terms of the estimation error, the
former (37 fps) outweighs the latter (30 fps) regarding performance. In Group 3,
the ORB-ORB combination outperforms others in terms of all criteria.
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Table 6.4 — Detailed comparison of the well-matched combinations, executing in real-time (≥ 25
fps) with a high level of robustness (≥ 80%).

Det-Des
combination

Timing
(ms)

Robustness
(%)

Rot. error
(degree)

Tra. error
(mm)

Inliers
2D

Inliers
3D

STAR-ORB 17 84 0.53 8.1 119 51
STAR-BRIEF 21 89 0.72 9.0 108 46
STAR-BRISK 18 88 0.53 10.5 101 43
BRISK-BRIEF 33 98 0.50 8.4 284 121

ORB-BRIEF 40 100 0.85 9.5 289 124
HARRIS-BRIEF 38 92 0.55 8.8 289 122
HARRIS-ORB 17 86 0.53 9.6 107 45

HARRIS-BRISK 27 98 0.50 8.5 187 79
ORB-ORB 42 93 0.67 9.0 188 78
ORB-BRISK 27 92 0.56 8.9 166 71

6.6 Discussion and Benefits
6.6.1 Architecture Discussion
We have evaluated the proposed R3P architecture in terms of two aspects: real-
time execution and pose-estimation accuracy. With respect to performance, the
experimental results reveal that the R3P architecture enables real-time registration
with a high frame rate of≈ 60 fps for the well-matched combinations (i.e. Group 1,
Gold in Figure 6.5-(3)). Concerning the accuracy of the pose estimation, a large
number of robotics applications can benefit from the R3P architecture due to its
low average RPE translational error of 8 mm and rotational error of 0.5 degree.
For example, Groups 1 and 3 in Figure 6.5-(3) satisfy this requirements.

An interesting finding is the correlation between the number of 2D and 3D
inliers as shown in Table 6.4. For all combinations, the number of 3D inliers is
≈ 42% of the number of 2D inliers, revealing that not all 2D inliers are sufficiently
consistent with the corresponding depth data to be supplied into the 3D phase. A
reason for this is the lack of proper depth information for some of the 2D inliers
due to invalid data, noise and distance sensitivity of the applied sensor [63], [65].

As mentioned earlier in this chapter, more than 97% of the R3P execution time
is spent on the 2D phase algorithms. Therefore, investigation of more efficient 2D
algorithms can further increase the time efficiency.

Table 6.5 compares the R3P architecture to several conventional registration
algorithms. In terms of execution time, the R3P outperforms the conventional
systems by at least a factor of two. This is due to the fact that most of the conven-
tional systems utilize ICP-based algorithms in the 3D domain, which significantly
increase computation complexity and execution time. Regarding RPE rotation,
a few SLAM systems [118], [119] deliver smaller error values, due to their pose-
graph optimization phase and/or ICP-based pose-estimation algorithms. The R3P
performs with a (significantly) lower rotation error, when compared to non-SLAM
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systems. Furthermore, the R3P outperforms most of other tested systems with
regards to the translation error (see Table 6.5).

The R3P architecture has been designed and implemented as a generic frame-
work, but we mainly deploy it for robotics applications with multi-modal 3D
reconstruction. We utilize a professional laser-scanner (Figure 6.6-(a)) to generate
global 3D models of large-scale environments. The R3P algorithm is exploited to
register the Kinect data (Figure 6.6-(b)-(e)) with the 3D model generated by the
laser-scanner (Figure 6.6-(f)). The R3P solution addresses two challenges: (1) relo-
cating the robot in real time from a lost pose and (2) aligning various 3D models
(obtained from different sensors), as shown by Figure 6.6-(f).

6.6.2 Architecture Benefits
The R3P algorithm provides the following important benefits.

Low error rate. With respect to relative pose error (RPE), R3P shows an aver-
age rotation and translation error of 0.5 degree and 8 mm, respectively. These
error values make R3P a solid choice, when compared to the conventional regis-
tration algorithms without pose-graph optimization (see Table 6.5 for a partial
comparison result).

Robustness. R3P is able to work not only with consecutive pairs of RGB-D
images, but also with any pair of images with a minimal amount of visual fea-
tures and available corresponding depth information, regardless of the distance
between frames. This makes the R3P architecture capable of efficiently handling
sharp sensor movements.

High frame rate. R3P reaches up to 60 fps based on a CPU implementation,
which is at least two times faster than the conventional (near) real-time [111],
[117]–[119], [121], [125]–[127] and non-real-time registration algorithms [120],
[122], [123]. This makes it applicable to robotic applications with limited compu-
tation resources and for real-time constraints.

Dynamic tunability. While the conventional algorithms deliver low reconfig-
urability, the R3P architecture enables users to tune the registration processing
behavior according to their applications requirements. It is possible to dynami-
cally reconfigure R3P for specific situations in real time, based on requirements on
performance, accuracy and robustness.

Limitations. The main limitation of the R3P architecture is its poor performance
for scenes with no visual and/or 3D features. This can be compensated by en-
hancing the processing chain with efficient algorithms operating on depth images.
This can improve the registration pipeline performance in terms of accuracy and
execution time, especially for the scenes with an insufficient amount of visual
and/or 3D features [130].
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Table 6.5 — Comparison of the proposed R3P with several conventional algorithms/systems in
terms of execution speed, RPE Rotation (degree) and Translation (mm).

System SLAM Execution RPE DatasetR (◦) T (mm)

R3P - Real time
0.31 3 f1-room
0.22 5 f2Desk
0.10 1 f3-office

RGB-D SLAM
X Near real time 2.38 54 f1-room

[36], [111]–[115] 0.57 14 f2Desk

Surfel-based [118] X Near real time 0.009 5 f1-desk
0.004 2 f2Desk

Energy-based [119] X Real time 0.005 7 f1-desk
0.002 3 f2Desk

Point and line [123] - Not real time 0.6 11 f2Desk
DeReEs [125], [126] - Real time 2.68 13 own dataset
Ranked-order

X Near real time 3.5 107 own datasetstatistics [127]
Combined RGB-D

X Near real time 2.7 51 f1-room
[61], [111] 0.94 19 f2Desk

6.7 Conclusions
In this chapter, we have proposed a real-time RGB-D registration pipeline, called
R3P, as a generic processing architecture for registering pairs of RGB-D images
for 3D reconstruction, which is applicable to any source of 3D data presented in
the RGB-D format. The main attractive feature of the proposed architecture is
the reduction of corresponding key points between a pair of RGB-D images into
a much smaller set, yet with stronger correspondences. This ensures improved
pose-estimation accuracy, and furthermore, enables real-time performance.

The R3P processing architecture combines the 2D and 3D algorithms by utiliz-
ing the beneficial aspects of both spatial and volumetric domains in three steps.
First, R3P finds, describes and matches key points in pairs of the RGB images.
Second, the depth information is added to the extracted key points to generate
KP pointclouds. Third and finally, the process applies a RANSAC-based outlier
removal to complete the estimation of the transformation between corresponding
inliers without the influence of noisy outliers.

The proposed hybrid registration algorithm provides more than 380,000 op-
tions of architectural configurations for 2D and 3D algorithms. Therefore, a smart
selection process is introduced for navigating through this large design space.
This selection process leads to a limited set of options, categorized in several
groups with different characteristics. This categorization enables users to choose
the optimal configuration based on their requirements.
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Figure 6.6 — R3P architecture deployed for multi-modal 3D reconstruction: (a) professional laser-
scanner (at the left) along with Kinect-equipped robot (at the right), (b-c) pair of RGB-D images
extracted from a professional colored pointcloud, (d-e) corresponding Kinect RGB-D images for the
same scene, but from a different pose, and (f) snapshots of aligned 3D models, generated based on
different sensor modalities (Kinect white clouds, and professional colored clouds) with an average
distance error of < 20 mm.
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6.7. Conclusions

The R3P solution provides the following important benefits.

1. Low error rate: with respect to relative pose error (RPE), R3P shows an average
rotation and translation error of 0.5 degree and 8 mm, respectively.

2. Robustness: R3P is able to work not only with consecutive pairs of RGB-D
images from normal video streams, but also with any pair of images with a
minimal amount of overlap in visual features and available corresponding
depth information, regardless of the distance between frames or the fast
motion in between the frames.

3. High frame rate: the R3P architecture reaches a throughput rate up to 60 fps
based on a CPU implementation, which is at least two times faster than the
conventional near real-time and non-real-time registration algorithms.

4. Dynamic reconfigurability: while the conventional algorithms provide low re-
configurability, the R3P architecture enables users to tune the characteristics
of the operation of the registration pipeline according to their application
requirements (e.g. exchanging speed for robustness or vice versa).

Furthermore, we have demonstrated that the R3P architecture enables robotic
applications to register homogeneous (e.g. Kinect to Kinect) in real time with a
reasonable accuracy and robustness in terms of frame distance. The system also
offers new possibilities like registering heterogeneous colored 3D data (e.g. in a
succeeding chapter of this thesis, we demonstrate registration of the Kinect and
professional laser-scanner data). Our dataset and implementation software code
are publicly available under an Open-source license [130]

The proposed algorithm enables multi-modal registration whenever the 3D
data is represented in RGB-D form. However, not all the 3D sensors produce
RGB-D data. Besides this, RGB-D-based registration is influenced by the intrinsic
properties of the depth camera. Therefore, first, we need to extract RGB-D images
from colored pointclouds obtained by different sensors to enable multi-modal
registration. Second, these extracted RGB-D images should be made compatible
in terms of the intrinsic properties of the depth sensor. The next chapter will
introduce a novel ray-casting method, which helps us to extract compatible RGB-
D images from color pointclouds obtained by any 3D sensor e.g. laser-scanners.
This method makes it feasible to deploy R3P to multi-modal 3D data obtained
from different sensors and register various 3D models, accordingly.
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Back-Raycasting Technique

7.1 Introduction
The previous chapter has discussed an RGB-D registration algorithm that en-
ables multi-modal registration when 3D data is represented in the RGB-D form.
However, not all available 3D sensors produce 3D data in the format of RGB-D.
Moreover, registration algorithms performing based on the RGB-D format are
influenced by the intrinsic properties of the used depth and/or color cameras.
Therefore, extracting RGB-D data from any 3D data type, such as pointclouds
or voxel grids, plays an essential role to provide appropriate input for RGB-D
registration algorithms, in order to establish a high-quality registration. In this
chapter, we study the required support of multi-modal registration. In order to do
this, we commence with colored pointclouds obtained by one sensor and extract
RGB-D images from those pointclouds that are compatible with another sensor.
Then, the data of the other sensor can be registered to the extracted RGB-D images.
By adopting a camera model, the registration between the two data sources is
facilitated. The purpose of this chapter is to define such a camera model suitable
for that registration.

To extract images from pointclouds, raycasting is available as a mature model-
ing algorithm. Raycasting [134] plays a prominent role in several image processing
algorithms. Extracting images from pointclouds is one of these algorithms and
there are several other algorithms, including hidden points/surface removal, non-
recursive raytracing and volume rendering. These algorithms are utilized for
various domains such as computer graphics, computational geometry, volumetric
image processing, healthcare and robotics [135]–[141]. Besides this, raycasting is
widely used to extract RGB-D images from pointclouds for a given point of view.
Therefore, this chapter aims at using raycasting as a model for our purpose, i.e.
making the extracted RGB-D images compatible with the other sensor data.

In general, raycasting algorithms trace the rays from a virtual-camera center
towards a 3D model to generate a 2D image. In resulting 2D images, a ray is cast
for each pixel, where the pixel value is determined based on the closest point of
the 3D model intersecting with the corresponding ray. When applying raycasting
to pointclouds, the most challenging part is to intersect a ray with points of the
3D model in the 3D space. Since pointclouds are discrete structures of distributed
points, rays may not intersect with any point while passing through the point-
cloud. For this reason, conventional algorithms voxelize pointclouds prior to the
raycasting process [142], to increase the intersecting hit rate.
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Input 3D pointcloud Voxelized 3D model Optimized 3D model (Octree)

Figure 7.1 — Representation of pointclouds as voxelized model. (a) Input 3D model, (b) voxelized
model and (c) corresponding optimized model.

A voxelized pointcloud is a 3D array of voxels (volume-pixels) representing
the model data. The resolution of a voxelized model is derived and based on its
voxel size. A drawback of voxelized models compared to pointclouds is their high
memory requirement. To address this problem, several spatial partitioning tech-
niques have been introduced (e.g. octrees and kd-trees) to deliver the performance
of the pure voxelized model, but with a significantly reduced memory require-
ment [143]–[145]. Figure 7.1 shows a conceptual 3D model and its corresponding
voxelized and optimized models in terms of memory consumption. Note that the
optimized model has a much lower memory consumption, because the amount
of data points representing the voxels are strongly reduced.

Conventional raycasting algorithms perform two steps to extract 2D images
from pointclouds: (a) voxelizing the target pointcloud and (b) raycasting from the
center of a virtual camera to the voxelized model (Figure 7.2). Both steps hamper
to obtain high-quality 2D images. First, the voxelizing process quantizes the po-
sitions of closely-spaced data points into a voxel point, which degrades the 2D
image quality especially for the points located close to the camera. Second, since
rays are cast from the camera towards the model, they diverge when increasing
the distance farther from the camera. Accordingly, this decreases the probability
of intersection for the voxels located farther from the virtual camera. Figure 7.2
illustrates this phenomenon. Although decreasing the voxel size and the angle
between rays can partly compensate for the above-mentioned limitations (quanti-
zation and divergence), these measures imply larger memory and computational
resources.

Despite its popularity, raycasting has limitations as previously indicated. When
applying raycasting as a model to pointclouds in order to adapt the extracted
RGB-D images to the other sensor, the quality of the resulting images is negatively
influenced by the two intrinsic aspects of raycasting: quantization and divergence.

In this chapter, we propose an alternative for the conventional raycasting
method to extract RGB-D images from colored pointclouds. The proposed method
focuses on the enhancement of the resulting image quality by overcoming the
above-mentioned intrinsic limitations. The key feature of the proposed method
is the inverted raycasting direction, which is traversing from model to camera,
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Image planeVirtual camera Voxelized model

ar

V

Figure 7.2 — Conventional raycasting method (parameters ar and V are the angle between rays
and voxel size, respectively).

instead of the conventional camera-to-model approach. Therefore, the proposed
method is called back-raycasting throughout this chapter. This chapter shows that
the model-to-camera raycasting leads to a significantly higher quality of resulting
images. Furthermore, this new approach for raycasting results in an efficient CPU
and memory usage, when compared to the conventional raycasting method.

This chapter is structured as follows. Section 7.2 introduces the proposed
method in detail. Section 7.3 shows the evaluation results with detailed discus-
sions. Finally, Section 7.4 concludes the chapter.

7.2 Alternative model for raycasting
In this section, a Model-to-Camera back-raycasting (M2C) method is introduced as
an alternative to the conventional Camera-to-Model raycasting (C2M) approach.
The M2C method allows extracting higher-quality images in two main steps
without any need for the voxelizing process. As illustrated in Figure 7.3, the con-
ventional raycasting method performs two main steps: (1) voxelizing and (2) ray-
casting. These main steps, voxelizing and raycasting, are replaced in the proposed
method by (1) back raycasting and (2) pixelizing steps, respectively. In addition
to that, a final step is performed to make the neighboring pixels consistent. In the
following, each of these steps is discussed in detail.

7.2.1 Step 1: back-raycasting
To extract images from the 3-D model, first, the rays are cast from each point in the
pointcloud towards the virtual-camera center to intersect the image plane, which
is an image with floating-point accuracy (from now on abbreviated as FPA image).
The FPA image is located at the focal length of the virtual camera and preserves
the exact intersection point of each ray. In contrast to digital images with discrete
coordinates, there is floating-point accuracy in the coordinates within the interval
of [−1,+1] going from left to right and top to bottom, respectively. The practical
discretization level is limited by the implementation. For example, in C++ the
double type in numbers has a coordinate range of 15 decimal digits of precision,
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Voxelizing RaycastingPointcloud 2D image

Back-raycasting Pixelizing (distance-aware)Pointcloud Floating-point

accuracy image

(FPA)
2D image

(a)

(b)

Extracting 2D images from pointclouds

Camera-to-Model (C2M) raycasting

Model-to-Camera (M2C) back-raycasting

Figure 7.3 — Comparing main steps for (a) C2M vs (b) M2C methods.

Pointcloud

Image plane           Virtual camera            Floating-point accuracy imageInput 3D pointcloud 

-1 +1
+1+1

+1-1
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(a) (b)

f
FOV

rp

Figure 7.4 — M2C method: (a) back-raycasting towards (b) FPA image.

which means that it is quantized by a step size of 1E-15. Figure 7.4 illustrates the
M2C method, where casting rays from the pointcloud to the camera center are
intersecting the FPA image.

Each intersection point on the FPA image records two elements of data per ray:
(1) coordinates of the intersection in the range of [−1,+1] per dimension and (2)
the distance from the ray origin in the pointcloud to the camera. Note that also the
distance is determined with the same floating-point accuracy as the coordinates
(1E-15 accuracy). These information elements are processed in the pixelizing step
to generate the corresponding color and depth images, which is explained in the
next section describing Step 2.

Step 1 consists of the following sub-steps to generate the FPA image, based on
the input pointcloud.

1. Define the virtual-camera position based on the input settings for the camera
view.

2. Generate an empty FPA image with a canonical distance, based on the input
settings for the virtual-camera intrinsics.
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Applying desired resolution      Selecting the closest                Resulting image
                                                    point per pixel              one point per pixel (if available)

Floating-point accuracy
            image

(a) (b) (d)(c)

Figure 7.5 — Pixelizing process: (a) floating-point accuracy image containing position, color, and
distance information per point, (b) user-defined pixel grid, (c) data fusion, and (d) resulting color or
depth image.

3. Quantify the image coordinates within the double-sided unity interval and
quantize by the step size equal to 1E-15. This quantization accuracy can be
influenced by the chosen implementation language.

4. For each point inside the input pointcloud, we perform the following actions:

a) Find the line between the point and the virtual-camera center,

b) Find the intersection of the line and the FPA image,

c) Store the intersection location on the FPA image with (1) color data of
the point1, (2) distance to the 3D point. The combination of these two
components (color and distance) are used to generate color and depth
images, respectively.

When completing all steps, the FPA image contains all data to generate the corre-
sponding RGB-D image for the given view.

7.2.2 Step 2: Pixelizing Process
The extraction of images from the 3D model continues with the second step of pix-
elizing the FPA image, so that the obtained 2D image has a desired resolution and
it is generated from the FPA image. Each pixel value is calculated by integrating
data of multiple intersection points. The pixelizing process is performed in two
phases. As shown by Figure 7.5-(b), first, we implement the desired resolution as
a 2D grid on the FPA image to determine each grid cell and the intersection points
located inside it. Then, we determine the grid pixel values as follows (visualized
by Figure 7.5-(c)). If a grid cell contains no intersection points, the corresponding
pixel is determined as an empty pixel. If a grid cell contains a single intersection
point, the pixel value is straightforwardly calculated (e.g. calculating depth based
on the position). For a grid cell containing multiple intersection points, the pixel
value is inherited from the value of the intersection point with the closest distance
to the FPA image plane. Figure 7.5 shows both phases of the pixelizing process.

1We make no assumption on the coloring of the pointcloud here. This means that any point from
the pointcloud consists of a 6-tuple containing 3D position coordinates and 3 color elements.
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Figure 7.6 — Before (left) and after (right) applying the neighboring-consistency technique.

7.2.3 Step 3: Neighboring Pixel Consistency
Regardless of the raycasting direction, the extracted images may contain undesired
empty pixels. Moreover, both raycasting and back-raycasting methods may result
in sharp borders between neighboring pixels in the extracted image, depending
on the virtual-camera pose in the scene (Figure 7.6). To overcome the above-
mentioned challenges, we introduce a neighboring pixel consistency technique.
The aim is to perform a weighted color fusion, in order to achieve a smoother
image with the least possible amount of empty pixels. The following equation
updates each pixel value by combining its own value with its neighboring values:

Qi =
Wd × Pi +

∑
p(Wp × Pp) +

∑
c(Wc × Pc)

Wd +
∑

pWp +
∑

cWc
. (7.1)

The new pixel value, Qi, is calculated based on three elements: (1) the old pixel
value Pi, (2) the weighted sum of the orthogonal neighbor pixel values Pp, and (3)
the weighted sum of the diagonal neighbor pixel values Pc. The subscripts p and c
refer to ’plus’ (orthogonal) and ’cross’ (diagonal), respectively. We have used one
sequential pixel index for simplicity. The user-defined weights Wd, Wp and Wc

indicate the amount of influence for the old value, the ’plus’ and ’cross’ neighbors,
respectively (Wd = 80, Wp = 4 and Wc = 1, for our experiments). Figure 7.7
illustrates the neighboring pixel consistency technique applied to a generic pixel
of the extracted image.

This equation to fill in pixels using their neighbors is applied iteratively to
the whole image. Because of the weighted average of neighboring pixels, the
resulting image is getting more filled after each iteration. Since each empty pixel
is filled based on its non-empty neighbors, in theory, having only one non-empty
pixel would be enough to fill all the empty pixels by iteratively performing this
technique over multiple cycles. In this project, the size of the largest hole has been
less than 4 pixels in width and height. Therefore, a maximum of four iterations is
sufficient to obtain a consistent image without any empty pixels. Depending on
the requirements, users can determine the number of iterations as a user-defined
setting.
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Pixelized image in prior to applying
Neighboring Pixel Consistency

Resulting consistent image

  

 

Wd ×Wp + Wc×× + 

Neighboring Pixel Consistency

Direct pixel "Plus" neighburs "Cross" neighbours

(a) (b) (c)

Figure 7.7 — Neighboring pixel consistency technique: (a) the input image, (b) effect of neighbors
on each target pixel, and (c) the resulting image.

In conclusion, this section has described the model-to-camera raycasting, where
three main steps are applied to a 3D pointcloud for obtaining the corresponding
2D images. First, the back-raycasting step is applied, where a ray per point in
a pointcloud is cast towards the virtual-camera center, which intersects the FPA
image defined at the focal distance. Second, the resulting 2D image is obtained
from the FPA image based on several criteria, to define a grid value with a quan-
tization accuracy equal to 1E-15. The last step is performed on the resulting 2D
image to make the neighboring pixels consistent by filling the empty pixels and
by smoothing the sharp edges.

The following section discusses the evaluation results, where the proposed
back-raycasting (M2C) method is compared to the conventional raycasting (C2M)
method.

7.3 Evaluation Results
This section shows the evaluation results comparing the proposed method to
the conventional approach. The evaluation is measured with several metrics to
facilitate a reasonable comparison of the resulting images.

The experimental results are evaluated based on the following metrics: the
quality of resulting (1) color images, (2) depth images and (3) the required execu-
tion time.

Measurement of color-image quality. The color-image quality is evaluated by ap-
plying the following four well-known algorithms to the extracted images: (1) edge
detection, (2) camera calibration, (3) feature detection and (4) Optical Character
Recognition (OCR). Since these functions are different, the quality is expressed
in different ways, e.g. for edge detection we use PSNR and mSSIM as metrics,
while for calibration we compute the calibration error. The detailed metrics will
be introduced for each function when they are discussed.

Measurement of depth-image quality. In order to evaluate the depth-image quality,
we compare the generated pointclouds based on the extracted depth images to
the ground-truth laser-scanner pointcloud. The quality will be expressed as the
average point-to-point error.

Computing performance. For performance in computing speed, we compare the
M2C and C2M methods in terms of their execution time.
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Table 7.1 — Properties of the dataset pointclouds: number of points and size.

Dataset Number of points Size (m3)

Checkerboard 1 1,916,802 3.5 × 3 × 3
Checkerboard 2 1,917,712 3.5 × 3 × 3
Colorful surfaces 1 1,913,279 3.5 × 3 × 3
Colorful surfaces 2 1,911,031 3.5 × 3 × 3
Text planes 1 2,373,518 3 × 3.5 × 3
Text planes 2 1,909,237 3 × 3.5 × 3
Shapes images 1 2,413,620 3 × 3.5 × 3
Shapes images 2 1,954,813 3 × 3.5 × 3

Resolution of resulting images. In all cases, we evaluate the extracted images at
four resolutions: VGA (=640×480), double-VGA (=1280×960), triple-VGA (=1920×1440)
and quad-VGA (=2560×1920); all resolution are defined in pixels.

Implementation and dataset collection. The proposed M2C method is imple-
mented in C++ and all the code and dataset collection are publicly available under
an Open-source license [146]. We have utilized OpenCV [69] and PointCloud Li-
brary [35] for the standard implementation of some well-known algorithms to
generate evaluation results. The CloudCompare [57] tool has been used for the
comparison of the pointclouds. The experimental results have been obtained
utilizing a workstation with a Xeon(R) W3550 CPU, operating at 3.07 GHz and
20 GB of RAM. The dataset collection consists of 40 colored pointclouds obtained
from the professional Focus3D laser-scanner and the corresponding ground-truth
images. Table 7.1 shows the dataset properties.

7.3.1 Quality of Color Images
Figure 7.8 (b-d) visually compares the extracted images by the M2C and C2M
methods for the four criteria: quality of edges, calibration results, quality of fea-
tures, and OCR results, respectively. In the following, we assign a specific metric
for the quality evaluation of each function.

A. Edge Detection
We have applied the well-known Canny edge detection algorithm to the images
obtained by C2M and M2C. The resulting edges have been compared to the
corresponding ground truth by computing the Peak Signal-to-Noise Ratio (PSNR)
and mean Structural SIMilarity (mSSIM) metrics.

Table 7.2 and Figure 7.9 show the edge detection results for C2M and M2C.
For all four resolutions, both metrics indicate a consistent pattern, however, M2C
outperforms C2M in terms of providing edges of higher quality. On the average,
C2M yields a PSNR of 17.3 dB and 89.3% of similarity with the mSSIM metric.
M2C provides edges of higher quality by yielding a PSNR of 20.5 dB and 94.8%
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Camera-to-model raycasting (C2M)

Figure 7.8 — Comparing the extracted images by the C2M (left in each sub-image) vs M2C (right
in each sub-image) methods: (a) depth images, (b) corresponding images used for edge detection, (c)
checkerboard images exploited for camera calibration, (d) color images utilized for feature matching
and (e) corresponding images used for the OCR algorithms.
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Table 7.2 — Comparing the similarity between detected edges and the ground truth for the
images extracted by the C2M and M2C methods, exploiting PSNR and mSSIM metrics for various
resolutions (VGA (=640×480), double-VGA (=1280×960), triple-VGA (=1920×1440) and quad-
VGA (=2560×1920 pixels).

Resolution PSNR (dB) mSSIM (%)
C2M M2C C2M M2C

VGA×1 17.2 19.5 87.7 92.9
VGA×2 18.8 20.6 92.4 94.7
VGA×3 17.3 21.8 92.3 96.2
VGA×4 16.1 19.9 84.7 95.2

Figure 7.9 — Comparing the similarity between detected edges and the ground truth for the
images extracted by the C2M and M2C methods in terms of PSNR (left) and mSSIM (right) metrics
for various resolutions (×1 stands for VGA, ×2 for double-VGA, etc. and VGA (=640×480),
double-VGA (=1280×960), triple-VGA (=1920×1440) and quad-VGA (=2560×1920 pixels).

of similarity with mSSIM, when compared to C2M. This shows an improvement
in terms of preserving edges for M2C, based on the PSNR and mSSIM metrics of
15.2% and 5.8%, respectively.

B. Camera Calibration
We have evaluated the M2C and C2M methods by applying a standard camera
calibration algorithm to the images, which are extracted from the pointclouds
containing checkerboard 3D data. The resulting intrinsic parameters of the camera
have been compared to the intrinsic parameters of the virtual camera, fed to both
C2M and M2C methods, to generate the color images. As shown in Table 7.3 and
Figure 7.10, the average calibration error for the images extracted by M2C and
C2M methods are 0.36% and 11.7%, respectively. This means that M2C performs
32 times more accurately than C2M. Besides this, M2C shows a consistent behavior
independent of resolution, when compared to the resolution-dependent behavior
of C2M.

C. Feature Detection
We have applied the well-known SIFT feature detection algorithm to the extracted
images and the corresponding real images of the same scenes. Then, the detected
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Table 7.3 — Percentages of the average error for applying camera-calibration algorithms to the
images extracted by the C2M and M2C methods for various resolutions.

Resolution C2M (%) M2C (%)

VGA×1 3.76 0.05
VGA×2 11.03 0.99
VGA×3 18.93 0.16
VGA×4 13.03 0.26
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Figure 7.10 — Averaged error percentages for applying camera-calibration algorithms to the
images extracted by the C2M and M2C methods for various resolutions (×1 stands for VGA, ×2
for double-VGA, etc.).

Table 7.4 — Average number of the matched features between the extracted (Ext.) images by the
C2M and M2C methods in two groups: inside the extracted images and between the extracted and
real images for various resolutions.

Resolution Ext. vs Ext. Ext. vs Real
C2M M2C C2M M2C

VGA×1 151 256 2 7
VGA×2 99 200 42 53
VGA×3 138 216 62 105
VGA×4 141 209 74 85

features are categorized into two groups: (1) extracted images from the point-
clouds together, where we have matched the resulting images together and (2)
between extracted and real images, where we matched the resulting images with
the real images taken by an actual camera. The average number of matched fea-
tures that are inliers, between each pair of images is used as a metric to evaluate
the quality of color images. Table 7.4 and Figure 7.11 show the evaluation results
for the C2M and M2C methods.

M2C results in a more steady quality behavior compared to C2M, in terms
of matching features in the extracted images. However, both methods perform
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Figure 7.11 — Average number of the matched features between the extracted images by the
C2M and M2C methods in two groups: inside the extracted images (left) and between the ex-
tracted and real images (right) for various resolutions (×1 stands for VGA, ×2 for double-VGA,
etc. and VGA (=640×480), double-VGA (=1280×960), triple-VGA (=1920×1440) and quad-
VGA (=2560×1920 pixels).

Table 7.5 — Average percentage of the recognized characters in the extracted images by C2M and
M2C for various algorithms and resolutions.

Resolution Tesseart (%) OnlineOCR (%)
C2M M2C C2M M2C

VGA×1 39 44 39 46
VGA×2 53 69 73 75
VGA×3 63 72 78 87
VGA×4 71 77 80 88

differently for each resolution, when matching features between extracted and
real images. This is due to the fixed resolution of the real images. On the average,
C2M and M2C lead to 132 and 220 (67% of improvement) matched features in
the extracted images, respectively. Considering matching features between the
extracted and real images, C2M and M2C lead to 45 and 62 (40% of improvement)
matched features, respectively.

D. OCR algorithms
We have generated a laser-scanner dataset containing text images with various
font types and sizes. Then, two well-known OCR algorithms, Tesseart [147] and
OnlineOCR [148], were applied to the extracted images. As a metric for the quality
of color images, we report the percentage of correctly recognized characters by
each algorithm per method and for various resolutions (Table 7.5 and Figure 7.12).
As expected, both algorithms indicate resolution-dependent results with a consis-
tent pattern for the extracted images by the C2M and M2C methods.

The Tesseart algorithm can recognize on the average 56% and 65% of char-
acters in the images extracted by the C2M and M2C methods, respectively. The
OnlineOCR recognition rate is 68% and 74%, when applied to the images extracted
by the C2M and M2C methods, respectively. These numbers show that the M2C
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R

R

Figure 7.12 — Average percentages of the recognized characters in the extracted images by C2M
and M2C for various resolutions: results obtained by the (left) Tesseart and (right) OnlineOCR
algorithms (×1 stands for VGA, ×2 for double-VGA, etc.).

Table 7.6 — Average point-to-point errors of the pointclouds generated based on the images
extracted by the C2M and M2C algorithms, compared to the ground truth.

Resolution Mean error (mm) Std. dev. (mm)
C2M M2C C2M M2C

VGA×1 3.79 1.68 3.45 1.77
VGA×2 3.72 1.59 3.62 1.78
VGA×3 3.70 1.60 3.59 1.76
VGA×4 3.54 1.46 3.54 1.30

method leads to 16% and 10% more recognized characters by the Tesseart and
OnlineOCR algorithms, when compared to the C2M method.

7.3.2 Quality of Depth Images
To evaluate the quality of depth images, first, we have extracted the depth images
from the laser-scanner pointclouds, based on the C2M and M2C methods. Then,
the extracted images have been converted again to the pointclouds, according to
the intrinsic parameters of the applied virtual camera for both methods. Finally,
the resulting pointclouds have been compared to the corresponding ground-truth
laser-scanner pointclouds. We have utilized the average point-to-point distance
between pointclouds (obtained via CloudCompare [57]) as the error metric. Ta-
ble 7.6 and Figure 7.13 illustrate these comparison results of the C2M and M2C
methods, which is expressed as the mean error of the point-to-point distance and
its standard deviation. The obtained results are relatively constant in this case,
due to the high density of the ground truth.

Both C2M and M2C methods produce consistent results for all four resolutions.
The extracted depth images obtained by the proposed M2C method contain an
average error of 1.58 mm, which is a 57% of improvement compared to the C2M
method with 3.69 mm as an average error. The same pattern appears for the
standard deviation metric, where C2M and M2C result in the average deviation
of 3.35 mm and 1.65 mm (53% less error), respectively.
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Figure 7.13 — Average point-to-point errors of the pointclouds generated based on the images
extracted by the C2M and M2C algorithms, compared to the ground truth: (left) mean error, (right)
standard deviation (×1 stands for VGA, ×2 for double-VGA, etc.).

Table 7.7 — Execution times for the C2M and M2C methods for various resolutions.

Resolution C2M (s) M2C (s)

VGA×1 2.50 1.80
VGA×2 12.15 1.93
VGA×3 44.79 2.21
VGA×4 129.62 2.65

7.3.3 Computing Performance
Table 7.7 and Figure 7.14 show the average execution time of the C2M and M2C
methods for the four resolutions. The most important finding is that the execution
time for M2C is independent of the output resolution of the resulting 2D images.
Evidently, the execution time correlates with the density of the input pointcloud.
In contrast to this, the execution time for C2M grows exponentially by increasing
resolution. The reason is that M2C depends only on the number of points in a
pointcloud and not on the image resolution. However, the output image resolution
influences the performance of the C2M method through its voxelizing phase. On
the average, M2C and C2M execute in 2.15 s and 47.27 s, respectively. This means
that for the average resolution of the output images, M2C runs 22 times faster
than C2M.

7.4 Conclusion
We have proposed a Model-to-Camera back-raycasting (M2C) method as an al-
ternative to the conventional Camera-to-Model raycasting (C2M) approach. The
proposed method allows extracting images of higher quality in two main steps.
There is no need for the voxelizing process, required for the conventional C2M
approaches, which makes the method much more efficient.

The proposed method consists of two main steps to extract color or depth
images from the input pointclouds: back-raycasting and pixelizing. First, at the
back-raycasting step, we cast a ray for each point in the pointcloud towards a
floating-point accuracy (FPA) image located at the focal length of the virtual cam-
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Figure 7.14 — Execution times for the C2M and M2C methods for various resolutions (×1
stands for VGA, ×2 for double-VGA, etc. and VGA (=640×480), double-VGA (=1280×960),
triple-VGA (=1920×1440) and quad-VGA (=2560×1920 pixels).

era. This FPA image contains both color and depth data for each point. Second,
at the pixelizing step, we generate a pixel grid with a user-defined resolution to
extract the color and depth images from the resulting FPA image. Besides these
two main steps, we also apply a neighboring pixel consistency technique on the
extracted images obtained from both C2M and M2C methods. This extra step
improves the image quality in terms of filling holes and smoother transitions
between the pixels.

We have evaluated the proposed methods in terms of the quality of the color
and depth images, and the computing performance. To evaluate the quality of
color images, we have utilized four well-known algorithms including edge detec-
tion, camera calibration, feature matching and OCR algorithms and corresponding
but specific metrics for the evaluation. The evaluation results show that the pro-
posed M2C method outperforms the conventional C2M method for all the metrics
and resolutions.

The edges generated by a Canny detector on the M2C images are 15% closer to
the ground truth, compared to the detection results obtained by the C2M images.
Applying camera-calibration algorithms on the extracted images shows that, on
the average, M2C provides images resulting in 32% less errors, when compared to
the images extracted by C2M. Utilizing the SIFT algorithm, the images generated
by M2C lead to 67% more matched features compared to the images extracted by
C2M. On the average, the OCR algorithms can recognize 16% more characters in
the images extracted by M2C compared to the images generated by C2M. Depth
images generated by M2C contain a 57% lower average point-to-point error, when
compared to the depth images extracted by C2M.

In terms of execution time, M2C executes up to 49 times faster than C2M
(22 times faster on the average). Besides this, the execution time of M2C is indepen-
dent of the resolution of the output images, compared to the resolution-dependent
behavior of C2M.

In conclusion, the proposed back-raycasting method (M2C) consistently pro-
vides better results in extracting RGB-D images from pointclouds, compared to
the existing raycasting (C2M) method, omits the voxelizing process and offers a
resolution-independent constant execution time. To enable researchers generating
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the same results and extend this work, the dataset and implementation codes are
publicly available under an open-source license [146].

Up to this point, we have created several contributions to a complete solu-
tion for multi-modal registration. The previous chapters and this chapter have
proposed algorithm improvements for the individual steps of the multi-modal
registration framework. In the next chapter, these contributions will be combined
into an updated overall approach for multi-modal registration.
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Sensor-Data Registration

8.1 Introduction
The purpose of this chapter is to combine the methods introduced in the pre-
vious chapters into one complete system. Since various techniques for depth
sensing were applied, this chapter aims at handling data from sensors with differ-
ent modalities. As discussed in some of the preceding chapters, the quality and
resolution of sensor types can be varying and do not necessarily match with each
other. This requires techniques for registration, such that one overall model can
be constructed. This summarizes the main objective of this chapter.

Despite the advent of newer technologies, the sensors can still be categorized
into the classification by Curless [20], which distinguishes sensors actively emit-
ting a signal for 3D measurement processing (active sensors) and sensors that do
not emit such signals (passive sensors), but in plurality also offer 3D information.
Regardless of the utilized sensor types, multiple scans are needed for a complete
3D reconstruction, due to occluded areas in most of the scenes. Therefore, a broad
range of 3D image processing algorithms has been designed to register multiple
scans to a common reference and then, fuse them into a unified 3D model.

A broad set of sensors is currently available for large-scale 3D reconstruction.
These sensors are intrinsically very different in terms of five key aspects: sensing
accuracy, 3D model density, coverage distance, cost and sensor-related process-
ing time. This sensor set includes time-of-flight devices in 3D (e.g. Velodyne [7]
LiDAR) and 2D configurations (e.g. Kinect One), phase-shift laser scanners (e.g.
Focus3D [6]), structured-light devices (e.g. Kinect 360), triangulation-based sen-
sors, handheld 3D laser scanners and stereoscopic systems such as stereo cameras,
etc. We divide these sensors into two main categories.

• Stationary sensors. The sensor set consists of accurate, though rather expen-
sive 3D scanners, which are capable of covering long distances and gener-
ating dense 3D models. However, the scanning process with such sensors
takes a (relatively) long time for a significant area (from few minutes to few
hours).

• Handheld sensors. There are low-cost and less accurate mobile sensors provid-
ing less dense 3D models, but they require a significantly shorter processing
time (few milliseconds to few seconds). This enables real-time scanning and
3D reconstruction of scenes.
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Handheld sensorStationary sensor

Challenge II:
Smart Hybrid Registration

Uniformly represented models

Challenge III:
Scalability and Adjustability

Challenge IV: Overall Registration
Registration without loop-closure

Challenge I:
Common Representation

Figure 8.1 — Challenges for multi-modal sensor-data registration, when combining 3D data
obtained by stationary and handheld sensors (e.g. laser scanner and Kinect, respectively).

Although various sensors exist in between those two sensor types, they can
be coarsely categorized into either of the two types, according to the above-
mentioned criteria.

The objective of this chapter is to combine these two sensor types, so that the
high quality of static sensors and the flexibility of handheld sensors are combined
in an overall approach. This approach implies that a smooth integration of the
3D data of different sensor modalities should be explicitly solved. The main chal-
lenge in achieving this multi-modal integration is establishing a well-performing
registration algorithm of the various modalities. To address this registration chal-
lenge, we need to overcome several sub-challenges as depicted in Figure 8.1. As
an important feature, registration of the 3D models of different modalities implies
a requirement on these 3D models to be adjustable. In other words, it should be
possible to locally adjust the 3D models obtained via less accurate sensors, such
that they improve to a high-quality 3D model to the level of the corresponding
(reference) models derived from more accurate sensors data.

In alignment with Figure 8.1, the following challenges should be addressed in
order to satisfy the previously mentioned registration requirement.
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Figure 8.2 — Samples taken by the FARO Focus3D laser scanner: (a) 3D model of the VCA office
and laboratory at the Eindhoven University of Technology consisting of 16 registered scans and (b)
3D model of a supermarket in Nice (France) including 64 registered scans.

1. Challenge I: Common representation. The challenge is to find the common rep-
resentation format that enables the alignment of both RGB-D and pointcloud
data into a global 3D model.

2. Challenge II: Smart hybrid registration. This challenge attempts to combine
available 2D and 3D registration algorithms to efficiently benefit from their
advantages, while compensating for their limitations by exploiting the com-
plementary nature of both types.

3. Challenge III: Scalability and adjustability. The challenge is to generate flexible
3D models from handheld sensors, such that they can be adjusted based on
more accurate 3D models obtained by stationary sensors.

4. Challenge IV: Overall Registration. The challenge is to design a registration
processing chain that is independent of loop closures, which are normally
required to correct for RGB-D sensor drift.

In this chapter, we propose a multi-modal 3D registration algorithm focusing
on the reconstruction of large-scale environments, where the 3D data obtained
from an accurate stationary sensor are registered and enriched with 3D data cap-
tured via a handheld sensor.

This chapter is structured as follows. Section 8.2 describes sensor configura-
tions for this algorithm. Section 8.3 explains the key elements of the proposed
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multi-modal registration method. Section 8.4 describes how the FlexiFusion tech-
nique from Chapter 4 can contribute to the proposed multi-modal registration
algorithm. Section 8.5 discusses a 3D pyramid technique that addresses the com-
mon representation challenge. Section 8.6 focuses on the integration and contri-
bution of the R3P technique from Chapter 6. Section 8.7 introduces the proposed
multi-modal registration process. Section 8.8 discusses the preliminaries for the
evaluation process. Section 8.9 explains the main evaluation method. Section 8.10
focuses on qualitative evaluation. In Section 8.11, our choices are revisited and
assessed. Finally, Section 8.12 concludes this chapter.

8.2 Sensor Configurations
To perform 3D modeling of large environments with complex geometry and fol-
lowing our choice of sensors, we need to integrate 3D data obtained from two
intrinsically different sensor types. The proposed sensor configuration involves a
combination of a stationary and a handheld sensor.

Among several options for stationary 3D sensors, we have adopted the Focus3D [6]
as an accurate long-distance 3D scanner, which provides dense, yet colored point
clouds, as depicted in Figure 8.2. Velodyne [7] LiDAR is another alternative, how-
ever, it provides colorless point clouds. Colorizing Velodyne point clouds would
require costly synchronization, calibration and fusion phases [8], [9] and would
not result in a comparable colored point cloud, when compared to Focus3D. Be-
sides the choice for Focus3D, Kinect is used as a complementary handheld 3D
sensor, while it is also possible to deploy stereo cameras as an alternative [10], [11].
The chosen sensors are largely different in terms of sensing accuracy, 3D model
density, coverage distance, cost and sensor-related processing time. Moreover, the
sensors generate data in different modalities: color and depth data (RGB-D) by
Kinect and colored pointclouds by the laser scanner. Thereby, registration of such
data types becomes a serious challenge.

8.2.1 Stationary Sensor
The Focus3D [6] is employed as a stationary 3D sensor, which can cover a large
area in one scan resulting in a dense and accurate colored pointcloud, as shown
in Figure 8.2. However, each scan with the desired accuracy requires substantial
sensor-related processing time, from 10 to 60 minutes, depending on the required
quality and density of the resulting model. For instance, the sample shown in
Figure 8.2-a consists of 18 scans, which involved 4 hours to capture them, while
the larger sample (Figure 8.2-b) containing 64 scans was obtained within 10 hours.

Besides this, the resulting 3D model obtained by a single Focus3D scan contains
a noticeable large amount of holes and gaps, due to occlusions and obstacles
in the scene, as illustrated in Figure 8.3. The above-mentioned relatively large
processing time hampers the use of multiple scans to comprehensively cover the
environment to fill all the gaps and holes. In some situations, up to hundreds of
scans are required to fully cover a geometrically complex scene of 40 m2 size. In
addition, it is not always feasible to access every corner of a scene due to sensor
portability limitations.
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Figure 8.3 — Occlusions in 3D models obtained via the Focus3D laser scanner: (a) shows the
top view, where the letter “F” indicates the scanner pose; (b) and (c) show the side and front view,
respectively. Note the empty areas (holes) caused by occlusions.

8.2.2 Handheld Sensor
To compensate for the rigidity of the laser scanner, we utilize a highly mobile
device in the form of a handheld depth sensor (Kinect). The very first application
to perform 3D reconstruction in real time based on the Kinect data, was Kinect-
Fusion [24]. Exploiting GPU implementation, KinectFusion deploys a truncated
version of the signed distance function (SDF) [32] as a 3D voxel grid, along with
the iterative closest point (ICP) [30], [31] algorithm as a pose estimator, to establish
3D reconstruction in real time. Two major limitations of KinectFusion and similar
applications are drift and scalability. The drift problem appears from imperfections
in the ICP pose estimation and also noisy depth data at the input, resulting in an
undefined accumulated pose error in the absence of a pose adjustment algorithm.

From a general point of view, various versions [30], [31], [116] of the ICP algo-
rithm including the optimized version for human-made structures[149], have two
limitations. First, it is dependent on the initial pose estimates, which could lead
to wrong convergence in local minima. Second, it lacks a measurement metric to
indicate the overall matching quality. The scalability problem of KinectFusion as
discussed in Chapter 4 originates from the size-limited volumetric model stored
in GPU memory, which limits the range and size of the reconstructed 3D model.

8.3 Key Elements of Multi-Modal 3D Registration
This chapter aims to achieve a fully registered unified 3D model, based on separate
3D models obtained from sensors with widely different modalities. For achieving
this goal, we propose a framework that overcomes each challenge mentioned
in Figure 8.1. For each of those challenges, we introduce a solution that enables
the construction of the desired overall framework. Each proposed solution may
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be sub-optimal for the overall framework, but at the same time suitable. Later,
we evaluate these choices with regard to the whole framework. The proposed
multi-modal 3D registration algorithm comprises the following four elements.

1. Model-to-camera raycasting, discussed in Chapter 6, as a technique for uni-
form representation of 3D data with different modalities. Challenge I, as
shown in Figure 8.1, is solved by this technique.

2. R3P, as proposed in Chapter 5, forms an optimized registration method to be
deployed on uniformly represented 3D data. R3P solves Challenge II shown
in Figure 8.1.

3. FlexiFusion, introduced in Chapter 3, is a 3D reconstruction technique to
generate adjustable 3D sub-models. FlexiFusion solves Challenge III depicted
in Figure 8.1.

4. This chapter introduces a multi-modal 3D registration algorithm to primarily
solve the overall registration challenge, shown as Challenge IV in Figure 8.1.

The resulting combined 3D model from the overal framework provides a dense,
accurate 3D model, which does not contain any holes in 3D geometry, when the
area is also fully covered by a handheld sensor.

Figure 8.4 addresses the above-mentioned challenges to be covered in the
subsequent processing stages. As illustrated at the left, Kinect and the FARO
laser-scanner provide 3D data of largely different modalities in the form of RGB-
D images and colored pointclouds, respectively. The laser-scanner pointclouds
are directly used as the 3D reference due to the accurate and large-scale mod-
els. However, the laser-scanner reference models contain holes caused by occlu-
sions. For Kinect RGB-D data, a 3D reconstruction technique is needed to generate
adjustable 3D models with the purpose of filling the holes of the laser-scanner
reference models. To this end, the multi-modal data should be first converted
to a uniform representation and then registered together, based on the common
extracted features from both uniformly represented Kinect and the laser-scanner
data. The following sections describe techniques and algorithms proposed to solve
the above-mentioned challenges.

Having discussed the whole procedure, the individual steps will be briefly
addressed. The first three key elements are only addressed at the global level in the
orientation of integrating to the overall framework of Figure 8.1, since they were
discussed in detail in the preceding chapters. However, the last challenge is not
only addressed at the global level, but further elaborated upon in this chapter. The
last step defines the main flow where all key elements are combined to achieve
the proposed multi-modal registration.

8.4 Registration Method I: FlexiFusion Technique
This section briefly surveys FlexiFusion, introduced in Chapter 4, as a 3D recon-
struction technique to generate adjustable 3D models from Kinect RGB-D data.
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Figure 8.4 — Four general steps to perform multi-modal registration.
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Time Time
Global poses Local poses inside each 3D Box

Figure 8.5 — Accumulated drift for global (left) and local (right) poses of a 3D chain. Since
FlexiFusion resets the local pose per 3D box, the accumulated drift does not propagate to the next
boxes. Vertical lines show the 3D box borders over time.

FlexiFusion addresses Challenge III on adjustability, of Figure 8.1, and moreover,
it provides also a structure to overcome the drift challenge. In FlexiFusion, we
propose to generate a non-rigid chain of rigid 3D sub-models, which are globally
flexible while being locally rigid. Position and orientation of each 3D sub-model
can be individually corrected to become aligned with the laser-scanner reference
model. To achieve this objective, FlexiFusion stores the sensed environment data
as a 3D chain, which is a linked list of rigid 3D sub-models, called 3D boxes. A
3D box is a standalone 3D model with an arbitrary size and has a user-defined
amount of overlap with its neighboring 3D boxes.

A. Drift-proof Scanning
This boxing method prevents the accumulated drift error from being incorporated
into the global 3D model, thereby protecting the global model from model-level
and object-level deformations. Each 3D box in a 3D chain can be independently
transformed to fit into a laser-scanner reference model. Besides this, FlexiFusion
supports discrete scanning of the environment and without imposing any obliga-
tion for a continuous sensor movement trajectory.

With a lack of any pose-adjustment technique in the KinectFusion-like algo-
rithms, ICP as a pose estimator generates indefinite drift. The drift constantly
accumulates and deforms the 3D model, which is updated based on the estimated
poses [63], [65]. To overcome this deficiency, FlexiFusion is designed to limit the
amount of drift and keep it under a user-defined tolerable threshold for each indi-
vidual 3D box, by making the local poses inside 3D sub-models independent of
each other. Each 3D box has its own reference pose and inside each 3D box, the
poses are locally computed, based on the corresponding reference pose only.

By performing this technique, the local drift does not propagate to the next
3D box, as shown in Figure 8.5. Accordingly, each 3D box does not include any
drift and local object deformation from a previous box. Re-establishing new 3D
boxes preserves the 3D sub-models and local poses from being affected by an
accumulated drift. It should be noticed that an actual accumulated drift can oc-
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cur, but the previous approach prevents it to be included. However, the actual
accumulated drift can still affect the global positioning of 3D boxes, which can be
corrected later by exploiting the provided adjustability of FlexiFusion. Conclud-
ing, this sub-modelling allows to overcome the effect of the accumulated drift on
the global poses by either utilizing SLAM loop-closure adjustment algorithms, or
Kinect-to-laser-scanner alignment, to correct the global poses for the 3D boxes.

B. Discrete Scanning
Due to several reasons, during the scanning process there could be a possibility
that a 3D chain is broken into multiple smaller 3D chains. For example, if a pose-
estimation algorithm looses the track caused by lack of 3D geometry features, the
3D chain becomes broken and no further 3D boxes can be added to it, because
of unknown relative pose differences of new boxes. Depending on the environ-
ment/objects geometry arrangement, it is possible to have a discrete 3D chain
consisting of several aggregated 3D chains, where each chain will be individually
aligned to the 3D laser-scanner model. Chapter 4 discusses FlexiFusion in detail.

8.5 Registration Method II: 3D Pyramid Technique
This section deals with the first challenge on common representation, posted in
the introduction of this chapter 8.1. The 3D Pyramid method addresses Chal-
lenge I depicted in Figure 8.1. It introduces a conversion technique to extract
Kinect-consistent data from the laser-colored pointclouds. To do this, we exploit
a model-to-camera back-raycasting technique, which simulates a virtual camera
with the exact camera intrinsics and field-of-view as the depth sensor (e.g. the
Kinect) utilized by FlexiFusion. This virtual camera can freely move inside the
laser-colored pointclouds and generate partial RGB-D data per view. This data-
conversion process results in a pointcloud and a pair of artificially generated color
and depth images for each virtual view on the 3D laser-based model. We define
3D Pyramid as the triplet combination of color, depth and pose per view, which is
visualized at the top in Figure 8.6.

It is possible to simulate various sensors inside the laser-scanner model by
changing the configuration settings. For example, Figure 8.6-a shows the pose
(rotation and translation) of the virtual camera inside the laser-colored pointcloud
and Figure 8.6-b and -c demonstrate various RGB-D results for the same scene,
but based on different intrinsic camera parameters. The 3D Pyramid technique
enables to uniformly represent multi-modal data of both the Kinect and laser
scanner in the form of pairs of RGB-D data.

Figure 8.7 shows a Kinect RGB-D pair and a corresponding RGB-D pair ob-
tained from the laser-scanner model via the above-mentioned technique. Since
the virtual camera in the proposed technique deploys the same intrinsics and set-
tings as Kinect, the resulting artificial color and depth images resemble therefore
the corresponding Kinect images, as shown in Figure 8.7. The following section
demonstrates how to register these uniformly represented 3D multi-modal data
utilizing an optimum registration pipeline.
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Figure 8.6 — 3D Pyramid: (a) the virtual camera in form of a pyramid inside the 3D laser-scanner
model, (b) the resulting RGB-D image pair based on the Kinect intrinsics (fx=fy=577.266, cx=320,
cy=240), and (c) pair of RGB-D images for the same scene but with different intrinsic camera
parameters (fx=fy=1154.592, cx=320, cy=240).
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Figure 8.7 — RGB-D data samples: (a) obtained via Kinect and (b) via the laser-colored point-
cloud. Images (b) are extracted utilizing the proposed model-to-camera back-raycasting method.

Summarizing, our proposal for the common representation format supporting
global 3D alignment, is to simulate one sensor in the framework of another one.
Specifically, we have simulated Kinect within the laser-scanner framework, so
that the joint registration into a 3D model is enhanced. Chapter 7 discusses the
model-to-camera (M2C) method in detail. M2C is the base method for the 3D
pyramid technique described in this section.

8.6 Registration Method III: R3P Technique
This section discusses Challenge II on smart hybrid registration of Figure 8.1. How-
ever, this challenge will be approached from the outcome of the already solved
first challenge on the common representation: our starting point is based on RGB-
D data. We introduce a technique to register Kinect RGB-D data to artificial RGB-D
data obtained from the laser-scanner model via the 3D Pyramid technique. Regis-
tration of 2D images has been extensively investigated in literature and several
mature algorithms are available for every aspect of the registration process. De-
spite this maturity, the 2D registration methods cannot estimate 3D transformation
accurately, due to their intrinsic limitation in extracting precise depth information.

In contrast to the 2D domain, registration algorithms designed for performing
on 3D point-cloud data are not mature enough to be used as standalone methods
applying to multi-modal 3D data. However, supported by preliminary point-
correspondence data, the 3D registration algorithms can provide a more accurate
3D transformation estimation, when compared to the 2D registration algorithms.
The combination of 2D and 3D algorithms facilitates a potential gain for high-
quality registration by using the best properties out of both domains [110].
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We propose a joint 2D/3D registration algorithm benefiting from both 2D and
3D domains with flexible options for each algorithm stage. The proposed algo-
rithm includes three main steps. First, the 2D correspondences in a pair of color
images are independently estimated. This step consists of feature detection and
description, feature matching and outlier removal. Second, the quality of found
correspondences is enhanced by integrating the 2D and 3D correspondences. Fi-
nally, the transformation is estimated via 3D algorithms exploiting the strongest
correspondences.

The most important aim of the proposed registration algorithm is to coarsely
align the obtained 3D FlexiFusion chains to the laser-scanner models. The incom-
plete laser-scanner 3D reference model stands on one side and the less accurate
and less dense 3D models obtained via FlexiFusion stand on the other side of
the 3D model spectrum. This difference between the two model types, in terms
of quality and density, makes it impossible to obtain consistent results, when
directly applying 3D feature-based registration algorithms. However, we have
found that this difference disappears when downsampling the 3D models of the
Kinect and laser-scanner to the RGB-D domain, since both Kinect and the laser-
scanner provide color images with a sufficient level of quality to extract consistent
visual features, as shown in Figure 8.7. As mentioned before, the 3D Pyramid
technique enables extracting Kinect-consistent RGB-D data from the laser-scanner
pointclouds. The next section describes the registration process based on the R3P
technique, as addressed in the third challenge and discussed in Chapter 6.

8.7 Registration Method IV: Overall Registration
This section addresses Challenge IV on overall registration, as depicted in Fig-
ure 8.1. Because this step will be further optimized for the whole framework, we
present much more detail on this step and propose an algorithm for achieving
high performance. Figure 8.4 illustrates the general stages required to achieve
registration of different modality data of Kinect and the laser-scanner. Several
techniques have been introduced in this chapter to perform this multi-modal
registration, including FlexiFusion, 3D Pyramid and R3P as 3D reconstruction,
uniform representation and registration techniques, respectively. This section de-
scribes how we jointly employ these proposed techniques to specifically register
Kinect and the 3D laser-scanner data, as illustrated in Figure 8.8.

Kinect provides RGB-D data, while the laser-scanner generates colored point-
clouds as 3D data. The laser-scanner pointclouds are registered together to build
the 3D reference model, which is an incomplete model due to holes caused by
occlusions. Applying the FlexiFusion algorithm on the Kinect RGB-D data, we
generate 3D sub-models (3D Chain), each containing RGB-D pairs and the cor-
responding reconstructed 3D model. To register 3D Kinect sub-models to the 3D
laser-scanner reference model, we first unify modalities by applying the 3D Pyra-
mid technique on the laser-scanner reference model to generate Kinect-consistent
RGB-D data. Then, we supply the R3P registration algorithm with pairs of RGB-D
data, obtained from the 3D sub-models of the Kinect data and the laser-scanner
3D Pyramids to perform registration.
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Figure 8.8 — Overview of the proposed methods to perform multi-modal registration.
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8.7.1 RGB-D Registration via R3P
To register two pairs of RGB-D image data from a 3D sub-model and a 3D pyramid
via R3P, we follow the steps defined and illustrated in Chapter 6, where R3P
is discussed in detail. The main steps of the proposed RGB-D registration are
illustrated in an algorithm box as follows.

Algorithm steps for RGB-D registration

Per RGB-D pairs obtained by Kinect and extracted by the 3D Pyramid
technique from the laser-scanner pointcloud:

Step (1) Find the visual correspondences between the colored images
of the RGB-D pairs.

Step (2) Generate the depth correspondences by finding the depth
data for the visual correspondences.

Step (3) Register the pointclouds extracted from the depth correspon-
dences.

The following describes each of the steps in detail.

• First, we start with the 2D stage by applying the R3P 2D algorithms to color
images. Visual features for each pair of a 3D sub-model image and a 3D
pyramid color image are detected and described. Experiments will be dis-
cussed later, which show the ORB-BRISK combination performs optimally
for this stage. Then, we match the detected features from both color images
by a cross-checking algorithm to find visual correspondences between the
3D sub-model and the 3D pyramid. The 2D stage is completed by removing
outliers from the visual correspondences. A visual correspondence relates a
pixel in the 3D sub-model color image to its corresponding pixel in the 3D
pyramid color image.

• Second, we apply a 2D-to-3D transition step, which proceeds by finding
depth data for the visual correspondences from depth images. For each pair
of visual correspondence pixels, we find the two corresponding depth pixels
between the 3D sub-model depth image and the 3D pyramid depth image.
If there is no depth data available for a visual correspondence from the 3D
sub-model or the 3D pyramid depth images, the corresponding pair will
be discarded from the visual correspondence set. The 2D-to-3D transition
step is completed by generating a depth-correspondence set for the visual
correspondence set.

• Third and finally, the registration process continues by applying 3D R3P
algorithms on the depth-correspondence set. We call the set of generated
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corresponding 3D points in short as 3D key points. This stage continues with
removing outliers from 3D key points by applying RANSAC [150]. Finally
in this stage, we estimate the transformation between the 3D key points, by
deploying a singular value decomposition (SVD) algorithm. At the end of
this stage, the estimated transformation between the input 3D sub-model
and the 3D pyramid is calculated based on 3D key points.

8.7.2 Registration of 3D Chains to the Laser-scanner Reference Model
For each 3D chain containing connected 3D sub-models, it is necessary to align at
least one 3D sub-model to the laser-scanner reference model. If a 3D sub-model
is aligned to the reference model, all its neighboring 3D sub-models can also be
aligned based on their relative poses. The registration process for each 3D chain
starts with the alignment of all the 3D sub-models (boxes) of the chain to the
laser-scanner 3D pyramids. For each 3D sub-model, we apply R3P iteratively to
the RGB-D image data from the 3D sub-model and the image data from all the
3D pyramids. At the end, for each 3D sub-model, a laser-scanner 3D pyramid
with the highest matching score is utilized to align the 3D sub-model to the laser-
scanner reference model. This matching score Sm is measured between two pairs
of RGB-D data, which are supplied to R3P and is given by

Sm =

(
Ni

Em

)2

, (8.1)

where Ni equals the number of inliers and Em is the matching error, specified by
the average of the point-to-point distances between the inlier correspondences
within the set. Furthermore, 3D sub-models that R3P fails to align, will be aligned
based on their closest aligned neighbors, according to their relative poses. It is
possible that R3P fails at each of the above-mentioned steps for a particular pair
of 3D sub-model and 3D pyramid. One important reason for this failure is caused
by occlusion in the laser-scanner reference model, where a 3D pyramid does not
contain part of the data presented in its corresponding 3D sub-model.

The registration process starts with aligning a 3D sub-model to the reference
model, by comparing it to all 3D pyramids and then registering the remaining 3D
sub-models via only a subset of pyramids, according to the relative poses.

As shown in Figure 8.8, R3P registers 3D FlexiFusion sub-models to the laser-
scanner reference model represented as 3D Pyramids. The incomplete laser-scanner
reference model becomes complete when 3D sub-models fills its holes and gaps. To
improve the registration quality, we apply the ICP algorithm as a refinement to the
aligned 3D sub-models and the reference model. Figure 8.9 shows 3D sub-models
obtained via FlexiFusion and registered with the corresponding laser-scanner
reference model.

8.8 Evaluation Results and Discussion I: Preliminaries
This section presents preliminaries for the evaluation results of the overall sys-
tem and its corresponding techniques and algorithms. The dataset collection, the
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Figure 8.9 — Registered 3D chain of the FlexiFusion aligned to the laser-scanner reference model,
shown as a visual illustration on alignment quality. The colored pointclouds are not shown to enable
readers for a better investigation of the alignment quality, since coloring pointclouds can hide parts
of the misalignments.
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Table 8.1 — Laser-scanner dataset collection captured via the Focus3D laser-scanner.

Laser-scan Points Volume (m3)

1 42,944,134 22.4 × 23.7 × 4.3
2 42,875,875 33.3 × 31.7 × 7.1
3 42,786,068 29.0 × 32.5 × 3.4
4 42,466,832 32.1 × 38.7 × 6.8
5 42,359,957 31.1 × 39.0 × 6.6
6 42,634,635 30.2 × 36.7 × 8.1

Total 256,067,501 40.6 × 42.1 × 8.1

corresponding results and the source code are publicly available [151]. The exper-
imental results have been obtained on a workstation with a Xeon(R) W3550 CPU
operating at 3.07 GHz, 20 GB of RAM and a GTX 980 Ti GPU board, containing
2816 cores and 6 GB of RAM.

8.8.1 Dataset
To evaluate the proposed registration pipeline, we have made a dataset collection
by Kinect 360 as depth sensor and the Focus 3D laser-scanner, described as follows.

• Laser-scanner dataset. The laser-scanner dataset consists of 6 scans pair-wise
aligned together with a volume of 40.6×4.2×8.1 m3 (Table 8.1) and contains
256, 067, 501 points.

• Kinect dataset. We have recorded 21 Kinect datasets, including 5 datasets
having a trajectory loop with a closure point. We focus on the 5 datasets
with loops to evaluate the improvement achievable via a SLAM loop-closure
algorithm, applied to the FlexiFusion results (Table 8.2).

According to the configuration settings, FlexiFusion generates 3D boxes of
800× 800× 800 voxels. The chosen voxel size of 2.5× 2.5× 2.5 mm3 defines 3D
box dimensions as 2× 2× 2 m3. The thresholds for sensor rotation and translation
to initialize a new 3D box are 25 degrees and 50 cm, respectively. Therefore, if
the sensor translates inside the XYZ 3D space for more than 50 cm away from its
initial position in any direction, the current 3D box construction is finalized and
a new 3D box is initialized. The same box initialization action is triggered if the
sensor rotates for more than 25 degrees around any axis compared to its initial
orientation.

8.8.2 Implementation and Evaluation Tool
We have implemented the proposed registration pipeline, utilizing C++ and the
Compute Unified Device Architecture (CUDA) [67] for the CPU and GPU plat-
forms, respectively. The OpenMP [68] and Boost libraries have been deployed to
handle the multi-threaded implementation. Besides this, our implementation uses
several modules from the OpenCV [69] and pointcloud libraries (PCL) [35].
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Table 8.2 — RGB-D dataset collection with loop closures, captured via Kinect 360 as a handheld
sensor and processed by FlexiFusion to generate corresponding chains of 3D boxes. The length and
volume items indicate the trajectory path and covered space by the sensor, respectively. The frames
column presents the number of color-depth pairs for each dataset.

Dataset Points Boxes Length (m) Volume (m3) Frames

1 20,185,518 22 26 5.8 × 6.5 × 2.8 4,776
2 6,240,504 15 18 5.7 × 7.3 × 2.1 1,077
3 11,678,340 10 17 3.7 × 3.6 × 1.5 984
4 16,988,288 17 19 6.8 × 6.3 × 2.0 1,971
5 9,427,237 11 18 5.0 × 4.4 × 2.1 1,966

Ⓕ FlexiFusion 3-D chain

Ⓢ G2O SLAM loop-closure applied

Ⓡ aligned to FARO model via R3P

Ⓘ fine-registered via ICP

Figure 8.10 — Coding map representing various combination of the algorithms proposed in this
chapter.

We have used the CloudCompare [57] tool to measure the average error be-
tween registered pointclouds. The average error has been measured as the mean
Euclidean distance between the points of the registered pointcloud with the corre-
sponding points in the reference pointcloud.

8.8.3 Shorthand notations
In this section, we introduce shorthand notations depicted in Figure 8.10 for the
sake of simplicity and efficiency. Using these notations, we define preferred com-
binations of the algorithms and techniques as follows. The preferred combinations
act as system configurations, which are suitable for evaluating the construction
quality.

The pure FlexiFusion technique resulting in 3D chains, is represented by the
F term. The F S notation refers to the FlexiFusion resulting 3D chain with the

G2O SLAM loop-closure algorithm applied to it afterwards (hence, the order of the
referred symbols resembles the order of processing). The F R notation stands for
3D chains resulting from FlexiFusion and then subsequently registered to the ref-
erence model, deploying R3P. The F S R notation indicates 3D chains obtained
from FlexiFusion, adjusted by G2O SLAM loop-closure and afterwards registered
to the reference model exploiting R3P. Finally, the F R I and F S R I combi-
nations indicate the fine-registered versions of F R and F S R , respectively,
where ICP is applied.
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Table 8.3 — Comparing various combinations of FlexiFusion with/without G2O SLAM and
with/without ICP in terms of error. The m. and s.d. indicate the average point-to-point error and the
corresponding standard deviation for each configuration (both in mm), respectively.

Dataset F R F S R F R I F S R I
m. s.d. m. s.d. m. s.d. m. s.d.

1 40.5 41.9 34.6 37.5 9.2 15.6 8.7 15.6
2 46.6 79.3 40.8 68.4 19.8 41.9 19.1 39.7
3 43.0 47.7 39.0 40.1 8.8 16.4 8.6 16.2
4 15.2 19.5 13.7 18.5 7.8 13.6 7.7 13.6
5 24.5 34.7 19.7 23.1 17.0 22.9 15.9 22.2

Average 34.0 44.6 29.6 37.5 12.5 22.1 12.0 21.5

Table 8.4 — Comparing various combinations of FlexiFusion with/without G2O SLAM, R3P and
ICP in terms of error reduction.

Comparison
Shared

factor(s)
Differentiation
in techniques

Error reduction (%)
dataset

avg (mm)
1 2 3 4 5

F S R to F R R3P SLAM 15 12 9 10 20 13 (4.4)
F R I to F R R3P ICP 77 58 80 49 31 59 (21.5)

F S R I to F R R3P SLAM+ICP 79 59 80 50 35 60 (22.0)
F S R I to F S R R3P+SLAM ICP 63 47 66 30 34 48 (17.6)
F S R I to F R I R3P+ICP SLAM 6 3 2 1 7 4 (0.5)

8.9 Evaluation Results and Discussion II: Main Method
We evaluate the proposed multi-modal registration method by applying R3P to
the 3D chains obtained by FlexiFusion and 3D pyramids extracted from the laser-
scanner results. Moreover, we also evaluate the FlexiFusion outcome with the
G2O[45] SLAM loop-closure algorithm, which is applied to the resulting 3D chain.
Furthermore, we also apply ICP as a refinement to the registered 3D chain via R3P
and measure the amount of improvement in terms of error reduction.

8.9.1 Evaluation Process
To evaluate the quality of the proposed multi-modal registration algorithm, we
have registered each 3D chain resulting from FlexiFusion with and without G2O
SLAM, F R and F S R , respectively, to the corresponding laser-scanner model
by means of R3P. Furthermore, we have also applied ICP as a refinement to the
above-mentioned results represented by F R I and F S R I .

Table 8.3 and Figure 8.11 show the reconstruction accuracy results for various
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Figure 8.11 — Error distributions for the 3D models obtained via FlexiFusion-R3P coupled
techniques with/without G2O SLAM and ICP for the indicated datasets.

combinations of FlexiFusion with G2O SLAM, R3P and ICP algorithms, compared
to the laser-scanner reference model in terms of average point-to-point error. Ta-
ble 8.4 summarizes the amount of improvement achieved by various combinations
of FlexiFusion and R3P with G2O SLAM and ICP in terms of error reduction.

8.9.2 Evaluation of Registration Core
Coupling the FlexiFusion and R3P techniques enables registration of the Kinect-
based 3D sub-models to the laser-scanner reference 3D models. Neither 2D regis-
tration algorithms nor 3D registration techniques can individually perform this
multi-modal registration, as already explained in the previous sections. Moreover,
the available 3D reconstruction algorithms are not capable of providing adjustable
3D sub-models to be registered to a more accurate and denser reference model.
Regarding Kinect to laser-scanner registration, ICP as a refinement algorithm is
not suitable for this purpose. However, the FlexiFusion-R3P combination registers
the Kinect-based 3D sub-models to laser-scanner reference 3D models at a large
scale (> 25× 8× 4 m3) with the average point-to-point error of less than 34 mm.
Dataset 4 features even a lower average error of 15 mm.

In the following paragraphs, we discuss the influence of G2O SLAM and/or
ICP to further improve the results of our core reconstruction-registration method
(FlexiFusion-R3P). The G2O SLAM algorithm, performing both loop-closure and
pose-graph adjustment, is applied to the FlexiFusion 3D sub-models prior to
deployment of R3P, to improve accuracy of relative poses between 3D sub-models.
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The refinement algorithm ICP is applied after deployment of R3P to improve the
quality of the R3P registration results.

8.9.3 G2O SLAM Influence

On the average, F R and F S R result in 34 mm and 30 mm of point-to-point
error, respectively. However, the smallest error for each of them equals only 15 mm
and 14 mm, respectively, as obtained with Dataset 4. For F R and F S R , the
quality of registration results of 3D sub-models to the laser-scanner reference
model relies on two influential factors: (1) the performance of R3P and (2) the
accuracy of relative poses between 3D sub-models. R3P registers 3D sub-models
directly to the reference model. However, any 3D sub-model that cannot be directly
registered via R3P, will be registered indirectly based on the relative pose to the reg-
istered neighbor. This indirect registration is performed according to relative poses
between 3D sub-models. Although both combinations share the R3P technique
for registration, applying G2O SLAM clearly improves the accuracy of relative
poses for F S R compared to F R . Therefore, combining the FlexiFusion-R3P
combination with G2O SLAM reduces the average error by 4.4 mm (13%) to reach
less than 30 mm of average point-to-point error, when compared to the pure core
technique of F R .

8.9.4 ICP Influence

On the average, F R I improves F R performance accuracy by reducing the
point-to-point mean error with 21.5 mm (59%) to reach the quite low error of
12.5 mm. Applying ICP on top of the core technique can even achieve the mean
point-to-point error of ≈ 8 mm (for Datasets 3 and 4). The improvement can
amount up to 80% in some cases (Datasets 1 and 3). This substantial improvement
obtained via ICP is explained by reconsidering the R3P performance evaluation as
discussed in the previous sections, where R3P, as a coarse-registration algorithm
results in larger errors than ICP, which in contrast serves well as a fine-tuning
registration algorithm. On the average, the combination of algorithms utilized in
R3P results in translation and rotation errors of 9 mm and 0.6 degree, respectively.
This error size is considered large, when compared to the near-zero error obtained
for variations of ICP [30], [31], [116], [149]. We emphasize that R3P is a coarse
registration technique, whereas ICP is a fine registration algorithm.

The combination of R3P and ICP has successfully registered all 3D sub-models
of the dataset collection. Since ICP is largely dependent on initial pre-alignment
[30], [31], [116], [149], it means that R3P estimates the pre-alignment transfor-
mations accurately enough to enable ICP in successfully performing its refined
registration.

8.9.5 G2O SLAM and ICP influence
As expected, the combination of the core technique with both G2O SLAM and
ICP results in the largest amount of improvement in terms of the average point-
to-point error. The configuration of F S R I reduces the mean point-to-point
error by 22 mm (60%), when compared to the F R core technique. Deploying
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F S R I , the mean point-to-point error between 3D sub-models and the laser-
scanner reference model decreases to 12 mm, on the average for various datasets.
The smallest error achieved by F S R I is 7.7 mm (for Dataset 4).

8.9.6 Comparing influence of G2O SLAM and ICP

We compare F S R I with F R I and with F S R to investigate the dif-
ference between the influence of G2O SLAM and ICP, when applied to the core
technique. Deploying F S R I decreases the average point-to-point error to
12 mm. This means that applying ICP to the results of F S R reduces the av-
erage point-to-point error by 17.6 mm (48%), whereas combining F R I with
G2O SLAM reduces the average error only by 0.5 mm (4%). This large difference
in improvement reveals that ICP has a significantly larger impact on the core tech-
nique in terms of point-to-point error reduction, when compared to G2O SLAM.
In other words, R3P provides a pre-alignment that is accurate enough to enable
ICP performing a fine registration, regardless of the improvement obtained by
applying the G2O SLAM for adjustment of relative poses.

The negligible average difference of 0.5 mm between F S R I and F R I
in terms of the mean point-to-point error makes the proposed R3P registration
method highly beneficial for multi-modal registration of 3D chains (scanning
trajectories) without loops, since such multi-modal chains do not require any
SLAM loop-closure algorithm. In particular, the proposed F R I technique is
capable of performing accurate multi-modal registration, while adding the SLAM
loop-closure adjustment algorithms can slightly improve results only for 3D chains
containing loops. Figure 8.11 visually confirms this finding. As illustrated there,
F R I and F S R I deliver comparable performances for all datasets.

Figure 8.12 depicts the error distribution for Dataset 3 and 4 as representatives
for the dataset collection, where the y-axis reflects the number of points with the
amount of error represented by the x-axis. For both datasets, an identical paradigm
emerges, where F R I and F S R I result in similar error distributions. How-
ever, F R and F S R may result in comparable or different error distributions,
as highlighted in Figure 8.12-a and 8.12-b (Dataset 3 and 4), respectively.

8.10 Evaluation Results and Discussion III: Visual Inspection
8.10.1 R3P vs ICP
Figure 8.13 demonstrates the results of the pre-alignment and fine registration
steps performed by R3P and ICP, respectively. Figures 8.13-a and 8.13-c show the
pre-alignment results for two different scenes, while the corresponding fine reg-
istration results are shown in Figures 8.13-b and 8.13-d, respectively. The accu-
racy of pre-alignment results obtained by R3P varies depending on the scene
properties including 2D features, the arrangement of objects in the scene and
the amount of overlap between 3D sub-models and the reference model. For
instance, Figures 8.13-a and 8.13-c represent relatively less accurate and more ac-
curate alignments, respectively. In Figure 8.13-a, the error between the correspond-
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8.10. Evaluation Results and Discussion III: Visual Inspection

Figure 8.12 — Error distributions for the 3D model obtained via FlexiFusion with/without G2O
SLAM and with/without ICP for the indicated datasets.

ing objects in the 3D sub-model and the reference model is visible, while these
objects are aligned in Figure 8.13-c. However, both of these pre-alignment re-
sults are accurate enough as an initial estimate for ICP to successfully refine
the registration in both cases, regardless of the pre-alignment accuracy. In both
Figures 8.13-b and 8.13-d, the 3D sub-models and reference models are well aligned
visually. This difference in pre-alignment accuracy influences the number of itera-
tions for ICP to converge: more accurate pre-alignment enables ICP to converge
more rapidly.

8.10.2 Filling Holes
The proposed registration method allows filling holes in the laser-scanner 3D
models via the Kinect RGB-D data, as illustrated in Figure 8.14. Laser-scanned 3D
models contain two types of holes.

First, there are holes that can be filled by utilizing more laser scans. For exam-
ple, as shown in Figure 8.14-a, the hole caused by the pot or the holes at the top
part of the chair are related to this type. Due to the object formation in the scene,
there is sufficient room to fill such holes by deploying more laser scans.
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Figure 8.13 — Qualitative evaluation of the proposed registration pipeline: (a,c) the initial
alignment obtained via the R3P registration pipeline only, (b,d) the same scenes after applying ICP
additionally for fine registration, respectively. The distance between corresponding objects in the 3D
sub-model and reference model is visible in (a), while the objects seem better aligned in (c). Visually,
3D sub-models and reference models are well aligned in (b,d).
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8.10. Evaluation Results and Discussion III: Visual Inspection

Figure 8.14 — Qualitative evaluation of the proposed multi-modal registration method in terms
of hole filling in the laser-scanner models: sub-figures(a) and (c) focus on a laser-scanner reference
model containing holes, where sub-figures (b) and (d) present the same scenes with the holes filled
via 3D sub-models created by FlexiFusion.
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Figure 8.15 — Multi-modal registration: (a) large-scale 3D model captured via the Focus3D laser-
scanner including 6 scans (top-view), (b) Kinect-based 3D sub-models registered to the laser-scanner
model, (c) and (d) snapshots of the laser-scanner model containing holes and the same scene enriched
with Kinect-based sub-models, respectively, (laser-scanner model in color and Kinect sub-models in
black and white).
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8.11. Evaluation Results and Discussion IV: Revisiting Choices

The second hole type involves holes that cannot be filled by any number of
laser scans. A major reason for this is the relatively tight object arrangement in the
scene, which makes it impossible for the laser-scanner to reach the space inside
the arrangement. For instance, the area under the chair in Figure 8.14-a and the
spot inside the cabinet, and all holes depicted in Figure 8.14-b belong to this type.

Deploying handheld sensors (e.g. Kinect) is more time-efficient to fill holes of
the first type. For the second type, handheld sensors are the only option, since it is
infeasible to fill holes via stationary sensors. The promising results demonstrated
in Figures 8.15, 8.9 and 8.14 show the capabilities of the proposed methods for
accurate multi-modal registration and filling holes in the laser-scanner 3D models.

8.11 Evaluation Results and Discussion IV: Revisiting Choices
As shown by Figure 8.4, multi-modal registration is performed via three main
steps after obtaining multi-modal data from various sensors. Figure 8.8 depicts our
choices for each of these steps. In the following, we revisit our choices and evaluate
each choice to assess how well it performs the required functions associated with
the corresponding step.

8.11.1 Generating Scalable and Adjustable 3D Models
The main features required for any solution to this step are (1) scalability and (2)
adjustability. FlexiFusion has been designed to generate 3D models for the Kinect
RGB-D data. According to the evaluation results, the 3D models generated by
FlexiFusion cover all the area sensed by the laser-scanner. The algorithm is based
on chaining local models into a large model, while continuously maintaining accu-
racy. This proves that FlexiFusion provides the required scalability, as illustrated
in Figure 8.15. Furthermore, Section 8.9 has shown that the generated 3D models
obtained from FlexiFusion can be adjusted with respect to poses using several
methods including SLAM and/or ICP. In conclusion, FlexiFusion has proven to be
a suitable choice for the corresponding step that satisfies also both main require-
ments. Any other alternative would be suitable as well, provided that it offers the
required scalability and adjustability.

8.11.2 Unified Representation of 3D Models
The main requirement for this step is a common unified representation of 3D mod-
els, to facilitate registration of those 3D models obtained from the sensors with
different modalities. Due to the large intrinsic difference between the sensors, this
is a challenging requirement. This difference prevents us to choose colored point-
clouds as the common representation because (1) we cannot extract consistent 3D
features and (2) the laser-scanner does not provide any 2D image.

Among several possibilities to uniformly represent the generated 3D models,
we have proposed the 3D Pyramid technique, which is a kind of RGB-D data rep-
resentation. This means we have extracted Kinect-consistent RGB-D images from
the 3D models obtained by the laser-scanner. Since the extraction is performed
exactly based on the intrinsics of the Kinect sensor, the resulting images are com-
patible and in accordance with the real images of Kinect, as shown by Figure 8.7.
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Moreover, evaluation results discussed in Chapter 7 have shown a high similarity
factor between the generated and artificial images.

The geometrical model of the reality presented by the common representation
is the common ground between the distances measured by the laser-scanner and
the 2D projections of the images from the 3D reality. Since the laser measurements
are intrinsically accurate and the 2D projections in a similar way, it is possible
to align these data sources into a joint 3D model. However, when applying the
same reasoning for the Kinect sensor, it should be less accurate for several reasons
including noise, sensors quality, etc. Accordingly, we adopted a downsampling
method for two reasons: (1) to harmonize the inequality of the sensors and (2) to
avoid making any assumption on the contents of the 3D geometrical model. The
downsampling method has a generic nature, which is suitable for this purpose.

However, this approach can be improved in the future in two ways: (1) if the
sensor improves, then the downsampling method scales up with the quality of the
sensor, and (2) if the sensor does not scale up, then as an intermediate step we can
analyze high-quality data in terms of semantics and find objects that we can rec-
ognize and thereby reconstruct the high-quality geometrical model of the known
object. Furthermore, we can locally improve the quality of the known objects,
where this solution can be readily implemented by a deep learning network.

8.11.3 Registration of 3D Models
This step requires a registration method to handle the common unified represen-
tation utilized in the previous step. As a consequence, it means that the quality of
the common unified representation is defined in the second step and influences
the quality of the input for the last step. The quality that we obtain from the
second step is by definition limited by the weakest channel (among the RGB-D
channels e.g. low signal energy in one of the channels) used in the second step.
Due to our choice of RGB-D as the common representation, we have accordingly
designed the real-time RGB-D registration algorithm called R3P, to register 3D
models based on their RGB-D representations. The proposed algorithm involves
three main steps by performing both 2D and 3D algorithms to fully utilize the
provided RGB-D data. Each step typically consists of several sub-steps, where R3P
can combine various well-known algorithms for particular sub-steps, depending
on the user requirements. As shown in Section 8.9, R3P provides an acceptable
registration performance. Although R3P does not provide near-perfect registration
results, it can still provide significantly good results for initial alignment to enable
subsequent fine registration algorithms such as ICP.

The proposed registration framework is open to any alternative solution for
each individual step. For example, we can find a solution with this framework
that offers mm accuracy of the final registered 3D model, so that it becomes photo-
realistic. For instance, this is important for professional applications like 3D city
modeling in civil engineering. By utilizing the framework shown in Figure 8.4 and
Figure 8.8, we have shown that even when choosing real-time algorithms we can
stll achieve visually accurate photo-realistic 3D models. Based on various choices
provided at each step, we can achieve the desired quality.
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8.12 Conclusions
Background. At present, a wide range of sensor types is available for performing
3D reconstruction. All of them are intrinsically different in terms of features and
properties, e.g. accuracy, 3D model density, level of mobility and processing time.
In this chapter, we have proposed a method to register 3D data obtained from
two sensor types of different modalities, and aligning that multi-modal data into
a consistent 3D model. The aim is to benefit from the best features of both sensor
types, while overcoming their limitations via exploiting the complementary nature
of both sensor types. To this end, we have adopted a laser-scanner (Focus3D) as
an accurate stationary sensor, providing large-scale (in our case, covering up to
30× 30× 30 m3) dense 3D models. Complementary, we have deployed a low-cost
handheld sensor (Kinect), which is less accurate compared to the laser-scanner and
intrinsically limited to small-scale scenes (on the average, e.g. 2.5× 2.5× 2.5 m3).
The models obtained via the laser-scanner suffer from holes caused by occlusions
in the scene. Moreover, most of the 3D reconstruction applications utilizing low-
cost depth sensors suffer from drift, caused by accumulated pose-estimation errors.
Such errors can lead to significant 3D model deformations.

Challenges. The main challenge is to align the 3D models obtained from the
above-mentioned sensors with sufficient accuracy. This challenge originates from
the strongly different nature of the data provided by those sensors.

Method. To generate large-scale accurate 3D models without any holes, we
propose a multi-modal 3D reconstruction method in two steps. First, we scan a
large-scale scene with the laser-scanner to generate an accurate reference model.
Second, we enrich the reference model with Kinect data by filling holes, while
overcoming the pose drift by obtaining support from the reference model. This
model is exploited as a skeleton to align adjustable Kinect-based sub-models to
the right pose.

To implement this approach, we have proposed a registration method with
three principal phases. First, we have introduced a technique to generate adjustable
3D sub-models based on the Kinect RGB-D data. This means that the resulting
3D sub-models are locally rigid, but globally flexible, since we arrange them in
a chain of connected 3D models. Second, we have presented a technique for
converting multi-modal data (RGB-D and colored pointcloud) into a common
uniform representation. Third and finally, we have proposed a joint registration
algorithm to convert the uniformly presented Kinect and laser-scanner data into
an overall accurate 3D model without holes in the geometry. The experimental
validation of this approach has been carried out for each individual phase and the
results are presented accordingly.

Phase-1: FlexiFusion. In the first phase, we have proposed FlexiFusion as a real-
time 3D reconstruction technique for the Kinect RGB-D data providing three main
benefits: (1) ability to handle large-scale scenes in contrast to the conventional
algorithms, (2) prevention of pose drift and subsequent model deformations, (3)
high adjustability of the resulting 3D models. Adjustability is the key feature of
FlexiFusion and provides the flexibility to correct the overall model at a later stage.
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The experimental results show that the proposed method is capable of filling
occlusion holes in a laser-scanner 3D model. The flexible 3D sub-models gener-
ated by FlexiFusion contain a point-to-point average error of less than 42 mm
for a large-scale scene (> 25 × 8 × 4 m3), when compared to the ground truth.
The adjustability feature of FlexiFusion allows deploying a loop-closure, while
applying the G2O SLAM pose-graph optimization algorithm. This reduces the
above-mentioned error by 45% to reach an average error of 22.5 mm. Applying
FlexiFusion to 5 datasets with loops, the smallest average error obtained for Flexi-
Fusion without and with G2O SLAM becomes 30 mm and 15 mm, respectively.

Phase-2: Uniform Representation. We have introduced a 3D Pyramid technique
for achieving a joint uniform representation of the Kinect and laser-scanner data.
3D Pyramid is a conversion technique to extract Kinect-consistent data from
the laser-scanner colored pointclouds. To extract such Kinect-type data from the
3D reference laser-scanner model, we have proposed a model-to-camera back-
raycasting technique, that simulates a virtual camera with camera intrinsic param-
eters and the field-of-view being the same as the Kinect depth sensor. This virtual
camera can freely move inside the laser-scanner colored pointcloud and generate
RGB-D data per view.

Phase-3: Registration Algorithm. We have proposed a registration algorithm,
called R3P, which registers FlexiFusion 3D sub-models to the laser-scanner refer-
ence model. R3P utilizes both 2D and 3D algorithms to align data obtained from
the two sensor types that are largely different (Kinect and the laser-scanner). To
this end, various combinations of 2D/3D algorithms have been evaluated in terms
of performance, robustness and accuracy, enabling users to choose the optimal
combination according to their applications and related requirements. We have
chosen the ORB-BRISK combination among various possibilities for the 2D part
of the proposed registration algorithm to achieve 100% robustness, while exe-
cuting the algorithm in real-time (25 fps) with a registration pose error (RPE) of
0.85 degrees and 9.5 mm for rotation and translation, respectively.

Overall System. The overall registration method consisting of the FlexiFusion-
R3P combination is capable of performing an accurate multi-modal registration
of RGB-D data, obtained with the Kinect and the laser-scanner. On the average,
the joint FlexiFusion-R3P method results in 30 mm and 34 mm of point-to-point
error with and without G2O SLAM, respectively, when compared to the laser-
scanner reference model. The evaluation results confirm that the outcome of
the proposed registration algorithm is accurate enough to realize an initial pose
estimation for the subsequent ICP algorithm to refine the registration. Applying
ICP to the registered 3D sub-models of FlexiFusion to the laser-scanner reference
model reduces the average error for the core technique (FlexiFusion+R3P) with
and without G2O SLAM combined to 12.0 mm and 12.5 mm (48% and 59% of
improvement), respectively. Moreover, the smallest errors obtained for the dataset
collection are 7.69 mm and 7.76 mm for the previously mentioned algorithm
combinations, respectively.
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Findings. An important finding is that the overall difference between the
results obtained by the joint FlexiFusion-R3P technique with and without combi-
nation of G2O SLAM is insignificant, in terms of registration accuracy. This means
that even in situations where a loop-closure is not possible to occur, the proposed
method provides results that are comparable to the situation where a loop-closure
would occur. The evaluation result shows that combining the joint FlexiFusion-
R3P method with G2O SLAM can improve the average point-to-point error by
0.5 mm (4% improvement). This means that the proposed registration method
(FlexiFusion+R3P+ICP) registers 3D sub-models to reference models without loop-
closure adjustment up to 99% (96% on the average) accuracy of the results, when
G2O SLAM would be included. This achievement enables users to freely scan the
target scene without any obligation to make loop-closures in the scan trajectory,
especially for scenes where it is impossible to close a loop during the scan.

Overall Conclusion. The flexible chain of 3D sub-models provided by Flexi-
Fusion combined with R3P enables users to concatenate various 3D chains. This
feature facilitates multi-agent (multi-robot) sensing of environments. The regis-
tered multi-modal 3D models can be integrated into a unified 3D model through
various methods including voxelization etc., which makes the proposed work
applicable to a broad range of possibilities.

Downsampling is the key decision for registering the 3D models obtained
from the laser-scanner with the 3D models generated by Kinect. In the future, this
approach can be improved in two ways: (1) if the sensor improves over time, then
the downsampling method scales up with the quality of the sensor, and (2) if the
sensor does not scale up, then we can exploit an intermediate improvement step.
This involves semantically analyzing high-quality data and to find recognizable
objects and accordingly reconstruct the high-quality geometrical model of the
known object. Moreover, the quality of the known objects can be improved, when
these objects are modeled by a deep learning network.
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This thesis has presented algorithms and techniques for registration of multi-
modal sensor data to enable large-scale 3D reconstruction based on multi-modal
sensors. Section 9.1 summarizes the contributions and conclusions presented in
individual chapters to realize the whole system. Section 9.2 discusses the answers
provided for the research questions posed in Chapter 1. Section 9.3 finalizes this
chapter by providing a discussion on emerging applications and improvement
aspects.

9.1 Conclusions on the Individual Chapters

Chapter 2 provides background technology descriptions of the camera and sen-
sor devices and some related state-of-the-art algorithms and methods used for
3D reconstruction. This chapter covers the detailed specifications of the sensors
exploited to gather 3D data enabling the evaluation experiments in this thesis.
Besides this, the methods and technologies used in this thesis are discussed in this
chapter. Moreover, several metrics that are deployed to measure the difference be-
tween the generated results and the ground truth, are also covered in this chapter.
Finally, this chapter is concluded discussing a class of 3D reconstruction methods
based on low-cost depth sensors, which is extended in this thesis.

Chapter 3 concentrates on improving the quality of the reconstruction process,
when a depth signal is available. The contribution of this chapter is in selective
usage of the depth signal by discarding depth data whenever a more accurate
depth value is already available from previous sensing iterations. To this end,
intelligent distance-aware weighting strategies (DA and DASS) are proposed for
the voxelized model based on the Truncated Signed Distance Function (TSDF),
to enhance 3D reconstruction results for (1) model quality and (2) pose accuracy.
In terms of model accuracy, we have found that the proposed methods improve
the quality in terms of the point-to-point error of the final 3D model by 10− 35%.
In a subjective test, the qualitative results show that 90% of the reviewers prefer
the synthetic 3D model obtained by DA and DASS methods. Based on the cur-
rent implementation, the DASS method delivers the best improvement of 16% on
the average and 35% for heterogeneously captured scenes, in comparison with
the original KinFu method. Regarding pose accuracy, we have found that on the
average, the DA and DASS methods, compared to the original KinFu, reduce the
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pose-estimation error in terms of the Absolute Trajectory Error (ATE) by 16.37%
and 43.40%, respectively. In terms of the Relative Pose Error (RPE), the achieved
improvements for the DA and DASS methods are 26.06% and 48.29%, respectively.

Chapter 4 addresses the problem of reconstructing a large environment by devel-
oping partial models that are connected together and should lead to one overall
model. The partial models should be adjustable to facilitate registration of the
overall model to a more accurate skeleton obtained by the laser-scanner. The con-
tribution is to develop FlexiFusion as a real-time 3D reconstruction algorithm for
RGB-D data. FlexiFusion is one of the first 3D reconstruction techniques based on
RGB-D data with a prominent focus on adjustability. The algorithm offers three
main benefits including (1) large-scale reconstruction for combining partial mod-
els, (2) drift-proof scanning to limit the drift error in the overall model, and (3)
adjustable 3D model, where partial models are rigid while the overall model is
flexible to be aligned with a more accurate skeleton in terms of pose. The resulting
flexible 3D sub-models have a point-to-point average distance error of less than
42 mm for a large-scale scene (> 25 × 8 × 4 m3), when compared to the ground
truth. The adjustability feature of the overall generated model allows applying a
loop-closure algorithm, when a loop-closure in the model occurs. For example,
the G2O SLAM pose-graph optimization algorithm is deployed for this purpose,
where we have found that it reduces the above-mentioned error by 45% to fi-
nally reach an average distance error of 22.5 mm. When applying FlexiFusion to
5 datasets with loops, the smallest obtained average errors for FlexiFusion without
and with G2O SLAM become 30 mm and 15 mm, respectively.

Chapter 5 discusses the problem of registration of 3D models from different
modalities. At the start, there was no registration technique for registering 3D
models obtained from the Kinect and laser-scanner data. As a solution direction,
the chapter aims at extracting planar segments from depth images to be utilized for
plane-based registration of the corresponding 3D models. The research proposes
a real-time planar segmentation algorithm that enables plane detection in depth
images. The planar segmentation algorithm is based on a novel approach which
is avoiding the computationally expensive normal-estimation calculation. The
proposed algorithm performs the planar segmentation according to the following
major steps: (1) 3D edge detection, (2) plane detection, and (3) plane validation.
The measured qualities of both the edge detection and planar segmentation al-
gorithms are of high level, where about 98–99% is found in accordance with the
ground-truth area, using the SSIM and D2MC metrics. To support fast registration
of a large model, the algorithm is specifically optimized for parallel execution.
By exploiting a GPU-based implementation, 3D edges are detected in 9.4 ms and
planes are extracted in 7.8 ms on the average, when applied to VGA-quality depth
images (640×480 pixels). Therefore, the planar segmentation algorithm is capable
of segmenting planes in a depth image with a throughput rate of 58 fps. Uti-
lizing pipeline-interleaving techniques for the proposed implementation further
increases this rate up to 100 fps.
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Chapter 6 reconsiders the problem statement of the previous chapter of registering
3D models, but now using color information along with the depth signal. A sec-
ond extension is to develop a processing chain that first uses fast 2D algorithms to
reduce the input data to a minimal strong set of correspondences, and then applies
expensive yet accurate 3D registration algorithms to achieve high-quality registra-
tion. The research establishes a real-time RGB-D registration pipeline, called R3P,
as a generic processing architecture for registering pairs of RGB-D images for 3D
reconstruction, that is applicable to any source of 3D data presented in the RGB-D
format. The main attractive feature of the proposed architecture is a reduction of
corresponding key points between a pair of RGB-D images into a much smaller set
with stronger correspondences. This approach ensures improved pose-estimation
accuracy, and furthermore, enables real-time performance. The R3P algorithm
provides the following most important benefits. First, it yields low errors with
an average rotation and translation error of 0.5 degree and 8 mm (w.r.t. RPE),
respectively, for any pair of images with some overlap. Second, the algorithm is
fast (60 fps) and reconfigurable such that the user can tune the characteristics of
the operation of the registration pipeline according to the desired application.

Chapter 7 addresses the support of high-quality registration using two different
sensor modalities. The general approach is to use 3D data from the higher-quality
sensor (model) and extract RGB-D image pairs to be consistent with the data of
the lower-quality sensor (camera), to facilitate registration. The research in this
chapter proposes a Model-to-Camera back-raycasting (M2C) method as an alter-
native to the conventional Camera-to-Model raycasting (C2M) approach. Since
there is no need for the voxelizing process (as required for the conventional C2M
approach), the proposed algorithm is much more efficient. A performance com-
parison based on the resulting RGB-D images is done by imposing established
test algorithms on those images, involving edge detection, camera calibration,
feature matching algorithms and extracting pointclouds from depth images. The
obtained results are summarized as follows: 15% better edge detection using a
Canny detector on M2C images, 32% less errors in camera calibration compared
to C2M images, 67% more matched features using a SIFT detector compared to
the images extracted by C2M, and finally, the depth images generated by M2C
contain a 57% lower average point-to-point error, compared to C2M images. The
proposed back-raycasting method (M2C) consistently provides better results in
extracting RGB-D images from pointclouds, compared to the existing raycasting
(C2M) method, omits the voxelizing process and offers a resolution-independent
constant execution time.

Chapter 8 addresses the overall accurate alignment of the 3D models obtained
from sensors with different modalities, laser-scanner and Kinect. The proposed
method is a multi-modal 3D reconstruction method, which is performed in two
steps. First, a large-scale scene is scanned with the laser-scanner to generate an
accurate reference model. Second, the reference model is enriched with Kinect
data by filling holes, while overcoming the pose drift by obtaining support from
the reference model. Then this model is exploited as a skeleton to align adjustable
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Kinect-based sub-models to the right pose. This adjustment is realized by exploit-
ing a combination of methods from the preceding chapters. This combination
contains FlexiFusion, R3P, 3D Pyramid based on M2C, G2O SLAM and the conven-
tional ICP. The experimental results show that the proposed method is capable of
filling occlusion holes in a 3D laser-scanner model with a point-to-point average
error of less than 42 mm for a large-scale scene (> 25 × 8 × 4 m3). The adjusta-
bility feature of the proposed FlexiFusion reduces the above-mentioned error by
45% to reach an average error of 22.5 mm. For uniform representation, we have
introduced a 3D Pyramid technique for achieving a joint uniform representation
of the Kinect and laser-scanner data. The proposed R3P as a registration algorithm
enables achieving a high level of robustness, while executing the algorithm in real
time (25 fps) with a registration pose error (RPE) of 0.85 degrees and 9.5 mm for
rotation and translation, respectively. On the average and using RGB-D data, the
joint FlexiFusion-R3P method results in 30 mm and 34 mm of point-to-point errors
with and without G2O SLAM, respectively. Applying ICP to the registered 3D
sub-models of FlexiFusion to the laser-scanner reference model reduces the aver-
age error for the core technique (FlexiFusion+R3P) with and without G2O SLAM
combined to 12.0 mm and 12.5 mm (48% and 59% of improvement), respectively.

9.2 Discussion on the Research Questions
This section discusses the proposed methods and solutions with respect to the
research questions formulated and posed in Chapter 1.

RQ1. Common Representation for Multi-Modal Sensor data

RQ1a: Which paradigm for data resolution should this common representation follow?
Downsampling the higher-quality sensor data to be consistent with the lower-quality
sensor data or vice versa?

Because the two sensors (Kinect and laser-scanner) which have been utilized in
this thesis are largely different in terms of properties, one of the possibilities is not
working so well than the other. Nevertheless, we have evaluated both approaches,
but in reversed order. For upsampling, in Chapter 5, a novel method is introduced
for planar segmentation of depth images to enable plane-based registration. We
have found that the attempt to upgrade low-quality sensor data to the quality
of the other sensor does not yield high-quality registration of models. Alterna-
tively, for downsampling, a combination of R3P from Chapter 6 and the novel
M2C model from Chapter 7 can indeed solve this issue and enable high quality of
registration. The proposed R3P registration pipeline is based on the data model
of the lower-quality sensor (RGB-D), while the novel M2C model extracts RGB-D
data from colored pointclouds, which effectively downsamples the higher-quality
sensor data. The downsampling yields promising results and show (1) low error
rate with an average rotation and translation error of 0.5 degree and 8 mm, respec-
tively (w.r.t. RPE), and also (2) robustness, where R3P is able to work with any
pair of images with a minimal amount of overlap in visual features and available
corresponding depth information.
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RQ1b: Should this common representation replace the original sensor data for integration
or should it only be used for the multi-modal registration purpose?

The answer to this question is highly dependent on the chosen model for com-
mon representation. We perform downsampling to the data of the higher-quality
sensor in order to be consistent with the data obtained by the lower-quality sensor.
This means that higher-quality data is already degraded by this process. Therefore,
the common representation model is employed only for registration purposes.
This downsampled model is exploited only for deriving the corresponding trans-
lation between a pair of 3D models obtained from each of the sensors. Afterwards,
this translation is used as the pre-alignment and is applied to the original data to
prevent any data loss.

RQ1c: What is the best representation format that fits reasonably well to both sensor data,
while minimizing data loss?

The proposed novel M2C method focuses on extracting RGB-D images (with
the exact Kinect intrinsics) from the laser-scanner colored pointclouds. Moreover,
usage of R3P shows how successful this RGB-D format is for registration of 3D
models. Therefore, the RGB-D format is chosen as the common representation in
this thesis. However, this does not imply that the proposed common representa-
tion format is the optimal choice for this purpose. Since this format can satisfy
the need for a common representation with a high score, we did not investigate
an alternative format in this thesis. For instance, it is possible that another format
without the required downsampling can produce a better result. However, at the
time of conducting the research, the large difference between the sensors prevents
realizing such an approach. The rapid sensor development allows reconsidering
this research question.

RQ2. Smart Hybrid Registration

RQ2a: Can consistent features be obtained from sensor data, which are different in both
modality and quality?

The key to answering this question is coupled with the choice of the sensors.
Kinect provides medium-quality RGB-D data to generate colorless pointclouds,
while the laser-scanner generates high-quality colored pointclouds. In terms of
2D features, the promising results of this research show that the combination of
the M2C algorithm and the R3P registration algorithm is capable of extracting
consistent 2D features to enable high-quality 3D registration. The reason is rooted
in maturity of the 2D domain in terms of both sensor development and algorithm
advancement. For example, 2D feature detection, description and matching of
good quality are broadly available. However, in terms of 3D features, this research
does not provide any promising results for obtaining 3D features from the Kinect-
based pointcloud, that are sufficiently consistent with the 3D features obtained
from the laser-scanner colored pointcloud. There are two reasons for this. First,
the large difference between these 3D models in terms of accuracy prevents a
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consistent 3D feature extraction. Second, the available 3D algorithms are not as
mature as the corresponding 2D algorithms to extract 3D features, the latter being
more robust to the quality differences between the sensors.

RQ2b: What is the best order for employing 2D and 3D registration algorithms in the
overall hybrid registration method?

The smart hybrid registration method is discussed in Chapter 8. There are two
aspects for answering this question, namely quality and efficiency. 3D registration
algorithms are more accurate compared to the registration algorithms applied to
2D data, since the depth information is missing in 2D. In contrast with this, in
general, detection, extraction and matching of 2D features is faster than the corre-
sponding processes on 3D features for one order of magnitude. Considering this
trade-off between the two aspects, the R3P registration proposed in this thesis is
designed to benefit from both aspects. The key is to minimize the correspondences
between two models into a strong yet minimal set. The first step is achieved by
utilizing 2D algorithms, which are faster compared to 3D algorithms. However,
when this minimal set of correspondences is obtained by 2D algorithms, then
secondly, 3D algorithms are utilized to perform the registration, which leads to
more accurate results compared to the 2D registration algorithms. Since the size
of the minimal set is largely reduced compared to the original models, the 3D reg-
istration algorithms are converging much faster. Besides this, the minimal strong
set contains fewer outliers compared to the original models, and this results in a
more accurate registration.

RQ3. Scalability and Adjustability of the Generated 3D models

RQ3a: How can the accumulated drift be avoided when scaling a 3D model based on the
sensor movement?

Since neither registration algorithms are perfect nor sensors provide noiseless
data, drift always exists. Drift can be limited to an acceptable amount if an accurate
registration algorithm is employed and noisy sensor data are filtered. However,
even this limited drift can cause deformation if it is accumulating. The FlexiFu-
sion algorithm proposed in Chapter 4 introduces a novel method to prevent drift
accumulation and controls and limits its negative effect. The core concept is about
chaining 3D sub-models in order to generate a large-scale 3D model. The sub-
models are constructed until the drift effect is acceptable. When reaching this
threshold, another sub-model is generated and chained to the previous one. This
structure prevents any drift to be propagating from one sub-model to the next one.
In this process, an essential feature is that generating any sub-model starts with
zero drift and ends with an acceptable amount of accumulated drift, that is not
propagated to the next sub-model. The promising results show that the proposed
FlexiFusion algorithm can reach even less than a centimeter (7 mm) of point-to-
point error for a large-scale environment (> 25× 8× 4 m3), when compared to the
ground truth.
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9.2. Discussion on the Research Questions

RQ3b: How can adjustability be achieved, while generating rigid 3D models?
Since the generated models (and sub-models) are rigid, they cannot be further

changed or updated. However, the models are generated based on the sensor
movement, which means that the accumulated drift always affects the global pose,
even if the model is preserved to be deformed by drift. According to this issue,
it is essential to make models flexible in terms of the global pose. FlexiFusion
proposed in Chapter 3 solves this problem by introducing a chain of sub-models,
which are locally rigid but globally flexible. Since the level of accumulated drift is
limited to an acceptable threshold, the local sub-models are not deformed. This
means that each of them can be individually adjusted based on a more accurate
model, if available. This is possible because the sub-models are independent of
each other in the proposed chain model. There are enough spatial data overlaps
between sub-models to re-adjust a sub-model based on its adjusted neighbors, if
it cannot be adjusted directly. The evaluation results of Chapter 8 show that the
sub-models can be adjusted based on several techniques.

RQ3c: In what way can the rigid 3D models be adjusted and scaled to support overall
registration?

The key to answering this question is that we keep the rigidity local, while
using the proposed chaining structure realized with FlexiFusion. The rigid sub-
models are only adjusted in terms of their poses and the proposed chaining enables
the overall registration. The FlexiFusion algorithm contributes in two aspects.
First, it enables large-scale 3D reconstruction based on a handheld sensor. Second,
this chaining structure enables adjustment of the sub-models by utilizing several
methods including R3P, ICP and/or loop-closure alignment methods. R3P and ICP
are utilized to individually adjust each sub-model directly to the more accurate 3D
skeleton model generated by the laser-scanner. Besides this, any sub-model that
cannot be directly adjusted to the laser-scanner model is recursively adjusted to its
neighboring sub-models, which are already adjusted to the laser-scanner model.
When a loop-closure is available, this globally flexible chaining model allows the
sub-models to be adjusted based on the detected loop closure.

RQ4. Overall Registration

RQ4a: What are the alternatives to replace the registration based on loop-closures?
Loop-closures can enhance the accuracy of the registration result, if they are

achieved sufficiently well. Our research in Chapter 8 shows that loop-closure
for adjusting the generated 3D models can be replaced with a more accurate 3D
model that is generated by the laser-scanner and acts as a skeleton. Moreover,
this accurate skeleton is not just a replacement for loop-closure, but it can be also
combined with the loop-closure to elevate the registration accuracy. As shown by
the evaluation results of Chapter 8, utilizing the loop-closure alone enhances the
accuracy of the registration by 13%, while this improvement is increased to 63%
by employing only the laser-scanner model as the skeleton, followed by ICP for
fine registration. Combining both loop-closure and the accurate skeleton results
in 2% supplementary accuracy in registration leading to an overall registration
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quality improvement of 65%. Accordingly, the proposed accurate skeleton not
only can be a replacement for the loop-closure, but also enhances the registration
accuracy around 5 times. This can be even more significant when considering
the fact that loop-closure does not occur for all scenes and sensor scans. Since the
loop-closure and the accurate skeleton can be jointly exploited, as a conclusion, it
is recommended to utilize both whenever possible.

RQ4b: What is the alignment accuracy in the absence of loop closures?
According to the evaluation results of Chapter 8, the proposed FlexiFusion

combined with R3P results in 34 mm of average point-to-point error, when com-
pared to the ground truth. When applying the G2O SLAM algorithm on loop-
closure, this error can reduce to 29.6 mm. However, exploiting the accurate skele-
ton and applying ICP can reduce this error even further to achieve only an error
of 12.5 mm, in the absence of loop-closure. Finally, combining both loop-closure
with the accurate skeleton results in the lowest amount of this average error equal
to 12 mm.

RQ4c: What is a good overall approach to align the 3D model generated by a lower-quality
3D sensor with the model obtained by a higher-quality sensor?

Two main approaches are addressed in this thesis to perform this alignment.
The first approach based on extracting 3D features does not offer a good solution
for alignment (see the answer of RQ2a). The second approach suggests extracting
data from the higher-quality sensor consistent with the lower-quality sensor. The
proposed common representation (3D Pyramid) enables registration of the 3D
models generated by the FlexiFusion algorithm with the laser-scanner 3D models,
both represented with the same RGB-D format. The coarse registration is per-
formed by utilizing the R3P method, and afterwards, the registration is enhanced
by employing both loop-closure and the ICP algorithm. When this approach is
applied, the average point-to-point error of 12 mm is achievable for a large-scale
environment with a size of > 25× 8× 4 m3. According to the evaluation results,
this research shows that the discussed second approach is the preferred proposal
to an overall alignment of 3D models based on different multi-modal sensors.

9.3 Utilization, Improvements and Upcoming Applications
As a technology, 3D reconstruction is rapidly growing and evolving into our daily
life with various applications. Smart City utilizes 3D reconstruction as an essential
ingredient for smart control and management of middle-sized and large cities all
over the world. A wide range of sensors employed in Smart City emphasizes the
need for multi-modal registration. Healthcare is another rapidly growing field
where 3D reconstruction plays a pivotal role. Sensors with different modalities
generate 3D data such as Ultrasound volumetric models, MRI images, etc., where
3D reconstruction can help physicians and researchers to elevate detection, di-
agnostics and operational processes. The automotive industry and the related
technologies are widely dependent on 3D reconstruction. Besides car modeling
in 3D for production, upcoming autonomous vehicles can benefit from the re-
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constructed models of roads, cars, obstacles, pedestrians, etc. Emerging traffic
management and control mechanisms in roads and highways exploit 3D recon-
struction algorithms in order to profile cars and trucks and associate this with
traffic analysis. Surveillance and security domains are also dependent on 3D re-
construction to provide more accurate and more robust solutions. In all of these
examples, multi-modal registration is essential wherever sensors with different
modalities are exploited.

More advanced sensor sets can elevate the 3D reconstruction process in terms
of the quality and accuracy of the generated 3D models. This approach spotlights
the importance of multi-modal registration, where registration of the generated
models based on sensors with different modalities is required. The continuous
growth in the quality of the sensors will elevate the 3D reconstruction algorithms
in general and especially the methods proposed in this thesis. For example, when
more advanced handheld sensors with a higher level of accuracy will be used, it
is possible that the planar segmentation algorithm introduced in this thesis can
result in more accurate planes for plane-based registration.

At present, advances in machine learning and deep learning are spectacular
and have already influenced 3D reconstruction. Several powerful object detection
algorithms have been designed and are based on deep learning, which can be
used to define a semantic layer for any generated 3D model. This semantic layer
plays an essential role in robotic applications and tracking systems. Besides these
applications, this semantic data can be utilized for the registration of 3D models.
The semantic-based registration may have the same challenge of multi-modal
registration, when applied to the 3D models generated by sensors with different
modalities. However, this challenge can be addressed, since semantic information
will be extracted independently of the utilized sensor and the accuracy of the 3D
data, if sufficiently trained. Therefore, semantic-based registration is expected to
become a powerful approach for creating a good solution for the multi-modal
registration problem.

With respect to exploiting the conducted research from this thesis, the pro-
posed methods can be employed beyond multi-modal registration and 3D re-
construction. For example, the proposed FlexiFusion algorithm can be used as a
standalone application for large-scale 3D reconstruction. The real-time 3D edge
detection and planar-segmentation algorithms introduced in this research can
be directly employed in applications for robotics (obstacle detection), healthcare
(tissue classification), surveillance (object borders detection), etc. The novel Model-
to-Camera (M2C) back-raycasting method introduced in this thesis can replace the
conventional Camera-to-Model (C2M) raycasting approach in computer graphics
and visualization domains to enhance the quality of the reconstruction results. The
proposed R3P method has a high potential to be exploited in robotics applications,
especially for SLAM purposes, where R3P can help a robot to finds its location
inside a global map as well as extending the same map. Finally, the multi-modal
registration framework provided in Chapter 8 of this thesis can be utilized as a
global framework for overall registration of 3D models, regardless of the methods
provided in this thesis.
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