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ABSTRACT 
Atrial fibrillation is a heart condition that is not life-threatening. The objective of treatment is primarily 
to reduce symptoms. In this thesis, a method to extract symptom mentions from clinical free-text of 
patients with this condition is described. Symptom mentions were labelled in 750 consultation notes 
from patient with atrial fibrillation. The types of symptoms that were labelled in the final model were 
symptoms common for atrial fibrillation, other specific symptoms and mentions of general symptoms. 
Additionally, different tags were used when the symptoms were present than when they were absent. 
A model containing two bidirectional GRU model was trained to classify tokens in the consultation 
notes as either part of a symptom mention or not. The F1-score achieved in the final model on the 
token level is 0.7556 (Precision = 0.7165, Recall = 0.7992). On the entity level, an F1-score is achieved 
between 0.5700 (Precision = 0.5202, Recall = 0.6304) when an exact match is required and 0.8238 
(Precision = 0.7580, Recall = 0.9022) when only partial matches are required. A model that also 
classifies symptom mentions as present or absent achieves an F1-score of 0.7427(Precision = 0.7308, 
Recall = 0.7550) for present symptoms and an F1-score of 0.5364 (Precision = 0.9516, Recall = 0.3734) 
on the token level. It can be concluded that a well performing model can be created that can 
automatically tag symptom mentions in clinical notes using a relatively small amount of sample data 
of specific Electronic Health Record notes. Potential further improvement of the model can be 
achieved by setting hyperparameters differently or by using different word representations. This 
model can be used to gain insight in the symptom burden of patients with atrial fibrillation. To realize 
this potential, named entity normalization must be performed and symptom severity must also be 
extracted. 
 
 

Keywords: Symptom Extraction, Named Entity Recognition, Electronic Health Records, Deep 
Learning, Natural Language Processing  
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EXECUTIVE SUMMARY 

INTRODUCTION 

The Catharina Cardiovascular Centre (Catharina Hart- en Vaatcentrum) has a regional function in the 

treatment of cardiovascular diseases. One condition treated at this centre is atrial fibrillation. This 

condition is a type of arrhythmia that is caused by a disruption of the electrical signals that make the 

heart contract in a normal pattern. One of the treatment options offered at the Catharina 

Cardiovascular Centre is cryoablation. Cryoablation is performed by freezing small parts of the heart 

causing scarring that isolates the pulmonary veins from the heart. This blocks electrical signals from 

the pulmonary veins that can disrupt a normal heart rhythm. Atrial fibrillation is not a life-threatening 

condition but can increase the risk of blood cloths and heart failure. It can, however, impact the life 

of the patient significantly. For this reason, the goal of the treatment is to eliminate symptoms. A topic 

of interest is, therefore, the symptom burden before and after the procedure. Symptoms experienced 

by a patient are only reported in Electronic Health Record (EHR) notes in free-text form. Because no 

structured reporting of symptoms exists, insight in the symptom burden is difficult to gain. In this 

research project, we try to extract symptoms mentioned in notes of atrial fibrillation patients’ 

consultation visits with the cardiologist using Natural Language Processing (NLP) and deep learning. 

Our main research question for this project is  

“How can symptoms of atrial fibrillation patients be extracted from Dutch Electronic Health 

Record notes?” 

METHODOLOGY 

This research project follows the CRISP-DM research methodology (Wirth & Hipp, 2000). The six steps 

in this model are Business Understanding, Data Understanding, Data Preparation, Modelling, 

Evaluation and Deployment. These steps are executed and reported as they apply to this project. The 

chosen methodology to perform the task of symptom extraction is to create an annotated corpus from 

consultation notes of atrial fibrillation patients and train a Recurrent Neural Network (RNN) on this 

corpus.  

We retrieved consultation notes from the hospital EHR database of patients that received the 

cryoablation procedure using a tool created by a company that cooperates with the hospital. Then 

selected all consultation notes of the patients that were created within one year of the date they 

received the procedure. From these notes, all sections were filtered except the case history and the 

conclusion sections. This resulted in a corpus of 750 consultation notes, 375 of which were notes of 

first consultations with the cardiologist. The other notes were of consultations where the patient has 

visited the department before. 

In the remaining text documents, mentions of symptom were tagged using an annotation tool. We 

defined a symptom as being as subjective experience reported to a clinician. Symptom that are tagged 

in the corpus are those that are experienced by the patient, are presented by the patient (noticed by 

the patient himself or by people around the patient), are experienced in the past or are uncertain. We 

define four types of symptom mentions found in the notes: symptoms common for atrial fibrillation 

patients, other specific symptoms, general symptom mentions and implied symptoms. These 
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symptom mentions categories received different tags. Another set of tags was used for these 

symptom categories when they were indicated to be absent. 

The annotated dataset was used to train a Recurrent Neural Network that produces a 1 for words in 

the text when the word is part of a symptom mention and a 0 when it is not. Each word in the text 

was presented during training as a sequence found in the text where the middle word was the word 

that should be labelled as a symptom or not. The words in the sequence were presented in the model 

in the form of word embeddings. Word embeddings are a way of representing words as vectors where 

words with similar meaning have similar vectors. These word embeddings were used as input to two 

bidirectional GRU layers that process the words in sequence from left to right and from right to left. 

GRU cells are involve several gates that decide to keep word information or drop it when it is 

unimportant. 

RESULTS 

After conducting several experiments with hyperparameter settings for the model, we obtained a 

model that correctly labelled 71.65% of the words when words are classified as part of a symptom 

regardless of the indicated presence or absence of the symptom. The model labelled 79.92% of the 

tokens labelled by the annotator correctly. This means the F1-score for this model is on the test set is 

0.7556. This score is higher than was obtained with a Logistic Regression model that only uses token 

information without context words which was used as a baseline performance for comparison. An 

exact-match F1-score of 0.570 and a partial-match F1-score of 0.824 is calculated for the RNN model. 

These scores can be considered the lower boundary of performance, applicable when exact matches 

of the symptoms are required, and the upper boundary of performance, applicable when exact 

matches are not required. The most errors in the model were false positives and incorrectly classified 

tokens at the boundary of symptom mentions. Few symptoms were missed completely. In addition to 

this model, a model is trained that distinguishes between present and absent symptom mentions. This 

model obtains lower F1-scores than when a presence or absence does not need to be labelled. Overall, 

the performance of the models was satisfactory. Compared to literature, the model performed at a 

similar level as a Conditional Random Fields model but lower than other models using deep learning. 

We attribute this lower level of performance mainly to the lower number of samples in the data used 

in our model. 

CONCLUSION AND RECOMMENDATIONS 
In this thesis, a model is trained that can classify words in a text as part of a symptom mention. The 

model uses pretrained fastText embeddings as input to represent a word and its context words for 

two bidirectional GRU layers. Although performance is lower than in some comparable models found 

in literature, a good level of performance is still reached for the task of labeling symptoms in clinical 

texts with a specific subject. The model in its current form can be used to gain insight in the 

terminology used to describe symptoms and can be used to find correlations between symptoms and 

the EHRA-score which is a score for how much the patient is affected by atrial fibrillation. Furthermore, 

because the model’s partial-match F1-score is high, the model can be used to draw attention to 

symptom mentions in clinical notes. This can help the cardiologist to find previously experienced 

symptoms and allow for more focus on the patient instead of the computer screen.  
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Several improvements can be made to the model in order to increase the performance on the task. 

The hyperparameter settings of the model were not set to optimal values due to the unavailability of 

powerful hardware. Better settings can possibly be found that would improve the model’s capability 

to label symptom mentions. Better word representations can also be obtained using custom word 

embeddings trained on clinical texts instead of embeddings trained on general domain texts as were 

used in this project. 

An important limitation of this research project is that only one annotator labelled all 750 consultation 

notes. It is, therefore, recommended that other annotators also label the same consultation notes to 

increase the reliability of the annotations. The small size of the dataset is another limitation of the 

model that results validation and test sets that contain less diverse symptoms than the overall dataset. 

This possibly caused the model to be validated on a small subset of symptoms which are not 

representative of the entire dataset. It is a good idea to add more annotated clinical notes to the 

dataset. When notes from other departments are added, this would increase the generalizability of 

the model.    

Currently, descriptions of the patient’s condition in consultation notes is often very brief. Since 

symptoms in clinical free-text can be extracted using the model, it is important that these symptoms 

are also written down more extensively if the symptom information is to be used for further research. 

A final recommendation relates to this further research. If one wants to achieve the objective of 

assessing the symptom burden before and after the cryoablation procedure, two other tasks need to 

be performed. The first is named entity normalization, where entities found are normalized to 

standardized terms. The second is the extraction of severity of the symptom mentions which can 

possibly be done by the extraction of severity modifiers. When these tasks are combined with the 

model, the effectiveness of cryoablation procedure can potentially be measured by analyzing 

consultation notes. 
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1. INTRODUCTION 

1.1. CATHARINA HART- EN VAATCENTRUM 
The Catharina Cardiovascular Centre (Catharina Hart- en Vaatcentrum), part of the Catharina hospital 

in Eindhoven (CZE) is the largest cardiovascular disease centre in The Netherlands. It has a regional 

function with 70% of the patients being referred by medical specialists from other hospitals (Catharina 

Ziekenhuis Eindhoven, 2020a). The hospital started using its newly build cardiovascular centre in 2016. 

In this centre, all treatment facilities for cardiovascular diseases are located in close proximity to each 

other including those for patients that require overnight care such as the coronary care unit 

(Hartbewaking) and Medium Care unit. Many treatments do not require overnight stay at the hospital. 

Patients that require these treatments are also received and treated in the centre. The research 

presented in this report is conducted on EHR notes concerning patients that received treatment for a 

condition called atrial fibrillation. The specific treatment they received is called cryoablation. Both the 

condition and the treatment are discussed in the next sections. 

1.1.1. ATRIAL FIBRILLATION 
In a healthy heart, blood enters the heart in the atria, the blood gets pushed to the ventricles and the 

ventricles pump it to the lungs and the rest of the body. The heart rhythm is determined by electrical 

impulses. An electrical impulse starts from the sinus node and spreads through the chambers of the 

heart. This causes the atria to contract first and then the ventricles. A normal heart rhythm is about 

50 to 90 beats per minute which can increase to around 150 to 190 beats per minute during exercise 

(Catharina Ziekenhuis Eindhoven, 2020b). 

Atrial fibrillation is a type of arrhythmia where the atria contract very fast and irregularly. The normal 

electrical impulse is disrupted, and a chaotic series of impulses occurs in the heart. The atria can 

contract more than 300 times per minute but only part of the impulses that cause the atria to contract 

flow to the ventricles which cause the heart rhythm to be about 100 to 160 beats per minutes. The 

condition is not immediately dangerous to the patient but increases the risk of other heart conditions 

such as blood cloths and, in the long term, heart failure (Netwerk Boezemfibrilleren, 2019). Common 

symptoms of the condition are fatigue, palpitations, dizziness and shortness of breath. These 

symptoms usually occur during an episode or ‘attack’ of atrial fibrillation and can have a large impact 

on the patient’s life. Episodes of atrial fibrillation can occur daily, weekly or only sporadically.  

The atrial fibrillation status of a patient is often classified based on the occurrence of atrial fibrillation 

episodes. The classification system (Fuster et al., 2001; Markides & Schilling, 2003) contains the 

following categories: 

• First detected: the first notice of atrial fibrillation in the patient. 

• Paroxysmal: Episodes terminate spontaneously (usually within seven days). 

• Persistent: episodes require medication or electrical cardioversion to terminate. 

• Permanent: atrial fibrillation continues for longer than one year despite medical intervention. 

Atrial fibrillation is usually progressive as shown in Figure 1.1. Patients can move from one class to 

another and a significant portion progress to permanent atrial fibrillation (Markides & Schilling, 2003). 

Atrial fibrillation can seriously impact a patient’s life. This impact on the patient’s life is captured in 
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the EHRA-score (Kirchhof et al., 2007) as shown in Table 1.1, which is based on how much a patient’s 

normal daily activity is affected by atrial fibrillation. In the Catharina hospital, a patient’s symptom 

burden can be indicated by the EHRA score in clinical notes but it is often omitted. 

 

 

 

FIGURE 1.1 ATRIAL FIBRILLATION CLASSIFICATION SYSTEM (FUSTER ET AL., 2001) 

 

 

Treatment options for atrial fibrillation include medication and electrical shocks (cardioversion). The 

latter is used to bring the heart back to a normal heart rhythm when a patient experiences an episode 

of atrial fibrillation which will not terminate spontaneously such as in a patient with persistent atrial 

fibrillation. 

 SYMPTOM SEVERITY DEFINITION 

EHRA I No symptoms  

EHRA II Mild symptoms Normal daily activity not 

affected 

EHRA III Severe symptoms Normal daily activity affected 

EHRA IV Disabling symptoms Normal daily activity 

discontinued 

TABLE 1.1 EHRA-SCORES (KIRCHHOF ET AL., 2007) 
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1.1.2. CRYOABLATION 
Pulmonary veins play a role in the occurrence of atrial fibrillation (Catharina Ziekenhuis Eindhoven, 

2020b). One way to treat atrial fibrillation is to isolate the pulmonary veins from the heart so that 

electrical signals cannot transfer from the veins to the heart. Cryoablation is one of the techniques 

used to do this. In this procedure, a small balloon is brought to a temperature of approximately -50°C 

in order to create scar tissue on small parts of the heart that connect to the pulmonary veins. This scar 

tissue blocks electrical signals that disrupt a normal heart rhythm. 

The goal of the cryoablation procedure is to eliminate atrial fibrillation in the patient but since atrial 

fibrillation is a condition that is not immediately dangerous to the patient, an ablation procedure is 

not always necessary or desired by the patient. The choice can be made to perform the procedure 

because the patient experiences a lot of symptoms because of atrial fibrillation. Another reason can 

be so that the patient is able to quit the medication. Some patients experience side effects from the 

medication, or the medication does not improve their condition enough. The procedure is not always 

successful in the elimination of atrial fibrillation. Sometimes the symptoms are only reduced and in 

some cases the symptoms are not reduced at all. It usually takes about three months before the results 

of the procedure can be assessed. 

1.2. ATRIAL FIBRILLATION TREATMENT 

1.2.1. BEFORE ABLATION 
A patient can be referred to the cardiologist at CZE by the patient’s general practitioner or by another 

hospital when a heart condition is suspected. Sometimes atrial fibrillation is discovered by accident 

when the patient visits another department in the hospital. Several medical examinations can be 

performed to determine atrial fibrillation such as electrocardiography, echocardiogram, 

electrophysiological examination, Holter monitor or exercise test (Catharina Hart- en Vaatcentrum, 

2020). When atrial fibrillation is confirmed, medication is often tried as treatment. Treatment is 

discussed during consultation visits with the cardiologist. When a manageable condition is not 

reached, the cardiologist might suggest an ablation. If the patient agrees with the procedure, the 

patient is put on the waiting list. It can take 2-4 months before an ablation can be scheduled.  

1.2.2. HEART LOUNGE  
The day of the procedure, the patient arrives at the Heart Lounge. This the area were patients wait 

before their scheduled procedure and where they recover after the procedure. At several occasions, 

it is confirmed whether the patient is the correct patient for the correct procedure and whether the 

patient followed the instructions that he or she should follow before the procedure can take place. 

This includes not eating and either stopping or continuing medication a certain time before the 

procedure. If all is in order, the patient is collected for the procedure an brought to the coronary 

catheterization room (hartkatheterisatiekamer) which is the name for the operating rooms used for 

the ablation procedures. Here the patient is sedated and will remain unconscious during the 

procedure. A catheter is inserted in the groin. From here the catheter is directed to the heart where 

the heart tissue is damaged in order to create scar tissue. In the case of cryoablation, a small balloon 

is brought to a very low temperature (-50 °C) to create the scar tissue. This scar tissue blocks electrical 

signals from the pulmonary veins that makes the heart contract in an abnormal way. The electrical 

signals received in the heart are thus brought back to normal. This way, the heart rhythm also returns 
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to a normal rhythm called sinus rhythm. When the procedure has been performed, the patient is 

returned to the Heart Lounge to recover. 

1.2.3. AFTER ABLATION 
Usually the patient leaves the hospital the same day as the procedure. Only when the procedure is 

performed late in the afternoon or when complications occur will the patient stay in the hospital 

overnight. When there are no complications, the patient goes home and is expected for a return visit 

after three months to discuss his or her new condition. In about 70% of the cases, the procedure is 

successful. When the patient returns for a consultation visit with the cardiologist, the patient indicates 

whether his or her condition has improved or not. Often the patient still feels an abnormal rhythm 

during the first few weeks after the ablation but it improves after that period, hence the three-month 

period before the check-up. Sometimes there is no change in the condition. It may even happen that 

the condition has worsened since the procedure. If the ablation has not reduced the symptoms 

experienced by the patient to a satisfactory level, a so-called re-do can be proposed. If the patient 

agrees with this, the ablation procedure is performed once more to try to achieve a positive result. 

1.3. PROBLEM STATEMENT 
Atrial fibrillation is a heart condition that is not immediately dangerous to the patient, though it can 

lead to other, more dangerous, heart conditions such as blood cloth or heart failure (Netwerk 

Boezemfibrilleren, 2019). Because people can often lead a normal life with the condition, treatment 

of choice is often dependent on how much the condition is affecting the patient. One treatment option 

is the cryoablation procedure. The goal of treatment is to reduce the symptoms that are experienced 

by the patient. However, the cryoablation procedure is not always successful in doing so. Thus, being 

able to compare the symptom burden of a patient before and after the procedure is valuable. 

Symptoms experienced by patient are recorded in the Electronic Health Record (EHR) in clinical notes. 

Information in EHRs can be structured or unstructured, encoded or unencoded and machine readable 

or not machine readable (Kim et al., 2019). The symptoms experienced by a patient are not stored in 

structured form in the EHR. They are written in the EHR as free-text, but no standardized form exists. 

This information is thus unstructured, unencoded and machine readable. “Symptoms are subjective 

experiences that are reported by patients to their providers” (Forbush et al., 2013). Symptoms are 

highly subjective and are often stated in the patient’s own words and are therefore hard to capture. 

Forbush et al. (2013) reviewed a number or English language clinical documents and showed that 45% 

of symptoms that are stated in the patient’s own terms (e.g. “feels like someone hitting my head with 

a hammer”) are not restated in medical terms.  

In this project, we try to extract symptom information from clinical free-text found in Electronic Health 

Records using Natural Language Processing (NLP) in order to make evaluation of the symptom burden 

of atrial fibrillation patients easier. 

 

1.4. RESEARCH OBJECTIVE 
One objective that is to be achieved through NLP research on atrial fibrillation patient clinical notes is 

to be able to extract the severity of a patient’s symptoms according to the EHRA-scores. Our research 
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objective is a first step in this direction by extracting parts of the text that are symptoms without 

determining the severity. Succeeding in this research objective can also assist cardiologists by 

summarizing a patient’s symptom burden without having to search through a patient’s medical 

records manually. This could mean the patient’s symptoms are shown in the EHR together with the 

date the symptoms were found. This would also require the system to recognize symptoms 

experienced in the past and absent symptoms as such. Although we do annotate absent symptom 

mentions separately and we do experiment with a model making the distinction between present and 

absent symptoms, it is not the focus of our research. 

1.5. CHALLENGES 
One of the major limitations for this research project is that resources are more often available for 

high-resource languages such as English, French, Spanish, German and Chinese (Hirschberg & 

Manning, 2015). A lot of research has been done regarding the extraction of medical entities from 

clinical free-text and some research has been done in the field of symptom extraction in English.  Very 

recent research on symptom extraction has been done for English clinical notes such as in Steinkamp, 

Bala, Sharma & Kantrowitz (2020) and Leiter et al. (2020). Dutch does not have the same number of 

available resources as the other languages mentioned. We are not aware of any literature that 

discusses symptom extraction on Dutch clinical text. We are aware of one available corpus of 

annotated Dutch clinical text (Kors, Clematide, Akhondi, van Mulligen, & Rebholz-Schuhmann, 2015) 

but it is not specifically annotated with symptom information and only symptoms that could be 

categorized to standard terminology were annotated. To our knowledge, no corpus of Dutch clinical 

texts is publicly available that specifically includes labelled symptom information. 

1.6. RESEARCH QUESTIONS 
The research problem has led us to the following main research question: 

“How can symptoms of atrial fibrillation patients be extracted from 

Dutch Electronic Health Record notes?” 

To answer our main research question, we use the following sub-questions. 

1. What kind of applications and methods for EHRs exist in current research and to which extend 

are these suitable for our purposes?  

2. What components are required to extract symptoms from clinical free-text? 

3. How is a symptom defined and what guidelines should be used to categorize text as a 

symptom?  

4. What type of clinical notes contain information about a patient’s symptoms? 

5. What level of reliability can be expected from a symptom extraction model using NLP? 

6. What insights about the cryo-ablation process can be obtained from the creation of this 

model? What insights could be obtained from the utilization of this model? 



16 

 

 

1.7. CONTRIBUTION OF THE RESEARCH 
The task at hand is to extract symptoms experienced by atrial fibrillation patients from clinical free-

text found in EHRs. We are performing this task on clinical notes from the cardiology department of 

Catharina Ziekenhuis Eindhoven. Our aim is to perform this task to such a level that it is reliable enough 

to be used for further research into the possibilities of automatically extracting a patient’s symptom 

burden. One of the challenges for this task is the unavailability of previous research on symptom 

extraction on Dutch language EHRs as well as the unavailability of Dutch language clinical texts with 

annotated symptom mentions. We contribute to the research field by exploring a method to extract 

symptoms that requires no expert knowledge and by showing what level of performance can be 

achieved with resources that are widely available and not specific to NLP in the clinical context. 

 

1.8. RESEARCH METHODOLOGY 
During the execution of this research project, we follow the CRISP-DM model. “The CRISP-DM 

reference model for data mining provides an overview of the life cycle of a data mining project” (Wirth 

& Hipp, 2000). Following the model makes certain that the data mining project is iterative and will 

continuously improve. The CRISP-DM model includes six phases. Below, an overview is provided which 

includes the interpretation of the CRISP-DM steps for this project: 

• Business Understanding 

Understanding the project objectives and requirements from a business perspective 

which can be converted into a data mining problem definition.  

 

We gain insights in the organisational context that has created a need for the 

modelling task. 

• Data Understanding 

Collecting and getting insight in the available data.  

 

We discuss the data that is available to us and what data is relevant for our task. 

• Data Preparation 

All activities that go into creating the data that will be fed into the model.  

 

We transform the data that we selected into a form that suits or modelling purpose. 

• Modelling 

Application of modelling techniques and setting of parameters.  

 

Here, we build a model that will perform the task that is required. 

• Evaluation 

Review the created model and decide if the business objective has been reached.  
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We evaluate the model’s performance and assess whether the model successfully 

performs the task. 

• Deployment 

Organizing and presenting the gained knowledge so that the end-user can apply it.  

 

We will discuss the insights gained during the research process and its implications for 

the cardiology department at CZE.  

This report presents these phases in a sequential manner. In practice, these steps are interdependent, 

as is shown in Figure 1.2, and new insights gained in one step can lead to revisions in any other. 

 

 

1.9. THESIS STRUCTURE 
The structure of this thesis follows the CRISP-DM model (Wirth & Hipp, 2000). This thesis is divided in 

the following chapters: 

1. Introduction 

2. Related Work 

3. Methodology 

4. Data Description 

5. Model Experiments 

6. Conclusion 

FIGURE 1.2 THE CRISP-DM MODEL, SOURCE: WIRTH & HIPP (2000) 
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The Business Understanding step has already been discussed in this chapter. In chapter 2 we discuss 

literature that is related to this research project. In chapter 3 we present the methodology that is used 

to extract symptoms from clinical free-text. In chapter 4, the Data Understanding and Data 

Preparation steps of the CRISP-DM model are discussed. In Chapter 5, the Modelling process and 

Evaluation steps are discussed. The sixth step in the CRISP-DM model is the Deployment step. In our 

case we discuss the insights gained and the implications of our model at the end of chapter 5. We 

discuss recommendations regarding next steps for the model in chapter 6. 
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2. RELATED WORK 
In the broadest sense, this research project can be considered part of the health informatics discipline 

which is “concerned with the systematic processing of data, information and knowledge in medicine 

and health care” (Hasman, Haux, & Albert, 1996). The symptom extraction task we have described 

makes use of textual data from the EHR. It therefore combines two research areas: EHR research and 

Natural Language Processing (NLP). Within the field of NLP, the symptom extraction task can be 

categorized in the field of information extraction, where predefined types of information are extracted 

from text. The task can be considered a named entity recognition (NER) task. The NER task involves 

the identification of words or phrases and categorizing them (Nadkarni, Ohno-Machado, & Chapman, 

2011). In this chapter, previous research in these fields is discussed. We first discuss the use of EHRs 

for research. Next, we introduce Natural Language Processing and discuss Information Extraction and 

the NER task. Subsequently, we discuss the use of Deep Learning techniques for NLP. Finally, we 

discuss some applications of NLP on EHRs including for NER and symptom extraction. 

 

2.1. USE OF EHRS FOR RESEARCH 
As explained in Jensen, Jensen & Brunak (2012): “the Electronic Health Record (EHR) of a patient can 

be viewed as a repository of information regarding his or her health status in a computer-readable 

form”. Computer-readable records, however, do not make up all records in the EHR. It also includes 

scanned documents. Kim et al. (2019) define four types of information formats in EHRs: structured 

and terminology encoded, structured with local codes or no encoding, unstructured machine-readable 

text, unstructured scanned text. Utility of these formats decreases in the same order. 

A large portion of the EHR consists of administrative data which monitors hospital activity and 

performance and is necessary for insurance companies to reimburse medical expenses. The EHR also 

stores ancillary clinical data which comes from laboratories, pharmacies, radiology and medical 

imaging departments. EHR records from these departments provide drug information, laboratory 

results and other test information. Finally, the EHR stores clinical text. Clinical texts are written down 

clinical narratives that include admission notes, treatment plans and patient summaries. They are 

written mainly for documentation purposes and writing often includes a high number of 

abbreviations, acronyms and other shorthand writing (Meystre, Savova, Kipper-Schuler, & Hurdle, 

2008). Clinical free-text allows for a nuanced assessment of a patient’s case and explain the reasoning 

of the medical professional.  

Information from EHRs can be used for research. Three common applications of EHRs for knowledge 

discovery are (Jensen et al., 2012): 

• Correlating clinical features: identifying co-occurrence of diseases and other conditions 

among patients. 

• Prediction: Using EHR data to predict health outcomes. 

• Patient stratification: Grouping patients into groups with similar characteristics (cohorts). 
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More specific research applications of EHR data are listed in Cowie et al. (2017):  

• Observational studies such as the observation of drug utilization, the natural history of disease 

and disease risk factors.   

• Safety surveillance of drug and other medical products after they are brought on the market. 

• Applications in clinical research such as hypothesis generation and performance improvement 

of clinical care. 

Cowie et al. (2017) also describe four challenges for use of EHR data in research. The challenges are: 

• Low quality or accuracy of EHR data and the lack of methods to validate if the data is correct. 

• Incompleteness of data due to a patient’s death or due to a patient having different healthcare 

providers. 

• Delay in access to EHR data when EHR data is used in clinical trials. 

• Differences between EHRs of different healthcare providers. 

• Privacy issues surrounding patient data. Privacy rules and security regarding patient 

information are of high importance but limit the accessibility and can even limit the usefulness 

of EHR data. 

• Inadequate understanding of the database itself, it’s structure and it’s limitations. 

 

2.2. NATURAL LANGUAGE PROCESSING 

2.2.1. INTRODUCTION 
Natural language processing is a broad field of study involving natural language. This becomes evident 

from the definition given by Hirschberg and Manning: “Natural language processing employs 

computational techniques for the purpose of learning, understanding, and producing human language 

content” (Hirschberg & Manning, 2015) The definition indicates that NLP involves any method that 

combines natural language and computational science.  

Two general approaches exist for NLP. One is the rule-based approach where a computer follows pre-

set rules in a program. Another is Machine Learning (ML) where a computer learns rules with or 

without human guidance (Juhn & Liu, 2020). Rule-based approaches are difficult because of 

complexity, ambiguity and context-dependent interpretation of human language. ML-based NLP 

models are based on large collections of text. The development of ML-based NLP was largely driven 

by the availability of linguistic data in digital form annotated with linguistic information such as part-

of-speech tags (Hirschberg & Manning, 2015). These annotated corpora contained parts of the text 

that were labelled as the ‘correct answers’ for a certain NLP task (Nadkarni et al., 2011). The use of 

such corpora to train statistical ML models is known as statistical NLP. The use of deep learning models 

for NLP is distinct from statistical ML models. Deep learning models used in NLP are discussed in 

section 2.3. 
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Natural language processing includes important low-level tasks listed by Nadkarni et al. (2011) and 

described in detail by Manning & Schütze (1999). One of these tasks is tokenization: the division of a 

text into tokens were each token is a word, a number, punctuation mark or any combination of 

characters. Others are the detection of sentence boundaries and labelling words in a sentence with 

the correct part-of-speech. Nadkarni et al. also defined several high-level tasks which build on such 

lower level tasks: 

➢ Spelling/grammatical error identification and recovery 

➢ Named entity recognition (NER): Classifying parts of the text to predefined categories of 

information (Chen, 2020), i.e. a numbered year is classified as being a year and a right leg 

is classified as a part of the human anatomy. This task is further discussed in a section 

2.2.3. 

➢ Word sense disambiguation (WSD): “The task of disambiguation is to determine which of 

the senses of an ambiguous word is invoked in a particular use of the word. This is done 

by looking at the context of the word’s use.” i.e. a bank can be a river bank or a financial 

institution (Manning & Schütze, 1999).  

➢ Negation and uncertainty identification: “Inferring whether a named entity is present or 

absent, and quantifying that inference’s uncertainty.”  

➢ Relationship extraction: “Determining relationships between entities or events, such as 

‘treats,’ ‘causes,’ and ‘occurs with.’”  

➢ Temporal relationship extraction: Correctly extracting the temporal relations between 

events mentioned in the text. For example, something can be implied to happen before 

another event, or it can be given that it happened 3 weeks ago.  A definition is given  in 

Katz & Arosio (2001) as “The temporal interpretation of a sentence can be taken to be the 

set of temporal relations that a speaker naturally takes to hold among the states and 

events described by the verbs of the sentence.”  

The final task discussed by Nadkarni et al. is the Information Extraction task (IE), which is a broad task 

that can incorporate several of the other tasks. IE is discussed in the next section. 

2.2.2. INFORMATION EXTRACTION 
An old, broad definition in the general NLP domain for information extraction (IE) is ”extracting 

predefined types of information from text” (Lehnert & Ringle, 1982). Sarawagi (2008) stated that 

“Information Extraction refers to the automatic extraction of structured information such as entities, 

relationships between entities, and attributes describing entities from unstructured sources”. Thus, 

the key elements of Information extraction are that the information type extracted is pre-defined 

(whether they are entities, attributes or any other type of information) and that the source is 

unstructured. In our case the unstructured information is free-text. 

Sarawagi (2008) lists several uses of IE outside the biomedical domain. Examples mentioned are 

automatic tracking news events, extraction of information from customer interaction and data 

cleaning as applications in business. Another application is Personal Information Management, the 
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automatic organization of personal data such as documents, emails, projects and people. Also 

mentioned is the use of IE on the internet such as for user generated product reviews. 

Information Extraction on EHRs is discussed in literature reviews by Meystre et al. (2008) and later by 

Wang et al. (2018). The former describes several uses of IE on clinical text. Several of the uses 

discussed are: 

- Extracting clinical codes from clinical text: This can mean the International Classification of 

Diseases (ICD) codes or codes locally used in the institution. 

- Enriching the EHR and Decision Support: This includes the summarization of clinical notes and 

patient-finding based on criteria. 

- Surveillance: The task of finding adverse events: unintended events in the hospital such as 

adverse drug reactions and disease outbreaks. 

- Supporting research: Using IE to support research can mean recruitment of subjects based on 

EHR data. 

- De-identification of clinical text: Removing information from EHR data that can be used to 

identify the patient. 

In the literature review by Wang et al. (2018), they reviewed applications of clinical information 

extraction and separated the found applications in three general categories: disease study areas, drug-

related studies and clinical workflow optimization. Disease study areas represented all applications 

that tried to detect indicators for diseases in clinical text. Drug-related studies encompassed all 

applications that focus on extraction of drug-related information. Clinical workflow optimization 

combines multiple information extraction applications that intend to improve patient care by 

improving the processes involved in the patient’s treatment. 

2.2.3. NAMED ENTITY RECOGNITION 
The extraction of symptoms from clinical notes is similar to named entity recognition (NER). NER can 

mean labelling “atomic elements in the sentence into categories such as “PERSON” or “LOCATION” 

(Collobert et al., 2011). However, while categories such as ‘person’, ‘location and ‘organization are 

common in general NER such as in the ConLL-2003 shared task (Sang & Meulder, 2003), they are 

usually different in clinical NER such as the 2010 i2b2 shared task (Uzuner, South, Shen, & DuVall, 

2011) where the entities are ‘problem’, ‘test’ and ‘treatment’.  

 

2.3. MACHINE LEARNING AND DEEP LEARNING TECHNIQUES USED FOR 

NLP 

2.3.1. STATISTICAL MACHINE LEARNING 
Frequently used machine learning techniques for language processing are Hidden Markov Models 

(Seymore, Mccallum, & Rosenfeld, 1999), Conditional Random Fields (Lafferty, McCallum, & Pereira, 

2001) and Support Vector Machines (Joachims, 2002).  

2.3.2. DEEP LEARNING USED FOR NLP 
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While statistical NLP methods do not rely on handcrafted rules to process text, they still require a lot 

of decision making by humans. Researchers create and use features in statistical models that tend to 

work specifically for the task at hand. Research shifted away from this hand-crafted feature 

engineering towards automatically learned features so models could be created that are more 

generalizable (Collobert et al., 2011). Neural networks came to be the method used to create models 

that worked on various NLP tasks. Young et al. (2018) reviewed trends in deep learning for NLP. In the 

paper, they first discussed the use of word embeddings which will be discussed in the next section. 

They then discussed the different types of neural networks used in language modelling: Convolutional 

Neural Networks, Recurrent Neural Networks and Recursive Neural Networks. 

2.3.3. WORD EMBEDDINGS 
Several ways exist to represent words for use in ML such as Bag-of-Words, one-hot vector encoding 

and term frequency-inverse frequency. (Hasan & Farri, 2019). None of these methods include a way 

to represent the meaning of the words. A way to include a word’s meaning in its representation is to 

represent them as word embeddings. Word embeddings are vectors of a fixed size where all index 

locations have a value. The idea behind them is that “words with similar meanings tend to occur in 

similar context. Thus, these vectors try to capture the characteristics of the neighbours of a word” (T. 

Young et al., 2018). The goal is for “semantically similar words have similar vector representations” 

(Le & Mikolov, 2014). Collobert and Weston (2008) showed that pre-training these vectors on a large 

unlabelled corpus can be valuable.  

Word embeddings came to be widely used after a Google research paper by Mikolov et al. (2013) was 

published. They used a continuous bag-of-words or continuous skip-gram method to calculate the 

embeddings. This method of creating word embeddings is called word2vec. Since then, other methods 

to create word embeddings have been developed such as GloVe (Pennington, Socher, & Manning, 

2014).  

One area where word2vec and GloVe are lacking is that when pre-trained word embedding are 

created using these methods, no vector representations are included for words that do not appear in 

the corpus they were trained on. This means that no embeddings are included for many rare or 

misspelled words. In an attempt to solve this problem, Fasttext embeddings (Bojanowski, Grave, 

Joulin, & Mikolov, 2017) were created by Facebook Research. This method views words as the sum of 

their n-grams, meaning that an embedding of a word is the sum of all possible parts of that word. An 

example given in the original paper describing Fasttext is that the word where is represented by the 

sum of the vectors for the n-grams <wh, whe, her, ere and re>. Here < and > are boundaries of the 

word and the value for n is 3. 

2.3.4. CONVOLUTIONAL NEURAL NETWORK 
To use a Convolutional Neural Network (CNN) for word prediction, a window of words surrounding 

the target word is used as input. Each word is represented by a word embedding vector. In this 

approach, as described in Collobert & Weston (2008), a convolutional layer takes a sequence of words 

and performs a convolution on all words in the sequence to produce another sequence as output. The 

sequence is transformed by multiplying it with a weight vector. Usually, a kernel width is set so that 

only a set number of words left and right of the target word are used in the convolution while the 
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other words in the sequence are multiplied with a weight vector with all zeros. The CNN architecture 

used by Collobert & Weston (2008) is depicted in Figure 2.1. 

 

FIGURE 2.1 CNN ARCHITECTURE, ARCHITECTURE BY (COLLOBERT & WESTON, 2008), FIGURE BY (T. YOUNG ET AL., 2018) 

2.3.5. RECURRENT NEURAL NETWORK 
Recurrent Neural Networks (RNN) are used to process sequential information. “The term ‘recurrent’ 

applies as they perform the same task over each instance of the sequence such that the output is 

dependent on the previous computations and results” (T. Young et al., 2018). A simple RNN applies a 

function both on the output of the previous RNN unit and the input at the current instance in the 

sequence as shown in Figure 2.2. The problem with simple RNNs is that weights are not trained 

effectively when a large sequence is modelled. In large sequences, the gradient of the loss function 

becomes either extremely small or extremely large, causing the weights to not be updated at all or be 

updated too much. This problem is known as the vanishing or exploding gradient problem.  
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LONG SHORT-TERM MEMORY NETWORKS 

Long short-term memory (LSTM) (Hochreiter & Schmidhuber, 1997) networks  were designed to solve 

the vanishing gradient problem of simple RNN. LSTM networks consist of a series of LSTM cells that 

take as input the cell input at time t, the cell state of the LSTM cell at time 𝑡 − 1 and the hidden state 

of cell 𝑡 − 1. The cell then returns the cell state and the hidden state at time 𝑡. The LSTM cell employs 

several gates as shown in Figure 2.2. These are the forget, input and output gate. They correspondingly 

allow information to be forgotten, be kept as input and be used to predict output. 

GATED RECURRENT UNITS 

Gated Recurrent Units (GRU) are a different kind of RNN cell that is also able to keep information for 

a longer time. Instead of a cell state and hidden state, a GRU cell only uses the hidden state of the 

previous cell ℎ𝑡−1 as input and returns a hidden state as output. Within in the cell there is an update 

gate and a control gate. (Gao et al., 2020) 

Experiments on the performance differences between LSTM and GRU are often inconclusive and 

people often decide between the two models based on other factors such as computing power (T. 

Young et al., 2018). In this project, we have chosen to use GRU because it is less computationally 

expensive than LSTM.  

2.3.6. Transformer MODELS 
A newer development used with RNN models is the attention mechanism, which allows for 

dependencies between elements in sequences without regard of the distance between them. This 

attention mechanism was then used without RNNs in the development of the Transformer model. 

This model uses self-attention “relating different positions of a single sequence in order to compute a 

representation of the sequence” and achieved a new state of the art on two translation tasks (Vaswani 

et al., 2017). 

A model that builds upon the Transformer architecture is Bidirectional Encoder Representations from 

Transformers (BERT) (Devlin, Chang, Lee, & Toutanova, 2019) which is designed to be pretrained on 

unlabelled text to retrieve word representations that include context. These representations are 

learned by randomly masking words in the text and learning to predict the masked words based on 

the context. It can be finetuned for specific language processing tasks.  

FIGURE 2.2 COMPARISON BETWEEN SIMPLE RNN, LSTM AND GRU CELL ARCHITECTURES, SOURCE MUHAMMAD ET AL. (2019) 
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2.4. APPLICATIONS OF NLP ON CLINICAL TEXT FROM EHRS 

2.4.1. RESEARCH APPLICATIONS 
We discussed in section 2.1. that common applications of EHR data for knowledge discovery are the 

correlation of clinical features, prediction and patient stratification. One example of the correlation of 

clinical features using clinical notes is found in a paper by Patel et al. (2017). They used an NLP tool to 

extract mammographic features from mammogram and pathology reports. They then correlated 

these features with breast cancer subtypes. The correlations they found between sub-types and 

certain features were consistent with those reported in previous research. An example of the 

prediction is presented in Cohen et al. (2016). They trained a Support Vector Machines model to 

classify patients as potential candidates for surgical intervention for drug-resistant pediatric epilepsy. 

Their data included patients manually labelled as candidates as well as documents for those patients 

labelled as indicating the patient as a candidate for the surgery or not. Hassanzadeh, Karimi & Nguyen 

(2020) compared methods for cohort selection. They enriched clinical notes by normalising concepts 

in the text to those in medical ontologies and represented the concepts found in the documents as a 

single vector. Then they used a Multi-Layer Perceptron, a type of neural network, to determine if a 

patient meets the criteria for a trial based on the classification of their documents. 

Several IE IE techniques were compared in Malmasi et al. (2019). They compared Support Vector 

Machines, Conditional Random Fields, Naïve Bayes, Linear Regression and both LSTM and GRU models 

to extract mentions of declined insulin treatment in clinical notes. For the Naïve Bayes, Linear 

Regression and Support Vector Machines model, they approached the task on the sentence level. The 

models were trained to classify sentences as including mentions of declined insulin treatment. For the 

Conditional Random Fields model and the RNN models (LSTM and GRU) the task was performed by 

labeling individual tokens of a sentence. Both approaches were evaluated at the sentence level. They 

tried different types of input to perform the task and showed that performance varied a lot among 

the models used. RNN models achieved the best performance but were outperformed by a language 

model designed by a clinician who analyzed the training set and devised rules to determine if insulin 

treatment was refused. 

2.4.2. NER ON EHRS USING DEEP LEARNING 
Older statistical NER methods relied heavily on hand-crafted features. Lample et al. (2016) proposed 

a NER method without any hand-crafted features and relied solely on supervised learning using 

annotated corpora. They proposed a bidirectional LSTM model where the output of a sequence of 

words is a sequence of tags. In their data, named entities are tagged according to the BIO-scheme. 

Each word is tagged as either: B-beginning of an entity, I-inside an entity, O-outside an entity. In the 

sequences, the tag on location 𝑖 is the tag for the word in location 𝑖. A Conditional Random Fields 

model is applied to the output of the LSTM layers so classification decisions for words are not made 

independently but jointly. Word embeddings are used as input for the bidirectional-LSTM which are 

trained on a large corpus. Additionally, they also used bidirectional-LSTM on the characters in words 

to create character embeddings as representations of the words which are concatenated with the 
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word embeddings. Their bidirectional LSTM model is shown in Figure 2.3 while their method used to 

create character embeddings is shown in Figure 2.4.  

 

FIGURE 2.3 BIDIRECTIONAL LSTM FOR SEQUENCE LABELLING (LAMPLE ET AL., 2016) 

 

FIGURE 2.4 CHARACTER EMBEDDINGS GENERATED WITH BIDIRECTIONAL LSTM (LAMPLE ET AL., 2016) 

Liu et al. (2017) used LSTM on the i2b2 shared tasks of 2010,2012 and 2014 and achieved results 

comparable to the state-of-the-art at that time. They applied a similar method to Lample et al. to 

extract clinical named entities. Tokens in the dataset were tagged using the BIOES scheme which is 

similar to the BIO scheme but adds E to label the end of an entity and S for single-token entities. They 

used bidirectional LSTM as shown in Figure 2.5 to model the sequence. Besides training character 

embeddings using LSTM, they also tried to generate them using a Convolutional Neural Network. 

Adding character-level word representations improved the model slightly but it was unclear whether 

either LSTM character representation or CNN character representations was superior. 
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FIGURE 2.5 LONG SHORT-TERM MEMORY ARCHITECTURE FOR NAMED ENTITY RECOGNITION (LIU ET AL., 2017) 

2.4.3. SYMPTOM EXTRACTION 
In the field of symptom extraction, a distinction can be made on the source of the text. Some 

researchers try to extract symptoms from biomedical literature such as Abulaish, Parwez, & Jahiruddin 

(2019). Another research area is the extraction of symptoms from patient-authored texts such as text 

found on social media. This is discussed in a literature review of natural language processing of 

symptoms in electronic patient-authored text by Dreisbach et al. (2019). 

The research group that reviewed the use of NLP on electronic patient-authored text also conducted 

a literature review on natural language processing of symptoms in free-text narratives found in EHRs 

(Koleck, Dreisbach, Bourne, & Bakken, 2019). They included 27 articles published between 1999 and 

2017. Of these articles, 14 reported symptoms as the primary outcome of the research, 23 used NLP 

to extract symptoms and 13 used some form of rule-based method to process symptoms. After 

performing the literature review, one of their conclusions was that the focus of most literature is on 

the extraction of symptoms and the use of symptom information for disease classification. They state 

that there should be more research into the symptoms themselves, symptom documentation and 

symptom management. One of their proposed future directions for natural language processing of 

symptoms in clinical free-text is normalization of extracted symptoms to a controlled vocabulary of 

symptom terms. This task is commonly known as named entity normalization. 

There are different ways of utilizing symptom information from clinical notes for research. Some 

researchers do not extract symptoms from free-text directly but try to determine the symptom burden 

indicated in the document. The CEGS-GRID 2016 natural language processing shared tasks included a 

task where symptom severity in psychiatric evaluation records must be determined based their initial 

psychiatric evaluation (Filannino, Stubbs, & Uzuner, 2017). The possible levels of severity were absent, 

mild, moderate and severe. Goodwin, Maldonado & Harabagiu (2017) extracted features such as part-

of-speech tags and UMLS (Unified Medical Language System) concepts from these documents and 

then determined the symptom severity using a Support Vector Machines model.  
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Other researchers try to extract the specific symptoms from the text. Steinkamp et al. (2020) describe 

this task in their paper. They stated that a practically viable symptom extraction system must be able 

to perform the tasks of named entity recognition, named entity normalization and coreference 

resolution. We have discussed the first two tasks earlier. The coreference resolution task refers to 

identifying which mentions of a named entity, in this case symptoms, refer to the same instance. In 

the text “Patient feels dizzy sometimes. Dizziness often occurs at night” ‘dizzy’ and ‘dizziness’ refer to 

the same instance of dizziness. Coreferent mentions can mean a symptom is named again twice in the 

same text but can also mean a symptom is mentioned and in the next sentence is referred to as ‘it’. 

Most research on symptom extraction only focuses on the named entity recognition task. 

Machine learning models require annotated training data. This annotation data is often the first step 

for research in this field. Forsyth et al. (2018) annotated a dataset consisting of sentences from clinical 

notes of breast cancer patients. They annotated all positive and negative mentions of symptoms while 

all other words received the label ‘neutral’. Steinkamp et al. (2020) described an annotation protocol 

for symptom annotation and performed this on more than 1000 discharge summaries. Four 

annotators labelled all symptom mentions in the document and grouped symptoms that referred to 

the same instance together. Leiter et al. (2020) very recently created a dataset of 154 clinical notes of 

patients with congestive heart failure annotated with symptom information. They split symptoms in 

their annotation protocol based on whether they were present, absent or context dependent. Here, 

context dependent refers to the symptoms that describe changes in bodily functions that may or may 

not be caused by disease depending on the usual condition of the patient. 

The models that are trained on these labelled corpora vary. Forsyth et al. (2018) included word 

features in order to train a Conditional Random Fields model. Steinkamp et al. (2020) used deep 

learning methods. They performed the named entity recognition task by creating two neural network 

models: a recurrent model (bidirectional GRU-model) and a BERT (Bidirectional Encoder 

Representations from Transformers) model. At each timestep (each token), the output of the model 

was whether the token was classified as either part of a symptom mention or not. These models 

achieved near state-of-the-art performance. Leiter et al. (2020) used a previously created deep 

learning algorithm using CNN that was adapted and trained on the task of extracting the three 

symptom categories. The results were promising but the performance was significantly worse for the 

context dependent symptoms. 

An interesting use of symptom information from clinical notes is presented in Koren et al. (2019). They 

extracted symptom information from 670 million clinical notes and used machine learning to create 

an app that asks a patient what his specific symptoms are and then predicts the likely diagnosis. They 

did apply machine learning to the extraction of the symptoms but did not specify exactly how 

symptoms were extracted. 

 

2.5. IMPLICATIONS FOR RESEARCH QUESTIONS 
After reviewing related literature in the fields of EHR research, NLP and Information Extraction we can 

now answer research question 1: What kind of applications and methods for EHRs exist in current 

research and to which extend are these suitable for our purposes?  



30 

 

Broad research applications of EHRs are the correlation of clinical features to gain new knowledge 

about diseases and other conditions, prediction of clinical outcomes and grouping of patients with 

similar characteristics such as for clinical trials. NLP can be used to obtain information from clinical 

free-text that can be used for these types of research applications. 

We found that NLP can be applied in various forms. There are systems that make a computer follow 

handcrafted rules. There is statistical NLP, where large corpora of texts labelled with ‘correct answers’ 

are used to train statistical models to perform NLP tasks. The various methods mentioned in this 

chapter are Logistic Regression, Naïve Bayes, Support Vector Machines, Hidden Markov Models and 

Conditional Random Fields. These rely on the knowledge of the modellers to select features that work 

well. Newer methods no longer use features that are hand-picked by humans. Newer models that are 

used to process text include various forms of deep learning models such as Convolutional Neural 

Networks and advanced Recurrent Neural Networks using cells with various gates to allow information 

to be retained or forgotten over longer time than with simple RNNs. 

Among the literature we reviewed which use clinical free-text, the level of abstraction of text 

information that is used varies. Some literature uses entire documents to make classification decisions 

such as surgery candidate classification (Cohen et al., 2016). Other literature use sentences to make 

classifications such as in Malmasi et al. (2019). While symptom information is also used at the 

document level such as in Goodwin et al. (2017), it is most often treated similar to a named entity 

recognition task were classifications are made per token. This is demonstrated in three recent papers 

about symptom extraction (Forsyth et al., 2018; Leiter et al., 2020; Steinkamp et al., 2020). In these 

papers, Conditional Random Fields, GRU, BERT and a Convolutional Neural Network based approach 

are used.  

Since our goal is to extract symptoms from clinical notes at the token level, we should also treat our 

task like a NER task. All methods discussed can be used for this task but performance can vary a lot as 

shown in Malmasi et al. (2019) 

We can also answer research question 2: What components are required to extract symptoms from 

clinical free-text? 

From literature we learned that a practical symptom extraction system requires named entity 

recognition, named entity normalization and coreference resolution. In this project, we attempt the 

named entity recognition part of symptom extraction. To apply machine learning methods to perform 

this task on clinical notes, we first need a corpus of text with annotated symptom information. These 

methods also require a representation of words that can be used as input for a ML model. Word 

embeddings are a way to provide a model with semantic information of the words by representing 

them as fixed size vectors. Multiple word embedding models exist that have provided embeddings 

trained on very large corpora of unlabelled text. Finally, one of the modelling techniques discussed in 

our answer to research question 1 must be trained on the annotated corpus in order to learn how to 

label symptoms correctly. The answer to our second research question is thus that we first need a 

corpus of texts with labelled symptoms. We also require our words to be represented as word 

embeddings. Then, we need to train a ML model on the labelled corpus that learns how to perform 

the task of labelling symptoms in the text. 
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3. METHODOLOGY 

3.1. TASK SPECIFIC METHODOLOGY 
To extract symptoms from clinical notes we take a supervised approach where a deep learning model 

is trained on a corpus annotated with symptom mentions. Since there is, to our knowledge, no Dutch 

dataset available that has a lot of labelled symptoms, we set out to create this dataset ourselves. We 

retrieve a corpus of consultation notes from the CZE database and annotate all mentions of present 

and absent symptoms. We then use this annotated corpus as training data for a classification model 

using a Recurrent Neural Network that classifies tokens as being either part of a symptom or not. 

3.1.1. DATA SET CREATION 
Before we can try to extract symptoms of atrial fibrillation patient from clinical texts, we must retrieve 

a relevant corpus from the hospital database that includes this information. We limit the corpus to 

reports of consultation visits with the cardiologist at CZE. Some information of the patients’ symptoms 

can undoubtedly be found in other documents such as those at other health institutions, GP referral 

letters and notes written by other hospital personnel. Such notes are not included because we do not 

have access to patient’s records at other health institutions, GP referral letters often cannot be found 

in the database and symptom information written down by other hospital personnel in the process is 

generally very hard to find. We approach the retrieval of consultation notes by selecting a group of 

patients that has had the cryoablation procedure done using a cohort selection tool made by the 

company CTcue. We then select all outpatient consultation notes of these patients which are created 

at most one year before or after the procedure was performed. Subsequently, regular expressions are 

used to filter out sections that usually do not contain symptom information. A detailed description of 

this approach is included in chapter 5. 

3.1.2. ANNOTATION PROCESS 

ANNOTATION GUIDELINES 

To set guidelines for our annotations, we have looked at literature that provide information about 

symptoms, the annotation of symptoms and the symptom extraction task. First, we a definition of a 

symptom is required so we know what should be annotated. According to Forbush et al. (2013) 

“Symptoms are subjective experiences that are reported by patients to their providers”. Steinkamp et 

al. (2020) add that a symptom is experienced outside the healthcare encounter and can also be 

observed by another person such as a family member. Symptoms are distinct from signs, which are 

observed by the clinician or measured by tests. A symptom can also be a sign but it does not have to 

be. 

Steinkamp et al. (2020) provided a definition of the symptom extraction task. They listed that a 

successful symptom extraction system must extract the following: 

• Vague complaints (“Patient started feeling poorly 1 day prior to admission”) 

• Statements which do not directly mention a symptom (“Patient now sleeps on 4 pillows a 

night to breathe”, i.e. orthopnoea) 

• Symptom group statements (“Patient denies urinary symptoms”)  
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• Symptoms which refer to a diagnosis (“Patient had her usual symptoms of CHF again last 

night”).  

In addition, the system must not extract the following: 

• Symptom that exist within conditionals (“If you have chest pain, return to the hospital”). 

• Statements that describe indications for medication (“Take nitroglycerin as needed for chest 

pain”). 

• Symptoms which are known to occur when something else happens to the patient but are not 

indicated as being experienced by the patient (“Allergy: Penicillin causes rash”). 

Koeling et al. (2010) described the process of annotating clinical text with symptom mentions. They 

provided the following instructions for this task: 

• Do not infer a symptom from the text: only annotate symptoms if found as such in the text. 

• Presence or absence: e.g. in the case of ‘There was no evidence of abdominal distension’, 

‘abdominal distension’ should be marked up.  

• Annotate the bare minimum: only annotate as much text as you need to identify the symptom. 

E.g. ‘...who has had right upper quadrant abdominal pain now for some weeks’, only 

‘abdominal pain’ should be marked up. 

• Annotate every occurrence of a symptom in a record. 

We try to adhere to these instructions as much as possible. However, we do not follow them 

completely. The first instruction does not correspond to the task definition by Steinkamp et al. We 

think some statements in the consultation notes contain valuable information regarding the symptom 

burden even if no explicit symptoms are mentioned. For this reason, annotate symptoms that do not 

refer to specific symptoms or are not explicitly stated in the text will also be annotated. We also think 

that some words that give extra information given about a symptom are inherently part of the 

symptom and should be included. When the patient has ‘pain in the left leg’, we consider the fact that 

the pain is in the leg is part of the symptom mention as opposed to Koeling et al. (2010). We call tokens 

that give extra information about the symptom but are not inherently part of the symptom modifiers. 

Modifiers can be tokens that indicate, for example, negation or severity. These modifiers should not 

be included in the annotations.  An overview of the guidelines used for annotation can be found in 

Table 3.1. 

Text that should be annotated Text that should not be annotated 

Symptoms (present and absent) Signs  

Symptoms which: 

• are experienced by the patient 

• are presented by the patient (noticed by 

the patient himself or by people around 

the patient). 

• are experienced in the past. 

Symptoms which:  

• are experienced by family members 

• noticed by the health provider (noticed 

during consultation or in lab / test 

results). 

• exist within conditionals 

• are indications for medication 
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• are uncertain • are known to occur when certain 

medication are taken or other clinical 

events take place. 

 

Do include: 

• the least amount of tokens that include 

the complete symptom. 

• body location modifiers of the symptom 

such as ‘leg’ in ‘leg pain’ 

• tokens in between words of one 

symptom mention such as in the phrase 

‘geen last meer gehad van 

ritmestoornissen’ 

• modifiers of the symptom that are an 

inherent part of the symptom such as in 

‘feels hart beating fast’ 

 

Do not include: 

• modifiers of the symptom such as 

‘severe’, terrible’ or ‘very’ 

• tokens that indicate negation of the 

symptom such as ‘no’ in ‘no 

palpitations’ 

• separation marks between parts of an 

enumeration of symptoms 

TABLE 3.1 ANNOTATION GUIDELINES 

 

SYMPTOM MENTION TYPES 

After exploring the consultation notes, we decided to create a separate tag for general symptom 

mentions. It is very common for the cardiologist to write down no information about the patient’s 

symptoms except for a general statement about the patient’s condition such as ‘heavily burdened by 

atrial fibrillation’. We also found that some symptom information was implicit in the text. Comments 

such as ‘patient is doing well’ and ‘does not go cycling anymore’ can be informative about the patient’s 

condition. In the first case, it implies that the patient has no or only limited symptoms of the condition 

and in the second case it implies that the patient is burdened so much by the condition that he is not 

able to go cycling anymore. Implicit information can be important but can also be vague. We included 

implied symptom mentions in the annotations, but we do not view them as the primary focus of the 

task. 

We also made the distinction between symptoms common for atrial fibrillation patients and other 

specific symptoms. We do not think there is a difference between the way these symptoms are written 

down but there is a difference in their occurrence. Since these notes are about patients that are 

treated for atrial fibrillation exclusively, common symptoms for atrial fibrillation such as fatigue and 

palpitations occur much more often than, for example, leg pain. Therefore, we gave those symptoms 

common for atrial fibrillation patients a different tag. The list of symptoms that are tagged as atrial 

fibrillation symptoms is determined using information given to us by cardiologist Lukas Dekker and 

information available online at the website of the Dutch heart foundation (‘Hartstichting’) and CZE 

information brochures about atrial fibrillation and the ablation procedure (Catharina Ziekenhuis 
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Eindhoven, 2020b; Netwerk Boezemfibrilleren, 2019). We do not intent this list to be a complete list 

of symptoms caused by atrial fibrillation but we do think these are the most common atrial fibrillation 

symptoms found in the consultation notes we reviewed and are therefore the most likely to be 

predicted correctly when a model is trained on the data. Table 3.2 contains a comparison of symptoms 

we annotated as atrial fibrillation symptoms and the most common symptoms in the data annotated 

by Leiter et al. (2020), wherein data of patients with congestive heart failure was annotated. The main 

differences are that we did not tag pain other than chest pain as an atrial fibrillation symptom, we did 

not include coughing in our list and we included some symptoms that are not as common in the 

dataset of Leiter et al. 

 

Symptoms are also mentioned in clinical notes when they are absent. Steinkamp et al. do not make 

the distinction between present and absent symptoms in their annotation. Leiter et al. (2020) labelled 

symptoms as present, absent or context dependent. We chose not to tag context dependent 

symptoms separately, but we did use different labels for present and absent symptoms. We use 

different tags when symptoms are indicated as being absent than when they are present for all four 

categories. This is similar to the annotation of absent and present symptoms in Forsyth et al. (2018) 

 

Our list of the most common atrial 

fibrillation symptoms 

 

List of most common present symptoms for 

patients with congestive heart failure as 

presented by Leiter et al. (2020) 

 

➢ Fatigue 

➢ Chest pain (including chest 

discomfort and Thoracic discomfort / 

pain) 

➢ Palpitations  

➢ Increased heart rate 

➢ Dizziness 

➢ Low exercise capacity 

➢ Shortness of breath (including 

dyspnoea and orthopnoea) 

➢ Nausea  

➢ Fainting / collapse / syncope 

(including feeling of fainting)  

➢ Transpiration 

 

 

➢ Chest pain 

➢ Pain  

➢ Shortness of Breath 

➢ Dyspnoea 

➢ Fatigue  

➢ Nausea 

➢ Abdominal pain  

➢ Orthopnoea 

➢ Cough 

➢ Syncope  

 

TABLE 3.2 SYMPTOMS TAGGED AS ATRIAL FIBRILLATION SYMPTOMS COMPARED TO THE MOST COMMON PRESENT 

SYMPTOMS FOUND IN LEITER ET AL. 



35 

 

To summarize, we use different tags for common atrial fibrillation symptoms, other symptoms, 

mentions of general symptoms and implicit indications of symptoms. We use four different tags for 

the same categories when they are indicated as absent. The protocol for our annotations are based 

on the task definition by Steinkamp et al. and annotation guidelines by Koeling et al. led us to the 

requirements for the annotations shown in Table 3.1.  

3.1.3. RNN MODEL 
We based our model on the approach by Steinkamp et al. (2020). They use pretrained fasttext 

embeddings concatenated with GloVe embeddings as input for two bidirectional GRU layers. The 

hidden state for each token is connected to a dense layer containing two cells that represent either a 

symptom or not.  

It is not entirely clear whether Steinkamp et al. classify one token at a time or if they classify each 

token in a text simultaneously as a sequence. Since we only have simple hardware at our disposal, we 

modify this model slightly to include the window approach used in CNN models. Our texts are 

converted into a matrix of words were in each row the centre column is the target word and the 

columns left and right are the left context and right context respectively. To clarify, if column 𝑥 is the 

target token, column 𝑥 − 1 is the token directly left from 𝑥, 𝑥 − 2 is the token two places left from 𝑥 

and so on. This means we have chosen to classify each word separately. Each word is represented by 

an embedding vector. These embedding vectors are used in the first bidirectional GRU layer which, in 

turn, feeds its output into another bidirectional GRU layer. The second bidirectional GRU layer’s 

output is used in a single dense layer to return either a ‘yes’ or a ‘no’ for the token being part of a 

symptom mention or not. An overview of the model is depicted in Figure 3.1. 

WORD EMBEDDINGS 

Zhang et al. (2018) tested word2vec embeddings trained on different corpora on a symptom 

recognition task using RNN. They showed that word embeddings that where trained only on Wikipedia 

text performed the best when no additional training of the embeddings was performed and ultimately 

performed the best compared several other word vectors trained on different corpora and further 

trained on medical data. Even though this was tested using word2vec, it shows that using Wikipedia 

as a source for general domain embeddings works well when applied to specific domain tasks. 

As our word embeddings, we used pre-trained fastText embeddings from Facebook which are trained 

on Common Crawl and Wikipedia text. These were loaded using the Gensim Python library. 

Subsequently a look up table containing fastText embeddings for all words in our corpus was created. 

The first layer of our model consists of an embedding layer where each word is replaced by a vector 

using corresponding to the fastText embedding for that word. 

BIDIRECTIONAL GRU LAYER 

The next layer in our model is a bidirectional GRU layer. This layer takes as input a sequence of 

embeddings of the target word and its left context and right context. This layer returns a sequence of 

hidden states for all tokens in the sequence. This output is then used as input for another bidirectional 

GRU layer, which again returns a sequence of hidden states. This output is then projected into a fully 

connected dense layer of size 2. These output cells represented the binary output values of ‘yes’ or 
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‘no’ symptom. The output cells are activated by a softmax function so that they sum to 1 and only one 

cell contains a value higher than 0.5.  

 

FIGURE 3.1 MODEL ARCHITECTURE (SIMPLIFIED TO CONTAIN ONLY ONE BIDIRECTIONAL GRU LAYER) 

 

3.1.4. TOOLS  

3.1.4.1. DATA SELECTION 

Because of restrictions regarding the privacy of patients, we were not able to select a group of patients 

that have had the cryoablation procedure in the EHR software directly. We instead used software by 

a company called CTcue to select patients. This software extracts data from the EHR software database 

and returns it in anonymized form. The CTcue tool also includes a patient finder that allows us to find 

patients that underwent the cryoablation procedure 

3.1.4.2. ANNOTATION SOFTWARE 

To annotate our texts we use INCEpTION annotation tool, a tool created by people at the Technische 

Universität Darmstadt (Klie, Bugert, Boullosa, de Castilho, & Gurevych, 2018). The choice for this tool 

is mainly driven by the fact that it is able run on a hospital desktop. Many other tools were not able 

to be used because they require Linux or they require system settings that cannot be changed on a 

CZE desktop. Another criterium is that the tool runs locally since our text contain patient information 

and although it is de-identified, uploading the data to the cloud is at least undesirable due to privacy 

concerns. The tool also allows the creation of custom annotation layers and is able to export the 

annotation to multiple formats. We chose the WebAnno TSV 3.2 format which is a simple tab 

separated value file with tokens in one column and tags in another. 
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3.1.4.3. PYTHON 

To handle our data and create our model we use several Python libraries. The Python version used is 

3.7. We use the Gensim library (R. Řehůřek & Sojka, 2010) to load pre-trained embeddings. Our model 

is created using the Keras library (Chollet & others, 2015) using the Tensorflow (Martín Abadi et al., 

2015) back-end. We use Pandas (McKinney, 2010) and Numpy (S van der Walt, Colbert, & Varoquaux, 

2011) for data transformations and we use Scikit-learn (Pedregosa et al., 2011) to calculate evaluation 

metrics. 

3.1.5. EVALUATION METHODOLOGY 
Our model produces a probability that a token is part of a symptom mention. If the probability is 

higher than 0.5, the token is classified as part of a symptom mention. F1 is a common measurement 

for entity recognition that only considers how well the model classifies positive samples. It is the 

harmonic mean of Precision and Recall and is calculated by the formula 

𝐹𝛽 = (1 + 𝛽2) ∙  
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∙ 𝑅𝑒𝑐𝑎𝑙𝑙

(𝛽2∙𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛)+𝑅𝑒𝑐𝑎𝑙𝑙
  (Goutte & Gaussier, 2005) 

with 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
            𝑅𝑒𝑐𝑎𝑙𝑙 =  

𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

Here, TP (True Positives) are the correctly classified positive labelled tokens, FP (False Positives) are 

negative labelled tokens incorrectly classified as positive labelled and FN (False Negatives) are the 

positive labelled tokens incorrectly classified as negative. 

The value β is a weight value that, when set higher than 1, increases the importance of Precision 

against Recall and, when set between 0 and 1, increases the importance of Recall against Precision. 

When precision and recall are considered equally important, β is set to 1 and the formula becomes  

𝐹1 =  2 ∙
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∙  𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
 

Though F1 is the common measure for NER, we cannot say whether precision and recall are equally 

important. For this reason, we also report Area Under the Curve (AUC), which is the area under the 

plot of the True Positive Rate (= Recall) versus the True Negative Rate. The AUC is invariant to class 

imbalance and also takes into account the results when a different threshold is set before an output 

is classified as positive. AUC considers how well the model predicts negative sample as well as positive 

samples. We evaluate the model based on the F1-score but also report the AUC score. The F1-score 

of the model is compared to a Logistic Regression model that makes classification based on target 

token information only, without the use of context tokens. 

3.1.6. EXPERIMENTS 
In our model we must set several parameters before training. We use two bidirectional GRU layers in 

the model. For each of these layers, we can choose the number of hidden units per layer. This is the 

dimension of the output of the GRU cells. Using more hidden units means more values to update in 

each cell. The learning rate determines how much the weights should be updated. A model with a high 
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learning rate trains faster but can easily overshoot the optimal weight values. A model with a learning 

rate that is too low will train slower and can set weights more precisely but can also easily overfit on 

the training set. To prevent overfitting, we apply dropout. Dropout means “temporarily removing a 

unit from the network, along with all its incoming and outgoing connections” (Srivastava, Hinton, 

Krizhevsky, Sutskever, & Salakhutdinov, 2014). This makes sure that the model uses all units to learn. 

In Keras, the dropout rate is a value between 0 and 1 that sets the probability of dropping a unit each 

time the weights are updated. This dropout applies to the output of a layer so that certain units are 

not used in the next layer. When connections are dropped within a recurrent layer meaning the 

removal of connections from the hidden state at time 𝑡 − 1 to the hidden state at time 𝑡, this is known 

as recurrent dropout (Semeniuta, Severyn, & Barth, 2016). The last parameter that should be set is 

the batch size. Batch size is the number of samples the model ‘sees’ before updating the weights. 

To set these parameters, we run several experiments with different hyperparameter settings. We start 

with the settings found in Steinkamp et al. (2020) and deviate one parameter at a time to determine 

the parameter that improves validation F1 the most. Then we run experiments again with different 

values for the remaining parameters. To increase the reliability of the experiment results, we apply 

cross-validation. We set aside 100 texts to be used as a testing set for the final model. The remaining 

650 texts are split in 500 texts used to train the model and 150 texts in a validation set used to evaluate 

the model performances in the experiments. In each experiment, we train a model four times with a 

different validation set each time. The four different validation sets are set beforehand and are the 

same for each experiment. This ensures that validation F1 and AUC scores for different experiments 

are comparable to each other. 

We also experiment with different output. We include and exclude several of the symptom categories. 

We run an experiment where only atrial fibrillation symptom mentions should be classified and 

subsequently add other symptom mentions, mentions of general symptoms and implied symptoms. 

The logic here is that the symptom categories in this order are of decreasing importance. Atrial 

fibrillation symptoms are more often related to atrial fibrillation, other symptom mentions are more 

specific than general symptom mentions and general symptom mentions are more clear than implied 

symptoms. 

 

3.2. SUMMARY, IMPLICATIONS FOR RESEARCH QUESTIONS AND 

RATIONALE FOR METHODOLOGY 
We have chosen for an approach where we create a corpus of consultation notes with annotated 

symptom mentions and train a model than can label tokens as being part of a symptom mention. We 

use general domain fastText embeddings pretrained on Common Crawl and Wikipedia text to 

represent words in the text. These word representations will be used as input for a bidirectional GRU 

model that labels a token as either a 0 for not part of a symptom mention or 1 for part of symptom 

mention. The hyperparameters for the model will be set by running several experiments with different 

hyperparameter settings and selecting the best performing settings. Cross-validation is performed in 

these experiments to make decisions made about hyperparameter values more reliable. The best 

parameter settings are determined by the experiment that results in the highest average F1-score.  
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The guidelines for the annotations were set by looking at literature and it was chosen that present 

and absent mentions are annotated. We chose to use different tags for atrial fibrillation symptom 

mentions because we expect them to make up a large portion of the symptoms in the notes. Next to 

atrial fibrillation symptom mentions, separate tags are used for other symptom mentions, mentions 

of general symptoms and implied symptoms.  

By setting our annotation guidelines we also answer research question 3: How is a symptom defined 

and what guidelines should be used to categorize text as a symptom?  

We have first defined a symptom as being as subjective experience reported to a clinician. These can 

be observed by the patient himself or by someone else but always outside the healthcare encounter. 

If a clinician observes a medical phenomenon or a test shows it, it is known as a sign.  

We defined guidelines to be used for our annotations by looking at other guidelines and altering them 

to the requirements of our task and the knowledge we have of our data. The annotation guidelines 

that were defined state that: 

Symptoms should be annotated that: 

• are experienced by the patient (or indicated as absent in the patient) 

• are presented by the patient (noticed by the patient himself or by people around the patient). 

• are experienced in the past. 

• are uncertain  

Symptoms that should not be annotated are those not indicated as experienced by the patient 

because they are indications for medication, known side effects of medication or other medical 

events, or when the symptom is presented as part of a conditional statement. The part in the text that 

should be annotated should be as short as possible. However, body location modifiers should be 

included in the annotations as well modifiers that are inherently part of the symptom. No other 

modifying tokens should be included such as tokens that indicate negation and those that indicate 

severity. Tokens in between tokens that are an essential part of the symptom mention should be 

included in the annotation.  

3.2.1. METHODOLOGY RATIONALE 
A labelled corpus is required to test the effectiveness of any method yet there is no medical corpus 

available in Dutch that focuses on symptoms. We chose to create and label a dataset ourselves for this 

reason. 

A bidirectional GRU model was chosen to be trained to label the symptom mentions because 

Steinkamp et al. (2020) achieved good performance on the general symptom extraction task using 

such a model. We expect that the performance in with our data will be lower because the number of 

examples in our training set is smaller, yet we hope this will be partially compensated by the specific 

origin of our texts. Since mostly texts concerning cardiology consultations are used for annotation and 

subsequent model training, we expect a smaller number of distinct symptoms to appear in them. A 

limitation of the chosen method is that we do not have hardware at our disposal that can train the 

model within a reasonable amount of time when all context for a word is included. Consultation notes 



40 

 

are, however, shorter than discharge summaries and often include less context so taking fewer 

context words might not be a big problem. 

Deep learning models are relatively new in the field of clinical NLP and are often used in recent 

research. Though attention based models are a newer method that are able to outperform other deep 

learning models in various NLP tasks (Devlin et al., 2019) and also performed slightly better in 

Steinkamp et al. (2020), we chose the bidirectional GRU model because it was easier to implement. 

Performance of LSTM and GRU models often decreases when input sequences are very long, for which 

the attention mechanism used in transformer models is a solution (Bahdanau, Cho, & Bengio, 2014). 

Because the texts that are analysed are not very long, we do not expect this disadvantage to be 

significant for our task. 
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4. DATA 

4.1. DATA ACCESS 
Notes that contain information about a patient are written in the EHR software used in the hospital. 

These notes are stored in a database containing all information found in the EHR. The notes can be 

extracted in textual form by people in the Healthcare Intelligence department of the CZE. There is, 

however, no complete understanding of the database structure in the hospital. The reason for this is 

that the developer of the EHR software does not share the structure of the database. This results in 

the problem that what when a cardiologist writes a note in the software, it is not easy to find the 

location of this note in the database. In the software, all notes can be found in an overview called the 

‘front page’ (voorblad). These notes can be stored in many different locations in the database. To 

easily retrieve all textual data of a patient, we use a tool created by CTcue that retrieves it from the 

database. 

4.2. DATA UNDERSTANDING 
Our goal is to extract symptoms from atrial fibrillation patient consultation notes. According to 

cardiologist Lukas Dekker, patients are seen at the outpatient clinic before and after the cryoablation 

procedure and the reports of these visits contain information about the patient’s symptoms. The task 

of finding these documents in the database was left to us. Our approach is to retrieve all texts from 

patients who had the cryoablation procedure done and retrieving consultation notes surrounding the 

procedure. 

4.2.1. PATIENT SELECTION 
The tool created by CTcue includes a cohort selector where we can find patient with a unique pseudo 

id based on the code ‘Ablatie, PVI met CRYO’. This is the code for the cryoablation procedure. The 

resulting list of patients was provided to a person of the Healthcare Intelligence department who was 

able to retrieve all text data for the selected patient from the CTcue database. The resulting file is a 

spreadsheet that contains a row for each record and information about that record in different 

columns. The columns contained in this spreadsheet can be found in appendix A. 

4.2.2. DATA CHARACTERISTICS 
To retrieve the consultation notes, we should know their names in the database first. It seems logical 

that all consultation notes have certain codes in the database that is similar to one another but there 

was no source available that knew exactly the link between reports written in the EHR software and 

their code in the file obtained with CTcue software. Therefore, we obtained this information ourselves 

by comparing reports shown in the EHR software and finding reports with the same type in any of the 

columns in our spreadsheet file. We then found that the reports of the patient visits at the outpatient 

clinic before and after the cryoablation procedure were named ‘Polikliniek: eerste consult’ and 

‘Polikliniek: vervolgconsult’ which can be translated as ‘Outpatient clinic: First consultation’ and 

‘Outpatient clinic: subsequent consultation’ respectively. 

In the spreadsheet of patient records, several columns were used to select a corpus of texts from all 

available data. The columns of interest are ‘operation description’ (ok_omschrijving), ‘text type’, 

‘question or report type’ (vraagstelling of type verslag) and ‘date’. The ‘operation description’ column 
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contains the name of the operation performed and is only filled in when the entry includes an 

operating room. ‘Text type’ indicates the broad type of report. It can be a radiology report, operation 

report or consultation report among other types. The ‘question or report type’ column contains the 

more specific type of report. This last column contained the names ‘Outpatient clinic: First 

consultation’ and ‘Outpatient clinic: subsequent consultation’. 

4.3. DATA PREPARATION 

4.3.1. DATA SELECTION 
We created our corpus by selecting all reports for 

a patient within one year prior or after the date of 

the entry with an operation description equal to 

the cryoablation procedure (ok_omschrijving = 

‘Ablatie, PVI met CRYO’). This timeframe was 

selected because of the waiting list for the 

procedure. There can often be several months or 

even a year between the moment the patient 

decides to have the procedure done and the day 

the procedure takes place. It also happens that a 

patient does not immediately decide to have the 

procedure or if a patient wants to have the 

procedure after a specific date (e.g. “in the new 

year” or “after daughter gets married”). In the 

resulting set of documents, we filtered out all 

entries except those that were consultation notes 

and then kept all entries that had first consultation 

at the outpatient clinic (‘Polikliniek: eerste 

consult’) or subsequent consultation at the 

outpatient clinic (‘Polikliniek: vervolgconsult’) in 

the ‘question or report type’ column. This resulted 

in a data set that contained mostly consultation 

reports discussing a patient’s atrial fibrillation. 

When a patient had another consultation at an 

outpatient clinic in the hospital within the 

timeframe, this document is also included. A 

diagram of the document selection process can be seen in Figure 4.1.  

These consultation reports often follow templates that are available in the EHR software. These 

templates usually include sections with automatically inserted information such as medical history 

and current medication. However, because the documents were processed by the CTcue tool and 

converted into .txt format, boundaries between sections were difficult to identify. Especially the 

difference between HiX generated headings for sections and headings created in free-text were 

unclear. We tried to exclude sections that were that include automatically inserted information and 

not free-text using regular expressions. Our method involved listing as many section headings we were 

able to identify and then only selecting the part that contained the most information about symptoms. 

FIGURE 4.1 PROCESS OF SELECTING CONSULTATION NOTES FROM THE DATA 
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During exploration of a sample set, symptom information was most often written down in the section 

called ‘Anamnese’ which is best translated as the case history. Less often, symptom information was 

found in the ‘Conclusie’ (conclusion). Documents that did not include any of these two sections were 

removed. 

The resulting dataset included 395 first consultation reports and 1279 subsequent consultation 

reports. An explanation for the relatively small number of first consultation reports compared to the 

subsequent consultation reports is simply because a patient can only have one first consultation while 

the patient can return for a subsequent consultation multiple times. Another reason is that the 

subsequent consultation is often set around three months after the cryoablation procedure while 

there is no set time between a first consultation and the procedure. A patient can easily spend more 

than a year between the diagnosis of atrial fibrillation and the day he has the procedure done. In this 

time other treatment options such as medication can be attempted. 

4.3.2. DATA DESCRIPTION 
Our dataset consists of 750 of the available consultation notes, 375 first consultation notes and 375 

subsequent consultation notes. The notes contain 92.57 tokens on average and are thus quite short. 

First consultation are almost 1.5 times longer on average than subsequent consultations. The notes 

also vary in length quite a lot. This is related to the fact that not all consultation notes contain both an 

‘Anamnese’ section and a conclusion. In total, there are 69426 tokens in the set and it contains 5997 

unique tokens. An overview of the statistics of the texts can be found in Table 4.1. 

 FIRST + SUBSEQUENT 

CONSULTATION NOTES 

FIRST CONSULTATION 

NOTES 

SUBSEQUENT 

CONSULTATION NOTES 

NUMBER OF TOKENS 69426 42438 

 

26988 

NUMBER OF UNIQUE 

TOKENS 

5997 4542 3246 

 

NUMBER OF TOKENS 

PER DOCUMENT 

92.57 113.17 

 

71.97 

STANDARD DEVIATION 

OF NUMBER OF 

TOKENS PER 

DOCUMENT 

70.53 75.50 

 

58.32 

TYPE TO TOKEN RATIO 0.0863 0.1070 0.1203 

TABLE 4.1 STATISTICS OF CONSULTATION NOTES 
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The documents include information about the patient’s condition. Most documents discuss the 

patient’s condition regarding atrial fibrillation. Some documents discuss another condition if the 

patient has had a consultation at another outpatient clinic at the hospital such as a dentist or physical 

therapist. These documents might include symptoms as well but often different symptoms from those 

in consultations with the cardiologist.  

Symptom mentions found in the texts can be simple such as words like ‘palpitations’ (Dutch: 

‘hartkloppingen’). Often symptoms are not written using clear terminology. An example would be 

‘feels like his heart is racing’ (Dutch: gevoel alsof zijn hart op hol slaat’) which also means palpitations. 

Other times, the symptoms are not explicit at all such as ‘unable to walk more than 300 meters’ 

(Dutch: ‘kan geen 300 meter lopen’) which can mean that the patient tires easily but it is not explicitly 

stated that this is the reason. It could also mean the patient has leg pain, though this would be more 

likely in a consultation with a physical therapist. Furthermore, symptoms may be negated, uncertain, 

experienced in the past or vague. 

4.3.3. DATA ANNOTATION 
The 750 texts were annotated using INCEpTION (Klie et al., 2018). The researcher annotated all 

symptom mentions experienced by the patient and used tags corresponding to the different 

categories described in section 3.1.2. Table 4.2 shows the statistics for the different symptom mention 

categories that were annotated in the dataset. A screenshot of a fake annotated sample is shown in 

Figure 4.2. The fabricated consultation note includes language that is commonly used in such notes. 

The ‘Anamnese’ starts with some background information about previous medical events, test results, 

and medication. Then, some phrases about the patient’s condition are written down. The conclusion 

often includes diagnosis and perhaps some summary comments about the patient’s condition and 

some health indicators relevant to the condition. In this case, the patient is indicated to suffer from 

TABLE 4.2 ANNOTATION STATISTICS 

 ATRIAL 

FIBRILLATION 

SYMPTOMS 

OTHER 

SYMPTOMS 

GENERAL 

SYMPTOM 

MENTIONS 

IMPLIED 

SYMPTOMS 

NUMBER OF 

ANNOTATED 

TOKENS 

2118 1932 
 

1147 
 

773 

AVERAGE PER 

TEXT 

2.824 2.576 1.529 1.031 

 present absent present absent present absent present absent 

NUMBER OF 

ANNOTATED 

TOKENS 

1743 375 1519 413 870 277 478 295 

AVERAGE PER 

TEXT 

2.324 0.500 2.025 0.551 1.160 0.369 0.637 0.393 
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paroxysmal atrial fibrillation (‘last van paf’) which is annotated with the tag GenSym indicating a 

mention of general symptoms. In the first row, the words for paroxysmal atrial fibrillation 

(‘paroxysmaal atriumfibrilleren’) are not annotated because here it is used as a diagnosis and does not 

indicate symptoms per se. The patient does not experience atrial fibrillation constantly but in ‘attacks’ 

occurring perhaps weekly, monthly or less. Several mentions of these attacks (‘aanval’) are made. 

These are also annotated as being a mention of general symptoms since they do not specific what the 

symptoms are during the attack. Subsequently, some specific atrial fibrillation symptoms are 

mentioned, one of which is absent. According to the note, when the patient has an attack he or she is 

tired (‘moe’), is short of breath when exercising (‘dyspnoe d’effort’), sometimes has palpitations 

(‘hartklopping’) but does not feel chest pain (‘POB’ = ‘pijn op de borst’). Finally, a phrase indicates that 

the patient is afraid to exercise (‘Durft niet te sporten’). This phrase is tagged as an implied symptom 

since the phrase does not explicitly mention a symptom bus does indicate the patient has symptoms 

when exercising. 

Table 4.3 shows the most common tokens for each symptom mention category. A lot of the tokens 

are articles and prepositions. Other common tokens are single word symptoms such as ‘palpitaties’ 

(palpitations) and ‘moeheid’ (fatigue). The mentions of general symptoms contain the least number 

of unique words. This is the case because the way of indicating symptoms in general is quite 

monotonous. Examples are ‘klachten’ and ‘last van afib’ which make up the top 4 tokens in that 

category. The single quotation mark is a common token in the implied symptom list because the 

cardiologist often writes down patient expressions in quotes. Those expressions are often vague and 

are tagged as implied symptom mentions. 

 

 

 

 

 

 

FIGURE 4.2 SCREENSHOT OF A FAKE CONSULTATION NOTE ANNOTATED USING INCEPTION 
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Atrial fibrillation 
symptoms 

Mentions of general 
symptoms 

Other symptoms Implied symptoms 

Token Count Token Count Token Count Token Count 

van 118 klachten 207 van 80 goed 70 

moe 110 last 182 de 78 gaat 62 

op 64 van 132 in 66 heel 26 

borst 58 afib 95 pijn 62 niet 21 

last 57 aanval 65 last 38 ‘ 17 

de 48 aanvallen 60 gevoel 34 kan 15 

palpitaties 48 bfib 40 klachten 31 het 14 

moeheid 42 klachtenvrij 35 het 29 Token 13 

dyspnoe 40 bijwerkingen 30 hoofdpijn 26 op 12 

hartslag 36 af 26 benen 24 zich 10         

Number of 
unique tokens 

423 Number of 
unique tokens 

160 Number of 
unique tokens 

709 Number of 
unique tokens 

255 

TABLE 4.3 MOST COMMON TOKENS TAGGED AS PART OF THE DIFFERENT SYMPTOM MENTION CATEGORIES 

 
4.4. SUMMARY AND IMPLICATIONS FOR RESEARCH QUESTIONS 

In this chapter, we discussed the process of finding patients that have had the cryo-ablation procedure 

done as well as the selection of consultation notes out of all the data that was received for these 

patients. We discussed that there are difficulties with the retrieval of clinical notes from the EHR 

database because the location of these notes in the database are not always known. For this reason, 

we use a different tool that allows us to select patients and then all texts are retrieved for these 

patients.  

We selected the patients based on the very specific procedure name ‘Ablatie, PVI met CRYO’. 

Subsequently, we selected all texts that were recorded within one year of the date of the cryoablation 

procedure. Then, we extracted all texts listed as first consultation or subsequent consultations at the 

outpatient clinic. This resulted in 395 first consultation notes and 1279 subsequent consultation notes.  

From these notes we selected the first 375 of each type and used the ‘Anamnese’ and ‘Conclusie’ 

sections as texts for our annotations. Annotation of the texts was done according to our guidelines 

using the INCEpTION annotation tool. In terms of tokens annotated, symptoms we identified as atrial 

fibrillation symptoms occurred most often, followed by other symptoms and mentions of general 

symptoms. Implied symptoms were annotated least frequently. 

In this chapter we reported additional information to answer research question 4: What type of 

clinical notes contain information about a patient’s symptoms? 

A patient’s symptoms are described in reports of the consultation visits with the cardiologist. These 

consultations occur before and after the procedure. The consultation notes wherein the condition of 

the patient is discussed are known in the database as ‘Outpatient clinic: first consultation’ (‘Polikliniek: 

eerste consult’) when the patient sees the cardiologist for the first time. After the first visit, the 

consultation notes are known as ‘Outpatient clinic: subsequent consultation’ (‘Polikliniek: 
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vervolgconsult’). Within these consultation notes, there are sections that are often automatically filled 

by the EHR software with information from other parts of the database. These sections are not free-

text sections and generally do not include symptom information. The part of the consultation notes 

that are of interest to us are limited to the ‘Anamnese’ section and the ‘Conclusion’ section. 
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5. MODELING 
In this section, settings for the bidirectional GRU model we described in chapter 3 are determined and 

the model is tested. We first describe the base settings for the model and the different validation sets 

used for cross-validation are described. Then, several experiments with different parameters and 

targets are run. 

5.1. BASE MODEL SETTINGS 
In the base model, we try to label atrial fibrillation symptom mentions, other symptom mentions and 

general symptom mentions regardless of whether they are present or absent. The initial 

hyperparameter settings are set equal to the GRU model in Steinkamp et al. (2020). These are shown 

in Table 5.1. Additionally, we set the number of epochs required wherein no decrease in validation 

loss was measured before stopping the training process to 3. This was set to 2 in the paper by 

Steinkamp et al. The default batch size of 32 is used because it was not specified in the paper. We set 

the maximum number of epochs for the model to train to 20 although this number is never reached 

in practice. A RelU activation function for the GRU layers is used and the ADAM optimizer is used to 

train the model just like in Steinkamp et al. We did not experiment with different activation functions 

or optimizers. 

PARAMETER  SETTING  

HIDDEN UNITS PER LAYER 2 x 200 

LEARNING RATE 1e-4 

DROPOUT RATE 0.3 

RECURRENT DROPOUT RATE 0 

BATCH SIZE 32 (default) 

TABLE 5.1 INITIAL PARAMETERS OF THE MODEL 

 

5.2. CROSS-VALIDATION 
We use 4 different validation sets to perform cross-validation. This is done so that the conclusions 

drawn from results of the experiments are more reliable. Each validation set consists of 150 texts (75 

first consultations and 75 subsequent consultations). Sufficiently large validation sets are chosen so 

that the sets are representative of the full dataset. Basic statistics for the validation sets can be found 

in Table 5.2. Both the number of tokens and the positive to negative ratio are similar for all sets except 

for set B where they are considerably smaller than for the other sets. 
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In the experiments cross-validation is performed by training a model four times. Each time one of the 

four validation sets shown in Table 5.2 is used to evaluate the model based on the F1-score. The other 

500 texts, consisting of the other three validation sets and 50 leftover texts are used for training. We 

train the model on a balanced set of tokens labelled positive and negative. For all tokens labelled as 

part of a symptom mention, the same number of unlabelled tokens are included in the training data. 

This means a large portion of the negative labelled tokens is unused for training. The validation set on 

which the model is evaluated is unbalanced. The cross-validation setup is shown in Table 5.3. All 

experiments are run using all four of these training/validation splits. Until section 5.5, only balanced 

training data is used. In section 5.5, the model’s performance is reported when it is trained on the 

unbalanced training data. 

TRAINING SET  NR OF 

SAMPLES IN 

TRAINING SET 

(UNBALANCED) 

NR OF SAMPLES 

IN TRAINING 

SET (BALANCED) 

VALIDATION SET  NR OF SAMPLES 

IN VALIDATION 

SET 

(UNBALANCED) 

BCD + 50 45561 6784 A 13672 

CDA + 50 46680 7100 B 12553 

DAB + 50 45567 6702 C 13666 

ABC + 50 45165 6774 D 14068 

TABLE 5.3 CROSS-VALIDATION SETUP 

 

5.3. HYPERPARAMETER EXPERIMENTS  

5.3.1. BASE MODEL EXPERIMENTS 
Our first experiment was testing a model with the starting hyperparameter settings. We ran the model 

three different times with different initial randomization of training data for all window sizes from 0 

to 5 and a window of size 10. We report the average F1 and AUC for the different window sizes. The 

results of these experiments are shown in Table 5.4. Based on these results, it seems that no window 

SET NUMBER OF TOKENS NUMBER OF TAGGED 

TOKENS 

TAGGED TO 

UNTAGGED TOKEN 

RATIO 

A 13672 1043 0.0823 

B 12553 885 0.0758 

C 13666 1084 0.0862 

D 14068 1048 0.0805 

TABLE 5.2 STATISTICS FOR THE DIFFERENT SETS USED FOR CROSS-VALIDATION 
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or a very small window results in significantly lower performance than when more context words are 

included. For this reason, further experiments are not tested with a window of 0 or 1. It also seems 

like a large window affects the performance negatively as higher F1-scores were obtained with a 

window of size 5 than with a window of size 10.   

 

WINDOW 0 1 2 3 4 5 10* 

F1 0.467338 0.522668 0.56998 0.560686 0.566793 0.583594 0.537129 

AUC 0.911209 0.945371 0.952214 0.950919867 0.954298 0.953727 0.936968 

* window size 10 was only run using one initial randomization of training data instead of three 

TABLE 5.4 RESULTS FOR THE MODEL WITH STARTING PARAMETERS 

 

5.3.2. DROPOUT RATE 
Two experiments were performed with different dropout rates. Lowering the dropout rate to 0.1 

resulted in higher average F1 and AUC over the different validation sets. Raising the dropout rate to 

0.5 resulted in a lower average F1 and AUC over the different validation sets. Of note here is that that 

a higher dropout rate seems to result in a decrease in consistency meaning that the F1 scores found 

for different validation sets vary more than when lower dropout rates are used. Training the model 

with a dropout rate of 0.5 resulted in higher deviation of F1 and AUC. Four individual runs resulted in 

a validation F1-score below 0.50. When the dropout rate was set to 0.1, there were no F1-scores below 

0.50. 

5.3.3. LEARNING RATE 
To compare to the standard learning rate of 1e-4, we tried a learning rate of 1e-3 and 1e-2. When 

comparing the average F1-scores on the four validation sets, the original learning rate of 1e-4 turned 

out to give the poorest results in both AUC and F1 for all window sizes but a window of size 2, where 

the F1 was slightly higher than with a learning rate of 1e-2. A learning rate of 1e-3 gave the best results 

in both AUC and F1 for all windows although the results were matched for window size 4 with learning 

rate 1e-2. The best overall F1-score was reached with window size of 10 tokens. 

5.3.4. RECURRENT DROPOUT RATE 
Recurrent dropout rates of 0.2 and 0.4 were tested. The F1-score was consistently lower for each 

window size when the recurrent dropout rate of 0.2 was applied and declined even more when 0.4 

was applied. AUC was only consistently lower when a recurrent dropout rate of 0.4 was applied. A 

recurrent dropout rate of 0.2 resulted in higher AUC for a window of 3 and 5 though the margin was 

small. We concluded that a recurrent dropout rate did not improve the model in this setting. We did 

observe that the model trained slowly and often stopped early when validation loss did not improve 

while the training loss was still well below the loss in the other settings. Results might be very different 

when the (better) learning rate of 1e-3 is used with recurrent dropout. Results for experiments with 

different settings for dropout, learning rate and recurrent dropout can be found in Table 5.5. 
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5.3.5. EXPERIMENTS WITH A HIGHER LEARNING RATE 
Since increasing the learning rate improved the model’s performance the most, new experiments 

were performed with dropout rate and recurrent dropout rate settings for a learning rate of 1e-3. We 

tried setting the dropout rate to values that improved performance in the previous experiments. the 

dropout rate was decreased to 0.1 and a recurrent dropout rate of 0.2 was tried. The results are shown 

in Table 5.6 and Table 5.7. Among these tests, only setting the recurrent dropout rate to 0.2 improved 

upon the previously best model with window size 10 slightly. 

WINDOW 2 3 4 5 10 

D = 0.1, R = 0 0.6156 0.6160 0.6388 0.6364 0.6606 

D = 0.3, R = 0 0.6255 0.6248 0.6247 0.6318 0.6615 

D = 0.3, R = 0.2 0.6050 0.6323 0.6336 0.6544 0.6630 

TABLE 5.6 F1-SCORES FOR EXPERIMENTS WITH DROPOUT RATES FOR LEARNING RATE = 1E-3, D = DROPOUT RATE AND R 

= RECURRENT DROPOUT RATE 

 

WINDOW 2 3 4 5 10 

DROPOUT      

0.1 0.5710 0.5876 0.6200 0.5978 0.5380 

0.3 0.5700 0.5607 0.5668 0.5836 0.5371 

0.5 0.5355 0.5581 0.5408 0.5246 0.4954 

LEARNING RATE      

0.0001 0.5700 0.5607 0.5668 0.5836 0.5371 

0.001 0.6255 0.6248 0.6247 0.6318 0.6615 

0.01 0.6149 0.5625 0.6247 0.6312 0.6059 

RECURRENT 

DROPOUT RATE 

     

0 0.5700 0.5607 0.5668 0.5836 0.5371 

0.2 0.5420 0.5593 0.5406 0.5610 0.5258 

0.4 0.5372 0.5299 0.4812 0.4427 0.4217 

TABLE 5.5 RESULTS FOR VARYING VALUES FOR DROPOUT, LEARNING RATE AND RECURRENT DROPOUT WHILE KEEPING 

OTHER SETTINGS EQUAL TO THE BASE SETTINGS 
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At this stage the best model according to results on the validation sets in terms of F1 is a window of 

size 10, learning rate of 1e-3, dropout rate of 0.3 and recurrent dropout rate of 0.2. This resulted in 

an average F1-score on the validation set of 0.6630 (high 0.6813, low 0.6422). The AUC for this model 

was 0.9644. In terms of AUC, a slightly better model (AUC = 0.9649) was achieved with a window of 

size a window of size 3, learning rate of 1e-3, dropout rate of 0.1 and no recurrent dropout. 

5.3.6. HIDDEN UNITS 
We tried whether better results were achieved by doubling the number of hidden units in each 

bidirectional GRU layer. When tried with the previously best model with learning rate 1e-3, dropout 

0.3 and recurrent dropout 0.2, this resulted in a slight average performance increase on the four 

validation sets. The average F1 on the different validation sets was 0.6682 (high 0.7141, low 0.6236). 

The AUC score of this model was 0.9634. 

 

5.4. EXPERIMENTS WITH DIFFERENT TARGET TOKENS 

5.4.1. SYMPTOM CATEGORIES 
We experimented with the inclusion and exclusion of different symptom categories as targets that 

should be labelled. The results can be found in Table 5.8. Setting only specific symptoms (atrial 

fibrillation symptoms or other symptoms) and thus having fewer examples in the training set results 

in a lower F1 scores. Setting only atrial fibrillation symptom mentions as targets resulted in an even 

lower score. Including the implied symptom mentions and thus having more samples did not increase 

the validation F1.  

WINDOW 2 3 4 5 10 

D = 0.1, R = 0 0.9648 0.9661 0.9614 0.9635 0.9627 

D = 0.3, R = 0 0.9601 0.9618 0.9641 0.9615 0.9627 

D = 0.3, R = 0.2 0.9632 0.9638 0.9649 0.9624 0.9644 

TABLE 5.7 AUC SCORES FOR EXPERIMENTS WITH DROPOUT RATES FOR LEARNING RATE = 1E-3 

 Atrial fibrillation 

symptoms 

Atrial fibrillation 

+ other 

symptoms 

Standard (atrial 

fibrillation + 

other symptoms + 

mentions of 

general 

symptoms) 

All categories 

(including implied 

symptoms) 

Validation F1 

(low, high) 

0.4722 (0.3899, 

0.5219) 

0.5672 (0.4968, 

0.6056) 

0.6682 (0.6236, 

0.7141) 

0.6590 (0.6362, 

0.6715) 

Test F1 (low, 

high) 

0.4465 (0.3821, 

0.5040) 

0.5721 (0.5243, 

0.6071) 

0.6698 (0.6303, 

0.7000) 

0.6800 (0.6753, 

0.6973) 

TABLE 5.8 F1 SCORES FOR MODELS TRAINED WITH DIFFERENT SYMPTOM MENTION CATEGORIES INCLUDED AS TARGETS AND WINDOW 

SIZE SET TO 10. IN BETWEEN BRACKETS ARE THE LOWEST AND HIGHEST VALUES AMONG THE MODELS TRAINED ON DIFFERENT 

VALIDATION SETS. 



53 

 

5.4.2. PRESENT AND ABSENT SYMPTOM MENTIONS 
Trying to predict absent and present symptoms as separate categories like in Leiter et al. (2020) 

resulted in validation F1-score of 0.5706 (low: 0.5171, high: 0.6091) for present symptoms and 0.3806 

(low: 0.2905, high: 0.4693). The poor F1-score for absent symptom mentions was mainly caused by 

the relatively low occurrence of absent symptoms in the dataset (1065 absent symptom tokens against 

4132 present symptom tokens). The confusion matrices show that the model distinguishes absent 

symptoms from present symptoms quite well but does worse when distinguishing symptom mentions 

from no symptom mentions in general. 

5.4.3. MODEL TRAINING OBSERVATIONS 
Performance on the validation set varied considerably. While training accuracy and loss steadily 

improved each epoch validation accuracy often went up and down from the moment validation 

accuracy reached 85%. Often a performance (accuracy above 90%, loss around 0.20) on the validation 

set was reached accidentally. It could happen that low validation loss was reached early while training 

loss was still low and the model would not reach higher validation loss in the next few epochs, causing 

training to stop. Sometimes good results on the validation set were not reached at all because of early 

stopping. 

 

5.5. EXPERIMENTS USING IMBALANCED SAMPLES 

5.5.1. BALANCED VS UNBALANCED TRAINING DATA 
So far, only balanced training data is used to train the model. Training sets are created by taking all 

positive samples and including a pseudo-random subset equal to the number of positive samples. We 

used the same random seed in the randomization of the negative samples picked so that models 

trained on the same output always used the same negative samples. By exploring the tokens tagged 

by the model, it was found that many false positives are tokens that border symptom mentions. This 

might be caused by the under representation of these boundary tokens as target tokens in training 

data due to the randomized sampling of negative tokens. No distinction is made between boundary 

tokens and tokens that have no relation to tagged tokens which results in the training set not 

containing a lot of boundary tokens. We tried to improve the model by including more negative 

samples and thus more boundary tokens. It was expected that the model would then resort to only 

labelling tokens as not being a part of a symptom mention as it is the majority class. This was not the 

case. In fact, the F1-score on the validation sets were better when all negative training data was 

included. F1-scores on the validation sets were on average 0.7326 (low: 0.7064, high: 0.7537). The 

AUC score of this model was on average 0.9674. An even larger improvement was found when 

labelling symptom mentions as positive or negative. The validation F1-score increased to 0.7031 (low: 

0.6827, high: 0.7243) for present symptoms and 0.6212 (low: 0.5735, high: 0.6747) for absent 

symptoms. 

5.5.2. TRAINABLE WORD EMBEDDINGS 
We also tried if updating the embeddings during training resulted in better performance. This was not 

the case. An average F1-score of 0.7198 was reached on the four validation sets. 
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5.5.3. FINAL MODEL 
To determine a final score for our model, we used texts 1 to 550 for training, 551 to 650 as validation 

and 651 to 750 as a test set. The test set contained 289 tokens tagged as part of atrial fibrillation 

symptoms, 168 as part of general symptom mentions and 305 as part of other symptom mentions. To 

set a baseline for this dataset, we have tried three term-based machine learning models: Linear 

Support Vector Machines, Naïve Bayes and Logistic Regression. Among these models, the Logistic 

Regression model achieved the highest F1-score which was 0.6158 (Precision = 0.8224, Recall = 

0.4921). Even though the hyper parameters used to train the model were based on the use with a 

balanced training set, all training data is used for the final model with all the same hyperparameter 

settings. Only the hidden units per GRU layer were set to 400 instead of 800 as this would result in a 

very long time required to train the model. The model was trained until loss on the validation set 

stopped improving for 3 epochs. The results were an F1-score of 0.705 on the validation set but an F1 

score of 0.7556 (Precision = 0.7165, Recall = 0.7992) on the test set. Figure 5.1 shows the Precision-

Recall curve for various classification thresholds. The precision and recall for the reported F1 is shown 

as the point where a classification threshold of 0.50 is used. The AUC of the final model on the 

validation set was 0.9642. The AUC on the test was 0.9769 and thus also significantly higher than the 

validation AUC.  

A model that was trained on the final data split to classify present and absent symptom mentions 

achieved validation F1-scores of 0.6631 for present symptoms and 0.4405 for absent symptoms. The 

F1-score on the test set was 0.7427 for present symptoms and 0.5364 for absent symptoms. The F1, 

Precision, Recall scores of all final models can be found in Table 5.9. 

FIGURE 5.1 PRECISION-RECALL CURVE OF THE TEST CLASSIFICATIONS 
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5.6. EVALUATION 

5.6.1. EVALUATION OF RESULTS 
When compared to similar symptom extraction tasks, the performance of our model is lower. The 

models by Steinkamp et al. (2020) and Forsyth et al. (2018) are directly comparable to ours since their 

performance is measured on the token level as we did for our RNN model. Steinkamp et al. reported 

an F1-score of 0.863 on the token level compared to our score of 0.756. Forsyth et al. report an F1-

score of 0.56 for present symptoms and an F1-score of 0.69 for absent symptoms. The scores for 

present and absent symptoms were in the same range but, in our model, present symptoms were 

more often classified correctly than absent symptoms instead of the other way around. 

Of note in the results of our final models is that the validation F1-scores were both lower than the 

average scores on the validation sets used for cross-validation. Also, for both models, the performance 

on the test set is higher than on the validation set. These observations indicate that performance is 

dependent on how representative the validation and test sets are of the complete dataset. It might 

mean that the final validation set was too small to be representative of the entire set. The model’s 

performance is also not much higher than the Logistic Regression model considering that that model 

does not include word embedding or context information. 

5.6.2. ERROR ANALYSIS 

ENTITY MATCHING  

We calculate the F1-score on the token level. This makes the results comparable to two of the three 

recent papers on symptom extraction we discussed (Forsyth et al., 2018; Steinkamp et al., 2020). In 

TABLE 5.9 SUMMARY OF FINAL MODEL SCORES INCLUDING THE SCORES FOR THE FINAL EXPERIMENTAL RUNS 

 F1 PRECISION RECALL 

LOGISTIC 

REGRESSION 

0.6158 0.8824 0.4921 

FINAL MODEL 

(CROSS-VALIDATION) 

0.7326 0.8102 0.6768 

FINAL MODEL (TEST) 0.7556 0.7165 0.7992 

PRESENT / ABSENT 

(CROSS-VALIDATION) 

0.7031 / 0.6212 
 

0.7585 / 0.7021 
 

0.6560 / 0.5659 
 
 

PRESENT / ABSENT 

(TEST) 

0.7427 / 0.5364 0.7308 / 0.9516 0.7550 / 0.3734 
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another (Leiter et al., 2020) correct predictions are measured based on exact matches meaning that 

if one word in a symptom mention was incorrectly labelled, the symptom was counted as a false 

negative. Using exact matches as a measure is common for clinical NER tasks such as the ConnL 2003 

shared task (Sang & Meulder, 2003) and the more recent MADE shared task (Jagannatha, Liu, Liu, & 

Yu, 2019). In the CoNLL shared task “Precision is the percentage of named entities found by the 

learning system that are correct. Recall is the percentage of named entities present in the corpus that 

are found by the system. A named entity is correct only if it is an exact match of the corresponding 

entity in the data file“ (Sang & Meulder, 2003). 

Leiter et al. (2020) performed an error analysis to categorize errors in four types: false positives 

(symptoms that were tagged but not tagged in the annotated test set), boundary errors (symptoms 

that were incorrect because only a part of the symptom was tagged correctly compared to the 

annotated set), inconsistent expression (phrases that were absent from the training set but present 

in the test set) and categorisation errors (symptoms that were tagged as the wrong category). We 

perform a simple error analysis as well to determine exact match measures and categorise errors as 

false positives, boundary errors and missed symptom mentions. Categorization errors (since our final 

model does not return categories) and errors occurring because the symptom does not appear in the 

training set are not counted. In addition, misses of the three symptom types in our final model (atrial 

fibrillation symptom mentions, general symptom mentions and other symptom mentions) are 

counted. 

 SYMPTOM 

MENTIONS 

(TOKENS) 

CORRECT 

(TOKENS) 

BOUNDARY 

ERRORS 

(TOKENS) 

MISSED 

SYMPTOMS 

(TOKENS) 

FALSE 

POSITIVES 

(TOKENS) 

ATRIAL 

FIBRILLATION 

SYMPTOMS 

145 (289) 84 (144) 46 (71)* 15 (31) 

104 (157) 

OTHER 

SYMPTOMS 
127 (305) 82 (175) 34 (62)* 11 (20) 

MENTIONS OF 

GENERAL 

SYMPTOMS 

96 (168) 66 (108) 20 (26)* 10 (17) 

COMBINED 369 (762) 233 (427) 100 (159)* 36 (68) 

TABLE 5.10 ERROR ANALYSIS OF CLASSIFICATION ON THE TEST SET.  

*FOR THE BOUNDARY ERRORS, THE INCORRECT TOKENS WERE COUNTED, HENCE THE TOKEN COUNT OF THE CORRECT 

SYMPTOMS, BOUNDARY ERROR AND MISSED SYMPTOMS COLUMNS DO NOT SUM TO THE TOKEN COUNT FOR 

SYMPTOM MENTIONS. 

 

We count an entity every time a sequence of one or more tagged tokens is followed by an untagged 

token. Using this definition, we manually counted the error types in the test set. The results are shown 
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in Table 5.10. In terms of exact matches, the F1 score was 0.570 (Precision = 0.5202, Recall = 0.6304). 

A partial match F1-score can be calculated by including all entities where the model has tagged any 

part of the symptom (i.e. entities with boundary errors) in the F1-score. We count all entities tagged 

by the model with partial overlap with an annotated entity as true positives. Using this method, the 

partial F1-score for the model is 0.824 (Precision = 0.758, Recall 0.9022) 

OBSERVATIONS 

The error analysis provided some interesting insights in the model’s performance. First of all, the 

model tagged some implied symptoms exactly right even though the model was not trained to do so. 

This happened with the phrases ‘haast depressief van’ (‘almost depressed by [atrial fibrillation])’, 

‘vlinder in de borstkas’ (‘butterfly in the chest’) and ‘slingeren bij het fietsen’ (‘swaying during cycling’). 

The latter two could perhaps better have been tagged as symptoms since they are patient described 

symptoms and not just implied. This indicates that the annotator made a mistake. Some other 

mistakes by the annotator were also captured such as a few tags that could arguably be different 

categories (not always important when the tokens are not classified). More common were boundary 

errors where it could be argued that the boundary given by the model were better. An example of this 

is ‘gevoel te weinig lucht te krijgen’ (‘feeling of not getting enough air’). Here only ‘te weinig lucht’ 

(‘not enough air’) was annotated but the model tagged the whole phrase. The guidelines we applied 

stated that annotations should be as short as possible, but the phrase tagged by the model is not 

wrong. This shows that boundaries of symptom mentions are sometimes hard to identify. Boundaries 

were easier to identify when the symptoms comprised of just one token. This occurs quite often as 

can be observed from the low average number of tokens per symptom (2.07 overall, 1.83 for exactly 

classified symptoms). One thing the model did well is the recognition of patterns such as ‘last van’ 

(‘suffering from’), ‘gevoel alsof’ (‘feeling like’) and ‘klachten van’ (‘symptoms of’) followed words that 

specify the symptom. An example of a longer pattern that was often classified correctly is one of the 

form ‘[symptom] in the [location][bodypart] and [bodypart]’ such as ‘pain in the left arm and 

shoulder’. 

Overall, the model performed well, and the error analysis informed us that a review of the annotation 

process might also help the model perform the task of symptom extraction better. A review by another 

annotator might catch some of the mistakes made by the first annotator. Second, symptom mentions 

do not have to be as short as possible since the model performs well on extracting models in the form 

of a phrase. 

 

5.6.3. USE OF THE MODEL 
Applying this model to clinical notes can provide insights in the terminology used in the notes to 

describe symptoms. The model labels patterns well and also labels symptoms that are vague and are 

written in the patient’s own words. Therefore, it can be used to find descriptions of the patient’s 

experience that are otherwise difficult to find. Furthermore, the model can also be used to summarize 

the symptoms experienced by the patient in the past. This information can be provided when the 

patient returns for a consultation. According to cardiologist Lukas Dekker, this could lead to being 

more focused on the patient instead of on the computer screen during the consultation visit.  

The model can also be used in the current state to research correlation between symptoms and the 

EHRA-score shown in Table 1.1. Many symptom mentions appear as single words or a common 
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sequence of words. The EHRA-score is often written down in these consultation notes and could be 

extracted using regular expressions. By finding correlations between symptoms and the EHRA-scores, 

insight can be gained in the symptoms that most effect a patient’s ability to lead a normal life. 

However, variance in the words used for symptoms makes this research more difficult. As mentioned 

in chapter 2, named entity normalization must also be performed for a symptom extraction tool to be 

of practical use. When this is also done, the model has increased value for new research.  

If named entity normalization is performed, the tool can be used to measure the performance of the 

cryoablation procedure by comparing the symptom burden before the procedure and after the 

procedure. If severity of the symptoms is also extracted, it can also be used set expectations in 

patients. A tool that extracts symptoms and their severity can be used to research the relation 

between the severity of the symptoms and the results of the cryoablation procedure. This knowledge 

can possibly be used to measure the performance of the cryoablation procedure for different severity 

levels. This information can then be used to provide a different prognosis for different patients. 

Currently, only the overall estimated success rate of the procedure of 70% can be given to inform the 

patient about the expected outcome. A way to extract severity is by extracting severity modifiers from 

the text (Filannino et al., 2017).  

One issue that arises when a symptom extraction model is used for research is that the model is not 

perfect. If the model is to be used to analyze patient information or to help decision making, some 

thought has to be put in the handling of errors and in the consequences of the errors. 

5.6.4. LIMITATIONS OF THE MODEL 

OPTIMIZATION OF PARAMETERS 

We used the regular desktop environment available to hospital employees at the Healthcare 

Intelligence department. This hardware was not advanced and training the model could take a long 

time, depending on the hyperparameter settings. Because of this, we did not do an extensive search 

for optimal hyperparameter settings. The most common methods for hyperparameter selection are 

manual search, grid search and random search (S. R. Young, Rose, Karnowski, Lim, & Patton, 2015). 

Manual search is what we employed as we manually chose what settings to evaluate. In grid search, 

all possible combinations of hyperparameter values are tried out (Bergstra & Bengio, 2012). In random 

search, hyperparameter combinations are randomly picked from the same range of values used in grid 

search (Bergstra & Bengio, 2012). 

In the final model, the optimal hyperparameter found in the experiments were not used as it was 

shown that using 800 hidden units improved the model only slightly compared to 400 hidden units. 

400 hidden units were used instead to reduce training time. We also did not experiment with different 

values for the batch size. It is likely that different hyperparameter settings could be found that result 

in a better performing model. 

5.6.5. POSSIBLE IMPROVEMENTS 

WORD REPRESENTATIONS 

Publicly available fastText embeddings were used that are trained on Wikipedia and Common Crawl 

data. These embeddings are trained on general domain texts. One of the reasons better word 

representations are required is the common use of abbreviations in clinical notes. These abbreviations 
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are often specific to hospital or even the department. In the consultation notes used in this project, 

common abbreviations were ‘afib’ for atrial fibrillation, ‘POB’ for ‘pijn op de borst’ (chest pain) and 

‘AP’ for Angina Pectoris (heart spasm/pain typical for heart conditions). The pretrained fastText 

embeddings probably do not contain meaningful representations for these tokens.  

To improve embeddings for abbreviations and EHR language in general, custom embeddings can be 

trained on a large set of EHR texts. Gligic et al (2020) explored the influence of several parameters in 

RNN models used on EHR text and stated that the use of word embeddings finetuned on domain 

specific texts increased performance the most. Using word embedding pretrained on Dutch EHR text 

would probably improve the model significantly. Another method is the use of character embedding 

in combination with word embeddings such as in Liu et al. (2017) An alternative for the word 

representations of abbreviations is to expand them in the text using a manually created list of 

abbreviations used in cardiology notes. 

EXTRA INPUT FEATURES 

Another method that might lead to better performance is to use more specific information as extra 

input features. Adding more features makes the model more specific to the Catharina hospital or even 

atrial fibrillation patients which can be a bad thing if such a model is supposed to be generally 

applicable. In our case, an extra feature can be the report section that the tokens are part of as 

symptom information is more likely to be found in the ‘Anamnese’ section than any other. Another 

feature could be whether a token is made up of capital letters and is thus likely to be an acronym. 

Clinical event information such as having had the cryoablation procedure recently can also possibly be 

used to improve performance as certain statements about a patient’s symptoms are more likely to 

occur after the cryoablation procedure has been performed.  

OTHER MODELS 

While in our model, we classify tokens independently from the next token. Many NER models classify 

tokens in a sequence at the same time. This task is known as sequence labelling and the common 

implementation is a bidirectional LSTM layer connected to a CRF layer such as in Liu et al. (2017) and 

Habibi et al. (2017). Sequence labelling can also be done with transformer models such as BERT (Devlin 

et al., 2019).  

 

5.7. SUMMARY AND IMPLICATIONS FOR RESEARCH QUESTIONS 
In this chapter, we conducted several experiments to set the parameters in the model. We started 

with the parameters used in Steinkamp et al. (2020) but found that, when using a balanced training 

set, our model performed better with a higher learning rate of 1e-3, recurrent dropout rate of 0.2 and 

double the number of hidden units. We tested these settings on the various symptom categories that 

were labelled and found that performance decreased when the targets were limited to fewer 

symptom mention categories. We then tried including more negative samples in order to better 

classify the boundaries between symptom mentions and other tokens. This resulted in the best 

performing model when all negative samples where included. The model did not resort to predicting 

the majority class only. The parameters were not updated again after finding that including all negative 

samples resulted in better performance. The final model was trained on a different train, validation 
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and test split of the data and resulted in an F1-score of 0.756 on the test set, though validation 

performance was lower.  

We can now answer research question 5: What level of reliability can be expected from a symptom 

extraction model using NLP?  

The F1 score achieved in our final model was 0.7556. This is the harmonic mean of Precision and Recall. 

The Precision was 0.7165, indicating that 71.65% of the tokens labelled by the model were correctly 

labelled. Recall was 0.7992, indicating that 79.92% of the tokens that are labelled in the test set are 

correctly labelled by the model. When we evaluated the entities for which all tokens were labelled 

correctly, the exact-match F1-score was found. Here an exact match is a sequence of tokens that is 

part of one symptom mention that is labelled completely correct. The exact-match F1-score was 0.570 

while the Precision and Recall were 0.5202 and 0.6304 respectively. When we include as correct 

matches all symptom mentions where the model labelled part of the symptom mentions incorrectly 

or when it labelled more tokens than it should, we get a partial-match F1-score. This partial-match F1-

score was 0.824 with a Precision of 0.758 and Recall of 0.9022. The exact-match scores and partial-

match scores can be seen as the lower and upper bound of the performance of this model. The 

performance required depends on the task that the symptoms extracted by the model are used for. 

When the symptoms are highlighted in the clinical notes to allow for faster reading of the clinical 

notes, partial matches of the symptoms suffice to draw attention. When the extracted symptoms are 

used out of context such as when they are listed in a table or when they are used in downstream tasks 

such as named entity normalization, more exact labels are required.  

We compared our model’s performance to other literature and found the model performed worse 

than the GRU model in Steinkamp et al. (2020) which classified tokens as being part of a symptom 

mention or not. Forsyth et al. (2018) classified tokens as being part of a present or an absent symptom. 

Our model that performed this task resulted in similar F1-scores but performed better on present 

symptom while their model performed better on absent symptoms. Leiter et al. (2020) also extracted 

present and absent symptoms separately but used exact match F1-scores to score their model. Leiter 

et al. report an F1-score of 0.708 for present symptoms and 0.747 for absent symptoms. We did not 

do an error analysis for our model that extracted present and absent symptoms as different classes so 

our score is not directly comparable to Leiter et al. It is, however, clear that our model does not reach 

the same level of performance. The reason for this is mostly the smaller dataset we used. The datasets 

used in all three papers mentioned are approximately one order of magnitude larger than the dataset 

we created. Our model shows that reasonable performance can be reached with a relatively small 

dataset but performance will likely improve with a larger set. 

In section 6.6.3., we have discussed research question 6: What insights about the cryo-ablation 

process can be obtained from the creation of this model? What insights could be obtained from the 

utilization of this model? 

On its own, the insights to be gained about the cryoablation process from the creation of this model 

are limited. The model can be used to gain insight in the terminology used by patients and cardiologists 

to describe symptoms and to correlate the symptoms mentioned with the EHRA-score. It can also be 

used to provide past symptom information when a patient visits the cardiologist again for a 

consultation. However, more knowledge can be obtained when the model is expanded with named 
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entity normalization and the extraction of severity of the symptoms. If this is done, the model can be 

used to research the symptom burden of the atrial fibrillation patients and the effectiveness of the 

cryoablation procedure. There might be a relation between the severity of the symptoms experienced 

by the patient and the effectiveness of the procedure. If such as relation can be quantified, this can 

be communicated to the patient to set the expectations correctly.  
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6. CONCLUSION 
In this report, we described a research project wherein we attempt to extract symptom mentions from 

cardiology consultation notes of patients with atrial fibrillation at the Catherina hospital in Eindhoven. 

In this chapter, we provide a summary of the research done as well as its limitations and finally we 

give recommendations for future research and the use of clinical notes in the hospital. 

6.1. SUMMARY 

6.1.1. MOTIVATION AND CONTRIBUTIONS 
The main motivation for a model that extracts symptoms from atrial fibrillation patients’ clinical notes 

is that atrial fibrillation is a condition that is not life-threatening itself and the chosen treatment is 

often dependent on the severity of the symptoms the patient experiences. If treatment options such 

as medication have been attempted, an ablation procedure can be performed. This procedure is 

successful in about 70% of all cases. A symptom extraction tool can be used to extract information 

about the patient’s condition before and after the procedure. A challenge in this task is that Dutch 

language NLP resources are not as numerous as English NLP resources and there are especially few 

Dutch language datasets containing annotated EHR texts available. We did not find a publicly available 

dataset of Dutch EHR texts with a high number of annotated symptoms. Our main contribution is that 

we create this dataset ourselves by annotating consultation notes from patients with atrial fibrillation, 

both before and after the procedure. We then showed how effective a symptom extraction model can 

be using an RNN model when it is trained on a relatively small corpus of specialized documents.  

6.1.2. METHODOLOGY 
We approached the task as one where every token as in the text has to be classified as part of a 

symptom mention or not. To do this, we first created a corpus of consultation notes where all 

symptom mentions were tagged. These consultation notes were extracted from the hospital database 

by taking all consultation notes of patients created one year or less before or after the date they 

underwent the cryoablation procedure. From these notes, all sections were filtered out but two: 

‘Anamnese’ and ‘Conclusie’. From the texts that included these sections, 375 first consultations and 

375 subsequent consultations were annotated using the INCEpTION annotation tool. We annotated 4 

symptom mention categories: symptoms common for atrial fibrillation, other symptoms, general 

symptoms and implied symptoms. For all these categories, there were two possible tags: one for when 

the symptoms were indicated as present, and one for when they were absent. 

The annotated text data was used as input in a bidirectional GRU model. The texts were transformed 

into a set of tokens where each token was labelled with a tag for being part of a symptom mention or 

not. In the model, each of these tokens was represented as a sequence of tokens were the middle 

token was the token to be classified and the other tokens were context. This sequence of tokens was 

represented as a sequence of fastText embeddings and used as input for a bidirectional GRU layer. 

This bidirectional GRU layer was followed by a second bidirectional GRU layer. The output of this layer 

was connected to a single dense layer containing two cells, representing a positive or negative value 

regarding the token being part of a symptom mention or not.  
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6.1.3. RESULTS 
We tested this model with several parameter settings. We used the parameters from Steinkamp et al. 

(2020) as a starting point for these settings. Our first experiments were run with a balanced set where 

the positive tokens and an equal and pseudo-random number of negative tokens were used as the 

training set. We first experimented with different settings for learning rate, dropout rate and recurrent 

dropout rate. We found that setting the learning rate higher improved the model the most. Then 

different dropout and recurrent dropout rates were tested again, but this time in combination with 

the higher learning rate. The best overall F1-score was reached with a learning rate of 1e-3, dropout 

rate of 0.3 and recurrent dropout rate of 0.2. doubling the number of hidden units in the GRU layers 

raised the validation F1-scores even more but only slightly. This model was tested on different training 

sets where fewer symptom mention categories were included and where all symptom categories were 

included. F1-scores decreased significantly when fewer categories were included as targets. F1-scores 

also decreased when we considered absent and present symptoms as separate categories in the 

model and tried to classify tokens as either part of a present symptom, an absent symptom or no 

symptom at all.  

Using a balanced training set resulted in a high number of false positives when tested on an 

unbalanced set. It turned out that using a balanced set for training was not necessary and running the 

models with all negative samples included resulted in significantly higher F1-scores. The final model 

was trained on samples from 550 texts, validated on samples from 100 text and tested on a set 

containing samples from 100 texts which were never used during the experiments. The parameters 

were used that resulted from the experiments with the unbalanced training set except for the number 

of hidden units. These were not doubled but kept at the standard 400. The final model’s F1-score was 

0.7556 with a Precision score of 0.7165 and Recall score of 0.7992. This was higher compared to a 

simple term-based Logistic Regression model which resulted in an F1-score was 0.6158 but had a far 

lower recall score. The performance of this model is satisfactory but below some of the literature 

wherein similar techniques are used. Compared to the baseline, the F1-score is not that much higher 

considering the baseline model only relied on single word information while our RNN model 

represented words as word embeddings and included context to classify text as symptom mentions. 

We analysed the errors made by the model manually to gain insight in the correctness of the model 

in terms of classifying entire symptom mentions. False positives and errors where the boundary of a 

token is incorrectly classified were the most common. Symptoms missed in their entirety were 

uncommon. Based on this error analysis an exact-match F1-score of 0.570 and a partial-match F1-

score of 0.824 were calculated. The error analysis also revealed some errors made by the annotator 

such as missed symptoms, wrong categories and boundary errors. 

 

6.1.4. ANSWERS TO THE RESEARCH QUESTIONS 
Research question 1: What kind of applications and methods for EHRs research exist in current 

research and to which extend are these suitable for our purposes?  

 

This research question was answered in chapter 2 wherein we discussed related literature. We found 

that some NLP methods involve providing hand-crafted rules to a computer based on the human 
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understanding of the language. Statistical machine learning models came to be used when large 

annotated corpora started being used and became publicly available. Deep learning models are a 

newer form of machine learning that do not require handpicked features as opposed to statistical 

machine learning models. These methods are often used in EHR research to make classification 

decisions. This can be on the document, sentence or token level. The literature shows that symptom 

information can be used on the document level, but it is most often approached as a named entity 

recognition task where classification decisions have to be made on the token level. 

 

Research question 2: What components are required to extract symptoms from clinical free-text? 

 

In this project, we perform a named entity recognition task on clinical notes to extract symptoms. For 

this task, several components are required. First, a corpus wherein symptoms are labelled as such is 

needed, Second, a representation for the words in the corpus needs to be chosen. Third, a model that 

can label symptoms in text automatically should be trained. In our case, we trained a deep learning 

model on the corpus which is represented by word embeddings. This model can then perform the task 

of extracting symptoms from the texts. 

 

Research question 3: How is a symptom defined and what guidelines should be used to categorize 

text as a symptom? 

 

This research question was answered in chapter 3 where we described our methods for annotating a 

corpus with symptom labels. We have defined a symptom as a subjective experience reported by the 

patient to the clinician that is noticed by the patient or the people around the patient. Our guidelines 

for annotating a symptom stated that a symptom should be annotated when it is experienced in the 

past or present and also when it is uncertain. No tokens that modified the symptom mention such as 

negation or severity indicators should be part of the annotated tokens unless they are a key part of 

the symptom’s meaning. 

 

Research question 4: What type of clinical notes contain information about a patient’s symptoms? 

 

We answered this research question in chapter 4. A patient visits the cardiologist before and after the 

cryoablation procedure. The patient’s condition and symptoms are discussed in the reports of these 

consultation visits. We found that the consultation notes are known in the database as ‘Polikliniek: 

eerste consult’ and ‘Polikliniek: vervolgconsult’. For atrial fibrillation patients in our dataset, these 

documents surrounded the date of their cryoablation procedure. The symptom information in these 

documents is limited to the ‘Anamnese’ and ‘Conclusie’ sections. Other sections often consist of text 

automatically filled from other places in the EHR. 

 

Research question 5: What level of reliability can be expected from a symptom extraction model 

using NLP?  

 

In the error analysis of our final model, we calculated the exact-match and partial-match F1-scores. 

The performance that is required depends on the purpose of the symptom extraction model. When 

the symptom mentions labelled by the model are to be used without context, better performance is 
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required than when context is included. Therefore, we consider the exact-match F1 the lower bound 

of performance and partial-match F1 the upper bound. On our test set, these scores were 0.570 and 

0.824 respectively. The performance of our model is lower than some of the models found in literature 

that also use deep learning (Leiter et al., 2020; Steinkamp et al., 2020). Although we did not present a 

model labelling present and absent symptoms as our main finding, the performance of our model on 

that task is comparable to that of a model using Conditional Random Fields (Forsyth et al., 2018). Since 

our dataset was smaller than those in other literature, we expect performance to move towards that 

of the other deep learning symptom extraction models when the dataset is expanded. 

 

Research question 6: What insights about the cryo-ablation process can be obtained from the 

creation of this model? What insights could be obtained from the utilization of this model? 

 

Insights about the cryoablation process that can be gained from the creation or utilization of this 

model on its own are limited. Better understanding of the terminology of cardiologists and patients 

to describe symptoms can be gained and possibly in relation to the EHRA-score. The model can also 

be used to provide information about a patient’s symptom to the cardiologist during a consultation 

visit. This can reduce time spent on the computer and increase time spent talking to the patient.  

 

Besides these utilities of the model, we think it is mostly a starting point for new research. To create 

a tool that can attain the greater objective of extracting the severity of symptoms experienced by 

patients, named entity normalization and symptom severity extraction should also be performed.  

 

6.2. LIMITATIONS 

6.2.1. VALIDATION OF ANNOTATED CORPUS 
An important limitation of our model is that the data the model is trained and tested on is not 

validated. Only one annotator has annotated the 750 notes. It is common for NLP tasks that contain 

annotated data to use multiple annotators to increase the reliability of the annotation scheme, 

measure the ambiguity and difficulty in the text, and assessing the range of valid interpretations of 

the text (Artstein, 2017). Often, the agreement between annotations of one annotator and another is 

measured as the inter-annotator agreement. The measurement used for the inter-annotator 

agreement is the kappa statistic: 

𝐾 =  
𝑃(𝐴) − 𝑃(𝐸)

1 − 𝑃(𝐸)
 (Carletta, 1996) 

where 𝑃(𝐴) is the proportion of times the annotators agree and 𝑃(𝐸) is the proportion of times you 

would expect the annotators to agree by chance. 

In addition, the annotator is not a medical professional. Even though the symptoms are mentioned by 

patients who commonly are also not medical professionals and can thus be interpreted quite well by 

anyone, there are occasions when the symptoms are stated in medical terms by the clinician. These 

symptoms were sometimes harder to annotate.  

Although we had set up guidelines for our annotations, it proved difficult to be consistent with them. 

Symptoms are not always entities with clear boundaries and inconsistencies in the annotations may 
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arise because of this. Uncertainty about the symptom boundaries occurred most often in longer 

symptoms that were descriptions made by the patients themselves. Inconsistencies in annotations are 

probably more abundant than we would like. When examining the results, the GRU model showed to 

be quite good at classifying recurring patterns that made up a symptom such as ‘feeling of [X] in 

[location] and [location]’. This showed that being precise when annotating is important. If the words 

‘feeling of’ is annotated in one such pattern, it should be annotated in another such pattern as well. 

Therefore, it is a good idea to have another person validate the annotations as well. 

It will also be valuable to see if the model performs well on other documents in the EHR. We have 

trained and tested this model on consultation notes that are written by cardiologists but there are 

other documents in the EHR where the same patients’ condition can be described. Patients who are 

referred to the CZE usually also have a referral letter from their general practitioner. Documentation 

also exists of the intake appointments patients have with a specialized nurse the first time they arrive 

at the Catharina Cardiovascular Centre. The referral letters are not always in digitized form and few 

were included in the data we received. 

6.2.2. SIZE OF THE DATA SET 
Another major limitation is the size of the dataset. Although we had more text data at our disposal, 

we limited the number of annotated texts to 750 because of the time required to annotate them. 

Since the texts are also short, this resulted in a relatively small number of tokens in our dataset 

compared to similar work. This is partially compensated for by the relatively small number of different 

symptoms occurring in the texts due to all patients having the same condition, but we do expect that 

this has resulted in lower performance than in other literature regarding symptom labelling. The 

greatest problem that arises with the small data set is that the validation and test sets possibly do not 

include good representations of the actual symptom information available in clinical notes of atrial 

fibrillation patients. This seemed to be the case when we trained our final model. There was a choice 

to be made between having few examples to train on and having a small validation set. When training 

our final model, we chose to use a training set that was larger than during our experiments and thus 

a smaller validation set. As a result of this, we saw lower validation performance than during the 

experiments. The test set performance was also much higher than the validation performance, which 

may also be caused by the test set, coincidentally, including mostly symptoms that are easy to classify 

due its small size. 

6.3. RECOMMENDATIONS 
Our first recommendation is to apply some of the possible improvements discussed in section 5.6.5. 

and reduce the limitations mentioned in the section 6.2. Training custom embeddings on a large 

dataset of EHR texts will most likely provide better word representations and will probably result in a 

better model performance. Validating the annotated consultation notes is of critical importance 

before any symptom extraction model can be used in practice. The dataset can also be expanded with 

clinical notes from other departments. Training the model on a larger dataset with a greater variance 

of clinical notes will increase the generalizability of the model so that is can be used in other 

departments. 

A recommendation for the users of the EHR software is to write down more information about the 

patient’s symptom burden. Our model shows that is possible to extract symptoms from clinical notes, 
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but the consultation notes we used are often very brief in their description of the patient’s condition. 

This is especially the case for consultation reports written after the cryoablation procedure. Symptoms 

written down in short standardized terms are easiest to extract but vague symptoms written in the 

patient’s own words can also be extracted. This information can be found in the future using a 

symptom extraction tool based on our model. If symptom information is written down in consultation 

reports both before and after the cryoablation procedure is done, this can be used to compare the 

symptom burden before and after the procedure.  

A final recommendation concerns the use of this work for future research. We have mentioned that 

doing named entity recognition, a practical information extraction system must also perform named 

entity normalization and coreference resolution. Since the consultation notes are often very brief, 

multiple mentions of the same symptom instances are not very common in the notes. Therefore, 

future work should focus on the normalization of the symptoms to standardized terms. When the 

symptom mentions are normalized to standard terms, the extracted symptom information can be 

used for further research. If symptoms are recorded in the consultation notes, named entity 

normalization is applied and this is combined with a tool that extracts the severity of the symptoms 

mentioned, the clinical notes can be used to automatically measure the effectiveness of the 

cryoablation procedure. 
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APPENDIX 

APPENDIX A: DESCRIPTION OF RECEIVED DATA 
Columns: 

[id] = document identification 

[text_datum] = date and time of report. This is often an imported value in older documents which 

means time does not make sense anymore 

[bron] = Is either ‘reports’ or ‘forms’. Generally, forms are questionnaires and checklists filled in by 

hospital staff that are converted to texts. Reports are more often free-text but can also be converted 

from other sources into text format. 

[Text_type] = Can indicate 465 different types of texts or can be empty. The types that are possible 

are dependent on [bron] as well. Examples: ‘consult’, ‘Ragiologieverslag’, ‘OK verslag’ 

[vraagstelling of type verslag] = 2362 possible values. Further indication of text type. Is dependent on 

[text type]. For example, texts with the indication ‘Consult’ only have 20 possible values for 

[vraagstelling of type verslag]. In CTcue, the reports are presented as ‘[Text_type], [vraagstelling of 

type verslag]’ 

[SRC_ID] = … (meaning is unknown) 

[txt] = The actual text with specific values 

[CATEGORY] = Can indicate 117 different categories of text. These are often the same as [text_type] 

but are often more general for some texts. For example, ‘radiologieverslag’ and ‘huisartsenbrief’ exist 

in both [text_type] and [CATEGORY] but while [text_type] can be ‘Medisch Dossier SEH’ or 

‘Werklijst_Ordercommunicatie’, these are both in the [CATEGORY] ‘Spoedeisende hulp’. 

[patid] = The patient id in HiX. These will not be used as they can directly identify patients in the 

hospital database. Instead [PSEUDO_ID] will be used to identify cases in the dataset. 

[Leeftijd] = Current patient age, not the age at time when the text was created. 

[PSEUDO_ID] = De-identified patient id. This is directly related to the patient id via encryption so the 

pseudo id is always the same for a single patient id. 

 

The following columns are only filled for patients with a recorded stay at the hospital. HCK is an 

outpatient clinic and patients that receive the cryo-ablation procedure usually do not stay at the 

hospital unless their procedure is late in the afternoon or there are complications. 

[opnamenr] = Number given to patient stay 

[opndatum] = Starting date of patient stay 
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[ontslagdatum] = Ending date of patient stay 

[mutatiedatum] = Last moment  of change in records for patient stay. This is often a day or less before 

[onstlagdatum] 

[opnduur_min] = Amount of minutes the patient was admitted in the hospital 

[opnspecialisme] = Doctor specialism that concerned with the patient admission. 

[opnafd] = Hospital department where the patient stayed. 

[kamer] = Room where the patient stayed. 

 

The following columns indicate information about the operation that is performed 

[ok_startdatum] = start date of operation. Includes start date and time but start time is meaningless 

in that it is not recorded but set to one of several arbitrarily chosen moments of the day. 

[ok_einddatum] = end date of operation. This value is always empty. 

[ok_omschrijving] = description of the operation that was performed. Most often empty but in about 

15% of the cases it is ‘Ablatie. PVI met Cryo’ or one of its variants which mean it concerns a cryo 

ablation. 
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APPENDIX B: ANNOTATION GUIDELINES 
Annotate currently experienced symptoms that are stated by the patient.  

- Annotate the shortest part of the sentence that encompasses the meaning of the symptom 

and only the symptom: 

Examples: 

o “Patient merkt dat hij vaak erg moe is” – Being tired is the symptom. The words that 

say the patient is ‘often’ and ‘very’ tired do not need to be annotated. 

- Stated by the patient:  

Positive examples: 

o  “patient is vaak moe” – Patient experiences the symptom of being tired. 

o “zijn vrouw zegt dat hij er ongezond uit ziet” – Patient stated the symtom because 

people around him notice it. 

 

Negative examples: 

o “ECG laat onregelmatige hartslag zien” – irregular heartrate is not stated as a 

symptom by the patient. 

- They have to be symptoms:  

Positive examples: 

o “Patient voelt zijn hart sneller kloppen” – Patient experiences a symptom that is 

potentially indicative of high blood pressure. 

Negative examples: 

o “bloeddruk is hoog” – blood pressure is measured as high. 

 

Symptom types: 

- Atrial fibrillation symptoms 

o Symptoms that are common in atrial fibrillation patients (see Table 3.2) 

Examples: 

  “Patiënt is erg moe” – Being tired is a common symptom for atrial fibrillation 

“Last van palpitaties” – ‘last van’ is included in the symptom to be consistent with 

statements such as ‘last van afib’ 

- Symptoms 

o All other specific symptoms 

Examples: 

“Patient snurkt” – Snoring is a symptom but it not common for atrial fibrillation. 
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- General indication of symptoms 

o Indications of the presence of symptoms but no specific symptoms are mentioned.  

Examples: 

 “Veel last van AF” – indication of atrial fibrillation symptoms, unknown which 

symptoms. 

 “Patient heeft veel last” – ‘Last’ is used in the general sense to indicate there are 

symptoms. 

 “Aanvallen gebeuren steeds vaker” – having atrial fibrillation attacks indicates 

symptoms that occur during an attack. 

 “Last van solatol” – states that solatol causes symptoms but what symptoms is not 

known. 

- Implicit symptoms 

o No symptoms are indicated but they are implied. 

Examples:  

“Kwaliteit van leven is laag” – patient’s quality of life is low so he must have symptoms. 

“Patient kan niet meer sporten” – Not being able to exercise implies a symptom that 

appears when exercising. 

 

Other notes: 

- In a symptom mentions that is split up by other words in the sentence, the words in between 

may be included.  

“Geen last meer gehad van ritmestoornissen” – ‘last van ritmestoornissen’ indicates the 

patient suffers from arrhytmia. The words ‘meer gehad’ are unnecessary to convey the 

symptom but are included to not split up the sequence. 

- Further specifications of the symptom are not included in the tag unless they are part of the 

symptom itself. 

“Voelt snelle hartslag, vertraagd binnen enkele minute, soms ook langzaam” – a fast 

heartrate. Without the word fast, it is not a symptom at all so it must be included. Further 

details such as the heart rate slowing down within minutes and it sometimes being slow is not 

a symptom mention even though it is relevant information. 
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APPENDIX C: EXTENDED RESULTS 
 

APPENDIX C1: CROSS VALIDATION RESULTS OF MODELS TRAINED ON VARIOUS SYMPTOM CATEGORIES  

The models are trained on balanced training data with a window of size 10, learning rate of 1e-3, 

dropout rate of 0.3, recurrent dropout rate of 0.2 and 800 hidden units per layer. 

RESULTS WHEN ONLY ATRIAL FIBRILLATION SYMPTOMS ARE USED AS TARGETS 

Validation 

set 

TN FP 
F1 AUC 

FN TP 

A 
12231 1011 

0.3899 0.9491 
81 349 

     

B 
11579 561 

0.5027 0.9639 
86 327 

     

C 
12566 693 

0.4743 0.9706 
65 342 

     

D 
13139 538 

0.5219 0.9704 
63 328 

     

Average   0.4722 0.9635 

 

RESULTS WHEN ATRIAL FIBRILLATION SYMPTOMS AND OTHER SYMPTOMS ARE USED AS TARGETS 

Validation 

set 

TN FP 
F1 AUC 

FN TP 

A 
11509 1342 

0.4969 0.9509 
106 715 

     

B 11222 622 0.5795 0.9477 
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166 543  

     

C 
12052 773 

0.6056 0.9647 
140 701 

     

D 
12473 801 

0.5866 0.9639 
132 662 

     

Average   0.5672 0.9568 

 

RESULTS WHEN ATRIAL FIBRILLATION SYMPTOMS, OTHER SYMPTOMS AND GENERAL SYMPTOM ARE USED AS 

TARGETS 

 

Validation 

set 

TN FP 
F1 AUC 

FN TP 

A 
11615 1014 

0.6236 0.9655 
111 932 

     

B 
11068 600 

0.6604 0.9673 
153 732 

     

C 
12101 481 

0.7141 0.9642 
215 869 

     

D 
12505 515 

0.6749 0.9565 
252 796 

     

Average   0.6682 0.9634 
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RESULTS WHEN ALL SYMPTOM CATEGORIES ARE USED AS TARGETS 

Validation 

set 

TN FP 
F1 AUC 

FN TP 

A 
11677 806 

0.6664 0.9618 
192 997 

     

B 
10776 778 

0.6362 0.9554 
170 829 

     

C 
11745 683 

0.6715 0.9504 
267 971 

     

D 
12161 711 

0.6618 0.9544 
253 943 

     

Average   0.6590 0.9555 
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APPENDIX C2: RESULTS OF THE FINAL MODEL 

The models are trained on unbalanced training data with a window of size 10, learning rate of 1e-3, 

dropout rate of 0.3, recurrent dropout rate of 0.2 and 400 hidden units per layer. 

CROSS VALIDATION RESULTS  

Validation 

set 

TN FP 
F1 AUC 

FN TP 

A 
12277 352 

0.7513 0.9683 
254 789 

     

B 
11388 280 

0.7537 0.9709 
242 643 

     

C 
12361 221 

0.7064 0.9695 
357 727 

     

D 
12803 217 

0.7192 0.9610 
321 727 

     

Average   0.7326 0.9674 

 

TEST SET RESULTS 

Set 
TN FP 

F1 AUC 
FN TP 

Validation 
8941 240 

0.7054 0.9647 
191 516 

     

Test 
9190 241 

0.7556 0.9782 
153 609 
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APPENDIX C3: RESULTS OF THE FINAL MODEL WITH CLASSIFICATION OF PRESENT AND ABSENT SYMPTOM 

MENTIONS 

The models are trained on unbalanced training data with a window of size 10, learning rate of 1e-3, 

dropout rate of 0.3, recurrent dropout rate of 0.2 and 400 hidden units per layer. 

CROSS VALIDATION RESULTS 

Validation 

set 
 

predicted 

none 

predicted 

present 

predicted 

absent 

F1 present 

symptoms 

F1 absent 

symptoms 

A none 12398 179 52 

0.682711 0.573494  present 260 539 33 

 absent 63 29 119 

       

B none 11489 130 49 

0.724349 0.605128  present 189 473 26 

 absent 64 15 118 

       

C 

none 12419 143 20 

0.702532 0.674699 present 274 555 17 

absent 62 36 140 

       

D 

none 12901 108 11 

0.70288 0.631579 present 301 537 11 

absent 63 34 102 

       

Average  0.7031 0.6212 
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TEST RESULTS 

Set  
predicted 

none 

predicted 

present 

predicted 

absent 

F1 present 

symptoms 

F1 absent 

symptoms 

Validation 

none 9047 129 5 

0.6631 0.4405 present 208 373 2 

absent 47 40 37 

       

Test 

none 9294 135 2 

0.7427 0.5364 present 147 456 1 

absent 66 33 59 

 

 

 


