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Abstract IKNL is an organization active in registering and analyzing cancer-related data from Dutch 

hospitals. As more information sources emerge, and the healthcare domain evolves, the 

application currently used for registration needs to evolve as well. Finding ways to improve 

the current registration process, but also prepare for future requirements is important. 

One of the aspects of registration is the reception of cancer-related information from ex-

ternal organizations. The notifications carrying this information are not always easy to in-

terpret and require complex business logic to transform in a format acceptable for IKNL. 

This project proposes an event-sourcing architecture to handle this complexity. Saving 

changes in the state of data as events provides IKNL with a way to keep track of the history 

of their information and to the ability to manipulate this data in different ways depending 

on their needs. Another proposal of this project, is the use of a context-sensitive help fea-

ture in the registration application, to aid IKNL employees to conduct their activities with 

increased efficiency, by providing them with the needed documentation in a more intuitive 

way. Additionally, an alternative to the current way data validation is realized is proposed. 

The final result is a prototype that showcases the aforementioned suggestions and can be 

used as inspiration for future development projects. 

  

Keywords Cancer registration, event-sourcing, context-sensitive help 
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Foreword 

Dear Reader, 

A cancer registry, by definition, is usually looking back. Last year, at IKNL, we celebrated the 30 years 

of existence of the Dutch Cancer Registry (NKR). Although the organization was quite different in 

those days, we have been collecting retrospective data on cancer patients nationwide since 1989. And 

although computers have conquered the world since, gathering the data is still pretty much a task for 

people, performed by IKNL’s dedicated and highly educated Data Managers. These days, they use a 

computer application called RANK, which is well suited for the task at hand. 

However, as a cancer registry, one should also look ahead. When you do that, you can see changes are 

happening in the world. At least some of the information that the Data Managers are collecting can be 

obtained algorithmically in the future. Hospital processes are changing slowly so that more information 

is recorded in the primary care process (“Registratie aan de bron”). At the same time, the need for data 

is changing too, requiring more information to be made available earlier in the process. As an example, 

during the ongoing pandemic, we were asked to report weekly incidence numbers, as opposed to re-

porting a few times per year. All of this imposes new requirements on the registration application. 

Hence the project “Registration application of the future”. We asked a PDEng student to look into the 

topic and explore several of the new requirements and ways in which they can be met. Kostas took up 

the challenge and started energetically to dig into the matter and the complex organization behind it. 

And then, while looking at the future, the unexpected happened. A pandemic took us all by surprise and 

all of a sudden we were working from home. Microsoft Teams was all that was keeping us together. 

Kostas had to connect to people using this tool with all its limitations, and also had to deal with some 

changes in roles at IKNL. This wasn’t easy for all of us. 

Yet, while the pandemic is still upon us, the project is coming to a close. Before you lies the report that 

Kostas delivered, which we will soon discuss in another Teams meeting. The main new requirements 

have been explored. Discussions are now starting at IKNL how we can realize the new architecture for 

RANK, and how to incorporate the existing 30 years of data. Many practical issues still remain, but the 

first exploration is done. 

Interesting times lie ahead, as this report shows. Thanks to Kostas, we had our first glance at it. 

Hans Buurman 

Head of Development at IKNL 

23-9-2020 
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Preface 
 

The technological designer programs lead to a Professional Doctorate in Engineering (PDEng) degree. 

These programs are given under the banner of the 4TU.School for Technological Design, Stan Acker-

mans Institute, a joint initiative of the four universities of technology in The Netherlands. The Software 

Technology (ST) program is part of the Department of Mathematics and Computer Science of  Eindho-

ven University of Technology. The PDEng is focused on improving the trainees’ technical and non-

technical skills related to effective and efficient design and team-working. 

 

This report describes the final PDEng project, which is entitled "Registration application of the Future" 

It was proposed by Dr.ir. Hans Buurman, the head of the Development Group at IKNL. The university 

supervisor was Dr. Renata Medeiros de Carvalho, and the company supervisors were Ir. Coen van der 

Maas and Ir. Willem Schilte. 

 

As the healthcare domain constantly evolves, IKNL is called to address new challenges in the way it 

conducts its operations. The goal of this project is to identify those challenges, suggest new solutions 

to tackle them, and prototype an application that will showcase new concepts and will act as an inspi-

ration for a future development projects. 
 

 

Konstantinos Manos 

 

October 2020 
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Executive Summary 
 

Cancer is one of the most dangerous diseases faced globally today. Just in the Netherlands, hundreds 

of thousands of people are affected by it each year. The physical and psychological implications on 

patients and their close social environment can be devastating, even for those who survive it. 

 

IKNL is an organization aiming to reduce the impact of cancer. The main way to achieve this is 

through collecting cancer data and providing insight into the prevalence and treatment of the disease 

to any interested parties through scientific analysis and research. To gather this information, a regis-

tration application is currently used. The introduction of new sources of knowledge, and the constant 

evolution of the healthcare domain, require IKNL to advance the way of conducting cancer data 

registration. 

 

One of the outcomes of this project, the introduction of a context-sensitive help prototype for the 

registration application, allows end-users to increase their efficiency and reduce the number of errors 

during the registration, improving in that way the volume and quality of data collected. 

 

In addition to the manual registration, IKNL is also trying to work with healthcare partners to create 

a data delivery pipeline and increase the knowledge gained by external organizations. The intrinsic 

complexity of the domain and the lack of a common representation standard between organizations 

create certain challenges when it comes to receiving and interpreting cancer data. 

 

Another suggestion described in this report is the adoption of an event-sourcing architecture to tackle 

this complexity and provide flexibility in data manipulation and traceability. Finally, the current way 

of validating registration data is examined and alternative solutions are proposed. 

 

During this project, an analysis of IKNL’s operations was conducted and a prototype was developed 

to showcase the concepts mentioned above. The end results can be used by IKNL as a reference point 

to better showcase the value of the suggested solutions within the organization, to provide insight in 

the registration domain, and to inspire a full development project for the registration application of 

the future. 
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1. Introduction 
 

 
 
 

The following chapter provides an introduction to IKNL and its goals as an organization. In 

Section 1.2 the context of the project is described. Finally, Section 1.3 gives an overview of the 

report structure.  
 

 

1.1    IKNL 
 

1.1.1         Organization  
 

IKNL (Integraal Kankercentrum Nederland or the Netherlands Comprehensive Cancer Organi-

zation) is the knowledge and quality institute for oncological and palliative research and practice 

in the Netherlands. IKNL collaborates with healthcare professionals, managers, and patients on 

the continuous improvement of oncological and palliative care. 

Insight into the incidence and prevalence of cancer is important to improve care for cancer pa-

tients. IKNL collects this data and is the only oncological hospital registry in the Netherlands 

with data on all cancer patients. Data is available on a national level from 1989 onwards. Im-

proved technologies and medicines are leading to new treatments in oncological and palliative 

care. This demands further specialization on the part of professionals and sets higher require-

ments for their collaboration. At the same time, there is a growing demand for transparency 

regarding the effectiveness and efficiency of treatments, such as the responsible use of new 

medicines. 

IKNL responds to these changes and collaborates on continuously improving the quality of on-

cological and palliative care. IKNL assists in policymaking, and the development of creating 

networks such as the Comprehensive Cancer Networks (CCNs) and consortia for palliative care 

[1]. 

 

 

1.1.2          Netherlands Cancer Registry 

 

The data collected by IKNL is saved in the Netherlands Cancer Registry (NCR). This data in-

cludes information about diagnostics, tumor characteristics, and initial treatment, regardless of 

the treatment location. Follow-up data for subsequent treatments are also available for more and 

more cancers. IKNL reports the aggregated (non-traceable) data from the NCR to hospitals, 

regional oncology networks, comprehensive cancer networks, healthcare institutions, healthcare 

professionals, patient and science organizations, the Ministry of Health, Welfare and Sport, and 

the National Health Care Institute (political domain) [1] 

In 2019, 131.200 tumors and their corresponding treatment and results were registered in the 

NCR. Additionally, IKNL supported 255 clinical studies and provided 226 scientific publica-

tions [2] 
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1.1.3         Goal of the organization 

 
The main goal of IKNL is to reduce the impact of cancer from the personal to the societal level 

in a variety of ways, as can be seen in Figure 1.1. IKNL aims to provide insight into the charac-

teristics and magnitude of cancer in the Netherlands. Data from the Netherlands Cancer Registry 

is used for several purposes such as [1]: 

 

 supporting epidemiological studies; 

 supporting and evaluating clinical studies; 

 developing and evaluating guidelines; 

 evaluating screening programs; 

 comparing cancer incidence and survival on an (inter)national level; 

 answering political questions and developing state policies; 

 generating descriptive statistics in studies on clusters of cancer. 

 

 
 
 
 

 

Figure 1.1 – IKNL Goals  

 

 

 

1.2    Project Context 
 

Registration of cancer patients in the NCR is to a large extent the work of highly trained staff. 

For this purpose, an application is used that is optimized for the job. It is very flexible, allowing 

for the efficient registration of data that is pertinent for each case, even though the exact set is 

evolving. However, with the introduction of new data and knowledge services in IKNL’s archi-

tecture, a new type of application that changes the paradigm completely is needed. The goal of 

this project is to prototype this application and learn of the possibilities and pitfalls before em-

barking on a full development project.  
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1.3    Report Outline 

 
This report consists of 10 chapters. Chapter 2 contains more information about the registration 

process as it is conducted through the current application, the cancer domain, and the challenges 

the organization is facing. Chapter 3 presents the stakeholders of this project, while Chapter 4 

lists the system requirements. In Chapter 5, a conceptual architecture is proposed. Chapter 6 

provides some technical details of the prototype that was implemented to showcase the basic 

concepts envisioned. Chapter 7 regards the validation and verification process and Chapter 8 

describes the project management aspects of the project. Finally, Chapter 9 includes conclusions 

and recommendations, and Chapter 10 the project retrospective.■ 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Eindhoven University of Technology 
 

4 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Eindhoven University of Technology 

5 
 

2.   Problem Analysis 
 

 

In this chapter, a more detailed view of the cancer registration domain is given. The registration 

process is described, the areas of interest are identified, and the challenges the organization is 

facing are listed. 
 

 

 

2.1    Registration Process 
 
 

The cancer registration process is one of the main aspects of IKNL. For each patient that is 

treated by the Dutch healthcare system for a cancer-related incident, a plethora of information 

is collected. In most hospitals, one or more IKNL employees, called Data Managers, have access 

and collect this information. Data Managers are typically called to register hundreds of different 

cancer-related values to the NCR database per case. This information is provided to them in 

different ways, from accessing hospital software to reading doctors’ notes. The time required to 

transfer this knowledge to NCR  and finish the registration process for a single patient can range 

from some minutes to up to two hours. Registration is conducted through a Windows application 

named RANK. Data Managers connect through a secure server to IKNL and they transfer this 

information using RANK’s user interface. In 2019 around 150 Data Managers registered 

131.200 tumors from close to 80 hospitals in the Netherlands. 

 

 

2.1.1       Registration manuals 
 

For the data stored in NCR to be useful to researchers, it has to follow a common data structure 

and method of representation. Most cancer-related values are usually associated with a unique 

code that identifies them for research purposes. IKNL defines the standard, according to which 

data is registered in NCR, based on international naming and codification guidelines for 

healthcare organizations. Unfortunately, most hospitals and doctors are not required to follow 

those guidelines by law and use their own naming and logging conventions. It is the job of the 

Data Managers to essentially translate the information that is available to them to a version that 

complies with IKNL’s standards.  

 

This is complex, as most of the terminology requires special knowledge of the healthcare do-

main to be interpreted. In addition, the cancer domain contains such a high variety of conditions 

and cancer types, that it is virtually impossible for a Data Manager to be familiar with all the 

domain knowledge necessary to understand the whole scope of cancer registration. To make 

things even worse, sometimes the information required by IKNL is not even directly available, 

but has to be inferred by the Data Managers, based on their experience and empirical knowledge, 

after accessing the relevant information. 

 

To help Data Managers in their tasks and ensure the correctness of the data registered, IKNL 

provides them with manuals that contain the guidelines according to which the registration pro-

cess should be conducted. Registration manuals are PDF documents available to Data Managers 

to aid them in the registration process. There are different manuals for different types of cancer. 

The Codification group writes and updates them, and their structure mimics RANK’s interface. 

Currently, there are 15 manuals containing guidelines relevant to tumor categories with each 
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manual ranging from 20 to 80 pages. They are usually updated a few times per year, and the 

new versions are sent to Data Managers with corrections.  

 

2.1.2      Validation 
 

Data validation is a very important aspect of the registration. Before any information is saved in 

NCR, it must be validated so that no errors slip through and affect the research results. There 

are different types of validation that can range from a simple type check to make sure the correct 

type of data is received, to business logic validation which verifies if the combination of values 

complies with the rules that characterize the domain. Just to validate a single entry, more than 

100 validation conditions are checked. 
 
 

 2.1.3      Database 
 

The Registration Group defines what the business logic of the cancer domain is. Currently, the 

entirety of that business logic resides in the database, and it is the database that handles the 

validation process, as well as storing the actual patient information. Once the ruleset containing 

the business logic is updated, Database Administrators are notified to transfer the data. Database 

structure in RANK:   

 

“Shadow database”: Clinical information is stored here until the registration information is 

complete and verified. This can sometimes take months if, for example, examination results are 

not immediately available. It also serves as a backup by periodically saving the Data Managers’ 

progress. 

 

“Production database”: When a patient’s registration is finalized, it is moved here. It can then 

be used by researchers or any interested party. 

 

“Steering tables”: Around 30 steering tables are used to determine the possible combinations 

of registration items. For example, only a specific set of treatments can be applied to a breast 

cancer registration.  

 

“Thesaurus tables”: Function as a dictionary, translating registration concepts into NCR codes. 

For example, the code C50 corresponds to breast cancer. There are currently around 30 thesaurus 

tables in the database. 

 

Stored procedures: Stored procedures contain business logic responsible for validating the in-

formation received as well as data transformations and other registration-related processes. 

 
 

2.1.4        External sources 
 

Aside from the data registration that happens manually by the Data Managers, there are other 

ways through which IKNL receives data. One of them is through notifications sent by Palga, an 

organization gathering pathology lab information. This process is automated: Palga sends noti-

fications in an XML format for each pathology test result, that contains the medical information. 

After the data is received, it has to be processed. Initially, the data is converted from the Palga 

codification standard to a format that is compatible with RANK. Then a set of rules is applied 

to decide how this data is associated with information already present in the database, for exam-

ple, to see if a patient already exists in the system. If there is a match, business logic is used to 

decide how this information is combined in a meaningful way in order to create the correct 

clinical result. This process is handled by the database, stored procedures, and tables containing 

the business rules.  
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Figure 2.1 presents the flow of information between different entities inside and outside IKNL. 
 

 

 

Figure 2.1 – Actors in the registration process 

 

 

 

 

 

2.2    Registration Domain Analysis 

 
To get a better understanding of the cancer registration domain, certain aspects of domain-driven 

design are used. Domain-driven design[3] is an approach to software development that centers 

the development around a domain model that has a rich understanding of the processes, rules, 

concepts, relationships of a domain in order to tackle complexity. 

 

Multiple models are in play on any large project. A model applies in a context. The context may 

be a certain part of the code or the work of a particular team. A bounded context delimits the 

applicability of a particular model so that team members have a clear and shared understanding 

of what has to be consistent and how it relates to other contexts [3]. 
 

 

 

2.2.1         Registration contexts 
 

 

There are different bounded contexts within IKNL. While the main operations always revolve 

around cancer, different parts of the organization approach different aspects of the domain with 

their own concerns and language. All contexts communicate with each other through integration 

relationships, but within their own space create different needs and have to be handled inde-

pendently. It is useful to make that separation evident from the beginning, to manage complexity 
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and to isolate the unique requirements of each context as well as define the relations between 

them. 
 

 

 

Figure 2.2 presents the bounded contexts in the scope of this project within IKNL. Most aspects 

of the project will be expressed in relation to this separation of concepts within the organization. 

The tumor context is the central context for every IKNL operation. The validation context con-

tains the business logic relevant to data validation during the registration process. The registra-

tion context contains the entities related to the registration process and the external notification 

context the subcases of registration from external sources. 

 
 

 

Figure 2.2 – Contexts within IKNL  

 

 

 

2.2.2     Tumor analysis 

 
The concept of a tumor lies at the heart of IKNL’s domain. In order to help the reader better 

understand this project, an overview of the tumor domain model and related entities as shown by 

Figure 2.3 is given.  
 

A patient represents any person that is diagnosed with cancer and registered to the system. Each 

individual must have a unique entry with no duplicates. A patient also has patient details such as 

comorbidities and hospital admissions that hold their own information.  

 

Each patient has at least one clinical picture (“ziektebeeld”) associated with them. The clinical 

picture represents a patient’s journey from the initial diagnosis forward. It holds information 

about the tumor(s) that occur in the patient. A patient can have multiple clinical pictures if tumors 

unrelated to each other are diagnosed. If a tumor changes status or multiplies, the same clinical 

picture will be updated. 

Episodes represent parts or stages of the clinical picture and are always linked to a tumor. For 

example, a clinical picture usually starts with a diagnosis episode that refers to the initial detec-

tion of the tumor. If the diagnosis changes or the tumor status is updated more episodes can be 
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added. In patients with more than one tumor, one tumor may have multiple episodes referring to 

it, and the other tumor only one. Multiple episodes per clinical picture can be registered. 

 
A tumor in the context of IKNL contains all the medical information about a cancer occurrence. Next to 

its general attributes, a tumor has tumor proceedings (“gebeurtenissen”) which fall in the categories of 

examination results, treatments prescribed, metastases diagnosed.  
 

 

 
Figure 2.3 – Tumor domain model 

 

 

 

In addition to the tumor-related entities described above, there is a lot of information that defines 

the correct structure and format a tumor should follow based on scientific research, as described 

by Figure 2.4.  

 

Each tumor has a set of specifications that describe what the allowed medical attributes related 

to that tumor are. For example, a certain treatment can only be applied to specific tumor mor-

phologies. Specifications can also contain information about the proper medical codification the 

tumor should be expressed in, or how external tumor data translate to a proper tumor status. 
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Registration guidelines exist in addition to the specifications and contain information meant to 

facilitate the registration of the different medical fields related to cancer. Each type of tumor has 

its own set of guidelines. 

 

 
 

 

Figure 2.4 – Tumor specifications  

 

 
 

All this information is split between the registration, validation, and external notifications con-

texts. This means that although for example registration guidelines, codification specifications, 

allowed attributes for the same tumor are tightly related to each other, they are currently imple-

mented in different technologies and maintained through different processes. 

 
 

2.3    Problem Statements 
 

After examining the current state of the registration process as well as the basic concepts it 

evolves around, problem analysis led to the identification of the following issues: 
 

Registration Context 
 

Registration manuals have been successful in facilitating the cancer registration by providing 

Data Managers with the necessary knowledge required. However, there are certain issues that 

stem from the current method of providing this information.  

 

- Data Managers have to navigate different applications (hospital software, RANK, PDF read-

ers), changing focus from one to another in order to read the manuals decreases registration 

efficiency. 

- Sometimes, additional information has to be found in books, further disrupting the registra-

tion process. 
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- Even though registration manuals are organized, they are still lengthy documents, and find-

ing information can sometimes be time-consuming. 

- Updates in the registration guidelines can sometimes go unnoticed, leading to the registra-

tion being conducted according to outdated rules, leading to potentially erroneous values in 

the database. 

- Once registration manuals get updated, it might be difficult to interpret previous data from 

registrations that follow older rules. 

 

Validation Context 
 

- Validation is a big monolithic process that covers the entirety of the registration data. Every 

time it is activated, it repeats all the steps even for small changes. This causes performance 

issues. 

- It would be beneficial to add additional validation rules but that is not currently possible due 

to either performance or complexity concerns. 

- Validation rules and logic are expressed in complex Excel sheets and saved in SQL tables 

as scripts. There are hundreds of these tables and understanding and editing them requires 

technical expertise and a lot of experience.     

- Editing/Updating the validation rules is a process that requires the information to be passed 

manually between different workgroups within the organization. A more streamlined pro-

cess could be achieved to increase efficiency and delegate the task to fewer groups. 

- Even though registration guidelines and validation rules are related, they are defined inde-

pendently and their connection is not verified. For example, If the way a tumor is registered, 

is changed, the verification tables and registration manuals will have to reflect that change 

but there is no mechanism to ensure that. 

 

External Sources Context 

 

Data Managers do not simply copy data from one application to the other but use their 

knowledge and experience to interpret conflicting information and make decisions on the correct 

form of registration data. In an ideal situation, data transfer for simple aspects would be auto-

mated so that Data Managers can focus their skills on difficult cases. Receiving information 

automatically from external sources tries to achieve this, however, there are certain challenges:  

 

- There is no way to uniquely identify patients since the use of the BSN number is not allowed 

due to government policies. The solution to this problem is a list of complex association 

business logic rules that cannot always guarantee non-duplicates. 

- Sometimes information from external sources can be conflicting. This is not considered a 

problem yet, since Data Managers will always review the data and fix potential issues, but 

limiting the occurrence will increase efficiency. 

- Information can also be incomplete.  

- Information can also contain errors or uncertainties. 

- External notifications are usually handled in a batch way, making it difficult to implement 

specific rules for specific patient use cases. 

- Complex business logic is required to deal with all the irregularities in the current domain. 

As the process is adopted for more and more types of information, the complexity becomes 

unmanageable.■ 
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3.  Stakeholder Analysis 
 

 

 

The purpose of stakeholder analysis is the identification of parties either directly or indirectly 

related to the project. Stakeholders can have different levels of participation, interest, and influ-

ence. Stakeholders of the project belong to two organizations: IKNL and TU/e. 

 

3.1    IKNL Stakeholders 

 

 

 IKNL Supervisors  

 

IKNL supervisors belong to the Development Group. An IKNL supervisor offers guidance and 

feedback from the side of the company. They are the product owner and assist in communication 

with other stakeholders in order to gain domain knowledge as well as monitor the general pro-

gress and goals of the project. They make sure the final project deliverables add value to the 

organization. 

 

Main concerns: 

 

- Gaining insight for future development. 

- Show the added value of incorporating new knowledge into the organization. 

- Become aware of new requirements and pitfalls in the registration domain. 

 

 Registration Management 

 

The Registration Management is in charge of all operations in the registration domain. They 

organize the structure and process of the registration. They decide whether any future develop-

ments will be started based on the results of this project. 

 

Main concerns: 

 

- Improve the registration process. 

- Increase registration efficiency. 

- Prepare for the future needs of the organization. 

 

 Data Managers 

 

Data Managers are the end-users of the registration software. They usually work on location at 

the hospital and have access to locally stored patient records. They operate in a complex envi-

ronment and have to be familiar with healthcare terminology relating to cancer diagnoses. 
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Main concerns: 

 

- User-friendly registration process. 

- Easy access to guideline information. 

- Reduced time consumed in menial tasks. 

 

 Development Group 

 

The development group is the main provider of software implementation and maintenance 

within IKNL. They will be in charge of developing any future iterations of the registration ap-

plication. Therefore, they are the most interested party in the technical aspect of this project. 

 

Main concerns: 

 

- Implementable solution. 

- Technical insights into the domain. 

- Technology research. 

 

 

 Codification Group 

 

The codification group is responsible for writing and publishing the user manuals according to 

which Data Managers fill their registration forms.  

 

Main concerns: 

 

- Making sure their work is properly communicated to Data Managers. 

- Having an easy way of updating the guidelines. 

 

 Database Administrators 

 

Most of the business logic of the domain currently exists in the database in SQL format. Data-

base administrators are among other things responsible for updating that business logic on re-

quest from other stakeholders and converting external data in a format compatible with the or-

ganization’s database structure. 

 

Main concerns: 

 

- Automating business logic updates. 

- Improve the process of importing business rules. 
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 Data Quality Group 

The Data Quality Group is mostly concerned about the correctness of the information registered. 

They review the process and test the validity of data in the NCR. 

 

Main concerns: 

- Fast validation process. 

- More validation rules. 

- Validation of external data. 

 

 

3.2    TU/e Stakeholders 

 
 

 PDEng Software Technology Management 

The PDEng Software Technology director is responsible for the overall organization of the pro-

gram, the training and educational process, and the cooperation and project assignment between 

companies and the university.  

 

Main concerns: 

 

- Quality of the delivered solution. 

- Trainee’s technical and personal development. 

- Company satisfaction with project results. 

 

 University supervisor 

The project supervisor from the university’s side assists the trainee during the execution of the 

project and monitors the progress  

 

Main concerns: 

 

- Quality of report. 

- Problem-solving during project. 

 

 PDEng Trainee 

The PDEng trainee is responsible for most aspects of executing the project including planning, 

management, analysis, design, and implementation. 

 

Main concerns: 

 

- Gain knowledge in software architecture and design. 
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- Acquire experience in a real working environment. 

- Achieve successful completion and graduation. ■ 
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4.  System Requirements 
 

 
Requirements engineering is an important aspect of the project. Before designing a system, there 

has to be an understanding of what future needs of that system might be. The process of require-

ments engineering is concerned with finding information about such needs and the associated 

changes. This process is constant for the duration of the project, since the requirements might 

not be immediately clear or might change in the future. Additionally, in an exploratory proto-

typing project, it might be difficult to correctly assess how much can be delivered in a set amount 

of time. Abstract high-level requirements were extracted after following a variety of methods, 

the most important of which are: 

 Stakeholder interviews 

 Brainstorming 

 Prototyping 

 

One of the conditions from the beginning of the project was that the designed solution is inde-

pendent of the current implementation, and should not be influenced by existing design or tech-

nological choices. The resulting prototype solution will not be integrated into the current system 

or production environment. It will be used as a point of reference for stakeholders and as inspi-

ration for a future application. However, the design decisions used to satisfy the requirements 

can be incorporated in a future development project. 

To express each requirement, the following template was used: 

 Requirement id 

 Requirement description 

 Requirement rationale 

 Importance 

 
 

4.1    Functional Requirements 

Functional Requirements describe the scope, functionality, and behavior of the proposed system. 

They explain what tasks the system must perform. They also define which business rules the 

system must conform to. The functional requirements described are split into three categories 

based on the context they are related to. 
 

4.1.1  Registration context functional requirements 

 
It is assumed that a user interface is provided by the system so that Data Managers can conduct 

the registration process. Requirements for this context represent additional functionality on top of 

that interface. The main actors of this context are: 

 

 Data Managers: They interact with the registration interface and insert values to the sys-

tem. The system needs to provide them with the registration guidelines needed for each 

registration scenario so that they can complete the registration. 

 Codification Group: The Codification Group writes and updates the registration guide-

lines. They need to have the ability to access them and be able to update their attributes. 

Those updates will then need to be communicated to the Data Managers. 
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  Table 4.1 – Registration  functional requirements  

ID Requirement Importance 

FR-01 Description: Registration guidelines shall be presented 

to the user within the registration interface. 

Rationale: Switching focus from the registration inter-

face to other applications in order to read documentation 

can be a tedious process for Data Managers. 

Must-have 

FR-02 Description: When the Data Manager interacts with an 

interface element, the guideline associated with that ele-

ment shall be presented. 

Rationale: Each registration interface element is linked 

to a guideline. When the users are interacting with that 

element they should receive help on how to register it. 

Must-have 

FR-03 Description: When the Data Manager registers a spe-

cific cancer type, guidelines associated with that cancer 

shall be presented. 

Rationale: In addition to the general guidelines referring 

to registration elements, more specific guidelines relat-

ing to specific cancers are also available and should be 

added when a specific tumor registration is detected.  

 

Must-have 

FR-04 Description: When a guideline that was recently 

changed is displayed to the Data Manager, the system 

shall generate an additional notification. 

Rationale: It is important to communicate these changes 

to avoid registration based on outdated rules. 

Must-have 

FR-05 

 

 

 

 

Description: When a guideline is presented to the Data 

Manager, the option to view that guideline’s list of his-

tory changes shall be given. 

Rationale: Sometimes it can be useful to the Data Man-

agers to know what changed in the guideline description 

and the way a specific item is registered. 
 

Should-have 

FR-06 Description: The system shall provide an interface for 

the update of registration guidelines. 

Rationale: Codification group currently updates guide-

lines by writing text documents. If the guidelines move 

to the registration interface, a new way is needed to edit 

and update them.   

Must-have 

 

 

 

4.1.2 External sources context functional requirements 

 

When external notifications are received, they need to be processed and translated into a valid 

status in order to be saved in NCR and processed by IKNL. The main actor in this context is the 

external source that generates the notification.  
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Table 4.2 – External sources  functional requirements  

ID Requirement Importance 

FR-07 Description: When an external notification is received, 

the system shall transform the data from the external for-

mat to the NCR standard.  

Rationale: Notifications of patient data arrive in differ-

ent codification than the one in NCR. The system must 

be able to convert this data to a compatible standard. 

 

Must-have 

FR-08 Description: The system shall provide the ability to pro-

cess patient entries based on different business rules.  

Rationale: The way patient views are generated can 

change from time to time or based on the case registered. 

The system must offer the option to easily change the 

business rules behind it. 

 

Must-have 

FR-09 Description: The system shall provide a history of exter-

nal notifications. 

Rationale: A transaction log of all the information that 

arrived relevant to a patient shall be saved. This helps in 

reviewing the process and generating new information in 

case of mistakes. 

 

Must-have 

FR-10 Description: The system shall be able to receive and 

process conflicting information.  

Rationale: External sources can provide information 

that is conflicting and cannot be combined outright in a 

patient view. The system must incorporate a strategy for 

such occasions.  

 

Must-have 

FR-11 Description: The system shall be able to receive and 

handle incomplete information. 

Rationale: External sources can provide information 

that is incomplete and cannot immediately be used to 

complete a registration view. The system must incorpo-

rate a strategy for such occasions.  

 

 

 

Must-have 

FR-12 Description: If a notification for a patient already exist-

ing in NCR is received, the system shall add the new 

information to that patient’s registration entry 

Rationale: When information arrives for a patient who 

is already registered in NCR, the system shall be able to 

combine the new data with the ones already in the re-

pository. 

 

Must-have 
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4.1.3 Validation context requirements 

 

Validation is triggered by the registration interface, either when the Data Manager actively 

chooses to initiate the process, or indirectly by the Data Manager’s actions during the process. 

As more sources of information appear in the system’s environment, more actors will be added 

in the future. 

 

 

Table 4.3 – Validation functional requirements  

ID Requirement Importance 

FR-13 Description: The system shall ensure patient data fol-

lows tumor specifications.  

Rationale: When tumor attributes are registered, the pa-

tient view must follow the business logic defined by 

IKNL. Different types of tumors follow different busi-

ness rules. If the data is not compliant with IKNL stand-

ards, the registration must not be completed 

 

Must-have 

FR-14 Description: The system shall inform the user of errors 

in the data that was registered. 

 Rationale: If registration data does not follow the busi-

ness rules, the system must inform the users of errors. 

 

Must-have 

FR-15 Description: The system shall associate tumor proceed-

ings to the patient when needed.  

Rationale: In some cases, additional information needs 

to be registered depending on the tumor classification. 

The system must be able to recognize those cases and 

inform the user of additional registration requirements. 

This information is provided by tables that describe the 

conditions based on which tumor proceedings are asso-

ciated with registration cases. 

 

Must-have 

FR-16 Description: The system shall provide an interface to 

update tumor specifications.  

Rationale: As the business logic changes, the group re-

sponsible for defining the tumor specifications should be 

able to update the system with the latest iteration of busi-

ness rules. 

 

Should-have 
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4.2    Non- Functional Requirements 

 
Non-Functional Requirements define the quality attributes of a software system. They represent 

a set of standards used to judge the specific operation of the system. These requirements are not 

necessarily used individually for each function but can apply to larger parts of the system. 

 

 
  

Table 4.4 – Non-functional requirements  

ID Requirement  

NFR-

01 

Interoperability 

 

Description: The system shall be able to ex-

change data with sources using different technol-

ogies.  

Rationale: Different organizations hold data that 

is useful to IKNL. IKNL wants to maximize the 

amount of information it automatically receives 

in the future. However, each of these organiza-

tions uses its own standard to express, store, and 

send information. The amount of information 

registered is also increasing. It is therefore im-

portant that the core of the system is independent 

of the external format/structure. In addition to 

external data sources, external validation sources 

are expected as well.  

 

Must-have 

NFR-

02 

Extensibility Description: The addition of new sources shall 

not affect the system’s implementation.  

 Rationale: Healthcare institutions increase the 

connectivity of their data systems. While today 

IKNL automatically receives information only 

from few sources, new ones will appear in the 

future. Their addition should be easy without ex-

tensively modifying the system. 

 

Must-have 

NFR-

03 

Performance Description: The time consumed by the system 

to validate a registration entry shall not interfere 

with the registration process. 

Rationale: As more business rules are added, the 

validation process becomes lengthy and con-

sumes the Data Managers’ time. New ap-

proaches must be used to increase validation per-

formance  

 

Should-have 

NFR-

04 

Maintainability Description: The business logic shall be repre-

sented in a way that facilitates understanding of 

the domain. 

Rationale: The cancer registration domain con-

tains complicated business rules that require spe-

cialized domain knowledge to understand. These 

business rules constantly change with short up-

date cycles. To avoid errors and delays due to 

this complexity, maintenance is important.  

 

 

Should-have 
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NFR-

05 

Accessibility Description: Business rules shall be updated 

without SQL technical knowledge. 

Rationale: Business rules are written by re-

searchers, saved in documents, and then con-

verted to a database format by Database Admin-

istrators. This process requires the cooperation of 

different departments within the organization, 

takes time to implement, and is not flexible. If 

the researchers were able to publish their own 

rules, it would improve efficiency both for them 

and the Database Administrators. 

 

Must-have 

NFR-

06 

Usability Description: The system shall display registra-

tion information to the user in an understandable 

way, without causing an information overload in 

the user interface. 

Rationale: The current process involving pdf 

files takes a lot of time for Data Managers. Their 

screen space is limited and they have to switch 

applications and search for specific guidelines in 

long documents. If the information is presented 

in a more intuitive way, registration efficiency 

will increase. 

 

Should-have 

NFR-

07 

Availability Description: The system shall not be inaccessi-

ble to Data Managers more than one day per 

month. 

Rationale: The registration process has to be 

conducted without interruptions to manage the 

increasingly large amount of data registered at 

Hospitals. If the system is not available, Data 

Managers fall behind schedule. This requirement 

was considered out of scope for this project. 

 

Won’t-have 

NFR-

08 

Security Description: The systems shall ensure that infor-

mation managed and stored by it cannot be ac-

cessed by not authorized individuals or systems. 

Rationale: Patient information is sensitive data, 

protected by the Dutch government. IKNL must 

ensure no private data is shared during or after 

the registration process. Security was considered 

out of scope for this project. 

 

Won’t-have 

■ 
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5. Architecture & Design 
 

 
The software architecture of a system is the set of structures needed to reason about the system, 

which comprise software elements, relations among them, and properties of both. It is a repre-

sentation of a system in which there is a mapping of functionality into software components and 

a concern for the human interaction with these components. Essentially an architecture is an 

abstraction that highlights certain aspects of the system [4]. 

When designing a system it is important to consider how the system’s components, their rela-

tionships with each other and the environment will evolve. A plan is needed to describe how the 

different layers of the system will work, and to make sure that the non-functional requirements, 

as described by the stakeholders, will be satisfied. This chapter describes the general architecture 

and design proposed [4]. 
 

 

5.1    Registration Application 
 

 

5.1.1 Context-sensitive help 

According to requirement FR-01, is that Data Managers should not have to change the focus 

and exit the application in order to read them. To solve this problem context-sensitive help is 

introduced to the system. Context-sensitive help provides assistance and information to users 

without requiring them to leave the context in which they are working. For example, in many 

applications, user interface controls such as windows and tabs have a help button. When users 

click on the help button, the application links users to a help topic specific to the context of the 
window [5]. 

5.1.2 Mapping registration guideline information 

In the current state, registration guidelines exist in text format. In order to use them as part of 

context-sensitive help a number of key guideline attributes are identified: 

 

Table 5.1 – Registration guideline attributes 

Topic (field) id: An identifier that refers to a specific registration attribute. Every UI  ele-

ment is associated with information based on its id. For example, when 

the user focuses on the “birthdate” input field, the corresponding infor-
mation will be displayed. This attribute relates to requirement FR-02. 

Subtype (value) 

id: 

The same UI element might need to display different types of information 

depending on the input values. For example, if the “topography” field has 

a “breast cancer” value, the registration guidelines presented will be dif-

ferent than if the field had a “lung cancer” value. Usually, the classifica-

tion is made based on input value or on tumor type(“tumorsoort”). This 
attribute is used to satisfy FR-03. 
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Conditions: Certain information related to a field might only apply if certain condi-

tions are met. For example, the date of the registration or the type of ep-

isode decides if the information will be displayed to the user. Those con-
ditions are checked against the current registration status. 

 

Alert level: Some guidelines can be more important than others. Whether it is because 

of a critical area in registration, or because there were recent changes that 

need to be communicated to Data Managers, this flag is used to handle 

this type of information differently in the interface. FR-04 is satisfied us-
ing this attribute. 

Range: This value describes the level at which the information will be displayed. 

Some information might need to be available to the user for the entirety 

of the registration process. Other types of guidelines might only need to 

be displayed briefly for a specific item. 

Information 

body: 

The actual content that is displayed to a user. Contains the information 
related to a registration item. 

 

 

The combination of topic id and subtype id is used by the interface to query the guideline repository 

and retrieve guideline information.  The same combination can result in more than one result. For 

example, a user interacts with the field “topography” (topic id) and inserts the value “C50” (sub-

type id). Two guidelines are returned, one with condition “registration date<2018” and one with 

condition “registration date>2018”. The correct one is chosen based on the values the user has 

already registered and the information body content is displayed for as long as the user is focused 

on the range specified. If the alert level is “high” a notification can appear on the user interface. 

 

5.1.3 Registration Interface 

The registration interface implemented to showcase the context-sensitive help concept follows 
the Model-View-ViewModel [6] pattern as shown in Figure 5.1. 

 

 
 
 
 

 

Figure 5.1 – Model-View-ViewModel 
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Model: Model represents the domain entities of the registration, their real state, as well as the 

business logic associated with them. In the registration context, the following roles are fulfilled 

by the model: 

- Keep track of the patient’s clinical image as the Data Manager inputs data from the interface. 

- Query the guideline repository to acquire the information to be presented based on user input. 

- Check guideline conditions against the registration input.  

 

View:   The view is the structure, layout, and appearance of what a user sees on the screen. The 

view contains user-interface components that follow the hierarchy and structure of the tumor 

domain (as described in chapter 3) and each component of the user interface represents a domain 

entity. For example, a clinical picture component contains components referring to episodes, 

tumors, and tumor proceedings. Other components are responsible for presenting context-spe-

cific help or other secondary functions. 

 

View Model: The view model represents a state of the data in the model. It is an abstraction of 

the view exposing public properties and commands. The view model is essentially a messenger 

between different views and the model. Once a change happens in the view, the state of the 

model changes and the opposite. The view model keeps track of the registration focus. Depend-

ing on where the Data Manager is active on the interface, the list of presented guidelines will 

change. 

 

Figure 5.2 shows the sequence diagram of updating the guidelines presented to the user. 

 

 
Figure 5.2 – Context-sensitive help sequence diagram 
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Table 5.1 shows the use-case view of the context-sensitive help scenario. 

 

Table 5.2 – Context-sensitive help use case 

Use Case Id UC-1 

Use Case Show registration guidelines 

Level User Goal 

Actor Data Manager (DM), Registration Application (RA) 

Stakeholders and Interests Data Managers, Codification Group 

Preconditions Registration user interface and guideline repository 

running 

Success Guarantee Correct guidelines are presented based on user input 

Triggers User interaction on UI element 

Main success scenario 
DM: Interacts with an interface element 

RA: Receives element id and value 

RA: Requests relevant guidelines from the repository 

RA: Updates registration context model 

RA: Presents to the user 

 

 

5.1.4 Guideline editing interface 

 

In addition to the Registration Interface used by Data Managers to fulfill the registration process, 

another user interface is provided to the Codification Group with the purpose of updating regis-

tration guideline definitions and conditions in accordance with requirement FR-06.  

Along with the ability to access and update the guideline repository, this interface also allows 

the user to review the history of each definition. A process needs to be implemented to ensure 

any changes to the registration guidelines are reviewed before being pushed to the production 

environment. 

 

5.1.5 Validation 

 

In the current application, registration data is saved in the shadow database periodically or at the 

user’s request, and then a stored procedure is triggered to validate the entirety of the clinical 

image data. In order to fulfill requirements the following changes are suggested: 

 

- Loosely coupled registration interface and validation service: To increase interoperability 

(NFR-01), the validation is isolated from the application and an interface is used for com-

munication. The application provides Data Transfer Objects (DTOs), with the information 

that is registered, that are consumed by the validation service and a list of results is returned. 

The benefit is that in case different validation logic or technologies need to be used, they 

are interchangeable without affecting the application. At the same time, other systems can 

also use the same validation service. 

- Dividing validation responsibilities: The validation process in its current form is a mono-

lithic workflow, always executed from start to finish every time a validation need is trig-

gered. This creates unnecessary repetitions and causes performance issues. By dividing the 

process into smaller parts there are two benefits: 
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 Validation can be executed in fragments. Once a part of the registration is sufficiently 

complete, it can be evaluated without having to wait for the whole process to finish. 

For example, the patient personal details can already be verified without tumor infor-

mation needed. That way the user gets immediate feedback, and there is no delay at 

the end, improving the current process towards NFR-03, performance. 

 Aspects of the validation are handled differently. Some validation rules are simple var-

iable type checks that can be handled by a validation library within the validation ser-

vice. Others, validate data based on complex business rules in table forms. A business 

rules engine can be used to handle these. By allowing different aspects to be handled 

in separate ways, the flexibility and efficiency of the system is increased.  

 

For the purpose of showcasing the aforementioned concepts in this implementation, two differ-

ent types of validation were chosen. Validation rules that handle simple type checks and com-

parisons, such as whether a value is empty or a date valid, are conducted by a validation .NET 

library specializing in this purpose as described in Chapter 6. Implementation. More complex 

validation rules that involve evaluating large tables of data are handled by a business rules man-

agement system (BRMS) that can read Excel files. The choice was made based on how easy it 

is to define, understand, and edit the validation conditions in each case, compared to the current 

SQL representation.  

 

Each validation type is a different service. The validation can be activated either when the user 

chooses, or when certain conditions are met. For example, if the user leaves the “patient” tab, 

the validation of the patient’s data can begin. Each service receives the data of the entity it 

validates and returns a list of error messages that are then presented to the user. Figure 5.3 pre-

sents the sequence diagram of validation. 

 

 
Figure 5.3 – Validation sequence diagram 
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Table 5.3 – Validation use case 

Use Case Id UC-2 

Use Case Validate registration data 

Level User Goal 

Actor Data Manager (DM), Registration Application (RA), 

Validation Service (VS) 

Stakeholders and Interests Data Managers, Data Quality Group 

Preconditions Registration user interface and validation service run-

ning. 

Success Guarantee Validation results are returned to the user 

Triggers Validation condition met 

Main success scenario 
DM: Triggers validation conditions. 

RA: Sends data to Validation Service. 

VS: Validates data received. 

VS: Sends validation results to Registration Applica-

tion. 

RA: Presents results to the user. 

 

 

Figure 5.4 presents the registration interface use cases 

 

 

 

Figure 5.4 – Registration interface use cases 
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5.2    Event Sourcing 
 

The system aspect that receives external notifications follows an event sourcing approach [7]. 

Event sourcing ensures that all changes to the application state are stored as an immutable se-

quence of events, where new changes are appended to the list. Not just can we query these 

events, we can also use the event log to reconstruct past states, and as a foundation to automat-
ically adjust the state to cope with retroactive changes. 

 

 
 

Figure 5.5 – Example of event interaction with tumor 

 

 

The fundamental idea of Event Sourcing is that of ensuring every change to the state of an ap-

plication is captured in an event object as can be seen in Figure 5.5, and that these event objects 

are themselves stored in the sequence they were applied for the same lifetime as the application 
state itself [7]. 

In essence, event sourcing acts as a versioning system for the state of the domain entities. Every 
change is saved in the event stream, and based on this transaction log, the state can be rebuild. 
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Figure 5.6 – Event-sourcing concept 

 

All changes to the domain objects are initiated by the event objects. This leads to a number of 

facilities that can be built on top of the event log: 

 Complete Rebuild: The application state can be discarded completely and be rebuilt by re-

running the events from the event log on an empty application. 

 Temporal Query: The application state can be determined at any point in time. Theoretically 

this is done by starting with a blank state and rerunning the events up to a particular time or 

event. [7] 

 

 

 

 

5.2.1 Benefits of Event-Sourcing for IKNL 
 

- If errors are detected in the current clinical image of a patient, it is possible to review 

the steps that led to the faulty result, redefine the business logic, and rebuild the clinical 
image in accordance to the updated rules.  

- In the future, the standards to which the cancer registration adheres can change. For 

example, the business logic that defines what type of information is extracted from a 

tumor exam might be updated to produce different results. This creates a compatibility 

issue with old data. By having the events available, a new updated status can be gener-

ated by old events according to the new rules. Those first two benefits of event-sourcing 

successfully fulfil traceability requirements FR-08 and FR-09.   

- If the database gets corrupted, the clinical image can be retrieved by replaying all the 

events and rebuilding the state. 

- Similarly, if there is a need for data migration to a new schema or technology, the events 

can be used to generate the new repository state. 

- The events themselves hold valuable information about the domain. Attributes such as 

the source of the event or the date it was submitted, can be processed by the business 
logic to reach useful conclusions about the domain objects. 



Eindhoven University of Technology 

31 
 

- If new event types are required in the future, it is easy to add them to the system and 

define the event handler logic for them, satisfying the extensibility requirement NFR-
02. 

 

5.2.2   Event-based system concept 

 
Figure 5.7 describes the system envisioned to handle external notifications using event sourc-

ing. 
 

 

 
Figure 5.7 – Event-based system concept  

 

External source:  Sends notifications containing information about the patient and their clinical 

picture. These can be sent to the system in a variety of methods and formats. An external source 

can also be the registration interface. 

 

Input Handler:  Generates events based on the notifications received 

 

Notification Handler : Acts as an interface between the external sources and the system. 

For each external source, an adapter can be developed to process the notifications so that 

they can be used by the system. For example, an XML file can be received through a web 

service and parsed to extract the information contained. 

 

Association checker: FR-12 is satisfied by this component. The system decides if the noti-

fication refers to a patient already existing in the NCR database, or if it is a new entry. This 

identification ideally happens based on unique patient id’s, but if the option is not available, 

additional business logic is used to prevent duplicate entries for patients. To avoid having 

to process large event streams, a unique stream for each patient is recommended. 
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Event Generator: Generates the appropriate events based on the notification information. 

Events have attributes such as their source id and their time of registration, as well as a 

payload that contains the medical information extracted from the notification, that will be 

used to update the state of the patient and generate a new status. For example, if the notifi-

cation contained a tumor code, an event “TumorRegistered” will be generated. The more 

specific the events are in terms of how they describe a domain action, the easier it is to 

handle them later on in the process. If however there is uncertainty about what type of action 

a notification represents, more generic events can be used, with more complex business 

logic to handle them later on. 

 

Event Store: Event repository that holds the history of events associated with a patient. 

Projection Manager: The projection manager is responsible for generating a view of the reg-

istration status called the projection. A projection is a representation of an object using a specific 

perspective. Each projection is created by replaying specific events that are required to build 

the state of the entity that was requested. Multiple projections can be implemented and used to 

generate different views of the same data.  

Translation Logic: Information arriving from external sources does not always correspond 

to NCR codification standards. Translation logic is implemented to convert those values to 

a form compatible with the domain. This part of the system satisfies requirement FR-07. 

Tumor Domain Logic: The business logic that defines how entities in the tumor domain 

can be represented and deals with the requirements FR-10 and FR-11. Events are processed 

based on this logic in order to build domain objects.  

Figure 5.8 shows the external sources registration use cases. 

 

 
Figure 5.8 – External sources registration use case 



Eindhoven University of Technology 

33 
 

 

 

Tables 5.4 and 5.5 present the use cases realized by the system in greater detail. 

Table 5.4 – External notification use case 

Use Case Id UC-3 

Use Case Receive external notification 

Level System Goal 

Actor External Source (ES), Input Handler (IH), 

Stakeholders and Interests Registration Group 

Preconditions Input handler and event store available, notification ex-

pressed in a recognizable format. 

Success Guarantee Notification data registered as events. 

Triggers Notification received. 

Main success scenario 
ES: Sends a notification. 

IH: Receives and parses notification. 

IH: Decides which event stream data will be appended to. 

IH: Generates events. 

IH: Sends events to event store. 

 

Table 5.5 – Projection generation use case 

Use Case Id UC-4 

Use Case Generate patient projection 

Level System Goal 

Actor Projection Manager(PM), Event Store (ES) 

Stakeholders and Interests Registration Group 

Preconditions Event store is available 

Success Guarantee Correct projection is generated 

Triggers Event stream was updated. 

Main success scenario 
PM: Connects to event etore and pulls events. 

ES: Returns events from stream. 

PM: Translates values carried by events to NCR stand-

ards. 

PM: Generates domain objects based on event data. 

PM: Generates projection. 

 

5.2.3  Event structure 

Events must have as many attributes as possible regarding the circumstances of their creation, 

such as their source of information and the date and time they were generated. Those attributes 

can be processed by the business logic. That way, the existing business logic can be enriched 

with new conditions. For example, if notifications from a specific laboratory need to be re-eval-

uated in the future because of a change in the domain logic, a projection can be written pro-

cessing only events from that source generated within a specific time period. 
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The granularity of events is also important. The more specific the events, the simpler the logic 

needed to process them. However, before creating an event, it is necessary to be certain about 

what action this event symbolizes. For example: 

 

Receiving a tumor code with examination results for a patient can mean either that this tumor is 

new, or that an existing tumor has to be updated. If it is clear which option needs to be chosen, 

the input handler can generate a TumorCreated or a TumorUpdated event with a clear action 

programmed in the business logic for each. If however there are uncertainties about the nature 

of the notification, it is better to create a more generic event and have the option to make the 

choice later by generating separate projections. Since the external notification context is still 

riddled with uncertainties the second option was chosen for this project. However, depending 

on the reliability of external sources added, the granularity can change. 

 

 
 

5.3    Overall Architecture  
 

With Interoperability (NFR-01) and Maintainability (NFR-03) in mind, and in order to integrate 

the concepts mentioned above in a single architecture, a hexagonal[8] architectural  style is pro-

posed. The hexagonal architecture divides a system into several loosely-coupled interchangea-

ble components, such as the application and domain core, the database, the user interface, test 

scripts, and interfaces with other systems.  

Each external component is given access into the application and domain layers through "ports". 

Communication through these ports follows a given protocol depending on their purpose. Ports 

and protocols define an abstract API that can be implemented by any suitable technical means 

(e.g. method invocation in an object-oriented language, remote procedure calls, or Web ser-

vices).  

The granularity of the ports and their number is not constrained: 

 a single port could in some case be sufficient (e.g. in the case of a simple service consumer)  

 typically, there are ports for event sources (user interface, automatic feeding), notifications 

(outgoing notifications), database, and administration (for controlling the component); 

 in an extreme case, there could be a different port for every use case, if needed. 

Adapters are the glue between components and the outside world. They are a concrete realiza-

tion of the ports, and they tailor the exchanges between the external world and the ports that 

represent the requirements of the inside of the application component. There can be several 

adapters for one port, for example, if data can be provided by a user through a GUI or a com-

mand-line interface, by an automated data source, or by test scripts [8]. 

The application layer defines the use cases the software is supposed to do and directs the domain 

objects to work out problems. 

The domain layer represents concepts of the business and contains the domain rules. It is the 

heart of the business software. Different departments within IKNL conduct different operations 

during the various stages of the registration process,  but the core of them all still resides within 

this layer. 

This architecture has the benefit of separating the domain and application logic from the imple-

mentation of external systems such as the registration interface or the NCR database. Implemen-

tations of repositories or UIs might change, new sources might be added or removed, but the 

cancer domain and registration business logic remains the same. The separation between those 
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layers ensures better maintainability for the domain business logic, and better interoperability 

with external sources through the use of ports and adapters. 

Figure 5.9 presents the proposed overall architecture following the hexagonal architectural style 

also known as ports and adapters architecture. 

■ 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 5.9 – Hexagonal Architecture 
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6. Implementation  
 

 

This chapter presents the technical details of the implemented prototypes.  Since the prototype 

solutions are not going to be integrated in the production environment and act mainly as proofs of 

concept, the technological choices were made based on the availability of resources for a specific 

technology and the ability to demo suggested solutions. 

 

 

6.1     Registration Interface 

  
The registration interface, as well as the codification group interface, were implemented as a web 

application using Angular [9]. Angular is a TypeScript-based open-source web application 

framework. The interface was made to resemble the current RANK interface with the addition of 

context-sensitive help, in order to showcase the concept to stakeholders. The purpose of this in-

terface is to test functionality and not to achieve a perfect visual design. Angular was chosen 

because it was already used by the IKNL development team. That way, knowledgeable stake-

holders would be available if needed to provide guidance. 

 

Each registration entity such as patient, clinical image, tumor proceeding, is realized as an angular 

component. Angular services handle the transfer of data between the interface and other layers 

of the system. Packages such as Angular Material and Bootstrap are used for the UI design. 

 

Angular event binding in the interface gives the ability to listen for certain user actions and update 

the state of the registration focus and guidelines presented.  

 

In Figure 6.1 a snapshot of the user interface is shown. In this example, once the user clicks on a 

field, a (focus) event is triggered containing the field id and value, and the registration guidelines 

for this field are presented in the help sidebar on the right side of the interface. 

 

 
 

 

Figure 6.1 – Registration interface prototype 
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In Figure 6.2 an example of the interface available to the Codification Group in order to edit the 

registration guidelines presented to the user is presented. 
 

 

 

 
Figure 6.2 – Guideline editing interface 

 

 

 

6.2     Validation 
 

 

Alternatives ways of data validation are showcased as alternatives to the current SQL-based 

business logic. 

 

6.2.1    Fluent Validation 
 

FluentValidation[10]is a .NET library for building strongly-typed validation rules. It gives the 

option to validate an object using either already available or custom created validation rules. 

FluentValidation is used to validate type and range attributes in data registered through the in-

terface. FluentValidation was chosen because it is open source, easy to demonstrate, and pro-

vides good coverage of the current type validation rules. 

 

In Figure 6.3 an example of validation for a patient’s birthdate is given. Multiple rules can be 

chained for the same attribute. If one of the conditions fails, an error message for that condition 

is returned. 
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        6.2.2   Drools 
 

Drools is a business rule management system (BRMS) with a forward and backward chain-

ing inference based rules engine, more correctly known as a production rule system [11].  

 

Drools gives the ability to process excel decision tables similar to the ones used by IKNL re-

searchers. Its use is tested as an alternative to bypass the need of translating excel tables into 

SQL scripts. There are many business rule management systems that are able to process Excel 

sheets. Drools was chosen because it is open source and freely available. If IKNL decides to use 

such a system, further market research can be conducted. 

 

 

Figure 6.4 shows a decision table that assigns a medical project to a registration entry based on 

the code of its tumor proceeding. 

 
 
 

 

Figure 6.4 – Decision table example 

 

 
 

 

 

 

 

 

 

 

 

 

 

 
Figure 6.3 – Fluent Validation example 
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6.3  EventStore 
 

EventStore is used as the event repository for the prototype implementation. EventStore is an 

open-source industrial-strength database technology that stores critical data in streams of immu-

table events [12]. Event store was chosen as an easy to deploy and understand option for simple 

event-sourcing use cases. 

 

Event Store holds the event streams that contain all the events for each patient registered. Every 

time a change happens in the status of a domain entity, an event is generated and appended to 

the stream that contains the information of this change in its payload.  

 

Figure 6.5 shows an example of a PatientRegistered event saved in EventStore. The event has 

an event id, stream id, type, and timestamp as attributes. The Data section is the actual payload 

of the event that is used to create a patient entry in  JSON format. 

 

 
 
 
 

 

Figure 6.5 – Event Example 

 

 

 

When a view needs to be generated, the system connects to the EventStore and replays all the 

events that are relevant to that view. Figure 6.6 showcases a stream for a patient. 
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Figure 6.6 – Event stream example 

 

 

 

 

 

 

 

 

6.4  External Notifications 

 
The communication between the application system and external entities such as the user inter-

face, validation services, external sources is carried out by HTTP requests. Information that is 

saved in Data Transfer Objects is converted and then transmitted using a RESTful API. 

 

The notifications used in this prototype are modeled in a similar way to the ones Palga is cur-

rently sending IKNL. Figure 6.7 shows an example of an XML Palga notification. It contains 

information about a patient and their diagnosis codified in a healthcare standard. Once this file 

is received, the contents are parsed and the events corresponding to the creation or update of the 

entities described are generated. 

 

 

 

 

 

 

 

 



Eindhoven University of Technology 
 

42 
 

 

 
Figure 6.7 – Palga notification 
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7. Verification & Validation 
 

 

In this chapter, the verification and validation processes followed in the project are described. 

Since the main goal of the project is the proof of concepts, the main validation focus lies on 

making sure that developed solutions are able to implement the required functionalities 
 

 

7.1    Verification 
 

7.1.1  Registration context 
 
In order to test the context-sensitive help feature, a set of registration guidelines were selected 

as test cases. Those guidelines originate from the “General manual” and the “Breast cancer man-

ual”. Once these guidelines are saved in the repository and accessible by the context-sensitive 

help interface, the testing focuses on examining two conditions: 

 

- The guidelines presented to the user are correct: There must be a logical relation between 

the user’s action and the content presented to them.  

- The guidelines presented to the user are complete:  The user will receive all the infor-

mation possible related to their actions and input at any given time. 

 

The testing process consists of a registration scenario including patient, tumor episode and tumor 

examination values. Those values are given as input to the registration interface and the system’s 

reaction to the user actions is observed: 

 

User actions: 

- Interaction with UI element 

- Input of values in UI element. 

System reactions: 

- Guideline from general manual is presented on interaction with element it is linked to. 

- Additional guideline is presented based on input value if available. 

- Guideline with conditions is only presented if conditions are met. 

- Guideline marked as high alert, shows notification. 

- Guideline from breast cancer manual is additionally presented if that input is given by the 

user. 

 

7.1.2  Validation context 
 

To showcase the ability of alternative technologies to realize IKNL’s validation rules, a subset 

of rules from the database were selected. Rules associated with patient validation were imple-

mented using a validation library, and rules associated with project identification were imple-

mented using a business rules management system.  
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Each validation rule has: 
 

- An error condition 

- An error message 

 

To test the new validation services, a similar registration scenario with context-sensitive help 

was used. The existing system acts as the benchmark of correct behavior. The exact same inputs 

that create different error conditions are given to both systems and their behavior is observed. If 

the resulting output of the validation process is common, the concept is proven.  
 

 

7.1.3 External notifications context 
 

Mock notifications were created based on the current notification format received by Palga, 

containing patient information, tumor codes, topography codes, and tumor proceeding codes. 

Those files are used as input to the system. The testing process verifies that the system is able 

to receive and process these files. Figure 7.1 shows the expected system behavior: 
 

 

 
Figure 7.1 – System behavior when receiving test notification 

 

 

 

  

The happy flow scenario involves a new patient with codes for a tumor, a tumor topography, 

and a tumor examination. The simple projection of this data is generated and presented. In order 

to test more complex scenarios involving uncertainty and incomplete notifications, data was 

used from an existing test dataset within IKNL. 

 
Figure 7.2 shows the initial state of a tumor, the notification payload received, and the desired 

final state after the update. A notification creates an initial stream of events that represent infor-
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mation from the first column. Then a new notification arrives to the system containing infor-

mation from the second column. The final projection generated should give the results in the 

third and final column. 

 

 

 

 
 

 

7.2     Validation 

 
Validation was mainly conducted through requirements tracing and user reviewing. Stakeholder 

meetings were conducted where the suggested approach to the problem was discussed. Appoint-

ments with the end-users and technical staff involved in the registration process provided infor-

mation for the success conditions of the implementation. The registration and codification in-

terfaces as well as guideline structure was presented to Data Managers and Codification Group 

to receive feedback on scenario coverage. To the extent of their knowledge, the interfaces and 

structure cover a big amount of scenarios, and no scenario that would not fit was pointed out. 

The notification scenarios used as proof of concept were created in collaboration with Registra-

tion experts. While real data could not be used to security purposes, alternative scenarios were 

proposed to represent the needs of IKNL in that context. ■ 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 7.2 – Test dataset 
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8. Project Management 
 
 
 

This chapter presents the project management process that was adopted during this project. 

 

 

8.1  Process 

 

This PDEng project was executed in a period of 10 months from January 2020 to October 2020. 

Initially, there was a short onboarding period, during which, all the procedural aspects of joining 

the company such as receiving relevant documentation and software were handled. After that, 

the first domain analysis was conducted to gain a better understanding of the scientific domain 

of cancer, as well as the registration aspect of IKNL’s operations. Stakeholder analysis was used 

to identify the key people within the organization that hold information relevant to the project 

and have an interest in its subject. Interviews were arranged to extract the project requirements 

and to understand the problems faced by IKNL. In-depth explanations on the current implemen-

tation and demonstration of the end-user experience took place to provide more details on the 

matter.  

 

After the three different contexts of the project were identified, the initial plan was to hold three 

6-7 week iterations, each dedicated to a specific context. This planning was modified after stake-

holder feedback into a more agile approach of three iterations that would include aspects of all 

three contexts in order to achieve earlier feedback loops and maintain an overview of intercon-

nectivity between contexts. The iteration breakdown is as follows: 

 

 First iteration: 

During the first iteration, time was spent getting familiar with front-end development 

techniques and framework (Angular). A mock user interface with simple help tips was 

developed in order to present to stakeholders the concept of context-sensitive help. A 

deeper analysis of existing validation rules was conducted and the different validation 

types and processes existing in the database were identified. Research into alternative 

validation technologies as well as initial experimentation with validation libraries was 

done. Additional research was also done into the area of event-sourcing architectures 

and the initial event store deployment and event creation were tested. 

 

 Second iteration: 

The user interface behavior was developed to handle more complex registration scenar-

ios. Manuals to be used for testing were chosen. In the validation aspect, more analysis 

was done in the validation tables and a BRMS system was tested to handle these rules. 

A happy flow prototype for event sourcing was developed for the registration of a pa-

tient and the generation of different projections.  

 

 Third iteration: 

Refinements in the registration interface. An additional interface was created to allow 

the codification group access to the registration guidelines and to give the ability to edit 

them. Implementation of more complex external notification scenarios was delayed due 

to the inability to acquire current business logic and data because of security concerns. 
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Hypothetical scenarios were devised for the event-sourcing prototype. The focus was 

moved away from implementing the full domain knowledge which was too complex or 

unavailable, to simply showcasing the potential to do so with the use of those hypothet-

ical scenarios. An attempt was also made to research into DSL and better ways to model 

the validation and cancer domain but there was not enough time to develop a demo 

solution. This topic was proposed as a suggestion for future work instead. 

 

Additional time was allocated as part of risk management and was eventually used. During the 

final one and a half months, more effort was focused on the technical report and preparation for 

project defense. The general overview of the different project phases can be seen in Figure 8.1: 

 

 

 

 

 

 

 

 
 

8.2 Communication Plan 
 

Weekly or bi-weekly meetings were arranged with TU/e and IKNL supervisors to report on 

developments and discuss blocking issues. Domain experts were contacted on a need-to basis 

throughout the project when domain and use-case refinement was needed. Additional meetings 

were arranged to verify the validity and usefulness of the proposed solution once results were 

available. Data Managers and Codification Group members were presented with demo solutions 

of their interfaces. Key stakeholders were updated periodically on the general progress of the 

project. PSG meetings were planned to be arranged between IKNL and TU/e, however, this 

process was disrupted due to the unavailability of members caused by Covid-19. Communica-

tion was conducted either at the company office or through video-call. At the end of the project, 

the final report was delivered, the results were presented to the development team, and the rele-

vant artifacts were shared with IKNL. 

 

 

 

 

 

 

 
Figure 8.1 – Project phases 
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8.3  Infrastructure Plan 

 
The infrastructure plan describes the tools used during the project to conduct the communication 

process and handle the relevant artifacts. 

 
8.3.1  Communication and Information sharing 
 

 Microsoft Teams: Remote communication. 

 Microsoft Outlook: Calendar, contact manager. 

 SharePoint: Online documentation repository. 

 Bitbucket: Code repository 

8.3.2 Documentation 

 
 Enterprise architect: Architectural design diagrams. 

 Microsoft Office: Word for documentation, PowerPoint for presentations. 

 Microsoft Visio: Diagram design. 

 

8.4 Risk Management 
 

Table 8.1 presents the risks identified during the project, the estimated likelihood of occurrence, 

as well as the perceived impact on the project. Table 8.2 presents the strategies devised to deal 

with those risks. Mitigation strategies are used to avoid the risks, while contingency plans are 

alternative actions to be taken if the risks materialize anyway. 
 

Table 8.1 – Risks identified 

ID Risk Likelihood Impact 

1 Stakeholders not available when needed Medium Medium 

2 Documentation and artifacts in the 

Dutch language creates miscommunica-

tion 

High Low-Medium 

3 Domain too complex to analyze during 

the project. 

High High 

4 Delays in project progress High Medium 

5 Trainee not available due to COVID-19  Low-Medium Medium 

6 Limited access to use-case data due to 

confidentiality issues 

Medium High 
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Table 8.2 – Risk handling strategies 

ID Mitigation Contingency 

1 Try to arrange stakeholder meetings as 

soon as possible. 

Identify alternative stakeholders that might 

hold the necessary knowledge  

2 Review terminology and concepts in 

frequent communication with stake-

holders to ensure correct understanding. 

N/A 

3 Identify core concepts early and verify 

with domain experts 

Focus solution on abstract generalized con-

cepts that can be specialized by domain experts 

4 Add buffer time in project planning Re-evaluate the scope of the project and nego-

tiate with stakeholders. 

5 Add buffer time in project planning Extend the project after communication with 

stakeholders 

6 Request data early  Create own abstract use-case data to prove the 

concept. 
 
■ 
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9. Conclusions  
 
 
 

This chapter elaborates on the results achieved by this project. Additionally, it presents recom-

mendations for future work. 
 
 

9.1  Results 
 
 

As part of this project, a context-sensitive help prototype was showcased as an alternative to the 

current way of offering documentation to Data Managers. This feature allows for the easier and 

more reliable delivery of information to the end-users and aims to increase the efficiency of the 

registration process while limiting errors. Additionally, an event-sourcing architecture was ex-

plored as a way to handle the complexity and challenges that the automated data delivery creates 

for IKNL. A basic system was implemented using existing use cases to prove the potential of 

such an approach and highlight the advantages it could bring to the present automation process.  

 

Those results, in combination with the insight offered in the registration process, additional re-

quirements, and pitfalls, can be used to inspire change within the organization and become a 

reference for future development and research. 
 
 

9.2   Recommendations 
 

 

 Use of business rules management systems (BRMS) / domain-specific languages (DSL) 

 

Researchers usually express business logic such as validation, association, and translation rules 

in Excel tables that are then implemented in SQL scripts in a database by Database Administra-

tors. While this project did not fully investigate towards that direction, it is recommended that 

the use of business rules engines and the development of domain-specific languages in cooper-

ation with domain experts is explored to handle domain logic. The rationale is that: 

- Some business rules engines can handle tables similar to the ones already used by research-

ers within IKNL, creating an opportunity for a natural progression towards an approach 

like this. 

- Business rules management systems and domain-specific languages offer greater flexibil-

ity in the way business rules are handled and remove to need to write complicated code to 

express everything. 

- They can be used by IKNL workers without deep technical knowledge of the database. 

That way, the updating process can be conducted more efficiently and technical experts 

can use their skills elsewhere. 

- A more intuitive representation of rules makes it easier for newcomers to understand the 

domain and the relations within it. 
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 Research into event granularity and versioning 

 

If an event-sourcing architecture is adopted, further research should be conducted on the nature 

of the events created. This depends not only on the domain but also on the type and reliability 

of information external systems will provide in the future. More clearly defined events allow for 

less complicated business logic to handle them, but it is hard to make them specific if the infor-

mation based on which they are created is unreliable. Additionally, since events cannot be 

changed or deleted once they are registered in the event stream, consideration needs to be put 

into the concept of event versioning, to explore how the current structure of events would affect 

potential future changes in the domain logic. 

 
 

 Further user interface development 

 

The user interface developed as part of this project aimed to showcase basic concepts and func-

tionality. If a similar feature is developed for the production environment, the user experience 

can be further investigated to provide a UI design on top of the functionality, tailored to the Data 

Managers’ needs. 
 
 

 Closer cooperation with external organizations 

 

Some of the issues IKNL is called to solve originate in external organizations. For example, the 

lack of a unique patient identifier due to legal reasons, or the reception of incomplete data from 

other sources, complicate IKNL’s work and add a lot of complexity to the domain. Solving these 

problems at their sources, perhaps through collaboration with those external organizations, or 

the establishment of a unified healthcare communication standard, would eliminate a lot of to-

day’s troubles and improve the efficiency and reliability of the registration process. 

 
 

 Emphasis on domain modeling  

 

In order to understand the cancer registration domain, a lot of knowledge needs to be acquired. 

This knowledge lies fragmented within people at different layers of the organization, and it is 

often tied to technological decisions and representations.  Efforts to model a commonly accepted 

representation that encapsulates the entirety of IKNL’s business domain, independent from im-

plementation logic and organizational details, can lead to a better common understanding of 

underlying domain issues, and ensure that this knowledge remains intact when future changes 

in people or technology are applied. 
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10. Project Retrospective 
  

This chapter concludes this report and reflects on the project based on the author’s perspective. 

It also brings the lessons learned during the project. 
 

During the 10 months of my final project, I was able to implement the lessons learned during 

the first year of the PDEng traineeship, improve my skills as a software engineer, and gain a lot 

of experience. 

More specifically: 

 

 I had the chance to become familiar with new concepts in the architectural domain, such as 

event-driven architecture and domain-driven design.  

 New technologies such as a front-end development framework, business rules systems and 

libraries, and event processing systems, were researched and used in the development of the 

prototype application.  

 I was able to interact with more than 20 stakeholders and observe how a complex multidis-

ciplinary organization works. 

 

10.1   Challenges 

 

 
 Complex Domain: The complexity of the cancer registration domain was not always apparent 

to me. Even though after the initial round of interviews with stakeholders I thought I had a good 

grasp on it, more and more information kept emerging through the duration of the project and 

new previously unseen aspects of the registration were discovered. This lead to a change in the 

scope of the project. The core domain was too complex to model and fully understand without 

expert knowledge. The efforts were focused more on showcasing basic principles and concepts 

instead of coming up with a solution that fully covers complex scenarios in the organization. 

 

  Covid-19: The emergence of the COVID-19 pandemic required a transition to a new way of 

working and communicating with stakeholders, as well as a change in the project supervisor. 

 

10.2   Lessons learned 

 

 
 When operating in a complex domain, be aware of analysis paralysis. It is not always possible 

to come up with a solution that covers everything. Sometimes, scoping down, dealing with 

individual issues, or implementing a certain aspect of the project before re-evaluating the bigger 

picture, can bring you closer to the correct result. 

 As the pandemic showcased, it is important to not only identify potential risks, but to be quick 

to detect their appearance and act upon them.  

 Documentation, even if not in a perfect or complete form, can be a very important tool of com-

municating concepts to stakeholders and receiving feedback on the progress of the assignment. 
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Glossary 
 

BRMS Business Rule Management System 

BSN Burgerservicenummer 

DSL Domain-Specific Language 

DTO Data Transfer Object 

IKNL   Integraal Kankercentrum Nederland 

NCR Netherlands Cancer Registry 

PDEng Professional Doctorate in Engineering 

RANK Registratie Applicatie Nederlandse Kankerregistratie 

ST Software Technology 

TU/e Eindhoven University of Technology 
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