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Abstract — The goal of a robot is never to just localize itself.
Localization is a necessary skill for a robot to complete its ac-
tual tasks. Many mobile robots today still use old but popular
methods such as Adaptive Monte Carlo Localization (AMCL)
[1]. These methods model the world as a static geometric map
and try to fit the sensor data of the robot to it. The quality of
the localization is usually defined by comparing the estimated
pose in the map to a ground truth. This measure however, tells
us nothing about the ability of the robot to perform its tasks.
This paper explores a framework that is completely focussed
on performing tasks and only using computing power where it
is needed. The first steps towards such a framework are made
by introducing a digitally created map. This map is created
using an OpenStreetMap (OSM) editor [2]. The map is hierar-
chical and heavily labelled with semantic tags. The map con-
tains local areas that can be used for both navigation and local-
ization, allowing for different localization methods to be used
in different locations. The local areas can tell the robot what
skills to use and what features to look for, which makes seman-
tic navigation and pose tracking possible. Instead of following
waypoints, the possibility has been created to navigate using in-
structions such as ”Follow the wall on your right.”. By moving
behavioural constraints and certain decision-making aspects to
the map, the complexity of the computations the robot has to
perform are reduced. This work showcases an implementation
of such a map and gives recommendations for future research.

Keywords — Semantic, robot pose-tracking, OSM, hierarchical
map, digital map

I. Introduction

Localization problems have existed as long as robotics it-
self. To perform a task a robot has to know where it is
or where its parts are. Problems exist where the robot is
confined to a small space and has limited degrees of free-
dom. Take for instance construction line robots that per-
form simple, repetitive tasks. Here the localization prob-
lem boils down to knowing the relative position of one or
several limbs. The ROPOD project [3] seeks to develop
cost-effective Automated Guided Vehicles (AGVs) that can
be used for indoor transportation of goods. These AGVs,
called Ropods within this project, are solving a more com-
plex localization problem. The environment is no longer

static but constantly changing due to the presence of humans
and objects that are moved around by humans. Interesting
environments where the Robotic pod (Ropod) could be use-
ful include existing hospitals and warehouses. Ideally the
Ropod can be introduced in these environments without al-
tering the environments themselves by adding devices such
as ultra wideband or unique markers. Many existing local-
ization methods are not well equipped to handle highly dy-
namic environments such as these. More recent semantic
methods tend to perform better in these scenarios, but usu-
ally require significant processing power. On top of that, the
idea that the difference between a pose-estimate and some
ground truth is a good measure for localization is still wide-
spread. This work aims to show that semantic pose-tracking
in these highly dynamic environments is possible without
the constant use of a lot of processing power. In this paper
the robot is considered localized if it has enough information
to perform its current task. This makes the desired accuracy
and precision of localization location and task dependent.

A. Related work

This subsection gives an overview of existing localization
methods, the most commonly used sensors and the main
mapping methods used for localization. The final part
of this subsection discusses research that was already
performed as part of the ROPOD project.

Algorithms)
Many localization methods that currently exist are vari-
ations of the Markov localization algorithm [4] [5]. The
Markov localization algorithm assumes that the localization
problem complies with the Markov property, hence the
name Markov localization. A system that complies with
the Markov property has no memory. This means that the
state of the system at time t is solely based on the state of
the system one sample earlier (t − 1) and the input since
(t − 1). Markov localization is a way to estimate the state
of a robot based on sensor readings, but instead of having
a single hypothesis a probability distribution is calculated.
The two main ways in which Markov localization methods
differ from each other is the representation of the state
space and the calculation of probabilities. The update step
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of the Markov localization algorithm can be performed by
implementing a Bayesian filtering technique. The most
common implementations of Bayesian filtering techniques
are Kalman filters, multihypothesis tracking, grid based ap-
proaches, topological approaches and particle filters [6]. All
of these in turn have their own variations [7]. Kalman filters
are the most efficient in terms of memory and computation,
but are hard to implement for global localization due to
their unimodal nature. The assumption that the pose and the
estimates of sensor models can be described by Gaussian
distributions does not always hold either. Despite the quite
restrictive assumptions that need to be made to use Kalman
filtering many implementations exist [4] [8] [9] [10]. Unlike
Kalman filters grid-based methods are made to perform
global localization. Grid-based methods can achieve
arbitrary accuracy, but this comes at a high computational
cost [6]. For applications where exact knowledge of the
location is less relevant, topological methods come out on
top. They only provide a coarse resolution, but do not re-
quire much in terms of memory and computation [11] [12].
The very popular particle filter, also known as Monte Carlo
localization (MCL), is very flexible in the sense that it
can scale with the application. MCL can be used for both
global localization and pose-tracking and many different
implementations exist [1] [13] [14] [15] [16] [17]. A lot
of research has been done on the resampling of particles to
try and improve the scalability and robustness of particle
filters [18].
Besides probabilistic methods that rely on Bayesian tech-
niques, there also exist localization methods that rely on
scan-matching. As the name implies, these techniques
try to match measurements to a map. By calculating the
transforms between a measurement and the map a pose
can be estimated. Because these methods rely on fitting
data-sets on top of each other, outliers and disturbances
can quite easily cause the algorithm to converge to a local
optimum. Therefore these methods tend to perform poorly
in dynamic environments when the map is assumed to be
static. The most popular scan-matching algorithm used
in these localization methods is Iterative Closest Point
(ICP) [19]. Efforts have also been made to combine the
strengths of both MCL and scan-matching achieving high
accuracies in an industrial setting [20]. Not only are some
methods better suited for certain applications, but certain
applications require a specific kind of sensor.

Sensors)
Laser rangefinders (LRF) are popular, because they provide
precise distance measurements and do not require much in
the form of pre-processing. Besides LRFs the most common
sensors used for localization are GPS sensors, cameras,
RFIDs and wireless receivers [21] [22]. GPS sensors are
usually implemented in outdoor situations where a strong
signal from several sattelites can be guaranteed. RFIDs
and wireless receivers rely on extra hardware being added
to the environment to aid in localization [22]. Methods
that rely on wireless receivers to measure signal strength

for localization usually have a very coarse resolution [23].
Methods also exist that rely on magnetic fields to aid in
localization. Some of these use the earth magnetic field or
local anomalies in the magnetic field to localize [24] [25].
Others rely on the introduction of magnetic landmarks that
are added to the scene [26]. The problem with methods
using magnetic fields is that the field can be disturbed
by ferromagnetic materials and electronic devices [27].
Vision based localization methods have existed for a long
time [28], with varying degrees of success. The advance
of RGBD-cameras in recent years has made vision sensors
cheaper and available in a wider range of applications [29].
This caused a lot of recent work to be focussed on vision
sensors most notably RGBD cameras [30] [31] [32] [33].
The point cloud produced by RGBD cameras can be used
instead of an LRF. The planes detected in the 3D point
cloud can be projected down on the ground plane to give a
2D representation of the world. It is also possible to apply
ICP methods to point clouds [34], but this is usually only
feasible for relatively small maps due to the amount of
memory the point clouds quickly take up. Much like the
RFID or magnetic sensor, the camera can also be used to
detect markers. Several libraries exist that only require an
RGB image and calibration settings of the camera to be
able to detect specialised markers [35]. Aside from marker
detection and point cloud methods, RGBD cameras are also
used for scene recognition or the detection and/or tracking
of objects. In both cases SIFT (Scale Invariant Feature
Transform) features are very popular [17] [36] [37] [38].
Support Vector Machines (SVM) can be trained to classify
SIFT features through a supervised learning procedure to
recognize objects or areas by the amount of SIFT features
that fall into certain categories [38]. More recent methods
have employed neural networks to aid in the classification
of images. Methods such as Faster-RCNN and YOLO
are already able to detect objects in real-time applica-
tions [39] [40]. These advancements in object recognition
and classification have opened up new possibilities in
robotics. The focus of recent work has been on giving
robots a more human-like understanding of the world. This
has resulted in many different types of multi-layered maps
and ontologies rich with semantic information.

World models and mapping)
The most popular methods to describe indoor environments
for robotics fall into four categories: occupancy grids, line
maps, topological maps and landmark-based maps [41].
There are also many examples of methods that use multiple
or hybrid maps that try to take advantage of the strengths of
the different categories [42] [43]. Semantic maps are hybrid
maps where multiple layers of information are connected
through meaningful relations. An example of a semantic
map is given in [38]. The goal of a semantic map is to bridge
the gap between a robot’s and a human’s understanding of
the world. By doing this the interaction between robots
and humans becomes easier. To help robots achieve this
human-like understanding of the world frameworks such as
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KnowRob were developed [44]. These frameworks provide
the robot with semantic knowledge about objects in the
world, giving the robot the ability to reason about these
objects. Some recent work exists that tries to implement
such a framework for service robots [45] [46]. A lot of
methods however rely on semantics to abstract the world.
A method proposed by Chuho Yi et al. uses semantic
descriptions of relative positions to achieve active semantic
localization [47], proving that exact metric information is
not necessary for localization.

ROPOD groundwork)
As part of the ROPOD project [3], research was performed
at the Hochschule Bonn-Rhein-Sieg by Naik et al. In his
work, a mapping method is described where the semantic
map is built on top of a digital map [48]. Another novel
idea of the method proposed by Naik et al. is that desired
behaviour can be encoded in the map. This moves part
of the reasoning away from the robot into the mapping
exercise. A short overview of the method proposed in [48]
is given next.

OpenStreetMap is an open source variant to Google
maps that is being built by a community of volunteers [2].
Because OpenStreetMap has a large community, a lot
of tooling and plug-ins exist that can be used to create
maps. Originally OpenStreetMap was intended to create an
open source map of the world, but plug-ins and schemes
exist that allow for the creation of indoor maps. Thus
far indoor mapping schemes have mainly been used to
create interactive maps for humans to navigate indoor
environments. Naik et al. proposes to use indoor OSM in
a robotic context [48]. In OSM it is possible to use nodes,
ways and relations to create a map. Nodes are used to
define points in space. Ways consist of an ordered selection
of nodes to create lines or geometries. Relations describe
meaningful connections between selections of nodes and
ways. All of these elements can have user-defined tags by
assigning key value combinations, for example key=”name”
value=”door1”,to them. Using these building blocks Naik
et al. proposed a hierarchical map of which a part is shown
in Figure 1.

Fig. 1
Part of the overall hierarchy in proposed model [48].

Adapted with permission.

The hierarchical map in Figure 1 contains both spatial and
semantic information. The most important parts of this map
for localization are the sides, features and local areas. Sides
describe the visual appearance of one side of a wall or plane.
Features can be any detectable object for example corners,
signs, fire extinguishers. The sides and features can be used
as landmarks for localization methods. The connections be-
tween local areas are used to plan a path for navigation.
Local areas themselves can have certain desired behaviours
linked to them as is shown in Figure 2 and Figure 3.

Fig. 2
Proposed map made by Naik created in JOSM [48].

Adapted with permission.

Fig. 3
Tags used for the geometry of a local area in the map of

Figure 2 [48]. Adapted with permission.

Here L5 is labelled with the generic tag ”caution”, because
the robot is crossing a door in this area. How ”caution”
should be interpreted is not defined by Naik et al., it is rather
given as an example of how behaviour could be encoded in
the map. The idea of the map of Figure 2 is that a localiza-
tion method can provide the robot with a pose in a global
frame. A high level planner will create a topological path
through topology nodes of the local areas. Navigation can
follow this path and change its behaviour according to the
local area it is currently in. Staying localized in a global
frame is difficult when a single localization method is used
and the environment is dynamic.
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B. Problem statement and objective

The objective of the ROPOD project is to introduce cost-
effective, low-cost AGVs into existing highly dynamic envi-
ronments. These highly dynamic environments include for
example hospitals or warehouses, where the workspace is
shared with humans. To the best of our knowledge, no lo-
calization method is known that efficiently deals with highly
dynamic environments in a safe and predictable manner.
The objective of this work is to make the first steps towards
implementing a framework that allows for multiple localiza-
tion methods to be utilized. In order to link motion and lo-
calization tasks to specific areas and features in the map, the
OSM world representation presented by Naik et al. has to
be expanded. To showcase the possibilities of this expanded
world model an implementation is presented, as well as an
example of an implementation to get information from the
world model to the robot.

C. Paper organization

First, Section II discusses the approach of implementing a
framework that allows for multiple localization methods to
be utilized. Section III discusses how this approach is im-
plemented and how the information can be obtained from
the world model. In Section IV the current capabilities of
the implementation are showcased. The final section, Sec-
tion V, gives conclusions and recommendations for future
work.

II. Approach

This section describes the approach to solve the problem laid
out in the problem statement. First the observation that led
to the proposed new framework is discussed. This is fol-
lowed by a conceptual description of the framework that is
implemented. Next, an overview is given of requirements
for localization methods to make use of the proposed frame-
work. The final subsection is a summary of contributions to
the current state of the art.

A. Concept

The method described at the end of Section I.A divides the
map into local areas. This map is however created with the
idea that the robot knows its pose and alters its behaviour
according to the current local area it is in. The current work
proposes a method that is focused on the relation between
the behaviour of a robot and objects in the map. The map
in Figure 2 shows similar local areas around all doors.
This makes sense, since the door is the object inducing the
desired behaviour of ”caution” as can be seen in Figure 3.
It can also be seen in Figure 2 that the desired motion is
influenced by this door. Additional local areas are added
to create a path around the door when entering the door is
not part of the plan of the robot. Similarly in a completely
empty hallway no special behaviour would be required and
the motion would only entail driving down the hallway in

one direction. As such the following observation is made:
”The desired motion and behaviour of the robot can be
linked directly to detectable objects or features.”
In the case of [48], no direct link is made between the local
area, the robots motion and the door. Instead, the mapper
uses the local areas to manually introduce traffic rules.
To make use of the observation that the robots behaviour
and motion is related to objects, a method is proposed that
introduces these links in the form of semantic relations.
This means that the models for both local connections and
local areas, which are part of the hierarchy shown in Figure
1, will be adapted.

Adding these semantic relations to the map is the first
step towards dividing the localization problem into smaller
manageable problems. The location of local areas can now
be determined by the presence of objects or features. A
sequence of the same type of objects or features does not
call for a change in behaviour whereas a new area with new
objects or features does. This means that connected local
areas are distinguishable from each other by comparing
their objects and features. If this is not the case then one
can argue that the two connected local areas should be
replaced by one bigger local area. A similar case can be
made for the motion. If it is assumed that the motion of
the robot can be described by a finite set of motion skills,
then the motion from one local area to the next can be
described by one of these skills. The need for a different
motion skill and an accompanying change in localization
resolution only happens when there is a noticeable change
in environment. To illustrate this an example is given in
Figure 4. This figure shows a hallway with a pillar, a door
and a door sign. The task of navigating down the hallway
and entering the door can be described by three local areas
and two motions. From A1 to A2 the robot can perform a
wall-following procedure. The required knowledge for this
can be seen in Table 1. The motion from A2 to A3 requires
entering a door. Again the required knowledge for this can
be seen in Table 1. The transition from A1 to A2 can be
detected by the presence of the pillar, door or door sign.
Features of the room in which A3 is located will be linked
to the local area A3. Meaning the transition from A2 to A3
can be detected when the features in this room are detected.
If it is desired for the robot to be able to move further down
the hallway we could add an area A4 to the right of the
pillar. The motion between A2 and A4 could be labelled
as ”overtake” and the relevant feature would be the pillar.
Again, the semantic information that an object, a pillar in
this case, is present influences the navigation behaviour and
the localization strategy.
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Fig. 4
Example of local areas in a hallway connected by motion

skills. The local areas are denoted by A1, A2 and A3

Table 1
Table with example motion skills with a set of minimum

required information to perform them

motion skill required information

wall-following
- relative position of the wall
- direction
- wall side

overtake
- relative position of the object
- direction
- overtake side

enter-door

- relative position of the door frame
- hinge location
- door dimensions
- door angle

The final step towards dividing the map into local areas with
their own localization and motion problem is to find fitting
localization methods for the set of motion skills the robot
possesses. This paper introduces the framework to allow
for multiple localization methods to be used, but does not
provide specific implementations of localization methods.
Instead an overview of requirements for the robot is given.
First it is noted that the localization in terms of pose tracking
can be divided into two main parts.
• Topological tracking is concerned with detecting the

transition from one local area to the next. This is used
to update the global position in terms of, building,
level, room/corridor and local area id.

• Pose tracking is concerned with the localization
within a local area that provides the motion skill with
the required information. The current task and skill
influence what is being tracked. In some cases the
pose of the robot in terms of x,y and θ is needed rel-
atively accurately. However, in other cases a coarse
idea of the direction the robot is moving in and the
distance to a wall suffices.

To perform both types of localization in a robust manner, the

following requirements need to hold for the robot:
The following needs to hold for both topological and pose
tracking:

1. The robot needs to be able to detect sides and features
and match them with the correct sides and features in
the map.

2. The robot has to be able to infer locations of sides and
features when they are not visible. This can be done
through a combination of memory and odometry or
using information of the sides and features that are
visible.

In addition, for topological tracking, the following require-
ments need to be added:

1. The robot needs to be able to detect transitions from
one local area to the next using detected sides and fea-
tures.

2. The robot needs to detect when its motion deviates
from the planned sequence of local areas. This tech-
nically does not need to be part of the localization
method and can also be implemented as a higher level
monitor. When this deviation is observed several so-
lutions are possible.

• In case the relative position of the correct local
area is known the robot can be instructed to re-
cover using its motion.

• In case the robot moved to a wrong adjacent lo-
cal area the robot can inform a higher level plan-
ner to make a new plan starting from this area.

• In case the robot has completely lost track of its
location it can inform a higher level planner to
initialize global localization.

These recoveries are possible if the mentioned re-
quirements are met.

B. Summary of contributions

The foundation of this approach is the linking of behaviour
and desired motion to objects and features through the im-
plementation of local areas. To the knowledge of the author
this has not been done before. The main benefit of linking
localization, navigation and behaviour to local areas is the
power to divide the map. By dividing the map, efficient and
suitable methods can be chosen to solve the localization and
navigation problem for each local area. This reduces pro-
cessing power and reduces the chance of unpredictable be-
haviour. The information that determines what localization
method to use, what sensors to use, what type of motion
to perform and even where to look for certain objects is all
combined into a single map.
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III. Implementation

This section describes the implementation of the approach
that was outlined in Section II. To clarify what was done as
part of this work and what has to be done as part of future
research an overview is presented first.

A. Overview

Figure 5 gives an overview of software components at a
conceptual level with information flows between them. This
software structure is chosen as the basis for this work.

Fig. 5
Software components at a conceptual level. The arrows

represent communication between components.

The goal of the planner is to send a planned path to the
localization module. The planner gets the information
required to do this from the world model. The goal of the
localization module is to collect and process information
to execute this plan. Information about the progress of the
plan can be sent back to the planner. The plan comes in
the form of a sequence of local areas and local motions.
This sequence does not directly contain information about
the local areas and local motions, instead it contains
identification numbers. The localization module can use
these identification numbers sent by the planner to obtain
desired information from the world model. The goal of
the detectors is to provide the localization module with
information about the real world. The information the
localization module obtained from the world model can be
used for active sensing. This is done by sending goals to
specific detectors. The motion module receives information
about the type of motion and the relative position of relevant
features from the localization module. The goal of the
motion module is to execute the desired motion.

The main focus of this work is on the world model
and the part of the localization module that requests infor-
mation from the world model. To be able to compare the
information from the world model to information from the
real world, three detectors were implemented. The planner
is not yet equipped with a search algorithm to calculate a
path, instead a path is generated using manual commands.
The communication between the planner and the local-
ization module has been implemented. The localization
module in its current state obtains the correct information
from the world model. However, no topological or local

pose tracking has been implemented. How the information
obtained form the world model is used and what localization
methods can be employed is left to future research. Possible
localization methods that could be explored are for example
feature-based Monte Carlo localization methods, unscented
Kalman filter approaches or triangulation methods in
combination with set-matching techniques. Since the local-
ization module is not yet capable of providing the motion
module with sufficient information to perform motion, this
communication was not implemented. As an alternative the
robot can be tele-operated. The current implementation of
the localization module prints and visualizes the semantic
information it obtained from the world model.

The following subsections each discuss a component
that was implemented and explain the choices that were
made during implementation. First the implementation
of the world model is discussed. This is followed by a
brief description of the sensors of the Ropod platform and
the detectors that were implemented. The final section
discusses how the localization method obtains information
from the world model. Suggestions are also given for the
other parts of the localization component.

B. World model

To allow for real life testing the Mechanical Engineering
building of the Eindhoven Univeristy of Technology
(Gemini-South) was chosen as a testing ground. Figure 6
shows the blueprint of a section of one floor of Gemini-
South on which the digital map is built. The digital map is
created using JOSM [49].

Fig. 6
Blueprint of a section of floor -1 of Gemini-South, at the

department of Mechanical Engineering at Eindhoven
University of Technology.

Map hierarchy)
The hierarchy of the proposed method can be seen in Figure
7.
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Fig. 7
Proposed hierarchy of the digital map. Arrows indicate a

parent child relationship in terms of spatial hierarchy. The
dashed lines indicate the newly proposed semantic

relations.

The hierarchy in a spatial context has remained mostly
the same as in Figure 1. The main difference between the
method in [48] and the proposed method are the changes
made to the model of the local area and local connection.
The newly proposed local area can be seen in Figure 8.

Fig. 8
Proposed local area with the addition of local features.

Arrows indicate a parent child relationship in terms of a
semantic role.

Note that Figure 8 describes a different kind of hierarchy
than 7. Figure 8 shows what roles the relations within
a local area have. The addition of the local feature role
allows sides, features doors and walls to be linked directly
to a local area, this is also visualized using dashed lines
in Figure 7. A similar change was made to the model of a
local connection. Instead of local features a motion feature
role was added as can be seen in Figure 9.
These motion features are defined by the motion skill of the
local connection. Each motion skill requires a certain set of
minimum information to be performed. Examples of this
were already given in Section II. The motion feature does
not have to be directly observable, but its location relative
to the robot has to be inferable. The map is made in such a

Fig. 9
Proposed local connection with the addition of motion
features. Arrows indicate a parent child relationship in

terms of a semantic role.

way that the information from two connected local areas in
combination with a local connection is sufficient to obtain
the information required by the motion skill. Any additional
constraints with respect to behaviour can be added to the
geometry of a local area in the form of a tag. An overview
of the currently implemented tags for the geometry of a
local area is given in Table 2. An overview of the currently
implemented tags for the connection of a local connection
is given in Table 3.

Table 2
Table with key value combinations for the geometry of a

local area.

Key Value Description
indoor local-area -
level number Floor of the building.
behaviour text Expected behaviour.

Table 3
Table with key value combinations for the connection of a

local connection.

Key Value Description

motion
wall-follow/overtake/
waypoint/junction/
enter-door

Motion skill to use.

level number Floor of the building.
oneway yes/no -

The next subsection will discuss the choice of features
used for localization and the choice of tags added to these
features.

Features and tags)
Table 4 gives an overview of all the observable features
with accompanying tags that are used in the current imple-
mentation. The standard tags that are assigned to features,
walls, doors and sides, as in [48], that are not relevant for
localization are excluded from Table 4.
The pillars, door sides and wall sides are chosen as ob-
servable features since they are the major static objects in

7



Martin Cornelis

Table 4
Table with key value combinations for observable features

in the map.

Feature Key Value Description
Pillar indoor pillar -

diameter number Diameter in [m].

material text
Material
eg. ”concrete”

Sign indoor sign -
mount height number Height in [m].

text text
Text written on
the sign.

Door
side colour text

Colour of the
door

Wall
side material text

Wall material
eg. ”concrete”

the map. The signs are chosen, because they are used by
humans to navigate. If the robot is able to correctly identify
these signs then they can be of used for localization. The
inclusion of colour tags is to help vision based object
detectors to distinguish between objects. The inclusion of
material tags is to prevent sensors from trying to measure
something they can not. A laser range finder for example
can not detect a wall or door if it is made out of glass.

Final map)
The final map can be seen in Figure 10. The specifications
of the map can be seen in Table 5.

Fig. 10
Fully implemented OSM map. The OSM database file can

be found at [50].

Table 5
Specifications of the map of Figure 10 in terms of required

OSM elements.

Relations 375
Ways 189
Nodes 543
Amount of unique
tags 20+

C. Detectors

The Ropod platform possesses two sensors that can be used
for feature detection, namely a laser range finder and an
RGBD-camera. The RGBD-camera is a Kinect V2 that is
connected to a GPU (Jetson TX2 board) for fast image pro-
cessing. The laser is a sick laser of type TIM561-2050101.
The camera will eventually be used for object detection, but
in the current implementation this is replaced by a marker
detector. To detect markers the well known aruco library
[51] is used. A pillar detector and a wall detector were both
made for this project. These detectors both use the laser
range finder. Both detectors rely on a random sample con-
sensus (RANSAC) method [52] and are very similar.

D. Localization

The OSM map discussed earlier can be converted to a
database and hosted either locally or remotely. The cur-
rent implementation hosts the database locally on the robot.
The software components discussed earlier are all imple-
mented in ROS [53]. The localization method is imple-
mented as a ROS node in C++. As part of [48] a python
implementation was made that queries the database and con-
verts the response to a ROS message. This implementation
is able to query information about Nodes, Ways and Rela-
tions by sending an id number. Requests for queries can
be made to this python implementation in ROS, as such the
python implementation is a bridge between ROS and the
database. As part of this work, a communication set up that
communicates with the database via the python bridge was
coded. Functions are implemented that recursively query the
database to obtain information that is relevant to the robots
current plan. This information is temporarily stored and can
be visualized using rviz, the 3D visualizer for ROS. The
current structure of the main loop of the localization com-
ponent can be seen in Algorithm 1. The pseudocode for
the QueryAll function is given in Appendix A. This func-
tion queries all sides and features given an id number. The
current implementation performs one big query at the start
of a plan instead of constantly querying within a loop. The
local pose tracking function receives information about the
current local area, the next local area and the current local
motion. In a full implementation this information is used
to decide what localization method and detectors to use.
The transition monitor in the current implementation only
receives information about the next area that is part of the
planned path. A full implementation can involve multiple
hypotheses about all adjacent local areas. This means the in-
formation about all adjacent areas needs to be known. This
information can be made available by extending the initial
big query to query all local areas of the current level. The
code of all components discussed as part of this papers im-
plementation can be found in [50].

8
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Algorithm 1
1: procedure MAIN
2: level id← OSM id of current level
3: plan← local area ids A and local motion ids B
4: Let A[0 . . .(n−1)] be an array of n local area ids.
5: Let B[0 . . .(m− 1)] be an array of m local motion

ids.
6: Where m← (n−1).
7: top:
8: if plan received then
9: QueryAll using level id # See Appendix B

10: while plan is not finished do
11: current area← SelectLocalArea using A[i]
12: next area← SelectLocalArea using A[i+1]
13: cur. motion← SelectLocalMotion using B[i]
14: LocalPosetracking using current area, next

area, current motion
15: Detect Transition using next area
16: if Transition is detected then
17: i← i+1
18: if i = (n−1) then
19: plan is finished

IV. Results

This section showcases the current capabilities of the pro-
posed framework. First the results of the querying procedure
are discussed, followed by the results of the detectors. The
last subsection shows simulated results of both the detector
and querying implementation.

A. Querying

To verify that the querying procedure works, a manually
generated path was tested. The path can be seen in Figure
11.

Fig. 11
Path used to verify the querying procedure.

The verification is done by comparing the sides and features
linked to the local areas and local motion in the map with
the results of the query. This is done by comparing the ids
in the map to the ids returned by the querying procedure.
The results of this test can be found in Table 6 and Table 7.

Table 6
Table showing the amount of correctly queried sides and

features for the path of local areas
{A1,A3,A4,A5,A6,R-1.140}.

Local
area
(id)

A1
(409)

A3
(407)

A4
(405)

A5
(403)

A6
(402)

R
-1.140
(400)

Features 2/2 3/3 1/1 4/4 2/2 0/0
Sides 1/1 2/2 2/2 6/6 1/1 6/6

Table 7
Table showing the amount of correctly queried sides and

features for the path of local motions
{A1-A3,A3-A4,A4-A5,A5-A6,A6-R-1.140}.

Local
motion
(id)

A1-A3
(388)

A3-A4
(384)

A4-A5
(382)

A5-A6
(391)

A6-
R-1.140
(383)

Features 2/2 1/1 1/1 1/1 0/0
Sides 1/1 0/0 1/1 1/1 2/2

It can be seen that the querying correctly obtains all the in-
formation stored in the local areas and local connections.
After verifying the querying is working as intended, the
querying can be used as a way to check the map for er-
rors. Inconsistent tagging or mislabelling can be detected
by querying the entire map. The result of querying the entire
map is visualized in Figure 12. This method was used effec-
tively during implementation to detect several mislabelled
features and incorrectly tagged doors.

Fig. 12
Visualization of an entire map query in Rviz. White lines

indicate walls, coloured lines indicate coloured doors, blue
cubes indicate signs, red cubes indicate other point features

and cylinders indicate pillars.

Querying the entire map takes approximately 1.12 seconds.
Filling the six local areas and five local motions of the test
described above with correct information takes another 0.36
seconds. Accessing the information of local areas and local
motions within the while loop of Algorithm 1 only takes
20− 50 microseconds. This is because the query result is
temporarily stored in a C++ structure, meaning that within
the while loop no querying to the database is performed.
Conditional querying to the database within the while loop

9
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is possible if required.

B. Detectors

In this work the first steps towards implementing three basic
detectors are made. To be able to make comparisons to the
query results, the detectors are used in a simulated environ-
ment. A simulated version of the environment is made in
Gazebo, which can be seen in Figure 13.

Fig. 13
Simulated version of the environment made in Gazebo.

This map can be found at [50]

The map in gazebo is aligned with the OSM map, mean-
ing that no additional transforms are necessary to compare
query results to detections given that the odometry of the
robot is perfect. The focus of this work is not on making
high-end detectors, as such the exact error in terms of posi-
tion estimation is not deemed relevant for the current imple-
mentation. Instead, the ability to detect objects is verified.
To test the aruco marker detector a Kinect plugin is added
to gazebo and 3D-models of aruco markers are added to the
simulated world. The camera is then pointed at these mark-
ers to verify the detector is able to recognize the markers.
The result of this test can be seen in Figure 14.

Fig. 14
Camera view with detected markers.

To verify the pillar detector and wall detector work, pillars
are spawned in the world and the robot is placed in the map

pointing at a pillar and some walls. The laserdata and detec-
tion results can be seen in Figure 15.

Fig. 15
Results of the pillar detector, wall detector and aruco
marker detector visualized. Laserdata shown in red,
visualization of detections given in green. The green

cylinder denotes the detected pillar, the green cubes denote
detected markers and the green lines denote detected walls.

From these results it appears that all three detectors are ca-
pable of detecting the target objects.

C. Combined test

In this subsection the position of detected objects is
compared to the position given by the OSM query results
through visual inspection. The following figure shows the
area in the gazebo simulator that was used for this test.

Fig. 16
The area in gazebo that was used for the comparison of

detection results to query results.

Through visual inspection of Figure 17, it can be concluded
that the detections match the query results. The offset in
height of the detections relative to the query results is be-
cause the detections are done in the laser-frame of the robot,

10
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Fig. 17
Combined results for the area of Figure 16. Detections
given in green, query results given in several colours.

which is a couple of centimetres of the ground. The offset
in x,y and θ can be attributed to a slight misalignment of the
maps, or an error in position estimate by the detectors. The
three detectors presented in this work can be used for initial
testing of matching algorithms and pose-tracking methods.
For a full implementation the error in position estimate and
the amount of false positives and missed detections needs to
be determined. This will require additional testing, but this
is outside the scope of this work.

V. Conclusions and Recommendations

In this work it is shown that it is possible to create a world
model that allows for multiple localization methods to be
used. The important observation was made that the be-
haviour and motion of a robot are influenced by objects and
features in the map. By linking objects and features to local
areas, it is possible to divide the map into smaller sections.
By dividing the map, efficient and suitable methods can be
chosen to solve the localization and navigation problem on
a local scale. The main advantages of dividing the map and
solving local problems instead of having a single localiza-
tion method are as follows:
• When objects and features are linked to local areas,

the robot can actively look for specific features with
specific sensors (active sensing).

• The robot uses less processing power by only using
detectors relevant to its current plan and task. If a
type of feature is not present in the current or adjacent
local areas then the detector for that feature will not
be active.

• The robot uses less processing power by switching to
a computationally less expensive localization method
when possible.

• The robots behaviour is more predictable, because at
all times it uses a suitable localization method.

The main disadvantage of this method is, that by adding
more and more semantic information, the mapping effort
is increased. To counteract this, future research could
be dedicated to the automatic generation of parts of the
map. The majority of the geometric part of the map can
most likely be automated. It may also be possible to

automatically generate local areas and link them using a
default motion skill. This reduces the mapping effort to
an editing effort. The decision can then be made to only
change the areas where the robot struggles. Alternatively
the behaviour of the robot could be optimized by inspecting
all the local motions and editing these where necessary.

The next step in fully implementing the method pro-
posed in this paper is to make the decision layer of this
framework. The goal of this layer is to find the best combi-
nation of detectors and localization method to navigate the
current local area. The next step after this, is again one level
lower, and deals with the implementation of the localization
methods that the decision layer can choose from.

Appendix A

This appendix shows the pseudo code of the QuerryAll func-
tion. This function calls another function called Recur-
siveSearch. This function searches through the entire map
hierarchy for all elements of a certain type. It starts search-
ing from a given starting id, for example the id of a certain
level of the map, and searches everything below this level in
the hierarchy. These ids are then used to call specific query-
ing functions that fill C++ structures with the query results.
For example, QueryNodes, queries the database for infor-
mation about a list of node ids and creates a C++ array that
contains all the nodes with all their information. This infor-
mation consists of a position in x,y and any tags added to
the nodes.

Algorithm 2
1: procedure QUERYALL
2: feature ids← Recursive search all features
3: side ids← Recursive search all sides
4: room ids← Recursive search all rooms
5:
6: feature nodes← QueryNodes using feature ids
7: sides← QuerySides using side ids
8: corner ids← result from QuerySides
9: corner nodes← QueryNodes using corner ids

10: Fix corner nodes # Query result = ordered list, cor-
ners need to be linked to correct sides again

11: rooms← QueryRooms using room ids
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