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Abstract 

We asked (1) what lies at the foundations of the human criteria used for judging soccer players’ 

performances and (2) how considering soccer from a network perspective may help. We extracted basic 

statistics and network characteristics from event data on 800 matches and used them to predict players’ 

performance ratings through linear and random forest models. While comparing between ratings 

assigned by human experts and by algorithms, we found that goals and assists are overweighed by the 

latter. The aerial aspect of the game is where the two criteria differed the most, with algorithms 

assigning much more importance to aerial duels. While focusing on ratings assigned by human experts 

only, we found that defenders are mostly evaluated by not conceding goals and by defensive actions 

such as clearances or tackles. Besides from scoring goals, midfielders and forwards are most appraised 

by making assists, dribbling, and being more involved in the ball distribution of their teams, as 

represented by their flow centrality. We tested two different network approaches and found that 

analysing each passing sequence separately worked better than aggregating all passes in a match. 

Moreover, ranking players based on these network characteristics only already delivered a strong 

indicator of the general consensus regarding top-players. Finally, we found that the ratings assigned to 

the players are significantly affected by the overall performance of the team, emphasizing the teamwork 

nature of soccer but also hinting at the presence of an anchoring effect bias in the experts’ judgment.  

 

 

 

 

 

 

 

 

 



HUMAN EVALUATIONS OF PLAYERS’ PERFORMANCES AND THE ROLE OF NETWORKS IN SOCCER  2 
 

Introduction 

Soccer Analytics 

Despite being among the most popular sports in the world, in-depth statistical analyses of 

soccer were rare until recently. Scientific techniques for the investigation of teams or players’ 

performances have been successfully applied before to other sports such as baseball or basketball, but 

soccer has traditionally lagged behind. This can be explained both by the nature of the game itself, 

characterized by a constant ball flow with very low scoring, and by a lack of available detailed data to 

analyse (Peña & Touchette, 2012). This scenario has been changing during the last decade due to the 

availability of massive data detailing spatio-temporal events in a match (Pappalardo et al., 2019). 

Typically these so-called soccer-logs contain more than 2,000 events (rows) per match, allowing for the 

possibility to ask (and answer) a wide range of questions about the performances of teams and players 

involved. 

Players’ Ratings 

Soccer is a prime example of teamwork. A team’s success is usually the result of complex 

interactions between performances of players of both teams, making it difficult to decide on a proper 

set of attributes to objectively evaluate individual players (Kumar, 2013). The low-scoring nature of the 

game also makes it unsuitable to rely only on actions that directly affect the final score, such as goals 

and assists, for judging the performance of a player (Decroos et al., 2019). However, the needs of fans 

and media alike to evaluate the display of individual players have traditionally been met by quantifying 

each player’s performance with a single number: a player’s rating.  

A rating system can be defined as the process of assigning a numerical value to the individual 

performance on a predefined scale (Stefani & Pollard, 2007). People have traditionally relied on 

subjective ratings assigned by journalists on newspapers or sports magazines for assessing the 

performance of individual players (Klaiber, 2016). One distinctive characteristic of such ratings is their 

black-box nature. In other words, the criteria through which the experts assign a final grade to each 

player is unknown to the general public. In fact, it is unclear whether experts themselves are fully aware 

of their criteria or if the task involves some intuitive aspects complicated for them to explain.  

Moreover, the recent availability of detailed soccer data has resulted in an alternative way of 

assigning ratings to players, produced by algorithms in a purely automatic fashion. These kinds of ratings 

are also black-box, in the sense that the companies that produce them do not reveal the inner workings 
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of their algorithms. The increasing popularity of these statistical assessments appears to be in line with 

recent research suggesting that, contrary to prevalent wisdom, people actually prefer algorithmic to 

human judgment (Logg, Minson, & Moore, 2019). The rise of data analytics in soccer has resulted in a 

dispute with the traditional human evaluations of the game (Cole, 2016). On one hand, algorithms are 

arguably free from different kinds of biases that are innate to human judgments and assign weights to 

different cues in a more consistent manner (Grove & Meehl, 1996). On the other hand, we suspect there 

may be more to the game than what is captured by currently available data, and human experts are in a 

better position to interpret the context in which each of the players’ actions takes place.  

Social Network Analysis in Sports 

Social Network Analysis has been identified as a suitable method for identifying crucial players in 

the interaction of teams (Korte et al., 2019). In general, network analyses are applied to sports by 

considering each player as a node, and each pass that a player gives to another as a tie in a network. In 

soccer research, the majority of these studies develop one single network per team based on the 

aggregated passing data of a match. The strength of the ties in these directed networks is given by the 

total number of passes that each player gives to another across the match. Centrality measures are then 

computed by, for example, counting the number of times that a player lies in the shortest path between 

two others. This approach relies on the premise that in real soccer games the ball would tend to follow 

the shortest path as defined in such aggregated networks, an assumption that has been recently 

challenged by some authors (Ramos, Lopes, & Araújo, 2018). A different approach for using network 

analyses in sports was originally proposed by Fewell et al. (2012) in basketball: by creating one network 

for each attacking possession of a team, the temporal order of passes within each play is taken into 

account. In other words, this implies evaluating each passing sequence separately instead of studying 

the aggregated passing data across a match. Additionally, the different possible outcomes of each 

passing sequence (e.g. possession lost, shot on target, goal scored) can be added as extra nodes in these 

networks. This provides valuable information that can later be used for computing individual measures 

with respect to a certain outcome.  

In this research, we process data from soccer-logs in several ways to examine the human 

experts’ criteria for evaluating players and the role of network analyses for describing players’ 

performances. First, we analyse the extent to which different human raters agree on the ratings they 

assign to the players. In this way, we find out whether there is an underlying consensus on what 

qualifies as a good performance, or if the task is too dependent on the particular rater who performs the 
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assessment. Second, by modelling both human and algorithmic processes for evaluating players, we 

detect differences in the way that different aspects of the game are valued by both methods. Third, by 

matching ratings assigned by human experts with different statistics extracted from soccer-logs, we 

discover which characteristics of the performance experts consider when they assign a given rating to a 

player. By analysing each position separately, we understand if certain aspects of the game are valued 

differently according to the player’s position. By considering characteristics related to the team as well 

as to individual players’ performances, we discover how much of what constitutes these players’ ratings 

depends on the team’s overall performance rather than on their individual actions. 

On the other hand, we study the extent to which network approaches can help in describing the 

performance of soccer players through the ratings that human experts assign to them. By following the 

play-by-play analyses approach in addition to the most popular method of aggregating passing data 

across matches, we determine whether network characteristics that follow from other sports like 

basketball can be successfully adapted to soccer. Moreover, instead of considering network metrics in 

isolation, we analyse their role along with other basic statistics. In this way, we understand if network 

metrics can capture certain aspects of the game that cannot be explained by the traditional statistics, 

such as the number and accuracy percentage of all different kinds of passes. 

Previous Research 

Soccer Players’ Performance Evaluations  

In an attempt to reveal the experts’ criteria for evaluating soccer players, Kumar (2013) 

obtained a list of the most important attributes of a player’s performance which determine the 

statistical ratings assigned by the site WhoScored. He found Red Cards, Goals, and Assists as the 

attributes that have the most impact on a player’s evaluation overall, although the importance of 

attributes varies according to his playing position. A very different approach to reveal these soccer 

experts’ criteria was taken by Pereira et al. (2019), who decided to simply ask the experts themselves. 

They interviewed a board of 13 soccer experts and had them rate different player attributes, including 

some derived from network theory, according to their relevance for evaluating players. They found 

Assists, Goals, and Dribbles as the three most important attributes according to what the experts say. 

The highest-rated network variable was Betweenness Centrality, ranked in the 8th place overall. Finally, 

by comparing human experts and statistical-based rating systems for soccer players, Klaiber (2016) 

found that statistical ratings use only a small region of their scale, while German human experts make 
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full use of theirs. Additionally, Klaiber found that both human experts and algorithms favour some 

positions over others, so neither of the two methods appears to be equally fair to all playing positions.  

Social Network Analysis in Sports  

Duch, Waitzman, and Amaral (2010) developed one of the first studies applying network theory 

to soccer. They found that the betweenness centrality of a player with respect to the opponent’s goal is 

a quantitative measure of performance that captures the consensus opinion, by noting that 8 out of the 

20 best players of the Euro 2008 according to this metric were also selected for the twenty-player team 

of the tournament. In a different study, Peña and Touchette (2012) concluded that individual high scores 

in Closeness and PageRank Centrality seem to be associated with the general perception of the players’ 

performance in the media. In line with the majority of similar research in soccer, these studies derived 

centrality measures from networks with aggregated passing data across entire matches. Ramos, Lopes, 

and Araújo (2017) argued that this approach does not properly capture some fundamental team sports 

concepts, such as an attacking play. They proposed instead the use of play-by-play networks including 

passes’ temporal sequence to accurately capture the concept of a play. This approach had been 

successfully applied before in basketball by Fewell et al. (2012), who proposed individual flow centrality 

derived from play-by-play networks as a proper metric to characterize a player’s importance within the 

ball distribution network. Additionally, by comparing a more restricted flow centrality for successful 

versus unsuccessful plays, they obtained a success/failure ratio that was considered as a measure of the 

utility of an individual player to team success. Korte et al. (2019) applied the same concept of flow 

centrality to analyse soccer-playing positions, finding central defenders as the most involved. 

Additionally, by considering the success/failure ratio for each position, they found that offensive 

midfielders are most often part of successful plays, while defensive playing positions show higher 

involvement in unsuccessful rather than successful plays. 

Position of our work  

The present study extends on the literature about the human evaluation of soccer players’ 

performances in three ways: (1) we use purely human performance ratings assigned by experts, instead 

of statistical ratings produced by algorithms as in Kumar (2013), as the target variable to be understood. 

Unlike statistical ratings, human assessments are not based themselves on the same soccer-logs data 

that are later used as predictors to explain them. This is relevant for understanding how much of the 

criteria through which human experts evaluate soccer players is actually captured by data from soccer-

logs. In other words, despite the great improvements in soccer data during recent years, there still may 
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be some aspects of the game that are captured by human watchers but not yet by the data. This makes 

human ratings harder to predict than statistical ratings, but information regarding how much of them 

we cannot explain as we keep increasing the number and kinds of predictors can be insightful on its 

own. (2) By inferring the weights that both humans and algorithms assign to each basic attribute in our 

data, we extend on the literature regarding human versus algorithmic assessments of soccer players by 

detecting specific aspects of the game in which the two methods disagree on the importance it should 

have for judging players. (3) By including also statistics related to the entire team, we understand how 

team and individual characteristics of the performance intertwine resulting in a final rating assigned to a 

player.  

Furthermore, we add to the literature regarding the application of social network analyses to 

soccer in three ways: (1) validating network approaches by comparing lists of top players according to a 

metric with journalists’ lists of best players of a tournament, as in previous studies, is not quite 

sufficient. By comparing only top players, we are narrowed to a limited part of the association between 

the metric and their performances. We still do not know how low or average values in the metric relate 

to the human consensus about a player’s display. By using the whole spectrum of ratings assigned to 

players as the target to be predicted with network characteristics, we obtain a more complete picture of 

the association between such metrics and the human consensus about players’ performances. (2) Thus 

far, no studies have included both network characteristics and basic player statistics together when 

trying to explain their performances. This is important to understand whether measures derived from 

network analysis serve only as a nice summary of what could otherwise be explained with more 

statistics, or if they can capture certain aspects of the players’ performances that cannot be explained 

with the traditional statistics. (3) Thus far, no studies have tested whether using networks derived from 

play-by-play analyses is able to describe the players’ performances more accurately than the simplified 

method of aggregating all passing data across a match.    
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Method 

Data Collection 

Soccer-logs data. We obtained a data set of soccer-logs from Pappalardo et al. (2019) consisting 

of more than one million events corresponding to 789 matches across 4 famous soccer competitions: 

the 2017-18 seasons of English Premier League and German Bundesliga, the 2018 World Cup in Russia 

and the 2016 European Championship in France. These soccer-logs were designed by the company 

WyScout, one of the world leading providers of soccer data.  

Ratings data. We obtained 66,589 human experts-based and 63,678 statistical-based ratings 

assigned to players at different matches by crawling websites of different sports publications: Kicker, 

Bild, SkySports, and The Guardian as human experts’ ratings, and WhoScored and SofaScore as 

algorithmic-based ratings. The data cover many different competitions: 2017-18, 2018-19 and 2019-20 

seasons of Bundesliga and Premier League, 2014 and 2018 World Cups, and 2012 and 2016 European 

Championships. Each rating corresponds to the performance of one specific player in one match. 

Data Processing 

We extracted different player statistics for each match out of our raw data and divided variables 

into 4 different classes: (1) basic statistics, (2) social network analysis metrics, (3) team statistics, and (4) 

player ratings. 

Basic Statistics. We used the WyScout soccer-logs to extract 36 basic player statistics, such as 

number of goals, assists, tackles, etc. describing the performance of each player at each match, plus 5 

additional statistics pertaining to goalkeepers only.  

Social Network Analysis Metrics. Because soccer-logs contain information about every pass that 

every player gave to each other during each match, we were able to generate networks following two 

different approaches: aggregating all passing data across a match and creating one network for each 

passing sequence. Following the first method, we extracted two centrality measures for each player at 

each match: betweenness and closeness centrality. These are centrality measures widely used in the 

social network analysis domain for describing how central/peripheral a node is within its network, and 

have been proposed in the past for describing soccer players’ performances (Peña & Touchette, 2012; 

Trequattrini, Lombardi, & Battista, 2015). By following the play-by-play analyses approach, we extracted 

three metrics inspired by the work of Fewell et al. (2012) on basketball but adjusted to soccer: flow 

centrality, flow success, and betweenness to goals.  Flow centrality captures the percentage of the 
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team’s attacking plays in which the player contributed with at least one pass, and is used as an indicator 

of the player’s dominance within his team’s passing flow. Flow success captures the fraction of the 

team’s attacking plays in which the player was involved that ended up with a successful outcome, 

defining attempts on goal (both on and off-target) as an indicator of success. We normalize this metric 

by the player’s position and consider it as a measure of his contribution to the team’s success. Finally, 

betweenness to goals is similar to flow success, but considering a player to be involved in a play only if 

he participated during the last five events before an outcome. Moreover, we modify the definition of 

success by considering a play to be successful only if it ends by scoring a goal. We consider this value to 

describe the player’s contribution during the most important plays of his team: goal-scoring plays. More 

detailed information on how network metrics were computed can be found in the Appendix. 

Team Statistics. For every statistic belonging to the two previous classes, we compute also the 

mean of the team during the match. Known as group mean centring, this procedure allows us to 

disentangle the effect of the entire team’s performance from the effect of the individual player’s actions 

on his final rating. We also include here two dummy variables indicating if the team won or lost the 

match, where a value of zero in both dummies means that the match was a draw. Finally, we add two 

additional predictors on top of the above: Team Rating, and Opponent Rating. Team Rating corresponds 

to the average rating of the entire team during a match, but excluding the player himself. Opponent 

Rating corresponds to the average rating of the opposing team during the match. Since these two 

statistics are based on the ratings themselves that are the target in other rows of the data set, they 

cause unwanted interdependencies in the data. More specifically, their inclusion causes dependencies 

between the residuals of different predictions that are complicated to take into account. The reason for 

computing them in the first place is based on our suspicion that human experts may use the overall 

performance of the team or the opponent as anchoring points from which they later judge the individual 

players. Given the questionable validity of their inclusion, we leave these two predictors out of our 

predictive models and report only at the end of the study how results would change if we were to 

include them. 

Player Ratings. These are the target variables in our data. German raters (Kicker and Bild) 

present their ratings on a 1 to 6 scale with a 1 being the best performance, while English raters present 

theirs in a 1 to 10 scale with a 10 being the best performance. There are several ways to create a joint 

scale for these. To obtain a first intuition about what would be appropriate, Figure 1 shows the 

distribution of the raw ratings given by each of the sports publications. The only change we apply is 

reversing the German ratings so that a value of 1 represents the worst possible performance, and a 
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value of 6 represents the best. In this way, the association between the rating and the players’ quality of 

performance is positive for all raters.  

Figure 1 

Distributions of players’ ratings per rater 

 

The first thing to notice is that German raters make full use of the 1 to 6 scale, but English 

publications appear to almost exclusively assign ratings ranging from 4 to 9. Taking this into account, we 

consider three different ways in which we could transform the ratings: (1) matching the 1-6 German 

ratings with 4-9 from the English ratings, (2) transforming the German ratings so that they are also on a 

1 to 10 scale, or (3) standardizing the ratings of each group of raters separately to a mean of zero and a 

standard deviation of one. Each of the three proposed methods has its pros and cons. In the first case, 

we have no German equivalence for English ratings lower than 4 or higher than 9, even though these are 

rare: we find a total of 57 ratings lower than 4 (0.16%), and 183 ratings higher than 9 (0.5%) across all 

four English raters. On the other hand, the second method results in the German raters making actual 

full use of the 1 to 10 scale, but English ratings remain limited to a 4 to 9 range in more than 99% of the 

cases, faithful to their original distributions. Finally, the last method results in standardized ratings that 



HUMAN EVALUATIONS OF PLAYERS’ PERFORMANCES AND THE ROLE OF NETWORKS IN SOCCER  10 
 

are less meaningful for interpretation and that distort the true variances of each rater by forcing them 

to have the same standard deviation.   

After careful consideration, we decide to transform the ratings by assuming German 6 to 1 

ratings to be equivalent to English 4 to 9 ratings (the first of the three proposed methods). The 

correlations between these three ways to transform the ratings are r=.94 between (1) and (2), r=.87 

between (2) and (3), and r=.95 between (1) and (3). These correlations are way higher than any other in 

the data set, so even though we report our analyses on the basis of the selected method, we do not 

expect large differences either way.  

Table 1 summarizes the final predictors in the data set along with a brief explanatory comment 

when the predictor’s name might not be obvious. A total of 43,689 data-points belonging to 789 

matches remain after joining the data for which we have both soccer-logs and players’ ratings data and 

removing substitute players. Each data-point corresponds to the performance of one player in one 

match as rated by one of the six sports publications along with the statistics present in Table 1. 
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Table 1 
List of variables in final data set 
Predictor Class Notes 
Goals Basic Statistics -- 
Assists Basic Statistics -- 
Shots On Target Basic Statistics -- 
Shots Off Target Basic Statistics  -- 
Shots Blocked Basic Statistics -- 
Dribbles Successful Basic Statistics -- 
Dribbles Unsuccessful Basic Statistics -- 
Key Passes Basic Statistics passes made by the player that are followed by a shot 
Touches  Basic Statistics number of times the player touches the ball during the game 
Passes Accurate Basic Statistics -- 
Passes Inaccurate Basic Statistics -- 
Crosses Accurate Basic Statistics -- 
Crosses Inaccurate  Basic Statistics -- 
Long Passes Accurate Basic Statistics passes longer than 23 meters: SQRT(∆X2 + ∆Y2) > 23  
Long Passes Inaccurate Basic Statistics passes longer than 23 meters: SQRT(∆X2 + ∆Y2) > 23  
Ground Duels Won Basic Statistics --  
Ground Duels Lost Basic Statistics -- 
Aerials Won  Basic Statistics an opponent player is also present in the aerial duel 
Aerials Lost  Basic Statistics an opponent player is also present in the aerial duel 
Possession Lost  Basic Statistics number of times the player lost possession of the ball  
Fouls  Basic Statistics --  
Was Fouled  Basic Statistics -- 
Clearances  Basic Statistics -- 
Stopped Shots  Basic Statistics number of shots blocked by the player  
Interceptions  Basic Statistics -- 
Tackles  Basic Statistics -- 
Dribbled Past  Basic Statistics number of times the player was dribbled past by an opponent  
Through Balls Accurate Basic Statistics passes that go through at least 3 opponent players 
Through Balls Inaccurate Basic Statistics passes that go through at least 3 opponent players 
Yellow Cards Basic Statistics -- 
Red Cards Basic Statistics -- 
Big Mistakes Basic Statistics mistakes that lead to a dangerous situation for the team  
Counter Attacks Basic Statistics number of counter attacks the player participated in 
Offsides Basic Statistics -- 
Missed Penalty Kicks Basic Statistics -- 
Own Goals Basic Statistics -- 
Goals Against Outside the Box Basic Statistics (GK) -- 
Goals Against Inside the Box Basic Statistics (GK) -- 
Saves Outside the Box Basic Statistics (GK) -- 
Saves Inside the Box Basic Statistics (GK) -- 
Saved Penalty Kicks Basic Statistics (GK) -- 
Betweenness Centrality SNA Metrics derived from networks with all passes across a match aggregated 
Closeness Centrality SNA Metrics derived from networks with all passes across a match aggregated 
Flow Centrality SNA Metrics derived from play-by-play analyses networks 
Flow Success SNA Metrics derived from play-by-play analyses networks 
Betweenness to Goals SNA Metrics derived from play-by-play analyses networks 
Win Team Statistics dummy variable (1= team won the match) 
Lost Team Statistics dummy variable (1= team lost the match) 
Team Rating Team Statistics avg. rating of a player’s teammates during the match 
Opponent Rating Team Statistics avg. rating of the opponent’s players during the match 
Player Rating Target Variable rating assigned to the player on 1-10 scale 
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Results 

Descriptive Statistics 

As first step, we study the behaviour of our target variable (the ratings) across different raters 

and players’ positions. In this way, we get a first sense of the data we are aiming at understanding and 

we find out whether it is necessary to account for rater or position in further analyses. We limit 

descriptive statistics to the ratings assigned by human experts only since it is particularly the human 

judgment regarding players’ performances the one we are most interested in this study. 

Figure 2 
Human ratings per rater type. Boxes enclose the IQR: 25th (Q1) - 75th (Q3) percentile. Whiskers range from Q1-
1.5*IQR to Q3+1.5*IQR. The dashed green line represents the mean, while the bold black line is the median. 

 

We can see from Figure 2 that the interquartile range is the same for all raters, ranging from 6 

to 7. However, it looks as if there are small differences in the means and in the spread of the ratings 

across some raters. These observations are confirmed when tested statistically: we find a significant 

effect of rater in an ANOVA with F(3,24163)=68.55 and p<.01. Post-hoc pairwise Tukey comparisons show 

that the only not statistically significant difference between means is that of SkySports and The Guardian 

(p=.63). On the other hand, we also find significant differences in variances across raters in a Levene’s 

test, with W10(3,24163)=61.7 and p<.01. Post-hoc comparisons reveal that the only difference that is not 

statistically significant is again between the two English raters: SkySports and The Guardian (p=.23). We 

then include the different raters as dummy variables in upcoming models to account for the small but 

statistically significant differences described here.  
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Figure 3 
Human ratings per position. Boxes enclose the IQR: 25th (Q1) - 75th (Q3) percentile. Whiskers range from Q1-
1.5*IQR to Q3+1.5*IQR. The dashed green line represents the mean, while the bold black line is the median. 

 

By looking once again at the ratings but now from the perspective of the different playing 

positions in Figure 3, we see that there are certainly differences between goalkeepers and field players. 

More specifically, goalkeepers are given higher ratings by human experts. Additionally, forwards and 

midfielders appear to be characterized by larger standard deviations in their ratings. Again these basic 

observations are confirmed by statistical tests. An ANOVA with the different positions as groups reveals 

statistically significant differences in means with F(3,24163)=95.10 and p<.01. Moreover, a Levene’s test 

shows significant differences in variances between the different positions with W10(3,24163)=125.5 and 

p<.01. We do see in Figure 3 that the interquartile range, as well as the range going from Q1-1.5*IQR to 

Q3+1.5*IQR, are the same across all positions, suggesting a certain consistency in the ratings of the 

different positions. 

We account for the differences between positions described here by running the analyses of the 

study separately for each. The reason for doing so, instead of simply adding the different positions as 

dummy variables, is to easily recognize which attributes are most highly regarded by experts for each 

position, fulfilling one of the goals of our study. This recognition would be harder to obtain if we were to 

run only one model for all players, even after controlling for the players’ position through dummy 

variables: we would still have to study interaction effects between every combination of position and 

player attribute to obtain these insights. 
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Agreement across different human raters 

We now consider whether human raters from different sources agree about the performance of 

players. The main reason for this is to gather evidence as to whether pooling these human judgments as 

measurements of players’ performances (for which no gold standard exists) as we do in the present 

study is indeed a reasonable approach. Of course, this question cannot be answered in a definitive 

manner with this analysis. But a negative result, such as finding that different human experts do not 

agree at all and the task depends heavily on who the expert in question is, would suggest that it would 

not make sense to pool the ratings from different human judges.  

We measure the association between the ratings assigned by different publications to the same 

players’ performances by computing Pearson’s r and Kendall’s τ for each pair of raters (Table 2). The 

reason for reporting the latter is that it is a more representative measure of the association between 

ordinal variables (Chok, 2010). Even though for practical purposes we treat the experts’ ratings as 

interval variables across the study, one could argue that they are better characterized as ordinal ones. 

For example, Kicker ratings go from 1 to 6 in 0.5-size steps, so they may be considered as 11 ordered 

categories describing a player’s performance. 

Table 2 
Pearson’s Correlation and Kendall’s tau between different human raters 

 
 Kicker Bild SkySports The Guardian 

Kicker r 1 .74* .55* .57* 
 τ 1 .64* .43* .43* 

SkySports r -- -- 1 .67* 

 τ -- -- 1 .58* 
*. p<.01. 

The association between the ratings given by Bild and The Guardian, or Bild and SkySports 

cannot be measured, as they do not share any matches in common in our dataset.  It is interesting to 

see from the above that agreement is highest between German (Kicker vs. Bild) and between English 

(SkySports vs. The Guardian) raters respectively. This may be an indicator reflecting slight cultural 

differences in the appreciations of soccer players’ performances, even though stronger evidence would 

be needed for claiming this convincingly. 

We then perform an inter-rater reliability analysis with all four different raters to provide a 

different measurement of their agreement. We study two inter-rater reliability coefficients. First, we 

compute Cohen’s Kappa, which is the most widely used method for assessing agreement across raters. 

Originally designed for nominal ratings in which raters classify subjects into unordered categories, it can 

be adapted to ordinal ones by assigning weights to penalize deviations between different categories. We 
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adopt this weighted version of Cohen’s Kappa using linear weights. Second, for getting an additional 

perspective on the agreement between raters, we compute an additional coefficient: Gwet’s AC. This 

metric has been proposed as a good alternative in the past, providing more stable coefficients and being 

more resistant to a problem referred to as “Kappa paradox”, characterized by situations in which low 

Kappa values are found for some criteria despite a high percentage of agreement (Wongpakaran et al., 

2013). As seen in Table 3, we find moderate to very strong agreement across all four sports publications, 

depending on whether one uses Cohen’s or Gwet’s method for measuring. This applies to all playing 

positions, as we find no large differences when analysing the agreement level at different player’s 

positions separately. 

Table 3 
Inter-rater reliability analysis 
Position Statistic Coef. Std. Err t Benchmark 1 

Goalkeepers 
Cohen’s Kappa .55* .02 31.7 Moderate (0.41-0.60) 

Gwet’s AC .84* .02 44.9 Almost Perfect (0.81-1.00) 

Defenders 
Cohen’s Kappa .50* .01 45.9 Moderate (0.41-0.60) 

Gwet’s AC .82* .01 91.3 Almost Perfect (0.81-1.00) 

Midfielders 
Cohen’s Kappa .51* .01 53.7 Moderate (0.41-0.60) 

Gwet’s AC .84* .01 103.2 Almost Perfect (0.81-1.00) 

Forwards 
Cohen’s Kappa .59* .01 42.1 Moderate (0.41-0.60) 

Gwet’s AC .80* .02 65.2 Substantial (0.61-0.80) 

*: p < .01      
1: estimated using the Landis and Koch (1977) scale and the method proposed by Gwet (2014). 

As an attempt to get a more practical feel for the extent to which different raters agree, we 

analyse the number of matches in which different raters agreed on who the best player of the game 

was. We apply this analysis to Bundesliga 2017-18 and World Cup 2018 competitions. We find that Bild 

and Kicker agree on who the best player of the match is in 220 out of 305 games (72%), while Kicker and 

SkySports agree on 45 out of the 64 games of the World Cup (70%). 

Following the practical examples, we now analyse how performance ratings are in agreement 

with the nominations for the most prestigious award in soccer: the Ballon d’Or. Every year, a shortlist of 

30 candidate players is assembled by the editorial team at France Football. Table 4 shows the candidates 

for the years 2018 and 2019 who play in the Premier League, along with their rating and rank as judged 

by SkySports and WhoScored. In this way, we get a practical feel for the extent to which experts from 

SkySports and France Football agree on the best players of the year, and how statistical ratings from 

WhoScored are also able to capture top players across a year. 



HUMAN EVALUATIONS OF PLAYERS’ PERFORMANCES AND THE ROLE OF NETWORKS IN SOCCER  16 
 

Table 4 
Ballon d’Or Nominees from 2019 and 2018 who play in English Premier League in terms of human-experts based 

and statistical ratings. RSkySports and RWhoScored denote the rank of the player in terms of the average rating assigned 

by SkySports and WhoScored respectively out of 227 (2019) and 243 (2018) players who played at least 20 games in 

our data across the calendar year. 

 

Human versus algorithmic evaluations of soccer players 

We compare the human versus the algorithmic criteria for evaluating soccer players by 

performing linear regression models for each and studying differences in standardized coefficients. In 

this way, we can discover whether some aspects of the game are underweighted/overweighed by 

algorithms compared to human experts. We define the statistical significance of the difference between 

humans and algorithms with the p-value of the interaction effect between each predictor and a dummy 

that differentiates between human and algorithmic ratings in a model predicting both. In the case of 

goalkeepers (Table 5), we exclude the statistics that are theoretically irrelevant for their position and/or 

their simple correlation with the ratings is statistically insignificant for human experts and algorithms. 

For field players (Table 6), we use all the basic statistics in our data as predictors, excluding only Touches 

due to its strong correlation with Accurate Passes (r=.92), and Possession Lost and Long Passes 

Inaccurate due to their strong correlations with the number of Inaccurate Passes (r=.74 and r=.65). In 

this way, we avoid multicollinearity problems that could result in misleading regression coefficients. Full 

correlation matrices corresponding to our predictors are found in the Appendix (Table 13).   
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It is worth mentioning that these data have a multi-level nature in several ways. On a separate 

analysis, we account for this multi-level structure through cross-classified models controlling for player 

within team within competition, and for rater. We find that for the human ratings’ model the largest 

effect is at the competition level, but accounts for only 6% of the total variance. For the algorithmic 

ratings’ model, the largest effect is found at the player level (almost 9% of the total variance). In both 

cases, the effect at the rater level is close to zero. Given this, for the remaining of this study, we report 

the results obtained in simple multiple regression models. 

Table 5 
Human vs. Algorithms assessments of goalkeepers’ performances (NH=2,223; NA=1,792) 
Predictor βHUMANS βALGORITHMS βDIFF. 
Saves from Inside the Box ..30* !.47* -.17* 
Saves from Outside the Box ..08* !.33* -.22* 
Goals Conceded from Inside the Box -.38* -.59* -.21* 
Goals Conceded from Outside the Box -.22* -.30* -.06* 
Saved Penalty Kicks ..13* !.17* -.04* 
Big Mistakes -.10* -.06* -.04* 
Dribbled Past -.04* -.01* -.03* 
Ground Duels Won -.02* -.01* -.01* 
Ground Duels Lost -.03* -.04* -.01* 
Aerials Won -.01* -.14* -.13* 
    *p < .01    

We see that the difference between inside/outside the box on saves and goals conceded is 

reduced in algorithms as compared to humans. In other words, human experts discriminate save 

attempts according to characteristics that may influence their difficulty, such as where the shot 

originally comes from, to a larger extent than algorithms do. For instance, they do not assign much 

importance to saves from outside the box, which tend to be easier. On the other hand, goalkeepers’ 

aerial duels seem to be completely ignored by human experts, but relevant for algorithms. 
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Table 6 
Human vs. Algorithms assessments of field players’ performances (NH=21,944; NA=17,730) 
 Defenders Midfielders Forwards 
Predictor βH βA βDIFF. βH βA βDIFF. βH βA βDIFF. 
Goals ..18* ..24* -.06* ..32* ..40* -.08* ..54* ..60* -.06* 
Assists ..12* ..18* -.07* ..20* ..30* -.10* ..19* ..26* -.07* 
Shots On Target ..01* ..07* -.06* ..09* ..16* -.07* ..09* ..15* -.07* 
Shots Off Target ..03* -.01* ..04* ..05* ..02* ..03* ..05* ..01* ..04* 
Shots Blocked -.02* ..01* -.03* -.02* -.01* -.01* -.01* ..03* -.04* 
Dribbles Successful ..01* ..11* -.10* ..05* ..13* -.09* ..07* ..11* -.04* 
Dribbles Unsuccessful ..02* -.02* ..03* -.01* -.04* ..03* -.01* -.02* ..01* 
Key Passes ..05* ..12* -.06* ..05* ..14* -.09* ..04* ..09* -.05* 
Passes Accurate ..05* ..15* -.09* ..09* ..18* -.09* ..04* ..13* -.09* 
Passes Inaccurate -.02* -.01* -.01* -.01* ..00* -.01* ..02* -.02* ..04* 
Crosses Accurate ..02* ..04* -.02* ..03* ..05* -.01* ..03* ..05* -.02* 
Crosses Inaccurate -.01* ..00* -.02* ..00* -.03* ..04* ..01* -.03* ..04* 
Long Passes Accurate ..02* -.01* ..04* ..02* ..01* ..00* -.02* -.01* ..00* 
Ground Duels Won ..00* ..09* -.09* ..06* ..13* -.07* ..06* ..11* -.05* 
Ground Duels Lost -.07* -.01* -.06* -.01* -.02* ..01* ..03* -.04* ..07* 
Aerials Won ..05* ..31* -.26* ..02* ..16* -.14* ..02* ..19* -.17* 
Aerials Lost -.01* -.01* -.01* -.03* -.05* ..03* -.01* -.06* ..05* 
Fouls -.01* -.04* ..03* ..03* ..00* ..03* ..00* ..00* ..01* 
Was Fouled ..00* ..01* -.01* ..01* ..01* ..00* ..03* ..02* ..01* 
Clearances ..13* ..18* -.06* ..07* ..09* -.02* ..02* ..04* -.02* 
Blocked Shots ..04* ..10* -.06* ..02* ..06* -.04* -.02* ..01* -.03* 
Interceptions ..02* ..08* -.07* ..06* ..09* -.03* ..04* ..05* -.01* 
Tackles ..04* ..10* -.06* ..05* ..11* -.06* ..01* ..07* -.06* 
Dribbled Past -.04* -.02* -.02* -.02* -.02* ..00* -.01* ..01* -.01* 
Through Balls Accurate ..02* ..02* ..00* ..04* ..02* ..02* ..04* ..03* ..01* 
Through Balls Inacc. ..00* -.01* ..01* -.01* ..00* ..00* -.01* ..01* -.02* 
Yellow Cards -.06* -.10* ..04* -.03* -.07* ..04* -.01* -.04* ..02* 
Red Cards -.08* -.10* ..01* -.06* -.07* ..01* -.04* -.06* ..02* 
Big Mistakes -.09* -.09* ..00* -.07* -.06* -.01* -.04* -.02* -.02* 
Counter Attacks ..07* ..06* ..01* ..09* ..06* ..03* ..07* ..03* ..04* 
Offsides ..00* ..00* ..01* ..00* -.02* ..02* ..01* -.02* ..03* 
Missed Penalty Kicks -.04* -.03* -.01* -.02* -.02* ..00* -.02* -.03* ..00* 
Own Goals -.06* -.09* ..03* -.04* -.02* -.03* -.01* -.02* ..01* 
*p < .01.          

From a broad perspective on Table 6, we notice that there are barely any aspects of the game 

that are significantly overweighed by human experts as compared to algorithms. As mentioned earlier, 
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algorithmic ratings are computed from the same raw event data that we used to extract these statistics 

in the first place, so they are expected to be more closely related to these data. Another general remark 

is that the aspects of the game for which the difference between human experts and algorithms is 

statistically significant are almost the same across the different playing positions. 

While looking at the specific attributes on the table, we first notice that the effects of Goals and 

Assists are larger for the algorithms’ case. This challenges a common belief that the human judgment is 

too influenced by the most important actions of the game and misses the little details, while the 

algorithms are not. Our data suggest that the statistical ratings are even more strongly influenced by 

these fundamental but rare actions than human experts are. We can also estimate from this analysis 

that the aerial aspect of the game is the one in which the human and the statistical criteria differ the 

most. Except for goalkeepers, the largest difference in beta coefficients between human experts and 

algorithms in all positions corresponds to the attribute Aerials Won. Even though human experts do 

seem to value winning aerial duels as a positive action, its effect is negligible when compared to the 

importance that algorithms assign to it. The difference is largest in the case of defenders, for which 

algorithms even value winning aerial duels as the most important attribute in our data. The total 

number of Passes completed is another aspect in which both methods disagree, with human experts 

assigning significantly less importance to it for all playing positions. This finding becomes relevant later 

in this study as we propose flow centrality, a network characteristic derived from play-by-play analysis, 

as a better way to represent the role of a player within his team’s passing flow. Finally, we find that the 

number of successful Tackles and Ground Duels are also significantly overweighed by algorithms when 

compared to human experts. 

We also find other attributes on which human experts and algorithms seem to agree on the 

importance assigned to them. Red Cards, Big Mistakes, Own Goals, Missed Penalty Kicks, and Accurate 

Through Passes are some characteristics that appear as equally relevant for both human and algorithmic 

ratings. It is interesting to note that the first four of these are related to clear mistakes made by players 

during a game, suggesting that both methods are equally harsh with them in the case of misfortunes.  

Dimensionality Reduction 

After the previous comparisons with the algorithmic criteria, from now on we focus on the 

human judgment of soccer players only. Due to the large number of predictors in our data and the 

complex associations between them, we perform a principal component analysis with Promax rotation 

to reduce the predictors to meaningful underlying dimensions. This also avoids multicollinearity issues 



HUMAN EVALUATIONS OF PLAYERS’ PERFORMANCES AND THE ROLE OF NETWORKS IN SOCCER  20 
 

during the estimation of upcoming models in which we try to disentangle the human criteria as clearly 

as possible. The final dimensions are calculated as the average of the standardized items. Their alpha-

values and internal consistencies are shown in Table 7. More detailed information about this procedure 

can be found in the Appendix (Tables 15 & 16). 

Table 7 
Dimensionality Reduction 
Dimension α Basic Statistics Included 
1. Passing .76 Touches, Passes Acc., Passes Inacc., Long Passes Acc., Long Passes Inacc., Poss. Lost 

2. Risk Passing .87 Through Passes Accurate, Through Passes Accuracy % 

3. Dribbling .71 Dribbles Successful, Dribbles Success %, Ground Duels Won, Was Fouled 

4. Crossing .69 Key Passes, Crosses Accurate, Crosses Accuracy % 

5. Good Defending .59 Tackles, Interceptions, Aerials Won, Aerials Won %, Clearances, Stopped Shots 

6. Weak Defending .60 Dribbled Past, Ground Duels Lost, Fouls, Yellow Cards 

7. Shooting .64 Shots On Target, Shots Off Target, Shots Blocked 

The basic statistics Goals, Assists, Big Mistakes, Counter Attacks, Red Cards, Own Goals, and 

Missed Penalties are not included in any of the dimensions and remain as stand-alone predictors in the 

upcoming analyses. 

Social Network Analysis Metrics 

We now estimate the extent to which metrics derived from network theory help describe the 

performances of players. To do this, we first perform separate dominance analyses for each playing 

position with human experts’ ratings as the target. Of special interest to us is (1) to understand where 

the metrics derived from network theory stand in terms of importance compared to basic player 

statistics, and (2) to know which of the two different kinds of networks we proposed (play-by-play or 

aggregating all passing data across matches) provides metrics that are more closely related to the 

human experts' judgments.  

The dominance statistic is estimated from aggregating results across all possible combinations of 

independent variables. For this, we use the domin command in Stata 16, which is an implementation of 

the work originally proposed by Budescu (1993). We present the squared root of the standardized 

dominance statistic corresponding to each dimension in Figure 4. We exclude goalkeepers from this 

analysis, as the network metrics are theoretically irrelevant for their position. We also do not include the 

attributes Own Goals, Missed Penalties, and Sent Off, as they are rare actions unrelated to the network 

characteristics and therefore irrelevant for this part of the study. With a total of 16 predictors, their 
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dominance is then estimated in our case by aggregating results of 65,535 different regressions for each 

playing position. 

Figure 4  
Dominance Analyses per playing position 

 

At this point, we are mainly interested in studying the relevance of network metrics, so we focus 

on the first five attributes in Figure 4. The other attributes in the plot are still useful however to assess 

the importance of network measures as compared to basic statistics. We find some network metrics to 

stand among the most relevant for describing the performance of players. More specifically, 

Betweenness to Goals and Flow Success appear as the most dominant across all players aggregated after 

Goals. Furthermore, Flow Centrality completely dominates all the basic passing dimensions and is 

particularly informative for midfielders and less so for defenders. 

While comparing the results of the two different network approaches we used, we find the 

metrics from play-by-play networks to outperform the measures from networks with all passes across a 

match aggregated (Betweenness and Closeness Centrality). The latter are dominated by the former and 
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by the basic passing statistics for all positions, with the only exception found in defenders, where 

Closeness Centrality outperforms Flow Centrality, but not the basic passing dimension. In summary, our 

results would be in accordance with Ramos et al. (2017) and Korte et al. (2019) proposal that capturing 

the concept of attacking plays through networks on a play-basis is a better approach than the more 

popular simplification of generating one network per team per match. 

From the above, we conclude that some of the proposed network measures capture the human 

experts’ opinion about the performance of soccer players as well as or better than most of the 

traditional statistics in the game. However, we still do not fully know whether network characteristics 

add anything new on top of basic statistics. For this, we now study partial and semi-partial correlations 

of the network metrics with the human ratings when accounting also for the basic statistics in the data. 

For example, we know that the metric Betweenness to Goals includes the basic actions Goals and Assists 

within it. This raises the question of whether the high importance assigned to this metric in the 

dominance analyses is simply due to the effects of Goals and Assists and nothing else. By studying its 

effect on the ratings when holding everything else constant, we determine if it can capture something 

unique about the performance that is also valued by human experts. Table 8 shows the correlations of 

our predictors with the human experts’ ratings when the part of the variance in the latter that is shared 

with any other predictor is removed (partial corr.) or ignored (semi-partial corr.).  

Table 8 
Simple, partial, and semi-partial correlations of predictors with human ratings (N=21,944) 
 Defenders Midfielders Forwards 

Predictor 
Simple 
Corr. 

Partial 
Corr. 

Semi-
partial 

Simple 
Corr. 

Partial 
Corr. 

Semi-
partial 

Simple 
Corr. 

Partial 
Corr. 

Semi-
partial 

Betweenness Centrality -.01* -.01* -.01* -.13* -.03* -.03* -.17* -.02* -.01* 
Betweenness to Goals -.18* -.06* -.06* -.37* -.11* -.09* -.49* -.10* -.07* 
Closeness Centrality -.03* -.06* -.05* -.12* -.06* -.05* -.21* -.01* -.01* 
Flow Centrality -.05* -.03* -.03* -.24* -.13* -.10* -.31* -.11* -.08* 
Flow Success -.13* -.07* -.07* -.27* -.12* -.10* -.30* -.10* -.06* 
Assists -.13* -.08* -.07* -.26* -.14* -.11* -.27* -.18* -.12* 
Big Mistakes -.08* -.08* -.08* -.06* -.08* -.07* -.04* -.07* -.04* 
Crossing -.04* -.04* -.03* -.15* -.04* -.04* -.19* -.06* -.04* 
Counter Attacks -.08* -.07* -.07* -.21* -.10* -.08* -.24* -.09* -.06* 
Dribbling -.02* -.00* -.00* -.18* -.10* -.08* -.23* -.15* -.10* 
Goals -.21* -.16* -.15* -.38* -.28* -.24* -.63* -.50* -.38* 
Good Defending -.14* -.14* -.13* -.07* -.11* -.09* -.01* -.01* -.01* 
Passing -.06* -.03* -.03* -.18* -.01* -.01* -.20* -.01* -.00* 
Risk Passing -.05* -.02* -.02* -.15* -.06* -.05* -.15* -.04* -.02* 
Shooting -.06* -.01* -.01* -.22* -.03* -.02* -.35* -.04* -.03* 
Weak Defending -.12* -.12* -.11* -.00* -.02* -.02* -.04* -.03* -.02* 
*: p<.01          
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We find that the unique contribution of most network metrics (first five attributes in Table 8) to 

the variance in ratings is statistically significant but notably reduced. In other words, we conclude that 

network characteristics capture a significant but small part of the players’ performances that is valued 

by human experts and not captured by the basic statistics. This small part is still larger however than 

what most of other statistics uniquely capture. We find very few dimensions other than Goals or Assists 

with stronger partial correlations with the ratings than the metrics from play-by-play networks: none for 

midfielders and only Dribbling for forwards. 

Flow Centrality appears as a promising metric to describe a player’s dominance in the team’s 

passing network. We see that its association with performance ratings as judged by human experts is 

still strong even after removing what is already explained by all the passing statistics and other network 

measures. Defenders are an exception to this. For them, Flow Centrality is not as descriptive and the 

basic Defending dimensions are more informative than any of the network characteristics.  

We now follow the approach proposed by previous studies of ranking players according to these 

metrics in the German and English 2017-18 seasons and compare it with the general human consensus. 

We base the latter on the players’ average rating as given by human experts and the players’ estimated 

transfer value at the end of the season. This may serve as an interesting practical example about the 

usefulness of network metrics on top of the statistical analyses provided above.  
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Table 9. Top-5 players who played at least 20 games in 2017/18 Bundesliga and Premier League seasons 
in terms of (fs) flow success, (fc) flow centrality, and (btg) betweenness to goals. Rrating denotes the rank 
of the player in terms of the average rating assigned by Kicker, Bild, SkySports and/or The Guardian 
across the season. RMarketV denotes the rank of the player in terms of his transfer value on June 2018 as 
estimated by transfermarkt.com based on a range of characteristics and statistics. 

 
*: corresponds to the raw value of Flow Centrality before taking the natural logarithm (e.g. a value of .55 means that the player was involved in 
55% of his team’s plays during the games he played across the season). 

Table 9 shows that many of the top-rated players are indeed among the ones scoring highest in 

these metrics. We always find at least one top-5 rated player on any of the lists. Considering the number 

of eligible players, the probability of finding one top-5 rated player on a list by pure chance is around 

13% for Premier League and 16% for Bundesliga. For each metric, the probability of finding at least one 

top-5 player on the lists of both leagues as we do in our case by random chance is around 2%. These 

results are striking in the sense that ranking players based on these characteristics only deliver such a 

strong indicator already of the human experts’ consensus regarding best players. 

If we extend our lists to top-10 players for each of the two leagues, we find that estimated 

transfer values are more closely tied to the metrics describing the players’ offensive skills, such as Flow 

Success and Betweenness to Goals, than to Flow Centrality, which characterizes a player’s role in the ball 

distribution. The total estimated transfer values of the 20 players (10 from each league) that score 
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highest in Flow Success (€1048m) and Betweenness to Goals (€1172m) are considerably higher than the 

top 20 players according to Flow Centrality (€512m). This supports the common belief that actions 

directly related to goal-scoring determine a player’s market value the most (Anderson & Sally, 2013). 

Finally, it is worth noting that the total transfer values of players who score highest in Flow Success and 

Betweenness to Goals are very comparable to the ones obtained by ranking players based on goals per 

90 minutes (€1078m), assists per 90 minutes (€972m), or goals+assists per 90 minutes (€1192m). We 

conclude that these network metrics work as well as the most widely used statistics in the game for 

detecting top players as suggested by their market value.  

Understanding and predicting the human criteria for soccer players’ evaluation 

For the final stage of this study, we develop models for predicting and understanding the human 

ratings by using all the different kinds of data we have. The goals of this are to (1) recognize how much 

of the human criteria for evaluating different kinds of players can be explained with our data, (2) identify 

the most defining attributes for each playing position, and (3) identify the extent to which the overall 

performance of the team affects the ratings of its players. 

We first develop linear regression models for each playing position and later explore different 

machine learning algorithms to get a better idea about the extent to which linear models can be 

improved upon. To disentangle the effect of the entire team from the effect of the individual player on 

his final rating, we make use of group mean centred variables: for each of the predictors we differentiate 

between the team’s mean on that statistic during the match and the player’s deviation from his team’s 

mean during the match. The results from the linear regression models are summarized in Table 10. The 

standardized coefficients for each attribute are followed by either the letter T, referring to the team’s 

mean on that attribute, or the letter P, referring to the player’s deviation from the mean. The predictors 

corresponding to the class Team Statistics do not have a player’s deviation from the mean dimension 

(βP), as they are themselves related to the entire team. Because some attributes do not apply to certain 

playing positions, some coefficients are omitted as well. For example, goalkeepers’ deviation from the 

team’s mean in goals is omitted because it is always equal to the team’s mean and therefore redundant 

(there are no goalkeepers who scored goals in our data). Network metrics are also omitted for 

goalkeepers at the individual level. Finally, we exclude the network metrics Betweenness and Closeness 

Centrality, as previous analyses showed they are dominated by Flow Centrality and the basic passing 

dimension. 
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Table 10 
Linear Regression of human experts’ ratings (N=23,721) 

 Goalkeepers Defenders Midfielders Forwards 
Predictor βT βP βT βP βT βP βT βP 
Assists !.01! -- !.00! !.07* !.03! !.09* !.00! !.10* 
Big Mistakes -.07* -.11* -.03* -.04* -.03* -.03* -.04* -.02! 
Counter Attacks -.01! !.00! !.03* !.01! !.03* !.02! !.00! !.02! 
Crossing -.01! -- !.00! !.04* -.01! !.05* !.03! !.03! 
Dribbling !.00! !.05! -.02! !00! !.01! !.08* -.03! !.11* 
Goals !.05! -- !.22* !.15* !.26* !.23* !.24* !.38* 
Good Defending !.05! !.00! !.06* !.10* !.04* !.05* !.04* !.00! 
Missed Penalty Kicks !.03! -- !.00! -.02* !.01! -.03* !.01! -.03! 
Own Goals -.01! !.00! !.02! -.04* !.00! -.03* !.02! -.01! 
Passing -.03! !.02! -.06* !.02! -.04* !.01! -.03* !.04! 
Red Cards !.01! -- -.01! -.06* -.01! -.05* !.02! -.03* 
Risk Passing -.01! !.02! !.00! !.01! !.02* !.03* !.03! !.02! 
Shooting !.00! -- !.03! !.01! !.01! !.03* !.01! !.03! 
Weak Defending -.01! -.04! -.02! -.09* !.01! -.02! !.02! -.01! 
Saves from Inside the Box -- !.30* -.02! -- -.01! -- -.02! -- 
Saves from Outside the Box -- !.07* !.01! -- -.02! -- !.00! -- 
Goals Conceded from ITB -- -.35* -.36* -- -.20* -- -.12* -- 
Goals Conceded from OTB -- -.21* -.08* -- -.05* -- -.02! -- 
Saved Penalty Kicks -- !.12* -.01! -- -.02! -- -.02! -- 
Betweenness to Goals !.02! -- !.03! !.02! !.02! !.05* -.01! !.06* 
Flow Centrality !.02! -- !.00! !.02! !.00! !.12* !.02! !.08* 
Flow Success !.03! -- !.00! !.01! !.05* !.03* !.03! !.06* 
Win -.02! -- !.05* -- !.05* -- !.06* -- 
Lost -.06! -- -.09* -- -.11* -- -.09* -- 
Rater = Kicker !.41* -- !.15* -- !.05! -- !.07! -- 
Rater = Bild !.27* -- !.11* -- !.03! -- !.06! -- 
Rater = SkySports !.07! -- !.02! -- -.02! -- !.03! -- 
R2  42%  39%  45%  60% 
Mean Absolute Error  0.54  0.57  0.58  0.57 
*p < .01.         

All three goals presented at the start of this section can be answered to a certain extent by 

considering the results in Table 10. First, we find that we can understand more about the criteria 

through which forwards are evaluated by human experts than we do for other positions, as noted by a 

higher R2. A closer look reveals that this is the case only because forwards usually score more goals, 

which is the most powerful of our predictors. If we run the regressions only for players who scored zero 
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goals during a match, we find almost the same R2 for the different positions: 36.2%, 36.3%, and 37.2% 

for defenders, midfielders, and forwards respectively. 

As for our second objective, we find that conceding goals and making saves from inside the box 

are the most defining attributes for goalkeepers’ ratings. Scoring goals is the most defining individual 

attribute for the other three playing positions, but other important aspects vary according to the 

position. For defenders, both good and weak defensive actions are the most relevant. On the other 

hand, making assists, dribbling, and being more involved in the ball distribution of the team as 

represented by Flow Centrality are the attributes that define midfielders’ and forwards’ ratings the 

most. 

Regarding our last goal, we find evidence that indeed the ratings assigned to the players are 

affected by the overall performance of the team. We see that the number of goals scored by the team 

(team’s mean of Goals) and the number of goals conceded by the team (team’s mean of goals conceded 

by the goalkeeper) are strong predictors of a player’s rating. The final match outcome, as represented 

by the dummies Win and Lost, also significantly affects the ratings of all players except goalkeepers. We 

see that Lost is stronger than Win for all positions. This suggests that the (negative) effect of losing the 

match is larger than the positive effect of winning, both compared to a draw. The performance of the 

whole team also seems to affect its players’ ratings in other less obvious ways. We find that the team’s 

defensive performance, as represented by the team’s mean at Good Defending, significantly affects all 

players’ ratings in a positive way. Perhaps more surprisingly, we see that the team’s mean at Big 

Mistakes is also significant for all positions. In other words, it seems that when a player makes a mistake 

that leaves the team in a vulnerable position for conceding a goal, the rating of the whole team is 

negatively affected by it.  

For obtaining additional insights on how team performance affects individual players’ ratings, 

we can also make use of the two predictors left unused up to this point: Team Rating and Opponent 

Rating. If we were to add these to our models, we find that the average rating of a player’s teammates, 

as represented by the variable Team Rating, becomes the strongest predictor of all, even surpassing 

Goals. Furthermore, R2 is significantly increased to 47%, 49%, 55%, and 66% for goalkeepers, defenders, 

midfielders, and forwards respectively, while the mean absolute error of the predictions is reduced to 

0.51 for all positions. The team means of all predictors lose statistical significance after including these 

two variables, suggesting that all these measurements of team performance are already covered by the 

Team Rating predictor.  
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We now look at the unstandardized coefficients of the regressions to get a more practical feel 

for what these findings mean. For instance, we can estimate that scoring a goal increases the ratings of 

all the team’s players by approximately 0.20 points, while the rating of the player who scored increases 

almost 1 point: he gets the 0.20 points of the team effect, plus other 0.80 points for being the actual 

goal-scorer. This example does not apply however to goalkeepers, whose rating is not affected at all 

when their teams score, and the exact values vary somewhat for the other positions as well, with 

defenders particularly being less rewarded during goals (0.17 points of team effect, plus 0.67 points for 

being the goal-scorer). Another conclusion obtained by observing unstandardized coefficients is related 

to the Win and Lost dummies: despite their statistical significance, we see that winning the match 

results only in +0.1 points and losing it results in -0.2 points for each of the team’s players. So even when 

the significance of these dummies suggests a possible outcome bias on the experts’ judgment that 

corresponds with previous research (Kausel, Ventura, & Rodríguez, 2019), a closer look reveals that 

according to our data this bias has a very small influence on their final judgment. It is worth noting 

though that these examples are merely approximations in the sense that we are assuming zero 

correlations between the different predictors. 

A final note on this analysis is related to the absence of interaction effects. There are more than 

a hundred interaction effects that could make sense theoretically and practically in the proposed 

models, mostly between the different raters’ dummies and every team or player attribute, and between 

the dummies Win or Lost and any of the attributes. In other words, the effect that any attribute has on 

the ratings could be different for any given rater, or the strength of the effect could be different if the 

team won or lost the match. If we were to add all these 122 potential interaction effects to the models, 

we can increase R2 about 3.5% for each position. Only a few of them are statistically significant at the 

0.01 level, but to consider these significances as meaningful would be capitalizing on chance, which is 

why we decide to leave interaction effects out of our models and merely mention this fact as a final 

note. 

We continue by exploring the results obtained with different machine learning algorithms. The 

goal with this is twofold: first, to discover whether we can improve accuracy with black-box models 

instead of the simpler linear ones; and second, to get the point of view of a different algorithm on the 

importance assigned to each attribute per position. For each of the models listed in Table 11, we divide 

our data into a training (70%) and a testing (30%) set. The data-points randomly selected for each set 

are the same across all five models, so we can compare their performance. We perform 3-fold-cross-

validation on the training data to decide on the optimal hyper-parameters of each model, and then we 
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test them with the remaining 30%. More detailed information about this process and the hyper-

parameters finally used in each model can be found in the Appendix. 

Table 11 
Performance of different models predicting human ratings in Testing Set (30%) 

 R2 Mean Absolute Error* 
Model GK DF MF FW GK DF MF FW 
Linear Regression 43% 38% 46% 61% 0.54 0.57 0.56 0.55 
Multi-layer Perceptron 43% 34% 46% 59% 0.54 0.59 0.56 0.57 
Support Vector Machines 41% 37% 46% 61% 0.54 0.57 0.56 0.56 
Decision Tree 27% 29% 42% 57% 0.60 0.60 0.58 0.59 
Random Forest 43% 46% 53% 64% 0.53 0.52 0.53 0.54 
*: corresponds to mean absolute error when predicting ratings on 1 to 10 scale 

As shown in Table 11, we find linear models to perform surprisingly well as compared with other 

more complex ones. They are outperformed only by random forests. Because it is the model with which 

we get the most accurate predictions, we use random forest for obtaining the additional perspective on 

the relevance of each predictor by position. Also known as Gini importance, the relevance of predictors 

is estimated as the normalized total reduction of the criterion brought by that feature. Because they are 

two very different algorithms, it is interesting to study the importance of features assigned by random 

forests to either confirm or bring into question the conclusions obtained after inspecting the results 

from the linear perspective. For each predictor, Figure 7 shows the effect of the team’s mean next to the 

one corresponding to the individual players’ performance on that attribute.  
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Figure 7  
GINI Importance of features per position in Random Forest 
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We find a few differences and many similarities with what was concluded from the linear 

models. Scoring goals is again the most defining feature that determines players’ ratings in general, but 

its importance is notably reduced for defenders. For them, the defending dimensions appear as more 

relevant. Some offensive attributes, such as Shooting or Dribbling, that were irrelevant for defenders in 

linear models, appear to be used to some extent by random forests for deciding on their ratings. For 

midfielders and forwards, making Assists is somewhat reduced in importance, while Dribbling, 

Betweenness to Goals, and Flow Centrality remain as some of the most defining attributes, as was 

suggested by the linear models. 

The random forests’ perspective also confirms that team performance affects players’ ratings on 

top of their individual performance. This is even more pronounced for defenders than for other 

positions. We see that the number of goals conceded by the team and whether the team lost the game 

are the two most relevant aspects for evaluating their performance. Regarding the match result, we 

again find that the dummy Lost is more relevant than Win, confirming that losing has a greater effect on 

the players’ ratings than winning. 

Finally, if we were to add our previously unused predictors Team Rating and Opponent Rating, 

we encounter a similar situation to the one from the linear models: R2 increases significantly for all 

positions and the predictor Team Rating becomes the most powerful of all. In other words, the average 

rating of a player’s teammates is the strongest predictor of the player’s rating, and this is confirmed 

both by linear and random forest regressor models. The rating of the opponent team is also a very 

strong predictor of defenders’ ratings, but not so for the other positions. 

Discussion and Conclusions 

With the present study, we have attempted to answer several different things, with the human 

judgment regarding soccer players’ performances being at the core of them all and connecting our 

different questions.  

First, we found no reason to believe that ratings assigned by human experts are not appropriate 

for being used as valid measurements of soccer players’ performances. More research would be needed 

to answer this question with stronger evidence, but at least we have found that there seems to be an 

underlying consensus about what constitutes a good player performance, finding moderate to strong 

agreement across different experts and publications. Players’ ratings assigned by human experts go a 

long way back. For some of the sports publications considered for this study, we have found these 

quantifications of players’ performances dating back to 1996, with thousands of players’ ratings 
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available on their websites for each year ever since. The possibility of using such a massive amount of 

data related to human judgment across time could be at least considered more often than it currently is 

in soccer or decision-making research. 

Second, we analysed differences between the traditional method in which human experts rate 

players’ performances with the more recent one in which the task is solved by algorithms. We found 

that goals and assists are overweighed by algorithms and that winning aerial duels is the attribute in 

which both methods differ the most, with algorithms assigning much more importance to it. Because 

these algorithms weigh the different attributes based on the influence of each action on the final result 

across thousands of matches, we suspect that winning aerial duels may have more impact, statistically 

speaking at least, on a team’s success than what human experts believe.  

Third, we used the ratings assigned by human experts to understand the extent to which seeing 

soccer matches as strategic networks can help to describe the players’ displays. We found that analysing 

each passing sequence separately provides metrics that work better at portraying the players’ 

performances than the most popular method of generating networks from aggregated passing data 

across matches. To our knowledge, this is the first study to use the former method, which follows from 

basketball, to describe the performance of individual players. Our findings suggest that it could be useful 

to do so in further studies of the kind as well. More specifically, we found Flow Centrality, Flow Success, 

and Betweenness to Goals, three individual network characteristics derived from this method, to 

significantly predict the final rating that human experts assign to players. Furthermore, ranking players 

based on these characteristics alone already delivers a strong indicator of the human consensus 

regarding best players. When studying these network metrics together with the more basic statistics, we 

found however that they do not capture a whole lot of a player’s performance that is not already 

captured by traditional statistics. Flow Centrality is the network characteristic that appears as the most 

promising in this sense. It seems to describe the players’ importance within the ball distribution network 

of their teams more accurately than all the different passing statistics together. 

For the last stage of this study, we disentangled the human experts’ criteria as much as possible 

by predicting their ratings with our data through linear regression and random forest machine learning 

models. When analysing the most defining attributes per position, we found that defenders are mostly 

judged by their defensive actions, both positive, such as clearances or tackles, and negative, such as 

being dribbled past by an opponent. On the other hand, midfielders and forwards are mostly evaluated 

by their goals, assists, dribbles, and Flow Centrality. Moreover, we found evidence that the overall 

performance of a team significantly affects the ratings of its individual players. If we were to add the 
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average rating of a player’s teammates as an additional variable in our data, it becomes the strongest 

predictor of the player’s rating himself. Because of the teamwork nature of soccer, this last finding is 

hard to interpret. It could well be that a good performance by the whole team in fact facilitates a 

context for individual players to perform better individually in ways other than what our data capture. 

Another likely and not-mutually-exclusive explanation comes from a psychology perspective and is 

related to the presence of an anchoring effect in the human experts’ judgment. In other words, the 

experts may use the overall performance of the team as an anchor from which they later adjust the 

ratings of its players plus or minus a few points according to their more specific performance. This kind 

of bias is very commonly found in human performance judgments in general (Thorsteinson et al., 2008), 

so it seems more than reasonable to suspect that soccer experts are not immune to it. 

On average, we were able to explain slightly more than half of what constitutes a player’s 

performance according to human experts, with R2 ranging from 46% for defenders to 64% for forwards. 

This suggests that there may be other aspects of the players’ performances that are valued by the 

experts and not captured by data from soccer-logs. Naturally, we can only speculate about which these 

additional attributes are, but further qualitative research could throw some light on this matter and 

suggest improvements in data collection in soccer. Among other things, we suspect that some off-the-

ball actions can be highly regarded by experts, but are nowhere to be found in current soccer-logs. 

Moreover, there are additional ways to process data from soccer-logs to obtain new information that 

experts may consider for their judgments. Among these, considering the context in which each event 

takes place should help increase the understanding of the experts’ criteria. For example, instead of 

considering all tackles equally, one could differentiate between a successful tackle that prevents an 

opponent player from being one-on-one with the goalkeeper and a tackle that occurs on midfield under 

a situation in which the team did not appear at risk of conceding in the first place. Some recent 

approaches in soccer research, such as the one proposed by Decroos et al. (2019), attempt to account 

for this by weighing each event according to the difference in expected goals of the situation right after 

and right before the event takes place. It would be interesting to include this kind of information in 

further studies similar to ours to see how much one could improve the understanding of the human 

experts’ criteria with it. Such an approach could be useful even for better describing goalkeepers’ 

performances, for which despite their seemingly simple role within the game we were able to explain 

only 43% of what constitutes their performance ratings. We suspect that assigning weights to their save 

attempts based on, for example, the expected goals value of the shots they did or did not save should 

help to reduce this gap. Another way in which the context of an event can influence its importance is the 
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current score of the match. For example, making a Big Mistake likely has a larger negative effect on a 

player’s rating if it is made when the score of the match is 0-0 than if the team is winning 4-0. It would 

be interesting to also account for this in future research. 

There are some limitations inherent to the present study that must be considered. First, as 

mentioned above, there may be important aspects of the game such as pressing or creating spaces 

through off-the-ball movements that were not captured at all by our data. We also limited our analyses 

to team’s and individual players’ basic statistics and network characteristics only, but there are more 

ways to squeeze soccer-logs through different machine learning approaches that could result in new 

predictors that significantly improve our understanding of the players’ performances. Second, despite 

including two international competitions, 85% of our data-points consisted of performances from the 

German or English leagues only. It could be the case that experts from other parts of the world value the 

different aspects of the players’ performances differently. Finally, we performed separate models for 

goalkeepers, defenders, midfielders, and forwards, but more precise insights may be obtained by 

studying more specific positions separately. For instance, human experts may use different criteria for 

evaluating attacking and defensive midfielders, but by aggregating all the different kinds of midfielders 

into one category we may have missed such distinction in the experts’ judgments. 

To conclude with, we believe that despite the well-known limitations of human assessments, 

relying on subjective experts’ judgments could be useful for quantifying complex tasks for which no gold 

standard exists, such as the performance of a soccer player. We have used a large amount of data from 

soccer-logs to somewhat unravel the black-box criteria used by human experts to evaluate the game, 

and by studying what is inside of it we concluded that social network analysis can be an interesting 

approach for measuring the individual contribution of players to their team’s success. We also identified 

the most defining attributes per playing position and we concluded that the overall performance of the 

team affects the evaluations of individual players. Many other questions could be answered in the 

future by following a similar approach. Finally, current algorithms that are meant to replace human 

experts at these kinds of complex tasks can perhaps be improved upon by learning from how humans do 

the task in the first place. The opposite is also true, as human experts can arguably improve their 

assessments by considering the statistical relevance behind certain aspects that they may 

underestimate despite of their own intuition and expertise.  
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Appendix 

Calculation of Network Metrics 

Metrics from networks with aggregated passing data across matches. We developed one 

adjacency matrix per team per match based on the total number of passes that each player gave to each 

other. This information was extracted from the raw event data by writing specific code in Python. 

Networks were then created with NetworkX Python package and different centrality measures were 

calculated. We used two of these centrality measures as final predictors in our data: Betweenness and 

Closeness Centrality. Betweenness Centrality is a measure of how often a given node falls along the 

shortest path between two others. It is calculated for a given focal node by computing, for each pair of 

nodes other than the focal one, what proportion of all the shortest paths from one to the other pass 

through the focal node. These proportions are summed across all pairs and the result is a single value for 

each node in the network. A node’s betweenness is zero when it is never along the shortest path 

between any two others, and one when the node lies along every shortest path between every pair of 

other nodes. On the other hand, Closeness Centrality is defined as the sum of the geodesic distances 

from a node to all others. Closeness is an inverse measure of centrality in the sense that large numbers 

indicate that a node is highly peripheral, while small numbers indicate that a node is more central. 

Metrics from play-by-play networks. We developed one adjacency matrix for each attacking 

play of a team during a match. We defined an attacking play as a possession that features at least two 

consecutive successful passes. The attacking play ends after the ball goes out of play or there is a foul 

committed, if a goal is scored, or if the team losses possession of the ball in hands of the opponent. 

Somewhat inspired by the work of Fewell et al. (2012) on basketball, we extracted three metrics from 

these networks: Flow Centrality, Flow Success, and Betweenness to Goals.  

Flow Centrality captures the player’s involvement within his team’s passing flow. We first 

computed Player’s Involvement by dividing the number of plays in which the player was one of the 

nodes by the total number of plays of the team. Being one of the nodes in the network of an attacking 

play requires either successfully giving or receiving a pass. The number of passes that a player gave or 

received during the play is not relevant, as long as it is greater or equal to one. Therefore, Player’s 

Involvement features a range from 0 (the player did not participate in any of his team’s plays) to 1 (the 

player participated in all of his team’s plays). We denoted Flow Centrality as the natural logarithm of 

Player’s Involvement. 
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We then compared the aforementioned player’s involvement measure for successful versus 

total number of plays, resulting in a success ratio that is considered as a measure of the player’s 

contribution to the team’s success. We considered a play to be successful if it ends with a shot, but 

whether the shot is on or off target is not relevant. As Korte et al. (2017) found, this success ratio varies 

greatly according to the player’s position: defenders tend to be involved the most in unsuccessful plays, 

as most attacking plays start with them trying to move the ball forward from the back of the field, while 

forwards’ success ratio tends to be higher simply because once the ball reaches their position, the play is 

already in an advanced state closer to the opponent’s goal. We confirmed these findings with our data 

as well (Table 12). For this reason, we normalized this success ratio by the average success ratio of the 

player’s position across our entire dataset and denoted this metric as Flow Success. This metric then 

measures the ability of the player to make the plays in which he is involved end with a shot, as 

compared to what would be expected according to the position in which he plays (a value of 1 suggests 

that he did exactly as would be expected). 

Table 12 
Average Success Ratio per playing position 
Position N Avg. Success Ratio 
Goalkeeper 1,527 0.042 
Defender Right 1,147 0.075 
Defender Center 3,604 0.066 
Defender Left 1,147 0.080 
Defensive Midfielder Right 295 0.086 
Defensive Midfielder Center 1,073 0.092 
Defensive Midfielder Left 295 0.093 
Midfielder Right 538 0.113 
Midfielder Center 2,593 0.101 
Midfielder Left 547 0.114 
Attacking Midfielder Right 412 0.135 
Attacking Midfielder Center 1,039 0.143 
Attacking Midfielder Left 415 0.147 
Forward Right 300 0.156 
Forward Center 1,998 0.165 
Forward Left 302 0.156 

Finally, we calculated a more restricted player’s involvement measure by considering a player to 

be one of the nodes in the network only if he was involved during the last 5 events before any outcome, 

either a successful or unsuccessful one. We modified the definition of success by considering a play to 

be successful only if it ends with scoring a goal, and then compared this more restricted player’s 

involvement measure for successful versus total number of plays. We denoted this new success ratio as 

Betweenness to Goals. The interpretation of this metric is then straightforward: it measures the number 
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of the team’s goals in which the player was involved during the last 5 events (usually four passes 

followed by one shot that produces the goal) as a fraction of the total number of plays in which the 

player was involved. Given the obvious importance that scoring goals has in soccer, we consider this 

metric as a way of rewarding the players involved in them other than the one who actually scored and 

the one who gave the assist. 

Correlations 

 Below we present the correlations between the different predictors in our data. Table 13 shows 

the correlations between the 36 basic statistics in our data set. It is intended as a complement to Table 

6, where we studied differences between human experts and algorithms through our basic attributes.  

 Table 14 shows the correlations between the final predictors in our data set, after performing 

the principal component analysis. It also includes the network characteristics resulted from play-by-play 

analyses. It is intended as a complement of Table 10, where we used the group mean centered version 

of these predictors to disentangle the human experts’ criteria for judging players. 
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Dimensionality Reduction: Principal Components Analysis 

Because of their great predictive power, we first excluded the basic attributes Goals and Assists 

from the analysis, and also the goalkeeping statistics. We created a few new variables out of the basic 

statistics related to the percentage of success versus total of certain actions (e.g. pass accuracy 

percentage, dribbling success percentage, etc.) and included them in the analysis. After a first try, we 

excluded the attributes that did not load into any factor with loading greater than 0.4. We performed 

the analysis with the remaining attributes and 10 factors in total: 

Table 15 
Factor Analysis/Correlation (Promax Rotation) 
Factor Variance Proportion 
Factor 1 3.24390 0.1046 
Factor 2 3.21953 0.1039 
Factor 3 2.22258 0.0717 
Factor 4 2.19351 0.0708 
Factor 5 2.13746 0.0690 
Factor 6 2.09636 0.0676 
Factor 7 1.99682 0.0644 
Factor 8 1.76946 0.0571 
Factor 9 1.63180 0.0526 
Factor 10 1.61372 0.0521 

     
Based on the factor loadings from Table 16, we designed our factors considering also that the 

goal is to have underlying dimensions with clear meanings. In other words, we applied a few minor 

changes to the suggestions derived from the factor loadings so that the resulting dimensions make 

sense from a soccer perspective: 

- Passing Dimension: We merged Factor 1 (related to accurate passing) and Factor 2 (related to 

erratic passing) into one final dimension including all passing statistics.  

- Risk Passing Dimension = Factor 3. 

- Dribbling Dimension = Factor 4. 

- Good Defending Dimension: We merged Factor 5 (related to positive defensive actions) with 

Factor 10 (related to winning aerial duels) into one dimension including all positive defensive 

attributes. 

- Shooting Dimension = Factor 6 with the addition of Shots on Target. 

- Crossing Dimension = Factor 7 
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- Weak Defending Dimension: We merged Factor 8 (related to negative defensive actions) with 

Factor 9 (related to losing aerial duels) into one dimension including all negative defensive 

attributes.  

The final dimensions were calculated as the average of the standardized items. We have 

presented their alpha-values and internal consistencies in Table 7.  

 
 

Machine Learning Models 

Multi-Layer Perceptron. We first normalized all predictors and the target variable to a -1 to 1 range. We 

performed 3-fold cross-validation on the training data trying all combinations of the following hyper-

parameters settings: 

- Alpha: [0.001, 0.005, 0.01, 0.1, 0.25, 0.5, 0.75, 1, 2, 5]. 
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- Activation function: [Sigmoid, ReLu] 

- Hidden layer sizes: [(70,), (150,), (200,), (300,), (400,), (500,), (600,), (700,), (900,), (1200,)] 

We present the results of the cross-validation in Table 17. The best parameters obtained in 

cross-validations were the ones later used on the testing data.  

Table 17 
  

Multi-Layer Perceptron: Cross-Validation and Hyper-Parameters Selection 
 Best Parameters  
Position Alpha Activation Hidden Layers Cross-Val Score (R2) 
Goalkeepers 0.01 Sigmoid (1200,) 37.25% 
Defenders 0.01 Sigmoid (200,) 35.88% 
Midfielders 0.005 Sigmoid (200,) 55.02% 
Forwards 0.5 ReLu (500,) 57.40% 

Support Vector Machines. We performed 3-fold cross-validation on the training data trying all 

combinations of the following hyper-parameters settings: 

- Kernel: [Linear, Sigmoid]. 

- Degree: [1, 2, 3, 4] 

- Gamma: [Scale, Auto] 

- C: [0.1, 0.5, 0.75, 1, 1.25, 1.5, 2, 4] 

We present the results of the cross-validation in Table 18. The best parameters obtained in 

cross-validations were the ones later used on the testing data.  

Table 18 
   

Support Vector Machines: Cross-Validation and Hyper-Parameters Selection 
 Best Parameters   
Position Kernel Degree Gamma C Cross-Val Score (R2) 
Goalkeepers Linear 2 Scale 2.00 37.40% 
Defenders Linear 1 Scale 1.25 36.88% 
Midfielders Linear 4 Scale 1.50 43.30% 
Forwards Linear 3 Auto 0.75 56.84% 

Decision Tree. We performed 3-fold cross-validation on the training data trying all combinations of the 

following hyper-parameters settings: 

- Max. Depth: [2, 4, 5, 6, 8, 10, 15, 20]. 

- Min. Samples Leaf: [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 12, 14] 
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- Min. Samples Split: [2, 3, 4, 5, 6, 7, 8] 

We present the results of the cross-validation in Table 19. The best parameters obtained in 

cross-validations were the ones later used on the testing data.  

Table 19 
  

Decision Tree: Cross-Validation and Hyper-Parameters Selection 
 Best Parameters  
Position Max. Depth Min. Samples Leaf Min. Samples Split Cross-Val Score (R2) 
Goalkeepers 4 4 8 21.69% 
Defenders 4 14 6 29.94% 
Midfielders 6 14 8 37.34% 
Forwards 5 9 6 51.31% 

Random Forest. We used random forests’ Out-of-Bag (OOB) scores as a cross-validation. In other words, 

we decided on the hyper-parameters that gave the best OOB scores on the 70% training data. We tried 

combinations of the following hyper-parameters settings: 

- Max. Features: [5, 7, 5, 6, 8, 10, 15, 20]. 

- Min. Samples Leaf: [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 12, 14] 

- Min. Samples Split: [2, 3, 4, 5, 6, 7, 8] 

We present the results in Table 20. The best parameters obtained according to their OOB score 

were the ones later used on the testing data. We always used n_estimators=2000 (total number of trees 

in the forest) to ensure robustness in the predictions. 

Table 20 
  

Random Forest: Cross-Validation and Hyper-Parameters Selection 
 Best Parameters  
Position Max. Features Min. Samples Leaf Min. Samples Split OOB Score (R2) 
Goalkeepers 20 2 3 39.57% 
Defenders 10 1 3 44.58% 
Midfielders 10 1 3 49.65% 
Forwards 18 1 3 60.51% 

 

 
 
 


