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Preface 

When I started my Ph.D. four years ago, the area of on-line machine scheduling 
was new to me. That it wasn't much older to the rest of the world, became clear 
after I counted the few papers that had been published in the area. Since then a lot 
has changed. I now know a lot more about the area, and the area knows a lot more 
about me. 

Working in a new area can be elevating since every result one proves also is 
a new result, but it can also be frustrating since there is nothing to rely on. I am 
happy to report that, in the present case, the elevation has been far greater than the 
frustration. 

Although only my name appears on the cover of this thesis, I am indebted to 
many people who contributed to my work. Therefore, I would like to express my 
gratitude towards them. 

First of all, I thankJan Karel Lenstra for giving me all the opportunities I needed 
to successfully complete this thesis. He always introduced me to the right people 
at the right time. This resulted in many productive cooperations, which eventually 
resulted in this thesis. Furthermore, I thank Jan Karel for his many suggestions to 
improve both the style of my writing and the layout of this thesis. 

Secondly, I would like to thank Emile Aarts. He was the one who encouraged 
me to pursue a Ph.D. degree. During the last four years he always showed a lot of 
interest in my work, and in the final stage of the writing process he helped me to 
finish what he had encouraged me to start. 

Next, I express my gratitude to Han Hoogeveen. Since the beginning, he has 
been actively involved in both the research and the process of writing the results 
down. By carefully reading drafts of my work, he pinpointed all inconsistencies 
and all unmotivated steps, which resulted in many improvements. I will never for
get his efforts to bring my proofs up to his personal standards of transparency and 
readability. 

I am also grateful to the many people that I have had the pleasure to work with, 
in particular to Bo Chen, Gerhard Woeginger, and Leen Stougie. Their enthusi
asm and many ideas have always been very stimulating to me. I also owe thanks 
to Robin Schilham for his assistance in creating the instances of the job insertion 
problem. 
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Furthermore, I thank my family and friends for their continuing support and 
interest in my work. 

Finally, I would like to thank my companion in life, Judith Migchels. She con
stantly reminds me of the fact that there are many important things in life besides 
work. 

Eindhoven, August 1997 Aijen Vestjens 
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1 
Introduction 

This thesis is concerned with the theory of on-line scheduling. On-line scheduling 
problems occur in situations where scarce resources have to be allocated to activi
ties over time, without having full knowledge of the future. Its applications can be 
found in areas like production planning, computer control, personnel scheduling, 
and maintenance scheduling. 

Scheduling models have been studied in many varieties and from many view
points. Most attention has been paid to deterministic off-line scheduling, a sub
area in which all information that defines a problem instance is known in advance 
with certainty; see, e.g., Lawler, Lenstra, Rinnooy Kan & Shmoys [1993), Brucker 
[1995], Pinedo [1995], and Hoogeveen, Lenstra & Van de Velde [1997]. The as
sumption that all of the information needed to define a problem instance is known 
in advance is often not valid in practice, however. Abandoning it has led to the 
rapidly emerging field of on-line scheduling. 

This introductory chapter is organized as follows. We first introduce machine 
scheduling in Section 1.1, before elaborating on the respective on-line paradigms 
in Section 1.2. Next, in Section 1.3 we give three practical examples of on-line 
machine scheduling problems and relate them to the models and paradigms defined 
in the first two sections. Section 1.4 outlines the concept of competitive analysis, 
which we use to measure the quality of an on-line algorithm. The chapter ends 
with an outline of the thesis in Section 1.5. 

1 



2 Introduction 

1.1 Machine scheduling 

The models in the area of machine scheduling are highly standardized: they con
cern the scheduling of n jobs (the activities) on m machines (the resources), each 
of which can process no more than one activity at a time, so as to optimize some 
objective function. The specification of a machine scheduling model requires the 
description of a machine environment,job characteristics, and an optimality crite
rion. hi the remainder of this section we give an overview, based on Hoogeveen, 
Lenstra & Van de Velde [1997], of the different machine environments, job char
acteristics, and optimality criteria that are frequently used in the area of machine 
scheduling. For a more elaborate description of these features and an introduction 
to more general machine scheduling models we refer to Pinedo [1995]. 

Machine environment. The simplest machine environment is the single machine, 
on which n jobs lj> each consisting of a single operation, have to spend a process
ing time equal to their given processing requirements p 1 (j = 1, ... , n ). hi a 
parallel machine environment, Ji has to spend its processing requirement on any 
of m machines. These can be identical, in which case the machines operate at the 
same speed; uniform, in which case each machine has its own speed; and unrelated, 
in which case the speed of a machine is job-dependent Open shops, flow shops, 
and job shops are m-machine environments in which each job consists of several 
operations, each of which has to be executed on a designated machine; no job can 
undergomore than one operation at a time. In a job shop, the order in which the 
jobs have to be executed is fixed; in a flow shop, this order is fixed and the same 
for all jobs; and in an open shop, the order is free and hence up to the scheduler. 

Job characteristics. The job characteristics include the possibility of allowing 
preemption, and of specifying precedence constraints, release dates, and deadlines. 
If preemption is allowed, then an operation may be interrupted and resumed at the 
same time on a different machine or at a later time on any machine; if preemption is 
not allowed, an operation, once started, must be processed until completion with
out interruption. A precedence constraint stipulates that a certain job cannot start 
before another one has completed. Job availability may be restricted by imposing 
a release date rj, before which Jj cannot be started, and a deadline dj, by which 
11 has to be completed. 

Optimality criteria. A feasible schedule is an allocation of the operations to time 
intervals on the machines such that all restrictions, such as precedence constraints 
and release dates, are met. The optimality criterion is usually a function of the com
pletion times Ct, ... , Cn of the jobs. The flow time of a job is defined as Fj = 
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Cj - 'J, i.e., the time the job is in the system. Common criteria are maximum 
completion time or makespan defined as Cmax = maxi Cj. total completion time 
I: CJ, and total flow time L FJ. If lj has a due date dj, we can compute its 
lateness LJ = Cj - dj. its earliness EJ = max{O, d1 - Cj }, and its tardiness 
TJ max{O, CJ - dj }, for any given schedule. Important criteria involving due 
dates are maximum lateness defined as Lmax = max J L J, total earliness I: E J, 
total tardiness I: T1, and the number of tardy jobs (i.e., with c1 > d1). If each 
job has a weight w J, then we can also have weighted versions of these criteria. 

1.2 On-line paradigms 

It is unlikely that all information necessary to define a problem instance is avail
able beforehand. This belief has prompted the research on on-line models. These 
models, or paradigms, differ from each other with respect to the way in which the 
information becomes available to the algorithm. There are several different pos
sibilities. For an excellent survey of the results obtained for the various on-line 
paradigms we refer to Sgall [1998]. The following situations are distinguished. 

Jobs arriving in a list. In this paradigm the jobs are ordered in some list and are 
presented one by one to the algorithm. As soon as a job is revealed, the algorithm 
knows all of its characteristics, including its processing requirement. The algo
rithm must assign the job to a time interval and a machine for which the constraints 
imposed by the instance, such as a release date and a deadline, are met. This as
signment is irrevocable, i.e., the algorithm cannot change it after it sees the next 
job in the list. 

This paradigm corresponds to the standard on-line model of request sequences. 
It is used for on-line problems such as bin packing, load balancing, graph coloring, 
and paging. As none of these problems includes the notion of time, the only on-line 
feature is the limited information of future requests. The number of future requests 
the algorithm knows at a decision point is often referred to as the look-ahead of the 
algorithm. Consequently, the above described paradigm refers to algorithms with 
look-ahead one. 

Jobs arriving over time. Here the jobs become available over time at their arrival 
dates. The characteristics of a job other than its processing requirement, become 
known when the job becomes available. If the on-line algorithm is clairvoyant, 
then also the processing requirement of a job becomes known at its arrival. If the 
on-line algorithm is non-clairvoyant, then the processing requirement of each job 
is still unknown when the job is available; as long as the job is not finished, a non
clairvoyant on-line algorithm only knows whether it is still being processed or not. 
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Unlike in the previous paradigm, at any time all currently available jobs are at the 
disposal of the algorithm; any of them that is not hindered by a release date or by 
precedence constraints can be started on any machine or be delayed further. Also, 
if preemptions or restarts are allowed, the algorithm can decide to preempt or stop 
any job that is currently being processed. 

The situation where the arrival date of the next job is known to a clairvoyant on
line algorithm is known as nearly on-line scheduling [Labetoulle, Lawler, Lenstra 
& Rinnooy Kan, 1984]. If all arrival dates are known in advance to a clairvoy
ant algorithm, then we are back at off-line scheduling, i.e., scheduling with full 
knowledge of the problem instance in advance. More than in off-line scheduling, 
the option to preempt a job can be very important in the on-line paradigms where 
jobs arrive over time. It enables the scheduler to correct mistakes, in a limited way. 
A scheduler may learn about the future without having to wait, doing nothing and 
leaving the machine idle. A similar effect is obtained if restarts are allowed. 

In this thesis we only consider the on-line paradigm where jobs arrive over 
time, as time is an important notion in machine scheduling. Most of the time we 
will focus on clairvoyant algorithms. Hence, the only on-line feature considered 
in this thesis will be the lack of knowledge of jobs arriving in the future. 

1.3 Some practical examples 

We now give three examples of on-line machine scheduling problems. The exam
ples occur in planning, production planning, and computer control, respectively. 

Example 1.1. A queue of cars is standing in front of a ferry-boat waiting to be 
transported to the other shore. The ferry man that is standing in front of this queue 
is given the task to assign each of the cars to a location on the ferry-boat so as to 
minimize the free area of the ship. Because the view of the ferry man is partially 
blocked he can only see the first three cars in the queue at a time. Once the first of 
these three cars has been assigned to a position on the ship, the cars move up and 
he sees the next third car in the queue. Due to his years of experience the ferry man 
knows exactly the space needed by a car once he sees it. For obvious reasons the 
assignment of a car cannot be changed once the decision has been made. To avoid 
chaos the assignment of the cars to the deck of the ferry-boat is highly structured. 
The deck of the ferry-boat is divided into parallel lanes of equal width and equal 
length. Each lane is wide enough to be able to contain any of the cars. Cars can 
only be assigned to the prescribed lanes and must be located one after another in 
each of the lanes. D 

If we want to formulate this problem in terms of the models defined in Section 1.1, 
we have to look for the machine environment, job characteristics, and an optimal-
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ity criterion. The jobs in this example are the cars, and the processing requirement 
of a job is the length of the car it represents. The machines are the lanes into which 
the deck is partitioned. Every job can be assigned to any lane and uses an amount 
of space that is independent of the lane, which implies that the environment corre
sponds to a set of identical parallel machines. The objective is to minimize the free 
area, which is equivalent to minimizing the total length of the cars left ashore. De
fine a due date and a weight for each job to be equal to the length of the lanes and 
the length of the car it represents, respectively. Now the objective is to minimize 
the weighted number of tardy jobs. The on-line paradigm is the one where jobs 
arrive in a· list, and only algorithms with look-ahead three have to be considered. 

Example 1.2. A factory faces a continuous demand for cardboard boxes of var
ious types. The boxes are produced by a group of machines. Every machine can 
make a complete box from a single cardboard sheet. This includes printing in multi
colors, cutting, folding, and gluing. Because the machines were bought over the 
years, they all have different processing speeds. Every order consists of a speci
fied number of boxes of a specific type. All orders have a due date, which is the 
promised date of delivery. One now has to decide how to assign the orders to the 
machines so as to minimize the number of late orders. 0 

The jobs in this example are the orders that have to be produced, and the machines 
are simply the machines in the factory. Every job can be processed by each of the 
machines. Together with the fact that all machines have different speeds this im
plies that the environment corresponds to a set of uniform parallel machines. The 
objective is the minimization of the number of tardy jobs. The on-line paradigm 
is the one where jobs arrive over time, and all their characteristics become known 
at their arrival. 

Example 1.3. A computer network of several computers is used for transmitting 
messages between the users of the network. Each computer has many users that 
want to transmit messages via this network. Before transmitting a message, a route 
is chosen along which the transmission should take place. Figure 1.1 is an example 
of such a network. The vertices represent the computers and the edges represent 
the links in the network. The dashed line is a possible transmission route between 
computers A and B. Each of the links in the route has a fixed bandwidth, i.e., the 
number of bits per second that they can transmit is fixed. The requests for sending a 
message arrive on-line at the computers, and each message has a size in bits, which 
is unknown at the time of the request. No computer in the route can forward a 
message until it has been received completely. The problem is to find a protocol 
that, given the transmission route, regulates the communication traffic in such a 
way that the average waiting time is minimized. 0 
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Figure 1.1. Possible transmission route for messages between computers A and B 
in a network. 

The jobs in this example are the messages. The links between the computers can be 
viewed as machines. All messages are traveling via a route that is known before
hand, and hence the order in which the machines are visited is known beforehand. 
The objective is to minimize the average waiting time. This is clearly the same 
as minimizing the total waiting time to serve all the messages. Furthermore, total 
waiting time only differs a constant from total completion time. The problem at 
hand therefore can be formulated as a job shop in which we want to minimize the 
total completion time. The on-line feature that is used is obviously the paradigm 
where jobs arrive over time and only non-clairvoyant algorithms have to be con
sidered. 

1.4 Performance measures 

Given a scheduling problem, we need a means to compare the respective algo
rithms for its solution. In this thesis, we measure the quality of an on-line algo
rithm by its competitive ratio. 

For evaluating a competitive ratio, the on-line algorithm in question is com
pared to an adversary. The adversary makes a sequence of requests, which have 
to be served by the on-line algorithm. The adversary itself also has to serve the re
quests, but not necessarily at the same time as it creates them. The adversary tries 
to develop a sequence of request such that the cost for serving the sequence by the 
on-line algorithm is as high as possible compared to its own cost for serving the 
same sequence of requests. 

The competitive ratio is defined as follows: An on-line algorithm is called p-
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competitive if, for every possible request sequence that is generated by the adver
sary, the objective value of the schedule produced by the on-line algorithm is at 
most p times the value of the schedule produced by the adversary plus a constant. 
If we allow randomization, i.e., we allow the algorithm to make a random choice 
at every decision moment, then we compare the expected objective values, where 
the expectation is taken over the random choices of the algorithm. 

There are three different types of adversaries; see, e.g., Ben-David, Borodin, 
Karp, Tardos & Wigderson [1994]. The difference concerns the information about 
the on-line algorithm that is available to the adversary and how the adversary serves 
the requests itself. The oblivious adversary constructs the request sequence in ad
vance, based only on the description of the on-line algorithm, and serves the se
quence itself optimally. The adaptive on-line adversary makes the next request 
based on the algorithm's answers to previous ones, but serves it immediately. It 
is obvious that for deterministic algorithms these two adversaries are equivalent, 
since the algorithm's answers are completely predictable. The adaptive off-line ad
versary makes the next request based on the algorithm's answers to previous ones 
and serves them optimally in the end. Since this last adversary knows the outcome 
of the random choices of the algorithm, randomization does not help. 

The competitive ratio has an equivalent in off-line scheduling, the performance 
guarantee. A deterministic (randomized) algorithm has performance guarantee p 
if for each input instance the (expected) objective value of the schedule produced 
by the algorithm is at most p times the value of the optimal off-line schedule plus 
a constant. This corresponds to the competitive ratio against an oblivious adver
sary. Therefore, in on-line scheduling the term performance guarantee is also used 
if the competitive ratio against an oblivious adversary is meant. If for a specific al
gorithm the lower and upper bound on the performance guarantee match, then this 
value is often referred to as the performance bound of the algorithm. 

An important question in this area is: 'How much does one lose by not having 
complete information?', or stated otherwise: 'How much is it worth to know the 
future?' This question can be addressed by giving general lower bounds on the 
competitive ratio. A lower bound on the competitive ratio of a problem implies 
that no on-line algorithm can have a competitive ratio less than that bound, and 
therefore it gives an idea of how much one will at least lose by not knowing the 
complete instance ahead of time. 

A lower bound on the competitive ratio is derived by providing a set of specific 
instances on which no on-line algorithm can perform very well. Here we again 
have to differentiate between deterministic and randomized algorithms. For de
terministic algorithms the method works straightforwardly. For randomized algo
rithms we usually need something extra, though. In general, it is very difficult to 
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analyze the expected outcome of an arbitrary randomized on-line algorithm on a 
specific deterministic instance. Most of the time it is much easier to analyze the 
outcome of an arbitrary deterministic algorithm on a specific randomized instance. 
If the latter can be analyzed, then it is possible to give a lower bound on the com
petitive ratio of any randomized on-line algorithm by using a variant of Yao 's Min
imax Principle; see Motwani & Raghavan [1995]. 

Theorem 1.1. [Yao, 1977] The expected cost of an optimal deterministic algo
rithm for an arbitrarily chosen input distribution over all instances is a lower 
bound on the expected cost of an optimal randomized algorithm for each input 
instance. D 

Thus, to prove a lower bound on the randomized competitive ratio, it suffices to 
choose an arbitrary distribution on the input and prove a lower bound on the ex
pected cost of deterministic algorithms for that distribution. The power of this 
technique lies in the flexibility in the choice of the distribution and, more impor
tantly, the reduction to a lower bound on deterministic algorithms. It is important to 
remark that the deterministic algorithm 'knows' the chosen distribution, and hence 
might use this information in deriving a good solution. 

In this thesis we intend to study the effect of incomplete information on deci
sion making. Since we want to do this in a worst-case kind of sense, it is best to 
compare the on-line algorithms to the situation were one has full knowledge of the 
future. This cancels out the adaptive on-line adversary. Furthermore, we want to 
be able to study the effect of randomization on this process, which cancels out the 
adaptive off-line adversary. Hence, in this thesis we consider the competitive ratio 
against an oblivious adversary. 

A drawback of measuring the quality of an on-line algorithms by its compet
itive ratio is that it gives a rather pessimistic impression. It focuses on a single 
worst-case instance, instead of focusing on the majority of instances. To overcome 
this problem we could have measured the quality of an algorithm by its average
case performance. This measure, however, has the disadvantage that the measured 
quality highly depends on the chosen input distribution; see, e.g., Coffman, John
son, Shor & Weber [1993]. Furthermore, the average-case performance does not 
give any information about the performance of an algorithm on a particular in
stance, whereas the competitive ratio holds for every instance. 

1.5 Outline of the thesis 

Chapters 2 to 4 of this thesis are devoted to performance analysis. We analyze 
some of the standard machine scheduling models in an on-line setting. The on-line 
paradigm we use is that jobs arrive over time, where all job characteristics become 
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known at their arrival. Within this paradigm we assume that the release date of a 
job is equal to the arrival of the job. 

In Chapter 2 we consider single-machine scheduling; this chapter is mainly 
based on Hoogeveen & Vestjens [1996]. The problems under consideration are 
the minimization of total completion time and maximum lateness with negative 
due dates, respectively. We give best possible deterministic on-line algorithms for 
both problems. Furthermore, we provide insight into the extent to which the option 
to restart jobs or to apply a randomized algorithm can help. 

In Chapter 3 we consider parallel machine scheduling. The problems under 
consideration are the minimization of total completion time, makespan, and maxi
mum lateness with negative due dates, respectively. As in the single-machine case, 
we give lower bounds on the performance guarantee for deterministic and random
ized on-line algorithms, and we investigate how much restarting jobs can help. For 
identical machines we give a deterministic on-line algorithm with a reasonable per
formance guarantee for minimizing makespan. The results for the makespan crite
rion are based on Chen & Vestjens [1997]. For uniform machines we give neces
sary and sufficient conditions on the machine speeds to allow for the existence of a 
deterministic on-line algorithm for minimizing makes pan when only a finite num
ber of preemptions is allowed, and we also give an optimal deterministic on-line 
algorithm for the cases that these conditions are satisfied; these results are based 
on Vestjens [1998]. 

In Chapter 4 we consider the minimization of the makespan for the two-ma
chine open shop, flow shop, and job shop model. Again, we provide insight in the 
potential benefits of randomization. The results in the first part of Chapter 4 are 
based on Chen, Vestjens & Woeginger [ 1997]. In the second part of Chapter 4 we 
consider the specific situation where a single job has to be inserted into a given 
schedule, without changing the order of the jobs in the schedule. We discuss the 
complexity of job insertion in the various shop models and give a polynomial-time 
heuristic for the insertion of a job in a job shop. The randomized lower bounds in 
Chapters 2 to 4 are all based on Stougie & Vestjens [1997]. 

Finally, in Chapter 5, we summarize what we have learned of studying the on
line paradigm where jobs arrive over time. We discuss the shortcomings of com
petitive analysis and the used on-line paradigm, and mention some options to over
come some of these deficiencies. 





2 
The single machine 

The single machine is the simplest machine environment and hence a good start
ing point for deriving worst-case results for on-line machine scheduling. We will 
consider single-machine on-line scheduling problems where jobs arrive over time 
and all job characteristics become known at the arrival times. 

The optimality criteria we discuss are makespan, maximum lateness with re
spect to negative due dates, total completion time, and total flow time. For each 
of these criteria we will consider deterministic and randomized algorithms not al
lowing preemption or restarts, and deterministic algorithms allowing either pre
emption or restarts. By defanlt, we assume that algorithms are not allowed to use 
preemption or restarts. 

It is not too difficult to see that any algorithm that starts an available job as 
soon as the machine becomes idle minimizes the makespan. Hence, randomization 
or restarts are not necessary to minimize the makespan on-line when preemption 
is not allowed. Also, if preemption is allowed the problem is solved by such an 
algorithm. It has been known for a long time that the preemptive versions of each of 
the afore mentioned criteria are solved by simple deterministic on-line algorithms; 
see, e.g., Lawler, Lenstra, Rinnooy Kan & Shmoys [1993]. 

Table 2.1 summarizes the worst-case results for this on-line machine schedul
ing model for several criteria. In this table, LB and UB denote the best lower bound 
and the best upper bound on the performance guarantee of on-line algorithms that 
have been obtained so far. The results for deterministic algorithms that do not al-

11 



12 The single machine 

low preemption and restarts are headed by 'standard'. The column 'restart' con
tains the results that have been obtained for deterministic algorithms that allow for 
restarts. The column 'randomized' contains the results for randomized algorithms 
that do not allow preemption or restarts. Here n denotes the number of jobs. 

Not included in Table 2.1 are the results for the makespan criterion as well as 
the results for the preemptive version of each of these criteria, since they can all be 
solved by an on-line algorithm. 

T: bl 2 1 R I f . 1 r hdl' a e . . esu ts or smg e mac me on- me se e u m g. 

criteria 
standard restart randomized 

LB UB LB UB LB UB 
"L,CJ 2 21 1.112 2 1.582 1.5822 

LFJ Q(n) O(n) Q(v;i) O(n} Q(J'n) O(n) 

Lmax 1.618 1.618 1.5 1.618 1.302 1.618 

1. Phillips, Stein & Wein [1995]; Stougie [1995]; Section 2.1.1 of this thesis 
2. Chekuri, Motwani, Natarajan & Stein [1997] 

This chapter is organized as follows. In Section 2.1 we deal with both total 
completion time and total flow time, and in Section 2.2 with maximum lateness 
with negative due dates. In both sections we present detailed proofs of the lower 
bounds on the performance guarantees. The main part of both sections consists 
of analyzing a deterministic on-line algorithm based on the following idea: As 
soon as the machine becomes available for processing, choose an available job with 
highest priority and schedule it if its processing requirement is not too large; oth
erwise, postpone the start of this job for a while. We prove that our algorithms for 
minimizing total completion time and maximum lateness have performance bound 
2 and 1.618, respectively, and we show that for both problems there cannot exist 
an on-line algorithm with a better performance guarantee. 

2.1 Total completion time 

In this section we deal with the single-machine scheduling problems of minimiz
ing total completion time and total flow time. The corresponding off-line prob
lems are strongly NP-hard, but the preemptive versions can be solved in polyno
mial time through the shortest remaining processing time algorithm (SRPT), which 
at any time processes an available job that has the least processing left; note that 
this is an on-line algorithm. A well-known deterministic on-line algorithm for the 
problem withoutpreemption is the shortest processing time algorithm (SPT): if the 
machine is idle, choose from among the available jobs the one with the shortest 
processing time [Smith, 1956]. If all release dates are equal, then this algorithm 
is guaranteed to render an optimal solution. For the case that the release dates are 
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not equal, Mao, Kincaid & Rifkin [1995] prove that SPT has a performance bound 
of n, where n is the number of jobs. The question is of course: can we find a better 
on-line algorithm from a worst-case point of view? 

In Section 2.1.1 we show that for the total completion time criterion we can do 
much better. We present a deterministic on-line 2-approximation algorithm and 
show that no deterministic on-line algorithm can guarantee a better performance. 
We also present two other algorithms with equal performance that were found in
dependently by Phillips, Stein & Wein [1995] and Stougie [1995], and we compare 
the three algorithms to each other. In Section 2.1.2 we show that applying random
ization has an impact on the performance of on-line algorithms for the problem at 
hand. We present a randomized on-line algorithm by Chekuri, Motwani, Natarajan 
& Stein [1997] that has a performance bound of 1.582. Furthermore, we show that 
this is best possible among this class of algorithms. In Section 2.1.3 we show that 
allowing restarts has a high potential for improving on the performance guarantee 
of an algorithm. In the remainder of Section 2.1.3 we discuss the results for the 
total flow time criterion. Although total flow time is closely related to total com
pletion time, there are some remarkable differences with respect to their worst -case 
behavior. 

2.1.1 Deterministic algorithms 

Before we define our deterministic on-line algorithm with a performance bound of 
2, we show that 2 is a lower bound on the performance guarantee of any on-line 
algorithm. Our algorithm is based on the insight we got from the proof. 

Theorem 2.1. Any deterministic on-line algorithm for minimizing L,Cj on a sin
gle machine has a performance bound of at least 2. 

Proof We show this result by describing a set of instances for which no on-line 
algorithm can guarantee an outcome strictly less than twice the optimum. Let er 
denote the schedule created by any deterministic on-line algorithm and let n de
note an optimal schedule. For a given schedule r, we use L, C j ( r) to denote the 
total completion time of r. Consider the following situation. The first job arrives 
at time 0 and has processing requirement 1. The on-line algorithm decides to start 
the job at time S. Depending on S, either no jobs arrive anymore or a set of n I 
jobs with processing requirement 0 arrives at time S + e. If no jobs arrive any
more, then it is optimal to schedule the first and only job immediately, which gives 
L,Cj (n) = 1, whereas the on-line algorithm has L,Cj (er) = S + 1. If the set of 
jobs arrives before time 1 - 1 jn, then it is optimal to process the large job last, 
which gives L:Cj(TC) = n(S + s) + 1, whereas the on-line algorithm, unable to 
preempt the large job, has to wait until this job is completed before it can process 
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the jobs in the set, giving ,LCj(a) = n(S + 1). Hence, ifS.::: 1- 1/n- e, 

=-----"--- > max S+ 1, . ,LCj(a) { n(S + 1) } 
,LCj(n) - n(S +e)+ 1 

If the on-line algorithm would know beforehand the set of instances from which 
the adversary is going to choose, then it can take this knowledge optimally into 
account. In that situation, the algorithm may choose S so as to minimize the above 
expression. Obviously, any algorithm that does not have this information does at 
least as bad. Some simple algebra shows that the best choice for S is 

1 
S = 1--- e. 

n 
This implies a performance bound of 

_Lcj (a) > 2- ~-e. 
,LCj (rr) - n 

Note that, ifS > 1 - 1jn - e, releasing no more jobs will give at least the same 
ratio. Therefore, if we let both n tend to infinity and e tend to zero, then we get the 
desired ratio of 2. D 

The example of Theorem 2.1 shows that any on-line algorithm that schedules a job 
as soon as the machine is available will have an unbounded performance bound. 
If an algorithm wants to guarantee a better performance, then it needs a waiting 
strategy. To incorporate this, we slightly modify the SPT algorithm and call the 
new algorithm 'delayed SPT' (DSPT). 

ALGORITHM DSPT 

If the machine is idle and a job is available at timet, determine an un
scheduled job with smallest processing requirement, say Ji. If there 
is a choice, take the job with the smallest release date. If Pi .::: t, then 
schedule Ji; otherwise, wait until time t = Pi or until a new job ar
rives, whichever happens first. 

The intuition behind this algorithm is that we would like to have an ordering by 
increasing processing requirements, but we do not know what jobs are arriving in 
the future and we do not know how to wait for something smaller. To cope with 
this, DSPT waits long enough so that if it guesses wrong and schedules a large job, 
say lj, the wrong choice can be accounted for by the fact that any small job sched
uled after lj has a release date at least as large as p j, and therefore its delay is no 
more than its contribution to the criterion in an optimal schedule. 

As we have already seen, the performance bound of any algorithm is at least 
equal to 2. If the performance bound of an algorithm exceeds 2, then there exists an 
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instance, for which the algorithm produces a schedule with value more than twice 
the optimum. We call this a counterexample to the fact that the algorithm has a per
formance guarantee of 2. If such a counterexample exists, then there also exists a 
smallest counterexample, i.e., a counterexample consisting of a minimum number 
of jobs. We start by deriving some characteristics of such a smallest counterexam
ple. In Theorem 2.5 we then prove that an instance with these characteristics leads 
to a ratio of at most 2, and hence that there does not exist such a counterexample. 

Let I be such a smallest counterexample, and let a be the schedule created by 
DSPT for this instance. We abuse the notation I to denote the instance as well as 
the set of jobs in the instance. 

Observation 2.2. The schedule a consists of a single block: it possibly starts with 
idle time after which all jobs are executed contiguously. 

Proof Suppose that a contains idle time between the execution of the jobs. The 
jobs scheduled before this idle period do not influence the scheduling decision con
cerning the jobs scheduled after this idle period, and vice versa. Therefore, the in
stance can be split into two independent smaller instances. For at least one of these 
partial instances DSPT must create a schedule with value more than twice the op
timal value, which contradicts the definition of I. 0 

From now on, we assume that the jobs are numbered according to their position 
in the schedule a. We partition a into subblocks, such that within every subblock 
the jobs are ordered according to increasing processing requirement, and such that 
the last job of a subblock is larger than the first job of the succeeding subblock, 
if it exists. We denote these subblocks by B1, ... , Bk; subblock Bi+l consists of 
the jobs Jb(i)+1, ••• , h(i+l)• where the indices b(i) are determined recursively as 
b(i) min{j > b(i - 1) I Pi > PHd· The number of subblocks, k, in which 
the schedule is partitioned, follows from the recursion scheme. 

For ease of exposition, we define a dummy job lo with Po = S1 (a), which 
will not be scheduled; although Jo will not be scheduled, we define So( a) = PO· 
Let m(i) be the index of the job that has the largest processing requirement in the 
first i blocks, i.e., Pm(i) = maxo:::::J sb(i) p 1. We define a pseudo-schedule lfr for the 
schedule a as follows. Theorderofthejobs in lfr is the same as in a, but lj in Bi+1 

starts at time S1(a) - Pm(i)· It is easy to verify that lfr is not a genuine schedule 
in the sense that some jobs start before their release date and some jobs overlap. 
Note that the amount that each job is shifted backward only increases with time and 
hence lfr contains no idle time. The idea behind this pseudo-schedule is that all jobs 
that are not in SPT order due to the greediness of the algorithm, now are scheduled 
at or before the time they would have been scheduled if the algorithm would have 
decided to postpone processing the large job. Lemma.'> 2.3 and 2.4 show that lfr is 
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easily comparable to both the optimal preemptive schedule for I, which we denote 
by r/J, and the heuristic schedule a. Both lemmas relate the objective values of 
the three schedules. Using these relations it is very easy to prove that DSPT has 
performance guarantee 2. 

Lemma 2.3. For all lj E I, we have that c1 (a)- c1 (1/f) ~ c1 (f/J). 

Proof. Consider an arbitrary job, say 11, and suppose that 11 E Bi+l· Then 
Cj (a) -Cj ( 1/f) = Pm(i). If p 1 < Pm(i), then r1 > Sm(i) (a) 2: Pm(i), because DSPT 

always schedules the smallest available job first and never starts a job before a time 
smaller than its own processing time. Therefore, either pi 2: Pm(i) or ri > Pm(i), 
whichimpliesthatpm(i) ~ ri +Pi~ Ci(r/J). Hence, Ci(a)- Ci(o/) ~ Ci(r/J). 
D 

Lemma 2.4. L_c1 (1/f) ~ L_c1 (f/J). 

Proof. Recall that I is a smallest counterexample. Using the instance I and the 
pseudo-schedule 1/f for this instance we create a new instance I'. The instance I' 
consists of all jobs in I. The processing requirements of the jobs remain the same, 
but the release dates rj are set equal to min { r J , S J ( 1/f)}. 

Let f/J' be the optimal preemptive schedule for the instance I'. We will show 
that no job will start at an earlier time in f/J' than in 1/f. Suppose on the contrary that 
there exists a job that starts earlier in f/J' than in 1/f. Let 11 be the first such job in f/J'; 
suppose it belongs to Bi+l in a. If Pi 2: Pm(i), then all jobs scheduled before 11 in 
1/f have a higher priority than 11, i.e., either they have a smaller processing require
ment, or they have equal processing requirement and a smaller release date. This 
implies that in f/J' these jobs also have a higher priority and hence will be scheduled 
before 11, which contradicts the fact that s1 (f/J') < S1(1f;'). Now consider the case 
Pi< Pm(i)· Becauseofourassumptionwehavethatrj ~ SJ(f/J') < Sj(o/), which 
again implies that r 1 < Si ( 1/f). We take a closer look at the jobs that are processed 
in 1/f in the non-empty interval [r 1, S 1 ( 1/f)]. As 11 was available at the start of each 
of these jobs, the priority of all these jobs must be higher than the priority of 11, 
which implies that the SRPT algorithm prefers them to lj. Since Ji is the first job 
that starts earlier in f/J' than in 1/f, these jobs must occupy the machine in f/J' until 
time SJ(lfr), from which we deduce that Si (f/J') 2: Sj(o/). Therefore, no job starts 
earlier in f/J' than in 1/f, which implies C i ( f/J') 2: C i ( 1/f) for all j = 1, . . . , n. 

As the release dates in I' are smaller than or equal to the release dates in I, we 
havethat"£Cj(f/J') ~ "£CJ(f/J). Togethertheseimplythat"£Ci(o/) ::=:: "£Ci(r/J') 
~ L_C1 (f/J). D 

Theorem 2.5. The deterministic on-line algorithm DSPT for minimizing "£Ci on 
a single machine has performance bound 2. 
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Proof Combining Lemmas 2.3 and 2.4 we obtain that L:C1 (er) ~ L:C1 (41) + 
L:CJ(1fi) ::; 2L:CJ(4J). Since the value of an optimal preemptive schedule is 
a lower bound on the value of an optimal nonpreemptive schedule, we have that 
L:CJ (er) ::; 2L:C1(4J) ::; 2L:CJ (rr). o 

As we already mentioned in the introduction of this section, there are other deter
ministic on-line algorithms that have the same performance bound. 

Phillips, Stein & Wein [1995] developed an algorithm, ONE-MACHINE, that 
is based on the optimal preemptive schedule. The algorithm maintains a list of 
jobs that have been completed in the optimal preemptive schedule, which is found 
on-line by SRPT. As soon as a job has been finished in the preemptive schedule 
it is appended to this list. As soon as the machine becomes idle, ONE-MACHINE 

assigns the first job in this list to the machine. Instead of using list scheduling on 
the jobs available to the on-line algorithm one could also use SPT on these jobs. 
Mao, Kincaid & Rifkin [ 1995] prove that for every instance SPT creates a schedule 
with cost no more than the cost of the schedule in which all jobs are scheduled 
in order of their release dates. This result assures that applying SPT results in a 
schedule with smaller or equal cost. Since the algorithm is based on the preemptive 
schedule, we call it PSPT. 

The algorithm developed by Stougie [1995] adds the processing requirement of 
each job to its release date. Then, the modified instance is presented to the on-line 
algorithm, which chooses the shortest available job. Since the algorithm first shifts 
the release dates and then uses SPT, we call it the shifted SPT algorithm (SSPT). 

If we review DSPT, then it can also be described as an algorithm that first mod
ifies the release dates and then uses SPT on the altered instance. The release date 
of 11 in DSPT is then modified to max{rJ, Pi}. 

All three algorithms DSPT, SSPT, and PSPT create schedules with cost no more 
than twice the value of the optimal preemptive schedule. It is not too difficult to 
see that DSPT does not create more idle time than SSPT, which again does not cre
ate more idle time than PSPT. Hence, we might expect that on the average DSPT 

performs slightly better than the other two algorithms. There exist instances, how
ever, for which one algorithm performs twice as well as the other two. Table 2.2 
shows these instances. The values ofi:C1 (er) are the limiting values fore tending 
towards 0, where er denotes the order in which the jobs are scheduled. Note that 
for the given instances ONE-MACHINE produces the same schedules as PSPT. 

2.1.2 Randomized algorithms 

Recently, Chekuri, Motwani, Natarajan & Stein [1997] designed a randomized on
line algorithm for minimizing total completion time on a single machine which 
they proved to have a performance bound of e I ( e- 1) ~ 1.582. They also showed 
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Table 2.2. Instances to compare the algorithms DSPT, SSPT, and PSPT. 
Instance Algorithm 

j 1 2 3 ... n DSPT SSPT PSPT 

Yj 0 1 1 ... 1 (2, ... ,n, 1) (1, ... 'n) (1, ... , n) u 

Pi 1 B B ... B n+1 2n 2n LCJ(u) 

Yj B 1+~1+~···1+~ (1, ... , n) (2, ... ,n, 1) (1, ... , n) u 

Pi 1 t £ ... e 2n n+l 2n L:C1(u) 2 2 2 
Yj 0 0 t+I··· t+~ (1, ... , n) (1, ... , n) (1,3, ... ,n,2) u 

Pi e 1 0 ... 0 2(n- 1) 2(n- 1) n L;Cj(U) 

that no randomized algorithm can have a performance bound less than 4/3. We 
prove that no randomized on-line algorithm can have a performance bound less 
than e f ( e 1 ), and thus show that the randomized algorithm of Chekuri, Motwani, 
Natarajan & Stein [1997] is best possible. 

In Section 1.4 we already mentioned that, in general, it is very difficult to ana
lyze the expected outcome of an arbitrary randomized on-line algorithm on a spe
cific deterministic instance. To overcome this problem we use a variant of Yao's 
Minimax Principle. Recall that this theorem states that the expected cost of an op
timal deterministic algorithm for an arbitrarily chosen input distribution over all 
instances is a lower bound on the expected cost of an optimal randomized algo
rithm for each input instance. Thus, to prove a lower bound on the randomized 
competitive ratio, it suffices to choose an arbitrary distribution on the input and 
prove a lower bound on the expected cost of deterministic algorithms for that dis
tribution. 

Theorem 2.6. Any randomized on-line algorithm for minimizing 'L.Cj on a sin
gle machine has a performance bound of at least ef(e- 1). 

Proof In using Yao's Minimax Principle we propose the following class of ran
dom instances depending on n. At time 0 a job having processing requirement 1 
certainly arrives. With probability 1 - (e- 1)/n no other jobs arrive any more. 
With probability (e 1)/n a set of n- 1 jobs all having processing requirement 
0 arrives at some time x in the interval [0,1] according to the probability density 
function f(x) = el-x J(e- 1). 

We will first derive the expected optimal objective value E['L.C1 (:rr)] for this 
random instance. Observe that, if only the first job is released, the optimal value is 
equal to 1. If at any time x before 1 - 1/ n the set of n - 1 jobs is released, then it 
is profitable to schedule then - 1 jobs before the first job, yielding objective value 
nx + 1. If the n - 1 jobs arrive between time 1 - 1 J n and 1, it is better to process 
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the first job first giving a sum of completion times equal to n. Hence, 

( 
e- 1) e- 1 t-* 

E[L:Cj(n)] = 1- -n- + -n- Jo (nx + 1)f(x)dx + 

e: 1 1~ 1 nf(x)dx 

" 
1 1/n - e- 1 +- - (e - 1) 
n 
1 

< e -1 + -. 
n 

Any deterministic on-line algorithm will have to start processing the first job at 
some point in time. Consider an algorithm that starts processing the first job at 
time S, unless the set of n - 1 jobs arrives before S. We denote the expected solu
tion value of an on-line algorithm that does not start the first job before time S by 
E[L:Cj (u )IS]. If the set of jobs arrives before S, it is obviously better for the algo
rithm to schedule the n - 1 jobs first, before starting the first job. Moreover, since 
the deterministic algorithm knows the distribution, it will start the first job imme
diately after having processed the other jobs, since no further jobs will arrive. In 
this case a cost of nx + 1 will be attained. In case the set of n - 1 jobs arrives after 
S, these jobs have to wait until the first job is finished, giving an objective value of 
(S + 1 )n. Obviously, if the set of n - 1 jobs does not arrive, the only job will be 
completed at time S + 1. Observe that it is useless for any algorithm to start the 
first job after time 1. Hence, 

( 
e- 1) e -1 [5 

E[L::Cj(u)ISJ = 1- -n- (S + 1) + -n- Jo (nx + l)f(x)dx + 

e-1~1 -- (S + 1)nf(x)dx 
n s 

S(e-1) +et-s -1 
- e--------

e-1 
> e---. 

n 

n 

This last inequality follows from the fact that the expected value is minimized for 
either S = 0 or S = 1. Thus, 

e-1 
E[L::Cj(u)] e--n-
__::::::::::;_~- > . 
E[L::Cj(rr)] - e _ 1 + ~ 

n 
By letting n tend to infinity, we get the desired ratio of ej(e- 1). 0 
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For completeness sake, we describe the randomized on-line algorithm of Chekuri, 
Motwani, Natarajan & Stein [1997], for which the performance bound matches the 
lower bound. The algorithm, called a-scheduler, is based on the optimal preemp
tive schedule. The algorithm maintains a list of jobs of which a fraction a has been 
completed in the optimal preemptive schedule. As soon as a fraction a of a job has 
been completed in the optimal preemptive schedule, it is appended to the end of the 
list. As soon as the machine becomes idle, the algorithm assigns the first job in this 
list to the machine. Clearly, an a-scheduler is on-line. Note that for a = 1 this al
gorithm is exactly the deterministic on-line algorithm ONE-MACHINE of Phillips, 
Stein & Wein [1995]. 

Theorem 2.7. [Chekuri, Motwani, Natarajan & Stein, 1997] The randomized on
line algorithma-scheduler, where a is chosen according to the probability density 
function f(a) =ea j(e- 1), has performance bound ej(e- 1). 0 

2.1.3 Related models 

(a) Restarts 
For the standard model the performance of any deterministic on-line algorithm will 
never be better than that of any of the algorithms described in Section 2.1.1. One 
might wonder what would happen if we allow the algorithm to restart jobs, without 
incurring additional costs. Restarting a job enables the algorithm to postpone a 
job with a large processing requirement that is being processed at the time when 
a number of small jobs arrive. Therefore, it can handle worst-case instances like 
in Theorem 2.1 much better. As Theorem 2.8 suggests, there may still be a lot of 
improvement possible if we allow restarts. Of course, one should be careful since 
this is only a lower bound. Until any upper bound better than 2 is proven, it is 
possible that restarts do not help at all. 

Theorem 2.8. Any deterministic on-line algorithm for minimizing l:CJ on a 
single machine allowing restarts has a performance bound of at least 
24j(,J345 + 3). 

Proof We show this result by describing a set of instances for which no deter
ministic on-line algorithm allowing restarts can guarantee an outcome strictly less 
than 24/ ( J345 + 3) times the optimum. Consider the following situation. At time 
0 a job with processing requirement 1 arrives. Since the algorithm has the possi
bility to restart, it will certainly start the job immediately. At time r a job with 
processing requirement 0 arrives. Now the algorithm may decide either to process 
this small job first and restart the large job, or to continue processing the large job 
until it is finished. In case the algorithm decides to complete the first job, no jobs 
arrive any more and thus l:CJ(a) = 2, whereas l:C1(n) = min{2, 2r + 1}. 
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In the case of a restart a third and fourth job with processing requirement 0 ar
rive at time r + 2/3. No matter what decision the algorithm makes, it produces 
a schedule with cost at least 4r + 3. The optimal schedule, however, has cost 
min{ 4r + 3, 2r + 10/3}. Some simple calculations show thatthe worst-case exam
ple can be obtained by taking r = ( J34s 9) /24, which gives the desired lower 
boundof24/(J345+3) ~ 1.112ontheperfonnancebound. 0 

(b) Flow time 
Although the flow time and the completion time of a job only differ by a constant, 
we observe some remarkable differences if we compare the total completion time 
criterion to the total flow time criterion. If a schedule is optimal with respect to 
one of the criteria, then that schedule is also optimal for the other criterion. In con
trast to the equivalence of the optimal schedules, the worst-case results are quite 
different. As we already mentioned in the introduction of Section 2.1, SPT has a 
perfonnance bound of n for both criteria. It has been known for quite a while that 
no deterministic on-line algorithm can do better than Q(n) if restarts are notal
lowed. Furthermore, Kellerer, Tautenhahn & Woeginger [1996] prove that every 
detenninistic off-line algorithm with a polynomial running time has a performance 
bound of at least Q (n 1/ 2- 8 ), unless P = NP. As Theorems 2.9 and 2.10 show, al
lowing restarts or applying randomization may help to improve the performance 
bound of on-line algorithms, but it will never lead to an algorithm with a constant 
performance bound. 

Theorem 2.9. Any deterministic on-line algorithm for minimizing total flow time 
on a single machine allowing restarts has a performance bound ojQ(.yfi). 

Proof. Consider the following instance on n jobs. The first job, J 1, having pro
cessing requirement 1 arrives at time 0, and a set of ffn jobs all having process
ing requirement 0 arrives at time 112. If J 1 has not been restarted by time 1, all 
remaining jobs will arrive at time 3/2. Otherwise, Jn jobs all having processing 
requirement 0 arrive at time 1. This scenario is repeated in the following way. If 
J1 has not been restarted by time i j2, then at time i /2+ 1 all remaining jobs arrive. 
Otherwise, Jn jobs all having processing requirement 0 arrive at time (i + 1) /2. 
Note that this process must have ended by time Jn /2 + 1, since at that time all n 
jobs have arrived. 

If the on-line algorithm did not restart J 1 by time 1, then it would have been op
timal to postpone 11 until time 1/2. In this case "E,F1 (n) = 3/2, whereas "E,F1(a) 
= 1 + ffn/2. For all other situations it is optimal to schedule J1 at time 0 and 
all other jobs as soon as possible, giving "E,F1(n) = 1 + ffn/2. If the algorithm 
decides not to restart the job at some time, or if it keeps restarting the job until all 
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jobs have arrived, then L,Fj(a) 2:: 1 + Jn/2. Hence, 

L,Fj(a) > 4~/9 
L,Fj(7r) - v np, 

which proves the n ( .yii) lower bound on the performance guarantee of any deter
ministic on-line algorithm allowing restarts. D 

Theorem 2.10. Any randomized on-line algorithm for minimizing total flow time 
on a single machine has a performance bound ofO(,Jii). 

Proof We use Yao's Minimax Principle. Consider the following random instance. 
At time 0 a job certainly arrives requiring processing time 1. A set of n - 1 jobs 
all having processing requirement 0 arrives at some random time x in the interval 
[0, Jn] according to the probability density function f(x) = ei-xf..fiij((e- 1) 

Jn). 
In case then 1 jobs arrive before time 1 lfn, it is optimal to postpone 

processing the first job until this arrival. Otherwise, it is optimal to schedule the 
first job immediately at time 0. This leads to the following expected optimal value: 

E[L,Fj(7r)] = lot-~ (x + 1)f(x)dx + 1~1 (1 + (n- 1)(1- x))f(x)dx 

.jii 11 

+ { n f(x)dx 
lt e 

1 + --(,Jii(l - e-l/../ii) + n,Jii(1 e-l/n..fo)e-I/../ii). 
e-1 

Consider the deterministic on-line algorithm that schedules the first job at time S, 
unless the set of n 1 jobs arrives at time x :::; S. We denote the expected objective 
value of this algorithm by E[L,Fj(a)IS]. If the set of jobs arrives before timeS, 
the algorithm, knowing the distribution, will start the first job immediately after 
having processed the other jobs, incurring a cost of x + 1. In case x > S, the 
first job contributes S + 1 to the objective value, and the n 1 jobs contribute 
(n -l)(S + 1-x) ifS< x < S + 1, andO otherwise. Thus, forO:::; S:::; Jn -1, 

E[L,FJ(a)IS] = !os (x + l)f(x)dx + 
{S+l 

Js ((S + 1) + (n- l)(S + 1- x))f(x)dx + 

f.jii(S + 1)f(x)dx 
Js+I 

- S + 1 + _e_(Jn(l - e-Sf../ii) - S) + 
e-1 
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_e_(n- 1)e-S/Jn(l- e-!/Jn) 
e-1 

> 1 + _e_(n- 1)(1- e-t/Jn). 
e-1 
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The inequality follows from the fact that the expression is minimized by S 0, 
given that S ::;: Jli 1. Note that the algorithm that waits until time Jli incurs a 
cost of only Jli + 1. Hence, it is better for the deterministic on-line algorithm to 
start the large job at this time. Now we have that 

which proves the Q(,Jli) lower bound on the performance guarantee of any ran
domized on-line algorithm. D 

2.2 Maximum delivery time 

For the lateness criterion, one must be careful in specifying the problem, in order 
to be able to derive meaningful results. It is possible that Lmax ::;: 0, and any algo
rithm that may err in such a case may have an unbounded or even negative perfor
mance bound. By focusing on the special case that all due dates are negative, this 
difficulty is avoided. Any instance with arbitrary due dates can be transformed into 
an instance with only negative due dates by subtracting a big constant from all the 
due dates. A drawback is that due to this transformation Lmax will be artificially 
increased and hence the performance ratios will be deceptively small. 

For dealing with the single-machine scheduling problem of minimizing max
imum lateness with respect to negative due dates, we make use of an equivalent 
formulation in which the due dates are replaced by delivery times. In this alter
native formulation, each job 11 needs to be delivered after its processing on the 
machine, which takes a certain delivery time qi = -dJ; the aim is to minimize 
maxL1 = max{C1 - d1} = max{C1 +q1}. 

In contrast to the problem where all jobs are available at time 0, the corre
sponding off-line problem with release dates is strongly NP-hard. The preemptive 
version can be solved in polynomial time through an on-line algorithm. An opti
mal preemptive schedule is found by the largest available delivery time algorithm 
(LADT), which at any time processes an available job with the largest delivery time. 
A well known on-line algorithm for the nonpreemptive problem is the largest deliv
ery time algorithm (LDT): if the machine is idle, choose from among the available 
jobs the one with the largest delivery time [Jackson, 1955]. If all release dates are 
equal, then the problem is solved by this algorithm. For the case that the release 
dates are not equal, Kise, Ibaraki & Mine [1979] prove that LDT has a performance 
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bound of 2. The question is: can we find an on-line algorithm with a better perfor
mance bound? 

In Section 2.2.1 we show that we indeed can do better from a worst-case point 
of view. We present a deterministic on-line a-approximation algorithm, where 
a = ( .J5 + 1) /2 ~ 1.618, and show that no deterministic on-line algorithm can do 
better. In Section 2.2.2 we examine the potential benefits of applying randomiza
tion. In Section 2.2.3 we show that, contrary to the total completion time criterion, 
comparing algorithms to the optimal preemptive algorithm does not result in proofs 
for best possible on-line algorithms. No algorithm that does not allow preemption 
can guarantee for every instance a schedule with cost less than twice the cost of 
the schedule created by LADT, even if it has complete information. Also, we show 
that allowing restarts cannot help very much in improving the performance bound 
of deterministic on-line algorithms. 

2.2.1 Deterministic algorithms 

To give some insight into the problem, we start with the proof of the lower bound 
on the performance bound by means of an example for which any deterministic on
line algorithm has at least the required ratio of a. Let Lmax (rr) denote the minimum 
time by which all jobs are delivered, and let Lmax (a) denote the time by which all 
jobs are delivered in schedule a, where a is the schedule obtained through some 
on-line algorithm. 

Theorem 2.11. Any deterministic on-line algorithm for minimizing Lmax on a sin
g le machine has a performance bound of at least ( .J5 + 1) /2. 

Proof Consider the following situation. The first job arrives at time 0 and has 
processing requirement p 1 = 1 and delivery time q1 = 0. The on-line algorithm 
decides to schedule the job at time S. Depending on S, either no jobs arrive any 
more or one job with processing requirement p2 = 0 and delivery time qz = 1 ar
rives at time r2 = S +s. In the first case it is optimal to schedule the only job at time 
0, giving Lmax (rr) = 1, whereas Lmax (a) = S + 1. In the second case it is optimal 
to schedule ]z before 1}, giving Lmax(rr) = S + 1 +s, whereas Lmax(a) = S +2. 
Hence, 

Lmax(a) > max {s + 1, S + 2 } . 
Lmax(1i)- S+l+s 

If the on-line algorithm would know beforehand that the adversary would only 
choose between either releasing one job or no job at all, then it can account for 
this optimally by choosing S so as to minimize the above expression. Obviously, 
any algorithm that does not have this information does at least as bad. Some simple 



2.2 Maximum delivery time 25 

algebra shows that the best choice for S is 

S = ~ ( J 5 - 2s + sZ - 1 - s) . 

This implies a performance bound of 

Lmax(O') 1 ( 1 ) --- > - y 5 - 28 + 8 2 + I - s . 
Lmax(rr) - 2 

If we let 8 tend to 0, then we get the desired ratio of ( .J5 + I) /2 ~ 1.618. D 

We can use the example of Theorem 2.11 to show that any on-line algorithm that 
schedules a job as soon as the machine is available has a performance bound of at 
least 2. Note that a simple algorithm like LDT already achieves this bound. Again, 
if an algorithm wants to guarantee a better performance, then it needs a waiting 
strategy. Therefore, we modify the LDT algorithm and call the new algorithm de
layed LDT (DLDT). The basic idea behind the algorithm is that, if no jobs with a 
large processing requirement are available, then we should schedule the job with 
the largest delivery time; otherwise, we should decide whether to schedule the large 
job, or the job with the largest delivery time, or no job at all. 

Throughout this section, we use the following notation: 

• p(S) denotes the total processing time of all jobs inS; 

• A(t) is the set containing all jobs that have arrived at or before timet and 
that not have been started by time t; 

• B(t) is the set containing all jobs that arrived at or before time t and that 
were not completed before the last idle time period before timet; if there is 
no idle time before time t, then B (t) contains all jobs; 

• i (t) denotes the index of the job with the largest processing time in A (t); 

• j (t) denotes the index of the job with the largest delivery time in A(t). 

The set A(t) can be interpreted as the set of jobs that still need to be entirely pro
cessed at time t. The set B (t) can be interpreted as the set of all jobs in A (t) plus 
the jobs scheduled in the block of contiguously scheduled jobs that is still being 
processed at timet. We call a job 11 big at timet if PJ > (a -l)p(B(t)). Note 
that there can be no more than one big job available at any time. 

ALGORITHM DLDT 

If the machine is idle and a job is available at timet determine j (t) and 
i(t). If Pi(t) ::::(a -l)B(t) then schedule lJ(t)· 

If t + p(A(t)) > ri(t) + api(t)• then schedule lj(t) if qJ(t) > 
(a- l)Pi(t)• and schedule Ji(t) otherwise. 

Ift + p(A(t)):::: ri(t) +aPi(t)• then schedule lJ(t) if j(t) # i(t), 
and schedule any job but otherwise. 
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Note that if only one job lj is available and that job is big, then the algorithm sched
ules no job and waits either until time r1 + (a - 1) p J or until a new job arrives, 
whichever happens first. 

Again we work with a smallest counterexample, where we measure size in 
terms of the number of jobs. Let I be such a smallest counterexample, and let 
cr be the schedule created by DLDT for I. Again, we abuse the notation I to de
note the instance as well as the set of jobs in the instance. Let lt denote the first 
job in cr that assumes the value Lmax(cr). For proving that such a counterexample 
cannot exist, we start by proving three structure properties that the schedule cr for 
an alleged smallest counterexample must satisfy. 

Observation 2.12. The schedule cr consists of a single block: it possibly starts 
with idle time after which all jobs are executed contiguously. 

Proof Suppose on the contrary that cr does not have this form. We then show that 
either we can find a counterexample that consists of a smaller number of jobs, or 
that this alleged counterexample is not a counterexample at all. 

Suppose that cr consists of more than one block. Let B be the block in which lt 
is scheduled. Since the algorithm bases its choices on the set B(t), the existence of 
the jobs that are completed before the start of block B does not influence the start 
time of Band the order in which the jobs are executed. Therefore, we can remove 
all jobs that are completed before the start of block B without changing the value 
Lmax(cr) and without increasing Lmax(7r). Similarly, we can remove all jobs from 
I that are released after the start of ]z in a. Therefore, we may assume that our 
counterexample consists of the jobs from block B and the jobs that are available 
at the start of ]z in cr but that are scheduled in another block. 

Since the algorithm always starts a job if more than one job is available and the 
machine is empty, we know that there is at most one job that is available at time 
S1 (a) and does not belong to B; moreover, we know that this job, which we denote 
by h must be marked big in the interval [St(a) 8, Ct(a) + s] for some 8 > 0. 
Let S B and CB denote the start time of the first job and the completion time of the 
last job in B. Let 10 be the job that arrives first, which may be equal to Ji. Due 
to the working of the algorithm, S B = m in {ro + (a - 1) po. rt}, where rt denotes 
the release date of the second available job. Since 11 is a job in B, we know that 
Lmax(a) = Lt(cr) = Ct(cr) + q1 ::;: Cs + qz. If lo is the first job scheduled in 
:TT, then Lmax (:TT) > Lt (rr) ~ ro + Po + q1 > S B + % from which we derive that 
Lmax(cr) Lmax(7r) < Cs-Ss =p(B). Ifloisnotthefirstjobinrr,thenthefirst 
job in :TT cannot start before time r1 ~ Ss, which implies that Lmax(:TT) ~ Lt (:TT) ~ 
Ss+Pt+% and weagainhavethatLmax(cr)-Lmax(7r)::;: Cs-Ss = p(B). Since 
Ji is big in the interval [St(a)- s, Ct(a) + s], Pi > (a- l)(p(B) +Pi), which 
implies that p(B) < (a- l)pi ::;: (a- l)Lmax(rr), and disproves the validity 
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of our counterexample. Hence, we deduce that I then does not correspond to a 
counterexample. o 

From now on, let lo denote the job that arrives first in I. Without loss of generality 
we may assume that ro = 0. 

Observation2.13. For all JJ E I\ {Jo}, we have that Pi::::: (a- 1)p(I). 

Proof Suppose on the contrary that there does exist a job 11 with r1 ::: r0 that has 
Pi > (a- l)p(I), i.e., a,pi > p(I). Then at time r1 there are at least two jobs 
available, which implies that the algorithm starts a job if it had not done so already. 
On the basis of Observation 2.12, we may conclude that there is no idle time in the 
remainder of the schedule. But since 11 is marked as big by the algorithm for any 
time t, this can only be the case if the other jobs are able to keep the machine busy 
from timer} to timer} +(a-l)PJ· In that case, however, (a-1)pJ ::::: p(I)-Pi < 
api -Pi =(a- 1)p1, which is a contradiction. o 

Let h denote the last job scheduled in a before J1 with a delivery time smaller than 
% if it exists. Let G(/) denote the set of jobs containing J1 and all jobs between 
Jk and J1 in a if Jk exists, and all jobs scheduled before and including J1 in a oth
erwise. Note that, due to the definition of Jb all jobs in G(l) have delivery time 
greater than or equal to q1. As in Potts [1980], we shall refer to h as the interfer
ence job for the schedule a as it may delay the times at which the jobs in G (/) are 
delivered by occupying the machine when at least one of the jobs in G (/) becomes 
available for processing. We now show that the schedule a contains an interfer
ence job, and furthermore that this job has a considerable processing requirement. 

Observation2.14. a contains an interferencejob hand Pk >(a -l)p(I). 

Proof Due to the definition of G (/), we have that 

Lmax(rr) 2:: L Pi+ q[. 
}EG(I) 

The first job in the block starts at time (a - 1) p0 at the latest. If there is no inter
ference job, then G(/) contains all the jobs that have been scheduled in a before 
time q (a) and consequently 

Lmax(a) = q(a) + q1 :::=:(a- 1)po + L Pi+ q[. 
}EG(I) 

Hence, Lmax(a)- Lmax(rr) ::::: (a -1) po::::: (a -l)Lmax(rr), which contradicts the 
fact that we consider a counterexample. Therefore, we assume from now on that 
an interference job h exists. Suppose that (a - 1) p(I) ::: Pk· In the remainder 
of this proof we show that I then does not correspond to a counterexample. Either 
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one of the following two reasons forces the algorithm to select Jk and not one of 
the jobs from G(l): 

(1) All jobs in G(l) have a release date larger than Sk(u). 

(2) There is one job from G(l) available at Sk(u), which we denote by 1;, that is 
marked as big and therefore cannot be started yet. Note that, since Ji cannot 
be started yet, we must have that Sk(u) + Pk:::: ri +(a- l)Pi· 

Case 1. In this case, we have that 

Lmax(rr) 2::: .min Tj + L Pj + q1 > Sk(u) + L Pj + q[, 
;eG(l) jeG(I) jEG(l) 

and since 

Lmax(u) = Ct(u) + ql = Sk(u) + Pk + L Pj + qz, 
jEG(I) 

we deduce that Lmax(u)- Lmax(rr) < Pk:::: (a l)p(I):::: (a -l)Lmax(:n-). 

Case 2. For this case, we have that 

Lmax(:n-) 2::: .min Tj + L Pj +qt = ri + L Pj +% 
1 eG(l) j eG(I) j eG(l) 

from which we deduce that 

Lmax(u)- Lmax(:n-) < Sk(o-) + Pk- ri :::: Ti +(a- 1) Pi- r; :::: (a- l)Lmax(:n-). 

Since neither of these cases corresponds to a counterexample, we conclude that our 
assumption was wrong and hence that Jk must have Pk > (a 1) p(I). o 

Corollary 2.15. Jk = lo. 0 

So far, we proved several structure properties that the heuristic schedule for a small
est counterexample must satisfy. Resuming, we proved that the job that arrives first 
is big for all times t, has a smaller delivery time than It. and is the last job sched
uled before lt with a smaller delivery time than lt. Furthermore, all other jobs are 
not big at any time t, and all jobs are scheduled contiguously. For our analysis in 
Theorem 2.17, we still need one more lemma that proves a specific property on the 
optimal schedule for the alleged smallest counterexample. 

Lemma 2.16. Either lo is the first job in :n-, or Cmax(:n-) 2::: Cmax(u) 2::: apo. 

Proof Let J1 be the first job other than lo that becomes available. As there are two 
jobs available at time r1, the algorithm starts one of the jobs if the machine is still 
idle. Therefore, if lo is not the first job in :n-, the first job in u starts no later than 
the first job in :n-, and since there is no idle time in u, we have Cmax ( u) :::: Cmax (:n-). 
It is easily checked that Cmax(u) 2::: apo. D 
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Theorem 2.17. The deterministic on-line algorithm DLDT for minimizing Lma:x on 
a single machine has performance bound (.J5 + 1)/2. 

Proof Suppose on the contrary that there exists an instance for which the algo
rithm finds a schedule u with Lmax ( u) > a Lmax (n). Obviously, then there exists a 
counterexample I with a minimum number of jobs. On basis of Observations 2.12 
through 2.14, we may assume that the first job available in I, which is defined to be 
lo, has Po > (a -1) p(I). Note that, due to Corollary 2.15, lo is the last job before 
lt in u with a delivery time smaller than q1. lo starts no later than time (a- 1) p0 
unless some job with delivery time greater than (a - 1) Po is available. Let G(h) 
denote the set of jobs that were selected instead of 10 when 10 was eligible for be
ing scheduled; G(h) may be empty. Let Sh(u) denote the start time of the first job 
in this set if available; Sh(u) ::.:; (a -l)po. Note that, if So( a) > (a- 1)p0 , then 
G(h) # 0. 

The proof proceeds by a case-by-case analysis. There are two possible reasons 
for starting lo instead of a job from G(l) at time So( a). The first one is that sim
ply none of the jobs in G(l) was available, i.e., 'J > So( a) for all ]z E G(l). The 
second one is that the available jobs in G (l) have a delivery time at most equal to 
(a - 1) PO· We cover both cases by distinguishing between 

(1) rj > So(u) for all lj E G(l), and 

(2) qJ ::.:; (a- l)po for some 11 E G(l). 

Case 1. Since none of the jobs in G (l) is available at time So( u), 

Lma:x(n) > So(u) + L Pi+% and 
jEG(l) 

Lmax(u) So( a)+ PO+ L PJ + qf. 
)EG(l) 

Hence, Lmax ( u) - Lma:x (n) < po. If lo is not the first job in 1i, then accord
ing to Lemma 2.16 Lmax(n) ~ Cmax(n) ~ apo, which implies that Lma:x(u) -
Lmax(n) < (a- l)Lmax(n). Therefore, we assume that lo is the first job in Jr. 

Then 

Lma:x(n) ~ Po + L PJ +% 
jeG(l) 

and hence, Lmax(u)- Lmax(n)::.:; So(u). Now, either So(u) :S (a l)po, which 
disqualifies the counterexample, or G(h) # 0. Note that all jobs in G(h) have a 
deliverytimegreaterthan (a -l)po. Since lo is the first job inn, Lmax(n) > apo, 
and we do not have a counterexample. 

Case 2. Since all jobs in G(l) have a delivery time that is at least as large as q[, 
we have that q1 ::.:; (a - 1) PO· If lo is not the first job in n, then according to 
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Lemma 2.16, Cmax(a) ~ Cmax(rr), and we get 

Lmax(a) = Cf(CT) + ql ~ Cmax(a) + q1 ~ Cmax(rr) +(a- l)po 
~ aLmax(rr). 

Therefore, we assume that 10 is the first job in rr. Since all jobs in G (h) have a 
delivery time greater than (a - 1) p0 , l1 is the job with the smallest delivery time 
in G(h) U G(l). Combining all this yields 

Lmax(rr) ~PO+ L Pi+ qz, and 
i EG(h)UG(/) 

Lmax(CT) = Sh(a) +PO+ L Pi % 
i eG(h)UG(/) 

which implies that Lmax(CT) - Lmax(rr) ~ Sh(a) ~ (a - 1)po. Since we have 
checked all possibilities, we conclude that there is no counterexample to Theo
rem 2.17. D 

2.2.2 Randomized algorithms 

As in Section 2.1.2, we want to discuss the profitability of applying randornization 
in on-line algorithms. Unfortunately, to the best of our knowledge, nobody has 
come up until now with a randomized on-line algorithm with a performance guar
antee smaller than the bound attained by the deterministic algorithm DLDT. Hence, 
we can only discuss what might be expected. As Theorem 2.18 shows, there may 
still be some room for improving on the currently best performance guarantee. 

Theorem 2.18. Any randomized on-line algorithm for minimizing Lmax on a sin
gle machine has a performance bound of at least 1.302. 

Proof Again we use Yao's Minimax Principle. Consider the following random 
instance. At time 0 a job having processing requirement 1 and delivery time 0 
certainly arrives. With probability e-a no jobs arrive any more. With probabil
ity 1 - one job having processing requirement 0 and delivery time 1 arrives 
at some random time x in the interval [0, a] according to the probability density 
function f(x) ea-x /(ea 1). Here a is some constant 0 ~ a ~ 1, for which 
the exact value will be determined later on. 

In case the extra job does arrive it is optimal to postpone the first job until this 
arrival. Otherwise, the first job is scheduled immediately at time 0. This leads to 
the following expected optimal value: 

E[Lmax(rr)] = + (1- e-a) loa (x + l)f(x)dx 
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Consider the deterministic on-line algorithm that schedules the first job at time S, 
unless the extra job arrives at time x ::; S. In the latter case, knowing the distribu
tion, the algorithm will start the first job immediately after having processed the 
other job, incurring a cost of x + 1. In case x > S the first job completes at time 
S + 1, and therefore the second job finishes at time S + 2. Observe that it is useless 
for any algorithm to wait longer than time a. Thus, for 0 ::: S ::: a, 

E[Lmax(a)IS] = e-a(S+1)+(1-e-a) fs(x+l)f(x)dx+ 
a Jo 

(1- e-a) Is (S + 2)f(x)dx 

- 2 -e-a. 

This value is independent of S. Hence, 

E[Lmax (a)] 2 -a -e 
------

E[Lmax(rr)] 2- (a+ l)e-a 

This ratio is maximum for the value of a that solves the equation e-a+ 2a-2 = 0; 
this value is approximately 0.768. Substituting it in the above expression gives the 
desired ratio of approximately 1.302. D 

2.2.3 Related models 

As we showed in Section 2.1 for the total completion time criterion, there exists an 
approximation technique that is based on the preemptive variant of the problem. 
Since this technique yields easy proofs for the optimality of on-line algorithms, it 
is worthwhile trying to investigate a similar approach for the maximum lateness 
criterion. Unfortunately, Theorem 2.19 shows that such an approach cannot be 
used to prove performance bounds less than 2. Recall that tjJ denotes an optimal 
preemptive schedule, and 1r denotes an optimal nonpreemptive schedule. 

Theorem 2.19. There exists an instance of the problem of minimizing Lmax on a 
sing le machine for which Lmax (rr) / Lmax ( t/J) = 2. 

Proof Consider the following instance: rt = 0, Pt = 1, q1 = 0, rt = (i 1)/n, 
Pi = 0, and qi = 1 (i l)jn fori = 2, ... , n. It is not difficult to check 
that the optimal preemptive schedule tjJ has Lmax(ifl) = 1 and that Lmax(rr) = 
mins(S+1+(1- rnSl/n))?: 2 1Jn. Forn--+ oothisgivesalowerboundof 
2 on the ratio of an optimal nonpreemptive and an optimal preemptive schedule. 
D 

Moreover, there exists a deterministic on-line algorithm that produces schedules 
with cost no more than twice the cost of an optimal preemptive schedule. This 
algorithm is a variant of the algorithm ONE-MACHINE of Phillips, Stein & Wein 
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[1995] for minimizing L_C1 on a single machine; see Section 2.1.1. It maintains 
a list of jobs that have been completed in the optimal preemptive schedule, which 
is found on-line by LADT. As soon as a job has been finished in the preemptive 
schedule it is appended to this list. As soon as the machine becomes idle, the al
gorithm assigns the first job in this list to the machine. This directly implies that 
CJ(u) :::;: 2Cj(c/J). Therefore, we have that Lmax(a) = maxj{Cj(a) + qj} :::;: 
max1{2C1(cp) +q1}:::;: 2maxj{Cj(c/J) +q1}. Unfortunately,thisalgorithmalso 
has a performance bound of 2, and hence is not a best possible on-line algorithm. 

For the standard model the performance of any deterministic on-line algorithm 
can never be better than ( ~ + 1) /2. One might wonder what would happen if 
we allow the algorithm to restart jobs without incurring additional costs. Theo
rem 2.20 implies that only minor improvements are possible if we allow restarts. 

Theorem 2.20. Any deterministic on-line algorithm for minimizing Lmax on a sin
gle machine allowing restarts has a performance bound of at least 3f2. 

Proof Consider the following instance. At time 0 a job arrives with process
ing requirement 1 and delivery time 0. Now the adversary tries to keep one job 
with processing requirement 0 and delivery time 1 in the queue waiting to be pro
cessed. Thereto, it proceeds with the following strategy. As soon as the algorithm 
interrupts the long job to process the small job that is currently in the queue, the ad
versary releases a new small job with processing requirement 0 and delivery time 
1 at a time e after the restart of the long job as long as this time t < 1. The first 
time the algorithm decides to restart the long job at a time 1 ::::: t :::;: 2 a job with 
processing requirement 2 - t and delivery time 0 is released. 

Define S as the time at which the algorithm restarted the long job for the last 
time. On the one hand, ifS < 1 then Lmax(a) = S + 2, whereas Lmax(n) = 
S + 1 +e. On the other hand, ifS 2: 1 then Lmax(a) 2: 3 and Lmax(n) = 2. 
Therefore, the performance bound of any on-line algorithm allowing restarts is at 
least 3/2. D 
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Parallel machines 

In Chapter 2 we showed that it is possible to obtain best possible deterministic 
on-line algorithms for some single-machine scheduling problems. An obvious ex
tension of these models is the parallel-machine environment. In this chapter, we 
consider parallel-machine on-line scheduling problems where jobs arrive over time 
and all job characteristics become known at the arrival times. 

The optimality criteria we discuss are makespan, maximum lateness with neg
ative due dates, total completion time, and total flow time. For all criteria we con
sider scheduling problems on identical machines. For the makespan criterion we 
will also consider scheduling problems on uniform machines. We assume that al
gorithms are not allowed to use preemption or restarts, unless stated otherwise. 

Table 3.1 summarizes the worst-case results for the on-line identical-machine 
scheduling model for several criteria. In this table LB and UB denote the best 
lower bound and the best upper bound on the performance guarantee of on-line 
algorithms that have been obtained so far. The results for deterministic algorithms 
that do not allow preemption and restarts are headed by 'standard'. The columns 
'preemption' and 'restart' contain the results that have been obtained for determin
istic algorithms that are allowed to use preemption and restarts, respectively. The 
column 'randomized' contains the results for randomized algorithms that do not 
allow preemption or restarts. 

The lower bounds for the total completion time and makespan criterion for 
the standard model are actually dependent on the number of machines used. The 
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values shown in Table 3.1 are valid for any number of machines. The ratios for 
specific values of m are given in Sections 3.1 and 3.2.1, respectively. The total 
flow time criterion is not included in Table 3.1, simply because only few results 
are available for this criterion within this on-line paradigm. 

Table 3.1. Results for on-line scheduling on identical machines. 

I criteria 
standard preemption restart randomized 
LB UB LB UB LB UB LB UB 

'L,CJ 1.309 41 1.047 22 1 4 1 2.886 1 

Cmax 1.347 1.5 1 p 1.224 1.5 1.171 1.5 
Lmax 1.5 24 1.090 2 1.224 2 1.265 2 

I. Chakrabarti, Phillips, Schulz, Shmoys, Stein & Wein [1996] 
2. Phillips, Stein & Wein [1995] 
3. Hong & Leung [1992] 
4. Hall & Shmoys [1989] 

Note that the upper bound results for the makes pan and maximum lateness cri
teria for all non-preemptive models are equal. This is due to the fact that so far no 
better results have been proved in the extended model where either restarts or ran
domization is allowed. Another difference with the single-machine environment 
is that for none of the problems we have been able to find a best possible on-line 
algorithm. 

For completeness sake, we mention the results for the total flow time criterion. 
For the non-preemptive case, there are no non-trivial results available. Leonardi & 
Raz [1997] prove that, if preemption is allowed, then the shortest 
remaining processing requirement algorithm has a performance guarantee of 
O(log min{njm, Pmax/ Pmin}), where n is the number of jobs, m is the number of 
machines, and Pmax and Pmin are the maximum and the minimum processing re
quirement, respectively. They furthermore show that this is best possible up to a 
constant factor. As this result shows, not all deterministic parallel-machine schedul
ing problems allowing preemption can be solved to optimality on-line. An ex
ception is the makespan criterion, for which Hong & Leung [1992] show that the 
identical-machine problem can be solved on-line. As we will show in Section 3.2.2 
this is a special case of a larger class of uniform machine scheduling problems that 
can be solved on-line. 

In this chapter we consider most of the results in Table 3.1 in more detail. In 
Section 3.1 we deal with minimizing total completion time, in Section 3.2 with 
minimizing makespan, and in Section 3.3 with minimizing maximum lateness with 
negative due dates. In all three sections we discuss lower bounds on the perfor
mance guarantees of on-line algorithms. Finding good lower bounds is no longer 
as easy as for the single-machine environment. In Section 3.2.1 we further ana-
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lyze the on-line version of a famous heuristic for minimizing the makespan, the 
LPT algorithm [Graham, 1969]. We show that this algorithm has a performance 
bound of 312, independent of the number of machines. In Section 3.2.2 we com
pletely specify the class of uniform machine instances for which the makespan can 
be minimized on-line, allowing only a finite number of preemptions. We also show 
that for this class of instances the number of preemptions necessary to guarantee 
optimality is O(mn), and that this bound is tight. 

3.1 Total completion time 

In this section we deal with the problem of minimizing total completion time on 
identical machines. It is well known that if all release dates are equal the off-line 
problem both with or without preemption is solved by the simple algorithm that 
schedules the job with the smallest processing requirement at each time a machine 
becomes available [Conway, Maxwell & Miller, 1967; McNaughton, 1959]. Du, 
Leung & Young [1990] prove that the off-line two-machine problem with release 
dates is NP-hard if preemption is allowed. If preemption is not allowed, then al
ready the single-machine problem is strongly NP-hard. Phillips, Stein & Wein 
[ 1995] show that, if preemption is allowed, the multi-machine generalization of the 
single-machine algorithm SRPT that always processes the m jobs with the shortest 
remaining processing requirement has a performance guarantee of 2. Chakrabarti, 
Phillips, Schulz, Shmoys, Stein & Wein [1996] show that ifpreemption is notal
lowed, then there exists an on-line algorithm with a performance guarantee of 4. 
In this section we show that any on-line algorithm that may not interrupt the pro
cessing of a job will have a performance bound of at least 1.309. Unlike for the 
single machine, there is still a large gap between the lower and upper bounds on 
the performance guarantee. 

Theorem 3.1. Any deterministic on-line algorithm for minimizing L Ci on iden
tical machines has a performance bound of at least 1.309. This lower bound can 
be improved for specific values of m. 

Proof. Consider the following instance. At time zero m jobs arrive all having pro
cessing requirement 1. Suppose an on-line algorithm wants to guarantee a perfor
mance bound of a. Let Sj denote the start time of job j in the schedule created by 
such an algorithm. Without loss of generality we assume that Sf ::: ... ::: S~. We 
first show that for this instance an adversary can force the algorithm to leave some 
of the machines idle for a while although there are jobs available. More specifi
cally, the adversary can force the algorithm to have 

a { ja - (a l)m a } . 
Sj ~ max 0, jot+ (a_ l)m (S1 + 1) , J = 1, ... , m- 1, (3.1) 
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sa > 
m -

(Sj + 1) 

a 
(3.2) 

Suppose to the contrary that the starting times do not satisfy this property. If so, 
there is a first time that the algorithm decides to start a job earlier than specified. 

Suppose this happens for job k. We distinguish between k < m and k = m. If 
k < m, the adversary proceeds as follows. At time Sf +ea set of n(m- k) jobs 
arrives, all having processing requirement (1 + Sj Sf) In, where c ::::: 1 I n2. For 
this situation it would have been optimal first to schedule all the small jobs as soon 
as possible, and then to schedule the m large jobs. Hence, in the optimal schedule 
n every machine processes n(m- k)lm small jobs starting at time Sf + c, and 
then one big job, resulting in a cost of z=cj (n) = n(m k)(Sf + (1 + Sj- Sf) 
(m - k)l(2m)) + O(m). The on-line algorithm however already started k jobs. 
Hence, the best way to complete the schedule is to process n small jobs and con
secutively one big job on each of the remaining m -k machines that are still empty. 
Note that in this schedule all the small jobs will be finished by time Sf + 1 +c-. This 
results in an objective value l:Cj(a-) = n(m -k)(Sf + (1 +S}- Sf)l2) + O(m). 
Since the algorithm has a performance bound of at most a, we have for n ~ oo 
that 

Sf + (1 + S} - Sf) 12 __ _.::::.. ___ .....!... _ _::;....;.._ __ ::Sa. 
Sf + (1 + Sf- Sf)(m- k)l(2m) 

Rewriting this condition gives that 

sa > ka - (a - 1)m (Sa+ 1) 
k - ka + (a - 1)m 1 ' 

which contradicts the fact that the algorithm started job k before this time. 
If k = m, the algorithm starts job m before the lower bound specified in Con

dition 3.2. The adversary now proceeds by releasing n jobs at time S::Z + c, all 
having processing requirement 0. Again, it is optimal first to schedule the small 
jobs at time S::Z + e and then the mth large job. All other large jobs should be 
scheduled from time 0 onwards. This results in a schedule with cost L Cj (n) = 
m+ (n + l)(S::Z +e). The on-line algorithm, however, already occupies all ma
chines. Hence, it has to wait until a machine becomes idle. This happens first at 
time Sf + 1, and therefore z=cj (a-) :.::. n(S} + 1). Since the algorithm has a per
formance guarantee of a, we have for n ~ oo that 

which contradicts the fact that Condition 3.2 is not satisfied. Hence, any algorithm 
that wants to achieve a performance bound less than or equal to a must satisfy the 
Conditions 3.1 and 3.2 for the given instance. 
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Now, the adversary also has the possibility not to release any more jobs. Since 
the algorithm wants to guarantee a performance bound of a, we have that 

:LC (o-) L-(S11 +1) 
J = ; ; <a 

:LCJ (n) m - ' 

which implies that :L1 S) :::; (a - 1)m. Together with the lower bounds on the 
starting times as given in Conditions 3.1 and 3.2, we can compute a best possible 
a for every m. This results in the lower bounds shown in Table 3.2. 0 

Table 3.2. Lower bounds for minimizing :L c1. 

1 2 3 4 5 100 00 

2 1.520 1.414 1.373 1.364 1.312 1.309 

We now turn to the case where preemption is allowed. The fact that this problem is 
NP-hard, does not necessarily imply that the problem cannot be solved by an on
line algorithm, as on-line algorithms are not required to run in polynomial time. 
Although the bound in Theorem 3.2 is only slightly larger than 1, the theorem is 
still essential, because it proves that total completion time cannot be minimized 
on-line. Again, there remains a large gap between the best known lower and upper 
bounds on the performance guarantee of on-line algorithms. 

Theorem 3.2. Any deterministic on-line algorithm for minimizing L CJ on iden
tical machines allowing preemption has a performance bound of at least 22/21. 

Proof Consider the following instance. At time zero, a set of m small jobs, all 
having processing requirement 1/2, and a set of m / 2 large jobs, all having process
ing requirement 1, arrive. Note that every algorithm that uses no preemption and 
that schedules a job as soon as a machine becomes available, creates an optimal 
schedule for this instance. 

Because preemption is allowed we assume without loss of generality that the 
on-line algorithm always processes a job if a machine is available. Suppose that 
at time 112 the on-line algorithm has processed am units of processing of the set 
of jobs of length 1. Due to the scheduling constraint that one job can only be pro
cessed by one machine at a time, we have that 0 :::; a :::; 1 j 4. Depending on a the 
adversary either immediately releases a set of m small jobs, all having processing 
requirement 112, or waits until time 1 before it releases this set of jobs. 

Suppose the extra set of jobs arrives at time 1/2. An optimal schedule for this 
instance would be to schedule the jobs with processing requirement 112 two by 
two on the machines. The first job on the machine is a job that arrived at time 
zero, and the second job on each machine is a job that arrived at time 1/2. The 
jobs with processing requirement 1 are processed from time 1 onwards, each on its 
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own machine. This results in a schedule cp with total completion time L_C1 (cp) = 
5mj2. Note that in this optimal preemptive schedule none of the large jobs is pro
cessed before time 1/2. The on-line algorithm, however, already has processed 
am units of these jobs. The best schedule, given this property, is depicted in Fig
ure 3.1, situation (a). In this figure the shaded area represents the jobs having pro
cessing requirement 1. None of the large jobs are processed between times 1/2 
and 1, and hence they are completed at or after time 3/2. Of the 2m small jobs 
m - f2aml are completed at time 1/2, m - 12aml + Lamj are completed at 
time 1, L2amj are completed at time 3/2, f2aml - L2amj jobs are completed at 
time (am - L2amJ/2) + 1/2, and f2aml - L2amj jobs are completed at time 
(am - L2amj /2) + 1. Hence, the total completion time of the heuristic schedule 
equals L_C1 (O") = (5/2 +a)m. To see that this best possible, we need the follow-

m m 

m/2 m/2 

0 2 0 2 

(a) Arrival at time 1/2. (b) Arrival at time I. 

Figure 3.1. Best possible schedule given the schedule on [0,1/2]. 

ing observations. For instances without release dates preemptions are not advan
tageous; see, e.g., Lawler, Lenstra, Rinnooy Kan & Shmoys [1993]. Hence, given 
the schedule before time 1/2, no preemptions are necessary to complete the sched
ule optimally. At time 1/2 the remaining processing requirements of the large jobs 
are at least 1/2. Hence, they are the largest jobs at time 1/2 and should be sched
uled last. Finally, observe that as many jobs as possible should be completed by 
time 1/2. 

Suppose the extra set of jobs arrives at time 1. An optimal schedule for this in
stance would process the jobs with processing requirement 1 each on its own ma
chine from time 0 onwards, and all other jobs as soon as possible given this assign
ment. This results in a schedule with total completion time L CJ ( cp) = 11 m I 4. 
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Note that in</> as much of the large jobs as possible is processed before time 1/2. 
The on-line algorithm, however, has processed only am units of these jobs. The 
best schedule, given this fact, is depicted in Figure 3.1, situation (b). In this figure 
the light shaded area represents the jobs having processing requirement 1, and the 
dark shaded area represents machine idle time. Of the m/2large jobs, L2amj are 
completedattime 1, mj2 f2aml are completed attime 3/2, and f2aml- L2amJ 
jobs are completed at time ( f2am l /2 -am)+ 1. Of the 2m small jobs, m f2am 1 
are completed attime 1/2, L2amj are completed at time 1, m/2+ L2amj are com
pleted at time 3/2, m/2 - f2aml are completed at time 2, f2aml L2amj jobs 
are completed at time (am- L2amJ/2) + 1/2, and f2aml- L2am_l jobs are com
pleted at time ( f2am l /2 - am) + 3/2. Hence, the total completion time of the 
heuristic schedule equals 'L.Ci (a) = (3- a)m. We can use similar arguments as 
for the previous situation to prove that this best possible. 

Combining the above two results we get that 

l::Cj(a) =max{(5/2+a)m (3-a)m}· 
l::Cj(</>) 5mj2 ' llm/4 

Now if the on-line algorithm would know beforehand that these are the only two 
instances the adversary is going to choose from, it would select a so as to minimize 
the above expression. Some simple calculations show that the best choice is a = 
5/42, which results in a lower bound on the performance guarantee of 22/21 ~ 
1.047. 0 

3.2 Makespan 

In this section, we consider the parallel-machine scheduling problem of minimiz
ing the makes pan, where the machines are either identical or uniform. 

Shmoys, Wein & Williamson [1995] describe a general method to turn an off
line algorithm for a problem without release dates into an on-line algorithm that 
can handle unknown release dates when minimizing the makespan. This method 
iteratively uses the off-line algorithm on the set of available jobs. Once all the jobs 
that have been scheduled in the last iteration have been completed, the method uses 
the off-line algorithm on the jobs that have arrived during this period, and this pro
cess is repeated. Shmoys, Wein & Williamson [1995] prove that if the off-lineal
gorithm has a performance guarantee of p for the off-line problem without release 
dates, then the corresponding on-line algorithm has a performance guarantee of 
2p. Although this method can be used for many different environments, it gives 
a performance guarantee of at least 2, even if the corresponding off-line problem 
can be solved to optimality. Of course, if we apply tailor-made on-line algorithms, 
we hope to be able to obtain better performance guarantees. 
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The off-line problem on identical machines is NP-hard, although it can be 
solved in polynomial time by an on-line algorithm if preemption is allowed [Hong 
& Leung, 1992]. Graham [1966] proves that on-line list scheduling has a perfor
mance guarantee of 2, even in the presence of precedence constraints. Shmoys, 
Wein & Williamson [1995] provide a lower bound of 10/9 on the performance 
bound of any on-line algorithm. 

This section is organized as follows. In Section 3.2.1 we assume that all ma
chines are identical. We propose and analyze the on-line LPT algorithm. We prove 
that this algorithm has a performance guarantee of 3/2, and that this bound is tight. 
Furthermore, we show that any on-line algorithm will have a performance bound 
of at least 1.347; this bound is improved to (5 ../5)/2 ~ 1.382 for m = 2. In the 
remainder of Section 3 .2.1 we pay some attention to the extent to which restarts or 
randomization can help to improve the obtained worst-case results. 

In Section 3.2.2 we assume that the machines are uniform. Within this model, 
we only consider the situation where preemption is allowed. We show that if only 
a finite number of preemptions is allowed, then there exists an on-line algorithm 
that solves the problem if and only if Si-If si ~ sifsi+l for all i 2, ... , m- 1, 
where s1 denotes the ith largest machine speed. We also show that if this condition 
is satisfied, then O(mn) preemptions are sufficient, and we provide an example to 
show that this bound is tight. 

3.2.1 Identical machines 

In this section, we deal with the problem of scheduling jobs on identical parallel 
machines with the objective of minimizing the makespan, where preemption is not 
allowed. A well-known off-line algorithm for the problem without release dates is 
the LPT algorithm, which has a performance bound of (4m- 1)/(3m) [Graham, 
1969]. We consider the on-line version of this algorithm. 

This section is organized as follows. First we show that the on-line LPT algo
rithm has a performance guarantee of 3/2, independent of the number of machines. 
Second we provide new lower bounds on the performance bound of any on-lineal
gorithm. These lower bounds indicate that the LPT algorithm performs quite well 
from a worst-case point of view. 

(a) The on-line LPT algorithm 
The on-line LPT algorithm can be described as follows. At any time a machine 
becomes available for processing, schedule an available job with the largest pro
cessing requirement. If no jobs are available, then wait until the next arrival. 

We number the jobs according to their order of appearance. For a schedule a, 
let Cmax (a) denote the makespan and let S J (a) and C J (a) denote the starting time 
and the completion time of job J1 in this schedule, respectively. 
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The on-line LPT algorithm has a performance guarantee of 3/2. We prove this 
by contradiction. Suppose that the performance guarantee of the algorithm exceeds 
3/2. Then there exists an instance, which we call counterexample, for which the 
algorithm produces a schedule with makespan more than 3/2 times the makes pan 
of an optimal schedule. Let I be a smallest counterexample, i.e., a counterexample 
consisting of a minimum number of jobs. Let a denote the schedule produced by 
the on-line LPT algorithm for the instance I, let rr denote an optimal schedule, and 
let J1 be a job that finishes at Cmax (a). 

We will investigate this smallest counterexample by establishing various rela
tions between the optimal makespan and job-related information of J1 in a. We 
start by giving some properties of a. 

Observation 3.3. Without loss of generality, we may assume that, at any time be
fore Cmax (er) in schedule a, at least one machine is not idle. 

Proof Suppose that there is a common idle period in a before time Cmax(a), 
during which all machines are idle. According to the LPT algorithm, jobs that are 
scheduled after the common idle period must be released after this period. If there 
are some jobs processed before the common idle period, then removing these jobs 
does not change the schedule created by the LPT algorithm, whereas the corre
sponding optimal makespan does not increase. Hence, we can obtain a smaller 
counterexample, which contradicts the fact that we started with a smallest coun
terexample. 

Therefore, schedule a starts with a common idle period, if any. Note that the 
first job is released at time r1, which is the end of this idle period. If we change 
our problem instance by decreasing the release dates of all jobs by r1, then the 
makes pan of both the LPT schedule and the optimal schedule will decrease by this 
same amount, which implies that the ratio of the makes pans will increase, and that 
the modified instance is a minimal counterexample too. 0 

Lemma 3.4. S1(a)- rt > Cmax(rr)/2. 

Proof Since Cmax(a) > (3/2)Cmax(rr) and r1 +PI :::; Cmax(rr), we have that 
S1(a) -r1 = Cmax(a)- Pl-rt > (3/2)Cmax(rr)- Cmax(rr) = Cmax(rr)/2. 0 

In schedule a there may exist a time interval before time r1 during which a ma
chine is idle. Let [ts, t f] be such an idle time interval with maximum t.r. If in a 

all machines are busy before r1, then let ts = t f = 0. 

Lemma 3.5. PI::: (Cmax(rr)- tr)/2. 

Proof We will identify m + 1 jobs with a processing requirement greater than or 
equal to PI and then show that the two jobs that are processed by the same machine 
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in TC are released at or after time t.r. Then, Cmax (n) ?:: t.r + 2 Pi, which yields the 
desired result. 

Consider the jobs that are started before time St(a) and completed at or after 
time St (a). Due to the selection mechanism of LPT, no machine can be idle in the 
interval [rt, St(a)], which has a positive length by Lemma 3.4, and hence there are 
m of such jobs. Let JJ be any of them. Suppose that p 1 < PI· Since LPT started 
J1 before lt, it must have started J1 before T[, because otherwise it would have 
chosen the larger of the two jobs. Thus S 1 (a) < rt, which implies that PL > p 1 
C1 (a) Sj(a) > S1(a)- rt > Cmax(n)/2 by Lemma 3.4. So all of these m jobs 
and J1 have a processing requirement greater than Cmax (n) /2, which is impossible 
since at least two of these jobs are processed by the same machine in n. Therefore, 

Pi ?:: PL· 
We have identified the m+ 1 jobs with a processing requirement greater than or 

equal to p1. What is left to prove is that from these m + 1 jobs the two jobs that are 
executed by the same machine inn, say JJ and Jko are not available before time tr. 
Supposetothecontrarythatrj < t.r. SinceJ1 isavailablebeforetimet.r,SJ(a) < 
t .r ::S n. Hence, the intervals [r 1 , S 1 (a)] and [r1, S1 (a)] are disjoint. Furthermore, 
SJ(a) +Pi +PI ?:: St(a) + PI = Cmax(a) > (3/2)Cmax(n) and Cmax(n) ?:: 
r1 +Pi+ Pk?:: r1 +Pi+ Pl· which imply that Sj(a)- r1 > Cmax(n)/2. Since 
all machines are busy during the two disjoint intervals [rJ, SJ (a)] and [r1, St(a)], 
which both have length more than Cmax (n) /2, the total processing requirement of 
all jobs is more than mCmax (n), which is obviously impossible. o 

Corollary 3.6. The schedule a contains idle time. 

Proof If there is no idle time in a, i.e., t f = 0, then St(a) is an obvious lower 
bound for Cmax (n) based on the total processing requirement. Together with Lem
ma 3.5, this implies that Cmax(a) = S1(a) + Pt ::S (3/2)Cmax(n), contradicting 
the fact that we are considering a counterexample. 0 

We have found an upper bound on the processing requirement of job J1. We will 
also establish an upper bound on the start time St(a) of this job. We do this by 
deriving two complementary lower bounds for Cmax (n) in terms of S1 (a). The first 
lower bound is based on the amount of processing that has to be executed after time 
t f, and the second one is based on the total amount of processing. 

Lemma 3.7. Sz(a) ::S Cmax(n) +(m -l)t.r/(2m)- ptfm. 

Proof Let Q 1 be the set of jobs that finish after time tr in a and that start at or 
before time t9 , and let Q2 be the set of jobs that finish after timet f in a and that 
start after time ts. Since during the interval [t9 , tr], which has a positive length 
according to Corollary 3.6, at least one machine is idle, it is easy to see that, for 
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any job lj E Q2, either ri 2:: fJ or ri = Sj(a). Hence, for any job of Q2, the 
processing that is executed after t f in a cannot be scheduled earlier than t 1 in any 
optimal schedule. On the other hand, for each job in Q 1, the maximum amount 
of processing currently executed after t 1 in a that could be executed before tr in 
another schedule is 8, where 8 = maxljEQ 1(Sj(a)- r1) and 8 = 0 if Q1 = 0. 
Therefore, taking into account that all machines are busy during [tf, St(a)] and 
that I Q 1l :::; m - 1, we obtain the following lower bound based on the amount of 
processing that has to be executed after t 1 in any schedule: 

Cmax(n) 2:: tr + (m(St(a)- tr) +PI -1Qtl8)jm 

2:: St(a) +pi/m- (m -1)8/m, 

where the third term on the right-hand side of the first inequality is the addition of 
PI to the total processing requirement after trand the fourth term is the maximum 
we can subtract from the total processing requirement after t 1. 

Now let us consider the total processing requirement of all the jobs. Note that, 
if o > 0, then in a there is a time period before ts of length of at least 8, dur
ing which all machines are occupied. We already know that during the interval 
[t1 , St(a)] all machines are occupied and that at any other time at least one ma
chine is busy according to Observation 3.3. Therefore, based on the total amount 
of processing, we obtain another lower bound: 

Cmax(1r) 2:: o+(St(a)-tt)+(Pt+tt o)jm 

= St(a) + pt/m +(m- l)ojm- (m- 1)tfim. 

Adding up the two above lower bounds gives 

2Cmax(1r) 2:: 2St(a) (m l)ttfm + 2ptfm, 

from which the desired result follows immediately. 0 

The bounds on PI and St (a) are strong enough to prove the performance guarantee 
of 3/2 for LPT. 

Theorem 3.8. The deterministic on-line LPT algorithm for minimizing Cmax on 
identical machines has performance bound 3/2. 

Proof. Using Lemmas 3.5 and 3.7 we derive 

Cmax(a) = St(a) +Pi 
< Cmax(Jr) +(m -l)ttf(2m)- ptfm + (Cmax(Jr)- tt)/2 

(3/2)Cmax(1r)- trJ(2m)- ptfm 
< (3/2)Cmax(1r). 

Since this contradicts the fact that we are considering a counterexample, we con
clude that there is no counterexample and, therefore, the performance guarantee of 
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the on-line LPT algorithm is at most 312. 
It is easy to find an instance for which the bound is asymptotically reached. 

For example, take the instance of m + 1 jobs with rt · · · = r m = 0, PI = · · · 
Pm = 1, and rm+I = c, Pm+l = 2- c, where s is some small positive number. 
The LPT algorithm creates a schedule with makespan 3 s, whereas an optimal 
schedule has a makespan of 2. If we let s tend to zero, then the ratio tends to 312. 
D 

(b) Lower bounds 
Theorem 3.9 shows that, because of the lack of information concerning the future, 
no deterministic on-line algorithm can perform very well from a worst-case point 
of view. 

Theorem 3.9. Any deterministic on-line algorithm for minimizing Cmax on iden
tical machines has a performance bound of at least 1.3473. For m = 2 this bound 
can be improved to (5- .JS)/2. 

Proof We show this result by describing a set of instances for which no on-line 
algorithm can guarantee an outcome strictly less than 1 + a times the optimum. 
We again denote the schedule created by any given on-line algorithm by a and an 
optimal schedule by 1r. 

Consider the following situation. The first job arrives at time 0 and has a pro
cessing requirement 1. The on-line algorithm decides to schedule the job at time 
St. If S 1 2:. a, then we have that Cmax ( u) I Cmax (n) 2:. 1 + a; note that the choice 
of a depends on the number of machines. IfS 1 < a, then we let a second job ar
rive at time S1 with processing requirement al(l -a). 

If the algorithm decides to start this job at time S2 :::: S1 + 1 - a/(1 - a), 
then we let m - 1 jobs arrive at time S2, all having a processing requirement 1 + 
aj(l- a)- S2. An optimal schedulen for this instance has lt and h scheduled 
on the same machine, and all other jobs get a machine of their own, which implies 
that Cmax (n) = 1 + a I (1 - a). In a, at least one of the jobs that arrive at time S2 

cannot start before h has finished, which implies that Cmax (a) 2:. 1 + 2a I (1 -a). 
Therefore, Cmax(a)ICmax(n) 2:. 1 +a. 

On the other hand, if the on-line algorithm does not start the second job by time 
S1 + 1 -al(1 -a), then at this time some other jobs are released. We distinguish 
between the situations m = 2 and m 2:. 3. If m = 2, then one job is released 
with processing requirement 1 - aj(1 a) - S1; recall that a = (3 - ~)12 
for m= 2. In 1r, hand h will be combined and J1 gets its own machine, which 
implies that Cmax (n) = 1. In a, the best way to complete the schedule is by im
mediately scheduling }z and by putting h after lt, which implies that Cmax(a) 2:. 
2- al(l- a). Hence, Cmax(a)ICmax(7r) 2:. (2- 3a)l(l- a)= 1 +a. 
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If m 2:: 3, then m - 2 jobs are released with processing requirement a j (1 a) 
and one job with processing requirement 1 - a 1 (1 a). In rr every job gets 
a machine of its own, except for the second and the last job, which implies that 
Cmax(rr) = S1 + 1. Since in 0' }z is not started until time St + 1- a/(1 -a), all 
machines will be busy until time SI + 1, after which the job with processing re
quirement 1 -a I (1 -a) still has to be processed. Hence, we have that Cmax ( 0') 2:: 
St + 2- a/(1- a). Since SI <a, the ratio Cmax(O')/Cmax(rr) is minimized by 
letting S1 =a, and this choice yields the ratio (2 2a- a 2)/(1 - a 2) = 1 +a 
if we choose a to be the solution of a3 - 3a + 1 = 0 in the interval [1/3, 1/2]. 
0 

Proving performance guarantees for complex on-line algorithms for minimizing 
makespau ou parallel machines is difficult. Algorithms designed to benefit from 
randomization or restarts quickly turn out to be complex. Hence, until now, no
body has proved a randomized on-line algorithm or deterministic on-line algorithm 
allowing restarts, to have a performance guarantee better than 3/2. Theorems 3.10 
and 3.11 give an idea about the maximum gain that can be obtained by applying 
these techniques. 

Theorem 3.10. Any randomized on-line algorithm for minimizing Cmax on iden
tical machines has a performance bound of at least 4 - 2v'2. 

Proof. We use Yao's Minimax Principle. Consider the following random instance 
of the problem. At time 0 a set of m jobs that all have processing requirement 1 
arrives. With probability 2 - v'2 no jobs arrive anymore. With probability v'2- 1 
one job having processing requirement 3 - v'2 arrives at time v'2 - 1. 

In case the extra job arrives, it is optimal to schedule two of the jobs that have 
processing requirement 1 on one machine, and schedule the job that has processing 
requirement 3 - v'2 on its own machine immediately at its arrival. In this situa
tion the optimal makespan thus equals 2. This leads to an expected optimal value 
E[Cmax(rr)] (2- ,.fi) + (,.fi- 1)2 ,J2. 

Consider the deterministic on-line algorithm that schedules the last job of the 
first set of jobs at time S, unless the extra job arrives at or before time S. We denote 
the expected objective value of this algorithm by E [ Cmax ( 0') IS]. 

SupposeS < v'2 -1. In case no jobs arrive anymore, the makespan is S + 1 2:: 
1. In case the extra job arrives, all machines are occupied until at least time 1, and 
therefore the extra job finishes at least at time 4 - v'2. Hence, given this strategy, 
E[Cmax(O')IS] 2:: (2-v'2)+(J2-1)(4-v'2) = 4(v'2.-1). SupposeS 2:: J2-1. 
In case no jobs arrive auymore, the makes pan is S + 1 2:: J2. In case the extra job 
arrives, the algorithm, knowing the distribution, will assign two jobs to one ma
chine and process the extra job on its own machine, incurring a cost of at least 2. 
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Hence, given this strategy, E[Cmax (a) IS] 2:: (2-.J2).J2+( .J2-1)2 = 4( .J2-1). 
Therefore, independent of the choice of S, E[Cmax(a)IS] 2:: 4(.J2 -1), and hence 

E[Cmax(a)] 4(../2 
---- > ----==---
E[Cmax(rr)] -

2.J2 ~ 1.171, 

which proves the desired lower bound on the performance of any randomized on
line algorithm. D 

Theorem 3.11. Any deterministic on-line algorithm for minimizing Cmax on iden
tical machines allowing restarts has a performance bound of at least .J612. 

Proof. Consider the following situation. At time 0 a set of m jobs arrives; all jobs 
in this set have a processing requirement 1. Since the on-line algorithm has the pos
sibility to restart, we may assume that it starts processing these jobs immediately. 
At time r ~ 1 a job with processing requirement 2 r arrives. If the algorithm 
does not preempt any of the jobs before time 1, then Cmax(a) 2:: 3-r. In that case, 
the adversary decides that no jobs will arrive anymore, and therefore it is optimal 
to schedule the last job on its own machine, and combine two of the first m jobs on 
one machine, resulting in an optimal schedule with Cmax (rr) = 2. This would re
sult in a performance bound of at least (3- r) 12. If the algorithm preempts at least 
one of the jobs in the interval [r, 1), then at time 1 a set of m 1 jobs all having pro
cessing requirement 1 arrives. In this case it is optimal to schedule the first m jobs 
from time 0 to 1, and all the remaining jobs from time 1 onwards, resulting in an 
optimal schedule having Cmax (rr) = 3 - r. The on-line algorithm, however, will 
at time 1 either have one machine occupied until at least time 2 and m jobs with 
processing requirement 1 that still need to be processed, or one machine occupied 
until at least timer + 1 and one job with processing requirement 2 - r and m - 1 
jobs with processing requirement 1 that still need to be processed. This implies that 
Cmax (a) 2:: 3, resulting in a performance bound of at least 3 I (3 - r). Some simple 
calculations show that the worst-case example is obtained by taking r = 3 - ,J6, 
which gives the desired lower bound of .J612 ~ 1.224 on the performance bound 
of any deterministic on-line algorithm allowing restarts. D 

3.2.2 Uniform machines 

In this section, we consider the problem of scheduling jobs on uniform machines. 
Preemption is allowed, i.e., the processing of any job may be interrupted and re
sumed at the same time on a different machine or at a later time on any machine. 
Each machine can handle at most one job at a time and each job can be executed 
on at most one machine at a time. The machines are assumed to be uniform, i.e., 
the speed Si with which Mi executes the jobs may differ per machine; complete 
execution of JJ on Mi requires p 1 I si time units. We assume that the machines are 
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ordered according to non-increasing speeds. 
As we already mentioned in the introduction of Section 3.2, the special case 

where all machine speeds are identical and equal to one can be solved by a simple 
on-line algorithm. Sahni & Cho [1979] and Labetoulle, Lawler, Lenstra & Rin
nooy Kan [1984] both present a nearly on-line algorithm that solves the uniform 
machine case, where nearly on-line refers to the situation that the arrival time of 
the next job is known. The existence of this algorithm implies that, if jobs can only 
arrive at given points in time, then we can solve our problem by just considering 
every such moment as a possible arrival time. 

We show that an on-line algorithm that will return the optimum mak:espan is 
simple to obtain. The catch is that the algorithm, in the worst case, requires an in
finite number of pr:eemptions. If we restrict our attention to algorithms that will 
preempt jobs only a finite number of times, there is no on-line algorithm that will 
find the optimal mak:espan on all instances. We completely characterize the class 
of instances for which an on-line algorithm can find an optimum makes pan using 
only a finite number of preemptions per job. Finally, we give an on-line algorithm 
for this class of instances, and we show that the number of preemptions necessary 
for optimality is O(mn) and that this bound is tight. 

(a) An algorithm with processor sharing 
We mentioned above that, if an infinite number of preemptions is allowed, then the 
problem can be solved to optimality. This can be achieved by allowing processor 
sharing. By processor sharing we mean that the processing capacity of a given sub
set of machines is shared equally by a given subset of jobs. Since each job can still 
only be executed on at most one machine at a time, this leads to an infinite number 
of preemptions. This result is closely related to the nearly on-line model consid
ered by Labetoulle, Lawler, Lenstra & Rinnooy Kan [1984]. The key observation 
behind their analysis is that the remaining processing requirements should be as 
evenly distributed as possible at any arrival time. More specifically, their nearly 
on-line algorithm schedules the jobs such that all the partial sums I:j =I p J (t) ( 1 :::; 
l :::; n) are minimal at any arrival, where PJ(t) denotes the remaining processing 
requirement of lj at timet; the jobs are assumed to be ordered such that Pl (t) ~ 
p2 (t) ~ ... ~ Pn(t) at any point in timet. Each time a job arrives, the algorithm 
determines which part of each job has to be processed before the next arrival such 
that all partial sums are minimal when the next job arrives. After that, it schedules 
these parts in the interval between the two release dates by using the Gonzalez
Sahni algorithm for the problem without release dates [Gonzalez & Sahni, 1978]. 
The optimality of this strategy follows from the well-known result ofHorvath, Lam 
& Sethi [1977] that at timet the minimum time needed for completing then cur-
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rently available jobs is given by 

L~=l Pj(f) 
max ---''-:---
1 <l <n "'\'1 s . -- '-'j=l 1 

(3.3) 

For simplicity of exposition, we assume that there are at least as many machines as 
there are jobs. This can be achieved by adding max{O, n- m} dummy machines 
with processing speed zero. Condition 3.3 implies that an on-line algorithm is op
timal if it minimizes all partial sums I:j=l p j (t) for all available jobs at any time 
t. This boils down to considering any time as a possible arrival time. 

The on-line algorithm that uses processor sharing, which from now on is de
noted by PS, has the property that at any time it processes the k longest jobs ex
clusively on the k fastest machines. As a result of this property, algorithm PS min
imizes all partial sums at any time, and therefore it produces optimal schedules. 
This property also implies that the relative order of the jobs does not change, i.e., 
for every pair of jobs, the processing requirement of one of the jobs is greater than 
or equal to the processing requirement of the other job during its total execution. 
From the moment on that the jobs become of equal size, they share the machines 
they occupy. If all jobs have the same release date, the algorithm PS is the same 
as the first phase of the algorithm of Horvath, Lam & Sethi [1977]. They prove 
that, for the corresponding off-line problem without release dates, an algorithm 
produces optimal schedules when based upon this rule. 

Algorithm PS keeps jobs equally sized from the moment they become equal 
until they are completed. If processor sharing is not allowed, then it is impossi
ble to keep jobs equally sized and thereby to always have minimal partial sums. 
Hence, having no additional information about future requests may cause difficul
ties in determining an optimal schedule. 

(b) Structure of the optimal solution 
Consider the adversary, who tries to create instances for which a given on-lineal
gorithm fails to generate an optimal schedule. For creating such instances it is im
portant to study the structure of optimal schedules. If no more jobs would arrive 
after time t, then the schedule created by algorithm PS (for which processor shar
ing is allowed) has a staircase structure as presented in Figure 3.2. The structure 
consists of q blocks B1 (t), ... , Bq(t), where block Bk(t), consisting of the jobs 
hk_,+l• ... , Jbk' occupies the machines Mb~r.- 1 +1• ... , Mbk; the length tk and the 
index bk of the last job of block Bk (t) are determined by 

Lj=bk-1+! Pj(l) d b 
tk = max 1 an k 

bk-i+I::;:I::;:n "'\'. b 1 s1· '-'1= k-i+ 
Given that b0 = 0, these values can be determined recursively in the order th b1, 
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t t ... 
q q-1 

Figure 3.2. Structure of an optimal schedule. 

t2, ... , bq; the number of blocks q in which the schedule is partitioned follows 
from this recursion scheme. The set of jobs in the first block is also referred to as 
the critical set, because it determines the schedule length. If we represent a feasi
ble schedule by a vector of finish times of the machines, where the machines are 
ordered according to non-increasing finish times, then it is possible to order the 
schedules lexicographically. The schedule created by algorithm PS is the smallest 
schedule among all feasible schedules, using this lexicographical order, as follows 
directly from the fact that PS minimizes all partial sums I:j=1 Pi(t) at any time. 
Lemma 3.12 states that in order to solve the problem at hand any on-line algorithm 
should produce a schedule that possesses the same structure as the one created by 
algorithm PS at any point in time. 

Lemma 3.12. If there exists a timet for which the structure of the schedule created 
by an arbitrary on-line algorithm NPS differs from the structure of the schedule cre
ated by algorithm PS, then the adversary can force the algorithm NPS to generate 
a non-optimal solution. 

Proof Define the workload of a machine at any point in time as the total amount 
of work that still has to be executed on this machine if no more jobs were to arrive. 
Let Lt (t), ... , Lm(t) and Lt (t), ... , Lm(t) denote the workloads at timet in the 
schedule created by algorithm PS and algorithm NPS, respectively. Notice that the 
total amount of processing still to be carried out by algorithm PS at time t is al
ways less than or equal to the amount that has to be processed by algorithm NPS, 

since PS minimizes the total amount of processing left at time t. This implies that 
if there is a machine to which PS assigns a bigger workload than NPS, then there 
is also a machine for which the opposite holds. 
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Suppose that L1 (t) = Lt (t), ... , Lk-1 (t) Lk-t (t), and Lk(t) > Lk(t). 
From the construction of the schedule by algorithm PS it follows that at time to 

t + Lk(t)fsk only the machines M1 up to Mk-t have workloads greater than zero. 
In the schedule created by algorithm NPS, however, not only the workloads on the 
first k - 1 machines are equal to the workloads in the schedule created by PS, but 
also Mk has a workload greater than zero. This implies that the total amount of 
processing still to be carried out by algorithm NPS is greater than the total amount 
of processing still to be carried out by PS at time t0. If at time to m jobs arrive with 
sizes PJ(to) = (L1 (to)fst)Sj -LJ (to) for 1 ~ j ~m, then the length of the sched
ule created by PS remains the same, whereas the length of the schedule created by 
NPS increases. 

Now suppose that L1 (t) = Lt (t), ... , Lk-1 (t) = Lk-1 (t), and Lk(t) < 
Lk(t). Then there exists a machine Mt with I> k for which Lt(t)fst > Lk(t)fst. 

since otherwise algorithm PS would not create the lexicographically smallest fea
sible schedule. Again, if we wait until time to = t + Lk(t)fsh then Lt (to) = 
L1 (to), ... , Lk-1 (to) = Lk-1 (to), Lt(to) > 0, and all other loads in the schedule 
created by PS are equal to zero. Analogously to the foregoing part, the adversary 
can cause algorithm NPS to fail. D 

Lemma 3.12 proves that the structure of the schedule constructed by algorithm PS 

is the only possible structure to ensure that optimality is maintained at all times. 
Hence, the adversary can cause an on-line algorithm to fail only if it can force the 
algorithm to create a schedule with a different structure. Because of this, we refer 
to the structure of the schedule constructed by algorithm PS as the optimal struc
ture. 

(c) Influence of speed ratios 
We show that there is a necessary and sufficient condition on the machine speeds, 
for which there exists an on-line algorithm that cannot be made to fail in finding 
an optimal solution, even if only a polynomial number of preemptions is allowed. 
This excludes processor sharing. 

As we showed in Lemma 3 .12; every optimal schedule has the same structure 
at any time. Hence, if an on-line algorithm creates a schedule that possesses this 
structure at every moment, then it is guaranteed to produce an optimal schedule. 
This implies that an algorithm produces optimal schedules if the arrival of jobs 
does not cause a deviation from the optimal structure. 

To gain some insight into the problem, we first discuss a small example for the 
situation of only three machines, assuming s1 > sz. Suppose at time zero two jobs 
arrive both having a processing requirement equal to the average speed of the two 
fastest machines. It is easy to see that the total load on the two fastest machines de-
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termines the optimal schedule length, which equals 1, and both machines are never 
idle during this time. Since only a finite number of preemptions are allowed, there 
must be a point to in time after which no preemptions occur in the schedule cre
ated by the on-line algorithm. Hence, from this time on, one job is being processed 
non-preemptively on M1 and the other one on M2. We know that the remaining 
processing requirement of the job that is being processed on M 1 is greater than 
the remaining processing requirement of the job on M2, and that these values are 
(1-to)sl and (l-to)s2, respectively. Of course in case of processor sharing exactly 
the average of these two processing requirements is remaining for both jobs. This 
gives the adversary the means needed to fool the on-line algorithm, since now the 
release of a third job can exploit the difference between what the on-line algorithm 
has done and what the processor sharing algorithm has done. This third job should 
be chosen such that the critical set that determines the schedule length consists of 
the third job and the job with the largest remaining processing requirement of the 
first two jobs, whereas if things are balanced, then the entire set is the critical set. 
Hence, we should choose the processing requirement (1 - to) p of this extra job 
such that 

S] + p { SJ + S2 + p p } --->max ,- . 
S] + S2 S] + S2 + S3 S] 

Given this, some simple calculations show that this can only succeed if si/ s2 > 
s2js3. 

In Lemma 3.13 we generalize the idea sketched above. Given a schedule cre
ated by an on-line algorithm, the adversary tries to find a timet at which the arrival 
of a specific job will cause the algorithm to deviate from the structure obtained by 
algorithm PS. Lemma 3.13 states the general conditions for which the adversary 
cannot do this. 

Lemma 3.13. There exists a deterministic on-line algorithm that minimizes Crnax 

on uniform machines at the expense of only a finite number of preemptions if 

S[-1 S[ 
- < - for all 1 < l < m. 

S[ St+I 
(3.4) 

Proof Consider an arbitrary schedule with the optimal structure after n jobs have 
arrived. We want to determine how the structure changes if at an arbitrary time t 
a job of size p arrives. Suppose that the kth block is the first one that is going to 
differ from the current structure. The change is caused by the new job so the length 
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of the block is equal to 

max 
bk-1 + l :SI:Sn+ I 

l-1 

p+ L PJ(t) 
j=b•-1+l 

l 

.L Sj 
j=bk-J+l 

where sn+l = 0 if n + 1 > m. Suppose that the largest index for which the maxi
mum is reached is l*. Then we clearly have that for alllt, bk-1 + 1 :::: lt < l*, 

l*-1 

p + L PJ(t) 
j=bk-J+1 j=bk-J+I 

--~~~----- > --~~~-----r h 

L Sj L Sj 
j=bk-1+1 }=bk-t+l 

and that for all[z, l* < lz :::: n + 1, 
1*-l 

p+ L PJ(t) 

(3.5) 

j=~!-t+l > J=~~-1+1 (3.6) 

L Sj L Sj 
J=bk-t+l }=bk-t+l 

These conditions impose upper and lower bounds on the size p of the new job. We 
claim that the conditions for the existence of a job for which Conditions 3.5 and 
3.6 hold are equivalent to: for all/1 and b bk-1 + 1 ::::it < l* < lz :::: n + 1 

l* lz -1 l2 I* -1 

L Sj L PJ(t) < L Sj L Pj(t). (3.7) 
}=IJ+I j=l* }=1*+1 }=ll 

We show that this claim is true at the end of the proof. Now suppose that bk1_ 1 + 
1 < I* :::: bk1 for some k1 :::: k, which implies that the block contains only a part of 
the current block kt. Then Condition 3. 7 should certainly hold for 11 = bk1-t + 1 
and l2 = bk1 + 1. For these specific it and 12 the condition becomes 

l* bkJ bkt +I 1*-1 

L Sj L PJ(t) < L Sj L PJ(t). (3.8) 
j=bkt-1+2 j=l* j=l*+l j=bkl-J+l 

This condition is satisfied most easily if within the current block Bk1 the partial 
sum of the first l* - bk1 - 1 jobs is maximal and the partial sum of the other jobs 
in this block is minimal, i.e., if 

1*-1 l*-i bkJ bkt 

L PJ(t) = tk1 L SJ and L PJ(t) = tk1 ,LsJ, 
j=bkt +1 j=bkt +1 j=l* J=l* 
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where tk1 is the length of block kt. After inserting these values for the p 1 (t )'s, 
Condition 3.8 becomes 

1*-1 

L Sj 
j=bkt-!+1 

l* 

L Sj 
j=bkj-!+2 

But Condition 3.4 implies that 

l*-1 

L Sj 
j=bk1-I+l 

1* 

L Sj 

S[•-2 + S[•-1 S[•-1 
< ... < <--< 
- - S[•-t + Sz• S[• 

j=bk!-1+2 
bkt 

LSJ 
S[• S[• + -- < __;;_ _ __;_....:...;._ < ... < 

Si*+ I - S[•+i + S[*+2 -

j=l* 

bkl+l 

L Sj 
j=l*+l 

which is a contradiction. It follows that the maximum is reached at the end of a 
block of the current structure, i.e., l* = hk1-t + 1 for some kt ::: k. Since this is 
true for all possible p1(t) values within the bounds induced by the current struc
ture, we know that the block that includes the new job is the same as the one in the 
schedule constructed by PS. 

For the rest of the schedule to be equal to the one constructed by PS, it is suffi
cient to prove that all blocks in the new schedule consist of complete blocks of the 
current schedule only and never of just a part of a block. Let k2 ::: kt + 1 be any 
block in the current schedule. Then for any l with hkz-1 + 2:::; l :::; bk2 we have 

1-1 1-1 1-1 bk2 bkz bk2 

:L PJ(t) :L PJ(t) :L Sj L PJ(t) LSJ LPJ(t) 
j=bkz-!+1 J=bkz-1+1 J=bkz-1+1 

< 
j=l J=l J=l 

- -l l-1 l bk2 bk2+1 bk2+1 

:L Sj :L Sj :L Sj LSJ L Sj L Sj 
J=bk2-J+2 J=bk2-1+1 J=bk2 -J+2 j=l j=l+l J=l+l 

This implies that the maximum ratio of the processing requirements and the ma
chine speeds is attained at some bk2 of the current schedule, i.e., the new blocks are 
composed of complete blocks of the current schedule. Hence, if our claim is true, 
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under Condition 3.4 it is possible for an on-line algorithm to maintain the optimal 
structure without the need of an infinite number of preemptions. 

Proof of claim. Rewriting Conditions 3.5 and 3.6, we get, respectively, 

l* [I l*-1 l* z.-t 
p I: s· < J- I: Sj I: PJ(t)- I: Sj I: PJ(t) 

j<=lJ+l jo:bk-1+1 jo:bk-J+l jo:bk-l +l J=hk-t+l 

for alllt with bk-1 + 1 ~ lt ~ l*, and 

12 l* /z-1 h 1*-1 

p I: Sj > I: Sj I: PJ(t)- I: Sj I: PJ(t) 
J=l*+l j=bk-t+1 j=bk-1+1 j=bk-1+1 )=hk-!+1 

for all/2 with l* < l2 ~ n + 1. There exists a job, the arrival of which will cause 
the structures to deviate if and only if the interval of possible values for p is not 
empty. Hence, we need for all it and /2 with bk-1 + 1 ~ lt ~ l* < l2 ~ n + 1 that 

l* h-1 h it -1 lz l*-1 

I: Sj I: PJ(t) + I: Sj I: PJ(t) < I: Sj I: PJ(t) 
J=lt +1 }=bk-t+l }=1*+1 J=hk-!+1 J=lt+1 J=bk-J+l 
{=:::::> 

l* h-1 12 /*-1 

L Sj L PJ(f) < L Sj L Pj(t), 
)=11+1 J=l* )=1*+1 j=l] 

which proves our claim. 0 

Lemma 3.13 shows that an infinite number of preemptions is not necessary for an 
on-line algorithm to create optimal schedules if Condition 3.4 is satisfied. How
ever, Lemma 3.14 implies that Condition 3.4 is not only sufficient, but also nec
essary to guarantee optimality allowing only a finite number of preemptions. The 
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proof of Lemma 3.14 uses an instance for which an infinite number of preemp
tions is necessary to obtain an optimal solution on-line. This instance is basically 
the same as the one we used to get some insight into the problem. The only dif
ference is that now some additional jobs are used to keep machines that do satisfy 
Condition 3.4 busy. 

Lemma 3.14. No deterministic on-line algorithm can minimize Cmax on uniform 
machines at the expense of only a finite number of preemptions, if for some index 
l (1 < 1 <m) 

S[-1 S[ 
->-. (3.9) 

S[ St+J 

Proof. Suppose that I* is the smallest index for which St-t I St > st I Sf+ 1· Consider 
the following instance: 

Pi = { !s~l*-1 + Sf•) 

where r is some constant satisfying 

for all 1 .::5 j ,::5 l* - 2, 
for all l* - 1 ,::5 j ,::5 l*, 

St• +Si*+ I 
r>----

2st*+l 

Algorithm PS assigns jobs 11 (j = 1, ... , l* 2) to the respective machines M1, 
and it assigns the jobs it•- I and it• to share the machines Mt·-1 and Ml·· Any 
on-line algorithm NPS has to make the same assignment to solve the problem to 
optimality. But since an infinite number of preemptions is not allowed, algorithm 
NPS cannot decrease the processing requirements of jobs lt•-t and lt• equally fast. 
Hence, from a certain time to onwards, each machine will process only one of these 
jobs until the machine is finished. Since the jobs are interchangeable, we may as
sume without loss of generality that from time to onward Mt•-J only processes 
lt•-1 and Mt• only processes J1*. If we denote the remaining processing require
ments of the jobs in the schedule created by PS and NPS by p 1 (to) and p 1 (to), re
spectively, then 

and 

_ ( ) { (r - to)s 1 
p· to = 1 

J 2(1- to){S[•-1 + St•) 

for all 1 ,::5 j ,::5 l* - 2, 
for all l* - 1 .::5 j .::5 l*, 

( ) { 
(r - to)sJ 

p· to = 1 (1- t0)sJ 

for all 1 ,::5 j ,::5 l* - 2, 
for all l* - 1 .::5 j .::5 l*. 

At time t0 , a J. ob of size p = (1 - to) (st•; 1 t ~~· )St• -I arrives. For simplicity of 
l• l*+ I 

exposition, define Pt*+ 1 (to) = fit•+ 1 (to) = 0. Now, if we determine the structure 
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of both schedules, then it follows that for m > 3 

max 
I:::J::'Oi*+l 

/-1 

max{pi(to), p} + L PJ(to) 
j=l 

(r- to)= max 
1:::;/:::;/*+1 

/-1 

max{pL(to), p} + LPJ(to) 
j=l 

l 

LSJ 
}=I 

Both maxima are reached for l = l* - 2, and the new job is not included in the 
first block. Furthermore, it follows that for all m 

max 
l*-1:::;1:::;1*+1 

/-1 

max{pi(to), p} + L PJ(to) 
j=l*-1 

I 

L Sj 
j=l*-1 

p +PI*- I (to) = > 
S[*-1 + S[• 

P + PL•-I (to) + PL• (to) 

l-1 

max{pL(to), p} + L PJ(to) 

S[•-I + S[• + S[*+1 
- max 

l*-I:::;l:::;l*+I 

j=l*-I 

l 

L Sj 
J=l*-1 

Hence, the structure of the schedule created by algorithm NPS deviates from the 
structure of the optimal schedule, and according to Lemma 3.12, we can force the 
algorithm NPS to generate a non-optimal solution. o 

Lemma 3.13 and Lemma 3.14 are combined in Theorem 3.15, which specifies the 
borderline between the instances of minimizing Cmax on uniform machines that are 
and that are not solvable to optimality on-line while using only a finite number of 
preemptions. 

Theorem 3.15. There exists an on-line algorithm that minimizes Cmax on uniform 
machines using only a finite number of preemptions if and only if 

S[-1 < _!_!_ 
S[ S[+1 

for all 1 < l < m. 
0 
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We now present an on-line algorithm that solves the problem to optimality using 
only a finite number of preemptions if Condition 3.4 holds. Furthermore, we an
swer the single remaining question of how many preemptions are needed to create 
an optimal schedule if Condition 3.4 is satisfied. 

(d) An algorithm without processor sharing 
To guarantee optimality, the on-line algorithm must at any arrival determine the 
block structure as defined in the beginning of this section. Then it schedules each 
of the blocks with the Gonzalez-Sahni algorithm for the problem without release 
dates. Since the Gonzalez-Sahni algorithm produces no more than 2(m- 1) pre
emptions, and since there are only n arrivals, we know that an upper bound on the 
total number of preemptions is 0 (mn). 

An instance that requires Q (mn) preemptions is given by m machines with 
speeds s1, ... , Sm and n jobs with ri = j -1, and Pi = .L~=l Si (j = 1, ... , n). 
Figure 3.3 shows an example of an optimal schedule of such an instance consisting 
of four machines and seven jobs. It is not so difficult to see that, to maintain the 
optimal structure at the arrival of JJ, we have to assign lJ to Mt and all other jobs 
to a machine with index one higher than the current machine they are assigned to. 
This implies that at each arrival every job that is being processed is preempted. 

MI I 2 I 3 I 4 I 5 I 6 I 7 I 

M2 ~--~~--~-L_I~2~~~--~3 __ L_I_4~~1--~5 __ L_I~6~ ______ L_I __ __ 

M
3 
~---------L-~~~I--=2 __ L_I~3~~1--~4 __ L_I~5~--~I ______ __ 

M4 ~--------------~~--~-L-1~2~~~--~3 __ L_I_4~~1 __________ _ 

Figure 3.3. Example of an instance requiring Q (mn) preemptions. 

Hence, the first n -m jobs are preempted m - 1 times, and the (n -m + j)th 
job is preempted m - j times. If we add these numbers, then we get a total of 
(n- !m) (m -1) preemptions that are necessary for optimality. Hence, the number 
of preemptions necessary for optimality is 0 (mn ), and this bound is tight. 

3.3 Maximum delivery time 

For dealing with the identical parallel-machine scheduling problem of minimiz
ing maximum lateness with respect to negative due dates, we again make use of 
the equivalent formulation in which the due dates are replaced by delivery times; 
see Section 2.2. In contrast to the single-machine version, the problem where all 
jobs are available at time 0 is already NP-hard [Garey & Johnson, 1979]. The pre
emptive version of the parallel-machine problem can be solved in polynomial time 
[Labetoulle, Lawler, Lenstra & Rinnooy Kan, 1984], but not by an on-line algo-
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rithm as Theorem 3.17 shows. 
Awell known on-line algorithm for the problem without preemption is the 

largest delivery time algorithm (LDT): if a machine is idle, choose from among 
the available jobs the one with the largest delivery time. Gusfield [1984] proves 
that for every instance this algorithm produces a schedule with an absolute devia
tion from the outcome of an optimal schedule of at most (2m - 1 I m) Pmax, where 
Pmax denotes the largest processing requirement. This directly implies an unnec
essarily weak performance guarantee of 3 1 I m. Hall & Shmoys [1989] observe 
that LDT actually has a performance bound of 2, even in the presence of precedence 
constraints. Since the largest delivery time is a lower bound for the value of an op
timal schedule, an algorithm that has a performance guarantee of a for the Cmax 

criterion has a performance guarantee of 1 +a for the Lmax criterion. This implies 
for example that for the case that preemption is allowed, the algorithm of Hong & 
Leung [1992] has a performance guarantee of 2. With only a little more effort it 
can be proved that the preemptive variant of LDT also has a performance guarantee 
of 2. The question is of course: can we do better from a worst-case point of view? 

Unlike for the single-machine case, this question has not been answered yet. 
Theorems 3.16 and 3.18 show lower bounds on the performance guarantees that 
can be obtained through a deterministic or randomized on-line algorithm, respec
tively. Note that since minimizing Cmax is a special case of minimizing Lmax, all 
lower bound results for the Cmax criterion immediately carry over. 

Theorem 3.16. Any deterministic on-line algorithm for minimizing Lmax on iden
tical machines has a performance bound of at least 1.5. 

Proof Consider the following instance. At time zero m jobs arrive, all having 
processing requirement 1 and delivery time 0. Let S 1 define the start time of job j, 
and assume that St :S ... :S Sm. On the one hand, if Sm ;::: 0.5, then no jobs arrive 
any more. Obviously, in this situation it is optimal to schedule all jobs immediately, 
giving Lmax(n) = 1. Since Sm :.?: 0.5 we have that Lmax(a) = Sm + 1 ;::: 1.5, and 
we are done. On the other hand, if Sm :S 0.5, then m more jobs arrive at time 
Sm + t:, all having processing requirement Sm - s, and delivery time 1. For this 
instance, it would have been optimal to first assign all the new jobs each to its own 
machine, and then the jobs that arrived first, also one to each machine. This im
plies that Lmax(n) = Sm + t: + (Sm- St) + 1. But the on-line algorithm already 
is processing all the initial jobs; hence Lmax(a) ;::: Sm + 1 + (Sm- St) + 1, which 
implies that 

Lmax(a) 2Sm- St + 2 3 
----~= > ----
Lmax(1r) 2Sm - St + 1 + c - 2 + t:' 

where the last inequality comes from St ;::: 0 and Sm :S 0.5. Now if we let t: tend 
to 0, we get the desired ratio of 1.5. D 
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Theorem 3.17. Anydeterministicon-linealgorithmfor minimizing Lmax on iden
tical machines allowing preemption has a performance bound of at least 12/11. 

Proof. Consider the following instance. At time 0 two sets of jobs arrive: Set 
V contains m jobs having processing requirement 1/2 and delivery time 1, and set 
W consists of m/2 jobs having processing requirement 1 and delivery time 0. At 
time 1 the adversary chooses between either releasing no more jobs or releasing 
m jobs all having processing requirement 1 and delivery time 0. Suppose the on
line algorithm completes processing the last job in V at time C ::::: 1. If no jobs 
arrive anymore, it would have been optimal to process the jobs in V each on its 
own machine, and all other jobs as soon as possible, giving Lmax(:rc) 3/2. The 
on-line algorithm, however, will have a schedule with Lmax(u) :;::: C + 1. If the m 
extra jobs arrive, it is optimal to schedule all the jobs in W as soon as possible, the 
jobs in V two by two on the machines from time 0 onwards, and all other jobs as 
soon as possible, giving Lmax(:rc) = 2. The on-line algorithm, however, still has 
to process at least (m - m C) /2 units of processing at time 1. This implies that 
the on-line algorithm will have Lmax(u) :;::: (5 - C)/2. If the on-line algorithm 
would know beforehand from which instances the adversary is going to choose, it 
can account for this optimally. In that situation it can choose C so as to minimize 
the performance bound. Some simple algebra shows that the lower bound on the 
performance bound is 12/11 ~ 1.090, which is attained for C = 7/11. D 

Theorem 3.18. Any randomized on-line algorithm for minimizing Lmax on iden
tical machines has a performance bound of at least 1.265. 

Proof. As always, we use Yao's Minimax Principle. Consider the following ran
dom instance. At time 0 a set of m jobs each having processing requirement 1 and 
delivery time 0 certainly arrives. With probability e-a no jobs arrive anymore. 
With probability 1 -e-a a set of m jobs each having processing requirement x 
and delivery time 1 arrives at some random time x in the interval [0, a] according 
to the probability density function f(x) = ea-x /(ea -1). Here a is some constant 
0:::: a :::: 1, for which the exact value is determined later on. 

In case the extra jobs arrive it is optimal to postpone processing the first m jobs 
until this arrival. Otherwise, the first jobs are scheduled immediately at time 0. 
This leads to the following expected optimal value: 

E[Lmax(:rc)] - e-a+ (1 e-a) 1a (2x + l)f(x)dx 

- 3 2(a + 1)e-a. 

Consider the deterministic on-line algorithm that starts the last of the first m jobs 
at time S, unless the extra jobs arrive at x ::::: S. In the latter case, knowing the 
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distribution, the algorithm will assign all extra jobs as soon as possible and con~ 
secutively the remaining first jobs, incurring a cost of at least2x + 1. In case x > S, 
one machine is busy until time S + 1 and all other machines are busy until at least 
time 1. Therefore, one of the extra jobs finishes no earlier than at time S + 2 + x. 
Observe that it is useless for any algorithm to start the first jobs after time a. Thus, 
forO:::::: S:::::: a, 

E[Lmax(a)IS] e-a(s + 1) + (1- e-a) fs (2x + l)j(x)dx+ 
a Jo 

(1- e-a) Is (S + 2 + x)f(x)dx 

= 3 - (a + 2)e-a. 

This value is independent of S. Hence, 

E[Lmax(a)] 3- (a+ 2)e-a 
-

E[Lmax(rr)] 3- 2(a + l)e-a 

This ratio is maximized for the value of a that satisfies 2e-a + 3a - 3 = 0, which 
is approximately 0.653. Substituting a in the above expression gives the desired 
ratio of 1.265. 0 



4 
Open, flow, and job shop 

As the machine environment gets more complicated, on-line results get scarcer. In 
this chapter we first consider on-line shop scheduling problems where jobs arrive 
over time and all job characteristics become known at the arrival times. After that, 
we introduce an interesting off-line shop scheduling problem, called job insertion, 
which arises from an on-line application. 

In contrast to all the criteria we discussed for the single-machine and parallel
machine scheduling problems, we mainly discuss the makespan criterion for shop 
scheduling problems. Again, we assume by default that algorithms are not allowed 
to use preemption or restarts. 

As was mentioned before in Section 3.2, Shmoys, Wein & Williamson [1995] 
prove that for the makespan criterion a performance guarantee of 2 is possible 
for almost any machine environment, as long as we do not restrict ourselves to 
polynomial-time algorithms. If we do impose this restriction, the best known 
performance guarantee for the flow shop and the job shop with a fixed number of 
machines and a fixed maximum number of operations in a job is 4 + e, which can 
be obtained by repeatedly using the (2 +e)-approximation algorithm described 
by Shmoys, Stein & Wein [1994] for the off-line problem. For the open shop, Ak
sjonov [1988] and Shmoys, Stein & Wein [ 1994] prove that the algorithm GREEDY, 

which processes an operation if possible, has a performance guarantee of 2. Al
though the arguments in these papers are for the case where an jobs are released 
at the same time, the result is also valid for arbitrary release dates. 

61 
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As will be shown in Section 4.1, these bounds can be improved in case there are 
only two machines. For the two-machine job shop there exists a polynomial-time 
on-line algorithm with a performance bound of 2. Furthermore, any on-lineal
gorithm for the two-machine flow shop has a performance bound of at least 1.618. 
For the two-machine open shop GREEDY has a performance bound of 312, and this 
is best possible. If preemption is allowed, the best possible performance guarantee 
is 5 I 4 and this bound can be obtained by a polynomial-time on-line algorithm. 

There are also results available for the total completion time criterion. Chakra
barti, Phillips, Schulz, Shmoys, Stein & Wein [1996] give a general framework to 
design on-line algorithms for minimizing total weighted completion time for al
most any machine environment. When applied to shop scheduling problems with 
a fixed number of machines and a fixed maximum number of operations in a job, 
this framework yields polynomial-time deterministic and randomized on-line algo
rithms with performance guarantees 8+c and 5.78+c, respectively. Ifpreemption 
is allowed, polynomial-time deterministic and randomized algorithms with respec
tive performance guarantees 4 + c and 2.89 + c are obtained for the open shop 
problem. 

In Section 4.1 we consider two-machine shop scheduling problems with the 
objective of minimizing the makespan. In Section 4.1.1 we analyze GREEDY for 
the two-machine open shop. We prove that this algorithm has a performance guar
antee of 312, and that this is best possible if no preemption is allowed. We further 
show that, if we restrict ourselves to non-clairvoyant algorithms, GREEDY has a 
best possible performance bound even if preemption is allowed. Finally, we ana
lyze a clairvoyant algorithm, called SLICE, which uses preemption. We show that it 
has a performance guarantee of 5 I 4 and that this is best possible. In Section 4.1.2 
we give lower bounds for the two-machine flow and job shop by exploiting the 
analogy to another on-line scheduling problem. 

In Section 4.2 we discuss the problem of inserting a single job into an existing 
schedule, when the order of the jobs in the existing schedule may not be changed, 
and the objective is to minimize the makespan. In Section 4.2.1 we show that this 
problem is strongly NP-hard. In Section 4.2.2 we describe and test an approxima
tion algorithm for the problem. 

4.1 Makespan on two machines 

4.1.1 Open shop 

In this section we examine the two-machine open shop problem, with the objec
tive of minimizing the makespan. The off-line version of this problem has been 
investigated by Lawler, Lenstra & Rinnooy Kan [1981]. They prove that the non
preemptive problem is NP-hard in the strong sense, and that the preemptive prob-
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lem can be solved in linear time. 
We study clairvoyant and non-clairvoyant algorithms for the two-machine 

open shop, both when preemption is and is not allowed. For either variant, we pro
vide a clairvoyant and a non-clairvoyant algorithm that has a best possible perfor
mance guarantee. For clairvoyant on-line algorithms, the best performance bounds 
are 5 I 4 and 3/2, for the preemptive and the non-preemptive situation, respectively. 
For non-clairvoyant algorithms, they are 3/2 for both the preemptive and the non
preemptive situation. 

This section is organized as follows. First we give some definitions and pre
liminaries. Then we introduce and analyze the on-line algorithms GREEDY and 
SLICE. Finally, we give lower bounds that show that these algorithms are best pos
sible, and that randomization may be useful. 

(a) Notation and preliminaries 
If no confusion can arise, we denote each job J1 by an ordered pair (p 11 , p21 ), 
where Pti and P2i are the processing requirements of the two operations Ot1 and 
Ozj on machines Mt and Mz. Recall that J1 is released at time r1. 

For a setS of jobs, let Pt (S) = LJ·ES Pti• Pz(S) LJ·ES P2i• and L(S) = 
J J 

max.JjEs(rJ + Pti + P2i ). Let r(S) = minJies 'J. Moreover, define Z* = maxsf:N 
{r(S) + P1 (S), r(S) + Pz(S), L(S)}. Clearly, the minimum makespans of an op
timal preemptive schedule 4> and an optimal non-preemptive schedule :rr satisfy 
Crnax(n) :::, Cmax(f/>) :::, Z*. In fact, if alljob release dates are equal, then the in
equalities become equalities as Lemma 4.1 demonstrates. 

Lemma 4.1. [Gonzalez & Sahni, 1976]. For any instance I of the two-machine 
open shop with all jobs being released at time zero, Cmax (n) = Cmax ( 4>) = Z* = 
max { Pt (I), P2 (I), L (I)}. Furthermore, the structure of any optimal schedule is 
as follows: 

• If Pt {I) :::. max { P2 (I), L(I) }, then M 1 is busy all the time. 

• If P2(I) :::, max {Pt (I), L(I)}, then M2 is busy all the time. 

• If L(I) > max {Pt (I), P2(I)}, then the job Ji that satisfies Pli + P2i = 
L(I) is processed all the time either on Mt or on M2, and all the other jobs 
are processed in the remaining available machine time. D 

(b) Analysis of algorithm GREEDY 

In the first part of this section we study a simple algorithm, called GREEDY. The 
algorithm can be described as follows. Whenever a machine is idle and there is 
an available unscheduled operation that can be started, i.e., the other operation of 
the job is currently not being processed on the other machine, then process this 
operation. Ties are broken arbitrarily. Since our objective is to finish the jobs as 



64 Open, flow, and job shop 

early as possible, it is natural to keep the machines running all the time, which is 
what GREEDY does. 

Note that, for making its decisions, GREEDY does not need to know about the 
actual job processing times. Hence, it is a non-clairvoyant algorithm. Moreover, 
since GREEDY never preempts jobs, it creates feasible schedules both if preemption 
is allowed and if preemption is not allowed. 

In the following, we prove that the non-clairvoyant algorithm GREEDY has a 
performance guarantee of 3/2. This is done by comparing the makespan of the 
schedule a produced by GREEDY to the lower bound Z* on the makespan of an 
optimal schedule. Our proof is by contradiction. If we assume that GREEDY has 
a performance bound larger than 3/2, then there exists an instance for which the 
makespan of the schedule created by GREEDY is more than 3/2 times the makespan 
of an optimal schedule. We call this instance a counterexample to the fact that 
GREEDY has a performance guarantee of 3/2. If there exists a counterexample, 
then there also exists a counterexample with a minimum number of jobs. Let I 
denote such a smallest counttrexample. 

Observe that if there is a time period in a during which both machines are idle, 
then all jobs are released after this period. Furthermore, if we modify the problem 
instance by decreasing all release dates such that the first job is released at time 
0, the modified instance is a smallest counterexample too. Hence, without loss of 
generality, we may assume that, at any time before Cmax (a) in schedule a, at least 
one of the two machines is busy. Using the observation, we can prove Theorem 4.2. 

Theorem 4.2. The deterministic non-clairvoyant on-line algorithm GREEDY for 
minimizing Cmax in a two-machine open shop has a performance guarantee of3 j2, 
even if preemption is allowed. 

Proof. Due to symmetry, we may assume without loss of generality that Mz fin
ishes last in a. If there is no idle time on Mz, then Cmax (a) = Pz (I) :::::: Z*, which 
contradicts the fact that we consider a counterexample. Otherwise, let tr be the 
last time before Cmax(a) at which an idle period on Mz finishes. Let Olk be the 
last operation that is started before time t.r on M1. Since M2 was idle just before 
time t 1, any operation that is started on M2 at time t .f or later either is released 
at or after time t.r, or is the operation Ozk· LetS denote the set of jobs that are 
released at or after tr. If Ozk is started before time tf', then S is not empty and 
Cmax(a) = t.r + Pz(S) = r(S) + Pz(S) ::S: Z*, which contradicts the fact that we 
consider a counterexample. Therefore, we may assume that Ozk starts at time t .f 
or later. We then have that Cmax(a) = tf' + P2k + Pz(S). 

Let Sk denote the start time of Olk in a and let [z (a) denote the total idle time 
on Mz in a. Observe that, during the time interval [rk. Sk], both machines are busy 
all the time, since otherwise GREEDY would have started Jk earlier. Consequently, 
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idle time on M2 can only occur within the two time intervals [0, rk] and [Sk. t f ]. 
Furthermore, we have that Cmax(a) = h(a) + P2(I) :S h(a) + Z*, which to
gether with Cmax(a) > (3/2)Z* implies that h(a) > Z* /2. 

Now we branch into two cases, both of which will contradict h (a) > Z* /2. 
This again contradicts that I is a counterexample, and hence the theorem is true. 

Case 1. S =f:. 0. Since all jobs in S are released at time t 1 or later, we have that 
t1+P2(S) :S Z*,andhence(3/2)Z* < Cmax(a) = tt+Pzk+P2(S) :S Z*+P2k· 
Moreover, the definition of Z* implies that rk + Ptk + P2k :S Z*. Together this 
yields rk + Plk < !Z*. Hence, the two time intervals [0, rk] and [Sk. tr] have 
length at most Z* /2. Since the idle time on M2 can only occur within these two 
intervals, it must be less than Z* /2, which contradicts ]z(a) > Z* /2. 

Case 2. S = 0. Since Z* 2::: rk + Plk + P2k and Cmax(a) Sk + Plk + P2k· we 
have that Sk - rk > Z* /2 for a smallest counterexample. As we have already seen 
earlier, during the time interval [rk. Sk] both machines are busy all the time. Since 
Pt (I) :S Z*, Sk - rk > Z* /2 implies that the total processing on Mt during the 
intervals [0, rk] and [St. t f] must be strictly less than Z* /2. Since the idle time on 
M2 can only occur within these two intervals, it must be less than Z* /2. Again, 
this contradicts ]z(a) > Z* /2. D 

(c) Analysis of algorithm SLICE 

We now investigate another algorithm, called SLICE, which uses preemption. For 
making its decisions, SLICE needs to know the actual job processing requirements. 
Hence, it is a clairvoyant algorithm. We show that SLICE has a performance guar
antee of 5/4 and hence that it outperforms GREEDY under these circumstances. 

For any timet, define the surviving job of a job lj to be the part of lj that still 
needs to be processed in a after timet; let Ptj(f) and pzj(t) denote the processing 
requirements of this surviving job. For any timet, we denote by S(t) the set of 
surviving jobs at t, by P1 (t) the total processing requirement of M 1 operations in 
S(t), by P2(t) the total processing requirement of M2 operations in S(t), and by 
L(t) the total processing requirement of the largest job in S(t). Note that, if no 
more jobs are released after timet, then the best possible makespan given S{t) is 
t + max{Pt (t), P2(t), L(t)} according to Lemma 4.1. 

The algorithm SLICE will be introduced as a nearly on-line algorithm, i.e., in 
addition to the information of all the jobs that already have arrived, the algorithm 
knows the release date of the job that will arrive next. The algorithm plans one 
period [rj, Tj+Il ahead. It thereby exploits the fact that it knows the next release 
date Tj+l; if no jobs arrive anymore, then rj+l rj + max{Pt (t), P2(t), L(t) }. 
Since no jobs arrive during this interval, it is always able to maintain this plan. 
Later on, we will modify the algorithm such that it becomes an on-line algorithm, 
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while maintaining its performance guarantee. 
The intuition behind the scheduling decisions made by SLICE is that, at time 

r1, a busiest slice of an optimal schedule for the jobs in S (r1) is embedded into 
the interval [r1, rJ+d· If the largest surviving job determines the mak:espan of the 
optimal schedule for the jobs in S(t), this slice is taken in such a way that the two 
operations of the largest surviving job are reduced proportionally to their process
ing requirements and that the job remains the largest one at the next decision point 
rJ+l, except for possibly Ji+l· If the total processing requirement on one of the 
machines determines the makespan, the algorithm keeps both machines busy dur
ing [rJ, ri+d as long as possible. 

ALGORITHM SLICE 

At any release date r i calculate the current values of Pt (r i), Pz (r 1) 
and L(r1 ). Design the schedule for the time slot [r1, rJ+tl in the fol
lowingway. 

(Sl) L(rJ) > max{Pt(rJ), Pz(rj)}. 
Let It be the survivingjob in S(rj) such that Pll(rJ) + P2t(rj) -
L(r1 ). It is easy to verify that this uniquely defines a job. Set ft -
min{l, (rJ+t-rj)/(pu(rJ)+Pzt(rJ))}. StartattimerJ onMt afrac
tion fi of Ou. Start at timer 1 + fi PlJ (r 1) on Mz a fraction ft of Ou. 
Process the operations of the other jobs in S (r 1) in the remaining ma
chine time, such that both machines are continuously busy as long as 
possible. 

(S2) L(rj) :=:: max{Pt(rj), P2(rj)}. 
Construct an optimal schedule for the jobs in S (r 1), satisfying the ex
tra condition that at the beginning both machines are busy and in the 
remaining part only one machine is busy. This can easily be done ac
cording to Lemma 4.1, and by preempting a few jobs if necessary. 

Now consider a smallest counterexample to the assumption that SLICE has per
formance guarantee larger than 5/4. For this instance we have that Cmax(a) > 
(5/4)Z*, where Cmax(a) denotes the makespan of the schedule a produced by al
gorithm SLICE. Again, observe that if there is a time period in a during which both 
machines are idle, then all jobs are released after this period. Furthermore, if we 
modify the problem instance by decreasing all release dates such that the first job is 
released at time 0, the modified instance is a smallest counterexample too. Hence, 
without loss of generality, we may assume that, a contains no simultaneous idle 
time on both machines before time Cmax(a). 

In the following we will derive a contradiction to the existence of a counterex-
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ample. By symmetry, we assume as before without loss of generality that M 2 fin
ishes last in a. Let rk be the last release date before Cmax (a) after which there is 
idle time on Mz during [rk> Cmax(a)]. Apparently, rk > 0 since otherwise there 
would be no idle time on Mz and hence a would be an optimal schedule. 

Suppose that SLICE is in situation (S2) at time rk. The algorithm then creates 
a schedule in which Mz is contiguously busy until all jobs are finished on this ma
chine. Since there is idle time on Mz in the time interval [rb rk+t], all jobs must 
finish earlier than rk+ 1 on this machine. This implies that all operations processed 
on Mz after time 'k+I are released at time rk+l or later. Since these operations 
are processed without idle time, schedule a would in fact be an optimal sched
ule, contradicting the fact that we considered a counterexample. Consequently, we 
conclude that SLICE is in situation (Sl) at time rk. 

Let lt be the largest job in S(rk) and hence determine L(rk). Observe that 11 is 
the only job in S (rk) that may still need processing on Mz after time rk. Lemma 4.3 
indicates that the surviving job of lt has been the largest job ever since it has been 
released. 

Lemma 4.3. At any timet, n :::; t :::; rh SLICE is in situation (Sl) and the surviv
ing job of J1 always determines L(t ). 

Proof. Observe that the behavior of the algorithm implies that a job cannot sud
denly become the currently largest job that causes situation (S 1 ), unless the job 
has just been released. Hence, it is sufficient to prove that at every release date 
before rk SLICE is in (Sl). This is proved by induction. We know that at time 
rk SLICE is in situation (Sl). Assume that at release date r1, n < r1 :::; rk. the 
algorithm is in situation (Sl) and that the surviving job of J1 determines L(r1 ). 
We show that at time r1_1 SLICE is also in (Sl). Suppose to the contrary that 
at time rj-1 SLICE is in (S2). Then by Lemma 4.1, all the jobs in S(rj-t). in
cluding the surviving job of J1 at r 1-1 can be scheduled in such a way that they 
are processed in a period of length max{Pt (rj-1), Pz(rj-1)}, which implies that 
rJ-1 + max{Pt(rj-1), Pz(rj-t)} 2: rJ + Pll(rj) + Pzt(rJ). Since at time rJ algo
rithm SLICE is in situation (Sl) and job (p~t(r1 ), pu(r1 )) is the largest surviving 
job, we have pu(rj) + pu(rJ) > max{Pt (rJ ), Pz(rj)}. Combining the two above 
inequalities yields a contradiction to the simple fact that max{P1(r1), Pz(r1)} > 
max{P1 (rj-t), Pz(rj-t)}- (rj - rJ-1), which completes the proof. D 

Observe that J1 cannot be completed before time rk+ 1 , since in that case the two 
machines would be simultaneously idle right before time rk+i· This observation, 
together with Lemma 4.3, implies that during the time interval [n, rk+l ], J1 is pro
cessed all the time, either on Mt or on Mz. We denote by pf1 and Pi1 the respective 
parts of Oll and Ozt that have been processed by time rk+ 1, and by p}1 and p2,1 the 
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respective parts that are processed after rk+l· 

Lemma 4.4. In schedule u both pf1 > Z* f4and Pu > Z* /4. 

Proof. Let P2 = Cmax(u) -rk+l- Pu be the total time spent by Mz on processing 
jobs other than J1 from time rk+ 1 onwards. Then, because u is a counterexample, 
(5/4)Z* < Crnax(u) = rk+I + p1_1 + Pz. As mentioned before, all jobs that con
tribute to Pz are released at time rk+I or later, since otherwise Mz could not be 
idle sometime during interval [rt, rk+d· Hence, rk+l + P2 :S Z*, and therefore 
(5/4)2* < rk+l + p1_1 + P2 :S Z* + Pzt· This yields Pu > Z* /4. 

Since (514)2* < rk+t + Pzt + Pz and rk+I - r1 = pf1 + p~1 , we have that 
(514)Z* < n + pf1 + P2l + Pz. Since lt and all jobs that contribute to P2 are 
released at time n or later, we have that rt + P2l + Pz :S Z*. Combining these 
inequalities leads to pf1 > Z* /4. D 

Lemma 4.4 states that at time rk+l both the amount of J1 already processed on M1 

as well as the amount that still requires processing on Mz are relatively big. We 
now show that this can never happen, and hence that there exists no counterexam
ple to the fact that SLICE has a performance guarantee of 5 j 4. 

Theorem 4.5. The deterministic nearly on-line algorithm SLICE for minimizing 
Crnax in a two-machine open shop allowing preemption has a performance guar

antee of 5 I 4. 

Proof. For ease of exposition, let tt = Pill P2l· Since the algorithm decreases 
both operations of lt proportionally to their processing requirements, we have that 

Pitf P~t = P}tf P2t = M· Hence, Z* ~ Pll + P2l = Pit + P~1 + Ptt + P2t = 
(1 + 1 I p,) pf1 + (1 + tt) P2.1 > (1/2 + ttl4 + 11(4tt))Z*, where the last inequality 
follows from Lemma 4.4. Simple calculus implies that for p, ~ 0 the expression 
112+ tt/4+ 11(4tt) only takes values greater than or equal to one. This final con
tradiction shows that there is no smallest counterexample, and hence completes the 
proof. o 

The algorithm SLICE has a performance guarantee of 514, but it is not an on-line 
algorithm. As one can see in the description of the algorithm, only step (Sl) uses 
the knowledge of the arrival time of the next future job. Within (Sl), this knowl
edge is only needed to maintain the proportionality invariant that at the next release 
date the operations of the largest survivingjob have been reduced proportionally. 
The knowledge is not used to assure that this job remains the largest surviving job 
at the next arrival time. 

If jobs can only arrive at given points in time, then we can also maintain the 
proportionality invariant by just considering every such moment as a possible ar
rival time. This happens, for example, if all job data are assumed to be integer as is 
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done by Chen, Vestjens & Woeginger [1997]. If there is no knowledge of the next 
arrival time it is possible to maintain the proportionality invariant by allowing pro
cessor sharing. In this situation the algorithm can keep the remaining processing 
requirements of the operations proportional at any time. If processor sharing is not 
allowed and the next arrival date is not known, then SLICE will not be able to keep 
the proportionality invariant, and hence the proof of Theorem 4.5 will no longer 
be valid. 

We now show that the algorithm does not have to maintain the proportionality 
invariant to have a performance guarantee of 5/4. For ease of exposition, define 
p J = PtJ + P2J. Modify (Sl) in the following way. If 11 determines L(rJ ), then at 
time 'J process Otj until time 'J +min{Pli• Pj/4} on M1, next process 0 21 until 
time 'J + P2J on M2, immediately followed by the remaining portion of Ot} on M1, 

which again is followed by the remaining portion of 0 21 on M2. If another job, say 
lt, determines L (r j), then maintain the schedule for 11 determined at the previous 
release date. In both cases, process the other jobs in S (r1) on both machines as 
much as possible, and preempt if necessary. 

The intuition behind this modified rule is that for every big job one operation 
may not be processed for too long while the remaining processing requirement of 
the other operation is still big. More specifically, the algorithm processes one op
eration for at most one quarter of the job's total processing requirement until it 
knows that the other operation has at most one quarter of the job's total process
ing requirement left. Note that, using this modified step, SLICE truly is an on-line 
algorithm. 

In proving the performance guarantee of the on-line SLICE algorithm, we fol
low exactly the same path as for the nearly on-line version. First observe that, since 
the modified step (S1) still assures that the largest survivingjob is processed con
tinuously until the next arrival, Lemma 4.3 remains valid. Also, Lemma 4.4 re
mains true. Using these observations we can prove Theorem 4.6. 

Theorem 4.6. The deterministic on-line algorithm SLICE for minimizing Cmax in 
a two-machine open shop allowing preemption has a peiformance guarantee of 

5/4. 

Proof. Lemma 4.4 states that in a smallest counterexample both pf1 > Z* /4 
and Pzt > Z* /4. We now show that this situation cannot occur, and hence that a 
counterexample to the claim that on-line SLICE has a performance guarantee 5/4 
does not exist. What remains to be proven is that either pf t :::S Z* I 4 or Pzt :::S Z* I 4. 
Ifmin{p!l, P2tl :::S ptf4, then certainly min{pf1, p2_1} :::S Z*/4. Hence, we may 
assume that the processing requirements of both operations are at least 1 I 4 of the 
total processing requirement of the job. 

Suppose that Pit > Z* /4, then Pit > pi/4. If l1 was first processed on Mt. 
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then pf1 > Pl/4 implies that at least a portion Pzt- Pl/4 of Oz1 has been processed, 
i.e., p~ :::: P2l - ptf4. Hence, P~t = Pzt - p~1 ~ ptf4 ~ Z* /4. If J1 was first 
processed on Mz, then pf1 > ptf4 implies that either Oz1 has been completed, or 
Pll - ptf4 = Pll - min{pz~o pi/4} > pi/4 and p~1 = pt/4. In the latter case 
we have that Pu = Pzt - p~1 < ptf4, whereas if Oz1 has been completed, then 
obviously Pu = 0 < Z* /4. Hence pf1 > Z* /4 implies that p~1 ~ Z* /4, and this 
completes the proof. o 

(d) Lower bounds 
In the remainder of this section, we present lower bounds to demonstrate that the 
performance guarantees of GREEDY and SLICE are best possible. Furthermore, we 
give insight into the extent to which randomization may help to improve on these 
results. 

Theorem 4. 7. Any deterministic on-line algorithm for minimizing Cmax in a two
machine open shop has a performance bound of at least 3f2. 

Proof Consider the performance of an arbitrary on-line algorithm for the fol
lowing instance. At time 0, a job 1] = (1, 1) arrives. Assume that the on-line 
algorithm starts processing lt at timeS. By symmetry we may assume that it 
starts processing 11 on M 1• IfS ::::; 1, then no jobs will arrive anymore. In this 
case it is optimal to start one of the operations at time 0, and to process both op
erations contiguously, giving Cmax(rr) 2. The on-line algorithm, however, has 
Cmax(a)::::; S +2::::; 3. IfS< 1, then attime 1, ]z = (0, 1) arrives. Themakespan 
of an optimal schedule still equals 2, but the on-line algorithm apparently cannot 
complete both jobs until time S + 3. Hence, independent of the choice of S, the 
on-line algorithm will have a performance bound of at least 3/2. 0 

Theorem 4.7 implies that for the less powerful non-clairvoyantalgorithms, the 
bound of 3/2 follows immediately. 

Theorem 4.8. Any deterministic on-line algorithm for minimizing Cmax in a two
machine open shop allowing preemption has a performance bound of at least 5/4. 

Proof. Consider the following instance. At time 0, a job It = (1, 1) arrives. 
Consider a schedule for this job, created by an arbitrary on-line algorithm, up to 
time 1. On one of the two machines at most half of the corresponding operation 
has been processed up to time 1. Without loss of generality, we assume that this 
happens on M 1· Then at time 1, a job ]z = (1, 0) is released. The makespan of an 
optimal schedule for the two jobs is 2, but the on-line algorithm cannot complete 
both jobs before time 5/2. Hence, the performance bound of the on-line algorithm 
will be at least 5/4. o 
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Theorem 4.8 states that the performance guarantee of the on-line SLICE algorithm 
cannot be beaten. 

Theorem 4.9. Any deterministic non-clairvoyant on-line algorithm for minimiz
ing Cmax in a two-machine open shop allowing preemption has a performance 
bound of at least 3/2. 

Proof Consider the following instance. At time 0, a set of 2n jobs arrives. Con
sider the schedule created by an arbitrary non-clairvoyant on-line algorithm for 
these jobs up to time n2. At time n2, we choose the processing requirements of 
the operations such that the on-line algorithm has not completed any operation yet. 
With this we mean that no matter how much time the algorithm invests into pro
cessing some operation, it will never complete it, since the operation is a little bit 
larger than the time invested into it. For 1 :5 j :5 2n, let Pli and P2i denote the 
amount of time that Ji is being processed during the time interval [0, n2] on ma
chines Mt and Mz, respectively. Since the total processing time on both machines 
is 2n2 and since there are 2n jobs, one of the jobs, say J2n, has been processed 
for at most n time units, i.e., Pt,2n + P2,2n :5 n. Now, fix the processing times 
as follows. Set Ptj = LPtjJ + 1 and P2i = LhiJ + 1 for 1 :5 j :5 2n - 1, 

and set PI,2n P2,2n = n2 + 2n. Observe that _EJ~1 1 
Plj :5 n2 + 2n and that 

.E7~1 1 
P2i :5 n2 + 2n. On the one hand, Cmax(Jr) = 2n2 + 4n, by Lemma 4.1. 

On the other hand, the non-clairvoyant on-line algorithm has processed J2n for at 
most n time units at time n2 and thus Cmax (er) :;:: 3n2 + 3n. As n tends to infinity, 
our claimed lower bound follows. 0 

Theorem 4.10 gives an idea about the maximum gain that can be obtained by al
lowing randomization. 

Theorem 4.10. Any randomized on-line algorithm for minimizing Cmax in a two
machine open shop has a performance bound of at least 5/4. 

Proof We use Yao's Minimax Principle. Consider the following random instance 
of the problem. At time 0 one job ( 1, 1) arrives. At time 1 another job arrives. This 
is job (1, 0) with probability 1/2, and (0, 1) with probability 1/2. 

For both possible instances Cmax(n-) = 2, hence E[Cmax(n-)] = 2. Without 
loss of generality, we may assume that an on-line algorithm processes lt first on 
Mt. Observe that, since the on-line algorithm knows the distribution of the ran
domized instance, it will start processing the job immediately. If the job (1, 0) ar
rives at time 1, the on-line algorithm made the correct decision, and Cmax(cr) = 2. 
If the job (0, 1) arrives, it started the wrong job at time 0, and Cmax (er) = 3. Since 
both situations happen with equal probability, E[Cmax(a)] = 5/2. Therefore, the 
performance bound of any randomized on-line algorithm is at least 5/4. 0 
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4.1.2 Flow and job shop 

We now investigate the problem of the on-line minimization of the makespan in 
a two-machine flow shop and job shop. Lenstra, Rinnooy Kan & Brucker [1977] 
prove that the off-line version of this problem is NP-hard in the strong sense. 

There are not many on-line results known for the two-machine flow shop and 
job shop problem, with the objective of minimizing the makespan. As Theorem 
4.11 shows, a performance guarantee of 2 can already be obtained by the simple 
algorithm LIST that schedules the jobs consecutively in order of their release dates, 
without introducing any unnecessary idle time. To the best of our knowledge, no 
better results are known. 

Theorem 4.11. The deterministic on-line algorithm LIST for minimizing Cmax in 
a two-machine job shop has a performance bound of 2. 

Proof Consider the schedule u created by LIST for an arbitrary instance. Let 
t 1 denote the last time before Cmax ( u) where both machines are simultaneously 
idle, and let S be the set of operations of the jobs that are scheduled after t f in u. 
According to LIST, jobs that are scheduled after t f must have been released af
ter this time. Hence, for any optimal schedule n, we have that Cmax (n) ::: t f + 
CE,o;;es Pii )/2, whereas for u we have that Cmax(u) :::; t 1 + Loues Pii· There
fore, Cmax ( 0') :::; 2Cmax ( Jf). 

It is easy to find an instance for which this bound is asymptotically reached. 
Consider the following flow shop instance. At time 0 a job ( 1 - e, 0) is released 
and at time e a job (0, 1 - e) is released, where e is some small positive number. 
The algorithm LIST creates a schedule with makespan 2(1-6 ), whereas an optimal 
schedule has makespan 1. If we let 6 tend to 0, then the ratio tends to 2. o 

Lower bound results for the two-machine flow shop problem can be obtained by 
considering the alternative formulation of the single-machine problem of minimiz
ing maximum lateness with respect to negative due dates; see Section 2.2. This 
specific single-machine problem can be viewed as a flow shop problem in which 
the second machine can handle an infinite number of operations at the same time, 
instead of only one. Hence, if in the lower bound proof for the single-machine 
problem we never insist that two delivery time operations must be executed simul
taneously, the bound also holds for the two-machine flow shop problem. As can 
be checked easily, both Theorems 2.11 and 2.18 satisfy this property and hence we 
get the following two corollaries. 

Corollary 4.12. Anydeterministicon-linealgorithmforminimizingCmax in a two
machine flow shop has a performance bound of at least ( ../5 - 1) /2. 0 
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Corollary 4.13. Any randomized on-line algorithm for minimizing Crnax in a trvo
machine flow shop has a performance bound of at least 1.302. D 

Note that these lower bounds can be generalized to the m-machine flow shop prob
lem, simply by adding m-2 machines on each of which every job has a processing 
requirement 0. Furthermore, as the flow shop is a special case of a job shop, these 
lower bounds are also valid for the job shop problem. 

4.2 Job insertion 

An interesting off-line problem which arises from an on-line application is job in
sertion. Here, a single job has to be inserted into a given schedule of n jobs on 
m machines. This has to be done without changing the order of the jobs in the 
schedule. As in the standard models, a feasible schedule is an allocation of the op
erations to the time intervals on the machines such that all restrictions are met. But 
now the set of restrictions also includes the order relations on the jobs in the given 
schedule. Again, the optimality criterion is the makespan. 

In many practical on-line situations a schedule already exists when a new job 
arrives. It may be impossible or impractical to change the existing schedule too 
much. Hence, the new job has to be scheduled leaving the existing schedule almost 
intact. By maintaining the order in which the jobs are scheduled, the only changes 
that are allowed concern the times at which the operations should be started. Job 
insertion is often used to build and extend schedules, i.e., whenever a new job ar
rives, it is inserted in a best possible way into the existing schedule. Therefore, it 
is interesting to know how difficult it is to insert one job optimally into an existing 
schedule. 

For the parallel-machine environment the number of possible insertions is 
O(n). Hence, for the makespan criterion one can compute the optimal insertion 
in polynomial time just by considering all the possibilities. For shop scheduling 
problems, however, the number of possible insertions is O(nm). Thus, enumerat
ing all possible insertions no longer gives the best insertion in polynomial time. 

In this section we consider job insertion in a flow shop, job shop, and open shop 
with the objective of minimizing the makespan. We show in Section 4.2.1 that this 
problem is NP-hard in the strong sense. In Section 4.2.2 we give an approximation 
algorithm for inserting a job into a job shop. Some preliminary results show that 
this algorithm gives a good approximation of the best possible insertion. 

4.2.1 Complexity 

The decision variant of job insertion with the makespan criterion is described as 
follows. Given are a schedule C1 of n jobs and m machines, one extra job, and a 
number o. The question is whether the extra job can be inserted into the schedule C1, 
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such that the makespan of the resulting schedule is less than or equal to Cmax (a) + 
d. Theorem 4.14 states that this problem is NP-complete in the strong sense for 
shop scheduling problems, and hence that job insertion with the makespan criterion 
in a flow shop, job shop, or open shop is strongly NP-hard. 

Theorem 4.14. The decision variant ofjob insertion with the makespan criterion 
in a flow shop, a job shop, or an open shop is strongly NP-complete, even if all 
operations only have processing requirements 0, 1, or 2. 

Proof We give a polynomial-time reduction from the strongly NP-complete Mono
tone 3-Satisfiability (MON3SAT) problem [Garey & Johnson, 1979] to the decision 
variant of job insertion. 

The problem MON3SAT is defined as follows. Given are a set of variables X 
{x1, ••• , xa} and a set of clauses C = {CJ, ... , cb} over X such that (i) every 
clause in C contains exactly three pairwise distinct literals and (ii) in every clause 
either all three literals are negated or all three literals are unnegated. Here a literal 
is a variable xi or the negation i i of a variable. The question is whether there exists 
a truth assignment for X that satisfies all clauses in C. Without loss of generality 
we assume that in {ct. ... , cb} all the clauses that only contain unnegated literals 
come before the clauses that only contain negated literals. 

Consider an arbitrary instance (X, C) of MON3SAT. From this instance, we 
construct a schedule a of a shop problem with n = Sa+ 12ab jobs, m = 6ab + 1 
machines and makespan Cmax (a). Moreover, we define an (n + l)st job that can 
be inserted into the schedule a without increasing the makespan if and only if the 
MON3SAT instance is satisfiable. The transformation is defined as follows. 

For every variable Xj E X, there are five corresponding jobs Jsj-4, ... , Jsj· 
These jobs include one decision job, two blocking jobs, and two filling jobs. The 
decision job determines the assignment of the variable to TRUE or FALSE. The 
blockingjobs specify the range within which the decision job can be moved. The 
filling jobs are there to fill the schedule so that the extra job that has to be inserted 
later on can only be inserted in between blocking jobs. In Figure 4.1 the white job 
is the decision job, the gray jobs are the blocking jobs, and the black jobs are the 
filling jobs. All jobs are processed on the same 6ab + 1 machines; the operations 
OiJ have to be processed on Mi for all i and j. The decision job Js1 consists of a 
chain of 6ab + 1 unit-time operations. The initial position of Jk in the schedule a 
is such that the starting time of Oi+I,k equals the completion time of Oik for all i. 
In schedule a, the jobs JsJ-4• ... , Jsj are scheduled in order of their numbering, 
and the starting time of JsJ-4 on M1 is 6(j -1). Note that this defines the starting 
times of all other operations of the jobs JsJ-4• ... , JsJ· 

To ensure that all machines are busy most of the time, we introduce 12ab fill
ingjobs, Jsa+j. 1 .:::; j .:::; 12ab. These jobs are divided into two equally sized sets. 
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uonegated 

not 

negated 

Figure 4.1. Transformation of a variable that occurs once unnegated, once not, and 
once negated in a clause. 

One of these sets is used to fill the beginning of the schedule, and the other set is 
used to fill the end of the schedule. This is done as follows. For j .:s 6ab, lsa+ 1 has 
processing requirement 0 on machines M;, 1 .:S i .:S j, processing requirement 1 on 
the remaining machines, and the job is started at time j - 1 in a. For j ~ 6ab + 1, 
J 5a+ 1 has processing requirement 1 on machines M;, 1 .:S i .:S 12ab - j + 1, 
processing requirement 0 on the remaining machines, and the job is started at time 
6b+ (j -6ab -1) in a. The operations O;,sa+J have to be processed on M; for all 
i and j. The initial position of lsa+ 1 in a is such that the starting time of 0;+ I.5a+ 1 
equals the completion time of 0;,5a+ 1. 

For 1 .:S k .:S b, the machine M6ak is said to correspond to the clause ck; there
fore we call these machines clause machines. Due to the filling jobs, M6ak will be 
busy most of the time in schedule a . The structure of the idle time on this machine 
is as follows: 

• If variable x 1 occurs unnegated in the clause ck, then there is one unit of idle 
time immediately before and another unit of idle time immediately after the 
processing of 06ak,5J; 

• If variable x 1 does not occur in the clause q, the there is one unit of idle time 
that immediately follows the processing of 06ak,5J; 

• If variable x 1 occurs negated in the clause q, then there are two units of idle 
time immediately after the processing of 06ak,5J . 

In Figure 4.1, these three situations correspond to the underlined machines indi
cated by respectively 'unnegated', 'not', and 'negated' . Figure 4.1 furthermore 
shows how this structure can be forced by choosing the correct blockingjobs. None 
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of the operations of 15)-4• ... , 15J-l can be shifted inside a, without changing 
the relative order of processing on any machine or without increasing the current 
makespan Cmax(a). The only possibility for shifting the operations of 151 inside 
a, without changing the relative order of processing on any machine and without 
increasing Cmax (a), will be as follows. For some l, 1 .::S l .::S 6ab + 1, leave the 
positions of operations 0 1 ,5J, ... , 01,5) unchanged and move the positions of op
erations 01+1 ,5)• ... , 06ab+1.5J one time unit into the future. The huge number 
of machines in between the clause machines is necessary to separate the parts on 
the clause machines that contain operations of decision jobs, i.e., the time periods 
where there is idle time. 

Finally, we introduce a job J n+ 1 that has to be inserted in the cheapest possible 
way into schedule a. The operations of ln+ 1 have processing requirement 2 on the 
machines M6ak with 1 .::S k ::; b, and 0 on all remaining machines. 

Suppose that ln+l can be inserted without increasing the makespan beyond 
Cmax (a). Call the resulting schedule rr . Since the decision parts on the clause ma
chines are separated, in rr the operations of the extra job must be scheduled in order 
of their numbering on these machines. Therefore, the construction is valid for the 
flow shop, job shop, and open shop. As the makes pan has not been increased, all 
operations of jobs other than the decision jobs must be started in rr at the same time 
as in a. Without loss of generality we may assume that in rr , every decision job is 
scheduled in one of the two following ways: (i) it is scheduled precisely the same 
way as in a, or (ii) all its operations have been moved one time unit into the future. 
This can be seen as follows. Every machine M6ak must have an interval of length 
2 to accommodate the processing of ln+ 1. Since all unnegated clauses precede all 
negated clauses, there is no use in processing a decision job other than in way (i) or 
(ii). If J5J is scheduled as in (i), then set x1 to FALSE, and if 11 is scheduled as in 
(ii), then set x J to TRUE. It can be checked that this yields a valid truth assignment. 

Conversely, suppose there exists a valid truth assignment. If x1 is FALSE, then 
schedule J51 as in (i), and if x1 is TRUE, then schedule 151 as in (ii). Every ma
chine M6ak now has an interval of length 2 to accommodate the processing of ln+l· 

Hence, ln+l can be inserted without increasing the makespan. 0 

4.2.2 Approximation algorithm 

Before we describe the approximation algorithm for inserting a job ln+l into an 
existing schedule, we introduce some concepts that are important for the descrip
tion of the algorithm. We assume for ease of presentation that a job has at most 
one operation on a machine. All notions can easily be generalized to the situation 
where jobs may have more than one operation on a machine. 

In a left-justified schedule, no operation can be started earlier without chang
ing for at least one machine the order in which the operations are performed on that 
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machine. An operation in a left-justified schedule is critical if it cannot be started 
later without increasing the makespan. A critical path is a sequence of contigu
ously scheduled critical operations that together determine the makespan of the 
schedule. Often, there are several critical paths. 

The approximation algorithm INSERT is a polynomial-time local search algo
rithm. It starts with an initial insertion of the extra job and then iteratively changes 
the insertion by exploring neighbors. Therefore, it needs a neighborhood to de
termine neighbors of a certain insertion. To change a given insertion INSERT only 
considers moves that change an insertion in just one place; it moves one operation 
of ln+l after its current machine successor and leaves all other operations of ln+l 
in their current position. The algorithm needs a selection rule to determine which 
operation should be moved for a given insertion. Consider the left -justified sched
ule that results for a certain insertion of ln+ 1 in the given schedule. We only have to 
consider moving operations of J n+ 1, since we are not allowed to change the order 
of any of the other operations. Furthermore, an operation that is scheduled last on 
its machine cannot be moved, because it has no machine successor. Of course, the 
algorithm wants to make a good choice for the operation to be moved. Hence, we 
reduce the search to those operations of ln+l that actually may help to decrease the 
current makespan when they are moved. It is well known that moving operations 
that are not critical cannot decrease the makespan of the schedule. Furthermore, if 
a critical operation is followed by its job successor in a critical path, then moving 
this operation will never directly decrease the value of the makespan. We call an 
operation eligible if it belongs to ln+l, is critical, has a machine successor, and if 
there exists a critical path in which it is followed by its machine successor. We call 
two insertions neighbors if one can be reached from the other by a single move of 
an eligible operation. 

Since there can be many eligible operations, we need to specify which eligible 
operation INSERT should choose in case there is more than one. It is well pos
sible that a given insertion has more than one eligible operation, and also has a 
critical path that contains only one of them. Using this observation, we define the 
following selection rule in case there is more than one eligible operation: Choose 
the eligible operation with the minimum index that occurs in a critical path with a 
minimum number of eligible operations. 

We described how INSERT chooses a neighbor for a given insertion. To com
plete the description of the algorithm, we specify an initial insertion of ln+l into 
the given schedule. As we only consider neighbors that can be reached by mov
ing operations after their machine successor, it is best to start with an insertion in 
which every operation of ln+l is started as early as possible, i.e., before every other 
operation on its machine. Resuming, the algorithm for inserting a job ln+l into a 
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job shop schedule of n jobs and m machines is described as follows: 

ALGORITHM INSERT 

Schedule the operations of J n+ 1 each as first operation on their respec
tive machines. Then repeatedly do the following. Determine the set 
of eligible operations. Compute the minimum number of eligible op
erations on any critical path. If this number equals zero, then stop. 
Otherwise, move the eligible operation with the smallest index that 
occurs on a critical path with a minimum number of eligible opera
tions. 

Now, why might moving the eligible operation chosen by INSERT actually be a 
good choice? To get some insight, consider a schedule that has a critical path with 
only one eligible operation. Now, consider all schedules in which this specific el
igible operation remains in its current position, and all other operations of ln+l 
may be in any position after their current machine predecessor. It is easy to verify 
that all these schedules have at least the same makespan as the current schedule. 
Thus, if this operation remains in its current position, a better solution will never 
be found. Hence moving this operation does not cause the algorithm to miss bet
ter insertions than the CIJ.rrent one. From this observation, Theorem 4.15 follows 
directly. 

Theorem 4.15. If at every iteration of INSERT there exists a critical path with at 
most one eligible operation, then the algorithm finds an optimal insertion. 0 

In every iteration of the algorithm at most one operation is moved one position. 
As there are only n + 1 positions for each operation, the algorithm iterates at most 
m(n + 1) times. In every iteration we compute the makespan, the set of eligible 
operations, and a critical path with a minimum number of eligible operations. It is 
well known that computing the makes pan and the critical operations can be done by 
solving a longest path problem [Roy & Sussmann, 1964]. Since this longest path 
problem has to be solved on an acyclic directed graph with 0 (mn) arcs, this can be 
done in O(mn) time. This computation furthermore gives the starting times of all 
the operations in the left-justified schedule. A critical operation Ot,n+l is eligible 
if its machine successor Oij is critical and St,n+ 1 + Pi,n+ 1 = Stj. Since all starting 
times and all critical operations are already known, checking if an operation is el
igible can be done in constant time. Determining a critical path with a minimum 
number of eligible operations can also be done by solving a shortest path problem. 
This shortest path problem has to be solved on the graph that consists of all critical 
paths only. This graph consists of all critical operations, and there are arcs between 
Oij and Otk if Stj + Pti = Sik and between Oij and Ot+l.i if Stj + Pii = Si+t,j· 
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If we give a cost 1 - 2-(i+l) to the eligible operation with the ith smallest index, 
and 0 to all remaining critical operations, then there exists a unique shortest path 
in the graph under consideration. The eligible operation with the smallest index in 
this unique shortest path is exactly the eligible operation we are looking for. Since 
this graph is a sub graph of the original graph, it is also a directed acyclic graph 
with O(mn) arcs. Hence, determining the eligible operation with the smallest in
dex in a critical path with a minimum number of eligible operations can be done 
in O(mn) time. The total computation time of the algorithm thus is O(m2n2). 

If we want to test INSERT, we should to be able to compute optimal insertions, 
or at least good lower bounds on the cost of an optimal insertion. Thereto, we de
veloped a branch-and-bound algorithm, which is based on the same ideas as the 
approximation algorithm. In every node of the branch-and-bound tree we consider 
a node-specific insertion, which is partially fixed. Obviously, the makes pan of the 
schedule where the job is inserted in the node-specific position is an upper bound. 
A lower bound for this node is the makespan of the schedule in which all fixed op
erations are scheduled in their specified fixed positions, and all other operations of 
ln+l have to obey their job order relations, but may be executed simultaneously 
with operations not belonging to ln+l· Suppose there are i eligible operations in 
the critical path with the minimum number of eligible operations. We then branch 
into i new nodes in which all operations that are fixed in the current node are fixed, 
and where in node j, 1 < j ~ i, the position of the eligible operations up to j are 
fixed, and the jth eligible operation has been moved. 

We tested INSERT on some instances of the flow shop and the job shop problem. 
The instances that we considered were the flow shop instances with m = 5, 10, 20 
and n = 20, 50, 100, and the job shop instances with m = 20 and n = 20, 50, 100, 
described by Taillard [1993]. For each of the the flow shop instances, we created 
ten insertion instances by defining five extra jobs and two different initial sched
ules. The first initial schedules are simply the permutation schedules of the jobs 
in order of their numbering. The second initial schedules are schedules with a 
makespan that on average lies within 2%, 5%, and 18% of the makespan of the op
timal schedules, for the instances with m = 5, 10, and 20, respectively. The initial 
schedules were all determined by a moderate length run of the tabu search algo
rithm of Ten Eikelder, Aarts, Verhoeven & Aarts [1997]. For each of the job shop 
instances, we created ten insertion instances by defining ten extra jobs and one ini
tial schedule. The initial schedules, which were also determined by the tabu search 
algorithm of Ten Eikelder, Aarts, Verhoeven & A arts [ 1997], have a makes pan that 
on average lies within 7%, 0.2%, and 0.5% of the makes pan of the optimal sched
ule, for the instances with n = 20, 50, and 100, respectively. As all the processing 
requirements of the operations in the Taillard instances are chosen from the uni-
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form distribution on [1 ,99], we chose the operations from the extra jobs from the 
same distribution. For the job shop instances we furthermore defined a random 
order on the operations of each of the extra jobs. 

The test results for these sets of instances were quite promising. Since there 
seemed to be no significant difference between the results for the flow shop in
stances with the simple starting schedule and the tighter starting schedule, we com
bined the results for these classes of instances. For the 600 flow shop instances with 
m = 5, 10, only 11 times a job was not inserted optimally by INSERT. The max
imum relative error found was 1.8%. For the instances with m = 20 we were no 
longer able to determine the optimal insertion within one hour, using our branch
and-bound algorithm. On average the value of the optimal insertion had been com
puted within 0.05%. For the 300 flow shop instances with m = 20, the average and 
the maximum relative error were 0.06% and 0.99%, respectively. Note that part of 
the average relative error may still be due to the fact that we did not determine the 
value of the optimal insertion exactly. 

For the job shop instances the value of the optimal insertion had been com
puted within 0.21% on average. The average and maximum relative error were 
3.3%, 1.7%, 0.7%, and 8.6%, 3.8%, 1.5% for n = 20, 50, 100, respectively. First 
of all, these results show that INSERT performs much worse for the job shop than 
for the flow shop. This is most likely due to the more complicated structure of job 
shop schedules compared to flow shop schedules. The results furthermore show a 
decrease in the average relative error when the number of jobs in the instance in
creases. This decrease can mainly be ascribed to the increase in the makespan of 
the optimum schedules. Part of the decrease, however, can be ascribed to the in
crease in the number of positions into which each of the operations of the job can be 
inserted, which makes a better insertion possible. This is confirmed by the results 
for the average absolute deviation, which are 56.8, 45.9, 37.6 for n = 20, 50, 100. 

Now we look at the algorithm from a more theoretical point of view. The make
span of the schedule where the job has been inserted optimally cannot be less than 
the makespan of the initial schedule, and INSERT creates a schedule with length no 
more than Cmax (a) + Li Pi,n+ 1. Hence, the performance guarantee of the algo
rithm is no more than 2. Of course, this is a very rough estimate. Furthermore, the 
performance guarantee does not give any idea about the more interesting question 
of what could be expected if the makespan of the schedule created by repeatedly 
using the insertion algorithm to create a complete schedule on m jobs from scratch 
is compared to the optimal off-line schedule for all jobs. It does not directly give 
any bound better than m. Finally, it is important to observe that a best insertion for 
the current job does not necessarily create a good starting schedule for later jobs 
to be inserted. 



5 
Conclusion 

The main topic of this thesis has been the performance analysis of on-line algo
rithms for machine scheduling problems. We have used the concept of competi
tiveness to measure the quality of on-line algorithms. By establishing lower bounds 
on the competitive ratio, we addressed the question of how much in the worst case 
it will at least cost not to know the future. By proving performance guarantees 
for some polynomial-time on-line algorithms, we showed what is still possible de· 
spite the lack of complete information. This method has shown to be successful in 
studying the effect of not knowing the future. 

In this chapter, we summarize what we have learned from studying the on-line 
paradigm where jobs arrive over time. We discuss the shortcomings of competi
tive analysis and the used on-line paradigm and mention some options to overcome 
some of these deficiencies. 

General comments. In on-line scheduling, the lack of complete information about 
future jobs plays an important role. It is not yet clear how this ignorance affects 
the performance of algorithms when the machine environment gets more compli
cated. In off-line scheduling the performance bounds usually get worse as the com
plexity of the machine environment increases. In on-line scheduling, however, a 
more complex machine environment may give more opportunities to correct for 
mistakes that were made in the past because of lack of information about future 
jobs. Weak evidence that supports this conjecture is that for none of the known 
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on-line machine scheduling problems where jobs arrive over time, there are gen
eral lower bounds on the performance guarantee that are increasing in the number 
of machines. Further evidence is the constant performance bound for any number 
of machines of the LPT algorithm for minimizing the makespan on parallel ma
chines; see Section 3.2.1. Much stronger evidence is provided by the results by 
Leonardi & Raz [1997]. They prove that for minimizing total flow time on parallel 
machines allowing preemption, the best possible performance bound for instances 
with a fixed number of jobs is decreasing in the number of machines. 

Most of the results for the on-line paradigm where jobs arrive over time are 
tailored to a specific machine environment and a specific criterion. As a conse
quence, on-line results get scarcer when the machine environment gets more com
plex. In this thesis, a number of seemingly unrelated on-line results has been de
rived. Although each of the results holds for a given machine environment and a 
given criterion, the process for obtaining these results is quite similar. On basis 
of our experience, we recommend the following for finding on-line results for any 
machine environment and any criterion. 

First develop some feeling for the problem by considering lower bounds. Here 
an insightful question is whether or not the criterion value increases with an in
crease in the release dates of the jobs. For example, the total flow time criterion 
does not necessarily increase with an increase in release dates, but the total com
pletion time criterion does. If a criterion increases with time, then it is important 
to notice that probably only the beginning of the schedule has a high impact on 
the performance bound. For example, the total flow time lower bounds use a long 
time horizon, whereas the total completion time lower bounds use only a relatively 
short time horizon. 

Next, define an easy algorithm that makes its decisions assuming that no new 
jobs are going to arrive any more. Such an algorithm makes its decisions purely 
on the basis of available information, disregarding any possible events happening 
in the future. Often some type of greedy algorithm that schedules a job if possible 
will do. Try to find out how this algorithm performs on instances where all jobs are 
released at the same time. As the algorithm is greedy, it does not have the patience 
to wait if a machine is idle and a job is available. Try to find out how this affects 
its pyrformance. Incorporating a simple waiting strategy, which weighs the cost 
of postponing any decision and being too greedy, can then drastically improve the 

, performance of the algorithm. A good example is the SPT algorithm for minimiz
ing the total completion time on a single machine, which improves its performance 
from n to 2 by adopting a simple waiting strategy; see Section 2.1.1. · 

On-line paradigm. On-line paradigms were introduced to model more realistic 
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practical situations. Although the existing on-line paradigms clearly enable us to 
do so, they are still somewhat restrictive. First, in practice often additional infor
mation is available, e.g., a long term estimate of the total processing requirement. 
This kind of information cannot be incorporated within the existing paradigms, and 
hence on-line algorithms cannot benefit from this extra knowledge. Some prelim
inary results for the on-line paradigm where jobs arrive in a list show that better 
performance guarantees are possible if the total processing requirement is known 
beforehand [Kellerer, Kotov, Speranza & Tuza, 1997]. 

Second, the on-line paradigms force a choice between clairvoyant algorithms, 
which exactly know the job's processing requirement at its arrival, and non-clair
voyant algorithms, which do not know the job's processing requirement until it has 
been completed. In practice, however, there often is incomplete information avail
able about the processing requirement of available and future jobs, and also about 
future release dates. A way to include some of this knowledge is the introduction 
of arrival dates a J. An arrival date specifies the moment at which the information 
about a job becomes available. This information can include the job's release date 
and its processing requirement, or lower bounds and upper bounds on the actual 
processing requirement. Arrival dates provide an extension of the nearly on-line 
paradigm [Sahni & Cho, 1979] and include the possibility of modeling look -ahead. 
The on~line paradigm used in Chapters 1-4 can be seen as a subclass of this ex
tended model where the arrival dates are equal to the release dates. Better results 
may be obtained if, e.g., r1 -a 1 > s for all jobs, where s is some positive number. 

Third, the paradigms are sometimes too restrictive in the sense that decisions 
are irrevocable, i.e., once a decision has been made it cannot be changed anymore. 
Depending on the machine characteristics this restriction does not have to be valid. 
Hence, allowing restarts is a useful extension for the on-line paradigm where jobs 
arrive over time. 

Competitive analysis. By enumerating all, finitely many, possible job sequences 
one can solve any off-line scheduling problem. As this would yield highly im
practical algorithms, approximation algorithms for off-line scheduling problems 
are required to have a running time that is polynomially bounded in the input size 
of an instance. Not requiring an on-line algorithm to have a polynomial running 
time may also result in impractical algorithms for practical problems. However, if 
we are solely interested in the question of how much it can cost not knowing the 
future, allowing the on-line algorithm to have a superpolynomial running time is 
not such an unnatural assumption, as we compare the on-line algorithms to optimal 
off-line algorithms that do not have to be polynomial either. 

As was already mentioned in Chapter 1, a drawback of measuring the quality 
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of an on-line algorithm by its competitive ratio is that it gives a rather pessimistic 
impression. It often yields ratios that are unrealistically high for typical instances, 
and as a result it can fail to identify on-line algorithms that work well in practice. 
A way to overcome this problem is to measure the quality of an algorithm by its 
average-case performance. Average-case performance focuses on a large set of in
stances, rather than a single one. This measure, however, also has a number of 
disadvantages; see Section 1.4. 

To counteract some of the intrinsic pessimism of competitive analysis, Kalyana
sundaram & Pruhs [1995] introduce the weak adversary model, which assumes 
that the speed of the machines used by the on-line algorithm is 1 +e times the speed 
of the machines used by the adversary, where e is some small positive number. If 
an algorithm has a small competitive ratio within this model, then this means that 
a moderate increase in machine speed will effectively buy the power of clairvoy
ance. Therefore, the weak adversary model suggests a practical way to improve 
the performance, namely by increasing the speed of the machine. Furthermore, on 
typical inputs, one would intuitively expect that the off-line performance would not 
degrade drastically if the speed of the machine is increased slightly. Kalyanasun
daram & Pruhs [1995] use this model to prove that there exists a non-clairvoyant 
(1 + 1 j e)-competitive on-line algorithm for minimizing total flow time on a single 
machine allowing preemption; this in sharp contrast to the unbounded competitive 
ratio in the adversary model without this additional power. 

If we consider the proofs for general lower bounds in more detail, we see that 
they often use instances with a constant number of jobs. As the on-line paradigm 
where jobs arrive over time is supposed to describe ongoing events, this is rather 
unrealistic. It may therefore be a good idea to demand that the lower bound proofs 
only use instances with an infinite number of jobs. This is equivalent to the asymp
totic performance guarantee in off-line scheduling. For most of the criteria used in 
scheduling, however, it is not too difficult to define an infinitely large set of jobs 
that imposes no constraints on any of the other jobs and does not contribute to the 
criterion in any optimal schedule. Most of the times an infinite number of jobs 
arriving at time zero and requiring no processing will do. A solution to this prob
lem is demanding that the jobs should arrive over a~ infinite time span, which is a 
reasonable assumption for an ongoing event. 
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Samenvatting 

In dit proefschrift behandelen we planningsproblemen in een dynamische omge
ving. Planningsproblemen treden op wanneer een verzameling activiteiten uitge
voerd dient te worden door een beperkte verzameling van hulpmiddelen. We noe
men een omgeving dynamisch als niet alle activiteiten van te voren bekend zijn 
maar beschikbaar komen over de tijd. De hulpmiddelen en activiteiten worden 
gewoonlijk aangeduid als respectievelijk machines en taken. Bijvoorbeeld, een 
schoenmaker krijgt de hele dag door klanten die hem schoenen ter reparatie aan
bieden. Op basis van zijn jarenlange ervaring weet de schoenmaker precies hoe
veel tijd hij nodig heeft voor elke reparatie. Zijn doel is om de klanten zo tevreden 
mogelijk te stellen door alle reparaties op tijd gereed te hebben. Uitgedrukt in de 
standaardtermen voor planningsproblemen beschouwen we in dit voorbeeld een 
machine (de schoenmaker) die verscheidene taken (de reparaties) moet uitvoeren, 
die gedurende de dag binnenkomen. 

Een schedule is een toewijzing van de taken aan tijdintervallen en machines 
zodanig dat geen machine meer dan een taak tegelijkertijd uitvoert, verschillende 
machines niet tegelijkertijd dezelfde taak bewerken en geen taak start v66r zijn 
aankomsttijdstip. Het probleem bestaat uit het vinden van een schedule met mi
nimale kosten. De kostenfuncties die wij beschouwen zijn de maximale levertijd
overschrijding, de gemiddelde wachttijd van de klanten en de makes pan, d. w.z. het 
tijdstip waarop de laatste taak gereed is. De waarde van deze laatste kostenfunctie 
komt voor de schoenmaker overeen met het tijdstip waarop hij naar huis kan. 

Voor deze planningsproblemen beschouwen we voomamelijk oplossingsme
thoden die alle karakteristieken van een taak kennen vanaf het moment dat de taak 
beschikbaar is: de schoenmaker weet hoeveel tijd een reparatie hem gaat kosten 
zodra hij de schoenen ziet. Voor een gegeven planningsprobleem meten we de 
kwaliteit van de beschouwde oplossingsmethoden aan de hand van de prestatie
garantie. Een oplossingsinethode heeft prestatiegarantie p als het voor iedere wil
lekeurige instantie een schedule produceert waarvan de kosten gegarandeerd niet 
meer dan p maal de kosten van een optimaal schedule zijn. Een belangrijke vraag 
in prestatiegarantie-analyse voor dynamische problemen is: 'Hoeveel kan men in 
het slechtste geval verliezen doordat de toekomst niet volledig bekend is?' We pak
ken dit probleem aan door algemene ondergrenzenop de prestatiegarantie te geven, 
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waarvoor geldt dat geen enkele oplossingsmethode een prestatiegarantie kan heb
ben die lager is. De ondergrenzen geven dus een idee hoeveel men tenminste kan 
verliezen doordat men de volledige instantie niet van te voren kent. Daarnaast be
wijzen we prestatiegaranties voor een aantal oplossingsmethoden om te laten zien 
wat nog mogelijk is ondanks het feit dat men geen volledige informatie heeft. 

In dit proefschrift analyseren we een aantal standaardmachineplanningspro
blemen in een dynamische omgeving. Voor de omgeving met een machine geven 
we deterministische oplossingsmethoden met de best mogelijke prestatiegarantie 
voor respectievelijk het gemiddelde-wachttijdcriterium en het maximale-levertijd
overschrijdingscriterium. Verder verschaffen we inzicht in de mate waarin het her
starten van taken en het toepassen van randomisatietechnieken kan helpen bij het 
verbeteren van de kwaliteit van oplossingsmethoden. 

Vervolgens beschouwen we de omgeving met parallelle machines. Voor het 
voorbeeld van de schoenmaker wil dit zeggen dat hij nu met een of meer collega's 
samenwerkt. We maken hierbij nog onderscheid tussen identieke machines (elke 
schoenmaker werkt even snel) en uniformemachines (elke schoenmaker heeft zijn 
eigen tempo). Voor identieke machines beschrijven we oplossingsmethoden met 
redelijke prestatiegaranties voor respectievelijk het minimaliseren van de 
makespan en de maximale levertijdoverschrijding. Evenals voor de omgeving met 
slechts een machine geven we ondergrenzen op de prestatiegarantie voor deter
ministische en gerandomiseerde oplossingsmethoden en onderzoeken we het ef
fect van het herstarten van taken. Voor uniforme machines geven we voldoende 
en noodzakelijke voorwaarden op de snelheden van de machines voor het bestaan 
van een deterministische methode die de makespan minimaliseert in de situatie dat 
taken onderbroken mogen warden. Bovendien geven we zo'n oplossingsmethode 
voor alle gevallen waarin aan deze voorwaarden is voldaan. 

Verder beschouwen we nog het minimaliseren van de makespan in open, flow 
en job shops myt twee machines. Een taak in een flow shop bestaat uit een aantal 
bewerkingen die in een vaste volgorde uitgevoerd dienen te warden. Bijvoorbeeld, 
de schoenmaker repareert de schoenen (de eerste bewerking) waarna zijn leerling 
de schoenen poetst (de tweede bewerking) voordat ze aan de klant warden temg
gegeven. De job en open shop verschillen slechts daarin van de flow shop dat de ei
sen op de volgorde waarin de bewerkingen moeten warden uitgevoerd anders zijn. 
We geven oplossingsmethoden met de best mogelijke prestatiegarantie voor de si
tuatie waarin taken onderbroken mogen warden en de situatie waarin dit niet is 
toegestaan. Wederom verschaffen we inzicht in de potentiele voordelen van ran
domisatie. Tenslotte bespreken we de complexiteit van het optimaal invoegen van 
een taak in een gegeven schedule voor elk van de shopmodellen en we geven een 
polynomiale benaderingsmethode voor het invoegen van een taak in een job shop. 
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