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Abstract

In industrial context, there is an increasing request to share the workspace between humans and
robots. In this shared workspace, close collaboration between robots and humans takes place, such
as robots helping humans with repetitive tasks. Collaboration can be made more �exible by enabling
a robot to avoid collisions with both humans as well as other obstacles that are placed in the robot
workspace (where the obstacles cannot be known in advance, while the robot is performing its task).
This research aims at giving robots a perception of the environment that can be used for collision
avoidance for dynamic obstacles that enter the robot workspace.

This research proposes a method that can transform point clouds coming from a depth camera
into a representation of the environment that can be used for collision avoidance. The point clouds
are interpolated using Radial Basis Functions (RBFs) to obtain an implicit function that represents
the surface of the environment to be avoided. The surface of the environment is visualized using
Marching Cubes (MC). The implicit function that is obtained from the RBFs can be combined with
the potential �eld method for robot motion planning, such that a repelling force (coming from the
obstacles in the environment) that acts on the robot is obtained. We provide an implementation of
the RBF based online surface reconstruction such that the environment representation can be up-
dated at 10 Hz. The robot itself can be excluded from the reconstructed environment representation
to make sure the robot will not repel itself.

The proposed method is validated by reconstructing a workspace from online depth camera in-
put. The reconstruction with point clouds coming directly from the camera is updated at 10 Hz
on average. Collision avoidance is executed between a simulated robot and a person, by virtually
placing a robot in the workspace observed by a depth camera. The simulated robot does avoid
obstacles and moving persons. Collision avoidance with a real robot is performed as well, where the
robot does avoid obstacles and persons.
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Nomenclature

Abbreviations

CG Conjugate Gradient

CSRBF Compactly Supported Radial Basis Function

MC Marching Cubes

PCL Point Cloud Library

RBF Radial Basis Function

RGB Red Green Blue (color model based on additive color primaries)

ROS Robot Operating System

SDF Signed distance �eld

TSDF Truncated signed distance �eld

Symbols

ρ Kernel variance

σ Support size of the compactly supported radial basis function

τ Generalized force

Φ Radial basis function matrix

φ Radial basis function

ω Weight vector of the radial basis function

c Amount of centers used for the radial basis functions

D The workspace dimension

d The thickness of reconstructed obstacles

f Implicit function

g Constraint vector of the radial basis function

h Truncation threshold

k Condition number of conjugate gradient

L Lower-triangular matrix

lc Level set with a constant value

n position of a center of a radial basis function

BoA Origin of frame A expressed in B
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Nomenclature

Bp Coordinates of p expressed in B

p Arbitrary point in space

BRA Rotation matrix from frame A to B

r Distance between two arbitrary points in space

svox Size of a voxel

U Upper-triangular matrix

U Potential function
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Chapter 1

Introduction

1.1 Shared human-robot workspace for collaboration

In most of the current robotic industrial applications, people are strictly separated from moving
robots. If a human needs to enter the robot workspace, the robot needs to be stopped by an oper-
ator. In some applications the robot will shut down whenever it senses someone is in its proximity.
Sometimes, the robots are placed in cages such that humans cannot enter the robot workspace. If
the robot is shut down, an operator needs to make sure the robot is put back to work to resume
its tasks. Nowadays, there are new applications where humans and robots share the workspace and
close cooperation between them might be needed (such as helping humans with repetitive tasks).
Such robots are called cobots (short for collaborative robots). In Figure 1.1 examples are given of
a cobot helping a person with a collaborative task. When cobots and human are collaborating, the
cobots should allow for �exible collaboration and possibly should not be intimidating to work with.
Flexible collaboration means that the cobot should be able to perform its task while not interrupting
a working person (but rather helping them), the cobots should try to avoid collision with humans.

(a) (b)

Figure 1.1: Persons sharing the workspace with a cobot. (a) a cobot and a person doing a collaborative
gift-wrapping task in a shared environment [1]. (b) A person sharing he workspace with the Vincitech
cobot.

In order to avoid collision the cobot needs perception of the environment to allow it to sense the
world around it. From sensor input the cobot needs to be able to detect what is in its workspace.
Because people can enter the workspace at any given time, the workspace will be an unstructured
dynamic environment. Therefore, the cobots need to be able to avoid dynamic and static obstacles.

1



CHAPTER 1. INTRODUCTION

In the static case a pre-computed workspace could have been made for the cobots and an obstacle-
free path could have been generated. But in a dynamic environment moving obstacles might enter
the workspace at any time. The cobots must thus have a perception of obstacles in the workspace
at all times and must try to avoid them.

An example of a robotics company that designs cobots for collaborative tasks is VinciTech1. Their
robot manipulator is designed to be lightweight and works at low speed. Additionally the joints of
the robot manipulator are �exible on impact. This is done such that the severity of injuries due to
human-cobot collision is kept low. The components of the VinciTech cobot are build by IGUS 2.
VinciTech seeks to further develop their cobots to allow for more �exible collaboration in unstruc-
tured environments. A way to achieve this is to develop a motion control strategy that can execute
tasks while avoiding static as well as dynamic obstacles in unstructured environments. The cobot
should be reactive to obstacles, such that it tries to avoid obstacles, while still aiming to complete
its task (in contrast to a scenario where collision can be avoided by shutting down). Like VinciTech
many other companies seek to make their cobots �exible and less intimidating to work with in col-
laboration. Obstacle avoidance for robotic applications is researched but not widely applied in the
industry. The �rst step to obstacle avoidance is to give the robots a perception of the dynamic
environment.

1.2 Literature review

Research has been done in collision avoidance as well as in work-space monitoring, and collision de-
tection. Various methods exist to obtain a perception of the environment, which will be discussed.
In Section 1.2.1, we discuss the process to obtain an environment perception from a camera. In
Section 1.2.2, various methods for surface reconstruction are discussed. In most applications, the
surfaces of obstacles are reconstructed to obtain a perception of the environment. A list of require-
ments is made to validate which surface reconstruction methods can be used for the application of
cobot collision avoidance. In Section 1.2.3, we discuss path and trajectory planning in robotics and
how surface reconstruction methods can be used as an input for the path and trajectory planners.

1.2.1 Processing steps

Every method described in this literature review uses a depth camera as a �rst step to reconstruct
the environment, various reconstructions of obstacles, using di�erent reconstruction methods, can be
seen in Figure 1.3. Most cameras provide a 2D image consisting of pixels. A depth camera however,
provides a depth for every pixel, such that a 3D point cloud is obtained. The processing steps taken
from the depth camera to a reconstruction of the environment can be seen in Figure 1.2.

Figure 1.2: Processing steps taken from the camera to an environment reconstruction.

1
VinciTech: http://www.vincitech.nl/

2
IGUS: https://www.igus.com/
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CHAPTER 1. INTRODUCTION

First, (depth) cameras are set up to obtain information about the environment. This information is
given in the form of points in depth space coordinates; this is called the depth image. A transfor-
mation from the camera depth image to the real world frame is needed in order to obtain a point
cloud in real world coordinates. The point cloud might contain outliers or noise, �ltering techniques
can be used to �lter outliers or reduce noise. This is done such that surface reconstruction can be
done correctly. In some cases �ltering is done in depth space coordinates, while in some applications
�ltering is done when a point cloud in a real world frame is obtained. The points in the point cloud
represent the surface and by interpolating (or approximating), the surface can be reconstructed.
If the point cloud contains a lot of noise or outliers (which are not �ltered), surface reconstruc-
tion might not be done correctly. Once the surface is reconstructed for all obstacles in a certain
workspace, a perception of the environment is obtained. In this literature review we will elaborate
on the di�erent methods for surface reconstruction.

1.2.2 Surface reconstruction methods

For collision avoidance in robotics, we can de�ne some characteristics that we want for surface re-
construction. The reconstruction should be fast since persons can enter the workspace and move
themselves or other obstacles. We would like to update the reconstruction such that moving persons
are taken into account for cobot control. Therefore, we aim to reconstruct the environment and
update the environment representation faster than at least 10 Hz. Reconstruction of 10 Hz is taken
as a �rst step towards reconstruction of a dynamic unstructured environment, such that we are able
to reconstruct persons entering and working at normal pace int the workspace, as well as obstacles
that would be moved throughout the workspace. However, if reconstruction is done faster, we would
be able to obtain a perception of faster moving persons or obstacles. The cobot must be able to work
in unstructured environments. So we assume that nothing is known about the environment except
the cobot itself. For reactive trajectory planners the surface should be at least twice di�erentiable.
The trajectory planner used for cobot control utilizes the potential �eld method. When using the
potential �eld method, the derivative of a function that describes the environment is used as an input
for the force acting on the cobot. If the function describing the environment is only once di�eren-
tiable, the force acting on the cobot might not be smooth, leading to jerky movements that makes
the cobot more intimidating to work with. In Section 1.2.3, the potential �eld method is discussed.
Some of the methods are (for example) only designed for human detection in the work-space or for
observing animal behavior. These methods are evaluated in their applicability for cobot collision
avoidance with the criteria that are given. Some already existing collision avoidance methods in the
�eld of robotics will be evaluated as well. In the discussed applications, point clouds obtained from
cameras are used as input for the reconstruction of the environment.

The methods (together with the references) evaluated with respect to the given criteria can be
found in Table 1.1. In the table it is indicated if a method meets the criteria. There are successful
collision avoidance methods described in the literature review that use some of these surface recon-
struction methods, but also have their limitations such as not taking into account the end goal or
a lot of pre-processing. In Figure 1.3, one can see surface reconstructions of the various di�erent
methods.

1.2. LITERATURE REVIEW 3



CHAPTER 1. INTRODUCTION

Table 1.1: Surface reconstruction methods with the criteria for collision avoidance in dynamic envi-
ronments.

Method, references
Unstructured
environments

Faster than
10 Hz

Twice
di�erentiable

Point clouds, [2], [3] , [4], [5], [6] X X
Visual hull with voxel occupancy, [7], [8], [9] X
Visual hull occupancy with bounding region, [10], [11], [12] X
Signed distance �eld, [13] X
Radial basis function, [14] X X X

(a) (b) (c)

(d) (e)

Figure 1.3: Various visualizations of surface reconstruction methods. (a) Fusion of point clouds of
boxes stacked on each other (the yellow cube marks the workspace) [2]. (b) A mug reconstructed
with voxels with the use of an octree and visual hull [8]. (c) On the left one can see two persons
near a robot, on the right the visual hull is seen together with a bounded area (black ellipsoids) that
represents the occupied space by persons [12]. (d) Signed distance �eld of a dolphin in 2D, the red
area marks what is outside the dolphin, while blue indicates what is inside the dolphin [15]. (e)
Reconstruction using radial basis functions, on the left one can see the point cloud of a bunny, on
the right the reconstruction of the zero level set of the obtained implicit function can be seen.

Point clouds. In [2] and [3], methods are discussed for fast fusion of various point clouds, which
can be updated at a frequency faster than 10 Hz. Various depth images can be obtained from
di�erent cameras, but these need to be combined into a common frame, such that point clouds can
be combined to represent an object. In these papers multiple (depth) cameras are used to be able
to get a detailed representation of objects (for example used for head shape reconstruction). In [3]
the aim is to get a high accuracy fused point cloud representing the object (obtained from multiple
cameras). Contributing to this high accuracy, both papers discuss methods for �ltering outliers and
suppressing noise. Also GPU acceleration is discussed to speed up to process. GPU acceleration

1.2. LITERATURE REVIEW 4



CHAPTER 1. INTRODUCTION

allows for blocks of data to be processed in parallel on the GPU. Fusion of point clouds is the �rst
step in reconstruction of obstacles. Point clouds are not often used as a obstacle representation in
collision avoidance. In [4], [5], and [6] however, perception of the environment is done by taking
the point cloud obtained from a camera and computing the distance from robot manipulator to the
point closest to it. A repulsive vector is computed at the location of the point and steers the robot
manipulator away from the obstacle in the direction normal to the obstacle velocity. It tries to avoid
obstacles by moving in the direction where collision would be least likely without taking into account
where its end goal is.

Visual hull with voxel occupancy. In [7] an extension to the dynamic roadmap method can be
found. In the dynamic road map method, a map of permissible robot con�gurations is made. To
perceive the environment the workspace is divided into a grid of cells that can either be marked as
occupied or empty, depending on the point cloud obtained from the camera (these cells are called
voxels). A table that contains a mapping between the cells and possible robot con�gurations is
constructed. In this table, the nodes that represent the robot that are in collision with the occupied
cells are rejected. This method grows with the size of the workspace, resolution, and each degree of
freedom added to the robotic manipulator. This method also depends heavily on pre-processing as
the table for mapping between possible robot con�gurations and cells needs to be constructed o�-
line. Also, the storage size of workspace to map can grow large. The extension of [7] to this method
is parallel dynamic road maps. This method adds motion primitives to decrease the storage size.
Also by using the GPU for parallelized execution the process time is reduced greatly. The parallel
dynamic road maps method also is an e�ective method for collision avoidance but still needs a lot of
pre-processing. Dividing the workspace into a voxel grid is also done in various other applications.
In [8] and [9], voxels are used to represent objects. The methods in these papers are only used for
visualizing objects. In [8] an object is placed on a turntable and is reconstructed. The objects turns
in front of static camera, such that di�erent parts of the object can be observed and reconstructed.
This is done by �rst computing the visual hull of the obstacle. The visual hull is computed by look-
ing at the di�erence from foreground and background of the image. In order to compute the visual
hull the background must thus be known and the reconstructed object must be in the foreground of
the image. The silhouette of the object must be observed from various di�erent angles such that a
closed visual hull can be computed. Within this visual hull, voxels can be marked as either empty
or occupied. This is done in a coarse to �ne hierarchy. With the use of octrees, large voxels can
be either empty or occupied. Occupied voxels are devided into smaller voxels, which can then be
devided into occupied and empty again and so on. This is done until a detailed representation of
the object consisting of voxels is found.

Using an octree, the visual hull method is proved to be fast. However, the method does need
information of the background in order to construct the visual hull correctly. Objects in the back-
ground such as tables might occlude obstacles that should be reconstructed using the visual hull.
When obstacles are occluded, the visual hull might only partly reconstruct the object. In order to
avoid this, static objects that are part of the workspace are pre-computed and stored in look-up ta-
bles. The methods discussed in these papers are therefore not designed for completely unstructured
environments. With the use of voxels, objects can be recognized but the method does not provide
a twice di�erentiable obstacle representation.

Visual hull with bounding region. In [10] and [11], collision detection algorithms are introduced
using the visual hull in combination with a voxel occupancy grid (using multiple cameras). Once the
obstacles are reconstructed, bounding boxes are computed around the obstacles. These bounding

1.2. LITERATURE REVIEW 5
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boxes can be regarded as a surveillance area for the obstacles. If the surveillance area of an obstacle
is within the reachable space of a robot a possible collision might occur. Whenever a collision is
detected an operator will be warned and the bounding box where the collision is detected will be
shown. In [12], foreground objects are reconstructed with the visual hull method and an ellipsoid is
computed containing the silhouette. If an ellipsoid with the same volume as a human is detected in
the workspace, the robot will be stopped. These methods can be done at a frequency faster than 10
Hz, but are only useful as a collision detection algorithm. No additional information is provided for
collision avoidance with regard to the voxel occupancy grid with visual hull.

Truncated signed distance function. There is a multi-camera method that uses a voxel oc-
cupancy grid but transforms it into an implicit function described in [13] (Used as a method for
observation of animal behavior). Using the iterative closest point method (ICP), the transformation
between di�erent point clouds can be found, as long as a part of the observed space is the same.
Once the transformation is known, point clouds can be expressed in the same frame. The outliers
are �ltered using an open source RANSAC algorithm. For every voxel in the workspace the distance
to the assumed surface, obtained from the occupancy grid, is stored. Computing the distances and
storing them for every voxel is GPU accelerated but is not updated faster than 10 HZ. The result is
a scalar �eld where the distance to the surface is de�ned everywhere in the workspace.

Radial basis function. A method producing a continuously di�erentiable occupancy function
is the radial basis function method. In [14] this method is used for terrain exploration. A single
camera is mounted on a car that drives around scanning the terrain. A point cloud is then obtained
and stored. The radial basis function is used to reconstruct obstacles found in the terrain as well
as height di�erences. The reconstruction is done at a frequency faster than 10 Hz and is capable of
dealing with complex shapes while still providing an at least twice di�erentiable obstacle represen-
tation.

From the list in Table 1.1, we see that the radial basis function method is a promising method
for fast surface reconstruction. However, no application has combined this method with a robotics
application. Therefore, trajectory planning is discussed to research how surface reconstruction meth-
ods can be used as an input for trajectory planning.

1.2.3 Path and trajectory planning

In path and trajectory planning in robotics, a distinction is made between global and reactive
planners [7]. Global planners plan a trajectory for the whole workspace. When an obstacle enters
the workspace, the whole trajectory is being computed from the current position around the obstacle
to the end goal. If the obstacle moves, the complete trajectory is recomputed again. This is not an
e�ective way to plan in a dynamic environment. Reactive planners are often based on the concept of
the potential �eld method [16, Section 5.2] and [18]. The basic idea of the potential �eld method is
that a control point is under the in�uence of a potential �eld U . This potential �eld is constructed
such that the control point is attracted towards an end goal and repelled from the surface of an
obstacle. The potential �eld can thus be constructed as [16, Section 5.2]

U(pc) = Uatt(pc) + Urep(pc), (1.1)

1.2. LITERATURE REVIEW 6
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where Uatt is the attractive component of the potential �eld and Urep the repulsive component, pc
is the position of the control point in space.

In Figure 1.4, one can see an example of a potential �eld, where a control point starts at a ini-
tial position and moves towards an end-goal. The trajectory is illustrated from one point to another,
where the control point is repelled by an obstacle.

Figure 1.4: A potential �eld visualized with vectors, repelling vectors are generated by an obstacle
(red circle), the end-goal (magenta dot) generates an attractive potential, resulting in the trajectory
of a control point (black line) from the initial position (black dot) using gradient descent.

The generalized force acting on this robot is the negative gradient of the potential �eld, that is

τ(pc) = −∇U(pc). (1.2)

Therefore, a surface representation that is twice di�erentiable is desired such that a force is obtained
that is smooth and will not result in jerky movements of the cobot.

The surface reconstruction method will be used as the input for the repulsive component of the
potential �eld Urep(pc). To achieve this, an implicit surface representation has to be obtained that
describes how far the cobot is from the obstacle.

1.2. LITERATURE REVIEW 7



CHAPTER 1. INTRODUCTION

1.3 Research objective, challenges, and contribution

In this section, the main goal of this project will be discussed together with some challenges to reach
this main goal, followed by the contribution of this research to the literature.

1.3.1 Research objective

The research objective of this project is to develop a strategy to transform a point cloud online,
obtained from a camera, into an obstacle representation that can be used for collision avoidance for
both dynamic and static obstacles in unstructured environments. The focus of the project is to obtain
an obstacle representation that can be used as input for cobot control. The cobot control itself is
not part of this project. There is another project parallel to this project where cobot control for
obstacle avoidance is performed using the obstacle representation obtained from this project [17]. A
demonstration is done by combining these projects. In the demonstration, a cobot from VinciTech
moves from an initial position to an end-goal while avoiding obstacles that enter the workspace.

1.3.2 Research challenges associated with the objective

In order to achieve this research objective three challenges have been identi�ed, namely obtaining
an obstacle representation, making sure that reconstruction of the environment is done fast, and
making the cobot self-aware such that it will not avoid itself.

Obstacle representation. First, research should be done to develop a strategy that transforms
the point cloud into an obstacle representation that can be used to let the cobot controller know
how close it is to an obstacle. If the cobot is in close proximity of an obstacle, its trajectory should
be in�uenced by the obstacle. When the cobot is far away, the obstacle should not in�uence the
trajectory of the cobot. The method for surface reconstruction should meet the criteria given in
table 1.1.

Fast reconstruction of the environment. The point cloud will be transformed to an obstacle
representation from a online camera stream. Since it is possible for dynamic obstacles to enter the
workspace, the reconstructed workspace needs to be updated online. If the reconstructed workspace
is not updated in time, the cobot and obstacle might have collided before a new trajectory is
computed. The aim is to update the workspace reconstruction faster than 10 Hz. Reconstruction
of 10 Hz is taken as a �rst step towards reconstruction of a dynamic unstructured environment,
such that we are able to reconstruct persons entering the workspace and obstacles that would be
moved through the workspace. If an obstacle moves too fast or a person sprints past the workspace,
its motion will not be fully perceived. However, even if the cobot would be able to perceive the
obstacle, the cobot must react fast to avoid it which will result in jerky movement which makes the
cobot intimidating to work with. Most cobots would not be able to move fast enough to avoid fast
obstacles because of their velocity limits.

Cobot self-awareness. The point cloud obtained by the camera will be transformed into an
obstacle representation, used for collision avoidance. The cobot will also be present in the camera
frame. Since we do not want the cobot to repel itself, the cobot should thus be aware where it is in
space and which points in the point cloud are part of itself.

1.3. RESEARCH OBJECTIVE, CHALLENGES, AND CONTRIBUTION 8
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1.3.3 Contributions

� In Section 1.2, one can see that there exists no method combining the radial basis function
method with the potential �eld method to obtain an input that can be used for cobot control.
This research proposes a method to obtain an implicit representation of the environment faster
than 10 Hz by accelerating various steps in the radial basis function method.

� Radial basis functions were combined with the potential �eld method to obtain an input
for cobot control. The resulting implicit surface representation (obtained by the radial basis
functions) is analyzed and adjusted to make sure it can be used as an input for the potential
�eld method.

� A method is proposed to remove points, that are part of the cobot, from the point cloud
such that these points will not contribute to the reconstructed implicit surface representation.
Therefore, the cobot will be removed from the camera image and will not repel itself.

� The proposed methods were combined with the actual cobot control method [17] to validate
that a correct repulsive potential is obtained that can be used for cobot control. The validation
is done in a simulation environment as well as on a real cobot.

1.4 Report outline

How the environment can be described by an implicit function is explained in Chapter 2. In the
same chapter, the radial basis function method is discussed, to show how we can obtain an implicit
surface representation from this method. Marching cubes will be brie�y discussed to show how the
surface can be visualized from the implicit surface representation. Various software tools that were
used for the implementation of this research are discussed as well

In Chapter 3, �rst it is explained what we obtain from the camera and what we would like to obtain
as a surface representation. Second, an open-source implementation of the radial basis function is
discussed. Various methods are proposed to accelerate the steps of the radial basis function method
to achieve a reconstruction frequency of at least 10 Hz. Third, the obtained surface representation
is adjusted and combined with the potential �eld method. Chapter 3 ends with a proposed method
to remove points from the point cloud that are part of the cobot surface, such that reconstruction
of the cobot is not done to make sure the cobot does not repel itself. In order to do this calibration
of the camera was also done.

In Chapter 4, the obtained surface representation is validated. First, it is validated that the surface
representation is obtained within 0.1 s. Second, we validate that the resulting potential function can
be used as input for cobot control. This is done by combining this research with an actual cobot
controller and test it in a simulation environment. Lastly, the proposed method is validated on the
real Vincitech cobot.

Chapter 5 summarizes the conclusions of this research. However, some challenges remain to be
tackled to make sure the proposed method is more robust for collision avoidance in human-robot
collaboration. Finally, some recommendations are given for further research.
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Chapter 2

Mathematical preliminaries and

background material

This chapter provides background information about mathematics and software tools used through-
out this project. First, we show how an implicit surface representation is used to de�ne if something
is outside, inside, or on the surface of an obstacle. Second, we discuss how Radial basis functions
are used to obtain such an implicit surface representation. Third, we elaborate on the Marching
Cubes algorithm, which is utilized to visualize di�erent level sets of implicit functions. Finally, the
software tools used in this project are discussed.

2.1 Implicit representation of the environment

In Chapter 1, it was explained that an implicit representation of the environment is used as input
for the potential function. An implicit surface in the Euclidean space is described mathematically
as

f(x, y, z) = 0. (2.1)

In order for an implicit surface representation to be useful for collision avoidance, it should give an
indication how far the surface is from a certain location. The implicit representation can be used
to distinguish points that are outside (f(x, y, z) > 0), on (f(x, y, z) = 0), or inside (f(x, y, z) < 0)
the surface. Ideally, at each instant of time, the implicit surface representation should correspond to
the signed distance function corresponding to the environment at that moment. A signed distance
function (SDF) is a function that describes the distance of a point in space to an obstacle. When one
evaluates the SDF at a point p the value of the SDF correponds to the distance from point p to the
closest surface. A SDF de�nes inner and outer sub volumes as well as the environment surface. A
2D example of a signed distance function of a circle with a radius of 5 m is visualized in Figures 2.1a
and 2.1b.

11
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(a) (b)

(c) (d)

Figure 2.1: (a) A 2D example of a SDF of a circle with a radius of 5 m (yellow circle), the SDF
value is indicated by f , (b) the cross section of the SDF (green plane, at y = 0), the dotted lines
represent the x values of the circle surface. (c) A 2D example of a TSDF of the same yellow circle,
(b) the cross section of the TSDF.

For cobot control, we aim at obtaining a representation of the environment that saturates at a
constant value if the cobot is far away from obstacles, such that the cobot trajectory is not in�uenced
by obstacles that are distant. Instead of a SDF, a truncated signed distance �eld (TSDF) can be
used. The TSDF can be mathematically described as

f(x, y, z) =


h if SDF (x, y, z) > h
SDF (x, y, z) if h ≥ SDF (x, y, z) ≥ −h
−h if SDF (x, y, z) < −h

, (2.2)

where SDF (x, y, z) is the signed distance function as seen in Figures 2.1a and 2.1b, h is the threshold
value. Using the TSDF, the function value is constant when at a certain distance h from obstacles.
In Figures 2.1c and 2.1d, an example of the same circle with a radius of 5 m is given, with a TSDF
with a truncation threshold of h = 2.

2.1. IMPLICIT REPRESENTATION OF THE ENVIRONMENT 12
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One the requirements for an implicit surface representation described in Section 1.2.2, is that the
implicit representation should be twice di�erentiable, which a TSDF is not. Di�erentiating the
TSDF at the threshold value h, where the SDF is truncated, leads to a non smooth derivative.
Using that derivative as input for the potential function leads to jerky movements of the cobot. To
obtain a twice di�erentiable implicit function, radial basis functions (RBF) can be used.

2.2 Radial basis functions (RBFs) for interpolation

From a depth camera, a point cloud is obtained. This point cloud must be transformed to an
implicit function. One way to do this is by using radial basis functions (RBFs). An RBF is a
function such that its value at a certain point p in space depends on the distance from p to a center.
To interpolate, the RBFs from every center are merged together using their weighted contributions.
A function obtained from an RBF is of the form

f(p) =

n∑
i=1

ωiφ(||p− ci||), (2.3)

here f(p) is the implicit function evaluated at a point p in space, ci represents the position of a
known center (point chosen to contribute in the RBF), ωi is the weight of the RBF at the position
of a particular center, φ(||p− ci||) is the used RBF, and n the amount of centers. With the RBF, we
can obtain a function that depends on the distance from the centers (points from the point cloud),
that can be evaluated everywhere in space.

First, an RBF φ(||p− ci||) is chosen, which we write as φ(r). A common choice is the Gaussian RBF
given by

φ(||p− ci||) = e
−
(
||p−ci||

ρ

)2

, (2.4)

where ρ is the so called kernel variance. The Gaussian RBF is used here as an illustrating example,
in Chapter 3, other RBFs suitable for the problem at hand are introduced. With the RBF known,
the weights ω must be found.

In order to �nd the weights, we must solve

g(ci) =

n∑
j=1

ωjφ(rij), iε{1, 2, ..., n} (2.5)

for all centers, where rij = ||ci − cj ||, the unknown ωj is the weight for center cj , and g(ci) is
a constraint that is given for center ci. The constraint represents the value the implicit function
should have at a given center. In matrix form (2.5) reads

φ(r11) φ(r12) . . . φ(r1n)
φ(r21) φ(r22) . . . φ(r2n)

...
...

. . .
...

φ(rn1) φ(rn2) . . . . φ(rnn)



ω1

ω1
...
ωn

 =


g(c1)
g(c2)
...

g(cn)

 , (2.6)

where, φ(rij) represents the evaluation of center ci with respect to center cj . Compactly, we write
this linear system of equations as

Φω = g. (2.7)

2.2. RADIAL BASIS FUNCTIONS (RBFS) FOR INTERPOLATION 13
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The matrix Φ is symmetric and, by choosing a proper RBF φ(rij), it can be guaranteed to be
positive-de�nite such that the linear system (2.7) can be solved (as long as points are chosen cor-
rectly). Also, one can choose a proper RBF that is at least twice di�erentiable and therefore results
in a twice di�erentiable implicit function (2.3).

The centers of the RBF are assigned a certain constraint g(ci). For example, g(ci) = 0 can be
chosen such that the interpolated function satis�es that, at the centers, the interpolated function
value is 0. The constraints for the centers are in the constraint vector g. With the matrix Φ known
and the constraint vector g assigned, the linear system (2.7) can be solved for the weights ω. With
the weights found, an implicit function is obtained such that one can use (2.3) to �nd a function
value for a point p in space.

As an example, one can use the RBF to �nd a function y(x) from a given set of data. For ex-
ample if there are two centers c1 and c2, where c1 is located at (x, y) = (1, 1) and c2 is located
at (x, y) = (3, 4), one could interpolate using RBFs. To interpolate we assign constraints for both
points g(x) = y, such that for c1 we have g(1) = 1 and for c2 we take g(3) = 4. The linear system
of equations becomes [

φ(||1− 1||) φ(||1− 3||)
φ(||3− 1||) φ(||3− 3||)

] [
ω1

ω1

]
=

[
1
4

]
, (2.8)

where the the RBF that was used was the Gaussian RBF. One can solve for the weights and evaluate
for every x value in space by using

f(x) =
2∑
i=1

ωiφ(||x− ci||), (2.9)

The weighted contributions of the RBF located at the centers c1 and c2 together with the resulting
function f(x) are depicted in Figure 2.2.

Figure 2.2: Example of interpolation using a Gaussian RBF where a function f(x) is obtained that
can be evaluated for every x, the weighted contributions of the Gaussian RBFs located at the centers
c1 and c2 are shown as dashed lines, the blue line represents the resulting function.

2.2. RADIAL BASIS FUNCTIONS (RBFS) FOR INTERPOLATION 14
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The described RBF-based interpolation approach can be used to �nd an implicit function in any
dimension. In particular the points obtained from a 3D point cloud can be used to obtain an implicit
surface representation.

To give structure to the RBF algorithm it can be devided in 4 steps. In step 1, the data set is
obtained. In step 2, the matrix Φ is computed for a chosen RBF. In step 3, solving for the weights
ω of the RBF is done. In step 4 the evaluation of the RBF with the found weights is done for points
p in space as introduced in (2.9).

2.3 Visualization of level sets using Marching Cubes

Di�erent level sets of a real valued function can be visualized. in particular, the level set zero im-
plicitly represents the surface. Visualizing the di�erent level sets gives an indication of what the
obtained implicit surface representation looks like and is used for debugging purposes in Chapters 3
and 4. As a 2D example one can look at the SDF of the circle with a radius of 5 m, depicted in
Figure 2.1. The zero level set is the actual circle (f(x, y) = 0). But one could also evaluate di�erent
values of the implicit function to visualize other level sets, for example f(x, y) = 1 to visualize a
level set outside the circle or f(x, y) = −1 inside the circle. Multiple level sets of the SDF of the
circle are visualized in Figure 2.3.

Figure 2.3: Various visualized level sets of a SDF of a circle with a radius of 5 m, where the level
set f(x, y) = 0 is the actual circle.

The state of the art approach for visualization is to create a voxel grid to obtain di�erent level sets
and visualize these level sets with the Marching Cubes (MC) algorithm [19]. First, we explain the
voxel grid followed by the explanation of the MC algorithm.

A voxel grid divides the workspace into cubes where grid points are placed on the corners of a
cube. In Figure 2.4, a voxel grid of a workspace is illustrated.

2.3. VISUALIZATION OF LEVEL SETS USING MARCHING CUBES 15
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Figure 2.4: A workspace (left) is divided into a voxel grid consisting of 8 voxels (right), where grid
points are placed on the corners of the cubes.

All the grid points can be evaluated with respect to the implicit function. Using the evaluated grid
points, Marching Cubes (MC) is used to visualize di�erent level sets in 3D. The MC algorithm is
explained in the following paragraph.

One can aim at visualizing the zero level set using MC. If a grid point has a negative value, it
is inside the surface, a positive value indicates it is outside the surface. By looking at one voxel at
the time, we can check if the surface crosses an edge of the voxel by looking at the grid points of
that voxel. An example is illustrated in Figure 2.5

Figure 2.5: An example of the Marching Cubes algorithm for one voxel when aiming to visualize the
zero level set, the grid points with positive value (black circles) are outside the surface, a grid point
with negative value (red point) indicates that it is inside the surface, such that is known that the
surface crosses the edges of the voxel connected to the negative valued grid point (illustrated by red
lines). The transparent blue triangle illustrates the surface that is generated in this voxel.

If all grid points have negative values, the voxel does not contribute to the surface. If there are both
negative valued as well as positive valued grid points, a surface can be generated inside a voxel. The
place where the surface will cross the edge can be estimated by comparing the values of the positive
and negative valued grid points and estimating where the zero value will be in between these points.

If one would take re�ective and rotational symmetries within a cube into account, a surface in-
side a voxel can be oriented in 14 di�erent ways, this is illustrated in Figure 2.6.
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Figure 2.6: Possible cases of for surface generation within one voxel, a black point indicates that
the point is inside the surface (negative valued), symmetry is not taken into account in describing
di�erent cases [19].

If one would not take discrete symmetry into account, there would be 256 di�erent possibilities for
triangle orientations within one voxel. These di�erent possibilities are provided in a look up table
such that the MC algorithm does not have to do computations for the triangle orientations.

The MC algorithm can also visualize di�erent level sets by setting a di�erent value for surface ex-
traction. For example, if one would want to evaluate the implicit function at the value f(x, y, z) = 1,
the MC algorithm must check which grid points are greater and lower than 1 and create a surface
in the same manner as for the zero level set.

2.4 Employed software: ROS, RViz, OpenCV, and RealSense li-
braries

In this section, the software that is used throughout this project is discussed. In Section 2.4.1, the
software for simulations and for visualizing the environment that is reconstructed is introduced. In
Section 2.4.2, we elaborate on how the point clouds are obtained from a depth camera. Finally, we
discuss in Section 2.4.3 what tools are used in this project for calibration of cameras.

2.4.1 Robot Operating System and RViz

The Robot Operating System (ROS) is an open-source framework used for developing robot soft-
ware [20]. ROS simpli�es the creation of robot software by o�ering a framework that is able to
combine multiple software tools in the robotics sector. For example, in this research we aim to com-
bine environment visualization with cobot control. The combination can be done by utilizing nodes.

2.4. EMPLOYED SOFTWARE: ROS, RVIZ, OPENCV, AND REALSENSE LIBRARIES 17
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ROS nodes are independent parts of an application, which are responsible for a certain task and can
communicate with other nodes. For example, one node can be responsible for the reconstruction of
the environment while another node is responsible for cobot control. Nodes can communicate with
each other, such that they can let other nodes know when, for example, reconstruction and control
action computation is done.

To visualize the robots and the reconstructed environments RViz is used [21]. RViz is a 3D vi-
sualizer for displaying sensor data and state information from ROS. For example, RViz is able to
visualize a list of triangles send by a ROS node. Using the MC algorithm described in Section 2.3,
level sets describing the environment can be generated in the form of triangles. The generated
triangles are stored and send to Rviz, where the triangles can be visualized. Also, robots can be
visualized if the robot model is provided.

2.4.2 Obtaining pointclouds with RealSense cameras

Intel RealSense Technology provides a range of devices with depth perception capabilities. Intel also
provides the software to obtain various frames coming from these devices.

In this research the D435 camera is used. This camera utilizes stereo vision to calculate depth.
The camera is also equipped with a pair of depth sensors, an RGB projector, and an infrared projec-
tor. To request the frames, drivers are needed which can be found at [23]. The camera can provide
various type of frames, such as depths frames and color frames. One can request a frame with certain
con�gurations. The con�guration consists of the frames per second, the resolution, and what kind
of frame one wants (depth or color frame for example). With the con�gurations set, a pipeline of
frames is created. At any point in time one can request a frame from the pipeline, as soon as a new
frame arrives it can be further processed. Various �lters can be used to further process the frames.
When requesting the depth frame from a pipeline, the depth is calculated for a pixel with x and y
coordinate, such that a z coordinate is obtained, this is illustrated in Figure 2.7.

(a) (b)

Figure 2.7: Measuring the depth of a point, (a) the camera sees a point and the depth is measured,
(b) with the depth measured, a point can be expressed with x, y, and z coordinates with respect to
the camera reference frame, such that a point cloud is obtained.

With pixels with an x, y, and z coordinate expressed with respect to the camera, a point cloud is
obtained that can be used throughout this research to reconstruct the environment.
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2.4.3 OpenCV

When using a depth camera such as the D435 from Intel, point clouds can be obtained as described
in Section 2.4.2. These point clouds are expressed with respect to the camera reference frame.
However, in this research we would like to know the environment with respect to the cobot. To
localize the camera with respect to the environment, we use OpenCV [22]. OpenCV can make use of
Aruco markers such that the camera can be localized. Other calibration methods can be used, also
within OpenCV other calibration methods are provided. However, Aruco markers are used as they
are often used in the �eld of robotics as a pose estimation method. An Aruco marker is a squared
marker that consists of a black border with an inner binary matrix (black and white squares) that
determines its Aruco ID. In Figure 2.8, one can see an Aruco marker with a certain ID with a
reference frame placed on top of the marker.

Figure 2.8: An Aruco marker observed by the camera, the Aruco marker is found in the camera
frame and a frame is placed on top of the marker, where red is the x direction, green the y direction,
and blue the z direction.

2.5 Summary

This chapter has discussed the mathematical preliminaries and software for this project. In Sec-
tion 2.1, it is discussed how we represent an implicit function for the environment. First the concepts
of SDF and TSDF were introduced to show how we represent an implicit function. These represen-
tations are not twice di�erentiable. Therefore, we introduced RBFs in Section 2.2. By using RBFs,
a set of points can be interpolated such that an at least twice di�erentiable function is obtained (de-
pending on the chosen RBF). This is also used to obtain an implicit function from 3D point clouds.
The obtained implicit function can be evaluated on di�erent level sets, which was introduced in
Section 2.3. Also, the Marching Cubes (MC) algorithm was brie�y explained to show how di�erent
level sets of an implicit function in a 3D environment can be visualized. In Section 2.4, the software
required for this research was introduced. With ROS and Rviz, a framework is found to visualize
the list of triangles obtained from MC. With RealSense a point cloud can be obtained from the
camera. With OpenCV we can �nd the location of the camera in space with respect to the marker.
By aligning the marker with the cobot, the transformation from camera to cobot can be done for
point clouds.
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Chapter 3

Implicit environment representation

This chapter discusses the reconstruction method proposed to obtain a surface representation. First
we look at a 2D example to illustrate how the point cloud is obtained, this is illustrated in Figure 3.1.

(a) (b)

Figure 3.1: 2D Example of the camera recording the workspace and obtaining the point cloud. (a)
The camera observes an obstacle in the workspace with a wall in the background. (b) The resulting
point cloud (green points) from observing the front surface of the obstacle and wall, the shadow of
the obstacle prevents the camera from observing the complete wall.

In Figure 3.1, only one side of the obstacle and wall is observed by the camera; because of this, an
assumption has to be made about the thickness of the obstacles in the environment. As a surface
representation we want to obtain an implicit function that resembles a truncated signed distance
�eld (TSDF). The TSDF describes the distance between a point in space and the surface closest
to this point, but saturates to a constant value when the distance becomes greater than a certain
threshold, as described in Section 2.1. The truncation is made because the cobot should not be
in�uenced by obstacles when it is far away from them. However, opposed to TSDFs, an environment
representation that is twice di�erentiable should be obtained to use the potential �eld method.
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From these requirements, the environment representation that we would like to obtain can be illus-
trated as in Figure 3.2. Because an assumption about the thickness has to be made, the wall in the
background and the obstacle have the same thickness d. Also, because the wall in the background
is in the shadow of the obstacle, it might be di�cult to reconstruct the whole wall, as the points
behind the obstacle cannot be seen.

Figure 3.2: The desired environment representation: an obstacle with a wall in the background is
observed, the red line represents the zero level set of the reconstruction of obstacles from the point
cloud where a certain thickness d is assumed, the environment representation is represented as a
�eld that is negative inside the obstacle (blue), positive outside the obstacle (green) and saturates at
a constant value at a certain distance from the obstacle (white).

In order to obtain a function that resembles this environment representation, we use RBFs for in-
terpolation of the points in the point cloud. Recall that in Section 2.2 it was discussed that with
RBFs we can obtain an implicit representation of the form

f(p) =
n∑
i=1

ωiφ(||p− ci||), (3.1)

here f(p) is the implicit function evaluated at a point p in space, ci represents the position of a
known center (point chosen to contribute in the RBF), ωi is the weight of the RBF at the position
of a particular center, φ(||p− ci||) is the used RBF, and n the amount of centers. With the RBF we
can obtain a function that depends on the distance from the centers (points from the point cloud),
that can be evaluated everywhere in space. To �nd the weights of the weight vector ω, we de�ne
constraints g(ci), such that we can solve the weights from the linear system of equations

φ(r11) φ(r12) . . . φ(r1n)
φ(r21) φ(r22) . . . φ(r2n)

...
...

. . .
...

φ(rn1) φ(rn2) . . . . φ(rnn)



ω1

ω1
...
ωn

 =


g(c1)
g(c2)
...

g(cn)

 , (3.2)

with rij = (||ci − cj ||).
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For simplicity, we write the linear system of equations as

Φω = g, (3.3)

where the matrix Φ is symmetric and by choosing a proper RBF φ(rij) it can be made positive
-de�nite, ω is the vector of weights, and g is the vector of constraints. Throughout this research
RBFs are used to reconstruct the environment from point clouds.

In Section 3.1, we will look at an example of an RBF that is combined with marching cubes (MC) to
reconstruct the surface from a point cloud. The example is used as a starting point for this research
to implement RBFs combined with MC. In Section 3.2, various methods will be proposed to reduce
computation time to make sure the implicit surface representation is obtained within 0.1 s. For
debugging purposes, we visualize the zero level set in Section 3.3. For cobot control visualization is
not a priority, this is because the implicit function provides the information of where the surface is.
The visualization is made such that a person can observe if a reconstruction seems correct, but the
cobot has no use for the reconstructed surface. Although it is no priority for cobot control, we still
aim to accelerate the visualization process as well. In Section 3.4, the time it takes to complete each
step in the RBF-method as well as the visualization is discussed. The goal of the project is not to
reconstruct a surface but to obtain an environment representation that can be used for the potential
�eld method. Therefore, in Section 3.5, we will analyze the function that is obtained from using
RBFs and propose a method to combine this with the potential �eld method. Lastly, in Section 3.6,
a method is proposed to �lter the cobot, such that the cobot will not be repelled by itself.

3.1 Overview of surface reconstruction based on RBFs

There exists an open-source implemetation for the combination of RBFs with MC. An example that
was used in this work can be found in the Point Cloud Library (PCL) [24]. The example utilizes
the RBFs to obtain an implicit function of the environment. Once the implicit function is obtained,
MC is used to visualize di�erent level sets. In Section 2.2, it was stated that the RBF algorithm can
be divided in 4 steps. In Figure 3.3, the 4 steps of the RBF algorithm can be seen together with a
�fth step where visualization is done by using MC.

Figure 3.3: Block diagram of the steps that are taken for surface reconstruction; the steps needed
for the visualization of the surface can be found in the dotted box (the visualization steps are not
necessary for robot control).
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In step 1, the data set is computed. The points of the point cloud are used as centers for the RBF,
o�-surface points are generated as extra centers. For the centers we assign constraints g(ci), such
that we can later solve for the weights ωi, as seen in (3.2). In step 2, the system of equations is
build. The matrix Φ is build for a chosen RBF. With the matrix Φ computed, the linear system
in (3.3) is obtained. With the matrix Φ and the constraint vector g known, solving for the weight
vector ω of the RBF can be done. Once the weights are known, we can use (3.1) to evaluate the
implicit function at every point p in space. In step 4, the evaluation of the implicit function is done
for grid points in the workspace, such that the whole workspace has a function value f . In step 5,
MC is used to visualize di�erent level sets of the implicit function. The example from PCL uses the
same steps for surface reconstruction.

Compute data set, step 1. From the point cloud, points are obtained that are used as centers
for the RBF. From these points an estimation is made of the normals for every point. O�-surface
points (both interior and exterior) are placed along these normals both in positive and negative
direction with a distance d with respect to the surface point, this is illustrated in �gure 3.4. The
o�-surface points are used as centers for the RBF as well.

d

Interior

Surface
Exteriord

Figure 3.4: Placement of the o�-surface points at a distance d in positive and negative direction.

As seen in Section 2.2, a function value needs to be assigned for every RBF center c in order to solve
for the weight vector ω of the RBF from the linear system of equations, as seen in (3.3). We want
the implicit surface to have a value of zero at a surface point. We de�ne constraints that need to be
satis�ed when solving for the weights. For surface points, we add the constraint g(c) = 0, g(c) = −d
for interior o�-surface points, and g(c) = d for exterior o�-surface points.

Building the system of equations, step 2. The matrix Φ(r) from (3.3), is computed, with
r = ||ci − cj ||, where ci is the center of the RBF evaluated with respect to the other centers cj . The
RBF that is used in the RBF based interpolation implemented in the PCL is

φ(r) = r3. (3.4)
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Solve the linear system of equations, step 3. The weight vector ω is found from solving the
linear system of equations (3.3) numerically. In the example from PCL, a direct solver is used as
opposed to an iterative solver. An iterative solver will �nd a solution within a certain set threshold
by taking small steps until the threshold is reached, while a direct solver will try to �nd the solution
in one big computational step. The direct solver used in the PCL example uses LU-decomposition.
First, the matrix Φ is written as

Φ = LU , (3.5)

where L is unit-lower-triangular and U is upper-triangular. First, ψ is obtained from solving

Lψ = g. (3.6)

Then, ω is found by solving the linear system

Uω = ψ. (3.7)

Computation of the grid, step 4 (visualization). A voxel grid is generated within the
workspace. First, the resolution of the voxels can be set in x, y, and z direction. Then, all voxels
are evaluated with respect to the centers of the radial basis function, such that every voxel holds a
value indicating how far that voxel is from the surface. This value is calculated as

f(pgrid) =

n∑
i=1

(||pgrid − ci||)3, (3.8)

where pgrid is a single grid point from the created voxel grid that is evaluated and n the number of
centers of the RBF. The evaluation has to be done for every voxel in the grid.

Marching cubes, step 5 (visualization). All grid points have a value indicating how far that
particular grid point is from the surface. The marching cubes algorithm, as described in Section
2.3, is used to visualize the isosurface at a certain level set. At f(pgrid) = 0 the grid point is on the
surface, thus visualizing the zero level set results in the surface being visualized.

A point cloud of the used cobot is made. An RGB image of the cobot and its depth image can
be seen in Figure 3.5. The point cloud was made and downsampled using a decimation �lter. By
using a decimation �lter, one can, for example, set that only every �fth point in x and y direction is
used. If one requests a frame with a resolution of 1280× 720 and a decimation �lter of 5, 1280×720

52

pixels are obtained. Running the example from PCL with the cobot point cloud as input, results in
the surface reconstruction seen in Figure 3.6.
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(a) (b)

Figure 3.5: Vincitech cobot used as the experimental set-up to make point clouds, with the RGB
image (left) and the depth image (right)

Figure 3.6: Visualization of the zero level set of the Vincitech cobot point cloud using the RBF and
MC example from PCL. The balck spot (seen on the left side of the image) is where the border of the
workspace is. Beyond the workspace border, no surface is reconstructed and therefore one can see a
black spot.

It is di�cult to recognize the cobot from the reconstructed zero level set. Also, from Figure 3.6 one
can see that, at places with no surface points, a surface is reconstructed. This means that the implicit
function has the value zero at places where we know there are no surface points. Therefore, the
radial basis function has to be analyzed together with the resulting implicit function. Furthermore,
to reconstruct this surface, a point cloud of 3532 points was used. For every surface point two
o�-surface points are generated such that the amount of centers that is used for the RBF is 10596.
To reconstruct the surface from these 10596 points took 220 seconds. The goal of this project is to
generate an implicit function at at least 10 Hz, so the RBF method has to be accelerated to go from
220 seconds to faster than 0.1 seconds.

3.2 Accelerating RBF-based surface reconstruction

In this section we will analyze the steps, seen in Figure 3.3, and propose a method to accelerate them.
Also, compactly supported radial basis functions will be discussed to obtain a better reconstruction
for cobot control.

3.2. ACCELERATING RBF-BASED SURFACE RECONSTRUCTION 26



CHAPTER 3. IMPLICIT ENVIRONMENT REPRESENTATION

3.2.1 Compute data set (step 1)

From the point cloud the x, y, and z position of the surface points are assigned to the array of RBF
centers. O�-surface points were generated along the estimated normals, where both interior and
exterior points were added, as illustrated in Figure 3.4. For surface points we choose the constraint
g(ci) = 0 such that the implicit surface representation is zero on the surface. If no o�-surface points
are used and solving for the weight vector ω in the linear system (3.3) is done, the weight vector
should satisfy

Φω = 0, (3.9)

which would result in the trivial solution ω = 0. To avoid this solution o�-surface points are
added with another constraint value. In [26], however, it was noted that it is not necessary to add
both interior and exterior points to avoid the trivial solution. We only need to add a set of o�-
surface points with constraints g(ci) 6= 0. To reduce the amount of centers and therefore reduce the
computation time, only interior points are used. Interior points are used instead of exterior points
such that we can in�uence the size of obstacles and thus de�ne what is inside an obstacle.

Figure 3.7: Placement of RBF centers: interior points (red) are placed along the rays coming from
the camera (with position pcam) at a distance d from the surface points (green)

Interior points are placed along rays coming from the camera as illustrated in Figure 3.7. This is
done to avoid computation of the estimated normals and thus reducing the computation time.

The coordinates of the surface points are expressed with respect to the camera reference frame.
The direction in which o�-surface points need to be placed can be determined by

~v =
p− pcam
||p− pcam||

, (3.10)

with p the surface point and pcam the position of the camera. While only using one camera, the
exact size of an obstacle is not known, so an assumption of the size of an obstacle has to be made.
In Section 3.5, we will go into more detail concerning the placement of the interior points and the
size of obstacles.

In order to compute the data set, one needs to iterate over all the surface points, for every sur-
face point one o�-surface point will be generated. The number of surface points is denoted as ns.
The computational complexity to compute the data set is O(ns). The amount of o�-surface points
is reduced and no normal estimation is done. In Section 3.4, an estimation of the CPU time of every
step is done.
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3.2.2 Building the system of equations (step 2)

From the results of the PCL example in Figure 3.6, we see that the implicit function is zero at places
where no surface points were positioned. This occurs because the RBF that was used was of global
support. Every center of the global supported RBF has in�uence on the resulting implicit surface at
every point in space. A small position change of a center a�ects the entire resulting implicit surface
representation. To illustrate the in�uence of global RBFs, a 2D example is given in Figure 3.8. In
Figure 3.9, the resulting surface reconstruction and implicit �eld can be seen, where the same RBF
is used as in the PCL example, given in (3.4).

Figure 3.8: A 2D example of a camera �lming three blocks. The positions where rays from the camera
touch the blocks represent the surface points that will be obtained.

(a) (b)

Figure 3.9: A 2D example of surface reconstruction using the global RBF: (a) the zero level set of the
implicit function with surface points (black points) and o�-surface points (red cross) together with
the zero level set (blue line), (b) the resulting implicit �eld together with the zero level set (yellow
line).
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Every center contributes to the entire implicit surface representation. Also, the obstacles in�uence
the cobot at every position. With the high computational cost and global in�uence of each center
of the globally supported RBF, a local method is needed.

An alternative to global supported RBFs are Compactly Supported Radial Basis Functions (CSRBFs).
For the same 2D example, seen in Figure 3.8, CSRBFs were used to reconstruct the surface and im-
plicit �eld. The resulting reconstruction can be seen in Figure 3.10.

(a) (b)

Figure 3.10: A 2D example of surface reconstruction using the CSRBFs with a support radius of
σ = 0.2: (a) the zero level set of the implicit function with surface points (black points) and o�-
surface points (red cross) together with the constant level set lc = −0.001, (b) the resulting implicit
�eld together with the lc = −0.001 level set (yellow line).

One can see that the e�ect of the centers is local and that the value for the implicit function f
saturates at zero. When using CSRBFs, the in�uence of centers will not be global but local within
a user de�ned threshold. The value for φ(r) (with r = ||ci − cj ||) saturates at zero as r approaches
the user de�ned threshold. Outside the threshold value, the value of the implicit function is zero.
Therefore, the -0.001 level set is visualized as opposed to the 0 level set, as the saturation value of the
CSRBF is 0. We will name this level set lc (lc = −0.001). In Section 3.5 we will go into more detail
and investigate what e�ect this has on the potential �eld method. We still need to guarantee that
a solution for the linear system of equations can be found, thus a CSRBF that provides a positive
de�nite matrix is needed. Also, we still need to provide a CSRBF that leads to an at least twice
di�erentiable implict surface reppresentation. Such a class of CSRBFs is provided in [27], namely the
Wendland RBFs. The Wendland RBF can be chosen for various degrees of desired continuity (Ck)
and dimension D. Table 3.1 provides these Wendland RBFs for various dimensions and continuity
classes.
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Table 3.1: Wendland RBFs where the given φD,k(r) is valid for r ≤ 1. The RBFs can be chosen
for various dimension D and continuity class C2k, where the support radius is 1. If r = 1, φD,k(r)
equals zero, together with its derivatives up to the continuity order. When φD,k(r) > 1 the function
value is set to zero.

dimension D φD,k(r) Continuity C2k

D = 1
φ1,0 = (1− r)
φ2,1 = (1− r)3(3r + 1)
φ3,2 = (1− r)5(38r2 + 5r + 1)

C0

C2

C4

D = 3
φ2,0 = (1− r)2
φ3,1 = (1− r)4(4r + 1)
φ4,2 = (1− r)6(35r2 + 18r + 3)

C0

C2

C4

D = 5
φ3,0 = (1− r)3
φ4,1 = (1− r)5(5r + 1)
φ5,2 = (1− r)7(16r2 + 7r + 1)

C0

C2

C4

The CSRBFs provided in Table 3.1 all have a support radius of 1 and are therefore only valid for
r ≤ 1. If r = 1, φD,k(r) equals zero, together with its derivatives up to the continuity order.
Outside this support radius, the value of φD,k(r) will be zero. As discussed in Section 1.2, we would
like to obtain an implicit surface representation that is twice di�erentiable. From the Wendland
RBFs, the function of dimension D = 3 and C2 continuity is chosen for this application to obtain a
twice di�erentiable implicit surface representation of the workspace. We adapt the Wendland RBF
such that any desired support size can be chosen. The resulting CSRBF used to obtain an implicit
function is

φ3,1,σ(r) :=

{ (
1− r

σ

)4 (
4 rσ + 1

)
if r < σ

0 otherwise
, (3.11)

where σ is the support radius of the CSRBF. The support size should be chosen such that the re-
sulting matrix becomes sparse. If the support size is chosen too small the reconstructed surface will
contain gaps. If the support size is chosen too big, the matrix will become dense; this is illustrated
in Figure 3.11.

If two centers are not within the support radius of one another the value of φ(r) will be set to
zero, so evaluation of these points with respect to each other is unnecessary. To reduce the compu-
tational cost, only centers within the support radius of one another need to be evaluated.
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Figure 3.11: Di�erent support sizes (red and blue circles) for a set of centers together with an example
of matrix structures for the matrix Φ (left a sparse matrix and right a dense matrix); too small support
size (blue circles) leads to gaps in the surface but a sparse matrix, while too big support size (red
circles) leads to a dense matrix [27]. The small black squares in the matrix structures represent a
value other than zero.

To implement this, we introduce spatial hashing. First a grid is generated. We de�ne the dimensions
of the workspace and divide the workspace into cells of the same size as the support radius in x, y,
and z direction. An illustration of a 2D example is given in Figure 3.12.
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Figure 3.12: Illustration of spatial hashing, with a workspace with cells of size σ (the same size as the
support size of the CSRBF). Centers (black dots) are assigned to their corresponding cell, creating
the hash table as seen on the right.

As an example, In Figure 3.12, centers c1, c4, and c5 are located in the cell with index E. Then a
hash table is created, such that by accessing the cell with index E, one will �nd the information of
centers assigned to this cell in constant time. The hash table consists of a one dimensional array,
where every element in the list points to the next element. For example, when accessing cell E, we
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can loop over the elements in the cell, the �rst element is center c1. Center c1 then points to the
next element in the list, which is center c4 and so on.

A center will be linked to a certain cell with index I, which can be calculated as

I = floor

((
Iz
Dmax,y

σ
+ Iy

)
Dmax,x

σ
+ Ix

)
, (3.12)

where Dmax,x is the maximal value of x of the workspace, Dmax,y is the maximal value of y of the
workspace, Ix, Iy, and Iz are the indices in x, y, and z direction and are de�ned as

Ix = floor

(
min

(
max

(
ci,x −Dmin,x

σ
, 0

)
,
Dmax,x

σ
− 1

))
(3.13)

Iy = floor

(
min

(
max

(
ci,y −Dmin,y

σ
, 0

)
,
Dmax,y

σ
− 1

))
(3.14)

Iz = floor

(
min

(
max

(
ci,z −Dmin,z

σ
, 0

)
,
Dmax,z

σ
− 1

))
(3.15)

with ci,x, ci,y, and ci,z the x, y, and z position of center ci respectively and Dmin,x, Dmin,y, and
Dmin,z the minimal value of the workspace dimensions in x, y, and z direction. For every center we
calculate the corresponding index I, such that it is assigned to a certain cell.

With spatial hashing, we avoid quadratic complexity by avoiding that all centers are evaluated
against each other. By using spatial hashing we can loop over the centers, for every center we then
access the cell where the speci�c centers are located in and loop over the centers in the cell. We will
also access all adjacent cells as a center might be located near the border of a cell, and we want to
make sure all centers within its support radius are considered.

In the RBF and MC example from PCL (introduced in Section 3.1), every center was evaluated
with respect to all other centers. Therefore, the computational complexity is O((ns)

2). Using spa-
tial hashing and CSRBFs, evaluations can be done only inside one cell at a time. Placing a center
in a cell is a constant time operation, such that building the hash table is linear in the number of
centers ns.

Evaluations of the centers are done within a cell and all the neighboring cells. If the assump-
tion is made that the point cloud is uniformly sampled in the workspace, then there is a constant
number of centers per hash table cell. With the constant number of centers in a cell, the computa-
tional complexity to evaluate all centers is linear in the number of centers O(ns).

Note that there could be scenarios where a large set of centers is distributed in only a couple of
the hash table cells. For example, if the support radius σ is chosen too big or if an obstacle moves
too close to the camera. If the amount of centers per cell becomes larger, the computational com-
plexity approaches a quadratic complexity as the number of evaluations starts to grow. Centers
are close together and inside each others support radius and therefore in the same cell. A lot of
evaluations need to be done which results in a dense matrix, slowing down the process. How close
obstacles are allowed to come to the camera depends on the obstacle size and the amount of centers
used. In this project this safe distance is not further researched but is recommended for future
research. For the remainder of this project the camera is placed at a safe distance by trial and error
such that computation is done within 0.1 s.
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3.2.3 Solving the linear system of equations (Step 3)

In Section 3.1, we saw that a direct solver was used that utilizes LU-decomposition. In order to
choose the right solver we will �rst look at the di�erence between two types of solvers, direct and
iterative.

When using a direct method, the solver will attempt to �nd a solution in one large computational
step. In order to �nd the solution one must run the complete algorithm till a solution is found.
There are no small steps included while searching for the right weights.

When using an iterative method, the solution is found by updating an approximate solution in
a series of steps until a certain threshold is reached. An initial guess is made and every step the old
guess is updated such that it converges closer towards the solution. The threshold that has to be
reached or a certain maximum amount of iterations can be set. Opposed to direct solvers, iterative
methods approach the solution gradually, instead of performing one large computational step. For
large matrices the computational cost is greater when attempting to solve it directly, contrary to
using an iterative solver. Given that the system of equations in this application is large, an iterative
solver is used.

A method used for linear systems with large matrices that are sparse, positive de�nite, and sym-
metric is the conjugate gradient method (CG) [28]. CG thus solves a linear system

Ax = b, (3.16)

where A is a symmetric positive de�nite matrix and x the vector we want to solve for. The solution
for x is then found by minimizing the quadratic function

h(x) =
1

2
xTAx− xT b. (3.17)

As stated, for iterative solvers we can set the maximum number of iterations or certain threshold.
The implementation of the CG method was taken from the Eigen library [25]. In this implementation
the maximum error can be set, which is de�ned as

||Ax− b||
||b||

. (3.18)

When choosing the constraint b = 0 as we do for the constraints of surface points (where we choose
g(ci = 0) as stated in Section 3.2.1), the error would go to in�nity. Since we use a solver from
the Eigen library we are not able to change the error from relative to absolute error. Therefore,
we still use the relative error but use a maximum amount of iterations instead of a relative error
threshold. In Section 3.5 other constraint values for surface points will be discussed, where using
the relative error is not a problem (and thus switching to the absolute error is not necessary). Using
these di�erent constraint values, the relative error can be used as a threshold. In [26] it can be seen
that solving with LU decomposition without iterative means leads to a computational complexity of
O
(
(ns)

3
)
. In [29], it is stated that the computational complexity of the conjugate gradient method

for sparse symmetric positive de�nite matrices is O
(
nnz
√
k
)
, where nnz is the number of non-zero

entries in the matrix and k the condition number. The condition number k shows how much the
output of a function can change for a small change in the input (error from the input b to error in
the output x).
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3.3 Visualization (steps 4 and 5)

In Section 3.2, the acceleration of step 1 through 3 is discussed. In this Section the visualization of
the zero level set of the obtained implicit surface representation is discussed. The visualization is not
needed for the cobot to avoid obstacles. However, for debugging purposes the zero level set of the
implicit surface representation is reconstructed. We want to accelerate the visualization procedure
as well, but since it is not needed for obstacle avoidance it does not necessarily have to be updated
at a frequency of 10 Hz. The visualization consists of two steps, computing the grid (step 4) and
reconstructing the zero level set (step 5). In order for the zero level set to be reconstructed, the
workspace is divided into a 3D grid, and for every grid point the value of the function f is evaluated.
This is done such that, throughout the workspace, the function value of f is known. For every point
pgrid in the grid the function value is calculated as

f(pgrid) =

N∑
i=1

ωi φ3,1,σ(ri), (3.19)

where φ3,1,σ(r) is the CSRBF as described in (3.11), with ri = ||pgrid − ci||. If the grid is evaluated
in this way, every grid point has to be evaluated with respect to all the centers. One loop has to
iterate over all the grid points with another loop that iterates over all the centers of the CSRBF.
When all the grid points have their function values assigned, the marching cubes algorithm can be
used (as described in Section 2.3). The marching cubes algorithm is used to visualize the surface
(zero level set). However, since the values are 0 outside the support radius of the CSRBF, we will
reconstruct the lc level set to visualize the surface.

From Figures 3.9 and 3.10 we see that, in the case of CSRBF, the lc level set only occurs within the
support radius of the centers. Therefore, we do not have to compute a function value for every point
in the grid, but only for those in the vicinity of the CSRBF centers. A 2D example is illustrated in
Figure 3.13.

Figure 3.13: A camera sees two points (point 1 and 2), they can be evaluated only with respect to
the grid points in the vicinity (blue and pink points) of the camera points, the dashed circle is the
support radius of the CSRBF, the pink point represents the grid point closest to the point seen by the
camera (the index of the pink point is used to �nd the indices of all the other points in the vicinity),
and svox is the size of one voxel.
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In the �gure we see that instead of evaluating the camera points with respect to all the points in
the grid (100 points), point 1 only has to be evaluated with respect to 25 grid points while point 2
is evaluated with respect to 20 grid points. The grid points that are evaluated are chosen similar to
the spatial hashing method in Section 3.2.2. First the index of the nearest grid point is calculated
as

Ivox = floor

((
Ivox,z

Dmax,y

svox
+ Ivox,y

)
Dmax,x

svox
Ivox,x

)
, (3.20)

where svox is the voxel size (which is chosen the same for x, y and z direction, Dmax,x is the maximal
value of x of the workspace, Dmax,y is the maximal value of y of the workspace. Ix, Iy, and Iz are
the indices in x, y, and z direction and are de�ned as

Ivox,x = floor

(
min

(
max

(
ci,x −Dmin,x

svox
+ 0.5, 0

)
,
Dmax,x

svox
− 1

))
(3.21)

Ivox,y = floor

(
min

(
max

(
ci,y −Dmin,y

svox
+ 0.5, 0

)
,
Dmax,y

svox
− 1

))
(3.22)

Ivox,z = floor

(
min

(
max

(
ci,z −Dmin,z

svox
+ 0.5, 0

)
,
Dmax,z

svox
− 1

))
(3.23)

with ci,x, ci,y, and ci,z the x, y, and z position of center ci respectively and Dmin,x, Dmin,y, and
Dmin,z the minimal values of the workspace dimensions in x, y, and z direction. Once the grid point
closest to the center is found, the center is evaluated with this grid point and all other points in the
vicinity. The range of indices in vicinity of the center is given by

Irange = floor

(
1 +

σ

svox

)
. (3.24)

The indices of grid points within the range Ivox,x − Irange and Ivox,x + Irange will be used for evalu-
ation. For all these grid points in x direction we will also look in the same range Irange in y, as well
as z direction for the grid points in x and y direction. This way all grid points within the support
radius of the CSRBF are evaluated as well as a small group of grid points outside the support radius.
Evaluation is only done within workspace dimensions.

Instead of a loop that iterates over all the grid points together with another loop iterating over
all centers of the CSRBF, we iterate over all the centers and over the grid points in vicinity of the
centers. The function value of the gird points is stored, if two centers evaluate with respect to the
same grid point, the weighted contributions are added. In the implementation without acceleration
the computational complexity was O (ns). After acceleration, the computational complexity is still
O (ns). However, the amount of evaluations with respect to the amount of grid points is reduced.
The total number of grid points used for evaluation can be described as

ng = DxDyDz, (3.25)

where Dx, Dy, and Dz are the dimensions of the grid in x, y, and z direction respectively, de�ned
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as

Dx = floor

(
Dmax,x −Dmin,x

svox
+ 0.5

)
+ 1 (3.26)

Dy = floor

(
Dmax,y −Dmin,y

svox
+ 0.5

)
+ 1 (3.27)

Dz = floor

(
Dmax,z −Dmin,z

svox
+ 0.5

)
+ 1. (3.28)

After acceleration, only points in the vicinity of the centers of the CSRBF are evaluated. The
amount of grid points in the vicinity a center can be described as

nv =

(
2

(
floor

(
1 +

σ

svox

)
+ 1

))3

. (3.29)

Because nv will be constant for the centers for a chosen support radius σ and voxel size svox, the
computational complexity after acceleration will be O ((ns).

After step 4, grid points in the vicinity of centers have an assigned function value. With the function
values assigned, we can then proceed to step 5 and use marching cubes to visualize di�erent level
sets of the obtained implicit environment representation, as described in Section 2.3. In Figure 3.14
the lc level set of the set-up seen in Figure 3.5 is visualized. No acceleration of the marching cubes
algorithm was implemented.

Figure 3.14: The resulting lc level set of the experimental set-up using the proposed acceleration
methods (7064 points, a support size of 0.2 m, �lming from a distance of 1 m, o�-surface point
placement of 0.1 and a voxel size of 0.05 m).

Comparing the result to the result of the open-source PCL implementation seen in Figure 3.6, one
can see that the proposed method shows a clear reconstruction of the cobot. Also, the lc level set only
occurs in the vicinity of the centers of the CSRBF as opposed to the open-source implementation
that �ts a global function. Behind the cobot reconstruction one can see a gap (cobot shadow). This
gap is the result of the cobot blocking the view and the local CSRBF approach where the support
size is too small to close gaps as illustrated in Figure 3.11.
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3.4 Overall computational complexity for reconstruction

For the environment reconstruction method, the steps that were identi�ed are

� Step 1: Compute the data set

� Step 2: Build the system of equations

� Step 3: Solve the linear system of equations

� Step 4: Computation of the grid (visualization)

� Step 5: Marching cubes (visualization).

The computational complexities of the steps are analyzed and are given in Table 3.2.

Table 3.2: Computational complexities of the steps of the environment reconstruction method, with
and without acceleration. Step 5 is not provided as this step was not accelerated.

Step in method Complexity without acceleration Complexity with acceleration

Step 1 O(ns) O(ns)

Step 2 O((ns)
2) O(ns)

Step 3 O((ns)
3) O

(
nnz
√
k
)

Step 4 O(ns) O (ns)

Most steps lead to a reduction in computational complexity. In step 1, the computational complex-
ity is the same with and without acceleration, however the amount of centers that were used was
reduced. Also no normal estimation was done, reducing the CPU time of this step. In step 4, the
computational complexity is the same as well. However, the amount of grid points was reduced,
reducing the constant time per center for evaluation.

For every step, the time is evaluated for di�erent point cloud sizes. Point clouds of various sizes
are made by using a decimation �lter and various di�erent resolution settings. The experimental
set-up can be seen in Figure 3.5. The hardware that is used to make the evaluation, can be seen in
Appendix A. In Figure 3.15 the computation time can be seen; the time corresponds to the total
time it takes to run the code till a speci�c step. For all point cloud sizes the same support size
of σ = 0.2 was used, while for the voxel size a value of svox = 0.1 is chosen. The dimensions of
the workspace that is visualized is 2 × 2 × 2 m, where the workspace is observed by the camera
at a distance of 1.5 m from the cobot. Note that, with the computational complexities given in
Table 3.2, one would expect the computation time to be linear in the amount of centers. However,
as a constant support radius is chosen for all point cloud sizes, the more centers are used the more
the complexities will approach quadratic complexity. This is because more evaluations are needed
as more centers are within each others support radius.
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Figure 3.15: Evaluation of the time it takes to execute till a certain step as a function of the amount
of centers that was used (surface points and o�-surface points), with σ = 0.2, svox = 0.1, and
workspace dimensions of 2× 2× 2 m, with the camera placed at a distance of 1.5 m

The open-source PCL implementation (utilizing RBFs and MC together with the visualization in
ROS Rviz) took 220 seconds to reconstruct the surface of the cobot workspace using 10596 centers.
It can be seen that, with σ = 0.2, svox = 0.1, and workspace dimensions of 2× 2× 2 m, it is possible
to reconstruct the surface of the cobot up to 13000 centers in less than 0.1 seconds and also get
a result where the zero level set only occurs in the vicinity of the centers. One of the challenges
is to be able to obtain an environment representation within 0.1 seconds in order to enable closed
loop cobot collision avoidance based on vision feedback. With the proposed acceleration methods
it is possible to get an environment representation within 0.1 s. However, to achieve reconstruction
within 0.1 s, there is a limitation on the amount of centers that can be used. In the remainder of
this project up to 13000 centers will be used to generate an environment representation, such that
reconstruction is done in under 0.1 seconds. In Chapter 4, the generated environment representation
is validated by showing that the cobot is able to observe the environment and avoid collision with
obstacles entering the workspace when using less than 13000 centers.
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In this project no research was done with respect to the accuracy of the reconstructed surface, but
rather with respect to the generated implicit representation of the environment and its application
to cobot control. Research can be done to study the e�ect of the amount of centers on the accuracy
of the reconstructed surface. This can be done by reconstructing a known surface in space (for ex-
ample a white re�ective half sphere) and comparing the reconstructed surface with the actual surface.

To make sure the accelerated CSRBF-method can be used for cobot control, we will analyze the
resulting implicit surface representation rather than the reconstructed surface.

3.5 Combining the implicit surface representation and potential
�eld method

For cobot control, the cobot should accelerate away when it is getting close to an obstacle. When
the cobot is far away from an obstacle its trajectory should not be in�uenced. In order to do this,
the potential �eld method is used as input for cobot control. We thus have to transform the implicit
surface representation to an arti�cial potential �eld. The value of the potential �eld has to become
greater the closer we get to the obstacle surface (and go to in�nity when on the surface. One possible
potential function is

U(p) = − log(f(p)), (3.30)

where p is the position of a control point of the cobot in space and f(p) the value of the implicit
function at point p. The control point is a point that is de�ned on the cobot surface and is �lled-in
in the potential function. A set of control points thus de�nes the cobot and is in�uenced by the
potential function. The value of U will grow as the cobot gets closer to the surface of an obstacle.
When the cobot is on the surface, the value of U(p) will go to in�nity as the value of f(p) is zero
on the surface. In order to know in what direction the cobot should accelerate, the gradient of the
potential �eld U is used for the reference acceleration,

p̈r = −∇U(p). (3.31)

As the implicit surface representation saturates at the support radius σ, the gradient of the potential
�eld is zero outside the support radius. However, when using the current settings for the implicit
surface representation the value outside the support radius saturates at zero, leading to the potential
function going to in�nity outside the support radius. We can get rid of this problem by setting the
constraints as g(ci) = −d for surface points and g(ci) = −2d for o�-surface points and in the end
shift the implicit function with a value d. This way, the surface points will still have a value of
f(ci) = 0 while values outside the support radius saturate at a value d. A 2D example can be seen
in Figure 3.16.

3.5. COMBINING THE IMPLICIT SURFACE REPRESENTATION AND POTENTIAL FIELD
METHOD
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(a) (b)

Figure 3.16: (a) 2D example of the implicit function of a single point placed at (x, y) = (0, 1) and an
o�-surface point located at a distance of 0.1 m; the support radius is σ = 1, and (b) the cross section
of the implicit function at y = 0 (green plane).

In Figure 3.16, it can be seen that outside the support radius the implicit function saturates at a
constant value d. However, a positive slope occurs outside the obstacle. The cross section of the
resulting potential function can be seen in Figure 3.17.

Figure 3.17: Cross section of the potential function 3.30 of the implicit function seen in Figure 3.16
where a single point was placed at (x, y) = (0, 1) and o�-surface point located at a distance of 0.1 m,
the support radius is σ = 1.

A negative slope occurs before the potential �eld goes to in�nity. Given that the reference acceler-
ation given in (3.31) uses the gradient of the potential �eld, the cobot would accelerate towards the
obstacle while getting closer to the surface and then be repelled. To avoid this problem, o�-surface
points are given another constraint value. The reason that the o�-surface points are added is to
make sure that, when we solve for the weights, we avoid the trivial solution of all weights becoming
zero, see Section 3.2.1. By using the constraint g(ci) = −d on the surface points, the trivial solution
of ω = 0 is avoided, such that a di�erent constraint can be chosen for the o�-surface points. One can
choose to give the o�-surface points the same constraint g(ci) = −d, rather than being an o�-surface
point it will be a virtual surface point. For example, if we place the virtual surface point 0.1 m away
from the surface point, the obstalce will have a thickness of 0.1 m, as both the surface point and

3.5. COMBINING THE IMPLICIT SURFACE REPRESENTATION AND POTENTIAL FIELD
METHOD
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o�-surface point have the same constraint and represent the surface in the implicit function. With
this we can set the thickness of the obstacles that are reconstructed. The reconstruction using the
constraint g(ci) = −d for all centers can be seen in Figure 3.18. In Figure 3.19, the cross section of
the resulting potential function can be seen.

(a) (b)

Figure 3.18: (a) 2D example of the implicit function of a single point placed at (x, y) = (0, 1) and
the virtual surface point located at a distance of 0.1 m, the support radius is σ = 1, and (b) the cross
section of the implicit function at y = 0 (green plane).

Figure 3.19: Cross section of the potential function 3.30 of the implicit function seen in Figure 3.18
where a single point was placed at (x, y) = (0, 1) and o�-surface point located at a distance of 0.1 m;
the support radius is σ = 1, the dotted lines mark the location of the surface of the object.

The potential function value goes to in�nity at the place where the surface and o�-surface points
are located and saturates at the support radius. Note that inside the obstacle (between surface
and o�-surface points) the function value f does not become negative. For the implicit surface
representation the aim is to design a representation that resembles a TSDF, where the function
value is negative inside an obstacle, zero on the surface, and positive outside the obstacle. However,
we assume that the cobot does not enter an obstacle, such that the value inside the obstacle does not
have to resemble a TSDF. By giving the o�-surface points a di�erent constraint, we can see that the
negative slope in the potential function disappears. No mathematical proof that the negative slope
disappears is provided and is recommended for further research. However, a numerical analysis was

3.5. COMBINING THE IMPLICIT SURFACE REPRESENTATION AND POTENTIAL FIELD
METHOD
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done to show that the negative slope does not occur in the application. The negative slope in the
potential function is the result of the positive slope in the implicit surface function. Outside the
support radius the value of the implicit surface representation saturates to zero (if not shifted with
the value d). For the numerical analysis we plot the maximum value for the implicit surface function
for di�erent values of the support radius σ with respect to the distance between the surface and
o�-surface points. This was done for the constraints g(ci) = −2d and g(ci) = −d. If the the value
of the implicit function becomes greater than zero, a positive slope in the function has occurred, see
Figure 3.20.

Figure 3.20: Maximum implicit function values for di�erent values of the support radius σ with
respect to the distance between the surface and o�-surface points, the black line represents the case
where the constraint g(ci) = −d was chosen for all points, for the other lines g(ci) = −2d is chosen
for only o�-surface points.

The maximum value for the implicit function does not become positive for all values of the support
radius σ, where the constraint g(ci) = −d has been chosen. The same analyses was also done when
using multiple points and also showed no positive slope. Using these results, a potential function is
obtained that can be used as input for cobot control. The next step is to make sure the cobot does
not repel itself.

3.6 Robot-self awareness

When using the proposed method, all centers of the CSRBF will be used to provide an implicit
representation of the environment. By observing the whole workspace, the point cloud also contains
points that represent the cobot. These contribute to the representation of the environment if they
are not removed and therefore, the cobot will be avoiding itself. The points that represent the cobot
have to be removed before the obstacle representation is generated. The cobot must thus be aware
where it is in the environment.

The points are expressed with respect to the camera, but cobot control is done with respect to
the cobot base frame. It is not known what the orientation and position of the camera is in space
with respect to the cobot. Therefore, the camera must be calibrated in order to know its position
and orientation in space. For this, the intrinsic parameters (parameters such as focal length and
lens distortion) must also be known. The realsense D435 that was used in this project is factory
calibrated such that the intrinsic parameters can be requested from the camera using the realsense
library. One way to �nd the position and orientation of the camera in space is to place an Aruco

3.6. ROBOT-SELF AWARENESS 42



CHAPTER 3. IMPLICIT ENVIRONMENT REPRESENTATION

marker in the workspace at a known distance from the cobot. An Aruco marker is a square marker
that consists of a black border with an inner binary matrix (black and white squares) that deter-
mines its Aruco ID. In Figure 3.21 the concept of Aruco marker calibration can be seen, with the
orientation of the camera, Aruco marker and, cobot base frame.

Figure 3.21: Concept of Aruco marker calibration as a step to transform points from the camera
frame A in cobot base frame, with the orientation of the camera frame C, Aruco marker frame A
and cobot base frame B.

Once the Aruco ID is found, a frame is placed on the Aruco marker and the rotation matrix ARC

and translation AoC from camera frame to Aruco frame are known. Points can be transformed from
camera frame to Aruco frame by

[
Ap
1

]
=

[
ARC

AoC
0 1

] [
Cp
1

]
(3.32)

where cp are the points expressed in camera frame and Ap are the points expressed in Aruco frame.
The frame of the Aruco marker is aligned with the orientation of the cobot base frame. We then
place the marker at a known distance from the base frame of the cobot. By aligning the frame of
the Aruco marker to the frame of the cobot we transform the points from Aruco frame to cobot base
frame by

Bp = BRA
Ap + BoA, (3.33)

where Bp are the points expressed in cobot base frame and CoA is the origin of the Aruco frame
expressed in the cobot base frame. Since the Aruco frame is aligned with the cobot frame, BRA

equals the identity matrix. With the points expressed in the cobot base frame and the position of
the camera known for o�-surface point placement, the points that represent the cobot can be found.
To remove these points we de�ne cylinders around all the links of the cobot. All points are then
expressed with respect to the link frames. If a point is inside the cylinder of a link, that point will
not be stored in the array containing the centers used for the CSRBF method such that it is not
used in the reconstruction of the environment representation. After calibration for the position and
orientation of the cobot, a point from the point cloud can be expressed in all the link frames of the
cobot. As an example we can take the last link as illustrated in Figure 3.22.

3.6. ROBOT-SELF AWARENESS 43



CHAPTER 3. IMPLICIT ENVIRONMENT REPRESENTATION

Figure 3.22: Placing cylinders around a link of the cobot. From the base frame of the cobot we can
transform to the frame of a certain link and place a cylinder around it to �lter points belonging to
the cobot.

A point is �ltered (not used as a center for the CSRBF) when it satis�es the following equations

0− ε < pz < L+ ε (3.34)

p2x + p2y < R2, (3.35)

where px, py, and pz is the position of the point from the point cloud in x, y, and z, L is the length
of the link and R is the radius of the cylinder, chosen such that it contains the complete link of the
cobot, ε is a parameter chosen such that there is a small margin in the length of the link. This is
done to make sure that the cylinders overlap and cover the whole cobot. This is done for all the
links such that all points that represent the cobot are �ltered and therefore not used as a center for
the CSRBF method. The positions of the links are controlled and measured in real-time, such that
the cylinders can be generated to �lter the point cloud in real-time.

3.7 Summary

This chapter proposed a method to obtain an implicit surface representation that can be used as
an input for the potential �eld method for the application of cobot control. First, this chapter
discussed how information of the environment is obtained from the camera and what we would like
as an implicit surface representation. As an implicit surface representation we would like to obtain
something that resembles a TSDF (however, it should be twice di�erentiable). In order to obtain
an implicit surface representation, the RBF-method was used. An open-source implementation of
surface reconstruction using the RBF method together with the MC method is analyzed. The open-
source implementation could reconstruct the surface from a point cloud consisting of 10596 centers
in 220 seconds. In order to accelerate the reconstruction, the surface reconstruction method was
divided in �ve di�erent steps, which were accelerated to obtain a surface within 0.1 s. In the �rst
step, the amount of o�-surface points that is used was reduced and the computation of the normals
was avoided. In the second step, the system of equations is build. We switched from the global
RBF-method to local CSRBFs to obtain a sparse system of equations. Spatial hashing was then
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used to reduce the computational complexity. By using spatial hashing, centers are only evaluated
with respect to the centers located in the same cell and neighboring cells. In step 3, the linear
system of equations is solved. We switched from a direct solver to the iterative CG method to
reduce computational complexity. In step 4 the visualization is done. First, a grid is computed by
only doing the evaluations for the grid points within the support radius of the centers of the CSRBF.
Outside the CSRBF the value for the grid points is 0 and thus evaluation is unnecessary. MC is
then used to visualize the zero level set of the obtained implicit surface representation, where we see
that a clear picture of the reconstructed environment is obtained. An evaluation of the CPU time
is done to show that the reconstructed surface can be obtained in within 0.1 s, when using up to
13000 centers. However, this also depends on the distance between the obstacle and camera as well
as the chosen support size and voxel size. To make sure the obtained implicit surface representation
can be used for the potential �eld method, di�erent constraints needed to be chosen. We choose
the constraints g as a function of the center c as g(c) = −d, where d is the thickness chosen for
obstacles in the reconstruction for both surface and o�-surface points. With these constraints, the
thickness of the obstacles can be set exactly the same as the distance between surface and o�-surface
points. Lastly, the cobot is removed from the point cloud such that it will not repel itself. This is
done by obtaining the camera position and orientation by calibrating with an Aruco marker. The
transformation from camera to Aruco marker is then known. By aligning the Aruco marker frame
with the cobot base frame, the transformation from camera to cobot base frame is known. We then
place virtual cylinders around the cobot links. The points from the point cloud are expressed with
repespect to the link frames of the cobot. If a point is inside the cylinder of that speci�c link, it is
removed from the point cloud.

3.7. SUMMARY 45



CHAPTER 3. IMPLICIT ENVIRONMENT REPRESENTATION

3.7. SUMMARY 46



Chapter 4

Validation of the environment

representation

With the proposed methods in Chapter 3, an implicit representation of the environment is obtained
within 0.1 s, which can be used for the potential �eld method. In this chapter, point clouds will be
used that come directly from the camera, as described in Section 2.4.2, demonstrating that, with an
online camera stream the environment representation can be updated faster than 10 Hz.

The purpose of this chapter is to show that the obtained environment representation can be used as
input for cobot control. First, we show that the environment representation can be updated faster
than 10 Hz from an online camera stream (frames arriving at a maximum of 90 fps). Second, the
in�uence of the implicit function on the cobot will be shown in a simulation. The cobot control in the
simulations is done in a di�erent project speci�cally designed to use the implicit function obtained
in this project as input [17]. Finally, a demonstration is done on the Vincitech cobot. The hardware
and software used to perform the simulations and experiments can be seen in Appendix A.1.

4.1 Online surface reconstruction of a person

In this section, reconstruction of a person (author of this work) will be done with an online camera
stream. When using only one camera, an assumption about the thickness of obstacles has to be
made. All o�-surface points are placed at the same distance from surface points in camera direction.
Therefore, all obstacles in the workspace will have the same thickness. This thickness is set as the
thickness of the wrist of the author of this work, and is set as 0.07 m (in the demonstration, the
cobot avoids the wrist of a person). For further research it is recommended to use multiple cameras
such that the thickness of obstacles can be observed. The support radius σ of the CSRBF also needs
to be chosen. Every center has a support radius and is evaluated with centers inside its support
radius. Only inside the support radius an implicit function value is computed. We therefore chose to
in�uence the cobot only inside the support radius. Therefore, the support radius sets the in�uence
radius of obstacles. The bigger the support radius, the more centers will be evaluated and the denser
the matrix Φ. In order to have a big enough region of in�uence (enough space for the cobot to avoid
collision) while still making sure the matrix does not become to dense, a support radius of 0.15 m
is chosen for this demonstration. The support radius can be changed for other applications. The
voxel size for the computation of the grid svox is chosen as 0.04 m.

In Figure 4.1 one can see snapshots of a person elevating his arm, together with the reconstruc-
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tion of the 0.01 level set of the implicit representation (the 0.01 level set is reconstructed instead of
the 0 level set, as it looks smoother). The camera is placed at a distance of 1 m from the person.
Workspace dimensions are set such that the wall behind the human is not visualized (this is done
to make the reconstruction of the person more clear, such that no yellow reconstructed person and
a yellow background is shown in the �gures). The frequency and amount of centers used for every
reconstruction can be found in Table 4.1. In the table one can see that the reconstruction frequency
is faster than 10 HZ. The reconstructed person is recognizable, comparing it to the RGB snapshot.
However some �oating artifacts can be seen around the person (for example in the region of the
elevated arm in Figure 4.1h as well as at the left arm of the person in Figure 4.1f) which is due to
shadow points behind the human. The shadow points will be discussed in Section 4.2.

(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 4.1: Reconstruction of the 0.01 level set of a person elevating his arm, the reconstruction is
done for approximately 7160 centers, where the o�-surface points are placed at a distance of 0.07 m
from the surface points, a CSRBF support radius of 0.15 m. For the visualization a voxel size of
0.04 m and 1 m as the distance between the person and the camera is chosen; reconstruction is done
at approximately 17 Hz (This includes generating the triangle list, but not the time it takes to send
it to ROS RViz).

With the speci�c settings for the support radius, voxel size, amount of points, and thickness of
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Table 4.1: The amount of centers and the reconstruction frequency of a person elevating his arm,
where the o�-surface points are placed at a distance of 0.07 m from the surface points, with a support
radius of 0.15 m, a voxel size of 0.04 m and the distance between the person and the camera 1 m.

Corresponding �gure Amount of centers Reconstruction frequency [Hz]

Figure 4.1b 7170 16.7

Figure 4.1d 7176 15.7

Figure 4.1f 7174 17.6

Figure 4.1h 7166 17.4

obstacles, reconstruction can be done within 0.1 s. However, as stated in Chapter 3, computation
time for the proposed method is large when obstacles come too close to the camera. This is due to
the fact that the closer obstacles are to the camera, the more centers are within the support radius
of other centers, leading to a dense matrix Φ. Also when spatial hashing is used, more points are
placed in the same cell leading to larger computation times. In Figure 4.2 once can see a person
moving his arm from 1 m distance from the camera to approximately 0.55 m from the camera. The
resulting reconstruction frequency drops from approximately 17 Hz to 7.9 Hz.

(a) (b)

Figure 4.2: Reconstruction of the 0.01 level set of a person moving his arm towards the camera; the
reconstruction frequency drops from 17 Hz to 7.9 Hz

For the remainder of this project, the camera is placed such that the cobot workspace is at a minimal
distance of 1 m from the camera with no obstacles in between; this will make sure that reconstruction
can be achieved for the mentioned settings at desired expected frequency (faster than 10 Hz).

We will visualize multiple level sets to make sure the representation can be used for cobot control.
The o�-surface points are placed at a distance of d = 0.07 m. The same d is used as a constraint
for the surface points as well as the o�-surface points g(c) = −d. Once the function values f(c) are
calculated, we shift the function with a value d resulting in the surface and o�-surface points to have
a function value 0 and the function will saturate at a value of d, as discussed in Section 3.5. This
means the level sets outside an obstacle range from f = 0 to f = 0.07. In Figure 4.3, by using MC
(discussed in Section 2.3) di�erent level sets are visualized. We will name these di�erent level sets:
the surface level (f = 0.01 level set), the middle level set (f = 0.035 level set), and the outer level
set (f = 0.069 level set). the surface level set is visualized with yellow triangles (appears ochre in
Figure 4.3), the middle level set is visualized with transparent red triangles (appears as pink) and
the outer level set is visualized using transparent blue triangles (appears as light violet).
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Figure 4.3: Reconstruction of a person elevating his arm, multiple level sets are visualized, the surface
level set is visualized with the color ochre, the middle level set is visualized with the color pink and
the outer level set is visualized by the color light violet.

The outer level set is located at a distance σ = 0.15 m from the surface; this is where the cobot
will notice the in�uence of the implicit function. In Figure 4.4 one can see an example of a cross
section of a 2D example, as introduced in Section 3.5. This is done to compare the theory with the
observed surface reconstruction of a person. It can be seen that the level sets behave as expected,
as the middle level set (red) is close to the surface level set (magenta). The outer level set (blue) is
close to the saturation value of the CSRBF.

Figure 4.4: A cross section of a 2D example (as introduced in Section 3.5) where a surface point was
placed at x = 1 m, with the o�-surface point placed at x = 1.07 m, with σ = 0.15 m, d = 0.07 m,
the dashed lines represent the various level sets.
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Multiple level sets have been visualized and in these visualizations no positive gradients were ob-
served, as seen in Section 3.5. However, the absence of the positive gradient was only shown nu-
merically. It is still recommended to �nd a mathematical proof of this for further research. The
Simulations can be done to show that the cobot is indeed repelled when entering the support radius.

4.2 Simulation of cobot collision avoidance

In this section, we create an implicit surface representation of a workspace. This workspace consists
of a table where a virtual cobot is placed using an Aruco marker as depicted in Figure 4.5. Cali-
bration with the Aruco marker is done once and then the Aruco marker is no longer needed and is
thus removed. The cobot base frame is virtually placed such that the Aruco frame and cobot base
frame are the same.

(a) (b)

Figure 4.5: Calibration using the Aruco marker, the virtual cobot will be placed on top of the Aruco
marker. (a) The empty workspace with the Aruco marker on a table. (b) The reconstruction of the
empty workspace, with the cobot virtually placed on the Aruco marker.

In Figure 4.6, a person enters the cobot workspace, where the cobot is in its initial position without
any tasks. The person starts moving his arm towards the virtual Vincitech cobot. As an environ-
ment representation, we visualize the surface level set (visualized by yelow triangles) together with
the outer level set (visualized by transparent blue triangles, they appear light violet in Figure 4.6).
In Appendix B, the top view of the same reconstruction can be seen.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 4.6: A person moving his arm towards a virtual Vincitech cobot, together with the recon-
structed surface level set (yellow triangles) and the outer level set of the environment (transparent
blue triangles, appear as the color light violet). The outer level set represents where the cobot starts to
notice an obstacle. The cobot is tuned in such a way that it immediately starts avoiding an obstacle
when it enters the outer level set.
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The virtual cobot was tuned in such a way that it starts to accelerate away from the arm of the
person as soon as it enters the radius of in�uence of the human arm. It can be seen that, in
Figures 4.6b and 4.6d that the cobot is in its initial position and does nothing as it does not notice
the person entering the workspace. The cobot moves away from the arm of the person once it enters
the outer level set (visualized by transparent blue triangles) as the person moves his arm up. If the
arm of the person accelerates and the cobot moves into the radius of in�uence it accelerates away
from the arm faster. The closer it will come to the surface, the faster the cobot will accelerate away
(within its acceleration limits). This shows the in�uence of the potential function on the cobot. The
simulations show that the cobot does avoid the human arm, such that experiments with an actual
cobot can be done.

4.3 Collision avoidance with the Vincitech cobot

In this section, we create an implicit representation of the unstructured dynamic workspace of the
Vincitech cobot. The cobot control for collision avoidance [17] that was used in the simulations is
implemented on the Vincitech cobot. Calibration of the depth camera to obtain the position and
orientation of the camera is done using an Aruco marker. The Aruco marker reference frame is
aligned with the cobot reference frame and the distance between the reference frames is measured
in x, y, and z, as described in Section 3.6. With the transformation between the reference frames
known, the point clouds can be expressed with respect to the cobot reference frame.

The points of the point cloud that represent the cobot were removed from the point cloud as de-
scribed in Section 3.6. However, at some point the cobot was still avoiding itself even though the
cobot points were removed from the point cloud. This was due to noise of the depth camera, which
are called shadow points. See Figure 4.7 for an illustration of what shadow points are.

Figure 4.7: Shadow points created between cobot and a wall. When the camera is far away and the
cobot is close to an obstacle shadow points occur (red points in the illustration).
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The shadow points that are present behind the cobot are reconstructed and repel the cobot. The
cobot will therefore be repelled by its own shadow. In Figure 4.8, the Vincitech cobot and its
reconstruction can be seen including a not physical surface corresponding to the undesired shadow
points. The further away the camera is from the cobot, the more noise might be present between
the cobot and the obstacle in the shadow of the cobot. However, if the camera is placed too close to
the obstacle, the reconstruction will be done slower as shown in Section 4.1. Therefore, the camera
cannot be placed too close to the cobot.

(a)

(b) (c)

Figure 4.8: Shadow points occuring when the camera is placed 3 m away from the cobot. (a) The RGB
image of the cobot that is reconstructed, with a wall behind it. (b) Front view of the reconstruction
of the cobot with wall, the cobot can be seen in the red box. One can see alot of noise on the wall.
(c) Top view of the reconstructed cobot, shown in the red box, shadow points can be seen in between
the cobot and wall, shown in the blue box.

As a preliminary solution to remove most shadow points, the neighborhood �lter from RealSense
was used, together with a manual setting for the exposure of the camera. The exposure in�uences
the brightness of the obtained image (amount of light reaching the camera), which was needed as
the experiments were performed in a bright room with a lot of sunlight, leading to more noise in the
depth image. No switching of location was done as this particular room was the cobot workspace
at Vincitech. The neighborhood �lter removes points from the point cloud that have less than a
set amount of neighbors in their vicinity. Unfortunately, the manual exposure and neighborhood
�lter also resulted in a loss of points that contribute to the actual environment representation.
Therefore, it is recommended for future research to design a noise �lter to remove shadow points
while minimizing the loss of environment information.
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The camera is placed at a distance of 1.8 m. Using the RealSense neighborhood �lter, shadow points
are kept to a minimum to perform the experiments. The cobot performs a point-to-point motion such
that it resembles a pick and place task. When a person puts his arm in the initial trajectory of the
cobot, the cobot avoids collision while still reaching its end-goal. The point-to-point motion as well
as the collision avoidance can be seen in Figure 4.9. Videos of the experiments can be found online 1.

When the human is not elevating his arm the cobot is not in�uenced as there are no obstacles
in its vicinity. One can see that information of the environment is lost due to the neighborhood
�lter and exposure settings. For example, the table on which the cobot stands is only partially
reconstructed as the point cloud contains gaps.

(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

(m) (n) (o) (p)

Figure 4.9: Point-to-point motion of the cobot with a person standing next to the cobot (images on
the left side). When a person puts his arm in the trajectory of the cobot its starts avoiding collision
while still reaching its end-goal (images on the right side). Gaps can be seen in the reconstruction of
the table, as information of the table is lost while �ltering the shadow points with the neighborhood
�lter and exposure settings.

1
Videos of cobot collision avoidance: https://www.youtube.com/channel/UC3SnPfXWXXDpXV3QR2loNbw
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The experiments show that the cobot does avoid the arm and still reaches its end-goal. However,
some information about the environment is lost by using the neighborhood �lter and manual exposure
settings. For example, the table on which the cobot stands is only partially reconstructed (as seen
in Figure 4.9). In this experiment the person was reconstructed correctly, but other obstacles might
also be only partially reconstructed. This may result in the cobot not being able to avoid all obstacles
when they are not be properly reconstructed. In Appendix C, an experiment can be seen where a
person and a cobot share the workspace, where the cobot is also able to avoid boxes placed in its
workspace.

4.4 Summary

This chapter validated that the implicit surface representation (proposed in Chapter 3 can be used
as an input for cobot control. We showed that the reconstructed environment can be updated faster
than 10 Hz with an online camera stream as input. In order for the reconstruction to be faster
than 10 Hz, obstacles should not come too close to the camera. A workspace was reconstructed and
a virtual cobot was placed in the reconstructed workspace. This was done to demonstrate that a
virtual cobot can avoid obstacles entering the workspace. Finally, a demonstration was done on a real
cobot. the demonstration showed that the real cobot avoids obstacles observed by the camera while
reaching its end-goal. However, shadow points occur which in�uence the cobot. As a preliminary
solution, the shadow points are removed by using the neighborhood �lter from RealSense together
with manual exposure settings. This resulted in a loss of information of the environment, as some
points that contribute to the environment might be �ltered from the point cloud as well.
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Chapter 5

Conclusions and recommendations

This chapter concludes this research and contains recommendations for further research. In Chap-
ter 1, the research objective was to develop a strategy to transform a point cloud online, obtained from
a camera, into an obstacle representation that can be used for collision avoidance for both dynamic
and static obstacles in unstructured environments. challenges associated to the research objective
were identi�ed. The challenges were:

� Develop a strategy that can transform a point cloud in an obstacle representation that can be
used as an input for cobot control, where the cobot should not be in�uenced when it is far
away from an obstacle. The method also had to provide an environment representation that
is twice di�erentiable.

� Develop a strategy to update the obstacle representation at 10 Hz or faster, such that the
method can be used in a dynamic environment (10 Hz was chosen as a starting point for
reconstruction of an unstructured environment with working humans in the workspace).

� Develop a strategy such that the cobot is aware of where it is in space and which points in the
point cloud are part of itself.

In Section 5.1, the conclusions related to the research objective and associated challenges are dis-
cussed and the contribution of this work is summarized. In Section 5.2, suggestions for future
research are given.

5.1 Conclusions

A literature review on surface reconstruction methods has been conducted to �nd methods that sat-
isfy the requirements stated in Chapter 1. In the literature review, various promising methods were
found, with one method being the radial basis functions (RBFs). These RBFs were used throughout
this report to obtain an implicit surface representation of the environment. One problem that arose
was that the RBFs resulted in a globally �tted function, making the reconstruction of the environ-
ment computationally expensive. In Section 3.2.2, we saw that the global RBF method also lead
to an unclear reconstruction of the environment, where zero level sets occurred at places were no
surface points were present. By switching to a compactly-supported radial basis function, the data
was �tted locally, leading zero-level sets only being present near the surface points. One drawback
of switching to CSRBF was the inability to close gaps if the support size is chosen too small. On
the positive side, by switching to CSRBFs, one can also choose the distance at which an obstacle
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starts in�uencing the cobot, making sure the cobot is not in�uenced when it is far away from an
obstacle. This was done such that the cobot can proceed with its tasks, without attempting to move
away further from distant obstacles. By choosing from a list of CSRBFs given in Section 3.2.2, we
can make sure that the CSRBF method will lead to a twice di�erentiable function of the environ-
ment. The twice di�erentiable function was needed because the trajectory planner used for cobot
control utilizes the potential �eld method. When using the potential �eld method, the derivative
of a function that describes the environment is used as a input for the force acting on the cobot.
If the function describing the environment is only once di�erentiable, the force acting on the cobot
might not be smooth, leading to jerky movements that makes the cobot more intimidating to work
with. In Section 3.5, a combination of the proposed environment representation and the potential
�eld method was done. We saw that one should be aware of the chosen constraints to make sure no
negative slope occurs in the potential function. It was numerically shown that the negative slope
does not occur when choosing the same constraints for the surface points and o�-surface points, al-
though no mathematical proof was given. In Section 4.2, it is shown that the obtained environment
representation can be used as input for cobot control by doing simulations and experiments with
the cobot controller implemented.

In Section 3.1 we saw that open-source code provides a surface reconstruction method that takes 220
seconds to transform a point cloud (consisting of 3532 points) to a reconstructed surface. Five steps
were identi�ed in the process from point cloud to surface. In the �rst step, found in Section 3.2.1,
the data set is computed, where the running time of the code was decreased by reducing the amount
of centers and by not estimating the normals. The amount of centers were reduced by creating only
interior o�-surface points. Instead of normal estimation, o�-surface points were placed in extension
of surface points in the direction of camera to surface point. The second step, found in Section 3.2.2,
builds the system of equations, where the computational complexity was reduced by switching from
RBFs to CSRBFs, leading to a sparse system of equations. Also spatial hashing was introduced to
reduce the amount of evaluations from the centers with respect to other centers, by only evaluating
the centers within one cell. We saw that computational time could potentially become large when
obstacles come too close to the camera. This is con�rmed in Section 4.1, where one can see that
the closer obstacles come to the camera the longer the computation time. In Section 3.2.3 step
three is found, where the linear system of equations is solved. By switching from a direct solver to
the iterative conjugate gradient solver, the computational complexity was reduced. In Section 3.3,
the visualization steps are accelerated, even though these steps do not have priority for fast cobot
control. Instead of evaluating the grid for the whole workspace, only the grid points in the vicinity
of centers of the CSRBF are evaluated. Marching cubes (MC) was used to visualize various level
sets of the evaluated grid. In Section 3.4 the computational complexities of all the steps are given.
The complexities were analyzed as well as the time it takes to complete the steps, to show that
reconstruction of the environment can be done within 0.1 s. Reconstruction of the environment
within 0.1 s was possible with the accelerated steps for point clouds up to 13000 centers. While still
depended on the amount of centers chosen, the proposed acceleration steps provide a method that
reconstructs a surface faster than 0.1 seconds. No further research was done on the e�ect of the
amount of centers on the accuracy of the reconstructed surface. In Section 4.1, it was validated that
an environment representation can be updated at 10 Hz with an online camera stream as input, but
one should be aware of the distance between camera and cobot workspace.

In Section 3.6, calibration with an Aruco marker is described to obtain the extrinsic parameters
of the camera. With the calibration done, one can express points with respect to the cobot base
frame. Virtual cylinders are placed around every cobot link. The point cloud is transformed from the
cobot base frame to the cylinder frames. If a point is inside the cylinder it is removed from the point
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cloud and is therefore not reconstructed. One problem that arose was introduced in Section 4.3,
where we saw that even though the cobot was �ltered out of the image, the shadow points still
remain which in�uence the cobot. As a preliminary solution the neighborhood �lter from RealSense
together with manual exposure settings can be used to remove the shadow points. However, this
also resulted in loss of information of the environment, as points contributing to the environment
can be �ltered as well.

5.2 Recommendations

Several research objectives have been addressed in this work. However, this work has limitations
which are translated into recommendations for future research. In this section, various suggestions
are done for future research in the application of vision based cobot collision avoidance.

Mathematical proof for o�-surface point constraints. As stated in Section 3.5, one can get
rid of the negative slope in the potential �eld before the potential �eld goes to in�nity. This was
done by placing the same constraint on the o�-surface points as the surface points, namely the
constraint g(ci) = −d, where d is the distance at which o�-surface points are placed from surface
points. However, the correctness of this method was only shown numerically, but no mathematical
proof was given. It is recommended to �nd a mathematical proof such that it can be guaranteed
that no negative slope occurs in the potential function before the cobot is being repelled.

Multiple cameras. In this project one camera was used to observe the environment. An assump-
tion had to be made about the thickness of obstacles in the environment. Also, it was unknown if
any obstacles are behind the shadow of a certain obstacle. For future research it is therefore rec-
ommended, to use multiple cameras and develop a strategy to reconstruct the thickness of obstacles
from the input of multiple camera views, as well as observing the workspace from various viewpoints
to reduce the shadow regions of obstacles.

In�uence of camera placement on reconstruction frequency. In Section 4.1, it was stated
that the closer obstacles come to the camera, the slower the implicit surface representation would
be updated. A distance for camera placement with respect to the workspace was found by means
of trial and error to make sure reconstruction could be done within 0.1 s. However, no thorough
research was done to show the relation between the distance of obstacles to the camera and the
reconstruction frequency. For optimal camera placement this relation can be further researched.

Surface accuracy with respect to the amount of points. When choosing how many points
were used from the point cloud to reconstruct the environment, we would choose the amount of
points such that reconstruction within 0.1 s was possible. No research was done on the accuracy
of the reconstructed surface, but rather on the implicit representation of the environment and its
various level sets (and their application to cobot control). Using less points generally results in a less
accurate surface. Research can be done in the amount of points with respect to the accuracy of the
reconstructed surface. This could, for example, be done by reconstructing a known white re�ective
half sphere and comparing the reconstructed surface with the actual surface.
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Removing shadow points while minimizing loss of information of the environment. As
stated in Section 4.3, when the camera is far away and obstacles are partly in the shadow of the
cobot (for example a wall behind the cobot), shadow points occur. These shadow points are also
reconstructed, such that the cobot will be repelled by its own shadow. By using the neighbor �lter
from RealSense in combination with manual exposure settings for the camera, the amount of shadow
points can be greatly reduced. However, using the RealSense �lter and manual exposure settings
resulted in a loss of points that contribute to the environment. To avoid loss of information about
the environment (and avoid that obstacles are not reconstructed properly), it is recommended to
�nd a �lter that removes shadow points while minimizing the loss of environment information.
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Appendix A

Hardware and software used for

computation

The computation time depends on the hardware and software that is used. Table A.1 shows the
hardware that was use throughout this project, while Table A.2 shows the software that was used.

Table A.1: Hardware that was used throughout the experiments of this project.

Device Type

CPU Intel Core i7-7700HQ CPU @ 2.80 GHz

GPU Nvidia GeForce GTX 1050, 2 GB

RAM Single 16 GB DDR4 2133 GHz

Camera Intel Realsense D435

Table A.2: Software that was used throughout the experiments of this project.

Software Version

Ubuntu 16.04

Intel Realsense SDK 2.17.0

ROS ROS Kinetic Kame
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Appendix B

Reconstructions of simulations with

cobot collision avoidance

In Figure B.1, one can see the reconstructions of a person that enters the cobot workspace, where the
cobot is in its initial position without any tasks. Both the front view of the reconstruction as well
as the top view can be seen. The person starts moving his arm towards the virtual Vincitech cobot.
As an environment representation, we visualize the surface level set (visualized by yelow triangles)
together with the outer level set (visualized by transparent blue triangles, they appear light violet
in Figure B.1).

The virtual cobot was tuned in such a way that it starts to accelerate away from the person arm as
soon as it enters the radius of in�uence of the human arm. It can be seen that, in Figures B.1b and
B.1d that the cobot is in its initial position and does nothing as it does not notice the person entering
the workspace. The cobot moves away from the arm once it enters the outer level set (visualized by
transparent blue triangles) as the person moves his arm up. If the arm accelerates and the cobot
moves into the radius of in�uence it accelerates away from the arm faster. The closer it will come
to the surface, the faster the cobot will accelerate away (within its acceleration limits).

In the top view (Figures B.1a, B.1c, B.1e, B.1g) one can see that the reconstruction has a cer-
tain thickness that does not correspond to the thickness of the human body. This is because an
assumption had to be made about the thickness of obstacles in the workspace. As we use the arm
of a person to repel the cobot the thickness of the human arm was used as the assumed thickness of
obstacles. For future research multiple cameras can be used to reconstruct the correct thickness of
obstacles in the workspace. In the topview, one can also see that there are some artifacts behind the
reconstructed person and table. For example, in Figure B.1d three reconstructed points are visible
behind the human body. This is due to the fact that the camera can not behind the person and
shadow points can occur behind obstacles. In Section 4.3, shadow points are explained as well as
their in�uence on the reconstruction.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure B.1: Reconstructions the top and front view of a person moving his arm towards a virtual
Vincitech cobot, with the reconstructed surface level set (yellow triangles) and the outer level set of
the environment (transparent blue triangles, appear as the color light violet). The outer level set
represents where the cobot starts to notice an obstacle. The cobot is tuned in such a way that it
immediately starts avoiding an obstacle when it enters the outer level set.
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Collision avoidance of obstacles with the

real Vincitech cobot

In Figure C.1, one can see that with the proposed method the cobot is not only able to avoid persons,
but also all other obstacles such as boxes. In Figure C.1, the cobot performs a point-to-point motion
such that it resembles a pick and place task, while sharing the workspace with a working person. The
camera is placed at a distance of 1.8 m. Using the RealSense neighborhood �lter, shadow points
are kept to a minimum to perform the experiments. The person has stacked boxes in the cobot
trajectory, forcing the cobot to avoid collision with the boxes. The cobot still reaches its end-goal.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure C.1: The cobot with a person standing next to it, together with the reconstructed surface level
set (yellow triangles) and the outer level set of the environment (transparent blue triangles, appear
as the color light violet). The person has placed boxes in the cobot workspace, which makes the cobot
avoid the boxes while still moving towards its end-goal.
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Code of Scienti�c Conduct
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