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Abstract  
 
Many companies today, including HEINEKEN, have a large amount of unstructured and 

unlabelled data stored in archives without using it. This data is currently not used for analysis 

because even though there might be valuable information in this data, companies such as 

HEINEKEN have problems deriving valuable information from large amounts of unlabelled 

data. This thesis will discuss an approach to solve this business problem that focusses on the 

potential value that the application of unsupervised automatic analysis can have by extracting 

valuable information from these large amounts of unused data. This work aims to use the 

application of different clustering techniques and topic models to group the data (breakdown 

reports) into groups based on what type of breakdown is described in the reports. When 

done correctly this can lead to providing the breakdown reports with a cluster/topic label that 

functions as a class label. By dividing these breakdown reports into groups of similar 

breakdowns, valuable information can be extracted by creating an overview from the 

contents of a dataset which in turn provides new insights regarding what breakdowns occur 

and how often these breakdowns occur over the course of a longer time period (1-2 years).  

  



Executive Summary 
 

Introduction 
 

As is the case with most large organisations, tons of data is generated every day in 

HEINEKEN’s breweries. This research is performed in the ‘s Hertogenbosch brewery of 

HEINEKEN N.V. where a lot of generated data is kept in databases, which is not analysed 

since the current analysis methods that the organisation has are not able to process certain 

types of data. this thesis focusses on this business problem by analysing free text data from 

HEINEKEN’s Manufacturing Execution System (MES). The analysis of free text data, also 

known as text mining, is a popular topic in the current scientific literature but mostly 

focusses on supervised analysis methods, which cannot be applied to unlabelled data. 

Therefore this thesis aims to extract valuable information from free text data in breakdown 

reports using unsupervised analysis methods. This resulted in the main research question of 

this thesis: 

 

“ How can free text breakdown reports be analysed automatically for valuable information ?“ 

 

To answer this research question, the research was divided into a number of sub questions 

that focussed on which information is valuable for HEINEKEN, the domain and challenges of 

the research, how valuable information could be extracted from the data and if these 

methods are scalable for the rest of HEINEKEN’s organisation and possible applicability to 

other domains. 
 

Methodology 
 

The research aimed to derive valuable information from the breakdown reports by grouping the 

breakdown reports into groups of incidents describing the same type of breakdown. This thesis 

followed the project structure of the Cross Industry standard process for data mining (CRISP-DM) 

model, where the research questions were answered during the different phases of the model. In the 

first stage, the business understanding, the first research question “what information is valuable” is 

answered by conducting interviews with the different stakeholders of the research and employees 

that are involved in the business processes in which the data is generated. In the second  phase, the 

data understanding, the second research question “what are the characteristics of the problem 

domain and are there possible challenges in this domain?” is answered by extracting the data, the 

initial inspection of the data and using the knowledge gained in the literature study. In the next 

phase, the data preparation, the raw data is separated into a number of subsets based on the 

packaging line and the phase of the packaging process during which the breakdown occurred. These 

subsets are then cleaned and transformed to data sets ready for analysis. In the next phase, the 

modelling, a number of clustering models are constructed. These models are all combinations of the 

TF and TF-IDf  document vectors, K-means OPTICS and DBSCAN clustering methods and Euclidean 

and cosine distance. Once all these models are constructed, their effectiveness is tested using a test 

set from which the models F1 score, precision and recall are determined.  

 

  



Besides the clustering models, a topic model is also generated to analyse the test set. Once the 

clustering is complete, a LDA model is constructed that analysed the same test set. The performance 

of the LDA model was analysed by using the topic numbers assigned by the model as ‘labels’. By 

doing this the performance of the LDA model was expressed with the same KPI’s as the clustering, 

namely the F1 score, precision and recall. The performance of the LDA model was also evaluated 

based on how well the topics were formed and defined, which was done with visual inspection of the 

results and using in-company expert knowledge.  

 

In the evaluation phase, the final research questions that focussed on the applicability of the model 

to data from other departments and domains were answered. These questions were answered based 

on the significance of the models, which are evaluated based on the performance of the models on 

the test set, and the influences of domains derived from the literature. Using the KPI values of the 

test set it was determined if the models could perform with an accuracy significant enough to extract 

valuable information from the dataset by grouping the breakdown reports correctly.  

 

Conclusion & Recommendations 
 

The results of the thesis showed that the best clustering model for grouping the test set of 

breakdown reports was a DBSCAN clustering model with TF-IDF document vectors and cosine 

distance. This model, however, still had an F1-score that was by far too low to form accurate groups 

from which valuable information could be derived. The LDA model performed better on the test set, 

which was shown in a higher F1-score, but the visual inspection of the results of the model on the 

subset of the Filler of line 8A showed that this model’s performance was still by far not good enough 

to form accurate groups of breakdown reports that describe the same type of breakdown.  

 

It is assumed that this is caused by the fit of the analysis models to the domain of the data. the 

breakdown reports are all short documents that use informal and very detailed technical language to 

describe breakdowns. Because of the problems that come with this domain a Bag of Words approach 

was chosen over embedding techniques. This lead to highly sparse vectors and large variations in 

document vector length. While the cosine distance and TF-IDF vectors seemed to eliminate the 

problems caused by the variation in vector length quite well, the overall representation of the 

documents in the vector space is still not well enough to properly cluster it with the methods used in 

this research project. Based on these results and conclusions my recommendations for future 

research are to train an embedder specifically on data from this domain and use this for the 

document representation rather than a Bag of Words model. As shown in Song & Roth (2015) 

similarities in short text tends to be better represented in dense document vectors. Whilst properly 

training an embedder requires a rather large amount of data and some extra resources it would be 

my recommendation for future research that aims to cluster similar data. My second 

recommendation for future research is to focus on evaluating other possible analysis methods that 

could be used to extract valuable information from similar text documents. This means perform 

research into the literature for other unsupervised analysis methods for text that can also be used to 

extract information automatically. This research aims at extracting information by grouping 

breakdown reports in groups that describe the same breakdown, but there are other ways valuable 

information could be extracted from the breakdown reports. 
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1. Introduction 
 
This introduction will shortly discuss the environment of Heineken‘s Den Bosch Brewery in 

which the research is carried out. Firstly, the organisation of HEINEKEN N.V. as a whole is 

discussed, after which it will elaborate on the specifics of the packaging department in which 

the research is carried out and the digital environment of the information systems in which 

the data that is used for the analysis is generated and kept. This background information is 

provided to create a global understanding of HEINEKEN’s organisation and its processes to 

help the reader of this thesis understand the content of the data and the environment in 

which the research is performed. In section 1.4 the problem that drives this research is 

discussed to give a clear indication of the focus of this research. It begins with the problem 

statement in which the business problem and motivation for research are discussed. When 

this has been done the research will be defined in the form of research questions. The 

chapter concludes with the definition of the scope of this research in section 1.5 

 

 

 

1.1 HEINEKEN N.V. 
 

To give a better understanding of the environment in which the research will be conducted 

and the size of the organisation, this research proposal will start by elaborating on the 

company in which the research will be performed. HEINEKEN’s history began in the year 

1864, with one small brewery. 155 Years later HEINEKEN N.V. has grown in to the second 

largest beer brewing company in the world, with over 160 breweries in more than 70 

countries. The organisation HEINEKEN N.V. is much larger than only the HEINEKEN beer 

brand, consisting of a number of international premium brands such as Desperados and Red 

Stripe, and an international brand portfolio of over 200 regional and local brands. This 

resulted in a net revenue of 22.471 Billion euro’s in 2018 (HEINEKEN, 2019).  

 

1.1.1 Company structure 
 
To create a better understanding of the organisational environment in which this research will 
be performed the organizational structure will be discussed shortly. As previously stated 
HEINEKEN N.V. has many breweries spread out all over the world. These breweries are being 
controlled independently, with the top layers of the brewery reporting to the global board. In 
the Netherlands, HEINEKEN has separated it’s organisation in two parts: HEINEKEN Supply 
(HNS) and HEINEKEN Netherlands (HNL). HNS only focusses on HEINEKEN’s core business 
activity: brewing beer. It involves the production of HEINEKEN N.V.’s products and production 
scheduling. The entire research project takes place in the ‘s Hertogenbosch brewery. This 
brewery is part of HNS and therefore for this research, the only relevant part of the 
organisation is HEINEKEN Supply. To give an idea of the size of this brewery: it produces 6.5 
million hectolitre of beers and ciders per year.  
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1.2 HEINEKEN’s packaging process 
 

Since this research will be conducted within the packaging department of the Den Bosch 

brewery, and the data that will be analysed will all be breakdown reports from the packaging 

process, the packaging process is discussed shortly in the introduction of this thesis. This is 

done to provide a low level understanding of the packaging process, which helps to 

understand the context of the breakdown reports. 

 

The packaging of HEINEKEN’s products is only the second half of HEINEKEN’s full production 

process, the first half being the brewing. Although this is referred to as the second half of the 

production process, the departments of packaging and brewing are seen as separate business 

units. While they are separate business units, their production schedules are coordinated 

because the beer that is brewed has to be packaged as soon as possible, and beer that hasn’t 

been brewed cannot be packaged yet. The packaging process is not identical for all products, 

however, for packaging the difference is not caused by what type of beer is packaged but by 

the type of packaging it will receive. The packaging department is split up in three different 

sections: Rayon 1, Rayon 2 and Rayon 3.  

 

In each of these three Rayons there are multiple packaging flow lines, which are called 

“colonnes”. The different colonnes are divided over the Rayons based on the type of 

packaging they can apply. This can be bottles, cans or kegs. The numbering for the different 

colonnes does not have a specific meaning, but the lettering is significant. If 2 colonnes have 

the same number but a different letter, such as 15A and 15B, the colonnes can be connected. 

This means that products flowing through colonne 15A can be moved to 15B to finish 

packaging. This can come in handy when a breakdown occurs in one of the more downstream 

stages, so the production capacity of the colonne does not fully go to waste. The division of 

the different colonnes and their meaning is shown in the schematic below in Figure 1.1.  

Figure 1.1 organisational chart of the layout of the packaging department 
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Although the colonnes are not identical, and some equipment differs for the colonnes that 

are designed to fill cans, most of the packaging process can be generalised and divided into a 

number of steps. These are unpacking, filling, pasteurizing, labelling and inspection. To get a 

clear picture of the packaging process and the differences in the process between different 

packaging types each step will be explained in detail below. 

 

Unpacking 

The process starts with the unpacking of the packaging materials. All packaging materials are 

received from their manufacturers in bulk. The packaging materials are unpacked, split up 

into single cans/bottles and fed to the system. The other materials remain in bulk and are 

placed in the machines that require them. This is where unpacking ends and filling begins. 

Filling 

Once the materials are unpacked, the actual packaging process starts. First, the bottles are 

rinsed to make sure there are no contaminants that end up in the beer. Once this is done the 

bottles/cans flow to the filling machine. The fillers for the bottles can fill around 32.000 

bottles per hour, while the fillers for the cans can fill up to 90.000 small (33cl) cans per hour, 

this stage is the bottleneck for all packaging types. After the bottles/cans are filled they are 

sealed immediately, and the seal is checked to make sure it is not leaking.  

Pasteurising  

The next step in the process is pasteurising. During this step the sealed cans/bottles are 

heated to a temperature of 59 degrees Celsius to make sure any remaining bacteria, that 

would allow the beer to spoil, are eliminated. This gives the beer a much longer shelf life 

period. 

Labelling 

Once the containers are filled and pasteurised the next step is labelling. For cans, labelling is 

not required, because the labels are printed on the can in the factory that produces them. For 

both cans and bottles, a unique product code gets applied during this step that makes it 

possible to trace the product back any time to see where and when it was made.  

Inspection 

After this has been done the final inspection begins. During this step the beer itself is not 

inspected, this has already been done in between the steps of the brewing process. During 

this inspection it is made sure that all beer is properly packed following the product 

guidelines. This means that the container doesn’t leak, it is filled with exactly the right amount 

of beer and all labels are placed properly. 

Packing 

Once the bottles and cans have passed inspections, the multi-packers place the individual 

beers in the different SKU packages (6-packs, 4-packs etc). This is often done by complicated 

machines consisting of multiple different phases. When the packing is complete the 

multipacks are transferred to the warehouse where these are prepared for shipment.  

  



4 
 

Stacking 

Once the packing has been done the final step is stacking. Automated stacking machines 

group the multi-packs in the optimal stacking pattern and stack the product on pallets layer 

by layer. After a pallet has been fully stacked, a plastic seal is applied, and the pallet is stored 

in a warehouse ready to be shipped. 

 

1.3 The MES packaging system  

As this research’s title suggests, this research aims to use unsupervised automatic analysis 

methods on free text data in the form of breakdown reports to extract valuable information. 

To give a better understanding of the origin of the data that will be used in the analysis and its 

context, this section will elaborate on how the data is generated and the digital environment 

in which it is used.  

 

Although HEINEKEN’s recipe hasn’t changed in the past 125 years, the methods to brew it 

sure have. The packaging of the beer has changed the most. This is now mainly ran by PLC’s ( 

programmable logic controller). These are small electronic devices with a mini processor that 

give specific output signals based on input signals. An example of this is that when a signal 

comes in to notify a PLC that there is a bottle on the conveyor belt that isn’t filled up properly 

(input), it sends a signal to a specific rod (output) to extend so that it pushes the wrongly filled 

bottle in a trash bin placed besides the conveyor belt. These PLC’s are an important part of 

reducing manual labour requirements and can help with simple tasks, but they can only 

process simple signals. Because of this, all plc’s are connected to a MES (Manufacturing 

Execution System). This MES holds the data from the PLC’s, and can add a meaning to the 

signals as well.  The MES is seen as the bridge between the PLC’s and the ERP system. The 

MES shows all production data, including the performances of all colonnes. Currently the MES 

is being used to analyse the performances of the different areas of the packaging department. 

This is done by checking the OPI (Operational Performance Index) and some other KPI’s (Key 

performance indicators) of each shift. These KPI’s are derived based on the output registered 

by the MES. 

 

1.3.1 Breakdown reports 

If a problem occurs during any stage of the packaging process, the machine where the 

problem occurs is stopped. If a machine is stopped for less than 5 minutes it is categorised as 

a “short stop”.  If a machine is stopped for more than 5 minutes this is categorised as a 

breakdown. When a breakdown occurs, the operator present fills in a short breakdown report 

which is also stored in the MES. A screenshot of the breakdown report that the operator fills 

in is shown in appendix A. Most information given in the reports by the drop down menus is 

not always complete, so operators can use the free text field for comments at the end of the 

report to summarize what really happened. A lot of these reports are filed every day as many 

breakdowns occur. Currently the free text from these reports is only analysed going back 24 

hours because of the limited capacity available, since all breakdown reports are analysed by a 

team leader reading the reports manually.  
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1.4 Problem definition 
 

A lot of new breakdown reports are written every day, which means a lot of free text data is 

added to HEINEKEN’s MES database daily. Currently the organisation does not have any 

effective methods for analysing this data, which means that the only way to gain any 

information from this free text is to read it manually. Because this is very time consuming, 

reports are only looked at going back 24 hours. HEINEKEN believes that these breakdown 

reports might hold valuable information since it contains elaboration on the causes and 

durations of all incidents that had a significant impact on the performance of the packaging 

process in the past years. Because of this HEINEKEN is very interested in the possibilities that 

automatic analysis methods can offer in analysing these large amounts of free text 

breakdown reports. Analysing these reports on a large scale may provide HEINEKEN with 

insights that can help them improve the performance of packaging lines through a better 

understanding of the incidents that occur at the packaging department. The analysis aims to 

do this by showing the breakdowns that occur yearly, how often these incidents occur, and 

how much time they cost cumulative. Analysing the mean time between similar breakdowns 

can also assist HEINEKEN in evaluating the performance of their maintenance strategy. This is 

all information that HEINEKEN currently does not have due to their limitations in analysis of 

the breakdown reports. This is HEINEKEN’s business problem. 

 

From a scientific perspective it is interesting to perform research into the possible application 

of unsupervised automatic analysis methods on the free text data form the breakdown 

reports. Performing scientific research to see if it is possible to gain valuable information from 

this text data and how this can be done, can be a contribution to the available scientific 

literature on natural language processing (NLP), because to my knowledge there is no current 

work that focusses on applying these methods to this domain. In the current scientific 

literature available there are already numerous articles published on different automatic 

analysis methods for text and their applications, however to my knowledge there are not any 

articles that cover a similar business problem or the use of unsupervised automatic text 

analysis methods to solve problems in this domain. When it comes to the use of classification 

methods for short text documents, the literature either covers topic filtering of short social 

media texts (sriram et al, 2010), sentiment classification of short social media texts ( Go, 

Bhayani, & Huang, 2009 ), classification of customer reviews based on sentiment analysis 

(Gräbner et al, 2012) or very short text classification (Paalman et al. 2019). 

 

When it comes to clustering short texts, the scientific literature available covers improving 

clustering methods with the use of additional information sources like Wikipedia on texts for 

accuracy (Banerjee, Ramanathan and Gupta, 2007) or the use of convolutional neural 

networks (Xu et al, 2015) and (Xu et al, 2017). To my knowledge there is currently no scientific 

literature available that focusses on the application of clustering and topic modelling to the 

specific domain of very short Dutch technical text. 
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The motivation for this research is to contribute to the currently available scientific literature 

on clustering and topic modelling by applying these methods to a novel domain. This is done 

by application of these methods to solve the business challenge of HEINEKEN. 
 

1.4.1 Research questions 
 

The problem definition describes how HEINEKEN currently has a lot of free text data that is 

only being analysed going back 24 hours, because the company does not have the tools to 

efficiently analyse this data. Automatic analysis methods might help with this since these 

methods enable the analysis of very large amounts of free text data in a short amount of 

time. To assess the usability of these analysis methods it has to be tested if valuable 

information can be extracted by these methods. Given this research problem and its context, 

the following research question arises: 

 

 “ How can free text breakdown reports be analysed automatically for valuable information ?“ 

 

In order to answer this question the following sub-questions arise: 

1. What information is valuable for HEINEKEN? 

2. What are the characteristics of HEINEKEN’s problem domain and the data, are there 

potential challenges to analysing data from this domain and are they relevant for this 

research?  

3. What are the results of the data analysis and what insights for HEINEKEN’s process can 

be derived from these results ? 

4. Can the performed analysis be standardised for other parts of HEINEKEN’s 

organisation? 

5. To which extend can the methodology used in this report be generalised for use in 

other domains? 
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1.5 Scope 
 

The scope of this research is defined to give a clear indication of what the research will focus 

on. This research project will focus on the possible applications of automatic analysis methods 

on the free text in breakdown reports from HEINEKEN’s MES data. As previously mentioned 

there are a lot of different automatic analysis methods. Since the aim of this research is to 

explore the possibilities of automatic analysis methods on the breakdown reports, this 

research will focus on the requirements for analysis and an analysis from a high level of 

abstraction. This includes the possible application of clustering and topic modelling. 

Supervised methods require annotated data, so this research serves as a preparation for that. 

Sine this research focuses on exploration and preparation for deeper automatic analysis 

methods, other text analysis methods are out of the scope of this research. The data used in 

the analysis will consist only of all breakdown reports generated in the MES packaging system 

between the 1-06-2018 and 1-07-2019. All data is text written in the Dutch language. This 

research will only focus on analysing the data of the breakdown reports of the packaging 

department, all other strategic and operational decisions of the packaging department such 

as the packaging process, the planning and material selection are not in the scope of this 

research, because there is no data available for analysis of these parts of the organisation.  
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2. Literature review  
 

To be able to conduct proper scientific research a clear understanding of the topic is required, 

as well as knowledge of what scientific reports are written on this topic. To get a clear 

understanding of the scientific information available on the topic of this research, an 

extensive literature review has been performed as preparation for writing this thesis. In this 

section of the report the most relevant findings from the literature study are discussed for 

each of the analysis methods and domains in the scope of this research.  
 

 

2.1  Introduction  
 

Text mining is defined in Talib et al (2016) as “a process of extracting interesting and 

nontrivial patterns from huge amount of text documents”. The words used in this quote are 

too general since interesting and nontrivial patterns can mean lots of things, therefore I 

define text mining, also described as the mining and analysis of all textual data, as the act of 

deriving useful information through statistical analysis for patterns and trends in textual data. 

This includes many different analysis types and methods for a number of different types of 

data ( e.g. structured vs un-structured).  

As discussed in many different general surveys such as Hotho et al. (2005), Allahyari et al. 

(2017) and Talib et al. (2016) the most popular types of automatic analysis methods for text 

are clustering, classification, and automatic information extraction. 

 

As described in Allahyari et al. (2007) the text classification problem can be defined as “ a 

training set D = {d1,d2, . . . ,dn} of documents, such that each document di is labelled with a 

label ℓi from the set L = {ℓ1, ℓ2, . . . , ℓk }. The task is to find a classification model which can 

assign the correct class label to a new document d.“ A simple schematic of text classification 

is shown below in figure 2.1: 

 

Figure 2.1 Schematic of document classification (Choi & Lee, 2017)  
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Since classification is a supervised method, labelled data is required. This research focusses 

on working with unlabelled data and therefore unsupervised analysis methods. Because of 

this, classification is out of scope for the research and thusly the literature review will also not 

further discuss classification methods.  

 

As indicated in the introduction of this research report the aim is to extract valuable 

information by creating an overview of the contents of a large dataset of unlabelled free text 

data in the form of short text breakdown reports. While automated information extraction 

sounds well suited for the analysis, it is not because this method is also supervised. Because 

of this the focus in this research is put on clustering. Besides clustering, topic modelling is also 

assumed to be well suited for this analysis, since it aims to represent the contents of a dataset 

by dividing its contents in a number of topics. Because of this it is included in the analysis and 

in the literature review.   

 

 

2.2 Literature on pre-processing techniques 
 

Most cluster analysis projects start with a pre-processing phase. Although this step is not 

100% mandatory for clustering, pre-processing is believed to significantly improve the results 

of many document analysis projects by reducing the amount of variation and/or noise in the 

text of the documents. There are a number of different pre-processing steps that are well 

known and covered in most of the scientific literature on clustering, including the previously 

mentioned Hotho et al. (2005), Talib et al. (2016) and Allahyari et al. (2017). 

 

Documents are represented by the words that make them up, and for some methods the 

sequence in which they appear. Most document representations (e.g. TF and TF-IDF) focus on 

two factors for this: which words occur and how often each word occurs. To get a good 

representation of which terms occur that contribute to the meaning of the document and 

their relative frequency compared to other terms, two important pre-processing tasks can be 

carried out: removing words that do not add anything to the context of the document, and 

standardising the remaining important terms. 

 

Tokenization  

The first pre-processing technique discussed is called tokenization, as discussed in Webster & 

Kit (1992). This step is focussed on breaking up long sequences of text (e.g. sentences or even 

documents) into a list of pieces suited for analysis. These pieces are called tokens and usually 

make up individual words or sentences. Once a text document has been tokenized the 

contents can be further pre-processed and analysed. This is done so that each token can be 

analysed separately. Tokenization can also have some drawbacks since some terms can be 

difficult to tokenize. One of these examples is data-base, this can be interpreted as 1, 2, or 3 

tokens by a person. 
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Filtering  

When tokenization has been performed, the next step is filtering. As the name indicates, 

filtering focusses on taking unwanted tokens out of the text documents before the analysis. 

One of the most popular filtering steps is called stop-word removal. As described in Saif et al. 

(2014) stop word removal focusses on filtering out the tokens that are identified as stop 

words and thus have no contribution to the context of the document (e.g. “the”, “it”).  

Removing stop words is often performed in pre-processing because removing stop words is 

believed to improve the representation of documents through more accurate term ratios for 

terms that do contribute to the content of the document. Stop word removal can significantly 

improve the results of automatic analysis on text documents as is shown in Silva & Ribeiro 

(2003). Besides stop words, punctuation marks and other tokens deemed irrelevant can also 

be filtered out. Filtering can also have drawbacks since the presence of stop words can be 

useful in some text analysis tasks such as authorship identification. 

 

Lemmatization & Stemming  

Once the unwanted tokens are removed from the text document, there are still some pre-

processing steps that can be carried out that are focussed on standardising the remaining 

tokens. Where humans can interpret the meaning of words, computers can only read them as 

a sequence of characters. Where humans can see walk, walking and walked as three forms of 

the verb walking, a computer can only read it as three different words. Because of this, 

standardising of terms can help improve the accuracy of the term frequency interpreted by 

an analysis model. There are two well-known methods for this, namely stemming and 

lemmatization. Lemmatization focusses on unifying different forms of the same words to one 

general form by mapping verbs to their base forms and nouns to a single form. To do this a 

dictionary that recognizes all words and can provide a lemma for each word form in its 

dictionary is required. Because of this a lemmatizer needs to be created separately for each 

language. Producing a lemmatizer that does this properly for Dutch language has shown to be 

very challenging (Jongejan & Dalianis, 2009). Because of this stemming is often preferred over 

lemmatization. 

 

Stemming focusses on creating the basic “root” forms of words (i.e. the stem). This is done by 

simply removing the affixes from words such as the ‘s’ from plural nouns or the ‘ing’ from 

infinite verbs. As with lemmatization, stemming aims at creating one base form for words that 

occur in the text document to reduce dictionary size and vocabulary variation. The oldest 

stemmer documented in the scientific literature that could be found was published in Lovins’ 

1968 paper “development of a stemming algorithm”. Since then much has been written 

about stemming, the most popular stemmer being Porter’s stemmer as described in Porter 

(1980) for the English language. Although the stemmer was created in the 1980, it was widely 

adopted and extended in the scientific literature as shown in Willet (2006). Porter’s updated 

stemmer is still one of the most popular stemmers in the literature, called “Snowball” as 

published in Porter (2001), which is based on the original porter stemmer from Porter (1980).  
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The use of stemming can also be beneficial for clustering as shown in Sandhya (2011). As with 

lemmatization, stemming also has drawbacks. While stemmers can also work with algorithms 

rather than dictionaries, stemming morphologically rich languages such as Dutch can be very 

difficult as shown in Zervanou et al. (2014) 

 

Besides the pre-processing methods described above, there are some other well-known pre-

processing methods that are described as “linguistics pre-processing methods”. These 

methods focus on displaying the structure of text and the role of words in this structure 

rather than preparing the text for analysis. Because these methods are not used for the pre-

processing of cluster analysis they will not be discussed in detail. These methods as discussed 

in Manning & Schutze, (2001) include: Part of Speech(POS)-tagging, chucking, word sense 

disambiguation and parsing. 

 

While these methods have all shown to be effective for pre-processing, not all of the above 

explained tools have and can be applied in each research and domain. As shown in the 

sources discussed above, stemmers and lemmatizers have weaknesses. These tools do not 

always operate properly when the text supplied is not recognized. Stemming of 

morphologically rich languages can be very difficult as shown in Kassim et al. (2016). These 

challenges also apply to informal language and highly technical jargon which is the domain of 

this research. The same applies for lemmatization, which can have an significant negative 

impact on research outcomes as shown in Vassallo et al. ( 2019). While this research is 

performed with sentiment analysis, the outcome is still highly relevant for this research 

project.  
 

 

2.3 Literature on document representation 
 

Text or documents have to be transformed to a different form in order for them to be 

clustered, since algorithms can’t cluster actual words. To do this, the documents are 

transformed into vectors using the vector representation model as discussed in Salton et al. 

(1975). Within this vector representation model there are a number of different methods that 

can be used to translate these words into vectors. Most of the popular methods for 

document representation discussed in the scientific literature can be divided into two 

different methods: Embedders and the Bag of Words (BoW) model. 

 

2.3.1 Bag of Words models 

 

One of the oldest known representation methods is called the Bag of Words (BoW) method, 

which was firstly presented in Harris (1954). In bag of words representation, the document is 

seen as a ‘bag’ filled with the words that make up the text in the document. It is called a bag, 

because in this representation there is no order or structure of the terms kept. The only 

information from the document stored is which terms occur, and how often these terms 

occur. 
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An example of the BOW model: define X as the sentence “john likes apples”. Tokenization 

would turn it into X=[“John”,”likes”,”apples”]. Assume the document collection exists of 

document X specified above and document Y, which exists of the sentence “jake likes all fruits 

except apples”, which tokenization would turn into Y=[“jake”, “likes”, “all”, “fruits”, 

“except”,”apples”]. Given the document collection made up from X and Y the bag of words 

model would represent the documents in the following vectors: 

X=[1,1,1,0,0,0,0] and Y=[0,1,1,1,1,1,1] 

 

The method is based on the idea that a document is represented by the terms that make up 

the document. It is assumed that the semantic meaning of a word is determined by the 

sequence of characters it consists of. If this is correct it is implied that documents are similar if 

they consist of similar words. The method seems rather simple, which is also one of its 

strengths: it is easy to implement. From this BoW model a lot of variations arise that all focus 

on how the element values of the vector are calculated, also known as term weighting. The 

most well-known are Binary, Term Frequency, TF-IDF and ACT-IDF. 

 

Binary term vectors value each element of the vector as either 0 or 1, 0 if the term doesn’t 

appear in the document and 1 if it does. Very simple, but this also imposes a large limitation 

of this method, namely that it does not take in to account how often terms appear in the text. 

This is quite a significant limitation, which is solved by using Term frequency vectors. These 

count the frequency of each term in a document and that becomes the element value. This 

method is still simple to implement in research and solves a large limitation of binary term 

vectors, but still has another limitation: it doesn’t prioritize rare terms over others.  

 

Standard term frequency vectors have popular words that are very general, these may occur 

often in a document such as “he” or “because”. The high frequency of these words can 

disrupt clustering as these words may appear often but do not contribute much to the 

contents of the document. As a solution to this problem the Term frequency- inverse 

document frequency (TF-IDF) method is created. The method, which was first discussed in 

Salton & Buckley (1998), prioritizes uniqueness of a term over the frequency of a term within 

a given document. The formula is rather simple and can be represented as: 

 

 
 

Where: 

• Wi,j is the TF-IDF term weight for term i in document j 

• tfi,j equals the frequency of term i in document j  

• N equals the number of documents in the dataset 

• Dfi equals the number of documents in the dataset in which term i occurs. 
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The idea behind this method is that terms that only occur in few documents tend to 

contribute a lot to the context of the document and therefore are very well suited to cluster 

the document based on those terms, which is why this weighting methods gives terms that 

only occur in few documents a relative high weight. The efficiency of this method has been 

proved as it has been used in countless scientific papers as shown in Bafna et al. (2016). Since 

TF-IDF focusses on terms that occur in few documents, it is especially useful in clustering text 

documents with clusters based on specific domains, such as newspaper articles, where rare 

terms such as “senator”, “homerun” or “murder” occur that are both rather unique and 

domain specific. 

 

The final Bow Method discussed is ATC-IDF. As proposed in Grace & Desikan (2018), the ATC-

IDF weitghing scheme is a normalized version of the ATC weighting scheme described in Jin et 

al (2001). This method resembles TF-IDF but differs in the fact that term frequency’s influence 

is halved, which can be shown in the formula below : 

 

 
 

As can be seen, the formula strongly resembles the original TF-IDF formula, but term 

frequency’s influence is lowered. As mentioned before this led to better clustering results in 

Grace & Desikan (2018), which makes it an interesting adaption, yet it does not automatically 

proves to be a better weighting method. The relevance of this method for a research project 

depends on how important term frequency is in the documents.  

 

2.3.2 Embedding 
 

The second type of vector representation methods is called Embeddings. These methods aim 

to include more semantic interpretation in to the vector space model compared to bag of 

words approach by including the order in which words appear in the document. Not being 

able to take the order of terms into account in the representation is one of the limitations of 

the BoW model that Embedding solves. Embedders aim to derive an interpretation of 

semantic relations between terms by reading text documents and seeing which terms occur 

together in n-grams. Trough reading these text documents embedders are trained, after 

which the embedders create a vector with a limited amount of elements for each term. The 

value of these elements is how similarity between terms is expressed. Embedders can either 

be trained by a user, or pre-trained models can be downloaded and used such as GloVe 

(pennington et al. 2014) and FastText (Bojanowski et al. 2017). These pre-trained models are 

often trained by reading large text databases such as all Wikipedia articles in 1 language (Hu 

et al. 2009). 
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If well trained, embedders have shown to outperform traditional BoW models as shown in 

Mikolov & Le (2014). The embeddings create very dense document vectors, which can make 

the clustering of documents much easier compared to the large sparse document vectors of 

BoW models. In Augenstein et al. (2017) the short comings of the well-known methods such 

as Bow and TF-IDF are also discussed. While these embedders often outperform the 

traditional methods on standardized text domains where the embedders are also trained, 

these methods are not always optimal. As discussed in Song et al. (2014) pre-trained 

embedders do not always perform optimal in short text documents. Embedders also suffer in 

highly specific domain, as is demonstrated in Nooralahzadeh et al. (2018) where the weak 

performance of embedders on the domain is demonstrated. Because of this the research is 

performed without the use of embedders given the bad fit to this domain. 

 

 

2.4 Literature on clustering methods 
 

In the scientific literature there are countless different clustering algorithms. For this 

literature review, the literature covering the most well-known clustering methods and the 

methods that will be used in this analysis is discussed. One of the most well-known clustering 

methods is probably the K-means clustering. This cluster method that debuted in Waggstaf et 

al. (2001) follows a number of simple steps, is easy to implement and only has 1 decision 

variable which is the number of clusters, also known as K. The algorithm follows a number of 

simple steps as shown below: 

 

 
 

K-means clustering can be used with many different representation models and has proven to 

be an effective clustering algorithm in many papers, including Huang et al. (2012.) and Lai et 

al. (2015), where k-means is combined with weighted average TF-IDF representations. K-

means can even be used to cluster the output of convolutional neural networks for document 

topic estimation as shown in Xu et al. (2015). Standardised K-means is performed using the 

Euclidean distance as a distance measure, however K-means clustering can also be performed 

with other distance measures such as cosine distance, this adaption of K-Means is called 

Spherical K-means as described in Buchta et al. (2012).  
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For K-means the desired number of clusters can either be known and pre-specified based on 

the dataset, or it can be determined using an elbow graph. An elbow graph shows the 

number of clusters on the horizontal axis and the margin of error( which is usually the MSE) 

on the y axis, showing which number of clusters best serves the dataset based on this error 

metric. An example of an elbow graph is shown below in figure 2.2. 

 
Figure 2.2 A python generated graph displaying the elbow method. 

K-means clustering has a number of limitations stemming from its rather simple algorithm, 

namely the fact that k has to be chosen manually, all clusters are spherically formed and the 

dependency on the initialisation points. While these may oppose some limitations to the K-

means algorithm, it has a number of strong advantages as well: it’s relatively simple to 

implement and it’s linear nature makes it scalable and low in computational time. 

 

Hierarchical clustering 

 

The next cluster method discussed is called hierarchical clustering and is a little different from 

the other clustering methods. Hierarchical clustering does not work with centroids like k-

means does, but instead focusses only on grouping or dividing documents. Hierarchical 

clustering is named after the hierarchical structures in which clusters are formed. Hierarchical 

clustering can either be performed agglomerative (bottom up) or divisive (top down). When 

hierarchical clustering is performed divisive, all documents are first grouped in one big 

cluster, from there, the documents are divided in to sub clusters based on distance or 

similarity. The result is a dendrogram that shows the structure of the clusters over different 

layers. This dendrogram is seen as one of the pros of hierarchical clustering since it allows the 

researcher to observe the structure of the different relations between clusters in an instance. 

An example of a dendrogram can be observed in figure 2.3. 
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Figure 2. 3 example of a dendrogram of hierarchical clustering 

 

Hierarchical clustering differs strongly from the previously discussed K-means clustering in its 

structure and way of operating, which also results in differing results when applied. 

Hierarchical clustering has a number of advantages compared to K-means clustering: it can be 

performed both agglomerative and partitioning, and no assumption has to be made on the 

desired number of clusters. The true strength of hierarchical clustering also lies in the 

resulting structure in the form of a dendrogram, which can display meaningful relations 

between clusters or data points. This however is usually not very relevant for text document 

clustering. As can be observed from the dendrogram above this method is not the best fit for 

clustering a large amount of documents into a large amount of different clusters.  

 

DBSCAN Clustering 

 

While k-means and hierarchical clustering are by far the most well-known cluster allocation 

methods there are many more cluster allocation algorithms that are documented and used in 

the current scientific literature. One of these cluster methods is called Density-Based Spatial 

Clustering of Applications with Noise, also known as DBSCAN. This algorithm was first 

described in Esther et al. (1996). While methods such as k-means focus on the centroid of the 

cluster and the distance of the centroid to other data points, DBSCAN focusses on the density 

of the area surrounding data points. The DBSCAN algorithm has a number of simple steps 

similar to K-means. At the start of the algorithm the values of Eps and minPts are chosen. Eps 

is the size of the radius of the circle that will be formed around a data point. MinPts is the 

number of data points that should be in the circle with radius Eps to be a core point. An 

example of this is shown in figure 2.4. 
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Figure 2. 4 An example of the Eps and MinPts definition, as taken from 
https://www.geeksforgeeks.org/dbscan-clustering-in-ml-density-based-clustering/ 

 

Once these values are defined, a random point is selected. If there are more than minPts 

other data points in the space around the database within a distance <= Eps, this point is 

defined as a core point and is placed in a new cluster. Repeat this process for all data points 

such that all points are defined as either core points, border points (points that are in range 

Eps of a core point but have less than or equal to minPts points in their area of size Eps) or 

outliers (points outside range Eps of core points). 

Once all points have been defined, core points can be connected if they are within range Eps 

of each other. Through this process all core points are connected to the other core points in 

range Eps, and chained as a group (if A is connected to B, and B is connected to C A,B and C 

are all in the same group). 

Once this process concludes and all points are with their neighbours in range Eps, place all 

core points that are connected in the same cluster, and place the border points in the 

respective clusters of their core points. All data points not placed in clusters after this stage 

are noise and can be defined as outliers. 

 

This method has a number of strong points compared to the spatial clustering methods such 

as K-means, one of the largest being that is able to form clusters of all different shapes and 

sizes. While this method has proven to be very effective in numerous clustering applications 

for document clustering as shown in Janani & Vijayarani (2016), for this however the 

parameters have to be set to a good value, which can be quite difficult. if the Eps is chosen 

too low, a lot of points will be classified as noise, make it too large and all points will be 

shaped in 1 big cluster. One of the limitations however is the fact that DBSCAN is not able to 

create clusters of varying densities based on the algorithm.  

  

https://www.geeksforgeeks.org/dbscan-clustering-in-ml-density-based-clustering/
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OPTIC Clustering  

Like DBSCAN, OPTICS (Ordering Points To Identify Cluster Structure) is another density based 

clustering algorithm, as described in Ankerst et al. (1999). The idea behind the algorithm is 

similar to DBSCAN in that it focusses on density of the data points in the document space. 

OPTICS also uses the MinPts variable as defined in the previous section of this literature 

review, however it also introduces two new variables: the core distance and the reachability 

distance. The core distance is defined as the minimum value of the radius from a data point 

needed to make it a core point (definition of core point is same as in DBSCAN). The 

reachability distance is defined with respect to another data point, and equals the maximum 

of the distance between two points and the core distance of the initial data point. An example 

is shown in figure 2.5 below: 

 
Figure 2.5 An example of the distance metrics used in OPTICS as taken from 
https://www.geeksforgeeks.org/ml-optics-clustering-explanation/ 

 

Using these variables the data points are linked together as with DBSCAN. Once this has been 

done, the output can be represented in a reachability plot which shows the data points in 

order of which they are processed on the horizontal-axis and the reachability distance to the 

nearest neighbour on the vertical axis. when a reachability plot is generated, the clusters can 

be observed visually. An example of this is shown below in figure 2.6. 

 
Figure 2.6 Example output of OPTICS including reachability plot as taken from (Gialampoukidis et al., 
2016) 
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OPTICS can be seen as a an extension of the DBSCAN method as both are based on the 

density of documents in the feature space, however there are some differences between 

them. A strength of OPTICS is that it is able to distinguish clusters of varying densities better 

compared to DBSCAN as shown in Kanagala et al. (2016). 

 

2.4.1 Distance metrics 

 

In the report the term distance between document vectors is often used. This distance is used 

to express perceived similarity between documents. The shorter the distance between two 

document vectors, the more similar they are expected to be. In multidimensional spaces 

distance can be calculated in many different ways. The most simple distance metric is the 

Euclidean distance. This distance metric is always used in k-means clustering and in all 2 

dimensional cluster problems. For two document vectors A and B with K elements the 

Euclidian distance can be calculated using the formula: 

 
 

The Euclidean distance will favour documents that are of relative equal size when using 

regular term frequency methods as the vectors will be of a somewhat similar magnitude. 

Because of this< Euclidean distance should only be used in analysis when all vector sizes are 

normalized. Euclidean distance works well in dense highly populated features spaces, which 

are often relatively low dimensional. Given the nature of the formula the Euclidian distance 

becomes a less effective similarity measure when the number of features or elements in a 

vector increases significantly, as the sparsity of the document vectors tends to increase as 

well. This phenomenon is also known as “the curse of dimensionality”. 

When the dimensionality increases the distance between vectors becomes less relevant, 

because of the counter intuitive behaviour of vectors in high dimensional space, as explained 

in Aggarwal et al. (2001). 

Because of these issues a second distance metric is included in the analysis, namely the cosine 

distance. the cosine similarity is a very popular similarity measure in the scientific literature 

covering information retrieval and clustering. It is applied in numerous clustering research 

projects including Larsen & Aone (1999). The cosine similarity is calculated using the following 

formula: 

 
Where d1 equals the document vector of document one and d2 equals the document vector 

of document two. The cosine distance is calculated by taking the dot product of the two 

document vectors and dividing this over the product of the absolute vector lengths. Using this 

similarity measure, the similarity between a document vector and a centroid can also be 

determined using the formula, with c being the vector that represents the cluster centroid:  
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the cosine similarity is based on the dot product of document vectors, and when looking at 

the formula it can be observed that since document vectors are all of the same length in most 

embedding and BOW models, the model only prioritizes the dot product. The use of cosine 

similarity has its advantages over Euclidian methods described above, as it is a better 

similarity measure when dealing with high amount of sparse elements (0 value) in document 

vectors and thusly high dimensionality as Euclidean methods lose their sensitivity when the 

document features contain a significant amount of (sparse) features. However there are also 

some drawbacks with using cosine similarity. Cosine similarity only looks at the angle of 

vectors, which is a translation of the relative frequency of terms, and not at the total term 

frequency. Using cosine similarity a vector with X=[1,2,3] is more similar to Y=[100,200,300] 

then it is to Z=[1,2,4]. 

 

2.5 Literature on topic modelling methods  
 

Besides the clustering algorithms described above this literature review discusses another 

special form of text analysis algorithms called topic modelling. Topic models look for words 

that tend to co-occur in documents often and defines these as “topics”. Topic models aim to 

extract a number of semantically related n-grams, which are all sequences of length “n” 

words in a document,  from a document dataset and group these based on context in to a 

number of specified topics. While this method cannot be used to replace a standardized 

document clustering algorithm such as K-means, it can contribute to the document clustering 

problem by extracting a number of topics which can then be used to estimate the correct 

number of semantic clusters in the dataset or simply to categorize the different topics in a 

database of short texts such as e-mails or social media messages. There are two well-known 

and documented methods for topic modelling, namely Latent dirichlet allocation (LDA) as 

discussed in Blei et al. (2003) and Latent semantic allocation (LSA) as described in Hofmann 

(1999). These methods both focus on hidden (latent) properties of text documents that reveal 

the document topics, and also believe that documents can be created from a mixture of 

topics. 

 

Latent Semantic Analysis (LSA), as described in Landauer et al. (1998) is a method for 

extracting the contribution of words to semantic context of text documents to define the 

topics discussed in the text documents that make up the dataset. LSA starts with the creation 

of a document term matrix, indicating the different words that occur in the document and 

their frequency. These are then transformed into vectors in the document feature space, 

which can be adapted using multiple different weighting methods as discussed in section 2.3 

of this literature review. Once this has been done, LSA continues with singular value 

decomposition (SVD) which focuses on translating the document vectors in to vectors with 

elements that represent weights (or loadings) on a pre-specified number of topics. The 

process of SVD, which resembles PCA, does this through dimension reduction using matrix 

multiplications. 
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For a collection of documents containing t terms, LSA can identify R concepts/topics. The 

term document matrix TDM can be expressed as a matrix of shape [txd] with the term 

frequency of all t terms in each document of the collection of d documents. This matrix can 

be deconstructed into three matrices which are a term-concept matrix of shape [txR] called U, 

a diagonal matrix defining the “strength” of each concept trough their eigenvalues of shape 

[RxR] called D and the rank reduced eigenvector document matric of size [Rxd]. This matrix 

gives the loadings of each concept R for each document D and is defined as 𝑉𝑇. The formula 

for the term document matrix TDM can then be defined as : 

 
 

 
 

 

The values in each matrix translate to the results of the analysis. The first matrix U can be 

translated to the encoding matrix, which defines the “loading” of each term to each topic. 

This can be used to determine which words most strongly contribute to each concept. Those 

words can be used to define the semantic topic that each concept represents. 

 

The third matrix, 𝑉𝑇, is a matrix of the loading of each topic for each document. The matrix 

shows a certain degree of how much each topic is covered in each document. LSA can be 

used for multiple purposes: to soft cluster text documents, to indicate the different topics 

that are discussed in the document dataset and to extract the most popular terms that 

indicate each topic covered in the document data set. LSA however does require a pre-

specified number of topics (i.e. r needs to be specified beforehand) which offers some 

limitations if a sensible estimation of number of topics in the dataset cannot be made.  

 

Because of the lack of a probabilistic foundation in the original LSA model discussed in 

Landauer et al. (1998), an adaption was proposed that has a probabilistic foundation in 

Hoffmann (1999) called probabilistic Latent Semantic Analysis (pLSA). This model assumes 

that all words in each document are generated from latent topics using a mixture model with 

multinomial random variables. Probabilistic LSA aims to solve the same problem as standard 

LSA, but using mixture models and probability instead of the linear algebra used in LSA. 

 

While pLSA addresses some of the weaknesses of LSA and adds a probabilistic layer to the 

model it still has some weaknesses, namely that the number of parameters for pLSA grows 

linearly with the number of documents we have, so it is prone to overfitting. Due to this and 

other problems, topic models kept evolving to newer versions such as Latent Dirichlet 

allocation. 
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Latent Dirichlet Allocation (LDA), as described in Blei et al. (2003) , focusses on the extraction 

of topics from text documents using hidden (latent) factors. LDA is a further adapted method 

build on the basics of LSA, but using dirichlet priors for probabilistic document- and word-

topic distributions. The Dirichlet distribution can be seen as a distribution of different 

statistical distributions of loadings of topics in a document. Where the formula above displays 

the idea behind LSA, LDA’s view on how documents are generated is shown in figure 2.7 

below: 

 

 
Figure 2.7 Graphical model representation of LDA, as taken from (Blei et al., 2003) 

 

Where α is defined as the Dirichlet distribution, from which a topic distribution θ is chosen. 

From this topic distribution θ, a topic Z is chosen. From a second Dirichlet distribution β a 

term distribution is sampled which represents the term distribution of topic Z. From this word 

distribution, word W is chosen for document N in dataset M. 

 

As with LSA and pLSA the output of LDA focusses on the display of topic allocation across 

documents. Besides the display of different topics in a dataset, LDA can be implemented for 

clustering as displayed in Chen et al. (2015). In document clustering LDA can be implemented 

by programming the full mathematical model, but most papers in recent literature use tools 

such as GENSIM Rehurek & Sojka (2010) that have pre specified LDA methods which only 

require to define the values of the variables. 

 

While LSA can perform significant results and can contribute to a cluster analysis by showing 

the topics that form in each cluster, it lacks a probabilistic foundation. Because of this pLSA 

was introduced (Hoffman, 1999). This offers a probabilistic structure at a term level, but not 

yet at a document level. LDA does offer this, as discussed in Blei et al. (2003). This does not 

always means it provides better results, as shown in Potapenko & Vorontsov (2013). While 

LDA can be seen as an expansion of pLSA because of the similarities, this does not make it a 

“better” algorithm. 
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2.6 Literature on evaluation methods of clustering results 
 

the first evaluation metric discussed in this section of the literature review is the F-measure. 

The use of the F-measure as a cluster evaluation metric has been demonstrated in the 

literature in Larssen & Aone (1999). In their paper, Larssen & Aone use this metric to the 

evaluate the effectiveness of their hierarchical clustering algorithm on two test corpora. 

While the use of F-measure for cluster evaluation in document clustering was new in this 

paper, the F-measure itself wasn’t. The F-measure is deducted from a statistical test measure 

called the F1 score, which is the harmonic mean of the Recall and Precision. The F1 score 

debuted in van Rijsbergen (1979), where it’s relevance in information retrieval is shown. Van 

Rijnsbergen defined the formula for the F1 score as : 

 

                                                         𝐹1 = 2(
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
)  

 

To understand this measure, the terms precision and recall must be defined. As explained in 

Van Rijnsbergen (1979), precision and recall can be defined as: 

 

Precision =   
|𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠|

|true positives|  +  |false positives|
 

 

Recall =  
|true positives|

|true positives| +  |false negatives|
 

 

The F measure can be calculated for an entire analysis by calculating the amount of true 

positives, false positives and false negatives. As explained in Manning et al. (2008) the F-

measure can be calculated with the following steps. Once all documents are all allocated to 

clusters, each cluster is allocated to a class that it represents based on what class is 

represented by most documents in the cluster. Once this is done, documents are translated 

into all possible document pairs, which means for a dataset of N documents, N*(N-1)/2 

document pairs are generated. In the next step each pair can be identified as a true/false 

positive or negative based on the division shown below. 

 

 Pair is in same cluster Pair is in different clusters 

Pair has same class True positive False negative 

Pair has different class False positive True negative 

 

While The F-measure is certainly a representative measure for the quality of clustering 

results, it has some limitations. The measure itself takes the harmonic mean of the precision 

and recall, while both of these variables can produce some biased results if one wished to. As 

can be observed from the formulas, the precision ignores false negatives. This means that if a 

clustering model creates a lot of small clusters with  few highly related documents the 

amount of false negatives will probably be high, but this is ignored and thusly the precision 

will be rather high. The same can be done for recall if only very few clusters are designed, 

given that it ignores the false positives.   



24 
 

Normalized Mutual Information (NMI)  

Besides the F-measure, another well-known method for the evaluation of cluster quality is 

called the Normalized Mutual Information (NMI). This cluster evaluation metric focusses on 

the shared information between the formed clusters and the pre-specified classes, together 

with the entropy of classes and clusters. Because of this, before the NMI can be fully 

understood the term entropy first needs to be discussed. The concept of NMI will be 

discussed as explained in chen et al. (2011). Entropy is a term that can be used to measure 

the quality of a specific cluster or class within the analysis. The entropy is calculated using the 

probability that a document of cluster j belongs to class i, these probabilities are simply the 

divisions of documents over classes and clusters (if there are 3 clusters with 2 documents 

each, the probability of a document being in one of the three clusters equals 2/6). Using these 

probabilities the entropy Ec of a group of clusters C is calculated as: 

 

𝐸𝑐 =  − ∑ P(i, j) ∗ log (𝑃(𝑖, 𝑗))

𝑗

 

Where P(i,j) is the probability that a document of cluster j belongs to pre-specified class i. For 

a pre-specified group of classes Y={1,2,..i} where P(i,j) is the probability that a random 

document j belongs to class i, the entropy Ey can be derives as: 

𝐸𝑦 =  − ∑ 𝑃(𝑦, 𝑗) ∗ log (𝑃(𝑦, 𝑗))

𝑖

𝑦=1

 

Once these entropies have been defined the next variable is the mutual info. The mutual info 

for a group of topics Y={1,2,..,N} and a group of clusters C={1,2,..M} can be defined as I(Y;C). 

the formula to calculate this mutual info is defined as: 

 

𝐼(𝑌; 𝐶) = 𝐸𝑦 − (𝐸𝑦|𝐶) 

 

Where (Ey|C) equals the entropy of class Y within cluster C. (Ey|C) can be calculated using: 

 

(𝐸𝑦|𝐶) = ∑ ∑ 𝑃(𝑦|𝐶) ∗ log (𝑃(𝑦|𝐶)
𝑁

𝑦=1

𝑀

𝐶=1
 

 

These can then be used to calculate the Normalized Mutual Info: 

 

𝑁𝑀𝐼(𝑌, 𝐶) =
2 ∗ 𝐼(𝑌; 𝐶)

𝐸𝑦 + 𝐸𝑐
 

 

The NMI can be used as a metric to evaluate the quality of the clusters by comparing the 

mutual information between the pre-defined classes and the created clusters. The advantage 

of NMI is that since the method is normalised the values are between 0 and 1 and thus it can 

be used to compare clustering results with  different numbers of clusters. The use of NMI for 

clustering is demonstrated in multiple papers besides the previously mentioned XU et al. 

(2015) that use different document clustering methods, such as Cai et al. (2005) and Huang et 

al. (2014). 
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Accuracy  

In the papers mentioned above (Cai et al. and Huang et al.) the use of NMI is combined with 

another metric for the evaluation of clustering results, namely the accuracy. The accuracy is a 

simple measure that focusses on the ratio of documents that are correctly clustered from all 

clusters. The accuracy of one cluster can be calculated using the formula as described in Liu et 

al. (2015): 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 𝐶𝑖 =
𝐷(𝐶𝑖 ∩ 𝑌𝑖)

𝐷(𝐶𝑖)
 

Where Ci indicates a cluster i, Yi indicates pre-specified label i and D(Ci∩Yi) equals the number 

of documents in cluster i of class i, and D(Ci) equals the total number of documents in class i. 

From this formula the accuracy of an entire analysis can be calculated as the group average: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
∑ 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 𝐶𝑖 ∗ 𝐷(𝐶𝑖)𝑖

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡𝑠 
 

While this metric on its own may not be sufficient as a good cluster quality evaluation metric, 

it can add to the total robustness of cluster evaluation when combined with other evaluation 

methods such as NMI, as shown in Xu et al. (2015). 

 

Although these methods have all been used in the above cited works and can all be used for 

evaluating cluster quality, the F-score is chosen as the evaluation metric for this thesis as it 

best suits the purpose of the analysis. The goal of this analysis is to use clustering to form 

correct groups that serve as a class separation and therefore the use of an evaluation metric 

that suits classification purposes seems logical. Besides the fit to the domain of the research, 

the F1-score seems to be the best KPI to cover all aspects of the performance of this 

clustering analysis.  

 

2.7 Conclusions based on the literature 
 

 

During this chapter the scientific literature on all aspects of the research have been reviewed. 

The review has supplied a number of different analysis methods and tools that will be used 

for the analysis phase of the research. Based on the findings discussed in section 2.2, the 

decision has been made to not perform stemming or lemmatization in the pre-processing of 

the text data. As discussed, Stemming of morphologically rich languages can be very difficult 

as shown in Kassim et al. (2016). These challenges also apply to informal language and highly 

technical jargon which is the domain of this research. The same applies for lemmatization, 

which can have an significant negative impact on research outcomes as shown in Vassallo et 

al. (2019). 

In section 2.3 the different representation methods were discussed. As discussed in Song et 

al. (2014) pre-trained embedders do not perform optimal in short text documents. 

Embedders also suffer in highly specific domain, as is demonstrated in Nooralahzadeh et al. 

(2018) both pre-trained and not pre trained. Based on these findings and especially the 

findings concerning the difficulties of embedding technical text documents and domain 

specific language it has been chosen to use a BoW model with TF and TF-IDF vectors. 
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As discussed, Term Frequencies has its limitations in prioritizing important terms, which is 

why TF-IDF is added. ACT-IDF is not added since the term frequency is still relevant in this 

analysis and should have an significant impact, which the ACT-IDF method reduces strongly.  

 

For the clustering methods and different distance metrics there is a lot of information 

available, but not a lot about clustering data from a similar domain. For the distance metrics 

the weak points of Euclidean distance were mainly that the Euclidian distance becomes a less 

effective similarity measure when the number of features or elements in a vector increases 

significantly as the sparsity of the document vectors tends to increase as well. Since we will be 

dealing with sparse vectors in this research project a second distance metric is included, 

namely the cosine distance. Since the use of cosine similarity has its advantages over Euclidian 

methods described in section 2.4, as it is a better similarity measure when dealing with high 

amount of sparse elements (0 value) in document vectors and thusly high dimensionality. 

Because the literature claims the Euclidean methods lose their sensitivity when the document 

vectors contain a significant amount of (sparse) features, the differences in performance will 

be interesting to observe. Therefore both will be used in the analysis and the results will be 

compared.  

 

The different clustering algorithms discussed in the literature review were the K-means, 

Hierarchical clustering, DBSCAN and OPTICS. From the findings regarding the characteristics 

of  hierarchical clustering it was quite clear that this method is a very bad fit to the domain 

and therefore this method shall not be used in the analysis. The k-means seems to be one of 

the most well-known and popular clustering methods, however the limitations of K-means are 

quite strong namely the fact that k has to be chosen manually, all clusters are always 

spherically formed and the dependency on the initialisation points. Because of this k-means is 

included in the analysis, but not as the only clustering method. Since k-means is a spatial 

clustering method, density based methods are added as well. For this DBSCAN was chosen, 

but as discussed in section 2.4 DBSCAN can have problems identifying clusters of different 

densities. Based on the findings in Kanagala et al. (2016) OPTICS is also included.  

 

This means that the clustering models will be created form all possible combinations of TF/TF-

IDF vectors, cosine/Euclidean distance, and K-means/DBSCAN/OPTICS cluster allocation. 

These many options are all chosen so that the differences in performance of these different 

models on the domain can be evaluated. 
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From the literature found on topic modelling the consensus was that there was no clear best 

method. While some papers claimed LSA lacks a probabilistic foundation such as Hoffman 

(1999), it has shown to be able to achieve significant results such as in He et al. (2004). LDA 

(Blei et al., 2003) was provided to solve this, yet it does not always provide better results as 

shown in Potapenko & Vorontsov (2013). Since this is dependent on a lot factors, both LDA 

and LSA will be used in this research project after which the best performing method will be 

chosen.  

 

 

Overall it can be noted that a lot of useful information has been found in the papers discussed 

in this section of the report, however the performance of an analysis model is highly 

dependent on the domain in which the analysis is performed and the data that is analysed 

and therefore the outcome of most of these papers may not hold for this research. If these 

conclusions also hold for the models used in this research will be discovered in the outcome 

of the analysis performed in section 7 of this report. 
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3. Research methodology 
 

In this chapter of the thesis the framework that is chosen to guide this research project is 

discussed, together with the different research methods that will be used for the analysis. 

This chapter will discuss what methods will be used to answer the research questions drafted 

in section 1.4. This is done to ensure the analysis carried out in the sequential chapters can be 

recreated by the reader if desired, which is an important characteristic that makes research 

scientific. 
 

3.1 Research plan 
 

This research project focusses on the exploration of the possible applications of automatic 

analysis methods on free text data and their usability. With the topic of this research project 

and the chosen analysis in mind, a reference model is chosen to guide the research. The best 

fit for this research project is the Cross-industry Standard Process for Data Mining reference 

model, also known as the CRISP-DM model. The CRISP-DM model is chosen because the focus 

of this research is on the analysis of data, the CRISP-DM model is designed for this type of 

research as described in Shearer (2000). An image of the  model is shown below indicating 

the different steps and their sequence. 

 
Figure 3. 1 The CRISP-DM model 

Instead of iterating over each of the different phases multiple times, the different solutions to 

the research problem are constructed simultaneously in the preparation and modelling phase 

in the form of different subsets and models. The performances of each of these different 

models and subsets are then evaluated simultaneously in the evaluation phase.  
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The five sub questions of this research project, as defined in section 1.4.1, can be divided over 

the different phases of the CRISP-DM model. Each phase serves as an important part of the 

research project during which one or multiple research questions are answered. The 

information gained through the literature study discussed in section 2 of this report is used 

for a good understanding of the topic and input in selecting which analysis methods to use for 

the analysis model.   

 

The first sub question “What information is valuable for HEINEKEN’s operations?” is part of 

the business understanding phase. This phase of the CRISP-DM model is crucial because it 

ensures that the information found through the analysis is actually valuable for HEINEKEN, 

which is an important part of the main research question. To know what information is 

valuable, a good business understanding is required. This includes an understanding of the 

process from which the data is generated, the process of how the data is generated and for 

what the data is used. This understanding is gained through semi structured interviews with 

employees from different layers of the organisation from operators to managers. The 

question list of these interviews can be found in Appendix B. The results of these interviews 

will be used to answer the first research question which will be done in section 4.2.1 of the 

report. 

  

The second sub question: ”What are the characteristics of HEINEKEN’s problem domain and 

the data, are there potential challenges to clustering short informal text documents and are 

they relevant for this research? “ is part of the data understanding phase. There needs to be a 

clear understanding of the contents of the dataset and the quality of the data to clearly define 

the domain of the data and its characteristics. This, together with the findings from the 

literature study discussed in section 2 of this research report, will be used to evaluate and 

discuss any potential challenges for the research project based on the analysis domain. This is 

done through global data exploration, and detailed analysis of a small number of reports 

chosen through random sampling. The domain and characteristics of the data are discovered 

trough this initial analysis of the data  and the results of this data understanding phase are 

discussed in section 5 of this research report, the corresponding sub question will be 

answered in section 5.2.1.  

 

The outcome of the data understanding phase and answer to sub question 2 is used to 

determine the steps required in the data preparation. A detailed description of this process 

and the steps taken in the preparation phase is discussed in chapter 6 of this thesis. The 

python code that is used for the data preparation can be found in appendix C. 
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The third sub question: “What are the results of the clustering analysis and what insights for 

HEINEKEN’s process can be derived from these results ?” is part of the modelling phase, as it 

focusses on the analysis of the data and the results of this analysis. When the data 

preparation has been completed, the data will be clustered using the different models as 

described in section 3.2, after which the topic modelling follows. After the clustering and 

topic modelling have been completed, the analysis and its results will be discussed in chapter 

7 of the report, where the fourth sub question will be answered in section 7.4. 

 

The fourth sub question: “Can the performed analysis be standardised for other parts of 

HEINEKEN’s organisation?” focuses on the evaluation phase where the created models, their 

performance and the modelling process are evaluated to see if it could suit other purposes. 

This will be done by evaluating if the clustering or topic modelling results were successful 

based on the quality of the formed groups. If the analysis has been successful, the possibilities 

and implications of using the model to analyse other datasets of HEINEKEN will be discussed. 

The fifth sub question will be answered in section 8.3. 

 

The fifth and final sub question: “To which extend can the methodology used in this report be 

generalised for use in other domains?” focusses on the possible implementation of the model 

on other domains, which is part of the deployment phase. The results of the previous phase 

will determine if this is possible. This sub question will be answered in section 8.4. 

 

Through answering these sub-questions the main research question will be answered, which 

is “How can free text breakdown reports be analysed automatically for information ?“. The 

understanding phases will define what information from the breakdown reports is desired. 

The data preparation and modelling phase will focus on the possibility of extracting this 

desired information from the breakdown reports, after which the evaluation phase will focus 

on how well the models performed and based on that the possibilities for application of the 

methodologies used in this research to other domains.  
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3.2 Research methods  
 

During the different phases of this research a number of different research methods were 

used as mentioned in the previous section. These research methods were used to gain the 

required information needed to answer the research questions that correspond to the 

different phases of the CRISP-DM model. This section will discuss the methods used in this 

thesis. 

 

As preparation for this thesis a literature study into the related scientific literature on the 

topics that I deemed relevant for this research was performed. The literature study focussed 

on analysis methods for text used in similar research problems, the impact of domain 

characteristics on the analysis  and how to perform and evaluate research using these analysis 

models. This was done by reading the relevant scientific literature on the topics: clustering, 

classification, topic modelling, classification of short texts, Clustering in manufacturing, 

Clustering of short text documents, Clustering of informal text, topic modelling on text 

documents, unsupervised analysis of Dutch text, the use of text analysis for maintenance and 

text mining based maintenance.  

 

This literature study was performed to provide a good understanding of the possible analysis 

methods and their fit to domains, their characteristics and similar research projects. The 

information gained served as a basis for answering the second research question. The findings 

of the literature study also provided a lot of valuable input in selecting which methods to use 

in the analysis model construction.  

 

A research method used in this research project to answer the first research question is semi-

structured interviews with employees. The question list of these interviews can be found in 

Appendix B as discussed in the previous section of this report. For the business understanding 

phase, semi-structured interviews were chosen because the goal of this phase was to create a 

better understanding of the organisation, its activities and the current situation of its 

operations. The format of semi-structured interviews was assumed to best fit this purpose, 

because it allowed for the collection of additional information compared to structured 

interviews through follow up- and additional questions based on input received during the 

interview. It was assumed that through these semi-structured approach the stakeholder 

requirements are identified. The interviews were conducted with employees that are directly 

involved in the use of the current MES and with the different stakeholders of the research 

project including: area managers, team leaders, the business information manager and 

process maintenance operators. With the answers provided in these interviews it could be 

determined which information from the shift memos is valuable for HEINEKEN. 
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Once the business understanding was completed the research continued by focussing on the 

data understanding. This phase aimed to answer the second research question. To make sure 

the data understanding was performed well an initial data inspection was performed. The 

inspection began by visual inspection of the shift memos to see what information is kept in 

the data. Once this was clear the research continued with creating a data set, which was done 

through exporting the data from the MES using Microsoft’s SQL database manager. 

The different attributes that were included in the research of the breakdown reports were 

selected to be exported if they add to the content of the report itself, can be used to extract 

valuable information from the shift memo grouping or help with interpreting the origin of the 

shift memos. When a selection of which attributes belong in the dataset was made the 

attributes were combined and exported in a separate file. This is the dataset that was used for 

the analysis. A more detailed description on what data was selected and why is given in 

section 5.1 of this report.  

 

Once the shift memos were exported into a dataset, the exploration of the dataset  was 

performed. This started by simply reading trough some of the breakdown reports to get a 

good indication of their content and structure. When this was done, the dataset as a whole 

was analysed. This was done to get a clear understanding of the size of the dataset and the 

quality of the data. For this a script in python was written which would determine the size of 

the dataset in terms of records and tokens, the number of unique tokens and all other 

relevant data descriptive statistics such as the type/token ratio. The full exploration of the 

data is discussed in section 5.2 of this report. The information gained through the data 

understanding phase was used to answer the second research question. The initial inspection 

of the data and data understanding clearly defined the domain of the analysis and the 

characteristics of the data, from which possible challenges could be identified using the 

knowledge gained on this topic through the literature study described in section 2 of this 

report.    

 

The research continued with the data preparation. The data preparation, as well as the 

modelling, was performed to answer the third research question. The steps that were taken 

during this phase partially depended on the methods that were used to analyse the data, but 

most pre-processing steps were carried out independently of what cluster method was 

applied. The pre-processing began by separating the actual text describing the breakdowns 

(the memos or toelichtingen) from the other attributes of the shift memos. After these 

breakdown descriptions had been separated and put into a collection, the pre-processing of 

the actual text began. As mentioned in the scientific literature related to clustering, such as 

Hotho et al. (2005), pre-processing is performed to improve the representation of the content 

of the document through reducing dictionary size and variation in word occurrences. If done 

correctly the remaining words in the documents properly describe the topic of the 

breakdown-report i.e. what actually happened during the break-down, what caused it and 

how it was solved. The detailed description of what tasks were performed to pre-process the 

data and why is discussed in section 6.2 of this report.  
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The pre-processing continued by splitting the data into a number of subsets. Each phase of 

the packaging process differs in method and type of machine or material used. Because of 

this the type of problem/breakdown that occurs in the packaging process has a different 

cause and solution depending on the phase in which it occurs, even if the same type of 

breakdown occurs. The different packaging lines in Rayon three also have variations in how 

they are designed. While the different lines follow the same process and can produce the 

same products, not all machines used in the lines are identical. Because of this, the list of 

phases that occur in the packaging process for each line are not identical. To make sure the 

analysis is performed correctly the pre-processed data was split up into a number of different 

subsets. First, the dataset was split based on the line on which the breakdown occurred (i.g. 

8A, 8B, 16A, 16B). Once the data was split into four subsets for each packaging line, the 

subset of each packaging line was then split into smaller subsets for each different phase of 

the packaging process. This created a number of subsets of the memos from the breakdown 

reports for each phase of each packaging line that are ready for analysis.  

 

As mentioned in the previous chapters of this thesis the goal of the research project is to 

extract valuable information using unsupervised research methods. For this research the 

unsupervised analysis methods that were used are clustering and topic modelling. These 

unsupervised learning methods were chosen because they are the best fit for the purpose of 

this research as shown in literature such as Hotho et al. (2005) and Allahyari et al. (2017).  

 

For the clustering of the text data, a number of different methods were chosen to maximize 

the probability of obtaining significant clustering results. This led to a number of different 

combinations between pre-processing level, weighting method and analysis method. All 

documents were represented using the Bag of Words (BoW) method and vector 

representation model as discussed in Salton et al (1975). 

 

The term weighting methods used are the standard term frequency method (TF) and the 

Term frequency inverse document frequency (TF-IDF) vector weighting method as described 

in Salton & Buckley (1988). The formula for the TF-IDF weight calculation is shown below, 

where Wi,j represents the element weight of term i in document j, Ti,j is the term frequency 

of term i in document j, N is the number of documents in the dataset and dfi is the number of 

documents in the dataset in which term i occurs: 

 

 
 

This weighting method was chosen because the formula gives a higher weight (and thusly 

higher importance) to terms that only occur in fewer documents. It was assumed that this 

improved the clustering since terms that only occur in a relative small amount of the 

documents in a dataset tend to contribute more to the interpretation of the topic of that 

document as shown in Rajaraman & Ullman (2011) and Singh et al. (2011).  
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For the cluster allocation, clustering methods were selected from two different types of 

clustering algorithms. These are distance based clustering algorithms and density based 

clustering algorithms. Distance based clustering algorithms such as the K-means (Lloyd, 1982) 

are the most known clustering algorithms. While these methods are effective for clustering 

numerical data, distance based methods such as K-means are known to be less effective when 

clustering text documents because of the high dimensionality and sparse vectors that arise 

when term frequency based vectors are used for the document representation. Because of 

this, density based clustering algorithms DBSCAN (Ester et al. 1996) and OPTICS (Ankerst et al. 

1999) were used as well. The use of these different types of methods aimed to increase the 

probability of achieving significant results given the structure of the data.  

 

Once the clustering models were designed, a test set was created. From the cleaned dataset 

of the filler of line 8A, 20% of the data was selected, and labelled for class by hand. These 

labels were discussed with a process expert from the company to make sure the labelling is 

done correctly. This set of test data was then used to quantitatively analyse the performance 

of the different clustering algorithms on the subsets created from the free text of the shift 

memos. The used evaluation metrics were the precision, recall and F1-score as debuted in 

van Rijsbergen (1979), which can be applied to clustering for performance evaluation as is 

shown in Ankerst et al. (1999).  

 

The evaluation metrics were used to compare the performance of the different clustering 

models. This indicated the fit of each clustering model to the data, and if these methods were 

accurate enough to extract valid information from the shift memos. These qualitative 

evaluation methods were also used to inspect the influence of each of the sub-sets (P+O+A, 

only nouns and verbs etc.) on the performance of each clustering method. 

 

If the data was not suited to be grouped into different clusters based on the type of 

breakdown the shift memo describes, the research project continued with the use of topic 

modelling to extract the different types of breakdowns/incidents in the form of topics. The 

goal of this research project is to extract valuable information from the large amount of 

unstructured data. If this goal could not be achieved with the clustering models discussed 

above, the research continued by trying to reach this goal using topic modelling methods. The 

topic modelling methods that were used in this research project are Latent semantics analysis 

(LSA) as shown in Hofmann (1999) and Latent Dirichlet Allocation (LDA) as shown in Blei et al. 

(2003).  
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The same subsets of the pre-processed shift memos that were used for the clustering were 

also analysed with the topic models. The models were implemented with the Gensim package 

(Rehurek & Sojka, 2010). For each subset of shift memos an interval for the number of topics 

was determined with background knowledge of the data. From this interval the optimal 

number of topics was chosen based on what number gives the highest coherence score of the 

model. Through the topic models the pre-processed memos were grouped based on having a 

similar breakdown as topic. Once the model completed its analysis the output was visually 

inspected for the quality of the keywords (do these clearly describe a specific type of 

breakdown) and the topic loadings: do the shift memos have dominant topics based on the 

type of breakdown that is described in the shift memo. Based on these factors the results of 

the topic modelling on different subsets was evaluated and compared. By looking at which 

subset gave the most clearly described topics and accurate loadings the optimal type of 

subset was chosen.  

 

To compare how well the topic model grouped the shift memos compared to the clustering 

model, the topic model was also used on the test set. Here the dominant topic numbers were 

treated as cluster labels. Through this labelling the groups formed could be evaluated using 

the clustering evaluation metrics. Based on the values of these evaluation metrics the 

grouping of the clustering was compared to the grouping of the topic models. 

 

If the modelling created significant results, the next step would be to translate the output of 

the models to valuable information for HEINEKEN. Together with the clustering and topic 

modelling analysis this was done to answer the third research question. The grouping of the 

topic model aimed to create an oversight of the different types of breakdowns that occur at 

the packaging line and how often a single type of breakdown occurred. From this valuable 

information was extracted using the other attributes in the shift memos. From the time stamp 

that comes with each shift memo the next step would be to calculate the average time 

between two breakdowns that have the same topic. From the results of the analysis the main 

findings would be combined and summarized to create an oversight. This oversight would be 

shared with a packaging area manager to confirm that the information gained through this 

analysis was valuable. This information was assumed to be valuable because it provides new 

insights into the breakdowns that occurred on the packaging lines over the past 2 years, 

which are oversights that are currently not available.  

 

When the modelling was completed, the results were evaluated and discussed to answer the 

final two research questions. By inspecting the performances of the different models on each 

of the different subsets and comparing this to the findings in the literature, considering the 

influences of methods and domain, the suitability of the model was determined for data of 

other processes both from the same organisation (HEINEKEN) and other organisations. 
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4. Business understanding 
 

This chapter focuses on giving a clear indication of who the stakeholders are in the business 

problem, the goal of this research and how this research aims to reach this goal through the 

application of automatic analysis methods. This information is then used to answer the 

second sub question: “what information in the breakdown reports is valuable for HEINEKEN?”  
 

4.1 HEINEKEN’s business objectives 
 

HEINEKEN is a manufacturing company, which means that its main focus is the production 

and distribution of their products. As previously mentioned in this report the scope of this 

research is limited to the packaging department of HEINEKEN’s brewery. Since this research is 

limited to the packaging department of the brewery, the business understanding phase 

focusses on the business objectives of the packaging department rather than focussing on the 

objectives of the whole organisation. Following the scope of the research, the information 

gained from interviews with the different stakeholders is used to define the business 

objectives for HEINEKEN’s packaging department. 

 

To identify the correct business objectives for this project, the stakeholders of this project 

need to be identified. The stakeholders of the project are those within the organisation that 

are either affected by the project, affect the project their selves or others whom are 

interested in the project. For this project that comes down to: 

- The manager of the brewery technical services department 

- The area managers of the packaging department 

- The business information manager 

- The process operators 

 

These are identified as stakeholders because they are all affected by the project. If the 

research succeeds in automatically analysing these breakdown reports and extracting 

meaningful information, this directly helps area managers of the packaging department in 

their day to day work, because it helps them indicate what to focus on to improve 

performance. For the Business Information (BI) manager and brewery technical services 

manager, successful results affect them because it would mean these departments have new 

tools and new performance analysis reports to assist the packaging department and help 

improve their performance by providing insights in which breakdowns occur and how 

relevant they are.  

The process operators can be affected by the outcome of the research by having to shift their 

focus or change how they operate, because of information found in the analysis results. 

All these stakeholders have individual tasks, goals and objectives but they all contribute to the 

global business objective of the packaging department. The focus of the packaging 

department is put on packaging whatever the brewing department provides them with fast, in 

good quality and at low costs. The actual inflow of the products to be packaged is out of 

scope for this research.  
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The performance measures for the packaging department can be divided into three 

categories: cost, quality and efficiency. This research only focusses on the efficiency part. This 

is done because the cost for packaging are mainly determined by external factors, such as the 

buy in price of packaging materials and the wages for employees. The quality aspect of the 

packaging department is mainly related to how well the machinery in the packaging 

department functions and how well it is set up. This is not described in the data, nor is it 

influenced by the breakdowns described in the data. Therefor as previously described in this 

report these are not in the scope of this research. Therefore this research focusses on the 

efficiency aspect of the performance. 
 

4.1.1 OPI and unplanned downtime 
 

Since this research focusses on the efficiency, the term is defined more clearly. As previously 

mentioned in this research the packaging department has a theoretical capacity, that of the 

bottleneck machine in the process, and a practical one. The productivity of packaging lines 

compared to the theoretical production capacity is measured within HEINEKEN with the use 

of a special KPI called OPI, which is short for Operational Performance Indicator. The OPI is 

created by HEINEKEN their selves and consists of the de-construction of all time in a period 

(so 24 hours in a day) into a number of different definitions that can be used to calculate 

productivity. The breakdown of time through this system is shown in the figure below. 
 

 
Figure 4.1 Schematic describing how OPI is defined(HEINEKEN, 2018) 
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All time that the packaging department is opened and there is staff available is defined as 

manned time, this can be divided into non-team maintenance and operating working time. 

The non-team maintenance includes high impact maintenance operations that aim at 

increasing the lifespan of the operations such as renovations to the building or interior. 

Deciding if and when these types of activities take place is done by the technical and planning 

department, not the actual packaging department itself. When this time is taken out of 

consideration the remaining time is defined as the operating working time.  

 

The operating working time can be divided in the effective working time and the NONA. 

NONA is an acronym for no order no activity, and means time spend idle because there are no 

orders to produce, or in this case no orders for products to package. When excluding the 

NONA the effective working time remains.  

 

The effective working time is composed of the available production time, change over time 

and planned downtime. Changeovers are required when different products are packaged, so 

this is based on the production plans of the packaging department. These production plans 

are created by the planning department, thusly the planning department also determines the 

number of change overs performed, which in turn determines the time spent on those 

change overs. Planned downtime is the time spend on standard maintenance and cleaning, 

team meetings etc. These planned downtimes occur at a regulated frequency every week, 

with a pre-determined 2 hour duration. The amount of time spend on planned downtime is 

standardised in a policy for the packaging department and therefore out of the hands of the 

operators of the packaging departments. 

 

As can be seen in figure 4.1 the actual production time can be divided in the operating time 

and the breakdown time. The operating time is seen as the time during which the machines in 

the packaging department are running, reductions in operating speed and short stops (<5 

minutes) are included. The time spent not running because of stops longer than 5 minutes 

(breakdowns) is defined in the figure as breakdown time, which is also defined within the 

organisation as “unplanned downtime”. The difference between the operating working time 

and the actual production time, as can be seen in figure 4.1, is mainly influenced by external 

factors. The time spend on breakdown time (“unplanned down”) is the aggregated duration 

of all incidents that have been defined in this report as breakdowns. This is relevant for the 

research because if the aggregated duration of breakdown is reduced, the operating time 

increases (the actual production time). Through this more of the production time is used to 

package products and thusly the efficiency increases. This change results in an increase in 

efficiency which causes the OPI-NONA to increases as well. This is how through reducing the 

amount of time spend in unplanned down the operational efficiency of the packaging 

department is improved. That is why the business goals of the packaging department include 

reducing the time spend on breakdown time. 
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4.2 Data analysis goals 
 

As described in Shearer (2000) determining the goals of the data analysis is part of the 

business understanding phase. Determining the goals means stating objectives for the 

project, as well as defining criteria for success. These criteria are used in the evaluation phase 

of the project to determine if the execution and results of the analysis can be defined as a 

success. The main research question for this thesis project is ”Can free text breakdown 

reports be analysed automatically for valuable information ?”. This defines the main goal of 

the research, which is to answer this question through the use of the sub-questions described 

in section 1.4.1 The role of the analysis phase in this research project is to provide the 

Information with which this question can be answered. Therefore the goals of the data 

analysis are: 

 

• Determine that the chosen automatic analysis methods can be used for analysing the 

data. 

 

• Determine if the free text from breakdown reports can be analysed successfully with 

these chosen methods. 

 

• Determine if the information gained through the analysis is valuable. 

 

• Determine if the method is generalizable.  

 

The criteria for success describe what is needed to conclude that the analysis was a success 

and that the previously mentioned goals of this research are achieved. Given the analysis 

goals above, the following criteria for success are drafted: 

 

• An analysis method is found that can be applied to the given dataset. 
 

• This method for analysis is either fully automatic or semi- automatic. 
 

• Using this analysis model on the given dataset creates clear and correct information in 
the form of clusters/groups of shift memos that describe different incidents of the 
same type of breakdown.  

 

• The domain expert believes the output of the analysis model provides a clear overview 

of the contents of the dataset in a logical distribution. 

 

• Interpretation of the analysis results can be used to either confirm pre-existing 
hypotheses concerning breakdowns in the packaging process or give new insights in 
factors contributing to the amount of time spent on unplanned down.  
 

These criteria will be used to evaluate the overall results of the analysis in sections 8 and 9 of 

this research report.  



40 
 

4.2.1 Specification of desired information 
 

The second research question of this thesis is “What information is valuable for HEINEKEN?”. 

This question is answered through interviews with multiple stakeholders including the rayon 

manager of the Rayon from which the data is collected and the business information 

consultant, which is the head of the BI (Business information) department of the Brewery.  

 

The goal of this research is to extract valuable information from the large amount of 

unstructured data. The data describes the different breakdowns that have occurred on the 

packaging lines in the past years. Since the role of Rayon manager requires to be closely 

informed on what happens at the packaging lines, a good understanding of the breakdowns 

that occur at the packaging lines is required. To stay informed, the breakdown reports are 

analysed daily, so that the rayon manager has a good understanding of the problems that 

occur on the packaging line on a daily level. Because this data is only inspected looking back 

24 hours, there is no clear documentation on how often each type of problem occurs on the 

packaging line over a long period of time (e.g. yearly average).  

 

The MES tracks the amount of time spent in breakdown recorded at each machine, but this is 

only kept at a machine level. Some large machines consist of multiple phases within one 

machine, and while the amount of breakdowns and time spend in breakdown on a machine 

can be tracked, the different types of breakdowns that occur are not registered. Because of 

this, a general oversight of how much time is lost because of a single type of breakdown 

cannot be created by the MES. There is also not one clear oversight of the different types of 

breakdowns that occur at a single phase. 

 

Because of this, the unsupervised analysis methods clustering and topic modelling can 

provide information that is valuable for HEINEKEN. If the breakdown reports can be clustered 

based on the type of problem that caused the breakdown, cluster analysis can be used to 

identify the different types of breakdowns that occur (the clusters) and how often each type 

of breakdown occurs (cluster size). As discussed in the previous chapters of this thesis, the 

breakdown reports consist of multiple attributes including the date at which the breakdown 

occurred, the line at which the breakdown occurred and the timestamp. When the 

information kept in the attributes is combined with the results from the clustering , this can 

be used to derive a number of relevant indicators such as the mean time between two 

breakdowns of the same type or possible correlation between two different types of 

breakdowns.  

 

Based on this the main information that is valuable for HEINEKEN is what different types of 

breakdowns occur and are described in the data, in the form of clusters or topics, and how 

much reports there are for each type of breakdown (the cluster size). Once this has been 

determined, more valuable information can be derived through this in the form of aggregated 

time spend in breakdown because of a single type of problem, the average time between two 

incidents of the same type of breakdown and possible correlation between two different 

types of breakdowns. 
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5. Data understanding 
   

This section of the report will focus on creating a proper understanding of the data that will 

be used in the analysis. This is done to get familiar with the data, get an understanding of the 

quality and size of the data in the dataset and perform a first exploration into the dataset to 

identify the characteristics of the data that are relevant for the analysis. This chapter starts by 

describing what data will be collected and how, after this the raw data in the data-set will be 

described to give an insight into what will be analysed. When this has been done the 

information gained will be used to answer the third sub question of the research questions 

described in section 1.4.1.  

 

5.1 Data collecting 
 

The data understanding begins with the actual collection of data to analyse. As previously 

mentioned in this report the data for this research consist of breakdown reports from the 

MES of HEINEKEN’s packaging department. When the breakdown reports are written, they 

are automatically saved in the database of the MES. For this research Microsoft’s SQL server 

management studio is used to extract the breakdown reports from which the attributes 

deemed relevant are selected to be included in the dataset.  

 

For this research, the text description in the breakdown reports is not the only relevant 

attribute. Besides the memo describing what happened, there are a number of other 

attributes of the breakdown reports that are collected as well. These attributes elaborate on 

the moment, circumstances and environment in which the breakdown reports were drafted. 

These attributes are shown in the table below, together with a short elaboration on their 

meaning. The additional attributes in the table besides the memos are not always included in 

the analysis models, but these are the attributes that will be collected and exported from the 

MES database to the dataset that will be used in the analysis. These attributes are also kept 

when the subsets are created such that for each memo the values of the other attributes can 

always be traced. This is done to make sure the additional information, such as the mean time 

between two incidents in a cluster/topic, can always be derived.  
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Table 5.1 The different attributes of the breakdown report and their characteristics. 

attribute definition Data types Possible values 

ID Unique Identifier code for each breakdown 
report 

integer 00000-99999 

Memo Statement of what occurred during the 
breakdown 

string All free text 

Lijn The colonne at which the breakdown 
occurred 

string 14,17,24,8A,8B,15A,15B, 
16A,16B 

Dag Day during which the breakdown occured date All dates 

Dienst Shift in which the breakdown occurred string Vroeg, laat, nacht 

Gebruiker The operator that encountered the 
breakdown and wrote the statement 

name All names of operators 
in the system 

Tijdstip Time at which the breakdown occurred int All dates + all digital 
times 

DCS Category of the breakdown string Performance, quality, 
standards 

Hulpvraag Question for help if breakdown cannot be 
fixed 

string All free text 

 

Once the breakdown reports are extracted from the MES, they are uploaded to a reporting 

tool. With this reporting tool the entire collection of breakdown reports can be extracted. 

After selecting which attributes are relevant for the research, the dataset can be created 

using this reporting tool. A start date in time is selected, which is the 15th of September 2018. 

This date is chosen because it provides enough data for the analysis, while also maintaining a 

certain quality in the shift memos. If the shift memos from before this date are inspected, it 

can be observed that the free text in the memos is often very short, lacking any structure and 

therefore not very usable. When this date is selected the reporting tool creates a dataset 

comprised of all the attributes shown in the table above for all breakdown reports in the MES 

from today going back to the selected date. The only thing left to decide is the format in 

which the data should be reported. Using the reporting tool the data can be configured into 

excel, csv or pdf files. The file format that best suits the analysis in python is chosen. As can be 

seen in the python scripts in appendix C, the file format chosen for this is excel. This format is 

chosen because it suits the pre-processing operations with the dataset very well.  
 

 

5.2 Data description & understanding 
 

The main data in this research is the memos describing what occurred during the breakdown. 

Although these memos are not the only data that is extracted, the clustering analysis will be 

done based solely on the text in the memos. Because of that, this section of the report will go 

deeper into the content and structure of these memos to get a better understanding of what 

is in the data that will be analysed in this report.  
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If the MES recognizes a breakdown, it requires the operator that responds to the breakdown 

to fill in the breakdown report. The form that is filled in by an operator can be seen in 

appendix A. The form shows all attributes of the data that are included in the RCFA, some can 

be selected from drop down menus and some are pre-determined, except for “toelichting”, 

which is Dutch for comment, and “hulpvraag” which means asking for extra help to solve the 

problem. Toelichting is where the free text data that is analysed is put into the system 

(mentioned as memo). These memos consist of free-text describing what happened during  

the “breakdown” (it doesn’t have to be an actual breakdown, as mentioned in section 1.4 of 

this report, all stops longer than 5 minutes are categorized as breakdowns).  

 

There used to be no guidelines for how the operator filled the toelichting in, which led to a 

high variety in the size and style amongst the memos. To solve this and make the info from 

the memos more useful, area managers implemented the standardisation of the structure of 

memos. These changes are not adopted by everyone over night, but the data has shown that 

over time the percentage of memos that have a clear structure improves significantly. 

 

Each memo is supposed to be structured using the POAR method. The POAR method is 

created by HEINEKEN themselves, it is an acronym for probleem, oorzak, actie en resultaat. 

This method is a standard for the free text structure of the memos. It tells the operator to 

start with describing the problem, continue with what causes the problem (oorzaak), the 

action that was taken to solve the problem (actie) and the result of this action, which is 

usually that the problem is solved. The memo also has an extra field for a request for help 

(hulpvraag). If an operator doesn’t know how to solve a problem, or has a question 

concerning the problem he can ask it there. These questions are always answered.  

 

The language used in the statements is Dutch. The statements are written in informal 

language, meaning some un-official terms and abbreviations are used in the text, and the 

terminology used to describe the problems that occur varies between operators. Besides this, 

the content of the memos is concerning packaging machines and their failures so a lot of 

technical jargon is involved. A few examples of statements are shown below:  

 

“Vuller : 90 min P) Tandriem aandrijving invoerworm vuller afgebroken om 06:15. O) tandriem 

afgebroken behoorlijk versleten Onderhoudstrigger. A) direkt bij opkomst nieuwe in magazijn 

opgehaald en ism Allrounder, OHG geplaatst. R) aantal bussen er door heen laten gaan oke > Volgen 

tijdens opstart na schoonmaak. BDA 3056” 

“Dozentraytransport : P) Banen achter S-bocht thv col 15 blijven draaien terwijl er volloop is zie ook 

schrijven LD en Mail ND . O) nog onbekend A) geescalleerd PAPI pakt het op R)volgen BDA opgestart 

3055” 

“COL17 : agv stiltand op de vuller gebroken Tandriem Schoonmaakstop naar voren gehaald” 

as can be seen, the length of these statement varies, as well as their structure. Shown above 

is only the free text memos of the breakdown reports. The full reports including their other 

attributes are drafted in a table by the reporting tool mentioned above. The full table can be 

seen in appendix D, a snippet of the table can be seen on the next page: 
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Figure 5.1 Snapshot of the breakdown reports exported to excel. 

 

5.2.1 Size of the dataset 
 

To give an interpretation of the size of the dataset, the following section discusses the 

relevant corpus descriptive statistics. The size of the dataset depends on a number of factors: 

what colonne is looked at, and how far back into the past does the research look. At this stage 

of the research, a final decision on which colonnes to look at has not yet been made, so the 

data for al colonnes is taken into account. Using the python code for initial inspection and 

pre-processing, as shown in appendix C, the size of the database is calculated. The statistics of 

the dataset are shown in the table below. The term cleaning is used to describe the process of 

stop word removal and filtering out non-text tokens such as special characters and 

punctuation marks. For stop word removal the NLTK standard Dutch library for stop words is 

used, which can be found in appendix E. these words are selected, because they can be taken 

out of the memos without loss of content of the documents. Numbers are kept in the data, 

because they can hold relevant information. The dataset that is chosen consists of all shift 

memos from 15-09-2018 to 15-10-2019. Relevant tokens such as abbreviations and numbers 

that elaborate on the context of the records are kept in the data set.  

Table 5.2 The Relevant dataset statistics related to size 

Statistic Before cleaning After cleaning 

Number of records in data set 24011 24011 

Number of tokens in data set 933523 644850 

Avg number of tokens per record 38.9 26.85 

Number of unique tokens in dataset 39803 39700 

Type/token ratio 0.0426 0.0616 
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The difference in size of the memos and the frequencies of the different sizes is plotted in a 

diagram using the python script shown in Appendix A. The diagram below shows a histogram 

for the spread of the size of the memos in tokens. The size of the memos is calculated from 

the raw memos before cleaning, and shows a high SD (standard deviation) in the length of the 

records, with a SD of 23.9 tokens compared to the mean length of 38.9 tokens. The modus 

(the length that appeared most often) is 7 tokens, which is the length of 656 memos. The 

spike in the histogram shows the bin of statement lengths of 7 and 8, with 1228 of the 

statements having an unfiltered length of 7 or 8 tokens. 

 
Figure 5.2 Histogram showing the division of statement size over the dataset  

 

5.2.2 The quality of the dataset 
 

The quality of the dataset depends on the quality of the memos. An initial inspection through 

sampling shows that although some inconsistencies arise in the use of words and incorrect 

spelling, overall the quality of the use of Dutch language is rather consistent and the spelling 

seems correct in enough cases not to identify type o’s as a potential threat to the analysis. 

The length of the statements varies quite a lot as can be seen in the histogram above and 

although a lot of memos are rather short, these memos can often clearly describe what 

happened during the breakdown. The dataset is complete and seems to have no missing data 

or empty statements. Overall the quality of the data seems sufficient to perform the analysis. 

These, however, are statements made based on an initial inspection through sampling. A 

proper study into the quality of the data is performed in section 6.3 of the report after the 

final dataset for analysis has been created and pre-processed.  
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5.3 Data & domain characteristics 
 

 

In the literature review it is already shown that a large factor in the success of an analysis 

method on textual data is based on the domain and characteristics of the data and the 

problem. Because of this the third sub question is added to the research project, which is:  

 

“What are the characteristics of HEINEKEN’s business problem and data, are there potential 

challenges to analysing data from this domain and are they relevant for this research?” 

 

As discussed in the previous sections of this research the business problem that HEINEKEN 

faces is that the data is free text data that cannot be analysed with the analysis tools that the 

company currently has in use. This research aims to solve HEINEKEN’s business problem by 

implementing an analysis model that performs automatic analysis of the shift memos. By 

analysing the memos automatically instead of having to read them manually the amount of 

resources required is significantly reduced, which allows the data of a much larger timeline to 

be analysed (data from multiple years vs 24 hours).  

 

The domain of the research project is analysing Dutch short text documents that consist of 

highly technical topics with detailed technical language, often using informal (colloquial) 

language. Because shift memos are written by and for operators of the packaging line this 

domain comes with additional challenges in the form of ambiguous word use, spelling errors 

and as can be observed from figure 5.2 strong variation in document length. 

 

The information found in the literature review, that is discussed in section 2 of this research 

report, is used to assist the assessment of the relevance of the challenges caused by the 

domains discussed above. In the scientific literature there has been written a lot about the 

influence of domain on clustering results. The following domain and data characteristics have 

been identified: Dutch language, informal (colloquial) language, highly technical topics and 

thus technical jargon/vocabulary, short documents, variation in length. 

 

From these characteristics, the Dutch language is assumed not to form a significant challenge, 

as the main impact it will have is that pre-trained natural language processing (NLP) tools like 

part of speech taggers or word embedders will only work if these are specifically trained on 

Dutch language. This will not form a large challenge as these models are all available for 

Dutch if required. Since no stemmers or lemmatizers are used, the challenges that come with 

stemming or lemmatizing a morphologically rich language are not relevant for this research 

project. 
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The domain characteristics informal and highly technical language may form challenges if pre-

trained models or semantic interpretation models are used. These pre-trained models can 

have difficulties recognizing the terms used in the shift memos and might fail to identify their 

semantic meaning. For this research project however, the only pre-trained interpretation 

tools that are used are part of speech taggers. These might not be able to identify specific 

technical terms, however these are all marked as nouns. Because of this these terms will be 

included in all subsets and thus no information is lost. The same goes for any informal words 

that the tagger might not recognize.  

 

The length of the documents is both very short (8 to 125 tokens) and varies quite a lot 

between different shift memos. This does bring with it some challenges, which have to be 

considered while performing the research. When looking at the variation in length of the 

documents, this will already be reduced by the pre-processing of the shift memos. Once the 

pre-processing of the shift memos is complete there is still variation in length of the memos, 

however this variation will be significantly reduced as most of the very short memos (<10 

words) are general messages that are filtered out when dividing the memos in subsets per 

phase. The length of the documents itself poses a significant challenge for this analysis. As 

discussed in many different scientific reports including (Song et al. 2014) the clustering of 

short text documents might impose additional challenges due to the lack of context words 

and few words overall to derive the topic of a document from. To try and minimize the 

influence from the variation in length and the limited size of the documents, vector weighting 

and distance metrics that normalize the influence of vector length are included in the analysis 

models. These normalizing factors reduce the effect of vector length (determined partly by 

text size) on the perceived similarity between two document vectors by the model.  
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6. Data preparation 

 
In order to have input for the analysis model, a final dataset needs to be prepared. This 

chapter will focus on the next step of the CRISP-DM framework, which is getting the data 

ready for analysis. Since this research focusses on the automatic analysis of text data, there 

are some important pre-processing steps that are carried out to improve the probability of 

achieving significant results in the analysis. This chapter will focus on this stage by extracting a 

ready for analysis, cleaned dataset from a large bin of breakdown reports. Section 6.1 

focusses on which data will be selected for analysis, where section 6.2 focusses on the 

cleaning and pre-processing of the selected data. Section 6.3 focusses on the integration of 

the selected and cleaned data into one dataset ready for analysis. 

 

6.1 Data selection  
 

Once the collection of data is completed and the initial inspection of the dataset is 

performed, it is time for the first step of the data preparation. The first step to preparing data 

for the analysis is selecting which data will be used. As previously explained, the available data 

consists of all breakdown reports of the past 13 months from all the different colonnes of the 

packaging area. The different rayons have different packaging types consisting of cans, 

recycled glass and one time use glass. Because of these differences in packaging types the 

colonnes are constructed of different machines suited for the different packaging types. The 

variation in machines and packaging types results in different kinds of breakdowns, problems 

and solutions. This is confirmed by the data where looking at the breakdown reports from 

different rayons shows entirely different processes and types of breakdowns.  

 

Since these different rayons differ so much in process material and thusly breakdowns, the 

data from different rayons cannot be compared. To ensure that the results of the clustering 

clearly describe the performance of a single type of process, the dataset should consist of 

breakdown reports from one rayon. By doing this the dataset only consists of shift memos 

describing the different breakdowns that occur in a single type of process, to make sure that 

the results from the analysis indicate the specific performance of this type of packaging 

process. This gives the most clear view on the impact of a specific type of breakdown, whilst 

also making sure that the different types of breakdowns that are derived from the analysis 

and their frequency are representative for the performance of the rayon from which the data 

is analysed. The same goes for colonnes, where focussing on one colonne of the packaging 

department makes sure that the results are able to show how severe the impact of a type of 

breakdown is on that part of the packaging process, independent of the other colonnes in the 

rayon. For this reason the data that is used for this analysis is all the data from only one rayon, 

for which rayon 3 is chosen. This rayon has been chosen because the data from this rayon has 

the best quality. This is shown in the longest, most clear descriptions of what breakdown 

occurred in the shift memos, and the highest amount of shift memos that use the POAR 

structure, which is essential for this project since it’s needed to create the subsets discussed 

in section 6.3.  
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Once the data form Rayon 3 is selected, the research continues with splitting the data in 

different groups based on the colonne at which the breakdown occurred. While the different 

packaging lines from rayon 3 ( 8A, 8B, 16A and 16B) all perform packaging of the same 

products and packaging types, the lines are not identical. Due to incremental upgrades of 

machines, differences in set ups etc. the composition of the different packaging lines and 

their processes is not identical. For this reason the dataset consisting of all shift memos from 

rayon 3 is split up into four subsets consisting of all shift memos describing breakdowns that 

occurred at one of the lines of rayon 3 (1 subset for all memos from 8A, 1 subset for all 

memos from 8B etc). The script used to split the shift memos into subsets based on packaging 

line can be seen in appendix F. 

 

Once the four subsets have been made for each of the packaging lines, the next step is 

splitting the set of shift memos from breakdowns that occurred at a single packaging line into 

subsets for each phase of the packaging line. The packaging process consist of a number of 

different phases from depalletizing the packaging materials to palletising boxes of filled 

bottles of beer. Each phase has its own process and through that different types of 

breakdowns which occur. At different phases the same type of breakdowns can still occur, but 

most often have a different root cause. Because of this, breakdowns at different phases of the 

packaging process are seen as separate types of breakdowns due to the possible differences 

in causes and how to solve them. Since these similar breakdowns at different phases are seen 

as different types of breakdowns, the shift memos will be separated into subsets per phase, 

to make sure that the groups formed in the cluster and topic modelling analysis consist of one 

type of breakdown. The python script used to create the subsets per phase can be found in 

appendix F II. 

 

When the shift memos are split in the different subsets some data is lost. No data is lost in the 

first step, when the data is split based on which line the breakdown occurred, because each 

shift memo has a tag indicating the line on which the breakdown occurred. The next step, 

creating subsets for the data of each phase, is when the data is lost. During this step data is 

lost, because in some of the shift memos there is no indication of where the breakdown 

occurred, or the shift memo does not describe a breakdown at all. Because of this these shift 

memos cannot be allocated to a corresponding phase subset.  These shift memos are often 

not of high quality, very short and lack structure. Because of this the shift memos are not very 

well suited for the analysis and removing them from the dataset will not have a negative 

influence on the analysis results. An overview of the statistics of the dataset before and after 

creating the subsets per phase, indicating how much data is lost in this step of the pre-

processing, is shown in table 6.1. 
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Table 6.1 Data lost when filtering the data based on phase of the process. 

Statistic Before splitting the data in 

sets per phase 

After splitting the data in sets 

per phase 

Memos in dataset 24011 20405  (85%) 

Tokens in data set 644850 580.365 

Avg number of tokens per shift 

memo 

26.85 28.44 

Unique tokens in dataset 39803 39700 

Type/token ratio 0.0426 0.0616 

 

6.2 Data cleaning 
 

Once the data selection process has been completed, what is left is a number of subsets for 

each phase of each packaging line with all the shift memos that describe breakdowns that 

occurred at that line during that phase of the packaging process. All these subsets are then 

cleaned using the same cleaning steps.  

 

Firstly, all the text data is tokenized, such that each token can be analysed separately. The 

second step is taking out all punctuation marks as these are tokens that do not add to the 

semantic content of the shift memos. This includes periods, comma’s, quotation marks, 

exclamation marks and question marks. These punctuation marks will all be joined in a 

dictionary, after which the contents of the dictionary will be removed from the shift memos. 

This is done to reduce variability in documents and reduce the dictionary size. 

 

Since the analysis models see words that include capital letters as different from the same 

words consisting of only lowercase letters, the pre-processing continues with translating all 

capital letters in the shift memos to lowercase letters. This can be done without loss of 

content since capital letters do not serve a relevant role in the data and do not contribute to 

the semantic content of the shift memos. Transforming the capital letters to lowercase letters 

is done using the built-in .lower() command in python.  

 

The pre-processing continues with stop word removal. For this step the Dutch stop word 

corpus from NLTK (loper & Bird, 2002) is used. This stop word set is chosen as it is the 

international standard across both scientific and non-scientific nlp (Natural Language 

Processing) projects. The set of stop words is inspected to make sure all relevant stop words 

are included, and any additional relevant stop words not in the dictionary are added. A 

complete copy of the stop word set used can be found in appendix E. The remaining 

unwanted special characters are removed to make sure only the relevant text tokens remain 

in the data. This is done by creating another dictionary with the unwanted special characters 

such as colons, semi-colons, brackets etc. and removing the contents of the dictionary from 

the already filtered shift memos. When this has been done the memos are considered clean 

and ready for formatting.  
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6.3 Data formatting and integration 
 

The pre-processing described in section 6.2 provides a set of clean shift memos for each 

phase of each line. From each set of cleaned memos from one phase of one line, a number of 

subsets is generated that consist of different parts of the shift memos. This is done to 

increase the probability of successful analysis results and to compare the performances of the 

cluster and topic modelling analysis methods on these different types of subsets.  

 

The subsets are created from the shift memos using the POAR structure as discussed in 

section 5.2 of this report. Using this structure, the goal is to extract from the shift memos only 

the part of the shift memos that includes information relevant to the type of breakdown that 

occurs. It is assumed that for most memos that comes down to the type of problem that 

occurred and what caused it (oorzaak). For that reason the POAR structure is crucial in the 

extraction since it can be used to extract only these parts of the shift memos (the problem 

and oorzaak parts). Because of this the first subsets that are created consist of all shift memos 

in the subset of each phase of each line that use the POAR structure. 

 

Since the remaining shift memos in this subset are all written using this POAR structure, this 

subset is used to create the other subsets discussed below. The set of full memos with the 

POAR structure also serves as a benchmark set with which the performances of the other 

subsets can be compared for each model. The filtering of subsets is done by tokenizing the 

cleaned shift memos, using for-loops and nested if statements to find the correct structure 

and extract the shift memos with this structure to the new subset. The full code used for this 

can be found in appendix G. 

 

During the creation of the subsets a number of shift memos was lost, however due to the 

essential importance of the POAR structure in creating the subsets, shift memos without it 

cannot be used for the same analysis. While the amount of data that is lost is considerable, 

the quality of the lost data is in most cases much lower than the remainder due to the lack of 

structure. The list of removed shift memos consisted mostly of short, unstructured memos 

that are not well suited for the analysis methods of this research project. An overview of the 

statistics of the set of shift memos for the most important phases of line 8A before and after 

filtering for the POAR structure are shown in table 6.2. 
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Table 6.2 Dataset statistics for 8A before and after filtering for the POAR structure. 

Statistic Filler 8A 

before 

POAR 

Filler 8A 

after  

POAR 

KHS8A 

before 

POAR 

KHS 8A 

after 

POAR 

GPI 8A 

before 

POAR 

GPI 8A 

after 

POAR  

Etima 

8A 

before 

POAR 

Etima 

8A after 

POAR 

Memos in 

dataset 

573 295 

(51.5%) 

231 177 

(76.6%) 

427 276 

(64.6%) 

380 285 

(75%) 

Tokens in 

dataset 

17659 3419 9092 1770 15749 2939 14562 3507 

AVG Tokens 

per memo 

30.8 11.6 39.4 10 36.88 10.6 41.8 12.3 

Unique tokens 

in dataset 

3285 1406 1839 715 2727 1167 2739 1349 

 

Once the filtering for POAR structure is completed, the other subsets can be created. The first 

subset is created by extracting only the P and O part of the shift memos. These two are 

chosen together because both the problem and cause (‘oorzaak’) part of the shift memo are 

required together to make sure what type of breakdown occurred is described properly. This 

is due to the fact that problems that seem similar can have different causes and therefore are 

seen as different types of breakdowns. An example of this is bottles falling over during any of 

the phases, this problem can have multiple different causes which should be labelled as 

separate breakdowns. To create this subset, the python regular expression package is used, 

also known as regex or re. Using this package a for loop iterates over each shift memo with 

the POAR structure and extracts the P and O part. 

 

The next subset is the P, O and A part of the shift memo. This includes the problem and cause 

of the breakdown as explained above, but also adds how it was solved by adding the action 

part of the shift memo. This is done in an attempt to improve the clustering results, since 

breakdowns of the same type are often solved by performing the same actions. Adding the A 

part of the shift memos aims to add to the similarities between two documents in the subset 

of the same class because of the expected similarity in the description of the performed 

action. This subset is generated using the same methods as for generating the subset with 

only the P and O part of the shift memos, except the A (action) part is added for each shift 

memo as well.  

 

The third subset consists of only the nouns of the P, O and A part of the shift memos. From 

the words that are used to describe a breakdown that occurred, most of the nouns tend have 

a relative high semantical contribution to the content of the shift memo. This is due to the 

fact that the specific location in the machine at which the breakdown occurred and the part 

or parts of the machine that are no longer performing the correct actions are all nouns. This 

means that by extracting the nouns the location and subject of the breakdown are extracted 

with minimal surrounding text.  
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The nouns are first identified using a Dutch part of speech tagger from Spacy. When this is 

done, a for loop is used to iterate over each shift memo in the subset. From each shift memo, 

all nouns are extracted and added to a new subset. 

 

The fourth subset of the shift memos is all the nouns and verbs of the P, O and A part of the 

shift memos. this subset is created because, besides the nouns, verbs can also add to the 

semantic content of the shift memos by describing what actually happens to the nouns. Some 

examples of this are shift memos that mention “bottle-clamp breaks off” or “filled bottle falls 

over”. Besides knowing an incident occurs at the bottle-clamp or the bottle transport, it is 

also relevant to know what type of incident occurs i.e. the clamp breaking off and the bottles 

falling over. This subset is created in the same way as the subset of only nouns, except the for 

loop filters out all nouns and verbs from the P+O+A subset of the shift memos.  

 

Besides the subsets that consist of only the nouns and only the nouns and the verbs of the 

P+O+A part of the shift memos, subsets are also created with only the nouns and only the 

nouns and verbs from the text of the entire shift memos. Both types of subsets will be tested 

on the test set and the best performing pair is included in the discussion of the analysis 

results.  
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7. Modelling & analysis 
 

In this section of the report the construction and application of the analysis models will be 

discussed. In the first section the construction of the different clustering and topic models will 

be discussed. In the second section of this chapter, the testing and performance of the 

clustering and topic models will be discussed, as well as how the test set is constructed. When 

this is done, the results of the analysis models and their performance on the data will be 

discussed in the third section of this chapter. The chapter concludes by answering the fourth 

research question: “what are the results of the analysis and what insights for HEINEKEN’s 

process can be derived from these results ?”. Since there are two different types of analysis 

models that will be applied to the data, this chapter describes two separate processes. For 

each subsection of this chapter both processes will be discussed separately.  

 
 

7.1 Analysis model construction  
 

For this research project two different analysis methods are used, namely cluster analysis and 

topic modelling analysis. This is done to improve the probability of achieving significant results 

in the analysis. Since two different methods are used, two types of analysis models are 

constructed. This chapter begins with discussing the construction of the clustering model. 

Once this has been completed the construction of the topic modelling method will be 

discussed. 

 

To construct the model that is used for the cluster analysis, a number of decisions have to be 

made, namely: what method is used to numerically represent the documents, what method is 

used for the allocation of documents to clusters and what distance metric are used to define 

the pairwise similarity between two document vectors. For each of these parts of the analysis 

model a number of options are selected through the information gained from the literature 

review as described in section 2 of this research report. These different methods are used in 

all possible combinations to create a number of clustering models. In section 7.2 all these 

different models are used on the test set, from which the performances of these different 

models will be compared and discussed. 

 

 7.1.1 The document representation method 
 

The first step in constructing a clustering model is selecting the methods for document 

representation. In order to cluster documents, these documents have to be translated from a 

collection of words to a spatial representation. This space is a coordinate system with a 

variable number of directions (dimensions), which is determined based on what method is 

used for document representation. For this research the representation method using Bag of 

Words models was chosen as discussed in Harris (1954). As explained in section 2 of this 

research report, Bag of Word models create n-dimensional vectors for each document where 

n is the number of unique words in the entire dataset.  
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While this method implies that the cluster analysis is performed in very high dimensional 

spaces, I still choose to use it because it is assumed to be the best fit for the research domain. 

This is based on the domain characteristics of short text, and informal word use which tend to 

have a negative effect on the performance of embedding models as shown in song et al. 

(2014).  

 

As described in Kameswara Sarma (2018) and Nooralahzadeh et al. (2018), pre-trained 

embedder models perform significantly worse on very domain specific data. The data that is 

analysed in this paper consists for a large part of very specific technical terms, machine part 

names, informal language use and brewery-jargon. Because of this it is assumed that using 

pre-trained embedders on the data would not be a good method for the representation as 

most terms would not be included in the model. 
 

Once the BoW model is chosen for document representation, the next step is to select which 

weighting method to use for creating the document vectors. There are many different 

weighting methods discussed in the current literature, but for this research two different 

methods are selected. The first method that is chosen is the standard term frequency 

weighting method. While this method gives a good representation of the contents of a 

document and includes the frequency of each word that occurs in the document (contrary to 

binary document vectors), it does not prioritize any terms over others. Even though stop 

word filtering is already applied in the pre-processing, there are still some terms that 

contribute more to the content of a document than others.   

 

Because the standard term frequency weighting method does not prioritize any terms over 

others, the term frequency-inverse document frequency (TF-IDF) method from Salton & 

Buckley (1998) is also used. This method, as discussed in section 2 of this research report, 

prioritizes words that occur in fewer documents over very common words. This weighting 

method is chosen because words that occur in less documents are often expected to 

contribute more to the content of a document and contribute more to describing a specific 

topic or in this case the breakdown. By prioritizing these terms the performance of the 

clustering model is expected to improve as shown in Salton & Buckley (1998). Both weighting 

methods are used on the test set after which the performances are compared to select the 

weighting method that performs best on the data.  
 

7.1.2 the cluster allocation algorithm 
 

The next step is selecting the cluster allocation algorithm. For this step a number of clustering 

algorithms are chosen. Since the domain of this research is the clustering of very short text 

documents into a large number of clusters with no parent-daughter relationships, hierarchical 

clustering is not chosen as one of the clustering methods for this research project, because it 

is assumed this method is not a good fit for the analysis as discussed in section 2 of this 

report.  
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The first clustering method that is chosen for this research project is the K-means clustering 

algorithm. As discussed in section 2 of this research report, K-means clustering is one of the 

most well-known clustering algorithms (hotho et al. 2005) and has been used in many 

different cluster analysis projects yielding promising results (Steinbach et al. 2000). The 

method is easy and fault proof to implement due to the low amount of parameters that have 

to be chosen manually. The only manual setting in the model is the number of clusters K, this 

fits the analysis because there is a good estimate of the amount of different types of 

breakdowns that occur at the relevant phases in the packaging process. 

 

Since K-means is a spatial clustering algorithm, it looks to create clusters of similar size in the 

document space. This is not always a good fit for document clustering, especially when using 

high dimensional representation methods like the BoW model. Because of this, additional 

clustering algorithms have been selected for the analysis that are density based rather than 

spatial. For these density based clustering methods, two different algorithms have been 

chosen, namely DBSCAN and OPTICS. 

 

The DBSCAN clustering algorithm (Esther et al. 1996), as discussed in section 2 of this 

literature review, is a well-known clustering algorithm that focusses on creating clusters 

through the density of document vectors in the document space, based on a number of pre-

set parameters. DBSCAN has proven to be an effective clustering method for documents as 

shown in Viswanath & Babu (2009). DBSCAN offers a number of advantages that tackle the 

disadvantages of K-means clustering. Due to the nature of its algorithm, DBSCAN is great at 

detecting outliers, which is very useful in this analysis considering the quality of the data is 

low for some datapoints, causing them to be outliers. DBSCAN is also strong in identifying 

clusters of different sizes and shapes, which is a strength that K-means clustering lacks. 

Because of this DBSCAN is added to the set of clustering algorithms used for this research 

project. 

 

Because of the additional challenges due to the domain of the data, a second density based 

clustering method is chosen to improve the probability of achieving significant results. The 

second density based cluster allocation method that is chosen is OPTICS clustering (Ankerst et 

al. 1999), as discussed in section 2 of this research paper. The OPTICS clustering method, also 

known as ordering points to identify cluster structure, is very similar in use and application to 

the DBSCAN model meaning it has the same two parameters to manually adjust (minPts and 

EPS). OPTICS is chosen because it tackles one of the weaknesses of the DBSCAN algorithm, 

which is finding clusters of varying densities. This is an important strength since the different 

clusters formed are assumed to be of different sizes due to some breakdowns being more 

common than others. Using OPTICS also allows for the addition of a reachability plot, which 

gives visual interpretation of the allocation of documents over the different clusters.  

 

The cluster allocation methods K-Means, DBSCAN and OPTICS are used with both the TF and 

the TF-IDF representation methods described in the previous section of this chapter. The 

performance of these models is compared using the test set as described in section 7.2 of this 

research report. 
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7.1.3 selection of distance metrics. 
 

As discussed in section 2 of this research report, there are a number of different metrics that 

can be used to measure similarity between documents. Using the representation methods 

described above, the similarity between documents is measured through measuring the 

distance between the documents vectors in the n-dimensional document space. For this 

research two distance metrics are chosen to increase the probability of significant results. 

 

The first distance metric is the Euclidean distance, as discussed in section 2 of this research 

report. The Euclidean distance is defined as the length of a straight line between the two 

vectors and can be calculated using a simple formula. While the Euclidean distance is a good 

distance metric for calculating the distance between vectors, it is not always the optimal 

distance metric to use for document clustering. This is because Euclidean distance does not 

take into account the length of a vector. Because of this, document vectors of similar length 

are seen as more similar documents when using the Euclidean distance, meaning the length 

of text documents can have an influence on the clustering results. While the TF-IDF 

representation method already reduces this, it can still be a negative influence on the 

outcome. 

 

Because of these disadvantages a second distance metric is included in the analysis, namely 

the cosine distance. The formula used for calculating this distance metric includes the vector 

length, which negates the disadvantages of the Euclidean distance explained above. The 

cosine distance is a popular distance metric in clustering and can be applied with all the 

clustering algorithms discussed in the previous section. For the K-means clustering method, 

using the cosine distance means the analysis uses the “spherical K-means” cluster algorithm 

(Dhillon & Modha, 2001).  

 

Both the Euclidean and cosine distance metric are used with all representation and clustering 

methods discussed above on the test set, after which the performances are evaluated and the 

optimal distance metric is chosen. 

 

This means that for the cluster analysis, a total of 12 models will be tested. These 12 models 

are all possible combinations from the methods for each step discussed in this chapter. These 

12 models will all be created in python using the methods and tools discussed in section 3 of 

this research report. These 12 models are applied to cluster all of the subsets discussed in 

section 6 of this research report. The results of this testing are used to evaluate the 

performances of the different models on the same subset, and the performance of the same 

model of the different subsets. From this an optimal pairing is selected, which is evaluated to 

see how well the model can perform the clustering. 
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7.1.4 The topic modelling model construction 
 

The final step in the model creation phase is creating the topic models. As described in the 

methodology section of this research report, for the final topic modelling analysis only one 

topic modelling method is used. The method that is used first has to be selected from the two 

earlier chosen possibilities. These methods are Latent semantic analysis (LSA) and Latent 

Dirichlet allocation(LDA). Both models are implemented in python. Once the implementation 

is completed, both models are ran on a test set from which the best performing model is 

chosen based on the quality of the topic terms and document topic allocation.  

 

The LSA model is created using the python libraries from SKlearn (Pedregosa et al, 2011). 

Latent semantic analysis uses the TF-IDF and TF vectorizers from sklearn to create a 

document term matrix. Once this is done, the Singular value decomposition (SVD) model 

decomposes the document term matrix into the different topics and the keywords that 

belong to each topic also known as the term-topic matrix. The model uses the randomized 

solver algorithm from Halko, et al. (2009). When the algorithm is chosen the only parameter 

left to specify is the number of topics that the model should identify. This parameter varies 

depending on which phase of the packaging process the data that is analyzed comes from, 

therefore it will be set manually before each analysis. The final step is specifying the output of 

the LSA model. Since the goal is to analyze and compare the performances of the LSA model 

with the LDA model, the output should be in a similar format to allow for comparison of the 

performances. Because of this the model is designed to give the N topics with the top 10 

keywords for each topic. This number is chosen because the top 10 terms should be enough 

to indicate what type of breakdown the topic describes. 

 

For the construction of the LDA model, the same Sklearn toolset is used for creating the 

document-term matrices using the TF and TF-IDF vectorizers. For the creation of the actual 

model, the genism toolset is used for the actual LDA modeler (Rehurek & Sojka, 2010). The 

parameters Alpha and Eta are optimized to give the highest coherence of the model. The 

number of topics is chosen based on which phase of the packaging process the data that is 

analyzed comes from and set equal to the number of topics for the LSA model. Each 

document is passed 10 times, the chunksize is set at 100 documents and the model is 

updated after each document is passed. When the parameters are set, the final step of 

creating the LDA model is specifying the output. As mentioned above the same output as for 

the LSA model is specified, namely the N topics in the dataset and the top 10 keywords for 

each topic. 

 

A test set consisting of the full text of the shift memos from the Filler of line 8A is used. Both 

models are fed the same dataset and the output is inspected using expert knowledge to see 

which model created the best topics. The topics are assessed based on how well the 

keywords describe a breakdown and how correct the topic allocation is done. Based on these 

factors the LDA model seems to perform better than the LSA model: it produces more clear 

topics and better topic allocation to the documents. Because of this the research is continued 

using only the LDA model. 
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For the full analysis, additional output is generated by the model. Besides the topics formed, 

the model is programmed to generate a visual graph of the spread of the different topics and 

the size of each topic in terms of documents with that topic as dominant. An example of this 

can be seen in the figure below. This figure is created using the model and data from filler 8A 

as input with the pyLDAvis toolset from Sievert & Shirley (2014). 

 

 
 Figure 7. 1 Example of pyLDAvis output on dataset of memos from Filler8A. 

The graph is used to perform an initial visual inspection of the model’s interpretation of the 

topics to see how the topics and keywords are spread over the data. Based on the output of 

the graph an estimate is made of how well the topics are spread to see if the parameters 

need to be chosen differently. When the graph passes the initial inspection, the next step is 

generating the output of the topic model. The first part of the output is a table with for each 

shift memo the document number, the dominant topic, the percentage contribution, also 

known as loading of the dominant topic, the keywords of the dominant topic and the text of 

the document itself. Besides this info there is also an overview of the spread of the dominant 

topics over the documents. The tables are generated with the built in python toolset from 

pandas. 

 

These output tables are used to inspect the results of the topic modelling analysis. The table 

is used to sort the shift memos based on dominant topic, which forms the topic groups. These 

groups are inspected to see if the groups of shift memos that have the same dominant topic 

also describe a similar type of breakdown. The model’s performance is then evaluated based 

on how accurate this group allocation is done by the model. 
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7.2 Analysis model testing 
 

As is done in many research papers such as Steinbach et al (2000), a test set is used to inspect 

and compare the performances of the different analysis models on the data. By doing this the 

results of the test analysis shows which model has the best fit to the data. Through 

benchmarking the performances of the models on the test set, a best performing model is 

found. This model will be used for analysis of the full data set. 

 

The test set that is used for this analysis consists of shift memos with corresponding labels 

indicating the type of breakdown that is described in the shift memo. Since all data available 

is unlabeled data the test set is created by manually labelling a number of shift memos. The 

shift memos are labelled by manually inspecting them to understand what type of breakdown 

occurred. To make sure this is done properly, the labels are discussed with a process expert. 

The filler is by far the most interesting machine to analyze, since it is the bottleneck of the 

packaging process and has the most breakdowns, the test set is created from shift memos 

from the filler. The memos that are used for the test set are selected randomly from the data 

set’s subset of all shift memos from the filler of 8A. The size of the test set consist of 20% of 

the subset of Filler 8A. 

 

The shift memos that are selected as part of the test set are chosen completely random from 

the data set. This is done to prevent any bias in creation of the test set. Once the shift memos 

are selected, the shift memos are duplicated in the separate tests set. Beside the free text 

comments, the date, line and identifier attributes are also included in the test set. Once all 

shift memos are moved to the test set, each memo is given a cluster number that 

corresponds to the type of breakdown the shift memo describes. When this is done, shift 

memos that describe similar breakdowns can be identified and grouped using their cluster 

number, which is used as the class label. 

 

When all shift memos in the test set are labelled, the test model is created. As mentioned in 

section 6 of this research report, different subsets of each shift memo are analyzed. The 

different subsets including the P+O, P+O+A, nouns and nouns + verbs of the test set are 

created using the same script used for creating the subsets of the regular data as described in 

section 6.4 of this research report. When this is done all different subsets of the test set are 

integrated for analysis. 

 

To quantify the performance of each cluster method, the cluster KPI’s are chosen. For this 

analysis the KPI’s are precision, recall and F1-score as discussed in section 3 of this research 

report. These KPI’s are chosen together because the combination of recall, precision and F1-

score give a good indication of the performance of a clustering model overall and prevent the 

occurrence of a biased assumption that a model performs very well by cheating one of the 

KPI’s, since cheating either recall or precision automatically leads to very low values for the 

other two KPI’s.  
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The KPI’s are calculated by defining all possible pairs of two shift memos from the test set into 

one of the four possible categories: True Positive (TP), True Negative (TN), False Positive (FP) 

and False Negative (FN). This is done using the cluster labels that are assigned to the shift 

memos in the test set manually as discussed above. If two shift memos in the test set are 

given the same cluster number, it means the documents are in the same cluster and thusly 

describe the same type of breakdown. This can be described as the documents being in the 

same class.  

 

When the shift memos are clustered using the different clustering models described in 

section 7.1, each shift memo is assigned a cluster label by the model. Once the clustering is 

complete and all shift memos are given a cluster label by the model, the clusters created by 

the model are inspected. For all possible pairs of two shift memos the cluster labels are 

checked to see if the shift memos are placed in the same cluster. By doing this the 

performance of the clustering model can be assessed, because the quality of a cluster is 

decided by its contents. This means that it is not relevant if a shift memo is given the same 

cluster number by the analysis model that it also has in the test set. The relevance lies in the 

other documents that are given the same cluster label by the model.  

 

By using the class labels from the test set and the cluster labels allocated by the model that is 

being tested a confrontation matrix is made. The confrontation matrix is a table that defines 

the performance of the cluster model by categorizing all document pairs in one of the four 

previously mentioned categories TP, FP, TN and FN. This is done by checking if two 

documents belong in the same cluster (same class in test set) or not and if two documents are 

placed in the same cluster or not by the model that is being tested. Based on this information 

the document pairs are categorized using the definitions that can be observed in the table 

below: 

 
Table 7.1 Categorizing method of document pairs from test set. 

 Documents are allocated in 
same cluster by the model 

Documents are allocated to 
different clusters by the model 

Documents belong in same 
cluster (same class in test set) 

True positive (TP) False Negative (FN) 

Documents don’t belong in 
same cluster ( different class in 
test set) 

False Positive (FP) True Negative (TN) 
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When each document pair is categorized into one of these four categories, the KPI’s for the 

clustering are calculated. For the F1-score, the official calculation as discussed in Van 

Rijsbergen (1979) is used. The F1-score is the harmonic mean of the precision and recall, 

which means its formula equals: 

 

𝐹1 − 𝑠𝑐𝑜𝑟𝑒 = 2 ∗ (
𝑃𝑟𝑒𝑐𝑖𝑠𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
) 

 

From the formula it is observed that in order to derive the F1-score, the precision and recall 

have to be determined first. To derive these two KPI’s, the formulas from van Rijsbergen 

(1979) are also used. These formulas equal: 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

 

As can be observed these formulas require the number of True Positives, True Negatives, 

False Positives and False Negatives in the results of the analysis. These are derived by addition 

of the categorization of each document pair in the test set. 

 

The testing of the clustering models is implemented in python, without the use of any 

packages or tools. In the first step, the test set is extracted from its excel file, after which it is 

cleaned using the same pre-processing steps as described in section 6.2 of this report. When 

the pre-processing is completed, the shift memos are transformed into the different subsets 

for analysis as discussed in section 6.3 of this research paper. Once these subsets are all 

completed, the subsets are transformed into the vector representations using the previously 

discussed TF and TF-IDF weighting methods. When this is done the test set is ready for 

analysis. The python script used for this preparation can be found in appendix H. 

 

The analysis is performed by one type of model at a time. A python script is created with the 

variable “Dataset” as the input of vectors for the model. The model performs its calculations 

after which the cluster allocation is completed. The output of the model is generated in the 

form of a list of cluster labels. The script then uses these labels to create a confrontation 

matrix in which each document pair is defined as in the same cluster or not using the binary 

characters 1 and 0. The script then compares the confrontation matrix of the model results 

with the “correct“ confrontation matrix created from the manually assigned labels of the test 

set. A number of nested loops are used to place each document pair in one of the four 

categories explained above using the categorization as described in table 7.1.  When this is 

done the script calculates the numbers of TP’s, TN’s, FP’s and FN’s and derives the KPI’s using 

the formulas above.  
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For The DBSCAN and OPTICS clustering models, the analysis model testing is performed with 

the same model multiple times using different parameter values. When this is done, the 

output of the model in terms of the KPI’s is saved for each model iteration and thus all 

parameter values. From this, the parameter settings that give the optimal results based on 

KPI’s are derived. These optimal parameter values are then used for the analysis.  

 

As discussed above the testing is performed using the value of variable “Dataset” for input. To 

compare the effectiveness of a model on the different subsets of the test set, the value of 

“Dataset” iterates over both the TF and the TF-IDF document vectors of the full memos, the 

P+O subset, the P+O+A subset, the nouns only subset and the nouns + verbs subset of the 

test set. The value for the KPI’s of all these analyses are put in a table to create a good 

overview of the performances of the models on the test sets, which allows for a clear 

discussion on the effectiveness of the different clustering models. The python script that is 

used to perform the model testing can be found in appendix I. 

 

The comparison using the test set is done to derive answers to two separate questions. The 

first question is “which subset of the shift memos performs best across the different 

clustering models ?”. Another possible outcome of this testing is that the performance of the 

different subsets varies between clustering methods. The second question that the testing 

aims to answer is “what model gives the best clustering results ?”.  Both questions are 

answered using the KPI’s observed in the table below. Because of the high number of models 

due to the many possible combinations between parts of the model, not all results are shown 

in the tables below. The first table shows the highest performing model for each cluster 

allocation method and the corresponding KPI values. The second table shows the 

performances of the different subsets of the shift memos using the optimal cluster allocation 

model (a DBSCAN clustering model).  
 

Table 7.2 Performances of the different clustering methods on the test set. 
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Table 7.3 Performances of the different subsets of the test set using DBSCAN clustering. 

 
 

Since the F1-score is the harmonic mean of the precision and recall, this KPI is seen as the 

most important. Table 7.2 shows the best performing model (highest F1-score) for each 

cluster method. From this table it can be observed that DBSCAN is the best performing 

clustering method. This does not fully come as a surprise since the bag of words 

representation method that is used in this analysis creates sparse vectors and leads to a 

highly dimensional vector space. K-means clustering is known not to be an optimal clustering 

method for these kinds of clustering analyses.  

 

From the same table it can be observed the P+O+A subset gave the highest F1-score for all 

cluster allocation methods, meaning it always provides the most accurate cluster allocations. 

This subset was also the only subset that consistently gave better results (higher F1-score) 

across different models compared to the full memos. Table 7.3 gives a better insight into the 

performances of the DBSCAN model on the different subsets, which appeared to be the best 

performing model in this test analysis. 

 

While the difference in F1-score between DBSCAN and K-means seems small, the DBSCAN 

actually provides a much higher recall, which means that although it may give a couple more 

false positives, the amount of false negatives is much lower which is highly relevant for the 

analysis models performance. 

 

The test analysis has shown which model performs best and how certain steps can 

significantly improve the overall performance, the overall result shows that a cluster model 

using DBSCAN clustering, the TF-IDF representation and cosine distance performs the best on 

the test set. The performance also shows that overall these clustering models do not perform 

well enough to supply clustering results from which valuable conclusions can be drawn, 

because based on these results it can be assumed that the clusters formed using this model 

will not be accurate enough. This means that if a cluster is formed using the best performing 

model (DBSCAN, cosine,  TF-IDF vectors and P+O+A subset) there will still be a lot of memos in 

the cluster that do not belong there, meaning they describe a different type of breakdown. 

This assumption is based on the low precision, caused by the high amount of false positives. 

The full python scripts of the model testing and KPI calculation can be found in Appendix I. 
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7.3 Interpretation of modelling results 
 

As discussed in the previous section 7.2, the performance of the clustering models was not 

accurate enough to be used for extraction of the desired information. Because of this the 

focus of the analysis models was shifted from using clustering models to using topic modelling 

models.  

 

The goal of the topic modelling analysis is somewhat similar to the clustering analysis as in 

that the goal is to form groups of shift memos that describe the same type of breakdown. 

Besides the differences in models, how they operate and the output of the analysis of the 

shift memos using topic models focussed on extracting at least one correct topic. This meant 

that if one topic was found and allocated properly by the model it could mean that at least 

some valuable information was found, irrelevant of the quality of the other topics.  

 

There are no papers found that used quantitative evaluation metrics to evaluate the quality of 

document allocation to topics using topic modelling. The only quantitative evaluation metric 

discussed in the literature is the coherence, which is an evaluation of the model itself based 

on performance. It is assumed that this is mainly because topic modelling often serves as an 

explorative analysis method. Since topic modelling also uses a “soft” allocation of topics, 

meaning a document is composed of multiple topics, applying quantitative evaluation metrics 

to a topic modelling output is not a straight forward process. The goal of the analysis with the 

topic modelling model is the same as for the clustering: to form groups in the role of topics 

that consist of multiple shift memos that describe the same type of breakdown. When the 

results of the topic modelling analysis are evaluated, the focus is also on the quality of the 

groups (topics) created by the model. These topics are evaluated based on two aspects: the 

quality of the keywords that describe the topic and the shift memos that have this topic as 

the dominant topic. The quality of keywords is based on how well these key words describe 

the contents of the topic i.e. what kind of breakdown the shift memos in the topic describe. 

This is not something that can be quantified and therefore it is very hard to evaluate the 

quality of keywords using any kind of performance indicator. 

 

When it comes to the quality of the topic allocation, there is no well-known method to 

evaluate the results quantitatively. As mentioned before the topic allocation is also soft, 

meaning that the topic model allocates multiple topics to each shift memo. While this makes 

it harder to quantitatively evaluate the topic allocation, each shift memo still has a dominant 

topic that can be used for this. When using the dominant topic number as cluster number, 

shift memos can be grouped based on this dominant topic. This grouping can then be 

evaluated using the same method as the evaluation of  the clustering discussed above in 

section 7.2. By using the topic model on the test set used for the clustering in section 7.2, the 

dominant topic numbers are used instead of cluster labels. Using the same method as is used 

for the testing of the clustering models the precision, recall and  F1-score of the topic 

allocation are approximated.  
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While these results may not provide an accurate representation on the performance of the 

LDA model on the full data set, it serves as analysis to see if the topic model can perform 

better in grouping the shift memos based on what type of breakdown that is described in 

them. The performance of the LDA model on the test set is described in table 7.4 below. 

 
Table 7.4 Values of the Cluster KPI’s on the topic model’s performance. 

KPI LDA model scores 

Precision 0.399 

Recall 0.567 

F1-score 0.468 

 

As can be observed from the KPI values the overall score is higher than the best cluster 

model. This higher F1-score is caused by a very significant increase in the accuracy compared 

to the performance of the clustering models. From the results however it can also be 

observed that the recall is significantly lower compared to the recall of most clustering 

models. Where the cluster model tends to identify too little separate groups, the topic model 

tends to fragmentate the larger groups too much.  

 

Since the topic modelling analysis is designed to be more exploratory the results should be 

evaluated qualitatively. Because of this the topic model is also applied to the full set of shift 

memos form the filler of packaging line 8A. As discussed in section 7.1.4 of this research 

report, the topic model’s output consist of X topics (X depending on which packaging phase 

the data comes from) with a number of automatically chosen keywords that describe each 

topic. These results are evaluated qualitatively by focusing on the keywords chosen for a topic 

and the shift memos that have this topic as dominant. These are assessed using the expert 

knowledge of the packaging process and the knowledge of the dataset to decide if the 

keywords describe a single type of breakdown clearly, and to asses if the shift memos that 

have this topic as dominant also describe that type of breakdown in their free text. The topic 

model’s output is generated in tables from which the results are evaluated. One of these 

tables is shown below.  

 
Table 7.5 Oversight of the output of the LDA model. 

 



67 
 

From the table it can be observed what was already expected, namely that the overall 

performance of the LDA topic model is not sufficient to give an accurate full overview of the 

different types of breakdowns in the dataset and the true size of each type of breakdown. 

While the model is allowed to make some mistakes and is not required to be 100% accurate 

in order for the results to be usable, this model is by far not accurate enough. This is also 

confirmed when the results of the LDA are inspected on a lower level by running the model 

on the full dataset of the filler of 8A and inspecting the contents of each topic. When this is 

done some topics do not even represent specific type of breakdowns (keywords were mix of 

general terms) and for the topics that have keywords that do describe a breakdown 

accurately, there are a lot of memos in those topics that do not belong there, and a lot of 

memos that should have been in these topics were allocated to other topics. Since there are 

no quantitative metrics to properly express this, the best way to express the results is to refer 

to table 7.4 and say it is very representative for the performance on the entire dataset of 

Filler 8A. 
 

7.4 Analysis outcome 
 

The fourth research question focused on the results of the analysis and especially the 

implications of these results for HEINEKEN and their operations. Since this research focused 

on extracting valuable information from the data for HEINEKEN, the question is formulated as 

“ What are the results of the analysis and what insights can be derived for HEINEKEN’s 

process from these result?”.  

 

As can be observed from the testing, the main result of the analysis is that these models are 

all not suited to accurately group the shift memos into groups based on similar breakdowns. 

The results of the different clustering algorithms on the test set varied, but none provided an 

F1-score that is significant enough to deem the results of the clustering useable for providing 

an overview of the different breakdowns that occur at the packaging lines and the 

frequencies of these breakdowns.  

 

From the clustering analysis the DBSCAN proved to be best clustering method, slightly 

outperforming the K-means. This difference is significant, especially in the lower amount of 

false positives but it does not mean the DBSCAN provides useable results. The same can be 

said for the results of the Topic modelling, where the LDA does provide some correct results 

and even outperformed the clustering on the same test set. While the LDA showed some 

good results, overall this method does not produce results that can be used to derive valuable 

information because of the low accuracy of the topic allocation. Because of this the results of 

the clustering and topic modelling cannot be used to produce insights concerning the 

performance of the packaging lines of Rayon 3 and the breakdowns that occurred over the 

past 2 years. The results of the pre-processing and data handling plus cleaning however can 

be used to derive some insights concerning the process of the creation of the breakdown 

reports and the performance of the operators in this process. Since these are mostly relevant 

for the discussion and recommendations for future research these will be discussed in section 

8.4 of this research report.  
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8. Conclusion & discussion 
 

In this final section of the research report the general conclusion of the outcome of the 

research is drawn. Firstly, the final analysis results are evaluated. The outcome of the 

research is evaluated and it is discussed if the goal is met, using the earlier drafted criteria for 

success. The final two research questions are answered in section 8.2 where the 

generalisation is discussed. In section 8.3 the research outcome is critically discussed. When 

the discussion is completed, the report concludes with the limitations of this research and 

recommendations for future research.  

 
 

8.1 Evaluation of results 
 

Given the research problem discussed in section 1.4 of this report the research aimed to 

create a solution for HEINEKEN’s business problem while also discussing the potential value of 

the application of the unsupervised automatic analysis models on data from this specific 

domain. This is deemed relevant because in the current scientific literature I could not find 

any works that discussed these applications of clustering and topic modelling models.  

 

As has been shown in chapter 7 of this research report the results of the Clustering and topic 

modelling have not been sufficient to automatically extract valuable information correctly. 

The goal of this research project was to perform research into the possibilities of using 

unsupervised automatic analysis models to extract valuable information from the short free 

text memos in the breakdown reports. The research aimed to extract valuable information 

from the data by sorting the shift memos in groups that described incidents of the same type 

of breakdown. These groupings would then allow for the extraction of valuable information 

from the shift memos by creating an oversight of the different types of breakdowns that 

occur at the packaging lines and the impact that specific types of breakdowns had over the 

past years.  

 

The unsupervised analysis methods used for this were the different clustering models K-

means, DBSCAN and OPTICS, and the topic model using Latent Dirichlet allocation. The 

combination of these different models and approaches is chosen to increase the probability 

of finding a model that is successful in correctly grouping the shift memos. The clustering 

analysis is performed with hard clustering methods, which means that each document 

belongs to exactly one cluster, while the topic model created a ‘softer’ grouping of the shift 

memos where the shift memos have loadings on multiple topics. To be able to compare the 

results of the clustering and topic modelling, a clear grouping structure with hard separate 

groups is required for the topic model. Because of this the dominant topic assigned by the 

model is used as a hard group allocation.  
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The values of the KPI’s in the test analysis show that the applied clustering models are not 

very effective in creating the desired groups. Compared to the values of the KPI’s that were 

derived from the results of the topic model it is observed that the topic model performs 

slightly better in terms of F1-score compared to the clustering models, however the values of 

these KPI’s should not be compared between the clustering and topic modelling solely based 

on the outcome of grouping the test set. The topic modelling is not designed to perform hard 

clustering, and focusses more on semantic interpretation and similarities in context rather 

than partitioning data which the clustering focusses on.  

 

From the qualitative inspection of the topic modelling results it is observed that the 

performance of the topic model does not suit this purpose. It is not completely unexpected 

since the goal of topic models in general is to give some insight in the global themes of a data 

set, which it does. The generated topics and keywords do not provide the desired groups of 

specific breakdowns with accurate allocation of the shift memos, however it does extract a 

number of specific breakdowns quite well. Based on the keywords generated by the model 

some topics can be translated to a specific type of breakdown, however the accuracy of the 

memos allocated to this topic is still by far not accurate enough to provide a valid basis for 

useable results.  

 

Overall the conclusion is drawn that the methods applied in this research project are not 

suited to automatically extract valuable information from the memos of the breakdown 

reports. This is due to the low accuracy in the output of the models, which causes the results 

to have little to no value for now, since no valid conclusion can be drawn from the output of 

the model. In section 4 of this research report a number of criteria for success were drafted, 

namely: 

 

• An analysis method is found that can be applied to the given dataset. 
 

• This method for analysis is either fully automatic or semi- automatic. 
 

• Using this analysis model on the given dataset creates clear and correct information in 
the form of clusters/groups of shift memos that describe different incidents of the 
same type of breakdown.  

 

• The domain expert believes the output of the analysis model provides a clear overview 

of the contents of the dataset in a logical distribution. 

 

• Interpretation of the analysis results can be used to either confirm pre-existing 
hypotheses concerning breakdowns in the packaging process or give new insights in 
factors contributing to the amount of time spent on unplanned down.  

 

Based on the results of the analysis it is concluded that only the first two criteria for success 

are met. This means that from the business’ point of view the goal of the research is not met. 

This is due to the low accuracy in the groups formed by the models. What caused the low 

accuracy and how this could have been prevented is discussed in section 8.3.  
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8.2 Generalisation of the research 
 

This research aimed to solve a business problem for HEINEKEN and to propose possible 

application of analysis models to a new domain. To determine the relevance of this work, it is 

important to discuss if the work discussed in this research report can be generalized for other 

applications in similar research projects and domains. 

 

Since one of the goals of this research is to analyse the potential of a possible solution to a 

business challenge for HEINEKEN, the outcome is evaluated based on how applicable it is for 

HEINEKEN as an organisation. The analysis was performed using the data of 1 rayon of 1 

brewery. Since HEINEKEN is such a large organisation that faces this business problem in 

many of its breweries, scalability is an important characteristic of any solution. Because of 

that the fifth research question of this thesis is “ can the analysis be performed for other parts 

of HEINEKEN’s organisation?”  

 

Based on the implementation and modelling, theoretically it is possible to apply these analysis 

methods to text data from other Rayons of the packaging department or even textual data of 

incidents in the brewing department of the brewery. The shift memos of the other Rayons of 

the packaging department have the same data type, attributes and are also saved in the MES. 

Any department of the organisation that uses this MES has breakdown reports in a similar 

form, this is also true for the brewing department. Any form of free text that is registered in a 

format from which it can be extracted with python can be analysed with these models, but 

performing this analysis on other datasets of HEINEKEN is only relevant if the analysis is 

accurate enough to produce significant results. The shift memos of other Rayons from the 

packaging department lack even more structure compared to the memos analysed, which 

would mean the creation of subsets is not possible for this data. As shown in section 7 of this 

research report the analysis models used in this thesis are not able to provide significant 

results and therefore being able to apply these models to data from other parts of 

HEINEKEN’s organisation is not relevant for now, as the outcome cannot be used to make any 

accurate statements regarding the breakdowns that occur.  

 

While this answers how well this research provided a solution to the business problem of 

HEINEKEN, the research was not only performed to solve this business problem. This research 

project also aimed to fill a gap in the current works by focussing on an application of 

techniques to data of a domain in a way that has not yet been described in the current 

scientific literature as far as I know. Because this research aims to fill this gap it is very 

interesting to see how scalable the method is to data from other sources. Because of this the 

6th and final research question of my thesis is “to which extent can the methodology used in 

this report be generalised for use in other domains?”  

 

If these models could group the short free text breakdown reports accurately into groups of 

the same topic, there would be many different possible applications for other organisations to 

use this to extract valuable information from their free-text data. For the models to be able to 

do this, the clustering or topic modelling should also work on data from other domains.  
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As discussed in the previous section of this report the analysis models used in this research 

project have not been able to produce results that were accurate enough to contribute 

significantly to HEINEKEN’s operations by extracting valuable information. Therefore the 

methodology used in this report should not be generalised for use in other domains. While 

this research project has not successfully confirmed its main hypothesis it did provide 

application of specific analysis tools to a domain that has not yet been discussed in the 

current scientific literature to my knowledge. However since the models used in this report 

did not perform at the required level in the research’s own domain, it is assumed that the 

models might not be very well suited for generalization in to other domains. The application 

of these analysis methods to the domain could provide valuable insights if done correctly as 

discussed in this thesis, however for that to be the case the models should achieve much 

better results. 

 

While the methodology used in this report is not suited for generalization, the application of 

clustering or topic modelling to large amounts of unused unlabelled free-text data from 

companies can certainly be a relevant method to create an oversight of the different types of 

text documents that are in the dataset and how well each type is represented. Discussing how 

this can be done successfully would be a good addition to the current work on this topic 

however, for that to be the case a model has to be designed that can perform this task 

correctly given the challenges that come with research in this domain. 
 

 

8.3 Discussion 
 

This research project focusses on assessing the possibility of extracting valuable information 

from the large amount of un-labelled data using automatic analysis methods. As discussed in 

the business understanding HEINEKEN currently only analyses the data by reading it manually. 

This costs a lot of valuable time which is why the data is only analysed going back 24 hours. 

This shows a business problem that many companies are currently facing, including 

HEINEKEN, which is having a lot of unlabelled data but no viable way to extract valuable 

information from it. The use of automatic analysis models aims to solve this by reducing the 

amount of time from an employee is required to inspect the contents of the shift memos. The 

automatic analysis models in this thesis all consist of unsupervised analysis methods to fit 

with the unlabelled data. As is expected from most companies the data is unlabelled and 

labelling this data is again a process that consumes a large amount of resources. Keeping 

these business problems in mind this research aimed to derive valuable information by using 

these models to group the data into groups containing shift memos that describe different 

incidents of the same kind of breakdown. Through this valuable information would be 

extracted by having a cluster tag that could function as a class label. Doing this automatically 

and on unsupervised data solved the business challenges by being able to inspect the 

contents of a larger dataset in a short amount of time. 
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The outcome of the research project shows that for the given dataset the models used are 

not able to create the desired groups accurately enough to be able to derive valuable 

information from the clustering or topic modelling. From these results it can be assumed that 

the given dataset and the analysis models used in this research are not a good fit. This can be 

viewed at from two different angles, namely that the data is not suited for clustering or topic 

modelling or that the applied topic modelling and clustering models were not the correct 

models for this given data set.  

 

When looking at the domain of the analysis it can be suggested that the data is not suited for 

a hard clustering approach. The free text in the memos is very short as shown in section 5.2.1 

of this research report, and the words used are for a large part specific highly technical terms. 

As discussed in Song et al. (2014) and Nooralahzadeh et al. (2018), clustering highly domain 

specific short text documents comes with a lot of challenges. Besides the challenges that 

come with the technical domain of the data, the data itself also has some added difficulties in 

its structure. Due to the document being very short there is not a lot of context words around 

the important term in the document, and thusly the content is defined with very few terms.  

 

Besides the lack of context a lot of the terms used to describe a breakdown appear in the 

description of multiple different types of breakdowns e.g. the term ‘break’ is part of 

describing a large number of different types of breakdowns. The same goes for the name of a 

part of a machine, which can experience a number of different types of breakdowns as well 

e.g. break, wear down or simply set up errors. Therefore it is very difficult to clearly define the 

different groups that should be formed by the model. This may indicate why the clustering 

algorithms have not been able to form the desired groups, however the domain also comes 

with the additional challenge that there are not a pre-specified number of breakdowns and 

clear definitions of each type of breakdown. The boundaries of breakdowns that are similar 

and dissimilar are not always clear and because of that this problem may be more suited for 

soft clustering methods rather than hard clustering.  

 

When looking at the models used for this research, the models feature a number of different 

representation and cluster allocation methods that have all proven to be effective in 

numerous other scientific papers for clustering/ topic modelling. For this research project 

these methods are not effective, it is assumed because of their fit with the data. During the 

research the different subsets of memos were created to extract only the information in the 

shift memos that clearly describe the type of breakdown that occurred. The differences in 

performances of the models with these subsets is used discuss the fit of the data to the 

models. For all different clustering models the POA subset performed best. This subset 

consists of only the problem, cause and action taken, meaning it has minimal irrelevant 

context, while still adding some extra information compared to the PO subset. It is assumed 

that this extra information in the form of the action taken is beneficial since the POA 

outperforms the PO subset on all models. When looking at the subsets consisting of only 

nouns and verbs, the exact opposite is shown where the both the nouns and the nouns and 

verbs subsets of the full shift memos outperform the nouns and nouns + verbs of the POA 

parts on every model. 
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By inspecting the content of the subsets the main differences identified between the full 

memos and the POA are difference in the contents of the memos (only the problem, cause 

and action vs the full reports), and the dictionary size. These are the same differences 

between the POA nouns/nouns+verbs subsets and the full memos nouns/nouns+verbs 

subsets. The difference in the size of the full memos can be both beneficial if it helps define 

the specific type of breakdown, or it can be noise if it is irrelevant. This can be observed when 

looking at the nouns and nouns + verbs subsets, on which the models performed best with 

the full memos versions. While it can be assumed that the nouns and verbs outside of the 

POA parts of the memos also contribute to the content of the memos, there is another 

suspected reason for these results. The difference in length between the POA parts and the 

full memos is highly significant, especially when looking at the dictionaries of the full data 

sets. As discussed in the methodology all clustering models used bag of words 

representations. This means that the amount of elements in each document vector is equal to 

the amount of unique terms in the data set (dictionary size). This significant difference in 

dictionary size results in an equal increase in the amount of  elements in each document 

vector and thusly the number of dimensions in the document vector space. The clustering 

methods, especially K-means, are known to perform worse in high dimensionality with sparse 

document vectors. Altogether it is assumed that the document vectors of the breakdown 

reports generated by the models consist of too many (sparse) elements, which causes the bad 

fit with the clustering models.  

 

 As discussed the documents are also short and consist of highly specific technical language, 

and since all memos are written by operators and written for team leaders of operators the 

language usage is also informal Dutch, meaning different terms are used to describe similar 

things. The short length of the documents as discussed above and the informal language used 

by the operators is assumed to contribute further to the ineffectiveness of the clustering 

algorithms on the data. Because of this a suggestion for future research is to use embedding 

models for the representation of the documents to create more dense document vectors and 

through that possibly a more effective semantical representation of the context of the 

documents in the document space. 
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8.4 Limitations & Recommendations for future research 
 

 

The limitations of this research can be found in the decisions made on which models to use 

for the analysis. As the title of this research project suggests, it focusses on analysing the 

potential of automatic unsupervised analysis methods to extract valuable information. This 

aim is very broad, because there are numerous different unsupervised automatic analysis 

methods that could have been used for this analysis. Besides the different analysis methods 

the focus could have been on extracting information from this data using numerus different 

methods besides clustering and topic modelling. The focus of the research could have been 

specified less broadly, such that less other potential solutions remain undiscussed. 

 

Considering the timeframe available for this thesis the amount of unsupervised analysis 

methods that were tested is limited as well as the different modelling techniques used. For 

the clustering a number of clustering methods have been considered and from those 

considered the ones that seemed fit for the analysis have been implemented in the model, 

however there are still a number of different clustering models that have not been 

implemented which may have been effective. This includes different distance metrics, 

document vector weighting schemes and cluster allocation methods. The most well-known 

cluster tool not used in this analysis is implementing a document embedder for the document 

representation. As discussed in Song et al. (2014) and Nooralahzadeh et al. (2018) pre-trained 

embedders do not tend to perform well in the short text informal and technical language 

domain. Because of this a pre-trained embedder has not been chosen. Given the relative 

small data set, especially after pre-processing, the decision has been made to not train an 

embedder specifically for this data as the amount of data is simply too low to properly do this.  

 

The second limitation is the amount of data available for the analysis. Because of the changes 

in the process of writing the shift memos that occurred over the past few years, the structure 

of the shift memos differs. To be able to create the different POA and PO subsets only shift 

memos that used the POAR structure were suited for the cluster analysis. Since this structure 

was only introduced around a year before the start of this research project the amount of 

available data that has the POAR structure is limited. When this is combined with the splitting 

in to different sets of data for each phase of the packaging process the size of the data sets 

that remain is significantly lowered, which has some effect on the stability of the results of 

the analysis. 

 

 When it comes to the recommendations for future research the recommendations can be 

divided in to two categories, namely: recommendations to increase the effectiveness of the 

used analysis methods and recommendations for other methods to use in analysing the given 

dataset for valuable information.  
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As can be observed from the results of the test set and LDA analysis the given dataset and 

models were not a good fit. A recommendation for future research that aims at using 

clustering documents from a similar domain would be to train an embedder specifically on 

this domain specific data and use this for the document representation rather than a bag of 

words model. As shown in Song & Roth (2015) similarities in short text tends to be better 

represented in dense document vectors. Whilst properly training an embedder requires a 

rather large amount of data and some extra resources it would be my recommendation for 

future research that aims to clustering similar data. This because in the short text of the shift 

memos and due to the informal language use similar breakdowns can be described using 

different words, which ends up creating document vectors that can be very dissimilar if the 

document vectors are highly sparse, which is the case with a standard bag of words model.  

 

My second recommendation for future research is to focus on evaluating other possible 

analysis methods that could be used to extract valuable information from similar text 

documents. This means perform research into the literature for other unsupervised analysis 

methods for text that can also be used to extract information automatically. This research 

aims at extracting information by grouping breakdown reports in groups that describe the 

same breakdown but there are other ways valuable information could be extracted from the 

breakdown reports. While processes such as sentiment analysis are supervised analysis 

methods and thus are not relevant for this domain, the current work on unsupervised analysis 

of text does describe other potential methods such as Elsahar et al. (2017). The terms used in 

the shift memos to describe what type of breakdown occurred can be identified and divided 

into a number of different categories e.g. problem, parts, cause. Therefore extracting 

relations between named entities from free text could be performed on this data.  
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Appendices  
 

Appendix A 
 

 Screenshot that shows the RCFA report that an operator completes in the MES to describe 

the breakdown that occurred. These reports are transformed into the shift memos. 
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Appendix B 

 
This appendix shows the question list from the semi structured interviews conducted with 

employees from HEINEKEN as described in chapter 4. 

 

Question 1: How is MES currently used when a breakdown occurs?  What does the system do 

automatically and what actions do you perform manually? 

 

Question 2: What information is entered in MES when a Breakdown is occurs? 

 

Question 3: Is the RCFA always filled in by the operator that responds to the breakdown? 

 

Question 4: Is the RCFA filled in directly? 

 

Question 5: Is an RCFA filled in each time a breakdown occurs? 

 

Question 6: Are there standards/protocols for filling in the RCFA’s ? What are they? 

 

Question 7: Once the RCFA’s are filled in, what is done with this information? 

 

Question 8: How are the RCFA’s transformed to shift memos ?  

 

Question 9: How often do you look at the shift memos and from what timespan do the RCFA’s 

that are inspected come from ? 

 

Question 10 : What do you focus on when inspecting the shift memos ? 

 

Question 11: From which parts of the production process is the data included in the shift 

memos ? 

 

Question 12: What do you aim to get out of the current inspection of the shift memos ? 

 

Question 13: What would you like to know from the shift memos if you could inspect them 

over a longer time span ? 

 

Question 14: What do you miss most in the current analysis of the shift memos? 

 

Question 15: How well does the content of the shift memos reflect your vision of the 

problems that occur in the packaging department? 

 

Question 16: what is the most valuable information that you currently get out of the shift 

memos ? 
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Appendix C 

 
This appendix shows the python code used for the initial inspection performed on the raw 

dataset received from HEINEKEN.  

 

Part (1/2) 
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Part (2/2) 

 

 
 

  



86 
 

Appendix D 

 
This appendix shows how the format in which the shift memos are extracted from MES to Excel. 
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Appendix E 

 
This appendix shows the list of words that are characterized as stop words by the pre-

processing script. The list comes with the standard package of NLTK. 

 

The list of stopwords consist of the following terms:  
'mijn', 'over', 'wordt', 'zijn', 'daar', 'deze', 'altijd', 'in', 'dan', 'zo', 'tegen', 'of', 'de', 'het', 'zich', 'o
ns', 'worden', 'een', 'was''doen', 'dat', 'na', 'iets', 'op', 'al', 'naar', 'mij', 'zij', 'moet''ze', 'me', 'ook
', 'haar', 'reeds', 'die', 'hoe', 'werd', 'en', 'maar', 'tot', 'hebben', 'geen', 'dit', 'van', 'hem', 'bij', 'd
er', 'niet', 'toch', 'geweest', 'niets', 'voor', 'men', 'als', 'ben', 'hun', 'kan', 'uw' 'toen', 'andere', 'm
et', 'nu', 'aan', 'heeft', 'onder', 'hier', 'zonder', 'doch', 'zou', 'meer', 'eens', 'te', 'zal', 'veel', 'je', '
hij', 'wie', 'u', 'ge', 'ik', 'ja', 'door', 'dus', 'had', 'want', 'alles', 'om’ 'kunnen', 'waren', 'kon', 'heb', 
'nog', 'zelf', 'wil', 'er', 'is', 'uit', 'iemand', 'omdat', 'wezen', 'wat' 
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Appendix F 
 

This appendix shows the python code used to split the data in to four subs sets based on 

which packaging line the breakdown occurred.  
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Once this process has been completed, the data is punt in to a new excel file where the datat 

of each line is kept in a different tab.  The code for this is shown below 

 

  



90 
 

Appendix F II 

 
This appendix shows the script used to create the subsets per phase. Since this process is 

identical in structure and method, the process is shown for 1 packaging line, namely 

packaging line 8A. the code is shown in snippets since it is too long. Part (1/5) 
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Part (2/5) of the code 
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Part (3/5) of the code 
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Part (4/5) of the code 
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Part (5/5) of the code 
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Appendix G 

 
In this appendix the python code used to create the PO, POA , nouns and NOUNS + Verbs 

subsets are shown. These are created in different steps which are shown In snippets below.  

Since this process is identical for the different lines, the process is shown for the 4 most 

relevant phases of packaging line 8A. 

 

First the memos of these phases are cleaned and put in a list: 
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After that is done the memos that consist of a POAR structure are extracted, Once the right 

memos are identified these can be used to create the subsets: 
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For the POA and PO subsets regex was used: 
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For the NOUNS sets spacy POS tagger was used: 

 
same for NOUNS + Verbs 
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Appendix H  

 

This appendix show the python script used to create the different subsets for the model 

testing. Part (1/2)  
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Part (2/2) 

 

  



101 
 

Appendix I 

 

This appendix shows the scripts used to perform the different cluster analyses on the test set 

First script: K-means clustering on test sets 
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The DBSCAN script par (1/2) 
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Script for DBSCAN testing (Part 2/2) 
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The code used for testing of the OPTICS clustering model model. 

 

 


