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ABSTRACT 
Health professionals can potentially take advantage of self-tracking 
data of their clients. To make effective use of those data, 
professionals need meaningful modeling beyond data summaries. 
Yet, transparency of such models is an important prerequisite for 
trust. Paradoxically, prior research indicates that high transparency 
levels potentially erode trust, and we hypothesize that this effect is 
moderated by users’ expertise levels. We conducted an online study 
with participants with various expertise levels in both health 
coaching and modeling methods. Domain experts showed higher 
congruency with the system when presented with high transparency 
over medium transparency, whereas novices showed higher levels 
of trust in medium transparency over high transparency. Modeling 
expertise did not influence trust across transparency levels. Our 
results emphasize the importance of tailoring the transparency level 
to the needs and beliefs of health professionals, to facilitate 
effective collaboration with health coaching support systems based 
on self-tracking data of their clients. 
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1 Introduction 
Wearable self-trackers are readily available and increasingly used. 
They are not only beneficial to their users, for example by 
enhancing self-awareness [22] and positively influencing physical 
activity levels [3], but also offer potential benefits for health 
professionals. For one, self-tracking data potentially provide 
longitudinal and in-situ insights from a client’s daily life. Current 
self-tracking devices assist users mainly by collecting data and 
presenting simple data summaries, for example, active minutes per 
hour or per day, calorie intake per meal, or sleep duration. There is 
ample room for more advanced modeling approaches beyond 
summarizing and visualizing self-tracking data [35]. Health 
professionals have expressed a need for more extensive data 
processing, which allows them to quickly identify trends, 
correlations and critical events. Using such inferences, in turn, will 
facilitate professionals to propose more effective lifestyle 
recommendations or medicine adaptions [9,36,45]. Prediction 
models, relating a client’s behaviors to her well-being measures, 
would facilitate this process.  

At the same time, health professionals are critical towards the 
competence of systems to provide meaningful support, and are 
anxious about losing control over the coaching process [39]. They 
express a need for transparency in order to verify and trust such 
systems’ decisions. However, prior literature shows that, 
paradoxically, too much detail in transparency can erode trust 
[23,41], particularly when the provided details are conflicting with 
a user’s mental model. Users with high domain knowledge are 
known to be more critical towards supporting technology [14] and 
less attentive to explanations [28]. Possibly, their richer mental 
models increase the risk that transparency reveals a mismatch with 
that mental model. Technical literacy, i.e., knowledge on the inner 
workings of a system, on the other hand, potentially makes users 
more lenient towards transparency provided by such systems.  

We set out to test whether both domain and modelling 
expertise moderates the influence of transparency level on trust in 
those systems. We developed a health-coaching dashboard 
presenting self-tracking data of a (fictitious) client, including a 
recommendation considering the optimal coaching advice. Our 
recommendation was based on a regression model linking the 
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client’s behaviors to well-being measures, which was revealed in 
the transparent dashboard. We measured the participants’ trust in 
the dashboard and the congruency between their own coaching 
advice and the dashboard’s recommendation.  

In the remainder of this section, we will discuss related work, 
and present our research questions.  

1.1 Health Professionals’ Needs and Attitudes 
towards Support Systems 

Health professionals (e.g., dieticians, sports coaches, and clinicians 
caring for chronically ill people) potentially benefit from the self-
tracking health data of their clients. For example, self-tracking data 
provide professionals with in-situ information from their daily lives 
[48], it helps to understand the effects of training loads [5], and it 
provides them with more reliable information on lifestyle behaviors 
than clients’ self-report [38]. Furthermore, self-tracking data 
facilitate understanding  behavioral trends over time [36] and 
causal relations between behaviors and symptoms, which, in turn, 
supports diagnosis and personalized treatment plans [9]. 

Despite the efforts of designers of self-tracking devices to 
summarize and visualize the data in meaningful and understandable 
ways, interpretation of self-tracking data is not a straightforward 
task [8]. For clients, it is hard to relate presentations of their health 
data to their health-related questions and gain actionable insights 
[7,8,36]. Health professionals use and evaluate self-tracking data 
differently than their clients [36]. For example, they asses the data 
not from a first-person perspective, such that they miss the lived 
experiences related to the data. Furthermore, their level of clinical 
knowledge is higher. Still, interpreting self-tracking data is not easy 
for professionals either. The data summaries and visualizations that 
are currently often shown in the interfaces of self-tracking devices 
cannot seemingly be used in coaching practices [36,45]. To 
understand and effectively coach a client, they are often looking for 
trends, critical events, and correlations in the data [9,33,36,45], and 
more extensive data processing is needed to support them in this 
process, e.g., prediction models that link a client’s behaviors to her 
well-being. When not presented effectively, self-tracking data 
potentially add even to the professional’s workload, when they 
need to make an effort in processing the data transforming it into 
meaningful information. Indeed, this is considered as one of the 
ironies of automation [1]. 

Even though health professionals generally express a need 
toward more extensive processing of self-tracking data, they are 
also hesitant to rely on automated analysis and technological 
support for this purpose. First, health professionals are skeptical 
about whether support systems are capable of making meaningful 
interpretations of self-tracking data, for example, because they 
believe that such data are unreliable and ambiguous [45], or 
because the measurements put too much emphasis on a client’s 
behavior rather than lived experiences [39]. Using inaccurate or 
incomplete data as input, professionals believe that it is not feasible 
to automatically interpret these data meaningfully. Moreover, 
health professionals indicate that support systems such as 
Electronic Health Records often inhibit informal and unstructured 
communication, which is a highly valuable process in healthcare 

and coaching [30,38]. Furthermore, when the data involve more 
measures than those relevant for the health problem at hand, they 
fear the emergence of new health problems, as a result of 
rumination and obsessively focusing on irrelevant data [15,25]. 
Thus, health professionals frequently question the competence of 
supporting technology to make a meaningful contribution to the 
health coaching process. They become cautious when such systems 
are too obtrusive, and want to stay in control over the coaching 
process and the role that self-tracking data take in that process. 

When people are asked what they need in order to trust an 
intelligent agent, transparency is mentioned as an important aspect 
[16]. User studies in clinical contexts show that when clinicians are 
collaborating with decision support systems, clinicians explicitly 
request transparency in order to verify the system’s decision [4,43].  
Also when using machine learning in healthcare, transparency has 
been addressed as an important prerequisite [18,46]. 

1.2 Transparency and Trust 
Transparency is associated with many benefits, for example, it can 
improve users’ mental models of a system, which enhances system 
adoption [11,34] and improves task performance [28]. It can also 
help to lower algorithmic anxiety and improve perceived fairness 
and level of control [20]. Users particularly value explanations that 
are well-interpretable and in line with their own mental models 
[13], supplementing current knowledge [10,12]. 

An important benefit of transparency is that it is a means to 
foster trust. Trust is one of the main drivers of system reliance [26], 
or more specifically, of adoption of a system’s recommendation 
[47]. Trusting beliefs can be distinguished into three categories: 
competence (the ability to do what the user needs), benevolence 
(acting in the user’s interest), and integrity (being honest and 
adhere to moral values) [31,32]. Wang and Benbasat [44] have 
shown that various types of explanations (i.e., how-, why- and 
trade-off-explanations) may be used to positively influence specific 
trusting beliefs (i.e., respectively, competence, benevolence, and 
integrity). As health professionals mainly doubt the competence of 
support systems, we will focus on how-explanations in our 
transparent conditions. Furthermore, previous studies have used 
various dependent measures to test the effect of transparency, e.g., 
trust, perceived credibility, system acceptance or recommendation 
adoption. In the current study, we decided to measure trust directly, 
as well as the congruence of the participant’s coaching advice with 
the system’s recommendation.  

Regardless of the benefits, transparency is not solely for the 
better, and will not foster trust in and of itself [2]. User studies on 
transparent systems show mixed results on how transparency 
affects users’ perceptions and beliefs. Kizilcec [23] studied 
students’ trust in a grading system, where part of the students was 
presented with information about the procedure of the grading, 
while others received additional detailed information about specific 
grades. Whereas procedural information fostered students’ trust, 
the detailed information eroded trust, particularly when the 
outcome violated the students’ expectations [23]. Similarly, 
Springer and Whittaker [41] studied the effect of transparency on 
trust, through users’ evaluations of an emotional text analysis 
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algorithm. They similarly showed that high transparency, where the 
algorithm provided feedback on word-level rather than on 
document-level, resulted in underestimation of the performance of 
the system [41]. Transparency reveals a certain complexity, and 
when that is not in line with the user’s mental model on the inner 
workings of the system, this potentially results in dismissing the 
system. In line with this, Eslami, Krishna Kumaran, Sandvig and 
Karahalios [13] found that when people are presented with 
transparent reasons why they are receiving certain advertisements, 
too much detail in the explanation can be experienced as creepy. 
Furthermore, it can cause users to be overly critical on details of the 
explanation that do not match their self-image [13].  

In these previous studies, different levels of transparency have 
been determined and used, for example, global versus local 
explanations [24], and procedural transparency versus additional 
data [23]. These classifications roughly make the same distinction; 
there is a medium transparency level on the one hand, where only 
general procedures or rationales are given, and a high transparency 
level on the other hand, where additional specific, often numerical, 
information is provided. The level of detail in transparency seems 
to be a critical factor influencing trust. Providing more detail 
increases the risks of revealing a mismatch between a user’s mental 
model of how a system works, and a system’s actual inner 
workings. To conclude, while health professionals request high 
transparency as an important prerequisite for trust and adoption of 
support systems, prior literature indicates that high transparency 
potentially erodes trust, especially when the transparency conflicts 
with the user’s expectations. 

1.3 The Role of Expertise 
Domain experts have richer mental models than laypeople and 
novices on the domain the system is working on. Prior literature 
shows that users who are familiar with the topic, are more critical 
on support systems, and perceive them as less credible [14]. It may 
even happen that expert users reject those systems, while agreeing 
with the outcome, because they perceive the explanation as too 
simplistic [11]. Users who have low self-reported domain 
knowledge are more likely to adhere to systems as a result of 
transparency than users with high self-reported domain knowledge 
[40]. Interestingly, this effect disappears when using actual 
knowledge as a predictor. This highlights the importance of how 
knowledgeable users perceive themselves, rather than their actual 
knowledge, for understanding their attitude towards support 
systems.  

Knowledge about the domain (e.g., health) is essentially 
different from knowledge about modelling the domain (e.g., 
regression models, decision trees, etc.). Lim, Dey and Avrahami 
[28] showed that high levels of domain knowledge makes users less 
attentive to explanations, even while these explanations actually 
covered the modelling method rather than the domain. In this sense, 
high domain knowledge actually risks making users less diligent to 
learn from explanations, possibly resulting in inaccurate 
understanding of the inner workings of a system. High modelling 
knowledge, on the other hand, potentially makes users more lenient 

towards support systems, and this has indeed been shown to 
positively influence trust in algorithmic decisions [6].  

One may argue that mental models of experts represent a 
deeper awareness of the true complexity of the domain. Contrary, 
for prediction tasks, it has been shown that experts can be too rigid 
in their judgement, trying to fit each and every single case, 
potentially resulting in overfitting [42]. For quantitative prediction 
tasks, human decisions are found to be often inferior to algorithmic 
decisions [17]. Tazelaar and Snijders [42] have found that, even 
though algorithms outperform experts, systems where algorithms 
are supplemented with an average across experts’ decisions 
outperform single use of algorithms. This illustrates the value for 
experts to collaborate with algorithms when making quantitative 
decisions. Health coaching is a highly social and contextualized 
activity [21,39], still, decisions regarding what to advice to the 
client potentially benefit from insights based on the client’s self-
tracking data, which is, in essence, a quantitative prediction task.  

1.4 Research Questions 
Taken together, health professionals – considered as experts in the 
health-coaching domain – may considerably benefit from systems 
supporting them with assessing their clients’ self-tracking data. 
Prediction models, connecting the client’s behavioral measures to 
her health or well-being, supports professionals in understanding 
the implications of certain coaching advice. Professionals express 
a need for this more extensive modelling of self-tracking data in 
order to use such data effectively, and they indicate transparency is 
an important prerequisite for them to trust and use such systems. 
While this desire is clear, it is less clear how health professionals 
actually deal with high transparency levels in practice. 
Transparency brings the risks of revealing redundant details 
resulting in information overload, or details unaligned with the 
user’s mental model. This may be particularly critical for domain 
experts who have well-developed mental models, and potentially 
erodes trust. This results in the following research questions:  

RQ1: How do different levels of transparency (non, medium 
and high) affect trust in health coaching support systems 
based on clients’ self-tracking data, and to what extent will the 
user’s advice be aligned with the system’s recommendation? 

RQ2a: How does the user’s level of domain expertise 
moderate the effect (in RQ1) of transparency on trust and 
advice congruency? 

Orthogonal to domain expertise in health coaching, also 
modelling expertise might play a role. In our study, we show self-
tracking data in a dashboard, and use a regression model (revealed 
in the transparent dashboard) for predicting a coaching advice. So, 
experience with viewing self-tracking data, and familiarity with 
regression modeling, potentially influences how users perceive the 
dashboard, and how they respond to the level of transparency. For 
example, users familiar with regression models would probably 
value seeing a detailed regression equation, whereas others might 
be deterred by such a level of detail. This results in the following 
research question: 
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RQ2b: How does the level of modelling expertise (i.e., 
expertise with regression modelling, and experience in 
viewing self-tracking data) moderate the effect (in RQ1) of 
transparency on trust and advice congruency? 

2 Method 

2.1 Participants and Study Procedure 
We recruited 111 participants in total. We targeted different groups 
of participants, to make sure our data would show sufficient 
variance on both domain expertise in health coaching, as well as 
expertise on regression models. First, we recruited 21 health 
coaches (working with clients on physical exercise, diet, or 
lifestyle) through the alumni network of a sports academy, and via 
e-mails and phone calls to coaching practices. We expected them 
to have high expertise in health coaching. Second, we recruited 26 
students (3rd-year) from a sports academy, expected to be novices 
in health coaching. Lastly, we recruited 64 Bachelor students 
(mostly 2nd-year) through mathematics and statistics courses in 
university, either via e-mail or during class. This group was 
expected to have very limited experience with health coaching, yet 
possess moderate to high levels of knowledge of regression models.   

The 111 participants (50 females, 2 preferred not to say their 
gender) were on average 23 years old (sd=5.38). All participants 
independently filled in an online survey; some students did this 
during class. The survey started with an informed consent form, 
after which we presented the non-transparent dashboard, to 
measure trust and congruency as a baseline. Thereafter, we 
presented the (medium or high) transparent dashboard, and again 
measures trust and congruency. Finally, we measured 
demographics and expertise. Completing the questionnaire took on 
average 20 minutes. We compensated health coaches with a €10 
voucher for their participation. Among every three students, we 
raffled one €10 voucher. 

 
 
 
 

2.2 The Dashboard 
We developed a dashboard for health coaches showing (fictional) 
self-tracking data of a client named Sam (see Figure 1). We kept 
the visualization and type of self-tracking data similar to current 
commercially available tools, to make the case as realistic as 
possible. On top of that, we recommended a coaching advice for 
Sam, suggesting that based on the data, a coaching advice regarding 
exercise would potentially be most beneficial (see Table 1). The 
fully functional dashboard was built in Tableau and embedded in 
the survey. The participants were asked to imagine that Sam would 
visit them tomorrow asking for coaching advice, and to use the 
dashboard to prepare for his visit. Sam’s problem was described as 
follows: he is often awake at night and feels tired during the day. 
He tracked various data for a week, partly automatically through 
his health watch (i.e., total time in bed and actual sleep duration, 
light physical activity, exercise, sedentary time, and steps), partly 
manually (i.e., subjective sleep score, and coffee and alcohol 
consumption). The data was shown in interactive bar charts; 

Recommendation in the dashboard Transparency level 
Non Medium High 

The dashboard generates the following recommendation for Sam: 

Exercise has the most positive influence on Sam’s sleep duration. Thus, advice regarding exercise 
has the largest potential to improve his sleep duration. 

X X X 

Explanation of the recommendation 

Based on data from a large group of people, the influence of lifestyle factors (such as less use of 
coffee, more exercise, or more time in bed) on sleep duration was determined.  

 X X 

This is shown in the following formula:  

Sleep [hours] = Time in bed [hours] – 1 – 0.06 x Coffee [number of cups] – 0.09 x Alcohol [number 
of glasses] + Exercise [hours] + 0.2 x Light physical activity [hours] 

  X 

The dashboard has calculated this for Sam. It is found that when Sam starts exercising more, this is 
expected to have the largest positive effect on his sleep duration.  X X 

Table 1: Different levels of transparency in explaining the recommended coaching advice 

Figure 1: Screenshot of the dashboard. The bar charts 
represent various behavioral and well-being measures of the 
(fictitious) client over a week, including sleep duration and 
minutes awake, coffee and alcohol consumption, light physical 
movement, exercise, sedentary time, steps and a subjective 
sleep score. In the top-left corner, a recommendation was 
provided (see Table 1 for details). 
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hovering over the bars provided numerical details and highlighted 
the other measures of that particular day (see Figure 1). 

2.3 Levels of Transparency 
All versions of the dashboard provided the same self-tracking data, 
along with a recommended coaching advice for Sam in the top left 
corner of the dashboard (see Figure 1). The recommendation stated 
that a coaching advice regarding exercise would have the most 
positive influence on Sam’s sleep duration. A regression model was 
underlying this recommendation, which is a common model for this 
type of task. The non-transparent dashboard provided the 
recommendation without explanation. The medium-transparent 
dashboard explained the recommendation by providing an abstract 
rationale for regression (see Table 1). In the high-transparent 
dashboard, the rationale for regression was supplemented with 
more details on how the influence of lifestyle factors on sleep are 
quantified, by showing the regression equation (see Table 1). As 
the discussed literature in Section 1.2 shows, gradually increasing 
transparency levels can have many appearances. We decided to 
provide the regression equation as maximum transparency, as it 
both reveals a quantification of the effects in this particular case 
(through the coefficients) as well as something on the general 
procedure, cf. [24]. In the spirit of [44], our explanation comprises 
a how-explanation (opposed to for example a why-explanation), 
targeting competence-related trust issues of health coaches. The 
regression equation itself was informed by general guidelines and 
studies on sleep. 

All participants first examined the non-transparent dashboard, 
after which their initial trust and initial advice was measured. 
Subsequently, half of the participants was randomly assigned to the 
medium-transparent dashboard, the other half to the high-
transparent dashboard, again followed by a trust and congruence 
measurement. This enabled measuring increase or decrease in trust 
(DeltaTrust) as well as the congruence between the coaches’ advice 
and the recommended coaching advice, as a result of the increased 
transparency level. The repeated measures allowed us to measure 
more precisely, which was worthwhile considering the relatively 
small sample. Note that the difference between medium- and high-
transparency, though, is measured between-subject.  

 
 
 

 

 

 

 

 

 

 

2.4 Measures 
2.4.1 Congruence with recommended coaching advice. After 

the examination of the non-transparent dashboard, the participants 
picked a topic from a list where their own coaching advice would 
mainly focus on (i.e., sleep, coffee, alcohol, light physical activity, 
exercise, sedentary time, or steps). This allowed us to measure 
whether their advice was congruent with the recommendation of 
the dashboard (suggesting to focus on exercise). Additionally, the 
participants were asked to write down their coaching advice in an 
open text field, to give them room to elaborate on their advice. 

After the participants were presented with the transparent 
dashboard (i.e., the second time they assessed the dashboard), the 
participants were asked to reconsider their coaching advice as a 
second measure of congruence with the transparent dashboard. 
1. Domain expertise: Working experience as coach 
“How much experience do you have working with individual 
clients?” 

No experience 62 (56%) 
<1 year 13 (12%) 
1-3 years 19 (17%) 
3-5 years 9 (8%) 
5-10 years 4 (4%) 
>10 years 4 (4%) 

2.† Expertise self-tracking data 
“How much experience do you have with viewing data from self-
trackers/wearables? For example, because you or someone you 
know is wearing one.” 

A lot 19 (18%) 
A little 54 (52%) 
No experience 31 (30%) 

3.† Expertise regression models 
a. “The dashboard that you just viewed […]. To what extent are 
you familiar with regression models?” 

Very familiar 33 (32%) 
Somewhat familiar 54 (52%) 
Not familiar 16 (16%) 

b. “How many courses did you follow in which regression was 
discussed?”  

0 15 (15%) 
1 25 (24%) 
2 37 (36%) 
3 16 (16%) 
4 or more 10 (9%) 

c. “In the regression model below, can you indicate which 
predictor (A or B) has the most influence on the outcome of Y?  
Y = 5 + 3A + 2B + e” 

I don’t know 31 (30%) 
A 47 (46%) 
B 0 (0%) 
It depends on the unit and variance of A 
and B 

25 (24%) 

Table 2: Frequencies (and percentages) of the participants’ 
distribution over the expertise variables.  
† As we included question 2 and 3 in the questionnaire only after 
the first group of students (n=7) already participated, these 
questions are only filled in by the remaining 104 participants.  
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Figure 2: Jittered scatterplot, showing the regression 
modelling expertise per level of domain expertise (in years 
of working experience). 
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2.4.2 Trust. Trust was measured twice, as a baseline after the 
non-transparent dashboard (T1) and after the transparent dashboard 
(T2), by six questions on a 7-point Likert-scale (1 = totally disagree, 
7 = totally agree; see Table 3). As previous literature indicates 
health professionals mainly doubt the competence of support 
systems, we focused the questions around competence-aspects. We 
reversely coded questions 4 and 6.  

The items were combined on a summative scale, resulting in a 
Chronbach’s alpha of 0.78 and 0.84, respectively at (T1) and (T2).  

2.4.3 Expertise. Domain expertise was measured by the 
number of years they have been working as a coach (see Question 
1, Table 2). For the analysis, the categories 3-5 years, 5-10 years 
and >10 years of working experience as a coach are combined into 
one category, because of the limited number of observations in each 
of these cells. For the sake of clarity, when discussing the results, 
we refer to the different levels of domain expertise as laypeople, 
novices, intermediates and experts, respectively for having no, less 
than a year, one to three years, and more than three years of working 
experience as a coach.  

Regarding modelling expertise, we asked the participants how 
much experience they had with viewing self-tracking data (see 
Question 2, Table 2). Furthermore, we measured the participants' 
expertise in regression models. For this, we combined both self-
reported expertise with more objective measures of expertise 
(Question 3a-c, Table 2), because prior research has found effects 
of self-reported expertise rather than actual expertise on how 
people respond to transparent systems [40]. Yet, in the analysis, we 
did not find differences when using solely question 3a (self-
reported expertise), or a combination of the questions 3a-c. 
Therefore Questions 3a-c were combined on a summative scale 
(Cronbach’s alpha = 0.64). 

Domain expertise (i.e., working experience as a coach) and 
expertise on viewing self-tracking data were negatively correlated 
(r=-0.42, p<0.001). This was moderated by age; age was negatively 
related to expertise on viewing self-tracking data, and positively 
related to domain expertise. This correlation did not largely impact 
multicollinearity of the predictors in our analysis, as the maximum 
VIF = 2.72 (mean VIF = 1.68). 

Regression modelling expertise was quite evenly distributed 
over the levels of domain expertise, see the scatterplot in Figure 2, 
facilitating an estimation of both types of expertise separately.  

2.4.4. Open Questions and Demographics. Besides writing 
down their coaching advice, as explained in section 2.4.1, the 
participants were asked to write down in an open text field whether 
they missed any information in the dashboard that was vital for 
them to be able to give appropriate coaching advice. At the end of 
the questionnaire, there was an open text field for general questions 
and remarks. Furthermore, we measured age and gender, as these 
variables potentially influence trust in automation [19]. 

3 Results 
After outlier analysis, we noticed that the measures of one 
participant highly influenced our results. The answers in the open 
text fields revealed that this participant did not correctly understand 
the assignment, so we omitted this data point, and continued the 
analysis with 110 participants. 

Trust and coaching advice congruency are, as expected, related. 
Trust is significantly higher among those participants that gave 
coaching advice congruent to the dashboard’s recommendation, 
compared to those who did not, both the after the non-transparent 
dashboard (differenceTrust=0.29, p=0.04) and after the transparent 
dashboard (differenceTrust=0.58, p<0.01). 

3.1 Initial Trust and Coaching Advice 
Congruency 

As a baseline, we measured initial trust and congruence with the 
dashboard’s recommend coaching advice, when participants first 
encountered the (non-transparent) dashboard. We predicted initial 
trust using a linear regression model (Model 1, Table 4), where age, 
gender and expertise levels were used as predictors. Note that we 
did not include transparency level (and its interaction with expertise 
level) as predictor, because initial trust was measured after the non-
transparent dashboard, making transparency level not relevant at 
this point. We predicted initial congruency using a logistic 
regression model (Model 2, Table 4), such that the probability on a 
congruent advice (binary variable; 1=congruent, 0=incongruent) 
was explained in terms of the predictors age, gender, expertise 
level. Such modelling of initial trust and congruency provides an 
understanding of whether there are any systematic differences 
across participants when assessing the dashboard, regardless of the 
transparency level.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 Item-scale 
correlation 

 T1 T2 
1. I feel comfortable using this dashboard 0.73 0.82 
2. I believe that these types of dashboards are 

effective 0.83 0.85 
3. I think using the dashboard's 

recommendation leads to a positive 
outcome 0.79 0.78 

4. I do not trust this recommendation -0.48 -0.61 
5. I believe this recommendation is useful 0.63 0.73 
6. If I were a health coach, I would not intend 

to use similar dashboards in the future -0.70 -0.71 
                Chronbach’s alpha 0.78 0.84 

Table 3: Questions measuring Trust used on a summative scale 

Figure 3: Percentages of participants giving (non-) congruent 
coaching advice with the system’s recommendation. Left 
represents initial congruence (after seeing the non-transparent 
dashboard); right represents congruence after seeing the 
medium/high transparent dashboard.  
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1. Initial Trust† 

 (linear regression) 

2. Initial 
Congruency† 

(logistic regression) 
3. Delta Trust†† 

(linear regression) 

4. Switched to 
Congruency After 

Transparent 
Dashboard††† 

(logistic regression) 

 Coefficient (S.E.) Coefficient (S.E.) Coefficient (S.E.) Coefficient (S.E.) 
Intercept 2.48 (0.48) 0.89 (1.24) -0.27 (0.28) 0.51 (0.36) 
Transparency Level n.a. n.a. 0.14 (0.14) -0.45 (0.73) 
Working Experience as Coach (0 years)     
   (<1 year) -0.20 (0.31) -1.43 (0.88)     -0.09 (0.19) 

-0.70* (0.30) 
(continuous)    (1-3 year) -0.36 (0.28) -0.37 (0.68) -0.10 (0.17) 

   (>3 years) 0.09 (0.37) -0.31 (0.91) -0.41 (0.22) 

Working Experience as Coach (0 years)  
* Transparency Level      

   (<1 year) n.a. n.a. -1.22** (0.40) 
1.19* (0.59) 
(continuous)    (1-3 year) n.a. n.a. -0.16 (0.31) 

   (>3 years) n.a. n.a. 0.10 (0.34) 

Expertise Self-Tracking Data 0.08 (0.10)  -0.33 (0.25) 0.04 (0.06)  
Expertise Self-Tracking Data  

* Transparency Level n.a. n.a. -0.02 (0.12)  
Expertise Regression -0.25** (0.09) -0.10 (0.24)     -0.02 (0.06)  
Expertise Regression * Transparency Level n.a. n.a. 0.08 (0.11)  
Age -0.00 (0.02) -0.03 (0.06) 0.01 (0.01)  
Gender (Male)      
   (Female) -0.25 (0.19) -0.05 (0.46) 0.03 (0.11)  
   (Prefer not to say) 0.76 (0.63)      0.00 (n.a.) -0.06 (0.37)  
p-value significance: * p < 0.05; ** p< 0.01; *** p < 0.001. 

Table 4: Results of (linear / logistic) regression on Initial Trust (Model 1), Initial Congruency with the (non-transparent) 
dashboard’s recommended coaching advice (Model 2), Delta Trust (Model 3) and Congruency with the (medium / high) transparent 
dashboard’s recommendation, provided initial incongruency (Model 4).  
† The initial measures (Model 1 & 2) are based on the non-transparent dashboard, so the Transparency Level variable is not applicable.  
†† Delta Trust is calculated by: Trust in the transparent dashboard, minus the (baseline) Trust in the non-transparent dashboard.  
††† Model 4 is performed on a subset of the data: we aim to predict congruent advice for those participants with initial incongruent advice 
(n=62). Overfitting issues occurred when estimating coefficients for all predictors. Therefore, we simplified the model to the variables of 
our main interest, and treated Working Experience as Coach as a continuous variable. 

Figure 4b: Fraction of participants that switched from 
incongruent to congruent advice, after assessing the 
(medium or high) transparent dashboard.  

Figure 4a: Average increase / decrease in Trust after the 
(medium or high) transparent dashboard, relative to the 
non-transparent baseline.  
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After the initial examination of the dashboard, 45% of the 
participants’ coaching advices was congruent with the dashboard’s 
recommendation, to focus on exercise (see Figure 3). Initial 
congruency did not significantly differ across gender, age, and 
levels of expertise, illustrated by the lack of significant predictors 
of initial congruency in Model 1, Table 4. Furthermore, we found 
that participants with more expertise regarding regression models, 
showed lower initial trust in the non-transparent dashboard (β=-
0.25, p=0.009, see Model 2, Table 4), possibly indicating that these 
participants are more critical towards such dashboard. The other 
variables did not significantly influence initial trust. 

3.2 Trust and Congruency after the Transparent 
Dashboard 

After the participants assessed the transparent dashboard, we again 
measured trust and congruence with the recommended coaching 
advice, and we analyzed the difference with the baseline (i.e., non-
transparent dashboard).  

2.4.1 Trust after the Transparent Dashboard. We model Delta 
Trust (Model 3, Table 4), representing the increase (or decrease) in 
trust compared to the initial trust measurement, as a result of the 
transparency in the dashboard. For this, we used a linear regression 
model, where transparency level, age, gender and expertise levels 
were used as predictors. We added the interaction terms combining 
transparency level with expertise level (domain,  modelling, as well 
as self-tracking expertise), to understand whether the effect of 
transparency level on Delta Trust varied over the different expertise 
levels. 

 On average, trust did not increase (nor decrease) significantly 
after viewing the transparent dashboard, reflected in the non-
significant intercept in Model 3 (Table 4). Also, the non-significant 
main effect of transparency level shows there was on average no 
significant difference between the medium- and high-transparent 
dashboard. Yet, we did find a significant interaction between 
domain expertise and transparency level. For novices, i.e., 
participants with little (<1 year) working experience as a coach, 
medium-transparency fostered trust, and high-transparency eroded 
trust. Figure 4a clearly shows this detrimental effect of high-
transparency on trust for this group. This detrimental effect only 
occurred for novices, and not for the other expertise levels, and this 
difference across expertise levels was significant (e.g., for 
comparison novices vs. laypeople, β=-1.22, p=0.003).  

Furthermore, trust did not significantly vary over different 
levels of expertise (averaged over transparency level), reflected by 
the lack of significant main effects of all three expertise 
measurements (domain, modelling and self-tracking data) in Model 
3. Furthermore, modelling expertise did not moderate how 
transparency level affected Delta Trust. Also, age and gender had 
no significant influence on Delta Trust.  

This result indicates that the level of domain expertise indeed 
matters when faced with transparency, but the effect is not linear 
with expertise. Actually, we see that in the novice-stage of 
expertise, high transparency erodes trust.  

2.4.2 Congruency of Coaching Advice after the Transparent 
Dashboard. We aimed to understand which participants changed 

their coaching advice after assessing the transparent dashboard. 
First, as can be seen in Figure 3, a very small proportion of the 
participants (3%) switched from a congruent to an incongruent 
advice with the system. This group is too small for further analysis, 
but does indicate that the increased transparency of the dashboard 
did not have substantial adverse effects. A much larger proportion 
(25%; see Figure 3), switched from an incongruent to a congruent 
advice, after assessing the transparent dashboard. To better 
understand the effect of transparency on congruence, we analyzed 
in Model 4 only those participants that were initially incongruent 
(55%, n=62), and predicted whether they switched their advice or 
not, as a function of their domain expertise and transparency level, 
using logistic regression. Because we fitted this model on a smaller 
dataset, overfitting issues occurred, restricting us to a simplified 
model including only the main variables of interest, and coding the 
variable Working Experience as Coach as continuous.  

We found that congruency of the advice with the transparent 
dashboard (provided initial incongruency) was less likely for 
participants with higher levels of domain expertise. For example, 
Figure 4b shows that the congruency of the participants with 1-3 or 
>3 years of working experience is considerably lower than the 
participants with less domain expertise. This implies that 
participants with higher expertise are, regardless of the level of 
transparency, less likely to switch their coaching advice. This effect 
was significant (β=-0.70, p=0.019, Model 4). Furthermore, for 
experts, switching to a congruent coaching advice was more likely 
after the assessing the high-transparent dashboard, and contrary, for 
novices, switching to a congruent coaching advice was more likely 
after the medium-transparent dashboard. This interaction effect was 
significant (β=1.19, p=0.044, see Model 4, Table 4).  

Due to the restrictions of the simplified model, we could only 
test for domain expertise as moderator and not for modelling 
expertise (i.e., on regression modelling and self-tracking data) 
regarding congruency of the advice. 

3.3 Conclusion 
In conclusion, on average, trust did not significantly increase (nor 
decrease) after viewing the transparent dashboards. Also, the 
particular transparency levels (i.e., medium and high) did on 
average not influence trust nor congruency. So, in answer to RQ1, 
we did not find main effects of transparency level on trust nor 
congruency. However, we found differences when discriminating 
between different domain expertise levels. In answer to RQ2a, our 
results show that domain expertise is indeed an important 
moderator of how transparency influences trust and congruence. In 
short, novices show higher trust in medium transparency compared 
to high transparency, whereas experts are more likely to give 
congruent advice when presented with high transparency. 
Laypeople and intermediates seem to be indifferent to the 
transparency level. This indicates that experts might benefit from a 
high level of detail in transparency, whereas for novices this 
potentially erodes trust.  

Furthermore, in answer to RQ2b, we did not find evidence for 
the moderating effect of modelling expertise, i.e., expertise in 
regression models or viewing self-tracking data. Apparently, this 
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did not influence how participants perceived transparency. 
However, high expertise in regression models did lower the initial 
trust in the non-transparent dashboard. Furthermore, we did not 
observe any effect of age and gender on trust and congruence.  

4 Discussion 
The present paper reports on a study designed to investigate the 
importance and implications of transparency of model-based health 
coaching recommendations. Specifically, we investigated whether 
transparency would affect users’ trust in the system’s 
recommendations, and whether required levels of transparency 
would vary with the user’s expertise level. Below we discuss our 
results in the light of prior research, and use participants’ responses 
to the open questions to further explain our quantitative findings. 
Furthermore, we will discuss the limitations of our study, as well 
as the implications for the design and future research of transparent 
decision support systems. 

4.1 Domain Knowledge Matters 
Our results imply that transparency – and particularly the level of 
detail in transparency – matters for users with domain knowledge, 
and that novices and experts show opposite needs for transparency 
(which we will discuss in more detail in 4.2).   

Laypeople were more likely to follow the system’s 
recommendation than participants with more domain knowledge, 
and they were neutral to the level of detail in the transparency; their 
trust and congruence levels did not significantly change across the 
medium and high-transparent dashboards. One explanation could 
be that they have less developed intuitions and skills on health 
coaching and fewer expectations of the role self-tracking data 
might play in that context. This potentially makes them less 
engaged with the dashboard and the presented client, and thus, also 
less attentive to the explanation of the recommendation. Similarly, 
Springer and Whittaker [41] argue using the Elaboration 
Likelihood Model that people only engage in central processing 
when a system’s outcome is counterintuitive or unexpected, 
otherwise, peripheral processing routes are used, resulting in less 
deliberate and critical reflection. Our results seem to suggest that a 
similar process may be at play in our sample of laypeople; a lack of 
intuition and skills makes users less engaged and critical to a 
system’s explanation provided through transparency.  

In addition, our qualitative data, where participants elaborated 
on their coaching advice, show differences across different domain 
expertise levels. Participants with higher levels of domain 
knowledge reflected more extensively on the presented data, the 
applicable guidelines for a healthy lifestyle, and their approach 
when coaching the client. In fact, the participants with the highest 
levels of working experience as a coach (>3 years), used 
significantly more words in their coaching advice than the less 
experienced participants, showing richer and more detailed domain 
knowledge and a willingness to share that information. Prior 
research [28] has already suggested that domain knowledge 
potentially decreases the attention experts pay to an explanation, 
and our qualitative data indeed indicate that for domain experts, the 
information presented in the dashboard triggers an extensive 

elaboration based on their own domain knowledge, instead of the 
dashboard’s explanation. Contrary, the participants with little or no 
working experience as health coach more often shortly referred to 
the dashboard’s explanation when arguing their coaching advice, 
e.g., “regarding the formula above, exercise does have the most 
impact on his sleep duration”. In line with previous literature [40], 
this suggests a need for a strong domain-oriented explanation for 
users who are knowledgeable on the domain.  

Regarding modelling expertise, orthogonal to domain 
expertise, we find that users with more expertise on regression 
modelling – a proxy for the technical literacy required in 
determining complex relationships between multiple variables – 
show lower initial trust towards our (non-transparent) dashboard, 
indicating that they are overall more critical towards such systems. 
Yet, when assessing the transparent dashboard, modelling expertise 
did not significantly influence the increase or decrease of trust after 
the transparent dashboard. This contradicts prior research [6], 
where a positive relation has been found between technical literacy 
and trust in algorithmic decisions. However, similar to [6], we find 
that modelling expertise does not moderate the effect of 
transparency level on trust. We conclude that, at least for the level 
of modelling expertise of the participants in our study, and the 
complexity of our model, modelling expertise does not seem to 
influence trust in transparent support systems.  

4.2 Novices’ and Experts’ Needs for Transparency 
are Different 

In prior work, health professionals expressed a clear need for high 
transparency, in order to validate and trust systems that support 
them with modelling self-tracking data. While this need is clear, it 
was less clear whether and to what extent health professionals 
would be able to understand and effectively utilize high 
transparency in practice.  

Our results confirm previous findings that too much detail can 
be detrimental for trust [23,41], and add to this that this is most 
likely the case for novices, who have some, but not extensive 
domain knowledge. Interestingly, our data show clear opposite 
effects for novices and experts. For novices’ (i.e., participants with 
some, but less than 1 year of working experience as health coach), 
a high level of detail eroded trust, and decreased the likelihood of 
giving advice congruent with the dashboard’s recommendation. 
They were more likely to give advice congruent with the medium-
transparent dashboard than with the high-transparent dashboard, 
and their trust levels increased after assessing the medium-
transparent dashboard, and dropped after assessing the high-
transparent dashboard. This may be explained by information 
overload; for novices, having limited working experience, it 
typically takes more effort to come up with a coaching advice than 
for experts, making them more susceptible for information 
overload. 

For experts (i.e., participants with at least 3 years of working 
experience, some even more than 10 years), this detrimental effect 
of a high level of detail in the transparency on trust did not show. 
Also, none of the experts switched from an advice that was 
incongruent to congruent as result of the medium-transparent 
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dashboard, yet, some of them did so as result of the high-
transparent dashboard. This may implicitly point to a higher level 
of self-efficacy for the expert group, trusting their own domain 
expertise, and fitting the system recommendations to their own 
insights, rather than the other way around. Even though the group 
of expert participants was rather small, the interaction effect of 
transparency level and domain expertise was significant for both 
trust and congruence, and the trend over an increasing level of 
domain knowledge was clear. In sum, novices seem to be better off 
with less detail, for experts this is less critical.  

4.3 Limitations 
We decided to increase transparency of the dashboard’s 
recommendation by providing either a general explanation of 
regression, or a detailed regression formula. While this does 
provide more information and potentially fosters insight in the 
system’s inner workings, it may not have been an intelligible 
explanation to all participants. In future research, we may rely more 
on recent advances in visualizations of quantitative models that are 
more intuitive and interpretable, cf. [29,37].  

By increasing the level of transparency, inevitably also the 
level of detail, and likely the level of complexity, increases. This 
confound hinders understanding what essentially caused the change 
in trust in the system and congruency of the advice. In future work, 
we plan to check our manipulation explicitly by measuring the 
users’ understanding of the system and the perceived transparency, 
to validate whether users actually perceive the intended 
transparency as transparent and intelligible. Yet, even though from 
the current result it may be hard to conclude what caused the 
differences in trust, we at least found clear differences across 
expertise levels. This fact points to the importance of assessing 
these groups separately, when studying the implications of and 
users’ need for transparency and level of detail in this transparency.  

4.4 Critical Assessment of Recommendations 
Rather Than Trust 

While aiming for a realistic client case and regression model 
predicting an optimal coaching advice, we faced the inevitable 
ambiguity in health coaching; there is no such thing as a singular 
optimal coaching advice. The recommendation in the dashboard 
argued, based on the regression equation, that a coaching advice 
focusing on exercise would potentially be most beneficial to the 
client. However, some participants indicated that “the client’s 
exercise levels are already according to the guidelines” and that 
therefore, it would be more feasible to coach the client on 
improving other lifestyle aspects, such as drinking less coffee. 
Some other participants elaborated in their coaching advice to 
distribute the exercise moments more evenly over the week, 
perhaps even dividing it into shorter workouts, to gain more benefit 
on sleep during the week. This shows that multiple coaching 
advices could potentially make sense for this client, thus allowing 
users with domain expertise to argue against the system 
recommendations (i.e., give an incongruent advice), given the 
available data. Domain experts will likely have a better 
understanding of the real-world implications of the recommended 

coaching advice, and in that sense, being critical as a result of 
transparency is desirable, and not something that we should try to 
avoid. This is not to say that experts are always effective in making 
decisions; there is clear evidence that systems often outperform 
human experts in quantitative tasks [17,42]. What constitutes an 
effective collaboration between humans and computers in such 
tasks is still an open research question.  

Rather than designing transparency that aims at maximizing 
trust per se, transparency may play a vital role in calibrating trust. 
It may help to avoid over and under reliance, by improving a user’s 
understanding of the trends and correlations in the data, facilitating 
a deliberate consideration and a fair and well-argued use (i.e., 
adoption or rejection) of a system’s recommendation. This may be 
particularly fruitful (and critical) when users have high domain 
knowledge, because it facilitates effective use of both the user’s 
knowledge and the system’s potential added value. Nevertheless, 
prior literature indicates that trust calibration through transparency 
is not self-evident, particularly when systems are uncertain [27]. In 
those cases, transparency may easily lead to under-trust, because it 
emphasizes the limitations of the system. 

4.5 Levels of Expertise, Levels of Transparency 
It is notoriously hard to recruit experts with multiple years of 
professional experience, as they are scarce and often busy. Yet, our 
results signal the importance of including this group, as they do 
respond differently to transparency than their less experienced 
peers. This argues for making the extra effort to recruit and study 
this group. In future work, we would like to use more explicit 
measures of assessing the expertise of our participants, and the 
different ways in which they attend to and process the information 
made available to them. Such measures could include explicit tests 
of information retention and interpretation (e.g., chunking), but 
may also include eye- or mouse-tracking as proxy measures.   

Additionally, our results emphasize the value of considering 
transparency as something that can be manipulated gradually, and 
not just binary (i.e., transparent versus non-transparent).  Systems 
may offer too much or too little transparency, and this may 
substantially influence a users’ perception. A parameterized 
approach to transparency is necessary in order to improve 
understanding of the factors underlying transparency and their 
impact on the user’s experience. 

Explainability, intelligibility and transparency of AI systems 
have received increasing attention over recent years, mainly aiming 
to support users overcome their reasoning biases and 
misconceptions, cf. [43]. Our findings suggest that a more 
transparent system is not necessarily a better system for all users. 
In fact, high levels of transparency may erode trust for less 
experienced users. We conclude that transparency becomes 
particularly critical, as well as worthwhile, when users’ domain 
knowledge is increasing. Disclosing the right kind of information, 
and the right type of explanation, depends on the audience’s needs 
and level of expertise. Effective use of decision support systems 
requires an adaptive, personalized approach to transparency. 
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