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Figure 1: High-level system architecture of Crowd-of-Oz.

ABSTRACT
We present Crowd of Oz (CoZ) – a crowd powered system to enable
real time dialogue between a Pepper robot and a user. CoZ includes
media rich interfaces and advanced architecture to swiftly elicit
crowd responses for the Pepper robot. We have empirically demon-
strated that users can be engaged in a beneficial discussion with
the crowd-powered robot, that acts as a coach to mitigate stress.

CCS CONCEPTS
• Human-centered computing → Collaborative and social
computing systems and tools; • Information systems→Crowd-
sourcing.
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1 INTRODUCTION
Despite significant progress, Artificial Intelligence (AI) has not yet
reached the level of maturity required to engage with humans in
open-ended and complex social conversation. To overcome AI’s
limitations, prior researchers have introduced crowdsourcing-based
teleoperation methods, which summon the crowd’s input to con-
trol object-grasping and navigational tasks [3, 4, 6, 7]. Recently,
researchers have devised new methods to reduce the worker’s ar-
rival latency [2] and crowd’s input from hours to seconds [1]. This
introduces the notion of Real-time Crowdsourcing (RTC) [5]. Despite
its potential, it is not yet known how to leverage RTC to process
complex conversational tasks for social robotics.

To fill this gap, we developed Crowd of Oz (CoZ), an open-source
system which allows the Pepper robot to support complex conver-
sational tasks. In this paper, we investigate how effectively crowd
workers recruited in real-time, can teleoperate the robot’s speech
in situations when the robot needs to act as a coach.

2 CROWD OF OZ
Figure 1 shows a high-level system architecture of CoZ. We used
Softbank’s Pepper robot, which is equipped with a camera, micro-
phone, speakers and a tablet for providing textual and graphical
output. Pepper can exhibit some social behaviors e.g. gestures, head
movements, and adjust its head pose to track users. Workers oper-
ate the robot remotely from a web interface. When a user talks to
the robot, her voice is converted into text. The transcribed text is
displayed on the Pepper’s Tablet and also forwarded to the worker’s
interface. Additionally, a live audio-video (AV) stream from Pep-
per’s front camera is broadcasted to workers. Workers can see the
transcribed text along with the AV stream. They can compose a
message either by typing or using the speech-to-text (STT). Their
message is then spoken by Pepper through an animated speech.
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Figure 2: Crowd worker’s main task page

Workers are first put in the ’waiting’ page when they accept
a task and can see the on-going chat between the user and the
robot to know the conversation’s context. Workers’ web interface
contains a task ribbon at the top showing the their bonuses (point
A on Figure 2). Furthermore, it displays a chat history (point B)
between workers (grey) and user (red). We also display a real-time
view of the robot’s 3D model, an AV feed (point C) and a button for
using STT (point D). To nudge a worker’s response, a progress bar
is initiated which lasts for 9 seconds (point E). We implemented the
first-response strategy to pick the quickest message from the crowd
workers. Workers were compensated regardless of their message
being forwarded to the robot or not. Workers can also see messages
from other ones to avoid asking similar questions.

3 EXPERIMENTS
In these experiments, we investigated how varying the target num-
ber of workers who simultaneously handle the conversation could
effect the response latency and quality.

Procedure: We decided to recruit a professional actress to play
the role of a stressed student. We opted for this approach for ethical
reasons because we could not yet ensure an effective handling of
an actual student. We had four conditions: 1) single worker; 2)
pair of workers; 3) group of 4; 4) group of 8. The reason to use
this geometric sequence was to ensure sufficient variation between
the number of workers recruited in the different conditions. We
randomized all conditions and each condition was executed 5 times
(sessions) with the actress. The average duration of dialogues was
11.27 minutes (SD=1.74).

Participants: In total, we recruited 245 US workers on Amazon
Mechanical Turk (MTurk). We compensated each worker with at
least the average US hourly wage ($7.25/hour).

Measures: 1) Response Latency: The time (in seconds) between
our actress’ utterance and the first response received from the
crowd; 2) Response Quality: We use appropriateness as a measure
for conversational quality [8] which helps to compute the score
at each exchange level. Each dialogue turn is given a single label
(e.g. appropriate/inappropriate) which translates to a numeric value.
Finally, the mean score is calculated and normalized based on the

Figure 3: Crowd worker’s main task page. It also shows an
actress interacting with CoZ from one of the sessions.

length of the dialogue. Two researchers separately annotated all
the 20 dialogues with strong agreement (k = .90, p < .0005.);

4 RESULTS
To find the difference in mean latency scores between all four con-
ditions, one-way analysis of variance (ANOVA) was conducted.
Results indicated that latency differed significantly among all four
conditions: F (3, 16) = 4.184, p=0.023. Post-hoc Bonferroni com-
parisons indicated that this difference in latency was significant
(p=.017) between 1-worker and 8-worker conditions (Figure 3).
A linear regression model confirmed that the number of work-
ers in the active queue were able to predict the variance in re-
sponse latency scores. The linear regression model explained 39.3%
(medium) of the overall variance in the mean latency scores (R2 =
0.393), which was found to significantly predict the outcome, F(1,
18) = 11.66, p=0.003, effect size (d)=0.647. The linear equation was:
Latency = 8.84 − .589(number_o f _workers).

Through ANOVA, we found no significant difference in quality
scores between all four conditions: F (3, 16) = 0.50, p=0.687. Hence,
this shows that havingmore workers in queue does not significantly
improve the dialogue’s quality.

5 DISCUSSION & CONCLUSION
Our results indicate that increasing the number of workers in the
queue did not improve the quality of the dialogue, but it did reduce
the response latency. A linear regression analysis confirmed that
adding a new worker in queue can decrease the response latency by
0.6 seconds but at the expense of extra $1.87. Future research should
explore the limits of this finding: namely the number of workers
after whichwe observe diminishing returns for the extra investment.
Our qualification requirements on MTurk (98% approval rate of
workers), might also explain the results regarding the dialogue’s
good quality. Costs can further be reduced by paying a fixed bonus
for waiting tasks.

Limitations of our work include the first response from crowd
workers to be spoken by Pepper. More sophisticated strategies
can be investigated to chose an appropriate response from a set of
candidate responses. Additionally, we have not implemented storing
important facts from past conversations. This could allow the robot
to answer previously asked queries autonomously without relying
on the crowd. For our next steps, we are planning to improve CoZ
before executing an in-situ study.
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