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Abstract

The growing abundance of event data allows organizations to diagnose prob-
lems based on facts rather than fiction. Process mining provides a family of
methods to exploit such event data in a meaningful way, for example, to au-
tomatically discover process models (process discovery), compare the models
with reality (conformance checking), and enhance the models with facts de-
rived from event data (enhancement).

Event data are generally stored in databases, and depending on the time
resolution and number of events logged per snapshot, these databases can con-
sume terabytes of data, take minutes to query, and require hours to export.
Traditional process mining tools require event data to be loaded into memory
from the database before a mining task can be performed. More recent cloud-
based tools further require event data to be converted from customer source
systems into a standard format and to be copied to a dedicated process mining
environment. This preprocessing (i.e. requiring event data to be extracted, con-
verted, and loaded into a separate system or environment) accounts for up to
80% of the time required to perform a given process mining task.

To overcome this issue, this thesis develops and demonstrates an approach to
preprocess data directly at their origin (i.e. in the database) by spliting process
mining into an abstraction phase and a mining phase. The abstraction phase is
performed directly on databases and produces event-based abstractions called
intermediate structures. These intermediate structures are then input to the
mining phase, performed on process mining tools. Typically, the time needed
to compute the intermediate structures is linear in the number of events in the
event log. Furthermore, the size of these intermediate structures is generally
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polynomial in the number of activities in the log (but not related to the number
of events anymore). Practically, the number of activities is orders of magnitude
smaller than the number of events, hence storing these structures requires far
less memory than the event logs they were derived from. In addition, intermedi-
ate structures are of a standard form which is compatible with existing process
mining algorithms, allowing these preprocessed structures to be input directly
into familiar and well-tested tools.

Intermediate structures pave the way for incremental process mining, that
is, process mining applied on incrementally growing event data. To this end, we
present techniques to keep intermediate structures live under updates and we
show how they contribute to the three main tasks of process mining.

First, incremental process discovery. We show how intermediate structures
can be updated with new events, how they can be constructed in a single-pass
reading of an event log, and whether their size is independent of the number of
events. We implement intermediate structures with two well-known discovery
algorithms, namely the Inductive Miner and MINERful. For the Inductive Miner,
we introduce a new variant called Inductive Miner without logs, that performs
the cut-and-split algorithm using only two intermediate structures, instead of
an event log. For the MINERful, we feed the algorithm with the required inter-
mediate structures and it runs without the presence of event logs. Since we can
update the intermediate structures, they are ready to be input to the Inductive
Miner or MINERful almost instantly, whereas traditional tools require the en-
tire database to be re-exported and preprocessed. That is, we have reduced the
overhead to an almost negligible cost.

Second, incremental conformance checking. We choose alignments as the
conformance checking algorithm and we define splitpoints as intermediate struc-
tures. The splitpoints are preprocessed and maintained inside our database.
Our experiment shows that predefined splitpoints indeed help alignments to
perform faster compared to the state-of-the-art and classical alignments with
tuned parameters.

Third, incremental enhancement. We elaborate an enhancement technique
called handover-of-work and apply intermediate structures in order to get in-
sight into resource perspective, while at the same time making the enhancement
independent of the number of events.

Intermediate structures are not only beneficial for incremental process min-
ing but also for recurrent process mining, that is, process mining applied repet-
itively to event data with a flexible-periodical time window. Different to incre-
mental process mining, recurrent process mining allows for more dynamic time
constraints. Therefore, we define one additional requirement to ensure that an
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intermediate structure can be shifted according to a time window.
To show the applicability of our work, we present the technical implementa-

tion for in-database preprocessing of intermediate structures. We first introduce
a relational representation of event logs in databases, called DB-XES. In DB-
XES, we simply use standard SQL queries to compute intermediate structures.
However, this leads to expensive queries with many self-joins. Therefore, we
design a native SQL operator whose purpose is to construct a specific kind of
intermediate structure. In addition, we present the implementation of the pro-
posed techniques in the form of several process mining plug-ins in the academic
process mining tool ProM.

Throughout the thesis, we use extensive experiments to show the impact
of our work on process mining tasks performed on real-life data and we use
artificial data to investigate trends in processing time and memory use.
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Chapter 1
Introduction

Processes are everywhere. Purchasing an online ticket, visiting a doctor, ap-
plying for a housing benefit, delivering goods, are some examples of processes.
A process can be seen as a sequence of activities which transforms input into
output [8]. In a professional context, a process (or a business process) is de-
fined as a set of logically related tasks performed to achieve a defined business
outcome [26].

An excellent process is one of the foundations of any successful organiza-
tion. Therefore, one of the primary focuses in organizations is to improve their
processes. Goals for improvement can vary, depending on the objectives of the
organization. Typical examples of improvement include increasing customer
satisfaction, reducing cost of doing business, reducing error rates, reducing ex-
ecution times, as well as introducing new products or services through innova-
tion.

A large body of methods, techniques, languages, and tools has been estab-
lished for improving business processes. Business Process Management (BPM)
is an umbrella for all methods that oversee how work is performed in an organi-
zation to ensure consistent outcomes and to take advantage of improvement op-
portunities [33]. BPM offers a lifecycle viewed as a continuous cycle comprising
the following phases: process identification, process discovery, process analysis,
process redesign, process implementation, and process monitoring (see Figure
1.1).

In each phase, in-depth analysis of each process is essential. Unfortunately,
most of the available techniques are performed manually, for example evidence-
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Figure 1.1: Business Process Management (BPM) lifecycle [33].

based discovery, interview-based discovery, and workshop-based discovery [33].
Evidence-based discovery exploits available documents, such as internal poli-

cies, organization charts, work profiles, and relates them to the business pro-
cess. The crucial issue with the document analysis is that it is not readily or-
ganized in a process-oriented way. Another technique is to directly observe the
process happening in the organization. A process analyst can play the active role
of a customer or the passive role of an observer. Alternatively, interview-based
discovery aims at interviewing domain experts to inquire about how a process
is executed. Furthermore, workshop-based discovery is similar to the interview-
based discovery but it involves multiple process participants at the same time.
Those manual activities are time-consuming, require availability of stakehold-
ers, and potentially cannot observe all processes.

On the other hand, today’s information systems record process execution in
a straightforward way as a result of digitalization. Therefore, event data are
becoming easily available. A telecom company Vodafone for example, manages
more than 800,000 purchase orders, 5 million invoices, and 40 million assets
annually. Despite the tremendous amount of data they possess, the company
managements lack the necessary understanding of how their processes are exe-
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cuting in their “as-is” state compared to the desired “to-be” state [2]. Indeed, the
omnipresence of event data allows organizations to diagnose problems based on
facts, yet now the challenge is how to leverage knowledge from this abundance of
event data.

Amidst this exciting era of data, scientists invest more effort in data sci-
ence. Process mining, a growing discipline within data science, is a family of
methods of which the aim is to exploit event data in a meaningful way, such
as providing insights, identifying bottlenecks, checking compliance, suggesting
improvements, etc [80].

Process mining requires event data to be loaded into memory before a min-
ing task can be performed. Therefore, existing data in legacy information sys-
tems (e.g. databases) need to be extracted, converted, and loaded into process
mining-respective systems. Surprisingly, these phases can take up to 80% of the
project duration [36]. To overcome this issue, this thesis proposes an approach
to process data directly in their origin (i.e. databases). This thesis is about pro-
cess mining, particularly concerning in-database preprocessing to enable process
mining tasks that are: (1) independent of the number of events, (2) capture all
information from existing event data, and (3) distribute their processing phases
efficiently.

This introductory chapter is organized as follows. In Section 1.1, we briefly
introduce some important concepts in process mining. In Section 1.2, we put
process mining in the context of big data. Then, we discuss challenges in process
mining in Section 1.3. Based on these challenges, we define several research
questions in Section 1.4. Finally, an overview of the contributions and structure
of this thesis is summarized in Section 1.5.

1.1 Process Mining

As mentioned before, process mining aims to turn data into insights and actions
in order to improve processes. In recent years, hundreds of organizations have
benefited from process mining. For example, in [56], a particular process of
a Dutch hospital was analyzed from the control-flow, the organizational, and
the performance perspectives. Meanwhile, the authors of [109] analyzed the
clinical workflows in a Chicago hospital. Not only in health-care services, pro-
cess mining is also widely used in industry. In [39], the authors conducted a
case study of the procurement process at a major European financial services
provider. While in [60], the benefits of automated process discovery were ana-
lyzed in a study of a core business process of an Austrian IT services company.
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In addition, process mining also supports insurance [64] and finance compa-
nies [39, 40]. This demonstrates an extensive practice of process mining in
business organizations.

An overview of a process mining project is depicted in Figure 1.2. It starts
with a designed system model, i.e. the as-is process model. The implementation
of this model generates a software system. Digital information systems enable
recording of the execution of such a system in the form of so-called event log.
Based on this event log, process mining tasks are applied. The three main tasks
in process mining are to discover process models in an automated way (process
discovery), check the models with reality (conformance checking), and enhance
the models with facts derived from event data (enhancement).

An event log is a set of events pertaining to a single process. Each event in
the log points to a process instance (also called a case). A sequence of events
referring to the same case is called a trace. Moreover, events within a trace can
be ordered and labeled. We call the event label the activity name. Besides, an
event may have other attributes, such as the resource that conducts the event,
the place where the event is located, etc.

Table 1.1 illustrates an example of an event log. This log contains a collec-
tion of events referring to a patient treatment process in a hospital. Different
patients follow different treatments, thus events are grouped by patient identi-
fiers. Each row in the table depicts a single event. For each event, we can see its
activity name (e.g. register, check blood pressure), the doctors/nurses who carry
out the event (e.g. Alifah, Haneen), where the event takes place (e.g. room 106,
room 107), and when the event occurs.

Given an event log, we obtain a model reflecting a process inside the log
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Table 1.1: An example of an event log.

Patient ID Activity Timestamps Resource Location

1 Register 01-01-2020 10:00 Iqbal Reception
1 Check blood pressure 01-01-2020 10:15 Alifah Room 106
1 Measure body weight 01-01-2020 10:20 Alifah Room 106
1 Examine (by doctor) 01-01-2020 10:50 Haneen Room 107
1 Prescribe medication 01-01-2020 11:00 Haneen Room 107
2 Register 02-01-2020 11:00 Iqbal Reception
2 Measure body weight 02-01-2020 11:15 Alifah Room 106
2 Check blood pressure 02-01-2020 11:20 Alifah Room 106
2 Examine (by assistant doctor) 02-01-2020 11:50 Alma Room 108
2 Prescribe medication 02-01-2020 12:00 Alma Room 108
3 Register 03-01-2020 10:00 Iqbal Reception
3 Check blood pressure 03-01-2020 10:15 Alifah Room 106
3 Measure body weight 03-01-2020 10:20 Alifah Room 106
3 Prescribe medication 03-01-2020 10:50 Haneen Room 107
3 Examine (by doctor) 03-01-2020 10:55 Haneen Room 107
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medication

Examine
 (doctor)

Patient 1
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Process Discovery

Register
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weight

Prescribe 
medication

Examine
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Check blood 
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Register
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pressure
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weight
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 (doctor)

Examine
 (assistant doctor)

Prescribe 
medication

Figure 1.3: An example of process discovery.

through process discovery. For instance, taking the first two patients from Table
1.1, a process discovery algorithm produces a model as described in Figure 1.3.
This model is perfectly matched with the activity sequences of Patient 1 and
2. The process begins with patient registration, then there is a concurrency be-
tween checking the patient’s blood pressure and measuring the patient’s body
weight. The process is continued with a choice between examining the pa-
tient by a doctor (case in Patient 1) or by an assistant doctor (case in Patient
2). Finally, the process is completed by giving a prescription to the patient.
The discovered model presents a real view of process execution based on facts.
Therefore, it can be exploited for further inspection, such as identifying process,
comparing with the as-is model, measuring performance, etc.

Figure 1.4 provides an example of conformance checking in which the discov-
ered model of Figure 1.3 is checked against Patient 3. Here we spot a difference
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Figure 1.5: An example of enhancement.

between the model and the trace as the order between prescribe medication
and checking by a doctor is swapped. Such deviation can be caused by error
during log recording or poor quality of the discovered model in representing all
behavior in the event log.

In addition, we can utilize the discovered process model for enhancement.
Figure 1.5 depicts an example of an enhanced process model obtained by adding
resource information from Patient 1. This model provides more information
regarding the resource (person) who conducts an activity.

1.2 Process Mining in Big Data

A multitude of process mining techniques is available, yet only some have capa-
bilities to handle big event data. While the details may differ, all process mining
techniques have two things in common: (1) the starting point for analysis is an
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event log and (2) the analysis is generally performed in four phases, namely:
extraction, loading, abstraction, and mining (see Figure 1.6).

Extraction is the phase where event data are extracted from data sources
and converted into an event log format. Loading is the phase where event logs
are placed into the computer’s memory. Following this, abstraction is the phase
during which an event log is transformed into a more compact data structure.
We refer to this data structure as intermediate structure. Typically, the time
needed to compute this structure is linear in the number of events in the event
log. This structure (of which the size is generally polynomial in the number
of activities in the log, but not related to the number of events anymore) is
then used to perform the actual mining task. Intermediate structures are often
unknown, since process mining only shows process models as final results.

Extraction, loading, and abstraction are time-consuming tasks since they
scale in the number of events, while mining is a fast primary task and indepen-
dent in the number of events. In addition, event log files extracted from source
database systems are much bigger compared to intermediate structures. These
files are typically stored in XES format.

XES (eXtensible Event Stream) [37] is the de facto standard for storing and
exchanging event logs. In September 2010, XES was adopted by the IEEE Task
Force on Process Mining. The XES format is extendible and based on XML
syntax.

XESLite is the XES reference implementation in process mining tools. It of-
fers three variants for dealing with different kinds of event logs: (1) XESLite -
Automaton (XL-AT), (2) XESLite - In-Memory (XL-IM), and (3) XESLite - Data-
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base (XL-DB). XL-AT is used for large event logs (up to 100 million events) but
with a small number of event attributes (up to 3 attributes). On the other hand,
XL-IM is used for medium event logs (up to 10 million events) with a medium
number of event attributes (up to 25 attributes). Whereas, XL-DB is used for
large event logs with a medium number of event attributes. These numbers
are based on computations on a machine with 4 GB available memory [53].
It is clear that there is no combination of large event logs and a large number
of event attributes. This confirms that the loading phase in process mining is
bounded by the number of events.

Not only the loading phase, the abstraction phase is also bounded by the
number of events. To confirm this, the work in [46] set up experiments and
investigated the robustness of some commonly used process mining algorithms,
viz. Alpha Miner, Heuristic Miner, ILP, and Inductive Miner framework. It was
found that in a standard computer using 2GB of memory, those algorithms can
only handle 40 activities and 5 million events maximum. Such numbers seem
small compared to real systems, for instance there exist more than 10,000 activ-
ities which corresponds to more than 100 million events in the control systems
of the Large Hadron Collider [38].

Some strategies are proposed to go beyond this main memory restriction.
Some of them are: (1) stream the sequence of events [102], (2) do sampling
using process cubes [15,79], (3) decompose event logs and process the sub logs
in parallel [78].

Streaming-based approaches are developed to obtain insights into processes
at the moment they are executed. Those approaches work under the assumption
that streams of events are of infinite size. As such, efficient techniques are
proposed to temporarily store and use relevant subsets of event data [102]. In
other words, there are some mechanisms to choose irrelevant event data and
dispose of them.

Process cubes are used to present event data in various dimensions where
each cell in the cube corresponds to a set of events. This stems from a need to
view event data from different angles. Obviously, performing sampling using
process cubes will consider one dimension only, i.e. only use part of the event
data.

In this thesis, we focus on situations in which throwing away information
is unlikely (i.e. the first two approaches are not possible). For instance, in
auditing [87], process analysts usually prefer taking the full log into account to
show all noncompliance behavior.

Additionally, we also focus on situations in which process mining is per-
formed in incremental fashion where a new inserted activity is treated inde-
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pendently from another activity. Since decomposing process mining relies on
a priori decomposition of all activities into overlapping activity sets [78], the
third approach also could not be of help.

In this thesis, we propose an approach to move the overhead computation
to source database systems. In particular, we move the abstraction phase into
databases and only import intermediate structures (without the full logs) into
main memory for process mining analysis. Since intermediate structures are
independent of the number of events, process mining can handle bigger event
data than traditional techniques which oblige the presence of event logs. In
addition, we skip the extraction and loading phases, while organizations have
owned large database systems that store events which make in-database pre-
processing logical and possible.

1.3 Challenges

In the previous sections, we have discussed several concepts in process mining
and how process mining is put in the context of big data. As a relatively new
research discipline, process mining is facing some open challenges. This thesis
focuses on three kinds of challenges, namely: (1) dealing with a tremendous
amount of event data, (2) retaining access to all existing data, and (3) managing
overhead in data preprocessing.

Dealing with a tremendous amount of event data. We have seen several ex-
amples of big data in process mining from the previous section. In fact, [12]
reports the results of a Delphi study about Information Systems (IS) grand chal-
lenges with 143 IS academics. One of the considered challenges is leveraging
knowledge from data, with the related management of high data volumes. This
challenge is ranked in the first position for both relevance and impact on the
IS discipline. This attests that big data management issues are crucial in the IS
research field.

Retaining access to all existing data. Having a full picture of event data is
necessary in many process mining case studies. Auditing is one of the examples,
but process mining in general also needs this requirement. In order to drill down
to root causes, for example, process mining analysts need to have access to all
existing data. In addition, process mining often takes time periods into account
during the analysis. To support this, it is prudent to keep all data accessible in
order to solve queries for any window of time.

As an illustration, suppose that process analysts want to discover a process
model based on data between the 1st and the 5th of January. At another time,
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they may change the query to data between the 3rd and the 7th of January.
We call this scenario recurrent process mining in which process mining tasks are
performed repetitively based on a dynamic time window.

Managing overhead in data preprocessing. Not only the amount of data, but
also data extraction and preparation are challenging [33]. Process mining re-
quires event data to be stored in an XES format, but in reality they exist under
an information system’s format, e.g. tuples in relational databases. Therefore,
one needs to extract the event data from data storage, transform them into the
XES format, and load them into memory to be finally ready for process mining
tasks. This overhead can be omitted if there is direct access between process
mining tools and event data storage.

1.4 Research Question

Building on the challenges mentioned above, we define our research questions
as follows.

RQ1 What are intermediate structures (see Figure 1.6 5 ) of common process
mining techniques?
We start our research question by exploring intermediate structures of
common process mining techniques. We aim to investigate whether inter-
mediate structures can be the key to pave the way for enabling large and
dynamic process mining.

RQ2 What are the requirements for process mining to be independent of the num-
ber of events?
Intermediate structures can be seen as glue between event data and pro-
cess mining tools as they appear in all process mining techniques. There-
fore, we aim to define requirements for intermediate structures such that
process mining algorithms can be run independently from the number of
events.

RQ3 How can process discovery, conformance checking, and enhancement tech-
niques be made independent of the number of events?
After defining the requirements needed for the independence of the num-
ber of events, we assess whether intermediate structures of process dis-
covery, conformance checking, and enhancement techniques fulfill the re-
quirements. The intermediate structures which satisfy the requirements
are implemented in the framework for process mining in big data.
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RQ4 How can simple conformance checking techniques be made independent of
the number of events, while more advanced techniques are accelerated, by
means of intermediate structures?

Conformance checking can be seen as simply comparing a log against a
set of rules. For instance, if the rule states that B cannot happen before A,
then 〈B , A〉 is a violation. By means of intermediate structure, we aim that
simple conformance checking can be made independent of the number of
events. However, more advanced conformance checking techniques such
as token replay algorithm and alignments can not be made independent of
the number of events since they need all information of event sequences
to run their algorithm. Therefore, we aim for a different goal, namely to
speed up their performance when facing big event data.

RQ5 How can dynamic time constraints in process mining be supported while
retaining access to events?

This research question focuses on the necessity of process mining to have
access to all data. We aim for persistent data storage where event data
can be kept for dynamic time analysis.

RQ6 How to enable advanced event data preprocessing and provide access to pre-
computed structures?

After all foundational questions mentioned previously, here we focus on a
more practical issue. Our purpose is to enable advanced event data pre-
processing in event data storage to avoid overhead during process mining
activities. Then, the precomputed structures should be easily accessible to
hasten process mining tasks.

1.5 Contribution and Thesis Structure

In the following, we first summarize the contributions of this thesis, followed
by an outline of the chapters of this thesis.

Thesis Contribution

We organize the thesis contribution with respect to the following three research
goals:

RG1 To support regular process mining activities independent of the number of
events.
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RG2 To support regular process mining activities while retaining access to all ex-
isting data.

RG3 To investigate how time can be spent more efficiently on the various phases
of process mining.

We conceptualize the techniques and design to reach those goals as follows.
RG1. Support regular process mining activities independent of the number of

events. All process mining techniques have a common similarity, namely they
all produce intermediate structures before their actual mining task. Based on
the intermediate structure characteristics, we define some requirements in such
a way that the structures allow for process mining activities independent of the
number of events. To this end, we make a list of frequently-used intermediate
structures and determine which of them satisfy the requirements.

The intermediate structures are created during the abstraction phase. We
propose to move the abstraction phase into data storage in which event data
are located. Through this approach, we gain three benefits.

First, the abstraction phase can be done in advance, i.e. immediately after
event data insertion. In this way, we do not postpone the abstraction phase until
all event data are collected in an event log. In fact, the abstraction phase is the
bottleneck of the whole process mining chain, hence the precomputation can
save lots of time.

Second, the event data preprocessing can be skipped. Since the mining
task only relies on intermediate structures, we can skip the data extraction,
transformation, and loading steps. Instead, we only access the intermediate
structures directly from data storage.

Third, we enable process mining for big event data. Given the intermediate
structures which fulfill the requirements, we get a compact abstraction of event
data that only depends on the distinct event label, but not on the number of
events. As a result, process mining is not influenced by the event log’s size
anymore.

RG2. Support regular process mining activities while retaining access to all
existing data. Process mining is often viewed as a dynamic analysis technique.
Within this characteristic, one may pose several questions during process min-
ing analysis for obtaining a comprehensive result. In one question, one may
consider a particular time window, but in another question a different time win-
dow may be considered. Since we aim for a precise process mining result rather
than an approximation, we need to have persistent storage to keep all the data.

We choose relational databases as the data structure for storing both the
event data and intermediate structures. Relational database is a mature tech-
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Figure 1.7: Focus of this thesis.

nology, guarantees ACID (Atomicity, Consistency, Isolation, and Durability), and
has an indexing mechanism to speed up performance. Moreover, it exists in
many legacy information systems, thus minimizing data transformation.

We design a database schema called DB-XES which emulates the XES stan-
dard to store event data. On top of this schema, we create SQL-based queries for
initializing intermediate structures. These queries are executed inside the data-
base thus avoiding data extraction and loading into memory. However, some
queries are not efficient due to many self-joins and in fact, SQL is not designed
specifically for process mining tasks. Therefore, we implement a native SQL
operator for a specific intermediate structure initialization purpose. The native
operator does not only hasten the intermediate structure computation, but also
allows the processing of any database schema other than DB-XES.

The native operator manages to handle intermediate structure initialization
in static event data. In reality, however, event data are subject to alteration.
Therefore, we allow updates within event data by implementing an update func-
tion using the database trigger. In each insertion of a new event, the trigger is
automatically called to update the corresponding intermediate structure rows.
In addition, we implement a delete function using an event scheduler. Here, we
set a time range in which the scheduler is turned on to delete expired rows of
the intermediate structure.

RG3. To investigate how time can be spent more efficiently on the various
phases of process mining.

Traditionally, all phases of process mining are performed in process mining
tools after event data are loaded. Consequently, one needs to wait for a full
abstraction phase of all considered event data, which can be a very long pro-
cess. Therefore, we propose to amortize the abstraction phase by performing it
immediately after each insertion of a new event in the database. In this way, we
distribute the bottleneck of the abstraction phase more evenly, hence time spent
by users during analysis can be more efficient.



16 Introduction

   Introduction    Preliminaries

   Tools    Conclusion

Compute & update

+
Mine/Check/Enhance

Recurrently mine

Update

Database Database + Intermediate Structure

Ch5 Ch6 Ch7

Ch8

Ch4

Ch3Ch9

RQ2

Ch10 Ch11

Ch1 Ch2

RQ1

RQ3 RQ4

RQ5

RQ6

Figure 1.8: An overview of the thesis structure and research questions.

In short, the focus of this thesis is to move event data preprocessing into data
storage and during data entry time. As illustrated in Figure 1.7, information
in databases is enhanced with intermediate structures that are updated every
time a new event arrives. Having the ready up-to-date intermediate structures,
we aim for process mining analysis that is independent of the number of events
(research goal RG1), captures all information from existing event data (research
goal RG2), and distributes its processing phases efficiently (research goal RG3).

Thesis Structure

In Figure 1.8, we revisit Figure 1.7 and add information about chapters and
research questions. In the following, we give a brief explanation of each chapter.

Introduction in Chapter 1. We begin with an introduction about process min-
ing and its challenges. Based on the challenges, we synthesize the research
questions. Furthermore, we explain the research goals, the contribution, and
the structure of this thesis.

Preliminaries in Chapter 2. We introduce some important concepts, including
some basic notations, event log, XES standard, Petri net, and SQL query. These
concepts are used throughout the thesis.

Introduction to Intermediate Structures in Chapter 3. First of all, we define
intermediate structures in process mining. Then, we investigate RQ1, i.e. a list
of intermediate structures in common process mining techniques. In addition,
we discuss why exploring such intermediate structures is important for handling
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a tremendous amount of event data.
Incremental Process Mining in Chapter 4. We introduce the concept of incre-

mental process mining. We show how live intermediate structures are used in
this context. Finally, we elaborate on some requirements for live intermediate
structures which are independent of the number of events to answer RQ2. This
chapter is based on [71].

Live Intermediate Structures in Process Discovery in Chapter 5. We investigate
several intermediate structures in process discovery techniques and discuss all
requirements for making them live under updates. We answer RQ3 by explain-
ing how to compute the intermediate structures incrementally, what the com-
plexity of the update time is, and what the size of the intermediate structures
is. This chapter is based on [67,71,73,74].

Live Intermediate Structures in Conformance Checking in Chapter 6. We ex-
plain the uniqueness of intermediate structures in conformance checking and
motivate why these structures can support speeding up the conformance check-
ing algorithms. This chapter discusses RQ3 and RQ4 and is based on [68].

Live Intermediate Structures in Enhancement in Chapter 7. We again investi-
gate RQ3, but in the context of enhancement. We describe some enhancement
techniques and show how they can be made independent of the number of
events. This chapter is based on [72].

Recurrent Process Mining in Chapter 8. While previous chapters focus on
how to cope with new insertions of events, this chapter copes with deletions of
events to enable time window constraints during process discovery. This chapter
elaborates RQ5.

In-database Computation in Chapter 9. We explore database as the storage of
event data and show how the database technology can be used to support pro-
cess mining techniques (RQ6). Moreover, we implement a native operator for
process mining and create SQL-based queries for initialization of intermediate
structures. This chapter is based on [32,69–71].

Tools in Chapter 10. We implement the theoretical concepts mentioned in
previous chapters into some plug-ins in process mining tool ProM. This chapter
shows how to use these plug-ins, describes their functionalities, and explains
how to interpret the results.

Conclusion in Chapter 11. Finally, we conclude this thesis, explain some
limitations, and plan for some future work.

Other Publications. In addition to the publications included in this thesis, we
have conducted a research in business process comparison. The work resulted
in a methodology and has been tested using a case study within a company. The
work is published on [66].
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In this chapter, we first introduce several basic concepts, such as sets, rela-
tions, and functions. Then, in Section 2.2, we elaborate concepts that are ex-
tensively used in process mining, including events, attributes, classifiers, traces,
and event logs. As the event log format is standardized in the XES Standard, we
discuss this standard in Section 2.3. Finally, we discuss some SQL syntaxes that
are important to understand this thesis, in Section 9.1.

2.1 Basic Notations

In this section, we introduce some basic notations including set, relation, func-
tion, multiset, and sequence; all are widely used across the chapters of this
thesis.

Definition 2.1 (Set). A set is a possibly infinite collection of distinct elements.
We denote sets using capital letters and list elements belonging to a set using curly
braces, e.g. X = {a,b,c}. A set that does not contain any elements is called an empty
set, denoted by ;.

Furthermore, we define several notations of sets as follows:

• The cardinality of a set X , denoted by |X |, represents the number of elements
belong to X , e.g. |{a,b,c}| = 3.

• The power set of a set X , denoted by P (X ), is the set of all possible subsets
of X , e.g. P ({a,b,c}) = {;, {a}, {b}, {c}, {a,b}, {a,c}, {b,c}, {a,b,c}}.

• The Cartesian product of two sets X and Y , denoted by X ×Y , is the set
containing all ordered pairs of elements in X and Y , e.g. {a,b}× {c,d} =
{(a,c), (a,d), (b,c), (b,d)} .

• The union of two sets X and Y , denoted by X ∪Y , is the set of elements that
are either in X or in Y , e.g. {a,b}∪ {a,c} = {a,b,c}.

• The intersection of two sets X and Y , denoted by X ∩Y , is the set of elements
that are both in X and in Y , e.g. {a,b}∩ {a,c} = {a}.

• The difference of two sets X and Y , denoted by X \Y , is the set of elements
that are in X but not in Y , e.g. {a,b}\{a,c} = {b}.

Definition 2.2 (Relation). An n-ary relation is a subset of the Cartesian products
of the n sets. For example, a binary relation R on two sets X and Y is a subset of
the Cartesian products of X and Y , i.e. R ⊆ X ×Y .
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Definition 2.3 (Function). A function f from X to Y , denoted by f : X → Y , is a
relation that maps every element in X to an element in Y . X is called the domain
of f , written as dom( f ), while the range of f , denoted by range( f ), is a subset of
Y such that range( f ) = { f (x)|x ∈ X } ⊆ Y .

A partial function from X to Y , denoted by f : X 9 Y , is a relation that maps
every element in the subset of X to an element in Y .

Definition 2.4 (Multiset). A multiset is a set in which elements may occur multiple
times. Formally, a multiset m over a finite set X is a function that maps every
element in X to a natural number, i.e. m : X →N, such that for an element x ∈ X ,
m(x) denotes how often x appears in m. For example, m = [a2,b3,c] is a multiset
over a set {a,b,c,d} where m(a) = 2,m(b) = 3,m(c) = 1, and m(d) = 0. We write
B(X ) to denote the set of all multisets over a finite domain X .

Furthermore, we define several notations of multisets as follows:

• The union of two multisets m1 and m2, denoted by m1∪m2, yields a multiset
m′ with m′(x) = max(m1(x),m2(x)), e.g. [a2,b3]∪ [b4,c5] = [a2,b4,c5].

• The intersection of two multisets m1 and m2, denoted by m1 ∩m2, yields a
multiset m′ with m′(x) = min(m1(x),m2(x)), e.g. [a2,b3]∩ [b4,c5] = [b3].

• The sum of two multisets m1 and m2, denoted by m1 ]m2, yields a multiset
m′ with m′(x) = m1(x)+m2(x), e.g. [a2,b3]] [b4,c5] = [a2,b7,c5].

• The difference of two multisets m1 and m2, denoted by m1 ∪− m2, yields a
multiset m′ with m′(x) = max(0,m1(x)−m2(x)), e.g. [a2,b3]∪− [b4,c5] = [a2].

Note that a set can be seen as a multiset with the cardinality of each element
is equal to one. Therefore, we overload the notations mentioned above for sets
when they are operated with multisets. For example, {a,b} ] [b3] = [a,b4] and
{a,b}∪− [b3] = [a].

Definition 2.5 (Sequence). A sequence is an ordered list of elements. We write
σ= 〈x1, x2, ..., xn〉 ∈ X ∗ as a sequence over a set X with size n, and we write σ(i ) to
obtain the ith element of a sequence σ.

The concatenation of two sequences σ1 and σ2, denoted by σ1 · σ2, yields a se-
quence 〈σ1(1),σ1(2), ...,σ1(|σ1|),σ2(1),σ2(2), ...,σ2(|σ2|)〉. Furthermore, a sequence
σ1 is a prefix of a sequence σ2, denoted by σ1 ≤σ2, if and only if ∀i∈{1,...,|σ1|} σ1(i ) =
σ2(i ).
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2.2 Event Log

In this section, we formally define event logs. We first introduce some universe
notations which are widely used in this thesis. Then, we present the concept
of events and attributes in an event log. Given an ordered set of attributes, we
define the concept of classifiers. Finally, we conclude this section by defining
traces and event logs.

Definition 2.6 (Universe). We define the following universes:

• UE denotes the universe of event identifiers.

• UN denotes the universe of attribute names.

• UV denotes the universe of attribute values.

• UA ⊆UV denotes the universe of activity names.

• UC ⊆UV denotes the universe of case identifiers.

• UR ⊆UV denotes the universe of resources.

Event is the smallest element which constructs an event log. It can be seen as
a unit task or activity that is executed in a particular place, at a particular time,
and by a specific person. Information contained in an event is called attribute.
In the context of this thesis, we assume that an event has at least an activity
name, a case identifier, and a timestamp. Furthermore, resource information is
also mandatory if one needs to mine a social network of an event log.

Definition 2.7 (Event and Attribute). For any event e ∈UE and a attribute name
n ∈ UN , we define an event labeling function #n : UE → UV which maps e onto
an attribute value v ∈UV that corresponds to n. In other words, #n(e) denotes the
value of attribute n for event e. If there is no value, #n(e) =⊥.

Furthermore, we define standard event labeling functions as follows:

• #act : UE →UA is a function labeling each event with an activity,

• #case : UE →UC is a function labeling each event with a case,

• #time : UE →R is a function labeling each event with a timestamp, and

• #res : UE →UR is a function labeling each event with a resource.
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We call an ordered set of attribute names a classifier. In this thesis, if not
mentioned, we use activity names as the classifier.

Definition 2.8 (Classifier). A classifier is an ordered set of attribute names, i.e.
N ′ ⊆ {n1,n2, ...,nm} ⊆ UN . For any n′ ⊆ N ′ and e ∈ UE , we define #n′ (e) =
(#n1 (e),#n2 (e), ...,#nm (e)).

A sequence of events which refers to the same process instance forms a trace.
Within a trace, events are ordered by their timestamp. Moreover, we assume
that events are atomic and they are totally ordered (i.e. two events in a trace
do not have the same timestamp). Finally, an event log is a set of traces.

Definition 2.9 (Trace). A trace σ = 〈e1,e2, ...,en〉 ∈ UE
∗ is a finite sequence of

events e1,e2, ...,en ∈ UE such that: (1) each event occurs only once in a trace, (2)
each event in a trace refers to the same case identifier, and (3) all events in a trace
are totally ordered. In other words, for any ei ,e j ∈ σ where 1 ≤ i < j ≤ n, it holds
that: (1) ei 6= e j , (2) #case (ei ) = #case (e j ), and (3) #time(ei ) < #time(e j ).

We denote the ith element of σ with σ(i ) and the subsequence from the i th

to the j th element as σ(i .. j ) where σ(i .. j ) = 〈〉 if j < i . Furthermore, we write
Eσ = {e1,e2, ...,en} for the set of events in σ.

Definition 2.10 (Event Log). An event log L = {σ1,σ2, ...,σn} ⊆UE
∗ is a finite set

of traces. We assume that each event appears only once in the same log, i.e. for
any σ,σ′ ∈ L , σ 6= σ′, and for any e ∈ σ, e ′ ∈ σ′, e 6= e ′. Furthermore, we denote
EL =⋃

σi∈L Eσi as the set of events in L .

If activity names are the classifier, we can simplify the definition of trace and
event log as is shown below.

Definition 2.11 (Simple Trace and Event Log). A simple trace σ is a sequence of
activities, i.e. σ ∈UA

∗. A simple event log L is a multiset of traces over UA , i.e.
L ∈B(UA

∗).

For example, L = [〈a,b,c〉5,〈a,d ,e〉3,〈b,e〉] is a simple event log containing
9 traces and 3× 5+ 3× 3+ 2× 1 = 26 events. Note that if the classifier is not
mentioned, we use activity names as the default classifier. Moreover, we can
transform an event log into a simple event log using the default classifier.

Definition 2.12 (Transforming an Event Log into a Simple Event Log). Let
L ⊆ UE

∗ be an event log as defined in Definition 2.10. We use activity names
as the classifier. For any σ= 〈e1,e2, ...,en〉 ∈ L , σ= 〈#act(e1),#act(e2), ...,#act(en)〉 is
a simple trace and L = [σ|σ ∈L ] is the simple event log corresponding to L .
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In process mining, the format of event log files follows the XES standard [9,
104], which will be discussed in more detail in the next section.

2.3 XES Standard

Event logs are an important enabler for process mining. Fortunately, such logs
can be found easily in today’s systems. All kinds of information systems, such as
ERP systems, CRM systems, and hospital information systems, often provide de-
tailed event logs; making them applicable for process mining input. Moreover,
many kinds of embedded systems, such as X-ray machines and smartphones,
also have an increasing trend of generating event logs. Unfortunately, the for-
mat of event logs produced by a system may be totally different from that of the
other systems.

To tackle this problem, MXML [90] was introduced as the standard event
log format in process mining. However, MXML does not provide semantics for
additional attributes stored in event logs. In addition, MXML does not have
nomenclature for different concepts. These are two out of several problems
that limit the use of MXML in practice.

To solve the problem encountered by MXML, a new event log format was
defined. It is called XES [104], stands for eXtensible Event Stream, which has
been adopted for standardization by the IEEE Task Force on Process Mining [4].
The XES standard defines the World Wide Web Consortium (W3C) Extensible
Markup Language (XML) structure. It aims to provide a generally acknowledged
XML format for interchange of event data between information systems in many
application domains on the one hand and analysis tools for such data on the
other hand [9]. To this end, the standard fixes the syntax and semantics of
event data which is elaborated in the following.

The XES metadata structure is depicted in Figure 2.1. The hierarchical com-
ponents start from the log component. A log contains a (possibly empty) col-
lection of traces followed by a (possibly empty) list of events. The possibility to
have empty traces/events is the new feature added in the latest XES Standard
(i.e. the XES Standard Definition version 2.0). If a log contains only events
and no traces, then the log is also called a stream, in which the research is
increasingly growing.

Attribute components store information about log, trace, or event compo-
nents. The standard allows for elementary attributes (string, date and time,
integer, real, boolean, or ID) or composite attributes (list). Furthermore, an
attribute may also have nested attributes.
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Figure 2.1: The XES metadata structure [9].

Different to MXML, the XES standard provides semantics to a set of defined
attributes by the concept of extension. There are seven standardized extensions
in the XES format:

1. Concept extension. This extension is defined for all levels of the XES type
hierarchy. For logs, the attribute usually captures the name of the process.
For traces, the attribute usually stores the case identifier. For events, the
attribute represents the name of the event, e.g. the executed activity.

2. Lifecycle extension. An event log may consist of events which are not
atomic, i.e. it may contain events which have a lifecycle. For example,
after an activity commences, it is assigned to a resource, then comes into
progress. Afterwards, the activity is completed and ended. This extension
is used to specify such a lifecycle transition.
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3. Organizational extension. This extension specifies the name of a resource,
the role of a resource, or the group which triggers an event.

4. Time extension. This extension stores the exact date and time at which
events occur.

5. Semantic extension. Sometimes, users have a different view on a process.
In this case, they may define their process meta-model through an ontol-
ogy where every concept can be identified by a unique URI. This extension
defines an attribute which refers to model concepts in an ontology.

6. ID extension. This extension provides unique identifiers (UUIDs) for ele-
ments.

7. Cost extension. This extension defines a nested element to store informa-
tion about the cost associated with activities within a log.

Finally, a classifier assigns an identity to each event that makes it comparable
to others, e.g. the descriptive name of events, the combination of activity and
lifecycle of events, etc. A classifier can either be an event classifier or a trace
classifier.

2.4 Petri Nets

Petri nets are graphs that consist of places, transitions, and arcs between them.
In this thesis, we specifically use the notion of labeled Petri nets where each
transition is labeled with an activity name or a silent label τ.

Definition 2.13 (Petri Nets). A Petri net is a tuple N = (P,T,F, l ) where:

• P is a set of places

• T is a set of transitions, P ∩T =;
• F ⊆ (T ×P )∪ (P ×T ) is a flow relation

• l : T →UA ∪ {τ} is a labeling function.

Figure 2.2 shows a sample Petri net where P = {p0, p1, p2, p3, p4, p5, p6},
T = {a,b,c,d ,e}, F = {(p0, a), (a, p1), (a, p3), (p1,b), (b, p2), (p3,c), (c, p4), (p2,d),
(p4,d), (d , p5), (p5,e), (e, p6)}, and l = {(a,Check by doctor), (b,X-ray), (c,Lab test),
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Figure 2.2: A sample Petri net.

(d ,τ), (e,Check by doctor)}. In this example, the Petri net contains duplicate la-
bels since the activity “Check by doctor” is captured with two transitions, i.e.
a and e. Moreover, there is a silent transition, mapped to τ and typically de-
picted by a black square. Such a transition does not represent any activity of
the process.

A marking m of a Petri net N is a multiset of places, i.e. m ∈ B(P ). In our
sample Petri net, there is a single token in the place p0, hence the marking is
[p0]. In fact, [p0] is the initial marking of N . We call a Petri net with an initial
marking a marked Petri net.

Definition 2.14 (Marked Petri Nets). A marked Petri net is a pair (N ,mi ) where
N = (P,T,F, l ) is a Petri net and mi ∈B(P ) is the initial marking of N .

To formalize the firing rule of Petri nets, we introduce a notation for input
(output) places (transitions). Let N = (P,T,F, l ) be a Petri net. For any p ∈ P ,
•p is the set of input transitions of p, i.e. •p = {t |(t , p) ∈ F }, and p• is the set of
output transitions of p, i.e. p• = {t |(p, t ) ∈ F }. Similarly, for any t ∈ T , •t is the
set of input places of t , i.e. •t = {p|(p, t ) ∈ F }, and t• is the set of output places
of t , i.e. t• = {p|(t , p) ∈ F }.

For a marking m, a transition t is enabled if each of the input places of t , i.e.
•t , contains at least one token. We denote t is enabled at marking m as m [t〉.
Furthermore, if a transition t is enabled, it can be fired. When a transition fires,
one token is removed from each of •t and one token is put in each of t•. A
marking m′ is reachable from another marking m if there is a firing sequence
θ in N from m to m′, denoted as m [θ〉m′. Furthermore, the set of reachable
marking from m is denoted [N ,m〉.

Having the notion of enabled and fired transitions, we can now define the
language of Petri nets.

Definition 2.15 (Language of Petri Nets). Let (N ,mi ) be a marked Petri net with
N = (P,T,F, l ) and mi ∈ B(P ). The language of (N ,mi ), denoted as L N ⊆ T ∗, is
the set of sequences of transitions which are enabled from mi .
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When modeling a process, some targets may be defined. Using Petri net
notation, these are translated into a set of target (final) markings. A marked
Petri net with a set of final markings is called an accepting Petri net, and the
net is assumed to have terminated correctly if any of these final markings is
reached. While the original definition of accepting Petri nets uses a set of final
marking [78], in this thesis we consider accepting Petri nets with a single final
marking.

Definition 2.16 (Accepting Petri Nets). An accepting Petri net is a tuple N =
(P,T,F, l ,mi ,m f ) where:

• (P,T,F, l ) is a Petri net

• mi is an initial marking

• m f is a final marking.

In business processes, a subclass of Petri nets known as workflow nets is often
considered. A workflow net is an accepting Petri net with a clear start and an
end point. Furthermore, all places and transitions are connected. Observe that
the sample Petri net in Figure 2.2 is also a workflow net.

Definition 2.17 (Workflow Nets). A workflow net is a tuple N = (P,T,F, l ,mi ,m f )
where:

• (P,T,F, l ) is a Petri net

• mi is an initial marking

• m f is a final marking

• N has a single input place i ∈ P such that •i =;.

• N has a single output place o ∈ P such that o• =;.

• The initial marking only contains i , i.e. mi = [i ].

• The final marking only contains o, i.e. m f = [o].

• All places and transitions in N are on a path from i to o.

Workflow nets that do not have issues are called sound. There are four
criteria of soundness as defined below.
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Definition 2.18 (Soundness). Let N = (P,T,F, l , [i ], [o]) be a workflow net with
input place i and output place o. N is sound if and only if:

• (Safeness) Places cannot hold multiple tokens at the same time, i.e. for any
m ∈ [N , [i ]〉 and for any p ∈ P , m(p) ≤ 1.

• (Option to complete) For any marking reachable from the initial marking, it
is possible to reach the final marking, i.e. for any m ∈ [N , [i ]〉, [o] ∈ [N ,m〉.

• (Proper completion) Once a token is placed in o, there is no other tokens left
behind, i.e. for any m ∈ [N , [i ]〉 , [o] ∈ m implies m = [o].

• (Absence of dead transition) There are no dead transitions, i.e. for any t ∈ T ,
there is a firing sequence enabling t .

In this thesis, we focus on sound workflow nets, unless it is stated differently.
However, most of the results generalize to accepting Petri nets.
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This section explains intermediate structures in process mining. First, we
explain intermediate structures with respect to a process mining workflow (Sec-
tion 3.1). Then, we go into detail about some common intermediate structures
in process mining by presenting their formal definition and some examples (Sec-
tion 3.2). Finally, we explain the motivation behind investigating intermediate
structures in the process mining field (Section 3.3).

3.1 Intermediate Structures in Process Mining

Figure 3.1 depicts a typical process mining workflow. Process mining starts
from execution of a business process recorded in a legacy information system,
e.g. a database system. In order to get insight into this recorded event data, it is
necessary to transform them into the standard input format for process mining.
To this end, we first extract the event data into a file format, load the event data
into a process mining tool (i.e. computer’s memory), and then convert the event
data into an XES event log.

Inside the process mining tool, the log is altered to more compact data struc-
tures during the abstraction phase. We call them intermediate structures, which
are also known as log abstractions [81]. An example of the intermediate struc-
tures is the directly follows relation which captures pairs of two consecutive
activities which happened in the same case. In the next section, we discuss
common intermediate structures in process mining and how we can benefit
from these structures for faster and larger process mining.

Given the information in the intermediate structure, process mining (partic-
ularly process discovery algorithm) produces a process model during the mining
phase. Conformance checking and enhancement algorithms also harness the
intermediate structure, but they often generate more complex results than the
discovered model. Finally, the process model is visualized in the process mining
tool for further investigations.

In short, there are six phases involved in a typical process mining workflow
(see Figure 3.1): (1) extraction, (2) conversion to XES format, (3) loading, (4)
abstraction, (5) mining, and (6) visualization.
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3.2 Common Intermediate Structure in Process Min-
ing

Figure 3.2 exhibits prevalently used intermediate structures in process mining.
Each algorithm is assigned with a unique color. Furthermore, an arc connects
two intermediate structures used in the same algorithm. From this figure we
can see some overlap between intermediate structures. For example, directly
follows relations are used both in Inductive Miner and Flexible Heuristic Miner.

In the following, we discuss each of the intermediate structures in more
detail. We provide formal definitions accompanied with some examples to illus-
trate the use of intermediate structures in the context of event logs.

3.2.1 Occurrence

An occurrence relation (#L ) counts the occurrences of an activity in an event
log L . It is a very basic relation and used in many process mining algorithms,
including Inductive Miner [41], Flexible Heuristic Miner [105], and MINER-
ful [22].

Definition 3.1 (Occurrence (#L )). Let L ⊆ UE
∗ be an event log. We define

#L : UA →N as an occurrence relation such that for all a ∈UA :
#L (a) = |{e ∈UE | #act(e) = a}| .

Example. Let L = [〈a,b,c〉,〈a,b,d〉] be a simplification of an event log L where
activity labels are shown. The examples of the occurrence relations of L are
#L (a) = 2, #L (b) = 2, #L (c) = 1, and #L (d) = 1.

3.2.2 Directly Follows

Directly follows relations are used in the very first process discovery algorithm,
i.e. the Alpha Miner [28, 88, 106, 107]. Based on directly follows relations, the
algorithm deduces three other relations, namely causality, choice, and paral-
lel relations. These four relations are used to create footprints of a log, which
are then used to discover patterns in the corresponding model. Not only Alpha
Miner, directly follows relations are also used in many other process discov-
ery techniques, including Inductive Miner [41], Flexible Heuristic Miner [105],
MINERful [22], and Fodina [77].

A directly follows relation (ÂL ) counts the number of times an activity a is
directly followed by an activity b in an event log L .
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Definition 3.2 (Directly Follows (ÂL )). Let L ⊆UE
∗ be an event log. We define

ÂL : UA ×UA →N as a directly follows relation such that for all a,b ∈UA :

ÂL (a,b) =Σσ∈L Σ|σ|−1
i=1

{
1, if #act(σ(i )) = a ∧ #act(σ(i +1)) = b

0, otherwise.

Example. Let L = [〈a,b,c〉,〈a,b,d〉] be a simplification of an event log L where
activity labels are shown. The examples of the directly follows relations of L

are ÂL (a,b) = 2, ÂL (b,c) = 1, and ÂL (b,d) = 1.
Given directly follows relations, we can define causality relations. A causal-

ity relation (→L ) between activities a and b represents that a is directly fol-
lowed by b, but not the other way around.

Definition 3.3 (Causality Relation (→L )). Let L ⊆UE
∗ be an event log. More-

over, we denote a ÂL b as a is directly followed by b, i.e. ∃σ∈L ,1≤i<|σ| #act(σ(i )) =
a∧#act(σ(i +1)) = b. We define →L : UA ×UA →B as a causality relation such that
for all a,b ∈UA : a →L b ≡ a ÂL b ∧ b 6ÂL a.

Example. Let us consider the same log as in the example above. The examples
of the causality relations of L are a →L b, b →L c, and b →L d .

3.2.3 Directly Precedes

Directly precedes relations are the contrary of directly follows relations. They
are part of MINERful knowledge bases [22] to discover process models based on
declarative perspective. A directly precedes relation (≺L ) counts the number of
times an activity a is directly preceded by an activity b in an event log L .

Definition 3.4 (Directly Precedes (≺L )). Let L ⊆UE
∗ be an event log. We define

≺L : UA ×UA →N as a directly precedes relation such that for all a,b ∈UA :

≺L (a,b) =Σσ∈L Σ|σ|−1
i=1

{
1, if #act(σ(i )) = b ∧ #act(σ(i +1)) = a

0, otherwise.

Example. Let L = [〈a,b,c〉,〈a,b,d〉] be a simplification of an event log L where
activity labels are shown. The examples of the directly precedes relations of L

are ≺L (b, a) = 2, ≺L (c,b) = 1, and ≺L (d ,b) = 1.

3.2.4 Length Two Loop

Length two loop relations are one of basic relations used by the Flexible Heuris-
tic Miner [105]. A length two loop relation (ÀL ) counts the number of times
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an activity a is directly followed by an activity b and b is again followed by a in
an event log L .

Definition 3.5 (Length Two Loop (ÀL )). Let L ⊆UE
∗ be an event log. We de-

fine ÀL : UA ×UA →N as a length two loop relation such that for all a,b ∈UA :

ÀL (a,b) =Σσ∈L Σ|σ|−2
i=1


1, if #act(σ(i )) = a ∧ #act(σ(i +1)) = b ∧

#act(σ(i +2)) = a

0, otherwise.

Example. Let L = [〈a,b, a,c〉,〈a,b,c,b〉] be a simplification of an event log L

where activity labels are shown. The examples of the length two loop relations
of L are ÀL (a,b) = 1, and ÀL (b,c) = 1.

3.2.5 Minimum Self Distance

Minimum self distance (msdL )was firstly introduced in the Inductive Miner
algorithm [41]. It complements directly follows relations to provide rediscov-
erability on a larger class of processes [42, 67]. A minimum self distance of an
activity a is the minimum number of events in between two executions of a in
an event log L .

Definition 3.6 (Minimum Self Distance (msdL ) and Witness of Minimum Self
Distance (αmsd) [41]). Let L ⊆ UE

∗ be an event log. We define msdL : UA →
R∪ {−∞,+∞} as a minimum self distance relation such that for all a ∈ UA (we
assume min(;) =∞):

msdL (a) =min({|t2| | t1 · 〈en〉 · t2 · 〈em〉 · t3 ∈L∧
#act(en) = #act(em) = a})

Then, activity b is a witness of this minimum self distance of a, denoted by
αmsd(a,b), if and only if it can appear in between two minimum-distant executions
of a. For all a,b ∈UA , we define αmsd : UA ×UA →B as follows:

αmsd(a,b) ≡∃t1·〈en〉·t2·〈em〉·t3∈L ek ∈ t2 ∧|t2| =msdL (a)∧
#act(en) = #act(em) = a ∧#act(ek ) = b
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Example. Let L = [〈a, a,b〉,〈a,b,c,b〉] be a simplification of an event log L where
activity labels are shown. The examples of the minimum self distance of L are
msdL (a) = 0, and msdL (b) = 1, while the witness of msdL (b) is αmsd(b,c).

3.2.6 Declarative Relations

Declarative relations are used as a knowledge base in the MINERful [22] to
discover process models based on declarative perspective. Different from other
declarative process discovery techniques, MINERful knowledge base does not
cover what is in the log, but it rather expresses what is not in the log, and
this makes the algorithm runs faster [23]. There are five declarative relations,
namely:

1. No following (7L ), which counts the occurrences of an activity a without
following an activity b in an event log L .

2. No preceding (6L ), which counts the occurrences of an activity a without
preceding an activity b in an event log L .

3. No co-occurring (67L ), which counts the occurrences of an activity a with-
out co-occurring an activity b in an event log L .

4. Repetition (#L ), which counts how many times after an occurrence of an
activity a, a repeats until the first occurrence of an activity b in the same
trace of an event log L . If no b occurs after a, then the repetitions after a
are not counted.

5. Contrariwise repetition ("L ), which is similar to# but reading the trace
backwards.

Definition 3.7 (No following (7L ), No preceding (6L ), No co-occurring (67L ),
Repetition (#L ), and Contrariwise Repetition ("L )). Let L ⊆UE

∗ be an event
log. The following are declarative relations:

7L : UA ×UA →N is a no following relation such that for all a,b ∈UA :

7L (a,b) =Σσ∈L Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , i< j≤|σ| #act(σ( j )) 6= b

0, otherwise
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6L : UA ×UA →N is a no preceding relation such that for all a,b ∈UA :

6L (a,b) =Σσ∈L Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , 1≤ j<i #act(σ( j )) 6= b

0, otherwise

67L : UA ×UA →N is a no co-occurring relation such that for all a,b ∈UA :

67L (a,b) =Σσ∈L Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , 1≤ j≤|σ| #act(σ( j )) 6= b

0, otherwise

#L : UA ×UA →N is a repetition relation such that for all a,b ∈UA :

#L (a,b) =Σσ∈L Σ|σ|
i=1



1, if a 6= b ∧ #act(σ(i )) = a ∧
∃ j , i< j≤|σ| #act(σ( j )) = b ∧
∃k, 1≤k<i #act(σ(k)) = a ∧
∀l , k<l<i #act(σ(l )) 6= b

0, otherwise

"L : UA ×UA →N is a contrariwise repetition relation such that for all a,b ∈
UA :

"L (a,b) =Σσ∈L Σ|σ|
i=1



1, if a 6= b ∧ #act(σ(i )) = a ∧
∃ j , 1≤ j<i #act(σ( j )) = b ∧
∃k, j<k<i #act(σ(k)) = a ∧
∀l , k<l<i #act(σ(l )) 6= b

0, otherwise

In other words,"L (a,b) =#L ′ (a,b) where L ′ is such that all traces in L

are reversed.

Example. Let L = [〈a,b, a, a,b,c〉,〈a, a,c〉] be a simplification of an event log L

where activity labels are shown.

• The examples of the no following relations of L are 7L (a,b) = 2, 7L (b, a) =
1, 7L (c, a) = 2, and 7L (c,b) = 2.

• The examples of the no preceding relations of L are 6L (a,b) = 3, 6L (a,c) =
5, 6L (b,c) = 2, and 6L (c,b) = 1.

• The examples of the no co-occurring relations of L are 67L (a,b) = 2, and
67L (c,b) = 1.
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• The examples of the repetition relations of L are #L (a,b) = 1 which
comes from {〈a,b, a, a,b,c〉},#L (a,c) = 3 which comes from {〈a,b, a, a,b,c〉,
〈a, a,c〉}, and#L (b,c) = 1 which comes from {〈a,b, a, a,b,c〉}.

• An example of the contrariwise repetition relation of L is "L (a,b) = 1
which comes from {〈a,b, a, a,b,c〉}.

3.2.7 Eventually Follows

Eventually follows relations are used in the Flexible Heuristic Miner [105]. An
eventually follows relation (≫L ) counts the number of times an activity a is
eventually followed by an activity b in an event log L . Multiple occurrences of
the same pattern within the same trace are counted only once.

Definition 3.8 (Eventually Follows (≫L )). Let L ⊆ UE
∗ be an event log. We

define ≫L : UA ×UA → N as an eventually follows relation such that for all
a,b ∈UA :

≫L (a,b) =Σσ∈L

{
1, if ∃1≤i , j≤|σ|, i< j #act(σ(i )) = a ∧ #act(σ( j )) = b

0, otherwise

Example. Let L = [〈a,b, a, a,b〉,〈a, a,b〉] be a simplification of an event log L

where activity labels are shown. The examples of the eventually follows rela-
tions of L are≫L (a,b) = 2,≫L (a, a) = 2,≫L (b, a) = 1, and≫L (b,b) = 1.

3.2.8 Handover-of-work Relations

Handover-of-work relations are used in the handover-of-work algorithm [84,
86] to enhance process models with organizational-related information. In par-
ticular, a handover-of-work relation is defined from a resource r to a resource s
if there are two subsequent activities where the first is completed by r and the
second by s. There are four handover-of-work relations, namely:

1. Absolute handover-of-work (.L ), which counts the number of times a re-
source r directly transfers the work to a resource s in an event log L .

2. Absolute causal handover-of-work (.L ), which is similar to absolute han-
dover-of-work but takes into account the causality relation.

3. Boolean handover-of-work (.·
L ), which counts the number of times a re-

source r directly transfers the work to a resource s in an event log L but
ignore multiple transfers within one case.
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4. Boolean causal handover-of-work (.·
L ), which is similar to boolean han-

dover-of-work but takes into account the causality relation.

Note that the absolute causal and boolean causal handover-of-work use the
causality relation as defined in Definition 3.3. In the following, we formally
define the handover-of-work relations.

Definition 3.9 (Absolute (.L ), Absolute Causal (.L ), Boolean (.·
L ), and

Boolean Causal (.·
L ) Handover-of-work). Let L ⊆ UE

∗ be an event log. For
any r, s ∈UR and σ ∈L , we define:

• .σ(r, s) =∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s

• |.σ (r, s)| =∑
1≤i<|σ|

{
1, if #res(σ(i )) = r ∧ #res(σ(i +1)) = s

0, otherwise

• .σ(r, s) =∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s ∧
#act(σ(i )) →L #act(σ(i +1))

• |.σ(r, s)| =∑
1≤i<|σ|


1, if #res(σ(i )) = r ∧ #res(σ(i +1)) = s ∧

#act(σ(i )) →L #act(σ(i +1))

0, otherwise

The following are handover-of-work relations:

• .L : UR×UR →R is an absolute handover-of-work relation such that for all
r, s ∈UR:

.L (r, s) =
∑
σ∈L |.σ (r, s)|∑
σ∈L (|σ|−1)

• .L : UR×UR →R is an absolute causal handover-of-work relation such that
for all r, s ∈UR:

.L (r, s) =
∑
σ∈L |.σ(r, s)|∑
σ∈L (|σ|−1)

• .·
L

: UR ×UR → R is a boolean handover-of-work relation such that for all
r, s ∈UR:

.·
L

(r, s) =
∑
σ∈L ∧ .σ(r,s) 1∑

σ∈L 1
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Table 3.1: The handover-of-work relations of L = [〈aAlif,bBia,cCyan, aAlif,bBia〉,
〈aAlif,cCyan,bBia〉].

(Alif,Bia) (Bia,Cyan) (Cyan,Bia) (Alif,Cyan) (Cyan,Alif)
. 2/6

1/6
1/6

1/6
1/6

. 2/6 0 0 0 0

.· 1/2
1/2

1/2
1/2

1/2

.· 1/2 0 0 0 0

• .·
L

: UR ×UR → R is a boolean causal handover-of-work relation such that
for all r, s ∈UR:

.·
L

(r, s) =
∑
σ∈L ∧ .σ(r,s) 1∑

σ∈L 1

Example. Let L = [〈aAlif,bBia,cCyan, aAlif,bBia〉,〈aAlif,cCyan,bBia〉] be a simplifica-
tion of an event log L where activity labels and resources are shown. The
handover-of-work relations of L are shown in Table 3.1. There are no abso-
lute causal and boolean causal handover-of-work for the resource combinations
(Bia,Cyan), (Cyan,Bia), (Alif,Cyan), and (Cyan,Alif) since the corresponding
activities of those resources are not in a causality relation, but they happen in
parallel. The activity a is in parallel with c (i.e. a ÂL c and c ÂL a). Similarly,
b is in parallel with c.

3.2.9 Transition System Based on Event Log

Transition systems are the most basic process modeling notation. Since they
are “low-level” process models, they suffer from the “state explosion” problem.
Therefore, process discovery using state-based regions was proposed to trans-
form a transition system into a Petri net. The core idea is to discover regions
that correspond to places in a Petri net [25,85].

A transition system consists of states and transitions. States are represented
by black circles, while transitions are represented by arcs. Each transition con-
nects two states and is labeled with the name of an activity.

Definition 3.10 (Transition System (T S) [80]). A transition system is a triplet
TS = (S, A,T ) where S is the set of states, A ⊆ UA is the set of activities, and
T ⊆ S×A×S is the set of transitions. Sstart ⊆ S is the set of initial states (sometimes
referred to as “start” states), and Send ⊆ S is the set of final states (sometimes
referred to as “accept” states).
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Figure 3.3: A transition system based on event log L = [〈a,b,c,d〉,〈a,b,d ,c〉,
〈a,d ,c〉] with l state(σ,k) = hdk (σ).

To construct a transition system from an event log, we need a state represen-
tation function l state(). It is a function that, given some trace σ and a number k
indicating the number of events of σ that have occurred, produces some states,
e.g. the set of activities that have occurred in the first k events, the multiset
of activities that have occurred in σ, the set of activities that occurred after k
events, etc [80,85].

Definition 3.11 (Transition System Based on Event Log (T SL ,l state()) [80]). Let
L ∈B(UA

∗) be an event log and l state() a state representation function. T SL ,l state()=
(S, A,T ) is a transition system based on L and l state() with:

• S = {l state(σ,k) | σ ∈L ∧ 0 ≤ k ≤ |σ|} is the state space.

• A = {σ(k) | σ ∈L ∧ 1 ≤ k ≤ |σ|} is the set of activities.

• T = {l state(σ,k),σ(k + 1), l state(σ,k + 1) | σ ∈ L ∧ 0 ≤ k < |σ|} is the set of
transitions.

• Sstart = {l state(σ,0) | σ ∈L } is the set of initial states.

• Send = {l state(σ, |σ|) | σ ∈L } is the set of final states.

Example. Let L = [〈a,b,c,d〉,〈a,b,d ,c〉,〈a,d ,c〉] be a simple event log. Further-
more, let l state(σ,k) = hd k (σ) with hd k (σ) be the function that returns the head
of the sequence σ consisting of the first k elements. The transition system based
on L is depicted in Figure 3.3.

3.2.10 Prefix Closure Language

Similar to state-based regions, process discovery using language-based regions
also aims to discover regions that correspond to places in a Petri net [13,20,89].
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The difference is that the input is not a transition system, but a prefix closure
language. Prefix closure language (Lpc) is a set containing all traces in an event
log L plus their prefixes.

Definition 3.12 (Prefix Closure Language (Lpc) [89]). Let UA be a universe of
activities and let L ∈ P (UA

∗) be an event log abstracted from trace frequencies.
The prefix closure language of L is defined by: Lpc = {l ∈UA

∗ | ∃l ′∈L l ≤ l ′}.

Example. Let L = {〈a,b,c〉,〈a,d ,e, f 〉} be a simple event log. The prefix closure
language of L is Lpc = {ε,〈a〉,〈a,b〉,〈a,b,c〉,〈a,d〉,〈a,d ,e〉,〈a,d ,e, f 〉}.

3.2.11 Place-based Splitpoints

Alignments [10] are the state-of-the-art of conformance checking which are ro-
bust against intricacies (e.g. duplicate labels, invisible transitions) in process
models. However, computing alignments is a time-consuming task. To improve
the computation, we define an intermediate structure for alignments, namely
place-based splitpoints. To define place-based splitpoints, we first define place-
based rules.

Given an accepting Petri net N , place-based rules are a set of constraints
reflecting the structural properties of N . The rules aim to ensure that there are
enough tokens for every firing in N , i.e. for each place in N , the number of
input transitions must be greater or equal to the number of output transitions.

Definition 3.13 (Place-based Rules (ρN )). Let N = (P,T,F, l ,mi ,m f ) be an
accepting Petri net. For each place p ∈ P , we define the place-based rule ρp : UA

∗ →
{>,⊥} such that for σ ∈UA

∗ holds:
ρp (σ) = mi (p)+# t∈•p

1≤i≤|σ|
σ(i ) = l (t ) ≥ # t∈p•

1≤i≤|σ|
σ(i ) = l (t ).

i.e. ρp is an inequation over activities in UA . Note that we use > and ⊥ to
denote true and false respectively. We use ρN to denote the full set of rules, i.e.
ρN = {ρp | p ∈ P }.

Using the function ρp , a splitpoint is defined at each index i in a trace if the
result of the rule is true up to index i −1 and then becomes false.

Definition 3.14 (Splitpoints based on ρN (spσ)). Let A ⊆UA be a set of activity
names and L ∈B(A ∗) be an event log over A . Furthermore, let σ be a trace in L

and N = (P,T,F, l ,mi ,m f ) be an accepting Petri net.
The set of splitpoints spσ for σ is defined as follows. For 1 ≤ i ≤ |σ| holds that

i ∈ spσ if and only if there exists a place p ∈ P , such that ρp (σ(1..i −1)) = > and
ρp (σ(1..i )) =⊥.
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Figure 3.4: A simple process model.

Table 3.2: Checking a trace σ = 〈a,d ,b,d ,c,c,e,h, f , g ,h〉 to rules derived from a model
shown in Figure 3.4.

σ=
ρN 〈a d b d c c e h f g h〉
1 ≥ a > > > > > > > > > > >
a + d ≥ b + c > > > > > > > > > > >
b + c ≥ d + e > ⊥ > ⊥ > > > > > > >

0+0 6≥1+0 1+0 6≥2+0

e ≥ f > > > > > > > > > > >
e ≥ g > > > > > > > > > > >
f ≥ h > > > > > > > ⊥ > > ⊥

0 6≥1 1 6≥2

g ≥ h > > > > > > > ⊥ > > ⊥
0 6≥1 1 6≥2

splitpoints: 2 4 8 11

Example. Let N be a process model as depicted in Figure 3.4 and σ= 〈a,d ,b,d ,c,
c,e,h, f , g ,h〉 be a trace in a log L . The place-based rules of N (ρN ) are dis-
played on the first column of Table 3.2. Note that here we use shorthand nota-
tion. For example, the rule of place p0 is ρp0

(σ) = 1 ≥ #1≤i≤|σ|σ(i ) = a, or using
shorthand notation: 1 ≥ a.

Based on these rules, the place-based splitpoints of σ is spσ = {2,4,8,11}.
This indicates that the 2nd, 4th, 8th, and 11th event of σ violate some rules in
ρN . As shown in Table 3.2, the 2nd and 4th event of σ violate the third rule
as the number of input transitions (b and c) is less than the number of output
transitions (d and e). Similarly, the 8th and 11th event of σ violate the sixth and
seventh rule.
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3.2.12 Behavioral Profile-based Splitpoints

Similar to place-based splitpoints (Section 3.2.11), behavioral profile-based split-
points are intermediate structures used in alignments [10] to improve the com-
putation. To define behavioral profile-based splitpoints, we first define eventu-
ally follows relations of a Petri net.

Definition 3.15 (Eventually Follows Relations of a Petri Net). Let N = (P,T,F,
l ,mi ,m f ) be an accepting Petri net.

For all a,b,∈ UA , a is eventually followed by b, i.e. a ≫ b, if and only if
∃γ∈L N ∃1≤ j<i≤|γ| l (γ( j )) = a ∧ l (γ(i )) = b.

Based on these eventually follows relations we now define the behavioral
profile-based rules.

Definition 3.16 (Behavioral Profile). Let N = (P,T,F, l ,mi ,m f ) be an accepting
Petri net and let A ⊆UA be a set of activity labels such that A = {l (t ) 6= τ | t ∈ T }.
For all a,b ∈A :

1. a is in strict order relation with b, i.e. a b if and only if a≫ b ∧ b 6≫ a.

2. a is in reverse strict order relation with b, i.e. a  b if and only if b a.

3. a is in exclusiveness relation with b, i.e. a+b if and only if a 6≫ b ∧ b 6≫ a.

4. a is in interleaving order relation with b, i.e. a||b if and only if a≫ b ∧
b≫ a.

The behavioral profile of the net is the set of relations { ,  ,+, ||}.

Definition 3.17 (Behavioral Profile-based Rules (βN )). Let N = (P,T,F, l ,mi ,m f )
be an accepting Petri net with { ,  ,+, ||} the behavioral profile. Let a ∈ UA . We
define behavioral-profile based rules βa : UA

∗ → {>,⊥} such that for σ ∈ UA
∗

holds:
βa(σ) =¬∃1≤ j<i≤|σ| σ(i ) = a ∧ (σ( j )  a ∨ a +σ( j ))
Like before, we use βN to denote the full set of rules, i.e. βN = {βa | a ∈UA }.

Example. Given a process model illustrated in Figure 3.4, Table 3.3 shows the
behavioral profiles of the model.

A splitpoint based on βN is defined at an index i in the trace if there is a
rule that is violated at index i .
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Table 3.3: The behavioral profiles of a model shown in Figure 3.4.

βN a b c d e f g h
a +        
b  || || ||     
c  || || ||     
d  || || ||     
e     +    
f      + ||  
g      || +  
h        +

Table 3.4: Checking a trace σ= 〈a,d ,b,d ,c,c,e,h, f , g ,h〉 to behavioral profiles mentioned
in Table 3.3.

σ=
βN 〈a d b d c c e h f g h〉
h  f

⊥
h 6≫ f

h  g
⊥

h 6≫g

h +h
⊥

h 6+h

splitpoints: 9 10 11

Definition 3.18 (Splitpoints based on βN (sbσ)). Let A ⊆UA be a set of activity
names and L ∈B(A ∗) be an event log over A . Furthermore, let σ be a trace in L

and N = (P,T,F, l ,mi ,m f ) be an accepting Petri net.
The set of splitpoints sbσ for σ is defined as follows. For 1 ≤ i ≤ |σ| holds that

i ∈ sbσ if and only if there exists an a ∈A with βa(σ(1..i )) =⊥.

Example. Based on the behavioral profiles shown in Table 3.3, the behavioral
profile-based splitpoints of a trace σ= 〈a,d ,b,d ,c,c,e,h, f , g ,h〉 is sbσ = {9,10,11}.
As depicted in Table 3.4, the 9th event violates h  f, i.e. h must happen even-
tually after f, but there exists h before f in σ. Likewise, the 10th event violates h
 g (h must happen eventually after g) and the 11th event violates h + h (there

should not be two h’s at the same trace).
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3.2.13 Produced, Consumed, Missing, and Remaining Tokens

Produced (pσ), consumed (cσ), missing (mσ), and remaining (rσ) tokens are
used in the token replay algorithm [62] for measuring fitness values. The algo-
rithm works by firing transitions of a process model based on the event sequence
of a trace σ.

Definition 3.19 (Produced, Consumed, Missing, and Remaining Tokens (pσ, cσ,
mσ, rσ)). Let L ⊆ UE

∗ be an event log and N = (P,T,F, l ,mi ,m f ) be a workflow
net. We assume that each transition in N has a unique label and N does not
have invisible transitions. Furthermore, let σ = 〈e1,e2, ...,en〉 ∈ L be a trace to be
replayed with N , and let ϕ= 〈t1, t2, ..., tn〉 ∈ T ∗ be a transition sequence such that
∀ j ,1≤ j≤n l (ϕ j ) = #act(e j ). Finally, let µ= 〈µ0,µ1, ...,µn〉 be a marking sequence such
that µ0 = mi and ∀0< j≤n µ j = (µ j−1 ∪− •t j )] t j •.

The produced, consumed, missing, and remaining tokens of σ are defined as
follows:

• pσ=Σ1≤ j≤n |t j • |+1

• cσ=Σ1≤ j≤n | • t j |+1

• mσ=Σ1≤ j≤n | • t j ∪− µ j−1|

• rσ= |µn ∪− m f |.

Example. Figure 3.5 illustrates an example of produced, consumed, missing,
and remaining tokens of a trace σ= 〈a,b,c,d ,e〉 with respect to a model shown
in the figure.

3.2.14 Time-in-between

Process models can be enhanced with time-related information, such as through-
put time, waiting time, and synchronization time [10, 80]. Such information
is useful for improving an organization’s performance, reducing cost, detect-
ing bottleneck, etc. In this thesis, we discuss two kinds of time relations,
namely time-in-between relation (Section 3.2.14) and time square relations
(Section 3.2.15).

A time-in-between relation (tL ) sums up the time in between two successive
activities in an event log L .
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Figure 3.5: An example of produced, consumed, missing, and remaining tokens. The
considered trace is σ= 〈a,b,c,d ,e〉.

Definition 3.20 (Time-in-between (tL )). Let L ⊆ UE
∗ be an event log. We de-

fine tL : UA ×UA →N as a time-in-between relation such that for all a,b ∈UA :

tL (a,b) =Σσ∈L Σ|σ|−1
i=1


#time(σ(i +1))−#time(σ(i )), if #act(σ(i )) = a ∧

#act(σ(i +1)) = b

0, otherwise.

Example. Let L = [〈a01−01−2018 10:00:00,b01−01−2018 10:00:10,c01−01−2018 10:00:30〉,
〈a02−01−2018 10:00:00,b02−01−2018 10:00:20,d02−01−2018 10:00:30〉] be a simplification of an
event log L where activity labels and timestamps are shown. The examples of
the time-in-between relations (in seconds) of L are tL (a,b) = 30, tL (b,c) = 20,
and tL (b,d) = 10.

3.2.15 Time Square

Having the time-in-between relations (Section 3.2.14), we can define time square
relations. A time square relation (t2

L ) sums up the square of time in between
two successive activities in an event log L .

Definition 3.21 (Time Square (t2
L )). Let L ⊆ UE

∗ be an event log. We define
t2

L : UA ×UA →N as a time square relation such that for all a,b ∈UA :
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t2
L (a,b) =Σσ∈L Σ|σ|−1

i=1


(#time(σ(i +1))−#time(σ(i )))2, if #act(σ(i )) = a ∧

#act(σ(i +1)) = b

0, otherwise.

Example. Let us consider the same log as in the example of time-in-between
relation. The examples of the time square relation of the log are t2

L (a,b) = 500,
t2

L (b,c) = 400, and t2
L (b,d) = 100.

3.3 Motivation for Exploring Intermediate Struc-
ture

From the previous sections, we have seen some examples of intermediate struc-
tures and the position of such structures in a process mining workflow. In this
section, we support the idea why exploring intermediate structures is beneficial
for process mining.

As mentioned in Section 3.1, process mining starts with an XES event log.
After an XES event log is loaded, the abstraction, mining, and visualization steps
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Figure 3.6: Performance of process mining phases.
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Table 3.5: Maximum number of events that can be loaded in a particular memory.

Memory (GB) Maximum number of events
2 100000
4 300000
8 700000
16 1400000

follow. Figure 3.6 illustrates the processing time for each step in nineteen real-
life event logs [27,52,54,76,91,93–98,100]. From the figure, we can see that
the loading phase dominates all other phases in most of the logs. It occupies
up to 95 percent of the total time in most of the logs. To make it worse, the
time required for data extraction and conversion to the XES format must be
added if the log is not readily available. Such overhead can be omitted if we
directly perform the abstraction phase by exploring intermediate structures in-
side event data storage. In fact, intermediate structures are relations computed
over sequences of event data which are not limited to be in the XES form only.

Beside the performance-related issue, memory capacity restricts the maxi-
mum number of events that can be loaded into a process mining tool. Table 3.5
depicts the relation between memory size and the maximum number of events
it can handle. Let us take a real-life event log pertaining to a two-days process
of an international company which contains 15M events. Based on Table 3.5,
2GB of memory cannot load the log, hence the need for bigger memory capac-
ity. However, if we examine the intermediate structures and only import those
into the memory, the 2GB capacity is already sufficient. Let us take the directly
follows relation as an example. Those 15M events correspond to 49 activities,
and the total of directly follows relations are 287 pairs only. Obviously, this fits
into 2GB of memory. This illustrates that intermediate structures are compact
representations of event logs, because of which exploring them independently
from event data can save lots of time and resources.

An intermediate structure is not unique for each process mining algorithm.
As we have seen in Figure 3.2 and Section 3.2, there are multiple applications
of a single intermediate structure. This implies one computation of an inter-
mediate structure can be re-used for other process mining purposes. However,
current techniques treat the structures individually, thus create redundancy. For
example, suppose that a process analyst wants to discover a model based on the
Inductive Miner (IM) algorithm. At the same time, s/he also wants to get insight
into the Flexible Heuristic Miner (FHM) model. Currently, they are managed in
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two separate plug-ins, hence there is redundancy in computing the overlapped
intermediate structures of IM and FHM.

In conclusion, inquiring intermediate structures opens opportunities for pro-
cess mining research, especially to enable faster, more efficient, and more inte-
grated process mining techniques.

3.4 Conclusion

In this chapter, we introduced the concept of intermediate structures. Inter-
mediate structures are compact representations of event data created during an
abstraction phase. Process mining techniques harness these structures as a basis
input for their algorithms.

In Section 3.2 we detail some commonly used intermediate structures in pro-
cess mining. For each intermediate structure we presented its formal definition,
an illustrative example, and references to process mining algorithms that use
them. Finally, we elaborated the reason why exploring intermediate structure
directly without the presence of event data is beneficial. We argued that at least
it provides three benefits: (1) to reduce unnecessary overhead in extraction,
conversion, and loading phases, (2) to enable process mining in the large inde-
pendently of the number of events, and (3) to integrate intermediate structure
computation, thus allowing faster process mining execution.
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Figure 4.1: An illustration of incremental process mining.

This chapter elaborates incremental process mining. First, we illustrate in-
cremental process mining through an example (Section 4.1). Then, we explain
how the traditional approach handles incremental process mining (Section 4.2).
Besides, we discuss another technique which harnesses databases to store event
data with the aim to improve scalability. However, both approaches suffer from
several problems which we aim to tackle using our proposed technique. In our
proposed technique, we present live intermediate structures and use databases
both for storing event data and performing the abstraction phase (Section 4.3).
Furthermore, we define three requirements needed for incremental purposes
(Section 4.4). We evaluated our proposed technique in Section 4.5 and we
show that it provides scalability in terms of memory use and improves analysis
time in process mining. Finally, we conclude this chapter in Section 4.6.

4.1 Motivation for Incremental Process Mining

To introduce the concept of incremental process mining, let us consider a typical
process mining project in the insurance industry. In the Netherlands, insurance

The contents presented in this chapter are based on the following publication:

• A. Syamsiyah, B.F. van Dongen, and W.M.P. van der Aalst. DB-XES: Enabling Process Min-
ing in the Large. In P. Ceravolo, C. Guetl, and S. Rinderle-Ma, editors, Data-Driven Process
Discovery and Analysis - 6th IFIP WG 2.6 International Symposium, SIMPDA 2016, Graz, Aus-
tria, December 15-16, 2016, Revised Selected Papers, volume 307 of Lecture Notes in Business
Information Processing, pages 53–77. Springer, 2016
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policies are valid for one calendar year. Therefore, it is likely that Dutch insur-
ance companies evaluate their processes based on one year of data. However,
in order to gain insight into the companies’ progress, it is necessary to have
some intermediate evaluations. Suppose that a company prefers to have weekly
meetings for discussing the company progress since the beginning of the year.
In this case, there are 52 meetings, each of which considers event data elapsed
from January. Figure 4.1 illustrates this scenario.

From the figure, it is obvious that the event data gradually grows over time.
It means that process discovery performed in a certain week considers more data
than of the previous week, since the data of the week is appended to previous
data. In the end, the 52nd week will observe a full year of data in discovery.
In this thesis, we refer to this condition as incremental process mining. In the
next section we discuss how the current technique handles incremental process
mining.

4.2 Traditional Incremental Process Mining

In the traditional setting of process mining, we first extract an event log file
from a data source. Given the log file, event data are read from the file and a
process model describing the recorded behavior is produced. In between, there
is a so-called intermediate structure as discussed in Chapter 3. Figure 4.2(a)
illustrates this workflow. Note that this figure is a simplification of a complete
process mining workflow depicted in Figure 3.1.

In the context of incremental process mining, the event data considered in
each mining activity is always equal or larger than the previous mining activ-
ity. In addition, one needs to reload and recompute the previous data since
the previous results are discarded from memory when process mining tools are
terminated.

This approach suffers from three main problems.

P1 Memory boundedness. In order to build intermediate structures, process
mining tools load event logs in memory and build intermediate structures
in the tools, hence the analysis is bounded by the memory needed to store
both the event logs and the intermediate structures in memory.

P2 Redundancy in the computation of prior data. The loading and abstraction
phases of previously computed data have to be repeated.
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Figure 4.2: Three different approaches in process mining: (a) Traditional approach.
Event data are extracted from a database and then stored in a file. All infer-
ences are performed by the process mining tool, (b) On-demand computa-
tion. Event data are continuously stored in a database, but the intermediate
structure is computed on-demand in the process mining tool, (c) In-database
abstraction. Event data and the intermediate structure are stored in a data-
base and inferences are partially moved to the database.

P3 Increasing preprocessing time. When the event data grows over time, the
time to process the data also increases, hence performing the incremental
mining task considering one year of data will take approximately 52 times
longer than considering one week of data.

In order to see an increasing processing time during process progression,
in Table 4.1 we show an example of the Inductive Miner applied to a real-
life dataset of the BPI Challenge 2017 [98] which contains full year of data.
We record the times to perform the three phases of loading, abstraction, and
mining on this dataset after the first month, in the middle of the year, and at the
end of the year. It is clear that indeed the loading and abstraction times grow
considerably, while the actual mining phase is orders of magnitude faster. This
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Table 4.1: Process mining times (in seconds) in the traditional setting on data of the BPI
Challenge 2017 [98].

Week Inductive Miner
Loading Abstraction Mining

5 0.8520 2.8531 0.0254
26 3.6319 30.9528 0.0257
52 9.5854 93.5118 0.0291

shows that the traditional process mining approach is not tailored towards such
incremental analysis as the amount of data grows, the preprocessing phases
take longer and longer, causing the analyst to waste time.

In the next section, we present a method to store intermediate structures
in persistent storage and to keep them alive under updates, i.e. every time an
event is generated, the intermediate structures are updated. This way, when a
process mining task is performed, the time spent by the analyst is limited to the
time to retrieve the intermediate structures and to do the actual mining.

4.3 Incremental Process Mining with Live Interme-
diate Structures

Building on the challenges mentioned above, this section introduces a novel
technique for incremental process mining. Initially, we discuss an approach
which directly accesses event data from its storage. Then, we introduce our
idea which not only moves the loading phase, but also the abstraction phase
from memory into event data storage.

To increase the scalability, relational databases have been proposed for stor-
ing event data [101], i.e. the event log file is replaced by a database. In [101]
a database schema was introduced to store event data and the experiments
showed the reduction in memory use. Further, a connection is established from
the database to process mining tools to access the event data on demand using
the standard interfaces for dealing with event data, i.e. OpenXES [37]. We call
this approach on-demand computation and it is depicted in Figure 4.2(b).

Since the entire event log is no longer to be read in memory, the memory
consumption of the on-demand computation is shown to be reduced signifi-
cantly as now only the intermediate structure needs to be stored. However, this
memory reduction comes at a cost of analysis time since access to the database
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is several orders of magnitude slower than access to an in-memory event log
while building the intermediate structure for further analysis.

Therefore, we present a more advanced solution, called in-database abstrac-
tion, where we not only move the location of the event data, but also the loca-
tion of intermediate structures from main memory into databases. In order to
do so, we move the computation of intermediate structures from analysis time
to insertion time, as displayed in Figure 4.2(c). In other words, the abstrac-
tion phase is performed in databases after event data insertion, not in a process
mining tool when the event data are being analyzed.

The in-database abstraction phase is executed in an automatic way through
a so-called update function. Given a freshly inserted event and an intermediate
structure, the update function returns an updated intermediate structure. As
a result of that, each intermediate structure is kept live, i.e. ready for process
mining at any time point, hence skipping the abstraction phase and reducing the
preprocessing time. In databases, the update function is implemented through
database triggers.

Definition 4.1 (Update Function ( fupdate)). Let L ⊆ E ∗ be an event log over a
collection of events E ⊆UE and UIS be the universe of intermediate structures. Let
e ′ ∈ E be a fresh event to be added to L such that for all e ∈ E holds #time(e) <
#time(e ′). An update function ( fupdate) is a function that maps e ′ and an interme-
diate structure into an updated intermediate structure, i.e. fupdate : E ×UIS →UIS.

To perform process mining analysis, we set up a connection between a data-
base which performs the abstraction and a process mining tool. Through this
connection, we easily feed the intermediate structures to existing process min-
ing algorithms. The algorithms run normally and are not aware that the inter-
mediate structures are retrieved from the database.

4.4 Live Intermediate Structure Requirements

In the previous section, we have discussed how incremental process mining
harnesses intermediate structures to minimize memory usage and reduce com-
putation time. However, not all intermediate structures can be used to achieve
those purposes. Therefore, in this section, we list some requirements which de-
termine whether an intermediate structure is suitable for incremental process
mining.
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Definition 4.2 (Intermediate Structure Requirements for Incremental Process
Mining). In the following, we define three intermediate structure requirements for
incremental process mining:

1. The size of intermediate structure is independent of the number of events.

2. The time complexity to compute the intermediate structure is linear to the
number of events.

3. The intermediate structure can be updated incrementally without the need
for full re-computation of previous events.

In the following we discuss each of the requirements in more detail.

Intermediate structure size. In incremental process mining, we want to have
a steady trend in computation time, thereby it is impossible to use the original
event data as it always grows. To this end, we harness intermediate structures
because their size is typically stable. Among all types of intermediate struc-
tures, we only limit to those which are independent of the number of events,
thus the increasing number of events is of little influence to the size of interme-
diate structures. The directly follows relation is an example which satisfies this
requirement since the size is bounded to the square of the number of activities.
At the time when the relation captures all combinations of pairs of activities, a
new occurrence of an event only affects the frequency value of the relation, but
it does not enlarge the size of the relation itself. Indeed, this statement is no
longer true if each new event is a new unique activity. However, such condition
is unlikely to happen in real-life event logs.

Linear complexity. Not only the size, the time complexity to construct an in-
termediate structure is also essential in incremental process mining. As the
abstraction phase is executed within databases, where the performance is not
as fast as main memory, the computation has to be as simple as possible. There-
fore, we restrict intermediate structures to those which can be computed over a
single-pass reading of event data. In other words, the time complexity is linear
to the number of events.

Incremental update. Intermediate structures are kept live by an update func-
tion–for each new event, this function is summoned. Therefore, the execution
of this function shall not be a bottleneck, i.e. the update process shall not need
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a full re-computation of previous data. Moreover, the intermediate structures
should be independent from the future events, thus the update can be done
incrementally.

Based on the requirements mentioned above, in Table 4.2 we specify whether
a particular intermediate structure fulfills the requirements and thereby can
be used for incremental process mining. In the next few paragraphs we ar-
gue why three of the intermediate structures do not satisfy the requirements.
Chapters 5, 6, and 7 present how process discovery, conformance checking,
and enhancement benefit from the intermediate structures that do satisfy the
requirements.

As shown in Table 4.2, most intermediate structures satisfy the conditions
with respect to size linearity and ability to update.

The transition system and prefix closure language intermediate structures in-
volve all prefix combinations of traces in a log, therefore their size is potentially
bigger than the log size. Moreover, the complexity to construct these interme-
diate structures is not linear in the number of events, because for each current
event they must read the existing events in a trace. For the same reason, they
cannot be updated incrementally. Therefore, these intermediate structures do
not satisfy the requirements of incremental process mining.

Furthermore, the produced, consumed, missing, and remaining tokens are
also not suitable for the incremental setting. The time complexity of log replay
using this token information increases only linearly with the size of the log.
However, such linear complexity is guaranteed if there are no invisible or dupli-
cate tasks in the model. If the model involves invisible or duplicate tasks, there
may be situations where the state space of the process model needs to be partly
explored [62]. This partial exploration is worst-case exponential in the model
size and therefore infeasible 1.

Finally, we argue that the in-database abstraction approach with live inter-
mediate structures that fulfill the three requirements in Definition 4.2 is able to
tackle issues of traditional techniques.

First, regarding the memory boundedness (Problem P1). As we only load
intermediate structures into main memory and they are guaranteed to be in-
dependent of the number of events, the memory capacity is of little influence.
This cannot be applied to the traditional approach as it requires the presence of
event data in main memory.

1It is linear in the log (but with a huge factor) and exponential in the model.
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Table 4.2: Intermediate structures and requirements for incremental process mining.

Intermediate
Structure Symbol

Process Mining
Algorithm Size Linear Update Incremental?

Occurrence # Declare, FHM, Fodina Y Y Y +
Directly follows Â IM, Declare, FHM, Fodina Y Y Y +
Length two loop À FHM, Fodina Y Y Y +
Directly precedes ≺ Declare Y Y Y +

No following 7 Declare Y Y Y +
No preceding 6 Declare Y Y Y +

No co-occurrence 67 Declare Y Y Y +
Repetition # Declare Y Y Y +

Contrariwise repetition " Declare Y Y Y +
Eventually follows ≫ FHM, Fodina, Behavioral Y Y Y +

Minimum self distance msd IM Y Y Y +
Transition system T SL ,l state() State-based regions N N N -

Prefix closure language Lpc Language-based regions N N N -

Rule-based index spσ Alignment Y Y Y +
Behavioral-based index sbσ Alignment Y Y Y +

Behavioral profiles  ,  , +, || Behavioral checking Y Y Y +
Tokens pσ, cσ, mσ, rσ Token-based replay Y Y N -

Absolute H.o.W . Handover-of-work Y Y Y +
Boolean H.o.W .· Handover-of-work Y Y Y +

Absolute Causal H.o.W . Handover-of-work Y Y Y +
Boolean Causal H.o.W .· Handover-of-work Y Y Y +

Time-in-between t Performance Y Y Y +
Time square t2 Performance Y Y Y +
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Second, regarding repetition in the computation of prior data (Problem P2).
Unlike the traditional approach, both event data and intermediate structures
are kept in persistent storage. Consequently, they are accessible to be appended
with current intermediate structures, thus avoiding the re-computation of prior
results.

Third, regarding the increasing preprocessing time (Problem P3). In the
traditional approach, the current analysis requires more time than of the pre-
vious analysis due to the increasing event data. In the proposed approach, the
preprocessing time is spread over the time when events are inserted and the
corresponding intermediate structures are updated. Moreover, each update in-
dependently considers the current event. Therefore, by assuming that events
are evenly distributed, the preprocessing time is stable over time.

To prove this argument, we first need to show that the in-database abstrac-
tion provides scalability with respect to data size and improves time spent on
actual analysis, compared to the traditional and the on-demand computation
approaches. We discuss this in Section 4.5. Then, in the next three chapters,
we show that live intermediate structures in process discovery, conformance
checking, and enhancement indeed solve the three problems of traditional in-
cremental process mining.

4.5 Evaluation

In this section we show the influence of moving both event data and intermedi-
ate structures to a database on the memory use and time consumption. Next to
the traditional in-memory processing of event logs (Figure 4.2(a)), we consider
two scenarios in databases: (1) the on-demand computation approach, where
the intermediate structure is computed during the discovery (Figure 4.2(b))
and (2) the in-database abstraction approach, where the intermediate structure
is pre-computed in the database (Figure 4.2(c)).

To concretize the idea, we used the Directly Follows Relation (DFR) as the
intermediate structure and the Inductive Miner [41] as the process discovery
algorithm. Moreover, we conducted the experiment on the machine with pro-
cessor Intel(R) Core(TM) i7-4700MQ, 16GB of RAM, and an external MySQL
server version 5.7.12.

As the basis for the experiments, we used an event log from a real company
which contains 29,640 traces, 2,453,386 events, 54 different event classes and
17,262,635 attributes. Then we extended this log in two dimensions, i.e. we
increased (1) the number of event classes and (2) the number of traces, events
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Figure 4.3: From top to bottom: memory use of the Inductive Miner in: (a) logs with
extended event classes and (b) logs with extended traces, events, and at-
tributes.

and attributes. We extended the log by inserting copies of the original event log
data with some modifications in the identifier, task name, and timestamp. In
both cases, we kept the other dimension fixed in order to get a clear picture of
the influence of each dimension separately on both memory use and CPU time.
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In Figure 4.3(a), we show the influence of increasing the number of event
classes on the memory use of the Inductive Miner. The Inductive Miner makes
a linear pass over the event log in order to build an object storing the direct
succession relation in memory. In theory, the DFR is quadratic in the number
of event classes, but as only actual pairs of event classes with more than one
occurrence are stored and the relation is sparse, the memory consumption scales
linearly in the number of event classes as shown by the trendlines. It is clear that
the memory use of the on-demand computation and in-database abstraction
approaches is consistently lower than the traditional approach. This is easily
explained as there is no need to store the event log in memory. The fact that
in-database abstraction uses more memory than on-demand computation is due
to the memory overhead of querying the database for the entire DFR table at
once. Note that the DFR table grows from 304 pairs (with 54 distinct event
classes) to 17,819 pairs (with 6,870 distinct event classes).

In Figure 4.3(b), we present the influence of increasing the number of events,
traces and attributes while keeping the number of event classes constant. In this
case, the traditional approach quickly uses more memory than the machine has
while both database implementations show no increase in memory use with
growing data and the overall memory use is less than 50 MB. This is expected
as the memory consumption of the Inductive Miner varies with the number of
event classes only, i.e. the higher frequency values in the DFR table do not
influence the memory use.

We also investigated the influence of accessing the database to the CPU time
needed by the analysis, i.e. we measure the time spent to run the Inductive
Miner. In Figure 4.4(a), we show the influence of the number of event classes
on the CPU time. When switching from the traditional approach to on-demand
computation, the time needed to do the analysis increases considerably. This
is easily explained by the overhead introduced in Java by initiating the query
every time to access an event. However, when using in-database abstraction,
the time needed by the Inductive Miner decreases, i.e. it is faster to obtain the
DFR table from the database than to compute it in memory.

This effect is even greater when we increase the number of traces, events and
attributes rather than the number of event classes as shown in Figure 4.4(b).
The in-database abstraction approach shows a constant CPU time use, while the
traditional approach shows a steep linear increase in time use before running
out of memory. The on-demand computation approach also requires linear time,
but is several orders of magnitude slower (the on-demand computation is drawn
against the right-hand side axis).

In this section, we have proven that the use of a relational database in pro-
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cess mining provides scalability in terms of memory use. However, accessing the
database directly by retrieving event data elements on-demand and computing
intermediate structures in memory is expensive in terms of processing time.
Therefore, we presented the in-database abstraction approach where we moved
the computation of the intermediate structure to the database. This solution
provides scalability in both memory and time.

4.6 Conclusion

This chapter introduced incremental process mining, that is, process mining ap-
plied in an incrementally growing event data. The traditional approach faces
three challenges in incremental process mining, namely the limitation in mem-
ory capacity, inevitable redundancies in the preprocessing phases, and the in-
creasing computation time as more data appears. To address the first issue,
there exists an approach which proposes not to load the event data into mem-
ory. Instead, it retrieves the data on demand through direct access between
event data storage and a process mining tool. However, the ’ping-pong’ com-
munication raises overhead, thus delaying the abstraction phase. Moreover,
the other two issues still remain unsolved. Therefore, we proposed not to only
move the loading phase, but also the abstraction phase. To this end, we intro-
duced in-database abstraction with live intermediate structures which both stores
and computes intermediate structures inside a database. The live intermediate
structures capture recent changes in event data, thereby process mining can
be performed at any time. In addition, we defined three requirements for live
intermediate structures such that they can be used for incremental settings. Fi-
nally, the experimental results show that the in-database abstraction provides
scalability in terms of memory use and time.
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In the previous chapter, we have introduced the concept of incremental pro-
cess mining and proposed live intermediate structures to enable faster and more
scalable process mining executions. In this chapter, we elaborate this idea in
more detail, especially in the context of process discovery. First, we briefly
discuss the basic concept of process discovery (Section 5.1). Then, we exam-
ine how an intermediate structure can be made up-to-date under insertions of
new events and how a live intermediate structure boosts scalability in process
discovery (Section 5.2). We provide algorithms based on update functions to
implement the update mechanism of live intermediate structures (Section 5.3).
Moreover, we show the practical side of applying intermediate structures for
discovering a model (Section 5.4). Finally, we evaluate the proposed technique
with real-life event logs (Section 5.5) and conclude this chapter in Section 5.6.

5.1 Introduction to Process Discovery

Process discovery is one of the challenging tasks in process mining. Given an
event log, a process discovery technique aims to generate a process model rep-
resenting behavior written in the log. While many attributes may be captured
in an event log, this thesis focuses on process discovery from the control-flow
perspective. Moreover, we designate the resulted process model to be written
in a Petri net format. The goal of process discovery is to discover a Petri net that
can replay an event log (has a good fitness value), generalizes behavior seen in

The contents presented in this chapter are based on the following publication:

• A. Syamsiyah, B.F. van Dongen, and W.M.P. van der Aalst. DB-XES: Enabling Process Min-
ing in the Large. In P. Ceravolo, C. Guetl, and S. Rinderle-Ma, editors, Data-Driven Process
Discovery and Analysis - 6th IFIP WG 2.6 International Symposium, SIMPDA 2016, Graz, Aus-
tria, December 15-16, 2016, Revised Selected Papers, volume 307 of Lecture Notes in Business
Information Processing, pages 53–77. Springer, 2016

• A. Syamsiyah, B.F. van Dongen, and W.M.P van der Aalst. Recurrent Process Mining with
Live Event Data. In E. Teniente and M. Weidlich, editors, Business Process Management Work-
shops - BPM 2017 International Workshops, Barcelona, Spain, September 10-11, 2017, Re-
vised Papers, volume 308 of Lecture Notes in Business Information Processing, pages 178–190.
Springer, 2017

• A. Syamsiyah and S.J.J. Leemans. Process Discovery Using In-database Minimum Self Dis-
tance Abstractions. In The 35th ACM/SIGAPP Symposium on Applied Computing (SAC 2020),
March 30-April 3, 2020, Brno, Czech Republic, pages 26–35. ACM, New York, NY, USA, 2020

• A. Syamsiyah, B.F. van Dongen, and W.M.P. van der Aalst. Recurrent Process Mining on
Procedural and Declarative Approaches. BPM Center Report BPM-17-03, 2017
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the log (has a good generalization value), does not allow behavior completely
unrelated with the log (has a good precision value), and should be as simple as
possible (has a good simplicity value).

Dozens of process discovery techniques have been proposed. In [80] process
discovery techniques are categorized based on the approach used. This work
mentioned five characteristic families of approaches: (1) direct algorithmic,
(2) two-phases, (3) divide-and-conquer, (4) computational intelligence, and (5)
partial.

The direct algorithmic approaches extract some footprint from an event log
and use this footprint to directly construct a process model. An example of foot-
print is the directly follows relation which is used by α-algorithm [28, 88, 106,
107] to generate a process model. Another example is a system of inequations
which is used by language-based regions [13,20,89] to infer places.

The two-phase approaches first create a “low-level model” which later is
converted into a “high-level model”. An algorithm which is part of this family
is the state-based region algorithm [25,85]. It extracts a transition system from
an event log. Subsequently, the transition system is converted into a Petri net.

In the divide-and-conquer approaches, an event log is decomposed into
smaller problems. The Inductive Miner [41, 43–46], for example, constructs
a process model by finding cuts and splitting an event log into sublogs based on
these cuts.

The computation intelligence approaches use a procedure that mimics the
process of natural evolution: an iterative procedure is applied until a model
with acceptable quality is found. Genetic process mining [29] is a process dis-
covery which implements this concept. Starting with an initial population of
randomly generated process models, this approach computes a fitness value for
each model. Then, the population evolves by selecting the fittest models and
generating new models. The process continues until a model with desirable
fitness, precision, generalization, and simplicity values is found.

Different to the previous approaches, the partial approaches focus on rules
or frequent patterns rather than produce a complete end-to-end process model.
Some examples of this approach are Declare mining approaches [22–24, 30,
49–51,59,83] which produce models based on declarative rules, the mining of
sequence patterns [63], and the discovery of frequent episodes [55].

Most process mining techniques apply a “separation of duties”, that is they
split the discovery into an abstraction and a mining phase. First, several inter-
mediate structures are constructed by passing over an event log, after which a
process model is generated.

We have seen broad examples of intermediate structures in Chapter 3. More-
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over, we have defined three intermediate structure requirements for incremental
process mining in Definition 4.2. In this chapter, we elaborate the intermedi-
ate structures which fulfill the requirements mentioned in Definition 4.2. In
particular, we show:

1. How an intermediate structure can be incrementally updated.

2. How an intermediate structure can be constructed in a single pass reading
of an event log.

3. That the size of an intermediate structure is independent of the number
of events.

5.2 Live Intermediate Structures in Process Discov-
ery

In this section, we discuss eleven intermediate structures which fulfill the re-
quirements mentioned in Definition 4.2. The following are the eleven inter-
mediate structures: occurrence (Section 5.2.1), directly follows (Section 5.2.2),
directly precedes (Section 5.2.3), length two loop (Section 5.2.4), minimum self
distance (Section 5.2.5), five declarative relations (Section 5.2.6), and eventu-
ally follows (Section 5.2.7).

5.2.1 Occurrence

The occurrence relation counts how many times an activity appears in an event
log. It is easy to see that given an event log L , the occurrence relation can be
computed during a linear pass over L . It is also trivial to update the relation
if we store the occurrence relation per activity label. Given a new event e ′, we
only need to access the previous occurrence value and increment it if the label
of the relation matches with the label of e ′.

Property 5.1 (Updating occurrence relations is possible). Let L ⊆ UE
∗ be an

event log and EL be a set of events in L . Let e ′ ∈ UE \ EL be a fresh event to be
added such that for all e ∈ EL holds #time(e) < #time(e ′). Furthermore, let σ′ be the
trace to which the fresh event belongs, i.e. σ′ =σ · 〈e ′〉, and L ′ is the new log after
the addition, i.e. L ′ =L \ {σ}∪ {σ′}. We know that for all a ∈UA holds that:

#L ′ (a) =
{

#L (a)+1 if a = #act(e ′),

#L (a) otherwise
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Proof. The sum of occurrences in the log can be updated trivially when adding
an event. ■

The complexity of the occurrence update function is O (1) per event, hence
the complexity to construct the global relation of a log is linear in the number
of events in the log. Furthermore, the size of the occurrence relation is bounded
to the number of activities, hence it is independent from the number of events.
Based on these properties, we can conclude that the occurrence relation fulfills
all intermediate structure requirements for incremental process mining.

5.2.2 Directly Follows

The Directly Follows Relation (DFR) represents how often an activity is followed
directly by another activity. DFR is an essential intermediate structure used
in many process discovery techniques [41, 77, 88, 105]. It can be computed
during a single linear pass over the event log, visiting each event exactly once.
Despite its simplicity, computing the DFR over an enormous event log, every
time a new event is added, is a time-consuming task. Therefore, we apply an
update function for the DFR to amortize the cost of computation. Instead of
constructing the DFR of the whole log, we update the DFR immediately after
a new event is inserted. Moreover, to avoid recurrence in reading the event
sequence, we keep the last event of each trace using a function λ defined below.
We call λ the supporting abstraction of DFR.

Definition 5.1 (Last event in a trace (λ)). Let L ⊆UE
∗ be an event log and EL

be a set of events in L . For any trace σ ∈L , we define a function λ : L →UE ∪{⊥}
that returns the last event belonging to σ, i.e.

λ(σ) =


⊥, if ∀e∈EL

e ∉σ,

e, if ∃e∈EL
e ∈σ ∧ ¬∃e ′∈EL ,e ′ 6=e (e ′ ∈σ ∧ #time(e ′) > #time(e)),

⊥, otherwise.

Since λ keeps the last event for each trace, it requires storage linear in the
number of cases. Although it may grow extremely big, with proper indexing in
databases, this does not impact performance. It is important to note that this
thesis regards storage less than processing time.

Given the DFR relation ÂL for some log L and a new event e ′, λ is sufficient
to derive the relation ÂL ′ where L ′ is the log L with the additional event e ′.

Property 5.2 (λ is sufficient to update ÂL ). Let L ⊆ UE
∗ be an event log and

EL be a set of events in L . Let e ′ ∈UE \ EL be a fresh event to be added such that
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for all e ∈ EL holds #time(e) < #time(e ′). Furthermore, let σ′ be the trace to which
the fresh event belongs, i.e. σ′ = σ · 〈e ′〉, and L ′ is the new log after the addition,
i.e. L ′ =L \ {σ}∪ {σ′}. We know that for all a,b ∈UA holds that:

ÂL ′ (a,b) = ÂL (a,b)+


0 if λ(σ) =⊥,

1 if #act(λ(σ)) = a ∧ #act(e ′) = b,

0 otherwise.

Proof. Recall that σ′ =σ·〈e ′〉 ∈L ′ is the trace to which the fresh event e ′ belongs.
If for all e ∈ EL holds that e ∉ σ, then e ′ the first event in trace σ′ and we

know that L ′ = L ∪〈e ′〉. Hence relation Â does not change from L to L ′ as
indicated by case 1.

If there exists e = λ(σ) ∈ EL , then we know that there is a trace σ 6= 〈〉 in log
L corresponds to event e. Furthermore, we know that L ′ = (L \ {σ})∪ {σ · 〈e ′〉},
i.e. event e ′ gets added to trace σ of L . This implies that ÂL ′ (#act(e),#act(e ′)) =
ÂL (#act(e),#act(e ′))+1 as indicated by case 2.

In all other cases, the number of direct successions of two activities is not
affected. ■

The complexity of the DFR update function is O (1) as we have access to get
the last event in a trace. Hence the complexity to construct the global DFR of a
log is linear in the number of events in the log. Furthermore, the size of DFR is
no more than quadratic in the number of activities. Therefore, DFR satisfies the
requirements of incremental process mining.

5.2.3 Directly Precedes

The Directly Precedes Relation (DPR) is an inverse relation of DFR, i.e. for all
activities a,b ∈UA , if a is directly followed by b, then b is directly preceded by a.
Since the DFR satisfies the intermediate structure requirements for incremental
process mining, this statement also holds for DPR.

5.2.4 Length Two Loop

While DFR considers an activity order with length one, the Length Two Loop
(LTL) relation considers an activity order with length two. Therefore, we utilize
the same supporting abstraction of DFR to keep track of the last event in a trace
(i.e. λ). Moreover, we also need to keep track of the second last event in a trace
as defined below.
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Definition 5.2 (Second last event in a trace (λ−2)). Let L ⊆UE
∗ be an event log

and EL be a set of events in L . For any σ ∈ L , we define a function λ−2 : L →
UE ∪ {⊥} that returns the second last event belonging to σ, i.e.

λ−2(σ) =


⊥, if |σ| ≤ 1,

e, if |σ| > 1 ∧ e ∈σ ∧ e 6=σ(|σ|) ∧
∀e ′∈σ,e ′ 6=e (e ′ =σ(|σ|) ∨ #time(e ′) < #time(e)),

⊥, otherwise.

Similar to λ, λ−2 scales linearly in the number of cases. Given the LTL rela-
tion ÀL for some log L and a new event e ′, λ and λ−2 are sufficient to derive
the relation ÀL ′ where L ′ is the log L with the additional event e ′.

Property 5.3 (λ and λ−2 are sufficient to update ÀL ). Let L ⊆UE
∗ be an event

log and EL be a set of events in L . Let e ′ ∈ UE \ EL be a fresh event to be added
such that for all e ∈ EL holds #time(e) < #time(e ′). Furthermore, let σ′ be the trace
to which the fresh event belongs, i.e. σ′ = σ · 〈e ′〉, and L ′ is the new log after the
addition, i.e. L ′ =L \ {σ}∪ {σ′}. We know that for all a,b ∈UA holds that:

ÀL ′ (a,b) = ÀL (a,b)+


0 if λ−2(σ) =⊥,

1 if #act(λ−2(σ)) = a ∧ #act(λ(σ)) = b ∧ #act(e ′) = a,

0 otherwise.

Proof. Recall that σ′ =σ·〈e ′〉 ∈L ′ is the trace to which the fresh event e ′ belongs.
If ¬∃e1,e2∈EL ,e1 6=e2 e1 ∈σ ∧ e2 ∈σ, then we know that |σ| ≤ 1. Hence there is no

possible loop with length two and the relation À does not change as indicated
by case 1.

If there exists e = λ(σ) ∈ EL and e ′′ = λ−2(σ) ∈ EL , then we know that there
is a trace σ 6= 〈〉 in log L and |σ| ≥ 2. Furthermore, we know that L ′ = (L \{σ})∪
{σ · 〈e ′〉}, i.e. event e ′ gets added to trace σ of L . If the activity label of e and
e ′′ are the same, then we know that there is a new loop with length two, i.e.
#act(e ′) = #act(e ′′) → ÀL ′ (#act(e ′),#act(e)) = ÀL (#act(e ′),#act(e))+1 as indicated by
case 2.

In all other cases, the number of the length two loop relation is not affected.
■

Since λ and λ−2 are kept updated, the complexity of the LTL update function
is O (1). This implies that we are able to construct the global LTL by a single-pass
reading of a log. Similar to DFR, the size of LTL is also bounded to the quadratic
number of activities. Therefore, LTL satisfies the requirements of incremental
process mining.
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5.2.5 Minimum Self Distance

The Minimum Self Distance (MSD) denotes which activity might appear in be-
tween two as-close-as-possible appearances of another activity [41]. To avoid
recomputation, MSD requires γ to keep track the last index of an activity in a
trace. Therefore, γ scales in |C |×|A | where |C | and |A | are the number of cases
and activities, respectively.

Definition 5.3 (Last index of an activity in a trace (γ)). Let L ⊆UE
∗ be an event

log. Furthermore, let σ ∈L be a trace in the event log and a ∈UA be an activity.
The function γ : L ×UA → R∪ {−∞,+∞} is a function that returns the last index
of an activity a belonging to a trace σ, i.e.

γ(σ, a) =
{
−∞, if ¬∃i∈{1,...,|σ|} #act(σ(i )) = a,

maxi∈{1,...,|σ|}#act(σ(i )) = a otherwise.

Given the MSD relation msdL for some log L , γ is sufficient to update
msdL .

Property 5.4 (γ is sufficient to update msdL ). Let L ⊆UE
∗ be an event log and

EL be a set of events in L . Let e ′ ∈UE \ EL be a fresh event to be added such that
for all e ∈ EL holds #time(e) < #time(e ′). Furthermore, let σ′ be the trace to which
the fresh event belongs, i.e. σ′ = σ · 〈e ′〉, and L ′ is the new log after the addition,
i.e. L ′ =L \ {σ}∪ {σ′}. For all a ∈UA it holds that:

msdL ′ (a) =
{

min(msdL (a), |σ′|−γ(σ, a)−1) if #act(e ′) = a

msdL (a) otherwise.

Proof. Recall that σ′ =σ·〈e ′〉 ∈L ′ is the trace to which the fresh event e ′ belongs.
If #act(e ′) = a and ∀e∈σ #act(e) 6= a then there is only one a in σ′, hence there is

no distance. In this case, the minimum self distance value of a does not change,
since γ(σ, a) =−∞ and |σ′|−γ(σ, a)−1 =∞, hence msdL ′ (a) =min(msdL (a),∞) =
msdL (a).

If #act(e ′) = a and ∃e∈σ #act(e) = a then there exists two events with label a
in σ′ and there exists a distance l between these two a. The distance l is the
difference between the index of the newly inserted a and the last index of a in
σ minus one, i.e. l = |σ′|−γ(σ, a)−1. The new minimum self distance value is
the minimum value between the previous minimum self distance and l .

In all other cases, #act(e ′) 6= a, i.e. the activity label of e ′ does not match with
the activity label of the msdL relation being observed (a), hence the minimum
self distance value does not change. ■
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Furthermore, γ and msdL are sufficient to update the witness activities of
minimum self distance, i.e. αmsd.

Property 5.5 (γ and msdL are sufficient to update αmsd). Let L ⊆ UE
∗ be an

event log and EL be a set of events in L . Let e ′ ∈ UE \ EL be a fresh event to be
added such that for all e ∈ EL holds #time(e) < #time(e ′). Furthermore, let σ′ be the
trace to which the fresh event belongs, i.e. σ′ =σ · 〈e ′〉, and L ′ is the new log after
the addition, i.e. L ′ =L \ {σ}∪ {σ′}. For all a,b ∈UA it holds that:

α′
msd(a,b) =



αmsd(a,b) ∨ if #act(e ′) = a ∧
∃i∈{1,...,msdL ′ (a)} #act(σ′(|σ′|− i )) = b msdL (a) =msdL ′ (a) ∧

msdL ′ (a) = |σ′|−γ(σ, a)−1

∃i∈{1,...,msdL ′ (a)} #act(σ′(|σ′|− i )) = b if #act(e ′) = a ∧
msdL (a) >msdL ′ (a)

αmsd(a,b) otherwise.

Proof. Recall that σ′ =σ·〈e ′〉 ∈L ′ is the trace to which the fresh event e ′ belongs.
Case 1: if msdL (a) = |σ′|−γ(σ, a)−1, then trace σ′ = t1 · 〈e〉 · t2 · 〈e ′〉 with t1, t2

are subtraces of σ′, #act(e) = #act(e ′) = a and |t2| = |σ′| −γ(σ, a)− 1 = msdL ′ (a),
hence ∀ek∈t2,#act(ek )=bα

′
msd(a,b) and since the msdL (a) did not change, all previ-

ous relations still hold.
Case 2: it is trivial to see that a reduction of the minimum self distance

implies there is no other σ′′ ∈ L such that σ′′ = t1 · 〈en〉 · t2 · 〈em〉 · t3 with t1, t2, t3

are subtraces of σ′, #act(en) = #act(em) = a and |t2| =msdL ′ (a), hence the previous
relations no longer hold.

In all other cases, the witness activities of minimum self distance do not
change.

■

From Property 5.4 we can see that keeping γ updated is sufficient to update
msdL in O (1). Furthermore, from Property 5.5 we can see that keeping γ and
msdL updated is sufficient to update αmsd. However, to get a set of activities
which witness a minimum self distance of an activity a, we loop into the cor-
responding trace and take the activities in between the two occurrences of a.
Therefore, the complexity is O (d) where d is a finite maximum value of msdL ′ ,
i.e. d =max({msdL ′ (a)|a ∈UA ∧ msdL ′ (a) 6=∞}).

In total, the complexity to construct the global MSD of a log is O (|EL | ×d)
(with |EL | is the total number of events) which is still linear in the number of
events given that d is considerably smaller than |EL |. Moreover, the size of MSD
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is only bounded to the quadratic number of activities. Therefore, MSD can be
used for incremental process mining.

5.2.6 Declarative Relations

First of all, we introduce a so-called controller function which we keep live under
updates. Then we show that, using the controller function, we can keep all
declarative relations live under updates.

Definition 5.4 (Controller function (7σ
L

)). Let L ⊆ UE
∗ be an event log. Fur-

thermore, let σ ∈L be a trace in the event log. 7σ
L

: UA ×UA →N is a controller
function such that for all a,b ∈UA holds that:

7σ
L

(a,b) =Σ|σ|
i=1

{
1, if #act(σ(i )) = a ∧ (a = b ∨ ∀ j , i< j≤|σ| #act(σ( j )) 6= b)

0, otherwise.
7σ

L
(a,b) counts the occurrences of an event with label a ∈ UA with no following

events with label b ∈ UA in σ if a 6= b. If a = b then it counts the occurrences of
events with label a in σ.

The controller function 7σ
L

of Definition 5.4 is comparable to relation 7L

of Definition 3.7. However, 7σ
L

is defined on the trace level, rather than on
the log level, i.e. we keep the relation 7σ

L
for each trace in the set of events.

Therefore, the controller function scales in |C |× |A |2 where |C | and |A | are the
number of cases and activities, respectively.

Using the controller function, we show how all declarative relations in Defi-
nition 3.7 can be kept live under updates. To prove this, we first show that we
can keep the controller function itself live under updates and then we show that
this is sufficient.

Property 5.6 (Updating controller function is possible). Let L ⊆ UE
∗ be an

event log and EL be a set of events in L . Let e ′ ∈ UE \ EL be a fresh event to be
added such that for all e ∈ EL holds #time(e) < #time(e ′). Furthermore, let σ′ be the
trace to which the fresh event belongs, i.e. σ′ =σ · 〈e ′〉, and L ′ is the new log after
the addition, i.e. L ′ =L \ {σ}∪ {σ′}. We know that for all a,b ∈UA holds that:

7σ′
L ′ (a,b) =


7σ

L
(a,b)+1 if #act(e ′) = a,

0 if #act(e ′) 6= a ∧ #act(e ′) = b,

7σ
L

(a,b) otherwise.

Proof. Recall that σ′ =σ·〈e ′〉 ∈L ′ is the trace to which the fresh event e ′ belongs.
Furthermore, let a = #act(e ′) ∈UA be the activity label of e ′.
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Figure 5.1: An example of updating controller function 7σ
L

. Events (which are repre-
sented by their activity names) in trace σ= 〈a,b, a,c〉 are inserted one by one
and in each insertion values under 7σ

L
are updated, assuming UA = {a,b,c}.

Clearly, for all e ∈ σ holds that e ′ is a succeeding event with label a, hence
7σ′

L ′ (x, a) = 0 for all x 6= a (case 2). Also, since e ′ is the last event in the trace,
the number of times activity a is not followed by any other label x ∈UA , x 6= a,
in σ′ is one more than before (case 1). Furthermore, the occurrence count of
a is also increased by one (case 1). Finally, the relations between all pairs not
involving activity a does not change (case 3). ■

Figure 5.1 provides an example where 7σ
L

is kept updated under insertion
of each event in a trace. The trace considered is σ= 〈a,b, a,c〉. In each step, the
values in the row and column corresponding to the activity label that is being
inserted are updated. The rationale behind adding one to the row (case 1) is
that a new insertion of an activity a in a trace σ increases the occurrences of a
in σ′ with no other activities succeeding it, since a is the current last activity of
σ′. While reseting the column (case 2) means that the insertion of a invalidates
the occurrences of activities other than a with no following a.

Property 5.7 (Updating controller function is sufficient to update declarative
relations). Let L ⊆ UE

∗ be an event log and EL be a set of events in L . Let
e ′ ∈ UE \ EL be a fresh event to be added such that for all e ∈ EL holds #time(e) <
#time(e ′). Furthermore, let σ′ be the trace to which the fresh event belongs, i.e.
σ′ =σ · 〈e ′〉, and L ′ is the new log after the addition, i.e. L ′ =L \ {σ}∪ {σ′}.

Updating 7σ
L

to 7σ′
L ′ is sufficient to update the relations 7L ,6L ,67L ,#L ,

and"L in the following way for all a,b ∈UA :

7L ′ (a,b) = 7L (a,b)+
{
−7σ

L
(a,b) + 7σ′

L ′ (a,b) if a 6= b,

0 otherwise

6L ′ (a,b) = 6L (a,b)+
{

1 if a 6= b ∧ #act(e ′) = a ∧ 7σ′
L ′ (b,b) = 0,

0 otherwise
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67L ′ (a,b) = 67L (a,b)+


1 if a 6= b ∧ #act(e ′) = a ∧ 7σ′

L ′ (b,b) = 0,

−7σ
L

(a, a) if a 6= b ∧ #act(e ′) = b ∧ 7σ′
L ′ (b,b) = 1,

0 otherwise

#L ′ (a,b) =#L (a,b)+
{
7σ

L
(a,b)−1 if a 6= b ∧ #act(e ′) = b ∧ 7σ

L
(a,b) ≥ 2,

0 otherwise

"L ′ (a,b) ="L (a,b)+
{

1 if a 6= b ∧ #act(e ′) = a ∧ 7σ
L

(b,b) ≥ 1 ∧ 7σ
L

(a,b) ≥ 1,

0 otherwise.

Proof. No Following. We recall the definition of 7L from Definition 3.7.

7L (a,b) =Σσ∈L Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , i< j≤|σ| #act(σ( j )) 6= b

0, otherwise
?

In the following, we prove that the no following relation can be updated using
the controller function.

7L ′ (a,b) = Σσ∈L ′Σ
|σ|
i=1? (Def. of 7L ′)

= Σσ∈LΣ
|σ|
i=1? − Σ|σ|

i=1? + Σ|σ′|
i=1? (L ′ = (L \{σ})∪ {σ′})

= Σσ∈LΣ
|σ|
i=1? −

Σ|σ|
i=1


1 if a 6= b ∧#act(σ(i )) = a ∧

∀ j , i< j≤|σ| #act(σ( j )) 6= b,

0 otherwise
?? +

Σ|σ′|
i=1


1 if a 6= b ∧#act(σ′(i )) = a ∧

∀ j , i< j≤|σ′| #act(σ′( j )) 6= b,

0 otherwise
???

Since ??=7σ
L (a,b) and ???=7σ

L ′ (a,b) if a 6= b, we get:

= 7L (a,b)+
{
−7σ

L
(a,b) + 7σ′

L ′ (a,b) if a 6= b,

0 otherwise
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No Preceding. We recall the definition of 6L from Definition 3.7.

6L (a,b) =Σσ∈L Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , 1≤ j<i #act(σ( j )) 6= b

0, otherwise
?

In the following, we prove that the no preceding relation can be updated using
the controller function.

6L ′ (a,b) = Σσ∈L ′Σ
|σ|
i=1? (Def. of 6L ′)

= Σσ∈L \{σ}Σ
|σ|
i=1? + Σ|σ|

i=1? + Σ|σ′|
i=|σ′|? (L ′ = (L \{σ})∪ {σ · 〈σ′(|σ′|)〉})

= Σσ∈LΣ
|σ|
i=1? + Σ|σ′|

i=|σ′|?

= 6L (a,b)+


1, if a 6= b ∧ #act(σ′(|σ′|)) = a ∧

∀ j , 1≤ j<|σ′| #act(σ′( j )) 6= b

0, otherwise
(Def. of 6L )

= 6L (a,b)+


1 if a 6= b ∧ #act(e ′) = a ∧

7σ′
L ′ (b,b) = 0,

0 otherwise
(Def. of 7σ′

L ′)
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No Co-occurrence. We recall the definition of 67L from Definition 3.7.

67L (a,b) =Σσ∈L Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , 1≤ j≤|σ| #act(σ( j )) 6= b

0, otherwise
?

In the following, we prove that the no co-occurring relation can be updated
using the controller function. We first prove the first and third cases, i.e.

67L ′ (a,b) = 67L (a,b)+
{

1 if a 6= b ∧ #act(e ′) = a ∧ 7σ′
L ′ (b,b) = 0,

0 otherwise.

67L ′ (a,b) = Σσ∈L ′Σ
|σ|
i=1? (Def. of 67L ′)

= Σσ∈L \{σ}Σ
|σ|
i=1? + Σ|σ|

i=1? + Σ|σ′|
i=|σ′|? (L ′ = (L \{σ})∪ {σ · 〈σ′(|σ′|)〉})

= Σσ∈LΣ
|σ|
i=1? + Σ|σ′|

i=|σ′|?

= 67L (a,b)+


1, if a 6= b ∧ #act(σ′(|σ′|)) = a ∧

∀ j , 1≤ j≤|σ′| #act(σ′( j )) 6= b

0, otherwise
(Def. of 67L )

= 67L (a,b)+
{

1 if a 6= b ∧#act(e ′) = a∧7σ′
L ′ (b,b) = 0,

0 otherwise
(Def. of 7σ′

L ′)

We now prove the second case: if a 6= b ∧ #act(e ′) = b ∧ 7σ′
L ′ (b,b) = 1 then

67L ′ (a,b) =67L (a,b)−7σ
L

(a, a).
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67L ′ (a,b) = Σσ∈L ′Σ
|σ|
i=1? (Def. of 67L ′)

= Σσ∈L \{σ}Σ
|σ|
i=1? + Σ|σ|

i=1? + Σ|σ′|
i=|σ′|? (L ′ = (L \{σ})∪ {σ · 〈σ′(|σ′|)〉})

= Σσ∈L \{σ}Σ
|σ|
i=1? +

Σ|σ|
i=1


1, if a 6= b ∧ #act(σ(i )) = a ∧

∀ j , 1≤ j≤|σ| #act(σ( j )) 6= b

0, otherwise
?? +


1, if a 6= b ∧ #act(σ′(|σ′|)) = a ∧

∀ j , 1≤ j≤|σ′| #act(σ′( j )) 6= b

0, otherwise
???

Since 7σ′
L ′ (b,b) = 1 and #act(e ′) = b, we know that there are no other

events with label b in σ. Therefore, the first case in ?? is satisfied
and the sum will be equal to the number of times events with label
a occurs in σ, i.e. ?? =7σ

L
(a, a). Then, the sum of ?? and ???

equals to zero since we know that an event with label b appears in
the end of σ′ and therefore there is no a with no co-occurrence of
b. Furthermore, we get:

?? + ???= 0

7σ
L (a, a) + ???= 0

???=−7σ
L (a, a)

= 67L \{σ}(a,b)+67{σ}(a,b)+ (−7σ
L (a, a))

= 67L (a,b)−7σ
L (a, a)
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Repetition. We recall the definition of#L from Definition 3.7.

#L (a,b) =Σσ∈L Σ|σ|
i=1



1, if a 6= b ∧ #act(σ(i )) = a ∧
∃ j , i< j≤|σ| #act(σ( j )) = b ∧
∃k, 1≤k<i #act(σ(k)) = a ∧
∀l , k<l<i #act(σ(l )) 6= b

0, otherwise

?

In the following, we prove that the repetition relation can be updated using the
controller function. We first prove the first case: if a 6= b ∧ #act(e ′) = b ∧ 7σ

L
(a,b) ≥ 2 then#L ′ (a,b) =#L (a,b)+7σ

L
(a,b)−1.

#L ′ (a,b) = Σσ∈L ′Σ
|σ|
i=1? (Def. of#L ′)

= Σσ∈L \{σ}Σ
|σ|
i=1? + Σ|σ′|

i=1? (L ′ = (L \{σ})∪ {σ′})

= #L \{σ} (a,b)+Σ|σ′|
i=1? (Def. of#L \{σ})

Since 7σ
L

(a,b) ≥ 2 then we know that there is no events with label
b in σ. Therefore,#{σ} (a,b) = 0 and#L \{σ} (a,b) =#L (a,b).

= #L (a,b)+Σ|σ′|
i=1



1, if a 6= b ∧ #act(σ′(i )) = a ∧
∃ j , i< j≤|σ′| #act(σ′( j )) = b ∧
∃k, 1≤k<i #act(σ′(k)) = a ∧
∀l , k<l<i #act(σ′(l )) 6= b

0, otherwise

??

Since we know that b = #act(e ′) = #act(σ′(|σ′|)) hence
∃1< j≤|σ′| #act(σ′( j )) = b is true with j = |σ′|. Since 7σ

L
(a,b) ≥ 2

then there exist i and k, i 6= k, and 1 ≤ i ,k ≤ |σ| such that
#act(σ(i )) = #act(σ(k)) = a and ∀l , i ,k<l≤|σ| #act(σ(l )) 6= b. Therefore,
the first case in ?? is satisfied and the total sum is equal to the
occurrences count of a not followed by b minus one (note that the
very first a does not satisfy the requirement of having another a
before).

= #L (a,b)+7σ
L (a,b)−1

Furthermore, we prove for the second case: if a = b ∧ #act(e ′) 6= b ∧ 7σ
L

(a,b) < 2 then #L ′ (a,b) =#L (a,b). It is trivial to see that #L (a,b) is not
defined if a = b or b is not the activity label of the current event or the sum of a
is less than 2 (i.e. there is no repetition of a).
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Contrariwise Repetition. We recall the definition of"L from Definition 3.7.

"L (a,b) =Σσ∈L Σ|σ|
i=1



1, if a 6= b ∧ #act(σ(i )) = a ∧
∃ j , 1≤ j<i #act(σ( j )) = b ∧
∃k, j<k<i #act(σ(k)) = a ∧
∀l , k<l<i #act(σ(l )) 6= b

0, otherwise

?

In the following, we prove that the contrariwise repetition relation can be up-
dated using the controller function.

"L ′ (a,b) = Σσ∈L ′Σ
|σ|
i=1? (Def. of"L ′)

= Σσ∈L \{σ}Σ
|σ|
i=1? + Σ|σ|

i=1? + Σ|σ′|
i=|σ′|? (L ′ = (L \{σ})∪ {σ · 〈σ′(|σ′|)〉})

= Σσ∈LΣ
|σ|
i=1? + Σ|σ′|

i=|σ′|?

= "L (a,b)+



1, if a 6= b ∧ #act(σ′(|σ′|)) = a ∧
∃ j , 1≤ j<|σ′| #act(σ′( j )) = b ∧
∃k, j<k<|σ′| #act(σ′(k)) = a ∧
∀l , k<l<|σ′| #act(σ′(l )) 6= b

0, otherwise

(Def. of"L )

= "L (a,b)+



1, if a 6= b ∧ #act(e ′) = a ∧
7σ

L
(b,b) ≥ 1 ∧

∃k, j<k<|σ′| #act(σ′(k)) = a ∧
∀l , k<l<|σ′| #act(σ′(l )) 6= b

0, otherwise

(Def. of 7σ
L )

= "L (a,b)+


1, if a 6= b ∧ #act(e ′) = a ∧

7σ
L

(b,b) ≥ 1 ∧
7σ

L
(a,b) ≥ 1,

0 otherwise.

(Def. of 7σ
L )

■
Finally, using the controller function, we can show that the declarative rela-
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tions can be kept live under updates.

Property 5.8 (Updating all declarative relations is possible). Relations 7L ,6L

,67L ,#L , and"L can be kept live under insertion of new events.

Proof. It is possible to incrementally update the controller function 7σ
L

for each
insertion of a new event (Property 5.6). Updating 7σ

L
is sufficient to update the

intermediate structures 7L ,6L ,67L ,#L , and"L (Property 5.7). Therefore,
it is possible to keep those intermediate structures up-to-date for each insertion
of a new event. ■

In Property 5.8 we have proven that updating all declarative relations is pos-
sible, hence we can keep these relations live under insertion of new events. The
complexity of the update algorithm is linear in the number of activities as for
each event all other activities need to be considered in the corresponding row
and column. Consequently, the complexity to construct the global declarative
relations of a log is O (|EL | × |A |) where |EL | and |A | are the total number of
events and activities, respectively. In most process mining cases, |A | is consid-
erably smaller than |EL | since an activity label typically corresponds to multiple
events. Therefore, given that |A | << |EL |, we can conclude that the complexity
of declarative relations construction is linear in the number of events. Moreover,
as we can see from the relation definitions, the size of all declarative relations
is bounded to the quadratic number of activities. In conclusion, all declarative
relations comply with the incremental process mining requirements.

5.2.7 Eventually Follows

The Eventually Follows Relation (EFR) counts the number of times an activity is
eventually followed by another activity. We refer to Definition 3.8 for the formal
definition. Note that the definition states the “boolean version” of EFR, i.e.
multiple occurrences of a eventually followed by b in a trace is counted as one
occurrence. EFR harnesses the same supporting abstraction as the declarative
relations, namely the controller function. Below, we prove that updating the
controller function is sufficient to update EFR.

Property 5.9 (Updating controller function is sufficient to update ≫L ). Let
L ⊆UE

∗ be an event log and EL be a set of events in L . Let e ′ ∈UE \EL be a fresh
event to be added such that for all e ∈ EL holds #time(e) < #time(e ′). Furthermore,
let σ′ be the trace to which the fresh event belongs, i.e. σ′ = σ · 〈e ′〉, and L ′ is the
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new log after the addition, i.e. L ′ =L \ {σ}∪ {σ′}. We know that for all a,b ∈UA

holds that:

≫L ′ (a,b) =≫L (a,b)+
{

1 if #act(e ′) = b ∧ 7σ
L

(a, a) ≥ 1 ∧ 7σ
L

(b,b) = 0,

0 otherwise.

Proof. We recall the definition of≫L from Definition 3.8.

≫L (a,b) =Σσ∈L

{
1, if ∃ 1≤i , j≤|σ|, i< j #act(σ(i )) = a ∧ #act(σ( j )) = b

0, otherwise
?

In the following we prove that the eventually follows relation can be updated us-
ing the controller function. We first prove the first case: if #act(e ′) = b ∧7σ

L
(a, a) ≥

1 ∧ 7σ
L

(b,b) = 0 then≫L ′ (a,b) =≫L (a,b)+1.

≫L ′ (a,b) = Σσ∈L ′? (Def. of≫L ′)

= Σσ∈L \{σ}? + Σσ′? (L ′ = (L \{σ})∪ {σ′})

= ≫L \{σ} (a,b)+ ≫{σ′} (a,b) (Def. of≫)

Since we know that 7σ
L

(b,b) = 0, then ≫{σ}= 0, thus ≫L \{σ}

(a,b) =≫L (a,b)

= ≫L (a,b)+{
1, if ∃1≤i , j≤|σ′|, i< j #act(σ′(i )) = a ∧ #act(σ′( j )) = b

0, otherwise
??

Since we know that b = #act(e ′) = #act(σ′(|σ′|)), hence
∃1≤ j≤|σ′| #act(σ′( j )) = b is true with j = |σ′|. Furthermore,
since 7σ

L
(a, a) ≥ 1, we know that there is at least one event with

label a in σ. We also know that a appears before b since an event
with label b occurs in |σ′| and there is no other events with label b
before (derived from 7σ

L
(b,b) = 0). Therefore, the first case in ??

is satisfied.
= ≫L (a,b)+1

Furthermore, we prove for the second case: if #act(e ′) 6= b ∧ 7σ
L

(a, a) <
1 ∧ 7σ

L
(b,b) > 0 then ≫L ′ (a,b) =≫L (a,b). It is trivial to see that the re-

lation does not change if b is not the activity of the current event or there are
no events with label a in the trace. The relation also does not change if the
pattern of a eventually followed by b has been counted before (already appears
in the same trace), which is indicated by the fact that there is an event with
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Figure 5.2: The relation between supporting abstractions and intermediate structures.
An arrow connects a supporting abstraction that is used by an intermediate
structure.

label b in the trace before.
■

As we keep an updated controller function, the complexity of the EFR update
function is O (1). Therefore, over a log, the complexity of the global EFR is linear
in the number of events. Moreover, it is obvious to see that the size of EFR is
independent of the number of events. Therefore, EFR satisfies the requirements
of incremental process mining.

5.3 Update Function for Live Intermediate Struc-
tures

As we have seen before, most intermediate structures need some supporting
abstractions in their update function to avoid re-computation. Figure 5.2 illus-
trates the relation between supporting abstractions and intermediate structures.
As depicted in the figure, there are some overlaps between supporting abstrac-
tions. The controller function (7σ

L
) is used in declarative and eventually follows

relations. While the λ function is utilized in directly follows and length two loop
relations. Furthermore, two minimum self distance relations utilize the γ func-
tion. Therefore, we categorize update algorithms based on these three main
supporting abstractions. In the following, we elaborate the three update algo-
rithms and provide the pseudocodes.

Update Function based on λ

The first update algorithm utilizes λ, which keeps the last event in a trace, as
the supporting abstraction (see Algorithm 1). Suppose that e ′ is the new event
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Algorithm 1: Update Function based on λ

Input: A new event e ′, directly follows ÂL , length two loop ÀL

Output: Updated intermediate structures ÂL ′ and ÀL ′
Note: e ′ is inserted to a trace σ of a log L , which results to σ′ (i.e.

σ′ =σ · 〈e ′〉). Assume that #act(e ′) = a.
λ-basedUpdateFunction(e ′,ÂL ,ÀL )

1 if λ(σ) 6= ⊥ then
2 e = λ(σ) ;
3 b = #act(e) ;
4 ÂL ′ (b, a) = ÂL (b, a)+1 ; // Directly follows

5 if λ−2(σ) 6= ⊥ ∧ #act(λ−2(σ)) = a then
6 ÀL ′ (a,b) = ÀL (a,b)+1 ; // Length two loop

7 λ−2(σ′) = e ;

8 λ(σ′) = e ′ ;

9 return ÂL ′ ,ÀL ′ ;

inserted into a trace σ of a log L such that σ′ =σ · 〈e ′〉. Moreover, let us assume
that the activity label of e ′ is a.

If λ(σ) 6= ⊥, i.e. there exists an event in σ, then we take the last event of σ.
Assume that it is an event e whose activity label is b (line 2-3). Since e ′ happens
directly after e, then b is directly followed by a. Therefore, we increase ÂL (b, a)
with one (line 4).

For the length two loop relation, we also need to access the second last event
beside the last one. If the activity label of the second last event is also a, then
there is a loop with length two, thus incrementing the ÀL (a,b) value (line
5-7). Finally, we update the last event of the trace into e ′ (line 8).

Update Function based on γ

Algorithm 2 provides an update function utilizing γ, which keeps the last index
of an activity in a trace, as the supporting abstraction. This algorithm aims
to update minimum self distance relations in terms of length (msdL ) and in-
between activities (αmsd). To improve readability, we use a multiset notation S
for representing αmsd in such a way that (s1, s2) ∈ S ⇐⇒ αmsd(s1, s2).

Let us suppose an event e ′ with activity label a is inserted into a trace σ of
an event log L . We obtain the last index of a in σ (before the new insertion
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Algorithm 2: Update Function based on γ

Input: A new event e ′, minimum self distance msdL , and multiset
containing in-between activities S

Output: Updated intermediate structure msdL ′ and S
Note: e ′ is inserted to a trace σ of a log L , which results to σ′ (i.e.

σ′ =σ · 〈e ′〉). Assume that #act(e ′) = a.
γ-basedUpdateFunction(e ′,msdL ,S)

1 previousDistance = msdL (a) ;
2 currentDistance = |σ′|−γ(σ, a)−1 ;
3 if currentDistance < previousDistance then
4 msdL ′ (a) = currentDistance ;
5 S = ; ;
6 foreach i ∈ {γ(σ, a)+1, ..., |σ′|−1} do
7 S = S ∪ {a,#act(σ′(i ))} ;

8 else if currentDistance = previousDistance then
9 foreach i ∈ {γ(σ, a)+1, ..., |σ′|−1} do

10 S = S ∪ {a,#act(σ′(i ))} ;

11 return msdL ′ ,S;

of e ′) from γ(σ, a). If there is such an a, γ(σ, a) returns a finite natural num-
ber, otherwise it returns −∞. We know that the new distance of two a’s is the
distance between the length of σ and γ(σ, a). Such a new distance is stored in
currentDistance (line 2), while the previous value of the minimum self distance
of a is stored in previousDistance (line 1). If currentDistance is less than previ-
ousDistance, it means there are two a’s whose distance is less than its previous
MSD value. In this case, we update the MSD value to currentDistance (line 3-4),
which results in the fact that all members of S no longer hold. Therefore, we
reset S to an empty set and add all activities in between the two a’s into S as
they witness the new MSD value (line 5-7).

Another case is where currentDistance is equal to previousDistance (line 8).
In this case, all elements in S are still valid and we add activities in between the
two a’s into S as they also witness the same MSD value (line 9-10). In all other
cases, currentDistance is larger than previousDistance, hence nothing is changed.
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Algorithm 3: Update Function based on 7σ
L

Input: A new event e ′, eventually follows≫L , and declarative relations
7L ,6L ,67L ,#L ,"L

Output: Updated intermediate structure≫L ′ ,7L ′ ,6L ′ ,67L ′ ,#L ′ ,"L ′
Note: e ′ is inserted to a trace σ of a log L , which results to σ′ (i.e.

σ′ =σ · 〈e ′〉). Assume that #act(e ′) = a.
7σ

L
-basedUpdateFunction(e ′,≫L ,7L ,6L ,67L ,#L ,"L )

1 foreach b ∈A do
2 7σ′

L ′ (a,b) = 7σ
L

(a,b)+1 ; // Controller function (add 1 to the

row)

3 7σ′
L ′ (b, a) = 0 ; // Controller function (reset the column)

4 if 7σ
L

(b,b) ≥ 1 ∧7σ
L

(a, a) = 0 then
5 ≫L ′ (b, a) =≫L (b, a)+1 ; // Eventually follows

6 if a 6= b then
7 7L ′ (a,b) = 7L (a,b)+1 ; // No following

8 7L ′ (b, a) = 7L (b, a)−7σ
L

(b, a) ; // No following (reset)

9 if 7σ′
L ′ (b,b) = 0 then

10 6L ′ (a,b) = 6L (a,b)+1 ; // No preceding

11 67L ′ (a,b) = 67L (a,b)+1 ; // No co-occurring

12 if 7σ′
L ′ (a, a) = 1 then

13 67L ′ (b, a) = 67L (b, a)−7σ
L

(b,b) ; // No co-occurring

(reset)

14 if 7σ
L

(b, a) ≥ 2 then
15 #L ′ (b, a) =#L (b, a)+ (7σ

L
(b, a)−1) ; // Repetition

16 if 7σ
L

(b,b) ≥ 1 ∧ 7σ
L

(a,b) ≥ 1 then
17 "L ′ (a,b) ="L (a,b)+1 ; // Contrariwise repetition

18 return≫L ′ ,7L ′ ,6L ′ ,67L ′ ,#L ′ ,"L ′

Update Function based on 7σ
L

Algorithm 3 provides a pseudocode of an update mechanism using a controller
function (7σ

L
). Like in the previous example, assume that an event e ′ whose

label is a is inserted into a trace σ of an event log L ′. Different to the previous
update function based on λ and γ, this update function iterates over a finite set
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of activity label A (line 1), thus the complexity is O (|A |). For each activity label
in A we do the following.

First of all, we update the values of the controller function. As illustrated in
Figure 5.1, the controller function is updated by adding one to the correspond-
ing row and resetting the corresponding column to zero (line 2-3). Having an
updated controller function, we can update declarative and eventually follows
relations.

If there is b somewhere in the trace but there is no a except the newly in-
serted a of e ′, then b is eventually followed by a and the ≫L is incremented
(line 4-5). Note that the definition of ≫L counts multiple occurrences of the
same pattern within the same trace as one occurrence only, hence we only take
a pattern into account if the activity label of an inserted event is the first occur-
rence of the activity in the trace.

Next, we update declarative relations which are defined for pairs of different
activity labels (line 6). The relation of a not followed by b is increased since a is
the current last activity and no other activities succeeding it (line 7). In contrast,
we decrease the relation of b not followed by a with the occurrences count of
b not followed by a in the trace. The reason is we previously assumed that a
does not occur and the relation contains value as many as b did not encounter a
afterwards in the trace. Since a is now inserted, this assumption is invalid and
the relation must be reset (line 8).

If there is no b in the trace, then the new insertion of a is not preceded by b.
Therefore, we increment the no preceding relation of (a,b) (line 10). Moreover,
it is also true that until this point, a does not co-occur with b in the trace,
hence we increment the no co-occurrence relation of (a,b) (line 11). However,
if there is b in the trace, the no co-occurrence relation of (b, a) is decreased by
the number of times b appears in the trace (line 12-13). This is because we
previously assumed that a does not occur, but in fact now a occurs, hence we
need to reset all the values that are wrongly added. Note that the reset is only
done once for the first a in the trace, since after a occurs the no co-occurrence
relation knows that a exists, hence the relation of (b, a) never increases onwards.

Furthermore, the line 14-15 is dedicated to the repetition relation. If there
are at least two b before the newly inserted a, then there is at least one repeti-
tion of b which is followed by a.

Finally, the line 16-17 represents the update for the contrariwise repetition
relation. If there is already b in the trace, and there is a afterwards without
following other b, then the newly inserted a is a repetition of a followed by b in
contrariwise reading. Consequently, we increment the contrariwise repetition
relation of (a,b).
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5.4 Discovery based on Intermediate Structures

We have seen several intermediate structures and discussed how they are kept
live under updates. The next question is, how to make use of such intermediate
structures in order to discover a process model? This section discusses the applica-
tion of intermediate structures in the context of process discovery. We take two
process discovery algorithms as examples. First, in Section 5.4.1, we discuss the
Inductive Miner which represents procedural process discovery approaches. We
introduce a new variant of Inductive Miner called Inductive Miner without logs
(IMw) which performs the cut-and-split algorithm on intermediate structures,
instead of event logs. Second, in Section 5.4.2, we discuss MINERful which
represents declarative process discovery approaches. This approach takes eight
intermediate structures into account for discovering a process model.

5.4.1 Inductive Miner without Logs (IMw)

Inductive Miner is known as the state-of-the-art process discovery algorithm. It
is prominent to be robust, provides formal guarantees, and is sound by construc-
tion. The base algorithm of Inductive Miner is called Inductive Miner framework
(IM). Based on this framework, many Inductive Miner variants have been estab-
lished to handle various types of event logs, such as [41]:

• Inductive Miner - infrequent (IMf) for deviating and infrequent behavior,

• Inductive Miner - incompleteness (IMc) for incomplete behavior,

• Inductive Miner - lifecycle (IMlc) for non-atomic event logs,

• Inductive Miner - all operators (IMa) for handling silent activities, inter-
leaved and inclusive choice operators, and

• Inductive Miner - directly follows (IMd) for handling large event logs.

There are also Inductive Miner algorithms which combine two different vari-
ants. For example, IMfd which stands for Inductive Miner - infrequent - directly
follows, IMclc which stands for Inductive Miner - incompleteness - lifecycle, etc.

Among the Inductive Miner variants, only IMd applies discovery based on
intermediate structures, while others rely on the presence of event logs in main
memory. IMd performs a cut and splitting strategy directly on DFR. Although
it provides the best scalability, IMd only covers the simplest family of process
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models as it relies on DFR only. As a consequence, it cannot distinguish two
different process models that come from the same DFR.

Consider the following example: in the Netherlands, normal pregnancies are
handled by midwives. A midwife may perform several ultrasounds to check the
baby’s health. In addition, a general practitioner (GP) takes a role in assuring
that a pregnant woman does not suffer from maternity diseases such as ane-
mia, gestational diabetes, etc. A GP may ask for a blood test if necessary. In a
healthy pregnancy, a check-up by GP is only done once and happens in parallel
with check-ups by the midwife. In case of any abnormality, examination by GP
and blood test may be repeated several times. Based on the above description,
we intend to have a process model as shown in Figure 5.3a. However, process
discovery techniques which only rely on DFR such as IMd might return a com-
pletely different process model as displayed in Figure 5.3b. In the latter model,
the discovery algorithm obliges that check-ups by midwife must be performed
in parallel with check-ups by GP. Moreover, an ultrasound must be accompanied
by a blood test as well.

This problem occurs because the DFR of both process models is equivalent
(Figure 5.3c). Hence, the DFR does not contain enough information to distin-
guish the two process models, even though their semantics are clearly differ-
ent [41]. In contrast, the MSD relations of both process models are different,
as denoted in figures 5.3d and 5.3e, thus the two process models can be distin-
guished. Note that an arrow between a to b in the DFR graph denotes that a is
directly followed by b at least once, i.e. the DFR value ÂL (a,b) ≥ 1. Similarly,
an arrow between a to b in the MSD graph denotes that b is a witness of the
minimum self distance of a, i.e. αmsd(a,b) =>.

Therefore, we propose a new process discovery technique, IMw (Inductive
Miner without logs), which uses both DFR and MSD and returns models with
formal guarantees. In the following, we first explain the IMw framework, then
we introduce an algorithm that uses the framework, after which we show an
example and discuss the guarantees that it provides.

Framework and Algorithm

The IMw framework takes as input a DFR and an MSD, and returns a process
tree.

First, the IMw framework identifies a cut of the behaviour in the interme-
diate structures: that is, a process tree operator (⊕) with a partition of the
activities (Σ1 . . .Σn), such that the cut adheres to a particular footprint corre-
sponding to the process tree operator ⊕ (see e.g. Figure 5.4). Intuitively, a cut
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describes the relation between the activities in the cut’s partition. Second, the
DFR and MSD are split: for every set of activities in the partition of the cut, a
DFR and an MSD sub-intermediate structure are constructed. Third, the frame-
work recurses on these sub-intermediate structures, which yields a process tree
T1 . . .Tn for each set in the cut’s partition Σ1 . . .Σn . Then, the framework returns
the process tree ⊕(T1, . . .Tn). Fourth, if a base case applies then that base case is
returned: for instance if only a single activity remains in the intermediate struc-
tures, that activity is returned as a process tree leaf. Finally, if no cut can be

Check by midwife

Ultrasound

Check by GP

Blood test

(a) A model.

Ultrasound

Blood test

Check by midwife

Check by GP

(b) Another model.

Check by GP Blood test

Check by midwife Ultrasound

(c) DFR of both models 5.3a and 5.3b.

Check by GP Blood test

Check by midwife Ultrasound

(d) MSD of model 5.3a.

Check by GP Blood test

Check by midwife Ultrasound

(e) MSD of model 5.3b.

Figure 5.3: An example where two process models have the same DFR but different MSD.



96 Live Intermediate Structures in Process Discovery

Algorithm 4: Inductive Miner without Logs (IMw)

Input: DFR D, MSD M
IMw(D, M)

1 base ← findBaseCase(D, M)
2 if findBaseCase successful then
3 return base

4 (⊕,Σ1, . . .Σn) ← findCut(D, M)
5 if findCut successful then
6 D1, M1, . . .Dn , Mn ← split(D, M ,⊕,Σ1 . . .Σn)
7 return ⊕(IMw(D1, M1), . . .IMw(Dn , Mn))

8 return fallThrough(D, M)

found and no base case applies, then a generalisation (fallthrough) is applied.
A discovery algorithm implementing the IMw framework thus has to provide

the functions findBaseCase, findCut, split and fallThrough.
Second, we introduce an algorithm that implements the IMw framework,

called Inductive Miner - infrequent - without logs (IMfw). As IMfw extends IMfd
(Inductive Miner - infrequent - directly follows) [46], we discuss the changed
steps here: cut detection and intermediate structure splitting.

Cut Detection. To perform cut detection, IMfw considers both the DFR and
MSD in a four-stage approach. In stage 1, IMfw searches for particular patterns
(footprints) in both intermediate structures that indicate the presence of cuts
in the behavior of the event log. That is, a footprint is sought that adheres to
footprints in both intermediate structures. Figure 5.4 shows the intuition of
these footprints for the DFR. For the MSD, we exploit the techniques of [42]:

• For a concurrent cut (∧,Σ1, . . .Σn), no (MSD-)edges are present between
the parts.

• For a loop cut (	,Σ1, . . .Σn):

1. Each activity has an outgoing edge;

2. All redo activities that have a connection to a body activity, have
connections to the same body activities;

3. All body activities that have a connection to a redo activity, have
connections to the same redo activities;
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...

sequence:

...

exclusive choice:

...

parallel:

...

loop:

Figure 5.4: Cut footprints [source: [46]].

4. No two activities from different redo children have a connection.

For instance, if the DFR contains unconnected groups of activities, these
groups form the partition of an exclusive-choice cut, as the MSD footprints do
not pose further restrictions.

If no cut is found, then IMfw moves to stage 2: the cut detection procedure
of IMd is applied unchanged. That is, a footprint is sought in the DFR only,
as per Figure 5.4. If still no cut has been found, in the third stage, the DFR is
filtered for infrequent edges [46] and the first stage is applied again. Similarly,
if no cut has been found, the second stage is applied again.

Intermediate Structure Splitting. After cut detection, IMfw splits the DFR
and MSD. The DFR is split according to the partition of the cut, and depending
on the operator, start activities, end activities and empty traces are added as
appropriate (for more details, please refer to [46]).

The MSD is split according to the partition of the cut: for each set of activi-
ties, a sub-intermediate structure is constructed containing only these activities.
The edges are filtered as follows: the edge is kept in the sub-intermediate struc-
ture if and only if its both endpoints are in the set of activities; any other edge
is removed.
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Example

To illustrate the IMw framework and the IMfw algorithm, we walk through its
steps using an example event log: [〈a,b, a,c〉, 〈c, a〉, 〈a,c,b, a,b, a〉,〈a,b,c, a〉].
The DFR and MSD graphs of this log are shown in figures 5.5a and 5.5b. In
the DFR graph, several cuts apply: (	, {a,c}, {b}), (∧, {a,b}, {c}) and (∧, {a}, {b,c}).
Hence, the IMd framework would not have enough information to distinguish
these three cuts and has to choose arbitrarily. The IMw framework uses the
MSD graph, which allows the IMfw algorithm to use more information: there
is an edge between a and b, which excludes (∧, {a}, {b,c}). Furthermore, c does
not contain an outgoing edge, which excludes (	, {a,c}, {b}), which leaves IMfw
to select the cut (∧, {a,b}, {c}). Consequently, IMfw splits the graphs in the sub-
graphs shown in figures 5.5c to 5.5f.

Next, IMfw recurses on the graphs shown in figures 5.5c and 5.5d. In these
graphs, the cut (	, {a}, {b}) is identified and the graph is split into the graphs
shown in figures 5.5g to 5.5j. After this step, IMfw recurses on the graphs of
figures 5.5e and 5.5f, returning a base case c. After recursion on the remaining
graphs, the process tree ∧(	 (a,b),c) is returned.

Guarantees

First, by its use of process trees, the IMw framework guarantees to return a
sound model, that is, the models that are discovered are bounded, free of dead-
locks and free of livelocks.

Second, discovery techniques might guarantee rediscoverability: let P be a
business process being executed in practice and let L be an event log derived
from P . Then, a process discovery technique that discovers a model that is
language equivalent to P provides rediscoverability. As P is unknown, rediscov-
erability is a formal property that is typically proven using assumptions on P

a b

c

(a) Â1.

a b

c

(b) msd1.

a b

(c) Â2.

a b

(d) msd2.

c

(e) Â3.

c

(f) msd3.

a

(g) Â4.

a

(h) msd4.

b

(i) Â5.

b

(j) msd5.

Figure 5.5: DFR and MSD graphs to illustrate the IMw framework.
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and L .
As shown in our example, as IMfw uses more information from the event log

(the MSD), it can handle process trees with direct nestings of ∧ and	 operators,
whereas IMfd does not provide guarantees on such models. We conjecture that
IMfw provides rediscoverability on a larger class of processes (P) than IMd, that
is, on arbitrarily nested ∧ and 	 operators. For a detailed description of this
class and a skeleton proof of its rediscoverability, please refer to [42], however,
a full proof is outside the scope of this thesis.

5.4.2 MINERful

Declarative process models are represented in languages like Declare, which
was firstly introduced in [59]. Some techniques have been proposed to mine
Declare models [23, 24, 49–51]. These techniques are limited to the discov-
ery of constraints based on the standard set of Declare. Furthermore, a more
advanced technique extends Declare by encompassing constraints that branch
on the target parameters, thus providing the process model with the possibility
of defining a much wider set of constraints. The technique is called MINERful
for Target-Branched Declare (TB-MINERful) [22]. The core of TB-MINERful is
MINERful, which has demonstrated the best scalability with respect to the input
size compared to the others [23].

The first step in MINERful is construction of a knowledge base (i.e. inter-
mediate structures), which comprises occurrence, directly follows, directly pre-
cedes, and five declarative relations. Distinctive from other declarative process
discovery techniques, MINERful knowledge base does not cover what is in the
log, but it rather expresses what is not in the log. This leads to a reduction in the
computation time and makes the algorithm linear with respect to the number
of events and activities in the abstraction phase, i.e., O (E ×A ).

In the second step, it deduces a set of constraints that constitutes a model
based on the knowledge base. Constraints are temporal rules constraining the
execution of activities. For example, ChainResponse(a,b) is a constraint which
forces every time a occurs then b occurs immediately afterwards. The likelihood
for a constraint to hold true in a discovered process is estimated by a so-called
support function. A support is measured based on intermediate structures val-
ues. In Table 5.1 we summarize the Declare constraints we use and their support
function. These constraints are subset of a complete set of Declare constraints
mentioned in [51,59].

Finally, in order to prune out redundant constraints, we use subsumption
hierarchy of Declare constraints as introduced in [24]. This says, for example,
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Table 5.1: Declare constraints and support function (source: [30]).

Constraint Description Support Function
Relation constraints

RespondedExistence(a,b) If a occurs in the trace, then b occurs as well 1− 67L (a,b)

#L (a)

Response(a,b) If a occurs, then b occurs after a 1− 7L (a,b)

#L (a)

AlternateResponse(a,b) Each time a occurs, then b occurs afterwards, before a occurs 1− 7L (a,b)+#L (a,b)

#L (a)

ChainResponse(a,b) Each time a occurs, then b occurs immediately afterwards
ÂL (a,b)

#L (a)

Precedence(a,b) b occurs only if preceded by a 1− 6L (b, a)

#L (b)

AlternatePrecedence(a,b) Each time b occurs, it is preceded by a and no other a can occur in between 1− L (b, a)+"L (b, a)

#L (b)

ChainPrecedence(a,b) Each time b occurs, then a occurs immediately beforehand
ÂL (b, a)

#L (b)
Mutual relation constraints

CoExistence(a,b) If b occurs, then a occurs, and viceversa 1− 67L (a,b)+67L (b, a)

#L (a)+#L (b)

Succession(a,b) a occurs if and only if it is followed by b 1− 7L (a,b)+6L (b, a)

#L (a)+#L (b)

AlternateSuccession(a,b) a and b if and only if the latter follows the former, and they alternate each
other in the trace

#L (a,b)+7L (a,b)+"L (b, a)+6L (b, a)

#L (a)+#L (b)

ChainSuccession(a,b) a and b occur if and only if the latter immediately follows the former
ÂL (a,b)+≺L (b, a)

#L (a)+#L (b)
Negative relation constraints

NotChainSuccession(a,b) a and b occur if and only if the latter does not immediately follows the
former

1− ÂL (a,b)+≺L (b, a)

#L (a)+#L (b)

NotSuccession(a,b) a can never occur before b
7L (a,b)+6L (b, a)

#L (a)+#L (b)

NotCoExistence(a,b) a and b never occur together
67L (a,b)+67L (b, a)

#L (a)+#L (b)
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if the support functions of ChainResponse and AlternateResponse are equal, then
we can prune out the AlternateResponse since ChainResponse is subsumed by
AlternateResponse.

5.5 Evaluation

We performed an evaluation in order to investigate the following four experi-
mental goals:

1. To compare the time-performance of process discovery with traditional
settings (Trad) versus process discovery with in-database abstraction (DB).

2. To compare the time-performance of incremental process discovery.

3. To explore the time-performance of update function.

4. To evaluate the quality of models discovered by IMfw compared to other
process discovery techniques.

5.5.1 Traditional Process Discovery vs Process Discovery with
In-database Abstraction

In the first experiment, we compare the run time of the proposed technique
(DB) with the traditional discovery technique (Trad)–both techniques utilize
IMfw (Inductive Miner - infrequent - without logs) as their discovery algorithm,
however, the former performs an abstraction phase in databases while the latter
requires event log files to be loaded into memory before the abstraction. Note
that both DB and Trad produce the same process models as they use the same
process discovery algorithm (IMfw). In this experiment, we applied both tech-
niques to 21 real-life logs1, measured the run time of the different stages of
discovery, and averaged the time over ten runs.

Figure 5.6a shows the results in absolute time while Figure 5.6b shows the
results in relative time: for each log, the run time of Trad has been taken as 1,
while scaling the time of DB. It is clear that DB outperforms Trad for all logs.
Moreover, Trad required more memory to load the two Xerox logs. While 2GB
of main memory is sufficient for the other logs, the Xerox(jun) log required 4GB
and the Xerox(nov) log required 14GB of memory. These logs were obtained

1All logs are publicly available from [27,52,54,76,91,92,98,100], except the two Xerox logs.
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Event log DB (ms) Trad (ms)
Sepsis 122.980 257.253

Road fine 1679.814 7234.506
Hospital 1624.431 6056.864

DailyLiving 66.940 78.009
BPIC12 666.358 2500.539

BPIC15-1 1487.932 1752.467
BPIC15-2 1627.339 1856.859
BPIC15-3 1313.825 1635.915
BPIC15-4 1109.465 1371.014
BPIC15-5 1364.234 1694.923
BPIC17 567.719 3243.250

BPIC18-1 528.849 1502.241
BPIC18-2 255.149 491.158
BPIC18-3 708.057 2637.466
BPIC18-4 1384.690 5265.335
BPIC18-5 442.081 1711.061
BPIC18-6 366.360 1186.907
BPIC18-7 2298.329 9121.744
BPIC18-8 436.011 1220.775

Xerox(jun) 2646.977 29603.720
Xerox(nov) 220470.585 297184.513

(a) Absolute time.
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(b) Relative time and discovery phases in DB vs Trad.

Figure 5.6: The comparison of time-performance in process discovery using in-database
abstraction (DB) vs traditional technique (Trad). Note that both techniques
produce the same process models.
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from processes occurred at the Xerox company in June and November 2015
and contain 1.2M and 15M events. Obviously, these logs do not fit into 2GB
of memory. However, the Xerox(jun) log contains only 54 activities which cor-
responds to 282 edges of DFR and MSD, while the Xerox(nov) log contains 49
activities and corresponds to 287 edges, which fits in 2GB of memory. In fact, all
logs were successfully processed by DB using only 2GB of main memory, as DB
only imported the DFR and MSD of the logs into memory. This illustrates that
the growth of event data does not immediately influence the size of DFR and
MSD, because of which exploring these intermediate structures independently
from event data can save lots of time and resources.

In the following, we elaborate on the results shown in Figure 5.6b by con-
sidering the time spent in the several phases of DB and Trad. As mentioned
in Section 3.1, Trad has six phases, namely extraction, conversion, loading, ab-
straction, mining, and visualization. DB has the same phases except for the first
three. DB does not perform the event logs extraction, conversion, and loading.
However, DB creates some overhead during the database processing, which in
Figure 5.6b is illustrated similar to the loading phase in Trad. Note that here
we do not incorporate the time needed to extract and convert event data into
event logs files. If included, the total time of process discovery in Trad will be
even longer than reported.

As shown in Figure 5.6b, the mining and visualization time of the two ap-
proaches are similar as they utilize the same algorithm and are performed in the
same process mining tool. It is also important to note that the models generated
by DB are exactly the same as Trad, which shows that the in-database abstrac-
tion produces structures precisely the same as the in-memory abstraction and
illustrates its correctness. On the other hand, the abstraction phase in DB takes
longer than in Trad. This is not only because they use different implementation
techniques, but also because the abstraction phase in Trad is executed in main
memory, making it faster than DB. Nevertheless, DB beats Trad as the gain in
DB-overhead is less than the loss in the loading phase.

5.5.2 Incremental Process Discovery

In this section, we show the time-performance of incremental process discovery.
In particular, we observe the time for inserting events into a database, updating
intermediate structures, until mining a process model. We compared incremen-
tal process discovery using in-database abstraction (DB) with traditional tech-
nique (Trad). Moreover, we used the IMd (Inductive Miner - directly follows)
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Figure 5.7: The comparison of time-performance in incremental process discovery using
in-database abstraction (DB) vs traditional technique (Trad).

and MINERful for mining a process model. Note that both DB and Trad produce
the same process models as they use the same process discovery algorithms.

For event data, we used a real dataset from BPI Challenge 2017 [98]. This
dataset relates to the loan applications of a company from January 2016 until
February 2017. In total, there are 1,202,267 events and 26 different activities
which pertain to 31,509 loan applications.

In this experiment, we are interested to have some weekly progress reports.
In the end of each week, we discover both procedural and declarative process
models. These weekly discoveries consider a cumulative data since the begin-
ning of the year until the current time.

In DB, we assumed that each event was inserted into a database precisely at
the time stated in the timestamp attribute of the event log. Then, the database
system immediately processed each new event data as it arrived using triggers in
the database, implementing the update function, thus keeping the intermediate
structures live under updates. In Trad, we split the dataset into several logs such
that each log contained data for one week. For the n-th report, we combined
the log from the first week until the n-th week, loaded it into the process mining
tool ProM, and discovered a process model.
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Figure 5.7 shows the experimental results. The x-axis represents the n-th
week, while the y-axis represents the time spent by user (in seconds) to discover
procedural and declarative process models. The blue dots are the experiment
using DB which includes the total times to insert new events, update the inter-
mediate structures, retrieve the intermediate structures values from the data-
base, and mine a process model, while the red dots are the experiment using
Trad which includes the time to load the XES event log, build the intermediate
structures, and mine a process model.

As shown in the Figure 5.7, after the first two months, DB became faster,
even when considering the time needed to insert events in the database, a pro-
cess that is typically executed in real time and without the business analyst
being present. In Trad, the time to perform the process mining task is growing
linear in the size of the event data (the arrival rate of events in this dataset is
approximately constant during the entire year). This is due to the fact that the
first two phases (loading the data into process mining tool and doing the ab-
straction of the intermediate structures) scales linearly in the number of events,
whereas the mining phase scales in the number of activities. The latter is consid-
erably smaller than the former in most practical cases as well as in this example.
In contrast, DB is more stable over time as the update phase only depends on
the number of newly inserted events and both the retrieval and mining phases
depend on the number of activities rather than the number of events. The vari-
ations in the recorded values of DB are therefore explained by the number of
inserted events in a day. The higher the number of newly inserted events, the
longer it takes to do the update in the relational database system of the inter-
mediate structures.

5.5.3 Update Function

In Section 5.3, we have shown that DFR and MSD can be updated incrementally
using an update function. In this experiment, we aim to show the transforma-
tion of process models over time using the incrementally updated DFR and MSD.
We utilized the application process in the BPI Challenge 2012 and discovered a
process model over three different days of recorded data. We used IMfw for the
process discovery algorithm.

Figure 5.8 illustrates the discovery. On day 1, not all activities have ap-
peared. Three days later, all activities have emerged but we spot a sequence
between activities A_registered (h), A_approved (i), and A_activated (j). This
sequence turns into parallel activities with some loop on day 14. This demon-
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Figure 5.8: Process models are gradually changed over time as more data inserted.
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Figure 5.9: Performance measurement: with all events (a), with removing outliers (b).

strates that processes are subject to alteration and process analyst may get in-
sight into it by inspecting the process drift.

In the implementation, we utilize database triggers to update DFR and MSD.
In order to show the performance of this update step, we measure the pro-
cessing time for handling the first 9000 events of the BPIC12, road fine, and
sepsis logs. Figure 5.9a depicts the performance measurement for all events.
As expected, there is no increasing trend over time. Then, in order to see the
trendline clearer, we zoom-in to events whose processing time are less than 5
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ms (shown in Figure 5.9b). In the beginning, the database needs more time
to process events. We expect that this is due to the database initialization and
some query cache that has not been activated in the beginning. However, after
some point the processing time stabilizes. On average, the time needed for in-
serting one event and updating the corresponding intermediate structures was
1,2 ms. In other words, in one second the database can typically handle around
833 events.

5.5.4 Model Quality

In our fourth experiment, we evaluate the process models discovered by the
newly proposed IMfw algorithm. In particular, we investigate (Q1) whether
IMfw improves over IMfd, and (Q2) whether its models are of a quality that
is comparable to models discovered by techniques that use the full event log:
(1) Inductive Miner - Infrequent (IMf) [44], (2) Indulpet Miner (IN) [48] (our
experiment extends the evaluation in [48]), (3) Split Miner (SM) [11], (4)
Evolutionary Tree Miner (ETM) [16], and (5) the baseline flower model (F)
that allows for any behaviour.

Therefore, we apply 7 process discovery techniques: for each log, we per-
form 3-fold cross validation: of these three parts, two parts are used for dis-
covery while the remaining part is used for evaluation (measuring fitness [82],
ETC-precision [58], simplicity). As some of the discovery techniques are not de-
terministic, this procedure is repeated 10 times. That is, for each combination
of event log and technique, discovery is, in total, applied 30 times. Finally, as
the ETC-precision computation is not deterministic, its computation is repeated
5 times for each of the 30 times.

Results. Table 5.2 shows the results. For the BPIC15 logs, ETC was unable to
produce results within our memory and time constraints, so these results were
obtained using the Projected Conformance Checking framework (PCC) [46].
ETM could not discover models for some event logs, and for five logs, models
discovered by SM were not bounded and could be handled by neither ETC nor
PCC. For BPIC18-4, the models obtained using IMfw could not be measured us-
ing ETC due to their size, thus we exclude these results here. As future work, it
is worth to try other precision measures, such as Earth Movers’ Stochastic Con-
formance Checking [47], and consider the evaluation of conformance measures
using conformance propositions as detailed in [75].

Considering Q1, the measured quality of the models of IMfw and IMfd is
different for all event logs, which indicates that their models are different as
well. In detail, compared to IMfd, IMfw has a higher fitness for Roadfines and
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Table 5.2: Result of the model-quality evaluation. Missing results are denoted with !; re-
sults obtained using PCC are underlined. Extension of the experiment in [48].

f p s f p s
Roadfines Sepsis

IMf 0.98±0.00 0.79±0.04 97.97±4.78 0.91±0.02 0.41±0.06 140.23±13.85
IN 0.98±0.00 0.79±0.02 96.50±7.00 0.91±0.02 0.43±0.05 122.43±8.66
ETM 0.89±0.08 0.68±0.27 117.93±85.12 ! ! !
SM 1.00±0.00 0.96±0.00 82.00±0.00 0.76±0.00 0.73±0.01 138.00±0.00
IMfd 0.82±0.08 0.91±0.05 110.47±9.39 0.92±0.04 0.35±0.04 187.63±10.23
IMfw 0.85±0.00 0.85±0.03 89.30±6.74 0.90±0.04 0.36±0.04 127.47±6.56
F 1.00±0.00 0.38±0.01 46.00±0.00 1.00±0.00 0.21±0.00 61.00±0.00

bpic12 bpic15-1
IMf 0.97±0.01 0.59±0.03 186.57±9.59 1.00±0.00 0.66±0.04 1286.07±149.54
IN 0.36±0.07 0.88±0.05 116.30±30.52 0.78±0.01 0.97±0.01 91.50±54.38
ETM ! ! ! ! ! !
SM 0.96±0.00 0.68±0.00 239.00±0.00 ! ! 4715.20±8.88
IMfd 0.95±0.07 0.51±0.02 175.80±5.94 1.00±0.00 0.64±0.03 1350.17±178.09
IMfw 0.95±0.05 0.42±0.15 142.57±32.58 1.00±0.00 0.64±0.03 1289.63±168.41
F 1.00±0.00 0.11±0.00 85.00±0.00 1.00±0.00 0.64±0.01 1145.30±20.02

bpic15-2 bpic15-3
IMf 0.99±0.00 0.76±0.04 1048.10±167.84 1.00±0.00 0.71±0.03 1201.63±133.03
IN 0.74±0.01 0.96±0.01 114.10±23.71 0.79±0.01 0.97±0.01 118.37±80.59
ETM ! ! ! ! ! !
SM ! ! 5077.27±10.28 ! ! 3995.47±8.96
IMfd 1.00±0.00 0.66±0.02 1526.90±154.14 1.00±0.00 0.63±0.02 1433.27±156.39
IMfw 1.00±0.00 0.66±0.02 1479.50±134.67 1.00±0.00 0.65±0.03 1218.13±138.88
F 1.00±0.00 0.64±0.01 1172.70±24.44 1.00±0.00 0.66±0.01 1114.50±16.26

bpic15-4 bpic15-5
IMf 0.99±0.00 0.75±0.03 1082.47±98.26 0.99±0.00 0.79±0.05 1108.60±141.55
IN 0.76±0.02 0.93±0.03 272.17±63.98 0.75±0.02 0.96±0.02 244.17±120.50
ETM ! ! ! ! ! !
SM ! ! 3882.73±5.00 ! ! 4730.20±11.38
IMfd 1.00±0.00 0.67±0.03 1379.83±140.28 1.00±0.00 0.66±0.03 1519.63±160.24
IMfw 1.00±0.00 0.66±0.02 1287.80±74.46 1.00±0.00 0.65±0.02 1343.60±122.12
F 1.00±0.00 0.65±0.02 1024.30±27.16 1.00±0.00 0.65±0.02 1116.40±26.41

bpic18-1 bpic18-2
IMf 1.00±0.00 0.95±0.02 54.87±0.73 0.96±0.00 0.96±0.05 43.70±6.73
IN 1.00±0.00 0.95±0.02 54.87±0.73 0.96±0.00 0.96±0.05 43.70±6.73
ETM 0.97±0.04 0.95±0.12 77.50±86.35 0.99±0.00 0.76±0.21 183.93±91.24
SM 1.00±0.00 0.97±0.03 59.00±0.00 1.00±0.00 0.95±0.02 90.00±0.00
IMfd 1.00±0.01 0.81±0.09 65.77±1.28 1.00±0.01 0.76±0.05 83.87±6.53
IMfw 0.97±0.00 0.96±0.03 47.87±0.73 0.97±0.01 0.95±0.05 46.47±4.34
F 1.00±0.00 0.32±0.00 30.00±0.00 1.00±0.00 0.51±0.00 27.00±0.00

bpic18-3 bpic18-4
IMf 0.93±0.00 0.53±0.01 74.77±1.28 0.86±0.04 0.35±0.03 96.57±14.44
IN 0.79±0.04 0.95±0.04 55.60±17.73 0.61±0.19 0.83±0.27 71.97±50.49
ETM ! ! ! ! ! !
SM 1.00±0.00 0.67±0.01 291.00±0.00 0.99±0.00 0.55±0.00 247.00±0.00
IMfd 0.87±0.10 0.44±0.05 247.53±45.40 ! ! 218.17±22.80
IMfw 0.87±0.08 0.39±0.05 110.30±20.51 ! ! 136.57±12.41
F 1.00±0.00 0.14±0.00 68.90±0.55 1.00±0.00 0.18±0.00 57.00±0.00

bpic18-5 bpic18-6
IMf 0.80±0.01 0.67±0.01 129.10±15.84 0.97±0.00 0.55±0.02 73.83±2.74
IN 0.78±0.01 0.69±0.05 164.00±43.89 0.97±0.00 0.55±0.02 73.83±2.74
ETM ! ! ! ! ! !
SM 0.88±0.00 0.74±0.00 131.00±0.00 1.00±0.00 0.72±0.01 147.00±0.00
IMfd 0.76±0.06 0.67±0.11 118.97±23.81 0.94±0.00 0.57±0.02 121.87±0.73
IMfw 0.68±0.02 0.82±0.05 138.47±13.55 0.85±0.00 0.57±0.02 81.87±0.73
F 1.00±0.00 0.15±0.00 54.00±0.00 1.00±0.00 0.34±0.01 39.00±0.00

bpic18-7 bpic18-8
IMf 0.93±0.02 0.83±0.01 164.67±17.54 1.00±0.00 0.89±0.06 54.87±3.17
IN 0.89±0.03 0.84±0.02 220.43±70.34 1.00±0.00 0.89±0.05 54.87±3.17
ETM ! ! ! ! ! !
SM 0.02±0.00 0.96±0.00 333.00±0.00 1.00±0.00 0.97±0.03 66.00±0.00
IMfd 0.87±0.04 0.49±0.04 296.97±42.23 0.99±0.01 0.74±0.08 75.43±10.25
IMfw 0.92±0.00 0.46±0.04 141.67±8.28 0.96±0.02 0.85±0.05 56.97±5.18
F 1.00±0.00 0.64±0.01 81.00±0.00 1.00±0.00 0.41±0.01 27.00±0.00
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BPIC18-7, and a higher precision for Sepsis, BPIC15-3, BPIC18-1, BPIC18-2,
BPIC18-5 and BPIC18-8. Furthermore, the models discovered by IMfw were
simpler for 14 out of the 16 logs.

However, there are some models where IMfd outperforms IMfw. Figures 5.10a
and 5.10b show the model returned by IMfw and IMfd for the BPIC12 log, re-
spectively. These two models have the same fitness value but the precision value
of the IMfd model is higher than the IMfw model. From Figure 5.10a we can
see that there is a quite big loop of activities. These activities can be executed
in any order, hence making the IMfw model less precise.

Considering Q2, IMfw obtained (on average) pareto-optimal results for 6
logs (BPIC12, BPIC15-2, BPIC15-4, BPIC18-1, BPIC18-2, BPIC18-5) of the 14
successfully tested logs. That is, for these event logs, no model discovered by
any other technique is as good as the model discovered by IMfw on all dimen-
sions, and better on at least one. This does not ensure that IMfw is the best
choice for all imaginable use cases, however it shows that even though the
IMfw algorithm uses less information from event logs, it can nevertheless dis-
cover optimal results compared to techniques that use the entire event log (IMf,
IN, ETM, SM) and to the baseline algorithm (F), while being more broadly ap-
plicable than ETM and SM.

Finally, IMfw’s results tend to have large variations, which, given the cross
validation procedure, we believe is due to IMfw’s use of intermediate structures,
causing it to use less information from the event log than other techniques.

5.6 Conclusion

This chapter discusses live intermediate structures in process discovery. We
first briefly introduce the concept of process discovery by providing some ex-
amples of process discovery techniques and explaining how they can be cate-
gorized based on their characteristic approach [80]. Despite of the variety of
approaches, most process discovery techniques apply a “separation of concerns”
where the algorithms are split into an abstraction and a mining phase. During
abstraction, an intermediate structure is computed which is used in the mining
phase.

In incremental process discovery, we benefit from this fact by performing the
abstraction phase directly in event data storage (i.e. in-database abstraction).
However, not all intermediate structures can be made into incremental versions.

This chapter introduces eleven intermediate structures that comply with the
incremental process mining requirements mentioned in Definition 4.2. In par-



110 Live Intermediate Structures in Process Discovery

(a)

(b)

Figure 5.10: Process models of the BPIC12 log returned by (a) IMfw (b) IMfd.

ticular, we discussed how the intermediate structures can be updated under
insertions of events, how they can be constructed in a single-pass reading of an
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event log, and whether their size is independent of the number of events. Fur-
thermore, we presented pseudocodes for the update algorithms and elaborate
how process discovery algorithms utilize intermediate structures for mining a
model.

The process discovery phase of our approach consists of a newly proposed
Inductive Miner framework, i.e. Inductive Miner without logs (IMw), and a new
algorithm which implements the framework, i.e. Inductive Miner - infrequent -
without logs (IMfw), that takes Directly Follows Relation (DFR) and Minimum
Self Distance (MSD) to discover a process model by recursively searching for
cuts until a fallthrough is necessary or a base case is found. Moreover, we
utilize the MINERful algorithm, that takes eight types of intermediate structures
(occurrence, directly follows, directly precedes, no following, no preceding, no
co-occurrence, repetition, and contrariwise repetition relations) to discover a
declarative process model.

We evaluated our approach on four aspects. The first experiment showed
that process discovery with in-database abstraction yields performance bene-
fits in terms of computation time and memory usage compared to traditional
process discovery with in-memory abstraction. The second experiment showed
that in-database abstraction outperforms the traditional approach in incremen-
tal settings. The third experiment revealed how the in-database abstraction
progressively builds DFR and MSD, and that the time required to process events
has a constant trend after an initialization period, such that the live abstractions
have a constant performance impact, independent of the size of the log. Finally,
the fourth experiment showed that IMfw performed comparable to the existing
Inductive Miner and to the other process discovery techniques which require
more information from event logs.

Acknowledgement. The work presented in this chapter about Inductive Miner
without logs (IMw) was carried out in conjunction with Sander J.J. Leemans
from Queensland University of Technology. We would like to thank him for his
contributions.
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This chapter discusses conformance checking, in particular alignments as a
fundamental approach in conformance checking. We first briefly introduce con-
formance checking in Section 6.1. Then, we elaborate some of the basic con-
cepts in alignments, the challenges of alignments, and an advanced technique
called incremental alignments in Section 6.2. Based on the idea of incremen-
tal alignments, we argue that precomputed rules may be leveraged to improve
the time needed to compute alignments. To this end, we use both structural
and behavioral properties of process models to derive rules and we compare
events against these rules. A violation in one of the rules indicates a problem
in the event. Before alignments are computed, we mark the problematic events
as so-called splitpoints. The more detailed explanation about alignments with
predefined splitpoints can be found in Section 6.3. Finally, in Section 6.4 we
evaluate the proposed approach with existing approaches in alignments and
conclude the chapter in Section 6.5.

6.1 Introduction to Conformance Checking

Conformance checking is a challenging yet essential part of process mining
which evaluates whether “the reality” matches with “the design” [21]. In partic-
ular, it checks whether an event log that contains the actual process executions
matches with a process model that describes how a process should look like. A
process model may be generated by automated process discovery techniques or
designed manually.

The importance of conformance checking emerges from the fact that process
executions may deviate in reality. Regulation changing, emergency reasons, or
machine defects are examples of deviation which can lead a process to proceed
differently from normal situations. Moreover, the process model itself may cause
deviation. It is possible that a process discovery algorithm is not robust enough
to capture all behavior in an event log, thus yielding a process model that is
not a representative of the log. The other factor may come from a hand-made
model that is already out of date. These are examples that illustrate the need
for an automated technique to match a log and a model.

The contents presented in this chapter are based on the following publication:

• A. Syamsiyah and B.F. van Dongen. Improving Alignment Computation using Model-based
Preprocessing. In International Conference on Process Mining, ICPM 2019, Aachen, Germany,
June 24-26, 2019, pages 73–80. IEEE, 2019
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The degree of adequacy of a process model in describing a log is measured
in four criteria: fitness, precision, generalization, and simplicity [80]. Fitness
measures the proportion of behavior in an event log that is allowed by a model,
while precision describes how much behavior of a model is present in an event
log. A precise model should not allow behavior that is unrelated with the behav-
ior seen in the log. In contrast, generalization ensures that a model generalizes
the behavior seen in an event log since a log only captures example behavior
and may not contain all possible behavior. Finally, simplicity aims for the sim-
plest model possible that is able to explain the behavior in a log. These four
dimensions form balanced criteria to guarantee that a process model is able to
replay a log, neither overfitting nor underfitting, and simple.

To define metrics for measuring the four criteria mentioned above, several
conformance checking techniques have been proposed. The first brick of con-
formance checking was conceptualized by the work in [62]. This work focuses
on replaying the behavior in an event log within a process model by “play-
ing a token-based game” (see Definition 3.19 and the newest implementation
in [14]). It takes each trace in a log and fire transitions in a model according to
the order of events in the trace. Thereafter, the quantities of tokens consumed
by the fired transitions and the total number of tokens produced after firing are
recorded. If a transition that is supposed to be fired is not enabled, it fires an
invisible transition. Otherwise, a missing token is added in the input place of
the transition. When the replay finishes, all produced, consumed, missing, and
remaining tokens are used to measure the conformance between the log and the
model. Unfortunately, although this work puts the basis of conformance check-
ing, the results may be ambiguous and unreliable. This comes from the fact that
the added tokens may generate extra behavior that cannot be performed by the
model. Another weakness is that this work does not provide a path through the
model.

To tackle these issues, a more advanced technique called alignments was
introduced in [10]. This seminal work is rapidly developed into the state-of-
the-art of conformance checking. Alignments are robust against intricacies in
process models such as duplicate labels and invisible transitions. Moreover,
they are precise in defining the four metrics mentioned above. However, com-
puting globally optimal alignments is a complex task and challenging from a
computational point of view. In the next section, we discuss further alignments
and its challenges.
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d e

p0

p1 p2

p3 p4

p5 p6

Figure 6.1: A simple Petri net.

6.2 Introduction to Alignments

An alignment is a way of relating events in a trace to transitions in a Petri net.
Typically, when using alignments, an optimal alignment is sought, i.e. one that
minimizes a certain cost function that associates costs to events not represented
by the firing of a corresponding transition, or transition firings which do not
correspond to events.

To illustrate alignments, let us consider an example as follows. A Petri net
N with an initial marking mi = [p0] and a final marking m f = [p6] as denoted
in Figure 6.1 is aligned with a trace σ = 〈e,d〉. Assume that we have an oracle
for computing alignments, the oracle identifies an optimal alignment with five
deviations, namely:

log trace À À À À e d
execution sequence a b c d e À

Each column in this matrix, i.e. pair (x, y), is a move of the alignment. There
are three types of moves: (1) synchronous move, if both trace and execution
sequence agree on a move by referring to the same activity, (2) log move, if
an activity only corresponds to a trace, and (3) model move, if an activity only
corresponds to an execution sequence. The pairs (À, x) and (x,À) are used to
describe a log and a model move respectively.

For simplicity, we use unit cost function for alignments, i.e. each log and
model move is penalized by one, while a synchronous move has a zero cost. In
this example the total cost of the alignment is five since there are four log moves
and one model move. In the next section, we look into the detail how the oracle
of alignments works.

6.2.1 Computing Alignments

To compute alignments, a Petri net is first transformed into an incidence matrix.
This is a matrix with |P | rows and |T | columns which reflects the flow relation
in a Petri net.
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(>>,e) (>>,d)
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p0
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p3 p4

p5 p6

p1

q0 q1 q2

(e,e)(d,d)

Figure 6.2: The synchronous product of the Petri net in Figure 6.1 and a trace σ= 〈e,d〉.

Definition 6.1 (Incidence Matrix). Let N = (P,T,F, l ,mi ,m f ) be an accepting
Petri net. An incidence matrix C is a |P | × |T | matrix such that for all p ∈ P and
t ∈ T holds that:

C(p,t) =


−1, if (p, t ) ∈ F and (t , p) 6∈ F

1, if (t , p) ∈ F and (p, t ) 6∈ F

0, otherwise.

A marking m′ is reachable from another marking m if there is a firing se-
quence θ in N from m to m′, denoted as m [θ〉m′. We use ~m to denote a
column vector of the number of tokens for each place, i.e. ~m(p) = m(p). More-
over, we use~θ to denote a column vector of the occurrences of each transition in
θ, i.e. ~θ(t ) = #0≤i<|θ|θ(i ) = t . Finally, m [θ〉m′ can be translated into the following
marking equation: ~m +C ·~θ = ~m′ with C is the incidence matrix of N .

Traditionally, finding optimal alignments is done using A? on the state space
of a so-called synchronous product of the Petri net and the trace. The syn-
chronous product for the model of Figure 6.1 and the trace 〈e,d〉 is shown in
Figure 6.2. This model is again a Petri net. The purple parts are the transitions
of the original model (i.e. model moves) and the yellow parts are the events in
the trace represented as labeled transitions (i.e. log moves). In the middle (the
green ones), two synchronous transitions are shown that combine transitions
with identical labels from the top and bottom model (i.e. synchronous moves).

The problem of finding an optimal alignment is identical to the problem
of finding a firing sequence in the synchronous product while minimizing the
number of model- or log-moves. The A? technique used in [10, 99] relies on
a heuristic function h to underestimate the remaining costs to reach the final
marking in the model while explaining all remaining events. If h is of poor qual-
ity, A? visits almost the entire space thus leading to extremely high computation
time. The runtime complexity of finding optimal alignments is exponential in
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the size of a synchronous product in the worst case scenario. Technically, the h
value is calculated using Petri net theory and it is based on a solution vector of
a marking equation minimizing the cost function.

Definition 6.2 (Heuristic Function [99]). Let N = (P,T,F, l ,mi ,m f ) be an ac-
cepting Petri net. Let C be an incidence matrix of N and let c : T → R≥0 be a cost
function. We use ~c to denote a column vector of the cost values for each transition,
i.e. ~c(t ) = c(t ).

A heuristic function is defined as h : B(P ) → R≥0 such that for each marking
m ∈B(P ) holds that h(m) =~cᵀ ·~x where ~x is the solution vector to:

minimize ~cᵀ ·~x
subject to ~m +C ·~x = ~m f

∀t∈T~x(t ) ∈N

If no solution ~x to the equation system exists, then h(m) =+∞.

6.2.2 Challenges of Alignments

In general, the solution vector used in alignments does not necessarily corre-
spond to a realizable firing sequence, which leads to A? searching through large
search spaces. To explain this, we first introduce three types of errors. Then, we
elaborate how alignments produce a solution vector with respect to each error.
Note that here we use a shorthand notation of a solution vector ~x, denoted as
xs , where xs is a multiset over a set of transitions T , i.e. xs : T → N, such that
∀t∈T xs (t ) =~x(t ).

There are three types of errors: (1) missing event, where a model has more
activity in the execution sequence than a trace does, (2) additional event, where
a trace has more event than a model does, and (3) swapped events, where two
events occurred in different orders. Figure 6.3 displays three synchronous prod-
ucts of a process model and a trace containing each of the errors. The process
model shown is simply a sequence of activity a followed by activity b. For a
practical matter, we consistently use purple for representing a model move, yel-
low for a log move, and green for a synchronous move.

Figure 6.3a shows a trace that misses activity b. Thus, the solution vector
contains a synchronous move on a and a model move on b. On the other hand,
Figure 6.3b shows a trace that has an additional activity b, hence the solution
vector contains a synchronous move on a and b plus a log move on the second
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q0 q1

(a,a)

(>>,b)
q3 q4

(b,b)
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xs = [(a,a),(b,>>)] xs = [(a,a),(b,b),(b,>>)]

xs = [(a,a),(b,b)]

(b,b)

(>>,b)

Figure 6.3: Three different synchronous product in which the trace contains an error:
(a) missing event, (b) additional event, (c) swapped events.

b. Meanwhile, Figure 6.3c represents swapped events in a trace. Interestingly,
the solution vector for this particular case suggests synchronous moves on both
a and b. However, if the synchronous a is the first firing, then it results in a
negative marking on place q1. Similarly, if the synchronous b is the first firing,
then it results in a negative marking on place p1. This illustrates that although
a solution vector exists, it does not imply the existence of a firing sequence
associated with it. Consequently, the search will end up in a marking where all
solution vectors are unknown.

To explain this, we use the previously mentioned Petri net in Figure 6.1. This
net is aligned with a trace σ = 〈e,d〉 and we know that the synchronous prod-
uct is depicted in Figure 6.2. Solving the marking equation of this synchronous
product results in a solution vector that suggests three model moves of a,b,c
and two synchronous moves of d ,e, i.e. xs = [(a,>>), (b,>>), (c,>>), (d ,d), (e,e)].
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cost so far
remaining cost

mi

mf

Figure 6.4: A? state space of the synchronous product in Figure 6.2 using classical align-
ments.

Similar to the previous case, both synchronous moves on d and e cause a nega-
tive marking, indicating these two moves are unrealizable.

To make it clear, we investigate the alignment search within A? state space
as illustrated in Figure 6.4. In each node, we plot the total cost so far (using
the unit cost function) and the heuristic value of the remaining cost. As shown
in the figure, the search ends up in red nodes where all solution vectors are
unknown. To continue the search, the exact heuristic value of these nodes needs
to be computed, which eventually leads the A? to investigate all interleaving of
the parallel parts before realizing that there is a swap in the end. This example
shows that A? performs poorly, in particular with the combination of parallelism
and swapped events, due to the low accuracy of the heuristic function.
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6.2.3 Incremental Alignments

To improve the accuracy of heuristic function, incremental alignments, as in-
troduced in [99], split the marking equation to guarantee that a transition is
enabled before firing, i.e. there are enough tokens present in the input place
of the transition. The extended marking equation yields a new heuristic func-
tion as stated in Definition 6.4. The heuristic function requires a consumption
matrix as mentioned in Definition 6.3.

Definition 6.3 (Consumption Matrix). Let N = (P,T,F, l ,mi ,m f ) be an accepting
Petri net. A consumption matrix C− is a |P |×|T | matrix such that for all p ∈ P and
t ∈ T holds that:

C−(p,t) =

{
−1, if (p, t ) ∈ F

0, otherwise.

Definition 6.4 (Heuristic Function with Extended Marking Equation [99]). Let
σ be a trace, N = (P,T,F, l ,mi ,m f ) be an accepting Petri net. S is a synchronous
product of N and σ, i.e. S =⊗(N ,σ). The corresponding incidence matrix of S

is C and the consumption matrix of S is C−. Moreover, let c : T → R≥0 be a cost
function and let σ to be divided into k subtraces such that σ=σ1 · ... ·σk .

A heuristic function is defined as hmi =~cᵀ ·Σ0≤a≤k ~xa +~cᵀ ·Σ0≤a≤k ~ya where ~xa

and ~ya provide the solution to:

minimize ~cᵀ ·Σ0≤i≤k~xi +~cᵀ ·Σ0≤i≤k~yi

subject to ~mi +C · ~x0 +C ·Σ1≤a≤k (~xa + ~ya) = ~m f (1)

∀1≤a≤k ~mi +C · ~x0 +C ·Σ1≤b<a(~xb + ~yb)+C− · ~ya ≥ 0 (2)

∀0≤a≤k∀t∈T ~xa(t ) ∈N (3)

∀1≤a≤k∀t∈T ~ya(t ) ∈ {0,1} (4)

∀1≤a≤k∀(t m ,t l )∈T witht l 6= t1+Σ1≤b<a |σb |~ya((t m , t l )) = 0 (5)

∀1≤a≤k~1
ᵀ · ~ya = 1 (6)

In the following, we explain the equation system mentioned in Definition 6.4
which is based on [99]. Let ϕ ∈ T ∗ be an optimal alignment for a trace σ. We
can split ϕ into k subtraces, i.e. ϕ = ϕ0 · ... ·ϕk , such that for 0 < i ≤ k, ϕi starts
with a log move or a synchronous move to ensure that a token in the trace
model is moved.

In Definition 6.4, variables ~ya refer to the first transition in each ϕi , i.e. the
log or synchronous move, while ~xa refer to any other transition firing. Rule (1)
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is the original marking equation, i.e. the final marking can be reached from
the initial marking through the firing of ~xa and ~ya . Rule (2) is the extended
marking equation to guarantee that after firing ϕ0 until ϕa−1, there are enough
tokens available to fire the first transition in ϕa . Furthermore, rule (3) and (4)
are used to bind ~xa and ~ya , respectively. Finally, rule (5) and (6) guarantee
that only one element of ~ya which equals to one and that is the transition of the
synchronous product corresponding to the start of σa .

Intuitively, this approach works by iteratively identifying events which are
known to be problematic. In the underlying A? search technique, these events
are identified as splitpoints, i.e. the heuristic function is enhanced to ensure
these events are explained properly. The technique starts with heuristic function
h;. Whenever an event σ(i ) at index i of the trace σ is found to be problematic,
this index is added to the heuristic, i.e. we get h{i } and the search starts again.
Index i is then referred to as a splitpoint. By splitting the marking equation in
the heuristic function, it becomes more accurate and therefore the A? search
becomes faster.

To illustrate this case, we apply incremental alignments to the previous ex-
ample, i.e. aligning the Petri net in Figure 6.1 with a trace σ= 〈e,d〉. In the first
iteration, the heuristic function h; (without splitting) is used, and as shown
before it is unable to identify the swapped activities right from the beginning.
Since the search is stuck after explaining activity e in σ, the trace is split in e
yielding a transformation of σ into σ= 〈e〉·〈d〉. Here the function is changed into
h{1} and the solution vector is changed into xs = [(a,>>), (b,>>), (c,>>), (d ,>>),
(e,e), (>>,d)]. Using the new solution vector, we revisit the A? state space as dis-
played in Figure 6.5. Different to the classical alignment, the heuristic function
pointed in red is known (i.e. it now correctly identifies the swapped activities),
hence A? is able to quickly identify an optimal alignment.

While this technique is proven effective for certain cases, identifying split-
points requires a partial search through the state space of the synchronous prod-
uct and each additional splitpoint requires the technique to search through a
larger and larger part thereof. Therefore, in the following section, we show two
approaches to precompute splitpoints.
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Figure 6.5: A? state space of the synchronous product in Figure 6.2 using incremental
alignments.

6.3 Alignments with Predefined Splitpoints Based
on Rule Checking

Different from the incremental alignments which let the A? algorithm split dur-
ing the search, we give A? hints of where to split before the alignment computa-
tion starts using rule checking. We first introduce the rule checking by assuming
the Petri nets does not have duplicate labels nor invisible transitions and after-
wards we consider the more complex Petri nets.

The idea behind the rule checking is simple. A Petri net is essentially a set
of rules which have to hold when executing the model, e.g. it cannot consume
more tokens from a place than have been produced in this place. Such rules,
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which are provided at the level of transitions, can be translated to rules on the
level of activities. As each event in a trace also refers to an activity, we can
decide for which events these rules are violated. If an event violates one of the
rules, the event index is stored as a splitpoint.

A violation of these rules intuitively implies that, in order to explain the
event using the model, additional transitions need to be fired (which in align-
ment terms would be “move on models”) or the event should be flagged as a
deviation (a “move on log”). By adding the index of an event violating a rule to
the heuristic function, we basically force the heuristic in the A? search algorithm
to explain the event properly.

There are two techniques to define rules of a process model: place-based
rules (Section 6.3.1) which directly use the places of the Petri net, and behav-
ioral-profile based rules (Section 6.3.2) which use more long-term relations be-
tween activities.

6.3.1 Place-based Rules

Given an accepting Petri net N = (P,T,F, l ,mi ,m f ), place-based rules (ρN ) are a
set of constraints reflecting the structural properties of N . In order to enable a
transition, there must be enough tokens available in the corresponding places.
Therefore, for each place p ∈ P , at any point in a firing sequence of that Petri
net, the number of executions of input transitions must be greater or equal to
the number of executions of output transitions. We refer to Definition 3.13 for
the formal definition of place-based rules.

Consider a simple process model N in Figure 6.6. The place-based rules of

Table 6.1: Checking a trace σ = 〈a,c,b,c,b,d ,e〉 based on place-based rules leads to the
splitpoints spσ = {2,4,6}.

σ=
ρN 〈a c b c b d e〉
1 ≥ a > > > > > > >
a + c ≥ b > > > > > > >
b ≥ c+d

> ⊥ > ⊥ > ⊥ ⊥
0 6≥1+0 1 6≥2+0 2 6≥2+1 2 6≥2+1

d ≥ e > > > > > > >
e ≥ 0 > > > > > > >
splitpoints: 2 4 6
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N are as follows. Place p0 is a source place containing one token, hence the
rule is ρp0

(σ) = 1 ≥ #1≤i≤|σ|σ(i ) = a, or using shorthand notation: 1 ≥ a. Place p1

has both a and c as the input transitions and b as the output transition, hence
the rule is a + c ≥ b. Similarly, the rules of p2 and p3 are b ≥ c +d and d ≥ e,
respectively. Meanwhile, place p4 induces the trivial rule e ≥ 0 since it is a sink
place which does not have any output transitions.

Using the function ρp , a splitpoint is defined at each index i in a trace if the
result of the rule is true up to index i −1 and then becomes false. We denote spσ
as splitpoints based on ρN and refer to Definition 3.14 for the formal definition.

Consider again a process model N depicted in Figure 6.6. Let σ= 〈a,c,b,c,b,
d ,e〉 be a trace to be aligned with N . The place-based rules of N (ρN ) are
displayed on the first column of Table 6.1. Based on this set of rules, we replay
σ and obtain the following splitpoints spσ = {2,4,6}. This means the 2nd, the 4th,
and the 6th event of σ violate some rules in ρN . As shown in Table 6.1, all these
events violate the third rule as the number of occurrences of b in the trace is less
than the number of occurrences of c and d . The 7th event also violates the third
rule. However, it does not introduce a splitpoint as the rule is already violated
before.

The example above uses a simple Petri net without any duplicate labels and
silent transitions. Because of the one-to-one correspondence between transi-
tions and activities, the places, which impose restrictions on the number of
firings of transitions, directly translate to rules on the level of activities. In the
reminder of this section, we show how to deal with duplicate activities and
so-called τ-labeled transitions.

Handling Duplicate Labels

Consider a Petri net with duplicate labels in Figure 6.7. According to Defini-
tion 3.13, the place-based rules of the net are ρN = {1 ≥ a, a ≥ b,b ≥ a, a ≥ c,c ≥

a b

c

d e

p0 p1 p2 p3 p4

Figure 6.6: A simple example of Petri net.

a b a c

Figure 6.7: An example of Petri net with duplicate labels.
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a ≥ b 
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+
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+

Figure 6.8: Different scenarios in handling silent transitions: (i) τ is an output transition
of p, (ii) τ is an input transition of p, (iii) τ is an input transition of p and an
AND-join.

0}. Suppose that a trace σ= 〈a,b, a,c〉 is checked against ρN . This trace perfectly
fits with the net, however, the rule checking produces splitpoints spσ = {1,3}.
Based on ρN , the 1st event violates the constraint b ≥ a while the 3rd violates
1 ≥ a.

The cause of this violation is the fact that there are two transitions labeled a
in the model and we cannot distinguish two different a’s within a trace. Since
it is impossible to make any assumptions on which event belongs to which tran-
sition, we aggregate the rules pertaining to activity a by adding them.

Technically, first we rewrite the rules to ensure unique labels, i.e. we change
activity a into a1 and a2, hence the rules become ρN

′ = {1 ≥ a1, a1 ≥ b,b ≥ a2, a2 ≥
c,c ≥ 0}. If we add the 1st and 3rd constraints in ρN

′, we obtain 1+b ≥ a1 +a2,
i.e. the initial token and the tokens produced by firing b should suffice, at any
point in the trace, to fire any of the transitions referring to a. It is clear that the
total occurrences of a in any valid execution sequence equals to sum over the
duplicate labels of a, i.e. a = a1 +a2. Therefore, 1+b ≥ a1 +a2 is equivalent to
1+b ≥ a. With the same technique, we obtain a ≥ b + c from adding a1 ≥ b and
a2 ≥ c. Finally, the rules become ρN

′ = {1+b ≥ a, a ≥ b + c,c ≥ 0}. If we check σ

against ρN
′, all events in σ are satisfied with ρN

′ as we expected.

Note that aggregating rules in this manner can always be done as these are
sets of inequalities and one can always add arbitrary transitions to the left-hand
side as well as remove arbitrary transitions from the right-hand side, thereby
weakening the constraint.
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Handling Silent Transitions

Besides duplicate labels, we also frequently encounter silent transitions in pro-
cess models. A silent transition (or τ-labeled transition) does not correspond
to any activity label in a trace. Therefore, if it appears in a rule, we cannot
decide how many times such a transition has fired at any point in the trace and
we need to eliminate τ from rules. Let p be the place to which τ is connected.
There are two scenarios, namely τ is either an output or input transition of p.
In the first case, we ignore τ by deleting it from the rule. A deletion does not
affect any behavior except that it makes the constraint less restrictive. Consider
a Petri net in Figure 6.8i. The rule of p is a ≥ b+τ which is transformed to a ≥ b.

In the second case, we cannot remove τ as before because the inequality may
no longer hold after the removal (note that from τ+ x ≥ y we cannot conclude
that x ≥ y). Our approach is to backtrack and find the closest place p ′ which has
a non silent input transition t . We then add p ′ with p and combine their input
and output transitions as in duplicate labels. As illustrated in Figure 6.8ii, we
combine p and p ′ which yields a + c +d ≥ b +e after removing τ in both sides.

However, there is a possibility in which not only one place connected to τ,
i.e. τ roles as an AND-join. If the connected places are p ′ and p ′′, there will
be two place combinations, namely {p ′, p} and {p ′′, p}. This results to two new
rules, as illustrated in Figure 6.8iii.

Note that dealing with duplicate labels and dealing with silent transitions
are both non-trivial tasks for more complex net structures. This problem equals
the variable elimination problem for systems of linear inequations which has
a complexity that is worst case double exponential in the number of variables
that need to be reduced, i.e. the set T . However, for the net structures typically
encountered in practice the intuition provided above is sufficient, also from a
computational point of view.

A second technique to pre-compute rules using the Petri net as input is by
using so-called behavioral profiles.

6.3.2 Behavioral Profile-based Rules

Behavioral profiles define relations for all pairs of activities of a process model.
There are four types of behavioral profiles (see Definition 3.16 for the formal
definition):

1. Strict order relation ( ). Two activities a and b are in strict order relation
if and only if for all execution sequences, if b occurs, b occurs after a, but
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not the other way around.

2. Reverse strict order relation (  ), which is the inverse of strict order rela-
tion.

3. Exclusiveness relation (+). Two activities a and b are in exclusiveness re-
lation if and only if there does not exist an execution sequence in which
both a and b occur together.

4. Interleaving order relation (||). Two activities a and b are in interleaving
order relation if and only if there exists an execution sequence in which
a occurs after b and there exists an execution sequence in which b occurs
after a.

Behavioral profile-based rules (βN ) checks events whether they comply with
behavioral profiles of a process model (see Definition 3.17). As events are
checked according to their order in a trace, an error arises when the relation
between any previous activity and the last activity in the trace is reverse strict
order (the new activity should occur before) or exclusive (both activities should
not happen together). The former violation indicates there are swapped events,
while the latter indicates there is an additional event. Note that behavioral
profile-based rules cannot detect a missing event since the (reverse) strict re-
lation only checks the order, but does not enforce the occurrence of another
activity.

Based on βN , a splitpoint is defined at an index i in the trace if there is a
rule that is violated at index i (different from before, the same rule may trigger
multiple consecutive violations). We denote sbσ as splitpoints based on βN and
refer to Definition 3.18 for the formal definition.

Consider again a Petri net N shown in Figure 6.6. Let σ= 〈a,d ,b,c,b,e〉 be a
trace to be aligned with N . The behavioral profile-based rules of N (βN ) are

Table 6.2: Behavioral profiles of the Petri net in Figure 6.6.

β a b c d e
a +     
b  || ||   
c  || ||   
d    +  
e     +
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displayed in Table 6.2. From βN we know that if b and d exist, then b must
appear before d , i.e. d  b. Similarly, c and d are in reverse strict order relation,
i.e. d  c. However, the 3rd, 4th, and 5th events in σ do not comply with these
rules as shown in Table 6.3. Therefore, the splitpoints in σ are sbσ = {3,4,5}.
(Note that for the example in Table 6.1, the set sbσ =;, i.e. no behavioral rules
are violated in that trace.)

6.3.3 Differences Between Rule Sets

We have presented two different techniques to determine splitpoints. In Ta-
ble 6.4 we summarize how the two techniques locate splitpoints given three
different types of error. Here we use the same Petri net as displayed in Fig-
ure 6.6 and color the splitpoints with red.

The first row of Table 6.4 shows splitpoints for a trace with a missing event.
A missing event is detected by the rules in ρN but not by the rules in βN . Due
to the way alignments are computed, not flagging missing events is a positive
point. The alignment algorithm is generally able to detect missing events easily
and hence introducing splitpoints for missing events unnecessarily complicates
the alignment algorithm.

The second row of Table 6.4 shows splitpoints in swapped events. Two

Table 6.3: Checking a trace σ = 〈a,d ,b,c,b,e〉 based on behavioral-profile-based rules
leads to the splitpoints sbσ = {3,4,5} (note spσ = {2} for this trace).

σ=
βN 〈a d b c b e〉
d  b

⊥ ⊥
d 6≫b d 6≫b

d  c
⊥

d 6≫c

splitpoints: 3 4 5

Table 6.4: Difference between ρN and βN in handling three different types of error.

Type of Error Error ρN βN

Missing event Missing d before e 〈a,b,e〉 〈a,b,e〉
Swapped event d and e are swapped 〈a,b,e,d〉 〈a,b,e,d〉
Additional event Additional d 〈a,d,b,d ,e〉 〈a,d ,b,d,e〉



130 Live Intermediate Structures in Conformance Checking

Alignment

ProM

Log Table

Splitpoints 
Table

Rules

Event checking 
based on rules

Process model

Event

Inserted into 
database

Event 
inserted into

If event violates 
rules, store the 

event index

Figure 6.9: Alignments with splitpoints as intermediate structures.

swapped events (e and d) are treated differently. ρN marks the first event
(e), while βN marks the second event (d).

Finally, the third row of Table 6.4 shows splitpoints in additional events.
An additional event is flagged by ρN but not by βN . However, in βN , the
additional event propagates other errors (b and d). This is due to the fact
that βN only checks order but not occurrence, hence an additional event with
correct order is not detected as an error. Consequently, the correct next events
are mistakenly detected as swapped events.

In conclusion, both techniques identify different sets of events and in Sec-
tion 6.4 we compare the performance of the alignment technique using any of
the two sets as input, as well as the performance when combining both sets.

6.3.4 Live Intermediate Structures in Alignments

We define both splitpoints based on places (spσ) and behavioral profiles (sbσ)
as intermediate structures for alignments. They can be easily computed before
an alignment task. Moreover, they can be updated incrementally to cover new
inserted events.

Figure 6.9 simulates the end-to-end process of alignments with intermediate
structures. After an event is inserted into a data source, the event is checked
against a set of rules. For place-based rule checking, the complexity is linear
in the number of rules in ρN . Meanwhile, for behavioral profile-based rule
checking, the complexity is linear in the number of inserted activities in the
trace. If the event satisfies all the rules, it is stored in a log table. Otherwise,
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the event index (i.e. the splitpoint) is stored before the event is kept on the log
table. When alignments are started, the log and splitpoints table are imported
to a process mining tool to accelerate the computation.

On the implementation side, we harness database triggers in relational databases
to automatically perform the rule checking and to keep the intermediate struc-
tures up-to-date. In this way, the splitpoints are live and ready before a process
analyst executes an alignment task.

6.4 Evaluation

This section is divided into two experimental purposes: (1) to investigate align-
ments performance, and (2) to investigate the effect of duplicate labels in align-
ments.

6.4.1 Alignment Performance

We conducted several experiments that aim to investigate alignments perfor-
mance in terms of computation time and memory usage between: (1) align-
ments with place-based rules (ρN ), (2) alignments with behavioral profile-
based rules (βN ), (3) ρN and βN (ρN ∧βN ), (4) ρN or βN (ρN ∨βN ), (5)
incremental alignments (Inc), and (6) alignments with standard A? algorithm
(A?). We applied those techniques to seven artificial large logs, four real-life
logs [27, 52, 54, 91], and seven benchmark logs [57] 1. The artificial logs are
divided into two sets: the first set is designed to contain 20% swapped events,
while the second set is designed to contain 20% missing events and 20% addi-
tional events. We used ProM plug-ins entitled “Swap Events in Log Traces” and
“Add Noise to Log Filter” to build these logs.

We measured the computation time (in seconds), memory usage (in KB),
and the number of alignments that timeout, i.e. that cannot be computed within
30 clock seconds. We also measured the preprocessing time that is needed to
compute the sets of rules and to evaluate these rules on the event log. Fur-
thermore, we recorded the information about the log and model characteristics,
the average number of splitpoints per trace, and the total number of generated
rules. Note that all approaches gave the same alignments results, unless they
reach the set timeout.

1See https://github.com/alifahsyamsiyah/ICPM2019Experiment/

https://github.com/alifahsyamsiyah/ICPM2019Experiment/


Table 6.5: Log and model characteristics, preprocessing time, and computation time (in seconds) of alignments.

Log #Trace #Act #Place #Trans Preprocessing time Alignments computation time
ρN βN ρN βN ρN ∧βN ρN ∨βN Inc A?

L1 - swap 100000 20 21 20 3.298 3.686 1157.648 1859.426 1775.274 1478.271 3626.408 24633.656
L2 - swap 500000 8 8 8 2.891 3.743 848.768 851.896 1093.964 815.720 2208.082 1240.848
L3 - swap 500000 11 11 11 13.511 3.525 1152.997 1170.952 1396.992 1190.423 3283.316 2159.843
L4 - swap 500000 8 6 8 2.766 8.585 1070.663 1084.864 1370.259 919.620 2678.945 1381.094
L5 - miss, add 100000 8 8 8 0.719 2.327 154.533 160.091 177.030 148.596 248.154 167.829
L6 - miss, add 100000 11 11 11 1.328 1.261 188.224 180.059 210.623 185.992 299.501 207.817
L7 - miss, add 100000 8 6 8 0.657 4.302 186.673 208.455 231.307 180.160 316.901 194.938
L8 - Roadfine 150370 11 17 15 3.371 1.431 160.586 152.305 155.510 159.630 200.709 200.299
L9 - BPI2012 13087 36 22 37 0.480 0.219* 389.586 461.983 459.933 387.377 471.748 585.613
L10 - Sepsis 1050 16 25 26 0.516 0.016* 24.804 58.430 63.310 24.949 61.565 6.312
L11 - Hospital 100000 18 12 14 1.180 1.221 105.275 103.430 103.334 104.148 135.153 130.778
L12 - prAm6 1200 726 347 363 2.961 - 65.678 - - - 297.183 322.937
L13 - prBm6 1200 317 317 317 1.765 - 6.919 - - - 7.512 7.168
L14 - prCm6 500 311 317 317 1.109 - 179.247 - - - 744.819 1887.621
L15 - prDm6 1200 429 529 429 18.064 - 2499.406 - - - 4932.314 14203.424
L16 - prEm6 1200 275 277 275 3.236 - 44.163 - - - 44.112 42.784
L17 - prFm6 1200 299 362 299 11.117 - 694.288 - - - 1764.526 15472.373
L18 - prGm6 1200 335 357 335 6.693 - 385.704 - - - 1470.476 35982.940



Table 6.6: Total number of generated rules, memory usage (in KB), timeouts, and average number of splitpoints per
trace in alignments.

Log ρN βN ρN βN ρN ∧βN ρN ∨βN Inc A?
#Rules #Rules Mem TO Avg spl. Mem TO Avg spl. Mem TO Avg spl. Mem TO Avg spl. Mem TO Avg spl. Mem TO

L1 20 116 827 0 7.703 2700 0 10.713 1023 0 3.641 3001 0 14.775 1146 0 8.011 254 0
L2 7 29 186 0 2.953 337 0 3.495 166 0 1.860 363 0 4.588 143 2 2.883 18 1
L3 10 64 203 0 3.740 356 0 5.320 178 0 2.379 456 0 6.680 195 0 3.817 19 0
L4 5 27 153 0 3.124 390 0 3.751 146 0 1.975 402 0 4.900 166 2 3.337 15 1
L5 7 29 102 0 2.769 214 0 1.601 98 0 1.277 235 0 3.094 76 0 1.685 14 0
L6 10 64 163 0 3.478 304 0 2.087 150 0 1.473 318 0 4.092 136 0 1.899 17 0
L7 5 27 210 0 2.993 196 0 1.654 154 0 1.302 221 0 3.346 151 0 2.066 16 0
L8 14 57 21 0 1.585 29 0 1.079 16 0 1.001 38 0 1.663 16 0 1.029 9 0
L9 14 47 1018 0 2.811 960 0 1 960 0 1 1018 0 2.811 1049 0 4.954 137 0
L10 104 88 645 0 2.693 931 1 1.355 990 1 1.001 550 0 3.048 1049 0 1.736 176 0
L11 11 21 111 0 1.047 75 0 1.075 86 0 1.011 111 0 1.112 75 0 1.025 53 0
L12 346 - 1348 0 4.029 - - - - - - - - - 2210 0 3.604 70 0
L13 316 - 81 0 1.022 - - - - - - - - - 53 0 1 57 0
L14 316 - 5062 0 12.872 - - - - - - - - - 5072 0 13.250 332 0
L15 528 - 9713 0 11.753 - - - - - - - - - 13886 2 6.674 1931 468
L16 276 - 275 0 3.522 - - - - - - - - - 159 0 2 122 0
L17 361 - 3386 0 12.657 - - - - - - - - - 2675 0 6.507 1648 514
L18 356 - 2161 0 11.576 - - - - - - - - - 1882 0 10.342 3358 1200
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The results are displayed in Table 6.5 and Table 6.6. Within those tables,
the lowest number is highlighted with a light gray color, while the highest is
highlighted with a dark gray. The dash symbol in the table represents the fact
that there is no value provided. This is the case for a number of large artificial
models. The reason for this is that computing behavioral profiles for these logs
is a non-trivial task. Here, we rely on the work presented in [17] which uses
unfoldings to compute a finite a-cyclic representation of a Petri net on which
behavioral profiles can be computed. Unfortunately, for these models, this work
is unable to provide such unfoldings in reasonable time due to the combination
of loops and many choices in these models. The same applies to the Sepsis and
BPI2012 process models. However, as these models are simpler, the behavioral
profiles were made manually.

The number of generated rules in Table 6.6 shows that βN rules are more
than ρN rules as each combination of activity pairs contributes one rule in βN .
Moreover, the large number in ρN rules of the Sepsis log indicates that there
are some overlapping rules. We aim to fix this in future work.

From Table 6.5 we can see that the preprocessing time to predefine split-
points is insignificant compared to the computation time of alignments. In fact,
the preprocessing step can be done offline (i.e. automatic in the database),
hence it does not add to the actual time of alignments. Furthermore, we can see
that alignments with predefined splitpoints (ρN , βN , ρN ∧βN , and ρN ∨βN )
outperform Inc and A? in most of the logs. There are only two logs where A?

shows the fastest computation time. The first log is the artificial log prEm6. This
log contains traces where the initial and final labels are swapped. This type of
error is easily detected by alignments without extending the marking equation
as the A? algorithm will detect the swap after executing the first event in the
log and is then able to produce the alignment for the fitting model with just one
additional heuristic computation.

The second log where A? is relatively fast is Sepsis. In this log, there are only
1050 traces with 16 activities and hardly any parallelism in the model. With
such small numbers of activities, the overhead of using more complex heuristic
functions (which is the result of introducing splitpoints) is higher than the time
needed to simply visit the entire search space, and therefore A? is fastest.

However, for the logs with more intricate errors and lots of activity labels,
A? is unable to perform better than the others, and in many cases it may even
not finish the alignment computation within the boundary time. We can see
there are quite large numbers of timeouts in A?, e.g. there are 1200 timeouts in
prGm6 which means no traces in the log can be aligned within the time limit.

We also observed that Inc is not better than A? in some of the logs, specifi-
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cally in logs with small numbers of activities. This indicates that splitting in the
middle of the search may not help the alignments to find the solution faster, i.e.
the overhead of finding each splitpoint incrementally is higher than the time it
takes to simply search through the entire search space. Unlike alignments with
predefined splitpoints, Inc has to investigate large portions of the search space
before concluding that there should be additional splitpoints in the remainder
of the trace. As a result, Inc produces some timeouts in prDm6 and some other
logs with long traces.

Among the four techniques with predefined splitpoints, ρN ∧βN shows the
longest computation time in most of the logs. ρN ∧βN takes the intersection
of splitpoints in ρN and βN , i.e. it only concludes that there is a splitpoint if
both sets of rules agree on that. Hence, this makes the number of splitpoints in
ρN ∧βN lower compared to ρN , βN , and ρN ∨βN . In the paper we already
saw some examples where both sets of rules completely disagree, thus leading
to the same time complexity as Inc.

In contrast, ρN ∨βN takes the union of splitpoints in ρN and βN , i.e. it
concludes that there is a splitpoint if any of the rules indicate this. Although this
design choice boosts the alignments performance, it comes at a cost of memory
(see Table 6.6). However, as all numbers in Table 6.6 indicate the maximum
amount of memory in kB needed to align a single trace, there is little cause for
concern. Traditionally, A? requires the least amount of memory as most memory
is needed in the computation of the heuristic function values. Only in case all
traces timeout, the size of the search space becomes larger than the memory
needed to compute the heuristic, thus leading to the fact that for prGm6, Inc
uses the least amount of memory.

Next to the two combinations of ρN and βN , we also included both sepa-
rately in the experiments. There are no obvious consistent differences in com-
putation time for either approach. However, βN uses more memory, indicating
it identifies more splitpoint upfront. Nonetheless, ρN can be 4 times faster than
Inc, which is currently considered state-of-the-art, and the best performance
gain is in the log prGm6 where ρN is 93 times faster than A?.

In conclusion, predefined splitpoints indeed help alignments to perform faster
compared to Inc and A?. Based on these experiments, we cannot conclude that
any of the two sets of rules leads to better results in general. However, as it is
not always possible to compute the behavioral profiles upfront, we recommend
sticking to ρN as the method of choice for computing alignments.
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6.4.2 Alignments with Duplicate Labels

In this experiment, we aim to investigate the effect of duplicate labels. To this
end, we took the first model of Table 6.5 which contains 20 transitions associ-
ated to 20 activities, i.e. there are no duplicate labels. Using this model as a
basis, we created four new models by relabelling transitions such that the num-
ber of activities decreases to 18, 15, 10 and 5. Furthermore, if a transition label
is changed, the corresponding activity label in the log is also changed. We plot
the experimental result in Figure 6.10.

As expected, this experiment shows that duplicate labels deteriorate the rule
quality of ρN and βN . As mentioned earlier, ρN treats duplicate labels by ag-
gregating rules pertaining to them. Consequently, the more duplicate labels,
the weaker rules resulted, thus the less errors are detected. In addition, mul-
tiple occurrences of one activity label cause this label to be more likely to be
interleaved with other labels. As a result, the rules in βN , which only identify
violations against exclusiveness and reverse strict order relations, also become
less restrictive. In the last model, we can see the computation time between
ρN and βN become similar as there are only few splitpoint differences in both
techniques. In the worst case, however, the initially identified splitpoints are
empty and the techniques become identical to Inc.
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Figure 6.10: Comparison of ρN and βN in Petri net with duplicate labels.



6.5 Conclusion 137

6.5 Conclusion

This chapter discussed live intermediate structures in conformance checking. In
particular, we chose alignments technique as the conformance checking algo-
rithm and defined splitpoints as alignments intermediate structures. Splitpoints
are a set of event indexes in which the events fail to pass a rule checking mech-
anism. During checking, we exploit rules which represent a process model in
terms of structural or behavioral properties. The former utilizes places of a
model while the latter utilizes behavioral profiles of a model.

The rule checking is performed in a data source where events are stored
and it is done automatically and immediately upon event insertion. Therefore,
the splitpoints are available before starting an alignment computation. When
alignment computation begins, all three necessary elements are imported: a
process model, a log, and a set of splitpoints. To perform an alignment, we
specifically use the work in [99] which extends the marking equation to make
use of the splitpoints.

We evaluated this approach on real-life logs as well as benchmarking logs.
The results show that predefined splitpoints indeed help alignments to perform
faster compared to the incremental alignments [99] and the classical align-
ments with tuned parameters [103]. Moreover, both place-based and behavioral
profile-based rules provide an improvement.
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In the previous chapters, we have discussed live intermediate structures in
process discovery and conformance checking. To complete the story, in this
chapter, we explain live intermediate structures in enhancement. While many
types of enhancement can be identified, here we focus on social network anal-
ysis particularly the handover-of-work. In fact, this is a proof of concept and
the idea is easily extended to other enhancement techniques as long as we can
identify the intermediate structure of the techniques.

We organize this chapter as follows. We first introduce the brief concept of
enhancement in Section 7.1. Then, in Section 7.2, we define intermediate struc-
tures in handover-of-work such that they fulfill the requirements of incremental
process mining. In Section 7.3, we provide an algorithm to keep these inter-
mediate structures live under updates. Finally, we conducted an experiment to
show the applicability of the proposed approach in Section 7.5.

7.1 Introduction to Enhancement

Enhancement is one of the three main types of process mining. Enhancement
aims to improve a process model with actual information about the process that
is written in the corresponding event log. There are many types of information
that can be used to extend a process model. Two of them are time and resource
information.

Figure 7.1 shows an example of time information in the execution of an
activity. If activities are recorded based on when they start and complete, we
can obtain at least the following four pieces of information [10,80]:

• Service or throughput time. It is the time spent since an activity starts until
it finishes.

• Waiting time. It is the time spent for all resources to become available for
executing an activity.

The contents presented in this chapter are based on the following publication:

• A. Syamsiyah, B.F. van Dongen, and W.M.P. van der Aalst. Discovering Social Networks
Instantly: Moving Process Mining Computations to the Database and Data Entry Time.
In I. Reinhartz-Berger, J. Gulden, S. Nurcan, W. Guédria, and P. Bera, editors, Enterprise,
Business-Process and Information Systems Modeling - 18th International Conference, BPMDS
2017, 22nd International Conference, EMMSAD 2017, Held at CAiSE 2017, Essen, Germany,
June 12-13, 2017, Proceedings, volume 287 of Lecture Notes in Business Information Process-
ing, pages 51–67. Springer, 2017
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Figure 7.1: An example which shows the difference between service, waiting, sojourn,
and synchronization time.

• Sojourn time. It is the total of service and waiting time.

• Synchronization time. It is the time when an activity is not yet fully en-
abled and waiting for synchronization of another parallel branch.

Such information is useful for process mining analysis. For example, we can
derive the average time of activity executions, what is the longest waiting time,
where is the bottleneck, etc. Such analysis may benefit organizations to improve
their performance, reduce cost, and increase their customer satisfaction.

Not only time perspectives, enhancement can also be done through resource
perspectives. One of the approaches that utilize resource information is social
network analysis. Social network analysis is an approach for investigating social
structures where the context of social actor or the relationships between actors
are considered [35]. Social networks are applicable to a wide range of substan-
tive domains, ranging from the analysis of concepts within mental models to the
study of war between nations. Network methods can also be applied to intra-
personal networks, as well as developmental phenomena such as the structure
of individual life histories [18].

In the process mining context, social network analysis is harnessed to mine
organizational relations. Resource utilization, performance issues, and hierar-
chical structure within an organization are some examples of the social network
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usage in process mining. In this context, we derive social networks from the in-
formation in the event log. In the following we list some examples of social
network analysis in process mining [84,86]:

• Subcontracting. The main idea is to count the number of times individual
r2 executes an activity in-between two activities executed by individual r1.
This may indicate that work is subcontracted from r1 to r2.

• Working-together. Working-together metric counts how often two resources
work together in the same case. For example, resource r1 and r2 work to-
gether in twenty cases, while r1 and r3 only work together in two cases.
In this example, the relation between r1 and r2 is stronger than between
r1 and r3.

• Reassignment. Reassignment metric measures how often a resource r1

reassigns the work to another resource r2. This arises if there is reassign
status in the lifecycle extension stated in the log. This metric provides
insight about hierarchical relations of an organization. If r1 frequently
delegates work to r2 but not vice versa, it is likely that r1 is in a higher
hierarchy than r2.

• Handover-of-work. Within a trace, there is handover-of-work from indi-
vidual r1 to individual r2 if there are two subsequent activities where the
first is completed by r1 and the second by r2. In [84], there are three
kinds of refinement applied to handover-of-work metrics. First of all, one
can differentiate with respect to the degree of causality, e.g., the length
of handover. It means that we can consider not only direct succession but
also indirect succession. Second, we can either ignore or not ignore multi-
ple transfers within one process instance. Third, we can consider arbitrary
transfers of work or only consider those with causal dependency.

In this thesis, we focus on handover-of-work as the enhancement technique
for process mining analysis. However, the work can be trivially extended to
other types of social networks as long as we can identify the intermediate struc-
ture used by the technique that is able to update every time a new event appears.
For example, in working-together network, a new inserted event will trigger an
update in the intermediate structure by looking into all preceding events in the
trace.

We differentiate the handover-of-work metrics into four categories:
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1. Absolute handover-of-work, which is the basic metric where arbitrary trans-
fers of work with length one are considered.

2. Boolean handover-of-work, is the metric for arbitrary transfers of work and
ignores multiple transfers within one trace.

3. Absolute causal handover-of-work, is similar to (1) but takes into account
the causality relations.

4. Boolean causal handover-of-work, is similar to (2) but takes into account
the causality relations.

In the following we define the formal definitions of those four handover-of-
work relations.

Definition 7.1 (Absolute (.L ), Absolute Causal (.L ), Boolean (.·
L ), and

Boolean Causal (.·
L ) Handover-of-work). Let E ⊆ UE be a collection of events

and L ⊆ E ∗ be an event log over E . For any r, s ∈UR and σ ∈L , we define:

• .σ(r, s) =∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s

• |.σ (r, s)| =∑
1≤i<|σ|

{
1, if #res(σ(i )) = r ∧ #res(σ(i +1)) = s

0, otherwise

• .σ(r, s) =∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s ∧
#act(σ(i )) →L #act(σ(i +1))

• |.σ(r, s)| =∑
1≤i<|σ|


1, if #res(σ(i )) = r ∧ #res(σ(i +1)) = s ∧

#act(σ(i )) →L #act(σ(i +1))

0, otherwise

The following are handover-of-work relations:

• .L : UR×UR →R is an absolute handover-of-work relation such that for all
r, s ∈UR:

.L (r, s) =
∑
σ∈L |.σ (r, s)|∑
σ∈L (|σ|−1)

• .L : UR×UR →R is an absolute causal handover-of-work relation such that
for all r, s ∈UR:

.L (r, s) =
∑
σ∈L |.σ(r, s)|∑
σ∈L (|σ|−1)
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• .·
L

: UR ×UR → R is a boolean handover-of-work relation such that for all
r, s ∈UR:

.·
L

(r, s) =
∑
σ∈L ∧ .σ(r,s) 1∑

σ∈L 1

• .·
L

: UR ×UR → R is a boolean causal handover-of-work relation such that
for all r, s ∈UR:

.·
L

(r, s) =
∑
σ∈L ∧ .σ(r,s) 1∑

σ∈L 1

In the next section, we discuss the intermediate structures of handover-of-
work and investigate whether they fulfill the incremental process mining re-
quirements.

7.2 Live Intermediate Structures in Handover-of-
work

In order to comply with incremental process mining requirements, we cannot
define the handover-of-work intermediate structures as the full version of the
handover-of-work relations in Definition 7.1. Instead, we remove the denom-
inator of the relations and relax the causality relation into the directly follows
relation. This design choice is preferred since a causality relation is a global
relation which is derived after all directly follows relations are known. More-
over, the denominator of the relation is an aggregated value computed after all
traces have been observed. Therefore, we define the intermediate structures of
handover-of-work relations as the following.

Definition 7.2 (Intermediate Structures of Handover-of-work Relations). Let
L ⊆UE

∗ be an event log. For all resources r, s ∈UR and activities a,b ∈UA :

ÏL : UR ×UR ×UA ×UA →N is an intermediate structure for absolute (causal)
handover-of-work such that:

ÏL (r, s, a,b) =Σσ∈LΣ|σ|−1
i=1


1 if #res(σ(i )) = r ∧ #res(σ(i +1)) = s ∧

#act(σ(i )) = a ∧ #act(σ(i +1)) = b,

0 otherwise

Ï·
L : UR ×UR →N is an intermediate structure for boolean handover-of-work

such that:
Ï·

L (r, s) =Σσ∈L ∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s
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Ï·
L : UR ×UR ×UA ×UA →N is an intermediate structure for boolean causal

handover-of-work such that:

Ï·
L (r, s, a,b) =Σσ∈L ∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s ∧

#act(σ(i )) = a ∧ #act(σ(i +1)) = b

Similar to live intermediate structures in process discovery, we require sup-
porting abstractions to avoid re-computation of the intermediate structures in
incremental analysis. For handover-of-work, we utilize three kinds of support-
ing abstractions: λ as defined in Definition 5.1, a boolean handover-of-work
controller β, and a boolean causal handover-of-work controller β as defined
below.

Definition 7.3 (Boolean Handover-of-work Controller (β)). Let L ⊆ UE
∗ be

an event log and σ be a trace in the log. For all resources r, s ∈ UR , the function
β : L×UR×UR → {>,⊥} is a function that returns whether there exists a handover-
of-work between r to s in σ, i.e.

β(σ,r, s) ≡∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i +1)) = s.

Definition 7.4 (Boolean Causal Handover-of-work Controller (β)). Let L ⊆
UE

∗ be an event log and σ be a trace in the log. For all resources r, s ∈ UR and
activities a,b ∈UA , the function β : L ×UR×UR×UA ×UA → {>,⊥} is a function
that returns whether there exists a handover-of-work between r to s for activities a
and b in σ, i.e.

β(σ,r, s, a,b) ≡ ∃1≤i<|σ| #res(σ(i )) = r ∧ #res(σ(i + 1)) = s ∧ #act(σ(i )) = a ∧
#act(σ(i +1)) = b.

The supporting abstraction β scales in |C |× |R|× |R| while β scales in |C |×
|R|× |R|× |A |× |A | where |C |, |R|, and |A | represents the number of cases, re-
sources, and activities, respectively. This obviously requires extensive additional
storage in databases. However, as we focus on instant processing time, storage
matters less in this thesis.

Given the supporting abstraction λ,β, and β, we prove that they are suffi-
cient to update the intermediate structures of handover-of-work.

Property 7.1 (Updating λ,β, and β is sufficient to update ÏL , Ï·
L , and Ï·

L ).
Let L ⊆ UE

∗ be an event log and EL be a set of events in L . Let e ′ ∈ UE \ EL

be a fresh event to be added such that for all e ∈ EL holds #time(e) < #time(e ′).
Furthermore, let σ′ be the trace to which the fresh event belongs, i.e. σ′ = σ · 〈e ′〉,
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and L ′ is the new log after the addition, i.e. L ′ =L \ {σ}∪ {σ′}. We know that for
all r, s ∈UR and a,b ∈UA holds that:

ÏL ′ (r, s, a,b) = ÏL (r, s, a,b)+


0 if λ(σ) =⊥,

1 if #res(λ(σ)) = r ∧ #res(e ′) = s ∧
#act(λ(σ)) = a ∧ #act(e ′) = b,

0 otherwise.

Ï·
L ′ (r, s) = Ï·

L (r, s)+


0 if λ(σ) =⊥,

1 if #res(λ(σ)) = r ∧ #res(e ′) = s ∧ ¬β(σ,r, s),

0 otherwise.

Ï·
L ′ (r, s, a,b) = Ï·

L (r, s, a,b)+



0 if λ(σ) =⊥,

1 if #res(λ(σ)) = r ∧ #res(e ′) = s ∧
#act(λ(σ)) = a ∧ #act(e ′) = b ∧
¬β(σ,r, s, a,b),

0 otherwise.

Proof. Recall that σ′ =σ·〈e ′〉 ∈L ′ is the trace to which the fresh event e ′ belongs.
Ï: If for all e ∈ EL holds that e 6=σ then e ′ the first event in trace σ′. Hence

there is no possible handover-of-work in σ′ and the relation Ï does not change
as indicated by case 1.

If there exists e = λ(σ) ∈ EL , then we know that there is a trace σ 6= 〈〉 in
log L . Furthermore, we know that L ′ = (L \ {σ})∪ {σ · 〈e ′〉}, i.e. event e ′ gets
added to trace σ of L . This implies that ÏL ′ (#res(e),#res(e ′),#act(e),#act(e ′)) =
ÏL (#res(e),#res(e ′),#act(e),#act(e ′))+1 as indicated by case 2.

In all other cases, the relation is not affected.
Ï·: The proof is similar to Ï except that Ï· does not consider activity relations

and it checks whether a particular handover-of-work has appeared in the trace.
Keeping β updated is sufficient to determine whether the handover-of-work has
existed before.

Ï·: The proof is similar to Ï except that Ï· also checks whether a particular
handover-of-work has appeared in the trace. Keeping β updated is sufficient to
determine this. ■

The complexity for updating the handover-of-work intermediate structures
is O (1), thus linearity is preserved in computing the global relations of an event
log. Moreover, the size of these relations is quadratic in the number of activities,
hence it is independent of the number of events. Therefore, handover-of-work
intermediate structures are also suitable for incremental process mining.
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Figure 7.2: The relation between supporting abstractions and intermediate structures.
An arrow connects a supporting abstraction that is used by an intermediate
structure.

7.3 Update Function for Live Intermediate Struc-
tures

As we have seen before, handover-of-work intermediate structures necessitate
three supporting abstractions, i.e. λ,β, and β, to avoid re-computation. Besides,
λ is also used to support the directly follows and length two loop relations (as
shown in Figure 5.2). Combining this information together with other support-
ing abstractions, we complete the overview of the relation between supporting
abstractions and intermediate structures as depicted in Figure 7.2.

In Algorithm 5, we revisit the update function of Algorithm 1 in Section 5.3
and add the codes for updating the handover-of-work intermediate structures.

Suppose that e ′ is a new event inserted into a trace σ of a log L such that
σ′ =σ · 〈e ′〉. The activity label of e ′ is a and the resource who conducts the event
is r . If λ(σ) 6= ⊥, i.e. there exists an event in σ, then we take the last event of σ.
Assume that it is an event e whose activity label is b and conducting resource is
s (line 2-4).

Line 5-8 are meant to update the directly follows and length two loop rela-
tions, as discussed in Section 5.3. For the rest, we update the handover-of-work
relations. For the absolute (causal) handover-of-work relation, it is obvious to
see that there is handover-of-work between s to r , so we add the correspond-
ing relation with one (line 9). In contrast, the boolean and boolean causal
handover-of-work relations (line 10-15) require to check whether the same pat-
tern has existed in the same trace. To this end, we need the supporting abstrac-
tions β and β, which are true if and only if a trace contains a particular pair
of resources or a particular pair of resources plus activities, respectively. The
boolean and boolean causal handover-of-work are incremented only if the same
pattern has never existed before, i.e. β and β equals to false. Finally, we update
the last event of the trace into e ′ (line 5).
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Algorithm 5: Update Function based on λ

Input: A new event e ′, directly follows ÂL , length two loop ÀL , absolute
causal ÏL , boolean Ï·

L
, and boolean causal Ï·

L
Output: Updated intermediate structures ÂL ′ ,ÀL ′ ,ÏL ′ ,Ï·

L ′ ,Ï·
L ′

Note: e ′ is inserted to a trace σ of a log L , which results to σ′ (i.e.
σ′ =σ · 〈e ′〉). Assume that #act(e ′) = a and #res(e ′) = r .

λ-basedUpdateFunction(e ′,ÂL ,ÀL ,ÏL ,Ï·
L

,Ï·
L
)

1 if λ(σ) 6= ⊥ then
2 e = λ(σ) ;
3 b = #act(e) ;
4 s = #res(e) ;
5 ÂL ′ (b, a) = ÂL (b, a)+1 ; // Directly follows

6 if λ−2(σ) 6= ⊥ ∧ #act(λ−2(σ)) = a then
7 ÀL ′ (a,b) = ÀL (a,b)+1 ; // Length two loop

8 λ−2(σ′) = e ;

9 ÏL ′ (s,r,b, a) = ÏL (s,r,b, a)+1 ; // Absolute (causal) H.o.W

10 if ¬β(σ, s,r ) then
11 Ï·

L ′ (s,r ) = Ï·
L

(s,r )+1 ; // Boolean H.o.W

12 β(σ, s,r ) = > ;

13 if ¬β(σ, s,r,b, a) then
14 Ï·

L ′ (s,r,b, a) = Ï·
L

(s,r,b, a)+1 ; // Boolean causal H.o.W

15 β(σ, s,r,b, a) = > ;

16 λ(σ′) = e ′ ;

17 return ÂL ′ ,ÀL ′ ,ÏL ′ ,Ï·
L ′ ,Ï·

L ′ ;

7.4 Handover-of-work based on Intermediate Struc-
tures

As mentioned in Section 7.2, the intermediate structures of handover-of-work
relations only cover the numerator and the directly follows of the relations.
Therefore, in order to get the exact value of handover-of-work, we add the
denominator and check for the causality relation. In the following, we define
the four handover-of-work metric using the intermediate structures mentioned
in Definition 7.2.
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Definition 7.5 (Handover-of-work Metric). Let E ⊆ UE be a collection of events
and L ⊆ E ∗ be an event log over E . For all resources r, s ∈UR:

.L (r, s) = Σa,b∈UA
Ï(r, s, a,b)∑

σ∈L (|σ|−1)
(Absolute H.o.W)

.L (r, s) =
Σa,b∈UA

{
ÏL (r, s, a,b) if a →L b

0 otherwise∑
σ∈L (|σ|−1)

(Absolute Causal H.o.W)

.·
L (r, s) = Ï·

L
(r, s)∑

σ∈L 1
(Boolean H.o.W)

.·
L (r, s) =

Σa,b∈UA

{
Ï·

L
(r, s, a,b) if a →L b

0 otherwise∑
σ∈L 1

(Boolean Causal H.o.W)

Computing the metric’s denominator (i.e. counting the number of events
and traces in a log) is a constant operation. Moreover, checking causality rela-
tion is a linear operation to the size of directly follows relations. As explained
before, the size of directly follows relations is bounded to the quadratic number
of activities, hence the checking is also independent of the number of events.
Due to this simplicity, we can compute the handover-of-work metric on the
fly during the analysis and still satisfy the incremental process mining require-
ments.

7.5 Evaluation

In this experiment, we analyze the end-to-end steps of mining handover-of-work
with in-database abstraction and live intermediate structures. Furthermore, we
aim to show the feasibility of the approach for incremental enhancement.

We used a real dataset which includes 460 different resources, around one
million traces, and fifteen million events spanning one month. At the first step
we imported one hundred thousand traces into a database. Then we initialized
the handover-of-work intermediate structures. In this step, we created the in-
termediate structures from scratch and the running time is shown by the green
triangle in Figure 7.3. Then we updated the database by inserting ten thousand
traces. In each insertion, an update function is automatically called to update
the intermediate structures. The running time to insert ten thousand traces and
call the update function is depicted by the blue dots in Figure 7.3. The total
number of inserted events in each update is variable, hence we also count the
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Figure 7.3: Running time of each step in mining handover-of-work.

average time to insert a single event. In other words, the average time is the
total time to update ten thousand traces divided by the number of events. This
average time is depicted by the red cross in Figure 7.3. After ten times perform-
ing the update phase, i.e., after one hundred thousand new traces were added
to the database, we mined the handover of work. The running time for mining
the network is shown by the orange square in Figure 7.3. In each mining, the
network size was increasing since we added traces every time we did the update
(typical scenario in incremental enhancement).

Figure 7.3 shows four types of marks. The green triangle, blue circles, and
orange squares are plotted according to the first y-axis on the left hand side,
while the red crosses are plotted according to the secondary y-axis on the right
hand side. The x-axis represents the time when each unit of work is undertaken,
the left y-axis represents the running time in seconds scale, while the right y-axis
represents the running time for an event update in milliseconds scale.

From Figure 7.3 we see that the average time needed to insert an event
and call the update function (red crosses) is relatively fast, i.e. 0.8 millisec-
onds. The update times for a set of traces (blue dots) are variable since the
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number of imported events in each trace is diverse as well. The mining times
(orange squares) are always close to 0, and this shows the increase of log size
does not really influence the mining time as the number of resources does not
increase dramatically. This also shows that the time in each mining does not
really change and stays quite stable, hence it matches with the needs in in-
cremental enhancement. Moreover, the mining time is always faster than the
initialization and update time, which generally can be ignored since these steps
can be done offline and run automatically. Our approach always provides im-
mediate answers because there is no need to traverse the event log and reload
the prior data.

7.6 Conclusion

This chapter explained live intermediate structures in enhancement. In particu-
lar, we choose handover-of-work as the enhancement technique. We define the
intermediate structures of handover-of-work metrics by considering which part
is efficiently computed in a database and kept up-to-date under insertions of
new events, and which part can be computed on the fly during process mining
analysis. We also showed that the intermediate structures fulfill the require-
ments of incremental process mining, i.e. their size is independent of the num-
ber of events, they can be updated under insertions of new events, and they
can be constructed in a single pass reading of an event log. Furthermore, we
revisit the update function which is responsible for updating the directly fol-
lows and length two loop relations and add the required algorithm for updating
the handover-of-work. Finally, our experimental result shows the compatibility
of applying the technique for incremental enhancement where we repeatedly
perform mining to data that grows over time.
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Incremental process mining works well on dynamic data by involving each
new event hence extending the underlying event data. But how if we are only
interested in a particular time frame? How to keep process mining tasks scal-
able and have instant performance as in incremental process mining? Building
on those points, this chapter elaborates another type of process mining called
recurrent process mining. First, we illustrate recurrent process mining through
an example (Section 8.1). Then, we explain how existing approaches handle
recurrent process mining and what challenges they face (Section 8.2). Besides,
we formalize some important terminologies regarding properties of events in a
window. Furthermore, we present live intermediate structures in recurrent pro-
cess mining and define requirements to comply with recurrent process mining
characteristics (Section 8.3). Finally, we evaluated the proposed approach in
Section 8.4 and conclude the chapter in Section 8.5.

8.1 Motivation for Recurrent Process Mining

We explain recurrent process mining with a real example of housing allocation
process in the Netherlands. WoonFriesland1, a housing company with 1,300
properties in the north of the Netherlands, was trying to improve the company’s
efficiency in handling vacant properties. In each month, one property yields 450
euros on average. That means, a vacant property costs the housing firm 15 euros
every day. In the Process Mining Camp 2016, an annual event gathering process
miners from both industry and academia, the process analysts of WoonFriesland
talked how they solved the vacancy issue by analyzing the company’s event log
which contains 600 cases. Each case contains a process execution specific to
a vacant property. They found out that the longest vacancy time was 24 days,
which was worth 600 × 24 × 15 = 216,000 euros. Using process mining, they
further examined the real process and investigated the actual bottleneck. As a
result, the company was able to reduce vacancy time by 3,500 days within the
first six months [61].

This scenario illustrates a process mining analysis which requires checking
of the current process every single day. Since the process is based on the exe-
cution happening on a daily basis and monitoring vacant properties is typically
a repetitive process, the mining activity is performed recurrently to investigate
the process model pertaining to the activities of the last 24 hours.

Recurrent process mining utilizes a flexible-periodical window and consid-

1www.woonfriesland.nl

www.woonfriesland.nl
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Cumulative window

Flexible-periodical window

Mining time

………………
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Incremental process mining:

Recurrent process mining:

Figure 8.1: Incremental vs recurrent process mining.

ers the most recent events happening inside this window. As it always takes
the newest events, the most recent designated period is always shifted as time
goes by. Moreover, the length of the window is predefined, e.g. three days,
one month, etc. On the contrary, incremental process mining uses a cumulative
window which considers all data since a particular point of time until now. For
example, this method considers data since January 2017, since the middle of
this year, etc. In short, this is the type of mining of which the time window is
expanded. Figure 8.1 highlights the difference between incremental and recur-
rent process mining.

8.2 Traditional Recurrent Process Mining

Similar to standard process mining analysis, in recurrent process mining we
first extract event data from its source. Then, we project this event data into the
desired time window since we only focus on the most recent events occurring
in a certain period of time. The rest of the process is similar: loading the event
data, performing abstraction and mining phases in a process mining tool, and
finally displaying the model.

This seems straightforward and in fact mining with filtered data has been
supported in many process mining tools, both in academic (ProM) and com-
mercial tools (Celonis, Minit, Fluxicon Disco, etc). However, the existing tech-
niques may give unreliable results. Consider a real process about loan applica-
tions from a financial institute captured in the BPI 2017 dataset [98] (see Figure
8.2(a)). A process is started when an offer is created. After that, the offer is sent
either by mail and online or online only. At some point, the offer is returned
and there are three decisions: (1) accepted, (2) refused, or (3) canceled. The
process is finished after a decision is made.
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(a)

(b)

Figure 8.2: (a) BPI 2017 process model (the ground truth) and (b) the discovered model
using the Inductive Miner.

Suppose that we want to discover a process model representing events that
happen in the last five days in order to capture the whole active-working days.
We applied the Inductive Miner [41] as a representative of discovery methods
to mine the log. Figure 8.2(b) shows the resulting process model. Clearly, the
method is unaware of the data filtering. It fails to distinguish between a global
start (“O_Create Offer”) and local starts present in truncated cases. Note that
not all cases started in the last five days (some may have been started earlier)
in which they induce local starts in the log. Similarly, the method also fails to
distinguish between the global end with the local ones.

Besides, the existing tools do not provide a mechanism to store calculated
intermediate structures. Consequently, every time a process analyst performs
a mining activity, all events have to be processed, even though some of them
have been computed before. We aim to tackle these challenges using live inter-
mediate structures. However, first we formalize some properties of events in a
window.
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Figure 8.3: Inter arrival rate of cases, events, and sliding window.

Figure 8.3 shows a dotted chart of a very simplistic event log. Each dot
represents an event and each row is a case. The dots are sorted based on the
event’s timestamp. Furthermore, we set a window from which we trim the
events to get a desirable view of the log. From this figure, we can extract three
log properties: (1) inter arrival of cases, (2) inter arrival of events, and (3)
window size.

The inter arrival time of cases is the average time duration in between two
subsequent cases in a log, whilst the inter arrival time of events is the average
time duration in between two subsequent events in the same case. Events are
ordered based on their timestamp, and cases are ordered based on their first
event’s timestamp. Definition 8.1 provides these concepts in a more formal way.

Definition 8.1 (Inter Arrival of Cases/Events). Let E ⊆ UE be a collection of
events and L ⊆ E ∗ be an event log over E . Furthermore, let σ ∈L be a trace and
σi denotes the i-th trace of L . Inter arrival rate of cases (I Ac) and events (I Ae)
are defined as follows.

I Ac =
#time(σ|L |(1))−#time(σ1(1))

|L |−1

I Ae =
Σ|L |

i=1 #time(σi (|σi |))−#time(σi (1))

(Σ|L |
i=1|σi |)−|L |

A window ω[ts , te ] is a time range between a start time ts and an end time
te . The window size is the difference between te and ts . Moreover, cases that
are projected in a window are called trimmed cases (see Definition 8.2).

Definition 8.2 (Trimmed Case). Let E ⊆UE be a collection of events and L ⊆ E ∗
be an event log over E . Furthermore, let σ ∈L be a trace and ω[ts , te ] be a window
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with a start time ts and an end time te . σ|te
ts

is a trimmed case of σ with respect to
ω if and only if all events in σ|te

ts
are within ts and te , i.e., ∀e∈σ|te

ts
ts ≤ #time(e) ≤ te .

In order to produce a reliable process model, it is essential to define some
roles of activities in a log. In this thesis, we define four roles of activities (Def-
inition 8.3): (1) global start, (2) global end, (3) local start, and (4) local end.
A global start and end activity means it is a start and end activity of a case,
respectively. On the other hand, a local start and end activity means it is a start
and end activity of a trimmed case in a particular window, respectively. Prior
to discovery, we assume that we know the global start and end activities of a
process.

Definition 8.3 (Global/Local of Start/End Activity). Let E ⊆ UE be a collection
of events and L ⊆ E ∗ be an event log over E . Moreover, let ω[ts , te ] be a window
with a start time ts and an end time te .

• Ag s is a set of global start activities of L such that
Ag s = {#act(σ(1)) | σ ∈L }

• Ag e is a set of global end activities of L such that
Ag e = {#act(σ(|σ|)) | σ ∈L }

• Al s is a set of local start activities of L such that
Al s = {#act(σ|te

ts
(1)) | σ ∈L }

• Al e is a set of local end activities of L such that
Al e = {#act(σ|te

ts
(|σ|te

ts
|)) | σ ∈L }

Figure 8.4 illustrates the position of global and local activities relative to
a window. Figure 8.4 also shows pairs between two events which are kept
or ignored. As we want to work on trimmed cases, we only use the relations
between internal events and we show this leads to more reliable results.

8.3 Recurrent Process Mining with Live Intermedi-
ate Structures

Recurrent process mining is a specialization of incremental process mining.
Therefore, it inherits all requirements of live intermediate structures in incre-
mental process mining mentioned in Definition 4.2. In addition, it specifies
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Figure 8.4: Types of activities and events relative to a sliding window.

another requirement to deal with a sliding window. As the window is shifted
over time, some of the intermediate structure values need to be removed.

In the following, we discuss how an intermediate structure is updated based
on a sliding window. We select Directly Follows Relation (DFR) as an example.
First of all, we define a DFR+ relation to control DFR such that all activities in
the DFR occur inside the current time window. DFR+ is an extension of DFR.
Not only having a pair of activities where one is directly followed by the other,
DFR+ also includes a case identifier which tells the origin of the DFR pair, the
expired time of the first element of the pair (texp1

), and the expired time of the
second element of the pair (texp2

).
Let e1 and e2 be the corresponding events of a new pair in a DFR relation.

texp1
and texp2

are the expiry time of e1 and e2, respectively. texp1
is counted

from the time when e1 occurs plus a window size W S, i.e. texp1
= #time(e1)+W S,

and similarly for texp2
, i.e. texp2

= #time(e2)+W S.
A trimmed case only takes events inside a window into account. Therefore,

the expiry time of a DFR pair depends on texp1
. In other words, a pair will only

be involved as long as the first element of such pair still exists. Otherwise, the
pair is removed from the DFR relations.

A control mechanism works regularly on DFR+ in the following way. First,
it scans through all elements in DFR+ relations whose texp1

is less than the
current time and collects them into R. Then, based on the occurrence in R, it
decreases the frequency of the corresponding relations in DFR. Furthermore, if
there is a case whose start activity is deleted, it assigns a local start activity to
such case taken from the lowest value of texp2

in DFR+. Finally, all elements in
R are deleted from the DFR+.

In databases, we use a so-called event scheduler which manages an execu-
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Table 8.1: Intermediate structures which satisfy the requirements for incremental/recur-
rent process mining.

Satisfy recurrent
process mining requirements

Only satisfy incremental
process mining requirements

Occurrence No Preceding
Directly Follows Relation (DFR) No Co-occurring

Directly Precedes Relation (DPR) Minimum Self Distance (MSD)
Length Two Loop (LTL) Eventually Follows Relation (EFR)

No Following Boolean Handover-of-work
Repetition Boolean Causal Handover-of-work

Contrariwise Repetition
Absolute Handover-of-work

Absolute Causal Handover-of-work

tion of tasks according to a defined schedule. Using this event scheduler, we run
a control mechanism in the DFR+ based on a regular interval, called deletion
interval.

More precisely, we define the intermediate structure requirements for recur-
rent process mining as follows.

Definition 8.4 (Intermediate Structure Requirements for Recurrent Process Min-
ing). We apply all incremental process mining requirements mentioned in Defini-
tion 4.2. Moreover, we define one additional requirement to ensure that an inter-
mediate structure can be shifted according to a time window, i.e. the intermediate
structure can be deleted without the need for full re-computation of remaining
events.

As the recurrent process mining requirements are more specific than those
of the incremental process mining, not all intermediate structures which can be
used in incremental process mining are applicable for recurrent needs. We re-
visit fifteen examples of intermediate structures in Section 5.2 and Section 7.2
and categorize them in Table 8.1 based on their capability to fulfill the require-
ments mentioned in Definition 8.4.

The left-hand side of Table 8.1 contains relations which fulfill the recur-
rent process mining requirements. As each pair in these intermediate struc-
tures is independent of the other pairs, the deletion of a pair does not cause re-
computation of the remaining events. Furthermore, we have seen how DFR+
helps a deletion mechanism in DFR such that each deletion in DFR+ simultane-
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ously decreases a value in DFR. It is easy to see that the occurrence, DPR, LTL,
no following, and absolute (causal) handover-of-work relations follow the same
strategy as DFR+ does. However, the no following relation may be deleted be-
cause of reset column (an activity was assumed not to exist, but now it exists,
see Section 5.2.6) even if the relation is not expired yet. In the following, we
discuss how the repetition relation also fulfills the recurrent process mining re-
quirements. As a side note, we put aside the explanation for the contrariwise
repetition relation as it is identical to the repetition relation.

Let σ = 〈..., a1, ..., a2, ..., a3, ...,b, ...〉 (we add index in the duplicate activity a
just for clarity), L = {σ}, and W S be a window size. We know that#L (a,b) = 2
since there are two repetitions of a before b. Similar to DFR+, we define Repe-
tition+ which includes a case identifier, a pair of activities that has a repetition
relation, and the expired time of the first element of the pair. In our examples,
the Repetition+ consists of (σ, a1,b, ta1 +W S) and (σ, a2,b, ta2 +W S) since a1 and
a2 have a repetition relation with b.

The deletion of tuples of repetition relations is straightforward. We sim-
ply check whether the current time (tcurrent) is greater than the expired time.
If yes, such a tuple is deleted. For example, if tcurrent ≥ ta1 +W S, i.e. a1 is
expired, the repetition relation of (a,b) is decreased by one. Similarly, when
tcurrent ≥ ta2 +W S, i.e. a2 is expired, we again decrease #L (a,b) by one thus
#L (a,b) = 0. This indeed correctly represents the current state of σ where
there is no more repetition of a before b. From Section 5.2.6 we understand
that repetition relation satisfies the incremental process mining requirements
and since deletion can be applied in the relation without the need for full re-
computation of remaining events, we conclude that it is also a recurrent process
mining-satisfied intermediate structure.

Meanwhile, the right-hand side of Table 8.1 contains relations which only
satisfy the incremental process mining requirements. In the following, we ex-
plain through examples to validate such an argument.

No Preceding. Let L = [〈a,b,c〉] be an event log. We know that 6L (b, a) = 0
and 6L (c, a) = 0 since b and c are preceded by a. However, the deletion
of a causes b and c not preceded by a, i.e. 6L (b, a) = 1 and 6L (c, a) = 1.
To obtain these new values, we need to scan the remaining events in the
trace, thereby the no preceding relations never satisfy the requirements of
recurrent process mining.

No Co-occurrence. Let L = [〈a,b,c〉] be an event log. Since b and c co-occur
with a, we conclude 67L (b, a) = 0 and 67L (c, a) = 0. However, if a is
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deleted, the relations become 67L (b, a) = 1 and 67L (c, a) = 1. These
changes require a re-computation of the remaining events in the trace.

Minimum Self Distance. Let L = [〈a,b, a〉,〈a,c,d , a〉] be an event log. The min-
imum distance between two a is one with b is in-between, i.e. msdL (a) = 1
and αmsd(a,b) is true. However, if the first a in the first trace is deleted,
these relations are no longer true. Instead, the valid relations are msdL (a) =
2,αmsd(a,c) and αmsd(a,d). To obtain these relations, a re-computation of
the entire events in the log is needed.

Eventually Follows Relation. Let L = [〈a,b,c, a,b〉] be an event log. Since a is
eventually followed by b, we know that≫L (a,b) = 1. Even after the first
a is deleted, this relation is still valid since there is another a in the trace
which is eventually followed by the last b. However, if the event log is
L ′ = {〈a,b,c〉}, the relation≫L ′ (a,b) = 1 is no longer true after the dele-
tion of a. Such different actions indicate that EFR needs re-computation
to correctly determine the new value after a deletion.

Boolean (Causal) Handover-of-work. This kind of relation also does not sat-
isfy the requirement of recurrent process mining with a similar reason as
EFR: for each trace there is only one type of pair (boolean), therefore it
needs a re-computation after an event is deleted.

Having live and updated intermediate structures based on a sliding window
allows us to reuse prior computed intermediate structures, and therefore we
tackle the challenge of computation redundancy. However, we still need to
solve the other challenge, namely the reliability issue.

In recurrent process mining, reliability is an important challenge since a
trimmed event log generally contains many incomplete cases. We propose a
technique which solely involves global start/end activities (Ag s and Ag e) that
attach to the initial/final place of a process model. In contrast, traditional ap-
proaches use local activities (Al s and Al e) in discovery which leads to a derived
model exhibiting execution paths that clutter the model. Moreover, local ac-
tivities often do not capture a full representation of the actual behavior, which
results in an overfitting model. As a result, the quality of the discovered model,
in particular on its precision, will drop.

To get better understanding, we provide some examples to show the differ-
ence of mining results with and without local activities (see Table 8.2). The
first column of Table 8.2 shows the ground truth process model and its pre-
defined global start and end activities, the second column shows the trimmed



Table 8.2: Examples of process discoveries with trimmed cased (> and ⊥ are dummy start and end, respectively).

Ground Truth
Trimmed

Cases
Proposed Technique Traditional Technique

DFR Model DFR Model

a

b

c

Ag s = {a}
Ag e = {b,c}

〈a,b〉
〈a,c〉

(a,b,1)
(a,c,1)
(>, a,2)
(b,⊥,1)
(c,⊥,1)

a

b

c

Fitness = 1.0
Precision = 1.0

(a,b,1)
(a,c,1)
(>, a,2)
(b,⊥,1)
(c,⊥,1)

a

b

c

Fitness = 1.0
Precision = 1.0

a

b

c

Ag s = {a}
Ag e = {b,c}

〈a,b〉
〈b,c〉
〈a,c〉
〈c,b〉

(a,b,1)
(b,c,1)
(a,c,1)
(c,b,1)
(>, a,2)
(b,⊥,2)
(c,⊥,2)

a

b

c

Fitness = 1.0
Precision = 1.0

(a,b,1)
(b,c,1)
(a,c,1)
(c,b,1)
(>, a,2)
(b,⊥,2)
(c,⊥,2)
(>,b,1)
(>,c,1)

a b

c

Fitness = 1.0
Precision = 0.667

a

c

b

Ag s = {a}
Ag e = {c}

〈a,c〉
〈a,b〉
〈b, a〉

(a,c,1)
(a,b,1)
(b, a,1)
(>, a,2)
(c,⊥,1)

a

c

b

Fitness = 1.0
Precision = 0.916

(a,c,1)
(a,b,1)
(b, a,1)
(>, a,2)
(c,⊥,1)
(>,b,1)
(b,⊥,1)
(a,⊥,1)

ca

b

Fitness = 0.791
Precision = 0.833
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cases, while the third column contains the DFR and the discovered model of
our approach. Finally, the last column is the DFR and the resulted models of
traditional process discovery.

The traditional technique identifies more DFR pairs highlighted in red in Ta-
ble 8.2. These pairs are created since it treats local and global activities equally.
For example, for the third model it introduces the last DFR (a,⊥,1) (indicating
that a was the end event in one case) because it detects a as an end activity of
the trimmed case 〈b, a〉. In contrast, this does not apply in our approach because
a is a not an element of the set of global end activities and the pair is ignored.

When we feed these two different sets of DFR into IMd (Inductive Miner
- directly follows) [41], we get different results. As shown in Table 8.2, our
technique is able to reproduce the ground truth model. On the contrary, the
traditional technique only gives a reliable result for the first example. This is
because it views a trimmed case as a complete case (i.e. it cannot distinguish
local and global activities) which leads to some overfitting in the discovery re-
sult.

Reliability in our technique can only be guaranteed if DFR captures all com-
binations of all pairs to produce a correct model. Table 8.2 shows the minimum
combination of trimmed cases for each type of model (i.e. choice, parallel, and
loop). The way to ensure all combinations captured is to make the window size
large enough such that all activities and sufficiently many pairs are observed
in the window. For such an objective, it is of necessity to consider how long it
takes to complete a case. For example, on a average, a case needs three days
to complete. Then, the window size must be equal or higher than three days to
guarantee the DFR captures all activity pair combinations.

8.4 Evaluation

In this section we show experimental results of the proposed approach. There
are two experiment goals: (1) to see the performance (in terms of time compu-
tation) of the approach with a real event data, and (2) to see the quality of the
result produced by the approach. The experiment was conducted in a personal
computer which has 8GB of RAM and 2 cores of CPU @2.30Ghz. The H2 data-
base server was run locally on the computer. Moreover, we used a variant of
Inductive Miner called IMd (Inductive Miner - directly follows) where a perfect
fitness is not always guaranteed.

To achieve the first goal, we used part of a real event log from BPI Chal-
lenge 2017 [98]. The log contains events related to the offers that happened in
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January and February 2016. We simulated the inter arrival rate of events and
cases based on the timestamp in the log. In order to make the simulation faster,
we compressed 24 hours into 48 seconds, hence the two month data can be
simulated in 48 minutes. Then, we set the deletion interval to one hour and the
window size to five days. Finally, we recurrently mined process models, in par-
ticular at the following ten random dates: January (1st , 4th , 13th , 22nd , 30th)
and February (4th , 13th , 17th , 26th , 28th).
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Figure 8.5: Time computation in insertion, deletion, and mining of log BPI 2017.

Figure 8.5 shows the time computation of insertion, deletion, and mining of
the log. Each blue dot represents an insertion of a single event, which includes
the duration between the event insertion until the database trigger finishes to
update value pairs in the DFR table. The average insertion time per event is
1.3132 milliseconds, i.e. in one second the database is able to insert 761 new
events.

Furthermore, each red dot represents a deletion phase. It is more fluctuating
because of the various number of pairs in the DFR table deleted each time. To
confirm the relation between the deletion time and the number of deleted pair,
we plot those values into a chart as shown in Figure 8.6. The trendline on the
chart shows that the relation is linear (with some outliers). Hence, the higher
number of deleted pair leads to the longer time for deletion. On average, the
database can delete up to 1,098 pairs per second.

Finally, each yellow dot represents a mining phase. The average time for
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discovery is 44.41 milliseconds and the average mining time for one DFR pair is
0.0528 milliseconds. In other words, we can obtain 18,916 pairs in one second.

In the next step, we compared the performance of the proposed approach
to the traditional technique. Using the traditional way, first we extracted data
from the database for a window of five days and collected them in a CSV file.
Then, we imported the file into a process mining tool, converted the CSV format
into an XES format, and finally mined a process model. Figure 8.8 shows the
time computation of those steps and compares it with the time spent in the
proposed approach. Note that the time spent means the live time taken by
users for doing a mining activity. In our proposed approach, the insertion and
deletion steps are run automatically hence they are not counted towards the live
time. These automatic steps guarantee that the intermediate structure needed
for process discovery (i.e. DFR) is always ready at any mining time, however,
we still need to import the structure from the database to the process mining
tool. Therefore, the live time in the proposed approach includes the time for
importing the intermediate structure and the time for mining a process model.
On the chart, we call our approach “H2” since it uses H2 Database Management
System and “Trad” for the traditional approach. The chart shows that doing
process discovery using our approach is considerably faster (95% improvement
in average) than the traditional approach.

After showing that we can perform instant discovery with our approach, we
are also interested in seeing the quality of the result. We replayed the complete
cases of the log onto the ten discovered models for both approaches and we
measured their fitness and precision values. A complete case is defined as an
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Figure 8.8: Time spent in process discovery using the proposed approach (H2) vs the
traditional technique (Trad).

execution which is started by an activity called “O_Create Offer” and terminated
by one of these activities: “O_Cancelled”, “O_Accepted”, or “O_Refused”.

Figure 8.7 indicates the model quality in terms of fitness and precision. On
January 1st and 4th , not all cases were complete. Therefore, the fitness values
cannot reach 1.0. Furthermore, the higher values in the traditional approach
opposed to the proposed approach can be explained by the fact that the latter
approach uses global activities to build a model. Since not all activities had
appeared in the first two models, some evidence for global activities was missing
and consequently the approach was not able to produce a correct model.

This situation changed from January 13th onwards. From that point, all ac-
tivities had been observed hence both approaches had a perfect fitness. Finally,
the proposed approach outperforms the traditional approach as represented by
its precision values. If we look at the models in Figure 8.2, the proposed ap-
proach is able to discover the same model as is produced by the complete log
(see Figure 8.2(a)). In contrast, the traditional approach produced a model
with some unnecessary transitions (drawn in red) attached to the local start
and end activities which make the result imprecise (see Figure 8.2(b)).
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8.5 Conclusion

This chapter introduced recurrent process mining, that is, process mining applied
repetitively in event data with a flexible-periodical time window. The existing
approaches face two challenges in recurrent process mining, namely inevitable
redundancies in the preprocessing phases and model reliability issues.

To address the first issue, we harness live intermediate structures by exploit-
ing intermediate structure requirements from incremental process mining and
subsequently applying one additional requirement to ensure that an intermedi-
ate structure can be shifted according to a sliding window. Further, we revisit
fifteen intermediate structures which comply with incremental purposes and
determine whether they also satisfy the recurrent process mining requirements.

For the second issue, we defined a notion of global and local activities to
distinguish initial and end activities between complete and partial cases. Our
technique only involves global activities during process discovery since they cap-
ture a full representation of the actual behavior. In addition, entangling local
activities lead to overfitting models. Finally, we conducted an experiment with
real-life event data to demonstrate that the proposed technique is faster and
able to produce more precise models compared to the existing work.
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In this chapter, we introduce a distinct initiative in handling event data.
Instead of moving data into memory or specialized environment, we process
data directly in their origin, i.e. in databases. While many types of databases
exist in the market, we focus on relational databases for at least the following
three reasons:

1. Relational database is a mature technology. It has stood up for decades
and has been used in many legacy information systems.

2. Relational database guarantees Atomicity, Consistency, Isolation, and Dura-
bility (ACID). Atomicity means a database transaction either completes or
fails in entirety, i.e. there is no state in between. Consistency means
the transaction leaves the database in the valid state. Isolation means no
two transactions interfere with each other. Finally, durability means the
changes of the transaction are saved, even if power is turned off. These are
important characteristics to guarantee the correctness of process mining
computation.

3. Relational database supports database triggers and indexing mechanism
to speed up performance. As mentioned earlier, database triggers are used
to implement update functions for intermediate structures.

Given the development of modern databases such as NoSQL, In-Memory,
and NewSQL, one may consider to implement the proposed techniques in this
thesis into those technologies. This is indeed possible, as long as such databases
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are able to accommodate intermediate structure computations and keep them
up-to-date. However, most of the modern technologies are not ACID compliant,
hence there is a trade-off to be made.

There also exists a computational framework that directly works on databases,
such as SAP HANA [34] and Apache Spark [1]. In fact, SAP HANA is used by
Celonis [3, 5] to facilitate process mining directly on databases. However, this
technique accesses the event data and not the intermediate structure. In this
thesis, we show how to keep intermediate structures live in the database to be
used by process mining algorithms either through the SQL language or by SAP
HANA. In other words, the modern computational framework can benefit from
our proposed technique.

We start this chapter by introducing several important elements of SQL
queries (Section 9.1). Then, in Section 9.2, we define a relational represen-
tation for the XES format in databases called DB-XES. With DB-XES, we can
access event data from databases seamlessly and process the data immediately
using the existing process mining algorithms. However, as the schema is fixed,
an existing event data storage system needs to be converted to DB-XES format.

To overcome this issue, we introduce a native operator for process mining in
databases which is designed for specific process mining purposes (Section 9.3).
This chapter mainly investigates the native operator for directly follows rela-
tions; however, the implementation of this operator works for all intermediate
structures mentioned in Chapter 5, 6, and 7.

We compared the native operator with three other approaches: the tradi-
tional approach, the SQL-based approach, and the SQL interface approach (Sec-
tion 9.4), and finally we conclude the chapter in Section 9.5.

9.1 SQL Query

Process mining can create value for organizations using the omnipresent avail-
ability of event data, which are typically logged in relational databases. To
store, manipulate, and retrieve data in relational databases, a standard lan-
guage called Structured Query Languages (SQL) has been introduced. SQL has
been used in many relational database management systems, including MySQL,
H2, SQL Server, MS Access, Oracle, Sybase, and Postgres [6]. Therefore, this
thesis harnesses SQL queries to access event data in databases.

To explain this standard language, we use the database shown in Table 9.1
as an example. This database contains patient treatment data from a hospital.
All patient records are stored in the Patient table (Table 9.1a) which includes
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Table 9.1: A database example containing information of treatments in a hospital.

PatientID PatientName Nationality Address
P1 Alifah Indonesian Eindhoven
P2 Wil Dutch Aachen
P3 Iqbal British Cambridge
P4 Alma Indonesian Eindhoven
P5 Evie Indonesian Utrecht
P6 Boudewijn German Berlin

(a) Patient Table.

TreatmentID PatientID Date
T1 P1 1
T2 P2 1
T3 P3 1
T4 P7 1

(b) Treatment Table.

information about patient identifier, name, nationality, and address. Further-
more, all treatment details are stored in the Treatment table (Table 9.1b), in
which each row represents a single treatment for a patient on a specific date.

In the following, we elaborate on several important elements of the SQL
syntax which is used throughout this chapter.

SQL Select

The SELECT statement is used to select data from a database. To select all the
data of a table, SQL provides an asterisk (*) symbol. Otherwise, users may
mention the column names of a table in which they are interested. The result
of a SELECT statement is stored in a table, called the result set.

Example. The following SQL statement returns all patient names. The result
set is shown in Table 9.2a.

1 SELECT PatientName

2 FROM Patient;
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Table 9.2: SQL query results.

PatientName
Alifah

Wil
Iqbal
Alma
Evie

Boudewijn
(a) Select.

Nationality
Indonesian

Dutch
British

German
(b) Distinct.

PatientName
Alifah
Alma
Evie

(c) Where.

PatientName
Wil

Iqbal
Evie

Boudewijn
Alma
Alifah

(d) Order by.

Nationality Count(PatientID)
Indonesian 3

Dutch 1
British 1

German 1
(e) Group by.

PatientName
Alifah
Alma

(f) And.

PatientName
Alifah

Wil
Alma
Evie

(g) Or.

PatientName
Alifah

Wil
Alma
Evie

Boudewijn
(h) Not.

PatientName
Alifah

Wil
Iqbal

(i) Exists.

PatientName TreatmentID
Alifah T1

Wil T2
Iqbal T3

(j) Inner join.

PatientName TreatmentID
Alifah T1

Wil T2
Iqbal T3
Alma null
Evie null

Boudewijn null
(k) Left join.

PatientName TreatmentID
Alifah T1

Wil T2
Iqbal T3
null T4

(l) Right join.

PatientName TreatmentID
Alifah T1

Wil T2
Iqbal T3
Alma null
Evie null

Boudewijn null
null T4

(m) Full join.
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SQL Select Distinct

The SELECT DISTINCT statement is similar to the SELECT statement, except that
it shows duplicate values only once, i.e. it returns only different values.

Example. The following SQL statement returns all different patient nationali-
ties. The result set is shown in Table 9.2b.

1 SELECT DISTINCT Nationality

2 FROM Patient;

SQL Where

Together with the SELECT statement, the WHERE clause is used to extract records
that meet some requirements, e.g. the record value cannot be greater than a
certain limit, the record value must happen today, etc.

Example. The following SQL statement returns all patient names who are In-
donesian. The result set is shown in Table 9.2c.

1 SELECT PatientName

2 FROM Patient

3 WHERE Nationality = 'Indonesian ';

SQL Order By

The ORDER BY keyword is used to sort a result set in ascending or descending
order. By default, it sorts in ascending order. To sort the result set in descending
order, SQL provides the DESC keyword.

Example. The following SQL statement returns all patient names ordered in
descending order. The result set is shown in Table 9.2d.

1 SELECT PatientName

2 FROM Patient

3 ORDER BY PatientName DESC;
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SQL Group By

The GROUP BY statement arranges rows that have the same values into summary
rows. It is often used with aggregate functions (COUNT, MAX, MIN, SUM, AVG) to
group a result set by one or more columns.

Example. The following SQL statement returns the number of patients in each
nationality. The result set is shown in Table 9.2e.

1 SELECT Nationality , COUNT(PatientID)
2 FROM Patient

3 GROUP BY Nationality;

SQL And, Or, Not

The AND, OR, and NOT operators are used inside a WHERE clause to specify the
intended requirements for records.

Example. The following SQL statement returns all patient names who are In-
donesian and live in Eindhoven. The result set is shown in Table 9.2f.

1 SELECT PatientName

2 FROM Patient

3 WHERE Nationality = 'Indonesian ' AND Address = 'Eindhoven ';

The following SQL statement returns all patient names who are Indonesian
or Dutch. The result set is shown in Table 9.2g.

1 SELECT PatientName

2 FROM Patient

3 WHERE Nationality = 'Indonesian ' OR Nationality = 'Dutch ';

The following SQL statement returns all patient names who are not British.
The result set is shown in Table 9.2h.

1 SELECT PatientName

2 FROM Patient

3 WHERE NOT Nationality = 'British ';

SQL Exists

The EXISTS operator is used to test the existence of any records in a subquery.
It returns true if the subquery returns one or more records.
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Figure 9.1: Types of joins in SQL.

Example. The following SQL statement returns all patient names who have
been treated. The result set is shown in Table 9.2i.

1 SELECT PatientName

2 FROM Patient

3 WHERE EXISTS (SELECT * FROM Treatment

4 WHERE Patient.PatientID = Treatment.PatientID );

SQL Join

In SQL, we can combine rows from two or more tables based on the related
column between them. There are four types of joins in SQL:

1. INNER JOIN. It is used to select records that have matching values in both
tables. If a table is joined by itself, then it is called a self join.

2. LEFT JOIN. It is used to select records from the left tables and the matched
records from the right table. If the right table does not have a match, it
returns null on the right side.

3. RIGHT JOIN. It is used to select records from the right tables and the
matched records from the left table. If the left table does not have a
match, it returns null on the left side.

4. FULL JOIN or FULL OUTER JOIN. It is used to select records that have
matching values in either left or right table.

Figure 9.1 shows the difference between these four joins.

Example. The following SQL statement is an example of the Patient table
INNER JOIN with the Treatment table. The result set is shown in Table 9.2j.
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1 SELECT Patient.PatientName , Treatement.TreatementID

2 FROM Patient

3 INNER JOIN Treatment

4 ON Patient.PatientID = Treatement.PatientID;

The following SQL statement is an example of the Patient table LEFT JOIN

with the Treatment table. The result set is shown in Table 9.2k.

1 SELECT Patient.PatientName , Treatement.TreatementID

2 FROM Patient

3 LEFT JOIN Treatment

4 ON Patient.PatientID = Treatement.PatientID;

The following SQL statement is an example of the Patient table RIGHT JOIN

with the Treatment table. The result set is shown in Table 9.2l.

1 SELECT Patient.PatientName , Treatement.TreatementID

2 FROM Patient

3 RIGHT JOIN Treatment

4 ON Patient.PatientID = Treatement.PatientID;

The following SQL statement is an example of the Patient table FULL JOIN

with the Treatment table. The result set is shown in Table 9.2m.

1 SELECT Patient.PatientName , Treatement.TreatementID

2 FROM Patient

3 FULL JOIN Treatment

4 ON Patient.PatientID = Treatement.PatientID;

9.2 DB-XES: a Relational Representation of XES

In the field of process mining, event logs are typically considered to be struc-
tured according to the XES standard [37]. Based on this standard, we create a
relational representation for event logs, which we called DB-XES.

Figure 9.2 shows the basic database schema of DB-XES. The XES main el-
ements are represented in tables log, trace, event, and attribute. The relation
between these elements are stored in tables log_has_trace and trace_has_event.
Furthermore, classifier and extension information related to a log can be ac-
cessed through tables log_has_classifier and log_has_extension. Global attributes
are maintained in the table log_has_global. In order to store the source of event
data, we introduce the event_collection table.
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OpenXES is a Java-based reference implementation of the XES standard for
storing and managing event log data [37]. OpenXES is a collection of in-
terfaces and corresponding implementations tailored towards accessing XES
files. In consequence of moving event data from XES files to DB-XES, we
need to implement some Java classes in OpenXES. Having the new version
of OpenXES, it allows for any process mining techniques capable of handling
OpenXES data to be used on DB-XES data. The implementation is distributed
within the DBXes package in ProM (https://svn.win.tue.nl/repos/prom/
Packages/DBXes/Trunk/).

The general idea is to create SQL queries to get the event data for instan-
tiating the Java objects. Access to the event data in the database is defined
for each element of XES, therefore we provide on-demand access. We define a
log, a trace, and an event based on a string identifier and an instance of class
Connection in Java. The identifier is retrieved from a value under column id in
log, trace, and event table respectively. Whereas the instance of class Connection
should refer to the database where we store the event data. Upon initialization
of the database connection, the list of available identifiers is retrieved from the
database and stored in memory using global variables.

9.2.1 Extending DB-XES with Intermediate Structures

In the analysis, process mining rarely uses event data itself, rather it processes
an abstraction of event data, i.e. an intermediate structure. This section dis-
cusses the extension of DB-XES with intermediate structures, in particular the
Directly Follows Relation (DFR). The rests of intermediate structures follow sim-
ilarly.

A directly follows relation contains information about the frequency with
which one event class directly follows another event class in the context of a
trace. Translated to DB-XES, table dfr consists of three important columns next
to the id of the table, namely eventclass1 which indicates the first event class in
directly follows relation, eventclass2 for the second event class, and freq which
indicates how often an event class is directly followed by another event class.
Figure 9.3 shows the position of table dfr in DB-XES. As DFR is defined on the
event classes based on a classifier, every instance in table dfr is linked to an
instance of table classifier in the log.

https://svn.win.tue.nl/repos/prom/Packages/DBXes/Trunk/
https://svn.win.tue.nl/repos/prom/Packages/DBXes/Trunk/
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attribute

id VARCHAR(50)

type VARCHAR(50)

key_ VARCHAR(50)

value_ VARCHAR(250)

ext_id VARCHAR(50)

parent_id VARCHAR(50)

Indexes

classifier

id VARCHAR(50)

name VARCHAR(50)

key_ VARCHAR(250)

Indexes

event

id VARCHAR(50)

attr_id VARCHAR(50)

event_coll_id VARCHAR(50)

Indexes

event_collection

id VARCHAR(50)

name VARCHAR(50)

Indexes
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id VARCHAR(50)

name VARCHAR(50)

prefix VARCHAR(50)

uri VARCHAR(250)

Indexes

log
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attr_id VARCHAR(50)

Indexes
log_has_classifier
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Indexes

log_has_ext

log_id VARCHAR(50)

ext_id VARCHAR(50)

Indexes

log_has_global

log_id VARCHAR(50)

attr_id VARCHAR(50)

scope VARCHAR(50)

Indexes

log_has_trace

log_id VARCHAR(50)

trace_id VARCHAR(50)

sequence INT(11)

Indexes

trace

id VARCHAR(50)

attr_id VARCHAR(50)

Indexes

trace_has_event

trace_id VARCHAR(50)

event_id VARCHAR(50)

sequence INT(11)

Indexes

Triggers

Figure 9.2: DB-XES basic schema.

dfr

id VARCHAR(50)

eventclass1 VARCHAR(150)

eventclass2 VARCHAR(150)

freq INT(11)

Indexes

log_has_classifier

log_id VARCHAR(50)

classifier_id VARCHAR(50)

Indexes

log_has_dfr

log_id VARCHAR(50)

classifier_id VARCHAR(50)

dfr_id VARCHAR(50)

Indexes

Figure 9.3: DFR in DB-XES schema.

DFR Computation in DB-XES

Suppose that there exist two entries in the trace_has_event table with trace id
σ, event id’s ei and ei+1 and sequence’s i and i +1. The first event ei is linked
to an attribute α with value a and the second event is linked to an attribute
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α with value b while the log has a classifier based on attribute α. In DB-XES,
we store the frequency of each pair a is directly followed by b in the database
rather than letting the discovery algorithm build it on-demand and in-memory.
In other words, the directly follows relation is precomputed and the values can
be retrieved directly by a process mining algorithm when needed.

To create table dfr, we run three SQL queries. The first query is to obtain
pairs of directly follows relations. For instance, if an event class a is directly
followed by an event class b and this happens 100 times in the log, then there
will be a row in table dfr with value (dfr1, a, b, 100), assuming the id is dfr1.
Furthermore, the second and third queries are to extract start and end event
classes. We create an artificial start (>) and end (⊥) event for each process
instance. For example, if there are 200 cases where a happens as the start event
class, there will be a row in dfr with values (dfr1, >, a, 200). Similarly, if b is
the end event class for 150 cases, there will be a row in dfr with values (dfr1, b,
⊥, 150).

Technically, the SQL query contains big joins between tables trace_has_event,
event, attribute, log_has_trace, log_has_classifier, and classifier. Such joins are
needed to get pairs of event classes whose events belong to the same trace in
the same log that has some classifiers. The SQL query mentioned below is a
simplified query to obtain pairs of directly follows relations. To improve under-
standability, we use placeholders (< ... >) to abstract some details. Basically they
are either trivial join conditions or selection conditions for interesting columns.

1 SELECT id , eventClass1 , eventClass2 , count (*) as freq

2 FROM (

3 SELECT <...>

4 FROM (

5 SELECT <...>

6 FROM trace_has_event as t1

7 INNER JOIN trace_has_event as t2

8 ON t1.trace_id = t2.trace_id

9 /* Consecutive events have subsequent

10 sequence numbers in the trace */

11 WHERE t1.sequence = t2.sequence - 1

12 ) as pair_of_events ,

13 attribute as a1 , attribute as a2 ,

14 event as event1 , event as event2 ,

15 log_has_trace , log_has_classifier ,

16 classifier

17 WHERE <...>

18 GROUP BY log_id , classifier_id ,
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19 event1.id, event2.id

20 ) as pair_of_eventclasses

21 GROUP BY id , eventClass1 , eventClass2

We start with a self join in table trace_has_event (line 6-8) to get pairs of two
events which belong to the same trace. Then we filter them to only include pairs
whose events happen consecutively, i.e. the sequence of an event is preceded
by the other (line 11). Note that this sequence attribute requires that events are
loaded into the database in a chronological order. The next step is obtaining the
attribute values of these events. The attribute values are grouped based on the
classifier in the log (line 17-18). This grouping is essential if the classifier is built
from a combination of several attributes, for example a classifier based on the
activity name and lifecycle. After grouping, we get a multiset of pairs of event
classes. Finally, the same pairs are grouped and counted to obtain the frequency
of their appearances in the log (line 1, 20). The next SQL query shows how to
obtain start event classes from DB-XES.

1 SELECT id , 'T', startEventClass , count (*) as freq

2 FROM (

3 SELECT <...>

4 FROM trace_has_event , event , attribute ,

5 log_has_trace , log_has_classifier ,

6 classifier

7 /* First events in a trace get sequence 0 */

8 WHERE sequence = 0 AND <...>

9 GROUP BY log_id , classifier_id , event_id

10 ) as pair_of_eventclasses

11 GROUP BY id , startEventClass

The SQL query to get start event classes is simpler. Start event classes are
indicated by their sequence equals to zero (line 7). In the case of end event
classes, they are indicated by their sequence equals to the length of the trace.
As mentioned before, we put a constant ’>’ as an artificial start (line 1). Fur-
thermore, the remaining parts are identical to the SQL query for obtaining a
pair of event classes as mentioned before.

9.2.2 Limitations of DB-XES

DB-XES provides a standard representation of event data in relational databases,
which allows existing process mining algorithms to immediately use event data
retrieved from DB-XES without any conversion. We also show how directly fol-
lows relations can be computed and stored in the same database. Moreover,
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the design of DB-XES minimizes data redundancies in the database as each XES
element (i.e. log, trace, event, attribute) has its own table and a relation be-
tween them is represented in a separate table. This prevents replications of XES
elements in capturing nested relationship, e.g. a trace has many events.

However, there are several known limitations of DB-XES. First, the DB-XES
schema is fixed, while legacy information systems are stored in arbitrary data-
base schemes. To match these two, an existing system needs to be mapped
on DB-XES elements. Although this is only done once in the beginning, such
a mapping may not be trivial and require process mining background in some
extent.

Second, querying an intermediate structure in DB-XES is not straightforward.
We have shown an example with the directly follows relation query. Such a
query requires multiple self joins since data are scattered over many tables. In
the next section, we discuss how to overcome these two issues.

9.3 A Native Operator for Process Mining

We have seen how expressing a directly follows relation query using SQL basic
syntaxes is a complex task. Indeed, SQL – as the lingua franca for relational
database systems – is not specialized for process mining purposes and can no
longer be considered to meet all requirements of modern applications. More
and more technologies with a built-in set of natively implemented functions
have appeared in the market. SAP HANA, for example, positions its technology
as “Beyond SQL” by providing an ecosystem for domain-specific languages with
particular internal support at the level of individual operators [34].

Therefore, in this section, we propose a native operator designed specifically
to build intermediate structures in databases. We first focus on the directly fol-
lows relation, however, later we discuss how the idea can easily be extended to
other intermediate structures. In fact, the implementation of the native operator
covers all intermediate structures mentioned in Chapters 5, 6, and 7.

A native operator works for any database schema including DB-XES. This
operator is a function f that takes a table or view L as input such that L con-
tains at least case identifiers, event classes (e.g. activity labels), and timestamps
in the first three columns, and f (L ) returns the DFR of L . More specifically,
the result set of f (L ) consists of the first and the second part of DFR pairs and
the frequency of each pair. An example of the input and output of the native
operator is displayed in Table 9.3a and Table 9.3b, respectively.

In the following, we explain the native operator, but first we elaborate two
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Table 9.3: (a) An example of event data stored in Table Log , (b) The DFR of Table Log .

(a)

CaseId Activity TimeStp
1 Send request 2017/10/01
1 Check application 2017/10/02
1 Accept 2017/10/05
2 Send request 2017/10/03
2 Check application 2017/10/07
2 Reject 2017/10/08
2 Resend request 2017/10/11

(b)

Predecessor Successor Freq
Send request Check application 2
Check application Accept 1
Check application Reject 1
Reject Resend request 1

other techniques using SQL-based queries, namely the nested SQL and the SQL
interface.

9.3.1 Nested SQL

In this section, we elaborate how a database engine is capable of computing
intermediate structures through standard SQL queries. Based on the Table 9.3a,
we compute the DFR as follows:

1 SELECT a.Activity , b.Activity , count (*)
2 FROM Log a, Log b

3 WHERE a.CaseId = b.CaseId AND a.TimeStp < b.TimeStp AND
4 NOT EXISTS SELECT *

5 FROM Log c

6 WHERE c.CaseId = a.CaseId AND
7 a.TimeStp < c.TimeStp AND
8 c.TimeStp < b.TimeStp

9 GROUP BY a.Activity , b.Activity;

As shown in the query above, we need an inner join between two instances
of Table Log to acquire pairs of activities. Afterwards, we check whether the
two activities from each pair come from the same case. If so, we take two
consecutive activities a and b if there is no other activity c between them (here
we need a negative query). Finally, we return the pairs of activities and their
frequency by grouping the same pairs. The result of this query is denoted in
Table 9.3b.

The query illustrates the complexity of computing a very basic process min-
ing relation using basic SQL syntaxes. The nested query (i.e. the “NOT EXISTS”
part) causes performance problems in any database system. In [31] it has been
proven that executing a nested query to compute the DFR leads to third order



184 In-database Computation

polynomial costs and this is also shown in our experiments in Section 9.4.
To avoid the problem of inefficiency, one might be tempted to define a query

without a “NOT EXISTS” part, which exploits a time-order of the events to
derive the directly follows relation. For example, assuming that the database
management system can return the row number of each tuple, a relation can be
ordered by case identifier and time, and subsequently the following SQL query
would return the directly follows relation for event logs in which no events
occur at the same time.

1 SELECT DISTINCT a.Activity , b.Activity , count (*)
2 FROM Log a, Log b WHERE a.CaseId = b.CaseId AND
3 a.ROW_NUM = b.ROW_NUM - 1

4 GROUP BY a.Activity , b.Activity;

However, such a query fails if two events happen at the same time. Indeed,
this problem goes beyond our assumption of totally ordered event logs. For
example, for the log (1, A,0:01), (1,B ,0:02), (1,C ,0:02), (1,D,0:03), this query would
not work, because the query would return (A,B), (B ,C ), (C ,D), while it should
return (A,B), (A,C ), (B ,D), (C ,D). What makes matters worse, is that the result
would be non-deterministic, since the result that would be returned, depends
on the particular order of events that happen at the same time, which is not
specified. This problem may be more or less common in a log, depending on
the time-granularity at which events are logged. For example, it may happen
that only the date of the event is logged and not the time. This problem is also
known as the timestamp challenge.

9.3.2 SQL Interface

One way to circumvent the complexity of nested queries is to split the compu-
tation of the directly follows relation in two parts: (1) sorting the log based on
cases and timestamps in a database, and (2) counting the frequency for each
two consecutive activities in a process mining tool.

More precisely, part (1) can be translated into an SQL query as follows:

1 SELECT *

2 FROM Log

3 ORDER BY CaseId , TimeStp;

This query is executed through an SQL interface and the result is then trans-
ferred to a process mining tool. Inside the process mining tool, the DFR is
computed in the sorted event log. Note that this approach is similar to window
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SELECT * FROM DIRECTLYFOLLOWS 

(SELECT * FROM Log)

Parse DIRECTLYFOLLOWS

Call function directlyFollows

TimeActCase FreqSuccPred

Log Table/View DFR TableInside the native 
operator

Tables containing 
event data

Figure 9.4: Using native operator “directlyfollows” and Inductive Miner to discover a
process model.

function in SQL. The downside of this approach is that the whole log needs to
be transferred from the database to the process mining tool.

9.3.3 Native Operator

The nested form of the earlier SQL query emphasizes that, although computing
directly follows relations is relatively simple, the SQL basic syntax is not suitable
for this task. This motivates us to create a native operator DIRECTLYFOLLOWS.
The native operator was implemented in the H2 Database Management System
(H2 DBMS) as it is simple and easy to adapt. However, any relational DBMS
may also work. As mentioned before, the native operator occurs as a function
on a table that can be part of an SQL query. The full source codes can be found
in https://github.com/alifahsyamsiyah/h2processmining-master.

The schema in Figure 9.4 illustrates how to use the operator and what hap-
pens inside a database engine when a native operator is activated. From ta-
bles containing event data, we create a log table or view which includes the
three mandatory parts of information of an event log, i.e. case identifiers, event
classes, and timestamps. Assume that we have a Table Log (see Table 9.3a), we
compute the DFR using the native operator DIRECTLYFOLLOWS as follows.

1 SELECT *

2 FROM DIRECTLYFOLLOWS (SELECT * FROM Log);

After the database engine parses DIRECTLYFOLLOWS, it calls the directly

Follows() function (see Algorithm 6). First of all, for each case σ in a log L ,
the function sorts σ. Then it assigns an initial value for four variables, namely
(1) sa (start antecedent), (2) ea (end antecedent), (3) sc (start consequent),
and (4) ec (end consequent). These four variables point to indexes in σ such
that all events between the start and end indexes have the same timestamp,

https://github.com/alifahsyamsiyah/h2processmining-master
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Algorithm 6: direc tlyFollows
Input: An event log L

Output: Directly follows relations in L (ÂL )
direc tlyFollows(L )

1 foreach σ ∈L do
2 sort(σ) ;
3 sa← 0 ;
4 ea← 0 ;
5 aTime← #time(σ(sa)) ;
6 while ea+1 < |σ| and aTime= #time(σ(ea+1)) do
7 ea← ea+1 ;

8 sc← ea+1 ;
9 ec← sc ;

10 while ec< |σ| do
11 cTime← #time(σ(sc)) ;
12 while ec+1 < |σ| and cTime= #time(σ(ec+1)) do
13 ec← ec+1 ;

14 for i ← sa; i ≤ ea; i ++ do
15 for j ← sc; j ≤ ec; j ++ do
16 a ← #act(σ(i )) ;
17 b ← #act(σ( j )) ;
18 freq←ÂL (a,b) ;
19 freq← freq+1 ;
20 ÂL (a,b) ← freq ;

21 sa← sc ;
22 ea← ec ;
23 sc← ea+1 ;
24 ec← sc ;

25 return ÂL ;

i.e. events between sa and ea have the same timestamp, events between sc
and ec have the same timestamp. Based on these indexes, the function creates
combinations between antecedent events and consequent events to construct a
pair of directly follows relation. Finally, it counts the frequency of such pair and
returns the directly follows relation result set (as denoted in Table 9.3b).
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The complexity is worst case |E | · log |E |, where |E | is the total number of
events, in case the events are totally randomly inserted in the database, but
assuming events were inserted in order of their timestamp, the complexity is
linear in the number of events.

The result from the DIRECTLYFOLLOWS operator can be used directly in the
existing process discovery technique without modifying the algorithm or rein-
vent a new discovery method. Besides, process mining using the native operator
has several advantages.

1. The query can be expressed in a straightforward way, hence it is more con-
venient for novice users to express various process mining related ques-
tions.

2. The query does not contain a nested form which leads to bad performance.

3. The computation (i.e. the abstraction phase) can be done inside relational
databases, thus leveraging the power of database technology and saving
the memory usage of the process mining tool.

4. There is no need to extract and load a log file into a process mining tool,
thus saving time and reducing the complexity.

5. The DFR can be computed upon the insertion of data using the standard
triggering mechanism of any database system, hence eliminating the need
for the process analyst to wait for the computation to finish.

Implementation for Other Intermediate Structures

For other intermediate structures, the native operator utilizes a keyword
INTERMEDIATESTRUCTURES and requires three other parameters apart from a log
table/view: (1) selected intermediate structures, (2) a boolean for storing the
result in a table, (3) place-based rules, and (4) behavioral profiles-based rules.

Only the first two parameters are mandatory, while the last two are only
applicable if alignment with place/behavioral profile rules is selected as the
process mining technique. Moreover, if users intend to mine handover-of-work
of a log, then the log table/view must contain a column of resource information.

9.4 Evaluation

We have shown three ways of computing DFR in a database: using the nested
SQL, the SQL interface, and the native operator. Besides, there is also a tradi-
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Figure 9.5: Four different approaches in process discovery: (a) traditional process dis-
covery, (b) discovery with Nested SQL, (c) discovery with SQL interface, and
(d) discovery with native operator.

tional approach that computes DFR in main memory. Figure 9.5 illustrates the
difference between these four approaches and in the following we evaluated all
of these approaches.

The starting point for the traditional approach is an XES event log file al-
ready loaded into memory. For the database approaches, the starting point is a
database in which events have been inserted. In the initial experiments, we did
not use any type of indices for the events so we can represent general scenarios
where table logs are constructed without any indices. However, in the sub-
sequent experiments, we also investigate scenarios where indices are utilized.
We used an H2 database server which has 64GB of RAM and 8 cores of CPU
@2.40Ghz. Furthermore, the discovery was executed in a personal computer
which has 8GB of RAM and 2 cores of CPU @2.30Ghz.

We created two kinds of synthetic logs: (a) logs with an increasing number
of activities, and (b) logs with an increasing number of events. For (a), we
relabeled activities to vary the number of activities between 30 to 3840 while
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Figure 9.6: CPU time vs. events and activities in the abstraction phase.

keeping the same number of events. For (b), we merged one case with another
case to vary the number of events between 1K to 42M while keeping the same
number of activities. This way, we preserve the control flow for our extended
logs in the same way as the control flow of the original log.

Figure 9.6 shows the time for the abstraction phase of the four approaches.
On the left, the time is shown as a function of the number of events in the log
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and on the right as a function of the number of activities.
As expected, the time complexity of the native, SQL interface, and traditional

approaches is linear because events in the log are already sorted. However,
we cannot see the last dot of the traditional approach. This is because the
traditional approach cannot handle the biggest log containing 42M events due
to an out of memory exception. Furthermore, the execution of the nested query
leads to third order polynomial time complexity. It is considerably higher than
the other approaches presented.

The right-hand side of Figure 9.6 shows that the number of activities does
not affect the performance of the database approaches1. However, for the tra-
ditional approach, there is an influence. This is due to the fact that, when
scanning the log, at some points the internal data structures need to grow to
accommodate for previously unseen activities. For < 1000 labels, the time is
consistently around 30 seconds. For 1920 activities, the time is around 70 sec-
onds and for 3840 activities, the time grows to 409 seconds. If the number of
activities is known upfront, the implementation could try to allocate sufficient
memory upfront, thus eliminating this effect.

For the database approaches, the pre-processed data needs to be retrieved
from the database into the process mining tool. Figure 9.7 demonstrates the
time needed for retrieval in the database approaches. As shown in the figure,
the retrieval phase in the SQL interface approach is linear in the number of
events, since each event is transferred. In contrast, the retrieval phase in the
native operator approach is flat, since the events themselves are not retrieved,
but only the non-zero elements in the directly follows relation. This is shown
by the right-hand figure, showing the influence of the number of activities in
retrieval phase. Both native and SQL interface demonstrate a second order
polynomial time complexity since retrieving the DFR is (worst case) quadratic
in the number of activities.

For the mining phase, we use IMd (Inductive Miner - directly follows) which
relies on DFR. The time complexity of Inductive Miner is worst-case cubic in the
number of activities, which is clearly shown in Figure 9.8. There is no difference
between the four approaches since they use the same implementation of the
Inductive Miner.

Figure 9.10 denotes the total time of Figure 9.6-9.8, i.e. the total time of
abstraction, retrieval, and mining phases. In Figure 9.10, we do not include
the nested query because it is so time-consuming (the experiments with nested

1Due to the fact that the nested query is so time-consuming, we did not include it in some of the
tests.
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Figure 9.7: CPU time vs. events and activities in the retrieval phase.

query were stopped until the number of events reached 14K). However, we
still tried to improve the performance of the nested query by adding indices
in the case and timestamp columns. Even though the cubic complexity in the
nested query is reduced to |E |·log |E | (with |E | is the total number of events), the
native approach still outperforms the nested query because the former has linear
complexity as shown in Figure 9.9. Note that the linearithmic comes from the
fact that H2 database uses B-tree index, hence finding an element is O (log |E |).
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Figure 9.8: CPU time in the mining phase.
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Figure 9.9: Effect of indexing on CPU time.

There are |E | rows for which we need to perform this look up, therefore the
complexity is O (|E | · log |E |).

From Figure 9.9 and 9.10 it becomes clear that for large numbers of events
and/or large numbers of activities, the approach using native operator outper-
forms the other database approaches. Both native and traditional approaches



9.4 Evaluation 193

1 2 3 4 5 6

0.000

200.000

400.000

600.000

800.000

1,000.000

1,200.000

C
PU

Ti
m

e
(s

ec
)

Logs with an increased number of events

Native Traditional SQL Interface

1 2 3 4 5 6 7 8

0.000

200.000

400.000

600.000

800.000

C
PU

Ti
m

e
(s

ec
)

Logs with an increased number of activities

Native Traditional SQL Interface

Figure 9.10: Total CPU time for datasets with increasing number of events or increasing
number of activities.

show relatively similar performance, except for the log with the biggest num-
ber of events (the 6th log in the left chart of Figure 9.10). The 6th bar of the
traditional approach does not exist because the approach cannot handle the
log anymore. This is to be expected as this approach works in memory. As
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Table 9.4: Computation time in different phases in traditional process discovery (mea-
sured in seconds).

Traces Events Activities Extraction Conversion Abstraction Mining E + C(E) (C) (A) (M)
100000 667361 30 2.532 7.785 43.360 0.098 10.317
100000 1352645 50 5.505 16.718 87.036 0.028 22.223
100000 2718451 200 30.871 31.705 185.525 0.141 62.576
100000 4039403 400 55.275 74.437 260.539 0.076 129.712
100000 4453320 100 68.872 78.904 275.585 0.196 147.776
500000 3346890 30 39.525 53.646 250.444 0.006 93.171
500000 6761572 50 90.275 133.007 462.305 0.129 223.282
500000 13629325 200 182.267 284.627 950.973 0.137 466.894

data grows, the event logs no longer fit into memory and then the database
approaches are required. There is however another important motivation for
in-database processing.

In most information systems, data are stored in relational databases. To do
process mining, this data needs to be exported in the form of an XES file, which
requires sorting of the events on timestamps, i.e. this preparatory phase has the
same time complexity as in-database abstraction. In the next experiment, we
take into account two additional steps in the traditional approach, namely the
exporting phase (i.e. exporting event data from database to a Comma Separated
Value (CSV) form) and the conversion phase (i.e. conversion from the CSV
file to an XES event log file). These two phases are not relevant to database
approaches since they directly access the data source.

In Table 9.4 we show the complete chain of discovery using traditional tech-
nique, starting from exporting until mining. We can see from this table that, for
example, there is additional 10 seconds to export and convert event data with
100K traces and 660K events. This additional time increases up to 466 seconds
for event data with 500K traces and 13M events.

From Table 9.4, we deduce that the export (11.2%) and conversion (16.9%)
phases take up to 28.1% of the whole process, while the rest is dominated by
the abstraction phase (71.8%). The actual mining only takes 0.1% of the time.
This shows that there is 28.2% overhead in the traditional approach. A direct
process mining approach to database, as proposed by the native operator, is an
excellent solution to remove this overhead.
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9.5 Conclusion

In this chapter we focused on in-database computation for process mining. We
first introduce a relational representation of XES format in databases, called
DB-XES. Through DB-XES, existing process mining approaches may use data in
DB-XES and run their algorithms normally without knowing that the data are
not from XES files. To accelerate process mining computation, DB-XES was also
extended by intermediate structures. However, DB-XES has some limitations
which later are tackled by a proposed native SQL operator. The native SQL oper-
ator is designed for computing intermediate structures. The evidence presented
in this chapter has shown that the native operator allows to express query for
obtaining intermediate structures in a straightforward way. To show the appli-
cability of the work, the native operator has been implemented in H2 database.
Finally, using experiments, we compared various techniques to perform process
mining on relational databases and we show our query outperforms them in the
context of big event data.
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ProM1 is the de facto standard academic process mining tool. Since its birth
in 2004, ProM had over than 1,500 plug-ins ranging from process discovery,
conformance checking, to enhancement. This shows an incredible effort from
the process mining community around the world in transforming process min-
ing to an applicable business tool. This chapter presents plug-ins for incre-
mental and recurrent process mining that are implemented in ProM. We first
elaborate the core concepts of the plug-ins in Section 10.1. Then, we introduce
the plug-ins for incremental and recurrent process mining in Section 10.2 and
Section 10.3, respectively. Finally, we conclude this chapter in Section 10.4.

10.1 Core Concepts

We introduce IncPM (Incremental Process Mining) and RecIM (Recurrent Induc-
tive Miner), the two plug-ins in ProM for mining with live intermediate struc-
tures. IncPM applies the incremental concept in broad process mining algo-
rithms, while RecIM specifically uses the Inductive Miner2 for recurrent process
mining purposes.

Both plug-ins harness, on one side, existing algorithms in ProM to perform a
mining activity, hence any updates in the algorithms will automatically improve
the plug-ins. On the other side, they build direct access to H2 databases where
event data are stored. These databases are enriched by a native operator as
discussed in Chapter 9 to build and maintain intermediate structures inside the
databases. Figure 10.1 illustrates the general architecture of IncPM and RecIM.

IncPM and RecIM are compatible with any database schemes, including DB-
XES which is the relational representation of the XES standard. Moreover, as
mentioned in Chapter 9, the native operator recognizes an object, i.e. table or
view, containing the following three mandatory columns: case identifiers, event
classes, and timestamps, plus an optional column for resource information if
users intend to use the handover-of-work during mining.

IncPM and RecIM connect to an H2 database through a Java-based data ac-
cess technology called JDBC (Java Database Connectivity). Via JDBC, the IncPM
and RecIM import intermediate structures from the database to Java memory
and feed the structures to a mining algorithm in ProM for further analysis. The
algorithm will run normally without knowing that the intermediate structures
are obtained from a database instead from an XES event log file. Especially for

1See http://www.promtools.org
2due to a limited number of intermediate structures which fulfill the recurrent process mining

requirements

http://www.promtools.org
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Figure 10.1: General architecture of IncPM and RecIM.

conformance checking, not only intermediate structures that are imported, but
also events, in order to execute trace by trace alignments.

In the following sections we explain IncPM and RecIM in a more elaborate
way.

10.2 IncPM for Incremental Process Mining

This section presents a ProM plug-in for incremental process mining, called
IncPM. Through IncPM, users can see transformations of their process in a sim-
ple way. Once IncPM is connected to a data source where intermediate struc-
tures are built on-the-fly following insertion of new events, monitoring process
alterations can be done instantly. In addition, IncPM manages nine different
process mining algorithms, ranging from process discovery, conformance check-
ing, to enhancement, thus paving the way for multiple perspectives of process
models.

IncPM requires a database controller object for establishing a connection
with the right event data source. The controller object is an output of a plug-in
called IncPM-DB (Incremental Process Mining Database Manager). Both IncPM
and IncPM-DB are available in the InDatabasePreprocessing package3. In
Section 10.2.1 and Section 10.2.2 we discuss the architecture of IncPM-DB and
IncPM respectively in more detail.

10.2.1 IncPM-DB Architecture

Figure 10.2 depicts the design architecture of IncPM-DB. There are two variants
of IncPM-DB: one which needs a Petri net as an input and the other one is with-
out a Petri net. The former should be used if users want to perform conformance

3https://svn.win.tue.nl/repos/prom/Packages/InDatabasePreprocessing/Trunk/

https://svn.win.tue.nl/repos/prom/Packages/InDatabasePreprocessing/Trunk/
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Figure 10.2: The architecture of Incremental Process Mining Database Manager (IncPM-
DB).

checking. As an output, IncPM-DB produces a database controller object which
is used in IncPM. In the following, we pass through each phase in IncPM-DB.

1. Filling in database details.

In the first step, users put in their database details including database
server name, username, user password, database name, and log table
name. This information is then used by JDBC to bridge the database and
the plug-in.

2. Selecting one or more process mining algorithms.

There are nine algorithms that can be chosen by users: Inductive Miner,
Heuristic Miner, Declare MINERful, Handover-of-Work (Absolute, Causal,
Absolute Boolean, Causal Boolean), Alignments with Places-based Rules,
and Alignments with Behavioral Profiles-based Rules. To include new pro-
cess mining techniques, the developer should focus on implementing the
intermediate structures since the framework is capable to manage inter-
mediate structures executed in databases.

3. Choosing an incremental scenario.

Users may choose to either start incremental process mining from the first
data in a database (i.e. involving existing data) or start from the current
time (i.e. not involving existing data).
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4. Creating rules derived from a model.

If the user selects alignments as one of the algorithms, IncPM-DB inter-
nally creates rules from the input Petri net.

5. Creating an IncPM database controller.

The IncPM database controller contains information about database con-
nection details, chosen process mining algorithms, and precomputed rules
(if any).

Figure 10.4 provides screenshots of the aforementioned steps.

10.2.2 IncPM Architecture

Mine with IncPM

Establishing a database connection

Checking existing intermediate structures

Determining required intermediate structures

Dropping irrelevant intermediate structures

Building intermediate structures

Process model

Input Output

IncPM database 
controller

(Enhanced) 
Process model

Enabling a database trigger

Mining a process model

Visualizing an (enhanced) process model

Figure 10.3: The architecture of Incremental Process Mining (IncPM).

Figure 10.3 represents the design architecture of IncPM. Similar to IncPM-DB,
there are two variants of IncPM: one which needs a Petri net and the other one
without a Petri net. In addition, IncPM requires a database controller object



204
Tools

(a) (b)

(c) (d)

Figure 10.4: IncPM-DB screenshots: (a) users put in their database details, (b) users select process mining algorithms,
(c) users choose incremental scenario, (d) IncPM-DB creates a database controller as an output.
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from IncPM-DB. As an output, IncPM creates (enhanced) process models ac-
cording to the chosen algorithms.

After establishing a database connection via JDBC, IncPM specifies certain
parameters:

• The set of existing intermediate structures in the database, denoted by
ISX .

• The set of opted intermediate structures according to the selected process
mining techniques, denoted by ISO . Suppose that a user chooses Induc-
tive Miner and Heuristic Miner, then ISO = {Directly Follows, Occurrence,
Minimum Self Distance, Eventually Follows, Length Two Loop}.

• The set of irrelevant intermediate structures, denoted by ISD . ISD is the
set difference between ISX and ISO , i.e. ISD = ISX \ ISO .

• The set of required intermediate structures, denoted by ISR . This is the
set of opted intermediate structures which have not been available, hence
ISR = ISO \ ISX .

IncPM drops ISD and builds ISR during the abstraction phase. Next, IncPM
enables the database trigger in order to keep the intermediate structures live
under event updates. Whenever a user performs a mining task, the intermediate
structures are imported to Java memory and the mining phase is started in the
corresponding process mining algorithm. Finally, the result is visualized to the
user in ProM.

In Figure 10.5 we display some process models produced by IncPM. These
models represent the BPI 2017 Offer log [98] in control-flow perspectives (us-
ing Inductive Miner) and resource perspectives (using Absolute Handover-of-
Work). Furthermore, we display the alignment results of the log with a model
by applying place-based rule checking.

10.3 RecIM for Recurrent Inductive Miner

This section presents RecIM, a ProM plug-in for recurrent Inductive Miner. Un-
like IncPM which manages a wide range of process mining techniques, RecIM
is designed specifically for the Inductive Miner. This is due to the fact that the
number of process mining techniques satisfying the recurrent requirements is
more limited. As mentioned in Table 8.1, some intermediate structures only
satisfy the incremental requirements but fail to fulfill the recurrent ones. As a
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Figure 10.5: IncPM results for the BPI 2017 Offer log [98] using: (a) Inductive Miner, (b) Absolute handover-of-work,
(c) Alignment with place-based rules.
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result, there are only two techniques according to Table 8.1 that can be used
for recurrent purposes: Inductive Miner (without Minimum Self Distance) and
Handover-of-work (without boolean relations). In RecIM we consider the In-
ductive Miner as the mining algorithm and keep the Handover-of-work for the
future implementation work.

RecIM requires a database controller object for establishing a connection
with the right event data source and for obtaining previous discovered models.
The controller object is an output of a plug-in called RecIM-DB (Recurrent In-
ductive Miner Database Manager). Both RecIM and RecIM-DB are available in
the DatabaseInductiveMiner package4. In Section 10.3.1 and Section 10.3.2
we discuss the architecture of RecIM-DB and RecIM respectively in more detail.

10.3.1 RecIM-DB Architecture

Figure 10.6 shows the design architecture of RecIM-DB. The function of this
plug-in is to manage database connection details through user input and create
a controller object which is used for mining with RecIM. In addition, RecIM-DB
also handles an initialization query for constructing the first process model.
Based on this query, RecIM-DB records the time interval t for recurrent min-
ing such that in each mining activity the discovered process model is based on
events that happened in the last t units time. In the following, we pass through
each phase in RecIM.

1. Filling in database details.

In the first step, users put in their database details including database
server name, username, user password, and database name.

2. Filling in an initialization query.

In the next step, users put in their initialization query to select events
in the database within a desired time interval. This interval is used by
RecIM-DB to keep the recent events as long as the interval.

3. Establishing a database connection.

Based on the database details, RecIM-DB establishes a connection.

4. Initializing directly follows relations.

Based on events collected from the initialization query, RecIM-DB builds
directly follows relations.

4https://svn.win.tue.nl/repos/prom/Packages/DatabaseInductiveMiner/Trunk/

https://svn.win.tue.nl/repos/prom/Packages/DatabaseInductiveMiner/Trunk/
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Figure 10.6: The architecture of Recurrent Inductive Miner Database Manager (RecIM-
DB).

5. Enabling a database trigger.

The database trigger is utilized to update directly follows relations based
on new inserted events.

6. Enabling Java scheduler for deletion.

The Java scheduler is executed in a regular basis and its function is to
delete expired directly follows relations.

7. Mining a process model.

RecIM-DB harnesses the Inductive Miner for mining a process model, more
specifically the variant of Inductive Miner which uses directly follows re-
lations only, i.e. IMd.
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Figure 10.7: The architecture of Recurrent Inductive Miner (RecIM).

8. Visualizing an initialized process model.

RecIM-DB visualizes the first discovered model. Users may use this model
as a basis for comparison with the next process discoveries.

9. Creating a RecIM database controller.

The RecIM database controller contains information about database con-
nection details, the time interval for recurrent mining, and a list of discov-
ered models (in this case the list contains one model only).

Figure 10.8 provides screenshots of the aforementioned steps.

10.3.2 RecIM Architecture

Figure 10.7 depicts the design architecture of RecIM. RecIM requires a database
controller object from RecIM-DB as an input and produces process model(s) as
output. The number of process models may be more than one since all previ-
ously discovered models are also retrieved. In this way, users can easily go back
and forth between models and get insight into the model differences, work pro-
gresses, etc.

Technically, RecIM first establishes a database connection according to the
RecIM-DB database controller in the input. Then, it retrieves readily available
directly follows relations from the database. These directly follows relations
always capture relations from the most recent events occurring in the last time
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Figure 10.8: RecIM-DB screenshots: (a) users put in their database details, (b) users put in an initialization query, (c)
RecIM-DB visualizes an initialized process model as an output.
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Figure 10.9: A model resulted from RecIM. Other models can be accessed using the but-
ton on the right-hand side.

interval. Next, RecIM mines a process model based on the relation and visual-
izes the result to users. In addition, RecIM adds the last discovered model to the
RecIM-DB controller so it can be retrieved back in the next mining activities.

Figure 10.9 represents a screenshot of RecIM where a process model is dis-
played on the left-hand side. On the right-hand side, there are some buttons to
explore other models alongside with some information about when the model is
discovered and how long it takes to produce the model. By moving along those
buttons, the user can go easily from the recent model to the previous models
and analyze the results.

10.4 Conclusion

This chapter presented the implementation of the approaches proposed in this
thesis. In particular, it introduces two main plug-ins, called IncPM and RecIM,
for incremental and recurrent purposes. The plug-ins have been implemented in
an academic process mining tool ProM, which is publicly available. Throughout
the chapter, we demonstrated the design architecture of the plug-ins, explain
the how-to-use, and provide screenshots for clearer understanding.
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Figure 11.1: An overview of the thesis structure (repeated).

This chapter concludes this thesis. First, we summarize the contributions
of this thesis in Section 11.1. Then, we elaborate the limitations and open
challenges in Section 11.2. Finally, we reflect on future work in Section 11.3.

11.1 Contributions

In the introduction of this thesis, we gave an overview of the thesis structure
as illustrated in Figure 11.1. Furthermore, we elaborated the six research ques-
tions as follows:

RQ1 What are intermediate structures of common process mining techniques?

RQ2 What are the requirements for process mining to be independent of the num-
ber of events?

RQ3 How can process discovery, conformance checking, and enhancement tech-
niques be made independent of the number of events?

RQ4 How can simple conformance checking techniques be made independent of
the number of events, while more advanced techniques are accelerated, by
means of intermediate structures?

RQ5 How can dynamic time constraints in process mining be supported while
retaining access to events?
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RQ6 How to enable advanced event data preprocessing and provide access to pre-
computed structures?

This thesis regards intermediate structures as the key ingredient to enable
fast and scalable process mining. An intermediate structure is a term used to
describe objects that lie between event data and process mining techniques. It
is an abstraction of event data that captures important information for process
mining techniques to get insights into the process the data originally came from.
In Chapter 3, we explore a large number of intermediate structures in common
process mining algorithms (research question RQ1). This results in twenty-three
intermediate structures. For each structure, we provide a formal definition and
an illustrative example.

Investigating intermediate structures paves the way for incremental process
mining, that is, process mining applied on incrementally growing event data. To
this end, we propose live intermediate structures which capture recent changes
in event data. Live intermediate structures are both stored and computed inside
an event data storage, and in this thesis we focus on relational databases as they
are mature and widely used in organizations. For our research question RQ2,
we define three requirements for intermediate structures such that they can be
kept live inside databases in Chapter 4. Among the twenty-three intermediate
structures, we select those which satisfy the requirements.

Incremental process mining comprises three parts: process discovery, con-
formance checking, and enhancement. In Chapter 5, we discuss live interme-
diate structures applied in incremental process discovery. This chapter explains
eleven intermediate structures that comply with the incremental process mining
requirements. In particular, we discuss how the intermediate structures can be
updated under insertions of events, how they can be constructed in a single-pass
reading of an event log, and whether their size is independent of the number of
events. Furthermore, we apply the proposed idea into two well-known discov-
ery algorithms, namely the Inductive Miner and MINERful. For the Inductive
Miner, we introduce a new variant called Inductive Miner without logs (IMw),
that performs the cut-and-split algorithm using two intermediate structures, in-
stead of an event log or only the directly follows relations. For the MINERful, we
feed the algorithm with required intermediate structures and it runs normally
without the presence of event logs. In other words, both process discovery tech-
niques can be made independent of the number of events and this answers the
research question RQ3.

Live intermediate structures for conformance checking are investigated in
Chapter 6. We choose the alignments as the conformance checking algorithm
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and we define splitpoints as intermediate structures. The splitpoints are prepro-
cessed and maintained inside databases. Our experiments show that predefined
splitpoints indeed help alignments to perform faster compared to the state-of-
the-art and the classical alignments with tuned parameters (research question
RQ4). Furthermore, the splitpoints satisfy the incremental process mining re-
quirements hence simple conformance checking can be made independent of
the number of events (research question RQ3).

To complete the story, we also discuss live intermediate structures for en-
hancement. In Chapter 7, we elaborate an enhancement technique called hand-
over-of-work. Similar to process discovery, we define intermediate structures
for handover-of-work and prove whether they satisfy the three requirements
of incremental process mining. Finally, we apply these intermediate structures
to handover-of-work metrics in order to get insight into resource perspective,
while at the same time we make the enhancement independent of the number
of events (research question RQ3).

Live intermediate structures are not only beneficial for incremental process
mining but also for recurrent process mining. Recurrent process mining is pro-
cess mining applied repetitively on event data with a flexible-periodical time
window. Different to incremental process mining, recurrent process mining al-
lows for more dynamic time constraints (research question RQ5). To this end, in
Chapter 8, we define one additional requirement to ensure that an intermediate
structure can be shifted according to a time window. Moreover, we revisit eleven
intermediate structures which comply with incremental purposes and then de-
termine whether they also satisfy the recurrent process mining requirements.
This yields nine intermediate structures.

Chapter 9 discusses a technical implementation for in-database preprocess-
ing of intermediate structures, as stated in research question RQ6. We first
introduce a relational representation of event logs in databases, called DB-XES.
In DB-XES, we simply use standard SQL queries to compute intermediate struc-
tures. However, this leads to expensive queries with many self-joins. Therefore,
we design a native SQL operator whose purpose is to construct a specific kind of
intermediate structure. Finally, in Chapter 10, we present the implementation of
the proposed technique in several process mining tools to show the applicability
of our work.

In conclusion, the conceptual contributions of this thesis are:

1. An extensive exploration of intermediate structures in process min-
ing. Intermediate structures are important keys in this thesis. We inves-
tigate intermediate structures in common process mining techniques and
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categorize each technique based on its intermediate structure.

2. A proposed method to perform process discovery, conformance check-
ing, and enhancement independent of the number of events. This
enables fast and scalable process discovery, conformance checking, and
enhancement.

3. A significant improvement of alignments computation. Alignments, as
a more advanced conformance checking method, use original event data
for checking. Therefore, the intermediate structure of alignments cannot
be characterized as independent of the number of events. However, the
intermediate structure is useful to improve the other aspect of alignments,
namely accelerating time computation.

4. A relational reference model for event logs that complies with the XES
standard. We call the reference model DB-XES and it can be generically
used in any relational data.

5. A native operator to build intermediate structures in databases. The
operator is specifically designed to construct intermediate structures of
process mining hence helping to speed up time computation of mining
activities.

11.2 Limitations

In the following, we elaborate on several identified limitations of this thesis.

• Defining splitpoints for loop of invisible transitions. As discussed in
Section 6.3.1, one way to tackle problems with invisible transitions is by
backtracking and finding a closest place p which has a non-silent input
transition. However, this approach will fail if the place p has a loop of
invisible transitions since the backtracking will run infinitely.

• Updating intermediate structures for a batch of events. This thesis
proposes live intermediate structures, i.e. intermediate structures that are
updated every time a new event is inserted into a database. The current
approach uses a database trigger which is activated in each inserted event.
Unfortunately, this is inefficient, especially in a situation where the time
difference between two events is tight. In this case, the database is busy
with updating intermediate structure tables leading to the postponement
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Figure 11.2: Error introduced during deletion.

of other transactions. To solve this limitation, one might think to update
intermediate structures for a batch of events, rather than a single event
only.

• Error on event deletion in recurrent process mining. In recurrent pro-
cess mining, we utilize an event scheduler to delete expired events on a
regular interval basis called deletion interval (see Section 8.3). Intuitively,
a value of deletion interval should be as minimal as possible to leverage
the frequency of scheduler executions. The more often it executes, the
smaller number of errors will occur. This error is introduced because of
the gap between the last deletion and the current mining activity. Figure
11.2 helps illustrate this. Although event e is an external event, it is con-
sidered to be contained in the window since it has not been deleted. The
deletion interval is not small enough to delete e before the mining time.

• Extensive additional memory for storing supporting abstractions. Sup-
porting abstractions are required by some intermediate structures to store
the last state of a trace. For example, directly follows relations require
a supporting abstraction to keep the last activity of a trace. Unfortu-
nately, some supporting abstractions can be very large due to many pa-
rameter combinations. Let us take the controller function mentioned in
Section 5.2.6 as an example. Since it stores the last state of a triple
(trace, activity-1, activity-2), the total rows of a controller function table
are |C |×|A |×|A | where |C | is the number of traces and |A | is the number
of activities.

• Filtering activities in intermediate structures. The proposed approach
of this thesis constructs intermediate structures based on all activities in
event data. Building intermediate structures from scratch with filtered
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activities is straightforward. However, the intricacy comes if one needs to
filter out some activities from an available intermediate structure. Once
an activity is removed, other relations in the intermediate structure may
also change.

11.3 Future Work

Beyond the scope of this thesis, we identified several areas for future work:

• Hybrid alignments. In Section 6.4.1, we find out that there are two out-
liers where the classical alignments performed better than the proposed
alignments with predefined splitpoints. The first outlier is a log which
contains traces where the initial and final labels are swapped, while the
second one contains small numbers of traces and activities and hardly any
parallelism in the model. This indicates that there might be specific char-
acteristics of a model or a log that can be used to decide which alignment
algorithm will perform the best. For example, if a model contains a num-
ber of loops, choices, or concurrencies less than some thresholds then it
is better to use the classical alignments. If a log contains small numbers
of traces but high numbers of activities then it is better to predefine split-
points before commencing alignments since the complexity is exponential
of the number of activities. This suggestion helps users to correctly select
the alignments technique which gives the fastest computation time.

• Estimation of behavioral profiles. To get behavioral profiles of a model,
we use a technique presented in [17]. Such a technique performs un-
foldings to compute a finite a-cyclic representation of a Petri net model
in which behavioral profiles can be computed. However, for large models
with many loops and choices, this work is unable to provide the unfoldings
in reasonable time. Therefore, future research might provide techniques
to estimate the behavioral profiles of complex process models (instead of
using the exact behavioral profiles).

• A standard SQL command for computing intermediate structures. This
thesis proposes a native operator for computing intermediate structures.
Such an operator is a function on a table and implemented specifically for
H2 Database Management System. Therefore, the proposed idea of this
thesis is limited to event data that are stored in H2 databases. Obviously,
in order to adapt with other database management systems, one needs to
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re-implement the same function on the system. Although this is just an
engineering problem, it would be better if the native operator is legalized
as a standard SQL command where it becomes available in any database
management system.

• Visualization for local start and end activities. In Chapter 8, we define
global and local start/end activities. While a global start/end activity rep-
resents the start/end activity of a case, a local start/end activity represents
the start/end activity of a trimmed case in a particular window. For recur-
rent process mining, we only involve the global activities since they cap-
ture a full representation of the actual behavior. In addition, entangling
local activities leads to overfitting models. However, if we distinguish
the visualization between the overall and local behaviors, information on
where a process starts and ends locally will give additional insights.
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Summary

In-database Preprocessing for Process Mining

The omnipresence of event data allows organizations to diagnose problems
based on facts rather than fiction. Process mining provides a family of methods
to exploit such event data in a meaningful way, for example, to automatically
discover process models, compare the models with reality, and enhance the
models with facts derived from event data.

As a relatively new research discipline, process mining is facing some open
challenges. This thesis focuses on three kinds of challenges, namely: (1) dealing
with a tremendous amount of event data, (2) retaining access to all existing
data, and (3) managing overhead in data preprocessing.

In this thesis, we regard intermediate structures as the keys to solve the
aforementioned challenges. An intermediate structure is a term used to de-
scribe objects that lie between event data and process mining techniques. It
is an abstraction of event data that captures important information for process
mining techniques to get insights into the process the data originally from. In
Chapter 3, we explore a large number of intermediate structures in common
process mining algorithms and motivate why exploring intermediate structures
is beneficial for process mining.

Investigating intermediate structures paves the way for incremental process
mining, that is, process mining applied on incrementally growing event data. To
this end, in Chapter 4, we propose live intermediate structures which capture
recent changes in event data. Live intermediate structures are both stored and
computed inside an event data storage.

Incremental process mining comprises three parts: process discovery, con-
formance checking, and enhancement. In Chapter 5, we discuss live interme-
diate structures applied in incremental process discovery, while in Chapters 6
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and 7, we discuss live intermediate structures applied in incremental confor-
mance checking and in incremental enhancement, respectively. In these chap-
ters, we examine intermediate structures which comply with incremental pur-
poses and apply them into several well-known process mining algorithms, in-
cluding Inductive Miner, MINERful, alignments, and handover-of-work.

Not only for incremental process mining, live intermediate structures are
also beneficial for recurrent process mining, that is, process mining applied
repetitively on event data with a flexible-periodical time window. In Chapter 8,
we define a requirement to ensure that an intermediate structure can be shifted
according to a time window. More specifically, we revisit intermediate struc-
tures mentioned in previous chapters and determine whether they also satisfy
the recurrent process mining requirement.

To show the applicability of our work, we present a technical implemen-
tation for in-database preprocessing of intermediate structures in Chapter 9.
We first introduce a relational representation of event logs in databases, called
DB-XES. In DB-XES, we simply use standard SQL queries to compute interme-
diate structures. However, this leads to expensive queries with many self-joins.
Therefore, we design a native SQL operator whose purpose is to construct a
specific kind of intermediate structure. Finally, in Chapter 10, we present the
implementation of the proposed technique in several process mining tools.

Throughout the thesis, we use extensive experiments to show the impact
of our work on process mining tasks performed on real-life data and we use
artificial data to investigate trends in processing time and memory use.

In conclusion, the contributions of this thesis can be summarized into the
following five points: (1) an extensive exploration of intermediate structures in
process mining, (2) a proposed method to perform process discovery, confor-
mance checking, and enhancement independent of the number of events, (3) a
significant improvement of alignments computation, (4) a relational reference
model for event logs that complies with the XES standard, and (5) a native
operator to build intermediate structures in databases.
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