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Correspondence 

Context Weighting for General Finite-Context Sources 

Frans M. J. Willems, Member, IEEE, Yuri M. Shtarkov, 
and Tjalling J. Tjalkens, Member, IEEE 

Abshaet-Context weighting procedures are presented for sources with 
models (structures) in four different classes. Although the procedures are 
designed for universal data compression purposes, their generality allows 
application in the area of classification. 

Index Terms- Sequential data compression, universal source coding, 
finite-context sources, modeling procedure, arithmetic coding, cumulative 
redundancy bounds, classification procedure. 

I. INTRODUCTION 
Recently in [ 131, [14] the authors introduced context-tree weighting 

as a sequential universal source-coding method for the class of binary 
(bounded memory) tree sources. Tree sources were defined around 
the same time by Weinberger et al. [12]. The idea behind context 
weighting procedures can be summarized as follows:' 

The well-known Elias algorithm (described in, e.g., Jelinek [l]) 
produces for any coding distribution Pc(zT) over all binary se- 
quences of length T ,  a binary prefix code with codeword lengths 
L(z:') that satisfy 

(We assume that the base of the log (.) is 2. Codeword lengths and 
information quantities are expressed in bits.) If the marginals of the 
coding distribution 

pC(x ; )  = P,(Z?), for t =  1, . . . ,  T 
21' 

t+l 

are sequentially available, the Elias (arithmetic) code can be im- 
plemented sequentially. Accepting a coding redundancy of at most 
2 bits, we are now left with the problem of finding good coding 
distributions P, (.) . 

For binary memoryless sources with an unknown parameter 0 (i.e., 
the probability of generating a l), it is reasonable to assign the block 
probability Pc(zT) = Pe(a, b )  to a sequence zT containing a zeros 
and b ones where 

This distribution, which allows sequential updating, i.e., 
Pe(O, 0) = 1, and for a 2 0 and b 2 0 
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and 

was suggested by Krichevsky and Trofimov [3]. Its parameter re- 
dundancy can be uniformly bounded, i.e., for any sequence ZT with 
actual probability P,(zT) = (1 - O ) " B b ,  it can be shown (see [14] 
and note that T # 0) that 

log - < i l o g T +  1, for all B E [o, 11. (4) 

In a more general setting, the source is not memoryless. The 
distribution that the source uses to generate the next symbol Xt, t = 
1, . . . , T: is determined by the binary sequence ut (l), . . . , ut ( D )  
of length D ,  which is called the context of z t .  One can think of 
sources for which the context consists of the D most recent source 
outputs, thus u t (d )  = X t - d ,  for d = I, . . . , D .  More general context 
definitions are possible; it is assumed, however, that the context 
ut (l), . . . , ut ( D )  is always available to the encoder at the encoding 
time of z t  and to the decoder at the decoding time of zt .  

The mapping M from the context space (0, l}D into the 
parameter-index set K ,  is what we call the model of the source. 
To each parameter-index IC E IC there corresponds a parameter 
B k  E [a. 11. The source generates X t ,  with a probability of a 1 equal 
to B ~ ~ ~ ~ ~ t ( ~ ~ , . . . , ~ ~ ( ~ ) ) .  It should be noted that some authors (e.g., 
Rissanen) use the word model to indicate a source (a probability 
distribution). However, in our setting the word model stands for 
the structure of a source, i.e., the mechanism that enables a certain 
parameter given a context. 

If the actual source has model M a ,  and we know this model, we 
can partition the sequence z? in memoryless subsequences and use 

P'(XT) - 

Pc(xFI&fa) = n ~e(ak, b k )  
k E K ,  

as a coding distribution, where a k  (resp., b k )  is the number of instants 
t for which zt = 0 (resp., 1) and M a ( u t ( l ) ,  ..., ~ ( 0 ) )  = IC. The 
image of (0, l}D under Mu is IC,. Again this coding distribution 
allows sequential updating. For any sequence zy, using (4) and 
the convexity of the log (.), the parameter redundancy can now be 
upper-bounded as 

for @ k  E [O, I], k E IC, ( 5 )  
where 

0018-9448/96$05.00 0 1996 IEEE 
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A 
is the actual probabiility of x y  and y(z) = t for 0 5 z < 1 
and (1/2)log(z) + 3 for z 2 1. The function y(.) is the smallest 
convex-n continuation of (1/2) log ( z )  + 1 for 0 5 z < 1 siitisfying 

Now suppose that the actual model Ma belongs to a certain model 
class M .  If Ma is unknown to the encoder and the decoder, we can 
weight the coding dislributions corresponding to all models M in the 
model class M and obtain coding distribution 

y(0) = 0. 

M E M  

Here PM ( M )  is the upriori probability that is assigned to the model 
M in class M .  Of course 

We should be aware of the fact that a model M may have positive 
probability in one model class but zero probability in an other class. 
The reason for this is that each model class contains only certain 
models (structures). For any sequence zy the model redundancy 
relative to the corresponding model class M can now be upper- 
bounded as 

simply by using 

The total cumulative redundancy corresponding to the weighted 
coding distribution P, (zT) is now equal to the sum of the (cumula- 
tive) model, parameter and coding redundancies. Using (l), (5), and 
(6) we can upper-bound this total redundancy for any sequence Z: 
in the following way: 

This holds for all models Ma E M and parameters 6’k E [O, 11, 
rF E IC,. 

Rewriting this bound, and taking the minimum over all source 
models Ma and corresponding parameters we obtain for all .ET (not 
necessarily being generated by a source having an actual model that 
belongs to M )  

From this we may conclude that context weighting methods try to 
minimize the total description length of the sequence x:, relative to 
a given model class. So we can say that we fit all the sources with 
models in the given class to the sequence. The codeword length is 
determined by the best fitting source in the sense of (8). 

In the next sections we consider four different model classes. We 
show that for each of these four classes there exist natural U priori 
distributions over the models in the class. These distributions allow 
efficient (sequential) computation of the corresponding weighted 
probability P, (z; ). 

It should be emphasized that model weighting is not a new idea. 
Ryabko’s twice universal code [7] is very close to the method we 
suggest here. Also in Weinberger et al. [ll] model weighting methods 
(these authors call it the double mixture techniques) are studied. It was 
our contribution, however, to demonstrate that for the class of tree 
sources, model weighting can be implemented in an efficient recursive 
way [14]. In this correspondence we show that this recursive contcxt- 
tree weighting method can be generalized to classes of models that 
have a more complex structure. 

11. SPLIITTINGS 

It is natural to view a model as a partition of the set of all contexts 
(0 ,  l}D into llcl cells (equivalence classes), one for each paramleter 
ffk, k E IC. Since each partition can be generated by a sequence 
of splittings, where each splitting is a partition into two cells, we 
assume that a model partitions subsets of (0, 1}” into smaller 
subsets, performing splittings only. The model class determines which 
splittings are allowed, and therefore what the structure of the resulling 
context sets is and thus which models (structures) belong to the 
model class. A splitting which is always possible is the void splitting, 
corresponding to the assumption that all contexts in the considered 
subset are mapped onto the same parameter. Then, further splittiqg is 
unnecessary. Assuming that all possible splittings are equally likely, 
we can define a code that specifies a model in the class. This code 
is defined recursively, starting from the set of all contexts (0, 1 t D .  
For each set of contexts the code is the concatenation of the code 
that specifies the splitting, followed by the two codes for the subsets 
that have resulted from the splitting, however, only when the splitting 
was nonvoid. The code of a singleton set, i.e., a set that contains only 
a single context, is always empty. 

Example: Consider the case where D = 3. We assume for our 
example source that it generates a new symbol according to parameter 
6’ = 0.8 if the context u( l )u(2)u(3)  = 000, 001, 010, 101, or I110 
and according to parameter 6’ = 0.1 for contexts 011, 100, and 111. 
If we allow arbitrary splitting (this corresponds to Model Class I as we 
will see soon) there are 127 possible splittings of eight contexts plus 
the void splitting. Therefore, we need log128 = 7 bits to specify 
this first splitting. After this splitting there are two context sets 
(000, 001, 010, 101, 110) and (011, 100, 111) we have to deal 
with. The code for each of these subsets can be the code for the void 
splitting since all contexts in these subsets correspond to the same 
parameter. To specify this void splitting we need 4 bits for the first 
subset and 2 bits for the second one. In total 13 bits are needed to 
describe the model M that matches best (i.e., with the lowest possible 
number of parameters) to our example source if arbitrary splitting is 
allowed, resulting in llcl = 2 parameter indices. 

In the next section we will see that these splittings lead to efficient 
weighting methods. 

111. MODEL CLASSES 
Weighting is assigning probabilities to subsequences correspondi~ng 

to context subsets. The subsequence corresponding to a subset S of 
the set of all contexts (0, 1}” is the concatenation of all source 
symbols zt with contexts ut (l), . . . , ut ( D )  in S. The problem now 
is whether this subsequence should be considered memoryless or 
whether the context set S (and alw the subsequence) should he 
further split. For a memoryless subsequence we can use the estimator 
P,(S) = P,(as, b s )  where as (resp., bs)  is the number of instants 
t for which u t ( l ) ,  . . . , u t ( D )  E S and xt = 0 (resp., 1). If splitting 
of S into SI and SZ is necessary, we should multiply the weighled 
probabilities for the subsequences corresponding to the subsets SI 
and SZ that result from the splitting, i.e., Pto(S,) and P,(&). with 

A 
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Pig. 1. Arbitrary splitting graph for D = 2 .  Only the splittings of (00, 01, 10, ll}, ( 0 0 ,  01, lo}, and (00, 01} are shown. 

each other. Since none of the alternatives is more favorable than the 
others, we just average the weighted probabilities corresponding to 
all the splittings, including the (estimated) probability of the void 
splitting. The weighted probability of a singleton set, i.e., a set with 
that contains only one context, is always its estimated probability, i.e., 

A. Class I: Arbitrary Splitting 

Let n(S) be the set of all (nonvoid) splittings of S, i.e., 

Note that the number of splittings of S including the void splitting 
is in this case equal to 2lS1-'. The recursive weighting algorithm for 
this most general form of splitting is now defined as (see also Fig. 1) 

for IS1 > 1. For S such that IS1 = 1 we take Pw(S) 2 P,(S). 
The weighted probability Pw({O, l}D) can now be used as coding 
probability. What we mean by this is the following. Suppose data 
(context and source symbols) are processed in a structure of records, 
one for each subset S of (0, l)D, for 1, . . .  , t - 1. The record 
corresponding to set S contains a s  ) bs , P, (S), and P, (S). Then 

Pc(zE-l) = P,({O, l }D) .  

Now the context ut (l), , , . , ut (D) becomes available to encoder 
and decoder. Updating the structure of records with X t  = 0 would 
yield the block probability Pc(zip', X t  = 0) in the root of the 
structure and updating with X t  = 1 gives Pc(zipl, X t  = 1) in the 
root. Updating the structure means that all records corresponding to 
S such that ut (I), . . . , ut ( D )  E S should be updated. Updating of 
a record S is done by multiplying P,(S) by either 

(as + l / 2 ) / ( a s  + bs + I), if Xt = 0 

or by 

(bs + 1 / 2 ) / ( a s  + bs + 1), if Xt = 1 

incrementing a s  by one if X t  = 0 or bs by one if X t  = 1, and 
updating P, (S), which can only be done if the weighted probabilities 
of the split versions of S that contain ut (l), . . . , ut ( D )  have already 

been updated. The dummy probabilities in the root of the structure 
(you do not actually update the structure) can now be used for 
sequential encoding and decoding. It is easily checked that 

Pc(5;-1, Xt  = 0) + Pc(z;-l, X t  = 1) = Pc(z;-l). 

After encoding or decoding the actual update is performed with the 
actual value of X t .  

The total number of records in the structure can be as large as 
2'O - 1. For each source symbol 2'O-l records must be updated. 

Inspection shows that the models are weighted with an a priori 
distribution which is equal to the sum of the probabilities induced 
by the lengths of all codes that specify the model, i.e., the partition 

Example (Continued): The model in Class I that matches best to 
of (0, l}". 

our example source is given by 

M(000) = M(001) = M(010) = M(101) = M(110) = 0 

and 

M(Ol1) = M(100) = M(111) = 1. 

It has 1x1 = 2 parameters (0, and 01). The model redundancy of 
our example source is therefore at most 13 bits. There is only one 
sequence of splittings that specifies the model M in Class I. Therefore 

~ ~ ( ( 0 ,  I } ~ )  2 2-7~w({ooo, 001, 010, 101, 110)) 
' PW({011) 100) 111)) 

' Pe({011, 100, 111)) 

. Pe({O1l, 100, 111)). (12) 

2 2 - 7 2 - 4 ~ e ( { ~ 0 0 ,  001, 010, 101, 110})2-~ 

= 2-13~e({000, 001, 010, 101, 110)) 

Note that in general there are several sequences of splittings that 
specify a model in Model Class I. 

B. Class 11: Lexicographical Splitting 

Define 

as the index of the context u1, . . . , U D .  This index determines a 
lexicographical ordering over the set of contexts. For 0 5 i < j 5 2* 
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Fig. 2. Lexicographical splitting graph for D = 2. 

define St,? as the set of all contexts with an index between i and 
j ,  i.e., 

A s8,J == {s E (0, l}Dli 5 B ( s )  < j }  

The recursive weighting procedure for lexicographical splitting is 
defined by (see also Fig. 2) 

Pe(Si,j) + pW(si,k)pW(sk,3) 

j - i  (13) 
A k = z + l ,  2 - 1  PW(Si,j) = - 

for j - i > 1. For sets &,j with j - i = 1 we take 

P?U(&,J) A Pe(S,,3). 

fL(SO,*D) = PW((0, q D )  

Probability 

can be used for sequsential encoding and decoding. 
The total number of records in the structure can now be as large 

as 2D-1(2D + 1). Fsor a source symbol that occurs with a context 
with index i there are (1  + i ) ( 2 D  - i )  records that need updating. 
This is never more than 2Dp1(2D-1 + 1). 

Example (Continued): The model M in Class I1 that matches best 
to the example source has 

M(000) = M(001) = M(010) = 0 

M(O11) = M(100) = 1 

M(101) = M(110) = 2 

M(111) = 3 

and 

and hence llcl = 4 parameters (however, with BO = 02 and 01 = 03). 
The model redundancy of our example source is at now most 8.599 

bits. This follows from the decomposition 

Pw(S0,R) 2 pw(s0,3)pw(s3,8) + ' . '  
2 $l>e(sO,3) ~ p , ( s 3 , 5 ) P w ( s 5 , 8 ) $ . . .  

> ~ ~ r . , ( S o , 3 ) ~ ; P e ( S 3 , s )  
. +1'W(S5,7)PW(S7,8) +...  

Fig. 3. Arbitrary position splitting graph for D = 2. 

2 j+ ; Pe(SO, 3 )  $ f P e ( S 3 , 5 )  

- 1  - 1440 P,(SO,3)pe(s3,5)pe(s5,7)pe(s7,8) + " '  

' + ; pe ( S S ,  7 )  + Pe (S7,8) + . . . 

- - 5040 13 p~(sO,3)p~(~3,S)~e(sS,7)Pe(s7,8). (14) 

There are five sequences of splittings that specify the best model M 
in Class 11. One of these is 

SO, 8 e SO, 3 S 3 , S  e SO, 3 s 3 , 5 s 7 , 8  * s O , 3 s 3 , 5 & ,  7s7,8. 
The length of the specification code for this splitting is 

l og8+  ( log3)+ ( log5+(log2)+ ( log3+( log2)+( log l ) ) )  
= log 1440 = 10.492 

bits. The induced probability of this splitting is 1/1440. Together 
the five sequences of splittings contribute 13/5040 to the model M .  
Note that the number of parameters of the best model for our example 
source in Class I1 is higher than in Class I. This leads to a higher 
parameter redundancy for lexicographical splitting than for arbitrary 
splitting. Note that we have seen that in Class I1 there is only one 
best model for our example source which, however, can be reached 
by several splitting sequences. 

C. Class III: Arbitrary Position Splitting 
In this class (and also in Class IV) context subsets are split 

according to the value of a context digit. The position of this context 
digit can be arbitrary, i.e., in (1, . . . , D }  in Class 111. A subset is 
determined by the set P of positions and the sequence of values 

rI v d  
d E P  

at these positions, hence, 
A 
= { U i ,  ..., U D ~ U ~  = U d ,  d E P}. 

sp ,  r I I , , ,  "d 

Recursive weighting for arbitrary position splitting is defined by 
(15) at the bottom of this page (see Fig. 3) for position sets P # 
{ 1, . . . , D } .  For subsets containing a single context, i.e., subsets for 
which all positions are specified, we have 

P W ( S { l  ,..., D } , V l " ' U D )  = Pf?(S{l,'..,D},V 1 ,  ..., U,) 

= Pe((V1, . . * ,  V D } ) .  

The weighted probability P,(S{+},x) = P,({O, l}D}) can be used 
for sequential encoding and decoding. Here {$} is the empty set, 
and X the empty sequence. 
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The total number of records in the structure can now be as large 
as 3O.  For each source symbol 2O records need to be updated. 

Example (Continued): In this class there are no splitting sequences 
that lead to a model for our example source with less than five 
parameters. However, there are four splitting sequences that yield 
a model which matches our example source with five parameters. 
One of these sequences starts with a split on position 2, resulting in 
a 0 branch and a 1 branch. The 0 branch is then split by position 1, 
resulting in a 0 branch that is not split further and a 1 branch which 
is split by position 3.  The 1 branch resulting from the (first) split 
on position 2 is split by position 3, resulting in a 0 branch and a 1 
branch that are both not further split. The model that corresponds to 
this sequence can be described as 

M(OO0) = M(00l) = 0 
M(lO0) = 1 
M(101) = 2 

M(010) = M(ll0) = 3 

and 

where we have considered only one sequence (the sequence described 
earlier) of splittings leading to a model with five parameters. This 
would yield a model redundancy for this model of 9.170 bits. Since 
there are three other splitting sequences that yield models M with 
IKl = 5, and since we are considering a weighting method, we 
could say that the model redundancy (induced by these four models 
together, all having a priori probability 1/576) is not more than 
7.170 bits. Note that we have observed that in Class I11 our example 
source can be described by several (best) models, i.e., models with 
five parameters. Some of these models can be reached by more than 
one sequence of splittings. 

D. Class IV: Next Position Splitting 

In Class IV context subsets are split according to the value of 
the “next” context digit. Subsets are determined by the number 6 
of already split positions, and the sequence of values nd=,, v d  at 
these split positions, thus 

The recursive weighting procedure for next position splitting is 
given by (17) at the bottom of this page (see also Fig. 4) for 6 = 0, 

0,x J 
Fig. 4. Next position splitting graph (context tree) for D = 2. 

1, . . . , D - 1. For subsets containing a single context only, i.e., 
subsets for S = D ,  we have 

The weighted probability P,(So, A )  = P,({O, 1)O)  can be used for 
sequential encoding and decoding. 

The total number of records in the structure can now be as large as 
20i1 - 1. For each source symbol D + 1 records need to be updated. 

It should be noted that this model class is identical to the class 
of tree models defined in [12]. The weighting described in (17) is 
identical to context-tree weighting as described by the authors in [14]. 

Example (Continued): Our example source must now be modeled 
as follows: 

M(000) = M(001) = 0 
M(010) = 1 
M(0ll) = 2 
M(100) = 3 
M(101) = 4 
M(110) = 5 

and 
M(111) = 6 

and has 1K1 = 7 (however, now 80 = 01 = 04 = 8 5  and 
B2 = O3 = 86) .  The model redundancy is now 7 bits. We decompose 
as follows: 

In Class IV there is always only one model and sequence of splittings 
that specifies a source. 

Authorized licensed use limited to: Eindhoven University of Technology. Downloaded on July 13,2010 at 11:45:19 UTC from IEEE Xplore.  Restrictions apply. 
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60 I I I 

0 10000 20000 30000 40000 50000 60000 70000 

Fig. 5.  Cumulative model plus parameter redundancies in bits for t = 1, 2 ,  . . . , 216. 

IV. SIMULATIONS 

Example (Continued): We have simulated the example source 
such that it generates information according to context definition 
u t ( d )  = x t - d ,  d = 1, D ,  with D = 3. The source produced a 
sequence of T = 216 binary digits (after having generated three 
digits that were necessary to form the first three contexts). We 
computed for this sequence for each of the four procedures defined 
by ( l l ) ,  (13), (15), and (17), for t = 1, 2, . . . ,  T the redundancy 
logP,(zl ,  ..., z t ) / P C ( z 1 ,  ..., zt), which is the total redundancy 
under the assumption that there is no coding redundancy. The results 
are plotted in Fig. 5. 

In the previous section we have seen that the model redundancies 
for our source in each of the four classes are upper-bounded by 
13.000, 8.599, 7.170, resp., 7.000 bits. Upper bound (5) leads to 
parameter redundancies that cannot exceed 17.000, 32.000, 39.195, 
resp., 53.174 bits for our source in the four different classes. The total 
redundancies are therefore upper-bounded by 30.000,40.599, 46.365, 
resp., 60.174 bits. The figure shows that the computed redundancies 
are close to these bounds. 

V. REMARKS 
For a fixed model M ,  Rissanen’s lower bound [5] implies that 

for any block code the expected redundancy per source symbol 
is not less than roughly (llC1/2T) logT for all parameter vectors 
( 1 9 1 ,  6’2, 0,) except a set of vectors whose measure goes to 0 
as T t 00. Here K is the parameter-index set corresponding to M 
and 1x1 the number of parameters. Earlier results of Krichevsky [2] 
for the memoryless case and Trofimov [9] for Markov sources state 
that for any code there is at least one parameter vector for which the 
expected redundancy is not smaller than ( lK1/2T)  logT for large T .  
Furthermore, given model M it follows from the work of Shtarkov [SI 
that for any code there exists a sequence zT and a parameter vector 
such that the individual redundancy with respect to the corresponding 
source is not less than ( IK l /2T)  log T asymptotically. Recently, 
Weinberger et al. [ l l ]  showed that this lower bound holds for most 
sequences in most types. Our weighting methods achieve all these 
lower bounds in the sense that the redundancy per source symbol is 
not more than (lKl/27‘) logT for large T.  Despite this it is not clear 
whether or not our weightings are optimal in a certain sense. Each 
weighting over the models in a model class determines cumulative 
(upper bounds (6) on the) model redundancies. Our weightings are 
induced by the probabilities that we have assigned to the splittings; 

in other words, the weightings are such that they lead to simple 
implementations. They do, however, have the pleasant property that 
the model redundancy increases when the model gets more complex. 
A criterion for optimality could be to minimize the (upper bound on 
the) model redundancy per parameter, under the constraint that the 
model redundancy is proportional to the number of parameters. For 
Class IV, this criterion leads to a weighting satisfying [ 14, relation 
(32)] with -1ogrUo = S. It is an open problem, however, to find 
similar solutions for the other three model classes. 

Although we have only considered binary sources and binary con- 
texts here, it is straightforward to generalize to nonbinary cases. In our 
presentation of the weighting algorithms we assume infinite precision 
arithmetic. Modifications exist, however, that can be implemented on 
fixed register-length machines. 

Weinberger et al., in [lo, Section VI considered a problem which 
is similar to the Class I case. They suggest to check whether it is 
beneficial to combine contexts and context sets (possibly while mn- 
ning a Class IV algorithm). These sets of contexts then determine the 
estimated next-symbol distribution (plug-in approach). The number of 
possible comparisons is of course very large. The method we propose 
here is an elegant way to weight all the alternatives systematically; 
however, this also can only be applied for small values of D ,  say 
D 5 4. 

If instead of having a good datacompression code we are interested 
in finding the model M in model class M that minimizes (the 
description length) 

we can change the context weighting methods defined in ( l l ) ,  (13), 
(15), and (17), into context maximizing methods. Instead of adding 
up the probabilities corresponding to all the alternative splittings 
(including the void one) and dividing by the number of splittings 
in each node, we can take the maximum over all these probabilities 
and divide. Tracking this procedure yields the minimizing model. A 
similar procedure occurs in Nohre [15]. 

These context maximizing methods are closely related to class$- 
cation procedures based on Rissanen’s minimum description length 
principle (see [6] and also Quinlan and Rivest [4]). Considering the 
attributes,,or tests, of an object t as its context ut (l), . . ‘ , ut ( D )  
and the class of the object as source output zt, classification can be 
regarded as a source-coding problem. 
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The flexibility of context maximzing, allows us to describe ef- 
ficient methods for producing minimum description length classifi- 
cation structures. Combinations of our maximizing methods for the 
different classes lead to interesting classification procedures, even for 
attributes that take values in “large” alphabets. Note that the algorithm 
for Class I11 selects the positions (attributes) which gives the highest 
reduction of the description length and produces a decision tree (see 
Quinlan and Rivest [4]), while Class I1 methods can be used to find 
the most effective thresholds in large attribute alphabets. The fact 
that there exist elegant context weighting methods to treat missing 
attributes demonstrates once more the flexibility of context weighting 
(maximizing). 

Nearest Neighbor Decoding for 
Additive Non-Gaussian Noise Channels 

Amos Lapidoth, Member, IEEE 

Abstract-We study the performance of a transmission scheme employ- 
ing random Gaussian codebooks and nearest neighbor decoding over a 
power limited additive non-Gaussian noise channel. We show that the 
achievable rates depend on the noise distribution only via its power and 
thus coincide with the capacity region of a white Gaussian noise channel 
with signal and noise power equal to those of the original channel. The 
results are presented for single-user channels as well as multiple-access 
channels, and are extended to fading channels with side information at 
the receiver. 
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I. INTRODUCTION 

Due to the simplicity of their implementation using matched filters 
and due to their robustness, nearest neighbor decoders (minimum Eu- 
clidean distance decoders) are often used on additive noise channels 
even if the noise is not a white Gaussian process. For such channels, 
the nearest neighbor decoding rule is usually suboptimal and a loss in 
performance is thus incurred. In this correspondence we quantify this 
loss in terms of the achievable rates, i.e., the rates at which reliable 
communication is possible with a nearest neighbor decoder. 

Stated as above, the problem is a special case of the general 
mismatch problem that has been studied in [1]-[5] for the single- 
user channel, and in [6] for the multiple-access channel. However, 
the techniques that we use in order to study the problem are quite 
different from those used in the above references and rely heavily on 
Euclidean geometry. This allows us to deal with the infinite input and 
output alphabets and with the memory that the noise may exhibit. 

It should be noted that we only study the case where the transmitter 
uses random Gaussian codebooks. While this is the optimal input 
distribution for white Gaussian channels, this may not necessarily be 
optimal for non-Gaussian channels and the decoder that we assume, 
see Example 1. 

The motivation to assume this input distribution is that Gaussian 
codebooks are relatively well understood, and that, as we shall see, 
Gaussian codebooks and nearest neighbor decoders form a very 
robust communication scheme. Furthermore, for the power-limited 
additive noise single-user channel, Gaussian noise and Gaussian 
signaling constitute a saddle-point for the mutual information func- 
tional [7]: given that the noise is Gaussian the input distribution 
that maximizes the mutual information between the channel input 
and output is the Gaussian distribution, and given that the input 
distribution is Gaussian, the worst noise, i.e., the noise that minimizes 
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