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Summary 

High level synthesis of an integrated circuit is the transformation of a functional 
definition of the circuit into a description at the register transfer level. The 
synthesis process contains several hard optimization problems. 

Some of these share a number of characteristics. Due to the complexity of the 
problems, often no exact solution can be given without spending too much CPU 
time. The problem will thus have to be solved with an heuristic algorithm, The 
development of a good heuristic algorithm can take quite some effort. When a 
synthesis system is still in development, the actual problem definitions will 
frequently change. For some typical heuristics, such changes can be difficult to 
incorporate. With a more general optimization technique, this may be easier. In 
this thesis some problems are identified that consist of 1 out of n choice problems, 
problems where one out of a fixed number of possibilities has to be chosen. 

The Hopfield neural network is an approximation technique that can solve certain 
combinatorial optimization problems. It can be used for problems that can be 
modelled with a cost function in terms of quadratic forms of binary variables. 

The 1 out of n choice problems can be modelled by a set of mutually exclusive 
binary variables. The mutual exclusivity has to be represented by penalty terms in 
the cost function. For larger problems, experience shows a loss of quality of the 
solution. Potts neural networks are an extension of Hopfield neural networks that 
allow for 1 out of n choice problems to be captured directly, without a penalty 
term. The binary variables for each 1 out of n choice problem are merged into 
clusters, for which a new updating rule is used, thus enforcing the mutual 
exclusivity. 

9 



10 SUMMARY 

This thesis presents a description of the algorithms and the data structures used 
when solving a problem with a Potts neural networks. The new technique has 
been appli~ to three optimization problems, that are typical in high level 
synthesis. 

In high level synthesis, most allocation problems are closely related to graph 
coloring. With Graph Coloring, each node in a graph is given a color such that no 
two adjacent nodes have the same color, while minimizing the total number of 
colors. Data flow graph scheduling is the assignment of operations of a digital 
system to time slots, in accordance with given precedence constraints. The amount 
of hardware required to implement the system has to .l>e minimized. ASU
clustering is an extension of the partitioning of a fully 'connected graph into 
subsets, while minimizing the sum of the weights on the edges across the induced 
cuts. There are some specific constraints on the sizes of the subsets. 

The mapping of these problems onto Potts neural networks is described in detail. 
For the graph coloring problem, the results of Potts neural networks are compared 
to the results of Hopfield neural networks. These results show the superiority of 
the results of'Potts neural networks. Furthermore, the results of comparisons of the 
new method with existing methods are given. In all cases the Potts neural network 
solution would produce qualitatively good results, while spending an acceptable 
amount of CPU time. 
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Chapter 1 

Introduction 

1.1 Optimization in high level synthesis 

Neural networks are originally based on structures, present in the human brain and 
in the human nervous system. During the development of applications, the method 
gradually evolved into something that has little in common with those roots. 

Neural networks for solving optimization problems were introduced by J.J. 
Hopfield in [Hop85]. The method presented in that paper appeared to possess 
some fundamental shortcomings. Certain features of the most common problems 
could be handled only with great difficulty. To overcome these difficulties, the 
technique was extended as in [Pet89, Bou89]. 

Neural networks have some advantages over other optimization methods. Major 
parts of the necessary calculations can be done in parallel or by dedicated 
hardware. Furthermore, it can be regarded as a general optimization technique. 

In this work the applicability of optimization with neural network for problems in 
high level synthesis are studied. Apart from the basic applicability question, some 
practical aspects are studied. The results of different types of networks are 
investigated and compared. Additionally aspects of parameter sensibility are 
examined. 

13 



14 INTRODUCTION 

1.2 Overview 

This book consists of 6 main chapters. Chapter 2 gives an introduction of high
level synthesis, and discusses the nature of a class of optimization problems that 
constitute the main bottleneck in the design process. 

Chapter 3 describes Potts neural networks, a type of neural network that proves to 
be especially suitable for handling the problems shortly described in chapter 2. 

The following chapters each deal with a specific optimization problem for which a 
neural network solution has been developed. Chapter 4 discusses graph coloring, a 
problem essential in many allocation problems. Chapter 5 discusses the data flow 
graph scheduling problem as it occnrs in the NEAT system, developed at the 
Eindhoven University of Technology. Chapter 6, finally, treats the ASU clustering 
problem, as defined at IMEC in Leuven, Belgium. 

The thesis ends with a discussion of the results of these applications. 



Chapter 2 

High level synthesis 

2.1 Introduction 

In the mid 50's the first semi-conductor devices were developed. These devices 
consisted of a single component, and could be designed manually into one chip. 
As technology moved forward, more and smaller devices could be integrated. The 
designs became more complex in terms of the number of components to be 
handled simultaneously. At a certain point it was clear, that to handle the design 
process within industrial limits of time and cost, computer support was necessary. 

This was the start of the design automation for integrated circuits. A first step was 
supporting layout design by layout editors on computers. Soon the need evolved 
for more. Figure 2.1 gives an overview of the design phases of a digital integrated 
circuit as it is today. Design automation started bottom up. First to be handled was 
layout synthesis. From a description of the network of the chip the design of the 
layout was to be generated. As integrated circuit technology improved, the 
problems for the lower level design automation became more difficult. 
Additionally the need for tools at a higher level emerged. Currently tools for 
layout synthesis and logic synthesis are commercially available and widely used in 
industry. High level synthesis is emerging from the research phase. 

Ever since the design of the first semi-conductor devices there has been a race 

15 



16 HIGH LEVEL SYNTHESIS 

functional 
description 

network controller 

layout 

Figure 2.1. Synthesis design flow 

between technology developers and design automation engineers. Up until now the 
technology developers have been faster. 

2.2 High level synthesis 

Figure 2.2 shows the design flow in the NEAT high level synthesis design system 
[Hei93]. NEAT is the continuation of the EASY design system [Sto91]. The 
functional description of the design is first translated into a data-flow graph and 
stored in a database. All other high-level synthesis operations are performed upon 
the data stored in the database. 



functional 
description 

design 

data 

base 

/ 
network controller 

Figure 2.2. The NEAT system 
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There is no fixed order for the application of the tools. However, certain tools may 
require that specific operations have been completed before. E.g. some scheduler 
may not be able to schedule a graph without a proper module selection. The usual 
flow within the EASY/NEAT system is: 

data flow graph optimization 
standard data flow optimizations like dead code elimination, tree height 
reduction, etc; 
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module selection 
estimate what kind and numbers of resources are' needed; 

scheduling 
determine for each operation in which time-slot it should be executed; 

binding 
assign to each operation a resource in which it should be executed; 

extractor 
the extractor is a driver for the logic synthesis tools. 

For other synthesis systems, the order and the exact definition of the different steps 
can vary. However, the basic elements as listed above will still be there. For 
example, some synthesis systems target towards a fixed hardware architecture. In 
such systems module binding will often be done before scheduling. The definition 
of the respective scheduling problem will differ from the definition that will be 
given in chapter 5 (where we will deal with a special approach to scheduling), but 
will still be closely related to it. Equally, most binding and allocation problems 
will essentially remain closely related to the graph coloring problem (see section 
4.1.2). 

However, synthesis systems will often contain other complex optimization 
problems. An example of this is the Application Specific Unit clustering problem 
in the Cathedral-ill design system [Not91]. This problem is closely related to 
graph partitioning, but uses a different cost function and has some extra 
constraints. This problem will be dealt with in chapter 6. 

2.3 Optimization problems 

As noted in the previous section, there is a class of problems that frequently needs 
to be solved in high-level synthesis. These problems have some common features. 

First, they are generally difficult to solve. It is usually not possible to design an 
algorithm that will generate the best solution. For most problems it is proven that 
they are in the class of the NP-hard problems, which_ makes it unlikely an exact 
algorithm to exist requiring a CPU time remaining acceptable for problem 
instances with large sizes the way they appear in practical design problems. The 
user will thus have to be satisfied with an approximation of the exact result. Neural 
networks, as studied in this thesis, are a tool for finding approximations. 
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The development of exact and heuristic algorithms are equally hampered by subtle 
changes in the problem definitions. Such frequent and unpredictable changes have 
to be accepted as a permanent item in an industrial environment. Certainly while 
synthesis systems are still being developed, such changes will, with no doubt, be 
made. With traditional methods it is often difficult to cover such changes. With 
neural networks small changes in the problem definitions are usually easier to take 
care of. 

In the previous section scheduling and graph coloring were mentioned as problems 
in high level synthesis. Both of these problems have characteristics of 1 out of n 
choice problems. These are problems where we have to choose one alternative out 
of a fixed but problem dependent number of alternatives. For example with graph 
coloring, for each node, one color has to be chosen. In the case of data flow graph 
scheduling a time slot has to be chosen for each node. This is done while 
satisfying a set of constraints, while minimizing the costs that are captured by a 
cost function. These features appear in other optimization problems as well, and it 
is this kind of problem that appears to be suited for mapping on a neural network. 

2.4 Design system requirements 

When one of the sub-problems in the synthesis itinerary can be solved better with 
a neural network, and is to be replaced with a neural network, it should be possible 
to replace parts of the design system. To be able to replace a part of the original 
design system, there should be a clear delimitation of the problem, with respect to 
both input data and output data. It should be clear what information is needed to 
describe an instance of the problem, and it should be possible to retrieve these data 
from the design system. Furthermore, there should be a clear definition of what 
information constitutes a solution to an instance of the problem, and it should be 
possible to supply the solution to the design system. 

The NEAT system, developed at Eindhoven University of Technology, offers easy 
access to all synthesis data. The system provides a library of access functions for 
the database. When new programs, for example based on neural networks, are to 
be added, they can use the same interface as the original programs. 

This is however only useful when the other tools in the design system are designed 
to take advantage of the added information. 





Chapter 3 

Optimization with Potts neural 
networks 

Optimization might be defined as the science of detennining the 'best' 
solutions to certain mathematically defined problems, which are often 
models of physical reality. It involves the study of optimality criteria 
for problems, the detennination of algorithmic methods of solution, 
the study of the structure of such methods, and computer 
experimentation with methods both under trial conditions and on real 
life problems. There is an extremely diverse range of practical 
applications. Yet the subject can be studied (not here) as a branch of 
pure mathematics. 

R. Fletcher [Fle80] 

This chapter describes an optimization method called "Potts neural networks". The 
first two sections give mathematical definitions of the problems that can be 
handled by this method. The last section will describe the method itself. 

21 
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3.1 Optimization problems 

Many of the problems in design automation of large digital circuits are presented 
as optimization problems. The following definitions are commonly used in 
literature [Pap82]. 

An instance of an optimization problem is a pair ( F, c), where F is any set. the 
domain of feasible points; c is the cost function 

(3.1) 

The problem is to find an f e F for which 

'V c(f) :::; c(y ). 
yeF 

(3.2) 

Such a point f is called a globally optimal or exact solution to the given instance. 

An optimization problem is a set I of instances of an optimization problem. 

Note the difference between an instance and a problem. An instance gives the 
"input data", and the problem is the collection of all instances. 

A combinatorial optimization problem is an optimization problem with a domain 
of feasible points F, with finite or countably infinite elements. 

Example 3.1 - Graph Partitioning 

An example of a combinatorial optimization problem is graph partitioning. 

Given an undirected graph G(V, E), graph partitioning is the problem of 
dividing the vertices V into k distinct sets Xi, such that: 

• the number of edges that cross a cut is minimal. 

• The sizes of the sets are (approximately) equal. 

An edge crosses a cut if its end points are in different sets. When the number 
of vertices in the graph is not divisible by k, the sizes of the sets cannot be 
equal. 

A given graph G and a number k form an instance of this problem. The 
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collection of all possible graphs with all possible values for k form the 
problem. 

The domain F of an instance (G, k), consists of all legal partitionings into k 
subsets, with equal sizes. 

A possible cost function could be the number of edges that crosses a cut: 

The constraint on the sizes of the subsets could also be removed from the 
domain, and incorporated into the cost function. The domain then consists of 
all legal partitionings of G into k subsets. The cost function is extended with a 
term that expresses the extra cost of imbalanced partitions. For many practical 
applications of graph partitioning, the balancing is less important then the 
number of edges crossing cuts. This can be expressed in the cost function .. 

The costs for solving optimization problems differ from problem to problem. 
Many of the problems we encounter in CAD are proven to be in the class NP
complete [Gar79]. In spite of a large research effort, no algorithms have been 
found that solve the problems in this class exactly, within a polynomially bounded 
computation time. Most engineering applications however, do not require exact 
solutions. The cost difference between optimal and near optimal solutions will be 
small in many practical applications. Algorithms that approximate solutions are 
called heuristics. 

From an engineer's point of view, algorithms generating acceptable solutions using 
acceptable amounts of CPU time, are more interesting then exact algorithms which 
require an impractical amount of computer resources. 

3.2 Zero one quadratic programming 
The method that will be described in the next section, can handle only a subset of 
all optimization problems. These are the problems where a solution is described by 
a set of variables that can have a value of 0 or 1, and where the cost function is a 
quadratic form of the variables. These problems are called zero-one quadratic 
programming problems, abbreviated with ZOQP problems. 
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Let n be a positive integer, c' a vector of n positive integers, and c" an n x n 
matrix of positive integers. An instance of a zero-one quadratic programming 
problem is d,efined by: 

F={x: xje{O,l},j=l, ... ,n} 
c: x --7 c'x+xTc"x. 

(3.3) 

The following example shows a zero one quadratic programming model of the 
graph partitioning problem of example 3 .1. 

Example 3.2 - Mapping graph partitioning on a ZOQP protilem 

Given the undirected graph G(V, E), partition the vertices of this graph into n 
sets Xt> X2, ••• , Xn. For each vertex v;eV, n variables {xil,x;2, ••• ,xin} are 
used. 

The variables are used to describe the elements of the sets 

X··= l = 1 .. ·lVI J = 1 · · · n. { 
o if v; e xi . . 

11 1 'f X ' ' 1 v; e i 

The variables eii describe the edges of the graph 

With these a cost function can be defined: 

lVI lVI n 
c(x) = a!,!. !, e;i(l- xjk)x;k 

i=l j=l k=l 

IVIIVI n 

-P!.!. !,(1- xik)xik 
i=l j=l k=l 

lVI n n 

+ L L L X;kXim· 
i=l m=l k=l,k-

(3.4) 

The first term adds a cost of a to the total cost, for each edge that crosses a cut. 
The second term will be minimal if the sets are balanced. The last term adds a 
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penalty when a node is assigned to two sets simultaneously. 

The weight factors a and p in equation (3.4) have to be chosen such that a 
minimum cost solution will correspond with the best result. 

3.2.1 Relation to integer linear programming 
What can we do with ZOQP? To describe the possibilities we compare it to integer 
linear programming (ILP). ILP recently interested many people in the design 
automation community. There have been many publications of applications of ILP 
to problem in this area of research [Geb90, Hwa91, Tim93a, Geu92b]. ILP is NP
complete, The main draw back of ILP is its potential cpu-power consumption. The 
standard ILP solving software will calculate exact solutions. As ILP is NP
complete [Pap82], finding exact solutions will, depending on the problem and its 
formulation, be impossible for real-world instances of optimization problems. 

Let m, n be positive integers, b e zm, and A an m x n matrix with elements 
aii e Z. An instance of ILP is defined by 

F = {x eRn: Ax= b, x;;:: 0, x integer} 
c:x~c'x. 

(3.5) 

The first difference observed between the two methods is the quadratic term in the 
cost function of ZOQP. 

A second difference is in the domain of feasible points F. Where variables in ILP 
can have any nonnegative integer value, they are restricted to 0 or 1 in ZOQP. 
Often the ILP variables will have a restricted domain. So: 

low high • -0 
X; S X; S X; , l - , ••• , n. 

Here the integer variables can be transformed into 0-1 variables 

• low high 
X; => Xij, J = X; , ••• , X; • 

Only one of these variables can have the value 1. This can be achieved by adding a 
term 
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to the cost function for each value of i. These terms will only be zero at most one 
variable has the value 1. A term 

can be added to the cost function, the ensure that there is a variable with a value 1. 

Another difference is the absence of the limitation of the domain (the Ax = b part). 
This gap has to be filled with adding terms to the cost function. When the domain 
contains an equation with more then two variables, these will have to be 
approximated. 

The problem as described here, where a variable can have a range of values, is 
very common in our domain of applications. These problems will be called 1 out 
ofn choice problems. The constraint that only one of the values can be chosen will 
be called the exclusivity constraint. Often the ILP formulation is already written as 
a 1 out of n choice problem. In the following chapters it will be shown that it will 
be advantageous for the neural network approach, to identify those problems. 

3.2.2 Heuristic methods 

Re-formulating a problem as a ZOQP does not solve it. The next and necessary 
step is a technique to find a solution to the ZOQP. That is, find an assignment of 
0' sand 1' s to the variables, so that the costs are minimum. 

Finding an exact solution for a ZOQP is generally as hard as the original problem. 
In most practical cases there is no time to compute an exact optimum, and we have 
to be satisfied with a near optimal solution. With a heuristic, we can try to find a 
solution within an acceptable amount of computer time. A heuristic will introduce 
errors. We distinguish two types of errors: 

the error of the solution 
The first error is the error made caused by the non-optimality of 
the solution method for the ZOQP. 

a possible extra error, relative to the original problem 
Secondly, there can be errors, that are hidden in the transformation 
of the original problem into a ZOQP. This transformation will 
generally be locally correct (if it is a good one), in the sense that if 
there are two solutions that are in each others neighborhood, the 
one with the lower cost is better. (Also the solution with the 
lowest cost will be the best solution.) However, when we compare 
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two locally optimal solutions, then there is no guarantee that the 
one with the lowest cost is the best. These errors can be hard to 
recognize. 

Note that an error of type 2 can be a violation against the domain of acceptable 
solutions or a violation against the original cost function. The following example 
shows an error of type 2 for a small instance of the graph coloring problem. This 
example shows an error where a solution that is not in the domain, would turn out 
to be the best solution according to the corresponding zero-one quadratic 
programming problem. Examples of violations against the cost function are shown 
in the following chapters. 

Example 3.3 - Error of type 2 

We will use the problem and transformation given in example 3.1 to partition 
the graph in figure 3.1a into 2 sets. The figures 3.lb through d show three 

cost=-3 

a b c 

Figure 3.1. Graph coloring examples 

possible solutions. Solution b is optimal. The parameters a and P in equation 
(3.4) are both set to 1. The costs are now as stated in figure 3.1. The optimal 
solution indeed has minimal cost. Thus if the ZOQP problem would be solved 
exactly, the solution would be exact. Assume however, b is overlooked and we 
obtain either c or d. Solutions c and d have the same cost. Solution d cuts 2 
edges, one more than the best, but this solution would still be acceptable, 
because it yields a partition of the nodes. Solution c violates the constraint that 
a node can be in only one set, and is thus useless. 
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3.3 Potts neural networks 

Potts neural networks are a new technique for solving zero-one quadratic 
programming problems. The first section is an introduction to the algorithm and 
variations of it. Based on a chronological literature overview, the basic elements of 
the algorithm are introduced. 

In the following sections the algorithm is discussed in detail. These sections 
describe algorithms as they have been used in our work. Information given in 
papers often lacks the small details indispensable for applying the algorithm. 
These sections, together with the results that will be given in:1he next chapters aim 
at providing such details. 

3.3.1 Introduction 
For a long time man has been fascinated by the organization and working of his 
own brain. Our own neural system has always been subject to intensive research 
[McC43, Jam90, Heb49]. A collection of early works can be found in [And88]. 
Most of this work was restricted to questions originating from cognitive science: 
how do we learn skills and how does our memory work. 

J.J. Hoplield 

A paper by J .1. Hopfield [Hop85] stimulated the interest in solving optimization 
problems with neural-network-like structures. The paper was based on earlier 
work [Hop82, Hop84]. In [Hop82] a content-addressable memory using a neural 
network is presented. His system consisted of devices called neurons and 
connections. Like the model of McCulloch and Pitts [McC43] these neurons could 
have two states: 0 (not firing) and 1 (firing). The neurons are updated in a random 
order using the updating rule: 

v, ={ 
0 I, T;iVi <0 

j~ (3.6) 

1 I, TijVi ~ 0 
)~ 

where V; is the state of neuron i, and T;j is the strength of the connection from a 



neuron vi to neuron vj. 

Algorithm 3.1. "Simulation of a binary neural net" 

randomly choose configuration 
do 

choose neuron 
update neuron 

until (state is stable) 

Porrs NEURAL NETWORKS 29 

Updating is done in an asynchronous, random sequential, order. In each update, 
the results of the previous update are used. Later synchronous updating was 
introduced. In that case, new output values for the neurons are calculated using the 
present state, all outputs are updated simultaneously. Only under certain conditions 
for the connection matrix T will there be a stable final state for the system. 

Then the quantity E: 

E = -rr,r,Tijvivj 
j j,;4 

(3.7) 

is defined. Altering V; as defined in equation (3.6) causes E to monotonically 
decrease. The state changes will continue until a local minimum has been reached. 
Sometimes the simulations end in limit-cycles: the states of the system ftip 
between several states with equal E. 

Later Hopfield expanded his neuron-model from a two state McCulloch-Pitts 
neuron further, to obtain neurons with graded outputs [Hop84]. A sigmoid 
function converts the weighted sum of the inputs into an output value. 

(3.8) 

Networks with these graded neurons are shown to converge to local minima also. 

The electrical network of figure 3.2 is equivalent to a Hopfield neural network. The 
neurons correspond to the amplifiers/capacitor networks, and the connections 
correspond to the resistors (shown by •'s in the the figure) in this network. 
Analysis of the Kirchhoff current equations for this electrical network will show 
that the "neurons" in the network behave according the sigmoid updating rule of 
equation (3.8). In [MeaSO] this network is used for a hardware implementation. 
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Figure 3.2. Analog circuit 

There are however no implementations of larger networks. No implementations 
are known for the large array of programmable resistors. 

All work mentioned above had been restricted to content-addressable memories 
and theoretical analysis. In [Hop85] a network was presented that could "solve" 
the Travelling Salesman Problem. 

The Travelling Salesman Problem is, given a map of cities, to find the shortest 
tour. A tour is only acceptable if it visits every city exactly once. 

The domain of feasible points is the set containing all legal tours, tours that visit 
each city exactly once. A cost function could be the length of the tour. 

Given a problem with n cities, with a distance d;i between cities i and j. There are 
n x n neurons V x,i• one for each combination of each city at each position. The X 
subscript represents the name of a city and j a position, in a permutation of cities. 
The outputs of the network will encode the tours. If a neuron V x,; is in state 1, then 
the tour will visit city X at position i. 

Let: 

(3.9) 
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where A, B, C and D are positive. Each term has a specific interpretation. The first 
term will be zero if for each city X there is only one neuron 1, and all others are 0. 
When this term is zero, each city can have at most one position. The second term 
does the same for the positions. It will only be zero if each position has at most 
one city. The third term will be minimal if there are exactly n neurons with value 
1. Together these three terms will be minimal if there is for each city exactly one 
position. The fourth term will be small for short tours. It is the sum of the 
distances between every pair of neighbors. 

The values of the connection strengths can be derived from equation (3.9). The 
energy function of equation (3.7) does not contain a term that goes linear with only 
one neuron value. Terms of this type are needed for the third term in the cost 
function. To capture these the bias terms.are added to equations (3.7) and (3.8). 

E = -& :E:E TiiV;Vi- :E V;I; 
i j~ i 

(3.10) 

(3.11) 

By rewriting equation (3.9) the values for T;i and I; for the travelling salesman 
problem can be found. 

The description of the relation between the states of the neurons and solutions of 
the problems, together with the energy function, are called the mapping of an 
optimization problem on a neural net. Note that this is not a mapping in the 
mathematical sense. Throughout this book the word mapping will only be used in 
in the meaning as described above. 

The energy function is now used as a the cost function. The domain of feasible 
points contains all possible states of the network. This domain is not the same as 
the domain given in the definition the travelling salesman problem. Part of the 
constraints on the domain have been transferred into the cost function. The first 
three terms of equation (3.9) are there to restrict the domain of feasible points. 
They are commonly called constraint terms. The last term is generally called a 
cost term. As the means of limiting the domain of feasible points of the neural 
network are very limited, it will often be necessary to implement some of these 
constraints in the cost function. With the weights of the corresponding connections 
a trade-off has to be found between the cost, and the enforcement of the 
constraints. In the example above, values have to be found for the parameters A, 
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B, C and D. 

Given an instance of the Travelling Salesman Problem, solutions are found in three 
steps: 

1. create a network for the given instance of the problem; 

2. simulate that network using algorithm 3.1; 

3. translate the state of the neurons into a solution. 

For each instance of the problem a new network has to be created. In the case of 
the Travelling Salesman Problem, the number of neurons depends on the number 
of cities, and the number and strength of the connections depend on both the 
number of cities and on the distances. 

Tests were performed on instances with 10 and 30 cities. The results of the 10 city 
instance were acceptable. For the 30 city instance it appeared to be more difficult 
to find proper parameter settings. 

After Hopfield's paper was published several groups continued with these ideas. 
Finding proper parameter settings proved to be a major problem of solving the 
Travelling Salesman Problem and other optimization problems with a neural 
network of this kind. In [Wil88] the experiments by Hopfield were repeated. Some 
details concerning the simulations that were missing in the original paper were 
given. The results were very disappointing. In many cases the network did not 
converge to legal solutions. Often there were several or no entries in a given row or 
column. This represents tours where cities are visited twice, or not at all. The 
technique was applied to other optimization problems: graph hi-partitioning 
[Pet88], module placement [Yu89], refinement of Petri nets [Phi90] and module 
orientation [Lib89] with mixed results. Finding a parameter setting that would 
result in both legal and good solutions proved to be the main problem. In most 
cases the parameter setting also depends on the instance, and not only on the 
problem. 

The mean field theory 

Hopfield already mentioned the resemblance of neural networks with systems of 
Ising spins [Hop82, Hop85]. The neural network solution for a certain gain is 
equivalent to the Mean Field Theory solution at a temperature of the system of 
spins. In section 3.3.3 the updating rule for the network will be derived using this 
theory. Following the mean field solution, while steadily decreasing the 
temperature leads to a state close to the minimum, the thermodynamic ground 
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state [Tho77]. Hopfield hinted that slowly decreasing the gain during a simulation 
could lead to better solutions. In [Pet88] an algorithm, similar to Hopfields', was 
derived using the Mean Field Theory. Slowly decreasing the gain is commonly 
called annealing. 

Algorithm 3.2. "Asynchronous Hopfield neurons" 

T=Tinit 
fori=ltoN 

I • s1 = 2 + no~.se 

while (T > T min) do 
while (not_stable) do 

for i = 1 to N /*random order*/ 
Cll = 'f. T iis i + I; 

j~ 

s; = [1 +exp(4J/T)]-1 

T:=a·T 

Algorithm 3.3. "Synchronous Hopfield neurons" 

T=Tinit 
fori= 1 toN 

1 • s1 = 2 + no~.se 

while (T > T min) do 
while (not_stable) do 

fori=ltoNdo 
Cll1 = "'£ T ys J + 11 

j~ 

fori= lioN do 
s1 = [1 +exp(4J1/T)r1 

T=a·T 

Algorithms 3.2 and 3.3 show the asynchronous and synchronous algorithms.· The 
inner while loop in algorithm 3.2 shows the main loop of algorithm 3.1 in more 
detail. The updating rule will be discussed in section 3.3.3. The variables s; 

contain the states or values of the spins. All neurons are initialized to their initial 
state, 1/2, with a small random value added. The gain T is assigned an initial 
value T init and is lowered, after stabilization, with a factor a, with 0 < a < 1. 
Details of the annealing schedule will be discussed in section 3.3.4. Algorithm 3.3 
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differs from algorithm 3.2 only in the updating rule. In the synchronous algorithm 
the updating rule can be applied to the neurons in a fixed order. 

The spins used in the work previously mentioned, have two states. The Potts 
model [Pot52, Wu82] is a generalization of this model to spins with more states. 
Kanter and Sompolinsky [Kan87] suggested that the Potts model could also be 
used for optimization. In [Pet89, Bou89] the Potts neurons were developed based 
on this model. Both papers applied the new neural network on the Travelling 
Salesman Problem and on the Graph Partitioning Problem. 

In a Potts neural network the neurons are divided into bins, such that only one of 
the neurons in a bin can be equal to 1. The neurons of one bin are put into one 
Potts neuron. For such a bin there is a new updating rule, derived from the Potts 
model. The outputs of the neurons in one Potts neuron are normalized so that the 
sum will be equal to 1. In the next sections it is shown that this enforces the 
constraint that only one of the neurons in the bin can be equal to 1, and all others 
have to be equal to 0. The connections that were enforcing these constraints in the 
Hopfield neural networks can be deleted. A larger part of the constraints imposed 
upon the domain of feasible points can be enforced by the network, and does not 
need to be included in the cost function. This drastically reduces the number of 
connections. 

The results with the new model for instances of the Travelling Salesman Problem 
with 50, 100 and 200 cities were only slightly worse then those fonnd by 
simulated annealing [Pet89]. 

This technique has been applied to various other problems with good results 
[Gis89, Una92]. 

3.3.2 Simulation algorithms 

Algorithm 3.4 shows the three steps needed to solve an instance of an optimization 
problem. The generation of the network, and the extraction of the solution, 
depend on the instance of the problem. The simulation of the network should be 
independent of the instance of the problem being handled. The network simulation 
will be treated here. The other two steps will be dealt with separately for each 
application. In the next section we will see that a simulation may end in a local 
minimum. The ways this problem is handled is different for different applications. 
Application specific modifications of algorithm 3.4 will be discussed for each 
application separately. 
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Algorithm 3.4. "Optimization" 

generate network 
simulate network 
extract solution 

Some of the details will be handled in following sections: a justification of the 
updating rule in section 3.3.3, details on the control of the simulation (schedule for 
the parameter T and the function not_stable) in section 3.3.4 and the 
implementation in software in section 3.3.5. The variables in the algorithms 
should be interpreted as: 

T 

N 

The control parameter, as introduced in the previous section. 
Its value is gradually decreased during the simulation. 

This value equals the number of Potts neurons, the number 
of clusters in the network. 

This is the number of neurons in cluster i. When all M; have 
the same value, the subscript will be dropped. 

The state of neuron of the index pair ik is stored in this 
variable. The first index is the number that identifies the 
group, and the second gives the number within the group. 

The first nested loop is the initialization of the network. The neurons are initialized 
to the value at their ground state for high values of the control parameter. This 
value equals 1 divided by the number of neurons in their cluster. Commonly some 
noise is added to enable the system to leave the semi-stable ground state. The 
ground state is like a perfectly balanced pencil. It needs only a small disturbance 
to fall over. Too much noise tends to steer the system in an equilibrium 
prematurely; then the network generally misses the solution. 

The two while loops enclosing the main body, control the course of the simulation. 
(See section 3.3.4.) 

The inner "for" loops carry out the updating rule. One execution of these loops is 
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called a sweep. 

In the asynchronous case, the newly calculated states of a cluster are immediately 
used in the calculation. In synchronous updating new states are calculated for all 
clusters, using the values of the states calculated in the previous sweep. 

Algorithm 3.5. "Asynchronous Potts neural network" 

T=Tinit 
fori= ltoN 

fork= 1 toM; 
su, = 1/ M; +noise 

while (T > T final) do 
while (not_stable) do 

for i = 1 to N /*random order*/ 
fork= 1 toM; 

<IJk = L L T ik,jtS jl + Iik 
jt.i l*'k 

M; 
sum= L e-ctVT 

k=l 
fork= 1 to Mi 

sik = e-<t>k!T I sum 
T=a·T 

3.3.3 Updating rule 

In this section the updating rule introduced in the previous will be derived. Several 
derivations can be found in literature. Hopfield [Hop85] starts with giving an 
electrical circuit, representing the network. From the equations of the motion of 
the circuit, an updating rule can be derived. 

Several other authors use the same starting point as simulated annealing [Ott89, 
Aar89]: the analogy between a system of magnetic spins and certain optimization 
problems. But instead of finding minima by simulating the system as with 
simulated annealing, local minima are found in a different way. They use the Mean 
Field Theory to find minimal states of the system [Pet88, Bou89]. 

In the Mean Field Theory the energy function of equation (3.10) is called the 
Hamiltonian [Tho77]. It represents the energy of a system of interacting magnetic 
spins. The goal is to find a state of the system with minimal energy. Within our 
neural network we have the same objective. The Hamiltonian is often denoted with 



Algorithm 3.6. "Synchronous Potts neural network" 

T=Tinit 
fori=ltoN 

fork= 1 toM; 
sij = 1/M; +noise 

while (T > T final) do 
while (not_stable) do 

fori=1toNdo 
fork= 1 toM; 

fl>ik = L Tik,jlS jl + Ijf, 
j,l:jtoi v l¢k 

fori=ltoNdo 
M; 

sum = I: e-<'biJJT 

k=l 
fork= 1 to Mi 

sik = e-<'buJT I sum 
T=a·T 

the symbol H. 

The Ising spin updating rule 
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The energy of equation (3.1 0) is now taken to represent the energy of a system of 
magnetic spins. Each neuron is a spin and its value represents the state of the spin. 
For this system we can calculate average values of the spins. 

Let: 

Eo = (E(s))ls
1
:0 

Et = (E(s)}ls,=l 

be the energy when spin s; is 0 and 1 respectively. When the system is in 
equilibrium, the spins will behave according the Boltzmann distribution. This 
distribution gives the spin-averages: 

(s;) =P{si=O}x0+P{si=1}xl 
e-EtiT 

(3.12) 
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The effective, or mean field experienced by spin si is <I>;= E0 - E1• Calculating 
(E(s)) for large values of N is difficult. · 

(E(s)) = ( ~ ~ Tijsis 1 + ~ /isi) 

N N 
= L l:Tij (s;sj) + 'I:.Ii (s;). 

i=l j'#i i=l 

Since the spins s; and s 1 are not independent, the values of the terms (sis 1) are 
not known in the above equation. For large N, the effect between any two spins is 
small, compared to the total field. Then the mean field approximation can be used. 

N N 
(E(s)) = L 'I:.Tii (si) (s1) + L I; (s;) 

i=l j'#i i=l 

Since (E(s)) is linear in (s;) 

(3. 13) 

For each temperature we now want to find a vector of spin averages such that 
equations (3.12) and (3.13) hold. Such a solution or fixed point can be found by 
starting with an initial vector of spin averages and calculate the mean values for it. 
This new vector can then be used to update the vector of spin averages. The 
relaxation procedure can be repeated until the vector stabilizes. 

(s) (O)=> { <~><O>} => (s) (I)=> { <~>O>} => ••• 

For high values of T, each spin will approach the value Vz. The ·vector of spin 
averages is monitored as the temperature T is lowered. For sufficiently low value 
ofT, the vector of spin averages will give a local or global minimum of the energy 
function or cost function. 

Combining (3.12) and (3.13) gives the updating rule for the spin averages: 

When all spins are calculated in parallel and are moving only a small step towards 



POTIS NEURAL NETWORKS 39 

the newly calculated values at each iteration, it can be shown that the behavior is 
the same as the one of the original Hopfield neural network [Pet88]. 

De derivation described here depends strongly on the mean field appoximation. 
The error in this appoximation will be larger when the networks are more sparse. 
Both [Pet88] and [Bou89] lack the discussion whether this could be a problem 
when applying neural networks to optimization problems. 

The Potts updating rule 

In section 3.2.1 the exclusivity constraint or 1 out of n choice problem has been 
defined. Section 3.3.1 described the problems created by neuron multiplexing. 
Here a new updating rule is derived that circumvents the problem. When in a 
group of neurons only one neuron can be allowed to be on, this can also be 
enforced directly. 

In a non-equilibrium state the neurons can have any value between 0 and I. At the 
end of a simulation they are either 0 or 1. The sum of a group of neurons is fixed to 
1 throughout the whole simulation. At the end of a simulation, when the neurons 
have the value 0 or 1, only one neuron in a group can be on. Violations of the 
exclusivity constraints are now impossible. 

In the Ising spin updating rule derived previously, the individual spin averages 
(sik) are calculated from the field for that spin: 

The exclusivity constraint can now explicitly be enforced by normalizing the spin 
averages. 

e-E,k/T 

M 
1: e-E~m/T 

m=l 

From equation (3.14) follows that 

M 
'\( 1: e-E,m/T = 1 

1 m=l 

(3.14) 

(3.15) 

For large values of T all spins will be about 1 I M. When T is decreased, the spins 
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with the lowest Hamiltonian will win from the others. Exactly one spin will be 1 in 
the final state. 

As one of the spins is 1, and all others are 0, there can be no violations against the 
exclusivity constraint. So the connections that enforced these constraints can be 
deleted from the network. 

3.3.4 Simulation control 

This section will expand on the different aspects of controlling the simulation. The 
discussion includes the settings of the control parameter, the start state and the 
stop criterion. Papers are traditionally vague on this subject. This section will 
describe the subject as it has been worked out in this project. Whenever possible, 
comparisons with known results are given. 

Four aspects of the control parameter T have to be resolved in algorithms 3.5 and 
3.6 of section 3.3.2: 

1. deciding whether the equilibrium has been restored. 

2. choosing the initial value for T 

3. choosing the next value forT 

4. deciding upon stopping the simulation 

The influence of those aspects on the results and the CPU time for the total 
computation are needed to assert the efficiency of the optimization. The criteria 
given below aim to be independent of the problem and the instance of the problem 
at hand, but usually they will depend on the problem. The following sections will 
introduce the common aspect, and introduce the terminology. Details can be found 
in the following chapters, where specific problems will be discussed. 

Restoring equilibrium 

This is one of those important details, essential for the verification of results, 
which is often not mentioned. For each value of . the control parameter the 
simulation has to continue until the equilibrium has been restored. The number of 
sweeps required to restore equilibrium varies during the simulation. When not 
enough sweeps are performed, the quality of the results will decrease. Too many 
sweeps are a waste of CPU time. In [Pet89] the sum of the absolute values of the 
differences of the neuron states before and after the update is given to be: 
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1 N M· 

-N-- ~ t I sij' - sij I' 
l:M; 1=1 1=t 

i=l 

(3.16) 

where sij denotes the state of neuron s ij at time step t. This term is required to be 
bounded by o, where o will increase with the size of Potts groups, to prevent the 
excessive increase of the number of sweeps when the problem instances become 
larger. As in [Hop85] and [Pet89] o will usually in order of 0. 01 to 0. 0001. 

The initial value T init 

During the simulation a state transition will occur. At high values of T all neurons 
will be in their ground state. At a certain value of T all neurons will start changing 
their state, and start moving towards their final state. The value of the temperature 
at which this occurs is called the critical temperature Tc. 
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Figure 3.3. The course energy and the gain during the simulation 

gain 
(dotted) 

Figure 3.3 shows the course the energy and the course ofT during the simulation. 
At Tc the energy starts to decrease. In the figure this point is marked with a 
vertical dashed line. The state transition occurs in a limited range of T. The 
simulation should start with aT larger than Tc, but not too large. All computation 
with values for T larger than Tc is essentially wasted. Knowing Tc is thus 
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Figure 3.4. The number of sweeps at each temperature 

advantageous. 

Figure 3.4 shows the number of sweeps for each value of T. For values of T well 
above Tc only a few sweeps are needed to restore equilibrium. As the state of the 
system will not change significantly, the disturbances of the equilibrium will also 
be small. Only as T approaches Tc the disturbances will increase, and more 
sweeps will be needed to restore equilibrium. So the waste indicated above is 
curbed because the number of sweeps wasted by starting with a too high value of 
T is small compared to the total number of sweeps. 

Generally it is difficult to predict the value of Tc. The usual way for deriving Tc is 
using the largest eigenvalue of the connection matrix [Pet89, Gis89]. As the 
connections depend on the instance of the problem to be solved, the largest 
eigenvalue will also. In [Pet89, Gis89] the value of the largest eigenvalue is 
predicted from the neural network construction algorithm, using properties of the 
instance. These predictions can only be used for one problem. Every time the 
construction algorithm is changed, the prediction method has to be adjusted to it. 
That makes the method cumbersome. 

Generally, the largest eigenvalue of a matrix can be derived by a series of matrix 
multiplications [Pre86]. The cost of calculating the largest eigenvalue in this way 
is of the same order as the cost of a few sweeps. 



PoTrs NEURAL NETWORKS 43 

To conclude, using a fixed starting value forT, well above the probable value of Tc 
is usually the best option. 

The step size a 

When equilibrium has been restored, as described in section 3.3.4, the control 
parameter T is decreased with some factor a, called step size. When the values of 
T init and T final are fixed, this process will take more stages for smaller values of a. 
At each stage the network has to be brought to equilibrium. With a small value of 
a, the disturbance of the system will be smaller and less sweeps are used at each 
value for T. This will reduce the number of extra sweeps needed when using a 
smaller value for a. This effect is the strongest during the state transition. When 
T » Tc and when T « Tc the minimum number of sweeps will restore the 
equilibrium of the network and more sweeps will be used. 

When a is chosen too large, the disturbance of the system becomes to large and 
the solution quality tends to decline. 

The saturation 

Finally a criterion for stopping the iteration needs to be given. When T has passed 
the critical value of Tc the number of sweeps used at each value of T will 
decrease. At some point E will stabilize. The simulation can be stopped when all 
neurons are close enough to either 0 or 1. An elegant way to measure this is given 
in [Pet89]. The saturation l: of a net is the sum of the squares of all neurons. 

1 2 
l: = -"" V· N f:: Ia 

(3.17) 

The value of l: increases as the number of neurons with a value close to 1 
increases. From the problem mapping (see section 3.3.1) it is known how many 
neurons are expected to be 1 in the final state. When l: approaches this number, the 
simulation can be stopped. 

3.3.5 Software implementation 

When the algorithms described in the previous section are implemented in 
software, the choice of the data structures can have a large impact on the runtime 
efficiency. A software library has been developed, that allows fast implementation 
and testing of networks. The applications that will be treated in the following 
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chapters have been handled with this library. This section will describe this library. 
The library has been developed for several, quite different, applications. 
Furthermor~, it had to be suited for the development of neural networks for new 
problems. Extra functionality has been added for the creating, changing and 
analysis of the networks. Given a fixed mapping of a problem on a network, a 
more efficient implementation will generally be possible. 

Data structure 

Although the subscripts of the connection weights suggest to store them as an 
array, this is generally not a good choice. Depending on the problem, the network 
will be more or less sparse. Using a full matrix to store the connection weights 
would waste much memory. The weights of the connections are stored at the 
neurons. 

To emphasize the entity of the groups, the neurons are stored in a vector of Potts 
neurons. Each Potts neuron has a vector to store the state of the neurons, and a 
vector with the connections of the neuron. Often the neurons in two Potts groups 
will be connected one to one with the same weight. These connections are stored 
in a separate list per group. 

An integer index, starting at 0, addresses a single neuron within a group. It is often 
natural to have a lower index that is larger then 0. For example within the dig
scheduling application described in chapter 5, the index represents a time slot, 
where the lowest value of the time slot is usually larger then 0. For each group an 
off-set can be subtracted before each neuron reference. The indices used when 
"programming" the network can keep their natural meaning. An additional 
advantage is that more connections are now one-to-one between two Potts groups. 
These need to be stored only once. 

Floating bias 

As noticed by [Bou90] the Potts groups can be in different stages of saturation · 
(see section 3.3.4). While a majority of the groups might already reached a state 
with a high saturation, where already one neuron approaches 1, and all other 
approach 0, there may be some groups in which still some neurons are candidates 
candidates to become 1. When the simulation continues with lower values of the 
control parameter T, the weighted sum of the inputs of the individual neurons can 
become large. This would result in a numerical overflow when calculating e to the 
power of this sum. 
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unit_O 

unit_5 

Figure 3.5. Data structures 

As a result of the Potts updating rule, the new states of the neurons will not 
change, if the same value is subtracted from each neuron. Given the updating rule 
of equation (3.14) 

e-E11JT 

(sik) = --:M-:----

1: e-Eu.IT 
m=! 

and let: 

Subtract Emax from each Eik: 

e<-E~t-Em,..)IT 

M k e<-E~m-Emv.)IT 
m=l 

= 
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M 
I: e-Eu.,IT e-E=IT 

m=l 

By applying this floating bias [Phi93b], possible overflows are eliminated, without 
changing the behavior of the network. 

Complexity 

The nature of the algorithms given in this section make it impossible to give 
bounds on the CPU-time complexity. The complexity of parts of the algorithm can 
be estimated. 

The total CPU time needed for solving an instance of a problem can be divided 
into three parts. 

1. · Time for parsing and analysis of the input description, and generation of 
the network. 

2. Time needed for simulation of the network, using the ·algorithm given in 
section 3.3.2. 

3. Time required for the analysis of the state of the network, and generation of 
the solution from the state. 

The CPU times for item 1 and 3 depend on the problem that is being handled. 
These will be dealt with in the following chapters, where the mapping of some 
problems will be described. The CPU time for item 2 will be treated in this 
section. 

The number of sweeps (see section 3.3.2) depends on the convergence of the 
simulation and hence is difficult to predict. Later experimental data concerning the 
sweeps per simulation will be given. The CPU time complexity of a single sweep 
will depend on the size of the network, which depends on the size of the instance, 
and the mapping of the problem. 

The neuron order Oneur of a mapping is an upper bound on the number of neurons 
required by the mapping, given the size of the problem N. 

With Potts neural networks the neurons are collected in groups. The 0 neur still 
gives the total number of neurons. 

The connection order 0 conn of a mapping is an upper bound on the number of 
connections needed by the mapping, given the size of the problem N. 

For a neuron to be useful, there will be at least a few connections to it. This 
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implies that when we look at the OMur and Oconn for instances of a problem with 
increasing SizeS, the 0 COlin Will grOW at leaSt as Strong as the 0 tu!Ur. 

For both Hopfield and Potts neural networks, the cpu time for the calculation of 
the weighted sum of the inputs will be dominant in the total cost of recalculating 
the new values of the output When the connections are stored in a matrix data 
structure, the cost for computing the weighted sum of the inputs will grow 
quadratically with the number of neurons. For each neuron, the outputs of all other 
neurons have to be handled. 

When the connections are stored in the structure as described in section 3.3.5, the 
complexity will be different Still, every neuron has to be handled individually. But 
for each neuron the complexity is linear with its number of connections. The 
complexity will now grow linearly with the number of neurons, and linearly with 
the number of connections. As the Oconn will grow faster then OMur• the time 
complexity will depend linearly on the number of connections in the network .. 





Chapter 4 

Graph coloring 

Graph coloring is both an important and a typical problem in design automation. It 
has been used for extensive testing of the neural network optimization method. 
Both the Hopfield type neural network as the Potts neural networks have been 
applied to this problem. 

4.1 Introduction 

In this section problem definitions will be given, followed by a discussion on the 
importance of the problem. Finally some known results on graph coloring will be 
discussed. 

4.1.1 Problem definition 

With graph coloring, each node in a graph has to be given a color such that no two 
adjacent nodes have the same color. It can be defined as a decision problem or as 
an optimization problem. We will deal with the decision variant first. 

Given a graph G = (V, E) and an integer k, graph coloring is the problem of 
deciding whether there is a function z: V ~ { 1, 2, ... , k} so that (u, v) e E 
implies z(v) '* z(u). 

From that follows the optimization variant. 

49 
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A minimum graph coloring is graph coloring using a minimal number of colors. 

The minimum number of colors required to color a graph is called the chromatic 
number of the graph. 

4.1.2 Applications 

There were several reasons for choosing graph coloring as a first test-case for the 
paradigm. First there are direct applications for graph coloring in high-level 
synthesis. As pointed out in section 2.2, there are several allocation and binding 
problems, which tum out to be graph coloring problems [Tse86, Sto9l]. 

Graph coloring is also a well studied problem. It is known to be in the class of the 
NP-complete problems [Gar79]. This makes ·it highly unlikely that it can be 
solved exactly in a polynomial time. In most engineering applications, there is 
neither time nor need for an exact solution. A wide range of approximation 
algorithms have been developed for graph coloring. The Potts neural networks 
optimization technique is also an approximation algorithm. This should allow a 
comparison between techniques of the same nature. 

Finally graph coloring has some features that are typical for several other 
problems in high-level synthesis. As mentioned before graph coloring is in the 
class NP-complete. The same holds for most other problems. The mapping of 
graph coloring on a neural network that will be presented in the following 
sections, makes extensive use of 1 out of N choice problems, that are inherently 
present in the problem. Many of the other problems in high-level synthesis have 
the same property. The application of neural networks to those problems follows 
similar lines and encounters similar problems. 

4.1.3 Known results 

Because there has been much research on graph coloring, a lot is known about the 
problem. This section gives an overview of the known results that will be used in 
following sections. In [Kan91] a more comprehensive overview of other graph 
coloring algorithms can be found. 

There are at most ~ + 1 (~ is the maximum degree of a graph) colors needed to 
color a graph. A graph not being an odd cycle or a complete graph can be colored 
with~ colors [Bro41]. A lower limit on the number of colors is the size of the 
largest clique. The largest clique can be found using relatively little cpu time 
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[Bro73]. 

To obtain the exact colorings for the benchmarks, we used Browns algorithm 
[Bro72, Kor79]. The nodes of the graph are assigned an initial coloring. Then 
colorings using less colors are calculated by backtracking. By choosing a smart 
initial coloring and node ordering, the amount of backtracking that is necessary 
can be decreased [Kor79]. 

The application of graph coloring to allocation problems in high level synthesis is 
introduced by Tseng [Tse86]. The graph coloring problem is solved using a fairly 
simple heuristics. Weighted graphs are used to optimize the design. 

4.2 Mapping 

The mapping of an optimization problem onto a neural network consists of the 
energy function and the description of the relation between the states of the 
network and the solution of the instance (See section 3.3.1). This section shows 
mappings of graph coloring onto Hopfield neural networks and onto Potts neural 
networks. 

The derivation of the mapping is split into two stages. First a quadratic cost 
function is derived from the original problem description, and secondly, the 
network construction from this cost function is treated. 

4.2.1 Cost function 

This section presents the construction of the transformation of graph coloring onto 
a zero-one quadratic programming problem. Section 4.2.1 shows the 
transformation of the decision variant. In section 4.2.1 the optimization of the 
number of colors is added. 

Finding legal colorings 

The decision variant of the problem will be dealt with first. Here the number of 
colors is fixed. A direct transformation of graph coloring onto a zero-one quadratic 
cost function is not known. In [Bal87, Aar89] transformations are given that 
actually change the original problem onto an independent set problem. The 
independent set problem can then be transformed into a cost function of the 
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vc(2) : 

G' 

vc(l) : vc(3) 
· ... ,• 

Figure 4.1. Transformation example 

desired form. Figure 4.1 shows a simple example. The original graph G is 
transformed into a graph G'. Any graph can be colored in Ll + 1 colors. For each 
vertex in the original graph G we introduce a cluster with Ll + 1 vertices In the new 
graph G'. Each vertex in a cluster represents one color for the corresponding 
vertex in the original graph. The clusters in G' will be completely connected. For 
each edge in the original graph, each pair of vertices from their corresponding 
clusters representing the same color will also be connected. 

The largest independent set in the new graph G' represents a legal coloring of the 
graph G. Each vertex in the set represents a color for a vertex in the original graph. 
If a vertex in G' is in the set, then the corresponding vertex in G is assigned the 
corresponding color. The clusters are completely connected, so there can be at 
most one vertex of each cluster of G' in the set. So each vertex in the original 
graph is assigned at most one color. 

When there is an edge between two vertices in the original graph, then there will 
be edges in G' between the vertices in their cluster that represent the same color. If 
two vertices of G' are in the independent set, they have to represent different 
colors. Since the number of available colors is Ll + 1, a legal coloring is always 
possible. So there must be an independent set in G' that contains one vertex of 
each cluster and this set is maximal! 

An instance of the independent set problem can be represented by a set binary 
variables. For each vertex in the transformed graph G' there will be a variable. If 
this variable is equal to 1, then the vertex will be in the set, if it is equal to 0 the 
vertex will not be in the set. 

With this representation, a precise cost function can be derived. Given an 
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undirected graph G(V, E), with N = lVI, a K-coloring is a partition 
l = {X1, ···,XK} ofV with: 

The partitioning will be described with K x N variables si.i: 

s .. = { 0 if Vi E Xi 
IJ 1 ifvieX1. 

There is one variable for each node in the transformed graph. If the variable is 
equal to 1 then the corresponding node will be in the independent set, and the node 
inherits the color it represents. 

The edges are stored inN x N variables eii 

For the variables to describe a legal coloring, two constraints must be satisfied. 
First, there has to be exactly one color for each node, and therefore l has to be a 
legal partitioning: 

(4.1) 

For the cost function a quadratic form is needed to describe this constraint. The 
constraints of equation (4.1) will be satisfied when the quantity 

(4.2) 

is minimal, with 0 < w < 1. 

Secondly, adjacent nodes in the original graph should not be assigned the same 
color. 
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(4.3) 

This sum is the number of edges between members of the candidate maximal 
independent set of the transformed graph. For a legal coloring this sum has to be 
zero. 

The sum of equations (4.2) and (4.3) will only be minimal when both constraints 
are satisfied. 

Finding minimal colorings 

We now want a legal coloring with a minimum number of colors. When a color is 
not used, it implies that none of the vertices representing that color is in the 
independent set. However the constraint that every vertex needs a color is stronger. 
Colors should not be left unused while some nodes do not have a color assigned to 
them. 

In [Bal87] an extra cluster is added toG', with for each color a vertex. From these 
vertices there will be edges to all other vertices representing the same color. Figure 

G' 

vc(l) : vc(3) 

control cluster 

Figure 4.2. Transformation including the control cluster 

4.2 shows an example. When a vertex in the control cluster can be added to the 
independent set, it implies that no other cluster vertices representing that same 
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color can be in the independent set. Thus that color is not used. To prevent some 
vertices from being allotted. no color because too many control cluster vertices are 
added to the independent set, each vertex is given a weight. The cluster vertices 
are allotted a weight 2 and the control vertices get a weight 1. Instead of looking 
for the largest independent set, we now look for an independent set with the largest 
sum of the weights of the nodes in the set. In [Bal87] it is proven that a maximum 
weight independent set in G' represents a minimum coloring of the original graph. 

Each of the cluster vertices is allocated a variable, sci· As with the other nodes, this 
node will be in the set when the scj variable is 1. When one of these nodes is in the 
set, that color will not be used. The quadratic form for the cost functions is: 

(4.4) 

The sum has to be weighted with a factor 0 < w < 1, to prevent results where on 
one hand there is no color for one or more nodes, and on the other hand colors are 
left unused. 

The sum of equations (4.2), (4.3) and (4.4), weighted with a factor w gives the 
total cost function. 

NKK NK NNK NK 

I: I: I: sljsik- I: I: w sljslj + L I: I: s;ks jkelj +I: I: sijsci (4.5) 
i=l j=l k=l i=l j=l i=l j=l k=l i=l j=l 

In [Bal87] it is proven that the quantity of equation (4.5) will be minimal only if it 
represents a legal and minimal coloring. 

Minimization can also be done without a control cluster [Aar89]. Here there is a 
different weight for each color. A vertex with a lower weight is less likely to 
become a member of the maximum weight independent set, and in this way, some 
colors can be preferred above others. The sum of the weights of the nodes in the 
set is given by: 

N K 

I: L W,~:S;k 
i==l k=l 

and replaces a part of the quantity (4.2) in the cost function. The term (4.4), 
induced by the control cluster is deleted from the cost function. The cost function 
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now becomes: 

(4.6) 

4.2.2 Network mapping 

The quadratic cost functions derived in the previous section can be mapped 
directly on a Hopfield neural network energy function. For each variable there is 
one neuron. The quadratic terms of the cost function can be represented by 
connections between neurons. The weights in the cost function are the weights of 
these connections. The linear part are the biases to each neuron. A state of the 
network that has minimal energy will then represent a minimal cost configuration. 

When the cost function is to be mapped on a Potts neural network, suitable groups 
of neurons have to be identified. The neurons being derived from one node in the 
original graph are the best choice. Only one of them is allowed to be equal to 1. 
The resulting network consists of one Potts neuron for each node in the original 
graph. 

Algorithm 4.1. "Minimal graph coloring with a neural network" 

read_graph 
generate_network 
fail= 0 
while fail < nr _of _run do 

run_simulation 
if coloring legal 

delete unused colors + 1 
else 

fail = fail + 1 

When a control cluster is used to minimize the number of colors, the neurons 
descending from it are mapped on Hopfield neurons. These neurons are not 
mutually exclusive, so they can not be combined in a Potts group. 

As noticed in section 3.3.3 the final state of a simulation will be a local minimum, 
but may not be the global minimum. Inspection of states being local minima 
showed that the local minima found were usually legal colorings that used more 
colors then necessary. Occasionally the final state would represent an illegal 



MAPPING 57 

coloring. Algorithm 4.1 was used to find colorings with less colors. After a 
coloring is found, the unused colors are deleted, plus one color extra. If a new 
simulation comes up with a legal coloring, it will use less colors. This process is 
repeated until no better coloring can be found. Some failures are accepted before 
the process is stopped. 

In the actual implementation the neurons are not really deleted, but they are turned 
off. This decreases the cost of a single sweep. The total CPU time carJ be 
decreased by first applying a few simulations using a large step size a for T. These 
quick arid dirty runs provide a tighter limit on the number of colors. 

During simulation some problems with the described mappings appeared. In the 
next section these will be explained, together with the experiments. 

The numbers of neurons and connections that result from the described mappings 
are: 

Oneur =(A+ 1) X lVI 

arid 

Oconn =(A+ 1) X lEI 

for mappings without control cluster. When a control cluster is used, the numbers 
of neurons and connections become: 

Oneur =(A+ 1) X (!VI+ 1). 

arid 

Oconn =(A+ 1) X (lEI+ lVI). 

4.3 Results 
The algorithm proposed in the preceding part of this chapter has been extensively 
tested. Two groups of benchmarks were used, several random graphs and several 
graphs representing real life allocation problems. 

Experimental results are given, illustrating the comparison of the different 
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mapping and simulation methods. The mappings as derived previously did not give 
satisfying results. However, with some small changes, these problems could be 
solved. The _changes are given in section 4.3.2. 

4.3.1 Benchmarks 

The graphs that have been used to test the· mapping described before, can be 
divided into two groups: randomly generated graphs, and graphs appearing in 
some high-level synthesis problems. 

Table 4.1 shows information about some randomly generated graphs. The first 
column denotes the number nodes in the graph. The second column is the average 
degree of the nodes. So "map40-1 0" is a graph with 40 nodes and about 40 x 1012 
edges. 

TABLE 4.1. Random graphs 

name nodes edges exact min max 

map40-10 40 190 5 4 16 

map40-20 40 412 9 7 28 

map40-30 40 591 14 13 36 

mapS0-10 50 266 5 4 19 

mapS0-20 50 494 I 8 6 25 

map50-30 50 734 11 9 35 

. mapl00-10 100 503 5 * • mapl00-20 100 1000 
mapl00-30 100 1492 6 43 
mapl00-40 100 1965 7 53! 

• mapl00-50 100 2451 9 62 

map200-10 200 1023 4 22 
map200-20 200 2046 4 32 

map200-30 F200 3023 5 46 
map200-50 200 4974 6 71 

The second and the third column of the tables show the numbers of nodes and 
edges for each graph. The fourth column shows the exact minimum number of 
colors. They were calculated using Browns algorithm [Bro72, Kor79], briefly 
described in section 4.1.3. The last two columns give for each graph a lower and 
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TABLE 4.2. Allocation graphs 

name nodes edges exact min max 
mapmwdelfai.53 11 52 10 10 11 
mapmwdelfai. 70 12 64 11 11 12 

mapmwdelfam.53 152 5660 11 11 148 

mapmwdelfam.70 152 5642 14 14 152 

mapmwdelfar.53 136 966 11 11 129 

mapmwdelfar. 70 144 1085 11 11 132 

mapsehwaam.11 48 743 8 8 41 

mapsehwaam.14 48 738 7 7 41 

mapsehwaam.15 48 732 7 7 41 

mapsehwaam.50 48 711 3 3 41 

mapsehwaar.11 47 107 6 6 10 

mapsehwaar.14 47 199 9 9 40 

mapsehwaar.15 47 195 9 9 40 

mapsehwaar.50 47 529 24 24 39 

mapsehwaax.11 119 710 15 15 15 

mapsehwaax.14 119 525 16 16 16 

mapsehwaax.15 119 462 12 12 12 

mapsehwasm.12 48 872 11 11 48 

mapsehwasm.13 48 868 9 9 48 

mapsehwasm.18 48 855 7 7 48 

mapsehwasm.20 48 854 6 6 48 

mapsehwasr.12 47 99 6 6 10 

mapsehwasr.13 47 113 7 7 16 

mapsehwasr.18 47 191 10 10 35 

mapsehwasr.20 47 185 9 9 35 

upper bound for the number of colors. The size of the largest clique is the lower 
bound, and the maximum degree incremented by 1 is the upper bound. 

Table 4.2 gives information about module, register and interconnect allocation 
graphs, generated with the EASY design system [Sto91]. These graphs are 
comparability or interval graphs [Gol80], and can be colored in polynomial time. 
The Potts neural networks method can not exploit this property. These graphs 



60 GRAPH COLORING 

provide some large examples for which the optimal solution is known. 

4.3.2 Simulation results 

As noted before, graph coloring has been used to gain insight in the performance 
and usage of the method. In this section detailed results on the simulations will be 
given. 

A series of experiments have been conducted. First there is a comparison of the 
results when using different mappings and updating ·methods. For these 
experiments only Potts neurons were used. After that, the results of the Potts 
neural network and the Hopfield neural network are compared. 

Then there are a number of experiments where some aspects of the CPU facilities 
needed by the algorithm are analyzed, and finally there are some experiments that 
show the influence of network and simulation parameters on the speed and the 
quality of the results. 

TABLE 4.3. Potts neural network simulations 

name updating mapping 

a asynchronous control cluster 

b asynchronous no control cluster 

c synchronous control cluster 

d synchronous no control cluster 

TABLE 4.4. Simulation control parameters 

· parameter value 

Tin it 200 

a 0.9 

8erui (Ll + 1) X lVI X 0. 0001 

Lerut 1VIx0.9 

Comparing different mappings on a Potts neural network 

Tables 4.5 and 4.6 compare the results of different mapping methods, and the 
synchronous and asynchronous updating method. Table 4.3 shows the mapping 
method and updating mode used to generate the four columns. 

Mode a and c use the mapping with a control cluster, as introduced before. The 
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TABLE 4.5. Results of Potts neural networks with different mapping and 
updating methods, random graphs 

graph a b c d 
#col cpu(s) #col cpu(s) #col cpu(s} #col cpu(s} 

map40-IO 5 4.1 5 3.8 6 10.5 6 9.3 
map40-20 9 11.1 9 10.6 10 41.8 10 38.8 

map40-30 14 19.3 14 16.4 15 87 16 94 

map50-l0 5 7.2 6 6.4 7 24.6 7 22.0 

map50-20 8 13.3 8 12.1 9 45.7 9 42.4 

map50-30 12 25.0 12 21.3 12 104 12 98 

I mapl00-10 6 21.5 5 19.2 6 50.4 6 44.5 

1 mapl00-20 8 47.4 8 43.4 9 145 9 136 

mapl00-30 11 85 11 77 13 325 12 303 

mapl00-40 14 130 13 128 17 539 17 502 

mapl00-50 179 20 805 20 767 

map200-10 70 7 191 7 171 

map200-20 169 9 489 10 442 

map200-30 10 330 12 1041 12 988 

map200-50 15 719 15 725 2392 20 2305 

proposed mapping exposed a major problem. Given a legal coloring, all 
permutations of the colors will be legal colorings. All these permutations have the 
same quality. The network seemed to have problems choosing between these 
permutations. The prob~ms were solved by changing the quality of the 
permutations. This was '!9ne by giving colors with a lower number a higher bias. 
Permutations of the same coloring will then have different qualities. Additionally, 
this mapping will favor colorings that use less colors. The bias for the neurons in 
one cluster will decrease linearly from 10 to 0, from the lowest to the highest 
index. The neurons in the control cluster are assigned a bias of 1. Consequently, 
neurons in the non-control clusters may be assigned a lower bias than neurons in 
the control cluster. This seems to contradict with the restriction given in section 
4.2.1. However, the floating bias effect (see section 3.3.5) will correct it. 

The connections for the edges in the original graph, and the edges from the control 
cluster to the rest of the network, all get a weight of -100. 

The networks in mode b and d use the same network, but without the control 
cluster. 

Updating will be asynchronous in modes a and b and synchronous in modes c and 
d. The same simulation control parameters were used in all four modes (see table 
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TABLE 4.6. Results of Potts neural networks with different mapping and 
updating methods, allocation graphs 

graph a b c d 
#col cpu(s) #col cpu(s) #col cpu(s) #col cpu(s) 

mapmwdelfai.53 10 0.7 10 0.6 10 1.7 10 1.5 
i mapmwdelfai.70 11 0.9 11 0.8 11 2.7 11 2.3 
• mapmwdelfam.53 11 1186 11 1217 11 2518 11 2437 
• mapmwdelfam.70 14 1283 14 1196 14 3293 14 3201 
i mapmwdelfar.53 11 372 11 337 12 1711 12 1565 . 

mapmwdelfar. 70 12 430 12 395 12 2069 12 1872 
mapsehwaam.ll 8 26.7 8 24.2 8 63 8 58.3 
mapsehwaam.14 7 25.9 7 23.9 7 57.2 7 53.2 

mapsehwaam.15 7 25.3 7 23.1 7 56.7 7 53.0. 

mapsehwaam.SO 3 9.2 3 8.4 3 21.8 3 20.2 
mapsehwaar.11 6 3.2 6 2.7 6 4.3 6 3.6 

i mapsehwaar.l4 9 14.5 9 12.6 9 32.2 9 28.1 

mapsehwaar.15 9 14.3 9 12.2 9 30.2 9 26.3 

mapsehwaar.SO 24 25.6 24 23.4 24 112 24 104 

mapsehwaax.ll 15 31.2 15 27.8 15 79 15 70 

mapsehwaax.l4 16 31.4 16 27.5 16 73 16 64 
mapsehwaax.l5 12 22.3 12 19.6 12 46.1 12 

~ mapsehwasm.l2 11 34.6 11 33.7 11 119 11 
mapsehwasm.l3 9 34.4 9 30.8 9 108 9 106 
mapsehwasm.l8 7 30.3 7 28.5 7 70 7 67 
mapsehwasm.20 6 28.8 6 26.7 6 52.5 6 48.9 
mapsehwasr.l2 6 3.1 6 2.7 6 4.2 6 3.5 
mapsehwasr.13 7 5.0 7 4.4 7 7.3 7 6.2 
mapsehwasr.18 10 12.5 10 11.3 10 26.8 10 23.7 
mapsehwasr.20 9 12.7 9 10.7 9 24.3 9 21.4 

4.4). 

The CPU times were measured on a HP755, and they included time for parsing 
and processing the input. Where some mode did yield the best known result for a 
graph, the number of colors are printed in a bold face. 

Asynchronous updating performs better than synchronous updating. The range of 
T in which the phase transition occurs, is small for synchronous updating. For 
asynchronous updating this range is larger, resulting in better solutions. 
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Comparing Hopfield neural network with Potts neural networks 

Table 4.7 shows a comparison of the results of the Hopfield neural network and the 
Potts neural network. Some of the graphs used in these tests were different from 
the graphs used in the previous tests. Some files were lost during the migration 
from machine to machine. This explains small differences in the number of colors 
found by the Potts neural network. 

The first column shows the minimum numbers of colors needed (when known). 
The other columns show the CPU times and number of colors for the Hopfield 
neural network, and the Potts neural network. The CPU times were measured on a 
Alliant FX/8 mini supercomputer. The implementation of the Potts neurons needs 
more computation than the implementation of the Hopfield neurons. This explains 
the difference in CPU time between Hopfield and Potts. 

The mapping used for these tests was the mapping with control cluster, as 
described in the previous section. In both cases, asynchronous updating was used. 

TABLE 4.7. Comparison between Hopfield and Potts network 

exact Hopfield Potts 

name #col cpu s #col cpu s #col 

map40-10 5 19.0 5 41.8 5 

map40-20 9 63.9 10 120.5 9 

map40-30 14 193.4 14 220.6 14 

• map50-10 5 37.1 6 78.3 6 

• map50-20 8 85.4 9 125.3 8 

I map50-30 11 196.0 12 246.9 12 

map 50 18 243.6 19 472.2 18 

i mapl00-10 5 109.0 5 169.8 5 
mapl00-30 502.1 12 728.9 10 

mapl00-50 1562.0 16 1593.7 16 

• map200-10 354.5 6 425.1 5 

map200-20 629.9 9 947.0 8 
map200-30 1072.1 12 1897.2 10 
map200-50 2752.5 16 3936.5 15 
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The score of the network in a single run 

The results presented in the previous sections were obtained using an iteration over 
the colors, as described in section 4.2.2. Figure 4.3 shows the results when this 
iteration is not used. In a single run the results will depend strongly on the 
probabilistic features in the algorithms: the initial state of the neurons, and the 
updating order. For each of the modes of table 4.3, 100 single runs were 
performed for the graph "mapl00-40". Figure 4.3 shows the results of these 
simulations. On the horizontal axis are the numbers of colors used and on the 
vertical axis are the number of times the number of colors were used. 

Comparison of the results of the asynchronous updating modes shows the effect of 
the control cluster. A mapping with a control cluster will achieve better results in a 
single run. 

In synchronous mode, the control cluster seems to be less efficient. With or 
without a control cluster 18 colors are used in a single run. 
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Figure 4.3. The score of the network in a single run 
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The number of sweeps 

When discussing the time complexity of the neural network algorithm in 3.3.5, the 
missing parameter was the number of sweeps required to complete a simulation. 
Tables 4.4 and 4.5 show the number of sweeps as a function of the number of 
nodes and the number of edges in the graph. The simulations were done using 
mapping a (asynchronous updating with a control cluster). The tables show that 
the number of sweeps depends on the size of the instance of the problem. The 
number of sweeps will increase with the increasing size of the instances. The 
random graphs (the "•" in the chart) show a much more regular dependence than 
the allocation graphs (shown with "x"). 

The number of sweeps tends to increase with the size of the instance of the 
problem. For larger random graphs, the increase seems to be linear with the 
number of edges of the input graph. 
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The cost of one sweep 

6000 

In section 3.3 . .5 the cost of a sweep as a function of the number of neurons and 
connections has been discussed. Figures 4.6 and 4.7 show the CPU time for one 
sweep, as a function of the number of nodes and edges in the graph respectively. 
The CPU times are given in seconds on a HP7.55. The times in the graph are the 
total time needed for the simulation of the network, divided by the total number of 
sweeps. Due to the elimination of colors during the simulation, the cost of a sweep 
decreases during the simulation. 

The cost of preprocessing 

The time stated in the tables in the first paragraphs included the CPU time for 
preprocessing and building the network. The CPU times are given in seconds on a 
HP755. Figures 4.8 and 4.9 show the CPU time needed to performs these tasks, as 
a function of the number of nodes and the number of edges of the input graphs 
respectively. For most examples the time for preprocessing is small compared to 
the time for the simulation of the network. When the graphs are either extremely 
dense or extremely sparse, preprocessing can take longer. 
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Dependency on the simulation control parameters 

The simulations were performed using a fixed set of parameters. The values of 
Tinit and !:.end do not influence the results much, provided that they are within the 
limits given in section 3.3.4. The figures in this paragraph show the dependency of 
the results on the two other parameters, the step size a and the stability limit oend· 
a is the step-size for the control parameter. For each value of a, the network is 
updated until it reaches a stable state. The value of the control parameter T is then 
lowered with a factor a. Figure 4.10 and figure 4.11 show the results of 
simulations for different values of a. 
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Figure 4.10. The simulation results as a function of a for map100-10 

A "•" gives the number of colors, and an "x" gives the number of sweeps, for a 
value of a. When a is large (close to 1), the network will be brought to an 
equilibrium more often. This causes the total number of sweeps to increase for 
larger values of a. For small values of a the quality of the results tends to decrease 
(so more colors will be used). There is no fixed threshold for a above which the 
network will consistently generate the optimal solution. When these charts for 
graphs of different sizes are compared with each other, it can be seen that the value 
for a, required to achieve optimal results, tends to increase when the size of a 
graph becomes larger. The increase of the number of sweeps caused by a larger 
value for a will add up to the increase of the number of sweeps already noticed in 
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Figure 4.11. The simulation results as a function of a for mapl00-40 

section 4.3.2. 

• 

Similar tests can be performed for bend· For each value ofT the network has to be 
simulated until it reaches a stable state. When the sum of the absolute values of the 
neurons' state changes in a sweep is lower then bent~, Twill be decreased and the 
simulation continues. Figures 4.12 and 4.13 show, as expected, that the total 
number of sweeps will increase for smaller values of bend· However, large values 
for bend tend to give worse solutions. 

4.4 Discussion 

The results presented in this chapter allow for two kinds of observations, 
concerning the graph coloring algorithm and concerning Potts neural networks in 
general. 

First the performance of the Potts neural network for graph coloring will be 
discussed. The colorings found with the technique are quite close to the optimum. 
In those cases where the optimum was known, the algorithm found optimal 
colorings, or colorings using only one more color. The cost in CPU times is 
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polynomial in the size of the instance of the problem. 

The results have not been compared with other heuristics. The immediate 
application domain were the allocation problems in high level synthesis. For these 
graphs the problem can be solved optimal in polynomial time. This seems to make 
the using of Potts neural networks for these problems less useful. However it is not 
yet known if the allocation problems for all real life examples can be solved in 
polynomial time. In any case the flexibility of the neural network will be an 
advantage, as small changes to the problem can easily be incorporated. For a fair 
comparison of the CPU times with other heuristics, a dedicated implementation 
should be used. The CPU time could, for example, be limited by a tighter limit on 
the initial number of colors, and an optimized simulation schedule. 

Second is the comparison of Potts neural networks with Hopfield neural networks. 
The primary goal of the application of Potts neural networks to graph coloring was 
to gain insight in the method. Potts neural networks are an extension of Hopfield 
neural networks. The main advantage of Potts neural networks is their parameter 
insensitivity. Application of Hopfield neural networks to larger instances of a 
problem is difficult because the result will only be good for a very precise setting 
of the parameters of the network, for both the weights of the connections and for 
the simulation control parameters. The Potts neural networks generates good 
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results for a wide range of values for these parameters. Still the sensitivity of a 
Potts neural networks to these parameters increases with its size. 

The parameter sensitivity will eventually limit the size of instances to which the 
technique can be applied. But before the limit will be reached, the users patience 
(CPU time) and the memory of his machine, will be exhausted. The number of 
neurons in one group, seems to be more important than the total number of 
neurons. When the groups become very large, the updating rule does not work 
properly anymore. Although no fixed limits can be given, the technique works 
properly with group sizes in the order of 100. Because of this observation, 
mappings with a limited number of choices for each variable are to be preferred, 
even if the total number of neurons may be larger. 

Some trade-off between solution quality and CPU time is possible. By decreasing 
the "precision" during the simulation, results can be obtained faster, at the cost of a 
possible decrease of the quality. The difficulty is that the position on the time
quality tradeoff curve can not be predicted. The position will not change 
dramatically for different instances of the same problem. A single setting of the 
parameters will give equivalent results for a wide range of instances of a problem. 



Chapter 5 

Data flow graph scheduling 

Data flow scheduling is a key problem in high-level synthesis. The problem is 
known to be in the class of the non-polynomial problems. There is no method to 
solve this problem exactly for real life examples. In the last few years, many 
heuristic methods for the problem have been published [Cam90, Pan87, Par86, 
Pau87, Pen86, Tho88]. 

This chapter describes a neural network solution for this problem. This method 
will be compared with the best known methods. In section 5.1 the problem will be 
introduced, and the formal definitions will be given. In the same section we will 
also describe some other methods for this problem. Section 5.2 will describe the 
mapping of the problem onto a Potts neural network. The chapter ends with the 
results of a comparison of this method with several other methods. 

5.1 Introduction 

Data flow graph scheduling is the assignment of operations to time slots. The input 
is a data flow graph. Figure 5.1 shows a small example of such a graph. The nodes 
in the graph represent operations, and the edges represent data dependencies. This 
graph describes a system that adds numbers. The scheduling problem is to assign 
each of the operations 1 through 3 to a time slot. Figure 5.2 shows two possible 
schedules. The graph contains directed edges. When there is an edge from node i 
to node j this means that node j should be scheduled after i. In the first schedule 
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2 

Figure S.l. Data flow graph example 

Figure 5.2. Two possible schedules 

we need two adders in the first time slot. So we have a schedule that takes two 
time slots and uses 2 adders. The second schedule uses only one adder, but uses 3 
time slots. 

When the delay of an operation is larger than the length of a time step, these 
operations will not start and finish in the same cycle. This effect is called multi
cycling. The number of cycles needed to complete the operation will be called the 
cycle delay [Sto91]. 

When there are operations that take less than one clock cycle to complete, then it 
is sometimes possible to perform two consecutive operations in the same clock 
cycle. This is called chaining. 

There are two possible constructions in the input description, that need special 
treatment. The input description of most digital systems will contain loops. It is 
very difficult to handle these during scheduling. In most scheduling approaches, 
the loops are first cut. The resulting acyclic graph is then scheduled. The 
scheduling approach described here is not able to handle loops directly. 

Branches are easier to handle. When there is a conditional statement in the input 
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description, only one of its branches has to be executed. This implies that 
operations in different branches can share hardware resources, as the operations 
are mutual exclusive. 

When a module is designed such that it can already start with a new operation 
while still working on an other, it is called pipe lined. The number of clock cycles 
between two consecutive executions of the module is called the data introduction 
interval 

Figure 5.3. Data ftow graph examples of chaining (a), and multi cycling (b). 

5.1.1 Problem definition 

In this section, data ftow scheduling will be described as an optimization problem. 
The definition of data ftow graph scheduling that will be derived in this section 
will be used for the construction of the neural network. The definitions and the 
cost function aim at schedules with a fixed schedule length, so called time 
constrained scheduling. For a given length of the schedule, the amount of 
hardware that would be necessary to implement it, needs to be minimized. The 
neural network scheduling algorithm, as presented here, will not be able to handle 
loops, chaining and pipelining. Some of these features could however be added 
easily. In section 5.4 these possibilities will be discussed. We will however handle 
multi-cycling. Definitions and notation are based on [Sto9l]. 

A data ftow graph G(V, E) represents a partial order -< on its nodes v e V, where 
vi -< vi means that vi can not start before v; is completely finished. Each node has 
a set of predecessors C(vi) == { v'lv' eVA v'-< vd and a set of successors 
::J(vi) == {v'lv' eVA vi-< v'}. 

The sets C 0(v;) and ::J 0(v;) are the sets of immediate predecessors and successors 
ofv;. 

A schedule assigns to each operation a time slot t(v;) such that: 
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(5.1) 

with 

The length of the schedule is the. cycle step in which the last operation is executed, 
denoted by F. For a given F the interval of time slots in which an operation vi can 
be executed is limited by the early execution time e(vi) and the late execution time 
lF(vi): 

e(v) = max {e(v;)+ 1}, e(v) = 0 if C 0(v) = 0, 
v1 e C 0(v) 

and 

lF(v) = F if :::lo(v) = 0. 

Note that the early execution time does not depend in the schedule length F. For 
each operation this gives the execution interval IF(v;) = (e(vi), lF(v;)). Equation 
(5.1) can now be rewritten as: 

(5.2) 

The situation gets slightly more complicated when operations can take more than 
one clock cycle to complete. As noted in the previous section, the cycle delay 
CD( vi) of a node will give the number of cycles needed for the operation vi to be 
completed. The cycle delay is generally defined to be the delay of a module 
divided by the clock cycle period [Sto91]. When chaining is allowed, the cycle 
delay is not necessarily a whole number. When chaining is not allowed for, the 
cycle delay can be rounded off upwards. 

The new definitions of the early and late execution times become: 

e(v)= max {e(vi)+CD(vi)}, e(v)=O if C 0(v)=0, 
v1 e C 0 (v) 

and 

lF(v) = F if ::J(v) = 0. 
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The definition of the function t needs to be adjusted too. The function t( v} will 
now return an interval of time slots, during which the operation will be executed. 
The function te(v) is the first cycle in that interval: 

If. is the interval of time slots in which the execution of the operation has to start: 

lf.<v) = (e(v), lF(v;)- CD(v)). 

The cost function will count the cost of the modules necessary to perform the 
operations. To be able to count the number of modules needed to implement the 
system, the modules on which the operations will be executed have to be fixed. Let 
L be the set of modules in the hardware library, and let the cost function c(l) 
specify the cost of the instantiation of module l e L of the library. The operation 
assignment function a( v) assigns to each operation v e V on a module type l e L . 

From a schedule follows the minimum number of modules of each type. The 
hardware cost of these resources establish the cost of the schedule: 

C(t)= L c(l)maxl{v1eVIset(v1)Aa(v1)=l}l, 
leL seS 

(5.3) 

where S is the collection of all clock cycles. 

This cost function only gives an estimation of the chip aiea required to implement 
the modules. For an accurate estimation of the chip area, the cost function should 
also include the area for the registers, controller logic and the routing. 

5.1.2 Other scheduling techniques 

Some standard scheduling techniques will be briefly introduced in this section. 

ASAP and ALAP scheduling 

An ASAP (As Soon As Possible) schedule [Tse83] has all nodes scheduled on 
their early execution times. When there are no constraints on the amount of 
hardware that can be used, this is the fastest possible schedule. A schedule like this 
can be found by a process called topological sort, starting from the input nodes 
(the nodes without predecessors). All successors of a node are scheduled right 
after the node completes its operation. 

When the sorting process is started with all edges reversed, the resulting schedule 
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will have all nodes on the late execution time. This is the ALAP (As Late As 
Possible) schedule. 

List scheduling 

With an ASAP schedule the demand for hardware is not under control. With list 
scheduling there is usually an upper bound on the available amount of modules of 
each type. When not all modules can be scheduled on their early execution time 
because of this bound, some of them have to be delayed to a later cycle. There are 
many different criteria to determine which node has to be delayed. 

Force directed scheduling 

Force directed scheduling was introduced by Paulin and Knight [Pau87]. This 
scheduling method is based on the assumption that the operations are uniformly 
distributed over the available clock cycles. So called forces are used to indicate 
whether scheduling a node on a specific time-slot is beneficial for an even 
distribution. The algorithm has been further improved by [Ver91] . 

5.2 Mapping on a neural network 

As in section 4.2 of the previous chapter, the general cost function is first 
transformed into a quadratic function with 0/1 variables. This function is then 
transformed into a network with a neuron for each variable. For scheduling, only 
the mapping on a Potts neural network will be considered. For this we need to 
determine the Potts groups. 

5.2.1 Cost function 
For the cost function a translation is needed of the original problem definition into 
a set of binary variables. From the translation follows a domain of feasible 
solutions for the associated ZOQP problem. In this case not all members of this 
domain honor the constraints of the scheduling problem. In particular, some 
solutions of the ZOQP problem violate the precedence constraints present in the 
scheduling problem. A term is added to the cost function to exclude such 
solutions. A second term will be added to promote solutions that use less 
hardware. 
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The variables 

A straight forward representation would be to use an 0/l variable xiJ for each 
operation i, at each time slot j . If a variable xiJ is 1, then operation v; will be 
scheduled at that time slot j. The variables will give the starting time slot of an 
operation. 

0 ift(vi);;t:.j 

1 ift(v;)=j 

From this definition follows that only one of the variables for each operation can 
be 1. 

(5.4) 

These constraints will be enforced by a proper choice of the Potts groups, and 
need not be included in the quadratic cost function. 

Precedence constraints 

The domain of solutions given by this definition will include many illegal 
schedules. Schedules with violations of the precedence constraints have to be 
excluded by a term in the cost function. The number of violations of the 
precedence constraints, as a quadratic function of the variables is given by: 

(5.5) 

Between any two nodes, that are connected by an edge, the violations are counted. 
There is a violation when node j starts before node i has finished its execution (see 
figure 5.4). This expression is exact. A schedule can only be legal if this 
expression is 0. 

Hardware cost 

The next step is to add a term to the cost function to account for the amount of 
hardware needed. In the cost function of equation (5.3) the maximum number 
required at every single time step is used. This is done for each module type. 
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Figure 5.4. Precedence violations 

k 

k 
k + CD(Vi) 

k + CD(Vi) 

Figure 5.5. Hardware count 

The maximum will be approximated in the quadratic cost function. The function 
aeq indicates whether two operations are assigned to the same module type: 
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All operations are treated pairwise. If they are assigned to a module of the same 
type, and their active times overlap (see figure 5.5), they are counted: 

IVH IVH F k+CD(v1) 

L L I. I. «eq(vi, vj) c(a(v;)) xikxjl. 
i=O j=O k:O l=k 

(5.6) 

Let mod(s, l) be the number of instantiations of modules of type l at time slots: 

mod(s, l) =I{ v e VI t(v) = s Aa(v) = /}1. (5.7) 

For a single module type l, taking 1 cycle, equation (5.6), is the same as: 

I. i mod(s, l) (mod(s, l)- 1) 
seS 

(5.8) 

Let slot s be the time slot with maximum number of modules of type l, and let 
their be a slots' with mod(s')::;; mod(s) 2. Then the sum of equation (5.8) will 
decrease when one operation is moved from slots to slots'. 

The sum decreases as the operations are more evenly spread over the available 
time slots. Equation (5.6) can thus be used to measure the required number of 
modules of type l. 

(i) (i) 

~(i) !~ (i)~ lj ~~~~ ~~~ 
~(i) ~~ 
(i)~ ~~ 

n n-1 2 n n-1 2 - modules - modules 

a b 

Figure 5.6. Counting hardware 

Figure 5.6 shows a small example of equation (5.8). The charts show two 
distributions of the operations over the time slots, of a system to be designed. 
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There is only a single module type. The schedule of figure 5.6b is the schedule of 
figure 5.6a, with one operation of the third time slot moved to the second time slot. 
For the schedule of 5.6a equation (5.8) would give 

1 2 (4. 3 + 2. 1 + 2. 1) = 8, 

and for the schedule of figure 5.6b the sum would be 

1 2 (1 . 2 + 2. 3 + 1 . 2 + 1 . 2) = 6. 

This reflects that for the schedule figure 5.6a 4 modules are needed, while the 
schedule of figure 5.6b can be implemented with only 3 modules. 

When there is more then one module type, equation (5.6) can be inaccurate. When 
for different module types their respective maximum instantiation count appears in 
different time slots, equation (5.6) does not give a proper count of the hardware 
cost. Figure 5.7 gives an example of such a situation. 

There are different module types for the operations"+" and "x", but their costs are 
equal. In figure 5.7b operations 1 and 3 are moved one time slot earlier. Now 
operations 2 and 3 can share their module. The value of equation (5.6) will 
however not change. So, the neural network scheduler cannot distinguish between 
those two schedules. 

Total cost 

The cost function will consist of the weighted values of equations (5.5) and (5.6). 

lVI-I lVI-I F k+CD(v1) 

P1 L L L L e;jX;kXjt + 
i=O j=O k=O l=O 

IVI-IIVI-1 F k+CD(v1) 
(5.9) 

P2 :E :E :E :E aeq(v;.vi)c(a(vi))xikxjl. 
i=O j=O k=O /;k 

The first term is the constraint term, and has to have a larger relative weight. Exact 
requirements for a and P can not be given because the violation of a single 
constraint can have a very large impact on the rest of the schedule. 
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a b 

Figure 5. 7. Error in hardware count 

5.2.2 Mapping on a Potts neural network 
The cost function of equation (5.9) can be mapped directly onto a Potts neural 
network. For each variable there will be on'e neuron. The neurons belonging to the 
same operation will be collected into one Potts group, as only one of them can be 
allowed to be equal to 1 simultaneously. The quadratic terms of the cost function 
describe the connections that h~ve to be made. The calculation of the early and late 
execution intervals for each operation has to be performed prior to the assembly of 
the neural network. 

The mapping of graph coloring introduced many different states that actually 
would represent the same solution (see section 4.3.2). The problems caused hy 
these states were solved by changing the biases. The cost function for the 
scheduling problem does not exhibit this problem. Generally there will be few 
different states that represent equal schedules, and thus have the same energy level. 
A correction was not needed. 

Instead a slightly different problem emerged. Simulation would end in states 
where not all neurons became either 0 or 1. Instead, there were local minima 
where some of the variables in a Potts group would be assigned equal states, while 
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the sum of the states would still be one because of the updating rule. With graph 
coloring, such states were apparently avoided because of the bias shifts. Using 
different biases did not solve the problem for scheduling. Inspection of the states 
suggested that they represented averages of equivalent schedules. Quite often, it is 
possible to exchange the execution time of two or more nodes without influencing 
the length of the schedule, or the hardware count. Even with bias shifts, such states 
will have equal energies. This problem could be solved by forcing a choice 
between the different alternatives. When at the final state of a simulation several 
neurons in a Potts group would have the same non-zero value, one of them is fixed 
to 1, and all others are fixed to 0. In a single sweep the rest of the network is 
allowed to adapt its state to the new situation. Often fixing the state of one group, 
eliminates the equivalent choices in other groups. This process is repeated until all 
neurons are either on or off. 

If the final state did not represent a legal schedule, the simulation was repeated. 
For each example there were up to 10 simulations, until a valid schedule was 
found. Iterative improvement of the results, as with the iteration over the colors 
with graph coloring, was not possible in this case. 

As we have seen before the numbers of neurons and connections have a large 
influence on the CPU time. From the definitions of the 011 variables the total size 
of the network follows directly. The number of neurons for each operation will 
depend very strongly on the timing freedom. Let L be the maximum of the 
number of time slots that can be used for an operation: 

L =max (lF(v)- e(v)- CD. (v)) 
veV 

Then the number of neurons will be less than or equal to: 

Dneur = lVI XL, 

as there is a maximum of L neurons for each operation. 

An upper bound for the number of edges is given by: 

L lVI 
Oconn =lEI x(L-l)x 2 +(lVI l)x T XL. 

(5.10) 

(5.11) 

The first term counts the connections required for the precedence relations, and the 
second term counts the number of connections required to limit the amount of 
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hardware. 

In most common applications, each operation will have a limited number of inputs 
and outputs, compared to the total number of operations. The number of edges in a 
data-flow graph will thus usually be proportional with the number of nodes in the 
graph. The number of connections will thus grow quadratically with the number of 
operations, and quadratically with L. 

5.3 Results 
The algorithm as proposed in the previous sections has been tested on the graphs 
in the ASCIS benchmark set. For these graphs, the results of other schedulers are 
also known [Hei91, Clu92]. Table 5.1 gives some information on the benchmarks. 

TABLE 5.1. Scheduling benchmarks 

name #nodes #edges 

fdct 58 92 

f2 40 53 

s2 49 55 
wdelf 50 76 

TABLE 5.2. libraries 

libl lib2 lib3 

operation module delay module delay module delay 
type type type 

* * 2 * 1 alu 1 

+ + 1 1 alu 1 

Each graph has been scheduled using three different libraries (see table 5.2). The 
results are shown in tables 5.3 to 5.6. The schedules have been calculated for a 
range of available time slots. The resulting numbers of modules, and the CPU time 
are given for each schedule. 

In those cases where the neural network did not find the optimal solution, or the 
best known solution, the result is added between parentheses. 

The results show a slight tendency to degrade to large values of the schedule 
length. This is caused by the degrading performance of large Potts groups. 
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TABLE 5.3. Scheduling results for the graph fdct 
lib1 

cpu(s) U lib2 lib3 
t X + + cpu (s) alu cpu (s) 
6 8 5 1.8 8 1.6 
7 4 4 3.0 6 1.7 
8 8 4 1.9 3 4 2.0 6 2.0 
9 8 4 1.9 3 3 4.0 5 2.0 
10 5 4 2.0 2 4 2.3 5 2.2 
11 4 3 2.5 2 3 4.2 4 2.7 
12 4 3 2.0 2 3 5.7 4 3.1 
13 4 2 2.6 2 2 8.6 4 3.4 
14 3 2 6.0 2 2 7.2 3 3.1 
15 3 2 5.0 2 2 4.5 3 4.5 
16 3 2 3.9 2 2 3.5 3 5.1 
17 3 2 4.5 2 2 3.9 3 5.6 
18 2 2 4.7 1 2 7.4 3 5.9 
19 2 2 5.8 1 2 4.6 3 6.1 
20 2 2 5.0 1 2 5.1 3 6.8 
21 2 2 5.5 1 2 5.0 \ 2 5.3 
22 2 2 6.1 1 2 5.8 2 5.8 
23 2 2 7.2 1 2 6.0 2 9.4 
24 2 2 7.1 1 2 6.5 2 11.0 
25 2 2 7.4 1 2 7.5 2 10.2 
26 2 1 791 1 2 (1) 9.0 2 12.3 
27 2 1 16.1 1 2 (1) 8.6 2 11.6 
28 2 1 21.1 1 1 6.8 2 21.9 
29 2 1 23.4 1 1 9.3 2 16.2 
30 2 1 9.2 1 1 9.8 2 13.1 
31 2 1 11.1 1 1 11.4 2 16.5 
32 2 1 12.0 1 1 11.9 2 16.9 
33 2 1 12.7 1 1 12.5 2 29.1 
34 2 (1) 1 12.9 1 1 13.0 2 16.4 
35 2 (1) 1 12.9 1 1 13.6 2 14.9 
36 1 1 15.0 1 1 15.2 2 30.1 
37 1 1 15.2 1 1 16.6 2 32.3 
38 1 1 15.1 1 1 17.0 2 18.8 
39 1 1 17.0 1 1 17.2 2 32.9 
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TABLE 5.4. Scheduling results for the graph f2 
lib1 lib2 lib3 

t X + cpu (s) X + cpu (s) alu cpu (s) 
6 2 4 1.2 5 1.1 
7 1 3 1.3 4 1.2 
8 3 4 1.0 1 2 1.2 3 1.2 
9 2 2 1.2 1 2 1.3 3 1.2 
10 2 2 1.2 1 2 1.4 3 1.2 
11 2 2 1.3 1 2 1.4 2 1.3 
12 2 2 1.3 1 2 1.6 2 1.4 
13 1 2 1.7 1 2 1.5 2 1.4 
14 1 2 1.4 1 2 1.5 2 1.5 
15 1 2 1.4 1 2 1.6 2 1.7 
16 1 1 1.5 1 1 1.7 2 1.8 
17 1 1 1.6 1 1 1.8 2 1.8 
18 1 1 1.8 1 1 1.9 2 2.1 
19 1 1 1.7 1 1 1.9 2 2.1 
20 1 1 1.9 1 1 2.1 2 2.3 
21 1 1 1.9 1 1 2.2 2 2.4 
22 1 1 2.0 1 1 2.3 1 2.3 

TABLE 5.5. Scheduling results for the graph s2 
lib1 lib2 lib3 

t X + cpu (s) X + cpu (s) alu cpu (s) 
9 2 2 1.5 3 1.4 
10 3 2 1.7 1 2 1.5 3 1.5 
11 2 2 1.5 1 2 1.5 3 1.5 
12 2 2 1.6 1 2 1.6 2 1.6 
13 2 2 1.6 1 2 1.6 2 1.6 
14 2 2 1.7 1 2 1.7 2 1.7 
15 2 1 1.6 1 1 1.7 2 1.7 
16 2 1 1.8 1 1 1.8 2 1.8 
17 2 1 1.9 1 1 1.9 2 1.9 
18 1 1 2.8 1 1 1.9 2 2.1 
19 1 1 1.9 1 1 2.0 2 2.1 
20 1 1 2.1 1 1 2.1 2 2.3 



88 DATA FLOW GRAPH SCHEDULING 

TABLE 5.6. Scheduling results for the graph wdelf 
libl lib2 ~lib3 

t X + cpu (s) X + cpu (s) cpu (s) 
14 2 3 1.6 4 1.5 
15 1 3 1.6 3 1.6 
16 1 2 2.6 3 1.9 
17 3 3 1.7 1 2 1.7 3 1.9 
18 2 2 1.7 1 2 2.0 3 1.9 
19 2 2 1.7 1 2 3.7 2 2.0 
20 2 2 1.7 1 2 2.1 2 3.0 
21 1 2 2.1 1 2 7.1 2 2.8 
22 1 2 1.9 1 2 8.5 2 10.2 
23 1 2 2.8 1 2 2.8 2 8.2 
24 1 2 3.8 1 2 12.6 2 9.0 
25 1 2 3.4 1 2 21.1 2 16.4 
26 1 2 5.1 1 2 16.3 2 15.5 
27 1 2 6.2 1 2 (1) 13.1 2 21.5 
28 1 2 (1) 4.4 1 1 61 2 11.3 
29 1 1 9.5 1 1 148 2 19.5 
30 1 1 14.8 1 1 90 2 20.1 
31 1 1 10.9 1 1 200 2 24.1 
32 1 1 17.8 1 1 100 2 32.0 
33 1 1 17.5 1 1 39.1 2 18.9 
34 1 1 19.3 1 1 23.8 1 17.1 
35 1 1 10.6 1 1 55.7 1 17.3 

TABLE 5.7. Simulation control parameters 

. parameter value 

T mit 200 
a 0.5 

0 end 0.01 

Lend 1VIx0.98 

fJI 20 

f12 5 

Table 5.7 shows the parameter settings used for most of the simulations. The step 
size for the control parameter (a) was chosen larger than with graph coloring. This 
speeded up the simulation, with in this case no degrading results. The relative 
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weights {31 and {32 of the cost function were fixed to differ by a factor 4. This 
proved generally to be sufficient to exclude illegal results. 

For some instances other settings were needed. For schedule lengths that would 
need more hardware for one time slot less, the optimal schedule is clearly more 
difficult to find, then optimal schedules for other schedule lengths. 

In some of these cases the general parameters would not yield the optimal results. 
A larger value for {32 solved these cases. Also for schedule lengths, at the edge of 
changing the amount of hardware, the network often could not find a good 
schedule with the default settings, as too much emphasis is put on a tight limit of 
the hardware. In these cases a smaller value for {32 or different simulation control 
parameters solved the problem. 

The instance specific parameter settings partly explain the irregularities in the CPU 
times for fdct and wdelf. Another important cause is the varying number of 
simulations, caused by repeating simulations when a final state does not represent 
a legal schedule. 

30 

20 

cpu time {s) 

10 

10 20 30 
schedule length 

r• 1 
I I 

I 

Figure 5.8. The length of the schedule versus CPU time for the graph fdct, using 
different module libraries (lib 1 solid, lib2 dotted and lib3 dashed) 

These effects are shown in figures 5.8 and 5.9. Figure 5.8 shows the dependency 
of the CPU time on schedule length. As the number of simulation depends on 
whether a legal solution is found in each run, it can be different for distinct 
instances. This causes irregular differences in the CPU time. Figure 5.9 shows the 
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Figure 5.9. The length of the schedule versus CPU time for the graph fdct, using 
different module libraries, with a fixed number of simulations (lib 1 
solid, lib2 dotted and lib3 dashed) 

CPU-times when the simulations were repeated using a fixed number of iterations. 
Since the number of edges is the dominating factor in the time complexity, these 
graphs are in conformance with equation (5.11). 

5.4 Discussion 
When the results of the proposed algorithm are compared with known results of 
other schedulers [Hei91, Clu92], we see that the quality of the results is good. In 
nearly all cases the optimal result was found. No exact CPU times are known for 
the other scheduling algorithms. The list schedulers are faster than the neural 
network scheduler. The force directed scheduler is expected to use more CPU 
time. 

A drawback of this application is the need for different parameters settings. A 
possible solution is the usage of a genetic algorithm to try different parameter 
settings [Phi93a]. Correct estimates of the minimum required hardware [Tim93a, 
Tim93b] could be used to guide this process. 

Several issues in scheduling were not addressed in the cost function. Functional 
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pipelining, can easily be added by adapting the cycle delay. 

Implementation of mutual exclusivity can be done by adapting the hardware count 
in the cost function. The function aeq should return to zero when two operations 
are mutually exclusive. 

Loops and chaining would be more difficult to implement. The same holds for an 
extension of the cost function to encapsulate register and interconnect cost, as 
these are difficult to incorporate in a quadratic cost function. Extended libraries, 
where an operation could be executed on different module types [Tim93a], could 
be. added by using extra neurons in the Potts groups for those different module 
types. 





Chapter 6 

Asu Clustering 

In this chapter a problem will be treated that arose in the Cathedral-III design 
system [Not91]. This is an architectural design system for high-throughput signal 
processing applications. It uses ·a design methodology that is different from the 
methodology presented in chapter 2. The introduction gives an overview of this 
methodology. One of the design steps is the cluster to application specific unit 
assignment. The application of Potts neural networks to this problem is the 
subject of this chapter. In the current system, the problem is solved using an 
integer linear programming approach. This will always give optimal results, but 
can take too much CPU time. 

Based on the integer linear programming formulation of the problem, a zero one 
quadratic programming formulation is derived. Its cost function can be mapped on 
to a neural network. The results of both approaches will be compared. 

6.1 Introduction 
A high level synthesis design path as presented in chapter 2, does not focus on a 
specific application domain. Often the results of a general approach will not be 
acceptable, with respect to the speed and or area requirements. In those cases it is 
often possible or even necessary to develop a synthesis system, built for a target 
application domain that is able to produce acceptable results. 

An example of such a development is Cathedral-III [Not91], a design methodology 

93 
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Figure 6.1. ASU's and the Cathedral III design methodology 

developed at IMEC, Leuven, Belgium. The application domain of Cathedral-ill is 
high throughput signal processing. Because of the high throughput, there will be 
few possibilities to multiplex modules in the data path. Additionally, by chaining 
several operations in one control step, the available clock cycles will be used more 
efficiently. 

The hardware units on which the operations will be executed, are grouped. This 
potentially reduces the cost of the wiring between the modules. A group of 
operations is called a cluster; a group of modules is called an ASU (application 
specific unit). The ASU synthesis process has three steps: 

1. First the operations are grouped into the clusters. This is called operation 
clustering. 

2. Next it will be decided which clusters will be implemented on the same 
ASU, the ASU assignment. 

3. Finally the ASU's have to be generated [Not89). 

This chapter describes work on the second step, ASU assignment. At present this 
problem is solved using a integer linear programming technique. For each instance 
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of the problem, an integer linear programming problem description is generated, 
which is solved using a general purpose ILP solver. Within the framework of the 
ASCIS project, a neural network solution for this problem has been developed. 

An instance of a problem has a number of clusters, that have to be assigned to a 
number of ASU's. The more affinity in terms of operations and structure the 
clusters exhibit, the more economic the solution will be. The goal is to generate an 
assignment such that the total hardware cost is minimal. There are however a 
number of constraints that limit the assignment. 

Information concerning the data flow from the original problem is not used in this 
stage. Figure 6.3 gives a schematic representation of the instance of figure 6.1. 
However, eventual loops in the original description do need a special treatment. 
The cluster of operations will not cross any loop boundaries; any two operations in 

main 

main 
1 .. 3 

1 .. 3 

a b 

Figure 6.2. ASU-clustering examples with loops 

the same cluster will be in the same loop or loops. Figure 6.2 shows 
representations of examples containing loops (represented by rectangles). The 
instance in figure 6.2a contains two loops. One loop has 4 iterations and other loop 
has 3 iterations. Figure 6.2b shows an instance with a nested loop. The main body 
contains a loop with 3 iterations. This loop contains a second loop that has to be 
executed 4 times for each iteration. 
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6.2 Integer linear programming formulation 

The basic description of an instance of a cluster to ASU assignment problem is the 
compatibility graph. This graph contains a node for each cluster in the input 
description. The graph is fully connected. Every edge has a weight assigned to it. 
The weight C M(i, j) of the edge between node i and node j is an indication of the 
cost of combining the clusters into the same ASU. The weights are used to 
estimate the total cost of a proposed ASU. 

~ Ncyc=3 

Figure 6.3. Compatibility graph 

The set of clusters C has to be partitioned into N ASU disjoint subsets S5 • The 
clusters in one subset will be implemented by the same ASU. The total costs of the 
ASU's need to minimized: 

NASU 

I, cost(S5 ) 

s=J 

The costs of a single ASU are estimated by the sum of the cost of the combination 
of each pair of clusters in the set: 

cost(S5 )= I, CM(i,j) 
'rli,j:i,jeS, 

(6.1) 

The total costs need to be minimized, but are restricted by a constraint on the 
maximum size for each subset. The cardinality of a subset should not exceed Ncyc• 

the capacity constraint (also called cycle budget): 
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(6.2) 

The capacity constraint is a given parameter, that eventually represents the 
minimum speed of the system being designed. 

The capacity constraint of equation (6.2) is only valid under the assumption that 
every cluster is executed exactly once. Commonly, applications will contain loops 
and the constraints need to be refined. Each loop L has three important 
properties: 

• mL , the number of iterations of L; 

• N L• number of cycles available for clusters in L and clusters in loops 
contained in L. 

• ML, the number of cycles available to clusters only in L, so excluding 
clusters in loops contained in L. 

This gives the following constraint, that has to be satisfied for each loop: 

L m1 · N1 + M L :5: N L; "i/ L. 
leL 

The loops are executed one at a time, so the capacity constraint has to be met for 
each loop: 

1 .. mp 

Ncl 

1 .. mq 

Figure 6.4. Compatibility graph 

The mapping of the ASU assignment problem on a integer linear programming 
problem uses a set 011 variables xis to model the assignment of clusters to ASU's. 
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X·={ 0 ifieSs 
13 1 ifie=Ss 

As each cluster should be assigned to exactly one ASU, the sum of the variables 
for one cluster has to be one: 

NASu 
L X;s=l,i=l···N.cl. 
s=l 

The cost function can be written as: 

The constraints for the cycle budget become: 

and: 

L Xes :5: ML, s = l···NAsu,'rfL, 
VceL 

L m1N1 +ML :5: NL, 'rfL. 
VleL 

(6.3) 

(6.4) 

(6.5) 

In some cases there are lower bounds on the cycle budgets for certain loops, which 
would introduce some extra constraints [Geu92a]. 

For solving these equations with an integer linear programming solver, they need 
to be transformed into a linear programming problem in the so called canonical 
form [Pap82] : 

{ 

min c'x 

Ax~r. 

x~O 

Exact solutions for these problems can be found using different techniques 
[Geo67, Gar72, Gom58]. 

Several modifications are necessary to arrive at a description of the problem in the 
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canonical form. The constraints need to be modified into greater-than constraints. 
For the less-than constraints this is straight forward. Each equality constraint is 
transformed into a less-than-or-equal-to and a greater-than-or-equal-to constraint. 

Transformation of the quadratic terms and the non 0/1 variables is more 
complicated. The quadratic terms are transformed using auxiliary variables 
[Geu92a, McM70], the non 0/1 variables are replaced with a set of 0/1 variables 
[Geu92a]. 

6.3 Mapping 
As in the previous chapters, this section will describe the mapping of the problem 
on a Potts neural network. The discussion follows same line: first the given cost 
function will be transformed to a zero-one quadratic programming problem, and 
secondly the mapping of this quadratic cost function on the network will be 
discussed. 

6.3.1 Cost function 
The problem description already consists of zero-one variables, that will be used in 
this description too. The original constraints contain some non binary variables. 
With the revision of these constraints, given below, these variables are eliminated. 

The constraints of equation (6.3) are exclusivity constraints. These will be 
realized, by choosing and collecting the corresponding neurons into the same Potts 
group. 

The cost function is already a quadratic form of zero-one variables. No changes 
are required. This does not hold for the constraints on the cycle budget. These 
constraints, equations (6.4) and (6.5), contain non binary variables, to account for 
the cycle budget of each group. When there are no loops, then the cycle budget can 
be approximated by balancing the clusters between the ASU's. This balancing can 
be mapped on a zero-one quadratic form, by taking the sum of the squared number 
of clusters in each ASU. A term proportional to: 

(6.6) 

is added to the cost function. A similar technique is used to balance partitions in 
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the k-partitioning problem [Pet88, Pet89]. 

The loops are approximated by multiplying each term of equation ( 6.6) with the 
number of times that each cluster will be executed. Equation (6.6) now becomes: 

where m; is the product of the number of iterations of loops that the cluster i is in. 

The transformation of the cost function to a neural network as described in this 
section, contains several approximations. The resulting mapping will not be exact 
in all cases. 

6.3.2 Network mapping 

The zero-one quadratic programming problem, as derived in the previous section 
can be mapped on a Potts neural network without any particular problem. For each 
variable there will be one neuron. The neurons for one cluster are grouped into one 
Potts group. All exclusivity constraints can be enforced this way. 

The main problem is the inaccuracy of the zero-one quadratic. formulation of the 
problem. A minimal cost solution of this formulation will not necessarily represent 
a . minimal cost solution to the ASU clustering problem. The typical size of 
instances of the clustering problem is small compared to the size of instances of 
graph coloring or scheduling. The benchmark examples that are used in the next 
section have up to 12 clusters, and have to be assigned to up to 6 ASU's. The 
networks that solve these examples are relatively small. Hence very little CPU 
time is needed for a single run. Therefore many runs can be used, with a variety of 
parameter settings for each instance. The results will be a variety of more or less 
optimal solutions, with respect to the zero-one quadratic programming 
formulation. By tracing the best solution with respect to the original formulation, 
better solutions can be found. 

This was expanded further by using a genetic algorithm to control the parameters 
of the neural network generation and simulation [Phi93a]. The idea is that a 
neural network, in combination with a genetic algorithm, is able to find a range of 
solutions that, although having equivalent network energies, represent ASU 
clusterings with different qualities. 



TABLE 6.1. ASU clustering examples without loops 

6.4 Results 

Example Ncl NASU Ncyc 

flat6a 6 2 3 
flat6b 6 3 2 
flat6c 6 3 3 
flat9a 9 2 5 
flat9b 9 3 3 
flatl2a 12 2 l flat12b 12 3 

TABLE 6.2. ASU clustering examples with loops 

ample N ct N Asu N 

loop6a 
loop6b 
loop6c 
loop9a 
loop9b 
loop9c 

6 
6 
6 
9 
9 
9 

2 
2 
2 
2 
3 
2 

13 
15 
80 
26 
15 
80 
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The network generation as described in the previous section has been 
implemented. The results on some examples are compared with the results of the 
original approach. 

Next the results are given of tests of the accuracy of the mapping. 

6.4.1 Comparison with integer linear programming 

Tables 6.1 and 6.2 show the sizes of the available examples, generated with 
Cathedrallll. The examples in table 6.1 do not contain loops, and the examples in 
table 6.2 contain loops with two or three levels of nesting. 

Table 6.3 show the results of the integer linear programming method and of the 
Potts neural network method. The entries for the integer linear programming 
method show the number of variables (Nvar) and constraints (Neon), and the CPU 
times needed to solve the problem, for two different integer linear programming 
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packages. The CPU times were measured on a DEC Station 3100 with 16Mb 
internal memory. As the integer linear programming is solved exactly, the result 
will always be optimal. The implicit enumeration method could not solve several 
larger instances of the problem. The more advanced LINDO package could not 
solve one instance of the problem. 

The results for the Potts neural network method were generated using 50 runs of 
the simulation. The CPU time for a single run was hardly measurable. For all 
examples, the optimal solution was found by the neural network approach. Note 
that this is no guarantee that the algorithm will always find the optimal solution. 
The CPU times were measured on a HP 720 with 32Mb of memory. The program 
used less then 1 Mb of memory for these examples. 

TABLE 6.3. Results of ASU clustering; comparing ILP and neural Net methods 

ILP approach neural net 
Nvar Neon CPU time (s) CPU time (s) 

Example Impl. Enum. LINDO 50 simulations 

ftat6a 46 78 45 24 0.7 
ftat6b 67 109 95 42 0.6 
ftat6c 67 109 113 39 0.5 
ftat9a 96 168 7942 380 6.0 
ftat9b 139 241 28454 397 1.0 
ftat12a 162 294 --- 848 0.9 
ftatl2b 240 427 --- --- 2.0 
loop6a 51 90 14 26 0.7 
loop6b 51 90 14 26 1.3 
loop6c 66 90 11625 22 1.3 
loop9a 109 180 --- 204 1.2 
loop9b 145 255 --- 2628 1.7 
loop9c 114 180 --- 692 0.4 

6.4.2 Mapping accuracy 

The cost function of the for the ASU clustering problem could not be fitted exactly 
onto a neural network. In section 6.3 a number of approximations have been 
mentioned. The experiments reported on in this section investigate the accuracy of 
the proposed mapping. 
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For a mapping to be accurate, the relation between the neural network energy of a 
state and cost of the solution it represents has to be approximately monotonously 
increasing. At least in the lower range of the energy, where the network is most 
likely to end up after a simulation, a lower energy has to imply lower cost. For 
states with high energies, some local irregularities are acceptable. 

The relation between energy and cost can be shown by plotting the neural network 
energy against the cost of the solution it represents, for all possible states of the 
neural network. This plot will be different for different instances of the problem. 
For the generation of the plots, a network is constructed, as if it were for a 
simulation. Then, instead of starting a simulation, the network is brought forcibly 
in a specific final state. The neural network energy and the solution cost are now 
calculated, as if the state was generated by a simulation. The energy and cost are 
calculated for all possible states of the network. Figure 6.5 shows the plot for the 
example loop9a, using the default parameter settings. 
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Figure 6.5. The relation between the solution cost and the neural network energy 
(default parameter settings) 

The ASU costs shown in the plot are calculated using equation (6.1), and do not 
take the constraints imposed by the capacity constraint into account. In the graph, 
a point that violates these constraints is marked with a "x". A point representing a 
legal solution is marked with a "•". The plot shows that the mapping is fairly 
accurate. For lower values of the cost, a lower energy state does represent a better 
solution. Only for higher energy levels, around 15000, there are some local 
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irregularities. There are pairs of states such that the state with the lowest energy 
does not represent the best solution of the two. The energy of such a state is 
however high enough to prevent it from appearing as the result of a simulation. 

An equivalent argumentation holds for the capacity constraints. For two solutions 
that have approximately the same cost, and with one of those solutions violating 
the capacity constraints, a neural network state representing that last solution will 
have a sufficiently higher energy. Again there are several violations, but these are 
restricted to solutions that are unlikely to appear. 

In this case the balance between cost and capacity constraints is correct. Figure 6.6 
and figure 6. 7 show the same plots for two configurations, where this balance is 
wrong. The plots show the ·relation for the same example but with different 
network generation parameters. The terms in the neural network energy function 
that enforce the capacity constraints get a larger (figure 6.6) or a smaller (figure 
6.7) weight. In figure 6.6 the weight of the term to prevent the violation of 
capacity constraints is too strong. Points with violations are well separated from 
legal points, but the relations between energy and cost is not monotonous 
anymore. In fact the optimal solution does not have the lowest energy. 

Figure 6.7 shows the opposite situation. Here the relation between energy and cost 
is perfectly monotonous, but the capacity constraints are totally ignored. When 
two solution have equal cost, but one of them is illegal, they are represented by 
configurations with equal energies. The absolute minimum is still being 
represented by a network with the lowest energy, but there are several good local 
minima that represent unacceptable solutions. 
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Figure 6.6. The relation between the solution cost and the neural network energy 
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Figure 6.7. The relation between the solution cost and the neural network energy 
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6.5 Discussion 

The mapping of this problem was more complicated than the mapping of the 
problems handled in previous chapters. The main problem was dealing with the 
cycle budget constraints. These constraints are coupled between different loops. 
The cost function was already written in a quadratic form. Contrary to integer 
linear programming, with neural networks a quadratic term can be mapped 
rendered directly. 

For the number of neurons and connections, the following estimates can be given: 

and 

Oconn=NAsuXNEL+NAsvX I. NcL1• 

'It teL 

The network is more than completely connected. The cost terms induce already a 
completely connected net. The other connections can be added, or can be 
combined with the connections for the cost function. This problem will benefit 
from a implementation in which the connections are stored in an array, as 
described in section 3.3.5. 

The results of the tests are satisfactory. For all problems, the algorithm found the 
optimal solution, in a fraction of the CPU time that was needed by the original 
approach. Even for the larger examples no degrading performance can be noticed. 
The results were very insensitive to parameter changes. For the examples 
containing loops, the setting of the weight for the cycle budget constraint was 
slightly more critical. This causes belief that the algorithm will also work with 
instances that are much larger than the currently available examples. The number 
of loops and their levels of nesting will probably determine the limits on the size 
of instances that can be handled, as the mapping of the loops contained the 
weakest approximations. 

The ASU to cluster assignment is, given the size of the currently available 
instances, not a very difficult problem. The largest example is jlatl2b, with 12 
clusters and 3 ASU's. For this example there are only 3<12

-1) = 177147 different 
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assignments. In this case enumeration and testing all states is still faster than the 
original integer linear programming solution. The test of the mapping accuracy 
involved enumerating all possible states. For flatl2b this took about 13 minutes on 
a HP735, whereas it was not possible to compute a solution using integer linear 
programming, even after spending several days of CPU time. This in spite of the 
fact that this a very inefficient way to enumerate all possibilities. As the size for 
realistic examples will still be limited, it should be possible to write a dedicated 
exact algorithm that uses a acceptable amount of CPU time, or a dedicated 
heuristic that produces even faster acceptable results. Developing these algorithms 
will however take more time than was used for the development of the integer 
linear programming or the neural network algorithm. As instances grow larger it 
will not be possible to solve them with integer linear programming anymore. The 
neural network approach as presented here will behave . as a good heuristic and 
remain practicable. 





Chapter 7 

Discussion 

This thesis started with discussing a technique for solving combinatorial 
optimization problems. Solving an instance of a problem involves three steps. First 
a network is generated given the instance of the problem, then it is simulated. Last, 
the state of the network is translated into a solution to the instance of the problem. 
Because of two properties the technique can be used for optimization: 

• The simulation will bring the network in a state that has a minimal energy. 

• The generation of the network should be such, that there is a monotone 
relation between the quality of a solution, and the energy of the network. 

With regard to the final state of the network, no guarantee can be given. Especially 
when there are many local minima, with little differences in their energy levels, the 
final state can be a local minimum. The quality of the final state depends on the 
simulation schedule. The network usually comes up with a minimal or near 
minimal energy state. The use of Potts neurons improves the behavior of the 
network. Their main contribution is to implicitly avoid many states that may have 
a low energy, but are not acceptable, since they represent solutions which do not 
match the constraints. 

Obviously the accuracy of the mapping of an instance on a network will have a 
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large impact on the quality of the solution too. For three problems the network 
generation has been elaborated. For each problem, as east function and a set of 
constraints were given. The network generation is equivalent to rewriting the cost 
function and constraints into a 0/1 quadratic form. When Potts neurons are used, 
exclusivity constraints are acceptable too. The exclusivity constraints should be 
independent; no variable should appear in more than one exclusivity constraint. 
The cost function and the constraints have to be transformed into a quadratic form. 
Often, they can only be approximated by quadratic forms. 

The design of a mapping can be aided by thinking of neurons as a single yes-or-no 
decision. If the combination of deciding "yes" for two such decisions will have a 
negative influence on the quality of the result, then those neurons need to be 
connected by a connection with a negative weight. Consider, as an example, from 
a graph coloring problem the decision to give node a color 1 and the decision to 
give node b color 1. If there is an edge between node a and node b, then this has a 
negative impact on the quality of the result, and their neurons should be connected. 
This approach will yield a proposal for a mapping. From this mapping a formal 
cost function can be derived. This cost function can be used to decide on the 
accuracy of the mapping. 

Certain features of a problem are more difficult to map than others. A strictly 
quadratical cost function· imposes quite some limitations. Especially constraints 
with non-binary intermediate variables can complicate the mapping (e.g. ASU 
assignment, see section 6.3). 

With methods as described here it is always difficult to describe the features of 
problems that can be handled well, and how they should be mapped. From the 
mappings described in this work follows: 

• the structure of the network should be as simple as possible; adding extra 
constraints will not always improve the quality of the results; 

• The situation that there are many different states with the same energy, 
should be avoided. This can be done by adding biases to the neurons. 

The mapping usually contains some parameters for .the relative weights of the 
terms of the cost function. The mapping will only be exact, when certain relations 
between these parameters are maintained. These relations are difficult to derive. 
Finding values for these parameters, and for those that control the simulation was 
very troublesome for networks without Potts neurons. The setting of the 
parameters often depends on the instances of the problem. In such a case, setting 
the parameters should be more or less automated. 
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When the instances of problems grow larger, the parameter settings become more 
complex. No real problems were encountered when solving huge instances of 
problems. The quality of the results was still satisfactory, in spite of the long CPU 
times and the large amounts of memory required. For large instances of the 
scheduling problem, where many clock-cycles were available for each operation, 
finding good solutions was the most difficult. The size of the Potts groups should 
not become too large. 

Research on a subject like this is never finished. The algorithms as described in 
this thesis do offer possibilities for specialized hardware to perform the simulation, 
possibly a parallel implementation. 



I 
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Stellingen 

Behorende bij bet proefschrift: 

Optimization with Potts neural networks in High Level Synthesis 
van 

Wun Philipsen 

1. Het exact oplossen van het ASU-clustering probleem wordt in 
[Geu92] gedaan met behulp van integer linear programming. Het 
probleem kan waarschijnlijk in aile praktische gevallen sneller exact 
worden opgelost door bet opsommen en testen van alle mogelijke 
oplossingen. 

2. Bij de in [Bou90] gegeven algoritmen is door bet na iedere verlaging 
van T opnieuw initlaliseren van de toestandsvariabelen geen sprake 
van "annealing". 

3. De in [Yu89] getrokken conclusie dat bet Hopfield neuraal netwerk 
niet geschikt is voor VLSI CAD problemen is niet terecht. 

4. De door J.J. Hopfield in [Hop85] beschreven simulatie resultaten zijn 
dermate moeilijk te herhalen. dat men moet concluderen dat voor bet 
verkrijgen van deze resultaten Hopfield erg veel geluk heeft gehad. 

5. In [Kos94] stelt Kostelijk voor, de door universiteiten ontwikkelde 
CAD software, te Iaten evalueren door de industrie. Het valt te 
betwijfelen of een dergelijke evaluatie door de industrie op prijs 
gesteld wordt, daar men uit concurrentieoverwegingen de resultaten 
hiervan niet kan publiceren. 

6. In tegenstelling tot wat vaak gedacht wordt, bevatten niet alle neurale 
netwerken elementen van artificiele intelligentie. 



7. Het gebruik van WYSIWYG Desktop Publishing software bij: het 
schrijven van proefschriften, is niet bevorderlijk voor de kwaliteit en 
vertraagt in veel gevallen bet gereed komen ervan. 

8. Veel van de bij proefschriften behorende stellingen zijn meer 
opmerlcingen in plaats van nog te bewijzen beweringen. 

9. De spitsvondigbeid in veel van de scbertsstellingen betreft veelal 
meer de formulering van de stelling, dan de daadwerkelijke inboud. 

10. Het zal de komende jaren nog niet mogelijk zijn een boog niveau 
synthese systeem te ontwikk:elen dat aanvaardbare resultaten geeft 
voor een breed applicatiedomein. 

11. De in de vorige stelling genoemde beperking zal het voor de grote 
CAD software bedrijven zeer moeilijk maken om deze markt over te 
nemen van de IC fabrikant-gebonden CAD software ontwikk:elaars. 

12. Het gebruik van buzz-words in titels van publicaties zou verboden 
moeten worden. 

13. Een organisatie die zijn naam of doelstelling ieder jaar verandert, 
toont daarmee baar gebrek aan inzicht in toekomstige 
ontwikk:elingen aan. 

14. Wetenschappers lopen bet risico gewend te raken aan bet moeten 
beantwoorden van vragen van mensen die bet antwoord tocb niet 
kunnen begrijpen. 
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