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Machine learning methods in application to the fast inversion of collective
Thomson scattering spectra at Wendelstein 7-X

by Jonathan VAN DEN BERG

The application of two machine learning methods to the fast analysis of Collective
Thomson Scattering (CTS) spectra is presented: Function Parametrization (FP) and
feedforward Artificial Neural Networks (ANNs). At this time, a CTS diagnostic is
being commissioned at the Wendelstein 7-X stellarator, with bulk ion temperature
measurements in the plasma core as its first goal. The analysis of CTS spectra was
be performed by making a mapping between spectrum and the relevant plasma pa-
rameters, using a database of simulated spectra. The mean absolute mapping errors
in Ti are 4.2 % and 9.9 % relative to the corresponding Ti, for the ANN and FP, re-
spectively, for spectra with Gaussian noise equivalent to 10 % of the average of the
spectral maxima in the database at spectral density 650GHz−1 and within a param-
eter domain that was limited to the parameter ranges that can be known a priori to a
measurement, except for the plasma impurities. Although FP provides some insight
in the information contents of the CTS spectra, it was found that ANNs provide a
higher accuracy and noise robustness, are easier to implement and more adaptable
to a larger parameter space.
As a next step towards a fast mapping with robustness to W7-X plasma impurities,
a new database was made that (alongside the main plasma species H+) included a
range of concentrations for the plasma species C6+, He2+ and Ar18+. This resulted
in an ANN mapping with a mean relative error of 4.4 %, only slightly larger than
for the mapping in a clean plasma. From this work, it can be concluded that ANNs
are able to provide fast measurements of Ti in W7-X plasmas and are a promising
all-round method for fast CTS data analysis.
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Chapter 1

Introduction

In the energy household of our universe, nuclear fusion has a prominent role. It
is the energy source for all stars, including our Sun. On Earth, we still fuel our
civilization mostly by chemical reactions, which deplete the Earth’s resources and
destabilize our living environment. In the fusion of two light elements, part of their
nuclear energy is released. The energy released by each fusion reaction is about six
orders of magnitude larger than the energy released from chemical reactions. Be-
cause of this energy density, nuclear fusion has the potential to drastically decrease
the amount of resources required to power our civilization.
Fusion can occur when the nuclei come within reach of each others nuclear force.
However, due to the repelling force between the positively charged nuclei, the fu-
sion reaction requires a large threshold energy and is much less likely to occur than a
regular Coulomb collision. Therefore, along with giving the particles high energies,
their energy must be confined to enable a net energy gain from fusion. The fusion
threshold energy can be reached by making a hot plasma (∼ 150 million Kelvin). To
confine the plasma energy (and keep the inner wall of the device from melting!), a
magnetic field can be applied in a device called a magnetic confinement device. Due
to the gyromotion of the charged plasma particles (ions and electrons), particle and
energy transport perpendicular to the magnetic field is inhibited. Transport parallel
to the magnetic field can be guided by using a toroidal configuration. The plasma
must be stabilized by an additional poloidal field component.
The most prominent types of toroidal magnetic confinement devices are toroidal:
the tokamak and the stellarator. In a tokamak, an axisymmetric magnetic field is
created by a set of coils that envelope the plasma torus. The poloidal field is gener-
ated by inducing a toroidal current in the plasma. A disadvantage of tokamaks is
that inductive current drive impedes steady state operation.
In a stellarator, the 3D magnetic configuration is created entirely by external coils.
Design and production of the nonplanar coils that are used to create such a configu-
ration is more difficult, but the reward is a device that is well suited for steady state
operation and that doesn’t suffer the same instabilities that current driven devices
do. Wendelstein 7-X (W7-X) in Greifswald (D) is a so-called drift-optimized stellara-
tor. Its magnetic configuration was designed to minimize the radial drift of confined
particles due to neoclassical losses and Coulomb collisions [1]. This magnetic config-
uration is generated by a combination of 70 modular superconducting coils of which
50 are non-planar and 20 planar. The resulting plasma has a volume of 30m3, with
an outer radius of 5.5m and a minor radius of 55 cm, making it the largest stellara-
tor plasma in the world. The main objective of W7-X is to demonstrate the reactor
capabilities of the stellarator concept, by developing a scenario for steady-state high
density (ne ' 1020m−3) operation. For this purpose, the W7-X project research is
aimed primarily at the following subjects: Confinement and stability properties of
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the drift-optimized plasma configuration, transport properties of fast ions and im-
purities, density control and the high power divertor operation that is necessary to
accomodate this[2].
A plethora of (plasma) diagnostics is used to monitor the machine. These are needed
for safe operation and provide data for scientific research on the confinement prop-
erties of the drift-optimized magnetic configuration. Core transport studies are a
key part of this research.
The Collective Thomson Scattering (CTS) diagnostic has the potential to deliver im-
portant data for these core transport studies. CTS is the scattering of electromagnetic
radiation off of plasma fluctuations, which include fluctuations in electron density
and current density. Because of Debye shielding, moving ions are a source of elec-
tron density fluctuations. Thus, a CTS spectrum reflects the velocity distributions of
both ions and electrons in the plasma, from which a range of plasma parameters can
be derived. Several transport-related plasma parameters can in principle be mea-
sured with CTS, including the bulk ion temperature, fast ion velocity distribution
and plasma drift.
A bit further into the future, the CTS diagnostic is a strong candidate for applica-
tion in fusion power plants. To make a fusion power plant economically viable, the
uninterrupted operation must be maximized. This requires a durable machine and
diagnostic system. Also important for economic viability is simplicity, which is max-
imized by minimizing the number of diagnostics required for operation.
The CTS diagnostic is relatively suitable for long-term operation in a fusion environ-
ment. It is operated in the mm-wavelength range, which means that requirements on
material properties for the plasma facing components and transmission line are less
stringent and the more delicate receiver can be placed far from the plasma. More-
over, CTS is sensitive to a whole range of plasma parameters, and thus has the po-
tential to be a ’Swiss army knife’ diagnostic.
At this time, a CTS diagnostic is under commissioning at the W7-X. The first mile-
stone of this diagnostic is to measure the bulk ion temperature Ti in the plasma
core region. For this purpose, a dedicated 140GHz gyrotron beam is fired into the
plasma. Some of the scattered radiation is collected and detected with a microwave
antenna. The measurable quantity, Ti, has to be derived from the spectrum mea-
sured by the antenna.

For this data anlysis, a forward model code of CTS (eCTS) was developed [source].
This model can be used to calculate a CTS spectrum, given a set of local plasma
parameters and the scattering geometry. To obtain plasma parameters from a mea-
sured spectrum, an inversion method is required. This inversion can be provided
by Minerva, a Bayesian data analysis framework [3], in which the eCTS model has
been integrated [4]. In a Bayesian inference, the posterior probability distribution
of certain parameter(s) is calculated, given prior probability distribution(s) and the
measured data. This inversion method requires many runs of the eCTS code and
thus several minutes of computation per spectrum.
There are several use cases where faster inversions are desirable. These can be cate-
gorized in their need for fast inversions or many inversions.
Fast inversions are desirable in plasma operation. The results of measurements with
an inversion time of a few seconds or less, can be used by the diagnostic operator
to adjust the settings of the CTS setup between or during plasma shots. Even faster
inversions, in the order of milliseconds, might enable the CTS diagnostic to aid the
real-time diagnostics and control system of W7-X.
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Many inversions are required to perform sensitivity analyses. One type of sensi-
tivity analysis is a feasibility study. By performing many inversions with different
values of a certain parameter of interest, the sensitivity of the eCTS model and inver-
sion outcome with respect to this parameter can be determined for certain plasma
conditions and CTS setup properties. Closely related to the feasibility study is a mea-
surement optimization. In an optimization, the inversion accuracy is determined for
different settings of the CTS setup, to find the best settings for measuring the param-
eter of interest.

In this thesis, the desire for a fast inversion method in general was combined
with the primary goal of the CTS diagnostic at W7-X in particular: measuring the
bulk ion temperature in the W7-X plasma core region. This leads us to the research
question:

Research question: What is the feasibility of a fast inversion method of the eCTS
forward model? Can such a fast inversion be applied in measurements of the bulk
ion temperature?

In this thesis, two fast inversion methods are applied to CTS: Function Parametriza-
tion (FP) and Artificial Neural Networks (ANNs). Both methods use a database of
simulated spectra to make a direct mapping between spectrum and eCTS input pa-
rameters.
This research was performed at the Eindhoven University of Technology (TUe), in
collaboration with the Max Planck Institute of Plasma Physiscs (IPP) Greifswald,
where Wendelstein 7-X is located. Therefore, the eCTS code, people with expertise
on the CTS diagnostic system and the system itself (under commissioning) were
available for this research.

To answer the research question, the following sub questions are posed:

1. Which plasma parameters influence the CTS spectrum and what are their ex-
pected values in the plasma core region of W7-X during the next operational
campaign?

2. Can function parametrization be used to make a mapping from synthetic CTS
spectra to the corresponding plasma parameters? If yes, what are the mapping
accuracies under the expected conditions?

3. Can function parametrization be used to make a mapping from synthetic CTS
spectra to the corresponding plasma parameters? If yes, what are the mapping
accuracies under the expected conditions?

4. How do the two methods compare in terms of the following properties: noise
robustness, computation time required to build the mapping, scalability of the
number of parameters and their ranges?

5. Are there other parameters of which measurement feasibility can be demon-
strated or might be demonstrated in the future?

The outline of this thesis is as follows. An overview of the theory used during
this thesis is given in chapter 2. The plasma properties of W7-X, the W7-X CTS diag-
nostic design and its data acquisition and the forward eCTS model are described in
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chapter 3, followed by an assessment of the CTS parameter space. The data prepa-
ration is discussed in chapter 4. During the thesis work, a paper has been written,
titled Fast Analysis of Collective Thomson Scattering Spectra on Wendelstein 7-X. At the
time of finishing the thesis, the paper had been placed on the Pinboard of the Max
Planck Institute of Plasma Physics, with the intention of submission to the American
Institute of Physics journal Review of Scientific Instruments. Chapter 5 contains the
paper and a section presenting additional work on this subject. The first CTS mea-
surements at W7-X and their analysis is presented in chapter 6. Chapter 7 describes
the exploratory research of several prospects of a fast CTS mapping method. Finally,
an evaluation of the results of this thesis and a conclusion is given in chapter 8.
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Chapter 2

Theory

2.1 Collective Thomson scattering

Collective Thomson scattering is the scattering of electromagnetic radiation off of
plasma fluctuations. The electric field of a passing electromagnetic wave accelerates
free plasma electrons. Accelerated charged particles emit radiation, thus constitut-
ing Thomson scattering. If the electron density were assumed to be completely uni-
form over the scattering volume, each scattered field component would be cancelled
by another one in opposite direction [5]. Only fluctuations add to the net scattered
power. This fluctuating density is a function of place ~r and time t: ne(~r, t), but it
is more convenient to consider the Fourier transform of the fluctuating density, that
is, the fluctuating electron density as a function of wave vector ~k and frequency ω:
ne(~k, ω). Here, ~k = ~ks − ~ki the differential wave vector, also called scattering vector,
and ω = ωs − ωi, where subscripts i and s denote the incident and scattered radia-
tion, respectively.
Back in real space, we can consider the observation wavelength λ = 2π/

∣∣∣~k∣∣∣. For λ
smaller than the plasma Debye length λDe, only the thermal velocity differences be-
tween the electrons contribute to the net density fluctuation. This is called the inco-
herent regime. But, when the observation wavelength λ ∼ λDe, the electron motion
due to shielding of moving ions forms a significant contribution to the fluctuating
density. Thomson scattering with λ ∼ λDe is called coherent or collective Thomson
scattering (CTS). These two regimes can be distinguished with the Salpeter param-
eter: α = 1/

∣∣∣~k∣∣∣λDe. In the collective regime (α > 1), the shielded particles can
have significant contributions to the fluctuating density and therewith, each plasma
species has a contribution to the scattered spectrum.
The spectrum is described by the spectral density function:

S(~k, ω) = Se(~k, ω) +
∑
i

Si(~k, ω), (2.1)

with Se the electron term and Si the ion scattering terms. The total power scattered
from a plasma with electron density ne, of an incoming beam with power Pi, over
length L, at frequency ω, into a solid angle dΩ is then given by [6]

PsdΩdω = PiΓr
2
eneObS(k, ω)dΩdω, (2.2)

with re the classical electron radius and Γ a geometrical factor which takes into ac-
count polarization of the radiation.
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The ion scattering terms are given by

Si(~k, ω) =

∣∣∣∣He

εL

∣∣∣∣2 2
√
πniZ

2
i∣∣k‖∣∣ vine ×

∞∑
l=−∞

exp
(
−k2
⊥ρ

2
i

)
Il(k

2
⊥ρ

2
i ) exp

[
−(ω − lΩi)

2

k2
‖v

2
i

]
, (2.3)

with ni, Zi and vi the ion density, charge number and thermal velocity, respectively.
He is the electron susceptibility and εL the plasma dielectric function, given by the
sum of the susceptibilities of all plasma species, plus one. k‖ and k⊥ are the parallel
and perpendicular components of ~k with respect to the magnetic field ~B. ρi is the
ion Larmor radius and Ωi the ion cyclotron frequency. For the electrons, we have:

Se(~k, ω) =

∣∣∣∣1− He

εL

∣∣∣∣2 2
√
π∣∣k‖∣∣ ve ×

∞∑
l=−∞

exp
(
−k2
⊥ρ

2
e

)
Il(k

2
⊥ρ

2
e) exp

[
−(ω − lΩe)

2

k2
‖v

2
e

]
, (2.4)

It can be seen that the scattering terms depend on many parameters: the species
specific parameters me,i, ne,i and ve,i, the susceptibilities of all other species (and
therewith their velocity distributions), the electron density ne, the differential fre-
quency ω, the magnetic field ~B and the scattering vector ~k.
The local scattering geometry can be described by ~B, ~ki and ~ks, but it is often more
convenient to use the two angles: θ = ∠(~ki,~ks) and φ = ∠(~k, ~B).

2.2 Function parametrization

Function parametrization is a machine learning method for making quick inversions
of complicated (physics) models[7, 8]. In scientific experiments, it is common to have
a model that can simulate (some aspects of) the experiment in question. The model
provides a mapping from (a set of) physics parameters, called input parameters, to
the measurement output of the system.
However, during an experiment, the system output is obtained (through measure-
ments) and (part of) the input is unknown. To obtain the input parameters from the
output, an inverse mapping is desired. Some models can be easily inversed mathe-
matically, but for complicated models, this is often not the case.
A function parametrization provides a mapping from a set of measured parameters
qj with j = 1, . . . , Nq to a set of input parameters pi with i = 1, . . . , Np, in the form
of a function M : p = M(q). This mapping is obtained by the statistical analysis of
a database of forward model simulations: pα and qα with α = 1, . . . , N and N the
number of simulations.
The steps to obtain the mapping M are as follows:

1. Build a database of simulations pα and qα.

2. Dimension reduction g: q̃α = g(qα).

• Initial parametrization g1: qα1 = g1(qα0).

• Principal component analysis g2: q̃α = g2(qα1).

3. Regression of q̃α to obtain the function parametrization f : pinv = f(q̃).

The first step requires two ingredients: the physics model and a domain of input
parameters. This domain should at least cover the system states that are expected
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to be possible in the experiment. An assessment of the parameter domain in a CTS
measurement is presented in section 3.5. The physics model used in this research is
the eCTS forward model, described in slightly more detail in section 3.4. The meth-
ods used for the second step are described in section ?? below, and their application
is presented in chapter 4.
The actual parametrization is obtained by regression of a certain function to the
transformed database q̃α. Even after dimension reduction of q, this function must
be multi-variate. It is not necessary, but can be beneficial for the regression result
to use a multidimensional function, covering all dimensions in the input parameter
space.
However, it is necessary that the regression function can cover all trends of q̃ over the
relevant input parameter domain. As is shown in equation 2.3, the CTS spectrum is
non-linear and non-linear trends might also occur in q̃. Therefore, a non-linear, mul-
tivariate and multidimensional regression method was used: Multivariate Adaptive
Regression Splines (MARS)[9].
The basis function for a MARS model is the hinge function: h(x) = max(0, ax − b).
This function is zero for ax < b, and therefore can be used to split a domain in several
subdomains. Several hinge functions can be multiplied to form a non-linear term.
The MARS model is a sum of one or multiple terms.
A MARS model is built in two steps: the forward and backward passes.
In the forward pass, terms are added to the model one by one, starting with the mean
value of the parameter of interest pi in the database. A regression is performed in
each step, to find the term that minimizes the sum-of-squares residual error of the
model. New terms are added until convergence of the error or a maximum number
of terms is reached. It is very plausible that some new terms in the forward pass
adress features that are specific to the data set and not generalize to the underlying
physics pattern, i.e. the forward pass might produce an overfit of the model.
In the backward pass, the least effective terms are removed one by one, until the
optimal submodel is found. The criteria for selecting the best submodel in each step
of the backward pass are given by generalised cross validation, a model selection
method that weighs the goodness of the model (given by the residual error) to the
complexity of the model (given by the number of variables in the model).

2.3 Artificial neural networks

An Artificial Neural Network (ANN) is a computing system similar in structure to
biological neural networks: it is a network of neurons which collect signals from
other neurons and transmit output signals to other neurons. The mechanisms of an-
imal brains are not completely understood, but it is well known that biological neu-
ral networks enable animal brains to learn and recognize complicated (non-linear)
patterns. ANNs were designed to transfer this learning ability to computation in a
controlled manner.
This replication has resulted in a sheer endless list of applications, including game-
playing and medical diagnosis, vehicle and process control (through system iden-
tification), machine translation and sequence recognition (speech recognition), and,
most relevant for this thesis: pattern recognition. Pattern recognition ANNs can be
classified in two: classification (e.g. for image recognition) and regression, the latter
being the application in this research: finding a mapping between CTS spectra and
the corresponding plasma parameters.
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ANNs can come in many shapes and sizes. They can contain feedback loops, but
most architectures have a feed-forward arrangement. Commonly, the neurons in
feedforward networks are arranged in layers. In this thesis, a specific type of feed-
forward ANN is considered: the multilayer perceptron.

2.4 Multilayer perceptrons

A perceptron is an artificial neuron algorithm that was invented by Rosenblatt [10]
as a binary classifier:

f(~x) =

{
1 if

∑
i xiwi + b > 0

0 if otherwise
. (2.5)

With xi the ith value of vector x, wi the corresponding weight and bias b. This clas-
sifier is a step function, with several weighted indicators xi as its input. The weights
determine how the indicators are processed. The bias is used to select the threshold
for the sum of indications to ’activate’ the perceptron. The perceptron can be trained
with examples. Given a set of indicators x, the weights and bias can be changed to
match the desired output value as closely as possible. Rosenblatts perceptron can be
useful for some simple classification problems, but is incapable of classifying classes
that are not linearly separable, i.e. it cannot produce an XOR function [11]. However,
its reach can be extended tremendously with two simple adaptations: the first is to
use a layout with several layers, and the second is to replace the step function with a
more gradual function: the so-called activation function φ. The indicators in such a
network are called neurons and the network itself is called a Multi Layer Perceptron
(MLP). A graphical presentation of an MLP is shown in figure [MAKE FIG]. The net
input to the kth neuron of layer i is given by the weighted sum of outputs of the
previous layer.

netki =

Ni∑
l=1

oi−1w
lk
i−1 + bki , (2.6)

where o, w and b denote neuron output, weight and neuron bias, respectively. The
subscripts indicate layer number and the superscripts indicate neuron number, or in
the case of weights, neuron connection. The number of neurons in layer i is given
by Ni. This net neuron input is passed to an activation function φ. The output of
neuron oki is then given by

oki = φ(netki ) = φ

(
Ni∑
l=1

oli−1w
lk
i−1 + bki

)
. (2.7)

This is a recursive relation that can be applied to every layer to calculate the MLP
output(s) oout for certain inputs oin. Alternatively, the MLP can be considered to be
a function containing a series of matrix multiplications: oi = φ(Wi−1oi−1 +bi), with
weight matrices Wi.
The activation function can be any function that is strictly increasing in the domain
(−∞,∞) and range (−1, 1). In this thesis, the standard logistic function was used:

φ(x) =
ex

1 + ex
,
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dφ

dx
= φ(x)(1− φ(x)). (2.8)

The derivative of the standard logistic function makes it convenient for application
in an MLP, as will be explained in section 2.4.1 below.
It should be noted that the output layer of the network uses a different activation
function. For classification, a step function can be used. For the application in this
thesis, regression, a linear activation function φ(x) = x is used.

2.4.1 Training by backpropagation

Backpropagation is a training algorithm for multi layer perceptrons, in which the
weights are iteratively adjusted in order to minimize the loss function of the net-
work: E = 1

2 |oout − p|2. The gradient descend algorithm to minimize E uses the
partial derivative δkli = ∂E

∂wkl
i

for each weight in the network. This is where the name
giving term backpropagation becomes apparent: to obtain δin, we have to ’propa-
gate backwards’ through the whole network by recursive application of the chain
rule. The loss function was chosen so that the first derivative in this series becomes
almost trivial: ∂Ea

∂oaout
= oaout for mapping parameter a. Then, backpropagation pro-

ceeds through the layers like follows:

∂oji

∂wjki−1

=
∂oji
∂netji

∂netji

∂wjki−1

,

which can be split up in two. The derivative

∂oji
∂netji

=
∂

∂netji
φ(netji ) (2.9)

= φ(netji )(1− φ(netji )) (2.10)

is straight forward because of the simple derivative of the activation function. Com-
bined with

∂netji

∂wjki−1

=
∂

∂wjki−1

φ

(∑
k

wjki−1o
k
i−1

)
= oki−1, (2.11)

the total derivative is obtained:

∂oji

∂wjki−1

= φ(netji )(1− φ(netji ))o
k
i−1. (2.12)

However, multiple layers have to be covered to obtain the δin. To propagate all the
way to the front, this recursion can be followed:

∂oji
wlki−2

=
∂oji
netji

Ni−1∑
k

netji
∂oki−1

∂oki−1

wli−2

, (2.13)

where ∂oji
netji

∑Ni−1

k was given in equation 2.10, in analogy to equation 2.11, we have

netji
∂oki−1

= wki−1 and
∂oki−1

wl
i−2

is given by equation 2.12.

The weight adjustments are then given by ∆wkli = ηδki o
k
i , with η the learning rate,
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which can be adapted during training. Also, to avoid ending up in a local minimum
of E, momentum can be added through the inertia term α [12]:

∆wkli (t+ 1) = (1− α)ηδki o
k
i + α∆wkli (t). (2.14)

Backpropagation is normally performed on a batch of examples concurrently. The
larger the batch, the more general the trends that can be captured. A database can
be chopped up in a number of batches, which can be offered one by one to form
one epoch of training. In the next epoch, the database can be chopped up again
(using a possibly different order of examples) for the next epoch. Depending on
the application, the training is continued for one, several or many epochs, or until a
certain desired error margin is reached.
To monitor the progress during training, the fraction of variance unexplained (FVU)
can be used. It is defined as the ratio of the variance in the error over the total
variance:

FV Ui ≡

∑Ntest
k=1

(
pki,pred. − pki,true

)2

∑Ntest
k=1

(
pki,pred. − pi,mean

)2 , (2.15)

with Ntest the number of examples in the test set, i the index of p, and the subscripts
denoting the true, predicted and mean parameter values, respectively. The FVU can
be calculated after each batch, to quantify the training progress.

2.5 Error analysis

Once a mapping is obtained, the quality of the output can be determined by some
sort of error analysis. When using synthetic data, the input parameter values are
often available and the mapping error can be determined directly. However, when
measuring real CTS spectra, this is not the case and a quantification of the measure-
ment uncertainty is desired. If the model used in the measurements allows for it,
and the uncertainty at its inputs are known, the propagation of uncertainty can be
used for such quantification. For neural networks, this is possible and explained in
section 2.5.1 below. Due to the dimension reduction methods used in the FP, propa-
gation of uncertainty is not possible for the current implementation of FP. However,
it is always possible to do a χ2-analysis, of which the basic theory is explained in
section 2.5.2 below.

2.5.1 Error propagation in a neural network by sensitivity analysis

An important part of the backpropagation algorithm is the calculation of δkli = ∂E
∂wkl

i

.

An analogous calculation can provide the sensitivity of the jth output of the MLP

with respect to its input: ∂o
j
out

∂okin
. The resulting recursion formulas for this case are:

∂oji
∂oki−1

= φ(netji )(1− φ(netji ))w
kj
i−1

and
∂oji
∂oli−2

= φ(netji )(1− φ(netji ))
∑
Ni−1

wkji
∂oki−1

∂oli−2

. (2.16)
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where ∂oji
∂netji

is given in equation 2.10.

2.5.2 Chi-squared analysis

Chi-squared tests are widely used for the comparison of models on the goodness of
fit of their results. The chi-squared value can be defined as

χ2 =

N∑
n=1

(
yn − f(xn, θ)

σn
)2 (2.17)

where yn are the N measured values with uncorrelated Gaussian errors σn and
f(xn, θ) a model function evaluated at position xn with parameters θ. where qn
are the measured spectral values at frequencies ωn, S the spectral density as calcu-
lated by the forward model, pout the measured p-values and σ the spectral noise of
the measurement. Reduced chi-squared is then χ2

red = χ2

K , with K the number of
degrees of freedom. The value of χ2

red can be interpreted in the following way: The
closer χ2

red is to 1, the better the fit. χ2
red > 1 represents an underfit whereas χ2

red < 1
represents an overfit.
However, as [13] have pointed out, it is difficult to use χ2

red as a quantitative measure
of the goodness of fit. An important reason for this is that K is hard to determine.
Contrary to a naïve guess, K 6= N − P , with P the number of parameters in the
model. For non-linear models we have 0 < K < N − 1. Since it is known that K is
unknown, it was set to N − P for the sake of simplicity. The second reason is that
χ2
red has a distribution function and thus the statistical significance has to be taken

into account.

2.6 Dimension reduction methods

As stated in section 2.2, dimension reduction of the measured spectrum with is the
second step in an FP. As it will turn out in chapter 4, some form of dimension re-
duction is also needed to make a mapping with an artificial neural network. In this
research, several methods of dimension reduction have been used: interpolation,
binning, the discrete Fourier transform and principle component analysis. Because
the measured spectra will have a certain amount of noise σs (see section 3.3), the
noise reduction factor F = σbefore/σafter of these methods is also given. They are
defined in this section.
Interpolation is the simplest form of dimension reduction. By interpolating the
spectrum at a smaller number of sampling frequencies, the number of points in the
spectrum can be reduced. Using linear interpolation, the noise reduction of each
sampling point is in the range F = 1 . . .

√
2, depending on the frequency of the new

sampling point with respect to the two closest points before interpolation.
Binning is similar to interpolation, but instead of using only the two neighbour-
ing sampling points for averaging, one now takes the average value of a number of
neighbouring points. The spectrum is divided in bins, each having the average value
of all sampling points within the bin. The noise reduction of averaging scales with
the square root of the number of samples, thus F =

√
Nq,0/Nq,1 with Nq,0 and Nq,1

the number of sampling points before and after dimension reduction, respectively.
This is quite a coarse method of dimension reduction, because certain (narrow or
rapidly changing) spectral features are removed, although they may contain useful
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information. The Discrete Fourier Transform (DFT) is widely used in signal pro-
cessing and data analysis. The DFT of a CTS spectrum is given by

Ωk ≡
Nq,0∑
j=1

νj × exp

(
−2πijk

Nq,0

)
, (2.18)

with Nq,0 the number of sampling frequencies. The DFT of a time-sampled signal
f(t) yields the frequency components of the signal and their phase. The amplitudes
of the frequency components describe how strongly a certain rate of change df

dt is
present in the signal. Analogously, the real part of Ωk contains the amplitudes of
the rates of change dS

dν in the spectrum. Only the amplitudes of the DFT were used
in the FP, hence Nq,0/2 Fourier components remain, ranging from the amplitude of
the mean to the amplitude of the smallest observable rate of change, as given by the
Nyquist criterion.
Because the DFT is a linear transform, the DFT of a noisy spectrum can be described
as the sum of the DFT of the noiseless spectrum and the DFT of the noise. The stan-
dard deviation of the amplitudes of a DFT of white noise with amplitude σs is given
by σΩ = σs/

√
Nq,0. This is also the noise level of the DFT of a noisy spectrum.

This is also where the DFT as a dimension reduction method becomes apparent. The
Fourier components that are smaller than the DFT noise level, are not distinguish-
able from noise and can be safely discarded. The selection of useful components is
described in section 4.3.1.

2.6.1 Principle component analysis

The Principle Component Analysis (PCA) uses a so-called orthogonal transforma-
tion of the simulation database to obtain a set of significant variables that can repre-
sent the data: the principle components. Instead of just crudely ’squeezing’ the spec-
trum into a smaller number of sampling points, like the methods discussed above, a
PCA yields a set of variables that are inherently sorted by significance in the data.
The first step of the PCA is to obtain the covariance matrix Dq, also known as the
dispersion matrix. For a vector X of random variables Xi with i = 1 . . . N , the co-
variance matrix is a square matrix containing the covariances between all elements:

DX
ij = cov (Xi, Xj) = E[XiXj ]− E[Xi]E[Xj ], (2.19)

where E[x] stands for the expectation value of x. In our case, the expectation values
are obtained by averaging over the database. Also, for the PCA, the database has to
be normalized to mean zero and standard deviation one: qαj = (qαj − 〈q〉j)/σj , where
〈x〉 denotes the database average and σj the standard deviation of qj . The elements
of the normalized dispersion matrix Dq are then given by

Dq
ij =

1

Nq − 1

∑
α

qαi q
α
j . (2.20)

The centrepiece of the PCA is the orthogonal transformation:

qj
α = ej · qα, (2.21)
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where ej is the jth eigenvector of Dq, given by the equation Dqej = λjej. The
transformed variables qjα are called principle components, and are inherently inde-
pendent, although q̃α contains the same information as qα. Because of their inde-
pendence, any principle component can be left out without removing correlations in
the rest of the variables. The eigenvalues λj are a measure of the relative significance
of the corresponding eigenvectors ej. Moreover, for a measurement noise σ, a prin-
ciple component only contains measurable trends if λj > (3σ)2, and is then called
significant. The eigenvalues and corresponding eigenvectors can be sorted such that
λ1 ≥ λ2 ≥ . . . ≥ λNs , with Ns the number of significant principle components. If the
physics (model) underlying the database can be described by a (multidimensional)
linear function, the number of eigenvalues larger than zero is equal to the number of
dimensions in the model. The rest of the data are then just linear combinations and
have no principle components. However, for a non-linear model, the sorted eigen-
values show a exponential decay.
It should be noted that this method sorts the principle components according to ap-
parent significance in the data. However, apparently insignificant trends in the data
might contain the only information on the input parameter of interest. What the ef-
fects thereof might be, will be discussed later on in this thesis.
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Chapter 3

The CTS diagnostic at W7-X

3.1 Introduction

The topic of this thesis is the application of two fast inversion methods for improve-
ment of the data analysis system of the CTS diagnostic at W7-X. The CTS spectra in
this thesis are synthetic, they are produced by the eCTS code (discussed in section
3.4) for a fixed set of input parameters. For correct implementation of the inversion
methods in the data analysis, it is crucial to know which parameters influence the
CTS spectrum, and decide their range in the mapping process.
The CTS diagnostic is an active diagnostic. The measured radiation is generated in
a Gyrotron, passes through a transmission line and enters the W7-X plasma. The
radiation scatters in the plasma and is detected by a sensitive radiometer. Thus, it
is not hard to imagine that there are many parameters that influence the measured
CTS spectrum. Some of these parameters are fixed by design or can be controlled
(to some extent) by the diagnostic operator, and are thus known a priori. Others are
unknown or cannot be controlled by the CTS diagnostic operator. These parameters
have to be considered free. To get an overview of the relevant parameters, the CTS
diagnostic design and the W7-X plasma are discussed in sections 3.3 and 3.2. It is
also important to consider how these parameters can be incorporated in the model.
The electrostatic CTS forward model is briefly discussed in section 3.4. With these
ingredients, a parameter domain for the inverse mappings can be determined, as is
discussed in section 3.5.

3.2 The core plasma of Wendelstein 7-X

As stated in the introduction, one of the major aims of W7-X is to study core energy
and particle transport in a drift-optimized magnetic configuration. The electron and
ion temperatures (Te and Ti) are key parameters to the energy transport. The in-
coherent Thomson scattering diagnostic can provide electron temperature profiles.
The bulk ion temperature can be measured with CTS and has been demonstrated
in several devices, including TEXTOR [14] and Magnum-PSI [15]. In fact, the first
milestone of the CTS diagnostic in W7-X will be the measurement of Ti.
Several other diagnostics are capable of Ti measurements as well under certain con-
ditions. Charge Exchange Recombination Spectroscopy (CXRS) uses a neutral beam,
whose electrons are exchanged with (fully ionized) plasma ions. The radiation from
the latter can be used to obtain a velocity distribution for the concerning ion species[16].
CXRS is a localized measurement and requires a high energy neutral beam. Because
these beams are attenuated by dense plasmas, CXRS cannot be used at high densi-
ties. The magnitude of a CTS spectrum, on the other hand, scales linearly with ne.
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X-ray Imaging Crystal Spectrometry (XICS) is based on Doppler tomography of line-
integrated radiation from excited ion species [17]. In the plasma core, light impuri-
ties are fully ionized and therefore do not emit line radiation. Therefore, XICS mea-
surements in the plasma core rely on heavier impurities like Argon or iron, are there-
fore no direct measurements of the plasma bulk species and require the assumption
of thermal equilibrium. An XICS diagnostic has been commissioned at W7-X during
Operational Phase 1.1, also yielding profile measurements of Ti [18].
Unlike XICS, CTS cannot easily provide profile measurements of Ti. However, with
CTS, the plasma bulk species and its velocity distribution is observed directly. Also,
CTS does not rely on excitation radiation and therefore fully ionized plasmas are
no problem. And as we already know, CTS is sensitive to a whole range of plasma
parameters and plasma physics phenomena. Together with the density scaling men-
tioned above, these properties make CTS a suitable diagnostic for measurements of
Ti and multiple other parameters in the large and dense burning fusion plasmas of
the future.
But, right now, the CTS diagnostic of W7-X is being commissioned for Ti-measurements
during operational campaign 1.2 (OP1.2). The expected plasma parameters during
this campaign (of which the first leg, OP1.2a, has already started) are described here.
The bulk ion and electron temperatures were expected to be Ti,e < 3 keV [2]. How-
ever, as stated in section II.A of the paper, Te might surpass this estimation soon and
is now expected to reach values / 8 keV . During OP1.2, the plasma will be heated
primarily by Electron Cyclotron Resonance Heating (ECRH). During OP1.2, ten gy-
rotrons will be available for heating, yielding a total heating power of approximately
8MW at a frequency νi = 140GHz. This radiation is absorbed at B = 2.5T . The
gyrotrons will be operated in the second harmonic X-mode polarization, with a cut-
off density of ne = 1.2× 1020m−3. Therefore, the densities will stay below this limit
during OP1.2.

Plasma impurities Presence of impurities are inevitable in magnetic confinement
devices. The types of impurities in the plasma are determined by the wall materials
and conditioning of the vessel. For example, the predecessor of W7-X, W7-AS was
equipped with Ti-C limiters, and its main impurity was Carbon: nC/ne = 6 %[19].
However, boronization of the wall reduced this concentration to 1 %, also for sta-
tionary ECRH discharges. Under the latter wall conditioning, an effective ion charge
Zeff = 4 was estimated. However, changing the heating method to Neutral Beam
Injection (NBI), Zeff dropped to ca. 1.3. Therefore, the plasma heating method also
influences the impurity contents of the plasma. Moreover, the energy, particle and
impurity transport are strongly affected by the plasma configuration [20]. W7-X is
the worlds most advanced and only drift-optimized stellarator, and therefore new
confinement behaviour can be expected [21]. Thus, the impurity concentrations in
future operation of W7-X are largely unknown. The types of impurities that can be
expected include Oxygen, Nitrogen, Helium and Argon from vacuum conditioning,
gas puffs and vessel surroundings, Iron from the steel wall and last but not least:
Carbon, from the new Carbon divertors that are introduced in the current campaign
OP1.2a.
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3.3 Diagnostic design

In a CTS experiment, the scattered spectrum received at the detector depends on the
following three components: the incident beam, the plasma itself and the collection
system. A schematic overview of the whole tansmission path is shown in figure 3.1

FIGURE 3.1: Schematic overview of the ECRH setup at W7-X (Cour-
tesy of Torsten Stange, provided by Dmitry Moseev). The figure
shows the plasma torus in purple, the beam path of the gyrotron ra-
diation, the locations of each of the ten gyrotrons, and the location
of the CTS receiver setup. The incident and scattered beam follow

seperate paths through the shared beam duct.

The incident beam originates in a gyrotron with νi = 140GHz. It can be mod-
elled as a Gaussian beam with wavelength λi = 2.1mm, waist size w and waist
location along the beam dw, vacuum vessel entry point Ri (the location of the port
used for this beam), intensity Ibeam and direction k̂in. These are all fixed by the CTS
design, except for k̂in, which can be controlled within certain limits during opera-
tion.
The interaction between the probing beam and the plasma is split in two parts.
The first is the propagation of the beam through the plasma. Since the probing beam
is also a heating, beam the frequency of the beam is such that it is absorbed in the
core of the plasma by the electrons. But, this core plasma is also the region of inter-
est for measurements. If the probing beam frequency ωbeam is close to the electron
cyclotron frequency ωce (i.e. B ≈ meωi

e ), the probing beam is (partly) absorbed, heat-
ing the plasma. Probing beam attenuation before or in the scattering volume must be
avoided to secure the maximal signal to noise ratio. Moreover, absorption within the
scattering volume causes a direct bias of the plasma under observation! As stated in
section 3.2, this implies that along the path of the probing beam to the CTS scattering
volume, B < 2.5T should be assured.
In this regime refraction occurs and must be accounted for to find the location of the
scattering volume and the local scattering geometry.
For this purpose, the 3-dimensional finite element ray tracing code TRAVIS is used[22].
It provides solutions of the Maxwell equations spatially for certain plasma configu-
rations in W7-X. A plasma configuration is here defined as a static spatial model of
the plasma and plasma parameters, including ne, Te,i(~r) and B(~r). Given probing
beam and collection beam shape and direction parameters, TRAVIS can calculate the
scattering geometry and scattering volume for CTS.
The second interaction with the plasma is CTS itself. This interaction is described
with the eCTS model, discussed in section 3.4.
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The collection of the scattered waves is done by a collection system and a horn an-
tenna. The detection of waves by the horn antenna depends on their frequency and
direction. The detection of the collection system as a whole depends on the antenna
characteristics as well as the transmission through port and wave guides, and on the
placement and direction of the antenna in the collection system. Using movable mir-
rors, the observation angle can be changed, so the system ’looks’ in a different direc-
tion. This observation angle is controlled at runtime. In reality, all of the parameters
mentioned in this paragraph influence the wave pattern of collection. However, for
simplification, the collection beamshape is modeled as a Gaussian beam originating
in the collection port and with direction k̂s.
The waves that are collected by the antenna, are detected by the sensitive radiometer
which is part of the data acquisition system. In this system, the signal first passes
two notch filters. These filters are used to block stray radiation from the ( 800 kW )
probing beam, in the range νi±150MHz, with an attenuation of 80 dB each. Behind
these notch filters are two frequency mixers. The basic mechanism of a frequency
mixer is that when two signals at frequencies f1 and f2 are multiplied, the result is
a signal containing the sum and difference frequencies f1 ± f2. Using these mixers,
the CTS spectrum at 140 ± 2GHz can be down-mixed to a lower bandwidth in the
range 0− 4GHz.

As explained above, the geometry of probing and collection beams must be cho-
sen such that the probing and scattered radiation do not pass through the electron
cyclotron resonance in the beam and scattering paths. Nevertheless, there is a large
background in this wave band due to ECE from plasma in the collection direction.
The Thomson scattered radiation is isolated by modulation of the probing beam:
measuring the signal while the gyrotron is off yields the background, which can be
subtracted from the signal collected with the gyrotron switched on. What remains is
CTS signal and noise from the ECE.

3.4 The electrostatic CTS forward model

To calculate the spectral power density of collective Thomson scattering, an electro-
static CTS forward model code (eCTS) was developed as described in [4]. To this
end it can calculate the spectral density function S(~k, ω) as given in equation 2.1 and
the geometric form factor Γ, following the derivation of [6].
The version of eCTS used during this thesis has the following input parameters:
the incident radiation mode, scattered radiation mode, incident power Pin, probing
frequency νin, overlap volume Ob, electron density ne, main ion species density ni,
electron temperature Te, ion temperature Ti, strength of the magnetic field B, obser-
vation angle φ, and the angle between the probing and scattered waves θ = (ks,ki).
The current implementation of the eCTS model is valid under the assumption that
plasma parameters and scattering geometry are constant over the scattering volume.
This is not entirely correct, but the gradients of these parameters over the scatter-
ing volume is expected to be small compared to the uncertainties in the parameters
themselves. Considering the scattering geometry parameters, an important cause
of uncertainty is the possible discrepancy between the plasma configuration used
in the TRAVIS ray tracing code and the actual plasma configuration. In fact, to en-
able TRAVIS to determine the scattering geometry needed for measuring the plasma
parameters, these very parameters must be already known. An iterative approach
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might be used here, but the approach used in this thesis is to accept an uncertainty
in the scattering geometry.

3.5 Parameter domain of the inverse mapping

Sections 3.2 to 3.4 provide the ingredients for marking off a parameter domain for
the inverse mappings. However, the requirements on the domain depend on the
desired application of the mapping. The primary application of the CTS data anal-
ysis is to provide an estimation of Ti, given a measured CTS spectrum. As a proof
of concept that the mappings are sensitive to Ti, a parameter space with only one
parameter (Ti) could be used. However, this domain would wrongly assume that
all other parameters are known and fixed. Another extreme would be to make a
single parameter space for all operational possibilities of the diagnostic. This would
be nice for practical use. However, the first priority is a feasibility study of the inver-
sion methods. Therefore, the parameter space was limited to the parameter ranges
that can be known a priori for a given configuration of the CTS diagnostic.
In order to obtain this subspace, the following assumptions were made. Firstly, Pin,
Ob, the electron density and the attenuation of the collection system are assumed to
influence the collected spectral power density uniformly over the whole spectrum
and are referred to as scaling factors. These are not known a priori. All these scaling
factors were taken out of the model by normalizing each spectrum to its mean value
before further processing.
During the next operational campaign, Ti is not expected to exceed 4 keV and Te /
8 keV . Both temperatures were taken as free parameters in the range 0.5 . . . 10.0 keV .
During measurements, there is an uncertainty in the scattering geometry, mainly due
to refraction of the probing and scattered radiation in the plasma. The range of an-
gles that can occur for a fixed measurement set up was estimated to be ±2◦ for both
θ and φ. The magnetic field as a function of scattering location is known, but due to
uncertainty in this location, the magnetic field might slightly vary: B = 2.2± 0.05T .
In this work, Deuterium (ion mass mD = 2u and charge number ZD = 1) was cho-
sen as the main ion species. The impurity concentrations are not known. However,
they affect the CTS spectrum in several ways. Firstly, by dilution: ne =

∑
i niZi. This

effect was taken into account by adding the main ion species density to the mapping
parameter space. Since the electron density is considered a scaling parameter, the ra-
tio nD/ne was used as input parameter, in the range 0.2 . . . 1. In a very clean plasma,
the impurity concentrations can be so small that ni comes close to ne. To simulate
such a clean plasma, another two mappings were made with the density ratio in the
range 0.9 . . . 1.
Plasma impurities also affect the shape of the CTS spectrum. As stated in equation
2.1, each ion species has a contribution Si to the total scattering. However, these
terms do not only depend on general parameters (θ, φ, B, ω) and species-specific
properties (mi, Zi, ni, Ti), but also on the properties of other plasma species. There-
fore, a quantification of the effects of impurities on the spectral shape (and thus, on
the mapping accuracy) requires inclusion of impurity concentrations in the eCTS
code. Since the used eCTS code was not yet adapted to impurities, the results of this
work are meant to be interpreted in view of the methodological comparison of the
two fast analysis methods.
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Chapter 4

Spectral information and data
preparation

This chapter treats the the preparation of synthetic training data for the inversions,
specifically, and the information content of synthetic CTS spectra, in general. The
Oxford English dictionary includes the following definitions of the word [23]:

• In computing: Data as processed, stored, or transmitted by a computer.

• What is conveyed or represented by a particular arrangement or sequence of
things

In essence, all research is about obtaining information and dealing with it, but this
thesis specifically addresses these two definitions, and their relation. According to
the first definition, CTS spectra are information: each spectrum is an array, the el-
ements of which carry information, namely a double length floating-point number.
Together, all elements constitute the spectral information. However, this is not the
type of information that is of any use; it has no meaning. One can alternatively
describe the general goal of this thesis as the study of the conversion of spectral in-
formation of the first kind , q, to meaningful information of the second kind: p.
In principle, humans do well at attributing meaning to visual representations of in-
formation of the first kind, i.e. visual association. Therefore, a first step in the study
on the spectral information is simply to look at the visual representation thereof. For
this purpose, CTS spectra with varying parameters are shown in figure 4.1.
However, it is not possible to quantify continuous observables by eyesight and with-
out any tools, and certainly not with scientifically valid error margins. Machine
learning is a tool that can help us with this conversion. By regression, the machine
learning methods discussed in this thesis can make a mapping between CTS spectra
q and eCTS input parameters p, and thus convert the spectral information into a
form that is more meaningful to us.
Before the machine learning algorithms can be applied to the measured data, some
data preparation is needed. There are two reasons for this:

1. A measured spectrum q contains much more information than p.

2. The machine learning methods used cannot process arbitrarily large datasets.

The first reason can be easily understood when considering the CTS spectra in
question. As described in section 3.3, a spectral density ρs = 650GHz−1 in the range
138− 142GHz was used as a benchmark case during this thesis. These spectra have
2600 entries, whereas the input parameter space of the eCTS code has less than ten
dimensions, of which only one or a handful are of interest. In figure 4.1, it can be
seen that the spectra change gradually as a function of ω and also as a function of
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the parameters of interest pi. Therefore, a 2600-dimensional space clearly is an over-
complicated representation of the spectral information. In fact, only n independent
variables are required to obtain n independent parameters from a noiseless dataset.
Therefore, the number of dimensions in q, can be drastically reduced. Apart from
being over-dimensional, all measured spectra contain noise. As stated in section 3.3,
this noise can be very strong due to background electron cyclotron radiation. There-
fore, the dimension reduction serves the purpose of noise reduction.
The second reason for data preparation in the form of dimension reduction is ex-
plained in more detail in chapter 5, where the machine learning methods are applied.

In this chapter, we first briefly discuss the process of creating a database of syn-
thetic CTS spectra in section 4.1, then the visual aspects of these spectra (section 4.2),
and finally their various conversions and the application of the corresponding di-
mension reduction methods in section 4.3.

4.1 Building a database

An FP database can be built by doing N simulations pα and qα with (α = 1, . . . , N )
with the forward model. pα are chosen such that at least the expected possible pa-
rameter subspace in the experiment is covered.
The input to each simulation consists of the input parameters pα and a sampling
frequency vector ω. With a benchmark spectral density ρs = 650GHz−1 and range
138−142GHz, this vector has 2600 elements. The eCTS code is used to calculate the
spectral density function for each of these sampling frequencies. The spectra qα are
stored in an array and saved together with pα and the array of sampling frequencies,
ω.
Another important step in the preparation of a database of synthetic spectra is the
addition of artificial noise. As stated above, noise obfuscates the information that
is carried by the spectrum, and therefore is a crucial parameter in the study of the
information content of CTS spectra. It will be explained in chapter 5 that regarding
data preparation, some noise might help to smooth the regression used in making
the mapping, or noise can be added to actually simulate real measurements.
In this research, white noise was added to database spectra. The magnitude of this
noise, σs, was defined relative to the average of the maximum spectral values over
the database. In this thesis, the often-used value σs = 10 % was used as expected
noise at the benchmark spectral density ρs = 650GHz−1. Dimension reduction of-
ten leads to noise reduction. At an arbitrary spectral density, the equivalent noise at
ρs = 650GHz−1 can be calculated, for which we will use the notation σs,650.

4.2 Example spectra

Given a plasma with a single ion species, the following five parameters are impor-
tant for the shape of a CTS spectrum: Ti, Te, θ, φ and B. A sixth parameter worth
discussing is the ratio of the ion and electron densities: ni/ne. In a ’clean plasma’
model, this parameter is to be kept equal to one. However, when adding impurities
to the plasma, this ratio will be affected, and its influence on a ’clean’ plasma gives
an indication of its influence on plasmas with impurities.
To get an idea of the influence of these six parameters on the CTS spectrum, a simple
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sensitivity study was performed. The eCTS model was used to make CTS spectra
around a fixed point in parameter space, but varying the parameters one by one.
These spectra are shown in figure 4.1.
The ion temperature has a significant influence on the spectral shape. Its primary ef-

138 139 140 141 142
s (GHz)

0
1
2
3
4
5
6
7
8
9

10

No
rm

al
ize

d 
S(

k,
) (

a.
u.

)

Ti
1.0 keV
2.0 keV
3.0 keV
4.0 keV
5.0 keV
6.0 keV
7.0 keV
8.0 keV

138 139 140 141 142
s (GHz)

0

1

2

3

4

Te
1.0 keV
2.0 keV
3.0 keV
4.0 keV
5.0 keV
6.0 keV
7.0 keV
8.0 keV

138 139 140 141 142
s (GHz)

0

1

2

3

4

No
rm

al
ize

d 
S(

k,
) (

a.
u.

)

100.0
110.0
120.0
130.0
140.0
150.0
160.0
170.0

138 139 140 141 142
s (GHz)

0

1

2

3

4
100.0
110.0
120.0
130.0
140.0
150.0
160.0
170.0

138 139 140 141 142
s (GHz)

0

1

2

3

4

No
rm

al
ize

d 
S(

k,
) (

a.
u.

) B
1.0 T
1.4 T
1.8 T
2.2 T
2.6 T
3.0 T

138 139 140 141 142
s (GHz)

0

1

2

3

4

ni/ne

0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

FIGURE 4.1: CTS spectra for a Deuterium plasma with varying Ti,
Te, θ, φ, B and ni/ne, around the same central point: Ti = Te =
5 keV , [θ, φ] = [150◦, 130◦], B = 2.2T and ni/ne = 1. The spectra are

normalized to their mean values.
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fect is spectral broadening. At low Ti compared to Te, the spectrum becomes sharply
peaked due to the ion-acoustic resonance. The scattering angle θ has a broadening
effect on the spectrum, which looks similar to the effect of Ti. Note that the range
used for θ is much larger than the uncertainty during operation. For φ, the same
range was used, but its effect on the spectral shape is much smaller, although not
similar to the other parameters. For B, a very large range was used to show its ef-
fect. In the W7-X core plasma 2 < B < 2.5T , and since the magnetic configuration is
almost independent on the plasma configuration, the uncertainty of B during mea-
surements will be very small, approximately 0.05T . Finally, the density ratio has an
effect on the spectral shape that is strikingly similar to the effect of Te. In equation
2.3, it can be seen that both parameters appear similarly in the eCTS model. There-
fore, it is expected that these parameters will be hard to separate in the inversion.

4.3 Dimension reduction

The dimension reduction methods explained in section 2.6 are interpolation, bin-
ning, the Discrete Fourier Transform (DFT) and the Principle Component Analysis
(PCA). Here, their application to benchmarked CTS spectra (ρs = 650GHz−1 in the
range 138 − 142GHz) is presented and their effects on the spectral information are
discussed and compared.

4.3.1 Discrete Fourier transform

The Discrete Fourier Transform (DFT) is not really a dimension reduction method
by itself, but rather a different representation of the data. The DFTs of noiseless
CTS spectra with varying Ti are shown in figure 4.2. The red line represents the
mean amplitude of the expected noise (with σs = 10 %). Fourier components which
are systematically below this noise level, cannot be distinguished from noise. It
can be seen that all but the first 100 components are completely overshadowed by
noise. Therefore, depending on the noise the first 50-100 components can be used
for the regression without losing any retrievable information whatsoever. However,
for slightly larger temperatures (Ti ' 2 keV ), only the first 20 components are sig-
nificantly larger than the noise. It should also be noted that the first five components
show a clear dependence on Ti by themselves, except at the lower temperatures.
Furthermore, one can note the distinctively shaped repetitive features which is es-
pecially clear for the larger index components. These features are called side lobes
and are inherent to the DFT. In contrast to the continuous Fourier transform, the
DFT considers the input only over a finite domain, which is selected by multiplica-
tion of the signal and a window function. In the Fourier domain, this multiplication
becomes a convolution, resulting in the side lobes. Many window functions are
available, all with different characteristics. However, since the side lobe amplitudes
Alobes << σF , the simplest window function was used in this research: the rectangle
window (i.e. multiplication by one).
A last note on the DFT is that a signal can be padded with zeros before applying
the DFT, that is: add zeros at both ends of the signal. A padded signal corresponds
with an interpolated DFT[24]. While this might have benefits for some applications,
it does not increase the resolving power of the DFT, and thus it was decided not to
use any padding in this research.
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FIGURE 4.2: Discrete Fourier transforms of noiseless spectra at Te =
5.0 keV , θ = 130◦, φ = 110◦, B = 2.2T , ni = ne and varying Ti. Also
shown is the average amplitude of the DFT of the noise σs = 10 % at
ρs = 650GHz−1. Only components above this level are useful for the

approximation.

4.3.2 Binning versus DFT

In section 2.6, it was stated that binning and the DFT can be combined by applying
a DFT to a binned signal.

One could state that binning a time-dependent signal corresponds to removal of
the high frequencies of the signal. This is not entirely true, but it is true that the
higher-frequency signals have to be represented in a smaller frequency space when
binned. This is illustrated in figure 4.3 by applying the DFT several times to the same
CTS spectrum which was binned to different numbers of bins.
First considering the DFTs of the noiseless spectrum, it can be confirmed that binned

signals are similar to non-binned signals but without the high-frequency compo-
nents. Especially the first ten Fourier components are almost equal for all ρs, except
5GHz−1. However, towards the end of the DFT, the deviation of the binned DFTs
starts to increase. Here we see that the higher components are not entirely removed,
but rather shifted. The lobes are slightly compressed: for the DFT at 50GHz−1,
a total of 8 lobes can be counted, whereas the first 100 components of the DFT at
650GHz−1 contain only 7 lobes.
For the noisy part of the spectrum, the noise level that was also shown in figure
4.2 can be observed, for all spectral densities. Therefore, it can be concluded that
such pre binning does not improve nor deteriorate the noise reduction power of the
DFT. However, if one wants to compare two binned signals that originate in different
spectral densities, it should be assured that the noise level is larger than the afore-
mentioned deviations due to binning/interpolation. For σs,650 = 10 %, a spectral
density ρs ≤ 12.5GHz−1 should be used.
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FIGURE 4.3: Discrete Fourier transforms of a CTS spectrum at Ti =
Te = 5 keV , 2600 bins (ρs = 650GHz−1) that was binned to different
spectral densities, once without noise (lines) and once with artificial

noise σs = 10 % (dotted lines).

4.3.3 Principle component analysis

The first step of the Principle Component Analaysis (PCA) is to construct the nor-
malized covariance matrix of the database, Df . In this section, a database of 20,000
spectra was used, in the parameter domain described in section 3.5, but with a fixed
ion density ni = ne. The spectral density of this database is ρs = 12.5GHz−1 and
σs,650 = 10 %. The covariance matrix of this database is shown in figure 4.4. Due
to normalization of each column with respect to the squared standard deviation of
each variable, the diagonal values of Dq are equal to one. The matrix features are
discussed by considering the covariance of indices j for increasing i. Starting with
i / 10, the covariances with other indices is relatively small. This implies that the
base levels of the spectra in the dataset are constant, and as can be seen in figure 4.1,
the spectral values are small for ∆ω > 1GHz at lower temperatures. For 10 / i / 20,
the covariances are strong with the neighbouring frequencies, and negative with re-
spect to the spectral center: 20 / j / 30. This feature corresponds to the trend of
spectral broadening in the database (which is coherent with varying Ti): because the
total scattered power depends mostly on the electron density, the amplitude of the
spectrum decreases when it broadens. For the central indices (20 / i / 30), the op-
posite is seen.
It is interesting to consider the database trends along this covariance matrix. How-
ever, as described in chapter 5, the PCA will be performed on the DFT of the spectra:
q1.

Eigenvalues

The second step in the PCA is to calculate the eigenvalues and eigenvectors of the
normalized covariance matrix. The eigenvalues of the normalized amplitudes of the
DFT of the database described above are shown in figure 4.5. Apart from the first
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20, 000 spectra of length Nq = 50 in the limited parameter domain
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FIGURE 4.5: Eigenvalues of the Covariance matrix Dq1 of the DFT of
the database used for figure 4.4. Also shown is the limit below which
the principle components corresponding to the eigenvalues cannot be

distinguished from noise, denoted significance limit.

value, the eigenvalues follow an exponential decay. In accordance with the theory
presented in section 2.6.1, this implies that the model is non-linear, which is indeed
the case for the CTS model. However, the interesting information here is the limit

of significance: (3σs)
2 = (3σs,650 ·

√
ρs
650)2 = 0.00173. Following this limit, 20 out of

the 25 eigenvectors of Dq follow a detectable effect in the database. However, there
are 4 orders of magnitude between the largest and smallest significant eigenvalues.
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Therefore, a mapping method that does not use all principle components might also
be able to produce an adequate mapping result.
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Chapter 5

Paper: Fast Analysis of Collective
Thomson Scattering Spectra on
Wendelstein 7-X

During this thesis, a scientific paper was written. This paper describes the applica-
tion of two machine learning methods to a database synthetic CTS spectra, with the
aim of providing a fast data analysis method for the CTS diagnostic on Wendelstein
7-X. At the time of finishing the thesis, the paper had been placed on the Pinboard
of the Max Planck Institute of Plasma Physics, a final step before submission to the
American Institute of Physics journal Review of Scientific Instruments. The paper
is presented in section 5.1. During the thesis, some work was done that is closely
related to the paper contents but was not included. This work is discussed in section
5.9.

5.1 Paper: Fast Analysis of Collective Thomson Scattering
Spectra on Wendelstein 7-X

Authors: Jonathan van den Berg1, Ivana Abramovic1, Niek Lopes Cardozo1, Dmitry Moseev2

1. Department of Applied Physics, Eindhoven University of Technology,
De Zaale, 5612 AJ Eindhoven, The Netherlands

2. Max- Planck-Institut für Plasmaphysik, Greifswald 17491, Germany

5.2 Abstract

Two methods for fast analysis of Collective Thomson Scattering (CTS) spectra are
presented: Function Parametrization (FP) and feedforward Artificial Neural Net-
works (ANNs). At this time, a CTS diagnostic is being commissioned at the Wen-
delstein 7-X stellarator, with ion temperature measurements in the plasma core as its
primary goal. A mapping was made from a database of simulated CTS spectra to the
corresponding ion and electron temperatures (Ti and Te). The mean absolute map-
ping errors are 4.2 % and 9.9 % relative to the corresponding Ti, for the ANN and FP,
respectively, for spectra with Gaussian noise equivalent to 10 % of the average of the
spectral maxima in the database at spectral density 650GHz−1 and within a limited
parameter space. Although FP provides some insight in the information contents of
the CTS spectra, ANNs provide a higher accuracy and noise robustness, are easier to
implement and more adaptable to a larger parameter space. These properties make
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ANN mappings a promising all-round method for fast CTS data analysis. Addition
of impurity concentrations to the current parameter space will enable fast bulk ion
temperature measurements in the plasma core region of W7-X.

5.3 Introduction

In the quest for energy generation by controlled nuclear fusion, experiments are con-
ducted in devices that confine hot (hundred million C) plasma of hydrogen isotopes
in a toroidal geometry by means of a strong magnetic field. The two leading mag-
netic confinement concepts are the tokamak and the stellarator. Both feature a helical
magnetic field in a toroidal geometry, but where the tokamak is characterized by a
strong electric current inside the plasma, the field in the stellarator is entirely gen-
erated by external coils. While this comes at the cost of a more complex design, the
potential advantages are that the stellarator is intrinsically steady state and has more
resilience against plasma instabilities. The most recent large stellarator experiment
is the Wendelstein 7-X (W7-X) device in Greifswald (Germany), which saw its first
successful campaign in 2016 [2]. It aims at demonstrating the reactor potential of the
so-called optimized stellarator configuration.
In order to gain information on the plasma properties in fusion reactors, a variety of
diagnostic techniques are employed.
This paper focuses on Collective Thomson Scattering (CTS), a diagnostic that mea-
sures the scattered waves from a narrow, collimated beam of high power mm-waves
that is launched into the plasma. The collected spectra contain information on the
ions in the plasma, and can in principle be used to obtain ion-related plasma pa-
rameters, such as the bulk ion temperature, ion velocity distribution and plasma
composition.

To describe the scattering process and compute the scattered spectra, the for-
ward code eCTS is available[25]. For the interpretation of measured spectra, the
eCTS code is integrated in the generic Bayesian data analysis framework Minerva,
implemented at W7-X [3].
However, finding the best fit using the eCTS code requires many runs, which takes
up to several minutes of computation per spectrum. In this paper we explore the
possibility to develop a custom-made inverse mapping, by analysing a data set of
simulated spectra that covers the expected operational space of the experiment. We
compare the so-called Function Parametrization (FP) [7, 26] which defines an inverse
mapping based on functions that are used to interpolate between the points in the
data base, and the more generic approach of Artificial Neural Networks (ANNs).
Both techniques require the construction of a data set of spectra, a form of data re-
duction such as binning or Fourier analysis, and result in an inverse mapping that
can be applied to the data in real time. Moreover, the fast inverse mapping can be
used to do optimization studies, e.g. to tune the diagnostic set up for a particular
parameter, or sensitivity analysis, e.g. to investigate the feasibility of the measure-
ment of additional quantities, such as the radial electric field, for given experimental
noise. These techniques are generic and have been applied to other diagnostics[8,
26, 27]. We applied them to the specific case of CTS at W7-X, for the given set of pa-
rameters. Once the methodology has been set up, creating a mapping for different
parameters is a relatively simple action.
We first give a short description of the W7-X environment and the CTS diagnostic
in section 5.4, then discuss the spectrum information content, dimension reduction
and the example database in section 4.3. The principles of the FP and NN techniques
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and their implementations are recalled in sections 5.6 and 5.7, respectively. Finally,
in section 5.8, we discuss the relative merits of both methods.

5.4 Collective Thomson Scattering on W7X

Collective Thomson scattering is the scattering of electromagnetic radiation off of
fluctuations in the electron density, electric field, magnetic field, and current den-
sity. Scattering of the probing radiation is collective provided that the condition(
λDk

δ
)−1

> 1 is satisfied[28], where λD is the Debye length, and kδ = ks − ki spec-
ifies the direction along which the fluctuations are resolved. The main contribution
to the bulk-ion part of the scattered spectrum comes from the electron density fluctu-
ations. It is a powerful mm-wave diagnostic that has successfully been applied on a
number of fusion experiments [29, 30, 31, 32, 33]. CTS spectra are sensitive to a broad
range of parameters, including the electron density, ion species densities, magnetic
field and ion velocity distributions [34]. With a broad range of sensitivities comes
a broad range of potentially measurable parameters, including the ion temperature,
isotope ratio, fast ion velocity distribution, plasma rotation and MHD activity. A
CTS system is being commissioned for the upcoming experimental campaign on the
stellarator W7X. On W7X the first CTS measurements will be aimed at diagnosing
the bulk ions. To this end, one of the 140 GHz electron cyclotron resonance heat-
ing gyrotrons, with the output power of approximately 500 kW , will be used as the
source of the probing beam. High power of the probing beam is necessary due to
the small scattering cross section of CTS. The local scattering process depends on
geometric parameters including the direction and polarization of the incident beam,
the local direction of the magnetic field, and local plasma properties such as density
and temperature. In addition, the incoming and scattered waves propagate through
a dispersive plasma in which cut-offs, resonances and refraction may occur. Locally,
the CTS scattering geometry is determined by the following two angles: the obser-
vation angle φ =

(
B,kδ

)
and the scattering angle θ =

(
ks,ki

)
. In this work, the

geometry φ = 110◦ and θ = 130◦ in the bean-shaped plasma cross section was used,
of which a schematic representation is shown in figure 5.1.

Inference of parameter values from the measured spectra is typically done us-
ing the Bayesian formalism in conjunction with a forward code of the scattering
[29]. The developed forward model of CTS (eCTS) calculates the spectral density
of the scattered power[4]. The shape and width of the CTS spectra are governed
by the spectral density function, S(kδ, ω) , which in turn is influenced by a variety
of plasma parameters [29]. The spectral density function in the eCTS code is calcu-
lated in the electrostatic approximation, where only the scattering off of fluctuations
in the electron density is taken into account[25]. In this model, the spectral density
function is given by[6]

S(kδ, ω) = Se(k
δ, ω) +

∑
i

Si(k
δ, ω), (5.1)

with Se the electron scattering term and Si the scattering terms due to electrons
screening ion species i. The input parameters of eCTS are: the incident radiation
mode, scattered radiation mode, incident power Pin, probing frequency νin, overlap
volume Ob, electron density ne, ion species densities ni, electron temperature Te, ion
temperature Ti, strength of the magnetic field B, observation angle φ, and the angle
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FIGURE 5.1: Schematic of the CTS geometry on Wendelstein 7-X.
The scattering angle θ = 130◦, the observation angle φ = 110◦. The
second harmonic electron cyclotron resonance layer for 140 GHz is
shown. The probing beam absorption region is in the resonance layer
(depicted in red). The red region on the receiver beam path depicts a
region of electron cyclotron emission at 140 GHz. The blue ellipsoid
shows the location of the scattering volume, where the probing and

viewing beams intersect.

between the probing and scattered waves θ = (ks,ki). Eight CTS spectra computed
by the eCTS code, at different Ti and fixed scattering geometry, are shown in figure
5.2.

5.4.1 Mapping parameter space

In principle, all eCTS parameters can be included in the mapping, but it was decided
to restrict the mapping to the parameter subspace that can be known a priori during
a measurement, with an exception for the impurity effects, which were not imple-
mented in the eCTS code that was used for this work.
In order to obtain this subspace, the following assumptions were made. Firstly, Pin,
Ob, the electron density and the attenuation of the collection system are assumed to
influence the collected spectral power density uniformly over the whole spectrum
and are referred to as scaling factors. These are not known a priori. All these scaling
factors were taken out of the model by normalizing each spectrum to its mean value
before further processing.
During the next operational campaign, Ti is not expected to exceed 4 keV and Te /
8 keV . Both temperatures were taken as free parameters in the range 0.5 . . . 10.0 keV .
During measurements, there is an uncertainty in the scattering geometry, mainly due
to refraction of the probing and scattered radiation in the plasma. The range of an-
gles that can occur for a fixed measurement set up was estimated to be ±2◦ for both
θ and φ. The magnetic field as a function of scattering location is known, but due to
uncertainty in this location, the magnetic field might slightly vary: B = 2.2± 0.05T .
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TABLE 5.1: Expected values of the relevant plasma and geometry pa-
rameters during measurement and the parameter ranges that were

used in the mapping.

parameter expected value mapping parameter range
Ti < 4 keV 0.5 - 10 keV
Te / 8 keV 0.5 - 10 keV
θ 130± 2◦ 125− 135◦

φ 110± 2◦ 105− 115◦

B 2.2± 0.05 T 2.1 - 2.3 T
ni/ne 0.2− 1 0.2 - 1.0

In this work, Deuterium (ion mass mD = 2u and charge number ZD = 1) was cho-
sen as the main ion species. The impurity concentrations are not known. However,
they affect the CTS spectrum in several ways. Firstly, by dilution: ne =

∑
i niZi.

This was simulated in a simplified way: by adding the main ion species density to
the mapping parameter space. Since the electron density is considered a scaling pa-
rameter, the ratio nD/ne was used as input parameter, in the range 0.2 . . . 1. In a very
clean plasma, the impurity concentrations can be so small that ni comes close to ne.
To simulate such a clean plasma, another two mappings were made with the density
ratio in the range 0.9 . . . 1.
Plasma impurities also affect the shape of the CTS spectrum. As stated in equation
5.1, each ion species has a contribution Si to the total scattering. These terms do
not only depend on general parameters (θ, φ, B, ω) and species-specific properties
(mi, Zi, ni, Ti), but also on the properties of other plasma species. A quantitative
analysis of measured CTS spectra requires a quantitative inclusion of impurities in
the data analysis model. The eCTS code used for this work did not include impurity
concentrations, but its results do provide a methodological comparison of the two
fast analysis methods.
The total mapping parameter space spans six dimensions, plus the sampling fre-
quency νs. The expected parameter values are summarized in table 5.1, together
with the actual parameter ranges used for the mapping. These ranges were chosen
larger than or equal to the expected values.

5.5 Database and dimension reduction

The goal of this work is to find a fast mapping from the measured spectra q to the
input parameters p of the eCTS model. The former is presented in figure 5.2 and the
latter in table 5.1. In this work, the spectral density was taken to be ρs = 650GHz−1

in the range 138 < νs < 142GHz, which makes for an initial number of parameters
Nq,0 = 2600. In order to retain computational tractability of the database building,
dimension reduction of q is necessary. In this process, the sensitivity of the result
with regard to p should be retained while removing the largest possible amount of
unnecessary information.
Without noise, only five variables with finite variance in the parameter range are
required to determine five independent parameters. However, the measured spectra
contain noise which is here assumed to be Gaussian: σs = 10 % at ρs = 650GHz−1,
defined in relation to the average maximum spectral power density in the input
parameter space. Two methods of dimension reduction are considered: binning and
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FIGURE 5.2: Collective Thomson scattering spectra as calculated by
the electrostatic code eCTS, with different ion temperatures. The
other input parameters were Te = 5 keV , θ = 130◦, φ = 110◦,

B = 2.2T and ni = ne.

the Discrete Fourier Transform (DFT).
For binning, the spectrum is divided in bins, the output of which is given by the
average spectral power density in each bin. The noise of the binned spectrum is
given by σb = σs/

√
BF , with BF the number of values in each bin.

Figure 5.3 shows the DFTs of several CTS spectra with varying bulk ion temperature.
It should be noted that the noise reduction is equal for any combination of the two
methods: Nq,0 = BF ·Nb and thus the noise reduction from binning cannot be made
once more with a subsequent DFT. Thus, in the succession of a DFT over binning,
the noise reduction of the first Fourier component is given by σF1 = σq/

√
Nq,0.

This balance between the methods was also found in practice. A CTS spectrum
with ρs = 650GHz−1 was binned with several binning factors, followed by a DFT.
The normalized amplitudes of these DFT’s are shown in figure 5.4. Firstly, it can be
seen that the noise level is equal for all binning factors. Secondly, the differences in
the Fourier components above the noise level are negligible for ρs ≤ 12.5GHz−1.
Therefore, binning down to 12.5GHz−1 does not significantly reduce the amount of
useful amplitude information in the spectrum, given Ti > 1 keV .
Moreover, for noiseless spectra it was found that the difference between binning and
interpolation is insignificant for the resulting DFTs. The computation time required
to produce the spectra, however, scales linearly with ρs. Thus, a spectral density of
12.5GHz−1 was used for database building (described in section 5.5.1). The artificial
noise was changed accordingly:

σs =

√
ρs
ρ0
× σs,650, (5.2)

where σs,650 is defined as the equivalent spectral noise at ρs = 650GHz−1.
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FIGURE 5.3: Discrete Fourier transforms of noiseless spectra at Te =
5.0 keV , θ = 130◦, φ = 110◦, B = 2.2T , ni = ne and varying Ti. Also
shown is the average amplitude of the DFT of the noise σs = 10 % at
ρs = 650GHz−1. Only components above this level are useful for the

approximation.
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FIGURE 5.4: Discrete Fourier transforms of a CTS spectrum at Ti =
Te = 5 keV , 2600 bins (ρs = 650GHz−1) and artificial noise σs =
10 %, that was binned to different spectral densities. Spectral densi-
ties > 12.5GHz−1 can be used to reduce computation time during

database building and application of the FP.
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5.5.1 Database building

The database was built by doing N = 25, 000 simulations with the eCTS model,
yielding vectors pα and qα with (α = 1, . . . , N ). pα were picked from a uniform
random distribution covering the expected domain of parameter space (described
in table 5.1).
The input to each simulation consists of the input parameters pα and the 50 sam-
pling frequencies in the range 140 ± 2GHz. The eCTS code then produces the cor-
responding spectrum. As stated in section 5.4.1, the scaling factor was removed by
normalizing each spectrum to its mean value. A final step in the simulation was
to apply a notch filter. The notch width is assumed to be 300MHz, centered at the
probing frequency 140GHz. In principle, the notch can be applied by cutting out the
corresponding part of the spectrum. But since this would introduce artefacts in the
DFT of the spectra, the notch was applied by replacing the values within the notch
by a linear interpolation between the spectral values bordering the notch.
Next to the database built for learning, several test sets were built. These had equal
domains, except for the temperatures. Considering that the W7-X plasma will be
heated through the electron cyclotron resonance, the temperature subspace in the
test sets was limited to temperature pairs that obey 1

10 < Ti/Te < 3, as shown in
figure ??.

5.5.2 Principal Component Analysis

As described further in section 5.6.1, 50 variables might still be too much for a stable
mapping. On the other hand, the binned or Fourier-transformed spectrum might
still contain spectra that is unnecessary for an adequate mapping. The number of di-
mensions can be further reduced through a Principle Component Analysis (PCA)[8].
In a PCA, a set of observations of a number of possibly correlated variables is trans-
formed to a different set of values of uncorrelated variables, called the principle
components. In this case, the set of observations are the database spectra qα. The
principle components can be sorted with respect to their variance in the database
and thus with respect to their relative importance in the database. Because the prin-
ciple components are uncorrelated, one can use PCA to reduce the number of vari-
ables in the data without discarding the most significant patterns in the database.
The process of a PCA on a database qα is as follows: first, the databased is normal-
ized: for each element j in qα, qαj = (qαj −〈q〉j)/σj , with σj the standard deviation of
variable j and 〈q〉j the mean value of qj in the database. Then, the covariance matrix
Dq of the normalized variables is calculated, the elements of which are given by:

Dq
ij =

1

N − 1

∑
α

qαi q
α
j . (5.3)

The matrix Dq contains the cross-correlations between the elements of q. The eigen-
values λj of Dq are a measure of the regressive significance of the corresponding
eigenvectors Dqej = λjej. The principal components of each spectrum are then
given by q̃jα = ej · qα. If λj > (3σs)

2, with σs the measurement noise, q̃j is consid-
ered a significant component. The eigenvalues and corresponding eigenvectors are
sorted such that λ1 ≥ λ2 ≥ . . . ≥ λNs withNs the number of significant eigenvectors.
One can now make a mapping from the significant components in q̃ to p.
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5.6 Function parametrization

After the dimension reduction is complete, a mapping from the processed variables
q1 to the eCTS input parameters p can be made. The first mapping method con-
sidered in this work is function parametrization (FP)[7, 8]. In a FP, a regression is
performed on a database of examples, in which the error of a certain mapping func-
tion p = M(q1) is minimized.

5.6.1 Regression function

For the regression in FP, one has to select a function f that can adequately describe
the trends in the model. The eCTS model is non-linear, so the regressor must be too
if the whole parameter range is to be covered. Multivariate Adaptive Regression
Splines (MARS[9]) is a regression algorithm that uses non-linear hinge functions as
basis for a multivariate model with a multi-dimensional output. The regression con-
sists of a forward pass where basis functions are added to the model and a backward
pass where the least useful terms are removed from the model one by one (prun-
ing). An advantage of pruning is that it accommodates automatic variable selection:
the inclusion of important variables in the model and the omission of unimportant
ones. However, with more complicated patterns or more variables, the number of
bias functions that can be added during the forward pass and the number of options
during pruning strongly increases. It was found that the computation time and sys-
tematic errors of the resulting mapping increase drastically for Nq1 ' 10.

5.6.2 Setup for function parametrization

Spectra of length 50 or even their 25 Fourier components are thus too large for a
regression with MARS and further dimension reduction is needed. As described in
5.5.2, this can be achieved with PCA. The function parametrization in this work was
thus obtained by performing a MARS regression on the first ten principle compo-
nents q̃ of the discrete Fourier transform of the spectra in the database. Gaussian
noise was added to the spectra in the database to stabilize the regression described
in section 5.6.1. The amplitude of this noise was equal to 0.1 % of the mean of the
maximum values of each spectrum in the database.
All computation for this research was performed on an Intel i5-6300U dual-core CPU
along with 20 GB of RAM.
This FP was applied to test sets with different amounts of noise and ρs = 12.5GHz−1.
The results for σs,650 = 10 % are presented in section 5.6.4. The results for tests at dif-
ferent noise levels (σs,650 = 1, 5, 10, 30 and 100 % at ρs = 12.5GHz−1) are presented
in section 5.8.

5.6.3 Error analysis

The simplest error analysis is the comparison of the approximation pinv with the
eCTS input parameters p. This can be done for each individual example to get a
grasp of the approximation error in different parts of the parameter subspace. An
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error indication can also be obtained for the FP as a whole, defined as follows:

εi ≡
1

Ntest

∑
β

∣∣∣pβi,inv − pβi ∣∣∣
pβi

, (5.4)

with β the number of the test spectrum.

Chi-squared analysis

During the campaign, p will not be available. Reduced chi-squared analysis is pro-
posed as a self-consistent method to provide an indication of the goodness of fit of
a spectrum corresponding to the measured pout, with the observed spectrum. This
was implemented as follows:

χ2 ≡
N∑
n=1

(
qn − S(ωn,pout)

σs

)2

, (5.5)

where qn are the normalized spectral power densities measured at frequencies ωn. S
is the corresponding power density as calculated by the forward model, including
artificially added noise with magnitude equal to the measurement noise σs. pout

contains the measured parameters. Reduced chi-squared is then χ2
red = χ2/K, with

K the number of degrees of freedom. The value of χ2
red can be interpreted in the

following way: The closer χ2
red is to 1, the better the fit. Values of χ2

red > 1 represent
an underfit whereas χ2

red < 1 represents overfitting. However, as [13] have pointed
out, it is not possible to use χ2

red as a quantitative measure of the goodness of fit. χ2
red

has an intrinsic probability distribution function, which can only be known for the
true model having the true parameter values.
χ2
red can still provide an indication of self-consistency: under the assumption that the

approximation (be it FP or a neural network) follows the true model, χ2
red of the most

accurate measurements should follow the χ2
red-distribution and thus have a mean

value of 1. Moreover, a correlation between ε and χ2
red might provide a rough error

estimation for measurements. The results of this analysis are presented in sections
5.6.4 and figure ?? in the addendum for the FP and neural networks, respectively.

5.6.4 Function parametrization results

The computation time required to make the FP mapping was 71 minutes. The results
of the function parametrization for a test set with ρs = 12.5GHz−1 and σs,650 = 10 %
are shown in figure 5.5. The results with other noise levels are presented in section
5.8. For this mapping with 0.2 < nD/ne < 1 and σs,650 = 10 %, the mapping error is
much lower for the ion temperature (εTi = 9.9 %) than for the electron temperature
(εTe = 49 %). The FP from the clean plasma approximation (0.2 < nD/ne < 1), on
the other hand, was able to map the spectra to Te and resulted in an average error
εTe = 8.4 % for σs,650 = 10 %. The mapping output of this clean plasma FP are shown
in figure ??.
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FIGURE 5.5: Input (real) and output (approximated) ion temperature
of the application of the FP on a test set with 1000 samples, 1.4 % noise
and ρs = 12.5GHz−1 (σs,650 = 10 %). The average absolute deviation

for Ti is 9.9 % of the input temperatures.

Chi-squared analysis results

The χ2
red values of the FP applied to a test set with Ntest = 1000 for different noise

levels are shown in figure 5.6. With a high noise level, almost no correlation between
χ2
red and ε can be recognized and the median χ2

red-value approaches 1.
At lower noise levels, there is a certain correlation, and probabilities of certain ε for
given χ2

red can be provided. For example, in the test set of the σs,650 = 10 % in figure
5.6: P (ε > 0.1|χ2

red < 10) = 0.21. In principle, a probability distribution P (ε|χ2
red)

can be obtained in this way. However, since the theoretical uncertainty for a given
χ2
red can only be known for a perfect model and ε equal to zero[13], this method can-

not be used to provide sound quantitative error estimations.

5.7 Artificial neural networks

An artificial neural network (ANN) is a computing system that consists of a network
of artificial neurons: mathematical function that mimic the behaviour of biological
neurons. Neurons mutually transmit signals which depend on the signals they re-
ceive from other neurons. Although ANNs are much simpler than biological neural
networks, they share the ability to learn new patterns through the consideration of
examples.
In this research, a specific class of feedforward neural network was used: the multi-
layer perceptron (MLP). The perceptron is a class of ANNs that was invented by
Rosenblatt [10], initially as a hardware single binary classifier, but later generalised
to a computation system consisting of neurons arranged in layers, which can be ac-
tivated by inputs from all neurons in the preceding layer, and transmit their output
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FIGURE 5.6: Scatter plots of χ2
red versus the estimation error εTi for a

set of Ntest = 1000 tests, at different noise levels. The horizontal lines
show the median values of χ2

red: 26.8, 1.9 and 1.2 for equivalent noise
levels of 1 %, 10 % and 100 %, respectively. For measurements with a
low error in their category, the values of χ2

red are distributed around
a value slightly larger than one, indicating a good (but not perfect) fit

of the FP mapping to the data.

o to the succeeding layer. This is summarised in the following recurrent formula:

oki = φ(netki ) = φ

(
Ni∑
l=1

oli−1w
lk
i−1 + bki

)
, (5.6)

where i and k denote the layer and neuron indices, respectively. netki is the net
input of neuron k in layer i, formed by the sum of all Ni neuron outputs of the
previous layer, multiplied by the corresponding weights wlki−1, plus bki , the bias of
neuron k. Finally, φ describes the "activation" of a neuron based on the information
it receives. This so-called activation function should be a strictly increasing and non-
linear function between 0 and 1 in the domain (−∞,∞). Many activation functions
can be used, but for this work, the standard logistic function and its convenient
derivative were used:

φ(x) =
ex

1 + ex

dφ

dx
= φ(x)(1− φ(x)) (5.7)

5.7.1 Training procedure

An MLP can be trained by offering a (possibly pre-processed) simulated spectra qα1
to the first neuron layer oin and adjusting the weights and biases of the network for
minimization of the loss function: E = 1

2 |oout − p|2. The influence of each weight
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on the loss function, δki = ∂E
∂wkl

i

. δki can be calculated in an algorithm called back-
propagation. Following the gradient descent optimization algorithm, the weight
adjustments are then given by ∆wkli = ηδki o

k
i , with η the learning rate, which can

be adapted during training. Also, to avoid ending up in a local minimum of E,
momentum can be added through the inertia term α [12]:

∆wkli (t+ 1) = (1− α)ηδki o
k
i + α∆wkli (t). (5.8)

Backpropagation is normally performed on a batch of examples concurrently. The
larger the batch, the more general the trends that can be captured. A database can
be chopped up in a number of batches, which can be offered one by one to form
one epoch of training. In the next epoch, the database can be chopped up again
(using a possibly different order of examples) for the next epoch. Depending on
the application, the training is continued for one, several or many epochs, or until a
certain desired error margin is reached.
During training, the backpropagation is performed on examples from the database.
However, similarly to FP, it is better to test the resulting MLP on new test data.
The fraction of variance unexplained (FVU) can provide a measure of how well p is
replicated by the model, and is defined as the ratio of the variance in the error over
the total variance:

FV Ui ≡

∑Ntest
k=1

(
pki,pred. − pki,true

)2

∑Ntest
k=1

(
pki,pred. − pi,mean

)2 , (5.9)

with Ntest the number of examples in the test set, i the index of p, and the subscripts
denoting the true, predicted and mean parameter values, respectively. The FVU can
be calculated after each batch, to quantify the training progress. This was done dur-
ing training for both the training database and the test set. If the FVU of the database
keeps decreasing but the FVU of the testset does not, the MLP might be overfitted to
the dataset, and not generalisable to new data.

MLP training setup

In this work, the MLP regressor class from the SciKit-Learn package [35] was used
to make the approximation. Three hidden layers were used, containing 150, 100 and
50 neurons respectively. The MLP was trained with the same databases as used for
the FP, described in section 5.5.1. The DFT and PCA were omitted: q1 = q. The
total layout of the MLP is then given by [Nq,1, N1, N2, N3, Np] = [50, 150, 100, 50, 6].
Instead of training once on low-noise spectra and applying the resulting model on
noisy spectra, the MLP was trained for each desired noise level separately. The MLP
regressor was set to use adaptive training and an inertia term α = 5 · 10−5 and train-
ing was done with batches of size 250.
The training progress for a dataset with σs,650 = 10 % is shown in figure 5.7. The cor-
responding mapping error εT i = 4.2 %. The results of the χ2

red-analysis are similar to
those of the FP (section 5.6)and are shown in figure ?? in the appendix.

5.7.2 Error propagation through sensitivity analysis

As described in section 5.6.3, observed measurement errors and χ2
red cannot provide

a quantitative uncertainty of the mapping output during new measurements. A tool
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FIGURE 5.7: Neural network trianing progress for the assumed pa-
rameter space described in table 5.1. Each training iteration was per-
formed with a batch of 250 spectra. With a database of 25,000 spectra,
an epoch is completed after 100 iterations. FVU is the Fraction of

Variance Unexplained, defined in equation ??.

that can provide such quantifications, is the sensitivity analysis.
The trained network can be represented as a function MLP : pinv = MLP (q1) with
pinv the retrieved system parameters and q1 the preprocessed spectra, or oout =
MLP (oin) with in and out depicting the first and last layer of the MLP. Analogous

to the partial derivative ∂E
∂wkl

i

in backpropagation, one can calculate ∂oiout
∂ojin

∣∣∣∣
q

for all

neuron combinations i and j and a given q1[36]. Together, the derivatives form the
Jacobian matrix J.
One could use these sensitivities as an indication of the relative importance of differ-
ent spectral regions in the estimation of each pi. However, it has been demonstrated
that such indications are unreliable for dependent input parameters [37]. Namely,
there are many possible networks that describe the same patterns in the data, while
having different distributions of the sensitivity.
The sensitivities can also be used for error propagation. In general, an error indica-
tion can be obtained from the covariance matrix of the output, Dp. The elements of
this matrix are given by:

Dp
ij =

Nq∑
k=1

Nq∑
l=1

JikD
q
klJjl, (5.10)

with Dq the covariance matrix of the input. At a fixed point p in parameter space,
the uncertainties in q can be assumed to be uncorrelated and equal to the spectral
noise. In that case, Dq is a diagonal matrix with constant value σ2

s . The synthetic
data indeed originate in a single point p, but due to the finite scattering volume and
signal integration time, the collected radiation is given by the integral of scattered
power over a small subspace in p-space and time. Although incorporation of the fi-
nite scattering volume in the mapping would be overly complicated, its integration
in the uncertainty estimation is possible, . For each point at which Dp is evaluated,
one could evaluate Dq over a set of spectra which was picked from the expected
p-subspace.
Using the network trained with spectra at ρs = 12.5GHz−1 and σs,650 = 11 %, Dp

was evaluated on a grid of points in parameter space, at fixed geometry θ = 130◦,
φ = 110◦, B = 2.2T ,ni = ne and temperatures in the range 0.5 ≤ Ti, Te ≤ 8.0 keV .
The obtained uncertainties were compared with the absolute errors of a small test
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FIGURE 5.8: Contour plot of the normalized standard deviation
σTi

/Ti, as obtained from the covariance matrix Dp. This matrix was
evaluated on an equidistant grid with Ti and Te = [0.5, 1.0, . . . , 10],
at fixed geometry θ = 130◦ and φ = 110◦, B = 2.2T , ni = ne,
using an MLP trained with ρs = 12.5GHz−1, σs,650 = 10 % and
2 < nD/ne < 1. The mean standard deviation over the grid is
σTi

/Ti = 4.3 %. On top of the contour plot is a scatter plot of ion and
electron temperatures in a test set with Ntest = 500 spectra. These are
depicted by black dots surrounded by a circle, the colour of which

represents the normalized deviation on the same colour scale.

set, the results of which are shown in figure 5.7.2. It can be seen in figure 5.8 that
for both temperatures, the majority of tests have εi < σi(Ti, Te). Also, the average
standard deviation of the sensitivity grid corresponds well with the average map-
ping error of the ANN: εTi = 4.2 %. Thus, the sensitivity is a reasonable measure of
the mapping accuracy of a specific ANN and can be used to obtain uncertainties of
the mapping results for new measurements within the parameter domain covered
during training.

5.8 Comparison and Conclusion

The results of the FP and MLP mappings at different noise levels are shown in figures
5.9 and 5.10 for nD/ne in the ranges 0.2− 1 and 0.9− 1, respectively.

In figure 5.9, it can be seen that both FP and ANNs can provide an adequate map-
ping of the ion temperature, with mean errors εTi = 9.9 % and 4.2 %, respectively, at
the expected noise level σs,650 = 10 %. However, ANN is much more robust to noise:
if the expected estimation error is to be kept below 20 %, FP will not be useful for
σs,650 ' 30 %, whereas εTi = 14.3 % for an ANN trained at σs,650 ' 100 %. Because
the CTS probing beam is also used for heating and there are several other heat-
ing gyrotrons operating in the machine at the probing frequency, there will be large
amounts of stray radiation in the frequency range of the CTS spectra. Therefore, the
mapping method with maximal noise robustness is preferable.
The electron temperature mapping accuracy was much smaller for both methods.
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FIGURE 5.9: Mean absolute deviations of Ti and Te as calculated with
function parametrization (full lines) and an artificial neural network
(dashed lines) at ρs = 12.5GHz−1, for different equivalent noise lev-

els and 0.2 < nD/ne < 1.
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FIGURE 5.10: Mean absolute deviations of Ti and Te as calculated
with function parametrization (full lines) and an artificial neural net-
work (dashed lines) at ρs = 12.5GHz−1, for different equivalent

noise levels and 0.9 < nD/ne < 1.
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The reason for this is that nD/ne and Te appear very similarly in the CTS equations
and thus their influence on the CTS spectra is comparable. It should be noted that
with a small range of nD/ne in the mapping parameter space, Te can be estimated
just as well as Ti by both the FP and ANN mappings, as shown in figure 5.10.
In figure 5.9, the following can be also recognized: for the FP, the error increases
linearly with noise, whereas the MLP mapping error levels off just above 30 %. This
highlights a fundamental difference between the FP and the MLP. The MARS model
does not have parameter space boundaries. It was made to fit best to the examples
in the training database, but can be extrapolated for anomalous input spectra and
thus map outside of the training parameter space. The MLP, on the other hand, was
trained to provide a mapping within the training database only, and will only pro-
vide output in that range. This is in the nature of the activation function, which is
limited between zero and one for all input values.
As stated in sections 5.6.4 and 5.7.1, chi-squared analysis can be applied to both FP
and NN to provide an indication of the goodness of fit of real measurements. A
quantitative uncertainty for new measurements can be obtained from a sensitivity
analysis. For the MLP, this uncertainty was in good agreement with actual results
from predictions on synthetic data. In principal, FP also allows sensitivity analysis.
However, in the DFT, the half of the information (the part concerning the location of
spectral changes) was discarded, which complicates interpretation of the sensitivity.

An advantage of FP over ANNs is that the terms in the MARS functions form
direct links between input and output, thus providing insight in the mapping. The
maximum number of inputs to MARS poses the need for a stricter dimension re-
duction compared to the ANN. This can be achieved by two extra steps: DFT and
PCA. In principle, these steps can provide insight into the system complexity and
the amount of information that can be distinguished from noise. In the DFT, half
of the information is removed: the half concerning the location of spectral changes
(corresponding to phase in a DFT of a time-dependent signal). In future expansions
of the mapping parameter space, this information might be necessary, further com-
plicating the FP.
The current ANN implementation considers the (binned) spectra as a whole. This
method seems more coarse than the dimension reduction in the FP. However, one
can also train a new MLP on the transformed variables that were input to MARS,
or any other set of variables obtained from the spectra. For example, an MLP can
be trained with variable spectral density to emphasize certain spectral regions while
reducing the required complexity of the neural network.
In fact, except for the increased computation time required for training, dimension
reduction is no principal requirement for the MLP. It has the ability to learn the most
relevant patterns by itself. This also makes ANNs more flexible to changes in the pa-
rameter space, i.e. a larger range of scattering geometries or additional dimensions,
like the plasma drift or properties of the (fast) ion velocity distribution.
Another important set of additional dimensions are the plasma impurity concentra-
tions, which might have significant influence on the shape of measured spectra in
W7-X. As stated in section 5.4.1, the parameter space used in this work does not ac-
count for impurities. However, once the addition of impurities is implemented in
the eCTS code, a new mapping can be made with inclusion of the impurity concen-
trations.
More in general, the following should be noted: an ANN can only describe the
(physics) patterns that were used for training. There are two ramifications of this.
The first is that the physics model used to produce the synthetic database is wrong.
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The eCTS model provides an electrostatic estimation of CTS, which might not cover
all processes under observation during measurements. The second aspect is the dif-
ference in parameter space between synthetic data and measurements. This includes
the omission of impurity concentrations, but also other differences that might or
might not be foreseen. For example, due to finite size of the scattering volume, the
measured spectra are formed by the addition of different scattering processes and
thus span a finite subspace in parameter space, instead of a single point. Also, the
synthetic background radiation is uniform white noise, whereas the real background
originates in stray radiation from the gyrotron (modulation), ECE from the plasma
in the line of sight and any other radiation present in the concerning spectral region.

5.8.1 Conclusion

Both FP and ANNs can provide a mapping between synthetic CTS spectra and the
bulk ion temperature. Without any additional input, the FP and ANN can estimate
Ti with mean absolute errors εTi = 9.9 % and 4.3 % for spectra with ρs = 12.5GHz−1

and σs,650 = 10 %. In a more limited parameter space where nD/ne is almost fixed,
Te can also be identified: εTe = 8.4 % and 4.6 % for the FP and ANN, respectively.
The current mappings can be made into a ready-to-use data analysis method by
including relevant impurity concentration ranges in the eCTS code and mapping
parameter space. Other notable differences between synthetic and measured spec-
tra might appear as well, for example due different background radiation and scat-
tering physics. These differences might harm the applicability of both FP and the
ANN. But, ANNs have several significant advantages: a much larger noise robust-
ness, ease of implementation and higher adaptability with respect to the parameter
space. Thus, artificial neural networks are the method of choice to enable fast CTS
ion temperature measurements and possibly other plasma properties in the future.
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5.9 Paper addendum

During this graduation project, some work was performed that is closely connected
to the paper in section 5.1, but was not incorporated in the paper. This work is
presented here.

5.9.1 Application on spectra from electromagnetic code

The CTS model used in the eCTS code is valid in the electrostatic approximation. In
this approximation, only the electric field of the incident wave is taken into account
in scattering and the magnetic field, and possible coupling terms between them due
to plasma dispersion, are neglected.
An electromagnetic CTS model was developed as described in [38]. A set of 29
spectra from this code was used for a small study on application of the eCTS map-
pings on data with a slightly different physical origin. For all of these spectra,
σs = 0.1 × maxS(~k, ω), ρs = 250GHz−1 in the range 138 − 142GHz, [θ, φ] =
[170.0◦, 100.7◦], B = 2.2T and varying temperatures in the range 0.5− 15 keV , with
Te = Ti. Seven of these spectra are shown in figure 5.11, together with corresponding
noiseless eCTS spectra. There are two notable differences between the electrostatic

FIGURE 5.11: Seven spectra from the electromagnetic code [REF], at
different Ti = Te and noise with σs = 10 % of the maximum of the
spectrum, together with noiseless eCTS spectra at the same tempera-

tures.

and electromagnetic spectra: the first is that the electromagnetic spectra are quite
level in the central region, whereas the electrostatic spectra have a dent in the mid-
dle. The second difference is that at higher temperatures, the electromagnetic spec-
tra have a base larger than zero. Because the spectra deviate significantly at larger
temperatures and taking into account the notch filter in the range νi ± 150MHz,
significant systematic mapping errors can be expected at larger temperatures.
For this comparison, a new mapping was made with both the FP and ANN, using a
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parameter range with fixed geometry but independent variation of Ti and Te in the
range 0.5− 15 keV . The mapping outputs of both methods are shown in figure 5.12.

Up to 10 keV , the mapping output of the FP is adequate, and in the range 2 <

FIGURE 5.12: Input and output temperatures from both the FP (left)
and ANN (right) mappings, of 29 spectra from the electromagnetic
code. In these spectra, Ti = Te. The models had a notch at 200 MHz.
The database used for the FP had a fixed scattering geometry (θ =
170◦,φ = 100◦) and B = 2.2T but ion and electron temperatures in

the range 0.5− 15.0 keV .

Ti,e < 7 keV , the mapping error is within 10 %, for both Ti and Te. However, for
higher temperatures the spectra clearly deviate and the mapping error drastically
increases. However, this temperature range is not expected to occur in W7-X and
within the expected ranges, the eCTS mapping seems to be adequate for applica-
tion on fully electromagnetic spectra. The mapping output of the neural network is
slightly different. At low temperatures, the mapping errors of Ti are within 10 %.
However, the mapping output follows a steady shift away from the correct value. It
is clear that there is a systematic difference between the model in the ANN and the
electromagnetic model. At large temperatures, the mapping output is limited by the
parameter range used to make the mapping, thus accidentally overshadowing the
systematic error.
If the systematic error (in both FP and ANN) is due to the increased base level at
higher temperatures, it might be easily accounted for, eighter by expanding the map-
ping parameter space with a parameter for the base level, or by artificially setting all
spectra to base zero.

5.9.2 ANN as a regressor for FP

In the function parametrization described in the paper, the MARS algorithm was
used for the regression of the transformed variables q̃ to p. In principle, any multi-
variate multidimensional non-linear regression function can be used for this. Apart
from MARS, one function that fulfils these requirements is the MLP. To get an idea of
the influence of the MARS algorithm on the mapping, the FP was performed again,
using an MLP for the regression instead of MARS. After the PCA, only 10 variables
remained, compared to 50 in the regular MLP mapping. Therefore, the MLP used
in the FP regression was smaller than the MLP used for direct mapping, with three
layers containing 100, 50 and 20 neurons. The mean mapping errors of this FP are
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shown in figure 5.13.
At low noise levels, the MARS regressor performs better than an MLP regressor.
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FIGURE 5.13: Mean absolute deviations of Ti and Te as calculated
with function parametrization (full lines), an artificial neural network
(dashed lines) and function parametrization with an MLP as regres-
sor (dotted lines), at ρs = 12.5GHz−1, for different equivalent noise

levels and 0.2 < nD/ne < 1.

The FP with an MLP regressor scales better with noise than the FP with MARS, but
this might be an effect of the inherently limited output range in the MLP, instead of
the MLP really producing a more accurate mapping. To illustrate this, the mapping
output for the FP with MLP regressor for strong noise (σs,650 = 100 %) is shown
in figure 5.14. Although the mapping output is not very accurate anywhere in the
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FIGURE 5.14: Scatter plot of the calculated versus the input ion tem-
peratures for application of a function parametrization with an MLP
regressor, in the parameter space described in table 1 in the paper,
on synthetic spectra with strong spectral noise (σs,650 = 100 %). As
can be seen in figure 5.13, the mean mapping error of this example is
46 %. Although the errors are large, it can be seen that the mapping

outcome is mostly restrained within the input parameter range.

temperature domain, an upper limit of the calculated Ti can be recognized. A clear
advantage of the MLP regressor over MARS, is the time required for the regression.
The database for these mappings contained 25,000 spectra. This lead to a regression
duration of over 4000 swith MARS, compared to a mere 80 swith the MLP regressor.
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Chapter 6

Analysis of the first CTS spectrum
measured at W7-X

During the last month of this graduation project, the first CTS measurement at W7-X
has been performed. The calibrated spectrum is shown in figure 6.1.
The shape of the measured spectrum is quite different than the spectra in figure 4.1.
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W7-X CTS spectrum
Binned spectrum
Binned spectrum, normalized to feature mean
"Fit" [Ti, Te] = [1.5,0.8] keV
Notch filter: -300 MHz

FIGURE 6.1: The first CTS spectrum measured at W7-X, and a syn-
thetic spectrum corresponding to the output parameters of an ANN
mapping. This MLP was trained specifically for the usable range of
the spectrum. The notch filter characteristics are not precisely known,
but for this mapping, a notch from νi − 300MHz onwards was used.
Except for the measured spectrum, all spectra were normalized and

multiplied by the mean value of the measured spectrum.

The reason for this is the gradual increase of the attenuation in the notch filter wave
band. In this thesis, it was assumed that a notch filter in the range νi ± 150/,MHz
would be used. During commissioning of the CTS setup, the gyrotron features were
not exactly known and a wider notch was used to protect the receiver electronics.
During this measurement, the notch also covered the other wing of the spectrum,
keeping only one wing available for measurement. At the time of writing this the-
sis, the transmission spectrum of this notch has not yet been determined. Around
−350MHz, a dip in the spectrum can be recognized, which might indicate the edge
of the notch. However, a slightly narrower notch was used for this measurement, in
order to have a slightly increased spectral feature to analyse.
An MLP mapping was made to analyse this spectrum. This mapping was made for
a clean He plasma (no impurities or dilution) and for the scattering geometry and
magnetic field that were obtained from TRAVIS: [θ, φ] = [141◦, 109◦] and B = 2.35T .
The spectral range −1.0 < ∆νi < −0.3GHz was used, with ρs = 30GHz−1. The
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training was comprised of two training epochs through a database of 10,000 spectra
with batch size 100. Each of the spectra used for training was normalized to its mean
value.
Along with the calibrated measured spectrum, figure 6.1 shows the binned cali-
brated spectrum (in blue) and the noiseless synthetic spectrum that was obtained
from the mapping output, in green. To match the measured spectrum with the nor-
malized database, the mapping was performed on the calibrated spectrum normal-
ized to its mean value. For plotting, the mapping output spectrum was multiplied
by this mean value.
The calibrated and mapping output spectrum do not seem to fit perfectly: in the
range of the spectral feature (−450 . . .− 300MHz), the output spectrum has a larger
magnitude. And unlike the mapping output spectrum, the measured spectrum has
a non-zero base value. The reason for these discrepancies is the normalization of
the measured spectrum before it was handed to the MLP. Due to the non-zero base,
the mean spectral value is larger, whereas the magnitude of the spectral feature in
the normalized spectrum is smaller. In this case, the base level contributes 25 % of
the mean value in the used spectral range. The binned spectrum, where only the
contribution of the spectral feature was taken into account for the normalization, is
shown in orange in figure 6.1. It accurately follows the mapping output spectrum in
the feature region. This might indicate that the mapping output of the MLP is deter-
mined mostly by the spectral feature and its shape, and small deviations elsewhere
are ignored.
During this measurement, no measurements of Te were available. However, since
ECRH was the only heating source, it is known that Te > Ti. Therefore, the mapping
output Te = 0.8 keV < Ti is likely to be wrong. One possible reason for this is that
the used mapping did not account for dilution and impurity effects. As described in
the paper, dilution drastically increases εTe .
Having said this, it should be noted that these are just preliminary results. Although
the spectrum outside the notch region has a calibrated magnitude, the attenuation
spectrum of the notch is unknown and was only set to a step function at −300MHz
by an educated guess.
This is also the reason that no uncertainty is included. For the same spectrum and
thus also without quantified uncertainty, the Bayesian inference provided a compa-
rable temperature of 1.25 keV . The X-ray Imaging Crystal Spectrometry diagnostic
did also provide preliminary profile measurements of Ti, with values of ∼ 1.5 keV
in the core region. These results are all in the same ball park, which is an indication
that the CTS diagnostic and the mappings are working well.
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Chapter 7

Exploratory research

In chapter 5, the application of two machine learning methods to the inversion of
synthetic eCTS spectra was presented and the feasibility of determining Ti from a
synthetic spectrum was demonstrated for both methods. It was found that the MLP
was most flexible and best suited for extensions of the parameter domain. In this
chapter, two of such expansions are explored: the addition of impurity concentra-
tions and the extension of the range of scattering geometries.

7.1 Addition of impurity concentrations

As stated in chapter 5, impurities can have a significant effect on the shape of the
CTS spectrum. For a proper analysis of CTS spectra measured in W7-X, these effects
must be quantified and -if significant- included in the mapping parameter space.
This requires a complete assessment of the assembly of impurity species (including
charge state) that may possibly be present in W7-X plasmas and of their expected
(range of) concentrations.
Such an assessment is out of the scope of this thesis. However, a first step in this
direction was made by expanding the used eCTS code with impurities and using
this code to make a new mapping with some impurities. In the updated eCTS code,
a main plasma species and an arbitrary number of impurity species can be input to
the code, with their corresponding mass, charge and ion concentration ni/

∑
j nj .

The main species concentration is adjusted to maintain ne =
∑

i niZi. It should be
noted that the calculation time required to produce a spectrum scales approximately
linearly with the number of included plasma species.
Although it is by far no comprehensive compilation of the impurities, three impu-
rity species were considered to be of possible importance: He2+, C6+ and Ar18+. In
the current campaign, W7-X is operated with both Hydrogen and Helium as main
species. Therefore, helium might be present in Hydrogen shots. In this campaign,
Carbon tile divertors are used, introducing Carbon in the plasma. In the considered
plasma temperature range (Te > 0.5 keV ), most or all Carbon ions are fully ionized.
Although not quantified, it is estimated that the concentration of Carbon will not
be above a few percent of the ion density. To enable X-ray Imaging Crystal Spec-
troscopy (XICS) measurements, Argon puffing is frequently used, resulting in low
Argon concentrations. In W7-X core plasmas, the Argon ions are distributed over
several charge states, but for simplification, only one was taken into account here.
The effects of these impurities on a CTS spectrum are shown in figure 7.1.
As the impurity species are all heavier than the main plasma species, it can be seen

that their features are narrower than the main species feature. For Hydrogen, this ef-
fect is minimal, but the Argon feature is almost completely within the notch region.
Although the spectral feature is quite narrow, the large number of electrons that are
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FIGURE 7.1: Normalized CTS spectra for a pure Hydrogen plasma
(gray), and with different amounts of He2+, C6+ and Ar18+ impuri-
ties, coloured by concentration, increasing with steps of 20 % of the
maximum concentrations, given in the legend.. The plasma param-
eters of this example are Ti = Te = 5 keV , [θ, φ] = [130◦, 110◦] and
B = 2.3T . The edges of the planned notch filter are depicted with

vertical lines.

added by each Ar18+ ion cause a significant dilution: a decrease in magnitude of the
main species feature. The carbon spectral feature is wider, and the change in spectral
shape due to this impurity can also clearly be recognized.

7.1.1 Application: MLP mapping with impurities

The adapted eCTS model that was described above, was used to make an MLP map-
ping with inclusion of the three impurities shown in figure 7.1 and within the same
domains. The parameter space of this mapping is 8-dimensional. To direct the net-
work towards the correct temperatures and impurity densities, the error function of
the network was adapted. Instead of directly using the mapping output errors in
the error function, the parameter ranges were normalized to the range [0, 1] for Ti,e
and the impurity concentrations, and to the range [0, 0.1] for θ, φ and B, so that the
latter parameters would have a smaller contribution to the error function and thus
to the training process. The results of training an MLP with 50,000 spectra in batches
of 500 for 5 epochs, are shown in figure 7.2.
The first thing to note is that although this mapping was made in an 8-dimensional

parameter space with significant influences on the main species spectral feature, the
ion temperature mapping error εTi = 4.4 %, not much larger than the mapping er-
ror of the ’clean plasma approximation’ mapping: εTi = 3.6 % at σs,650 = 10 % (see
chapter 5).
A second observation is that, although the plasmas in the database have Zeff up to
2.9, the electron temperature was mapped quite well (εTe = 11.3 %), compared to
> 20 % for the mapping in the paper with artificial dilution 0.2 < ni/ne < 1. The
reason for this might be the third striking result: that the impurity concentrations
could be partly mapped. Most notably Carbon, with a mean error of 5 % of its range.
The impurity mapping was enabled by the output parameter scaling described above.
Without this scaling, εTi = 4.9 % and the carbon mapping errors were much larger,
especially at lower concentrations. Scaling of the output parameters is a form of
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FIGURE 7.2: Output versus input values of plasma temperatures
and impurity concentrations for an MLP mapping after 5 epochs
of training on a dataset of 50,000 spectra, with ρs = 12.5GHz−1,
νs = νi ± 1.5GHz and σs,650 = 10 %, with Hydrogen as main ion

species and varying concentrations of C6+, He2+ and Ar18+.

weighing the mapping errors during training. This can be used in the normalization
of outputs in different orders of magnitude, but also to emphasize certain parame-
ters during training.

7.2 Extending the range of scattering geometries

Instead of making a particular mapping to match a certain measurement, as de-
scribed in chapter 5, it is also interesting to use the fast inversion to get an overview
of an extended parameter space and study the trends therein. This overview can
be used to optimize the set-up with respect to a certain measurable parameter. For
example, one can try to find the ’best’ scattering geometry for measurement of the
bulk ion temperature.

Optimization of the scattering geometry means finding the geometry that pro-
vides the smallest possible mapping errors for Ti. Here, the geometries are com-
pared by making a single mapping in a parameter domain that covers both θ and
φ in the range 100 − 170◦. However, it should be noted that by extending this do-
main, the prior probabilities are also changed. If this adapted domain influences the
mapping performance, one cannot be certain that the dependence on geometry it
provides (εTi(θ, φ)) is also valid for real measurements with limited uncertainty in
geometry.
Therefore, we first make a comparison between the mappings in the measurement
and extended parameter domains.

To cover the larger domain of scattering geometries and still keep an adequate
density in parameter space, a training database of 100,000 spectra was built. No
impurities or artificial dilution was included, but the range of B was increased
2.0 . . . 2.5T , to cover the variation in scattering location that corresponds to chang-
ing the scattering geometry. The spectral noise was kept low at σs,650 = 1 %. For
training, a uniform output parameter scaling was applied, as described in section
7.1. The mapping output after five epochs of training is shown in figure 7.3.
With an ion temperature mapping error εTi = 11.8 % (at low noise σs,650 = 1 %), this

mapping is significantly less accurate than a mapping with a smaller range of scat-
tering geometries. This means that the optimization results from this larger mapping
are not necessarily transferable to the mappings in a limited range of geometries.
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FIGURE 7.3: Mapping output versus input parameter values for an
MLP mapping applied to a test set of 1000 spectra. The range of scat-
tering geometries extends from 100◦ to 170◦ for both θ and φ. The
training and test spectra have a low spectral noise σs,650 = 1 % and

no impurities are included.

A possible reason for the larger εTi is that both the scattering geometry (mainly θ)
and Ti influence the spectral width (as can be seen in figure 4.1), and thus their in-
fluence might be hard to separate. This is reflected in the mapping output of theta,
in figure 7.3: for most spectra in the test set, the mapping could not provide a better
estimate than the database average value.
For φ, the mapping output shows a better correlation with the input values, with
a mean error of 10◦. As can be expected from figure 4.1, the magnetic field could
not be mapped at all. The reason for the low εTe = 12.1 % is that no impurities and
dilution were included in this parameter space.

7.2.1 Scattering geometry optimization

Although the extended mapping is principally different from the mappings that
should be used for measurement analysis, the prospects of optimization are explored
in this section. A local estimation of the measurement uncertainty uTi can be pro-
vided by a sensitivity analysis, as described in chapter 5. The uncertainty was calcu-
lated for each point on a grid, with the following values of θ and φ: 100◦, 105◦, . . . , 170◦.
The CTS spectrum also depends on the temperatures and thus uTi can principally
depend on the temperatures as well. To investigate this, the uncertainty grid was
evaluated for three combinations of Ti and Te. The contour maps of each of these
grids is shown figure 7.4.
The most obvious observation in this figure is that the three plots are not equal, and

thus the uncertainty depends on the plasma temperature. The uncertainty is given
in keV and thus a lower uncertainty might be expected at lower Ti. More striking is
that the shape of the contours depends on Ti,e as well.
Faced with these results, one can try to find physical explanations for the observed
patterns.



7.2. Extending the range of scattering geometries 57

FIGURE 7.4: Estimated uncertainties of bulk ion temperature mea-
surements using the MLP mapping described in section 7.2, obtained
by sensitivity analysis of the output Ti,out with respect to the input

values q.

The magnitude of the spectral terms scales with the salpeter parameter α to the
power two [6]. The salpeter parameter scales α ∝ 1/ sin 2(θ/2) and thus, the magni-
tude of the spectral feature decreases with θ. One might argue that a lower spectral
magnitude means a lower signal to noise ratio and thus a larger mapping error. This
reasoning corresponds to the behaviour in the plots for higher Ti.
For φ, one can make a similar reasoning: in figure 4.1, it can be seen that the spectral
influence of φ is maximal at the values closest to 90◦. This might be a reason for the
sudden increase of uTi for low φ, at least at higher Ti.
These reasonings seem reasonable, but without further research, one cannot be cer-
tain which patterns originate in physical phenomena, and which are artefacts of the
mapping itself. In fact, the uncertainties in figure 7.4 might be better explained by
the mapping output plot of Ti in figure 7.5. A correlation between the mapping er-
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FIGURE 7.5: Mapping output versus input values of Ti for the same
test set as described in figure 7.3, but coloured by the value of θ, re-

vealing a strong correlation between the mapping error and θ.

ror and θ can be clearly recognized. From this, it can be concluded that the mapping
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contains systematic errors, at least with respect to θ. It should be noted that figure
7.4 contains three snapshots at certain temperature combinations whereas figure 7.5
contains spectra from the complete parameter domain. Moreover, the uncertainties
are calculated by a sensitivity analysis, which does not necessarily represents sys-
tematic mapping errors.
However, it can be concluded that this mapping should not be used directly for op-
timization of the scattering geometry.
However, this does not necessarily render the mapping useless. Although not very
elegant, a systematic mapping error is something that can be corrected for. Imple-
menting such a correction is out of the scope of this thesis, but might be useful to
facilitate measurements of Ti in a large range of scattering geometries, and thus in a
large range of diagnostic setups, with a single mapping.



59

Chapter 8

Evaluation

In this chapter, the work presented in previous chapters is evaluated. First, a sum-
mary of the paper and other work is given. Then, this summary is discussed and
compared to other work. Finally, the conclusions are presented.

8.1 Summary

With the aim of developing a fast inversion method for CTS spectra measured in the
W7-X stellarator, specifically for measurements of Ti, two machine learning methods
were implemented and compared. Both methods make a mapping from spectrum q
to plasma parameter(s) p by performing a regression over a database of simulated
spectra, produced with the eCTS code. The database was built by sampling the rele-
vant plasma parameters from a uniform distribution spanning the expected domain
in parameter space, spanned by the free plasma parameters and the range of scat-
tering geometry parameters that can be known a priori to a measurement. Before
the machine learning methods can be applied to the database, some data prepara-
tion is required. The general goal of data preparation is to minimize the amount
of bare information that the machine learning methods have to digest, while max-
imizing the distinctiveness of the meaningful information in the database. For this
purpose, several dimension reduction methods were implemented and compared.
Using the discrete Fourier transform, a suitable spectral density for distinguishing
Ti was ascertained: 12.5GHz−1 in the spectral range νi ± 2GHz. Measured spectra
with high resolution can be binned to this density for noise reduction. Further data
preparation depends on the machine learning method. In the first method, function
parametrization, the MARS algorithm was used for the regression, posing a maxi-
mum of 10 input variables for stable results. A further dimension reduction was
obtained by using the first ten principle components of the DFT of the spectra at
12.5GHz−1 as regression variables for MARS. A multilayer perceptron was able to
directly digest the 12.5GHz−1 spectrum with 50 sampling frequencies, but required
normalization to the mean value to obtain good results. Both fast inversion methods
were able to provide mappings with mean mapping errors εTi < 10 %. However, the
MLP mapping is significantly more robust to spectral noise than the FP mapping. It
should be noted that, except from the parameter domain itself (which was limited
to 0.5 < Te,i < 10 keV and did not include impurity concentrations), no priors were
used for any of the parameters and therefore these mappings could be considered to
be an autonomous CTS measurement method. Moreover, a mapping in a parameter
space where no dilution of the main ion species was taken into account, was able to
provide estimations of Te with an accuracy comparable to the mapping of Ti.
Apart from applying the mappings to synthetic spectra from the same eCTS model,
the mappings were applied to a small set 29 spectra from a fully electromagnetic
CTS model. The mapping errors for these spectra from a slightly different physical
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origin were< 10 % for lower temperatures (Ti,e < 10 keV for the FP and Ti,e < 7 keV
for the MLP), but systematically diverged with increasing temperature.
An FP with an MLP regressor instead of MARS produced similar results, although
the noise robustness increased, partly due to the MLP inherently limiting its output
the the parameter domain.

Exploratory work

The first CTS spectrum at W7-X was measured during the final month of the gradu-
ation project. Still in the commissioning phase of the diagnostic, a wider notch was
used, reducing the usable spectral region to one wing in the range −1.0 < ∆νs /
−0.3GHz. Because the notch characteristics were not yet known, a completely val-
idated measurement could not be done. Nevertheless, a custom MLP mapping was
made to analyse this spectrum, with a notch at ∆νs > −300MHz. This mapping
yielded a bulk ion temperature output Ti = 1.5 keV . Due to the unkown notch
characteristic, the measurement has no uncertainty and is completely preleminary.
However, it is in the same ball park as the result of the Bayesian analysis and the
X-ray Imaging Crystal Spectrometer (XICS) measurements that were taken during
the shot.

The addiditon of an arbitrary number of plasma impurities was implemented
in the eCTS code. A new MLP mapping was made, the parameter space of which
included impurity concentrations of He2+, C6+ and Ar18+. At εTi = 4.4 %, the ion
temperature mapping error was only slightly larger than without impurities.

By making another mapping in an extended range of scattering geometries (θ, φ =
100◦ . . . 170◦), the prospects of scattering geometry optimization were explored. This
extension of the parameter domain was harder to cover for the MLP: using 100,000
spectra with a small noise σs,650 = 1 % and no impurities included, εTi = 11.8 %.
The reason for this larger mapping error was found to be a systematic mapping er-
ror, correlated to θ. This means that an optimization through sensitivity analysis
would be invalid using this mapping. However, in future work, the systematic error
might be corrected for, to obtain an accurate and fast mapping that can be used in a
large range of scattering geometries.

8.2 Discussion

In this thesis, the feasibility of application of the fast inversion methods on synthetic
CTS spectra has been demonstrated. A comparison between the FP and ANN inver-
sions has been given in the paper and it was concluded that neural networks are the
method of choice because of their increased noise robustness, training efficiency and
flexibility to larger parameter spaces. With the inclusion of the relevant impurity
concentration ranges, the MLP mappings form a valid data analysis method for real
measurement data. Moreover, they are suitable for optimization studies and feasi-
bility studies for new parameters.
For example, by adding the effects of fast ions on the CTS spectrum to the code,
future work could aim at providing a fast analysis of the fast ion population in the
plasma. Another direction of research is to consider the plasma drift. A mapping
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could be made with a varying Doppler shift of the spectrum, to obtain a resolution
for possible plasma drift measurements. Moreover, an optimization of e.g. the scat-
tering geometry for drift measurements can be performed.

Comparison with Bayesian inversion

Despite these prospects, the MLP is not the only remaining CTS data analysis method
of interest. How does it compare to the starting point of the thesis, the Bayesian in-
version? These are completely different methods, each with their pros and cons. For
any application during runtime, it is clear that the MLP mapping is preferable, with
a calculation time of several ms, orders of magnitude lower than the iterative inver-
sion. However, the Bayesian inversion also has its merits. An important difference is
that the Bayesian inversion is not bound to a limited parameter domain. It matches
the model outcome iteratively to the data and thus finds its own way in the param-
eter space, whereas the MLP training is a guided learning process. This also means
that a Bayesian inference is not limited to a frequency range, in contrast to an MLP
mapping. If the latter was trained on a certain frequency range, it must be supplied
with data from exactly this range. After all, the MLP is a black box and it cannot be
readily explained how each variable influences the outcome of the network. There-
fore, changes in the CTS setup (e.g. adjustments of the notch filters) often require a
new mapping to be made, or perhaps a new database to be built. When presented
with an adjusted CTS setup, a Bayesian inversion can be provided in several min-
utes, whereas the new MLP mapping might take multiple hours to make.
Another advantage of the Bayesian inversion is the possibility to provide prior prob-
ability distributions to the variables. In an MLP mapping, some priors are given by
setting the mapping parameter space, but real-time measurements or a priori known
parameters cannot be passed to an existing mapping. A mapping that could incor-
porate prior probabilities quickly could be very useful for the future development
of a ’Swiss army knife’ CTS diagnostic.
The low inversion time of the MLP mapping can be a strong advantage over the
Bayesian inference for future applications of the CTS diagnostic. For example, ’real-
time’ profile measurements of Ti or other parameters might be facilitated by sweep-
ing the scattering volume over the plasma radius. Real-time analysis of such data
would be very complicated without a mapping that can handle spectra from a larger
range of scattering geometries. In the exploratory research, it was shown that a map-
ping in an extended range of scattering geometries might be feasible, if the system-
atic errors can be corrected for or resolved in future research.

Sensitivity analysis and optimization

For an optimization of the scattering geometry by sensitivity analysis, the system-
atic mapping errors are less fortunate. The reason is that the sensitivity analysis can
be significantly influenced by systematic mapping errors and this influence cannot
be discerned from the effect of physical phenomena. Thus, although the prospect of
providing a quick estimation of uncertainty is very appealing, the results from any
MLP sensitivity analysis should be used with care.

It is clear that the MLP mapping has a large potential for current and future ap-
plications of the CTS diagnostic. However, mappings in a larger parameter space
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without priors of (partly) known parameters might unnecessarily complicate the
mapping parameter space. Therefore, addition of priors to the mapping might be
an interesting and fruitful next step in this research. In such future work, the merits
of the Bayesian analysis could be combined with the fast analysis prospects that are
provided by neural networks.
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8.3 Conclusion

In this thesis, the application of two fast inversion methods to CTS data analysis has
been demonstrated: function parametrization and artificial neural networks. With
their larger noise robustness and flexibility with respect to the parameter space, neu-
ral networks are the mapping method with the best prospects for future research.
With the assessment of relevant parameters and their inclusion in the mapping, the
feasibility of fast ion temperature measurements was demonstrated. Taking all of
this in consideration, it can be concluded that neural networks can deliver a signif-
icant contribution to the development of collective Thomson scattering as a Swiss
army knife diagnostic.
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