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Chapter 1

Introduction

Wireless cellular networks have experienced immense growth in traffic loads
over the last few years fuelled by the rapid proliferation of smartphones and
bandwidth-hungry software applications. The sharp rise in traffic volumes is
widely forecast to continue, taxing the networks to the limits of their capacity.

Network densification, i.e. installing many access points (APs) in a small area,
is viewed as one of the key options to boost capacity [14, 15, 23, 25, 33, 37, 69,
70, 103], giving rise to dense cellular networks (DCNs). In DCNs, the distance
between APs is typically in the order of ten to a few (two or three) hundred metres
such that individual APs each cover a smaller area than in traditional macro
cellular networks (MCNs) where APs are typically separated by approximately
one to two kilometres. Consequently, there are fewer users per AP which means
that transmission resources need to be shared with fewer users. In addition, the
transmission distance will typically be shorter, allowing for a higher spectrum re-
use and/or spectral efficiency (see Section 1.1.2) which in turns leads to increased
service rates and throughputs experienced by individual users.

The denser concentration of APs raises new and challenging issues though, in
particular with regard to cell planning and traffic engineering [13, 15, 155, 159].
More APs need to be connected to the backbone network, requiring smart dynamic
routing and traffic aggregation in the backbone. Moreover, physical constraints
will typically make it hard to arrange APs in an ideal hexagonal pattern, which
causes the coverage areas to significantly overlap, and the natural cell regions
to be irregularly shaped. Consequently, the nominal traffic loads will tend to
exhibit more spatial variation than in traditional MCNs. Not only the spatial
variations are more extreme, dense networks also experience more temporal load
fluctuations due to e.g. user mobility. Load conditions are certain to change over
time due to hourly and daily usage patterns.

These spatial and temporal load imbalances bring significant new challenges for
various operational aspects of DCNs, potentially resulting in severe performance
degradation when not accounted for [155], e.g. when users are simply assigned
to the AP that offers the best signal strength [15, 61], which is the most prevalent
assignment rule in the current wireless networks (see Algorithm 1). Load imbal-
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2 Chapter 1. Introduction

ances are not an issue when all APs have ample capacity to serve all wireless
traffic that is assigned to them. However, when there are overloaded APs, i.e.
APs with a shortage of available capacity with respect to the traffic they have to
process, then load imbalances are problematic and can lead to unnecessary delays
and service denials for users.

Generally there are two ways to balance loads in a system: I) bring the capacity to
the demand (users) by selectively activating extra APs or allocating extra spectral
resources, and II) bring the demand to the capacity by offloading users to APs with
low traffic demand. To harness the full potential of DCNs and achieve the design
objectives of next generation-networks (5G) [2], new load-aware techniques are
required for user association [49, 106] and frequency allocation [16, 157], allowing
the network to dynamically react to changing load conditions and balance the
loads among the different APs.

An additional challenge in enabling DCNs is the design of new AP sleeping
strategies that can handle the high variability of traffic demands. AP sleeping
strategies were introduced in view of the rising energy consumption of wireless
networks, both in terms of environmental impact and economic costs. In MCNs,
APs are responsible for about 60-80% of the total energy consumption [121], where
a single active AP may consume up to 90% of its peak energy consumption in
the absence of any traffic due to cooling and pilot signalling [101]. In terms of
economic cost, Nokia corporation recently estimated [81] that the global energy
bill of radio access networks is over 72 billion Euros. A common approach to save
energy is to switch APs into low-power operational modes in the absence of traffic,
e.g. sleep modes [151].

With the high density of APs and their overlapping cells, DCNs experience more
extreme load fluctuations than MCNs, but also offer more flexibility to deal with
these fluctuations. Primarily, switching APs into sleep mode does not directly
lead to coverage holes, as is often the case in MCNs, forcing the latter to be more
conservative in switching off APs. Considering these benefits, DCNs can poten-
tially react to changing traffic dynamics on much smaller timescales than MCNs.
For example, DCNs may be able to react to locally appearing (and disappearing)
hotspots of traffic demands on a timescale of seconds to (several) minutes, while
MCNs can typically only react to day/night traffic patterns appearing on a times-
cale of hours to days due to their cell sizes and the severe coverage degradation
when switching off a macro AP.

Besides load imbalances, a crucial challenge in operating DCNs is their overall
complexity. This complexity is mostly due to the irregular placement of APs
and the increased size of the systems (more APs, larger backbone network, more
types of user equipment), which in turn is a manifestation of the fact that DCNs
profit greatly from network-wide awareness [33, 76, 153–155, 161] instead of only
considering a single macro AP. DCNs have to deal with this increase in complexity
while the operational decisions have to be made dynamically and fast. From
this point of view there may not be enough time available to compute optimal
operational decisions and DCNs need simple algorithms that are fast to execute
and realize a good (but not necessarily optimal) performance [103, 159].
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In conclusion, DCNs create both a stronger need and greater scope for more in-
telligent and load-aware user association, frequency allocation and AP sleeping
algorithms to prevent unnecessary delays and service denials. The design of such
dynamic and load-aware algorithms is critical for effective DCN deployments, cap-
italizing on the full capacity gains and improving the user-perceived performance
compared to the current available strategies [4, 16, 87].

In this thesis we propose new dynamic and load-aware algorithms for DCNs,
significantly improving the user-perceived performance in scenarios with high
load conditions. The remainder of this chapter is organized as follows. In Sec-
tion 1.1 we provide a brief introduction to cellular wireless networks, introducing
the most important concepts that we use in this thesis. In Section 1.2 we describe
Radio-over-Fibre, the key backbone technology that we assume is used to enable
DCNs. In Section 1.3 we outline remaining issues with the state of the art. In
Section 1.4 we present our general goal, introduce a high-level model, and describe
our general approach. The introduced model is used in all other chapters, mostly
with some extra assumptions or simplifications which are pointed out in each
chapter. Finally, in Section 1.5 we list our contributions and results with respect to
the issues mentioned in Section 1.3, and describe the organization of this thesis.

1.1 Cellular wireless networks

In this section we will briefly cover the most important aspects of wireless commu-
nication and LTE-A (Long-Term Evolution - Advanced), the most recent standard
for 4G cellular network communication.

1.1.1 Access points, base stations, and remote radio heads

In a wireless network such as e.g. 4G LTE-A or WiFi networks, there are in
principle two elements of interest: 1) mobile devices of users that want to connect
to (access) the wired network (internet), e.g. smartphones, tablets, laptops, and 2)
access points (APs) that provide this connection. In a cellular network, the APs
are generally called Base Stations (BSs), and in WiFi networks they are typically
called routers or APs. Both WiFi routers and BSs are equipped with significant
computational power used for signal generation and transmission scheduling, and
with antennas to transmit and receive the wireless signals. In cellular networks,
the area in which users can be assigned to a specific AP is referred to as the cell area
(or coverage area) of the specified AP (giving rise to the name cellular networks).
The cell area of an AP may be further subdivided into so-called sectors by means of
e.g. beamforming [143] techniques, which is captured in our modelling approach
(Section 1.4) by pretending that each sector is also a (perhaps rather peculiar) cell
belonging to a virtual AP representing the sector antenna array.

In Chapter 3 we consider a special type of AP: a device that is connected to an
optical fibre and is only equipped to convert optical signals to wireless signals and
vice versa. These devices are called remote radio heads (RRHs), since the radio
head (transmitter/receiver) is physically separated from the signal processing unit
that generates the wireless signals (see Section 1.2).
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Throughout this thesis we will use the term AP instead of BS, since we wish to
emphasize that the cells are much smaller than in traditional MCNs. In Chapter 3
we will make an exception and use the term RRH to stress that we are specifically
considering the interplay between the optical and wireless domain.

1.1.2 Wireless communications

In this thesis we deal with downlink communication only, where the transmitting
party is an AP and the receiver party is a user with a request of a certain size
(in bits). We do assume there is uplink communication and signalling, e.g. a
user initiating a downlink transfer, and users reporting channel state information.
However we assume the uplink communication is orthogonal with respect to the
downlink communication, meaning they do not interfere, and we do not further
consider uplink communication.

In wireless communications, information is transported via the use of electromag-
netic wave forms which we will conveniently refer to as the wireless signal. How
much information (number of bits) can be sent per time unit in principle depends
on two things:

• SINR (Signal-to-Interference-plus-Noise Ratio); the ratio between the re-
ceived signal strength (average power) of the desired signal and the com-
bined received signal strength of all interfering signals (including noise).
The higher this ratio, the more bits per second one can (reliably) transmit.

• Bandwidth: the amount of electromagnetic spectrum (in Hz) that the data
signal covers. The more bandwidth, the more information one can transmit.

In cellular wireless networks, the available electromagnetic spectrum is divided
into so called sub-bands: chunks of fixed bandwidth centred around pre-specified
carrier frequencies. We assume that each AP transmits on each allocated sub-
band with a fixed power P Watt per sub-band. Several studies [65, 132] have
shown that the gain of adaptive power assignments on different sub-bands in
an OFDMA-based cellular network (see Section 1.1.4) is marginal, and hence
for control purposes it is preferred that APs emit with equal power on all their
allocated sub-bands. An AP may transmit on multiple sub-bands simultaneously,
but the total used power of an AP is limited and hence the total number of allocated
sub-bands to an AP is limited.

A user i does not receive full power of an AP but rather receives some fraction
of the power due to path loss factors, such as e.g. distance. Path loss describes
how the signal power decays from the transmitting antenna to the receiving
antenna. After that, the receiving antenna has to convert the wireless signal to an
electric signal, and the efficiency at which this happens is given by the receiving
antenna gain. Also, in addition to the Gaussian white noise (thermal noise) which
is omnipresent in wireless communication channels, the receiver will typically
introduce noise itself. However, the focus of this work is not on antenna efficiency,
and for simplicity we will henceforth assume that the antenna gain is 0 dBi, i.e. it
does not improve the received signal.
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The received signal power of user i from AP l can be expressed by P · PLf (i, l),
where 0 ≤ PLf (i, l) ≤ 1 is the path loss factor from AP l to user i on sub-band
f . Let L(f) be the set of all APs that transmit on the sub-band with carrier
frequency f . The SINR of user i when served by AP l on frequency f is given by

SINRf (i, l) =
P · PLf (i, l)

η +
∑

k∈L(f)\{l}
P · PLf (i, k)

, (1.1.1)

where η is the thermal noise as explained in Section 1.1.3. Based on this SINR, the
Shannon formula [126] implies that user i can receive a maximum communication
rate Ri,l,f (in bits per second) from AP l equal to

Ri,l,f = ω log(1 + SINRf (i, l)), (1.1.2)

where ω is the fixed bandwidth1 in Hz around the carrier frequency f .

1.1.3 Thermal noise

Any wireless communication channel inherently experiences thermal noise. For a
channel of bandwidth ω Hertz, the noise power η in Watt is given by

η = kB · T · ω, (1.1.3)

where kB = 1.38064852 · 10−23m2 kg s−2K−1 is the Boltzmann constant, and T
is the system reference temperature, which is commonly taken as 290K (room
temperature). This results in an average noise power density ηHz of

ηHz = 1.38064852 · 10−23 · 290 = 4.0 · 10−21W/Hz = −174 dBm/Hz, (1.1.4)

which is often used as thermal noise power density in numerical experiments (e.g.
[76, 130, 146]). To obtain proper values for the SINR (1.1.1) we then have to either
divide all received powers by the channel bandwidth, or multiply ηHz with the
channel bandwidth. We choose the latter option, which results in a noise power of

η = 180 · 103ηHz = −122 dBm, (1.1.5)

which is equal to 6.7 · 10−16W , for a channel bandwidth of ω = 180 kHz (see
Section 1.1.4).

1.1.4 4G LTE: sub-bands, resource blocks, and scheduling

In this section we describe how the available spectrum is structured in the 4G
LTE standard [1], and how the APs (or BSs) make use of this structure in their
scheduling policies.

4G LTE-A divides the available frequency spectrum in non-overlapping sub-
bands, such that information can be sent to multiple users simultaneously by

1Often the symbol B is used for bandwidth, but in this thesis we reserve B(i) for the file size of
user i, see Section 2.2.
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using different sub-bands as well as different timeslots, see Figure 1.1. This
technique is called Orthogonal Frequency Division Multiple Access (OFDMA). In
the most common 4G systems, the spectrum is divided into sub-bands of 180 kHz
each, centred around primary carrier frequencies. In addition to the spectrum
division, time is also divided into slots of 0.5ms. The minimum capacity that can
be allocated to a user is called a resource block (RB) and consists of one slot on
one sub-band (see Figure 1.1), i.e. half a millisecond of 180 kHz. Within a RB, the
available spectrum is further divided into 12 sub-bands of 15kHz each, centred
around sub-carriers. The time slot of 0.5ms is also further divided into seven
sub-slots, resulting in 7× 12 = 84 resource elements (REs) per RB. Of these 84 REs,
four are reserved for pilot signalling: by transmitting predetermined signals, the
user can deduce the channel state and report back this information to the AP, such
that the AP can adapt its transmission format based on the quality of the signal
received by the user. The other REs are used to transmit information to the user,
where the number of bits that can (reliably) be transmitted per RE depends on
the SINR. A visual representation of the above-described structure is given in
Figure 1.1.
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Figure 1.1: 4G LTE-A frame, subframe, slot and resource block. The
dark gray resource elements are used for reference signals.

One of the most difficult tasks of an AP is to decide which RBs are used to transmit
information to a specific user. This problem is normally referred to as the user
scheduling problem, and a lot of research has been done on scheduling algorithms.
There are many different ways in which the RBs can be used to serve users, offering
a lot of flexibility in a carrier by e.g. dynamically adjusting the time slot allocation.
This task is performed by what is called the scheduler and falls outside the scope
of this research. However, we will briefly explain the assumptions we make on
the scheduler.

In most of the 3rd and 4th generation cellular networks, APs are equipped with
a Proportional Fair (PF) scheduler [7, 35, 118] (see also Appendix A.2.2). Propor-
tional Fair refers to the objective of the scheduler. For example, if the objective is
to maximize the throughput (bits/second), then the only users that are scheduled
are those with the highest SINR values. That means that users at the cell edge
are rarely served, as their signal is weaker and the interference is stronger. Of
course this is not ”fair”, and an alternative to maximizing the throughput is to give
everyone the same rate. However, this is inefficient as many users may experience
a very low service rate just because one user has a very low SINR and requires a
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lot of resource blocks. A PF scheduler aims to maximize the sum of the logarithms
of the throughputs of users, realizing a trade-off between maximizing the total
throughput and serving users with low SINR values [71, 139]. The derivate of
log(r) is 1/r, implying that even though a higher rate r is better, it essentially pays
off more to further increase the rates of users that experience a very low rate. This
is a manifestation of the user’s utility or happiness: users that already experience a
high rate are very happy, and their satisfaction is unlikely to increase significantly
when their rate is further increased. However, users with a very low service rate
typically experience a substantial quality of service improvement when their rates
are increased.

It can furthermore be shown that when for each user in service at AP l, the values
for SINRf (i, l) are independent of the frequency f , the PF scheduling is accurately
represented by a processor-sharing queue [26–29, 59, 91, 92] where the service
rates depend on the combination of user and AP. With the exception of Chapter 5,
we model interference by means of an interference graph and hence assume
interference-free frequency allocations. In these chapters we can then model
our APs as processor-sharing queues. In Chapter 5 however, we implemented
a PF scheduler for the simulations, giving rise to long simulation times as our
implementation calls Matlab2 many times to solve convex optimization problems
that we use to represent the PF scheduling at the AP.

1.2 Radio-over-Fibre: enabling 5G wireless networks

With the development of 5G, numerous new technologies are proposed and
developed to achieve the 5G design objectives [2]. A very prominent role is envi-
sioned for Software-Defined Radio Access Networking (SD-RAN) technologies. In
short, SD-RAN decouples the AP intelligence from the physical antennas, allowing
for more flexibility in system configurations (e.g. SoftAir [5], SoftRAN [53]). A
centralized control unit is running virtual APs, which are transmitting via a set of
RRHs. The RRHs are connected via a backbone structure to the centralized control
unit (CCU). Having all intelligence at the CCU means that a lot of information is
available there, which can be used to better control the network in terms of user
assignment, frequency allocation, and active APs/RRHs.

One specific and promising backhaul architecture to enable SD-RAN with RRHs
is Radio-over-Fibre (RoF) [24, 78, 79, 100, 124]: the wireless signal is generated at a
CCU and sent as optical signal through a fibre to a RRH. At the RRH, the optical
signal is transformed to a wireless signal, and then transmitted to the destined
users. RoF is a powerful enabling technology for SD-RAN since it potentially
allows for several advanced techniques like beamforming and MIMO [36, 147,
148] by exploiting Wavelength Division Multiplexing (WDM) techniques, i.e. the
use of different (optical) wavelength channels through the same optical fibre. The
optical network can be quickly reconfigured to accommodate dynamic frequency
and wavelength allocation schemes, and direct the spectral resources to where
they are most needed.

2Matlab is a mathematical software package that contains a solver for convex optimization prob-
lems.
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An alternative for the backbone architecture is to use a wireless backhaul, which is
easier and cheaper to install since it does not require laying a physical fibre/copper
network (with all manual labour involved like e.g. digging trenches) connecting
the different APs. However, as the radio spectrum is already scarce, using a
wireless backhaul goes at the expense of the capacity of the wireless network.
Hence, using an optical backhaul offers more capacity, which can be used to
accommodate higher data rates or more users. There are many situations in which
an optical backhaul is feasible and affordable, both outdoor and indoor (e.g. office
buildings, stadiums, conference centres, large train stations, etc).

Backhauling by means of optical fibre may take various forms, a few of which we
briefly mention. Perhaps the most obvious option is where the baseband data is
transported by the optical network, and the modulation at the radio frequency
is done at the AP. This is comparable to the traditional situation in which all
modulation and scheduling is done at the AP site. A second variation is where
the data is already modulated on an intermediate frequency, and the AP or RRH
transposes the signal to the desired radio frequency. This requires frequency
up- and down-converters at the AP, but no scheduling or modulation. Lastly,
the option that we will consider is where the data is already modulated on the
desired radio frequency, and these signals are transported in optical form (either
analogue or digital) through the fibres to the APs. This option requires frequency
and wavelength add/drop multiplexers at the RRHs, allowing for selectively
transmitting the prepared radio signals.

Using a RoF architecture as backhaul in dense cellular networks impacts the radio
resource allocation. This impact has received little attention in the literature but,
when ignored, may have disastrous consequences for the user experience, leading
to unnecessary high service denials or low throughputs. New resource allocation
schemes are needed to operate RoF-enabled dense cellular networks. These new
schemes should take the varying load conditions at APs into account, in order to
prevent unnecessary service denials and/or low throughputs [16, 49, 50, 106, 157].

1.3 Discussion and related work

User association, frequency allocation, and AP sleeping strategies have been major
themes in wireless networks research and hence there is a vast literature covering
these problems in many variations. In this section we will review the dominant
research themes or directions and also explain how our contributions go beyond
the state-of-the-art.

1.3.1 User association

Traditionally, in cellular wireless networks, a user is served by the AP that provides
the highest SINR value for that user, irrespective of the load conditions at the
AP. This user assignment rule will be referred to as the Best-SINR algorithm (see
Algorithm 1), and in scenarios where the APs have ample capacity this is the
best assignment from the user’s perspective as it typically results in the highest
possible throughput for the users.
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In the setting of DCNs the game changes and the Best-SINR user association
is no longer always optimal, specifically when APs are overloaded under this
association rule. From a high-level perspective the optimal cell selection (or
user association) may then be viewed as a load balancing problem in a parallel-
server system, where incoming jobs are assigned to one of several servers so as to
distribute the load and optimize some performance metric of interest. However,
cellular wireless networks involve two key features which provide fundamental
differences from the typical load balancing framework in the literature.

First of all, in prototypical load balancing problems, users are assumed to be served
sequentially, either in a First Come First Served (FCFS) manner or according to
some priority strategy [56]. However, as described in Section 1.1.4, under specific
frequency allocations each of the APs corresponds to a processor-sharing queue,
which has received limited attention in the load balancing literature [10].

Second, in conventional load balancing settings, servers may have different pro-
cessing rates and there may be heterogeneous user classes with different service
requirement distributions, but the service rate is determined by the server only,
and not by the user identity. In our set-up, the service rate can depend on the
specific combination of the user class and the access point in any arbitrary way.
This is a manifestation of the different signal strengths of various users with re-
spect to different access points, and creates a further challenge for load balancing
policies [133].

Borst et. al. [30, 32], and Shen and Yu [127] also consider load balancing scenarios
in which the service rates depend on both server and users. However, their
proposed algorithms require solving an optimization problem at each arrival or
departure epoch. Within the time it takes to solve such optimization problems,
the system state may have changed significantly, which means that significant
computation power has been spent on computing solutions that are often outdated
and no longer applicable.

We note that many papers have addressed the problem of optimal user association
from a utility maximization perspective, both in cellular and WiFi settings [34,
85, 86, 97, 118, 122, 127, 146, 157, 162]. However, these papers mostly focus on
establishing computational complexity results, in particular NP-hardness, and
developing efficient (approximation) algorithms for static user ensembles. Feng
et al. [46] and Kudo and Ohtsuki [80] apply Q-learning to find an optimal user
association, also for a static user ensemble. None of the mentioned papers are
concerned with optimizing the perceived throughput performance for dynamic
populations of flows.

Of course, several works have considered flow-level dynamics as well. Rengarajan
and De Veciana [120] develop an algorithm which is related to our special case for
two APs (Section 2.2.4), but unfortunately only cover up to three APs, whereas
we allow an arbitrary (but finite) number of APs. Li et al. [84] also propose a
load balancing policy for arbitrarily-sized systems, but they do not account for
differences in service rates. Liakopoulos et al. [88] develop an algorithm for robust
user association, but use a precalculated association rule. Once determined, their
solution can no longer adapt to changing load conditions. We specifically mention
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the work of Kim et. al. [73, 74], which presents a user association rule that is akin
to the one we propose, and more details on the significant differences will be given
in Chapter 2.

Finally, the optimal cell selection problem is tangentially related to assignment
schemes in dynamic spectrum access [45] and so-called congestion games, al-
though there the user population is either supposed to be entirely static, or only
subject to exogenous random variation [125]. In our situation, the variation in the
population of elastic transfers is intrinsic and strongly impacted by the cell selec-
tion decisions. Ignoring the latter knock-on effects can yield highly suboptimal
decisions and carry severe performance penalties [72].

1.3.2 Frequency allocation

Surprisingly, there is hardly any literature covering frequency reuse in (4G) DCNs
that does not assume universal reuse among cells, i.e. each AP can use the full
available spectrum. Hence, universal reuse (or reuse 1) is prevalent assumption
in 4G networks among macro cells [140], based on regular positioning of the
macro APs. This is mostly aided by dividing the cell into three sectors and re-
using the frequencies in three corresponding subsets. In DCNs however, the
overlapping coverage areas in combination with universal frequency reuse may
lead to highly varying and destructive interference conditions among different
cells [62]. When smaller cells come into play, the focus is mostly on Heterogeneous
Networks (HetNets) with a typical scenario of one macro cell with several smaller
cells in its footprint. Frequency (or resource) allocation schemes then typically
concentrate on sharing the spectral resources of the macro with smaller (pico) cells,
avoiding macro-pico interference as much as possible. In this direction we find
enhanced Inter-Cell Interference Coordination (eICIC), e.g. [104, 129, 137], and/or
(Fractional) Frequency Reuse (FFR), e.g. [9, 134, 135], both of which typically work
with dynamic traffic.

A dynamic resource allocation scheme which shows some resemblance with our
proposed algorithm is called channel borrowing, first introduced by Engel and
Peritsky [43] for voice communications in MCNs. In a channel-borrowing scheme,
APs that (temporarily) experience a higher traffic demand can borrow a channel or
sub-band from a neighbouring AP when that AP is not using it. This scheme relies
on a channel allocation which is given a priori, where we, on the other hand, do
not assume any given allocation as starting point. Moreover, channel-borrowing
schemes were designed for voice traffic and channels were assigned on a per
user basis, whereas we combine all resources at the AP (or RRHs) and apply a
processor-sharing discipline.

Traditionally, dynamic channel or frequency assignment assumes that the APs are
positioned in a regular hexagonal pattern [9, 38, 42, 94]. Without this assumption
of regular AP placements, many works investigate the problem of interference-
avoiding resource allocation [89, 104, 142, 160], and/or focus on HetNet scenarios
where the resources have to be optimally shared between different tiers (macro
and pico or femto APs) [130, 135, 137].

Considering the RoF backhaul, most research papers on frequency or wavelength
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allocation problems focus either only on the wireless or only the optical domain.
To the best of our knowledge, Zhang and Ansari [160] are the first to have studied
a combined wireless and optical resource allocation problem in a RoF pico-cellular
network. They focus on an allocation per timeslot, do not explicitly account for
the optical fibre topology, and most notably, the proposed algorithms are not
load-aware.

Klinkowski, Jaworski, and Careglio [77] have looked into the optical resource alloc-
ation in RoF networks and present many observations and system constraints that
we also use. However, they do not consider the frequency allocation, assuming
frequencies are already assigned in an interference-free manner.

When interference graphs are used to model the interference constraints, allocating
frequencies depending on loads may be seen as a variant of the graph multicolour-
ing problem [57, 58], where vertices of the graph represent APs, and two APs are
connected by an edge if they are not allowed to transmit on the same frequency.
The allocation of optical wavelengths to RRHs is related to the (1-dimensional) bin-
packing problem with conflicts [44]. Depending on the objective, the combined
resource allocation is therefore a combination of a multicolouring problem and a
bin-packing problem, and hence NP-hard to solve in general as the multicolouring
problem is NP-complete for general interference graphs.

1.3.3 Joint user association and frequency allocation

In a wireless system, adapting the user assignment and bringing users to APs that
are further away typically decreases the spectral efficiency due to an increased
path loss, and hence results in lower service rates for those users. It is more
efficient to try to bring available capacity close to the user.

However, since variations in user demands typically change on a smaller timescale
(milliseconds to seconds) than statistical differences in load conditions at APs
(seconds to minutes), load-aware user association schemes should be used to
deal with the variability from arriving user intensity, and load-aware resource
allocation schemes should aim to deal with statistical changes in the average load
conditions. We therefore focus on a decision timescale of multiple user activations,
meaning in the order of seconds to minutes. The sub-bands should be allocated
for longer time periods (seconds rather than milliseconds), and should not be
changed to accommodate a single user but rather to relieve a heavily loaded region
or hotspot.

There are a few papers that combine user association and frequency allocation
[123], but they assume a fixed and given set of frequencies at APs: the allocation
is very much like a scheduling problem at the AP. Works that consider joint user
association and frequency allocation without a fixed set of resources at the AP do
not consider operating them on different timescales [22, 47, 48, 90].

1.3.4 Self-organizing frequency allocations

The frequency allocation approaches based on interference graphs are typically
applied to stationary settings [164], and obtaining such an interference graph may
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require extensive field measurements [156]. When the network topology changes
(e.g. installing, removing, or malfunctioning APs), the interference graph has to
be adapted, possibly requiring more field measurements.

Uygungelen et. al. proposed a method to construct an interference graph based
on SINR values of users [142]. Their method requires a centralized processing
unit and knowledge of SINR values of users, and both are perfectly possible in
DCNs. However, their approach is very conservative: an edge is created between
two APs in case there is at least one user whose SINR drops below a predefined
threshold. Thus, a whole AP may be restricted from using the frequency set of
another AP just because of the position of a single user. In addition, the proposed
method does not deal with dynamic user populations as the interference graph is
only recalculated when the (active) AP set changes.

Several papers have studied dynamic resource allocation schemes in voice cellular
networks. Ule and Boucherie [141] proposed a channel-borrowing strategy for
road covering networks, using traffic predictions for optimal channel-borrowing
strategies. Nanda and Goodman [98] proposed a DFA algorithm where the de-
cision for a specific AP about which frequency to acquire or release is based on a
cost or reward function, respectively. For resource acquisition, the resource with
the lowest cost is selected, and for resource release, the resource with the highest
release reward is selected. Nanda and Goodman based these rewards and costs
on blocking probabilities for voice cellular networks. However, current and future
cellular wireless networks are no longer channel-based networks or Erlang loss
networks, but are better represented by flow-based networks (4G flows) with a PF
scheduling policy at the APs.

Despite the myriad research papers covering spectrum allocation and FFR, fre-
quency allocation in dense cellular networks combines system characteristics
which have not been studied jointly: irregular cell sizes, varying interference
conditions and dynamic and imbalanced traffic demands. Varying interference
and dynamic traffic is typically addressed by eICIC and/or FFR, but their focus
is typically on a single macro cell that has to share its spectral resources with
embedded smaller cells (e.g. pico or femto cells). The combination of irregular
cell sizes and varying interference is mostly covered by interference graphs, but
these types of results typically do not deal with dynamic traffic.

1.3.5 Green cellular networks

In principle energy can be saved in two ways: reducing the transmission power
(e.g. [6, 158]) and/or switching APs into low-power operation modes. We focus
on the second option, i.e. switching APs into low-power mode (sleep mode) in
situations of low load conditions.

There are roughly three network modelling perspectives in the existing literature
on AP sleeping strategies: models that focus on a single AP (e.g. [54, 55, 150]),
models that focus on a single HetNet cell with a macro AP and several pico APs
(e.g. [41]), and models that consider the entire network (e.g. [3, 6, 40, 52, 60, 63, 64,
76, 93, 105, 119, 131, 145, 161]). We will briefly discuss the first two approaches and
then focus on network-wide models since systems with network-wide awareness
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typically outperform local strategies.

First, when considering a single AP, energy can be saved by switching the AP
into sleep mode when no more users are in service. Several papers exploit an
M/G/1 queueing model to derive asymptotically (locally) optimal activation
strategies [54, 55, 150] such as activation after a pre-optimized sleep period or
when the number of users awaiting the activation hits a certain threshold. These
queueing-based methods are easy to implement but require a priori information
to operate optimally and also place users in a queue when the AP is not active,
potentially leading to unnecessary delays.

Secondly, in the case of a single HetNet cell the macro AP is typically always on
[41, 83]. In such a scenario the authors optimize the operational modes of the pico
APs in the macro cell. Their approaches have the advantage that users are always
directly placed in service, but limit the potential for saving energy as they do not
consider the traffic conditions in neighbouring (HetNet) cells, nor allow for the
macro AP to be turned off.

For the remainder of this section we focus on the cellular network at system
level. In this setting, user assignments can specifically focus on active APs, which
eliminates delays experienced by users assigned to a sleeping AP. Moreover, AP
sleeping strategies with system-wide awareness may better recognize when to
(de-)activate an AP as they can account for traffic offloading to neighbouring active
APs, potentially leading to increased energy efficiency compared to local strategies.
There are many results on models that consider the entire network and we further
discuss them from three different perspectives: the considered network topology
(regular or arbitrary), the proposed decision type of the algorithms (randomized
or not randomized), and the considered user population (fixed or dynamic). We
briefly consider each perspective, using them to position our work in relation to
existing literature.

In terms of the network topology, several papers focus on the traditional macro
cellular hexagonal AP positioning, presenting specific case studies [4], dealing
with both transmission power and operation modes [6], or using detailed user
position information [145]. These results rely on regular AP positioning, which is
no longer a fair assumption in DCNs. The works outlined below (including our
work) do apply to arbitrary network topologies.

Several papers exploit stochastic geometry to find an asymptotically optimal num-
ber of active APs, or probabilities that APs are active [40, 93, 105, 131]. These all
result in randomized strategies that can make a different decision when presented
with the same load conditions. Other approaches [3, 52, 60, 63, 64, 76, 119, 161] and
- as we will see later - our approach consistently make the same decision under
the same conditions, making them more reliable in the sense that the algorithms
do not suffer from “unlucky tosses”.

Looking at the user population dynamics, we find many approaches that optimize
AP operation modes for a specific (fixed) user population [3, 52, 60, 119, 161].
Jahid et al. [63, 64] on the other hand focus on user association specifically and
on the use of on-site renewable energy sources (e.g. solar panels), and simply
switch any AP into sleep mode during off-peak hours. We particularly mention
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the work of Zheng et al. [161], which applies game theory to include the effect
that switching an AP into sleep mode leads to load increases at other APs. All of
these approaches are optimized for a static user population, potentially requiring
a new optimization every time the user population changes. Considering the fast
flow-level dynamics of DCNs, strategies optimized for static user populations
may need to change operation modes faster than the optimal operation modes can
be determined.

1.4 General goal, model, and approach

In this section we define some notation used in this thesis, introduce common mod-
elling assumptions and explain our general approach and the types of solutions
we are after.

1.4.1 Notation

We use the following notation for commonly appearing operators, functions or
objects. The indicator function 1 [A] is defined such that 1 [A] = 1 if A is true, and
1 [A] = 0 otherwise. We use ‖·‖ for the standard Euclidean norm, ~1L represents a
vector of length L containing only ones, and ~0 represents a vector of only zeros
where the length is clear from the context. The l-th standard unit vector is denoted
by ~el, and the length is also typically clear from the context. We write E[·] for the
expectation and P(·) to denote the probability.

Furthermore, bold letters (e.g. x, Y (i)) or symbols (e.g. ρ) represent vectors, and
the l-th component of the vector y is written as yl (not bold, subscript denotes the
component). Capital letters (e.g. N (i), L(i)) generally represent random variables
or constants, and calligraphic letters (e.g. L, F ) usually represent sets. Superscripts
with brackets, as for example appear in y(i) or N (i), do not represent a derivative
(as they are sometimes used) but the i-th iterate or realization of that object (vector,
random variable).

Throughout this thesis we conveniently use the same letter in different formats
or alphabets when different mathematical concepts relate to the same base object.
For example, the letter l is connected to APs: a single AP is identified by l, the
number of APs is given by L, and a set of APs is represented by L (plus some
sub- or superscripts, or arguments, to further identify a specific set of APs). An
exception to this convention is N: typically n is used to refer to a location or user
class, but Nδ(y) represents a δ-neighbourhood around a vector y. Formally:

Nδ(y) := {y′ ∈ Y | ‖y − y′‖ ≤ δ} , (1.4.1)

where Y is a subset of RL containing y.

In the domain of queueing theory it is common to reserve the symbol λ for arrival
rates. Although this work also contains many elements of queueing theory, we
reserve the symbol λ for optical wavelengths and instead use ν to denote arrival
rates.
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1.4.2 Goal and high-level approach

The main challenge that we address in this thesis is dynamical adaption the
network to changing traffic demands such that users experience excellent per-
formance (Chapters 2 - 5), or such that a desired trade-off is realized between
energy consumption and user-perceived performance (Chapter 6). Motivated by
the issues described at the beginning of this chapter, we focus on the following
operational decisions in this thesis:

• User assignment; decide for each user which AP will serve them,

• Frequency allocation; for each AP decide which sub-bands they can use to
serve users,

• AP (de-)activation; decide which APs are active and can serve users and
which ones are put into sleep mode to save energy.

In our proposed approaches, we generally first consider a stationary scenario of
the system: a period in time where the traffic demands (e.g. arrival rates, mean file
sizes) are stationary. For such a scenario we formulate an optimization problem
and then analyse the structure of this problem to obtain properties for optimal
user assignment, frequency allocation or AP (de-)activation. These properties are
then used to design decision rules and dynamic algorithms which will no longer
depend on the stationary situation and can react to changing (non-stationary)
traffic demands.

1.4.3 General stationary scenario

We consider DCNs with L APs, and we focus on the downlink communications
only, in scenarios with elastic traffic. Elastic traffic may be thought of (as expertly
phrased by Pióro and Medhi [107]) as consisting of “traffic streams that can exhaust,
perhaps within certain bounds, any bandwidth that is assigned to them”3. One may think
for example of downloading files: there is no real minimum service rate required
to download a file, although a higher service rate means the file is downloaded
faster, resulting in happier users. Focussing on elastic traffic allows us to view the
APs as processor-sharing queues, since in a processor-sharing queue a user may
experience varying service rates over time due to a varying user population in
service at the AP.

For convenience, we assume that there is a discrete set of N user locations, which
may be interpreted as a suitable discretization of the overall coverage area. A
location does not necessarily have a geographical interpretation, but rather repres-
ents a class of users that all have (approximately) equal physical transmission rate
characteristics with respect to the APs as described below. At each location n, users
initiate file transfers with rate νn. When a user initiates a file transfer, he must be
immediately and irrevocably assigned to one of the APs (we do not specifically
consider handovers in this thesis). The sizes of the file transfers initiated by users

3But of course no more than the AP has available.
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in location n are independent and have mean βn bit. We do not explicitly consider
user mobility.

Remark 1.4.1. At this point we wish to note that, although in our model and analysis
we use a discrete set of locations, we aim to design decision rules (for user assignment,
frequency allocation, or AP (de-)activation) that do not rely on these locations since the
underlying discretization is most probably not available in practice. For the same reason,
we also aim to avoid the specific use of νn and βn in the final decision rules. Instead
we use estimates of the resource utilization at APs to obtain load proxies and use these
in our decisions. As a result the decision rules become self-organizing in the sense that
they dynamically react to changing load conditions at the APs. In other words, when the
system changes from one stationary scenario to another, the decision rules automatically
adjust to the new situation.

Throughout many chapters we model interference by means of an interference or
conflict graph on the APs with (undirected) edge set E : if two APs are connected
by an edge then they are not allowed to transmit on the same sub-band. Even
though interference graphs are not as precise as SINR-based interference models,
several studies have shown that an interference graph is sufficiently accurate
for capturing interference in this context [58, 160, 164]. Allocating sub-bands
constrained to the interference graph means that we impose that they are free
of interference from other APs. In Chapter 5 we explicitly do not consider an
interference graph and work with an SINR-based interference model.

Let Rn,l be the maximum physical transmission rate in bits per second that could
potentially be received by a user at location n from AP l. By physical rate we
mean the achievable transmission rate per resource unit (e.g. physical resource
blocks in LTE, or frame durations in WiFi), multiplied with the total number of
available resource units per unit of time. This is in line with the rates as defined in
equation (1.1.2) and if Fl is the set of sub-bands allocated to AP l then Rn,l can be
represented by

Rn,l =
∑
f∈Fl

Ri,l,f . (1.4.2)

We assume that the available set of sub-bands F is such that the path loss terms
PLf (i, l) do not significantly differ over the sub-bands f ∈ F , which is a common
assumption in the cellular wireless network literature when considering flow-level
traffic models [26, 29, 30, 73, 134]. This assumption is not strictly necessary in
Chapter 2 or Chapter 6, but conveniently allows us to think of (1.4.2) as

Rn,l = |Fl| ·Ri,l,f , (1.4.3)

where f may be any sub-band f ∈ Fl. With a slight abuse of notation, in Chapters 3
and 4 we will use Rn,l to represent Ri,l,f , such that we can also write |Fl| · Rn,l

instead of |Fl|·Ri,l,f . In Chapter 5 we still assume that the path loss terms PLf (i, l)
do not significantly differ over the sub-bands f ∈ F , but the sub-band allocations
are no longer assumed to be interference-free. Consequently, (1.4.2) still holds, but
(1.4.3) is no longer applicable in Chapter 5.

For a given user location n, the transmission rate Rn,l may be zero for some
(and in fact many) APs l, reflecting that location n falls outside the maximum
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transmission range of these APs. Thus, in typical scenarios, only a few of the Rn,l

values for a given location n will be non-zero, and these values can be reasonably
well estimated from SINR measurements (see Section 1.1.2) which are already
common in current systems at the initiation of a flow. See Figure 1.2 for a visual
representation of the basic system model.

l1

l2

n1

n2

ν1β1

ν2β2

Rn1,l1

Rn2,l1

Rn1,l2

Rn2,l2

Figure 1.2: A visual representation of a stationary scenario with two
APs and two locations.

Remark 1.4.2. For convenience, we assume that the physical transmission rates are
constant over time. Time-varying rates due to fading and opportunistic scheduling gains
are thus not explicitly considered here. We also implicitly assume that the physical trans-
mission rates are not strongly impacted by time-varying activity levels at neighbouring
access points, which is reasonable when the transmission resources (e.g. time slots or
frequency bands) are orthogonal.

Remark 1.4.3. Together, the rates νn and the mean file sizes βn determine the traffic
demands of the system and they may change over time. However, in the stationary scenario
that we currently consider they are constant (by definition).

Remark 1.4.4. In practice it is more convenient to think of user-dependent service rates
Ri,l rather than location-dependent service rates Rn,l. In principle they are equal when
user i is at location n, but if we do not have a discretization into locations it is more
intuitive to use the notation Ri,l.

Based on the user-dependent service rates mentioned in Remark 1.4.4, the Best-
SINR algorithm that was first mentioned in Section 1.3 can now be formally
described as presented in Algorithm 1.

Algorithm 1: Description of the Best-SINR user association.

Assignment Step: User i+ 1 is assigned (uniformly at random)
to an AP l ∈ argmaxl′{Ri,l′}.

Besides user assignment we also consider sub-band allocation. We assume that
a sub-band (see Section 1.1.4) is the smallest non-divisible slice of spectrum that
can be allocated to an AP. Each sub-band is centred around a (carrier) frequency,
meaning we can identify the sub-bands by their respective carrier frequencies. In
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our terminology, sub-band f thus refers to the sub-band that is centred around
carrier frequency f . In the literature, specifically in the area of discrete optim-
ization, it is common to speak of frequencies rather than sub-bands, giving rise
to terms like frequency allocation (instead of sub-band allocation). In this thesis
we will use the terms “sub-band” and “frequency” interchangeably and typically
speak of frequency allocations where sub-bands are allocated to APs. The set of
available sub-bands is given by F , with |F| = F . An AP can transmit on multiple
sub-bands, but on at most Fmax ≤ F at any given time due to antenna and power
restrictions. The number of sub-bands allocated to AP l is denoted by Fl.

1.4.4 Stationary load balancing problem

Let xn,l be the (long-term) fraction of users at location n that will be assigned to
AP l, with

∑L
l=1 xn,l = 1, ∀n = 1, . . . , N . For example, the assignment fractions

x̂ corresponding to the Best-SINR algorithm are fixed and independent of load
characteristics, and are given by

x̂n,l =

{
1/ |argmaxl′ {Rn,l′}| if l ∈ argmaxl′ {Rn,l′} ,
0 otherwise. (1.4.4)

Furthermore introduce binary decision variables zf,l, where zf,l = 1 if sub-band f
is assigned to AP l, and 0 otherwise, and where z = (zf,l){f=1,...,F,l=1,...,L} is the
vector of binary decision variables. Then Fl = Fl(z) =

∑F
f=1 zf,l.

In order to get a notion of the load for the APs we will use concepts from queueing
theory where the load of a server is thought of as the average amount of work
offered to the server (per time unit) relative to how much work the server can
process on average (per time unit).

Similarly we can define the (long-term) load of an AP l (in the stationary scenario)
as

ρl = ρl(x, z) =

N∑
n=1

νnβn
Fl(z)Rn,l

xn,l, (1.4.5)

where x = (xn,l){n=1,...,N,l=1,...,L} is the vector of assignment fractions. The
long-term load (1.4.5) is defined as the average amount of bits per second that an
AP has to send to a location, divided by the rate (also bits per second) at which
the AP can send these bits, summed over all locations. Hence, ρl(x, z) may be
thought of as the resource utilization, although the load as defined in (1.4.5) may
be greater than one while a resource utilization can be at most one (we cannot use
more resources than available).

Matching capacity with demand can be interpreted as minimizing the maximum
long-term load among the APs. This can be formulated by the following optimiza-
tion problem, where x, z, and U are the decision variables, with U representing
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the maximum load among the APs:

min
x,z,U

U (1.4.6a)

sub: ρl(x, z) ≤ U, ∀l, (1.4.6b)

Fl(z) =

F∑
f=1

zf,l ≤ Fmax, ∀l, (1.4.6c)

zf,l ∈ {0, 1}, ∀f, l, (1.4.6d)
zf,l1 + zf,l2 ≤ 1, ∀{l1, l2} ∈ E , (1.4.6e)
L∑

l=1

xn,l = 1, ∀n, (1.4.6f)

xn,l ≥ 0, ∀n, ∀l. (1.4.6g)

In the optimization problem (1.4.6a)-(1.4.6g) the minimization of the maximum
load is characterized by the objective and constraints (1.4.6b), the constraints in
(1.4.6c) enforce a limit on the number of assigned sub-bands to an AP, the con-
straints in (1.4.6e) represent the interference graph constraints, and the constraints
(1.4.6f) make sure all traffic at a location is assigned to an AP.

The optimization problem (1.4.6a)-(1.4.6g) is a mixed-integer (x is continuous, z is
binary), non-convex and quadratically constrained (consequence of the constraints
in (1.4.6b), (1.4.6d), and (1.4.6e)) optimization problem with a linear objective
function. The non-convexity in particular makes it hard to find a globally optimal
solution.

Throughout this thesis, the stationary optimization problem (1.4.6a)-(1.4.6g) plays
a central role and we consider several special cases, extensions or generalized
versions of this problem. For example, in Chapter 2 we only consider the user
assignment, removing all components that contain the decision variable z, which
results in a linear programming (LP) problem. In Chapter 3 on the other hand
we do not consider the user association problem, and consider an extension of
the sub-band allocation problem by additionally accounting for RoF allocation
constraints. In Chapter 5 we no longer consider interference graphs but instead
use SINR-models where the interference is sub-band dependent. Consequently
the effects of the PF scheduler are no longer accurately represented by a processor-
sharing queue, which complicates the definition and interpretation of ρl and hence
also the formulation of an optimization problem like (1.4.6a)-(1.4.6g). Finally, in
Chapter 6 we adapt the problem slightly by considering the active and sleeping
APs instead of sub-band allocations, yet we do still consider the user assignments.

1.4.5 Performance indicators

In order to test if our algorithms are better than existing approaches we will
consider several measures of user-perceived performance. First of all we consider
the fraction of service denials. At each AP we allow a maximum number of users
to be in service simultaneously, and if a new user initiates a file transfer and is
allocated to an AP that has reached this maximum we deny service to the user
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(the user leaves the system without receiving service). In principle service denials
can be used to identify overloaded APs: if an AP has to deny service to users it
apparently does not have enough capacity do deal with the offered traffic.

Further key performance indicators that we consider are user-perceived through-
put and user-perceived delay. The user-perceived delay is defined as the total
time for its file download to be completed4. The user-perceived throughput
is defined as the user’s file size divided by its total serving time (delay). APs
that are overloaded will have an increasing backlog, causing long delays and
low throughputs. Hence, algorithms that are better in alleviating overloaded
APs will show fewer users with low perceived throughputs or high delays. Our
numerical results will often include empirical cumulative distribution plots of
the user-perceived throughputs and delays. These cumulative distribution plots
should be interpreted as follows:

• For throughput, the lower the curve the better, as more users will then have
experienced a high throughput.

• For the delay plots it is the exact opposite: the curve should be as high
as possible, quickly jumping to 1, as in that case more users will have
experienced a low delay.

Remark 1.4.5. Notice that in a system where all APs have ample capacity to deal with the
offered traffic, there is no need to balance the loads and users will be best off by assigning
them to the AP that provides the highest SINR (i.e. the Best-SINR association). Therefore
we will mostly be interested in scenarios where there is at least one AP that is overloaded
under Best-SINR association and does not have sufficient capacity to deal with the offered
traffic.

1.5 Overview, contributions, and results

Inspired by the challenges stated at the beginning of this chapter, this thesis
adds the following results to the state-of-the-art in user assignment, frequency
allocation, and AP sleeping algorithms for DCNs.

In Chapter 2 we focus on the problem of dynamically assigning users to APs
without a priori knowledge of the traffic characteristics and with the aim to
improve the user-experienced performance compared to the Best-SINR algorithm.
We design a self-organizing and load-adaptive user association algorithm: the
Shadow Price Assignment (SPA) algorithm [109–111]. The SPA algorithm uses
a parsimonious set of control parameters (shadow prices) which are learned
in a measurement-based manner, thus providing an automated mechanism for
traffic engineering and cell planning. We establish convergence of the control
parameters of the SPA algorithm under suitable assumptions. Moreover, we
provide a clustered version of the original SPA algorithm which improves user-
perceived performance in large systems (e.g. hundreds of APs). By means of

4This notion of delay is often used in queueing theory where the delay of a user is the total time
that the user spent in the system, from its arrival into a queue until the time its service is completed.
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simulations we show that indeed the SPA algorithm significantly outperforms the
Best-SINR algorithm in terms of service denials and user-perceived throughput.

In Chapter 3 we focus on dynamically allocating frequencies and wavelengths
in RoF-enabled DCNs [114, 115], again without a priori knowledge of the traffic
characteristics. To the best of our knowledge we are the first to identify the fre-
quency allocation constraints appearing when RoF is used as a backhaul structure
and formulate an optimization problem with these constraints, creating a general-
ization of the model of Zhang and Ansari [160]. Frequency allocation problems
are typically NP-hard, as they relate to - and generally extend - graph colouring
problems, but we are not aiming to compute optimal solutions for a stationary
scenario. Instead we aim for algorithms that can be applied dynamically, only
making small changes to the frequency allocation each time. Inspired by local-
search methods, we introduce a dynamic and load-aware scheme: the Single Load
Interval (SLI) algorithm. Based on a set of simple rules and the use of load proxies,
the SLI algorithm automatically detects changes in load conditions and adjusts
the frequency and wavelength allocation over time, to relieve highly loaded RRHs
and realize a better throughput performance than pre-optimized static frequency
allocations under non-stationary load patterns.

Chapter 4 basically combines the previous two chapters [108]. Despite the many
works on user association and resource allocation listed in Section 1.3.3 (which
we do not claim to be exhaustive), our work is the first to combine load-aware
dynamic user association with load-aware dynamic frequency allocations with
different timescale dynamics. We investigate the effect of their joint operation
by considering service denials and user-perceived throughputs, and compare it
against operating the individual load-aware algorithms and a static user associ-
ation and frequency allocation policy. We show that in all considered scenarios
and parameter settings, a doubly dynamic operation has excellent performance
without the knowledge of system parameters like user arrival patterns or demands.
We furthermore provide insight in the joint operation of these algorithms, and
give insight in the effect of the parameters.

No longer considering interference graph models, in Chapter 5 we focus on fre-
quency allocations that do not have any a priori information about interference
conditions (e.g. interference graphs). Thus, we do not work with a reuse distance
as Ule and Boucherie [141] and Nanda and Goodman [98] did, but rather base
our selection criteria and reward/cost functions on SINR values. We present a
dynamic, load-aware and self-adapting frequency allocation scheme, the DyCRA
scheme (Dynamic Cost/Reward-based Allocation) [113], which has two compon-
ents: (i) a trigger component which determines when to make a change in the
frequency allocation, and (ii) a decision component which decides what change to
make. We use a modified version of the SLI algorithm as trigger. The decision com-
ponent of the DyCRA scheme determines which frequency to acquire/release, and
can also decide not to acquire a frequency. The decisions are based on cost-reward
trade-offs. Assigning a specific frequency to an AP brings a reward, namely extra
capacity for that AP, but also comes at a cost: interference caused at surrounding
APs. We quantify these costs and rewards based on SINR values, and only if the
reward outweighs the cost by a certain margin will an AP acquire a new frequency.
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An AP acquires the frequency that comes with the best cost-reward trade-off. The
fundamental difference between our approach and the one of Nanda and Good-
man is that our cost and reward functions do not only determine which frequency
is best to assign, but they also automatically (and dynamically) determine which
frequencies can be assigned, whereas Nanda and Goodman needed the latter as
input in the form of an interference graph or a reuse distance. Combining the two
components (i) and (ii), we obtain a dynamic frequency allocation (DFA) scheme
for DCNs that does not need prior input on interference conditions nor requires
an initial frequency allocation. Our DyCRA algorithm is (again to the best of our
knowledge) the first algorithm which combines these two strong properties.

Finally, in Chapter 6, we analyse a weighted trade-off between energy consump-
tion and user perceived-performance, where energy may be saved by switching
APs on and off [112]. We present an optimization problem representing the above-
mentioned trade-off and derive properties of its optimal solutions. Using these
properties we design a self-organizing strategy that dynamically (online) makes
load-aware user association and AP operation decisions. The literature overview
given in Section 1.3.5 (again we do not claim this is an exhaustive overview) paints
a broader picture: besides our proposed strategy there are little to no known AP
sleeping strategies that cover arbitrary network topologies with dynamic user
populations and that make consistent decisions. One of the few exceptions is the
work of Klessig et al. [76], which proposes an AP activation strategy inspired by
the activation of cytotoxic killer cells in the immune system of mammals. How-
ever, even though their method is self-organizing in the sense that it does not
need manual intervention during operation, it does require detailed information
on the AP coverage areas and an a priori chosen AP hierarchy. We on the other
hand propose a truly self-organizing strategy requiring no a priori optimization
or decision making.

All the proposed algorithms and heuristics are accompanied by extensive numer-
ical results, demonstrating the effectiveness of our self-organizing strategies and
giving insight in the roles of various parameters.



Chapter 2

Dynamic user association

In this chapter we focus on the design of a dynamic and load-aware user associ-
ation algorithm. We formulate the problem of optimally balancing traffic loads
among APs as a linear programming problem (LP) and then show how the Lag-
rangian dual version of the LP provides insight in the structure of the optimal user
association.

The LP formulation involves several system parameters that tend to be time-
varying and hard to estimate in practice. As a consequence, the optimal user
association can unfortunately not be calculated in a direct way. Hence, we de-
velop an online cell selection algorithm - the shadow price assignment (SPA)
algorithm - that solves the LP and determines the optimal user association in a
measurement-based manner by means of user-reported SINR values, and by using
a parsimonious set of control parameters commonly referred to as shadow prices.
These shadow prices naturally arise as the dual variables of the aforementioned
Lagrangian dual problem and may be interpreted as the (virtual) cost of increasing
the load of a specific AP. The SPA algorithm adapts the shadow prices based on
load measurements at the various APs and does not require explicit knowledge of
the system-wide traffic demands, thus providing an automated mechanism for
traffic engineering and cell planning, and can be implemented either in a cent-
ralized or distributed fashion, in alignment with the broader system architecture.
We will establish convergence of the shadow prices of the SPA algorithm under
suitable assumptions.

Besides considering the general case of applying the SPA algorithm globally, we
investigate two other settings. First, to obtain more insight in the behaviour of
the SPA algorithm we focus on a scenario with two APs. This allows us to exploit
some extra geometric structure, resulting in the "s-algorithm", and develop an
intuitive understanding and interpretation of the SPA algorithm. Secondly, the
shadow prices of the SPA algorithm are slow to converge in scenarios with many
APs (e.g. hundreds), and hence we consider a version with a clustering of APs to
improve local convergence in the short term.

Extensive simulation experiments provide empirical evidence of the convergence
of the shadow prices, and confirm that the SPA algorithm is quite effective in
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optimally balancing the traffic loads. Comparisons further demonstrate that it
substantially outperforms the Best-SINR algorithm in terms of user-perceived
throughput performance and service denials.

2.1 Optimization framework

In this section we present a detailed model description and introduce notation
and terminology to rigorously define the SPA algorithm. We furthermore state
the optimization objective that we pursue in the form of an LP and present the
corresponding Lagrangian Dual Problem (LDP), which will play a crucial role in
the design of an online solution algorithm.

We apply the general model introduced in Section 1.4.3, where each AP has a
fixed set of frequencies. We will thus not consider the frequency allocation in
this chapter, and for convenience (and with a slight abuse of notation) we write
Rn,l instead of Fl(z)Rn,l. The long-term load ρl(x) of AP l as function of the
assignment fractions x can then be defined as

ρl = ρl(x) =

N∑
n=1

νnβn
Rn,l

xn,l, (2.1.1)

where x = (xn,l)n=1,...,N,l=1,...,L is the vector of assignment fractions as intro-
duced in Section 1.4.3. For notational brevity, we write ρ = (ρ1, . . . , ρL) for the
vector of loads.

In this chapter we focus on minimizing the maximum weighted load maxl{wlρl},
with weights wl for the various APs. This can be viewed as a weighted load-
balancing problem and can be formulated by the LP (2.1.2a)-(2.1.2d), where the
assignment fractions xn,l and the maximum load U are the optimization variables.

min
x,U

U (2.1.2a)

sub: wlρl = wl

N∑
n=1

νnβn
Rn,l

xn,l ≤ U, ∀l, (2.1.2b)

L∑
l=1

xn,l = 1, ∀n, (2.1.2c)

xn,l ≥ 0, ∀n, ∀l. (2.1.2d)

The above-stated LP is a special case of the optimization problem (1.4.6a)-(1.4.6g),
and even though it has a relatively simple form, it cannot be solved in a direct
manner since in practice the values of νn and βn are typically unknown and hard
to estimate. In Section 2.2 we will therefore analyse an algorithm for solving
the above-stated problem in an online fashion using load measurements and
knowledge of the Rn,l values and weights wl only.
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2.1.1 The Lagrangian dual problem

The online algorithms that we present in Section 2.2 rely on some structural
properties of the optimal assignment fractions. These properties can be derived
from the LDP of the primal LP given by (2.1.2a)-(2.1.2d). First, consider the formal
Lagrangian dual of the primal LP. The Lagrangian Λ(x, U ;y,v) of the LP (2.1.2a)-
(2.1.2d), with Lagrange multipliers yl and vn, becomes

Λ(x, U ;y,v) = U+

L∑
l=1

ylwl

(
N∑

n=1

νnβn
Rn,l

xn,l − U

)
+

N∑
n=1

vn

(
1−

L∑
l=1

xn,l

)
, (2.1.3)

where y is a vector of length L representing the dual variables corresponding to
the primal constraints given by (2.1.2b), and v is a vector of length N represent-
ing the dual variables vn corresponding to the primal constraints (2.1.2c). The
corresponding LDP reads

max
y,v≥0

min
x,U≥0

Λ(x, U ;y,v). (2.1.4)

Typically, the LDP is used as a relaxation, where the original constraints are no
longer hard constraints. Rather, the violation of these constraints goes at the
expense of the objective function. However, we are interested in solutions that do
respect all constraints, and use the LDP to derive properties of optimal solutions.

Consider an optimal solution (x∗, U∗;y∗,v∗) to the LDP (2.1.4). Then the Karush-
Kuhn-Tucker (KKT) optimality conditions state that there exist dual variables y∗

and v∗ such that:

∇Λ(x∗, U∗;y∗,v∗) = ~0, (2.1.5)

y∗
l̂

(
ρl̂(x

∗)− U∗) = 0, ∀l̂, (2.1.6)

L̂∑
l̂=1

x∗
n,l̂

= 1, ∀n, (2.1.7)

y∗
l̂
≥ 0, ∀l̂. (2.1.8)

From (2.1.5) it follows that when U∗ > 0 we have the equality

∂

∂U
Λ(x∗, U∗;y∗,v∗) = 1−

L∑
l=1

y∗l = 0. (2.1.9)

Any system of interest will have some load and thus the maximum load must
be strictly positive, i.e. U∗ > 0. Hence we may assume that the dual variables
y∗l sum up to one. Also note that, when x is feasible, i.e. it satisfies (2.1.2c), then
the last term of (2.1.3) is zero, eliminating v from the optimization. Using the two
preceding observations, the Lagrangian (2.1.3) simplifies to

Λ(x;y) =

L∑
l=1

N∑
n=1

ylwl
νnβn
Rn,l

xn,l (2.1.10)
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when the allocation fractions are feasible and when the maximum load U∗ is
positive1. Any system of interest satisfies these two conditions, and hence the
corresponding LDP for these types of systems can be formulated as:

max
y

V ∗(y), (2.1.11a)

sub:
L∑

l=1

yl = 1, (2.1.11b)

yl ≥ 0, ∀l, (2.1.11c)

where V ∗(y) is the optimal value of the following sub-problem:

min
x

V (y) =

L∑
l=1

ylwlρl(x), (2.1.12a)

sub:
L∑

l=1

xn,l = 1, ∀n, (2.1.12b)

xn,l ≥ 0, ∀n, ∀l. (2.1.12c)

Define Y , the set of all feasible solutions of the dual problem (2.1.11a)-(2.1.11c), as

Y =

{
y

∣∣∣∣∣
L∑

l=1

yl = 1,y ≥ 0

}
, (2.1.13)

and let Y∗ ⊆ Y be the set of all vectors y ∈ Y that are optimal, i.e. that maximize
(2.1.11a). Also, define

X =

{
x

∣∣∣∣∣ ∀n :

L∑
l=1

xn,l = 1,x ≥ 0

}
(2.1.14)

as the set of all feasible solutions of the primal LP satisfying constraints (2.1.12b)
and (2.1.12c), and let X ∗(y) ⊆ X be the set of all vectors x ∈ X that minimize
(2.1.12a) for a given vector y. For a fixed vector y, the sub-problem (2.1.12a)-
(2.1.12c) amounts to a minimization of the sum of weighted loads, and can be
solved by setting xn,l = 1 for l and n that satisfy

l ∈ argmin
l′:Rn,l′>0

{yl′wl′/Rn,l′}, (2.1.15)

where we can randomly pick any AP l satisfying (2.1.15) if the minimizer l is
not unique. Based on the analysis of the LDP given above, we can now derive
optimality conditions for the allocation fractions x and the dual variables y.

Lemma 2.1.1. The following three statements provide optimality conditions for the
variables x and y described in the LDP defined by (2.1.11a)-(2.1.12c).

1If the weights wl are not all equal, then the terms of the Lagrangian are further multiplied by the
respective weights wl as we see appearing in (2.1.12a)
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(i) Let y∗ be an optimal solution for the dual problem (2.1.11a)-(2.1.11c). Then x is
an optimal solution for the primal LP (2.1.2a)-(2.1.2d) if and only if

xn,l > 0 ⇒ l ∈ argmin
l′:Rn,l′>0

{y∗l′wl′/Rn,l′} . (2.1.16)

(ii) Let x∗ be an optimal solution for the primal LP (2.1.2a)-(2.1.2d) with optimal
objective U∗. Then y is an optimal solution for the dual problem (2.1.11a)-(2.1.11c)
if and only if

yl > 0 ⇒ ρl(x
∗) = U∗. (2.1.17)

(iii) Let x and y be feasible solutions for the LDP, with primal objective value U . If

xn,l > 0 ⇒ l ∈ argmin
l′:Rn,l′>0

{yl′wl′/Rn,l′} , (2.1.18)

and
yl > 0 ⇒ ρl(x) = U, (2.1.19)

then x and y are optimal solutions for the LDP.

Proof of Lemma 2.1.1. Part (i) follows from the minimization of V (y∗) given by
(2.1.15), and by noting that for fixed n:

argmin
l′

{
y∗l′
νnβnwl′

Rn,l′

}
= argmin

l′
{y∗l′wl′/Rn,l′}. (2.1.20)

Part (ii) follows from the complementary slackness property of the KKT optimality
condition (2.1.6).

Part (iii) follows because the KKT optimality conditions are also sufficient in this
case: the objective function U - when considered as a maximization - is convex
(because it is linear), the inequality constraints (2.1.2b) are linear, and hence convex
and continuously differentiable, and the equality constraints (2.1.2c) are linear
and hence affine. Then the solution (x,maxl{ρl(x)};y,v) where

vn = min
l

{
ylwl

νnβn
Rn,l

}
(2.1.21)

satisfies all KKT optimality conditions. The feasibility of x and y ensures that
constraints (2.1.7) - (2.1.9) are satisfied. Furthermore, (2.1.6) is satisfied since yl > 0
implies ρl(x) = U . Finally, (2.1.5) is satisfied since (2.1.9) is satisfied and also by
construction of vn. To be more specific, the stationary condition

∂

∂xn,l
Λ(x∗, U∗;y∗,v∗) = yl

νnβn
Rn,l

− vn = 0 (2.1.22)

is satisfied because whenever xn,l > 0 we have condition (2.1.18). We can therefore
conclude that indeed the solution (x,maxl{ρl(x)};y,v) satisfies all KKT optimal-
ity conditions, which are sufficient conditions in this case.



22

28 Chapter 2. Dynamic user association

A feasible assignment vector x and its corresponding load vector ρ(x) are said
to be Pareto-optimal if there exists no other feasible assignment vector x′ with
ρ(x′) ≤ ρ(x) and strict inequality ρl(x′) < ρl(x) for at least one AP l. Any optimal
solution x∗(y) to the sub-problem (2.1.12a)-(2.1.12c) by definition minimizes a
weighted sum of the loads and hence must be Pareto-optimal, assuming y > 0.
Conversely, note that the set of achievable load vectors ρ is convex, and hence any
Pareto-optimal vector x must minimize some weighted combination of the loads,
and thus must satisfy the structural property (2.1.16) for some vector y ≥ 0. The
property (2.1.16) plays a crucial role in the assignment rule of the SPA algorithm
introduced in Section 2.2.

2.1.2 Dual-ascent schemes

In principle, we can find optimal values x∗n,l and y∗l (in a distributed manner) by
using a dual-ascent scheme as proposed by Arrow and Hurwicz [18]. Similar
schemes also appear in papers by Borst et. al. [30, 32]. A dual-ascent scheme
iteratively approaches an optimal solution by alternating between two steps:

1. Given the assignment fractions xn,l, compute new shadow prices yl by
maximizing the Lagrangian over yl.

2. Given the new shadow prices yl, compute new assignment fractions xn,l by
minimizing the Lagrangian over xn,l.

The variables yl are sometimes referred to as shadow prices, giving the two steps
above the interpretation of a profit maximization and a cost minimization.

Arrow and Hurwicz [18] showed that a dual-ascent scheme as described above,
with sufficiently small step sizes, converges to an optimal solution for the shadow
prices yl. However, it does not necessarily result in convergence of the values
of xn,l. In particular when multiple APs minimize {y∗l wl′/Rn′,l} for a certain
location n′, then the values of xn′,l will typically alternate between different
values. To resolve this problem we have to average the values of xn,l over time to
ensure convergence (see Remark 2.3.3).

2.1.3 Dynamic association algorithms

The idea of a dual-ascent scheme can be adopted to devise a dynamic association
algorithm in the following way. Each AP l keeps a control parameter yl that
depends on its load ρl, which in turn depends on the values of νn, βn, Rn,l and
xn,l, see (2.1.1). A user which becomes active at location n will then be assigned to
AP l that satisfies

l ∈ argmin
1≤l′≤L

{
yl′wl′

Rn,l′

}
. (2.1.23)

When AP l has a higher load than the system-wide average it increases its value
of yl and vice versa. This updating of yl corresponds to the maximization of the
Lagrangian (2.1.10) (see Section 2.1.1) over yl.
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Observe that we basically run a dual-ascent scheme where we only perform
an iteration at moments when we have to make a decision (user association).
Moreover, the user association given by (2.1.23) corresponds to the minimization
of the Lagrangian (see the proof of Lemma 2.1.1), which is what we should do in a
dual-ascent scheme.

Notice that association strategies which realize optimal allocation fractions x∗n,l for
the LP (2.1.2a)-(2.1.2d) automatically yield a stable (in the sense that the maximum
load U < 1) user assignment xn,l, if there exists one, without the need of explicit
cell planning. Even when traffic loads or spatial patterns change or pico-cells are
added, the association strategies will find a new optimal solution without needing
to reconfigure the whole system, providing a self-organizing mechanism for cell
planning.

2.2 Online algorithms

In this section we describe the Shadow Price Assignment algorithm, or SPA
algorithm, which uses iterated control parameters y(i) = (y

(i)
1 , . . . , y

(i)
L ) related

to the dual variables introduced in the previous section. The dual variables are
commonly referred to as shadow prices, which explains the name of the algorithm.
The SPA algorithm updates the control parameters y(i) at the start of each file
transfer. In Section 2.3 we exploit stochastic approximation techniques [82] to
establish convergence of the control parameters. Additionally, we present a special
case of the SPA algorithm, the s-algorithm, which uses an alternative control
parameter and applies only to systems with two APs (L = 2). Lastly, we describe
an already existing algorithm, the BIR algorithm (Best Instantaneous Rate) that
we use as a benchmark. Simulation results of the algorithms are presented in
Section 2.4.

2.2.1 Algorithm specification

The SPA algorithm makes decisions at file transfer initiations. When user i + 1
initiates a file transfer, the SPA algorithm updates the vector y(i) based on load
measurements. After the update the algorithm uses the vector y(i+1), in con-
junction with physical rate information, to assign the user to an AP. The load
measurements (proxies) are determined as follows. Suppose that user i arrives
at location n, is assigned to AP li, and has a file of size B(i). Define the service
requirement σ(i)

0 that user i brings to AP li (and hence into the system) by

σ
(i)
0 =

B(i)

Rn,li

, (2.2.1)

and let
σ
(i)
l = σ

(i)
0 1 [l = li] , (2.2.2)

be the service requirement brought to AP l. Here, 1 [·] is the indicator function and
σ
(i)
0 depends on location n through user i. Furthermore, define W =

∑L
l=1 1/wl.

Then the SPA algorithm is described as presented in Algorithm 2, where ε > 0
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determines the magnitude of the updates (or step sizes) and is typically small
(close to zero).

Algorithm 2: The Shadow Price Assignment (SPA) algorithm

Initialization: Set y(0)l = 1/L, and σ(0)
l = 0, for all APs l.

Update Step: Update y(i+1)
l = y

(i)
l +ε(i)(σ

(i)
l −σ(i)

0 /(wlW )), for
all APs l = 1, . . . , L.

Assignment Step: User i + 1 is assigned (uniformly at random) to
an AP l ∈ argminl′{wl′y

(i+1)
l′ /Rn,l′ | Rn,l′ > 0},

where the user’s location is n.

The structure of the SPA algorithm is similar to the user association rules proposed
by Kim and De Veciana [73], where a user is assigned to an AP that maximizes
Rn,l · (1− ρl)α, where ρl is a load estimate and α is a tunable parameter. For a load
balancing objective, the parameter α must approach infinity, which means that
the user assignment rule of Kim and De Veciana faces practical implementation
issues when using the term (1− ρl)

α. Our approach circumvents this issue by the
use of the shadow prices.

Observe that the update step preserves the sum of the shadow prices. This can be
seen by summing the differences over all APs and by using W =

∑L
l=1 1/wl, and

the definition of σ(i)
l given in equation (2.2.2):

L∑
l=1

[
σ
(i)
l − σ

(i)
0

wlW

]
=

L∑
l=1

σ
(i)
l − σ

(i)
0

W

L∑
l=1

1

wl
= σ

(i)
0 − σ

(i)
0 = 0. (2.2.3)

2.2.2 Interpretation

The update step increases the control parameter yl with the local incoming load,
and decreases it with a fraction 1/L of the global incoming load. When AP l has
a load higher than the (weighted) system average, the cumulative increases of
its control parameter will be larger than the cumulative decreases. Hence, an
AP with a relatively high load increases its control parameter over time. As a
consequence the number of locations n where such APs are optimal in the sense
of (2.1.23) will decrease, which in turn decreases the AP load because of the
assignment step. In short: the update rule tends to increase/decrease the control
parameter yl for APs l with relatively high/low observed (weighted) load values.
The assignment rule assigns a user at location n to an AP l with a relatively high
physical transmission rate Rn,l or a relatively low control parameter yl, consistent
with the optimality properties of Lemma 2.1.1. Together, these two components
will drive the control parameters yl to values that maximize V ∗(y) as defined in
Section 2.1, and thus allow for the weighted loads to be balanced while assigning
users in a Pareto-optimal fashion.

Remark 2.2.1. When the y(i)l values are not updated but kept fixed and equal at 1/L, we
obtain an assignment strategy which selects the AP l with the highest value for Rn,l/wl
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at location n, irrespective of the load conditions. This minimizes the sum of the weighted
loads, and in particular the aggregate load in case all weights are equal, i.e. wl = 1
for all l = 1, . . . , L. The latter case corresponds to the Best-SINR algorithm (see
Section 1.3.1).

Remark 2.2.2. Observe that the SPA algorithm does not explicitly use the discrete set
of locations. We could allow a continuum of locations and still apply the SPA algorithm
as long as it is possible to determine the physical rates Ri,l which an individual user i
can receive from AP l. This can be done by means of SINR measurements, as is already
common practice in current systems.

2.2.3 Implementation aspects

From the description in Algorithm 2 it is clear that the SPA algorithm does not
need to know the system parameters νn and βn to operate. This is an attractive
property as there is no need for the system operator to determine or estimate these
parameters. In this section we will mention some other aspects that concern the
implementation of the SPA algorithm in real systems.

In practice there are several options for load proxies. For example, we could use
the resource utilizations of the APs rather than the file size B(i) of each user. That
would lead to proxies of the form σ

(i)
l ∈ [0, 1], where σ(i)

l is the realized resource
utilization of AP l between time ti−1 and ti, where ti is the time just before the
i-th user initiates a file transfer. An even simpler option is a load proxy which
indicates whether or not the AP is busy at the time at which user i initiates a file
transfer:

σ̃
(i)
l =

{
0 if AP l is not serving users at time ti,
1 otherwise. (2.2.4)

As long as the load proxies, when averaged over time, are a good indication of load
characteristics at the APs, the SPA algorithm will function well in practice. The
practical advantage of using one of the two mentioned alternative load proxies
is that they do not require knowledge of the file size of each user. This may
be hard-to-obtain and privacy-sensitive information in real systems. However,
with the alternative load proxies, we have to determine the load status per AP.
Furthermore, these load proxies measure the carried traffic and not the offered
traffic, and we should therefore compensate for possible service denials if we wish
to infer the offered load from the carried load.

To perform the assignment step for user i+ 1 at location n, the algorithm relies on
values for wly

(i+1)
l and Rn,l. In a practical system implementation, the update step

can be decoupled from the assignment step (load proxies will then be determined
on update moments). Specifically, the updates could be performed asynchronously,
independent of file transfer initiations, and the assignment decisions could simply
be made using the most recently calculated control parameters. Even though we
expect this asynchronous implementation to perform equally well, it does not fit
in our proof of convergence of the SPA algorithm (Section 2.3).

As an alternative to the additive update rule, we can implement a multiplicative
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update rule given by

log
(
y
(i+1)
l

)
= log

(
y
(i)
l

)
+ ε

(
σ
(i)
l − σ

(i)
0

wlW

)
. (2.2.5)

The advantage of using a multiplicative update rule like (2.2.5) is that the values of
y
(i)
l are guaranteed to remain positive, and it is more in line with the multiplicative

nature of the assignment rule. We lose the property that all shadow prices y(i)l add
up to one, but by normalizing the shadow prices after the update this property is
maintained. In the end the ratios between the values of y(i)l are the most relevant,
since they determine the association rule. In Section 2.4 we present simulation
results for a multiplicative implementation, which also demonstrate convergence.

2.2.4 Two APs: an alternative shadow price

In this section we introduce an alternative, but closely related, algorithm with
different control parameters: the s-algorithm. The control parameters of the s-
algorithm are also inspired by the LP of Section 2.1, and the intention is to create
a better and more intuitive understanding of how the SPA algorithm works. We
focus on a special case with L = 2 APs, which allows us to exploit extra structure
in the form of a geometric interpretation, and gives insight in the behaviour of the
SPA algorithm in settings where L ≥ 2. We do not provide a proof of convergence
for the s-algorithm, since we will provide a proof of convergence for the SPA
algorithm which works in all dimensions L ≥ 2.

A major technical issue in understanding the SPA algorithm and proving its
convergence is the discontinuous behaviour of the AP’s loads ρl(·) as functions
of y, specifically since there may not exist unique optimal allocation fractions
x(y) ∈ X ∗(y) for a given y. A small decrease in yl can suddenly turn AP l into
the minimizer of (2.1.23) for some location n when that was not yet the case.
Consequently, all traffic from location n will henceforth be directed to AP l. Thus,
a small one-step change in yl either does not change the load ρl, or it increases ρl
by the entire offered load from location n, or - in rare cases - APs start sharing the
traffic of a location, splitting the load over multiple APs. In all cases the loads of
APs experience discontinuous changes.

Motivated by the issue of discontinuity, we introduce new control parameters sl
and a slightly altered assignment rule such that ρl(s1, . . . , sL) will be continuous
in terms of (s1, . . . , sL). Define

sl =

N∑
n=1

xn,l, l ∈ {1, 2}. (2.2.6)

From L = 2 and constraint (2.1.2c) it follows that s1 + s2 = N , and hence it is
enough to keep track of only one control parameter s = s1. We use the value of s to
construct assignment fractions xn,l(s) using (2.2.6) and the optimality conditions
of Lemma 2.1.1. Next, we assign users at location n to AP l with probability xn,l(s),
independently. At each user arrival the value of s is updated (see Algorithm 3),
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after which new values for xn,l(s) are computed. The new control parameter s
and the association rule just introduced make the loads ρl continuous as functions
of sl (specifically because we are dealing with probabilities of associating users to
APs, and not the association directly). Before we present the s-algorithm, we first
explain how a setting with two APs allows us to obtain the allocation fractions
xn,l(s), without the knowledge of νn and βn.

The assignment fractions xn,l(s) are constructed as follows. Assume the loca-
tions are ordered by decreasing values of Rn,1/Rn,2, such that location 1 has the
highest value for Rn,1/Rn,2. In other words, Rn,1/Rn,2 ≥ Rn+1,1/Rn+1,2, with
1 ≤ n ≤ N − 1. Then, locations 1 ≤ n ≤ bsc get xn,1(s) = 1 and xn,2(s) = 0. Loc-
ation n = bsc+1 (if n ≤ N ) gets xn,1(s) = s−bsc and xn,2(s) = 1−xn,1(s). Lastly,
locations n > bsc+ 1 get xn,1(s) = 0 and xn,2(s) = 1. For a visual representation
with s = 2.4, see Figure 2.1. Intuitively, the rate Rn,l decreases as the distance
between location n and AP l increases, and hence the closer a location n is to AP 1,
the larger the ratio Rn,1/Rn,2. In Figure 2.1, the value of s can be interpreted as
the cell size of AP 1: the larger the value of s, the more (fractional) locations AP 1
is serving.

s = 2.4

s
l1 l2To AP 1 To AP 2

0 1 2 3 4 . . . N

n 1 2 3 4 . . . N
xn,1 1 1 0.4 0 . . . 0
xn,2 0 0 0.6 1 . . . 1

Figure 2.1: Visual representation of how to recover xn,l(s) from s = 2.4,
once the locations are ordered.

We can now consider the maximum load U as a function of s and minimize U with
respect to s. Define smin = max{n : Rn,2 = 0} (where the locations n are ordered
as above), with the convention that smin = 0 when Rn,2 > 0 for all n = 1, . . . , N ,
and smax = min{n : Rn,1 = 0}, with the convention that smax = N whenRn,1 > 0
for all n = 1, . . . , N . The assumption that max1≤l≤L{Rn,l} > 0 for all n implies
that smin ≤ smax. We restrict the value of s to be in the range [smin, smax] so that
xn,l(s) > 0 ensures Rn,l > 0, n = 1, . . . , N , l = 1, 2.

The way the allocation fractions xn,l(s) follow from s ensures that there exists
an optimal point s∗ such that the resulting xn,l(s∗) are optimal. The s-algorithm
is the continuous counterpart of the SPA algorithm for two APs, that will find a
point s∗ which satisfies either one of the following three scenarios:

1. s∗ = smin and ρ1(smin) > ρ2(smin),

2. s∗ = smax and ρ1(smax) < ρ2(smax),

3. ρ1(s∗) = ρ2(s
∗).
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Scenario 1 arises when even if we only assign the locations n to AP 1 which have
Rn,2 = 0, the load ρ1(smin) is still higher than ρ2(smin), i.e. AP 1 has a higher load
than AP 2, but it is impossible to transfer load from AP 1 to AP 2. Scenario 2 arises
in the exact opposite way.

To find the corresponding control parameters y∗l , we proceed as follows. In
Scenario 1, set y1(s∗) = 1 and y2(s

∗) = 0. In Scenario 2, set y1(s∗) = 0 and
y2(s

∗) = 1. In Scenario 3, take

u ∈
[
Rbs∗c+1,1

Rbs∗c+1,2
,
Rds∗e,1
Rds∗e,2

]
. (2.2.7)

Note that unless s∗ happens to be integer, we in fact have

Rbs∗c+1,1

Rbs∗c+1,2
=
Rds∗e,1
Rds∗e,2

, (2.2.8)

so that u is uniquely determined. Next, set

y1(s
∗) =

1

1 + u
(2.2.9)

and
y2(s

∗) =
u

1 + u
. (2.2.10)

In Scenarios 1, 2 and 3, the assignment fractions xn,l(s∗) and the shadow prices
yl(s

∗) satisfy the conditions stated in Lemma 2.1.1 (iii), and hence are optimal
solutions. Using the new control parameter s, and the {0, 1}-valued load proxies
σ̃
(i)
l as defined in (2.2.4), we obtain the s-algorithm (Algorithm 3) as the continuous

counterpart of the SPA algorithm.

Algorithm 3: The s-algorithm.

Initialization: Set s(0) = (smin + smax)/2 and σ(0)
l = 0, ∀l.

Update Step: Update s(i+1) = s(i) + ε
(
σ̃
(i)
2 − σ̃

(i)
1

)
.

If s(i) < smin, then s(i+1) = smin.
If s(i) > smax, then s(i+1) = smax.

Assignment Step: Calculate x(i)n,l from s(i+1) and assign user i+1

with location n to AP l with probability x(i)n,l.

When ρ1(x(s)) > ρ2(x(s)) for a given s we expect σ̃(i)
2 − σ̃

(i)
1 to be negative, and s

to decrease (and vice versa). Indeed, after suitable scaling, the evolution of the
sequence s(i) is characterized by the differential equation2 (DE)

ṡ = ρ2(s)− ρ1(s). (2.2.11)
2This can be shown by using a result of Kushner and Yin [82, Chapter 8, Theorem 4.1], when we

assume exponentially distributed interarrival times of the users and exponentially distributed file
sizes.
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Practically this means that the s-algorithm seeks a root of (2.2.11) with s ∈ [0, N ].
This is visualized in Figure 2.2, where the root is the point s∗ for which either
s∗ = smin, s∗ = smax or ρ1(s∗) = ρ2(s

∗). Here, ρl(s) is determined by (2.1.1) with
xn,l = xn,l(s).

ρ1(s) = ρ2(s)

0 N
s[

smin

]
smax

Figure 2.2: Visualization of the DE ṡ = ρ2(s)− ρ1(s): the DE moves s
either towards the point where ρ1(s) = ρ2(s), or to the point smin in
case ρ1(smin) > ρ2(smin), or to smax in case ρ1(smax) < ρ2(smax).

Connection to the SPA algorithm

From Figures 2.1 and 2.2 we can observe that the s-algorithm will push the value
of s to a point where the loads of the two APs are as balanced as possible. If the
load of AP 1 is bigger than the load of AP 2, then the value of s will be decreased,
moving load from AP 1 to AP 2, and vice versa. In the setting of the SPA algorithm
something similar happens: if the load of a certain AP l is higher than the average
load, it will increase (rather than decrease!) its control parameter y. But, it is not
directly clear (a) whether this will immediately decrease the load of AP l and by
how much (due to the discontinuous behaviour mentioned earlier), and (b) to
what other APs the load is transferred when the load of AP l is reduced.

Similar to the graphical interpretation of the control parameter sl in Figure 2.1, we
can connect the value of yl to the “cell size” of AP l: the larger yl, the smaller the
cell, i.e. the area in which users are assigned to AP l by the SPA algorithm. If yl
decreases, we can think of the cell of AP l as growing in size. The directions in
which this cell grows, as well as the magnitudes of the increases in the respective
directions, depend on the ratios between yl and the control parameter of neigh-
bouring APs. That means that the cell of AP l may grow in area, while one of the
boundaries actually comes closer to AP l when a neighbouring AP reduces its
y-value even more (relative to AP l).

2.2.5 Clustering in large systems

In this section we will describe how to improve the short-term performance of the
SPA algorithm when dealing with large systems (i.e. many APs). Although the
SPA algorithm realizes global convergence of all shadow prices to their respective
optimal values, this is not strictly necessary for good performance. Ultimately the
ratios of the shadow prices are important for the user association. More specifically,
the ratios of the shadow prices of APs in proximity to each other are important.
From a user’s perspective, APs that are far away will have much lower values for
Ri,l, and only the closest APs will be serious options to provide them with service.
Hence, the ratio of the shadow prices of APs that are far away from each other
have quite some slack and can be relatively far from optimal. On the other hand,
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for APs that are close together and compete for the same users it is important that
their ratios are (close to) optimal. The current formulation of the SPA algorithm
does nothing to exploit this observation and may show slow convergence (see
Section 2.4.2, Section 2.4.2).

We will locally cluster APs and run SPA algorithms only on the APs inside these
clusters so that the shadow price ratios are quicker to adapt to local conditions.
To avoid boundary effects, new random clusters are periodically generated after
IC iterations. The clusters are generated by choosing a number of cluster centres
uniformly at random, where an AP belongs to the cluster with the closest cluster
centre.

We will now give a detailed specification of the Clustered Shadow Price Assign-
ment (CSPA) algorithm, where for notational convenience we assume that wl = 1
for all APs. Let C be the number of clusters. Let Lc be the set of APs in cluster c,
defined by

Lc =

{
l : c = argmin

c′
{d(l, c′)}

}
, (2.2.12)

where d(l, c) is the distance between an AP l and the centre of cluster c. The i-th
iterate of the shadow price of an AP l is still given by y(i)l , but the update step will
no longer involve all APs simultaneously. Instead, inside each cluster we perform
an SPA algorithm update leading to the new shadow prices y(i+1)

l . This update
step is given by

y
(i+1)
l = y

(i)
l + ε(i)

(
σ
(i)
l − σ̄(i)

c

)
, (2.2.13)

where ε(i) is the local update size used inside the clusters and σ̄
(i)
c is the mean

load proxy of the APs in cluster c:

σ̄(i)
c =

1

|Lc|
∑
l∈Lc

σ
(i)
l . (2.2.14)

The cluster-based variation of the SPA algorithm as described above will hence-
forth be referred to as the CSPA algorithm, see Algorithm 4. In Section 2.4.3 we
will show that in larger systems, e.g. hundreds of APs in a 2km × 5km area, it
pays off to apply the CSPA algorithm in terms of user-perceived performance.

Observe that the sum of the shadow prices inside a cluster remains constant,
which follows from the preservation of the sum as has been shown in Section 2.2.1,
equation (2.2.3). Consequently, the new shadow prices y(i+1)

l preserve the sum
with respect to the old shadow prices:

L∑
l=1

y
(i+1)
l =

C∑
c=1

∑
l∈Lc

y
(i+1)
l =

C∑
c=1

∑
l∈Lc

y
(i)
l =

L∑
l=1

y
(i)
l . (2.2.15)

Furthermore, the user assignment rule has not changed, which means that the
CSPA algorithm satisfies at least two of the three KKT optimality conditions at all
times. The third one - where all loads are equal (for APs with a positive shadow
price) - is satisfied locally in each cluster if the SPA algorithm in each cluster has
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Algorithm 4: The Clustered Shadow Price Assignment (CSPA) algorithm

Initialization: Set y(0)l = 1/L, and σ(0)
l = 0, for all APs l. Gener-

ate clusters c = 1, . . . , C. Choose IC .
Update Step I: If i ≡ 0 (mod IC): generate new clusters.
Update Step II: Determine y(i+1)

l = y
(i)
l + ε(i)

(
σ
(i)
l − σ̄

(i)
c(l)

)
, for

all APs l = 1, . . . , L.
Assignment Step: User i + 1 is assigned (uniformly at random) to

an AP l ∈ argminl′{wl′y
(i+1)
l′ /Rn,l′ | Rn,l′ > 0},

where the user’s location is n.

converged (sufficiently). We suspect that the CSPA algorithm will eventually
also reach the global optimal solution, specifically because a clustering where all
APs are in the same cluster occurs with positive probability (all cluster centres
are in a tiny region near the boundary of the considered AP coverage area, and
one centre is closest to all APs). So basically, the CSPA algorithm behaves as if
it performs the SPA algorithm globally for a (short) period of time every once in
a long time, and in between it adapts the shadow prices only locally inside the
clusters. We would expect that global convergence will take much longer, but
locally the shadow prices will be better attuned in the short term. This is also
observed in the simulations (Section 2.4.3).

We have considered two alternative shadow price update methods that are based
on clusters. The first alternative method alternates between the SPA algorithm and
the CSPA algorithm, i.e. if i ≡ 0 (mod 2) we perform an SPA update (globally),
and otherwise we perform a CSPA update. Refer to this algorithm as the A-
CSPA algorithm (A for alternating). The second option that we considered was
to work with two clusterings simultaneously, where each clustering separates
the set of APs in disjoint subsets (the clusters). In this double clustering method,
the shadow price for each AP can be either updated twice in one update step
(one time for each clustering), or we can alternate between updating in the two
different clusterings similar to the A-CSPA algorithm. Either way, both of these
options had similar performance as the original SPA algorithm and did not show
a significant improvement in user-perceived performance. Hence we no longer
consider them.

2.2.6 Best instantaneous rate

The basic idea behind the SPA algorithm is to consider the AP load in addition
to the signal strength. In the SPA algorithm, the APs keep a control parameter
which averages over time. An alternative algorithm, proposed by Borst et. al. [31],
does not use an averaged control parameter but an instantaneous indication of the
AP’s loads as follows. Define m(i)

l as the number of users being served by AP l
just before the arrival of user i. When APs adopt a PF scheduling policy, users can
expect an instantaneous physical rate Rn,l/(m

(i)
l + 1) directly after being assigned
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to AP l. Users will be assigned to AP l where

l ∈ argmax
1≤l′≤L

{
Rn,l

m
(i)
l + 1

}
. (2.2.16)

This assignment rule has the same structure as the SPA algorithm and the s-
algorithm, but the control parameter is replaced by m(i)

l , which only depends on
the instantaneous load status of AP l. Refer to this algorithm as the BIR algorithm.
In fact, the SPA-, s-, and BIR algorithm all have a similar structure as the user
association rules proposed by Kim et. al. [73], which also assign a user to an AP
that offers the maximum ratio of the physical transmission rate and a load-related
variable. The difference is that Kim et al. specifically consider cell sizes, while we
focus only on the users themselves. In [73], the load-related quantity is obtained
by taking an arbitrary negative power of the long-term average fraction of time
that the AP is inactive. The BIR algorithm is shown in Algorithm 5.

Algorithm 5: The Best Instantaneous Rate (BIR) algorithm

Update Step: At the arrival of user i, determine m(i)
l , ∀l.

Assignment Step: User i at location n is assigned to AP l with
l ∈ argmax1≤l′≤L{Rn,l/(m

(i)
l + 1)}.

Similar to the SPA- and s-algorithms, the BIR algorithm assigns users to the
AP with the best physical rate weighted by an indication of the load of that AP.
Moreover, the BIR algorithm can also be implemented without the discretization
of the coverage area.

Remark 2.2.3. The BIR algorithm requires updates of (at least one of) its control paramet-
ers m(i)

l at every file transfer initiation or completion. The SPA algorithm, however, allows
to update the control parameters y(i)l asynchronously from the file transfer initiations as
mentioned in Section 2.2.3.

2.3 Convergence of the SPA algorithm

In this section we prove the convergence of the control parameters y(i) under the
SPA algorithm with an additive update rule. We assume Poisson arrivals and
exponential file size distributions. We also assume that the optimal solution y∗

to the LDP (2.1.11a)-(2.1.11c) is strictly positive and unique. In Section 2.3.5 we
will explain why the latter assumption is reasonable in the present context and
demonstrate that it also implies that y∗ in fact optimizes V (y) over all

y ∈ Y1 =

{
y ∈ RL

∣∣∣∣∣
L∑

l=1

yl = 1

}
, (2.3.1)

in particular also including vectors with negative components.
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For notational convenience, we henceforth assume without essential loss of gener-
ality that wl = 1 for all APs l (this can be achieved by rescaling the Rn,l values),
and define Nδ(y

∗) as a δ-neighbourhood around y∗. Then, the control parameters
under the SPA algorithm converge to the vector y∗ in the sense described by the
following theorem.

Theorem 2.3.1. For any δ > 0, the fraction of time that the sequence of control parameters
{y(i)

ε }{0≤i≤I/ε} produced by the SPA algorithm with fixed step size ε spends in Nδ(y
∗)

goes to one (in probability) as ε ↓ 0 and I → ∞.

Remark 2.3.1. Theorem 2.3.1 applies to situations where ε is kept fixed while running
the SPA algorithm. With a variable step size ε(i) satisfying ε(i) ↓ 0,

∑∞
i=1 ε

(i) = ∞
and

∑∞
i=1(ε

(i))2 < ∞ (e.g. ε(i) = 1/i), we can obtain a stronger form of convergence,
implying that y(i) → y∗ as i → ∞ almost surely [82, Theorem 8.2.3]. However, for
practical applications it is desirable to keep ε small but fixed to ensure that the algorithm
can respond to changes in system parameters in non-stationary scenarios. Consequently,
the SPA algorithm will eventually evolve closely around the optimal value, yet not truly
converge.

To obtain Theorem 2.3.1 we use a specific result from the framework of Kushner
and Yin [82, Theorem. 8.2.5] (henceforth referred to as the KY-theorem), which
states that under appropriate technical conditions the behaviour of the sequence of
control parameters {y(i)

ε }{0≤i≤I/ε} produced by the SPA algorithm, when suitably
rescaled, is characterized by a differential inclusion (DI) which can be written as

d

dt
y(t) ∈ G(y(t)), (2.3.2)

where G(y(t)) is a set that will be specified in Section 2.3.2, y(0) = (1/L)~1L, and
~1L a vector of length L containing only ones. The KY-theorem states the following.
Let LPSG (Limit Point Set) be the set of limit points of the DI (2.3.2), where LPSG
is defined [82, p.108] as

LPSG = lim
t→∞

⋃
y∈Y

{y(τ), τ ≥ t | y(0) = y} . (2.3.3)

Furthermore, let {y(i)
ε }{0≤i≤I/ε} be a sequence of control vectors generated by

the SPA algorithm with update size ε. Then, for any δ > 0, the fraction of time
that {y(i)

ε }{0≤i≤I/ε} spends in Nδ(LPSG) goes to one (in probability) as ε ↓ 0 and
I → ∞. This result already brings us close to the statement of Theorem 2.3.1.

The proof of Theorem 2.3.1 involves three steps. Step (i) is to verify all technical
conditions in order to apply the framework of Kushner and Yin. Step (ii) is then to
identify the relevant DI, and Step (iii) is to construct a suitable Lyapunov function
which shows that the limit point set of the DI (2.3.2) consists of the single vector y∗.

Throughout the individual steps, we need the following notations. Let L(i) be the
random variable representing the AP to which user i is assigned. Furthermore, let

L−
n (y) = argmin

l

{
yl
Rn,l

}
(2.3.4)
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be the set of optimal APs conditioned on the location n, for a specific vector y of
control parameters. Furthermore, let L−

n (y) = |L−
n (y)| be the size of this set. From

the specification of the SPA algorithm it follows that

P
(
L(i) = l

∣∣∣ N (i) = n
)
=
1
[
l ∈ L−

n (y
(i))
]

L−
n (y(i))

. (2.3.5)

2.3.1 Step (i) - Verifying the conditions of KY-theorem

In this section we will verify that all technical conditions for the framework of
Kushner and Yin are satisfied under Markovian traffic assumptions. This is a
substantial effort, but not difficult, and the key is to match the SPA algorithm de-
scription to the stochastic approximation algorithm described in the KY-theorem.

Consider the update step of the SPA algorithm which we write in the same form
as in the KY-theorem as follows:

y(i+1) = y(i) + εY (i), (2.3.6)

with

Y (i) = σ(i) − (σ
(i)
0 /L)~1L, (2.3.7)

and where σ(i) = (σ
(i)
1 , . . . , σ

(i)
L ) is an L-dimensional vector with load proxies.

The random variable Y (i) only depends on B(i), N (i) and y(i), where N (i) is the
random variable representing the location of user i. In other words, given the
control parameter y(i) at step i, Y (i) is independent of the history determined by
{B(0), . . . , B(i−1)} and {N (0), . . . , N (i−1)}. This observation helps in showing that
the following conditions (assumptions) are satisfied.

Lemma 2.3.1 (Assumption KY-A8.1.1). The sequence {Y (i); ε, i} is uniformly integ-
rable.

Proof. The goal is to show that for each δ > 0 there exists a K ∈ [0,∞) such that

E
[∥∥∥Y (i)

∥∥∥ · 1 [∥∥∥Y (i)
∥∥∥ ≥ K

]]
< δ. (2.3.8)

Let L(i) = argminl′{y(i)l′ /RN(i),l′} be the random variable representing the AP to
which user i is assigned, and let l(i)n = argminl′{y(i)l′ /Rn,l′} be the AP to which
user i is assigned conditioned on N (i) = n. By the definitions of Y (i), σ(i)

0 and σ(i)
l

in (2.3.7), (2.2.1) and (2.2.2) respectively, we obtain:

Y
(i)
l =

B(i)

RN(i),L(i)

· 1
[
l = L(i)

]
− B(i)

RN(i),L(i) · L. (2.3.9)
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Observe that for only a single AP l the condition l = L(i) is satisfied, which is the
only dependency on l for Y (i)

l . That means that we can use (2.3.9) to obtain

∥∥∥Y (i)
∥∥∥ =

√
(L− 1)

(
− B(i)

RN(i),L(i) · L

)2

+

(
B(i)(L− 1)

RN(i),L(i) · L

)2

(2.3.10)

=

√
(L− 1)

L2
+

(L− 1)2

L2
· B(i)

RN(i),L(i)

=

√
L− 1

L
· B(i)

RN(i),L(i)

(2.3.11)

= α
B(i)

RN(i),L(i)

, (2.3.12)

with α =
√
(L− 1)/L. Then, using (2.3.12) we obtain for (2.3.8):

(2.3.8) = E
[
α

B(i)

RN(i),L(i)

· 1
[
α

B(i)

RN(i),L(i)

≥ Kl

]]
(2.3.13)

= α ·
N∑

n=1

pn

∫ ∞

0

b

R
n,l

(i)
n

1

[
α · b

R
n,l

(i)
n

≥ K

]
· βne−βnb db (2.3.14)

= α ·
N∑

n=1

pn
R

n,l
(i)
n

∫ ∞

K·R
n,l

(i)
n

·α−1

b · βne−βnb db (2.3.15)

= α ·
N∑

n=1

pn
R

n,l
(i)
n

·
1 + βn ·K ·R

n,l
(i)
n

· α−1

βn
e
−βn·K·R

n,l
(i)
n

·α−1

. (2.3.16)

To go from (2.3.13) to (2.3.14) we implicitly assumed that the optimal AP l
(i)
n is

unique in L−
n (y

(i)), i.e. L−
n (y

(i)) = 1 (see Remark 2.3.2 for L−
n (y

(i)) > 1). Let
pmax = maxn{pn}, Rmin = minn,l{Rn,l}, R∗ = maxn,l{Rn,l}, βmin = minn{βn}
and βmax = maxn{βn}. Then we can bound (2.3.16) as follows:

(2.3.16) ≤ α ·
N∑

n=1

pmax

Rmin
· 1 + βmax ·K ·R∗ · α−1

βmin
e−βmin·K·Rmin·α−1

(2.3.17)

= α · N · pmax

Rmin
· 1 + βmax ·K ·R∗ · α−1

βmin
e−βmin·K·Rmin·α−1

. (2.3.18)

Remark 2.3.2. Notice that if L−
n (y

(i)) > 1, then in the equations (2.3.14)-(2.3.16) the
value of R

n,l
(i)
n

is replaced by the average of the service rates provided by the APs in
L−
n (y

(i)). However, the bound given by (2.3.17) will then still hold as the averaged service
rate is always lower and upper bounded by Rmin and R∗, respectively.

The expression in (2.3.18) is of the form a(1 + bK)e−cK with a, b, c ∈ R>0, and
hence (2.3.18) → 0 as K → ∞. Since (2.3.8) ≥ 0 by definition, it follows by
continuity of (2.3.16) and by the bounds (2.3.17) and (2.3.18) that also (2.3.16) → 0
asK → ∞. Therefore, there exists aK such that (2.3.16) < δ uniformly for all i and
ε, which means that the sequence {Y (i); ε, i} is indeed uniformly integrable.
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Analogously to the KY-theorem, introduce the notation for the expectation of Y (i)

conditioned on {ξ(0), . . . , ξ(i−1)} and {y(0), . . . ,y(i)} as

E(i)
[
Y (i)

]
:= E

[
Y (i)

∣∣∣∣ {ξ(j)}{0≤j≤i−1}
,
{
y(j)

}
{0≤j≤i}

]
, (2.3.19)

where in our specific case

ξ(i) =
(
B(i), N (i)

)
∈ R≥0 × {1, . . . , N} (2.3.20)

denotes the i-th history element, determined by the file size and the arrival location
of user i. The KY-theorem allows the history elements to also depend on ε, which
in our case is not necessary. Notice that E(i) conditions on y(i), but not on ξ(i).

Lemma 2.3.2 (Assumption KY-A8.1.5). There are measurable functions g(i)(·) and
random variables µ(i)

ε such that

E(i)
[
Y (i)

]
= g(i)

(
y(i), ξ(i)

)
+ µ(i)

ε . (2.3.21)

Proof. First, the random variables µ(i)
ε represent a bias (possibly depending on the

history and ε) in the observation of Y (i). In our case there is no bias and µ(i)
ε = 0,

for all i ≥ 0 and ε ≥ 0.

Secondly, given the control parameter y(i), the value of Y (i) is independent of
the history {ξ(0), . . . , ξ(i−1)}. Therefore, the following measurable function g(i)(·)
satisfies the assumption:

E(i)
[
Y (i)

]
= Y (i) = g(i)

(
y(i), ξ(i)

)
= g

(
y(i), ξ(i)

)
(2.3.22)

= g
(
y(i),

(
B(i), N (i)

))
= σ(i) − (σ

(i)
0 /L)~1L. (2.3.23)

The KY-theorem allows for g(i)(·) functions to depend on i and ε, which is unne-
cessary for our case. In the setting for the SPA algorithm, g(·) only depends on i
through y(i) and ξ(i), and it does not depend on ε at all.

Lemma 2.3.3 (Assumption KY-A8.1.4). The random variables µ(i)
ε are such that

lim
i→∞,j→∞,ε↓0

1

j

i+j−1∑
k=i

E(i)
[
µ(k)
ε

]
= 0. (2.3.24)

Proof. In our algorithm we have µ(i)
ε = 0, for all i ≥ 0 and ε ≥ 0, and hence this

assumption is trivially satisfied.

Lemma 2.3.4 (Assumption KY-A8.1.7). For each δ > 0 there is a compact set Aδ ⊂ Ξ
such that

inf
i,ε

P
(
ξ(i) ∈ Aδ

)
≥ 1− δ, (2.3.25)

where Ξ is the support space of ξ(i).
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Proof. In our case, ξ(i) is determined by B(i) and N (i), and hence

Ξ = R≥0 × {1, . . . , N}. (2.3.26)

We claim that Aδ = [0, kδ]× {1, . . . , N} ⊂ Ξ is the required compact set, with

kδ ≥
log
(
1− 1−δ

Npmin

)
−βmin

. (2.3.27)

Indeed, Aδ is the Cartesian product of two compact sets, hence it is compact itself.
Furthermore

P
((
B(i), N (i)

)
∈ Aδ

)
=

N∑
n=1

pn

∫ kδ

0

βne
−βnb db (2.3.28)

=

N∑
n=1

pn(1− e−βn·kδ) ≥
N∑

n=1

pmin(1− e−βmin·kδ). (2.3.29)

When we set (2.3.29) ≥ 1 − δ and solve for kδ we obtain (2.3.27). Since kδ is
independent of both i and ε, Aδ works for all i and ε and hence it also satisfies
(2.3.25).

Lemma 2.3.5 (Assumption KY-A8.1.8). For each y, the sequences{
g(i)

(
y(i), ξ(i)

)
; i, ε

}
,
{
g(i)

(
y, ξ(i)

)
; i, ε

}
(2.3.30)

are uniformly integrable.

Proof. This proposition follows by combining Lemma 2.3.1 and (2.3.23).

We have now confirmed all technical conditions needed to apply the KY-theorem,
except for one condition which identifies the relevant DI. This will be the core of
Step (ii).

2.3.2 Step (ii) - Identifying the differential inclusion

From Lemma 2.3.2, Equation (2.3.22), we obtained

g
(
y(i), ξ(i)

)
= σ(i) − σ

(i)
0

L
· ~1L (2.3.31)

as the update direction in the i-th iteration of the SPA algorithm.

Informally speaking, when y(t) = y, the KY-theorem states that the time deriv-
ative d

dty(t) is determined by the expectation h(y) of the g(i) values in a system
where the control parameters are held fixed at y at all times, provided the func-
tion h(y) is continuous. In such a system, the assignment fractions xn,l must satisfy
the structural optimality properties of Lemma 2.1.1, and thus the function h(y)

would be of the form h(y) = ρ(x(y))− ρ0(x(y))~1L, with ρ0(·) = (1/L)
∑L

l=1 ρl(·).
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However, ρ(x(y)) is not uniquely determined and not continuous, and hence the
function h(y) is not uniquely determined, and not continuous either. Therefore,
additional care is needed, and rather than an ordinary differential equation, the
behaviour of y(t) is described by a DI. To be able to work with the DI version of the
KY-theorem, we need to check an additional technical condition. This condition
basically implies that for any sequence of vectors {y(i)}i≥1 converging to a vector
y, the long-term average value of g(i) lies in the set G(y). The following lemma
states the formal condition and shows that indeed the SPA algorithm satisfies this
condition.

Lemma 2.3.6. For a vector y ∈ Y , define the set G(y) as

G(y) =
{
1

ν

(
ρ(x)− ρ0(x)~1L

) ∣∣∣∣x ∈ X ∗(y)

}
, (2.3.32)

with X ∗(y) as defined in Section 2.1. Then, for any sequence {ỹ(i)}i≥0 in Y , and single
vector y ∈ Y satisfying

lim
i,j→∞

sup
i≤k≤i+j

∥∥∥ỹ(k) − y
∥∥∥ = 0, (2.3.33)

we have

lim
i,j→∞

d

(
1

j

i+j−1∑
k=i

E(i)
[
g
(
ỹ(k), ξ(k)

)]
, G(y)

)
= 0, (2.3.34)

in probability, where d(s, S) measures the distance of an element s to a set S.

Proof. For a single element of the vector

E(i)
[
g
(
ỹ(k), ξ(k)

)]
= E(i)

[
σ(k) − (σ

(k)
0 /L) · ~1L

]
(2.3.35)

we condition on the event E(k)(n, l′), which is defined as the event that user k
arrives at location n and is assigned to AP l′, i.e. E(k)(n, l′) = (N (k) = n, L(k) = l′).
Then we to obtain

E(i)

[
σ
(k)
l − σ

(k)
0

L

]
= E(i)

[
B(k)

RN(k),L(k)

1
[
l = L(k)

]
− B(k)

RN(k),L(k) · L

]
(2.3.36)

=

L∑
l′=1

N∑
n=1

P
(
E(k)(n, l′)

)
E(i)

[
σ
(k)
l − σ

(k)
0

L

∣∣∣∣∣ E(k)(n, l′)

]
(2.3.37)

=

L∑
l′=1

N∑
n=1

pnP
(
L(k) = l′

∣∣∣ N (k) = n,
)( βn

Rn,l
· 1 [l = l′]− βn

Rn,l′L

)
. (2.3.38)

We can find (2.3.38) because the file sizesB(i) are independent exponential random
variables with mean βn once they are conditioned on the location of the user.
We furthermore use the conditional probability of assigning a user to an AP as
described in (2.3.5) to obtain
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(2.3.38) =
L∑

l′=1

N∑
n=1

pn
1
[
l′ ∈ L−

n (ỹ
(k))
]

L−
n (ỹ(k))

(
βn
Rn,l

· 1 [l = l′]− βn
Rn,l′L

)
(2.3.39)

=

N∑
n=1

pnβn1
[
l ∈ L−

n (ỹ
(k))
]

Rn,l · L−
n (ỹ(k))

−
N∑

n=1

L∑
l′=1

pnβn1
[
l′ ∈ L−

n (ỹ
(k))
]

Rn,l′L · L−
n (ỹ(k))

. (2.3.40)

At this point we distinguish two cases: the first case is when y is a continuous
point of g(y), and the second case is when y is a discontinuous point.

Case 1: y is a continuous point of g(y). Observe that y is a continuous point of g(y)
if and only if L−

n (y) = 1 for all n, i.e. there is a unique optimal AP l for location n
with respect to y. This means that in a small enough δ-neighbourhood Nδ(y)
around y, we have L−

n (y
′) = L−

n (y) for all y′ ∈ Nδ(y) and for all n = 1, . . . , N .
In particular, if the sequence {ỹ(i)}i≥0 and the single point y satisfy (2.3.33), there
exists a Kc (c for continuous) such that for all i ≥ Kc we have

L−
n (ỹ

(i)) = L−
n (y) := {l−n (y)}, (2.3.41)

for all n. From this it follows that

1
[
l′ ∈ L−

n (ỹ
(i))
]

L−
n (ỹ(i))

= 1
[
l′ = l−n (ỹ

(i))
]
= 1

[
l′ = l−n (y)

]
(2.3.42)

for all i ≥ Kc. In addition, if for all n we have L−
n (y) = 1, we also have unique

optimal allocation fractions X ∗(y) = {x∗(y)} due to the optimality conditions of
Lemma 2.1.1, and they are equal to

x∗n,l(y) = 1
[
l = l−n (y)

]
. (2.3.43)

Using (2.3.42) and (2.3.43) we can now recognize that

(2.3.40) =
1

ν

(
N∑

n=1

νpnβn1 [l = l−n (y)]
Rn,l

−
L∑

l′=1

N∑
n=1

νpnβn1 [l′ = l−n (y)]
Rn,l′L

)
(2.3.44)

=
1

ν
(ρl(x

∗(y))− ρ0(x
∗(y))) . (2.3.45)

In short, when the sequence {ỹ(i)}i≥0 and single point y satisfy (2.3.33) and when
y is a continuous point of g(y), there exists a Kc such that for all i ≥ Kc we have

E

[
σ
(i)
l − σ

(i)
0

L

]
=

1

ν
(ρl(x

∗(y))− ρ0(x
∗(y))) . (2.3.46)

Then by (2.3.46) it follows that indeed (2.3.34) holds whenever y is a continuous
point of g(y).

Case 2: y is a discontinuous point of g(y). Observe that y is a discontinuous point
of g(y) if and only if there exists at least one location n and at least two APs l1 and
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l2 such that {l1, l2} ⊂ L−
n (y), or equivalently, y lies on a plane (or intersection of

planes) described by an equation (or multiple equations) of the form

yl1
Rn,l1

=
yl2
Rn,l2

. (2.3.47)

Since the Rn,l are given and fixed, there are only finitely many planes of the form
(2.3.47). Consequently, we can find a δ > 0 such that all lines of intersections
of planes going through the δ-neighbourhood Nδ(y) around y also go through
y. This implies that there exists a Kdc (dc for discontinuous) such that for any
sequence {ỹ(i)}i≥0 and single (discontinuous) point y satisfying (2.3.33), we have
L−
n (ỹ

(i)) ⊂ L−
n (y) for all i ≥ Kdc.

Introduce the averaged allocation fractions

xn,l(i, j) =
1

j

i+j−1∑
k=i

1
[
l ∈ L−

n (ỹ
(k))
]

L−
n (ỹ(k))

. (2.3.48)

Clearly,
∑L

l=1 xn,l(i, j) = 1 for all n. In addition, when i ≥ Kdc, the value of
xn,l(i, j) is only nonzero when

l ∈
i+j−1⋃
k=i

L−
n (ỹ

(k)) ⊆ L−
n (y). (2.3.49)

The last subset inclusion is true because L−
n (ỹ

(i)) ⊂ L−
n (y) for i ≥ Kdc. As a result,

xn,l(i, j) ∈ X ∗(y), when i ≥ Kdc.

Then, by combining equations (2.3.48) and (2.3.40), and placing them into the
required limit (2.3.33), and finally changing the order of summation, we obtain for
the l-th element of the averaged expectation:

1

j

i+j−1∑
k=i

E
[
gl

(
ỹ(k), ξ(k)

)]
=

N∑
n=1

pnβn
Rn,l

xn,l(i, j)−
N∑

n=1

L∑
l′=1

pnβn
Rn,l′L

xn,l′(i, j)

=
1

ν
(ρl(x(i, j))− ρ0(x(i, j))) , (2.3.50)

where x(i, j) is the vector of all N × L combinations of assignment fractions
xn,l(i, j).

Finally, observe that

1

ν

(
ρ(x(i, j))− ρ0(x(i, j))~1L

)
∈ G(y) (2.3.51)

for all i ≥ Kdc, which implies (2.3.33) holds also for y that are discontinuity points
of g(y). Together with Case 1 this concludes the proof of Lemma 2.3.6.

Lemma 2.3.6 was the final step to show that we have satisfied all technical condi-
tions of the KY-theorem, and it implies that the evolution of the control parameters
y(i) is characterized by the DI (2.3.2), with G(y) as defined by (2.3.32).
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2.3.3 Step (iii) - Lyapunov function for unique limit point

Now that we have identified the DI, we focus on the third step: constructing
a Lyapunov function to establish that LPSG = {y∗}. Consider the candidate
function given by

D(y) =

L∑
l=1

(yl − y∗l )
2
, (2.3.52)

where y∗ is the unique optimal shadow price vector.

Lemma 2.3.7. The function D(y) given by (2.3.52) satisfies d
dtD(y(t)) < 0 as long as

y(t) 6= y∗ and y(t) ∈ Y1.

Proof. Using the DI given by (2.3.2) we write d
dtyl(t) = δl(y(t)), and the time-

derivative of D(y(t)) can be written as:

d

dt
D(y(t)) = 2

L∑
l=1

(yl(t)− y∗l )δl(y(t)), (2.3.53)

with
(δ1(y(t)), . . . , δL(y(t))) ∈ G(y(t)) (2.3.54)

and
δl(y(t)) =

1

ν
(ρl(x(y(t))− ρ0(x(y(t))) (2.3.55)

for some x(y(t)) ∈ X ∗(y(t)). Then, for all x(y(t)) ∈ X ∗(y(t)) with y(t) 6= y∗,
d
dtD(y(t)) satisfies:

d

dt
D(y(t)) = 2

L∑
l=1

(yl(t)− y∗l )δl(y(t)) (2.3.56)

=
2

ν

(
L∑

l=1

yl(t)ρl(x(y(t)))−
L∑

l=1

y∗l ρl(x(y(t)))

)
(2.3.57)

=
2

ν
(V ∗(y(t))− V ∗(y∗)) +

2

ν

(
V ∗(y∗)−

L∑
l=1

y∗l ρl(x(y(t)))

)
(2.3.58)

< 0.

To obtain (2.3.58) from (2.3.57) we use that
∑L

l=1 y
∗
l = 1, and add and subtract

V ∗(y∗). Also, since y(0) = (1/L)~1L ∈ Y and
∑L

l=1 δl(y(t)) = 0, we know∑L
l=1 yl(t) = 1. The first part of (2.3.58) is thus strictly negative since y∗ uniquely

maximizes V ∗(y) over y ∈ Y1 and we assumed that y(t) 6= y∗. The second
part of (2.3.58) is non-positive because ρ(x(y)) minimizes V (y), and in particular
ρ(x(y∗)) minimizes V (y∗).

Lemma 2.3.7 implies that the function D(y(t)) is a Lyapunov function for the
DI given by (2.3.2) on the set Y1 and hence y∗ is asymptotically stable in Y1, i.e.
LPSG = {y∗}.
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2.3.4 Combining all steps

Using Steps (i) to (iii) we can now formally state the proof.

Proof of Theorem 2.3.1. By Lemmas 2.3.1 to 2.3.6 we can apply the KY-theorem [82,
Theorem. 8.2.5]. From the KY-theorem we know that for any δ > 0, the fraction of
time that {y(i)

ε }{0≤i≤I/ε} spends in Nδ(LPSG) goes to one (in probability) as ε ↓ 0
and I → ∞. By the Lyapunov function D(y(t)) we know that the limit point set
LPSG consists of the unique point y∗.

Remark 2.3.3. In the end the optimal values of y are a means to realize optimal assign-
ments x∗ without knowing values of νn and βn. Let x(i)n,l be the fraction of users at location
n up to and including user i which have been assigned to AP l by the SPA algorithm.
Results of Sherali and Choi [128] imply that, as y(i) → y∗, x(i) → x∗ as i→ ∞, where
x∗ is an optimal solution to (2.1.2a)-(2.1.2d). In view of Remark 2.3.1, notice that we do
not have strict convergence of the control parameters while running the SPA algorithm
since ε is kept fixed. However, we do believe (and observe in simulations) that the realized
assignment fractions also evolve closely around optimal assignment fractions (exactly how
close depends on the value of ε), but we do not have a formal proof for this statement.

Remark 2.3.4. In Section 2.2.3 we considered allowing a continuum of user locations
as this would better suit practical situations. In addition, it makes the loads ρl(x(y))
continuous as functions of y and so we would obtain an ordinary differential equation
rather than a DI. However, it also requires an infinite-dimensional state space to describe
the system state. This poses severe complications in verifying some of the technical
conditions needed to apply the framework of Kushner and Yin.

2.3.5 Properties of y∗

In Section 2.3 we proved that the fraction of the control vectors y(i) that belong
to an arbitrarily small neighbourhood of the optimal vector y∗ tends to 1 over
sufficiently long time intervals when the step size ε becomes correspondingly
small, provided y∗ is unique and strictly positive. We now demonstrate that in
most settings of interest the latter assumption is reasonable.

For a given user assignment x, let G(x) be a (bipartite) graph with vertex set

V = {1, . . . , N} ∪ {1, . . . , L} (2.3.59)

and edge set

E = {(n, l) ∈ {1, . . . , N} × {1, . . . , L} | xn,l > 0}. (2.3.60)

It can be argued that in typical scenarios, the graph G(x∗) associated with any
optimal user assignment x∗ is connected. Indeed, if that were not the case, then
under the optimal user assignment the wireless network would not be connected
in the sense that it would operate as (at least) two disjoint components. More
specifically, in that case the set of user locations could be partitioned into C ≥ 2
non-empty subsets N1, . . . ,NC and the set of APs could be partitioned into C ≥ 2
subsets L1, . . . ,LC such that all user locations in Nc are assigned to APs in Lc,
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c = 1, . . . , C. In other words, no load is shared across the various network
components, and in particular the minimum achievable maximum load is no
less than when the maximum load is minimized within each of the components
individually. Hence, the load balancing problem can basically be tackled within
each of the components separately, and we conclude that in case the graph G(x∗)
is not connected, the global load balancing problem can essentially be reduced to
independent sub-problems.

Based on the above, in most relevant situations the graph G(x∗) associated with
any optimal user assignment x∗ must be connected, and we henceforth assume
that to be the case. We will show that this implies that the solution to the op-
timization problem (2.1.11a)-(2.1.11b) is strictly positive and unique, even in the
absence of the non-negativity conditions (2.1.11c). First, suppose that there exists
an optimal solution y∗ that is not strictly positive. Let K be the set of all APs with
non-positive shadow price, i.e.

K = {k ∈ L | y∗k ≤ 0} 6= ∅, (2.3.61)

and observe that K 6= {1, . . . , L} since
∑L

l=1 y
∗
l = 1. Furthermore, introduce M as

the set of locations that have strictly positive rate for at least one of the APs in K,
thus

M = {n ∈ {1, . . . , N} | max
k∈K

Rn,k > 0}. (2.3.62)

In view of property (2.1.16), any optimal user assignment vector x∗ must satisfy
x∗n,k = 0 for all k ∈ K, n 6∈ M and x∗m,l = 0 for all l 6∈ K, m ∈ M, so that
the graph G(x∗) is disconnected, which yields a contradiction. Because of the
complementary slackness conditions, the fact that y∗ is strictly positive also means
that the loads are strictly balanced under the optimal user assignment, i.e.,

N∑
n=1

x∗n,lνnβn/Rn,l = U∗ (2.3.63)

for all l = 1, . . . , L.

Now suppose that the solution to the optimization problem (2.1.11a)-(2.1.11c) is
not unique, i.e., there are two different solutions y∗ 6= z, both strictly positive.
Define

α = min
l∈L

{
zl
y∗l

}
< 1, (2.3.64)

and denote

K =

{
k ∈ L

∣∣∣∣ zky∗k = α

}
. (2.3.65)

Let xy and xz be the optimal associated user assignment vectors. For brevity,
introduce

xyn,K =
∑
k∈K

xyn,k, (2.3.66)

and further let
M =

{
n ∈ {1, . . . , N}

∣∣∣ xyn,K > 0
}
. (2.3.67)



22

50 Chapter 2. Dynamic user association

In view of the optimality property (2.1.16) we have

max
k∈K

{
Rn,k

y∗k

}
≥ max

l 6∈K

{
Rn,l

y∗l

}
, (2.3.68)

for all n ∈ M. Noting that zk/y∗k < zl/y
∗
l for all k ∈ K and l 6∈ K, it follows that

max
k∈K

{
Rn,k

zk

}
> max

l 6∈K

{
Rn,l

zl

}
, ∀ n ∈ M. (2.3.69)

The optimality property (2.1.16) then implies xzn,K = 1 for all n ∈ M. Since the
graph G(xy) is connected, there must exist APs k ∈ K and l 6∈ K and a user
location n such that xyn,k > 0, i.e., n ∈ K, and xyn,l > 0, so that xyn,K < 1. This
means that the aggregate load of the APs in K under the user assignment xz must
be strictly larger than under the user assignment xy :

∑
k∈K

N∑
n=1

xzn,k
νnβn
Rn,k

>
∑
k∈K

N∑
n=1

xyn,k
νnβn
Rn,k

. (2.3.70)

As mentioned above, the loads are strictly balanced under the optimal user assign-
ment xy , i.e.,

N∑
n=1

xyn,l
νnβn
Rn,l

= U∗, for all l = 1, . . . , L, (2.3.71)

and in particular
∑N

n=1 x
y
n,kνnβn/Rn,k = U∗ for all k ∈ K. Inequality (2.3.70) then

implies that the load at one of the APs under the user assignment xz must be
strictly larger, i.e.

max
k∈K

{
N∑

n=1

xzn,kνnβn/Rn,k

}
> U∗, (2.3.72)

which yields a contradiction with the presumed optimality of the user assign-
ment xz . We conclude that the solution of the optimization problem (2.1.11a)-
(2.1.11c) must be unique.

2.4 Simulation results

In this section we present and discuss the results of numerical experiments which
we conducted to gain insight in the performance of the proposed algorithms. We
compare the SPA-, s-, and CSPA algorithm with two baseline algorithms, the
Best-SINR algorithm (see Section 1.3.1) and the BIR algorithm (Section 2.2.6).

The results are grouped in two subsections with different scenario types: a system
with two APs and systems with more than two APs. The results for the system
with two APs confirm that indeed the SPA algorithm and the s-algorithm are
equivalent in scenarios where L = 2. In scenarios where L > 2 we can no longer
use the s-algorithm, and there we present only results for the SPA algorithm, the
BIR algorithm and the Best-SINR algorithm. In all scenarios we can conclude
that the SPA algorithm outperforms the Best-SINR algorithm in terms of user
perceived throughput and delays, and also in terms of service denials.
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In all simulation scenarios the service rates Rn,l are calculated according to the
3GPP TR 36.814 V9.0.0 urban-micro cell path loss model [99]. The APs have ortho-
gonal spectrum resources with a bandwidth of 180kHz and they transmit with a
power of 30dBm. The thermal noise power density is taken as −174dBm/Hz. The
resulting path loss factor is then

140.7 + 36.7 log10(dn,l/1000)dB, (2.4.1)

where dn,l is the distance in metres from arrival location n to AP l. This path loss
then determines the service rate Rn,l through the Shannon formula as described in
Section 1.1.2. Furthermore, a single AP can admit at most 100 users simultaneously
and all APs fairly share the resources among all active users. A user is blocked
(service denial) when it is assigned to an AP which already has 100 active users.

The ability to balance the AP loads is particularly critical in scenarios where
the baseline Best-SINR algorithm results in structurally overloaded APs, while
a load-aware assignment strategy can avoid this. Hence the scenarios used for
the simulations are chosen such that they exhibit this property. Key perform-
ance indicators that we consider are user-perceived throughput and delay (see
Section 1.4.5).

2.4.1 Systems with two APs

We first consider a situation where L = 2, so we can also present results for the
s-algorithm. We consider a system setting as described in Section 2.1. The two
APs are 200m apart and the discretized locations lie on a line between the two APs.
We divide the line in 40 equal parts, take the midpoint of these parts as arrival
locations and index the arrival locations by increasing distance from AP 1. In
order to account for spatially inhomogeneous traffic densities, the arrival rates are
taken non-uniform:

pn =


2/80 n ∈ {9, 24},
3/80 n ∈ {10, 11, 22, 23},
4/80 n ∈ {12, . . . , 21},
1/80 otherwise.

A visual representation of the arrival densities is given in Figure 2.3. We take

l1 l2

Arrival density

ν/80

2ν/80

3ν/80

4ν/80

200m
1

Figure 2.3: Visual representation of the inhomogeneous traffic densities,
as used in the simulations.

ν = 6 user arrivals per second and simulate a sequence of 1 000 000 users with
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a mean file size per user of βn = β = 1Mb. It is worth emphasizing that none
of these parameter values are known to the online algorithms examined. A
simple calculation shows that the Best-SINR algorithm results in a load of AP 1 of
ρ1 ≈ 1.18 > 1, meaning that AP 1 is overloaded under the Best-SINR algorithm.
The solution of the LP (2.1.2a)-(2.1.2d) for the given parameter values is displayed
in Table 2.1.

Table 2.1: Optimal solutions of the LP (2.1.2a)-(2.1.2d).

U∗ = 0.905 x∗n,1 = 1, for n ∈ {1, . . . , 17}
y∗1 = 0.521 x∗18,1 = 0.363
y∗2 = 0.479 x∗n,1 = 0, for n ∈ {19, . . . , 40}
s∗ = 17.363 x∗n,2 = 1− x∗n,1

We present results for the SPA-, s- and BIR algorithms and compare them to the
Best-SINR algorithm. To demonstrate that we can indeed have convergence of the
shadow prices, we present results for variable update sizes ε(i) = 2/i, and later
fixed update sizes. Each simulation runs for two million user activations. The
empirical cumulative distribution of the user-perceived delays and throughputs
is given in Figure 2.4. The delay and throughput figures for fixed values of
ε are similar to the ones presented in Figure 2.4. When considering the user
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Figure 2.4: Empirical distributions showing the user-perceived per-
formance of the algorithms with ε(i) = 2/i.

delays, clearly the Best-SINR algorithm is vastly outperformed by the other three
algorithms. This is because it overloads AP 1, causing long delays and low
throughputs. As a result, AP 1, under the Best-SINR algorithm, has to block
approximately 9.4% of the user requests. Hence, in Figure 2.4 we have to keep
in mind that the Best-SINR algorithm is denying access to some users, while the
s-algorithm only denied 0.04% of the users and the SPA- and BIR algorithms
admitted and served every single user. The rejected users are omitted from the
delay and throughput figures.

Section 2.4.1 suggests that the BIR algorithm performs the best in terms of mean
delay and mean throughput, and the SPA algorithm and the s-algorithm have
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practically identical user delays. In general, the SPA algorithm, the s-algorithm
and the BIR algorithm perform significantly better than the Best-SINR algorithm,
especially at low throughput thresholds. In Section 2.4.1 we see that 61% of the
users experienced a throughput of at most 0.25Mb/s (green vertical line) under the
Best-SINR algorithm. That means that 39% of the users experienced a higher rate
than 0.25 Mb/s, whereas under the other three algorithms, 100− 27 = 73% of the
users experienced a throughput higher than 0.25 Mb/s. In addition, consider the
number of users that experienced a throughput lower than 0.15Mb/s, shown in
Table 2.2. The SPA- and s-algorithm reduce the number of users with throughput
less than 0.15 Mb/s by a factor of more than four compared to the Best-SINR
algorithm, and the BIR algorithm even by a factor 19!

Table 2.2: Percentiles of users having throughput lower than 0.25Mb/s.

Algorithm Percentile

SPA 11.1
s-ALG 13.9
BIR 3.2
SINR 61.3

Convergence

Figure 2.5 shows the evolution of the control parameters y(i)l and s(i), with ε = 2/i.
For both parameters we observe convergence to the optimal values given in
Table 2.1.
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Figure 2.5: Evolution of the control parameters with ε(i) = 2/i.

Figure 2.5 supports the claim that the SPA algorithm and the s-algorithm realize
optimal allocations and hence find stable (maximum load U < 1) assignment frac-
tions xn,l if they exist, as opposed to the Best-SINR algorithm which is overloading
AP 1 in this case.
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In view of the convergence proof of the SPA algorithm, let us now consider the
evolution of the control parameters for constant step sizes ε(i) = ε. Figure 2.6
shows the evolution of the control parameters for ε = 0.001 and ε = 0.01.
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Figure 2.6: Evolution of the control parameters with constant step sizes
ε(i) = 0.001 and ε(i) = 0.01.

Indeed the control parameters do not show strict convergence, but they do evolve
closely around the optimal solution, resulting in close to optimal user associations
in the long run.

2.4.2 Systems with more than two APs

We now discuss several results of simulation experiments where the number of
APs L ≥ 2. We used the SPA algorithm with the multiplicative update rule as
given in (2.2.5), using various step sizes:

• ε0 = 1
i+1 ,

• ε1 =
(

1
i+1

)2/3
,

• ε2 = 10−2,

• ε3 = 10−3,

• ε4 = 10−4,

• ε5 = 10−5,

• ε6 = 10−6.
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Moreover, we calculated the updates by using the AP utilization proxies as ex-
plained in Section 2.2.3. We again make comparisons with two benchmark al-
gorithms: the Best-SINR algorithm introduced at the start of this section, and the
BIR algorithm.

We simulated two scenarios, both on a 1500m × 1500m area with 63 APs and
having some hotspot zone(s). The two scenarios are shown in Figure 2.7. To better

Figure 2.7: The black dots represent APs. Scenario 1 has hotspots
marked by the three dotted squares. Scenario 2 has a hotspot marked
by the grey area. The red dot marks AP 10 and the blue dot represents
AP 37.

represent realistic scenarios, we used a continuum of locations in both scenarios.
To reduce boundary effects the left and right boundaries in Figure 2.7 are wrapped
around. Hence, the area may be thought of as the outer surface of a cylinder.

We chose the following simulation values. For Scenario 1, the intensity of file
transfer initiations in the non-hotspot area is ν = 22 initiations per second, and
the relative intensities of the non-hotspots and the hotspots (dotted squares, in
top to bottom order) are 1 : 15 : 10 : 8. Moreover, the mean file size is β = 2Mb,
independent of the location. For Scenario 2, the aggregate intensity of file transfer
initiations is ν = 15 per second, and the intensity in the diagonal hot spot band
is ten times higher than the remaining part. In this case, we also have β = 2Mb.
The values are such that the BIR algorithm admits all users (no service denials),
while the Best-SINR algorithm results in overloaded APs (which can be recognized
by observing service denials). In Scenario 1, AP 10 has a load of 1.12 under the
Best-SINR algorithm and is marked in red in Figure 2.7. In Scenario 2, AP 37 has a
load of 1.31 under the Best-SINR algorithm and is marked in blue in Figure 2.7. In
both scenarios we simulated a sequence of 1 100 000 users.

In Figure 2.8 we see the evolution of one shadow price y(i)l of a single run, with
different step sizes. In Scenario 1 we focus on AP 10 and in Scenario 2 we focus on
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AP 37 (see Figure 2.7) since these APs are overloaded in the respective scenarios
under the Best-SINR algorithm. Consequently, these APs show service denials
under the Best-SINR algorithm, while the SPA and BIR algorithms can avoid this
(see Table 2.3).
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Figure 2.8: Evolution of the shadow prices in the two scenarios, using
various step sizes.

We see that the shadow prices with ε1, ε3, and ε4 evolve with variability around
some (optimal) value. We left out the plots for ε2 as its variability is too big on
the scale of the update sizes to obtain informative plots. The variability with ε1
is decreasing, though slowly, and the shadow prices converge. Also, we observe
convergence for ε0 in both scenarios. However, in Scenario 2 the shadow prices
with ε0 and ε6 do not seem to have reached their optimal values yet (i.e. approx-
imately in the same range as ε1, ε3 and ε4). For ε6 this is due to the very small step
sizes. For ε0 this may be caused by an erroneous warm-up period: the shadow
price is driven in the wrong direction with big step sizes, and by the time the SPA
algorithm starts to correct this the step sizes have grown very small. We clearly
observe a trade-off between convergence speed and accuracy. Small step sizes
show slow convergence but less variability (higher accuracy), while larger step
sizes move to optimal values faster but also cause a more erratic evolution.

The choice of step sizes ε or ε(i) influences the performance of the SPA algorithm
through the evolution of the shadow prices. In Table 2.3 we present the percentage
of service denials in a single simulation run. The algorithms labelled as ‘Other’
are the SPA algorithm with step sizes ε0, ε1, ε2, ε3, ε4, and the BIR algorithm. For
all choices of the step size the SPA algorithm realizes significantly fewer service
denials than the Best-SINR algorithm, and with step sizes ε0 to ε4 it even shuns
them completely: only the smallest constant step sizes, i.e. ε5 and ε6, still show
service denials. We see that the SPA algorithm can indeed recognize overloaded
APs and redirect load such that all users are served.

Without overloaded APs we see an improvement in user-perceived throughput
for users with low throughput values, for which it is the most critical. Indeed, a
throughput value below a certain threshold may be interpreted as a “soft” service
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Table 2.3: Blocking percentages at APs in Scenario 1 (S1) and Scenario
2 (S2), only listing APs with service denials.

Best-SINR SPA ε6 SPA ε5 Other
AP S1 S2 S1 S2 S1 S2 S1 & S2

4 11.2 0
10 42.8 18.5 2.6 0
11 40.7 17.5 2.5 0
23 10.0 0.7 0
24 39.1 17.4 2.8 0
33 25.5 9.3 0.9 0
36 19.7 2.0 0.1 0
37 23.5 2.5 0.2 0
40 29.3 11.0 1.2 0
41 15.0 2.9 0.0 0
49 35.0 1.0 12.7 1.9 0
50 31.8 6.6 0.7 0
57 37.6 6.6 0
60 26.3 4.6 0.3 0
61 28.6 3.5 0.4 0

outage, and is a critical KPI to service providers. In Figures 2.9 and 2.10 we plotted
the user-perceived throughput of various groups of users in the two scenarios,
again using the different step sizes. We omitted the plots for ε1, ε4, and ε5 since
they are very close to the plot of ε0.

0 0.5 1 1.5 2 2.5 3

0

0.2

0.4

0.6

0.8

1

Throughput in Mb/s

C
um

ul
at

iv
e

fr
ac

tio
n

ε0
ε2
ε3
ε6
BIR
SINR

(a) Scenario 1.

0 0.5 1 1.5 2 2.5 3

0

0.2

0.4

0.6

0.8

Throughput in Mb/s

C
um

ul
at

iv
e

fr
ac

tio
n

ε0
ε2
ε3
ε6
BIR
SINR

(b) Scenario 2.

Figure 2.9: User-perceived throughput for users 900 000 to 1 000 000,
for various algorithms in the two scenarios.

Larger values of ε are too crude to realize (close to) optimal ratios for the yl values.
This can be observed for the update sizes ε2 and ε3, where the SPA algorithm
has a less favourable throughput performance than for ε0. Using ε0, ε1, ε3, and
ε4 all result in a good throughput performance and completely shun service
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(a) Users 400 000 to 500 000.
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(b) Users 900 000 to 1 000 000.

Figure 2.10: User-perceived throughput for some selected users in
Scenario 1, with ε = 10−6.

denials. Smaller values of ε on the other hand - specifically ε5 and ε6 - yield slower
convergence, which explains the service denials shown in Table 2.3. If we focus
only on users 900 000 to 1 000 000 then for none of the update sizes we observe any
service denials, which indeed suggests that ε5 and ε6 need more time to realize
good shadow prices. This can also be observed in Figure 2.10, where we can see
that the throughput performance has improved markedly over time.

We observe that especially for users with low throughput the SPA algorithm is
outperforming the Best-SINR algorithm. For example, in Section 2.4.2, under the
Best-SINR algorithm about 38% of the users experienced a throughput of at most
0.5Mb/s while under the SPA algorithm with update size ε0 this happened to
only 3% of the users. In other words, under the Best-SINR algorithm only 62% of
the users experienced a throughput of more than 0.5Mb/s, while under the SPA
algorithm (with update size ε0) 97% of the users experienced a throughput of more
than 0.5Mb/s; an increase of more than 50%. In addition, the SPA algorithm is
capable of completely avoiding service denials whereas the Best-SINR algorithm
may show service denials as high as 42.8% at a single AP. For higher throughput
values it appears that the Best-SINR algorithm is performing better than both the
BIR and SPA algorithm, but at the expense of many service denials. Indeed, the
SPA algorithm identifies overloaded APs and realizes a stable user assignment
when possible, but this comes at the expense of the performance for users with
high throughput levels. Moreover, we have presented results for several choices
of the update size which show that there is a crucial trade-off between long-term
performance and convergence speed.

2.4.3 Clustering in large systems

In this section we will compare the performance of the CSPA algorithm (Sec-
tion 2.2.5) to that of the SPA algorithm. In Section 2.4.2 we see that the shadow
prices may converge very slowly, taking a long time to reach close to optimal
values. The CSPA algorithm was designed to converge faster locally by run-
ning the SPA algorithm in local clusters. We present results on two update sizes
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ε0 = 1/(i+ 1) and ε4 = 10−4.

We generated two scenarios by taking a 2 km × 5 km area and placing 200 APs
uniformly at random. In Scenario 1 we focus on APs 101 and 22. AP 101 has the
largest load under the Best-SINR user association in this scenario, approximately
equal to 1.54 (overloaded). It is furthermore a neighbour of AP 22, which experi-
ences a load of approximately 0.61 under the Best-SINR association. In Scenario 2
we will focus on neighbouring APs 37 and 12, with respective experienced loads
1.24 and 0.34 under the Best-SINR association. The file transfer initiation times
are generated according to a Poisson process with rate of ν = 30 initiations per
second. The locations of the users are independent, distributed uniformly at
random, and the file sizes of users are independent and exponentially distributed
with mean β = 5Mb in Scenario 1 and β = 6Mb in Scenario 2. The shadow prices
are updated at every file transfer initiation, and new clusters are generated after
every 1000 file transfer initiations. Figure 2.11 shows the evolution of the ratios of
the shadow prices of the APs mentioned above, tracked over 1 000 000 file transfer
initiations.
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Figure 2.11: Evolution of shadow prices ratios involving selected APs,
over 106 user activations, for update sizes ε0 and ε4.

The evolutions of the shadow prices of the CSPA and the SPA algorithms plotted
in Figure 2.11 seem significantly different, which is not unexpected considering
the nature of the updates of the CSPA algorithm. It stands out that the ratio of the
shadow prices for CSPA-ε4 evolves with much less variability than that of SPA-ε4.
To gain more insight in the convergence of the CSPA algorithm we also tested two
smaller systems (1 km× 2 km, ν = 30, β = 1.0) with only 40 APs. Ratios of control
parameters in these smaller scenarios are shown in Figure 2.12.

In Figure 2.13 we plotted the user-experienced throughput statistics of the first 106

users, clearly showing that the CSPA algorithm outperforms the SPA algorithm
on this timescale.

In both scenarios and both update size configurations the CSPA algorithm outper-
forms the SPA algorithm, as the blue curves are below the respective black curves.
The difference becomes even more apparent if we only consider the first 105 users,
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Figure 2.12: Evolution of shadow price ratios over 107 user activations,
for update sizes ε0 and ε4 in two random scenarios with 40 APs.

0 0.5 1 1.5 2 2.5 3

0

0.2

0.4

0.6

0.8

Throughput in Mb/s

C
um

ul
at

iv
e

fr
ac

tio
n

SPA-ε0
SPA-ε4
CSPA-ε0
CSPA-ε4

(a) Scenario 1.
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Figure 2.13: User-perceived throughput of 106 users, for two update
sizes ε0 and ε4.

with ε4, of which the user-perceived throughputs are plotted in Figure 2.14.

Clearly, under the CSPA algorithm, users experienced higher throughputs than
under the SPA algorithm (for the first 105 to 106 users). This is most important
in settings with constant update sizes like ε4, as we expect (and advise) constant
update sizes to be used in practice due to their ability to keep reacting to changes
in traffic demands. Moreover, if traffic demands are changing relatively fast, we
expect the CSPA algorithm to perform better as it gives better user-perceived
performance in the short term. To test this we consider a 5 km × 2 km scenario
with a moving hotspot of user arrivals. The hotspot is 200m× 100m and starts
with its south west corner at (200, 300). Then it shifts 200m to the east every 1000
seconds until its south west corner is at (4600, 300), after which its direction is
reversed and it moves 200m to the west every 1000 seconds until the hotspot is
again in the position where it started, after which this pattern repeats. The rate
of file transfer initiations inside the hotspot is ten times the normal file transfer
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Figure 2.14: User-perceived throughput of 105 users, for update size ε4.

initiation rate. The user-perceived throughput of this simulation is plotted in
Figure 2.15.
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Figure 2.15: The user-perceived throughput of 106 users in the scenario
with a moving hotspot of user file transfer initiations.

Indeed the CSPA algorithm outperforms the SPA algorithm in the scenario with a
moving hotspot. We can conclude that the SPA algorithm can certainly benefit by
running the algorithm in local clusters instead of on the entire system.

2.5 Conclusion

In this chapter we presented and analysed new user assignment algorithms for
dense cellular networks (DCNs) which not only take signal strength values into
account, but also the load conditions at the various APs. We formulated the prob-
lem of minimizing the maximum load as an LP and derived optimality conditions
for user assignments. Based on these optimality conditions, we constructed a
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load-aware cell selection algorithm - the SPA algorithm - which assigns users to
APs based on shadow prices, i.e. virtual costs associated to APs. The shadow
prices are iteratively adjusted by means of load measurements and we proved that
under suitable assumptions the iterates converge to optimal values of the shadow
prices. To gain insight in the dynamics of the SPA algorithm, we focussed on a
special case with only two APs so that we could exploit geometric properties and
obtain the s-algorithm, which shows very intuitive behaviour. The s-algorithm
has in essence the same behaviour as the SPA algorithm, but the SPA algorithm
works for all number of APs and shows discontinuities in the load characteristics
of APs.

In a scenario with only two APs, simulations show that the SPA algorithm and the
s-algorithm yield practically identical performance. The shadow prices indeed ex-
hibit the convergence behaviour which we established in Section 2.3. In scenarios
where the number of APs is larger than two, we extensively examined the impact
of the step sizes on the performance and shadow price evolution and showed that
there is a trade-off between convergence speed, throughput performance, and
service denials.

All numerical results show that the SPA algorithm has a dramatically better delay
and throughput performance than the conventional Best-SINR association, in
scenarios where APs would be overloaded under the Best-SINR association policy.
For example, we observed that the SPA algorithm with update size ε0 is capable
of increasing the number of users that experienced a throughput of more than
0.5Mb/s from 62% under the Best-SINR algorithm to 97% under the SPA algorithm.
Moreover, the SPA algorithm is capable of completely avoiding service denials
whereas the Best-SINR algorithm may show service denials as high as 42.8%
at a single AP. This is mostly because the SPA algorithm realizes a stable user
association whenever possible.

The SPA algorithm does not need any information other than load proxies meas-
ured at the APs and SINR reports from users, and can be fully implemented on the
AP side. We furthermore presented numerical evidence that the SPA algorithm can
be significantly improved by running the algorithm in local clusters, which real-
izes optimal local shadow prices much faster, further benefiting the user-perceived
throughput performance.



Chapter 3

Dynamic frequency allocation

In this chapter, we develop load-aware algorithms for dynamic joint radio fre-
quency and optical wavelength assignment in Radio-over-Fibre (RoF) networks.
We study dense network scenarios where the access points (APs) are transmitting
via Remote Radio Heads (RRHs). The intelligence of the APs is thus located at
a Centralized Control Unit (CCU). As explained in Chapter 1, we will use the
term RRH instead of APs in this chapter to stress that we are including the optical
backhaul in our model. We will focus on the allocation of sub-bands and optical
wavelengths to RRHs, i.e. which wavelengths are used to transport the allocated
sub-bands to the RRHs. We introduce a new model, a generalization of the model
of Zhang and Ansari [160], which not only deals with wireless interference con-
straints, but also accounts for constraints coming from the optical fibre backhaul
topology.

As argued in Chapter 1, we consider long-term allocations and load metrics,
because frequency allocations should not change too fast. Frequency allocation
problems are typically NP-hard, as they tend to relate to - and generally extend -
graph colouring problems and integer linear programming problems (ILPs), and
many heuristics and approximation algorithms have been studied to come up
with near-optimal allocations. However, even such heuristics can be too slow for
online operation in larger networks, where we envision decision-making on a
second to minute time-scale. In situations with a reasonably large network, we
cannot afford to run a full optimization every second or minute as it may take
several minutes to compute an optimal solution.

Furthermore, in Chapter 1 we stated that our objective is to balance the loads
among the RRHs, and in this chapter we introduce two algorithms, with different
purposes. First, since the load balancing problem we investigate is an NP-hard
problem, we introduce a (simple) heuristic scheme to obtain a solution which is
not necessarily optimal. The scheme is primarily designed to find a stabilizing
allocation where each RRH has a sustainable load. Then it uses the left-over
capacity to relieve the highest loaded RRHs. In numerical experiments we test the
heuristic scheme against optimal solutions obtained by using the mathematical
optimization software package CPlex. The scheme performs very well in the

63
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various considered scenarios, and in many cases finds an optimal solution in small
systems.

Secondly, inspired by local-search methods, we introduce a dynamic and load-
aware algorithm: the Single Load Interval algorithm (SLI algorithm, [114, 115]).
Based on a set of simple rules and the use of load proxies, the SLI algorithm
automatically detects changes in load conditions and adjusts the frequency and
wavelength allocations over time, to relieve highly loaded RRHs and provide
favourable throughput performance under non-stationary load patterns. We fur-
thermore present extensive simulation results that give insight in the behaviour of
the SLI algorithm. These results demonstrate the effect of the algorithm parameters
with respect to the timescale dynamics of the offered traffic. We also demonstrate
that in scenarios with time-varying traffic demands the SLI algorithm outperforms
static allocations, where we observed for example that the SLI algorithm can
increase the number of users that experienced a throughput of at least 10Mb/s
from 73% to 80% with respect to a static frequency allocation.

3.1 Model description

We consider an area with a wireless radio access system consisting of L RRHs
which are connected to a centralized control unit by means of optical fibre. Let L
denote the set of RRHs. The RRHs are divided into B disjoint subsets Lb (back-
bones), where each subset shares the optical fibre infrastructure (see Figure 3.1).
This is a separation of optical dependence: in each backbone b, the lasers and fibres
are shared and hence the optical wavelength allocation within the set Lb is de-
pendent. However, across different backbones the optical wavelength allocations
are independent, as we assume that each backbone has its own set of lasers.

CCU

RRH

Figure 3.1: A RoF network representation with RRHs that are connected
to the CCU through two optical fibre backbone rings.

The ring topology for an optical backhaul, displayed in Figure 3.1 by the orange
loops, is both cost-effective and provides protection against failures: if the ring is
broken in one place, all RRHs are still connected to the CCU, provided that the
optical fibres have bidirectional communication possibilities. In addition, the ring
topology allows for wavelengths to be shared by the RRHs. From now on we
assume all RRHs are connected by a ring backbone.
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3.1.1 Wireless domain

We start by treating the wireless domain, which is modelled as described in
Section 1.4.3. Hence we have L RRHs, and the spectral resources are divided
into F sub-bands, all of equal bandwidth. In the considered area where RRHs
are placed, traffic flows are assigned to the RRHs according to the Best-SINR
algorithm (see Section 1.3.1). The assignment of traffic flows generates a notion of
offered traffic to a RRH, which in turn gives rise to a demand Ql at each RRH l,
which arises as follows.

First, allocating sub-bands constrained to the interference graph means that we
assume they are free of significant interference from other RRHs. This assumption,
together with the flat fading assumption across all sub-bands, implies that each
sub-band f brings equal (long-term) capacity to a RRH. Furthermore, considering
the location-based traffic model described in Section 1.4.3, the assignment fractions
xn,l for the Best-SINR association are given by (1.4.4). The observations described
above allow us to interpret the demand Ql of RRH l as the fractional number of
sub-bands needed by RRH l to support the average traffic volume at RRH l, where
Ql is given by

Ql =

N∑
n=1

νnβn
Rn,l

xn,l, (3.1.1)

with xn,l as given in equation (1.4.4). For example, if Ql = 3.6, then RRH l would
need at least 4 sub-bands to sustain its load. Consequently, the long-term load
(resource utilization) of RRH l can be defined as

ρl = Ql/Fl, (3.1.2)

where Fl is the number of sub-bands assigned to RRH l.

To reduce the complexity of the system, we assume that the capacities of sub-bands
are not shared between different RRHs. That is, we assume that a sub-band f is
not split again in two new sub-bands (e.g. by using Time Division Multiple Access
(TDMA) schemes) and spread over two different RRHs. However, we do allow
for the reuse of sub-bands by RRHs as long as the the RRHs are not connected by
an edge in the given interference graph.

3.1.2 Connection to the optical domain

We will now describe the optical domain and make the connection with the
wireless domain. Since the bandwidth of each sub-band is fixed, the maximum
number of wireless sub-bands that can be carried on an optical wavelength λj ,
denoted by Ωj , is constant.

The RRHs are connected to the fibre ring by means of a wavelength add-drop mul-
tiplexer (λ-ADM), a photodiode and a frequency ADM (f -ADM), see Figure 3.2.
The λ-ADM selects the optical wavelengths intended for the RRH. After that,
the optical signal is converted to an electric signal by the photodiode. Then, the
f -ADM selects - from the sub-bands encoded on the selected wavelengths - only
those sub-bands that should be transmitted by the RRH. Thus, a RRH does not
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necessarily transmit all sub-bands encoded on the optical wavelengths it listens to.

λ-ADM f -ADM
λx, λy, . . .

Photodiode Antenna

λ1, . . . , λJb

Ring

Figure 3.2: The optical and wireless filters at a RRH: λ-ADM and
f -ADM are wavelength and frequency add-drop multiplexers respect-
ively. Between them is a photodiode, converting optical to electrical
signals. Jb is the number of wavelengths on the backbone. λx, λy, . . .
are the wavelengths forwarded to the antenna.

The interference in the optical domain creates further restrictions on the sub-band
allocation. An optical wavelength can only carry a sub-band once, meaning that
two RRHs which are allocated a common sub-band should receive those sub-
bands through different wavelengths. In addition, the λ-ADM can select multiple
wavelengths to forward to the transmitter. The optical receiver (photodiode) has
no wavelength filter, and hence the incoming signal to the f -ADM can be thought
of as all sub-bands encoded on the wavelengths that were selected by the λ-ADM.
Consequently, each sub-band allocated to the RRH can only appear once on all
received wavelengths combined, as (destructive) interference is caused otherwise.

Wireless domain

Optical domain

l1

l2

l3

l4

l5{f1, f2, f3}

{f4, f5, f6}

{f1, f2, f3, f7}

{f8, f9, f10}

{f1, f2, f3}

f

1

2

3

4

5

6

7

λ1

l1

l2

λ2

l3

l3

f

1

2

3

...

8

9

10

λ1

l5

l4

Figure 3.3: An example of a feasible allocation of five RRHs (l1, . . . , l5),
satisfying interference restrictions in both the wireless and optical
domains, where Ωj = 6, for all wavelengths. The left ring has two
wavelengths λ1 and λ2, the right ring has one wavelength λ1.
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To summarize we have the following constraints for the sub-band and wavelength
allocation:

• Two RRHs connected by an edge in the interference graph cannot be alloc-
ated the same sub-band,

• Sub-bands are not shared (by means of e.g. time division) among RRHs,

• A RRH can be allocated a maximum of Fmax sub-bands,

• A RRH may use multiple wavelengths (not visible in Figure 3.3),

• A wavelength can only carry a specific sub-band once in a single backbone
ring,

• A sub-band allocated to a RRH can only appear once on all wavelengths
used by the RRH,

• A wavelength λj can carry at most Ωj sub-bands,

• A wavelength λj can appear only once in a single backbone ring, but may
be re-used over different backbone rings.

We do not require that the sub-bands allocated to a single RRHs are adjacent in
the frequency spectrum, nor do we require that the sub-bands carried by a single
wavelength are adjacent in the frequency spectrum. This allows for more flexibility
in the sub-band and wavelength allocations. In the next section we will formalize
the constraints listed above and use them to define an optimization problem.

3.2 Load balancing framework

In this section we state the load balancing objective that we pursue, presented
as a discrete optimization problem. Let b(l) be the unique ring backbone b such
that l ∈ Lb. Let zf,l,j = 1 if sub-band f is allocated to RRH l and is carried by
wavelength λj ; and 0 otherwise. Furthermore, let z be the F × L× J-dimensional
vector containing all the zf,l,j variables. It follows that the number of sub-bands
assigned to a RRH l at time t is

Fl = Fl(z) =

F∑
f=1

J∑
j=1

zf,l,j , ∀l. (3.2.1)

The objective is to minimize the highest load among the RRHs, which gives rise to
a load balancing formulation of the form minz Ũ subject to ρl(z) ≤ Ũ . To obtain a
linear formulation, we reformulate the objective by maximizing U = 1/Ũ , subject
to U ≤ (ρl(z))

−1, for all l = 1, . . . , L. The frequency and wavelength allocation
can then be formulated as the following integer linear program (ILP), where Jb is
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the set of wavelengths available in backbone b, and G = (L, E) is the interference
graph with edge set E .

max
z

U(z) (3.2.2)

sub: Fl(z) =

F∑
f=1

J∑
j=1

zf,l,j , ∀l, (3.2.3)

Q−1
l Fl(z) ≥ U(z), ∀l, (3.2.4)∑

l∈Lb

F∑
f=1

zf,l,j ≤ Ωj , ∀b, ∀j, (3.2.5)

Fl(z) ≤ Fmax, ∀l, (3.2.6)∑
l∈Lb

zf,l,j ≤ 1, ∀b, ∀f, ∀j, (3.2.7)

∑
j∈Jb(l)

zf,l,j ≤ 1, ∀f, ∀l, (3.2.8)

zf,l,j + zf ′,l,j′ +
∑

l′∈Lb(l)\{l}
zf,l′,j′ ≤ 2, ∀l, ∀f 6= f ′, ∀j 6= j′, (3.2.9)

J∑
j=1

zf,l,j + zf,l′,j ≤ 1, ∀(l, l′) ∈ E . (3.2.10)

In this optimization problem, constraint (3.2.5) specifies the wavelength capacity
constraint, (3.2.6) represents the sub-band capacity per RRH, and (3.2.7) ensures
that sub-bands are not shared between RRHs. Furthermore, (3.2.8) and (3.2.9)
guarantee that a RRH receives a sub-band only once through all the wavelengths,
and finally (3.2.10) is the interference constraint based on the interference graph G.
Moreover, the maximization induces a load ρl(z) < 1 for all l = 1, . . . , L whenever
possible, meaning that all RRHs receive enough capacity to serve their entire traffic
demand. If the optimal solution z∗ has ρl(z∗) > 1 for some l, it simply means that
the current sub-bands and wavelengths are not sufficient to meet all the demand.
We call a sub-band and wavelength allocation z stable if it achieves ρl(z) < 1 for
all l.

Theorem 3.2.1. The allocation problem (3.2.2)-(3.2.10) is NP-hard.

Proof. We use a reduction from the graph colouring problem. Let Gc = (Vc, Ec)
be an arbitrary graph, then deciding whether or not Gc is k-colourable is NP-
complete. Now consider the allocation problem (3.2.2)-(3.2.10) with the following
values: F = k, Fmax = 1, J = 1, L = Vc, E = Ec and Ωj = k. Moreover, every RRH
has its own dedicated backbone. and hence (3.2.7) and (3.2.9) are trivially satisfied.
When we set Ql = 0.9 for each l, the set of feasible solutions to the frequency and
wavelength allocation problem consists of k-colourings of the graph Gc. Hence
the allocation problem is NP-hard as long as Gc is arbitrary and has no special
structure.
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3.3 Heuristic for stationary scenario

The hardness result of Theorem 3.2.1 suggests that as long as we do not have any
special structure on the interference graph that we can exploit, finding an optimal
solution to (3.2.2)-(3.2.10) may take a lot of time (see Remark 3.3.1). As far as we
know, practical interference graphs [58, 164] may be rather arbitrary indeed, and
do not exhibit any structure we can exploit efficiently. Therefore, we introduce a
(simple) heuristic scheme to obtain a solution that is not necessarily optimal. The
scheme is primarily designed to find a stabilizing allocation where each RRH has
a sustainable load. Then it uses the left-over capacity to relieve the highest loaded
RRHs.

A feasible frequency and wavelength allocation z is an allocation that satisfies
the constraints (3.2.5)-(3.2.10). A heuristic scheme to find a feasible and stable
allocation z consists of three steps:

1. Find a minimum feasible stable solution to the frequency allocation problem.
That is, assign to each RRH l only the minimum number of sub-bands such
that its load ρl(z) is below 1 (system is stable).

2. Assign additional sub-bands to the highest loaded RRHs, as long as the
allocation remains feasible.

3. Assign the sub-bands (which are already allocated to RRHs) to wavelengths.

We refer to this as the StaLOB (Stabilizing Loads On Best effort) heuristic. Step 1
can be performed by using a sequential colouring algorithm, e.g. the Welsh-Powell
algorithm [149]. Step 2 can be done in a greedy manner: iteratively adding a sub-
band to the RRH which in the current iteration has the highest load. Step 3 can
be performed by using approximation algorithms for bin-packing problems. The
heuristic uses information that can be easily gathered by the CCU, and is best
suited for a centralized implementation at the CCU.

3.3.1 Specification

In our specific implementation, the StaLOB heuristic first finds a minimal stable
allocation, introducing new sub-bands when necessary. At the end of Step 1, it
has a fixed number of sub-bands: the minimum number needed for this greedy
algorithm to find a stable allocation.

Secondly it exhaustively performs the following steps iteratively:

i) Create a list of the RRHs, sorted by descending loads (highest loaded RRH
is the first element of the list),

ii) Get the first element of the list and try to assign an extra sub-band,

iii) If we added a sub-band and there is still room to add another, then we
re-insert the RRH in the ordered list (keeping the list ordered). Else, we
remove the RRH from the list.
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These steps are repeated until the list is empty.

Finally, the StaLOB heuristic matches RRHs and their allocated sub-bands to
wavelengths, introducing new wavelengths whenever necessary. This step per-
forms a modified version of the First Fit Decreasing bin packing algorithm [21, 67,
68]. Per backbone b, there is a list of RRHs ordered by the number of sub-bands
they are allocated (descending). As the algorithm traverses this list, for a single
RRH it iterates through the currently available wavelengths. If a wavelength
can be used, it puts as many sub-bands on that wavelength as it can, moving on
to the the next available wavelength if it runs out of capacity. If there are still
sub-bands of a RRH that need to be assigned to a wavelength but there are no
more wavelengths, a new wavelength is introduced.

3.3.2 Practical implementation aspects

For the StaLOB heuristic to work, it requires knowledge of the interference graph.
We assume the interference graphs is given, but it can be obtained by using
geographical properties and conducting additional measurements [164], or by
learning techniques [156]. Also, the heuristic needs the topological information
of the optical network: the different backbone rings, the RRHs connected to
the backbones and the number of wavelengths available in a backbone. This
information is available at the CCU.

Crucial for finding stable solutions to the ILP (3.2.2)-(3.2.10) is the availability of
demand values Ql. In this section we assume these values are given, but in a
dynamic context they may be obtained by using demand estimates, updated over
time (see Section 3.4). The heuristic is currently presented in a static fashion: given
a stationary scenario of system, find a good feasible solution.

The StaLOB heuristic is intended for a centralized implementation, not distributed,
as is fitting in the context of a centralized control running softwarized APs where
the RRHs should be cheap and possess little intelligence.

3.3.3 Numerical results

In this section we provide numerical results of the StaLOB heuristic. The heuristic
has been tested in five scenarios. Scenarios 1 to 4 consist of a 50m×50m area, and
Scenario 5 is a 100m× 50m area. Scenarios 1 and 2 contain 13 RRHs positioned
uniformly at random in this area, Scenario 3 has 25 RRHs positioned uniformly
at random. Scenario 4 has the same RRH density as Scenarios 1 and 2 except in
a hotspot region, a 10m × 10m area with the left bottom corner at (30m, 30m),
where the RRH density is five times higher. Consequently, Scenario 4 has 16 RRHs.
Scenario 5 has the same RRH density as Scenario 1 and hence contains 26 RRHs
positioned uniformly at random. For Scenarios 1, 3, 4, and 5, the demand values
Ql are generated from a truncated normal distribution on the interval [0, 10] with
mean 5 and variance 2. For Scenario 2, the interval is [0, 20] and the mean is 10
and the variance is still 2.

Two RRHs are connected by an edge in the interference graph if the distance
between them is less than or equal to 20m. The RRHs are grouped in eight
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backbones depending on their location, as depicted in Figure 3.4, and each
wavelength j has a capacity Ωj of 40 sub-bands.

b0

b1 b2

b3

b7

b6 b5

b4

0
0

50m

50m or 100m

Figure 3.4: The eight areas that determine to which backbone a RRH
belongs.

The StaLOB heuristic always results in a feasible stable allocation, since we just add
more capacity to meet the feasibility constraints. When the system is sufficiently
small (in terms of the number of RRHs and sub-bands used) we can find optimal
solutions by using mixed integer linear program (MILP) solvers like CPlex. We can
then compare the result of our algorithm with the optimal solution and consider
two performance indicators:

1. The maximum load (the objective function) given a number of sub-bands,

2. The number of sub-bands and wavelengths that are needed for a stable
feasible allocation.

Remark 3.3.1. The considered scenarios are small enough for CPlex to find optimal
solutions in a reasonable amount of time, at least to present the results as above. However,
already in these small instances CPlex could take several minutes (3 to 12) to find a
solution, per instance. Hence, CPlex would be too slow for any practical operation, and
the use of heuristics is justified.

We executed the StaLOB heuristic on randomly generated instances of the four
scenarios described above. In view of the long computation times of the optimal
solutions by CPlex, we examined 2000 instances for Scenarios 1, 4 and 5, 1000
instances for Scenario 3 and 500 instances for Scenario 2. In Table 3.1 we display
the number of instances in which CPlex found a feasible stable allocation while
decreasing the number of used sub-bands by a certain amount, for the various
scenarios. Notice that the numbers in the columns add up to the number of
instances we considered for each scenario.

Results for the average number of sub-bands used by the StaLOB heuristic can
be found in Table 3.2. Throughout the experiments, our heuristic used the same
number of sub-bands as the optimal solution in more than 90% of the instances of
Scenarios 1, 2 and 4. In Scenarios 3 and 5 however, the larger number of RRHs
seems to result in more instances where the solution obtained from the StaLOB
heuristic can be improved. This is also clear when we consider the number of
instances where CPlex found a lower maximum load using the same number
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Table 3.1: The number of instances in which CPlex found a feasible
stable allocation while decreasing the number of used sub-bands by a
certain amount, for the various scenarios.

Decreased by Sc. 1 Sc. 2 Sc. 3 Sc. 4 Sc. 5

0 1901 467 790 1837 1755
1 24 6 46 36 70
2 26 3 50 41 66
3 21 3 45 33 37
4 16 3 29 27 34
5 11 1 25 18 25
6 1 4 10 6 9
7 - 3 5 2 4
8 - 4 - - -
9 - 5 - - -

10 - 1 - - -

Table 3.2: The average number of sub-bands used by the heuristic
scheme for the various scenarios, and the fraction of instances in which
the heuristic used the minimum feasible number of sub-bands.

Scenario Average # sub-bands Optimality fraction

1 28.47 0.951
2 53.37 0.952
3 45.16 0.790
4 36.07 0.919
5 33.47 0.878

of sub-bands as the StaLOB heuristic, see Table 3.3. We again observe that in
Scenarios 1, 2 and 4, the StaLOB heuristic is optimal in about 90% of the instances.

Table 3.3: The number of instances in which CPlex improved the load,
compared to the StaLOB heuristic, for the various scenarios; and the
fraction of instances for which the heuristic found the optimal load
objective.

Scenario # load improv. Optimality fraction

1 155 0.923
2 42 0.916
3 246 0.754
4 207 0.897
5 310 0.845

The instances in Scenario 3 result in densely connected interference graphs. This
seems to make it harder to find a minimum number of sub-bands for the multicol-
ouring, as we can see from Tables 3.1 and 3.3. Not only the density but also the
number of RRHs seems to influence the performance, as Scenarios 3 and 5 both
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have significantly more RRHs than Scenarios 1 and 2, and they have significantly
lower optimality fractions.

In Table 3.4 we show the improvements in the number of used wavelengths in
Scenarios 1, 4 and 5. The results indicate that Step 3 of the StaLOB heuristic is
performing exceedingly well, as in more than 99% of the instances the heuristic
used the minimum number of wavelengths.

Table 3.4: The number of instances in which CPlex found a feasible
stable allocation while decreasing the number of used wavelengths by
a certain amount, for Scenarios 1, 4 and 5.

Backbone Impr. by # Inst. S1 # Inst. S4 # Inst. S5

0 0 1991 1989 1951
1 9 11 49

1 0 1998 1986 1959
1 2 14 41

2 0 1988 1984 1956
1 12 16 43
2 - - 1

3 0 1984 1987 1956
1 16 13 44

4 0 1998 1982 1947
1 2 18 53

5 0 1990 1986 1944
1 10 14 56

6 0 1994 1991 1959
1 6 9 41

7 0 1988 1986 1964
1 12 14 36

3.4 Interval-based dynamic frequency and wavelength
allocation

In this section we develop a dynamic frequency and wavelength allocation heur-
istic which adjusts the sub-band and wavelength allocation over time using on-line
demand estimates.

The ILP problem (3.2.2)-(3.2.10) is formulated for a stationary scenario as described
in Section 1.4.3, but in practice the offered traffic volume is typically non-stationary.
So, over time the load characteristics at the RRHs change, and the sub-band and
wavelength allocations should change with them. However, it is impractical and
undesirable to find an optimal solution to (3.2.2)-(3.2.10) in each timestep, for
several reasons we outline below.

The first reason stems from the hardness result of Theorem 3.2.1, which states
that the optimization problem (3.2.2)-(3.2.10) is NP-hard for general interference
graphs. As a consequence, advanced solvers like CPlex can take several minutes
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(see Remark 3.3.1) to find an optimal solution even for small systems with at most
20 RRHs. A computation time of several minutes is not feasible on the timescale
we are considering, since the traffic demands may have already changed by the
time we have computed the optimal solution.

Secondly, even if we could get optimal solutions in an acceptable amount of time,
adopting a new allocation can mean a lot of switching in sub-bands. In other
words, it is possible that a RRH has to give up all the sub-bands it currently has in
use and adopt a whole new set of sub-bands. From a practical point of view, this
is undesirable due to handover and reconfiguration times.

Considering the above-stated issues, a dynamic sub-band allocation scheme
should be based on (computationally) simple rules. The set of allocated sub-bands
per RRHs should not change too drastically and should take load conditions into
account. We envision local-search like methods: given the current allocation,
choose a new allocation “close” to the current one.

An intuitive local-search move is to allocate an extra sub-band to a RRH if its load
exceeds a certain threshold. The intuition behind this move is twofold. On the
one hand we wish to allocate extra resources where they are needed, and on the
other hand we may not necessarily have to allocate extra sub-bands as long as the
load of a RRH is not too high. A similar interval-based procedure is described by
Velayos et al. [144], where instead of sub-bands, users are re-assigned to different
access points in wireless local area networks (WLANs). We remove a sub-band
from a RRH if its load is below a certain (different) threshold to ensure frequencies
are also released when RRHs have surplus capacity.

We introduce an interval-based dynamic allocation scheme, that we will refer to
as the Single Load Interval (SLI) algorithm. In short, the concept is as follows:
choose an interval [ρmin, ρmax]. For each RRH l, determine a load proxy σl(tk) and
a load estimate ρl(tk) at decision time tk and allocate or remove a sub-band if the
load estimate is above ρmax or below ρmin respectively, see Algorithm 6.

Algorithm 6: The Single Load Interval (SLI) algorithm.

Load estimation: For each RRH l at decision time tk, calculate
ρl(tk) = (1− ε)ρl(tk−1) + ε(σl(tk))

Decision step:
If ρl(tk) ∈ [ρmin, ρmax]: Do nothing.
If ρl(tk) ≥ ρmax: Allocate an extra sub-band to RRH l.
If ρl(tk) ≤ ρmin: Remove a sub-band from RRH l (as long as it

does not end up with zero sub-bands).

The idea is to keep loads in the control interval [ρmin, ρmax]. The upper bound of
the interval guards against overloaded RRHs. The lower bound of the interval
releases sub-bands when possible, such that other RRHs can use these again. The
decision times are specified by deterministic intervals, and occur with a frequency
of νload, meaning that νload = 1/(tk−tk−1) for all k. The load proxy σl(tk) is defined
as the percentage of time that RRH l was busy in the time interval [tk−1, tk]. Then,
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the load estimate ρl(tk) of RRH l is determined by an exponentially weighted
moving average of the load proxies:

ρl(tk) = (1− ε)ρl(tk−1) + ε(σl(tk)), (3.4.1)

where ε > 0 determines the magnitude of the updates (or step sizes) and is
typically small.

The SLI algorithm has three elements influencing its behaviour and reaction speed.
First, there is the interval [ρmin, ρmax]. The upper bound of the interval determines
when extra sub-bands are added. The lower this upper bound is, the sooner the
algorithm will try to allocate extra sub-bands. Secondly, there is the rate νload at
which load measurements are done. A lower rate will result in a more averaged
view on the RRH loads, while a higher rate will result in more instantaneous load
values. Thirdly, the update size ε determines over how many estimation intervals
the load is averaged. If ε is small, then many observations are needed before a
statistical change in the loads is detected. However, if ε is big, a “too instantaneous”
view on the system is obtained. The eventual choice of the parameters νload and ε
should ensure that the load estimates are not too sensitive to the temporal load
variations, but that systematic changes in the underlying load parameters are
detected sufficiently fast.

Remark 3.4.1. The SLI algorithm is designed to deal with scenarios where there is just
enough capacity to deal with all traffic, as it will try to operate the APs such that their
loads are in the interval [ρmin, ρmax]. In scenarios with a significant abundance of capacity,
the SLI algorithm will leave capacity unused, while in scenarios with a significant shortage
of capacity it is impossible to sustain the traffic demands anyhow.

3.4.1 Practical implementation

We will now give a more detailed description of our practical implementation
of the SLI algorithm, based on Algorithm 6. Of specific concern is the action of
assigning an extra sub-band to RRH l, which we implemented according to the
following steps:

1. Determine if RRH l has enough capacity to be assigned another sub-band, in
view of constraint (3.2.6). If not, the SLI algorithm reports a failed attempt.

2. Determine the set of available sub-bands by only looking at the wireless inter-
ference constraints (3.2.10). If no sub-bands are available, the SLI algorithm
reports a failed attempt F:W (Failure:Wireless).

3. From the set of available sub-bands, remove those which will cause inter-
ference on the wavelengths which are already feeding RRH l. If we are left
with no wavelengths, the SLI algorithm reports a failed attempt.

4. Among all wavelengths that are already carrying sub-bands to RRH l, we
pick the first one (ordered by the identifier of the wavelength) that has
enough residual capacity to carry another sub-band. We then assign the
sub-band with the smallest identifier and allocate it to the RRH, and let it
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be carried by the selected wavelength. If all wavelengths are full, then we
proceed to Step 5.

5. From the set of available sub-bands, we pick the one with the smallest
identifier. Then we go through the set of wavelengths (available on the
backbone of RRH l) that are not yet feeding RRH l and select the first one
that has enough capacity left and can carry the sub-band to the RRH without
violating the constraints (3.2.2)-(3.2.10).

6. If no wavelengths can carry the sub-band, the sub-band is discarded and
we return to step 5. The SLI algorithm reports a failed attempt when all
sub-bands have been discarded.

Notice that if Step 4 or 5 results in an allocation, the allocation satisfies all con-
straints of (3.2.2)-(3.2.10) by construction of the preceding steps.

The above-described operations can be achieved by lookup and sorting operations,
resulting in a worst-case running time (for a single RRH) of O(F 2|Jb(l)|L log(F )).

3.4.2 Numerical results

In this section we present the results of the simulation experiments we conducted
to gain insight in the performance and behaviour of the SLI algorithm. We consider
an area of 100m× 50m, where users appear uniformly at random according to
a two-dimensional Poisson process with rate ν = 100 (per unit of time; second).
The file sizes of users are independent and exponentially distributed with a mean
of 25Mb. These specific assumptions are not essential for the implementation of
the SLI algorithm, but are mainly used for convenience in the simulation.

Let Ri,l be the base rate at which user i can be served by RRH l. The base rate Ri,l

depends on the strength of the received signal of the RRH l. Since the capacity of
the RRH is shared by the users assigned to it, the eventual realized service rate
of that user i also depends on the load at the RRH. Suppose user i is assigned
to RRH l. Then during a small time interval in which Il - the number of users
assigned to RRH l - does not change, user i receives a service rate of Fl(z) ·Ri,l/Il.
This is in line with the currently used PF schedulers.

The service rates Ri,l (in Mb/s) are calculated according to the 3GGP urban micro
model defined in 3GPP 36.814 v9.0.0 [99]. Users are assigned to RRHs according
to the Best-SINR algorithm (see Algorithm 1). In case of a tie, the user is assigned
to the RRH with the largest identifier. The RRHs are grouped into eight backbone
fibre loops based on their locations as shown in Figure 3.4, and each wavelength j
has a capacity of Ωj = 40 sub-bands.

We conducted experiments for three different scenarios. In Scenario 1 we have
26 RRHs located uniformly at random. In Scenario 2, there are 30 RRHs; 26 are
located uniformly at random, and an additional 4 are located uniformly at random
in a rectangular 20m × 10m area with its south-west corner at (60, 30). Hence
there is a zone where the RRH placement is extra dense. In Scenario 3: 26 RRHs
are located uniformly at random. The arrival process of users in Scenario 3 has a
hotspot of 20m× 10m which moves over time. It starts with its south-west corner
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at (20, 10), then it moves to (40, 10), (60, 10), back to (40, 10) to return to (20, 10),
after which this pattern repeats, see Figure 3.5.

0 100m
0

50m

20 40 60 80

10

20

1 2

34

Figure 3.5: Visualization of the moving hotspot (striped zone) which
moves from left to right and back according to the displayed steps 1, 2,
3, and 4, after which this pattern repeats.

The key performance measures in which we are interested are the user-perceived
throughput and delay (see Section 1.4.5). The plots presented in the following
subsections each represent a single experiment of one random instance of a scen-
ario. However, we conducted 100 numerical simulations for each combination
of scenario and control parameter as named in the respective subsections, and
confirmed that the displayed figures are representative for the 100 experiments
conducted.

Impact of the control interval

The first experiments we conducted all used the same value for ρmax, but have
different values for ρmin. All upper bounds ρmax were set to ρmax = 0.9. For the
lower bounds ρmin we took ρmin ∈ {0.1, 0.2, 0.3, 0.4, 0.6, 0.8}, and the frequency
of load measurements is νload = 1 measurement per second, 100 times lower than
the user arrival rate, and ε = 0.01. In Section 3.4.2 we plotted the empirical
cumulative distribution of the user-perceived throughput for Scenarios 1 and 2,
based on random instances of the scenarios, with 5 000 000 generated users per
instance and ε = 0.01.

In Section 3.4.2, we see that in general a lower value of ρmin results in better
throughput and delay performance. This can be explained as follows. As the
lower bound of the interval, ρmin increases, RRHs give up extra allocated sub-
bands under higher loads. This particularly affects the RRHs with moderate to
low load conditions, as they apparently give up resources which are not needed
by other RRHs.

Over a set of 100 random instances, we kept track of the number of successful
and unsuccessful allocation results returned by the SLI algorithm. The numbers
presented in Table 3.5 are based on 100 random instances of Scenario 1, with
500 000 generated users in each instance.

Observe that for the two relatively high ρmin values 0.6 and 0.8, the number of



333

78 Chapter 3. Dynamic frequency allocation

0 5 10 15 20 25

0

0.2

0.4

0.6

0.8

Throughput in Mb/s

C
um

ul
at

iv
e

fr
ac

tio
n

0.1 0.2
0.3 0.4
0.6 0.8

(a) Scenario 1.
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(b) Scenario 2.

Figure 3.6: The user-perceived throughput, for different values of ρmin.

Table 3.5: The realized number of successful (+), and unsuccessful
(F:W) allocation results (×103) for different values of ρmin in Scenario 1.
“None” represents the number of times no reallocation was needed.

ρmin None F : W +

0.1 11 435 491 11
0.2 11 130 388 12
0.3 10 891 192 17
0.4 10 546 117 43
0.6 9 176 166 262
0.8 6 329 222 721

times that no reallocation was needed (“None”), and the number of failures to
allocate an extra sub-band due to wireless constraints (F : W), decreased signific-
antly. As RRHs give up resources under higher load conditions, more sub-bands
are available when a RRH experiences severe load conditions. This can also be
observed by the increase in successful allocations as ρmin increases.

With the second set of experiments we tested the impact of ρmax on the throughput
and delay performance while keeping the lower bound fixed at ρmin = 0.2. The
results are plotted in Section 3.4.2. It may come as no surprise that the smaller
ρmax, the better the performance. From results in queueing theory we know that
the mean number of users at a RRH l is given by ρl/(1−ρl), if ρl can be considered
constant, non-negative and smaller than one. As argued in Section 1.1.4 we are
dealing with a processor sharing-discipline at the RRH, meaning that the more
users in service, the lower the user-perceived throughput will be. So, in a sense
this implies that if ρmax is smaller, the user-perceived throughputs and delays will
be better.

The numerical experiments suggest that the lower bound ρmin is preferably chosen
quite small, and the upper bound ρmax as well. However, ρmin should stay strictly
positive, to ensure resources are released and made available when load conditions
are favourable.
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(a) Perceived throughput.
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(b) Perceived delay.

Figure 3.7: The user-perceived throughput and delay, for different
values of ρmax in Scenario 1.

Impact of load proxy parameters

We will now investigate the impact of the parameters ε and νload as used in the
computation of the load proxies as given by equation (3.4.1). In Section 3.4.2
we present the user-perceived throughput and delay performance for different
values of ε in Scenario 2. The control interval in these experiments was set to
[ρmin, ρmax] = [0.2, 0.8]. Also, due to nearly invisible differences on the plotted
scale for low delays, we start the perceived delay plot at 1 second.
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Figure 3.8: The user-perceived throughput and delay, for different
values of ε in Scenario 2.

In Section 3.4.2, we observe that larger values of ε result in a better throughput
and delay performance. Indeed, in Section 3.4 we noted that the SLI algorithm
can detect changes in load conditions faster when ε is bigger.

Similar conclusions can be drawn from Figure 3.9, where we plotted the user-
perceived throughput for different values of νload in a random instance of Scenario 2.
Indeed, the higher the rate, the better the user-perceived throughput performance
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due to faster reaction times.
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Figure 3.9: The user-perceived throughput, for different values of νload.

Even though the numerical results for the parameters ε and νload may suggest
otherwise, bigger values of ε and νload are not necessarily better choices. As we
mentioned at the start of this chapter, the load proxy parameters should be chosen
such that the SLI algorithm can react fast enough to statistical load imbalances, but
load imbalances that are a result of variations in the user arrival process should
preferably be handled by dynamic user association algorithms (see Chapter 2). In
view of this observation, ε and νload should not be too big, in order to provide a
good “mean view” of the load conditions at RRHs.

Non-stationary traffic demands

We will now present simulation results for Scenario 3, where we tested the SLI
algorithm against a static sub-band and wavelength allocation. To obtain a reason-
able static benchmark allocation, we discretized the area into 1m× 1m squares
and calculated their long-term time-average traffic based on Scenario 3. The traffic
of such a unit square is allocated to the RRH which offers the best rate to a user
located at its centre. This creates a demand at each RRH, and we use the StaLOB
heuristic (Section 3.3) to allocate sufficient sub-bands to each RRH such that it
can cope with all offered traffic on average. Since the offered traffic is averaged
over time and the hotspot of users is moving over time, RRHs in a static allocation
instance may find themselves switching between having (more than) sufficient
capacity when the hotspot is far away, and not having enough capacity when the
hotspot is close. The instances with a static allocation are in the plots referred to as
Static. In Section 3.4.2 we present the user-perceived throughput and delay results
for a single instance of Scenario 3, where the SLI algorithm used control interval
[0.2, 0.8], load proxy intensity νload = 1 (per second) and update size ε = 0.01,
based on a random instance of Scenario 1 with 5 000 000 generated users. We con-
ducted five experiments, and we confirmed that Section 3.4.2 are representative
for all these experiments.
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Figure 3.10: The user-perceived throughput and delay, comparing the
SLI algorithm to a static allocation.

Section 3.4.2 show that the SLI algorithm is better able to cope with the travelling
hotspot by moving resources to RRHs that are temporarily experiencing high load
conditions. For example, in Section 3.4.2 we can see that under the static allocation
27% of the users experienced a throughput of at most 10Mb/s, while under the
SLI algorithm this is only 20%. In other words, the SLI algorithm increases the
number of users that experienced a throughput of at least 10Mb/s from 73% to
80% compared to the static frequency allocation. This in an increase of 9.6%.

3.5 Conclusion

We have introduced a new model for sub-band and wavelength allocation in
DCNs, where APs transmit via remotely placed antenna units, operated by RoF
technology. Our model generalizes the model of Zhang and Ansari [160], as
we explicitly capture the optical fibre network topology, and incorporate both
wireless and optical allocation constraints. In particular, besides the much-studied
constraints arising from interference graphs we identified new constraints that
arise from the interplay between the wireless domain and the optical domain
because a wavelength can only carry a sub-band once, and because a sub-band
allocated to a RRH can only appear once on all received wavelengths at the RRH.
These extra constraints can be related to a bin-packing problem with conflicts. We
have focussed on balancing the load amongst RRHs; i.e. allocating extra resources
to RRHs that experience a relatively high load.

Since the load balancing problem is NP-hard for a general interference graph, we
introduced a heuristic scheme and demonstrated that it performs very well across
a range of scenarios. In addition, we presented a dynamic sub-band allocation
scheme, the SLI algorithm. The SLI algorithm relies on load measurements at
RRHs and uses the RRH’s loads and a predefined tunable load interval [ρmin, ρmax]
to make re-allocations.

Extensive simulation experiments demonstrated the influence of key parameters
on the user-perceived throughput and delay performance of the SLI algorithm.
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In particular, the choice of the interval [ρmin, ρmax] has significant impact. Lower
values of ρmin utilize the sub-bands more efficiently, but more often result in a
failure to allocate an extra sub-band to a RRH which is under high load. Lower
values of ρmax result in a better throughput and delay performance as RRHs claim
resources more aggressively. The eventual choice of [ρmin, ρmax] depends on the
preferences and requirements of the network operator.

The SLI algorithm uses an exponentially weighted moving average to keep an
estimate of the loads of each RRH, where the averaging is done over load proxies
at the RRHs. This moving average uses two parameters νload and ε, where νload

determines how often the load proxies are measured, and ε determines the update
size of the moving average. These parameters have a significant influence on the
performance of the SLI algorithm. The higher the proxy rate νload, and the bigger ε,
the more sensitive the SLI algorithm becomes to variations in the offered traffic
and the faster it reacts. However, it is undesirable for frequency allocations to
change on too small a timescale: rather they should adapt to systematic changes
in load conditions.

We have also tested the SLI algorithm against a static sub-band and wavelength
allocation, which was designed to sustain all long-term RRH loads. The numerical
experiments clearly show that the SLI algorithm is better suited to cope with
non-stationary traffic demands than a static frequency allocation.



Chapter 4

Joint frequency allocation and
user association

In the previous chapters we have seen two options to match capacity with demand:
i) the SPA algorithm (Chapter 2) for dynamic user association, “bringing the users
towards capacity”; and ii) the SLI algorithm (Chapter 3) for dynamic frequency
allocation, “bringing the capacity to the users”. In this chapter we investigate the
problem of joint load-aware user association and frequency allocation in dense
cellular networks. We first formulate a load balancing problem and argue that we
can decouple the user association from the frequency allocation, as the two have
different practical considerations, in particular operating on different timescales
(see below). We then show how the SPA and the SLI algorithm can be used to
realize such a decoupled approach and compare their joint operation to systems
that apply only one of these options.

In terms of spectral efficiency and energy consumption it is more efficient to bring
spectral capacity to the users, as shorter transmission distances allow higher trans-
mission rates and require less power. However, this may not always be possible
due to frequency assignment constraints, power consumption at access points1

(APs) and interference conditions. Also, it is undesirable to change frequency
allocations too fast, since the schedulers at the APs are highly dependent on the
available sub-bands. When changing the frequency allocation is not an option,
adapting the user association can further help to improve performance.

The frequency allocation and the user association can work on different time-
scales, to reflect their main purpose: dynamic user association is best suited to
deal with small variations in offered loads, while dynamic frequency allocation
is more suitable for dealing with structural or statistical changes in the traffic
demands. When operating two dynamic algorithms simultaneously, it is not a
priori guaranteed that they will interact in a favourable and predictable fashion.
For example, we expect that when the frequency allocations are updated on a
much smaller timescale than the shadow prices of the SPA algorithm, the SPA
algorithm will never reach (near) optimal shadow prices and potentially make

1Contrary to Chapter 3 we will again switch to the term AP as mentioned in Section 1.1.1.

83
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very inefficient allocation decisions. In this chapter we will demonstrate by means
of extensive simulations that our proposed algorithms can interact favourably.
Moreover, the simulation results show that the combination of the SPA and the SLI
algorithm outperforms traditional static strategies (static frequency allocation with
Best-SINR algorithm for user association) without the need of prior optimization.
This is a powerful property, as with the massive numbers of APs and the exact
load conditions typically being hard to predict under dynamic user behaviour,
manual frequency planning is highly impractical.

The remainder of this chapter is organized as follows. In Section 4.1 we introduce
the system model and provide insight in the joint load balancing problem and
argue that we can decouple the user association from the frequency allocation.
In Section 4.2 we explain how the SPA and the SLI algorithm can be used to
realize such a decoupled approach. Section 4.3 lists all numerical results and their
implications, and finally in Section 4.4 we summarize our results and make some
concluding remarks.

4.1 Load balancing

Throughout this chapter we work with the exact same stationary model as in-
troduced in Section 1.4, and we briefly recall the most important elements (for
more details, see Section 1.4). We have L APs, and a set of available sub-bands
given by F , with |F| = F . An AP can transmit on at most Fmax ≤ F sub-bands.
We have a set of binary decision variables zf,l, where zf,l = 1 if sub-band f is
assigned to AP l, and 0 otherwise. The number of sub-bands allocated to AP l is
denoted by Fl(z) =

∑
f zf,l. We furthermore have continuous decision variables

xn,l representing the long-term fraction of users at location n which are assigned
to AP l. The long-term load of an AP l can then be written as

ρl = ρl(x, z) =

N∑
n=1

νnβn
Fl(z)Rn,l

xn,l. (4.1.1)

We model interference by means of an interference or conflict graph on the APs
with (undirected) edge set E : if two APs are connected by an edge, then they are
not allowed to transmit on the same sub-band.

Let U represent the maximum load among the APs, then the load balancing
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problem as introduced in Section 1.4 is formulated as follows:

min
x,z,U

U (4.1.2a)

sub: ρl(x, z) ≤ U, ∀l, (4.1.2b)

Fl(z) =

F∑
f=1

zf,l ≤ Fmax, ∀l, (4.1.2c)

zf,l1 + zf,l2 ≤ 1, ∀{l1, l2} ∈ E , (4.1.2d)
zf,l ∈ {0, 1}, ∀f, l, (4.1.2e)
L∑

l=1

xn,l = 1, ∀n, (4.1.2f)

xn,l ≥ 0, ∀n, ∀l. (4.1.2g)

To gain more insight in properties of optimal solutions to the problem (4.1.2a)-
(4.1.2g), let us briefly pause to consider a relaxation of the problem. We allow
(non-negative) continuous values for z and replace the constraints (4.1.2c)-(4.1.2e)
by

L∑
l=1

Fl ≤ F̂max, (4.1.3)

where F̂max is in principle different from Fmax. Equation (4.1.3) may be interpreted
as a crude approximation of the interference graph constraints.

Proposition 4.1.1. Consider the problem (4.1.2a)-(4.1.2g) with constraints (4.1.2c)-
(4.1.2e) replaced by constraint (4.1.3), and allow continuous (but non-negative) values
for z, i.e. zf,l ∈ [0, 1]. An optimal solution (U∗,x∗, z∗) to this relaxed problem satisfies

xn,l > 0 ⇒ l ∈ argmax
l′

{Rn,l′}, ∀n, l, (4.1.4)

and
ρl(x

∗, z∗) = U∗, ∀l. (4.1.5)

Proof. We first derive a lower bound for the maximum load U as follows.

U = max
l

{ρl} = max
l

{
1

Fl

N∑
n=1

νnβn
Rn,l

xn,l

}
(4.1.6)

≥
∑L

l=1

∑N
n=1 νnβnxn,l/Rn,l∑L

l=1 Fl

(4.1.7)

≥
∑N

n=1 νnβn minl′{1/Rn,l′}
F̂max

=

∑N
n=1 νnβn/R

∗
n,

F̂max
, (4.1.8)

where R∗
n, = maxl′{Rn,l′}, and where (4.1.7) follows from (4.1.6) by applying the

inequality

max
i

{
ai
bi

}
≥
∑

i ai∑
i bi

, (4.1.9)
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applicable when ai ≥ 0 for all i. Now consider any allocation x̂ that satisfies (4.1.4)
and (4.1.2f), and take ẑ such that

F̂l =

∑N
n=1 νnβnx̂n,l/Rn,l∑L

l′=1

∑N
n=1 νnβnx̂n,l′/Rn,l′

F̂max. (4.1.10)

Then the pair (x̂, ẑ) satisfies all constraints of the problem described in Proposi-
tion 4.1.1 and furthermore

ρl(x̂, ẑ) =

∑N
n=1 νnβn/R

∗
n,

F̂max
, ∀l. (4.1.11)

Since ρl(x̂, ẑ) attains the lower bound (4.1.8) we derived above, the pair (x̂, ẑ)
must be an optimal solution. Indeed, x̂ satisfies (4.1.4) by definition, and (4.1.5)
follows from (4.1.11).

From Proposition 4.1.1 we can deduce that the most efficient approach for load
balancing is to allocate sub-bands to highly loaded APs and assign users to the AP
that provides them with the highest rate Rn,l. Otherwise a user brings more load
into the system as a whole when assigned to an AP with a lower value for the rate
Rn,l. Under the assumption that Rn,l > 0 for all locations n and APs l, it is not
hard to show that (4.1.5) also holds for the original optimization problem (4.1.2a)-
(4.1.2g). However, the original problem requires that the values zf,l are binary,
which means that it may no longer be possible to perfectly balance the AP loads
by only using the frequency allocation. Hence, in order to obtain balanced loads
as in (4.1.5), some fraction of users will not be assigned to the AP that provides
them with the highest rate.

In principle we can conclude that the binary constraints (4.1.2e) and the inter-
ference graph constraints (4.1.2d) are the reason that ẑ would not be optimal for
(4.1.2a)-(4.1.2g). This leads us to believe that if (z∗, U∗

1 ) is an optimal solution to
the frequency allocation problem in (4.1.2a)-(4.1.2g) where the user assignment is
fixed at x̂, formulated as

min
z,U1

U1 (4.1.12a)

sub: ρl(x̂, z) ≤ U1, ∀l, (4.1.12b)

Fl(z) =

F∑
f=1

zf,l ≤ Fmax, ∀l, (4.1.12c)

zf,l1 + zf,l2 ≤ 1, ∀{l1, l2} ∈ E , (4.1.12d)
zf,l ∈ {0, 1}, ∀f, l, (4.1.12e)

then there exist x∗ and U∗ such that (x∗, z∗, U∗) is an optimal solution to the
original frequency allocation and user association problem (4.1.2a)-(4.1.2g).

This observation motivates a decoupled approach: first, assign users to APs ac-
cording to the Best-SINR assignment fractions x̂. Secondly, solve the frequency
allocation problem (4.1.12a)-(4.1.12e), leading to a frequency allocation z∗. Fi-
nally, solve the user assignment problem in (4.1.2a)-(4.1.2g), where the frequency
allocation is fixed at z∗.
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4.2 Dynamic and load-aware algorithms

In this section we describe the load-aware dynamic user association and dynamic
frequency allocation algorithms. Recall that we aim for dynamic decision rules that
do not depend on a discretization into locations nor on the system parameters νn or
βn. We will apply the SPA algorithm and the SLI algorithm which were introduced
in the previous two chapters, and explain how they must be implemented to realize
a decoupled approach as described in the previous section.

Observe that when we fix the frequency allocation z, the optimization problem
(4.1.2a)-(4.1.2g) reduces to the LP (1.4.6a)-(1.4.6g) presented in Section 2.1, but
with Rn,l replaced by Fl(z)Rn,l. This suggests that we can use the SPA algorithm
to find optimal user assignments given a frequency allocation. To dynamically
adapt the frequency allocation we will use the SLI algorithm, where for simplicity
we will not consider the optical backbone specifically since that was done in
Chapter 3. Instead we focus on the combination of the SPA algorithm and the
SLI algorithm, specifically investigating if they can improve each other or if it
is enough to only use one of them, and how they perform when operated on
different timescales.

4.2.1 Load estimates

Both the SPA and the SLI algorithm will make periodic updates where the update
moments are independent of the file transfer initiations. Both algorithms depend
on the use of load proxies that are determined at the update moments. At given
periodic decision times tk, for each AP l we determine a load proxy σl(tk). We
will use the load proxies as mentioned in Section 2.2.3, where σl(tk) is defined as
the percentage of time that AP l was busy in the time interval [tk−1, tk], assuming
APs deliver the highest service rate possible under a PF scheduling and the given
frequency allocation.

Both the SPA and the SLI algorithm will make use of individual load proxies.
This means that we have two classes of decision times with possibly different
intensities νload, allowing for the algorithms to effectively work on different time
scales.

4.2.2 Dynamic user association

In this section we will discuss how the SPA algorithm must be implemented when
combined with the SLI algorithm. Recall that the SPA algorithm has an update step
and an assignment step. In this chapter we will decouple them and periodically
update the shadow prices, and use the most recently computed shadow prices in
the assignment step. Thus, for each AP l we maintain a shadow price yl(t), which
will be updated at decision times occurring with intensity νSPA

load per second. We
will first analyse how the frequency allocation impacts the update rule and the
assignment rule.

In terms of the optimization framework presented in Chapter 2, the formal load
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proxy σ(i)
0 defined in Section 2.2.1 should now be changed to

σ
(i)
0 =

B(i)

Fli(z)Rn,li

, (4.2.1)

in order for Lemma 2.3.6 to hold. This again allows us to interpret ρl(x, z) as the
resource utilization of an AP. In practice we can then replace the formal load proxy
σ
(i)
l = σ

(i)
0 1 [l = li] by the load proxies σl(tk) described above (Section 4.2.1), with

the additional mean load proxy given by

σ0(tk) =
1

L

L∑
l=1

σl(tk), (4.2.2)

as was also mentioned in Section 2.2.3. Consequently the update step does not
need to be adapted and at each decision time tSPA

k the shadow prices y(k)l = yl(t
SPA
k )

are (multiplicatively) updated as:

log
(
y
(k)
l

)
= log

(
y
(k−1)
l

)
+ εSPA

(
σl(t

SPA
k )− σ0(t

SPA
k )
)
, (4.2.3)

for each AP l. In between decision times, the shadow prices remain unchanged,
which means that for t ∈ [tSPA

k−1, t
SPA
k ) we have yl(t) = y

(k−1)
l .

The assignment rule was derived from the optimization problem (2.1.12a)-(2.1.12c),
which in this setting has an extra term Fl(z) in the numerator. Hence, an optimal
user association x∗ for given shadow prices y satisfies

x∗n,l > 0 ⇒ l ∈ argmin
l′

{
yl′

Fl′(z)Rn,l′

}
. (4.2.4)

For a practical implementation this means that user i arriving at time ti is then
assigned to the AP

l ∈ argmin
l′

{
yl′(ti)

Fl′(z(ti))Ri,l′

}
, (4.2.5)

where z(ti) is the frequency allocation at time ti, Ri,l′ > 0 is determined via SINR
measurements, and ties are broken uniformly at random.

Notice that the assignment rule (4.2.5) depends on the frequency allocation z,
meaning that the user assignment is also changed whenever we change the fre-
quency allocation. In principle this may be an undesirable property when de-
coupling the frequency allocation from the user association, and in Section 4.3 we
will show that it may actually be beneficial not to include the number of assigned
sub-bands Fl(z) in the assignment rule. This is also more in line with the idea of
efficient load balancing that we deduced from Proposition 4.1.1, where the user
association is only changed slightly with respect to the Best-SINR algorithm and
the frequency allocation does most of the “load balancing work”.

4.2.3 Dynamic frequency allocation

We will now briefly cover the SLI algorithm, which is used to dynamically adapt
the frequency allocation based on the load proxies σl(tk) as defined in Section 4.2.1.
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In short, the concept is as follows: choose an interval [ρmin, ρmax]. For each AP l,
determine a load estimate ρl(tSLI

k ) at decision time tSLI
k and attempt acquisition or

release of a sub-band if the load estimate is above ρmax or below ρmin respectively.
The load estimate ρl(tSLI

k ) of AP l is determined by a moving average:

ρl(t
SLI
k ) = (1− εSLI)ρl(t

SLI
k−1) + εSLI(σl(t

SLI
k )), (4.2.6)

where εSLI > 0 determines the magnitude of the updates and is typically small.

The eventual choice of the parameters νSLI
load and εSLI should ensure that the load

estimates are not too sensitive to the temporal load variations, but that systematic
changes in the underlying load parameters are detected sufficiently fast.

To determine which sub-band an AP acquires, we assume that we are given an
interference graph. If the SLI algorithm indicates that AP l should acquire a new
sub-band, then we choose the sub-band with lowest identifier that is not in use
at any of the (graph) neighbours of the AP, assuming we somehow ordered the
sub-bands. If no such sub-bands are available or if the AP reached the maximum
number of sub-bands it can operate on, no extra sub-band is allocated to the AP. If
an AP has to release a sub-band, it releases the sub-band with the highest identifier
it has in use, unless the AP has only one sub-band in use (then it does not release
the sub-band).

Remark 4.2.1. In our setting we do not consider frequency-selective fading, which
essentially means that all sub-bands have the same propagation characteristics and can be
considered equal. Hence the ordering that is used to decide which sub-band is allocated
to an AP plays no role. However, when frequency-selective fading is considered, the
sub-bands may bring varying “capacities” to the APs and slow-fading sub-bands may
receive a lower order number than fast-fading sub-bands. We do not investigate how to
order sub-bands in settings with frequency-selective fading.

4.2.4 Escaping sub-optimal configurations

It is not clear if the combination of the SLI algorithm and the SPA algorithm
can detect and move away from an allocation that may look optimal from their
individual viewpoints and yet is globally sub-optimal. Specifically, in a system
with two APs, suppose that the APs both have load proxies larger than the SLI-
lower bound ρmin, i.e. neither AP is going to release a sub-band. It may very well
be that by moving a sub-band from one AP to another it is possible to realize a
lower maximum load (proxy), but the SLI algorithm is not doing that. To deal with
situations like this we introduce an efficiency-triggered (sub-band) release (ETR).
At decision moments tSLI

k , each AP l determines an efficiency index as follows.
For each user in service at AP l let Ri,l be the service rate it receives from that
AP, and let Ri,l+ be the service rate of that user if it was assigned to the AP that
maximizes maxl′ Ri,l′ (which may be different from (4.2.4)!). An AP l then releases
a sub-band at time tSLI

k if ρl(tSLI
k ) ≥ ρmin and

max
i∈Il

{
Ri,l+

Ri,l

}
> ∆ETR, (4.2.7)

where ∆ETR is the efficiency threshold. The ETR escape mechanism basically
releases a sub-band at an AP if the AP attracts users that are not assigned very
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efficiently in terms of the rate (or signal strength) they could get. This release may
initially worsen the user-perceived performance in the short term. However, if a
neighbouring AP acquires that same sub-band, it apparently was a good choice:
users can now once again be assigned more efficiently.

4.3 Numerical results

In this section we present the results of simulations we conducted to gain insight
in the joint performance of the SPA and the SLI algorithm. All simulation scenarios
consist of a 1000m × 500m area with 10 APs, where users appear and request
a downlink connection according to an inhomogeneous 2-dimensional Poisson
process: users arrive almost uniformly in the area and the arrival rate of users
is ν = 10 users per second, except in a non-stationary hotspot. The hotspot is
a 200m × 100m area, and moves over time. It starts with its south-west corner
at (200, 100), then moves to (400, 100), (600; 100), back to (400; 100) and finally
returns to (200, 100), after which this pattern repeats. For a visualization of this
moving hotspot see Figure 3.5, where the area dimensions are 100m×50m instead
of 1000m× 500m. The hotspot has a relative arrival rate of 10 times the normal
arrival rate and switches position every 1000 seconds. The file sizes of users
are independent and exponentially distributed with a mean of β = 5Mb. These
specific arrival and service distributions are not essential for the implementation
of the algorithms, but are mainly used for convenience in the simulation.

Each AP transmits (omnidirectionally) with equal power of 24 dBm (on each sub-
band that it transmits on). The signal propagation and path loss follows the 3GGP
urban micro model defined in 3GPP 36.814 v9.0.0 [99], where the path loss (in
dB) from AP l to user i is given by PL(i, l) = 140.7+ 36.7 log10(d(i, l))/1000), and
d(i, l) is the distance in metres between user i and AP l. Furthermore, each sub-
band has a bandwidth of 180 kHz (similar to the bandwidth of an LTE resource
block), and we assume a thermal noise power density of ηHz = −174 dBm/Hz.

The number of users that can be simultaneously in service at an AP is limited
to 100 users. If there are 100 users in service at AP l and a new user initiates
a connection and is assigned to AP l, then that user will be denied service and
leaves the system directly without receiving service. Each simulation is based on
a sequence of 1 000 000 users.

4.3.1 Simulated systems

We consider two types of decision making in a system: user association and
frequency allocation. For each type of decision we consider two methods: a
(traditional) static decision making process (load-unaware), and a dynamic load-
aware algorithm (SPA or SLI algorithm). The traditional static user association
strategy is the Best-SINR association.

A static frequency allocation is determined as follows. We use a discretization
of the area into unit squares (1m× 1m) to estimate the offered traffic at each AP.
For each unit square, we determine the expected offered traffic in bits per unit
time. The hotspot zone is averaged in time over the unit squares it is covering.
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The offered traffic from the unit square is then assigned to the AP from which the
received signal, received at the centre of the unit square, is strongest. To obtain
a notion of demand at the AP, the assigned offered traffic is divided by the rate
at which the AP can serve the centre of the unit square, where the rate is in turn
obtained by applying the Shannon rate formula (1.1.2). The resulting demand for
an AP can then be interpreted as the number of sub-bands that the AP needs to
sustain the offered traffic, i.e. to serve all traffic offered to the AP per unit time in
expectation. Then we use a greedy graph colouring algorithm to allocate to each
AP a number of sub-bands equal to the just-calculated demand (rounded up to
the nearest integer), respecting the interference graph constraints. We will refer to
the resulting frequency allocation as the IG (Interference Graph) allocation, where
we constructed the interference graphs by connecting two APs with an edge if
their mutual distance is less than or equal to r = 300m.

In addition to the user association rule (4.2.5) we also investigate what happens if
we ignore the term Fl(z(t)) and assign a user initiating a file transfer at time ti to
the AP l that satisfies

l ∈ argmin
l′

{
yl′(ti)

Ri,l′

}
. (4.3.1)

The rule (4.3.1) will be referred to as the frequency assignment unaware (FAU)
assignment rule and gives rise to the FAU-SPA algorithm: the shadow prices are
updated as described in Section 4.2.2 but users are assigned to APs according to
the assignment rule (4.3.1).

We simulated six systems that we name as follows: the SPA, SLI, COM, FAU-COM,
ETR, and FIX system, and they are specified in Table 4.1. For the SLI algorithm

Table 4.1: Specification of the applied user association and frequency
allocation algorithms for each simulated system.

System User association Frequency allocation

SPA SPA algorithm IG allocation
SLI Best-SINR SLI algorithm
COM SPA algorithm SLI algorithm
FAU-COM FAU-SPA algorithm SLI algorithm
ETR SPA algorithm SLI with ETR
FIX Best-SINR IG allocation

we used the control interval [0.5, 0.8], and for the ETR mechanism we applied a
threshold ∆ETR = 1.05.

For each system, we simulated numerous parameter configurations, which are
listed in Table 4.2. The parameter settings of simulation 140 are especially of
interest since they reflect the timescale dynamics that we envision as mentioned at
the start of this chapter. For each configuration of νSPA

load, νSLI
load, εSPA, and εSLI, we ran

four simulations. All simulations with number ending with “0” have the same AP
positions and generated the same sequence of random variables for the users (posi-
tions and file sizes) as simulation 0. All simulations ending with “1” have the same
AP positions as simulation 0, but generated a new sequence user-determining
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random variables. All simulations ending with “2” have the same user sequence
as simulation 0, but generated new positions for the APs. Finally, all simulations
ending with “3” have the same AP positions as the preceding simulation (ending
with “2”), but generated a new user sequence. The AP positions of simulation 0
are presented in Figure 4.1: the blue lines represent Voronoi cell boundaries or
the cell boundaries for user association under the Best-SINR association, and the
black dashed lines represent the interference graph.

0 1000m
0

500m

0

1

2

3

4

5

6
7

8

9

Figure 4.1: AP positions of simulation 0.

Table 4.2: Simulation parameter configurations.

Sim νSPA
load νSLI

load εSPA εSLI

0-3 10.0 10.0 0.01 0.01
10-13 10.0 10.0 0.1 0.1
20-23 1.0 1.0 0.01 0.01
30-33 1.0 1.0 0.1 0.1
40-43 10.0 1.0 0.01 0.01
50-53 10.0 0.1 0.01 0.01
60-63 1.0 10.0 0.01 0.01
70-73 0.1 10.0 0.01 0.01
80-83 1.0 10.0 0.1 0.1

Sim νSPA
load νSLI

load εSPA εSLI

90-93 0.1 10.0 0.1 0.1
100-103 10.0 10.0 0.01 0.1
110-113 10.0 10.0 0.1 0.01
120-123 1.0 1.0 0.01 0.1
130-133 10.0 1.0 0.01 0.1
140-143 10.0 0.1 0.01 0.1
150-153 10.0 1.0 0.1 0.01
160-163 10.0 0.1 0.1 0.01
170-173 1.0 1.0 0.1 0.01

4.3.2 Service denials and user-perceived throughput

Due to the large number of results, the realized service denials and user-perceived
throughputs for each system in each simulation are presented in Appendix B
(throughputs are only presented for simulations with numbers that are a multiple
of 10), with the exception of the user-perceived throughput plots of simulation
140 which are presented in Figure 4.2.

First consider the COM and ETR systems: they show identical service denials
(and throughputs, see Figure 4.2). This is because in none of the simulations of
the ETR system the ETR mechanism was actually triggered, which means that the
overall user association of the COM system (and thus also ETR) was very efficient
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Figure 4.2: Cumulative distribution of user-perceived throughput in
simulation 140.

in terms of choosing high values of Ri,l. In the remainder of this chapter we will
therefore no longer discuss the ETR system.

Let us focus on the COM and the FAU-COM systems. The service denials and user-
perceived throughput plots presented in Appendix B suggest that the FAU-COM
performs better than the COM system: overall we observe fewer service denials
and a more favourable user-perceived throughput performance. This suggests that
in practical scenarios where traffic demands change relatively fast, it is better to
assign users solely based on the shadow prices yl and service rates Ri,l and ignore
the number of available sub-bands Fl per AP in the user association. We suspect
that this is due to the following reason. If the assignment rule also depends on
the number of sub-bands, then a change in frequency allocation has a significant
impact on the user association and hence on the effective cell boundaries2 of the
APs. The shadow prices are (for a moment at least) still tuned to the old frequency
allocation and can suddenly cause a rather disadvantageous (compared to the old
frequency allocation) user assignment. In other words, it is harder for the COM
system to profit from what it has “learned” in terms of the values of the shadow
prices once the frequency allocation changes. The FAU-COM system on the other
hand has less erratic cell boundaries at the APs, and the user association may only
need a small adjustment in shadow prices once the frequency allocation changes,
allowing the system to profit more from its already learned shadow prices. For
the remainder of this chapter we will therefore consider the FAU-COM system.

In essence, Figure 4.2 is representative for all simulations we conducted in the
sense of the following observations. In all cases the FAU-COM system realized
better user-perceived throughputs than the FIX system. In addition, the FAU-COM
system typically realized a better throughput performance than the SLI system in
the low-throughput region (except in simulation 10), but in the higher throughput
region it may perform worse. This is due to the larger number of service denials:
some APs are under high load and the SLI algorithm is not able to fully solve that

2We think of the cell boundary of an AP l as the boundaries between positions where users are
assigned to the AP l and positions where they are assigned to one of the neighbours of AP l. In free
space these boundaries may be represented by Voronoi edges.
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issue. The FAU-COM system additionally offloads users to other APs, relieving
the APs with high load and hence realizing higher throughputs at those APs.
However, this comes at the expense of users at APs that otherwise had plenty of
capacity, decreasing those user’s throughputs to offer service to users that were
otherwise denied service in the SLI system. Furthermore, the SPA system mostly
realizes better throughput values than the FAU-COM systems because it once
again depends on a reasonable sophisticated frequency allocation and “only” has
to adjust the user association a little bit when the hotspot moves.

Surprisingly it appears that combining the SPA and the SLI algorithm does not
result in significantly better service denial performance than in a system that only
applies the SPA algorithm. Of course there are some simulations (e.g. simulations
32, 33, 92, and 93) that favour the FAU-COM system in terms of service denials,
but overall the SPA system shows fewer service denials and a better throughput
performance. However, it is important to keep in mind that the FAU-COM
system learns “everything” by itself through measurements: there is no a priori
information available. The SPA system however is initialized with a frequency
allocation which requires detailed information of the arrival process. Considering
that the FAU-COM system only relies on load measurements, its performance is
remarkable: in every simulation it beats the traditional static operation with a
significant margin (in terms of service denials). Moreover, if we focus on Figure 4.2
we observe that under the FIX system 41% of the users experienced a throughput
of at most 1Mb/s, while under the FAU-COM system this was only 4%. In
other words, the FAU-COM system was able to increase the number of users that
experienced a throughput of at least 1Mb/s from 59% to 96% with respect to the
FIX system. This is an increase of 63%.

4.3.3 Evolution of shadow prices

We know that under the SPA algorithm the shadow prices y(k)l converge to optimal
values, in a static situation. But what is the effect on the shadow prices when not
only the user arrival process changes (the moving hotspot) but also the frequency
allocation changes? In Figures 4.3 and 4.4 we plotted the evolution of y(k)1 for
the FAU-COM system in simulation 0, 70 and 140, and for the SPA system in
simulation 140.
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Figure 4.3: Evolution of y(k)1 in the FAU-COM system.
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Figure 4.4: Evolution of y(k)1 in simulation 140 for the FAU-COM and
SPA systems.

In Section 4.3.3 we observe no periodic behaviour of the control parameter because
the speed at which the frequency allocation changes is equal to the speed of control
parameter updates. Nonetheless, operating the SPA algorithm in addition to the
SLI algorithm greatly improves the performance of the system, as can be seen
by comparing the service denials of the SLI- and the FAU-COM system listed in
Appendix B.

In Section 4.3.3 we can see a periodic behaviour of the control parameter, but the
plot suggests that the control parameter has not yet converged before the hotspot
moves again. The plot for y(k)1 in the SPA system of simulation 70 looks similar
and is therefore not shown here.

In Figure 4.4 and Section 4.3.3 we see interesting periodic behaviour of the control
parameters. In these simulations, the rate of control parameter updates is 100×
higher than the rate of the SLI updates, giving the SPA algorithm some time to let
the control parameters “converge” before changing the frequency allocation again.
Also, it appears that the update rate is high enough to also capture the hotspot
dynamics. In Section 4.3.3 we can distinguish three different “regions” where
the shadow price y(k)1 of the SPA system takes values (high, middle, and low),
corresponding to three different optimal values: one for each hotspot position. The
periodicity of the control parameter also coincides with the periodic behaviour of
the hotspot. In the FAU-COM system (Figure 4.4) we observe more than three of
those levels, as there are more situations that the system finds itself in: not only is
the hotspot moving, but also the frequency allocation is changing.

4.3.4 Sub-band acquisitions and releases

At each decision time tSLI
k , define the number of sub-band changes as the number of

APs that acquired a new sub-band plus the number of APs that released a sub-band.
In Section 4.3.4 we plotted the number of sub-band changes for the FAU-COM and
SLI systems in simulations 140 and 120 respectively. These two simulations were
chosen for their respective difference in their rates νSLI

load of frequency allocation
updates.

In Figure 4.5 we observe a peak in changes at the start in both scenarios for both
systems, corresponding to a warm-up period where the systems react to incoming
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Figure 4.5: The number of sub-band changes for the FAU-COM and
SLI system (FAU-COM plots are overlaying SLI plots).

traffic demands starting from a situation with no traffic. Recall that for the benefit
of the schedulers at the APs it is undesirable to change the frequency allocation
too fast. Section 4.3.4 shows that the FAU-COM system shows changes in the
allocation only occasionally, and the number of changes is mostly around one or
two, with some peaks capped at four. Considering the dynamics of the hotspot,
the FAU-COM system realizes a fairly stable frequency allocation, whereas the
SLI system causes both more changes at once as well as changes more often. The
“stable” behaviour of the FAU-COM system in simulation 140 is in sharp contrast
with the number of sub-band changes of simulation 120 displayed in Section 4.3.4,
making the parameter settings of simulation 120-123 very undesirable for the
schedulers at APs (updates occur too often), even though the performance (in
service denials) is very good.

4.4 Conclusion

In this chapter we studied the problem of joint load-aware user association and
frequency allocation in dense cellular networks (DCNs). We formulated a load
balancing problem and argued that we can decouple the dynamic user association
from the dynamic frequency allocation to reflect their practical purposes: dynamic
user association is best suited to deal with small variations in offered loads,
while dynamic frequency allocation is more suitable for dealing with structural
or statistical changes in the traffic demands. We showed how the SPA and the
SLI algorithm can be applied to realize such a decoupled mechanism working on
different timescales. The SPA and SLI algorithm rely on load measurements at
the access points (APs) and can react to changing load conditions without prior
knowledge of the traffic demand characteristics.

Extensive simulations show that a system that combines the SPA algorithm and
the SLI algorithm is very effective in preventing service denials, outperforming
traditional static allocation methods. Rather surprisingly, it turns out that in a
combined setting it is better for the SPA assignment rule to be unaware of the
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frequency allocation, leading to a frequency assignment unaware combined (FAU-
COM) system. The FAU-COM system shows similar service denial percentages as
a system which has an a priori optimized frequency allocation and applies the SPA
algorithm for user association (SPA system). This demonstrates the remarkable
self-organizing capabilities of the FAU-COM system. To avoid situations where the
FAU-COM system may be trapped in sub-optimal solutions we also introduced
an escape mechanism: the efficiency-triggered release (ETR) mechanism, which
recognizes inefficient user associations and forces a sub-band release. In the
simulations of the FAU-COM system the ETR mechanism we included was never
triggered, indicating that the FAU-COM system was able to avoid getting trapped
in local sub-optimal solutions. Finally, we observed that FAU-COM system was
able to increase the number of users that experienced a throughput of at least
1Mb/s from 59% to 96% compared to the FIX system.
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Chapter 5

Self-organizing frequency allocation

In this chapter we focus on dynamic frequency allocation without prior know-
ledge of interference characteristics and frequency allocation constraints. Thus, in
contrast to Chapters 3, 4 and 6 we assume that we do not have knowledge of an
interference graph and work with a SINR-based model instead. In such scenarios
it is challenging to find an efficient frequency allocation due to the intricate effects
of interference. We will first discuss how to represent the loads of access points
(APs) in these scenarios and formulate a load balancing problem. This problem is
difficult to analyse and hence we resort to a heuristic approach inspired by results
from previous chapters. We present a dynamic, load-aware frequency allocation
scheme, the DyCRA scheme (Dynamic Cost/Reward-based Allocation), which
consists of two components: (i) a trigger component that determines when to make
a change in the frequency allocation, and (ii) a decision component that decides
what change to make.

We use a modified version of the single load interval (SLI)-algorithm Algorithm 6
as trigger component. Using periodic load proxies, we classify APs into three
states: (a) those in need of an extra sub-band, (b) those where no adaptation is
needed, and (c) those that can spare a sub-band. The load estimates for APs
determine in which states the APs are classified, depending on whether a load
estimate is (a) above, (b) inside, or (c) below a predefined load interval [ρmin, ρmax].

The decision component of the DyCRA scheme decides which sub-band to acquire
or release, and can also decide not to acquire a sub-band. These decisions are
based on cost-reward trade-offs. Assigning a specific sub-band to an AP brings a
reward, namely extra capacity for that AP, but it also comes at a cost: (possible)
interference caused at surrounding APs. We quantify these costs and rewards
based on user-reported SINR values, and only if the reward outweighs the cost
by a certain margin will an AP acquire a new sub-band. An AP acquires the
sub-band that comes with the best cost-reward trade-off. When an AP has to
release a sub-band it releases the one that would bring the least reward if it was
not acquired yet. Combining the two components (i) and (ii), we obtain a dynamic
frequency acquisition scheme for dense cellular networks. Extensive simulation
results show that the DyCRA scheme indeed provides a good frequency allocation

99
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that adapts to changing traffic conditions and outperforms systems with static
allocation in scenarios with non-stationary traffic demands.

The remainder of this chapter is organized as follows. In Section 5.1 we introduce
our model assumptions and some useful notation. We present our self-organizing
DyCRA scheme in Section 5.2. In Section 5.3 we present results of extensive nu-
merical experiments, and finally in Section 5.4 we will end with some concluding
remarks.

5.1 Model description

In this section - following our usual approach - we first focus on a stationary
scenario and formulate a stationary load balancing problem. The load balancing
problem is inherently complex because interference conditions now make it hard
to write down an accurate notion of load. Consequently it is difficult to obtain
properties of optimal solutions and instead we take a heuristic approach that will
be described in Section 5.2. The model used in this chapter has many similarit-
ies with the basic model introduced in Section 1.4.3, but there are some crucial
differences that we outline below.

We consider a system with L APs and N locations where users request downlink
connections at a rate of νn requests per second. The mean request size per down-
link connection for users at location n is βn bits. For each AP l, the set of associated
users is denoted by Il. We assume that a sub-band is the smallest non-divisible
slice of spectrum that can be allocated to an AP. The set of sub-bands is given
by F , with |F| = F . An AP can transmit on multiple sub-bands, but on at most
Fmax ≤ F . An AP uses all its allocated sub-bands to serve users by applying a
PF scheduling policy, and the rate at which users are served depends on their
experienced signal to interference plus noise ratio (SINR) values on the sub-bands
they are being served on. In all other chapters we assumed that the frequency
allocation was constrained by an interference graph which further allowed us to
assume that the SINR values were independent of the sub-bands. In this case we
no longer work with such a model and do allow the SINR values to be sub-band
dependent. Throughout service, a user may be served on multiple sub-bands
simultaneously, but it is served by only one AP.

Recall that according to the Shannon formula a user i can receive a maximum
communication rate Ri,l,f (in bits per second) on sub-band f from AP l equal to

Ri,l,f = ω log (1 + SINRf (i, l)) , (5.1.1)

where ω is the fixed bandwidth of sub-band f , and where SINRf (i, l) is the SINR
that user i experiences on sub-band f when served by AP l. We assume that if
SINRf (i, l) is below a certain minimum value SINRmin, then user i which is in
service at AP l cannot and/or will not be served on sub-band f .

We assume that the information on the current frequency allocation and user-
reported SINR values is known centrally by a centralized control unit (CCU) for
the entire system and can be used in the dynamic operation of the network. Such
a CCU is for example present in systems that are run via Radio-over-Fibre.
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5.1.1 User association

In this chapter we are not specifically considering the user association, but to
obtain a notion of load for an AP we need to specify how users are assigned
to APs. We assume that the Best-SINR algorithm (see Chapter 1, Algorithm 1)
is used for the user assignments, which is also in line with our observations
following Proposition 4.1.1: the most efficient way to balance loads is to assign
users according to the Best-SINR algorithm and to use the sub-bands to (perfectly)
balance the loads among APs. For the remainder of this chapter, let x̂ represent
the user assignment fractions corresponding to the Best-SINR algorithm as given
by equation (1.4.4).

5.1.2 Load balancing

As motivated in Chapter 1 we are interested in balancing the loads of the APs.
However, formally determining the AP loads is now significantly more complex
than in the settings of the previous chapters due to the varying interference
conditions throughout the system. We will first discuss the impact of the modelling
assumptions on the load representations and then we will explain how we may
formulate a load balancing problem and how to interpret this formulation.

The allocation of sub-bands to APs is represented by z, where zf,l = 1 if sub-
band f is allocated to AP l, and 0 otherwise. Then naturally the set of sub-bands
allocated to AP l is given by

Fl(z) = {f | zf,l = 1} . (5.1.2)

We will continue to consider location based service rates (or capacity), and we
will argue that we can find upper bounds on the AP loads with respect to loads
realized by a PF scheduler. Consider the SINR experienced at location n when
served by AP l on sub-band f as function of the frequency allocation z:

SINRn,l,f (z) =
P (n, l)

η +
∑L

l̃=0,l̃ 6=l zf,lP (n, l̃)
, (5.1.3)

where P (n, l) is the signal power in Watt that location n receives from AP l. Similar
to Equation (5.1.1), the SINR value SINRn,l,f (z) determines the maximum rate
Rn,l,f (z) at which location n can be served by AP l on sub-band f :

Rn,l,f (z) = ω log2 (1 + SINRn,l,f (z)) . (5.1.4)

We can now find an upper bound for the load ρl(z) of AP l as function of the
frequency allocation z by pretending that the capacity of each AP (consisting of
the available resource blocks on the sub-bands) is equally shared in a Round Robin
(RR) fashion among the locations that the AP has to serve. This leads to a load
value ρl(z) given by

ρl(z) =

N∑
n=1

νnβn∑F
f=1Rn,l,f (z)

x̂n,l. (5.1.5)
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Remark 5.1.1 (Upper bound). Using similar arguments as in [116] (see also Ap-
pendix C), this dominance property, together with the observation that removing a user
will increase the rates of all remaining users under an RR scheduler, can be leveraged
to show that in a scenario with user arrivals and random finite-size service demands,
the residual service demands of all users under an RR scheduler are at least as large
sample-path wise as under a PF scheduler. In particular, whenever an AP is idle, i.e., all
the residual service demands are zero, under an RR scheduler, they are zero under a PF
scheduler as well. Hence the load of the AP, i.e., the fraction of time that the AP is active,
under a PF scheduler is at most the load under an RR scheduler.

The fact that ρl(z) is an upper bound for the AP loads is not necessarily a problem:
if we minimize the highest load U among all APs, then certainly the real AP loads
as realized by the PF scheduler will be at most U as well. Hence the problem of
balancing the loads among APs may be represented by the following optimization
problem.

min
z,U

U (5.1.6a)

sub: ρl(z) ≤ U, ∀l, (5.1.6b)

Fl(z) =

F∑
f=1

zf,l ≤ Fmax, ∀l, (5.1.6c)

zf,l ∈ {0, 1}, ∀f, l. (5.1.6d)

The optimization problem (5.1.6a)-(5.1.6d) is non-convex and difficult to analyse
due to the effect that the frequency allocation z has on the loads ρl(z) through
(5.1.3) and (5.1.4). However, we may again exploit the SLI-algorithm introduced
in Chapter 3 to (try to) keep the loads in pre-determined intervals instead of
minimizing the maximum load. In the next section we propose such a dynamic
frequency allocation scheme.

5.2 DyCRA: A self-organizing scheme

In this section we present the Dynamic Cost/Reward-based Allocation scheme
(DyCRA scheme), which takes two types of decisions: (i) when should an AP
acquire or release sub-bands, and (ii) which sub-bands to acquire or release. For
(i) we use the SLI-algorithm (Algorithm 6), which exploits load proxies for the
APs. For (ii), we will introduce cost and reward functions inspired by the load
balancing formulation of Section 5.1.2, and use these functions to decide (a) if
an AP is allowed to acquire a sub-band, and if so, (b) which sub-band should be
acquired.

5.2.1 The SLI-algorithm

The Single Load Interval (SLI) algorithm determines when an AP should (attempt
to) acquire or release sub-bands. In short, the concept is as follows: choose an
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interval [ρmin, ρmax]. For each AP l, determine a load estimate ρl(tk) at decision
time tk and attempt the acquisition or release of a sub-band if the load estimate
is above ρmax or below ρmin respectively. The decision times are specified by
deterministic intervals, and occur at a rate of νload decision moments per second.
The load proxy σl(tk) is defined as the fraction of time that AP l was busy in the
time interval [tk−1, tk]. The load estimate ρl(tk) of AP l is then determined by a
moving average:

ρl(tk) = (1− ε)ρl(tk−1) + ε(σl(tk)), (5.2.1)

where ε > 0 determines the magnitude of the updates and is typically small.

The eventual choice of the parameters νload and ε should ensure that the load
estimates are not too sensitive to the temporal load variations, but that systematic
changes in the underlying load parameters are detected sufficiently fast.

5.2.2 DyCRA: Sub-band acquisition

Governed by the SLI-algorithm, APs will attempt to acquire a sub-band based
on an acquisition cost and an acquisition reward. If the reward outweighs the
cost, the AP will acquire a sub-band. The acquisition reward should reflect how
valuable a specific sub-band is to an AP. The acquisition cost should reflect the
impact it has on the rest of the system if that sub-band were acquired by the AP.

We base our construction of the cost and reward functions on user-experienced
SINR values, which should be thought of as user-dependent versions of (5.1.3). We
assume that the users in service at a specific AP only report SINR measurements
of the sub-bands that the AP has in use, as we cannot expect users to listen to
all potential sub-bands and report all SINR measurements of these sub-bands.
However, we do assume that the users receive pilot signals from the APs on a
separate sub-band, and these pilot signals are such that they are representative of
the signal propagations on all sub-bands that users can expect from the APs. If
the pilot signal is received with sufficient strength, a user can identify from which
AP it originated and deduce the received signal strength from that AP.

Due to the use of SINR values, the position of users will play a significant role
in the costs and rewards: the AP does not know if the SINR is low in part of the
coverage area where the AP is not serving any users. However, since the AP is
not serving users in that area, it should also not be a problem (for this AP). In
addition, consider the following situation. An AP is serving two (groups) of users,
user 1 and user 2. The AP uses sub-band 1, on which both users experience a
high SINR. Suppose that on sub-band 2, user 1 would experience a high SINR,
but user 2 would experience a low SINR. Then we could allocate sub-band 2 to
the AP, such that user 1 can be served solely on sub-band 2, and user 2 solely on
sub-band 1. This would improve the service of both users as they no longer have
to share sub-band 1, and it would also decrease the load of AP 1 even though
sub-band 2 has some interference in part of its coverage area. This also influences
the situation at the other APs, as they may see a significant increase in interference
and consequently some performance degradation because AP 1 started using
sub-band 2. The acquisition process should take these effects into account.
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Acquisition value

Suppose that the SLI-algorithm indicates that AP l should attempt acquisition of a
sub-band, and let sub-band f be a candidate for acquisition. We will now define
the acquisition reward of sub-band f for AP l. Using the pilot signals, suppose
we know for all users i ∈ Il the SINR values SINR(i, l, f) as realized by AP l on
sub-band f . Under the current sub-band allocation, user i receives average service
rate R(i, l) (in bits per second). If AP l acquired sub-band f , the smallest gain (in
terms of bits per second) for user i is given by

R+(i, l, f) =
ω log2(1 + SINR(i, l, f))

Il
, (5.2.2)

where Il = |Il|. This follows from the Shannon limit [126], assuming that the
sub-band is shared equally among all users. The rate increase (5.2.2) is a lower
bound, since once the PF scheduler is going to include the new sub-band in its
scheduling policy, users may benefit more. Define the benefit factor ζi(l, f) for
user i of AP l acquiring sub-band f as

ζi(l, f) =
R+(i, l, f) +R(i, l)

R(i, l)
. (5.2.3)

Then we define the acquisition reward v(l, f) for AP l of sub-band f by

v(l, f) =
1

Il

∑
i∈Il

ζi(l, f). (5.2.4)

The acquisition reward is the ratio between the (minimum) rate a user would
experience once AP l acquires sub-band f , and its current rate, averaged over all
users. In other words, it is an average of ratios of improvement. When v(l, f) = 1,
we expect no significant improvement, but we typically expect v(l, f) > 1.

Acquisition costs

We will now focus on the cost for AP l of acquiring sub-band f . The cost reflects
the impact on the system if AP l acquires sub-band f . Let P (i, l) be the power in
Watt that user i receives from AP l on the pilot signal. Assuming that this indeed
is representative of the signal propagation user i experiences from AP l, we have

P (i, l) = P · PL(i, l, f), ∀f, (5.2.5)

where P is the transmission power of the APs on a single sub-band and PL(i, l, f)
is the path loss from AP l to user i. Then we can write the SINR as

SINR(i, l, f) =
P (i, l)

η +
∑

l′∈L(f) P (i, l
′)
, (5.2.6)

where L(f) is the set of APs that transmit on sub-band f (i.e. sub-band f has been
allocated to those APs). Note that AP l 6∈ L(f), since we assumed f is a candidate
sub-band for acquisition at AP l.
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First let us consider the impact for a user i in service at AP l̂ 6= l, if AP l acquires
sub-band f , where l̂ ∈ L(f). Before acquisition, user i experiences SINR(i, l̂, f).
After acquisition of sub-band f by AP l, user i will experience an SINR of

SINR+
l (i, l̂, f) =

P (i, l̂)

P (i, l) + η +
∑

l′∈L(f)\{l} P (i, l
′)

(5.2.7)

=

(
1

SINR(i, l̂, f)
+
P (i, l)

P (i, l̂)

)−1

. (5.2.8)

Secondly, based on the estimated SINR (5.2.8) let us consider the impact on a user i
in service at AP l̂ 6= l once AP l acquires sub-band f . We define this impact as
the ratio between the old and new service rates that the user could receive on
sub-band f , given by

ψi(l̂, l, f) =
log2

(
1 + SINR+

l (i, l̂, f)
)

log2

(
1 + SINR(i, l̂, f)

) . (5.2.9)

Thirdly, we define the impact of acquisition γl̂(l, f), i.e. the impact that the acquis-
ition of sub-band f by AP l has on AP l̂. This definition basically averages the
impacts on all users in service at AP l̂ and is given by

γl̂(l, f) =

{
1
Il̂

∑
i∈Il̂

ψi(l̂, l, f) if l̂ ∈ L(f),
1 otherwise.

(5.2.10)

The impact of acquisition (5.2.10) will typically have a value in [0, 1]. The closer
(5.2.10) is to one, the less impact the acquisition of sub-band f by AP l has on AP l̂.
The above-described impact represents an impact per AP, but we need the impact
on the entire system. Thus finally, in line with the previous definitions, the cost of
acquisition c(l, f) (the impact on the system) will be the average of the impacts
per AP:

c(l, f) =
1

L− 1

∑
l̂∈L\{l}

γl̂(l, f). (5.2.11)

Acquisition rule

The acquisition cost and reward as defined above can be used to determine
whether or not it is beneficial (system-wide) that AP l acquires sub-band f . For
that purpose we set a threshold ∆Acq, and AP l can acquire sub-band f if and only
if

v(l, f) · c(l, f) ≥ ∆Acq. (5.2.12)

If there are multiple candidate sub-bands that satisfy (5.2.12), the AP acquires the
sub-band with the highest value for v(l, f) · c(l, f), breaking ties at random.

Remark 5.2.1. Observe that the acquisition reward of sub-band f at the acquiring AP
is based on ratios of service rates that include all sub-bands, while the acquisition cost
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is based on ratios of service rates that only consider sub-band f . In other words, the
acquisition costs pretend that users at other APs are only served on the sub-band f . In
that sense the acquisition costs can be thought of as worst-case costs, as typically other
APs will have multiple sub-bands allocated to them and the effective service rates of users
will then diminish with at most the fraction given by the impact of acquisition (5.2.9). In
addition, as we argued before, the acquisition reward can also be considered a worst-case
improvement.

5.2.3 DyCRA: Sub-band release

When the SLI-algorithm signals that an AP has to release a sub-band, we wish to
release the sub-band which brings relatively low capacity to the AP. Hence, AP l
releases the sub-band f which minimizes v(l, f) among all sub-bands allocated to
AP l, where we compute v(l, f) as if AP l had not acquired sub-band f yet.

5.2.4 Choosing the acquisition threshold

The threshold ∆Acq has a similar influence on the reuse of sub-bands as the
interference radius in an interference graph model: setting the threshold too high
results in no reuse of sub-bands across the entire system since v(l, f) · c(l, f) is
finite. Thus, if the threshold is too high, sub-bands will never be reused, not even
over larger distances. On the other hand, if the threshold is too low (say 0 in
the extreme case) then sub-bands will be reused too often, resulting in strong
interference. In Section 5.3 we will present simulation results for different values
of ∆Acq.

5.3 Numerical results

In this section we present various results of simulations that we conducted to
gain insight in the performance of the DyCRA scheme. We considered an area of
1000m× 500m with 10 APs where users appear uniformly at random according
to a two-dimensional Poisson process with rate ν = 10 users per second. The
file sizes of users are independent and exponentially distributed with a mean
of β = 2.5Mb. These chosen arrival and service distributions are not essential
for the DyCRA scheme to operate, but are primarily used for convenience in the
simulations. The decision times of the SLI-algorithm (see Section 5.2.1) occur with
rate νload = 0.1/s, i.e. once every 10 seconds. For the AP positions we used two
configurations that were generated uniformly at random, see Figures 5.1 and 5.2
(interference graphs are plotted as explained in Section 5.3.1).

Users are assigned to the AP that provides them with the strongest signal. In free
space (i.e. no physical obstacles like buildings etc.) that means that the areas in
which users are assigned to the same AP are Voronoi cells, with the AP acting as
cell centre. These Voronoi cells are also drawn in Figures 5.1 and 5.2, in order to
give insight in the approximate offered traffic that the various APs experience.

Each AP transmits with equal power of 24 dBm on each sub-band that is allocated
to it. The signal propagation and path loss follows the 3GGP urban micro model
defined in 3GPP 36.814 v9.0.0 [99], where the path loss (in dB) from AP l to user i
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Figure 5.1: Configuration 1, based on an interference graph with inter-
ference radius r = 400m.
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Figure 5.2: Configuration 2, based on an interference graph with inter-
ference radius r = 400m.

is given by PL(i, l) = 140.7 + 36.7 log10(d(i, l))/1000), and d(i, l) is the distance in
metres between user i and AP l. Furthermore, each sub-band has a bandwidth of
180 kHz (similar to the bandwidth of an LTE resource block), and we assume a
thermal noise power density of ηHz = −174 dBm/Hz.

The number of users that can be simultaneously in service at an AP is limited to 100
users. If there are 100 users in service and a new user initiates a connection, then
that user will be denied service, and leave the system directly without receiving
service. One way to measure the performance of a system is to consider the
number - or fraction - of service denials. A lower fraction of service denials reflects
a more efficient frequency allocation.

Based on the two configurations shown in Figures 5.1 and 5.2, we consider three
different scenarios. Scenarios 1 and 2 have APs positioned as in Configuration 1.
Scenario 3 has APs positioned as in Configuration 2. Scenario 1 has all other
system parameters as described above, but Scenarios 2 and 3 have additional user



55555

108 Chapter 5. Self-organizing frequency allocation

arrivals in the form of a non-stationary hotspot. The hotspot is a 200m× 100m
area, and moves over time. It starts with its south-west corner at (200, 100), then it
moves to (400, 100), (600, 100), back to (400, 100) and finally returns to (200, 100),
after which this pattern repeats. For a visualization of this moving hotspot see
Figure 3.5, where the area dimensions are 100m× 50m instead of 1000m× 500m.
The hotspot has a relative arrival rate of 10 times the normal arrival rate.

5.3.1 Benchmark systems

We compare the DyCRA scheme against two benchmark systems which both
operate under a static frequency allocation. The first benchmark system allocates
to each AP all sub-bands, and we refer to this system as the full reuse (FR) system.

The second benchmark system applies a frequency allocation based on an inter-
ference (or conflict) graph, and we will refer to this as the interference graph (IG)
system or benchmark. The IG benchmark is constructed in three steps, described
in the following three paragraphs.

First, given an interference radius r, we construct an interference graph on the
APs by connecting two APs with an edge if the distance between them is less than
r metres. When two APs are connected by an edge, they can not use the same
sub-band. Two examples of interference graphs have been plotted in Figures 5.1
and 5.2, where graph edges are represented by the dashed black lines.

In the second step, we use a discretization of the area into unit squares (1m× 1m)
to estimate the offered traffic at each AP as follows. For each unit square, we
determine the expected offered traffic in bits per unit time. In a uniform setting
such as Scenario 1, this is νβ/(1000 · 500). For Scenarios 2 and 3, the hotspot zone
has to be averaged in time over the unit squares it is covering. The offered traffic
from each unit square is then assigned to the AP from which the received signal,
received at the centre of the unit square, is strongest. To obtain a notion of demand
at the AP, the assigned offered traffic is divided by the rate at which the AP can
serve the centre of the unit square, where the rate is in turn obtained by applying
the Shannon rate formula (5.1.1). The resulting demand for an AP can then be
interpreted as the number of sub-bands that the AP needs to sustain the offered
traffic, i.e. to serve all traffic offered to the AP per unit time in expectation. For
the interference conditions that influence the rates following from (5.1.1) we use
the following approximation. For an AP l, we assume that no other AP within
radius r is using the same sub-band, but all other APs are transmitting on the
same sub-band. This assumption gives an upper bound on the interference that
we can expect in an interference graph model in free space.

Third and last, we apply a graph colouring heuristic that finds a frequency al-
location that respects the interference graph constraints and allocates to each AP
the number of sub-bands as described in the previous step. The output of the
heuristic is thus a frequency allocation which implies a set of sub-bands F needed
to realize this allocation.

To obtain fair comparisons, we first initialize the IG systems as described above,
and provide all other systems with the same set (or rather the same number) of
sub-bands F .
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Remark 5.3.1. Note that we only use the interference graph to create a good frequency
allocation as a benchmark. Once the allocation has been found, we “forget” the interference
graph and all service rates of users are again determined by the SINR model described in
Section 5.1. In particular, when r = 0, the IG and FR systems are the same.

Remark 5.3.2. In simulations, we need to solve a PF scheduling problem in order to know
at what rates users are served, at what time the next user will finish service, and hence
to determine the end of the time interval in which these rates are valid. The simulation
time is primarily influenced by the time to solve these scheduling problems, as explained
in Appendix A.2.2.

5.3.2 Performance

We consider two performance indicators: service denials and user-perceived
throughput. All results are based a sequence consisting of 50 000 users, where
the sequence was randomly generated, but the same sequence was presented to
each system to obtain useful comparisons. In Table 5.1 we present the percentage
of service denials for scenarios with r = 300m and r = 400m. Due to long
simulation times, we do not present results for Scenario 3 with r = 300m.

Table 5.1: Percentage of service denials.

r = 300m r = 400m
System S1 S2 S1 S2 S3

∆Acq = 0.9 1.61 3.82 1.55 3.80 5.75
∆Acq = 1.0 1.64 3.94 1.60 3.71 4.75
∆Acq = 1.25 1.76 3.92 1.66 3.71 9.13
∆Acq = 1.5 1.76 3.92 1.66 3.71 9.83
IG 0 4.01 0 4.30 5.03
FR 2.99 7.30 0.85 6.34 13.39

Remark 5.3.3. The difference between r = 300m and r = 400m is in the initialization
of the IG benchmark, which also determines the eventual number of available sub-bands in
the system. In Scenario 2 with r = 300m, the number of available sub-bands was 194,
while with r = 400m it was 212, and in Scenario 3 with r = 400m it was 141.

Remark 5.3.4. We do not present results for ∆Acq < 0.9, as we observed that this was
(in many cases) equivalent to the FR benchmark. We do not present results for ∆Acq > 1.5
either, since in most cases (that we considered) no sub-bands were reused by the DyCRA
scheme.

First notice that the choice for ∆Acq may depend on the AP positions. In Scenario 2,
all considered values result in better service denial performance than the IG
benchmark, while in Scenario 3 only ∆Acq = 1.0 performs better. We observe
that with dynamically changing demand conditions such as in Scenario 2 or 3,
the DyCRA scheme can serve more users than both the benchmarks (assuming
∆Acq = 1.0 in Scenario 3). In statistically stable demand conditions, like Scenario 1,
we do not expect the DyCRA scheme to outperform (in terms of service denials)
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the IG benchmark for the following reason. The DyCRA scheme - through the
SLI-algorithm - releases sub-bands at APs when the APs experience low load
conditions. In other words, the DyCRA scheme operates (or at least tries to
operate) the APs at load levels that fall in the interval [ρmin, ρmax]. Hence, in times
when the loads happen to be low for the moment, the scheme releases sub-bands,
meaning that the users that are in service at the AP at that moment do not reap
the full benefits of the momentarily low load conditions. The IG scheme on the
other hand has a fixed number of sub-bands allocated to each AP at all times, such
that users that are in service at APs with temporarily low load conditions get a lot
of resource blocks. The DyCRA scheme is designed to relieve APs that are facing
high demands, and therefore outperforms the IG system in scenarios where APs
are suddenly faced with a demand they cannot meet.

Table 5.1 might suggest that the DyCRA scheme is only doing a marginally better
job than the IG system. However, not only is the DyCRA scheme realizing lower
service denial percentages, it also realizes a better user-experienced throughput,
as can be seen in Figure 5.3, where we plotted the cumulative fraction of users as
a function of their received throughput, for several values of ∆Acq (blue curves)
and the two benchmarks IG and FR (red and black curves respectively).
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(a) Scenario 2, r = 300m.
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(b) Scenario 2, r = 400m.
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(c) Scenario 3, r = 400m.

Figure 5.3: User-experienced throughput for various scenarios and
values of r.



55555

5.3. Numerical results 111

In Figure 5.3 we observe that the DyCRA scheme outperforms the IG system
in the lower throughput region, which is typically where we expect users from
highly loaded APs. For example, in Section 5.3.2 we observe that under the IG
allocation 25% of the users experienced a throughput of at most 2Mb/s, while
under the DyCRA scheme with ∆Acq = 0.9 this holds for only 12% of the users. In
other words, the DyCRA scheme was able to increase the number of users that
experienced a throughput of at least 2Mb/s from 75% to 88% with respect to the
IG allocation, which is an increase of 17%. This confirms that the DyCRA scheme
indeed moves sub-bands from APs with lower load towards APs that face high
traffic demands.

5.3.3 Stability

Now that we have established the effectiveness of the DyCRA scheme when it
comes to matching sub-bands with demand, we will consider the “stability” of the
scheme. We do this by looking at the changes in the frequency allocations realized
by the DyCRA scheme, and by looking at the realized loads at APs.

Matching capacity with demand is a desirable property, but it is undesirable to
completely change the frequency allocation very often. In Section 5.3.3 we plotted
the number of changes in the frequency allocation at each decision epoch of the
DyCRA scheme, for Scenarios 1 and 2, and for different values of ∆Acq. The
number of changes is given by the sum of the number of sub-band acquisitions
and the number of sub-band releases over all APs in the system. For example,
when one AP acquired a sub-band, and one AP released a sub-band (and all other
APs do not change their frequency set) the number of changes is two.
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Figure 5.4: Number of sub-band acquisitions and releases per update
moment with IG based on r = 400m.

Section 5.3.3 shows that the DyCRA scheme provides quite stable frequency
allocations in a setting where the demands are stable: after some warm-up period
it mostly performs none to two changes. In Section 5.3.3, with changing demand
characteristics, we see that the DyCRA scheme has more peaks in the number of
changes, due to the (structural) changes in demand.
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In Figure 5.5 we plotted the load proxies ρl(tk) for APs 1, 5 and 7, whose cells
overlap with the hotspot at various times.

0 1,000 2,000 3,000 4,000
0

0.2

0.4

0.6

0.8

1

Time tk ( in s)

ρ
l(
t k
)

AP-1
AP-5
AP-7

Figure 5.5: Load proxies for some APs in Scenario 2 with r = 300m.

We can clearly observe the peaks in loads due to the moving hotspot, and we can
also observe that the DyCRA scheme tries to operate the APs in the (estimated)
load regime [0.5, 0.8]. Figure 5.5 shows that the DyCRA scheme actively reacts to
the changing demand conditions and effectively pushes the AP loads within the
desired range.

5.4 Conclusion

In this chapter we focussed on load-aware frequency allocation in scenarios with
no prior knowledge of interference characteristics or frequency allocation con-
straints, and hence we work with a general SINR-based model. We presented a
dynamic, load aware and self-adapting frequency allocation scheme, the DyCRA
scheme, specifically designed for dense cellular networks (DCNs) in these scen-
arios. The DyCRA scheme only uses load measurements at APs and SINR measure-
ments reported by users to make favourable changes in the frequency allocation,
moving surplus capacity towards APs that face a (too) high demand. We intro-
duced cost and reward functions for assigning a sub-band to an AP, and only
assign a new sub-band to an AP if the reward outweighs the cost by a tunable
threshold ∆Acq. If an AP has to release a sub-band, then it releases the one that
would bring the least reward if it was not acquired by the AP yet.

Extensive simulations demonstrated the effectiveness of the DyCRA scheme to
dynamically match capacity with demand, allowing service to users that would
otherwise have been denied service. The DyCRA scheme realized both fewer
service denials and better throughputs for users compared to a benchmark alloc-
ation that is optimized to deal with the average traffic demands. For example,
the DyCRA scheme was able to increase the number of users that experienced a
throughput of at least 2Mb/s from 75% to 88% with respect to a static allocation
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based on an interference graph, which is an increase of 17%. We furthermore
demonstrated that even though the DyCRA scheme dynamically adapts the fre-
quency allocation, it does so with only a small number of changes, leading to a
quite stable frequency allocation.

To the best of our knowledge, it is the first self-adapting frequency allocation
scheme specifically designed for all challenges that arise in DCNs. We wish
to stress the fact that the DyCRA scheme realizes good performance without
the need of prior optimization, field measurements, or the knowledge of an
interference graph or frequency allocation constraints that arise as a consequence
of interference conditions.
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Chapter 6

Joint dynamic access point sleeping
and user association

In this chapter we focus on AP sleeping strategies. We introduce and analyse a
weighted trade-off between energy consumption and user-perceived performance
in DCNs. Energy can be saved by switching APs into sleep mode in low load
conditions, and optimizing the user performance is realized by applying load
balancing user association schemes. In this chapter we only consider a single
type of sleep mode where the AP is practically completely shut down and we do
not consider partial sleep modes or a gradual power reduction at the APs. We
present an optimization problem representing the above-mentioned trade-off and
derive properties of its optimal solutions. Using these properties we design a self-
organizing strategy that dynamically (online) makes load-aware user association
and AP operation decisions. Our strategy is self-organizing in the sense that it
does not need any information or optimization beforehand, and only relies on
real-time load measurements at the APs and user-reported signal-to-interference-
plus-noise (SINR) values. We furthermore present extensive simulation results,
demonstrating the effectiveness of our self-organizing strategy and the role of the
trade-off parameter.

An important issue with AP sleeping strategies is that reducing energy consump-
tion by switching APs into sleep mode reduces the system capacity. This is at
odds with the primary goal of DCNs: increasing network capacity. The latter is
most important for optimizing user-perceived performance, which is typically
done by applying load balancing schemes in scenarios of high load conditions.
From an energy perspective we wish to have a minimum number of active APs,
while optimizing the user-perceived performance ideally activates as many APs
as possible. Hence - as has also been mentioned by Zhou et al. [163] - we have
two opposite objectives and a trade-off has to be made.

The remainder of this chapter is organized as follows. In Section 6.1 we give
the model description and introduce some useful notation. In Section 6.2 we
present our optimization problem and derive conditions and properties of optimal
strategies. Then, in Section 6.3 we propose our dynamic approach which is

115
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based on the properties derived in Section 6.2. In Section 6.4 we show results of
simulations we performed to gain insight in the performance characteristics of our
proposed approach. Finally, in Section 6.5 we make some concluding remarks.

6.1 Problem statement and model description

The challenge is to dynamically adapt the set of active APs and the user associ-
ation to changing traffic demands such that a specific desired trade-off is realized
between energy consumption and user-perceived performance. Similar to the
other chapters we first focus on a stationary regime, and then we formulate
an optimization problem that represents the desired trade-off using a trade-off
parameter for this stationary regime. We analyse the structure of the optimiza-
tion problem to obtain properties for optimal user association and optimal AP
(de)activation. These properties are then used to design an optimal dynamic user
association algorithm and sufficient conditions for dynamic AP (de)activation.

In the remainder of this section, we describe the system model and we specify the
power consumption model. In Section 6.2 we formulate the optimization problem
for the stationary scenario and derive properties of optimal user association and
AP (de-)activation. In Section 6.3 we will describe how these properties are turned
into a dynamic algorithm, the Green Shadow Price Assignment (GSPA) algorithm.

6.1.1 System model

The system model that we use is an extension of the model described in Chapter 2,
with the addition that APs may now be in three operational states: active, start-up
or sleeping. We will briefly recap the assumptions of the model of Chapter 2 and
then explain how the model is extended to include the operation modes. For more
details see Sections 1.4 and 2.1.

We consider a system with L APs and N user locations where at location n, users
initiate file transfers (downloads) at a rate νn. The sizes of the file transfers initiated
by users in location n are independent and have mean βnMb. As soon as a user
has downloaded its file, it leaves the system. We do not explicitly consider user
mobility. As in Chapter 2, we assume that a user i at location n can receive a
maximum communication rate Rn,l (in bits per second) from AP l. Let xn,l be the
fraction of the users that initiate a file transfer at location n that are allocated to
AP l, and let x be a vector representing all the individual values of xn,l. Then the
long-term load, or resource utilization, of AP l can be expressed by

ρl(x) =

N∑
n=1

νnβn
Rn,l

xn,l. (6.1.1)

We assume that the network has a centralized control unit, which may be realized
by using Radio-over-Fibre (RoF) technology [78]. That means that at the AP site
there is only a simple remote radio head, and all AP intelligence is located at
a centralized entity. This has the advantage that important state information -
specifically load estimates and user-reported SINR values - is known for the entire
system, and can be used in the dynamic operation of the network.
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6.1.2 Operation modes and power consumption model

An AP can be in three operational modes: active, sleep and start-up mode. An
AP can directly go from active to sleep mode, but when an AP is switched from
sleep to active mode, there is a start-up delay of TOn seconds before the AP is
operational and can start serving users. The start-up delay is typically small (e.g.
one second [54]) compared to the time scale at which APs are activated or de-
activated (minutes). When an AP is switched to sleep mode, the users in service
at that AP will be handed over to other APs. Similarly, an activated AP may take
over users from other APs.

We adopt the widely-used (e.g. [41, 52, 105, 136, 150, 161]) load-dependent power
consumption model of Auer et al. [19], where the power consumption Pl in Watt
of an AP l is given by

Pl = P0 + P · ρl(x). (6.1.2)

Here, P0 is the constant power consumption of an operational AP with no traffic,
and P · ρl(x) is the load-dependent power consumption term for given load ρl(x).
When an AP is in sleep mode, we assume its power consumption POff satisfies
0 ≤ POff < P0. Moreover, in start-up mode, an AP has a power consumption of
PST (e.g. PST = 2P0 [54]).

6.2 Optimization problem and analysis

In this section we first formulate an optimization problem for a stationary regime.
Subsequently we break down the optimization problem in two separate parts: user
association and AP (de-)activation. In the first part we will show how to realize
an optimal (in the sense of the trade-off objective) user association for a given set
of active APs. In the second part we derive sufficient conditions for activating an
AP or putting an AP into sleep mode. The results presented in this section will
serve as a basis for Section 6.3, where we will use the optimal user association
and the sufficient conditions for (de-)activating APs to design a dynamic control
algorithm.

Let sl = 1 if AP l is in active mode, and sl = 0 if it is in sleep mode. The setup mode
is not considered as it is a very short temporary mode preceding activation, having
little effect on the overall power consumption. The objective is a trade-off between
minimizing the total power consumption and optimizing the user-perceived
performance. For the latter we specifically choose load balancing as is common in
cellular networks [8, 16, 30]. Load balancing is realized by minimizing the highest
AP load, and hence we can formulate the following minimization problem, where
α is the desired trade-off factor between power minimization and load balancing,
and U represents the maximum AP load (further explanation of the constraints is



666666

118 Chapter 6. Joint dynamic access point sleeping and user association

given below).

min
x,s,U

h(x, s, U) =

L∑
l=1

Pl(x, s) + α · U (6.2.1a)

sub: Pl(x, s) = sl (P0 + P · ρl(x)) + (1− sl)POff, ∀l, (6.2.1b)

ρl(x) =

N∑
n=1

νnβn
Rn,l

xn,l ≤ U, ∀l, (6.2.1c)

L∑
l=1

xn,l · sl = 1, ∀n, (6.2.1d)

sl ∈ {0, 1}, ∀l, (6.2.1e)
xn,l ≥ 0, ∀n, ∀l. (6.2.1f)

The objective (6.2.1a) is minimized over the operation modes of the APs, over the
user association x, and over the maximum AP load U . The user association x
is included since users can only be assigned to active APs. The user association
in combination with constraint (6.2.1c) and the minimization of U give rise to a
load balancing problem, which is then weighted by a factor α with the power
consumption. Constraint (6.2.1d) makes sure that (exactly all) traffic is only
assigned to active APs (all locations have coverage).

The problem (6.2.1a)-(6.2.1f) is a non-convex (due to constraints (6.2.1d)), mixed-
integer, quadratically constrained (also due to constraints (6.2.1d)) quadratic pro-
gram (QCQP - the objective contains quadratic terms), and in particular the non-
convexity makes it hard to find (provably) globally optimal solutions. However,
we do not wish to find optimal solutions for this formulation directly since we
aim for decision rules that can be applied dynamically and in particular without
knowledge of the values of νn and βn. We will now consider the optimization
problem (6.2.1a)-(6.2.1f) in two separate parts: user association and the operation
modes of the APs.

6.2.1 Optimal user association

To gain insight in the optimal user association, let us fix the operation modes
of the APs and consider the sub-problem of load balancing for the active APs
l̂ ∈ L(s) = {l̂ ∈ L | sl̂ = 1} for any given operational mode s:

min
x,U

L̂P0 +

L̂∑
l̂=1

P · ρl̂(x) + α · U (6.2.2a)

sub: ρl̂(x) =

N∑
n=1

νnβn
Rn,l̂

xn,l̂ ≤ U, ∀l̂, (6.2.2b)

L̂∑
l̂=1

xn,l̂ = 1, ∀n, (6.2.2c)

xn,l̂ ≥ 0, ∀n, ∀l̂. (6.2.2d)
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where |L(s)| = L̂. The problem (6.2.2a)-(6.2.2d) is a variation on the LP presented
in Section 2.1, where the only difference is in the objective function, which is
originally minx,U U . In Chapter 2 we presented the SPA algorithm which realizes
an optimal user association for the original objective function. We can modify
the SPA algorithm to also find optimal user assignment fractions x∗ for (6.2.2a)-
(6.2.2d).

The idea of the original SPA algorithm was to assign users to APs using shadow
prices yl̂

1 for the APs. The shadow prices are adapted over time depending on load
proxies observed at the APs, eventually leading to an optimal user association.
We briefly explain the three most important differences with the original SPA
algorithm if we wish to apply it to find optimal solutions for the LP (6.2.2a)-
(6.2.2d). Further details can be found in Appendix D.

Let yl̂ be the shadow prices of AP l̂, and let y denote the vector containing all
shadow prices (including the APs in sleep mode). The first - and perhaps most
important - difference appears in the user assignments rule. Using the Karush-
Kuhn-Tucker optimality conditions (see Appendix D), we can derive that an
optimal user assignment x∗ satisfies

x∗
n,l̂

(y) > 0 ⇒ l̂ ∈ argmin
{l′:sl′=1}

{
yl′ + P

Rn,l′

}
, (6.2.3)

breaking ties at random when the minimizer is not unique. The second most
important difference is that the optimal shadow prices y satisfy

L̂∑
l̂=1

y∗
l̂
= α, (6.2.4)

instead of summing to one as in the original SPA algorithm.

The third difference concerns the updates of the shadow prices. In the setting of the
SPA algorithm we could argue that all optimal shadow prices were strictly positive,
but this time some optimal shadow prices may actually be equal to zero and not
all loads need to be strictly balanced in the optimal solution. This behaviour is
slightly different from the original SPA algorithm and that is reflected in a different
update rule as shown in equation (D.0.23). The details about the modification
of the original SPA algorithm, and specifically the modified update step for the
shadow prices, can be found in Appendix D. The practical implementation is
summarized in Section 6.3.3.

6.2.2 Sufficient conditions for changing operation modes

We will now study the operational modes of APs. For notational convenience we
take POff = 0. The analysis for POff > 0 only leads to one additional term POff in the
conditions that we derive, and POff is often assumed negligible compared to P0.

1We continue to use identifiers l̂ for APs to stress that we are only dealing with active APs in this
subsection.
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Considering that we are dealing with a non-convex, mixed-integer QCQP problem,
we are not planning to find the optimal set of APs for a given situation, but rather
take a different approach. We consider the current AP loads and test if we can
(expect to) improve the objective (6.2.1a) by activating APs or by switching APs
into sleep mode. Then, after we have made a change, we measure the new realized
AP loads, at which point we start to repeat the process. Although we do not expect
to always find optimal operation modes, the advantage of this approach is that it
can dynamically react to changing load conditions and that the choices are clearly
motivated and consistent: given the same situation, this approach will take the
same decision.

Recall that we wish to avoid relying on the discretization into locations. In Sec-
tion 6.2.1 we have seen a dynamic algorithm that realizes an optimal user as-
sociation for a given set of active APs without relying on the location-based
discretization. Let ρl(s) denote the resulting load of AP l under the optimal user
association realized by the modified SPA algorithm for the set of active APs rep-
resented by s. This allows us to only focus on the operation modes s of APs and
the corresponding optimal AP loads ρl(s), without having to worry about the user
assignment too much.

Suppose the system is currently using the operation modes s. Then the objective
value (6.2.1a) can be written as h(ρ(s)), with

h(ρ(s)) =

L∑
l=1

sl (P0 + P · ρl(s)) + αmax
l

{ρl(s)} . (6.2.5)

Let us focus on any AP l̃ with operation mode sl̃. Changing the operation mode of
AP l̃ leads to the new mode s̃l̃ = 1− sl̃ (when we disregard the setup mode). This
gives a new vector of operation modes s̃ which is only different from s in the l̃-th
coordinate. Then, it pays off to change the operation mode of AP l̃ if and only if

h(ρ(s)) > h(ρ(s̃)). (6.2.6)

Although we may obtain the values ρ(s) by using load measurements at the active
APs, it is unclear what the new loads ρ(s̃) will become. However, if we can find
estimates ρ̂l(s̃) for the load values ρl(s̃) such that h(ρ(s)) > h(ρ̂(s̃)), then certainly
we have h(ρ(s)) > h(ρ(s̃)) by optimality of ρl(s̃) for s̃. Hence, if we can obtain
reliable estimates ρ̂l(s), then we can deduce a sufficient condition for changing
the operation mode of AP l̃: AP l̃ is a candidate for changing its operation mode if

h(ρ(s)) > h(ρ̂(s̃)). (6.2.7)

We will now explain how to use the shadow prices of the modified SPA algorithm
to obtain estimates ρ̂(s̃) for the new load values ρ(s̃). Considering that we are
applying the modified SPA algorithm as described in Section 6.2.1, the load proxies
used by this algorithm can represent the values ρl(s). Then, to obtain values for
ρ̂l(s̃) we will use the instantaneous user population at AP l̃.

Switching to sleep mode: Let us focus on the active AP l̃ which serves the set of
users Il̃ and which experiences a load of ρl̃(s). Then we can associate this
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load proportionally to the users in service at AP l̃ as follows: user i ∈ Il̃ is
responsible for a fraction qi,l̃ of the load, where the fraction qi,l̃ is given by

qi,l̃ =
R−1

i,l̃∑
j∈Il̃

R−1

j,l̃

. (6.2.8)

Suppose now that after AP l̃ has been switched to sleep mode, user i is
handed over from AP l̃ to its new serving AP l ∈ argminl′ 6=l̃{(ỹl′ +P )/Ri,l′},
where ỹl′ are the shadow prices directly after AP l̃ has been switched into
sleep mode (or directly after activation, see Section 6.3.2). Then the load
that user i adds to AP l is the load it induced to AP l̃ multiplied by a factor
Ri,l̃/Ri,l. Hence, if we handover user i from AP l̃ to AP l, the new load ρ̃l(s)
of AP l can be estimated by

ρ̂l = ρl(s) + qi,l̃ · ρl̃(s)
Ri,l̃

Ri,l
. (6.2.9)

Following these lines of reasoning, we can obtain values for ρ̂l(s̃) (where
l 6= l̃ and sl = 1) by taking

ρ̂l(s̃) = ρl(s) +
∑
i∈Il̃

1

[
l = argmin

l′:s̃l′=1

{
ỹl′ + P

Ri,l′

}]
qi,l̃ · ρl̃(s)

Ri,l̃

Ri,l
. (6.2.10)

Activation: Now suppose AP l̃ is in sleep mode, and we consider activating it.
Then in a similar way as described above, the load of candidate AP l̃ after
activation can be approximated by

ρ̂l̃(s̃) =
∑

l:sl=1

∑
i∈Il

1

[
l̃ = argmin

l′:s̃l′=1

{
ỹl′ + P

Ri,l′

}]
qi,l · ρl(s)

Ri,l

Ri,l̃

. (6.2.11)

Furthermore, the loads ρl(x̃) of other (active) APs after activation of AP l
can be approximated by

ρ̂l(s̃) = ρl(s)

(
1−

∑
i∈Il

1

[
l̃ = argmin

l′:s̃l′=1

{
ỹl′ + P

Ri,l′

}]
qi,l

)
. (6.2.12)

The new load estimates given by (6.2.10) and (6.2.12) can be used to obtain suffi-
cient conditions for switching APs to sleep mode and AP activation respectively.
However, the sufficient condition for activation can be further improved. Since
the load estimates are based on instantaneous user populations, the following
situation is very likely. By using the modified SPA algorithm there are multiple
APs at which the maximum load is attained, i.e. |argmaxl{ρl(x(s))}| > 1. When
we activate a currently sleeping AP l̃ it may attract load from some of the APs
in argmaxl{ρl(x(s))}, but very likely not all. This means that the maximum load
among the APs is not decreased according to the load estimates given by (6.2.12).



666666

122 Chapter 6. Joint dynamic access point sleeping and user association

Even though we indeed do not expect the newly activated AP l̃ to be able to
alleviate all maximum loaded APs, we can expect a cascading effect: AP l̃ takes
over some load from AP l ∈ argmaxl{ρl(x(s))}, which in turn allows the AP l
to take over some load from another AP l′ ∈ argmaxl{ρl(x(s))}. This effect is
eventually realized by the modified SPA algorithm, but it is not captured by the
load estimates given by equation (6.2.12).

To account for the cascading effect described above, we propose an extra step
in determining load estimates for AP activation. First we determine the load
estimates according to equation (6.2.12). If ρ̂l̃(s̃) is higher than the old maximum
load, then we do not expect to gain in the objective, and hence we can assume that
ρ̂l̃(s̃) < maxl{ρl(s)}. Next we consider the set of APs L� that had a load equal to
the maximum load and that did not offload any users to the newly activated AP l̃.
We will then pretend that AP l̃ will take some load by averaging the loads of the
APs in L� with AP l̃ in a weighted manner. First, the weights for APs l′ ∈ L� are
given by wl′ = mini∈Il′ {Ri,l′/Ri,l̃}, and wl̃ = 1, such that the weights represent
the best possible ratio in which load from AP l′ can be offloaded to AP l̃. Let
W = wl̃ +

∑
l′ wl′ be the total weight, then the improved load estimates are given

by

ρ̃l(s̃) =

{ ∑
l′∈L�∪{l̃}

wl′
W ρ̂l′(s̃) if l ∈ L� ∪ {l̃},

ρ̂l(s̃) otherwise.
(6.2.13)

In short, we use load estimates (6.2.10) to obtain a sufficient condition for switching
an AP into sleep mode. We use the load estimates (6.2.13) to obtain a sufficient
condition for activating an AP, resulting in a set of candidate APs for which a
change in operation mode improves the objective.

The condition (6.2.7) considers changing the operation mode of a single AP at the
time. Theoretically we can simply consider a set of APs rather than a single AP,
but when we change the operation modes of more than one AP it immediately
becomes unclear how the new loads will behave. Therefore we have chosen to
focus on one AP at a time. Nevertheless, condition (6.2.7) may still present several
candidates of APs for which a change in operation mode realizes a better objective.
In the next section we will discuss which APs are selected.

6.3 Dynamic control

In this section we propose a self-organizing strategy which dynamically makes
load-aware user association and AP operation decisions. These decisions are
based on the optimality conditions for the optimization problem (6.2.1a)-(6.2.1f)
derived in the previous section and use load proxies observed at the active APs.

For the user assignments we apply a modified version of the SPA algorithm
as described in Section 6.2.1, which requires a frequent update of the shadow
prices associated with the APs. For the operation modes we use periodic decision
moments at which we will change at most two APs operation modes: at most one
activation and at most one de-activation (switch to sleep mode). The proposed
strategy will therefore perform two types of updates, each on a different timescale:



666666

6.3. Dynamic control 123

1. Updates of the shadow prices, where at shadow price update moment t(j)y

we determine the j-th iterate of the shadow prices denoted by y(j).

2. Changes in the operation modes of the APs, where at operation update
moment t(k)s we determine the k-th iterate of the operation modes denoted
by s(k).

The shadow price updates are fully determined by the modified SPA algorithm
as described in Section 6.2.1 and Appendix D, but we still need to specify how
we update the operation modes. In addition, we will specify what happens to
the shadow prices y(j) when the set of active APs changes. These two issues will
be covered in the next two subsections. In Section 6.3.3 we will give a precise
description of our proposed strategy.

6.3.1 Operation mode updates

At operation update moments we treat the set of active and sleeping APs sep-
arately. For the set of active APs we check which ones are candidates for de-
activation (switching into sleep mode). To do this we use the load estimates
(6.2.10) and compute

∆l̃

(
s(k)
)
= h

(
ρ
(
s(k)
))

− h
(
ρ̂
(

˜s(k)
))

(6.3.1)

for each active AP l̃. From all active candidate APs with ∆l̃

(
s(k)
)
> 0 we choose

the AP l∗ where
l∗ ∈ argmax

l̃:s
(k)

l̃
=1

{
∆l̃

(
s(k)
)}

, (6.3.2)

and switch it into sleep mode.

Similarly, for all sleeping APs we also compute ∆l̃(s
(k)), but now using the load

estimates (6.2.13). Then, from all sleeping candidate APs with ∆l̃(s
(k)) > 0 we

activate AP l∗ where
l∗ ∈ argmax

l̃:s
(k)

l̃
=0

{
∆l̃

(
s(k)
)}

. (6.3.3)

Remark 6.3.1. We allow for an AP activation and another AP to switch into sleep
mode simultaneously. In a small network, we do not expect this to happen, however in a
large network the two APs may be separated by enough distance that they locally do not
influence each other. Moreover, in large networks the local traffic demands may vary a lot,
where one area experiences a high load, whereas other areas are better off reducing their
number of active APs.

6.3.2 Adjusting shadow prices after operation mode changes

In Section 6.2.1 we showed that for an optimal user assignment, the shadow price
iterates y(j)l sum up to α. If we activate an AP or put an AP into sleep mode,
the number of active APs changes and we either gain or lose a shadow price
respectively. Consequently we have to adjust the shadow prices such that the sum
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over the shadow prices of active APs equals α. The easiest way to do this is to
reset all shadow prices to α/|L(s(k))|, where L(s(k)) is the set of active APs under
operation mode vector s(k). However, this method loses the information that the
modified SPA algorithm has already learned for the shadow prices, and therefore
we will introduce updates for the shadow prices that maintain their mutual ratios.

First we will describe how the shadow prices y(j)l are changed when we activate
an AP. Suppose we have shadow prices y(j)(s(k)) for a given operation mode
vector s(k) where AP l̃ is in sleep mode (i.e. s(k)

l̃
= 0), and at decision time tk+1 we

activate AP l̃ so that we get the new operation modes s(k+1) = s(k) + ~el̃, where ~el̃
is the l̃-th unit vector. Then, using that

y
(j)
l

(
s(k)
) ∣∣L (s(k))∣∣∣∣L (s(k) + ~el̃

)∣∣ = y
(j)
l

(
s(k)
) ∣∣L (s(k))∣∣∣∣L (s(k))∣∣+ 1

, (6.3.4)

the new shadow prices y(j)
(
s(k) + ~el̃

)
are given by

y
(j)
l

(
s(k) + ~el̃

)
=

 y
(j)
l

(
s(k)
) |L(s(k))|
|L(s(k))|+1

if l 6= l̃,

α

L(s(k)+~el̃)
if l = l̃,

(6.3.5)

which indeed sum up to α given that the original shadow prices sum up to α.
Moreover, from (6.3.5) we can see that for any pair {l, l′} of active APs under s(k)

the ratios of the shadow prices are preserved.

Secondly, we consider the situation where we put AP l̃ into sleep mode. Hence we
now assume that under s(k) the AP l̃ is active, and switching it into sleep mode
results in operation mode vector s(k) − ~el̃. Then the new shadow prices are given
by

y
(j)
l

(
s(k) − ~el̃

)
=

 y
(j)
l

(
s(k)
)(

1 +
y
(j)

l̃
(s(k))

α−y
(j)

l̃
(s(k))

)
if l 6= l̃,

0 if l = l̃,
(6.3.6)

where again the new shadow prices sum up to α and their mutual ratios are
maintained.

We can now fully specify how the shadow prices are adapted. In case of as-
signment update moments, the shadow prices are updated according to the SPA
algorithm, as described in Section 6.2.1. In the case of operation update moments,
the shadow prices y(j)(s(k)) are updated according to update step (6.3.5) in case
of an AP activation or according to update step (6.3.6) when an AP has been
switched to sleep mode. In the situation where the update moment of the shadow
prices and the update moment of the operation modes coincide, we first apply the
shadow price updates given in Section 6.2.1 and then (6.3.5) or (6.3.6).

6.3.3 Algorithm specification

We will now give a formal algorithm description for the Green Shadow Price
Association (GSPA) algorithm. There are two types of decision epochs: t(j)y for the
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shadow price updates, and t(k)s for the operation mode updates. The time between
two same-type decision epochs is deterministic, i.e. we always have the same
number of decision epochs per time unit (second). However, as the SPA algorithm
needs time to find a new user association, the rate of shadow price updates is
higher than the rate of operation mode updates. Also, operation modes should
not be updated too often as from an operational point of view it is undesirable to
have a large number of APs switching on and off on a small time scale. However,
operation modes should be updated often enough to follow statistical changes in
the traffic demands.

The modified SPA algorithm uses load proxies σ(j)
l to update the shadow prices.

The formal definition of the proxies σ(j)
l as necessary to obtain theoretical optimal-

ity results is given in Appendix D. In practice they can be defined as the fractional
resource utilization of AP l between time t(j−1)

y and time t(j)y . The same kind of
proxies are used to obtain load estimates ρ(k)l for the operation mode updates,
where the loads are estimated as

ρ
(k+1)
l = (1− εs)ρ

(k)
l + εsσ

(k)
l . (6.3.7)

The loads are hence estimated by a moving-average principle, where εs determines
the size of the updates, and thus how sensitive the load estimates are to the realized
load proxies. We now have introduced all components for our scheme: the GSPA
algorithm, which is summarized in Algorithm 7.

Algorithm 7: The Green Shadow Price Assignment (GSPA) algorithm.

Initialization: Set y(0)l = α/L, ρ(0)l = 0, σ(0)
l = 0, ∀l.

Shadow price updates At decision times t(j+1)
y , calculate y(i+1) by

applying update (D.0.23).
Oper. mode updates At decision times t(k+1)

s , determine new load
estimates (6.3.7), change operation modes of
AP as in Section 6.3.1 by using the load estim-
ates. Adjust shadow prices as in Section 6.3.2.

Assignment step: User i+ 1 is assigned (uniformly at random)
to an AP l ∈ argminl′{(y(i+1)

l′ + P )/Ri,l′}.

6.4 Numerical results

In this section we present various numerical experiments we conducted to gain
insight in the performance of the GSPA algorithm. We consider a 1000m× 500m
area with 10 APs and used three different traffic scenarios:

1. Uniform: the times between two users initiating a file transfer are independ-
ent and exponentially distributed with mean 1/5 seconds. The positions
of the users are independent, and distributed uniformly at random in the
considered area.
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2. Moving Hotspot: similar to the Uniform scenario, except that there are addi-
tional users initiating file transfers in the form of a non-stationary hotspot.
The hotspot is a 200m × 100m area, and moves to a new position after
every 1000 seconds. It starts with its south-west corner at (200, 100), then
it moves to (400, 100), (600, 100), back to (400, 100) and finally returns to
(200, 100), after which this pattern repeats. For a visualization of this moving
hotspot see Figure 3.5, where the area dimensions are 100m× 50m instead
of 1000m× 500m. The hotspot has a relative file transfer initiation rate of
10 times the normal rate. This scenario is designed to test if our algorithm
can cope with (rather extreme) spatial and temporal variation in the traffic
demands.

3. Rush Hour: this scenario represents rush hours, and basically switches
between two Uniform scenarios of different file transfer initiation rates.
During the first two hours the initiation rate is of a high intensity ν = 50 file
transfers per second, and during the next four hours it is of low intensity
with ν = 5 file transfer initiations per second. This pattern repeats over time.

The file sizes of users are independent and exponentially distributed with a mean
of β = 5Mb. These chosen initiation and files size distributions are not essential
for the GSPA algorithm to operate, but are primarily used for convenience in
the simulations. The load proxies σ(j)

l and ρ(k+1)
l are obtained by measuring the

fractional resource utilization of APs, as we suggested for practical systems in
Section 6.3.3. The shadow prices update moments occur every 1 second, and the
operation mode update moments occur every 10 seconds.

All simulations are based on 500 000 user arrivals. The number of users that can
be in service at a single AP simultaneously is limited by 100 users. If there are 100
users in service at an AP l and a new user initiates a connection and is assigned to
AP l, then that user will be denied service and leaves the system directly without
receiving service.

The values for P0, P are derived from the work of Auer et al. [19], leading to
P0 = 13.6W and P = 1W for Pico APs. Furthermore, each AP transmits with
equal power of 24 dBm over the spectrum it has available. The signal propagation
and path loss follows the 3GGP urban micro model defined in 3GPP 36.814 v9.0.0,
where the path loss (in dB) from AP l to user i is given by

PL(i, l) = 140.7 + 36.7 log10

(
d(i, l)

1000

)
, (6.4.1)

and d(i, l) is the distance in metres between user i and AP l. Furthermore, each AP
has available spectrum of 5MHz, and we assume a thermal noise power density
of ηHz = −174 dBm/Hz. The AP positions are generated uniformly at random,
and for the Rush Hour scenario they are shown in Figure 6.1.
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Figure 6.1: The AP positions with their natural cell areas in the Rush
Hour scenario.

6.4.1 Benchmarks

We compare our GSPA algorithm to three benchmarks. Two benchmarks are based
on queues with vacation times and were proposed by Guo et al. [54]. In both these
benchmarks, an AP directly goes into sleep mode when it has no more users to
serve. The activation policies are different:

• SISL: Single Sleep. The AP is activated after a deterministic time since it was
switched into sleep mode, even if there are no users to serve.

• NLIM: N-limited. The AP is activated when there are N users in the queue
at the AP.

In both the SISL and NLIM benchmark systems, users are always assigned to
the AP that provides the strongest received reference signal, even if the AP is
in sleep mode. The SISL and NLIM systems treat APs on an individual basis,
and do not take into account that other APs can take over the users from an
AP that was switched off. The advantage of the SISL and NLIM systems is that
they are easy to operate as they have very simple and intuitive activation and
de-activation policies. However, the optimal number of users in the queue before
an AP is activated in the NLIM system depends on the arrival rate that an AP is
experiencing [54]. In practice this arrival rate may be unknown and time-varying.
For the purpose of the simulations we have averaged the arrival rates at APs
over time (considering the Hotspot and Rush Hour scenarios) to determine the
optimal number of users waiting in the queue before an AP is activated. The
arrival rates per AP are obtained by considering the cell sizes of APs as shown in
e.g. Figure 6.1.

The third benchmark that we consider is referred to as the OPT system. The OPT
system assigns users to APs according to the same rule as the GSPA algorithm,
but it uses predetermined optimal operation modes and shadow prices. These
optimal values are obtained by discretizing the 500m× 1000m area into 5m× 5m
squares, where each square represents a location. Then we use CPlex to find
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optimal solutions to (6.2.2a)-(6.2.2d) for each state that the user arrival process
can be in (Uniform has only one state, Hotspot has 3 states, Rush Hour has 2
states). When the user arrival process changes state, the OPT system applies the
corresponding optimal operation modes and shadow prices for that new state.

Remark 6.4.1. For each scenario we generated a sequence of users (file sizes, locations,
and times between file transfer initiations), and each system was presented with the same
sequence of users to obtain fair comparisons.

Remark 6.4.2. We chose the benchmarks SISL and NLIM because of their consistency:
the evaluation of the systems is completely determined by the sequence of users as described
in Remark 6.4.1 and does not include any probabilistic mechanism for AP activation or
user association. It would be interesting to compare the GSPA algorithm against the
policy proposed by Zhen et al. [161] or Klessig et al. [76], as these approaches also take
network-wide effects into account. However, it is difficult to make a fair comparison since
Zhen et al. do not provide a mechanism for practically obtaining an interaction graph, and
Klessig et al. do not provide a mechanism for choosing a good AP hierarchy. These details
are crucial for the respective approaches.

6.4.2 Performance

As described at the beginning of this chapter, we are primarily interested in the
power consumption and user-perceived performance. For the latter we consider
two performance metrics: the number - or fraction - of service denials and the
user-perceived throughput. The user-perceived throughput includes the time
that a user may be waiting for an AP of the SISL of NLIM systems to activate.
In Section 6.4.2 we plot the realized total power consumption (in Joule) versus
the realized mean user-perceived throughput (in Mb) for the GSPA and OPT
systems, where the plot marks are labelled with the respective values for α. The
SISL and NLIM benchmarks are also included in these plots as single nodes.
The SPA-nodes represent a system that applies the original SPA algorithm and
always has all APs active, and can be thought of as the GSPA-system with α→ ∞.
Furthermore, Table 6.1 shows the realized service denials and we present plots of
the user-perceived throughput in Section 6.4.2 and Figure 6.4.

We can clearly see that as α increases, the power consumption of the GSPA and
OPT systems is increasing, and simultaneously the user-perceived performance is
improving: the percentage of service denials is decreasing and the user-perceived
throughput is increasing. For α = 100, the realized power consumption of the
GSPA and OPT systems seem extremely favourable, but they have to be weighed
against the high number of service denials.

In the Rush Hour scenario with α = 104, the GSPA algorithm has comparable
service denials as the NLIM and SISL systems, against a slightly lower power
consumption and a significantly higher mean user-perceived throughput. In this
case, the user-perceived throughput is worse in the low-throughput region as
users in the GSPA system may be offloaded to APs that provide them with a
weaker signal, with the benefit of avoiding the power consumption of an extra AP.

The GSPA algorithm outperforms the SISL and NLIM systems in the Uniform
and Moving Hotspot scenarios when α = 103 or α = 104: it has a lower power
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(b) Moving Hotspot scenario.
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(c) Rush Hour scenario.

Figure 6.2: Mean perceived throughput vs total power consumption in
different scenarios.

consumption, less service denials and higher user-perceived throughputs. For
example, in the Uniform scenario the SISL system realized a mean user-perceived
throughput of 6.4Mb/s with a total power consumption of 8 · 106 J , whereas
the GSPA algorithm with α = 103 realized a mean user-perceived throughput of
29.7Mb/s with a total power consumption of 6.1 · 106J . Section 6.4.2 suggest that
optimal trade-offs may be expected for some α in between 103 and 104, although
Quality-of-Service constraints may require higher values for α. Also, it shows that
we can improve both user-perceived performance and power consumption by
considering the system as a whole and accounting for traffic offloading, instead of
looking at each AP individually.

Curiously, the OPT system is not outperforming the GSPA system on all levels: for
the Uniform and Moving Hotspot scenario with α = 105 and α = 106 the GSPA
algorithm realizes a lower power consumption. Moreover, in Figure 6.4 we see
that the GSPA system has significantly fewer users with very low throughputs
(≤ 1Mb/s) for all investigated values of α. This can be explained by the dynamic
behaviour of the GSPA algorithm. Although the OPT system applies optimal
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Table 6.1: Percentage of service denials per system, with various values
for α.

System Uniform M Hotspot Rush H

SISL 0 0 1
NLIM 0 0 1
GSPA 100 0 0 28
OPT 100 52 53 86
GSPA 103 0 0 17
OPT 103 6 29 69
GSPA 104 0 0 1
OPT 104 0 0 43
GSPA 105 0 0 1
OPT 105 0 0 29
GSPA 106 0 0 0
OPT 106 0 0 29
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Figure 6.3: Cumulative distribution plots of the user-perceived through-
puts of the GSPA, NLIM and SISL systems.

shadow prices and operation modes for each specific (statistically different) state
of the user file transfer initiation process, it does not respond to inherent variations
of this stochastic process. The GSPA algorithm on the other hand may not directly
have the optimal shadow prices, nor have an optimal set of active APs, but it does
respond to variations in the user arrival process and clearly that comes with some
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Figure 6.4: Cumulative distribution plots of the user-perceived through-
puts for the Rush Hour scenario, GSPA vs OPT.

gains.

The plots in Section 6.4.2 can act as a guide for operators to choose the best value
for the trade-off parameter α. For both the Uniform and Moving Hotspot scenarios,
a trade-off value α = 104 appears to be a very good choice: the increase in power
consumption compared to α = 103 also comes at a significant improvement in
mean throughput, but for α > 104 the increase in power consumption only comes
with a marginal improvement in the mean user-perceived throughput. We have
also considered plots where the (arithmetic) mean user-perceived throughput is
replaced by the geometric mean to put more weight on users with low experienced
throughputs, and similar conclusions apply.

Finally, observe that the GSPA algorithm operates without any a priori information,
in contrast to the OPT, NLIM and SISL systems, and solely bases its decisions
on load proxies determined at the APs and SINR values reported by the users.
In light of this property, the performance of the GSPA algorithm is remarkably
favourable compared to the considered benchmarks.

6.5 Conclusion

In this chapter we presented a self-organizing green load balancing algorithm, the
GSPA algorithm, specifically designed to deal with the many overlapping cells
and the cell load fluctuations appearing in DCNs. We formulated an optimiz-
ation problem for a trade-off between power consumption and user-perceived
performance and derived sufficient conditions for activating APs and switching
APs into sleep mode. Furthermore, we constructed a user assignment strategy
that realizes an optimal user assignment in terms of the trade-off for a given set
of active APs. These results were then used to design the GSPA algorithm. The
GSPA algorithm relies on load measurements at APs and SINR measurements
reported by users, to make a tunable trade-off between power consumption and
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user-experienced performance by activating APs or putting APs into sleep mode
and also by adapting the user assignment.

Extensive simulations demonstrated the effectiveness of the GSPA algorithm to
dynamically react to changing load conditions without information, other than
load proxies at the APs and SINR measurements from users. The GSPA algorithm
realized both a lower power consumption and better user-perceived perform-
ances (fewer service denials, higher perceived throughput) than two considered
benchmarks. We have for example observed that one of the benchmarks - which
only focusses on APs in isolation - realized a mean user-perceived throughput of
6.4Mb/s with a total power consumption of 8 ·106 J , whereas the GSPA algorithm
with α = 103 realized a mean user-perceived throughput of 29.7Mb/s with a
total power consumption of 6.1 · 106J . Moreover, by tuning the trade-off, the
simulations clearly show a change from minimizing power consumption towards
optimizing user-perceived performance. We furthermore wish to stress the fact
that the GSPA algorithm realizes good performance without the need of prior
optimization.



Chapter 7

Conclusion

In this chapter we will reflect on the obtained results and collate them with the
challenges listed in Chapter 1. First, in Section 7.1 we present a view on the
challenges and (future) trends in dense cellular wireless networks (DCNs) and
how the obtained results address these challenges. Secondly, we briefly summarize
the results of this thesis in Section 7.2 for each of the studied operational challenges,
i.e. user association, frequency allocation, and access point (AP) sleeping. Finally,
in Section 7.3 we list several interesting directions for future research.

7.1 Challenges in dense cellular networks: author’s view

Given the tremendous research efforts that are put into DCNs, and perhaps more
importantly the myriad results that show the potential of DCNs, we believe it
is safe to assume that indeed DCNs will be prevalent in the 5G system archi-
tecture. With the densification of APs also comes an increased complexity with
regard to user association, interference management and resource allocation (e.g.
scheduling, frequency allocation) [11, 70, 103, 153, 154], and energy efficiency and
energy consumption. The complexity is mostly due to the increased size of the
systems (more APs, larger backbone network, more types of user equipment),
which is a manifestation of the fact that DCNs profit greatly from network-wide
awareness [33, 76, 153–155, 161] (instead of only considering a single macro AP).
The complexity is further fuelled by the traffic dynamics, which are more irregular
and change on a smaller timescale in DCNs than in traditional macro cellular
networks (MCNs), especially when the AP locations are moving as well [12].

The overall challenge is to improve the performance of the DCNs relative to the
MCNs while we have to deal with a significant increase in complexity and have
less time to deal with the (computational) complexity: decisions have to be made
dynamically on a millisecond timescale. In that sense we have little faith in finding
fast algorithms to compute optimal solutions, but rather expect that we need to
focus on the best solution we can find given specific time constraints to compute
that solution. From this point of view it is preferable to look for simple decision
rules or algorithms that are easy and fast to execute and give a good (but not
necessarily optimal) performance [103, 159].

133
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Three specific (not necessarily disjoint) options to reduce the complexity that
we came across during our research are the use of machine learning (ML) [117],
self-organizing, and clustering [103] techniques. Clustering helps to reduce the
complexity simply by reducing the size of the system under consideration, fo-
cussing on operating the cluster rather than the complete system. However, the
downside is that optimizing the system locally does not necessarily imply an
optimal performance globally. The key challenge in clustering is thus to avoid
boundary effects, or rather to reduce boundary effects to a minimum, such that
the global performance of the DCN operated in clusters is comparable to the per-
formance of the DCN when it is operated globally. In other words: how to locally
optimize the system such that it can realize a(n) (almost) globally optimal perform-
ance. We have exploited the effects of clustering in Chapter 2 with the clustered
shadow price assignment (CSPA) algorithm, see Section 7.2 (or Section 2.2.5).

With ML it is possible to profit from a remotely trained artificial neural network
(ANN). Typically, training an ANN takes a lot of time, but once trained it is easy
and fast to use. Thus if somehow it is possible to train the ANN remotely on for
example the centralized control unit (CCU), then the “trained” weights of the
ANN can be pushed to the APs or the user equipments (smartphones, tablets,
laptops) and be used there. This can be applied to for example (uplink) scheduling
or signal processing at the APs or user equipments. In a sense this is comparable to
the decoupling of the shadow price updates (see Section 7.2) from the file transfer
initiations as mentioned in Chapter 2: instead of updating the shadow prices
at each file transfer initiation, the shadow prices are updated at deterministic
intervals and at a file transfer initiation the latest computed shadow prices are
used. We expect that the principle of remotely computing high-level decision
parameters (like our shadow prices, or the weights of an ANN) and sending them
to be used by local elements with only little computation power will be very
fruitful. It has the potential to reduce energy consumption because local elements
need less computational power.

Self-organization is a prevalent property of the algorithms presented in this thesis,
and it may be one the most fruitful overall contributions of this thesis: algorithms
that operate with little information and without the need to plan or optimize the
wireless network upfront. Furthermore, the presented algorithms are powerful
in their simplicity: although not all of them necessarily lead to optimal solutions
(which may even be unknown), they are in line with our belief that we should aim
for simple decision rules that can work on a very small timescale.

7.2 Summary of the contributions and results

In this thesis we presented new self-organizing and load-aware user association,
frequency allocation, and AP sleeping strategies specifically designed for DCNs
with a CCU. We particularly focussed on scenarios where under traditional and
precomputed static operation schemes some APs may not have enough capacity
to handle all offered traffic. For these scenarios, we developed dynamic load bal-
ancing strategies to alleviate the highly loaded APs and improve the performance
perceived by the users (in terms of service denials, perceived throughput). Our



7777777

7.2. Summary of the contributions and results 135

algorithms rely on load measurements at the various APs, which are centrally
available. Our primary goal was to allow DCNs to adapt to changing traffic
conditions and load imbalances such that the users perceive a better performance
compared to conventional static approaches. Indeed, the presented simulation res-
ults indicate that our algorithms are very effective in balancing the AP loads and
outperform conventional approaches by reducing the number of service denials
and realizing higher user-perceived throughputs.

As a general approach we first formulated an optimization problem for a stationary
scenario and derived properties of its optimal solutions. These properties acted
as a foundation for the design of dynamic decision algorithms. The stationary
scenarios depend on a flow-based model which assumes that the service area
covered by the APs can be represented by a finite set of locations. At each of
these locations users initiate downlink file transfers at a certain rate. In practice
such a discretization into a finite set of locations is not available and may not
even be possible. Therefore, we developed algorithms that do not rely on the
locations themselves and which are applicable without knowledge of modelling
parameters like file transfer initiation rates or file sizes. Our proposed algorithms
are self-organizing in the sense that they automatically adapt to changing traffic
conditions solely based on load measurements obtained from the APs and signal-
to-interference-plus-noise ratio (SINR, see Section 1.1.2) measurements reported
by the users, and they do not need any prior optimization or prior knowledge of
the traffic demands. In hindsight we can also look at our results from a different
perspective: how to (efficiently) operate DCNs with high traffic demands when
the only available knowledge consists of periodic load measurements at the APs
and user-reported SINR-measurements.

All our developed algorithms show remarkable self-organizing behaviour, as they
automatically adapt the user association, frequency allocation, or set of active APs
to changing traffic conditions, resulting in better throughput performances than
under a static operation. Additionally, as we have touched upon in Chapter 6,
our algorithms can also be used for self-configuration purposes when APs are
turned off or on to save energy, or even when new APs are installed. Moreover,
our algorithms can potentially be used when APs are suddenly switched off due
to malfunctions or dedicated attacks, providing self-healing capabilities. In the
remainder of this section we will briefly reflect on our results.

We started by studying the user assignment problem in Chapter 2 where we intro-
duced the shadow price assignment (SPA) algorithm: users are assigned to APs
based on their reported SINR and on a parsimonious set of control parameters yl
(one for each AP). The parameters yl are commonly referred to as shadow prices
and may be thought of as the (virtual) cost of increasing the load at AP l. The
shadow prices yl are adapted based on the load measurements σ(i)

l at time ti
according to

y
(i+1)
l = y

(i)
l + ε(i)(σ

(i)
l − σ

(i)
0 ), (7.2.1)

where σ(i)
0 is the mean of the load proxies σ(i)

l , and y(i)l is the shadow price at time
ti. For more details we refer to Chapter 2. Optimal shadow prices y∗l will balance
the loads among the various APs (i.e. all AP loads are equal) and stabilize the
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system (i.e. all AP loads below 100%) if possible. We have established convergence
of the shadow prices under suitable assumptions, roughly meaning that y(i)l → y∗l
as i→ ∞, and also observed convergence in simulations even without a discrete
set of user locations. Furthermore, our simulations demonstrated improved user-
perceived performance (in terms of service denials, delay, and throughput) in
scenarios where APs would have been overloaded under traditional user assign-
ment schemes. For example we observed that the SPA algorithm with update size
ε0 is capable of increasing the number of users that experienced a throughput of
more than 0.5Mb/s from 62% under the Best-SINR algorithm (see Algorithm 1)
to 97% under the SPA algorithm. Moreover, the SPA algorithm is capable of
completely avoiding service denials whereas the Best-SINR algorithm may show
service denials as high as 42.8% at a single AP.

The performance of the SPA algorithm depends on how fast the shadow prices
reach near-optimal values, which may take quite long in systems with a large
number of APs (e.g. hundreds). To deal with this slower convergence we intro-
duced a cluster-based variant of the SPA algorithm, the CSPA algorithm, which
performs shadow price updates in local clusters. Although the shadow prices of
the CSPA algorithm do not necessarily get to their optimal values in the long run,
they are quicker to reach good values locally in the short run. That means that in
scenarios where the traffic demands are varying on a small timescale, the CSPA
algorithm can realize a better user-perceived performance than the original SPA
algorithm. Besides this improvement, we demonstrated in Chapter 4 how the
SPA algorithm must be modified such that it can be combined with our dynamic
frequency allocation scheme presented in Chapter 3, allowing for a joint dynamic
user association and a dynamic frequency allocation, and hence neutralizing the
need for an a priori optimization of the frequency allocation. We have observed
that the combination of the SPA and the SLI algorithm is able to increase the
number of users that experienced a throughput of at least 1Mb/s from 59% to 96%
with respect to a system that applies the Best-SINR algorithm for user association
and uses a pre-optimized frequency allocation. Furthermore, in Chapter 6 we
presented modifications to the SPA algorithm such that it can be used with AP
sleeping strategies.

In Chapter 3 we changed our focus towards resource allocation problems and
investigated the impact of a Radio-over-Fibre (RoF) backhaul structure on the
frequency allocation constraints, since a RoF backhaul is an excellent enabler of a
CCU. In Chapter 3 we used the term remote radio head (RRH) instead of AP to
stress that we are considering both the wireless fronthaul and optical backhaul
network. We assumed that frequency allocation is restricted by an interference
graph and explained how the RoF architecture imposes extra constraints arising
because a wavelength can only carry a sub-band once, and because a sub-band
allocated to an RRH can only appear once on all received wavelengths at the RRH.
These extra constraints can be related to a bin-packing problem with conflicts.
To dynamically adjust the frequency and wavelength allocation in DCNs, we
introduced the SLI algorithm (Single Load Interval), which uses an adjustable
load interval [ρmin, ρmax] and aims to contain the loads of RRHs in this interval.
If the load estimate of a RRH exceeds the upper bound ρmax, the SLI algorithm
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(tries to) allocate a new sub-band to the RRH, preventing the RRH from being
overloaded. Meanwhile, if the load estimate drops below the lower bound ρmin,
then the SLI algorithm releases a sub-band from the RRH, creating capacity for
other RRHs to use. The acquired and released sub-bands were selected in a greedy
manner. Later, in Chapter 5, we no longer worked with an interference graph but
once again only used load measurements at the various APs1 and user-reported
SINRmeasurements. We developed the DyCRA scheme (Dynamic Cost/Reward-
based Allocation), which runs the SLI algorithm to decide when an AP should
acquire or release a sub-band, and which sub-band is selected for the acquisition
or release is based on cost and reward functions, which associate a cost to the
impact on the system of acquiring a sub-band, and a reward representing the
benefit for the AP of acquiring a sub-band respectively. These cost and reward
functions in turn depend on load estimates and SINRmeasurements. Both the SLI
algorithm and the DyCRA scheme exhibit remarkable self-organizing behaviour
and excellent user-perceived performance in the simulations. For instance, we
observed that the SLI algorithm can reduce the number of users that experienced a
throughput of at most 10Mb/s from 27% to 20% with respect to a static frequency
allocation. We furthermore observed that the DyCRA scheme was able to reduce
the number of users that experienced a throughput of at most 2Mb/s from 25% to
12% with respect to a static allocation based on an interference graph, which is an
improvement of more than 50%.

Finally, in Chapter 6 we considered AP sleeping strategies to reduce the energy
consumption of DCNs that experience low load conditions. By switching APs
into sleep mode, the system capacity is reduced which increases the experienced
loads of the active APs, since they will have to serve the users of the now inactive
APs. Consequently, some APs may be overloaded and thus we again apply the
SPA algorithm to realize a load balancing user association. The operation modes
of the APs are altered based on conditions that we derived from an optimization
problem which represents a trade-off between minimizing power consumption
and maximizing user-perceived performance. These derived conditions are suffi-
cient conditions for optimality, but not necessary ones, and depend on the chosen
trade-off in the objective function. The original SPA algorithm is combined with
decision rules for AP (de)activation based on these conditions, giving rise to the
green shadow price assignment (GSPA) algorithm. By means of simulations we
have shown that the GSPA algorithm can realize simultaneously a lower power
consumption and a better user-perceived performance (throughput) compared
to existing AP sleeping strategies that only focus on a single AP. For example,
we have observed that one of the benchmarks - which only focusses on APs in
isolation - realized a mean user-perceived throughput of 6.4Mb/s with a total
power consumption of 8 ·106 J , whereas the GSPA algorithm realized a mean user-
perceived throughput of 29.7Mb/s with a total power consumption of 6.1 · 106J .

1The term RRH is only used in Chapter 3.
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7.3 Suggestions for future research

Despite our attempts to be thorough and to provide a complete picture of the
developed algorithms and strategies, some questions remain unanswered. For
example, it is hard to rigorously prove the convergence of the SPA algorithm with
a continuum of user locations or with the (unweighted) multiplicative update rule
given by

log
(
y
(i+1)
l

)
= log

(
y
(i)
l

)
+ ε

(
σ
(i)
l − σ

(i)
0

)
(7.3.1)

instead of the additive update rule (7.2.1), although our numerical results show
convergence of the shadow prices in these settings as well. Another interesting
question is if it is possible to improve the SLI algorithm by also considering
permutations on the sub-band and wavelength allocation, to make allocations
“more efficient” and allowing for more allocation choices for future acquisitions.
Considering the DyCRA scheme, for specific properties of frequency allocations it
may be necessary to develop other cost/reward trade-offs. For the GSPA algorithm
it would be very interesting to (fairly) compare its performance against the game-
theoretic AP sleeping strategy of Zheng et al. [161], or against the immune-cell
inspired AP sleeping strategy proposed by [76]. Besides these open questions that
were already touched upon in the preceding chapters, we outline other interesting
directions for future research below.

Combining all three operations: Perhaps the most obvious direction following
from the work in this thesis is to jointly consider dynamic user assignments,
dynamic frequency allocations, and dynamic AP sleeping. In this case, the
model of Chapter 6 should be expanded/changed such that it includes the
number of allocated sub-bands per AP. This is not a trivial extension and the
resulting system interactions may indeed be hard to understand. One step
further would be to also assume that there is no knowledge/availability of
an interference graph and - similarly to our DyCRA scheme - let the system
figure out for itself which frequency allocations are favourable and which
ones are not. Combining all three of the considered operational aspects
would be a huge step towards completely self-organizing DCNs.

Multi-antenna techniques: Combining a RoF backhaul with a very dense popu-
lation of APs, or remote radio heads (RRHs), potentially allows users to be
served by multiple RRHs simultaneously. Cooperative multiple-in-multiple-
out (MIMO, also referred to as network MIMO or distributed MIMO) is an
example of such a technique which uses multiple transmission antennas to
serve users. Typical questions in such scenarios would be how many RRHs
to use to transmit to a user, and which ones? Can we use the SPA algorithm
for these decisions? Also, the frequency allocation problem will be entirely
different since we now intentionally wish to allocate sub-bands to APs that
are positioned close together.

Network disruptions: The GSPA algorithm as presented in Chapter 6 is designed
such that it handles APs that are being switched off and on intentionally.
We may consider the same algorithm in scenarios where AP functionality is
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liable to disruptions (self-healing), e.g. technical failures or terrorist attacks.
It is then important that malfunctioning APs are quickly detected and that
the parameters of the SPA algorithm are tuned to deal with the time-scale
dynamics of the disruptions.

User mobility: We have not specifically considered users that move during their
service time, which in reality of course happens. In terms of handovers it
is likely necessary to include the shadow prices of the SPA algorithm in
the handover decisions in order to lighten the loads of very busy APs. A
challenging problem in DCNs may be caused by very fast-moving users as
they will probably have to switch their serving AP very often [103]. Current
solutions assign fast moving users to macro APs such that they do not have
to be handed over too often, but what if that option is not available? Can we
handle fast-moving users with DCNs?

Local clustering for large systems: As mentioned in Chapter 2, in scenarios with
many APs (e.g. hundreds or more) the SPA algorithm may be very slow to
realize optimal shadow prices, and we considered a clustering approach to
improve its performance. With DCNs, many constraints and decisions are
mostly important locally, while their effect is global due to their cascading
effects through the network. For an example besides the SPA algorithm,
consider the DyCRA scheme. An AP acquiring a new sub-band effectively
prohibits its direct neighbours to acquire that same sub-band, but also dis-
courages other APs that are close but are not direct neighbours to acquire
that sub-band. On a higher level, two DCNs that are operated from different
CCUs could affect each other and may benefit from some cooperation. Either
way, it seems important to consider clusters of APs, and the challenge is to
reduce boundary effects between different clusters to prevent performance
degradation, i.e. inefficient user associations or unnecessary interference.

Applications of machine learning: Many of the directions listed above make the
considered models and systems increasingly complex. Creating the models
is mostly not a problem, but working with these models to try and (ana-
lytically) determine e.g. optimal parameters may be exceedingly hard if
not impossible. ML techniques may be very powerful in these cases [117],
as they can typically determine good model parameters when sufficient
training data is available, without the need to understand the model. An
interesting direction would be to use ML in the setting of Chapter 5, and see
whether a system can indeed automatically determine efficient frequency
allocations without interference graphs or signal propagation maps [165].
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Appendix A

Simulation framework

A significant effort has been put in developing and programming simulations,
and in this chapter we will explain the most important aspects of the simulation
framework and give some details to justify our numerical results.

A.1 Basic setup

The simulation framework has a modular structure consisting of several classes.
The most important classes and their dependencies will be described below.

Parameters: This is a simple data class that contains all parameter values (e.g.
arrival rate, mean file size, number of APs, dimensions of the service area,
values for power consumption, the path loss model, etc).

Configuration: A configuration represents a realization of a scenario based on
the parameter values. A configuration is generated by a factory class and
contains the AP location coordinates.

User: This class represents a user and most notably contains an arrival time, the
current (normalized) service rate Ri,l, an initial file size (that needs to be
downloaded), the remaining file size, and a 2-dimensional position. A user
instance is generated by a factory class inside a UserData container class
which, in addition to the User, also contains the inter-arrival time between
the contained User and the previously generated User, and all the values for
the service rates Ri,l for each AP l.

WirelessSystem: This class represents a wireless network that we are testing. It
is configured according to the configuration class and is equipped with a
user association and a frequency allocation, both of which may be either
static/fixed (e.g. Best-SINR, static frequency allocation) or dynamic (e.g.
SPA-algorithm, SLI-algorithm). Generated users are forwarded to the Wire-
lessSystem to be served.

SimulationResults: Each WirelessSystem is equipped with a SimulationResults
class that keeps track of the realized performance of the system.

141



AAAAAAAA

142 Appendix A. Simulation framework

Simulation: A simulation class simulates (possibly multiple) WirelessSystems. It
has a single thread with a simple for-loop. In each loop iteration, a UserData
instance is generated, and (defensive) copies are forwarded to each Wire-
lessSystem that is tested in this Simulation instance. Two WirelessSystems
can be simulated in parallel by creating two Simulation instances, each with
its own WirelessSystem. The realizations of the UserData instances are equal
over the two Simulations because we set the seeds of the random number
generators to the same values.

In Figure A.1 we visualize the constructor dependencies of the most important
functional classes.

Parameters

Configuration

UserDataGeneratorWirelessSystemSimulation

Figure A.1: Constructor dependencies: an arrow from class A to class
B means that class B needs class A to be initialized.

A.2 Discrete-event simulation

In principle the simulations are discrete event simulations where the system state
is fully determined between two events. The events appearing in our simulations
are user arrivals (A), user departures or service completions (D), shadow price
updates (S-U), frequency allocation updates (F-U), operation mode updates (O-U)
where APs may be switched to sleep mode or into setup mode, and AP activations
(O-A) that follow a short time after APs are switched into setup mode. In our
simulation we typically work with an event horizon that lives on the interval
between two user arrivals and generate the events for that time interval. An
example of a possible realization of events is shown in Figure A.2. In Chapter 2 the
shadow price updates are performed at user arrivals, meaning that the A and S-U
events coincide. In addition, the frequency allocation is fixed, as is the set of active
APs, meaning that there are no F-U or O-U events. In Chapter 3 the only occurring
events are A, F-U and D. In Chapter 5 we have the same events as in Chapter 3,
and in Chapter 4 there is the additional event S-U, since the SPA-algorithm and the
SLI-algorithm are both applied. In Chapter 6 the only event that is not present is
F-U, as we do not consider a dynamic frequency allocation scheme in that chapter.

A.2.1 Serving users: processor sharing

To keep the event set small (and the simulations fast), user departures need
not always be handled as separate events. Even though we do register service
completions and let users leave the system, a service completion does not directly
impact any system parameters. Rather we are interested in the realized load



AAAAAAAA

A.2. Discrete-event simulation 143

Time

A A A
S-U S-U F-UO-U O-U

O-A

D D D D

Figure A.2: A discrete event horizon with three user arrivals (A), four
service completions (D), two shadow price updates (S-U), one fre-
quency allocation update (F-U), two operation mode updates (O-U)
where APs may be switched into sleep mode or in setup mode, and
one AP activation (O-A, after a setup time).

conditions, which may be determined over several user departures by means of a
recursion, except in the situation of Chapter 5 (see Appendix A.2.2). The recursion
we used in our simulations is given in Listing A.1 and exploits the fact that the
values of Ri,l do not change. In principle the following happens. First, users are
ordered by their remaining service time, assuming that the AP capacity is shared
with all active users at the AP. Then, if the user with the shortest remaining service
time cannot be served in the considered time interval, no user can, and the AP
has a load of one over the considered interval. If however the user can be served
within that time interval, we serve that user, and then also serve all other users for
a period “shortest remaining service time”, after which we jump to the completion
of the user. At this point we recursively invoke this procedure until either all users
are served or until the user with the shortest remaining service time cannot be
served in the remaining time interval.

Listing A.1: User service recursion
protected double serveUsersOfAP ( i n t apId , double t imeInterva l , double elapsedTime ) {

/ / Users a r e s o r t e d by t h e i r r ema in ing s e r v i c e t ime , under t h e i r c u r r e n t s e r v i c e r a t e .
SortedSet <User> u s e r L i s t = userListPerAP . get ( apId ) ;
/ / I f t h e r e a r e no u s e r s , t h e r e i s nobody t o s e r v e .
i f ( u s e r L i s t . s i z e ( ) == 0 ) {

return 0 . 0 d ;
}
/ / I f t h e f i r s t u s e r o f t h e l i s t c anno t be f u l l y s e r v e d in t h e t ime i n t e r v a l , no u s e r can .
/ / So we on ly need t o r e d u c e t h e r ema in ing work .
i n t nrOfUsers = u s e r L i s t . s i z e ( ) ;
User f i r s t U s e r = u s e r L i s t . f i r s t ( ) ;
double currentRemainingServiceTimeOfFirstUser =

f i r s t U s e r . residualNormalizedServiceTime ( )
* nrOfUsers / ( 1 . 0 * apLis t . get ( apId ) . nrOfSubbandsInUse ( ) ) ;

i f ( currentRemainingServiceTimeOfFirstUser > t i m e I n t e r v a l ) {
/ / Avoid C o n c u r r e n t M o d i f i c a t i o n E x c e p t i o n
TreeSet <User> shadowList = new TreeSet <>(User . ORDER_BY_RESIDUAL_BASE_SERVICE_TIME ) ;
shadowList . addAll ( u s e r L i s t ) ;
u s e r L i s t . c l e a r ( ) ;
for ( User user : shadowList ) {

/ / u s e r l i s t . s i z e > 0 , so we a r e f i n e .
user . serveTime ( t i m e I n t e r v a l * ( 1 . 0 * a l l o c a t i o n . getAPById ( apId ) . nrOfSubbandsInUse ( ) ) / ( nrOfUsers ) ) ;
u s e r L i s t . add ( user ) ;

}
return t i m e I n t e r v a l ;

} e lse {
/ / At l e a s t one u s e r can c o m p l e t e s e r v i c e .
/ / Avoid C o n c u r r e n t M o d i f i c a t i o n E x c e p t i o n
TreeSet <User> shadowList = new TreeSet <>(User . ORDER_BY_RESIDUAL_BASE_SERVICE_TIME ) ;
shadowList . addAll ( u s e r L i s t ) ;
u s e r L i s t . c l e a r ( ) ;
for ( User user : shadowList ) {

user . serveTime ( currentRemainingServiceTimeOfFirstUser
* a l l o c a t i o n . apLis t ( ) . get ( apId ) . nrOfSubbandsInUse ( ) / nrOfUsers ) ;

u s e r L i s t . add ( user ) ;
}
double f in i shedServiceTime = currentTime + elapsedTime

+ currentRemainingServiceTimeOfFirstUser ;
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completeService ( userL i s t , f i r s t U s e r , f in ishedServiceTime ) ;
/ / R e c u r s i v e l y e x e c u t e t h i s method u n t i l no more u s e r s f i n i s h s e r v i c e w i t h i n t h e t ime i n t e r v a l ,
/ / o r t h e u s e r l i s t i s empty .
return currentRemainingServiceTimeOfFirstUser + t h i s . serveUsersOfAP (

apId ,
t imeInterva l−currentRemainingServiceTimeOfFirstUser ,
elapsedTime + currentRemainingServiceTimeOfFirstUser ) ;

} }

The recursion is needed to account for the fact that after a service completion, the
remaining users get more capacity from the AP.

A.2.2 Serving users: proportionally fair scheduler

The recursion in Listing A.1 represents a processor sharing discipline at the AP and
heavily relies on an interference-free (or perhaps bounded) frequency allocation.
This assumption does not hold in Chapter 5, and hence to determine the effective
service rates of users we need a different approach.

Let R(S)
i represent the average rate that user i receives under any schedule S (i.e.

an allocation of resource blocks (RBs) to users). Kelly et al. provided a definition
of a proportional fair (PF) schedule in the context of game theory [71], which states
that a schedule PF is proportionally fair if for any feasible schedule S:

∑
i∈Il

R
(S)
i −R

(PF )
i

R
(PF )
i

≤ 0. (A.2.1)

By a result of Tse [139] we know that a PF schedule as defined in (A.2.1) maximizes
the sum of the logarithms of the rates R(PF )

i , i.e.

PF = argmax
S

∑
i∈Il

log
(
R

(S)
i

)
. (A.2.2)

In practice the optimization problem represented by (A.2.2) is not solved explicitly
but typically RBs are assigned to users based on their instantaneous achievable
service rate and on the realized average service rates up to that point (e.g. [51, 75]).
However, we will solve scheduling problems like (A.2.2) at the APs to obtain the
best rates that users could potentially receive under a PF scheduler.

Let Il be the set of users in service at AP l, and let vi,f be the fraction of time that
user i ∈ Il is served on frequency (sub-band) f ∈ Fl. The effective service rate
Ri,l(v) that user i receives at AP l is given by an optimal solution to the following
problem [71]:

max
v

∑
i∈Il

log (Ri,l(v)) (A.2.3a)

sub: Ri,l(v) =
∑
f∈Fl

vi,fRi,l,f , ∀i, (A.2.3b)

∑
i∈Il

vi,f ≤ 1, ∀f, (A.2.3c)

vi,f ≥ 0, ∀i, f, (A.2.3d)
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where, as explained in Chapter 1, the rates Ri,l,f are given by

Ri,l,f = ω log(1 + SINRf (i, l)). (A.2.4)

Notice that the objective is indeed to maximize the sum of the logarithms of the
service rates, which was shown by Tse to be a property of a PF schedule [139].

An optimal solution to (A.2.3a)-(A.2.3d) can only be used as long as the user
population at the AP does not change and as long as the values SINRf (i, l) do
not change. In other words, every time that a user is assigned to the AP or a
user completes service, a new schedule has to be calculated. In addition, every
time that the frequency allocation changes such that it influences the SINRf (i, l)
values, we also need to compute a new schedule. The latter happens when either
the AP l acquires or releases any frequency, or when other APs acquire or release
a frequency that is also allocated to AP l.

Remark A.2.1. Notice that (A.2.3a)-(A.2.3d) is still an approximation of the real scen-
ario, since we use continuous decision variables whereas the real scheduling problem
at the AP is an integer programming problem: a resource block is the smallest unit of
capacity that can be allocated to a user (see Chapter 1). Hence an optimal solution to
(A.2.3a)-(A.2.3d) gives an upper bound on what a real PF scheduler may realize in terms
of the objective function (A.2.3a). However, the granularity of the resource blocks is so
small (0.5ms per resource block) that the use of continuous decision variables is reasonable.

In our simulations in Chapter 5, we let Matlab solve the problem (A.2.3a)-(A.2.3d)
to optimality every time that a new schedule is needed for an AP (CPlex does not
allow for logarithmic objective functions as far as we know). With a simulated
sequence of 50 000 users, that means that we expect about 100 000 schedules to be
calculated, not yet counting the recalculations due to frequency changes. With a
frequency allocation update every 10 seconds, and 10 users per second arriving,
we may expect additional recalculations of several AP schedules every 100 users,
i.e. another 500 times (with multiple schedules that have to be recalculated at each
time).

Recalculating the schedules as described above takes a lot of time, especially
because Matlab needs to solve the problem as well as communicate with Java.
The latter may take a significant amount of time, sometimes even up to 5 seconds
(for starting the Matlab engine and connecting Java to the Matlab engine). As an
example, in a simulation of 50 000 users with the DyCRA scheme (∆Acq = 0.9) the
simulation took 1771 minutes (29.5 hours) out of which 1675 minutes (nearly 28
hours) were used for the optimizations (including communication between Java
and Matlab).

A.2.3 Energy consumption

In Chapter 6 we are not only interested in the user-perceived performance, but
also in the system energy consumption. In this section we briefly explain how the
energy consumption was calculated by means of the discrete event simulation.

The implementations of the SISL, NLIM, and GSPA algorithms work with several
types of discrete events: A, D, S-U, O-U, and O-A. Not every algorithm implement-
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ation needs all of these event types, as the algorithms themselves can simplify the
procedure of handling the events.

SISL: The Single Sleep algorithm needs all four event types. That is because at
any service completion at time t, an AP is switched into sleep mode when it
has zero users in service, and it enters the setup mode at time t+ Tv , where
Tv is the (deterministic) vacation time. Due to the possibility that t + Tv
is earlier than the next arrival time, we need to visit each user departure
as an event rather than skipping over them as can be done with the NLIM
algorithm.

NLIM: The N -Limited algorithm only wakes up APs at user arrivals. Con-
sequently we only need two types of events to implement this algorithm: A
and O-A. Between two of these events the set of APs in setup mode does not
change and no AP is activated. The only change in operation modes can be
that an AP finished service and is switched into sleep mode.

GSPA: The GSPA algorithm does not need the departure (D) events, as APs
are not switched off depending on the user population directly. All other
events (A, S-U, O-U, and O-A) are needed, although the S-U event does not
instantaneously influence the power consumption.

Although the different algorithms use different event sets, for each algorithm the
total cumulative system power consumption P (j+1)

System (in Joule) at event time tj+1

can be calculated from the power consumption in between two events at times tj
and tj+1:

P
(j+1)
default = |L(s)| · P0 · (tj+1 − tj), (A.2.5)

P
(j+1)
load =

L̂∑
l̂=1

σ
(j+1)

l̂
· P · (tj+1 − tj), (A.2.6)

P
(j+1)
setup = |#APs in setup| · PST · (tj+1 − tj) (A.2.7)

P
(j+1)
System = P

(j+1)
default + P

(j+1)
LoadDep + P

(j+1)
Setup . (A.2.8)

Considering the many events that may take place, we only save the most re-
cent value of P (j+1)

System, which serves as a performance measure at the end of the
simulation.

A.3 External libraries and software

Throughout the development of our simulations we made use of professional
software and externally developed libraries. Below is a list of all referenced
software and libraries (Java).
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• Apache Commons Math library [17]: this library contains “mathematics and
statistics components addressing the most common problems not available in the
Java programming language or Commons Lang”. We specifically used imple-
mentations of probability distributions for sampling, vector calculations for
mathematical manipulations of arrays, and the Frequency class as a basis
for our empirical distributions (member of SimulationResults class).

• JGraphT library [66]: this library is a Java implementation of “graph theory
data structures and algorithms” and was used specifically to build and use
interference graphs.

• IBM ILOG CPLEX Optimization Studio [39]: a mathematical solver of mixed
integer linear and quadratic programming problems, created by IBM Cor-
poration.

• Matlab [96]: professional mathematical software that was used for convex
optimization.

• Opencsv [102]: for convenient saving of simulation results in CSV (comma
separated values) format.

• XStream [152]: for saving parameter instances as XML files.
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Appendix B

Simulation results of Chapter 4

B.1 Service denials

Table B.1: Percentage of service denials (simulations 0 - 43).

Sim SPA SLI COM FAI-COM ETR FIX

0 0.00 4.35 12.18 0.01 12.18 6.09
1 0.00 4.59 11.81 0.00 11.81 6.25
2 0.00 4.51 16.01 0.00 16.01 9.03
3 0.00 4.51 16.01 0.00 16.01 9.03

10 0.00 0.02 0.97 0.00 0.97 6.09
11 0.00 0.04 0.71 0.00 0.71 6.22
12 0.00 0.07 9.39 0.00 9.39 6.41
13 0.00 0.07 9.39 0.00 9.39 6.41

20 0.00 7.05 37.43 0.12 37.43 6.09
21 0.00 8.21 39.27 0.15 39.27 6.21
22 0.06 11.48 0.33 0.55 0.33 8.63
23 0.06 11.48 0.33 0.55 0.33 8.63

30 0.00 1.89 7.66 0.00 7.66 6.09
31 0.00 1.39 17.17 0.00 17.17 6.12
32 0.96 4.10 12.20 0.00 12.20 8.98
33 0.96 4.10 12.20 0.00 12.20 8.98

40 0.00 7.05 0.08 0.09 0.08 6.09
41 0.00 6.25 0.08 0.09 0.08 6.28
42 0.13 12.25 0.09 0.40 0.09 10.50
43 0.13 12.25 0.09 0.40 0.09 10.50
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Table B.2: Percentage of service denials (simulations 50 - 123).

Sim SPA SLI COM FAI-COM ETR FIX

50 0.00 7.92 1.47 1.46 1.47 6.09
51 0.00 9.67 1.41 1.41 1.41 6.25
52 0.00 7.16 1.47 1.52 1.47 7.38
53 0.00 7.16 1.47 1.52 1.47 7.38

60 0.00 4.35 61.80 0.01 61.80 6.09
61 0.00 4.71 60.92 0.01 60.92 6.13
62 0.00 7.39 64.15 0.01 64.15 9.02
63 0.00 7.39 64.15 0.01 64.15 9.02

70 0.00 4.35 65.19 0.10 65.19 6.09
71 0.00 4.73 63.68 0.20 63.68 6.28
72 0.00 4.92 71.63 0.37 71.63 8.80
73 0.00 4.92 71.63 0.37 71.63 8.80

80 0.00 0.02 32.37 0.00 32.37 6.09
81 0.00 0.05 32.00 0.00 32.00 6.15
82 0.00 0.04 36.14 0.00 36.14 5.53
83 0.00 0.04 36.14 0.00 36.14 5.53

90 0.00 0.02 62.46 0.00 62.46 6.09
91 0.00 0.02 62.33 0.00 62.33 6.16
92 2.28 4.19 71.37 0.03 71.37 9.76
93 2.28 4.19 71.37 0.03 71.37 9.76

100 0.00 0.02 32.57 0.00 32.57 6.09
101 0.00 0.03 32.44 0.00 32.44 6.28
102 0.00 0.07 34.82 0.00 34.82 3.52
103 0.00 0.07 34.82 0.00 34.82 3.52

110 0.00 4.35 2.89 0.00 2.89 6.09
111 0.00 5.13 2.02 0.00 2.02 6.07
112 0.00 5.50 3.25 0.01 3.25 6.00
113 0.00 5.50 3.25 0.01 3.25 6.00

120 0.00 1.89 61.45 0.00 61.45 6.09
121 0.00 1.97 60.49 0.00 60.49 6.12
122 0.00 5.56 61.87 0.02 61.87 9.25
123 0.00 5.56 61.87 0.02 61.87 9.25
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Table B.3: Percentage of service denials (simulations 130 - 173).

Sim SPA SLI COM FAI-COM ETR FIX

130 0.00 1.89 8.37 0.00 8.37 6.09
131 0.00 1.66 10.62 0.00 10.62 6.18
132 0.00 3.43 3.21 0.19 3.21 4.11
133 0.00 3.43 3.21 0.19 3.21 4.11

140 0.00 2.67 0.08 0.08 0.08 6.09
141 0.00 2.83 0.08 0.08 0.08 6.27
142 0.00 6.27 0.10 0.10 0.10 7.52
143 0.00 6.27 0.10 0.10 0.10 7.52

150 0.00 7.05 0.11 0.12 0.11 6.09
151 0.00 6.92 0.09 0.11 0.09 6.07
152 0.00 7.03 0.35 2.73 0.35 7.54
153 0.00 7.03 0.35 2.73 0.35 7.54

160 0.00 7.92 1.57 1.57 1.57 6.09
161 0.00 9.51 1.48 1.48 1.48 6.10
162 0.13 10.71 1.59 1.51 1.59 7.53
163 0.13 10.71 1.59 1.51 1.59 7.53

170 0.00 7.05 0.09 0.11 0.09 6.09
171 0.00 5.69 0.08 0.15 0.08 6.17
172 0.04 9.20 0.09 0.08 0.09 7.21
173 0.04 9.20 0.09 0.08 0.09 7.21
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B.2 User-perceived throughput
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(a) Simulation 0
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(b) Simulation 10
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(c) Simulation 20
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(d) Simulation 30
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(e) Simulation 40
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(f) Simulation 50

Figure B.1: User-perceived throughput for simulations 0 to 50 (only
multiples of 10).
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(a) Simulation 60
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(b) Simulation 70
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(c) Simulation 80
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(d) Simulation 90
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(e) Simulation 100
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(f) Simulation 110

Figure B.2: User-perceived throughput for simulations 60 to 110 (only
multiples of 10).
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(a) Simulation 120
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(b) Simulation 130
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(c) Simulation 150
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(d) Simulation 160
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(e) Simulation 170

Figure B.3: User-perceived throughput for simulations 120 to 170, ex-
cluding 140 (only multiples of 10).



Appendix C

Proportional Fair vs Round Robin

In this chapter we consider the proportional fair (PF) scheduling problem at an
access point (AP) and we will show that under a PF scheduler, each user receives
at least the same service rate as under a Round Robin (RR) scheduler. We consider
situations with I ≥ 2 users and F ≥ 2 sub-bands. Thus, the set of users I is given
by I = {1, . . . , I}, and the set of sub-bands F is given by F = {1, . . . , F}. The
scheduling problem is to decide what fraction (of unit time) vi,f of sub-band f
to allocate to user i. Let Ri,f > 0 be the service rate that user i can receive on
sub-band f per unit time, and let v be the vector of fractions vi,f . Define the total
service rate Ri(v) of user i as

Ri(v) =

F∑
f=1

vi,f ·Ri,f . (C.0.1)

We cannot allocate a negative fraction, hence vi,f ≥ 0 for all i, f , and we cannot
allocate more than a unit time per unit time, hence

I∑
i=1

vi,f ≤ 1, ∀f. (C.0.2)

A round robin (RR) scheduler allocates an equal fraction of time of each sub-band
to each user, irrespective of the achievable service rates. Thus, the fractions v(RR)

i,f

of sub-bands allocated to users under a RR scheduler are given by

v
(RR)
i,f = 1/I, ∀i ∈ I, f ∈ F , (C.0.3)

which yields

Ri

(
v(RR)

)
=

1

I

F∑
f=1

Ri,f . (C.0.4)
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A proportional fair (PF) scheduler allocates the fractions v(PF ), where v(PF ) is an
optimal solution to the following optimization problem [71, 139]:

max
v

h(v) =

I∑
i=1

log (Ri(v)) (C.0.5a)

sub:
I∑

i=1

vi,f ≤ 1, ∀f ∈ F , (C.0.5b)

vi,f ≥ 0, ∀i ∈ I, f ∈ F . (C.0.5c)

Theorem C.0.1. Let v(RR) and v(PF ) be as defined above. Then, for any user i we have

Ri

(
v(PF )

)
≥ Ri

(
v(RR)

)
. (C.0.6)

Proof. For notational (visual) convenience, we write v∗ = v(PF ), meaning that we
have v∗i,f = v

(PF )
i,f . Since the optimization problem (C.0.5a)-(C.0.5c) is convex we

can follow a Lagrangian approach and use the Karush-Kuhn-Tucker (KKT) optim-
ality conditions to find some structure on the optimal values v∗. The Lagrangian
Λ(v;λ) with dual variables λ = (λ1, . . . , λF ) is given by

Λ(v;λ) =

I∑
i=1

log

 F∑
f=1

vi,fRi,f

+

F∑
f=1

λf

(
I∑

i=1

vi,f − 1

)
. (C.0.7)

From the KKT-optimality conditions it follows that there exist optimal values v∗

and λ∗ that maximize Λ(v,λ) and that satisfy

v∗i,f > 0 ⇒ ∂

∂vi,f
Λ(v∗;λ∗) = 0, (C.0.8)

v∗i,f = 0 ⇒ ∂

∂vi,f
Λ(v∗;λ∗) ≤ 0, (C.0.9)

where the partial derivatives are given by

∂

∂vi,f
Λ(v;λ) =

Ri,f∑F
g=1 vi,gRi,g

+ λf . (C.0.10)

Consider two users i and j, and let k be a sub-band such that v∗j,k > 0. Notice that
such a sub-band must exist, otherwise the objective h(·) is −∞ which is surely not
optimal since h(v(RR)) > 0. By (C.0.8) and (C.0.9) we have

Rj,k∑F
g=1 v

∗
j,gRj,g

= −λ∗k (C.0.11)

and
Ri,k∑F

g=1 v
∗
i,gRi,g

≤ −λ∗k, (C.0.12)
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which combines to

Rj,k∑F
g=1 v

∗
j,gRj,g

≥ Ri,k∑F
g=1 v

∗
i,gRi,g

⇐⇒
F∑

g=1

v∗i,gRi,g ≥ Ri,k

Rj,k

F∑
g=1

v∗j,gRj,g. (C.0.13)

In particular, (C.0.13) holds for the sub-band k+ where k+ is given by

k+ ∈ argmax
v∗
j,k>0

{
Ri,k

Rj,k

}
, (C.0.14)

which yields

F∑
f=1

v∗i,fRi,f ≥ Ri,k+

Rj,k+

F∑
f=1

v∗j,fRj,f ≥
F∑

f=1

v∗j,fRi,f . (C.0.15)

We will now fix user i, and vary j such that j 6= i, and sum the equation (C.0.15)
over all users j 6= i:

(I − 1)

F∑
f=1

v∗i,fRi,f ≥
∑

j∈I\{i}

F∑
f=1

v∗j,fRi,f =

F∑
f=1

(1− v∗i,f )Ri,f (C.0.16)

⇐⇒ (I − 1)

F∑
f=1

v∗i,fRi,f ≥
F∑

f=1

Ri,f −
F∑

f=1

v∗i,fRi,f (C.0.17)

⇐⇒
F∑

f=1

v∗i,fRi,f ≥ 1

I

F∑
f=1

Ri,f . (C.0.18)

Recall that v∗ = v(PF ), which means we can conclude that Theorem C.0.1 holds.
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Appendix D

Proof of convergence of the GSPA
algorithm

In this chapter we cover the formal analysis of the GSPA algorithm in a setting
with a fixed set of active APs. We will therefore analyse the optimization problem
(6.2.2a)-(6.2.2d), which is done by mostly following the same lines as the analysis
of the original SPA algorithm (Chapter 2). We will point out the main differences
with the SPA algorithm and argue that convergence of the shadow prices also
occurs with the GSPA algorithm as long as the set of active APs is fixed.

Following the same steps as the analysis of the LP that resulted in the SPA al-
gorithm, we formulate the Lagrangian Λ(x, U ;y,v):

Λ(x, U ;y,v) = L̂P0 +
L̂∑

l̂=1

P · ρl̂(x) + αU

+

L̂∑
l̂=1

yl̂
(
ρl̂(x)− U

)
+

N∑
n=1

vn

1−
L̂∑

l̂=1

xn,l̂

 , (D.0.1)

where y and v are vectors of the Lagrangian dual variables yl and vn respectively.
The Karush-Kuhn-Tucker (KKT) optimality conditions state that if x∗ and U∗ are
optimal for (6.2.2a)-(6.2.2d), then there exist dual variables y∗ and v∗ such that:

∇Λ(x∗, U∗;y∗,v∗) = 0, (D.0.2)

y∗
l̂

(
ρl̂(x

∗)− U∗) = 0, ∀l̂, (D.0.3)

L̂∑
l̂=1

x∗
n,l̂

= 1, ∀n, (D.0.4)

y∗
l̂
≥ 0, ∀l̂. (D.0.5)
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From the stationary condition (D.0.2) we obtain the identity

∂

∂U
Λ(x∗, U∗;y∗,v∗) = α−

L̂∑
l̂=1

y∗
l̂
= 0, (D.0.6)

whenever U∗ > 0. Any system of interest will have some load, which implies that
indeed we have U∗ > 0, and therefore we assume from now on that (D.0.6) holds,
i.e. the shadow prices of the active APs sum up to α.

Surprisingly, the original optimality condition of the SPA algorithm for the dual
variables with respect to the maximum load U also holds in this setting. That
is, by the KKT optimality condition given by (D.0.3) (complementary slackness):
y∗
l̂
> 0 implies ρl̂(x

∗) = U∗.

Finally, also from the stationary condition (D.0.2), whenever x∗
n,l̂

> 0 we have the
identity

∂

∂xn,l̂
Λ(x∗, U∗;y∗,v∗) = (y∗

l̂
+ P )

νnβn
Rn,l̂

− v∗n = 0, ∀n, l̂. (D.0.7)

Because the objective function is linear and all constraints are linear, any feasible
solution (x∗, U∗;y∗,v∗) satisfying the KKT optimality conditions given by (D.0.2)-
(D.0.5) is also an optimal solution.

The idea of the original SPA algorithm was to assign users to APs according to the
optimality conditions given by the KKT optimality conditions of the Lagrangian
dual problem, eventually leading to optimal user associations. Contrary to the
pure load-balancing user assignment problem we now may have several APs
whose loads are lower than the maximum load U∗, which means that their shadow
prices yl̂

1 have value 0 (by the complementary slackness condition (D.0.3)). This
means that all shadow prices of the APs with loads equal to the maximum load
add up to α. In other words, for Lmax(x

∗) = argmaxl̂{ρl̂(x∗)} we have∑
l̂∈Lmax(x∗)

y∗
l̂
= α, (D.0.8)

and for any l̂ 6∈ Lmax(x
∗) we have y∗

l̂
= 0.

To determine the user assignment rule, we start by only considering feasible
allocation fractions

x ∈ X =

x

∣∣∣∣∣∣ ∀n :

L̂∑
l̂=1

xn,l̂ = 1,x ≥ 0

 , (D.0.9)

which allows us to remove the multipliers v from the Lagrangian, reducing (D.0.1)
to

Λ(x, U ;y) = L̂P0 +

L̂∑
l̂=1

P · ρl̂(x) + αU +

L̂∑
l̂=1

yl̂
(
ρl̂(x)− U

)
. (D.0.10)

1We continue the use of identifiers l̂ to stress that we are only dealing with active APs.
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As a consequence of our assumption on the sum of dual variables, based on

identity (D.0.6), the term αU cancels against
∑L̂

l̂=1 −yl̂U in the reduced Lagrangian
(D.0.10), and the Lagrangian dual problem can be formulated as

max
y∈Yα

min
x∈X ,U>0

Λ(x, U ;y), (D.0.11)

where Yα = {y |∑L̂
l̂=1 yl̂ = α} (or equivalently as given by Definition D.0.1), and

where

Λ(x, U ;y) = L̂P0 +

L̂∑
l̂=1

P · ρl̂(x) +
L̂∑

l̂=1

yl̂ρl̂(x)

= L̂P0 +

L̂∑
l̂=1

(
P + yl̂

)
ρl̂(x). (D.0.12)

Similarly to the SPA algorithm analysis, we can see from the simplified Lagrangian
(D.0.12) that for a given y, Λ(x, U ;y) is minimized by user assignments that satisfy

xn,l̂(y) > 0 ⇒ l̂ ∈ argmin
l′

{
yl′ + P

Rn,l′

}
, (D.0.13)

breaking ties at random when the minimizer is not unique. The optimality condi-
tion (D.0.13) suggests that for fixed operation modes s we can apply a modified
SPA-assignment rule with iterative control parameters (shadow prices) y(i) satisfy-

ing
∑L̂

l̂=1 y
(i)

l̂
= α and the (modified) assignment rule: user i arriving at location n

is assigned to AP l̂ ∈ argminl′{(y(i)l′ + P )/Rn,l′}.

Contrary to the pure load balancing situation, in this case we can not guarantee
that the optimal shadow prices y∗ are strictly positive, and we even suspect
that when α is small compared to P many optimal shadow prices will be zero,
reflecting that under the best-SINR user assignment only a few APs will have their
loads equal to the maximum load. Consequently, we have to actively correct the
shadow prices such that they do not turn negative when an AP has a load lower
than the average load. The framework of Kushner and Yin [82] accounts for such
corrections by means of projection to a constraint set. In our case, the constraint
set for the shadow prices is given by Yα.

Definition D.0.1 (Constraint set). Define the constraint set

Yα = {y|qj(y) ≤ 0, j = 1, . . . , L̂+ 2}, (D.0.14)

where

ql̂(y) = −yl̂, ∀l̂ = 1, . . . , L, (D.0.15)

qL̂+1(y) =

L̂∑
l̂=1

yl̂ − α, (D.0.16)

qL̂+2(y) = α−
L̂∑

l̂=1

yl̂. (D.0.17)
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The constraint functions (D.0.15) ensure that the shadow prices are non-negative,
i.e. yl̂ ≥ 0, and the constraint functions (D.0.16) and (D.0.17) together ensure that
the sum of the shadow prices is equal to α. The constraint functions satisfy the
conditions ∇qj(0) 6= 0, which is a requirement for applying the KY-theorem.

The update step for the modified SPA algorithm will have to take into account that
shadow prices may become zero, and furthermore reflect that for all APs l̂ with
optimal shadow price y∗

l̂
> 0, the loads should be equal to the maximum load,

and hence all APs with positive optimal shadow price have equal loads. Hence,
rather than looking at the system-wide average load, we will use the system-wide
average load of APs with a positive shadow price:

ρ+(x,y) =
1

|L+(y)|
∑

l̂∈L+(y)

ρl̂(x), (D.0.18)

where L+(y) is the set of APs with positive shadow price yl̂:

L+(y) =
{
l̂ ∈ L : yl̂ > 0

}
. (D.0.19)

The update step for the shadow prices will then only have to balance the loads of
APs with strictly positive shadow prices, and project the updated shadow prices
to the constraint set. Recall that the instantaneous load σ

(i)
0 that user i brings to

AP l̂i (and hence into the system) was defined by

σ
(i)
0 =

B(i)

Rn,l̂i

, (D.0.20)

and furthermore
σ
(i)

l̂
= σ

(i)
0 1

[
l̂ = l̂i

]
, (D.0.21)

is the load brought to AP l. We will now introduce the modified mean load proxy
σ
(i)
+ (y) as

σ
(i)
+ (y) = σ

(i)
0 1

[
yl̂i > 0

]
. (D.0.22)

Let ΠYα [y] be the projection of y to the closest vector in Yα in the Euclidean sense.
Then the update step of the modified SPA algorithm is given by

y(i+1) = ΠYα

[
y(i) + ε(i)

(
σ(i) − σ

(i)
+ (y(i))∣∣L+(y(i))

∣∣~1L

)]
. (D.0.23)

The projection can be implemented as follows. First perform the updates according
to the update direction, possibly leading to negative shadow prices:

ỹ
(i+1)

l̂
= y

(i)

l̂
+ ε(i)

(
σ
(i)

l̂
− σ

(i)
+ (y(i))∣∣L+(y(i))

∣∣
)
. (D.0.24)



DDDDDDDDDDD

163

Then the new shadow prices y(i+1)

l̂
are given by

y
(i+1)

l̂
=

 0 if ỹ
(i+1)

l̂
≤ 0,

ỹ
(i+1)

l̂

α∑
l ỹ

(i+1)
l 1

[
ỹ
(i+1)
l >0

] if ỹ
(i+1)

l̂
> 0.

(D.0.25)

All propositions that check the assumptions of the KY-theorem for the original
SPA algorithm directly apply to the modified SPA algorithm, where the set L−

n (y)
of minimizing APs with respect to the shadow prices y is now defined as

L−
n (y) = argmin

l̂

{
yl̂ + P

Rn,l̂

}
. (D.0.26)

In addition, the results for the differential inclusion also hold with a modified
assignment based on (D.0.13). For the modified SPA algorithm we can then apply
the KY-theorem [82, Thm. 8.2.5] and conclude that the fraction of time that the
shadow prices y(i) spend in a δ-neighbourhood of LPSG goes to one when i→ ∞
and ε(i) ↓ 0, where LPSG is the limit point set of the projected differential inclusion
described by

∂

∂t
y(t) ∈ G(y(t)) + z(y(t)), z(y(t)) ∈ −C(y(t)), (D.0.27)

where

G(y) =
{
1

ν

(
ρ(x)− ρ+(x,y)~1L̂

) ∣∣∣∣x ∈ X ∗(y)

}
, (D.0.28)

and X ∗(y) ⊆ X is the set of all vectors x ∈ X satisfying (D.0.13), and finally C(y)
is defined as in the KY-framework: when y is in the interior of Yα, C(y) contains
only the zero vector. When y is on the boundary of Yα, C(y) is the infinite convex
cone generated by the outer normals at y of the faces of Yα on which y lies [82,
p. 106]. Suppose that the optimal shadow prices y∗ are again unique, then the
following lemma shows that also in this setting we have LPSG = {y∗}.

Lemma D.0.1. The function D(y) =
∑L̂

l̂=1(yl̂ − y∗
l̂
)2, where y∗ is the unique vector of

optimal shadow prices, satisfies d
dtD(y(t)) < 0 as long as y(t) ∈ Yα.

Proof. The proof is essentially similar to the proof of Lemma 2.3.7 except that in
this case some extra terms appear due to the projection ΠYα

. Using the DI given
by (D.0.27) we write d

dtyl̂(t) = δl̂(y(t)), and the time-derivative of D(y(t)) can be
written as:

d

dt
D(y(t)) = 2

L̂∑
l̂=1

(yl̂(t)− y∗
l̂
)δl̂(y(t)), (D.0.29)

with

(δ1(y(t)), . . . , δL̂(y(t))) ∈ G(y(t)) + z(y(t)), z(y(t)) ∈ −C(y(t)) (D.0.30)
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and
δl̂(y(t)) =

1

ν

(
ρl̂(x(y(t))− ρ+(x(y(t))

)
+ zl̂(y(t)) (D.0.31)

for some x(y(t)) ∈ X ∗(y(t)). Then, for all x(y(t)) ∈ X ∗(y(t)) with y(t) 6= y∗,
d
dtD(y(t)) satisfies:

d

dt
D(y(t)) = 2

L̂∑
l̂=1

(yl̂(t)− y∗
l̂
)δl̂(y(t)) (D.0.32)

=
2

ν

 L̂∑
l̂=1

yl̂(t)ρl̂(x(y(t)))−
L̂∑

l̂=1

y∗
l̂
ρl̂(x(y(t)))


+ 2

L̂∑
l̂=1

(yl̂(t)− y∗
l̂
)zl̂(y(t)) (D.0.33)

Next we distinguish two cases: i) y(t) is in the interior of Yα, and ii) y(t) is on the
boundary of Yα. In case i). we have by definition z(y(t)) = 0. In case ii), define
δ̃l̂ = 1

ν

(
ρl̂(x)− ρ+(x,y)

)
as the initial update direction without the projection

term zl̂(y(t)). There are two possibilities for the value of zl̂(y(t)): zl̂(y(t)) = −δ̃l̂
when yl̂(t) = 0 and δ̃l̂ < 0, and zl̂(y(t)) = 0 otherwise. When yl̂(t) = 0 and δ̃l̂ < 0,
we know yl̂(t) − y∗

l̂
≤ 0 and zl̂(y(t)) > 0, which means (yl̂(t) − y∗

l̂
)zl̂(y(t)) ≤ 0.

Otherwise, (yl̂(t)− y∗
l̂
)zl̂(y(t)) = 0. That means that in either case we have

2

L̂∑
l̂=1

(yl̂(t)− y∗
l̂
)zl̂(y(t)) ≤ 0. (D.0.34)

Next we introduce V ∗(y) as the solution to the minimization problem

V ∗(y) = min
x∈X

L̂∑
l̂=1

(yl̂ + P )ρl̂(x). (D.0.35)

We can then write the optimization problem (D.0.11) as

max
y∈Yα

V ∗(y). (D.0.36)

By using (D.0.34) and the function V ∗(y), we find

(D.0.33) ≤ 2

ν

 L̂∑
l̂=1

(yl̂(t) + P )ρl̂(x(y(t)))−
L̂∑

l̂=1

(y∗
l̂
+ P )ρl̂(x(y(t)))

 (D.0.37)

=
2

ν
(V ∗(y(t))− V ∗(y∗))

+
2

ν

V ∗(y∗)−
L̂∑

l̂=1

(y∗
l̂
+ P )ρl̂(x(y(t)))

 < 0. (D.0.38)
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To obtain (D.0.38) from (D.0.37) we use that
∑L̂

l̂=1 y
∗
l̂
= α, and add and subtract

V ∗(y∗). Also, since y(0) = (α/L̂)~1L̂ ∈ Y and
∑L̂

l̂=1 δl̂(y(t)) = 0 we know

L̂∑
l̂=1

yl̂(t) = α. (D.0.39)

The first part of (D.0.38) is thus strictly negative since y(t) 6∈ LPSG , and LPSG
contains all vectors that maximize V ∗(y) over y ∈ Y1. The second part of (D.0.38)
is non-positive because ρ(x(y)) minimizes V (y), and in particular ρ(x(y∗)) min-
imizes V (y∗).

Remark D.0.1. In the setting of the SPA algorithm, we could argue in Section 2.3.5
that the vector y∗ of optimal shadow prices is unique. These arguments cannot simply be
fitted to the setting of the GSPA algorithm due to a more complex objective function, even
though we still suspect that the optimal shadow prices are indeed unique in scenarios of
practical interest. Consequently, we have to assume that y∗ is unique in order to apply
Lemma D.0.1, and to be able to conclude that indeed in the setting of the GSPA algorithm
we also have LPSG = {y∗}.

To provide more intuition on the construction of the DI (D.0.27) we show that any
stable point of the DI gives rise to an optimal solution to the LP (6.2.2a)-(6.2.2d).

Theorem D.0.1. For any point y∗ such that G(y∗) + z(y∗) = 0, the solution given by(
x(y∗),max

l̂
{ρl̂(x(y∗))},y∗,v(y∗)

)
(D.0.40)

is an optimal solution to the optimization problem (6.2.2a)-(6.2.2d), where the Lagrange
multipliers vn(y∗) are given by

vn(y
∗) = min

l̂=1,...,L̂

{
(y∗

l̂
+ P )

νnβn
Rn,l̂

}
. (D.0.41)

Proof. Since the KKT optimality conditions are sufficient in our case, it suffices
to show that the solution (x(y∗),maxl̂{ρl̂(x(y∗))},y∗,v(y∗)) satisfies all KKT op-
timality conditions. The conditions (D.0.4), (D.0.5), and (D.0.6) are satisfied by
construction of x(y∗) and by the projection to the constraint set Yα. Moreover,
by construction of v(y∗), condition (D.0.7) is satisfied whenever xn,l̂ > 0. That
means we only need to check the complementary slackness condition (D.0.3). By
assumption we have G(y∗) + z(y∗) = 0, which means that for each l̂ we must
have ∂

∂ty
∗
l̂
(t) = 0. This can happen in two ways. The first possibility is where

even without the projection ΠYα
the shadow price remains unchanged under the

update step. This implies ρl̂(x(y
∗)) = ρ+(x(y

∗)), and since we only look at the
mean load over APs with strictly positive shadow price all loads of APs with
strictly positive shadow prices are equal. This also implies that the maximum load
maxl̂{ρl̂(x(y∗))} = ρ+(x(y

∗)). The second possibility is when the shadow price
remains unchanged because the projection ΠYα sends it back to its original value.
That only happens when yl̂ = 0 and ρl̂(x(y

∗)) < ρ+(x(y
∗)). Both cases imply that

the complementary slackness condition (D.0.3) is satisfied.
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Summary

This thesis focusses on self-organizing and load-aware user association and fre-
quency allocation algorithms for Radio-over-Fibre enabled dense cellular wireless
networks. These networks raise new and challenging issues that have to be ad-
dressed in order to meet the requirements for next-generation 5G networks. Most
importantly, the nominal traffic loads will tend to exhibit more spatial and tem-
poral variation than in traditional macro cell networks due to smaller coverage
areas. To prevent severe performance degradation it is crucial that the dense cell
deployments take these load imbalances into account, allowing them to react to
changing load conditions. Furthermore, with the massive numbers of wireless
access points and the exact load conditions typically being hard to predict under
dynamic user behaviour, manual cell planning and traffic engineering is highly
impractical for network operators. This motivates the use of self-learning schemes
that require minimal knowledge or a priori optimization.

The first problem that we tackle in this thesis is a user association problem. In
dense deployments users typically find multiple access points within their reach
that provide adequate signals strengths, and when an access point experiences a
high load, users may be better off by changing to other access points. We assign to
each access point an extra parameter - a shadow price - and use these to make user
assignment decisions. We describe an algorithm, the Shadow Price Assignment
(SPA) algorithm, that dynamically adapts the shadow prices to changing load
conditions, and we use stochastic approximation techniques to prove that the al-
gorithm realizes optimal shadow prices in the long term. We furthermore provide
a heuristic that significantly increases the speed at which the SPA-algorithm
reaches optimal shadow prices. Extensive numerical experiments confirm these
results and furthermore show a significant improvement in user-perceived per-
formance - such as user-experienced throughput and the number of service denials
- compared to traditional user assignment rules.

Secondly, we investigate the impact of a Radio-over-Fibre backhaul network on the
frequency allocation in wireless networks. Radio-over-Fibre connects the access
points to a centralized control unit through optical fibres. The radio signals are
generated at the centralized control unit and carried through the optical fibres to
the access points that will transmit them. This technology offers high flexibility and
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fast adaptability of the frequency allocation in wireless networks by exploiting the
wavelength domain and dynamic wavelength routing, which makes it a perfect
candidate to address the challenges described above. We identify the crucial
constraints of frequency and wavelength allocation in Radio-over-Fibre networks
and model them as a combination of graph colouring problems and bin packing
problems. Furthermore, we devise a dynamic frequency allocation algorithm, the
Single Load Interval (SLI) algorithm, which increases or decreases the number
of carrier frequencies allocated to an access point whenever its measured load is
above or below a predetermined threshold respectively. The SLI-algorithm relies
on greedy approximation schemes for graph colouring and bin packing problems.

Whilst in the above-mentioned scenarios the user association and frequency al-
location problems are handled separately, we have also investigate their joint
operation. We show that a single load proxy per access point can be used for both
the SPA- and SLI-algorithms simultaneously. Furthermore, we show that a system
that jointly applies the SPA- and SLI-algorithms can reach similar performance as
systems that were optimized a priori.

To further add to the self-organizing properties of the SLI-algorithm, in the fourth
project we design a load-aware frequency allocation rule that does not rely on an
interference graph representation, but rather exploits user-reported SINR values to
determine if certain frequency allocations are beneficial. To this end, we introduce
cost- and value-functions that represent the impact (on the system) and the benefit
(for the access point) of an access point taking a new carrier into operation.

Finally, we focus on energy conservation by switching access points into low-
power mode in situations of low traffic demands. Generally this also reduces the
capacity of the system which impacts the user-perceived performance. Hence we
pursue a trade-off between energy conservation and user-perceived performance.
We analyse this trade-off and derive sufficient conditions for switching access
points into sleep mode or active mode. These conditions are then developed into a
dynamic algorithm: a modification of the SPA-algorithm with an additional com-
ponent that changes the operation mode of access points in reaction to changing
load conditions.

Throughout our research we apply a specific methodology: we first model the
system and formulate a suitable optimization problem. Then, we analyse the
solutions of this optimization problem and derive optimality conditions which in
turn are then used to design dynamic algorithms. All algorithms presented in this
thesis are extensively tested by means of simulations. The simulations confirm that
the presented algorithms have desirable self-organizing properties and provide
excellent user-perceived performance while only requiring user-reported signal
strengths and load proxies measured at the access points.
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