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Abstract—Neural networks have shown to be able to solve a
number of machine learning problems very accurately. Perform-
ing neural network inference on embedded devices is found to be
challenging due to the limited resources on such devices. CGRAs
offer a potential solution to this problem because the internal
architecture of a CGRA can be reconfigured to perform the
operations found in neural networks at high energy efficiency.
Additionally, recent studies have shown that reducing the pre-
cision of weights and activations leads to a great reduction in
memory and computational requirements without compromising
on the top-1 inference accuracy. This knowledge is applied to
propose some modifications to the CGRA that add support for
various operations that can be found in ternary neural networks.
The benefits of having support for ternary precision are evaluated
by mapping a ternary and full precision version of a single layer
from the VGG-small network to the CGRA and estimating the
energy consumption of both implementations using a detailed
energy model of the CGRA. Next to that, a scalability analysis
is performed that evaluates how the CGRA scales in terms of
the number of required functional units and execution time for
arbitrary layers in ternary neural networks. It is found that the
CGRA can easily be scaled to handle large layers in ternary
neural networks efficiently and that the energy consumption for
ternary neural networks can be decreased by a factor of 13.4 for
the first layer of the VGG-small network by implementing the
proposed modifications.

I. INTRODUCTION

NEURAL networks have been gaining popularity in the
last decade. This is mainly due to the fact that they have

shown to outperform existing algorithms in terms of accuracy
in various tasks such as computer vision and natural language
processing. Neural networks consist of multiple layers of
stacked artificial neurons. Each of these artificial neurons
create a new representation of their input data. A layer in
a neural network is typically a convolutional, fully-connected,
pooling or activation layer. The main convolutional and fully-
connected layers can be represented by a series of multiply-
accumulate operations, where the input is multiplied by a set
of weights and a bias is applied. The various dimensions in a

Fig. 1. Illustration of the various dimensions in a convolutional layer from
[1].

convolution layer are schematically depicted in Figure 1 and
described in Table I. A pooling layer reduces the amount of
data by combining the output of multiple neurons into a single
neuron with a pooling function such as max(), min() or
avg(). An activation layer applies an often nonlinear activation
function to the output of a neuron. In order to achieve high
accuracy, neural networks need to be trained. During training,
the weights and biases that define the functionality of the
neural network are optimized to increase the accuracy during
inference.

One of the first neural network architectures that received
a lot of attention because of its high performance in image
classification is AlexNet [2]. This neural network consists of
8 layers and has over 62 million trainable parameters. Neu-
ral networks traditionally use 32-bit floating-point numbers
for weights, biases and activations. In combination with the
computational complexity and large amount of data move-
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TABLE I
NOTATION USED FOR CONVOLUTIONAL LAYERS FROM [1].

Parameter Description

N batch size of 3D fmaps
M # of 3D filters/# of ofmap channels
C # of ifmap/filter channels

H/W ifmap plane height/width
R/S filter plane height/width
E/F ofmap plane height/width

TABLE II
OVERVIEW OF THE AVAILABLE FUNCTIONAL UNITS IN THE CGRA

Name Function

Accumulate/Branch Unit (ABU) Program counter
Arithmetic Logic Unit (ALU) Arithmetic operations

Instruction Decoder (ID) Decoding instructions
Instruction Fetcher (IF) Loading instructions

Immediate Unit (IU) Generating immediate values
Load/Store Unit (LSU) Accessing local and global memory

Multiplier (MUL) Multiplication operations
Register File (RF) Small local buffer

ment in neural networks, this prohibits these networks to be
deployed in embedded devices with strict energy and timing
constraints. Various methods that allow neural networks to run
on these constrained embedded devices have been explored.
One important method is quantization, where the floating point
numbers are converted to lower precision integers or fixed-
point numbers. As a result, the computational complexity and
the required amount of memory is reduced. More specifically,
depending on the level of quantization, multiply-accumulate
operations can be reduced to additions or even bitwise oper-
ations. When lowering the precision, the amount of numbers
that can be expressed is reduced and results in a quantization
error. However, this quantization error does not directly impact
the inference accuracy because neural networks are known to
be error resilient.

A Coarse Grain Reconfigurable Architecture (CGRA) con-
sists of a grid of interconnected functional units (FUs)
where the interconnection between the FUs is configurable.
A schematic representation of the architecture of a CGRA
instance is provided in Figure 2. Each FU in the CGRA
has limited functionality and is able to execute a unique set
of instructions. An overview of the different FUs that are
available in the CGRA is given in Table II. By configuring
the connections between these FUs, the processor can act as
a VLIW, SIMD or a combination of both types of processors.
The CGRA can even act as a multi-core processor by instan-
tiating multiple ABUs. However, in this work it is assumed
that the number of ABUs is always equal to one. This level of
reconfigurability makes the CGRA very suitable for dataflow
applications. The CGRA that is used in this work is described
in more detail in [3].

The main contributions of this work are as follows:

Fig. 2. Schematic representation of an example of a CGRA instance and the
configurable connections between the FUs.

1) The trade-offs between inference accuracy and energy
consumption are evaluated for various levels of quan-
tization based on experiments using the CIFAR-10 [4]
dataset and a VGG-small network.

2) Modifications to an existing 32-bit CGRA are proposed
that add support for multiple levels of quantization
to increase the speed and energy efficiency of neural
network inference.

3) A scalability analysis is performed that shows how
the CGRA can be efficiently scaled to handle large
convolutional layers in neural networks.

The remainder of this paper is organized as follows. In
section II, related work on quantization, neural networks
and CGRAs is discussed. In Section III, an experiment to
evaluate the trade-offs between inference accuracy and energy
consumption is described of which the results are discussed
in Section IV. Section V describes the modifications that are
made to the CGRA and in Section VI the impact of these mod-
ifications are evaluated. In Section VII, a scalability analysis of
the CGRA is provided. Section IX provides some suggestions
for future work. Finally, the conclusions are presented in
Section VIII.

II. RELATED WORK

One of the methods to reduce the computational complexity
and memory requirements in neural networks is to apply quan-
tization. In research various approaches have been proposed.
Some works focus on quantizing the weights only, while others
concentrate on quantizing only the activations or quantizing
both weights and activations. A straight forward method to
apply quantization is to take a trained full precision network
and directly convert it to a quantized version of the network.
However, by doing this, a quantization error is introduced
that deteriorates the inference accuracy. Most works presented
in literate reduce the effect of this quantization error on the
inference accuracy by retraining the reduced precision network
after it is quantized or training the quantized neural networks
from scratch.
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In [5] it is suggested to restrict the weights in the neural
network to [-1, 1], which is referred to as binarization. As
a result, the multiply operations are reduced to additions or
subtractions, which has a great impact on the energy consump-
tion. A network in which the weights are quantized to binary
values is referred to as a binary weight network (BWN). In
binary neural networks (BNNs) used in [6]–[9], both weights
and input activations are binarized. By doing so, the multiply-
accumulate operations in the full precision network can be
performed using the bitwise XNOR and popcount operations.
Next to that, the activation function is reduced to a simple
comparison in which the bias and batch normalization can be
integrated. Applying binarization also results in a reduction
of memory use as multiple single-bit values can be packed
together into a single 32-bit word. Moreover, by applying this
bit packing method efficiently, the level of parallelism in a
32-bit architecture can be increased by a factor of 32.

In order to increase the representational capability of BNNs
without losing the advantage of not requiring explicit multiply
operations, ternary networks are proposed [10], [11]. In ternary
networks, the values of the weights and/or activations are
restricted to [-1, 0, 1]. As a result, two bits are needed
to represent these values. Similar to in binary networks, a
distinction can be made between ternary networks where only
the weights are ternarized (TWN) and networks where both
activations and weights are ternarized (TNN). For TWN, the
multiply operation is reduced to a conditional subtraction or
addition. In TNNs an additional AND gate is added to the
XNOR operation used for BNNs to detect if one of the
entries in the multiplication is 0. The result of this is a
vector that corresponds to the positions where the result of
the multiplication is +1. Similarly, a vector is created for the
-1 results by using XOR and AND gates. These combined
operations can be referred to as the GXNOR operation. In
order accumulate the results, two popcount operations are
needed, where one counts the +1 results and the other one the
-1 results. Similar to BNNs, the bias an batch normalization
parameters can be integrated in the activation function of
TNNs. Because only two bits are needed to represent weights
and activation in TNNs, there will be a reduction in amount
of memory use and an increase in the amount of available
parallelism compared to full precision networks. Even though
these benefits are not as substantial as in BNNs, they still
result in a significant increase in energy efficiency.

There does not exist a single level of quantization that
can always be applied to achieve the best trade-off between
energy consumption and inference accuracy. Even more, [12]
suggests that the precision of the various layers within a single
network should not be required to be constant across the entire
network to get the best out of this trade-off. A goal of this
work is therefore to bring efficient support for neural network
inference at multiple levels of precision to the CGRA.

The impact of quantization on the inference accuracy is
in literature often evaluated with the CIFAR-10 dataset in
combination with a variation of the VGG-small network. The
CIFAR-10 dataset is aimed at image classification and contains
60000 colour images with a resolution of 32x32 pixels split
over 10 classes. The VGG-small network consists of both

TABLE III
OVERVIEW OF THE LAYERS IN THE VGG-SMALL NETWORK WITH AN

IMAGE OF THE CIFAR-10 DATASET AS INPUT.

Layer Type M R/S E/F

1 Conv + ReLU 128 3/3 32/32

2 Conv + MaxPool + ReLU 128 3/3 16/16

3 Conv + ReLU 256 3/3 16/16

4 Conv + MaxPool + ReLU 256 3/3 8/8

5 Conv + ReLU 512 3/3 8/8

6 Conv + MaxPool + ReLU 512 3/3 4/4

7 Classifier: FC + LogSoftmax 10 4/4 1/1

convolution, fully connected and pooling layers as described
in Table III, where each layer of the network is specified.

There have been a number of works in literature that present
accelerators for neural network inference. One of the most
fundamental ASIC accelerators is the TPU presented in [13],
which is aimed at the acceleration of neural networks in large
datacenters using a big systolic array. In [1], an accelerator
is presented with interconnected PEs where some of the
connections are reconfigurable to allow for some level of
flexibility. Because memories and logic are combined within
such a PE, they are much more complex as compared to
the ones available in the CGRA. More recent work [14],
take the advantages of quantization into account and supports
multiple levels of precision in activations and weights by
combining low precision operations to construct high precision
operations.

Besides ASIC designs, there has also been some research
[15], [16] that shows that using CGRAs to accelerate neural
network inference can be very effective. However, the CGRAs
presented in those works can not directly be compared to
the CGRA considered in this work, because of the different
internal structure of the PEs [15] and the use of floating point
arithmetic [16].

III. INFERENCE ACCURACY VERSUS ENERGY
CONSUMPTION

To find out what levels of quantization should be supported
by the CGRA, an experiment is conducted to evaluate the
trade-offs between energy consumption and inference accuracy
for five different levels of quantization.

A hardware description of a single neuron as used in a fully
connected layer is created for five different quantization levels
to compare the energy consumption of neural networks for
different levels of quantization. A schematic representation of
the hardware can be found in Figure 3. The main operation of
such a neuron is multiply-accumulate. The hardware performs
the multiply-accumulate operation on the input and evaluates
the output by applying an activation function. An accumulator
is added to be able to process more inputs than the 16 that
can be treated in a single clock cycle by the multiplier. It
should be noted that the multiplication, addition and activa-
tion function are replaced by their less expensive equivalent
operations in the quantized versions of the neuron. The input
signals are supplied via a test bench that generates uniform
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Fig. 3. Generic representation of the hardware used to compare the energy
consumption in neural networks. The multiply, addition and activation func-
tions are replaced by their less expensive equivalent operations for the various
levels of quantization.

randomly generated input signals. The test bench consists of
100 activations, having 1024 input entries each. In order to
avoid overflow and underflow, the width of the signals are
sized appropriately. A downside of this method is that it will
result in a pessimistic estimation of the energy consumption,
especially for the higher precision neurons. The neurons are
synthesised with a target clock period of 10ns using Genus
and a 45nm GPDK process library from Cadence. Using the
synthesised netlist, the total area is evaluated and a simulation
is performed to extract the toggle count. This toggle count is
used in Genus to accurately estimate the power consumption.
The average power consumption is used together with the
target clock period to calculate the energy consumption.

In order to find out what the impact of different levels
of quantization is on the achievable top-1 accuracy, an ex-
periment is conducted that comprises of training the VGG-
small network for five different levels of quantization on the
CIFAR-10 dataset. A 32-bit full precision network is used as
a standard and compared to a TWN, BWN, TNN and a BNN.
Each variation of the network is trained from scratch using
the same data split and augmentation as presented in [17].
The PyTorch [18] framework is used to train the networks for
200 epochs. In order to be able to train the quantized versions
of the network in PyTorch, custom wrapper layers are added
to the network. These wrapper layers simulate the effects of
quantization by limiting the values of the variables that are
provided as an input to the layer. For binary networks, a simple
sign function is used as the quantization method. For ternary
networks, a method based on [10] is used. This method is
repeated in Equation 1, where X represents a set of weights
or activations, Xt represents the ternary version of the same
set of weights or activations, ∆ = 0.7

n

∑n
i=1|Xi| and n is the

amount of elements in X .

Xt
i =


1, if Xi > ∆

0, if |Xi| ≤ ∆

−1, if Xi < −∆

(1)

The accuracy results from these experiments are also com-
pared to the inference accuracy found in literature for the
different levels of quantization. However, a direct comparison
is inaccurate because of the different variations of the VGG-
small network and training hyperparameters used in literature.

IV. EVALUATION OF INFERENCE ACCURACY VERSUS
ENERGY CONSUMPTION

To be able to compare the different levels of quantization
in terms of top-1 inference accuracy, energy consumption and
area, the experiment as described in Section III is conducted.
In Table IV, the results of these experiments is shown. The ta-
ble shows the top-1 inference accuracy as reported in literature
and the accuracy that is achieved by training the network using
PyTorch. Because the training methods differ in literature,
the reported accuracy is divided in three sections. The table
also shows the area and energy consumption, normalized with
respect to the full precision network.

In Table IV can be seen that the inference accuracy of quan-
tized neural networks where only the weights are quantized
very close to the accuracy of non-quantized networks is. In
networks where both activations and weights are quantized
the drop in inference accuracy becomes bigger, although the
achieved top-1 accuracy is still over 88.5%. More remarkable
is the difference between ternary and binary networks. Table
IV clearly shows that being able to represent the value of
0 in ternary networks helps in achieving a higher inference
accuracy. Besides that, it should be noted that the achieved
accuracy in the experiments is within 1.3% of the top-1
accuracy obtained in papers for full precision, TWN, BWN
and BNN. The accuracy obtained for TNN is notably lower
than reported in literature. This difference is expected to be
caused by the various classifiers used in the experiments and
literature. The classifier used for TNN in literature consists of
a fully connected layer with M = 1024 followed by a SVM,
whereas the classifier used in the experiments consists of a
fully connected layer with M = 10 followed by a LogSoftmax
activation function.

In terms of the logic area, the advantages of quantization are
also clear from Table IV. The additional cost of ternarization
compared to binarization become evident when comparing
TNNs and BNNs. The increased logic area for TNNs is caused
by the replacement of the XNOR operation with the GXNOR
operation and the extra popcount that is needed.

It is clear from Table IV that quantization also results in
a large reduction in energy consumption. It can be seen that
using binary weights and activations can lead to almost a 500
times reduction in the energy consumption when both weights
and activations are either ternarized or binarized. It should be
noted that the energy cost of memory accesses is not taken
into account in this comparison. However, this is expected to
further increase the difference in energy consumption between
the full precision and quantized versions. At the same time,
taking into account the memory accesses will likely increase
the difference between binary and ternary networks because
less memory accesses are needed in binary networks compared
to ternary networks due to more efficient bit packing.

Table IV shows a clear trade-off between the achievable
top-1 accuracy, area and energy consumption for the var-
ious quantized neural networks. It can be concluded that
the networks involving ternarization have the capability to
significantly decrease the energy consumption with a marginal
loss in top-1 accuracy. Higher precision networks can still be
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TABLE IV
TOP-1 INFERENCE ACCURACY OF A VGG-SMALL NETWORK ON THE

CIFAR-10 DATASET FOR VARIOUS LEVELS OF QUANTIZATION.

Network type Full TWN BWN TNN BNN
(Input, Weight) (32,32) (32,2) (32,1) (2,2) (1,1)

Literature [10] 92.88 92.56 90.18
Literature [5], [9] * 93.18 91.73 87.89 89.85

Literature [11] ** 92.50
Experiments 92.73 92.48 91.68 90.39 88.59

Normalized area 1.0 0.070 0.068 0.0061 0.0038

Normalized energy 1.0 0.032 0.042 0.0022 0.0021

* The classifier is composed of two fully connected layers with M =
1024 and a SVM, no data augmentation is used

** The classifier is composed of a fully connected layer with M = 1024
and a SVM

considered when a high inference accuracy is strictly neces-
sary. Furthermore, binary networks can also be considered due
to their reduced memory requirements and increased potential
for parallelism compared to ternary networks. Because most
energy can be saved with fully binary or ternary networks
and the inference accuracy of ternary networks is remarkably
higher at a small increase in energy consumption compared to
binary networks, it is chosen to modify the CGRA with the
focus on TNNs.

V. PROPOSED CGRA MODIFICATIONS

In this section is described what modifications are made
to the CGRA for it to simultaneously support full precision
and TNNs at high energy efficiency. Next to that, the neural
network inference implementations are described based on
layer 1 and layer 2 of the VGG-small network for N = 1.
Finally, the method to evaluate the impact of the changes to
the CGRA on neural network inference and other applications
is presented.

In order to support TNNs at high energy efficiency, the main
operations that are used in these networks should be supported
by the CGRA. The GXNOR and popcount operations are
considered to be the main operations in TNNs and it is
therefore important that they are supported. The 32-bit inputs
of the FUs are handled as input vectors that contain 16 ternary
entries. This is done to reduce the amount of memory accesses
and increase the amount of parallelism. However, this does not
mean that the input of the FU is also interpreted to be a set
of 16 ternary entries for other operations. An illustration of
various bit packing methods that are supported by the CGRA
can be found in Figure 5. The encoding used for ternary values
allows the GXNOR operation to be easily performed, since the
MSB can directly be used as input to the AND gate, whereas
the LSB can directly be used as input to the XNOR and XOR
gates. Bit packing is applied in TNNs to make full use of the
16 ternary entries that can be packed together in a single 32-bit
word, even if it is not possible to fully pack the entries in the
direction of C. In that case, the way in which the entries are
bit packed in memory does not correspond anymore to how the
entries must be bit packed for the GXNOR operation. In order

Fig. 4. Internal architecture of the ALU in the CGRA with modifications
shown in red.

Fig. 5. A single 32-bit word can be interpreted as various sets of values in
the CGRA depending on the bit packing used. It should be noted that the 16
x 2-bit bit packing method corresponds to the encoding used in the CGRA
implementations of TNNs.

to solve this, shifting and masking operations are required to
reorder the bit packed entries. To further increase the energy
efficiency, the GXNOR, popcount and subtraction operations
that are needed to compute the result of a single multiply-
accumulate operation are merged into a single instruction.
To make sure the genericity of the CGRA platform is not
impacted, it is chosen to add the new operations to the existing
ALU of the CGRA. As an additional benefit, a large amount of
logic already present in this unit can be reused to add support
for the new operations. An internal representation of the ALU
can be found in Figure 4, where the modifications that are
made to the ALU are shown in red.

The execution schedule of the neural network layer has a
large impact on how energy efficient the implementation is on
the CGRA. In order to make sure that the schedule used for
evaluating and comparing different implementations is good,
a tool based on the work in [19] is used. This tool aims to find
an optimal schedule based on the amount of external memory
accesses between tiles given a certain layer of a neural network
and the amount of local memory by applying various loop
transformations. Unfortunately, the result of this tool can not
directly be used as an schedule on the CGRA because the tool
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assumes there is a local buffer that is able to store the input,
weights and output together in a single location, whereas the
local buffers in the CGRA are distributed among the different
LSUs. However, this tool is still used as a good starting point
to minimize the search space of optimal schedules. In the
end, a manual evaluation is performed to find a good schedule
by taking into account the amount instantiated LSUs and the
corresponding amount of LM available in these units.

Because there is no good compiler available for the CGRA
yet, creating a CGRA implementation must be done manually
with high effort. Creating a CGRA implementation starts with
specifying the architecture of the CGRA. In this architecture
specification, the type of FUs and interconnection between
them is described. After the architecture description is made,
the instructions that are executed by the FUs are defined in a
parallel assembly file. Each column in this file is linked to a
single IF and ID unit pair. The initial contents of the GM must
also be supplied separately. Finally, a verilog test bench is used
that instantiates all the required FUs and memories based on
the previously described files. By performing simulation using
this test bench, the functionality of the CGRA implementation
can be verified.

To be able to compare the various CGRA implementations
of the two types of precision in neural networks, a baseline is
established. This baseline is created by evaluating the energy
consumption of the first layer of the VGG-small network
on the CGRA platform using an image from the CIFAR-10
dataset as input. The architecture of this CGRA implementa-
tion consists of 16 IDs, 6 LSUs, 9 MUL units, 24 ALUs and 1
IU and computes in each cycle the output of a 3x3 convolution
operation on a single ifmap by applying software pipelining.
In order to minimize the amount of memory accesses, the
kernel weights and input image are reused by storing them in
registers and LM respectively. As a result, the inner loop of
the schedule iterates over the ifmap.

In order to make a fair comparison between TNNs and full
precision networks, a TNN implementation of the first layer
of the VGG-small network is also created for the CGRA with
the proposed modifications. However, because for the input
image it holds that N = 3, packing the ternary values in
32-bit wide words introduces some extra overhead. This is
because all values that are packed together will be accumulated
during the popcount operation, which limits the bit packing
options. For the TNN implementation of the first layer of the
VGG-small network, it is chosen to pack the weights and the
input channels corresponding to a single position in the ofmap
together in two 32-bit words. Because these weights require
27 values, 10 out of the 64 bits are set to 0 in all sets of bit
packed weights and inputs. Because of the use of bit packing,
the required architecture is also smaller compared to the full
precision version. It consists of 11 IDs, 3 LSUs, 10 ALUs and
4 IUs. In each cycle, a single position in the ofmap plane is
computed. In contrast to the full precision network, the kernel
weights and input image are now reused by storing them in
LM and registers respectively. Because of this, the inner loop
now iterates over M .

In order to show that the modifications to the ALU can
also be used to accelerate larger layers in neural networks, a

TNN version of the second layer of the VGG-small network
is mapped to the CGRA. The second layer of the network is
notably larger than the first layer because N = 128 instead
of N = 3. In order to compute a single position in the
ofmap plane in a each cycle, 1152 GXNOR operations need
to be performed and 384 input values need to be loaded in
parallel. In order to support this level of parallelism efficiently,
the values are now packed in the direction of C. Next to
that, by mapping the layer in this way it is shown that the
CGRA can provide a high level of parallelism at high energy
efficiency whenever sufficient FUs are available. A schematic
representation of the architecture and connections between
the FUs can be found in Figure 6. This CGRA architecture
consists of 11 IDs, 24 LSUs, 197 ALUs and 3 IUs. It is
evident that the amount of required IDs is limited, because
a single ID can be connected to multiple FUs. In order to
minimize the amount of accesses to GM, the filters are stored
in registers and the ifmaps in LM. In Listing 1, the schedule
of this second layer can be found. At first, the top half of
all ifmaps is loaded from GM to LM, since they are reused
frequently. Then, all weights corresponding to a single ofmap
are loaded to the output register of the GXNOR units. Then,
three rows of ifmaps are loaded from LM in a column major
fashion. Once the correct inputs are available at the GXNOR
units, a fused GXNOR-popcount operation is performed that
multiplies all ternary values and accumulates the result. These
intermediate results are added using an adder tree that consists
of 74 ALUs. The activation function is applied based on a
thresholding function and the output result is bit packed using
shift and OR operations. After 16 output results are computed
and packed into a single 32-bit word, the result is stored in
GM. This process is software pipelined until the ifmap in
LM is completely processed. Then, new filter coefficients are
loaded to the output register of the GXNOR units and the
ifmap is loaded again from the start of LM. After all filters
are processed, the other half of the ifmap is loaded into LM
and the computation repeats until the full ifmap is processed.

The main difference between the full precision and TNN
version of these implementations is that the expensive op-
erations in full precision networks can be replaced by less
expensive operations without compromising the functionality
of these networks. An important difference in creating the
network is that for TNNs the bit packing method has to be
taken into account which results in some overhead in packing
the output results and when C < 16. However, by applying
bit packing, TNNs allow for a significantly higher level of
parallelism.

A detailed model of the CGRA is used to evaluate the
energy consumption of the different implementations. This
model approximates the energy consumption of each in-
struction and memory access based on measurements of a
synthesised CGRA in commercial 40nm technology. These
measurements are based on randomly generated input signals
for various datawidths and uses the median of the energy
consumption as an estimation of the energy consumption for
each instruction. Using the execution trace obtained from
simulation, the occurrence of each instruction is counted and
an estimation is made of the total energy consumption.
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Fig. 6. Layout and interconnection of FUs in the CGRA implementation of
the second TNN layer of the VGG-small network where ID units are omitted
for clarity.

Listing 1. Pseudocode of the schedule used for the CGRA implementation
of the second TNN layer of the VGG-small network.

Input[128][34][34] //zero padded 32x32 for 128
features

Weight[128][128][3][3] //3x3 kernel for 128 features

for (E=0; E<32; E+=16) { //ofmap height
load Input[0:127][E:E+18][0:34] from GM to LM
for (M=0; M<128; M++) { //ofmap channels

load Weight[M][0:127][0:2][0:2] from GM
#pipelined begin

for (y=E; y<16; y++) {
for (x=0; x<34; x++) {

load Input[0:127][y:y+2][x] from LM
convolution3x3(Image, Weight)
threshold()
store result[M][E+y][x-2] in GM

}
}

#pipelined end
}

}

VI. EVALUATION OF CGRA MODIFICATIONS

The previously described CGRA implementations are eval-
uated based on the original and modified version of the
ALU in terms of execution time, energy consumption and
area. The results of each implementation can be found in
Table V. The area for GM is presented separately because
it can be considered as off chip memory. The GM area
differs for each implementation because the required amount
of GM entries also differs between implementations due to
different layer sizes and bit packing. It can be seen that the
modifications made to the ALU result in a 1.07 times increase
in energy consumption and 1.09 increase in area of the full
precision implementation. This is because the full precision
implementations do not make use of the additional operations
in the ALU and operations that were already supported by the

TABLE V
EXECUTION TIME, ENERGY CONSUMPTION AND AREA OF DIFFERENT

CGRA IMPLEMENTATIONS OF FULL PRECISION AND TNNS.

VGG-small layer Implementation
Execution time Energy Area (GM)

[cycles] [µJ] [mm2]

Layer 1
Full precision (orig.) 458146 151.60 0.76 (4.96)
Full precision (mod.) 458146 162.15 0.83 (4.96)

TNN (orig.) 458146 151.60 0.76 (4.96)
TNN (mod.) 132926 11.29 0.49 (0.62)

Layer 2 TNN (mod.) 178626 135.85 1.79 (1.46)

original ALU have become more costly. When looking at the
TNN version of layer 1, it is clear that the implementation
with the modified ALU is 3.4 times faster compared to the
implementation with the original ALU. This is because the
amount of parallelism in the modified TNN implementation is
higher, as in each cycle the output of a single position in the
ofmap is computed. This is in contrast to the implementation
with the original ALU, where a single position in the ofmap
corresponding to only a single ifmap is computed in each
cycle. Because C = 3, a factor of 3 speedup can be achieved.
The additional speedup can be attributed to the decreased loop
overhead and more efficient data loading due to bit packing.
When looking at the energy consumption, it can be seen that
the modified TNN implementation only uses 7.45% of the en-
ergy of the TNN implementation using the original ALU. Also
in terms of area, the benefits of the modifications to the ALU
for the TNN implementation are clear, especially in terms of
the required size of GM. When ignoring the area of the GM,
the modified TNN implementation still requires 36% less area.
It is expected that the TNN implementation of the second
layer has a larger increase in energy efficiency compared to
the first layer, because of a higher level of parallelism in
combination with that more efficient bit packing methods can
be applied that do not involve shifting and masking. In Table
V can also be seen that the TNN implementation of the second
layer consumes less energy compared to the full precision
implementation of the first layer, even though the second layer
is significantly larger. This shows again the benefits of TNNs
in terms of energy consumption.

In Figure 7, a breakdown of the energy consumption over
the various memories and FUs of different implementations
is given. It can be seen that for the full precision version of
the first layer, the multipliers consume most energy and that
37% of the energy is spent on memory. This is significantly
lower than the 70% that is spent on memory in the TNN
implementation of the same layer. The main reason for this is
that there are a large number of IDs compared to the number of
other FUs in the TNN implementation due to the low amount
of instruction level parallelism that is exploited. As a result,
58% of the total energy is spent on IM. This problem is solved
in the TNN implementation of the second layer, where a large
amount of parallelism is exploited. As a result, 32% of the
energy is spent on memory. Due to the more efficient bit
packing method, the contribution of other ALU operations to
the total energy is also reduced. It should be noted that 13.5%
of the memory is consumed by the pass operation and can be
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Fig. 7. Breakdown of the energy consumption in the different implementations
on the CGRA.

considered to be overhead. This pass operation is needed to
allow for efficient pipelining on the CGRA. When comparing
the energy consumption of LM and GM, it can be seen that
the energy consumption of LM is significantly higher than GM
for all implementations due to the extensive amount of data
reuse.

It is also important to assess the impact of the modifica-
tions made to the ALU on operations that could already be
performed on the original ALU. Figure 8 therefore shows
the energy consumption of various operations on the original
and modified ALU for random input combinations. It can be
seen that for operations that are supported by both ALUs, the
median of the energy consumption is 56-99% higher in the
modified ALU. This is due to the additional logic in the mod-
ified ALU which causes changes on the input signals to ripple
through a larger part of the ALU, since there are no input
registers. It can be seen that the energy consumption of the
nop operation can be quite high, this is because the decoded
nop instruction is similar to the decoded popcount instruction.
This causes the popcount operation to be performed internally
whenever a nop instruction is received. It can also be seen
that the mask operation consumes only little energy. This is
because the mask operation is a simple operation that consists
of negation, OR and AND operations. The decoded mask
instruction has little similarity with other decoded instructions,
which causes changes on the input signals to not ripple far
through the ALU. Due to the additional logic in the modified
ALU, the area is increased by a factor of 2.15. The main
increase in area is caused by introducing support for arbitrary
shifts and the popcount operation.

The advantages of having to specify the assembly instruc-
tions manually become evident in the performance reports
where the utilization of each of the FUs is given. Because
software pipelining and bypassing is applied in combination
with a good schedule, the utilization of the LSU responsible
for loading the input data is over 96% for all implemen-
tations. Besides that, the FUs that are responsible for the
main multiply-accumulate operation have a utilization of over

86%. The utilization of these units is lower because the input
data is loaded from GM to LM while other units are idling.
Besides that, for each new row in the output feature map,
the input feature map needs to be loaded to the multiplier
units and the memory addresses parameters must be reset
to allow for implicit address generation. There are also FUs
that have a very low utilization. This holds for the ALU that
acts as a loop counter in the TNN implementation of the
second layer. There, the inner loop is unrolled extensively and
consists of 108 parallel instructions in which the loop counter
is used only once. Also the mask and shift ALUs in the TNN
implementation of the first layer have a low utilization since
they reorder the input values in 3 cycles, after which the ALUs
idle for 128 cycles to let the other units iterate over M in the
schedule.

Ideally, the CGRA implementation should be compared to
other accelerators aimed at accelerating neural network infer-
ence for mixed precision neural networks. However, there are
often no power or energy numbers published for other acceler-
ators or very different technologies, networks, or datasets are
used to evaluate the energy consumption. Therefore, a direct
comparison between the presented CGRA implementation and
other implementations presented in literature would be very
inaccurate and is therefore omitted.

VII. SCALABILITY ANALYSIS

By mapping a highly parallel implementation of a ternary
version of the second layer of the VGG-small network, it is
shown that the proposed extensions to the CGRA also allow
for efficient mapping of bigger ternary convolutional layers
to the CGRA. In order to find out how this scales to other
TNN layers, a scalability analysis is performed that evaluates
the impact of important layer parameters from Table I in
two dimension. Firstly, an estimation is made on the required
amount of FUs to compute the output result of M∗ ofmaps in
parallel for a single position in the ofmap plane. It is assumed
that C ≥ 16 to allow for efficient bit packing in the direction
of C. Also, for the amount of required FUs, H and W are
not taken into account, since the operations are performed at
kernel level. Next to that, the impact of C, M , R and S on
the expected increase in execution time on a given CGRA
architecture is estimated. This architecture is similar to the
one depicted in Figure 6, but can only process 16 ifmaps,
instead of 128, in parallel. The increase in execution time is
therefore provided compared to a layer with C = 16, M = 1,
R = 3, S = 3, H = 34 and W = 34. In the estimations
for the execution time, it is assumed that the delay of loading
and storing intermediate results from layers with C > 16,
R > 3 and S > 3 can be ignored. This is because the
delay can be hidden by adding only a single LSU that holds
these intermediate values and applying software pipelining.
The result of the scalability analysis can be found in Table
VI. It should be noted that it holds that

C ′ =

⌈
C

16

⌉
, H ′ =

H

34
and W ′ =

W

34
.

When looking at the CGRA instance in Figure 6, it can
be seen that the ALU is responsible for 7 functions. These
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TABLE VI
SCALABILITY ANALYSIS BASED ON C′ ,M∗ ,M ,R AND S .

# ALU
2C′M∗RS + C′M∗min(R,S)(max(R,S)− 1) +⌊

log2(C
′M∗RS)

⌋
+ 3M∗ + 1

# LSU C′min(R,S)

# IU 1 + 2M∗

# ID 9 + 2M∗

Execution time C′MH′W ′
⌈
R
3

⌉⌈
S
3

⌉

functions include: loop counter, GXNOR-popcount, GXNOR-
popcount pass, accumulator, threshold, shift and OR. Because
there is only a single program counter in the ABU, no matter
how large the TNN layer is that needs to be computed, there
is only a single ALU needed that is used as a loop counter.
Because the entries are bit packed in the direction of C, the
amount of multiply-accumulate operations that need to be
performed in parallel is equal to C ′M∗RS. The amount of
required ALUs for the GXNOR-popcount operation therefore
scale with the same term. The amount of ALUs required
to pass the correct inputs to the ALUs responsible for the
GXNOR-popcount operation depends next to C ′ and M∗

also on the size of the kernel. However, this relation also
depends on the amount on instantiated LSUs. In order to
minimize the amount of LSUs and memory accesses and
maximize the amount of reuse, the schedule iterates over
the direction in which the kernel is largest. Because of this,
the required ALUs for GXNOR-popcount pass is equal to
C ′M∗min(R,S)(max(R,S) − 1). The amount of required
ALUs for the accumulator depends on the amount of numbers
that need to be accumulated. This number is equal to the
amount of GXNOR-popcount operations performed in parallel,
which is equal to C ′M∗RS. However, because the adder tree

is not balanced for every combination of C ′, M∗, R and
S, some additional ALUs are needed to forward data to the
next layer of the adder tree. The maximum amount of ALUs
required for this is additional forwarding is

⌊
log2(C ′M∗RS)

⌋
.

The total amount of ALUs needed for the accumulation is
therefore at most C ′M∗RS +

⌊
log2(C ′M∗RS)

⌋
. The ALU

responsible for the threshold activation function scales with
M∗, because ∆ can differ for each ofmap and a single ALU
can only perform one threshold operation at a time. The shift
and OR ALUs scale with a factor of M∗ as each output of the
threshold function must be shifted and bit packed separately.
When all these terms are combined, the total scaling factor of
ALUs as can be found in Table VI is obtained.

It is clear from Table VI that the amount of required ALUs
scales fast with increasing layer size. This does not come as a
surprise, since the ALUs are used for most of the operations in
a TNN layer. Because the execution scalability analysis uses
a first order approximation, the execution time scales linearly
with C ′ and M . The nonlinear scaling for increasing R and
S has to do with the fact that R by S kernels cannot always
be efficiently mapped on an CGRA architecture aimed at 3x3
convolutional kernels.

VIII. CONCLUSION

In this work, an existing CGRA is modified to add support
for TNNs, which are found to give a good trade-off between
energy consumption and inference accuracy. Modifications to
the ALU lead to an increased area and a reduction in the
energy efficiency for most ALU operations. However, because
the ALU is a relatively small FU, the impact on the overall area
is marginal. Also, because the modified ALU allows for a 16
times increase in parallelism for TNNs, the decrease in energy
efficiency for single operations still results in a 13.4 times
increase in energy efficiency for the first layer in the VGG-
small network. The scalabilty analysis shows that the CGRA
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architecture can easily be scaled to support large convolutional
layers that can be found in deeper layers and other neural
networks efficiently, because a high level of parallelism can
be applied.

IX. FUTURE WORK

In this work it is shown that adding functionality to support
TNNs in the CGRA results in a large benefit in terms of
energy consumption and execution time. However, in order to
make a better trade-off between energy and inference accuracy,
it would be interesting to also provide support for other
levels of quantization. More specifically, in experiments not
discussed in this paper it has become clear that the use of
multigranular multiply and addition operations results in a
significant reduction in energy consumption due to the increase
in parallelism at a small increase in area.
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