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Chapter 1

Introduction

This thesis is devoted to the study of two-dimensional queueing processes. One-
dimensional queueing processes, like the queue length or workload process of a
single server queue, have been extensively studied and a wealth of probabilistic and
analytic methods and results is available. However, for multi-dimensional queueing
processes, very few methods have been developed, and exact analytic results are rare.

After providing the background and global overview of the thesis, we discuss two
single server queue models which are key building blocks in the remainder of the
thesis. Subsequently, we brie�y outline some analytic methods which have allowed
the exact analysis of a few classes of two-dimensional queueing processes. We also
consider some asymptotic techniques. The chapter is closed with an overview of the
main contributions and the organization of the thesis.

1.1 Background and overview of the thesis
In every-day life, one often encounters the following situation. Customers require
some service from a service provider, and this service provider has limited service
capacity. Hence customers might have to wait before receiving service. Examples can
be found in hospitals, banks and call-centers, where the customers typically are human
beings; but important examples also arise in factories, computers and communication
systems, where the customers are products, computer jobs or messages that need
to be processed or transmitted. Queueing theory is the mathematical theory that is
concerned with such congestion phenomena.

Queueing theory has been intensively studied, resulting in a deep understanding of
fundamental model quantities such as the workload, the waiting time and the length
of a queue, see e.g., [22, 74] and the references therein. Research has predominantly
focused on one-dimensional stochastic processes. However, in queueing theory one
is usually faced with networks of interacting resources, or with several classes of
interacting customers; and thus one needs to study multi-dimensional stochastic
processes. These are often stochastic processes in the positive orthant, with re�ec-
tion at the boundaries, because quantities like workload and queue length cannot
become negative. The boundary re�ections, and even more so the usually intric-
ate interaction of customer classes and/or resources, lead to extremely challenging
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Chapter 1 Introduction

mathematical problems. Such systems oftentimes defy a detailed exact analysis, and
higher-dimensional systems have only been fully analyzed in exceptional cases.
Aside from the class of queueing networks that allow for product-form repres-

entations of stationary distributions, most multi-dimensional queueing systems
require rather tailor-made analysis approaches. This thesis is concerned with several
examples of such systems, for which we resort to various mathematical analysis
techniques, the most prominent being analytic series expansion techniques and the
analysis of boundary value problems. By collecting various analysis techniques and
several model variations of a canonical queueing system, the results in this thesis
con�rm that these techniques indeed require model-speci�c approaches. At the same
time the thesis shows that such dedicated approaches do lead to new insights and
help broadening the applicability of existing mathematical analysis techniques.

By focusing on a few classes of two-dimensional queueing problems that have so far
resisted exact analysis, the main aims of this thesis are to deepen our understanding of
the complexity of higher-dimensional queueing models, and to make a methological
contribution to their analysis. In this thesis, we focus on three di�erent classes of
two-dimensional queueing models.

◦ The �rst set of models are polling models under the Randomly Time Limited
(RTL) service discipline. The RTL discipline considered in this thesis operates
as follows: whenever the server enters a station, a timer is activated. The
server stays in that station until the timer expires, and then directly moves to
another station. For this model, we assume a stream of arrivals in each of the
stations of the polling model governed by a Poisson process or a �uid process.
We also assume that the service times are generally distributed and that the
service rate is constant or proportional to the system’s workload (shot-noise
process).

◦ The second set of models are in�nite-server queueing models in which the
arrival process is a Cox process or a self-exciting (Hawkes) process. These
arrival processes exhibit the property of over-dispersion, which means that
the ratio of the variance to the mean is greater than one. This over-dispersion
property is important in many queueing applications.

◦ The third set concerns a special class of two-dimensional re�ected random
walks in the �rst quadrant, for which we can directly compute the quantities
of interest using a compensation argument. The idea of the compensation
argument has been successfully implemented for simple (nearest neighbors)
two-dimensional re�ected random walks in the �rst quadrant and to non-
nearest-neighbor random walks with a speci�c structure [10]. In this thesis,
we consider extensions to other non-nearest-neighbor bounded transitions.
An example of this class is a slotted-time relay-assisted cooperative random
access wireless network composed of a saturated source user, with two relay

2
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nodes that are operating under the “join the shortest relay queue” policy and
with a common destination node.

This �rst introductory chapter serves as further background to motivate the study
of such multi-dimensional stochastic processes in the positive orthant. The models
studied in this thesis require in-depth knowledge of several probabilistic techniques
that can to a large extent be clustered as exact analytic methods and asymptotic tech-
niques. In Section 1.2, we demonstrate the use of transform methods in the analysis
of two queueing models which are basic building blocks of some of the models of this
thesis. In Section 1.3, we provide a brief introduction to the exact techniques, namely
the boundary value method (BVM), see Section 1.3.1, the perturbation approach (PA),
see Section 1.3.2, the compensation approach (CA), see Section 1.3.3, and the power
series algorithm (PSA), see Section 1.3.4. In Section 1.4, we focus on the asymptotic
techniques used in this thesis and we particularly emphasize heavy-tra�c analysis.
Section 1.5 provides an overview of the contributions and organization of the thesis.

1.2 Laplace-Stieltjes transforms and fundamental
one-dimensional models

In the literature, the application of analytic methods in queueing theory has received
much attention. These methods often involve Laplace transforms or generating
functions of probability distributions, that can be used to obtain, e.g., (numeric)
distributions, moments and asymptotic results. Hence, many studies of queueing
models focus on �nding one of these transforms for one of the performance measures.
Nowadays, there exist very e�cient numerical inversion algorithms, even for higher-
dimensional transforms [71, 91]. To illustrate the use of the Laplace transforms in
the context of this thesis, we use two fundamental queueing examples: the M/G/1
queue and the shot-noise model. The multi-dimensional counterparts of these two
queueing examples are the driving queueing mechanisms of the multi-dimensional
models studied in Chapters 2, 4 and 5.

1.2.1 The M/G/1 queue
In queueing theory, the M/G/1 queue is one of the best studied queueing models.
We use this example as a vehicle to illustrate the power of Laplace transforms in
studying queueing models and in deriving several exact results. More speci�cally, in
this section, we focus on the computation of the Laplace transform of the workload
in steady-state. The main ideas presented for the M/G/1 queue are of paramount
value for the multi-dimensional models analyzed in the thesis.

It is assumed that customers arrive according to a Poisson arrival process with
rate λ, there is a single server and the service requirements of successively arriving
customers, say {Bi}i∈N, form a sequence of i.i.d. random variables with density
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Chapter 1 Introduction

fB(·) and Laplace-Stieltjes transform (LST) β(s) = E(e−sB), with Re[s] ≥ 0. Let
{V (t), t ≥ 0} denote the workload at time t, t ≥ 0, and let V denote the steady-
state workload, with cumulative distribution functions FV (t)(·) and FV (·), and with
densities fV (t)(·) and fV (·), respectively.
We are interested in computing the distribution of the steady-state workload. To

this purpose, we restrict our analysis to the region of stability (i.e., the set of parameter
values for which it is guaranteed that the model under study is stable). For the M/G/1,
it is well known that it is stable if and only if ρ := λE(B) < 1, see, e.g., [157].

Consider a time interval of in�nitesimally small length ∆t, then we can write, for
x, t > 0 and for some �nite constant θ ∈ [0, 1],

FV (t+∆t)(x) =(1 − λ∆t)FV (t)(x+ ∆t)

+ λ∆t
∫ x

y=0
P(B ≤ x− y) dy FV (t)(y + θ∆t) + o(∆t). (1.1)

The above equation is derived by distinguishing between the possibilities of no arrival
in ∆t and of having one arrival in ∆t with a service requirement of at most x− y
given that V (t) = y; the probability of having two or more customers in ∆t is o(∆t).
For two functions g(x) and h(x), we write g = o(h) if limx→0 g(x)/h(x) = 0. For
more details about the derivation of the above equation we refer readers to [31,
Section 1.6].

Subtracting FV (t)(x), dividing by ∆t on both sides and taking the limit ∆t ↓ 0 in
the above equation, yields

∂

∂t
FV (t)(x) = ∂

∂x
FV (t)(x) − λ

∫ x

y=0
P(B > x− y) dy FV (t)(y). (1.2)

Under the stability condition, the stochastic process {V (t), t ≥ 0} has a steady-state
distribution FV (·) with density fV (·). Letting t → ∞ in (1.2) and observing that
lim

t→∞
∂
∂tFV (t)(x) = 0, we obtain

fV (x) = λ

∫ x

y=0
P(B > x− y) dFV (y), x > 0. (1.3)

One can also derive (1.3) using the level-crossing technique, cf. [55, p. 4], by equating
the rates to cross any level x > 0 from above and from below. Introducing the
workload LST

ξ(s) := E(e−sV ) =
∫ ∞

0
e−sx dFV (x) = FV (0) +

∫ ∞

0+
e−sx dFV (x) dx,

and taking the LST on both sides of (1.3), we obtain

ξ(s) − FV (0) = λ

∫ ∞

x=0

∫ x

y=0
e−sxP(B > x− y) dFV (y) dx. (1.4)
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1.2 Laplace-Stieltjes transforms and fundamental one-dimensional models

Now applying the change of integration order in the r.h.s. of (1.4), and assuming
P(B = 0) = 0, we obtain

ξ(s) = FV (0) + λ

∫ ∞

y=0
e−sy

∫ ∞

x=y

e−s(x−y)P(B > x− y) dxdFV (y)

= FV (0) + λ
1 − β(s)

s
ξ(s). (1.5)

Using ξ(0) = 1 and lim
s↓0

1−β(s)
s = E(B) yields FV (0) = 1 − λE(B) = 1 − ρ. Then,

substituting this in the above equation yields

ξ(s) = s(1 − ρ)
s− λ(1 − β(s)) . (1.6)

This is the so-called Pollaczek-Khinchin formula. One can use this formula for various
properties, e.g., one can try to invert the transform expression in order to obtain V (x);
one can derive moments from ξ(s), in particular E(V ) = − d

dsξ(s)
∣∣
s=0 = λE(B2)

2(1−ρ) ;
one can use the LST to obtain the tail asymptotics P(V > x) for x → ∞, e.g., see
[50, 73].

1.2.2 The shot-noise queue

A shot-noise queue is a single server queue with workload-proportional server speed,
see e.g., [140, Chap. 2]. In this subsection, we view a shot-noise queue as an M/G/1
queue with the special feature that the server works at speed rx when the workload
is x, with r > 0. Again suppose that customers arrive according to a Poisson process
at rate λ and let {A(t), t ≥ 0}, denote the arrival process at time t, t ≥ 0. The
service requirements form a sequence of i.i.d. random variables, say {Bi}i∈N , with
density fB(·) and LST β(·). Let {X(t), t ≥ 0} denote the workload of the shot-noise
queue at time t, t ≥ 0.
Due to the linear service speed assumption, the workload process can be de�ned

as

X(t) = X(0)e−rt +
A(t)∑
i=1

Bie
−r(t−ti), t ≥ 0, (1.7)

with ti denoting the arrival epoch of the i-th customer, i = 1, . . . , A(t), who brings
a workload of size Bi. Our main objective is to characterize the LST of the workload
X(t) of the shot-noise queue. From (5.1), we obtain, for Re[s] ≥ 0,

E(e−sX(t)) = E

e−s

(
X(0)e−rt+

∑A(t)
i=1

Bie−r(t−ti)
) . (1.8)
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Chapter 1 Introduction

Conditioning on the event {A(t) = n} we get

E(e−sX(t)) =
∞∑

n=0
e−λt (λt)n

n! E
[
e

−s
(

X(0)e−rt+
∑n

i=1
Bie−r(t−ti)

)∣∣∣A(t) = n

]
.

(1.9)

Given a deterministic starting value X(0) and using the well-known property that,
if n events occur in [0, t] according to a Poisson process, then all arrival epochs are
independent and uniformly distributed on [0, t], it easily follows

E(e−sX(t)) = e−sX(0)e−rt
∞∑

n=0
e−λt (λt)n

n!

(∫ t

0

β(se−rv)
t

dv
)n

= exp
(

−sX(0)e−rt − λ

∫ t

0
(1 − β(se−ru)) du

)

= exp
(

−sX(0)e−rt − λ

r

∫ s

se−rt

1 − β(u)
u

du
)
. (1.10)

For any r > 0, the stochastic process {X(t), t ≥ 0} has a steady-state distribution,
see e.g., [32]. Denoting by X the steady state random variable with the distribution
function FX(·), with LST η(s), it follows from (1.10) that (see also [132, Equation
(8)])

η(s) = exp
(

−λ

r

∫ s

0

1 − β(u)
u

du
)
. (1.11)

In the special case thatB is exponentially distributed with mean 1/µ, we substitute
β(s) = µ

µ+s to obtain

η(s) =
(

µ

µ+ s

)λ/r

,

which corresponds to a Gamma distribution with shape parameter λ/r and scale
parameter 1/µ.

In the next section, we discuss four analytic methods for deriving the steady-state
distribution of queue lengths and/or workloads for two-dimensional queues. The
insights and results that are obtained using these methods for two-dimensional
queues lay a theoretical foundation for the analysis of multi-dimensional queues.
These methods show promise of successful employment and structural insight for
both two-dimensional and - in some cases - higher-dimensional systems.

1.3 Exact analytic methods for multi-dimensional
models

A �rst methodological breakthrough in the exact analysis of two-dimensional re�ec-
ted random walks in the �rst quadrant was realized by Fayolle and Iasnogorodski
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[99]. They analyzed the model of two coupled processors, under exponentiality as-
sumptions, viz. two coupled M/M/1 queues. The two processors/queues are coupled
in the following sense: one server speeds up when the other is idle. For this model,
they showed how the generating function of the two-dimensional joint queue length
distribution can be obtained via the solution of a Riemann-Hilbert boundary value
problem. The main extensions of this idea of translation to a boundary value problem
of mathematical physics (Riemann, Riemann-Hilbert, Wiener-Hopf) can be found in
the monographs [77, 75, 100].
The boundary value method (BVM) is powerful but still has restricted applicab-

ility, and o�ers limited probabilistic insight. Hence, other methods like the power
series algorithm (PSA) and the compensation approach (CA) have been developed, as
surveyed in [5], but their applicability so far is also quite limited. Whereas the previ-
ously mentioned techniques emerged from the �eld of queueing theory, perturbation
analysis (PA) techniques (in which the steady state performance measures are written
as expansions in terms of a perturbation parameter ε) were developed for general
Markov processes. For �nite-state Markov processes, the PA may use matrix-analytic
techniques [25, 80, 121, 188]. For in�nite-sized state spaces several complications
arise [153]. To overcome this hurdle, general frameworks such as in [36, 68, 144]
have been developed, but unfortunately they impose rather restrictive conditions
that so far exclude queueing models. In [26], these conditions were relaxed to include
certain speci�c queueing applications.

In the next subsections, we provide a comprehensive overview of these approaches.

1.3.1 Approach: The boundary value method (BVM)

Among the methodologies (that we discuss) for the exact analysis of two-dimensional
queueing models, cf. [5], the BVM is the only one that allows for the service times
to be generally distributed. This method suggests to study the joint PGF of the
queue lengths or the joint LST of the workloads using complex function methods.
We provide a better understanding in order to apply the BVM for two-dimensional
random walks. We consider two examples: 1) the 2 × 2 clocked bu�ered switch
problem, in which we show how to use the BVM for the computation of the joint
PGF of the queue lengths; 2) the coupled processor model, in which we show how to
use the BVM for the computation of the joint LST of the workloads.

Example 1.1 (BVM: 2 × 2 clocked bu�ered switch problem). The analysis that
follows is taken from [63]. The 2 × 2 switch problem is modeled as a discrete-time
queueing model with 2 parallel servers, each with its own queue, and 2 types of
arriving jobs. Jobs of type i, i = 1, 2, in a time unit (= clock cycle) are assumed to
arrive according to a Bernoulli stream with rate p, 0 < p < 1. Jobs always arrive at
the beginning of a time unit and once a job of type i has arrived, it joins the queue
at server j with probability ti,j = 1

2 , j = 1, 2. Each server can serve exactly one
customer per time unit.

7



Chapter 1 Introduction

Let {Ni(t), t ≥ 0} denote the number of customers at queue i, i = 1, 2, at time
t, t ≥ 0. Let π(m,n) = lim

t→∞
P(N1(t) = m,N2(t) = n), m,n ≥ 0, denote the

steady-state joint queue-length distribution, and let

f(x, y) =
∞∑

m=0

∞∑
n=0

xmynπ(m,n), |x| ≤ 1, |y| ≤ 1, (1.12)

de�ne its probability generating function (PGF). In what follows, we discuss how to
obtain the unknown PGF. Our aim in this subsection is to give the reader insight into
the BVM for the analysis of the 2 × 2 switch problem.
By converting the balance equations (see [63, Eqns. (2.2)-(2.5)]) in terms of the

PGF (1.12), we obtain a functional equation for the 2 × 2 switch problem (see [63,
Equation (2.15)] )

(xy − r(x, y))f(x, y) =(y − 1)r(x, 0)f(x, 0) + (x− 1)r(0, y)f(0, y)
+ (x− 1)(y − 1)r(0, 0)f(0, 0), (1.13)

where
r(x, y) := (1 − p+ p

2(x+ y))2. (1.14)

In the sequel, we show how to compute the unknown PGF by solving the functional
equation for the PGF of the steady-state distribution. This is achieved by reducing the
above functional equation to a standard Riemann-Hilbert boundary value problem.
Equations like (1.13) have been studied in the monograph [77]. The performed steps
are also used in Chapter 3 to analyze a two-dimensional Markov modulated �uid
queueing model.

Since f(x, y) is a PGF, it is analytic for |x| < 1, |y| < 1. We denote the interior of
this unit circle by D and its closure by D̄. The kernel xy − r(x, y) in (1.13) contains
all the necessary information. Let us �rst consider the zeros of the kernel xy−r(x, y)
that have |x| < 1, |y| < 1. The general approach is to consider the roots of the kernel
w.r.t. one of the variables x, y. Substituting such roots into (1.13) yields additional
equations between the unknown functions f(x, 0) and f(0, y). These additional
equations in fact give rise to Riemann or Riemann–Hilbert boundary value problems,
whose solutions lead to a speci�cation of f(x, 0) and f(0, y) and hence f(x, y).
Extensive treatments of the BVM for functional equations can be found in [77] and
[100].
The following steps are discussed brie�y to obtain the solution of (1.13):
Step 1. De�ne S = {(x, y) ∈ C × C : xy − r(x, y) = 0}, with |x| ≤ 1, |y| ≤ 1,

which o�ers a large choice of zero pairs (x, y) for the considered problem. Due to
the symmetry of the underlying problem, it is natural to consider (x, x̄) ∈ S. This
choice yields an ellipse E = {x ∈ C : |x|2 = r(x, x̄)}.
Step 2. Substituting y = x̄ in (1.13) and for x ∈ E \ {1}, we obtain

r(x, 0)f(x, 0)
x− 1 + 1

2r(0, 0)f(0, 0) + r(0, x̄)f(0, x̄)
x̄− 1 + 1

2r(0, 0)f(0, 0) = 0, (1.15)

8



1.3 Exact analytic methods for multi-dimensional models

which yields

Re
[
r(x, 0)f(x, 0)

x− 1 + 1
2r(0, 0)f(0, 0)

]
= 0, x ∈ E \ {1}. (1.16)

From Equation (1.13) one can easily obtain f(1, 0) = 1 − p. Using it we calculate the
following residue, which is useful later in the analysis

lim
x→1

(x− 1)
[
r(x, 0)f(x, 0)

x− 1 + 1
2r(0, 0)f(0, 0)

]
= 1 − p. (1.17)

We now have a boundary value problem: determine the function that satis�es (1.16)
on the boundary E and is analytic inside E, but has a simple pole at 1. The solution
of such a problem is known when E is the unit circle. For other closed contours, one
needs a conformal mapping of that contour onto the unit circle.
Step 3. Let φ with inverse ψ be the conformal mapping of the unit disk onto the

region bounded byE with normalization conditions φ(0) = p
1+p , φ(1) = 1. De�ning

h(w) := g(ψ(w)), we obtain a “boundary value problem with a pole" of an extremely
simple form, discussed in [77, Section I.3.3] and [63, Section 6], for h(·) on the unit
circle D:

Re[h(w)] = 0, w ∈ D \ {1}, (1.18)

lim
w→1

(w − 1)h(w) = 1 − p

φ′(1) , (1.19)

with h(·) analytic onD, continuous on D̄ \ {1}. The solution of this boundary value
problem is

h(w) = 1
2

1 − p

φ′(1)
w + 1
w − 1 , w ∈ D. (1.20)

This determines the solution of (1.15) as[
r(x, 0)f(x, 0)

x− 1 + 1
2r(0, 0)f(0, 0)

]
= h(ψ(x)) = 1

2
1 − p

φ′(1)
ψ(x) + 1
ψ(x) − 1 , (1.21)

inside the ellipse E; the conformal mapping ψ(x) is a Jacobi elliptic function (see,
e.g., [167, Chap. VI.3]). From (1.21), we obtain

f(x, 0) = x− 1
2r(x, 0)

[
1 − p

φ′(1)
ψ(x) + 1
ψ(x) − 1 − r(0, 0)f(0, 0)

]
. (1.22)

Since we are analyzing the symmetric model, it holds that f(x, 0) = f(0, x). Hence
we know both unknowns f(x, 0) and f(0, y); substituting these in (1.13) yields
f(x, y) for |x| < 1, |y| < 1.

The BVM is not a simple recipe, and it involves many technical �nesses; to illustrate
this, we present a second example of its use. In the next example, we focus on
workloads instead of queue lengths, and we transform a two-dimensional queueing
problem into aWiener-Hopf boundary value problem.

9



Chapter 1 Introduction

Example 1.2 (BVM: The coupled-processor model). The analysis that follows
is taken from [77, Section III.3.1]. This model consists of two M/G/1 queues where
the servers act independently of each other as long as both are busy, and if one is
free, the other changes its service rate. More precisely, whenever both servers are
busy, each server serves with rate 1. However, if server 2 is idle then the service rate
provided by server 1 is ρ1, whereas if server 1 is idle then the service rate provided
by server 2 is ρ2. It is assumed that customers arrive to queue i according to a
Poisson process at rate λi, i = 1, 2. The service requirements of customers in queue
i are independent and identically generally distributed positive random variables,
generically denoted by Bi, i = 1, 2. We denote the LST of the service requirement
Bi by βi(s) = E(e−sBi), with Re[s] ≥ 0, i = 1, 2.

Let {Vi(t), t ≥ 0} denote the workload at queue i, i = 1, 2, at time t, t ≥ 0,
and let Vi denote the steady-state workload, with cumulative distribution functions
FVi(t)(·) and FVi

(·), and with densities fVi(t)(·) and fVi
(·), respectively. For this

model, we are interested in deriving the joint distribution of V1 and V2 using the BVM.
The BVM aims at solving the functional equation for the steady-state distribution.
Since we are interested in the joint steady-state workload distribution, which is a
continuous process, we consider the functional equation for the LST of the steady
state joint workload, derived in [77, p. 302] to be

κ(s1, s2)E[e−s1V1−s2V2 ]
= [(ρ1 − 1)s1 − s2]E[e−s1V11{V2=0}] + [(ρ2 − 1)s2 − s1]E[e−s2V21{V1=0}]
− [(ρ1 − 1)s1 + (ρ2 − 1)s2]E[1{V1=0,V2=0}], (1.23)

where E[1{V1=0,V2=0}] = P(V1 = 0, V2 = 0) and κ(s1, s2) = λ1(1 −β1(s1)) −s1 +
λ2(1 − β2(s2)) − s2, and 1{·} is an indicator function taking value one if the event
in the brackets is satis�ed, and value zero otherwise. To derive the above functional
equation, one needs to perform several steps of the dynamic evolution of the joint
workload distribution; the steps are similar to the steady state joint workload analysis
performed in Chapters 2, 4 and 5. The steps below are also similar to the ones in
Example 1.1.

Step 1. De�ne φ1(s1, w) = λ1(1 − β1(s1)) − s1 + w and φ2(s2, w) = λ2(1 −
β2(s2))−s2−w, so that the kernel κ(s1, s2) = φ1(s1, w)+φ2(s2, w). For allRe[w] ≥
0, we can always �nd a root of φ1(s1, w), say s1 = δ1(w), i.e., φ1(δ1(w), w) = 0.
Similarly, for Re[w] ≤ 0, there exists a root of φ2(s2, w), say s2 = δ2(w), i.e.,
φ2(δ2(w), w) = 0. This implies that for allRe[w] = 0, we have thatκ(δ1(w), δ2(w)) =
0.

Step 2. In the case 1
ρ1

+ 1
ρ2

6= 1, we show how to solve the above equation. For
Re[w] = 0, substituting the roots of the kernel (s1, s2) = (δ1(w), δ2(w)) in the
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1.3 Exact analytic methods for multi-dimensional models

functional equation (1.23) and rearranging the terms yieldsw
(

1 − 1
ρ1

)
δ2(w) − w

ρ1δ1(w)

[E[e−δ1(w)V11{V2=0}] − E[1{V1=0,V2=0}]
ρ2

− Cρ1,ρ2

]

= −

w
(

1 − 1
ρ2

)
δ1(w) − w

ρ2δ2(w)

×

[
E[e−δ2(w)V21{V1=0}] − E[1{V1=0,V2=0}]

ρ1
− Cρ1,ρ2

]
, (1.24)

with Cρ1,ρ2 = E[1{V1=0,V2=0}]
ρ1ρ2

1
1− 1

ρ1
− 1

ρ2
.

For the de�ned roots of the kernel, it was shown in [77, p. 301] that
E[e−δ1(w)V11{V2=0}] is analytic in Re[w] > 0, and continuous for Re[w] ≥ 0.
Analogously, E[e−δ2(w)V21{V1=0}] is analytic in Re[w] < 0, and continuous for
Re[w] ≤ 0.

To apply the BVM, we need to decompose the above equation such that the l.h.s. is
analytic for Re[w] > 0 and the r.h.s. is analytic in Re[w] < 0. The decomposition is
carried out in [77, p. 308-310] and it is found that there exist functionsRi(w), i = 1, 2
and Pi(w), i = 1, 2 that are analytic for Re[w] > 0 and Re[w] < 0, respectively
(explicit expressions are given in [77, p. 310, Equation (6.12)]) such that (1.24) can be
rewritten into

eR1(w)−R2(w)
[

1
ρ2

(E[e−δ1(w)V11{V2=0}] − E[1{V1=0,V2=0}]) − Cρ1,ρ2

]
= e−P1(w)+P2(w)

[
1
ρ1

(E[e−δ2(w)V21{V1=0}] − E[1{V1=0,V2=0}]) − Cρ1,ρ2

]
.

(1.25)

Equation (1.25) together with the analyticity and boundedness properties formulates
a boundary value problem with boundary Re[w] = 0, which is the so-called Wiener-
Hopf problem: �nd functions E[e−δ1(w)V11{V2=0}] and E[e−δ2(w)V21{V1=0}], which
are analytic for Re[w] > 0, respectively Re[w] < 0, and continuous for Re[w] ≥ 0,
respectively Re[w] ≤ 0, and which satisfy (1.25) for Re[w] = 0.
Step 3. From the above discussion, it is clear that the l.h.s. of (1.25) is analytic for

Re[w] > 0, and continuous for Re[w] ≥ 0, similarly the r.h.s. of (1.25) is analytic
for Re[w] < 0, and continuous for Re[w] ≤ 0. Consequently both sides of (1.25) are
each other’s analytic continuation. In [77, p. 311], it was shown that both sides of
(1.25) have limits for |w| → ∞ with Re[w] > 0 and Re[w] < 0, respectively. These
limits are �nite and nonzero so that by Liouville’s theorem (see [65, p. 173, Theorem
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1]) both sides of (1.25) are equal to some constant, say D,

eR1(w)−R2(w)
[

1
ρ2

(E[e−δ1(w)V11{V2=0}] − E[1{V1=0,V2=0}]) − Cρ1,ρ2

]
= D,

(1.26)

e−P1(w)+P2(w)
[

1
ρ1

(E[e−δ2(w)V21{V1=0}] − E[1{V1=0,V2=0}]) − Cρ1,ρ2

]
= D.

(1.27)

Using the properties of the roots δ2(w) such that δ2(0) = 0, one can easily calculate
D = e−P1(0)−R2(0)

ρ1ρ2
1

1− 1
ρ1

− 1
ρ2
. Now we know both unknowns E[e−s1V11{V2=0}] and

E[e−s2V21{V1=0}]; substituting these in (1.23) yields E[e−s1V1e−s2V2 ] for Re[s1] ≥ 0
and Re[s2] ≥ 0.

Remark 1.1. In [58], the above approach was extended to the coupled-processor
model with spectrally-positive Lévy inputs. There again the main challenge was
to derive a Wiener-Hopf decomposition from the functional equation of the model.
This could be accomplished by using known results about Lévy processes, and in
particular the Laplace exponent of the Lévy processes and its inverse, as well as the
Wiener-Hopf factorization for Lévy processes, cf. [151, Chap. 6]. It should be noted
that, in the above computations, λi(1 − βi(s)) − s is the Laplace exponent of the
compound Poisson arrival process minus the linear drift, and δi(w), i = 1, 2 is its
inverse.

The BVM we discussed above involves sophisticated complex analysis, Riemann
surfaces, and the determination of conformal mappings. In most cases, this requires
numerical analysis, which makes the formal solutions less insightful. Therefore, other
techniques for analyzing two-dimensional queueing models have been developed,
that have the promise of being applicable to a class larger than random walks in the
quadrant: the perturbation approach (PA), the compensation approach (CA) and the
power series algorithm (PSA). We discuss them below.

1.3.2 Approach: The perturbation approach (PA)
The PAhas proven to be a fruitful technique in the analysis of severalmulti-dimensional
Markov models. A key element in the PA is the scaling of the model parameters.
In order to successfully apply the PA, one must �nd an appropriate scaling of the
model parameters, leaving the approach with a very rich choice of alternatives. No
systematic way yet exists of deciding which particular scaling to use.

The work on the PA has predominantly focused on broadening its applicability, by
relaxing the conditions imposed in [18]. In general, in the PA setting, the generator
of a Markov process is written as Q = Q(ε) = Q0 + Q̃(ε); Q0 is itself the generator
of a Markov chain, ε → 0 and Q̃(0) = 0. If the steady-state distribution admits a
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power series representation π ≡ π(ε) ≡
∑∞

k=0 ε
kπ(k), then for Q̃(ε) = εQ1 and

under some additional regularity assumptions (see [18]), we obtain an “updating
formula” for the coe�cients of π:

π(k)Q0 + π(k−1)Q1 = 0, k ≥ 1. (1.28)

In this approach, there are two intrinsic ingredients: (i) compute the “leading” term in
the power series representation, i.e., π(0) and (ii) compute the coe�cients of higher-
order terms πk , k ≥ 1 in the power series representation. For an elaborate discussion
and for a plethora of examples, we refer the interested reader to Chapter 3, as that
chapter is devoted to the PA.

Most of the analyses on the PA are concerned with providing adequate conditions
to apply such a recursive scheme. The nature of the PA also allows to develop
recursive numerical approximation algorithms when exact analysis is out of reach, by
restricting the power series representation to a �nite number of terms, e.g. [46, 214].
The PA was successfully used in a wide range of applications. Depending on

the application �eld, the speci�c modeling approach and the object of interest, dif-
ferent terminologies have been used for variations of PA, including aggregation-
disaggregation analysis [191], decomposability [80], and time-scale separation and
�uid quasi-stationary analysis [17, 45, 46, 214]. In these publications, the focus is
essentially on the leading term in the PA. A modern treatise of analytic expansions
of transient and limiting measures can be found in [26].

To understand the PA procedure, we discuss the priority queue with fast dynamics,
an example taken from [18]. Let us study a system of two M/M/1 queues with strict
priorities. Customers arrive at the �rst queue according to a Poisson process with
rate λ and are served at rate µ. The arrival rate and service rate in the second queue
may both depend on the number of customers in the �rst queue (denoted by X1(t)).
If X1(t) = m, then the arrival process at the second queue at that time is a Poisson
process of intensity λm and the server rate at the second queue (if not empty) is µm.
We denote the number of customers at time t in the second queue by X2(t). Let X1
andX2 denote the number of customers in steady state at the �rst and second queue
respectively.

Example 1.3. As we discussed above, in applying the PA we need to scale the
parameters of the model. For this model, we scale the arrival and service rates
of the second queue by multiplying the parameters by ε, i.e., if X1(t) = m, then
the second queue has arrival rate ελm and (if not empty) service rate εµm. Let
π(m,n) = P(X1 = m,X2 = n) and π(m,n; ε) = P(Xε

1 = m,Xε
2 = n) denote

the steady-state joint queue-length distribution of the original and perturbed model,
respectively. As discussed above the perturbed queue length distribution can be
expressed as a power series

π(m,n; ε) =
∞∑

k=0
εkπ(k)(m,n), (1.29)
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where π(k)(m,n) are the coe�cients of the power series. Now our aim is to compute
the “leading” term in the power series representation, i.e., π(0)(m,n) and the coe�-
cients of higher-order terms π(k)(m,n), for k ≥ 1 in the power series representation.

Computation of leading term. Without formal proof we observe that letting
ε ↓ 0 corresponds to slow dynamics in the second queue. This implies that for a �xed
number of customers at the second queue, the �rst queue instantly reaches stationary
behavior. This corresponds to an ordinary M/M/1 queue independent of the number
of customers at the second queue: P(X0

1 = m|X0
2 = n) = (1 − λ

µ )
(

λ
µ

)m

. As
a consequence, in the limit ε ↓ 0, the second queue behaves as an M/M/1 queue
with weighted average arrival rate λ̄ =

∞∑
m=0

λmP(X0
1 = m|X0

2 = n) and weighted

average departure rate µ̄ =
∞∑

m=0
µmP(X0

1 = m|X0
2 = n), so that P(X0

2 = n) =(
1 − λ̄

µ̄

)(
λ̄
µ̄

)n

. Combining the above two results we obtain

π(0)(m,n) = P(X0
1 = m|X0

2 = n) P(X0
2 = n)

=
(

1 − λ

µ

)(
λ

µ

)m
(

1 − λ̄

µ̄

)(
λ̄

µ̄

)n

. (1.30)

Now we have the “leading” term π(0)(m,n) in the power series representation.
We next need to derive the recursions for the coe�cients of higher-order terms
π(k)(m,n), k ≥ 1.

Computation of the coe�icients of higher-order terms. The perturbedMarkov
chain (Xε

1 , X
ε
2) is a quasi-birth-death process and hence we can write the balance

equations of the model as

[λ+ µ1{m6=0} + ελm + εµm1{n 6=0}]π(m,n; ε) − λ1{m6=0}π(m− 1, n; ε)
= µπ(m+ 1, n; ε) + ελm1{n 6=0}π(m,n− 1; ε) + εµmπ(m,n+ 1; ε), (1.31)

and the normalizing equation

∞∑
m=0

∞∑
n=0

π(m,n; ε) = 1.

Substituting (1.29) in the above equation and computing the coe�cient of εk from
(1.31), yields the required recursions for the coe�cients in the series expansion of
the perturbed queue length distribution, for k ≥ 1,m ≥ 0 and n ≥ 0,

[λ+ µ1{m6=0}]π(k)(m,n) − λ1{m6=0}π
(k)(m− 1, n) − µπ(k)(m+ 1, n)

14



1.3 Exact analytic methods for multi-dimensional models

= −[λm + µm1{n 6=0}]π(k−1)(m,n) + λm1{n 6=0}π
(k−1)(m,n− 1)

+ µmπ
(k−1)(m,n+ 1), (1.32)

and
∞∑

m=0

∞∑
n=0

π(k)(m,n) = 0. (1.33)

Equations (1.32) and (1.33) can be transformed into a proper recursion in k using
the approach discussed in [18, Example 5.3.1]. However, this procedure is far from
straightforward. In this thesis, we will pursue a di�erent methodology, see Chapter
3, and, for this reason, we will not provide further details here.

1.3.3 Approach: The compensation approach (CA)
The CA was developed by Adan in [3]. This method can be used for any (homogen-
eous) nearest neighbor random walk in the quadrant with no transitions to the north,
north-east and east and yields an explicit expression for the steady-state distribu-
tion in terms of linear combinations of product-forms. The compensation approach
exploits the fact that the balance equations in the interior of the quadrant are satis-
�ed by linear (�nite or in�nite) combinations of product-forms, the parameters of
which satisfy a kernel equation, and which need to be chosen such that the balance
equations on the boundaries are satis�ed as well. As it turns out, this can be done by
alternatingly compensating for the errors on the two boundaries, which eventually
leads to a possibly in�nite series of product-forms. Although the CA was originally
developed for nearest neighbor random walks restricted to the quadrant with no
transition to the north, north-east and east, it was recently shown that it can still be
implemented even in cases that these conditions are violated, see, e.g., [4, 6].

To understand the CA, we return to the symmetric 2 × 2 clocked bu�ered switch
problem, which is discussed in Example 1.1.

Example 1.4 (CA: 2 × 2 clocked bu�ered switch problem). As already brie�y
mentioned, the CA tries to solve the balance equations by a linear combination of
product-form terms. This is accomplished by �rst characterizing a su�ciently rich
basis of product-form solutions satisfying the balance equations in the interior of
the state space. Subsequently, this basis is used to construct a linear combination
that also satis�es the equations for the states on the boundaries. In what follows, we
discuss the necessary steps to analyze the considered model using the CA.
We start by solving the balance equations in the interior of the quadrant, which

is equivalent to �nding the roots of the kernel (cf. Equation (1.14)) κ(1/γ, 1/δ) =
1

γδ − r(1/γ, 1/δ) for 0 < |γ|, |δ| < 1, see e.g. [63, p. 8].
Step 1. Calculate the roots of

κ(1/γ, 1/δ) = 0 ⇐⇒ γδ − [(1 − p)γδ + p

2(γ + δ)]2 = 0. (1.34)
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The roots of (1.34), which lie inside the region 0 < |γ|, |δ| < 1, characterize a
continuum of product-forms satisfying the inner balance equations of the model.
Step 2. As in Example 1.1, let π(m,n) denote the steady-state joint queue-length

distribution of the model. As brie�y mentioned above, we initially consider a product-
form solution

π(m,n) � h0γ
m
0 δ

n
0 , (1.35)

which satis�es the interior and horizontal balance equations of the model, where
h0 is some constant that is determined in Step 4 using the normalization equation,
and γ0 and δ0 are roots of (1.34) that satisfy 0 < |γ0|, |δ0| < 1. The double turnstile
symbol (�) is used to signify that π(m,n) semantically entails the form h0γ

m
0 δ

n
0 . For

this model, there exist two initial terms: one for the horizontal boundary and another
for the vertical boundary. Both terms can be explicitly calculated. We illustrate the
analysis for the initial term on the horizontal boundary.
It can be easily shown that the initial solution (1.35) does not satisfy the balance

equation on the vertical boundary. To compensate for this, we add a new product-
form term obtained from the rich set of solutions of the kernel equation (1.34), such
that the sum of the two terms satis�es the balance equations in all states on the
vertical boundary. Hence, we have

π(m,n) � h0γ
m
0 δ

n
0 + v0γ

m
1 δ

n
0 , (1.36)

where v0 is some constant and γ1 is the unique root of (1.34) for �xed δ = δ0 that
satis�es 0 < |γ1| < |δ0|. It can be easily shown that π(m,n) from (1.36) does not
satisfy the balance equations on the horizontal boundary. To compensate for this, we
add the product-form h1γ

m
1 δ

n
1 to (1.36), where h1 is a constant that is chosen such

that
π(m,n) � h0γ

m
0 δ

n
0 + v0γ

m
1 δ

n
0 + h1γ

m
1 δ

n
1 , (1.37)

satis�es the balance equations on the horizontal boundary. The parameter δ1 is the
unique root of (1.34) for �xed γ = γ1 that satis�es 0 < |δ1| < |γ1|.

The solution in (1.37) does not satisfy the balance equation on the vertical boundary.
Therefore we continue in this manner until we construct the entire series

π(m,n) �
∞∑

i=0

(
hiγ

m
i δ

n
i + viγ

m
i+1δ

n
i

)
, m ≥ 0, n ≥ 1. (1.38)

The above series satisfy the balance equations in the interior of the quadrant, and
on the horizontal and vertical boundaries of the quadrant. In the same way we can
construct a solution by starting with the second basis solution satisfying the vertical
boundary conditions.
Step 3. Very importantly, in the CA, one needs to show that these solutions

converge. In the general case in [3], it is shown that the formal solutions absolutely
converge in all states, except in a (possibly empty) neighborhood of the origin. It
is important to note that the requirement of convergence of the formal solutions is
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1.3 Exact analytic methods for multi-dimensional models

responsible for the exclusion of one-step transitions to the north, north-east and east
and the need of suitable initial terms. In the present model the solutions converge
everywhere, except in (0, 0). Hence, they satisfy the equilibrium equations in all
states, except in (0, 0), (1, 0) and (0, 1).
Step 4. Finally, one computes the starting constant h0 (and its analogue for the

second basis solution) using the normalizing equation
∞∑

m=0

∞∑
n=0

π(m,n) = 1.

For some models, this constant can be computed in an explicit form, see e.g. [12],
and for other models one can only compute this numerically, see e.g. [13].

Remark 1.2. The two approaches sketched for the 2 × 2 clocked bu�ered switch
are related in several ways; see [5, 63] for a further discussion.

1.3.4 Approach: The power series algorithm (PSA)
In the queueing theory literature, the power series algorithm (PSA), see e.g., [209], is a
variation of the PA (discussed in Subsection 1.3.2), in whichwe scale all the parameters
in terms of the load of the model. The PSA is an algorithmic procedure which is often
used to numerically obtain the performance measures of multi-dimensional queueing
models, such as quasi birth-and-death processes. The main idea behind using the PSA
to analyze these queueing models is that it transforms the non-recursively solvable
set of balance equations into a recursively solvable set of equations by adding one
dimension into the state space. This can be done by expressing the steady-state
distribution as a power series with respect to one of the parameters of the model (for
example the load); this allows the calculation of the steady-state joint queue-length
distribution. The PSA was �rst introduced by Beneš [33] and thereafter studied by
Hooghiemstra et al. [127], and it was further developed by Blanc and co-authors,
see, e.g., [40, 41, 139]. This technique was originally developed to directly solve the
balance equations, but recently Walraevens and co-authors have launched a new
approach in terms of generating functions, see [218].

In what follows, we illustrate some key details of this approach based on the join
the shortest queue model. For more details on the PSA applied to the join the shortest
queue model, the interested reader is referred to [41].

Example 1.5 (PSA: join the shortest queue model). The analysis that follows is
taken from [41]. All in all, the approach is summarized in the following steps: the
�rst step is to express the parameters of the model, i.e., the arrival and/or departure
rates in terms of the load of the system, i.e., ρ ∈ [0, 1). Then, for these rates, use the
power series expansion

π(m,n) =
∞∑

k=0
ρm+n+k b(k,m, n), (1.39)
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in the balance equations of the model (given in [41, p. 159]), to compute recursively
the coe�cients b(k,m, n), for k ≥ 0. Using these b(k,m, n) by substituting back in
the power series (1.39), the steady-state joint queue-length distribution π(m,n) can
be approximated with any degree of accuracy for ρ, where the radius of convergence
is ρ ∈ [0, 1/2]. It is discussed in [139, Section 4.1], why the PSA is not numerically
stable in the entire stability region. For an extensive discussion on the PSA, the
interested reader is referred to [41].
In order to expand the radius of convergence (within the stability region), for

which the PSA can produce accurate numerical results, Keane et al. [127] propose
the application of a bilinear conformal transformation of the real interval [0, 1) onto
itself:

θ = (1 +G)ρ
1 +Gρ

⇐⇒ ρ = θ

1 +G−Gθ
, (1.40)

with G ≥ 0. Using the above conformal mapping, the power series (1.39) can
be written as a power series over the parameter θ instead of ρ. Substituting the
new power series in the balance equations and deriving recurrence relations for
the coe�cients of the new power series is similar to the process for b(k,m, n).
Substituting these coe�cients of the new power series back in the power series, one
can easily compute the steady-state joint queue-length distribution, which is valid in
the entire stability region ρ ∈ [0, 1).

Remark 1.3. In the next section, we discuss asymptotic techniques. One could also
qualify the PA and the PSA as asymptotic techniques. We have chosen to discuss them
in the current section, as in this thesis their use is mainly of a numerical-analytical
nature.

1.4 Asymptotic techniques
Depending on the underlying complexity of the queueing system at hand, deriving
the probabilistic quantities of interest might sometimes be exceptionally challenging.
One then often resorts to asymptotics.
Several techniques can be applied to obtain asymptotic results. (i) They may be

obtained from an exact transform expression, see [105] for an extensive exposition.
(ii) If one is not able to solve a functional equation of a queueing system, one still
might use that equation to determine asymptotics; cf. [84]. (iii) One may use scaling
limits, arising by considering a sequence of stochastic processes and appropriately
scaling space and time, see, e.g., [221]. (iv) In the case of heavy-tailed input random
variables, probabilistic arguments have been extensively used to derive the asymptotic
behavior of waiting times, workload, etc.; see [108]. (v) In the case where the arrival
rate approaches the service rate of a queueing system, one can obtain a heavy-tra�c
limit for the system by appropriately scaling a key performance measure (e.g., steady-
state workload, steady-state queue length, or waiting time), see [56]. In Chapters 2,
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4, 5, 6, and 7 of this thesis, we investigate the last two asymptotics, i.e., the heavy-tail
asymptotics and the heavy-tra�c asymptotics.

1.4.1 Heavy-tail asymptotics
In this section, we discuss how to obtain the tail behavior of the workload in the
M/G/1 queue and the shot-noise queue discussed in Section 1.2, in the case of heavy-
tailed service requirement distributions. To this end, we now introduce some basic
de�nitions and key theorems regarding heavy-tailed random variables.

De�nition 1.6. The distribution function of a random variable Z on [0,∞) is called
regularly varying of index −ν, with ν ∈ R, if

P(Z > x) ∼ L(x)x−ν , x → ∞, (1.41)

with L(x) a slowly varying function at in�nity, i.e., lim
x→∞

L(αx)
L(x) = 1, for all α > 0.

De�nition 1.7. A distribution function P(Z ≤ x), x ≥ 0, is called subexponential
if

P(Z1 + · · · + Zn > x) ∼ nP(Z1 > x), x → ∞,

for any n ≥ 2, with Z1, . . . , Zn independent and identically distributed copies of Z .

Throughout this thesis, our main tool for heavy-tailed asymptotics is the following
Tauberian theorem which relates the behavior of a regularly varying function at
in�nity and the behavior of its LST near 0.

Theorem 1.8. [37, Theorem 8.1.6] Let E(e−sZ) be the LST of a non-negative random
variable Z . Then Z is regularly varying at in�nity of index −ν, with ν ∈ (1, 2), i�

E(e−sZ) − 1 + sE(Z) ∼ −Γ(1 − ν)sνL

(
1
s

)
, s ↓ 0. (1.42)

Lemma 1.9. If the service requirement distribution of the random variable B is regu-
larly varying of index −ν, with ν ∈ (1, 2), then

(i) the steady-state workload V of the M/G/1 queue under the stability condition
ρ < 1 is regularly varying at in�nity of index 1 − ν. More precisely;

P(V > x) ∼ ρ

1 − ρ

1
E(B)(ν − 1)x

1−νL(x), x → ∞, (1.43)

(ii) the steady-state workload X of the shot-noise queue is regularly varying at
in�nity of index −ν. More precisely;

P(X > x) ∼ λ

r
Γ(−ν) x−νL(x), x → ∞. (1.44)

19



Chapter 1 Introduction

Proof. Applying the Tauberian theorem 1.8 in the case of regularly varying service
requirement distribution, yields

β(s) − 1 + sE(B) ∼ −Γ(1 − ν)sνL

(
1
s

)
, s ↓ 0. (1.45)

Substituting β(s) from the above equation in the LST workload expression of the
M/G/1 queue and LST workload expression of the shot-noise queue, i.e., in (1.6) and
(1.11), we obtain respectively

E(e−sV ) − 1 ∼ λΓ(1 − ν)
1 − ρ

sν−1L

(
1
s

)
, s ↓ 0, (1.46)

E(e−sX) − 1 + λE(B)
r

s ∼ −λΓ(−ν)
r

sνL

(
1
s

)
, s ↓ 0. (1.47)

Applying the Tauberian theorem 1.8, once again, now in the reverse direction, con-
cludes the proof.

1.4.2 Heavy-tra�ic asymptotics
In this section, we discuss how one can study a queueing model, whose tra�c load ρ
approaches the critical point 1 of the system, i.e., ρ ↑ 1. This leads to the so-called
heavy-tra�c limit. To give the main idea of this computation, we illustrate how to
obtain the heavy-tra�c limit of the M/G/1 queue, which is introduced in Section
1.2.1. A similar approach will be used to obtain the heavy-tra�c approximation of
the RTL service discipline models in Chapters 2 and 3.

Lemma 1.10 (Heavy-tra�c limit of the M/G/1 queue). Assume that E(B2) <
∞. For ρ ↑ 1,

(1 − ρ)V d−→ Z, (1.48)

where Z is an exponentially distributed random variable with mean 1
2
E(B2)
E(B) .

Proof. To study the behavior of the workload V of the M/G/1 queue in heavy-tra�c,
we use its LST expression ξ(s) given in (1.6). Replacing s by (1 − ρ)s in (1.6) and
taking the limit as ρ ↑ 1, yields

lim
ρ↑1

ξ
(
(1 − ρ)s

)
:= lim

ρ↑1
E
(
e−(1−ρ)sV

)
= 1

1 + 1
2
E(B2)
E(B) s

. (1.49)

Notice that the r.h.s. above corresponds to the LST of an exponentially distributed
random variable with mean 1

2
E(B2)
E(B) . Finally use Feller’s convergence theorem [103,

p. 431] or [222, p. 185] to conclude that (1.48) holds.
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1.5 Main contributions and organization
The main contribution of this thesis is that we have extended the set of tools for the
analysis of two-dimensional stochastic processes, with an emphasis on processes
arising in queueing theory. Earlier in the introduction, we discussed the motivation
behind studying one- and two-dimensional queues as well as the existing literature.
In the following chapters of this thesis, we focus on analyzing the queueing models
discussed in Section 1.1 of this chapter. The methods, de�nitions, lemmas and
theorems presented in this introductory chapter may serve as a reference framework.
The remaining chapters of the thesis are based on published and accepted papers, and
also on work in progress. The thesis is organized in three parts: The �rst part consists
of four chapters, in which we analyze RTL polling models. The second part consists
of two chapters, in which we study in�nite-server queues with over-dispersed arrival
process. The last part consists of one chapter, in which we analyze a two-relay
cooperative random access model under the join the shortest queue protocol.

� Part I. RTL two-queue polling models
Chapter 2 is based on published work, [183]. In this chapter, we analyze a single
server polling model with two queues. Customers arrive at the two queues
according to two independent Poisson processes. There is a single server that
serves both queues with generally distributed service requirements. The server
spends an exponentially distributed amount of time in each queue. After the
completion of this residing time, the server instantaneously switches to the
other queue, i.e., there is no switch-over time. For this polling model, we derive
the steady state marginal workload distribution, as well as heavy-tra�c and
heavy-tail asymptotic results. Furthermore, we present our e�orts to obtain
the joint LST of the steady-state workloads at the queues.
Chapter 3 is based on published work, [186]. In this chapter, we turn our
attention to the analysis of the joint queue length distribution of the above
described RTL two-queue polling model. Here we restrict ourselves to exponen-
tial service time distributions, and explore the PA, introduced in Section 1.3.2.
This approach allows us to derive an analytic expansion for the steady-state
joint queue-length distribution.
Chapter 4 is based on a paper in preparation. We analyze the same pollingmodel
as in Chapter 2, restricting ourselves to the case when all arrival and service
rates are deterministic. In the previous chapter, we derived the joint queue
length distribution using the PA, but this approach does not work optimally in
the heavy-tra�c regime. Therefore, in this chapter, we illustrate how the BVM
can be used to derive the explicit joint workload distribution of this model in
heavy-tra�c.
Chapter 5 is based on a paper in preparation. In this chapter, we discuss the
same polling model as in Chapter 2 with the special feature that the service
speed is not constant, in particular, at each queue it is proportional to the
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current workload in that queue. We consider several choices for the visit time
distribution (the time the server spends at the queues). For these choices, we
are able to obtain several exact results, like the LST of the joint steady-state
workload distribution, its moments and heavy-tail asymptotic results.

In general in the literature, queueing models are analyzed under the assumption
that the arrival and service rate are constant. Obviously, the real world is not so simple,
the service and/or arrival rates may depend on the workload, queue length, time and
other factors. In this thesis, we also discuss queueing models in which the arrival rate
is not constant. Arrival rates of customers at railway stations, hospitals, call-centers
or websites typically are time-dependent. Quite often such arrival procceses exhibit
the phenomenon of over-dispersion, i.e., the ratio of the variance to the mean is
greater than one, in contrast to the Poisson process. The second part of the thesis
is devoted to the analysis of queueing models fed by input processes that exhibit
over-dispersion.

� Part II. In�nite-server queueing models with over-dispersed arrival
process
Chapter 6 is based on published work, [184]. In this chapter, we study in�nite-
server queues in which the arrival process is a generalized multivariate shot-
noise process fed by a Lévy subordinator. We study the transient behavior of
the model by analyzing the joint distribution of the number of customers and
the multivariate shot-noise process. We also provide a recursive procedure
that explicitly identi�es transient as well as steady state moments and correla-
tions. Various heavy-tail and heavy-tra�c asymptotic results are also derived,
and numerical results are presented to provide further insight into the model
behavior.
Chapter 7 is based on published work, [143]. In this chapter, we study the same
queueing model as in the previous chapter, however with a generalized arrival
process, in particular, a self-exciting (Hawkes) arrival process. Initially, we
assume that the service requirements are exponentially distributed and that the
Hawkes arrival process is of a Markovian nature. Under these assumptions, we
obtain a system of di�erential equations that characterizes the joint distribution
of the arrival intensity and the number of customers. Moreover, we provide
a recursive procedure that explicitly identi�es (transient and steady-state)
moments. Subsequently, we allow for non-Markovian Hawkes arrival processes
and non-exponential service requirements. By viewing the Hawkes process
as a branching process, we obtain the probability generating function of the
number of customers in the system. We also derive the tail of the distribution
of the number of customers for the case that the intensity jumps of the Hawkes
process are heavy-tailed, and we consider a heavy-tra�c regime.

In the last part of the thesis, we focus on an application-oriented problem in which
our goal is to characterize the queueing delay experienced in a slotted-time relay-
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assisted cooperative random access wireless network. In this work, we show how to
extend the framework of the CA introduced in Section 1.3.3, to models with bounded
transitions to non-neighboring states.

� Part III. Cooperative random access model
Chapter 8 is based on published work, [185]. In this chapter, we investigate
the performance of a slotted-time relay-assisted cooperative random access
wireless network with collisions and under the join the shortest relay queue
policy. For this model, we apply the CA and the PSA methods to derive the
joint steady-state distribution of the queue lengths.
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models
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Chapter 2

Workload analysis of an RTL
two-queue polling model

Based on [183]

In this chapter, we analyse a single server polling model with two queues. Custom-
ers arrive at the two queues according to two independent Poisson processes. There
is a single server that serves both queues with generally distributed service times.
The server spends an exponentially distributed amount of time in each queue. After
the completion of this residing time, the server instantaneously switches to the other
queue, i.e., there is no switch-over time. For this polling model, we derive the steady
state marginal workload distribution, as well as heavy-tra�c and heavy-tail asymp-
totic results. Furthermore, we attempt to calculate the joint LST of the workloads at
the queues, which satis�es a functional equation (2.53) that gives rise to a boundary
value problem.

2.1 Introduction
In this chapter, we are interested in the performance analysis of a single server polling
model with a special service discipline (i.e., the criterion which determines how many
customers are served during a visit of the server to a queue). A typical polling model
consists of multiple queues, attended by a single server who visits the queues in
some order to render service to the customers waiting at the queues. Moving from
one queue to another, the server incurs a (possibly zero) switch-over time. Once the
server is at one of the queues, the server serves the customers of that queue based on
a service discipline and according to some service time distribution.
Polling models were introduced in the 1950’s but mostly gained their popularity

during the 1990’s. This popularity rise was due to the wide range of applicability of
polling models, especially for the modelling of computer-communication systems and
protocols, tra�c signal management, and manufacturing, see, e.g., [49, 199, 200, 217]
for a series of comprehensive surveys and [47, 155, 198] for extensive overviews of
the applicability of polling systems.
The performance analysis of polling models has received considerable attention,
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see, e.g., [197]. In particular, in the polling literature much attention has been
given to determining the probability generating function (PGF) of the joint queue
length distribution under stationarity and at various epochs. A wide range of service
disciplines has been considered, including exhaustive service (per visit to a queue, the
server continues to serve all customers until it empties) and gated service (per visit to
a queue, the server serves only those customers which are already present at the start
of the visit). In [176], Resing shows that the joint queue length PGF of polling models
in which the service discipline satis�es the so-called branching property equals the
(known) PGF of a multi-type branching process with immigration. Service disciplines
which satisfy the branching property include the exhaustive and gated disciplines.
Polling systems with disciplines which do not satisfy the branching property usually
defy an exact analysis.
In this chapter, we assume that the server spends an exponentially distributed

amount of time at each queue. Upon the completion of this residing time at each queue,
the server instantaneously switches to another queue according to a cyclic order.
Such a service protocol does not exhibit the branching property, which complicates
the analysis signi�cantly. We concentrate on the two-queue model and, whenever
possible, suggest extensions to the multi-queue model. A similar service discipline
has been considered in [97], [15], [223], [88], and some of their references.

Related literature. In [97], Eliazar and Yechiali consider a multi-queue polling
system under the Randomly TimedGated (RTG) service discipline. The RTG discipline
operates as follows: whenever the server enters a station, a timer is activated. If
the server empties the queue before the timer’s expiration, the server moves on to
the next queue. Otherwise (i.e., if there is still work in the station when the timer
expires), the server obeys one of the following rules, each leading to a di�erent model:
(1) The server completes all the work accumulated up to the timer’s expiration and
then moves on to the next node. (2) The server completes only the service of the
job currently being served, and moves on. (3) The server stops working immediately
and moves on. The model suggested in this chapter bears resemblance to rule (3),
however, in our case if a queue becomes empty, the server does not switch, and only
does so when the timer expires. Eliazar and Yechiali, in [97], produce a recursive
expression for the PGF of the number of customers in the queues of the polling model,
while the case of two queues is sketched in [72], by a transformation to a boundary
value problem. In [131], using a level-crossing approach, the author obtains the LSTs
and the moment formulas for the waiting times and the sojourn times, and based on
these expressions, he also proves a decomposition property.
In [15], the authors consider a polling model with Poisson batch arrivals and

phase-type service times, and an exponential service timer. The authors establish a
relation for the PGF of the number of customers in the queue at the beginning and
at the end of the server’s visit to a queue. This is used as an input for a numerical
scheme that is used to approximate the joint queue-length distribution at the server
departure instants from the queues.
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In [223], Xie et al. consider a single server multi-queue system, in which the server
visits the individual queues for a �xed amount of time in a deterministic, cyclic order.
They refer to the �xed residing time as the orientation time. They argue that such a
service discipline comes with two operational advantages: it enables to i) keep the
frequency of switching at a predetermined level (thus controlling the total cost, if
there is a switching cost), ii) balance the time that the server spends at each queue
(since, contrary to exhaustive or gated service disciplines, this discipline does not
depend on the number of customers present at the various queues).

In [88], the authors assume a random visit (residing) time for each queue, which is
independent of the number of customers present at each queue, and a preemptive-
repeat with resampling service strategy. This autonomous service discipline is motiv-
ated from wireless ad hoc networks with movable communication hops. Another
application is in single upstream tree-based ethernet passive optical networks, in
which the central optical line terminal dedicates the channel to a speci�c user (e.g.,
the user with the highest priority) for a random amount of time, see [148] and the
references therein. For more applications of this type of autonomous service discip-
lines, the interested reader is referred to [16]. For all aforementioned applications, we
consider it natural to assume that the service strategy is preemptive-resume and that
the switch-over time is negligible in comparison to the service time and the residing
time.

Originality of this work. In this chapter, we initially only devote attention to the
individual queues. When focusing on a single queue, the model can be interpreted
as a service system with vacations: we interpret the time that the server visits the
other queue as a vacation period. Vacation queues - and priority queues for which
the mathematical analysis is similar - are well studied in the queueing literature
starting with the work of White and Christie [220] (exponentially distributed service
times and vacations), Gaver[114], Thiruvengadam [204] and Avi-Itzhak and Naor [24]
(the latter three assuming generally distributed service times and vacations). All
these works assume that the service periods have an exponential distribution, but
vary for example in the assumptions regarding whether interrupted services are
resumed or repeated and in the metrics of interest. Takagi [199] provides an excellent
overview of vacation and priority systems. The interested reader is also referred to
Federgruen and Green [102] for phase-type distributed service periods, to Takine
and Sengupta [202] for Markovian arrival processes and to Fiems et al. [104] for
a more recent publication with various sorts of service disruptions. For a more
extensive overview of the literature, we refer to the recent survey of Krishnamoorthy
et al. [149].
A particular feature of a large class of vacation queues is that the stationary

workload and queue length distributions obey a stochastic decomposition property,
as �rst observed by Gaver [114] and Miller [162]. Fuhrmann and Cooper [110] give
conditions for such a queue length decomposition to hold. Our model does not satisfy
these conditions, but we show that it does allow a stochastic decomposition of the
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Chapter 2 Workload analysis of an RTL two-queue polling model

stationary workload. It is notable that the workload in, say, the �rst queue can be
decomposed into two independent terms: the amount of work of an M/G/1 queue,
and the amount of work when the server is not serving the �rst queue, due to either
an idle period or a visit at the second queue. The second term in the decomposition
is at �rst sight surprising, as one would typically expect that the decomposition is
identical of that of the standard M/G/1 queue with exhaustive service and multiple
vacations, as is the case for the RTG, see [131, Remarks 2 and 4].

In that respect, the exact analysis of the marginal workload distribution is helpful
to us. The use of the decomposition property further facilitates our heavy-tra�c and
heavy-tail analyses, as we can use known results for the M/G/1 queue and restrict
our attention to the second term appearing in the stochastic decomposition.

In this chapter, we also devote attention to the joint workload distribution. Using
similar probabilistic arguments as in the analysis of the marginal workload, we show
that the joint LST of the workloads at the queues satis�es a functional equation
(2.53), which, in the case of identical queues, gives rise to a Dirichlet boundary value
problem. Thus, one can numerically evaluate the mapping from the contour de�ned
by the kernel of the functional equation to the unit circle, and obtain a solution to
the joint distribution. However, we have to note that, depending on the service time
distribution, the kernel of the functional equation does not have the typical (quadratic)
polynomial form, which tremendously complicates the analysis and di�erentiates it
from the known results of the literature, see, e.g., [77, 72, 100]. In Chapter 3, we turn
to the problem of determining the joint queue length distribution.

Chapter overview. The chapter is organized as follows: In Section 2.2, we describe
the two-dimensional polling model under consideration. In Section 2.3, we present
the LSTs of the model’smarginalworkload distributions in steady state at an arbitrary
epoch. In Section 2.4, we show that a single queue’s marginal workload satis�es a
decomposition property and then by using the decomposition property in the light-
tailed case we obtain the heavy-tra�c limit of the marginal workload distributions
in steady state. In Section 2.5, we discuss the heavy-tail asymptotics of the marginal
workload distributions in steady state, and in that case we also study the heavy-tra�c
behavior. We then discuss, in Section 2.6, open problems arising in the calculation
of the joint workload distribution. Several possible future research directions are
suggested in Section 2.7.

2.2 Model description and notation
In this chapter, we consider a two-queue polling model. Customers arrive to queue i
according to a Poisson process at rate λi, i = 1, 2. There is a single server, that serves
both queues according to the �rst come �rst serve discipline. The service times of
customers in queue i are independent and identically generally distributed positive
random variables, generically denoted by Bi, i = 1, 2. We denote the LST of the
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service time Bi by βi(s) = E(e−sBi), with Re[s] ≥ 0, i = 1, 2.
A special feature of the polling model under consideration is that the server spends

an exponentially distributed amount of time at queue i with rate ci, i = 1, 2. All
interarrival, service and visit (residing) times are independent. Upon completion of
the residing time at queue i, the server instantaneously switches to the other queue,
i.e., there is no switch-over time. Furthermore, if upon completion of the residing
time, the server is providing service to a customer, this service is interrupted and
resumed at the next visit of the server to the queue. More explicitly, we assume that
if a server resumes the service after being interrupted, the server continues from
where the service stopped instead of starting from the beginning, i.e., the service is
preemptive–resume. We denote the LST of the residing time Ti of the server in queue
i by f̃Ti

(s) = E(e−sTi), with Re[s] ≥ 0, i = 1, 2, with Ti exponentially distributed
with rate ci and probability density function fTi(t) = cie

−cit, t ≥ 0, i = 1, 2.

Stability condition. For the two-queue polling model under consideration the
stability condition (necessary and su�cient) is

ρ1 <
c2

c1 + c2
and ρ2 <

c1

c1 + c2
, (2.1)

with ρi = λi E(Bi), i = 1, 2.
The stability condition can be proven by appropriately adapting and extending

the proof of Altman et al. in [19]. To this purpose, one would need to calculate the
expected increase of the workload during a cycle (i.e., the time between two successive
arrivals of the server at the �rst queue) and use an extension of Foster’s criterion
known as the positivity/regularity criterion (V2), cf. [161]. The derivations of the
expected increase of the workload during a cycle are similar to the analysis performed
for the proof of Theorem 2.1 below. This guarantees that the stability condition is
su�cient. In order to show that it is also necessary, one may use the expression for
the expectation of the steady-state workload of each queue, cf. Equation (2.16).

Remark 2.1. Equivalently, one can prove the stability condition by adapting the
steps presented in [67]. More concretely, the two-queue polling system under consid-
eration is said to be stable if the workloads at each queue, at the polling instants (i.e.,
the instants when the server arrives at a queue), have a proper limiting distribution,
and the mean cycle time is �nite, as time tends to in�nity. By de�nition, the latter
always holds, as the cycle time for the polling model under consideration is given
by the sum of the two exponentially distributed residing times at the two queues.
Following a similar argumentation as in [67], one would need to ensure that, under
the above stability condition, each queue is stable. Note that each queue in isolation
behaves like an M/G/1 queue with a service speed governed by a two-state Markov
chain. The stability condition (in the sense that the workload has a proper limiting
distribution) of such a queueing system is studied in [27].
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Chapter 2 Workload analysis of an RTL two-queue polling model

Remark 2.2. Intuitively, the stability condition for the �rst queue can be interpreted
as follows: the long-run proportion of time the server spends in the �rst queue is
equal to c2/(c1 + c2), thus the long-run rate of service in the �rst queue is c2/[(c1 +
c2)E(B1)]. Hence, for the �rst queue to be stable it is needed that the arrival rate is
strictly smaller than the long-run rate of service, which corresponds to the left hand
side of (2.1). The stability condition for the second queue can be interpreted in an
analogous manner.

2.3 Marginal workload analysis

In this section, we derive the distribution of the marginal workload in steady state at
an arbitrary epoch. As discussed in the introductory section, the individual queues
behave as vacation systems: from the perspective of one queue, the server is on
vacation when it resides at the other queue. In this section, we give a direct derivation
of the stationary marginal workload distributions.
We let Vi(t) denote the workload at time t, t ≥ 0, of queue i, i = 1, 2, and Vi denote
the steady-state workload of queue i at an arbitrary epoch, i = 1, 2.

Theorem 2.1. The LST of the workload of the �rst queue in steady state under the
stability condition (2.1) is given by

E(e−sV1) =
s
[
λ1E(B1) (c1 + c2) − c2

] [
c1 + c2 + λ1

(
1 − β1(s)

)][(
c2 + λ1

(
1 − β1(s)

))(
c1 + λ1

(
1 − β1(s)

)
− s
)

− c1c2

]
(c1 + c2)

.

(2.2)
A symmetric formula holds for the LST of V2 under the stability condition (2.1).

Proof. The derivation of the LST of the steady-state workload for the �rst queue is
performed by considering the renewal process at the instances the server arrives at
the �rst queue, i.e., the inter-renewal times are identical in distribution to T1 + T2,
with Ti ∼ Exp(ci), i = 1, 2.
To structure the exposition, the proof of the theorem is split into �ve steps. A key
point of the proof is the derivation of E(e−sV1(T1+T2)); this is achieved in Step 4,
after we derive E(e−sV1(T1+T2)|V1(T1) = y) in Step 1, E(e−sV1(T1)|V1(0) = v) in
Step 2, and subsequently E(e−sV1(T1+T2)|V1(0) = v) in Step 3. Finally, in Step 5, we
calculate E(e−sV1) using the PASTA property and the result of Step 4.
Step 1. Calculation of E(e−sV1(T1+T2)|V1(T1) = y).

During (T1, T1 + T2] the server serves only customers in the second queue, so the
workload in the �rst queue only increases by the sum of the service times of all the
customers that arrived within this interval. The increments occur according to a
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compound Poisson process. So,

E(e−sV1(T1+T2)|V1(T1) = y) = e−sy f̃T2(λ1(1 − β1(s)))

= e−sy c2

c2 + λ1(1 − β1(s)) .
(2.3)

Step 2. Calculation of E(e−sV1(T1)|V1(0) = v).
Note that

E(e−sV1(T1)|V1(0) = v) =
∫ ∞

t=0
c1e

−c1t

∫ ∞

σ=0
e−sσdP(V1(t) < σ|V1(0) = v)dt.

(2.4)

In order to calculate the right hand side of (2.4), we use [74, p. 262, Equation (4.99)],∫ ∞

σ=0
e−sσdP(V1(t) < σ|V1(0) = v) = es(t−v)−tλ1(1−β1(s))

− sU1(t− v)
∫ t−v

u=0
e(s−λ1(1−β1(s)))(t−u−v)P(V1(u+ v) = 0|V1(0) = v)du,

with Re[s] ≥ 0, t ≥ 0, and U1(x) = 0, if x < 0, and U1(x) = 1, otherwise. Hence,
Equation (2.4) in light of [74, p. 262, Equation (4.99)] yields

E(e−sV1(T1)|V1(0) = v)

= c1e
−sv

c1 + λ1(1 − β1(s)) − s

−
∫ ∞

t=v

sc1e
−c1t

∫ t−v

u=0
e(s−λ1(1−β1(s)))(t−u−v)P(V1(u+ v) = 0|V1(0) = v)du dt.

(2.5)

For the calculation of the integrals in the right hand side of Equation (2.5) we use
[74, p. 260, Equation (4.92)], for Re[s] ≥ 0, t ≥ 0,∫ ∞

t=0
e−stP(V1(t) = 0|V1(0) = v)dt = e−(s+(1−µ(s,1))λ1)v

s+ (1 − µ(s, 1))λ1
,

with µ(s, 1) denoting the LST of the busy period distribution of the M/G/1 queue with
arrival rateλ1 and service time LSTβ1(s); µ(s, 1) is the root of z = β1

(
s+ (1 − z)λ1

)
with the smallest absolute value, cf. [74, p. 250]. A lengthy but straightforward
calculation, that involves interchanging the integrations, yields, for Re[s] ≥ 0,∫ ∞

t=v

sc1e
−c1t

∫ t−v

u=0
e(s−λ1(1−β1(s)))(t−u−v)P(V1(u+ v) = 0|V1(0) = v)dudt

= sc1

c1 − s+ λ1(1 − β1(s))
e−(c1+(1−µ(c1,1))λ1)v

c1 + (1 − µ(c1, 1))λ1
. (2.6)
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Combining (2.5) and (2.6) yields

E(e−sV1(T1)|V1(0) = v)

= c1e
−sv

c1 + λ1(1 − β1(s)) − s
− sc1

c1 − s+ λ1(1 − β1(s))
e−(c1+(1−µ(c1,1))λ1)v

c1 + (1 − µ(c1, 1))λ1
.

(2.7)

Step 3. Calculation of E(e−sV1(T1+T2)|V1(0) = v).

E(e−sV1(T1+T2)|V1(0) = v)

=
∫ ∞

y=0
E(e−sV1(T1+T2)|V1(T1) = y)fV1(V1(T1) = y|V1(0) = v)dy

= c2

c2 + λ1(1 − β1(s))

∫ ∞

y=0
e−syfV1(V1(T1) = y|V1(0) = v)dy

= c2

c2 + λ1(1 − β1(s))

[
e−svc1

c1 + λ1(1 − β1(s)) − s

− c1e
−sv

c1 − s+ λ1(1 − β1(s))
e−(c1+(1−µ(c1,1))λ1)v

c1 + (1 − µ(c1, 1))λ1

]
,

(2.8)

where the second equation comes from Equation (2.3) and the third from Equation
(2.7).

Step 4. Calculation of E(e−sV1(T1+T2)) in steady state.
Observe that

E(e−sV1(T1+T2))

=
∫ ∞

v=0
E(e−sV1(T1+T2)|V1(0) = v)fV1(0)(v)dv

=
∫ ∞

v=0

[
c2

c2 + λ1(1 − β1(s))

[
e−sv c1

c1 + λ1(1 − β1(s)) − s

− s
c1

c1 − s+ λ1(1 − β1(s))
e−(c1+(1−µ(c1,1))λ1)v

c1 + (1 − µ(c1, 1))λ1

] fV1(0)(v)dv,

(2.9)

with fV1(0)(v) the probability density function of V1(0). Now observe that in steady
state V1(T1 + T2) has the same distribution as V1(0). So we can rewrite (4.6) as
follows:

E(e−sV1(T1+T2))

=
∫ ∞

v=0

[
c2

c2 + λ1(1 − β1(s))

[
e−sv c1

c1 + λ1(1 − β1(s)) − s
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−s c1

c1 − s+ λ1(1 − β1(s))
e−(c1+(1−µ(c1,1))λ1)v

c1 + (1 − µ(c1, 1))λ1

] fV1(T1+T2)(v)dv.

So,

E(e−sV1(T1+T2))
[
c2 + λ1(1 − β1(s))

c2
− c1

c1 + λ1(1 − β1(s)) − s

]
= − sc1[

c1 + λ1(1 − β1(s)) − s
] (
c1 + (1 − µ(c1, 1))λ1

)
E(e−

(
c1+(1−µ(c1,1))λ1

)
V1(T1+T2)).

(2.10)

Taking the limit as s ↓ 0 in (2.10) and using L’Hôpital’s rule yields

E(e−
(

c1+(1−µ(c1,1))λ1
)

V1(T1+T2))

= −
[
λ1E(B1)c1 + λ1E(B1)c2 − c2

] (
c1 + (1 − µ(c1, 1))λ1

)
c1c2

.

Hence,

E(e−sV1(T1+T2)) =
s
[
λ1E(B1)(c1 + c2) − c2

][
c2 + λ1(1 − β1(s))

] [
c1 + λ1(1 − β1(s)) − s

]
− c1c2

.

(2.11)
Step 5. Calculation of E(e−sV1) in steady state.

Firstly, let us denote by S = 1 (respectively by S = 2) the event of the server residing
in the �rst (respectively second) queue. Then,

E(e−sV1) = E(e−sV1 |S = 1)P(S = 1) + E(e−sV1 |S = 2)P(S = 2)

= E(e−sV1 |S = 1) c2

c1 + c2
+ E(e−sV1 |S = 2) c1

c1 + c2
. (2.12)

Because of the memoryless property of the exponential distribution it is obvious that

E(e−sV1 |S = 1) = E(e−sV1(T1)), E(e−sV1 |S = 2) = E(e−sV1(T1+T2)).

The latter term is given by (2.11), while the former term is calculated using the same
argument as in the derivation of Equation (2.3):

E(e−sV1(T1+T2)) = E(e−sV1(T1)) c2

c2 + λ1(1 − β1(s)) . (2.13)

Substituting (2.13), for E(e−sV1(T1)), and (2.11) in Equation (4.10) yields (2.2).
Similarly, we can also calculate the LST of the workload of the second queue, which

completes the proof.
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Remark 2.3. It is not di�cult to extend the above results to the case that the T2
periods are non-exponential, see, e.g., [114, 204, 24], and to the case that the arrival
process during those periods is a di�erent compound Poisson process than during
the T1 periods, see, e.g., [202] and [104]. One could even allow a more general non-
decreasing Lévy process (subordinator) during those T2 periods. During T1 periods,
one could also allow the input process to be a subordinator. However, we do note
that it is considerably more complicated to consider non-exponential T1 periods, see
[102].

2.4 Workload decomposition and heavy-tra�ic
analysis

In this section, we show that the steady-state workload V1 (similarly for V2) can
be decomposed into two independent terms, one corresponding to the steady-state
workload of the �rst queue in isolation, i.e., the M/G/1 queue with arrival rate λ1
and service times B1 (to be called: corresponding M/G/1 queue), and the second
corresponding to the amount of work when the server is not serving the �rst queue,
due to either an idle period or due to a visit at the second queue.
Assuming that the �rst three moments of B1 are �nite and then using the decompos-
ition of V1, we determine the mean, the variance, and the heavy-tra�c limit of the
workload V1. Furthermore, in this and in the next section, we use the decomposition
to obtain various asymptotic (heavy-tra�c and/or heavy-tail) results.

Corollary 2.2. The steady state amount of work of the �rst queue, V1, is distributed
as a sum of two independent random variables VM/G/1 and Y , i.e.,

V1
d= VM/G/1 + Y, (2.14)

where VM/G/1 is the steady state amount of work in the corresponding M/G/1 queue,
and Y is the steady state amount of work when the server is not serving at the �rst
queue. The LST of the random variable Y is given as

E(e−sY ) = c2 − ρ1(c1 + c2)
(1 − ρ1)(c1 + c2)

[
1

− sc1

(c2 + c1 − s)λ1(1 − β1(s)) +
(
λ1(1 − β1(s))

)2 − sc2

]
. (2.15)

Proof. Theworkload decomposition result follows from [54, Theorem 2.1]; it is readily
veri�ed that all conditions of that theorem are satis�ed. And the LST of Y can be
directly obtained by dividing the LST of V1 (which is given by Equation (2.2)) by the
known LST of the M/G/1 queue (cf. [74, p. 257, Equation (4.90)]).
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Remark 2.4. E(e−sY ) could also have been obtained by writing it as a weighted
sum of two known terms: (i) 1, which is the LST of the (zero) workload in the �rst
queue during an idle part of the visit period, and (ii) E(e−sV1(T1+T2)), which is given
in (2.11). PASTA implies that the latter term is also the LST of the workload in the
�rst queue at an arbitrary epoch of a visit period of the other queue.

We now use the decomposition result (2.14) to determine the mean and the variance
of V1.

Theorem 2.3. The expectation of the steady-state workload of the �rst queue, E(V1),
is

E(V1) = ρ1(c1 + c2)
c2 − ρ1(c1 + c2)

[
1
2
E(B2

1)
E(B1) + c1

(c1 + c2)2

]
, (2.16)

and the corresponding variance, Var(V1), is

Var(V1) = ρ1(c1 + c2)
c2 − ρ1(c1 + c2)1

3
E(B3

1)
E(B1) + 1

4
ρ1

1 − ρ1

(
E(B2

1)
)2(

E(B1)
)2 + c1

(c1 + c2)2
E(B2

1)
E(B1) + c1

(c1 + c2)3

 .
(2.17)

Proof. The mean and variance can be obtained by using the decomposition result
(2.14). For this purpose, we can separately calculate the mean and the variance of the
M/G/1 queue, cf. [74, p. 256], as well as the mean and the variance corresponding
to the random variable Y . For the latter we use Equation (2.15) (after dividing its
numerator and denominator by s). Combining these results yields Equations (2.16)
and (2.17).

Remark 2.5. Equation (2.16) and Equation (2.17) for c2 → ∞ (or equivalently for
c1 → 0) yield the corresponding expressions for the mean and the variance of the
M/G/1 queue, cf. [74, p. 256].

Now, we study the behavior of the workload V1 in heavy-tra�c, i.e., when ρ1 ↑
c2

c1+c2
. In Corollary 2.2, we have shown that V1 can be written as the sum of the

independent random variables VM/G/1 and Y . Since most of the results related to
the M/G/1 queue are already known, we take a closer look at E(e−sY ), with the
assumption that the �rst three moments of B1 are �nite. Substituting β1(s) =
1−sE(B1)+ s2

2 E(B2
1)− s3

3! E(B3
1)+o(s3) in (2.15) and rearranging the terms yields,

for s ↓ 0,

E(e−sY ) = A0

1 − ρ1

1 − c1

c1 + c2

(
1

A0 + sA1 − s2

2 A2 + o(s2)

) , (2.18)
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with

A0 = c2

c1 + c2
− ρ1, A1 = ρ1

c1 + c2

(
1 − ρ1 + c1 + c2

2
E(B2

1)
E(B1)

)
, (2.19)

A2 = ρ2
1

c1 + c2

(
1 − 2ρ1

ρ1

E(B2
1)

E(B1) + c1 + c2

3ρ1

E(B3
1)

E(B1)

)
. (2.20)

Equation (2.18) will play a very important role in the proof of Theorem 2.4 and also
in the next section where we study the tail behavior of the workload V1.

Theorem 2.4. Assume that E(B2
1) < ∞. For ρ1 ↑ c2

c1+c2
,(

c2

c1 + c2
− ρ1

)
V1

d−→ Z, (2.21)

withZ an exponentially distributed random variable withmean c1c2
(c1+c2)3 + c2

c1+c2
1
2
E(B2

1)
E(B1) .

Proof. To obtain the heavy-tra�c limit of V1 one can use the workload decomposition.
Corollary 2.2 implies that

E(e−sV1) = E(e−sVM/G/1)E(e−sY ). (2.22)

Replacing s by sA0 = s( c2
c1+c2

− ρ1), cf. (2.19), in the above equation and taking the
limit ρ1 ↑ c2

c1+c2
yields

lim
ρ1↑ c2

c1+c2

E
(
e

−s
(

c2
c1+c2

−ρ1
)

V1

)
= lim

ρ1↑ c2
c1+c2

E
(
e

−s
(

c2
c1+c2

−ρ1
)

VM/G/1

)
E
(
e

−s
(

c2
c1+c2

−ρ1
)

Y

)
.

(2.23)

The �rst term in the right hand side obviously tends to one for ρ1 ↑ c2
c1+c2

, as the
corresponding M/G/1 queue is in heavy-tra�c only when ρ1 ↑ 1. In order to calculate
the limit for the second term in (2.23), we replace s by sA0 = s( c2

c1+c2
− ρ1), cf.

(2.19), in (2.18), which yields

E(e−s( c2
c1+c2

−ρ1)Y ) = 1
1 − ρ1

A0 + c1

c1 + c2

(
1

1 + sA1 − s2

2 A0A2 + o (s2A0)

) .
(2.24)

Taking the limit ρ1 ↑ c2
c1+c2

in (2.24) yields

lim
ρ1↑ c2

c1+c2

E(e−s
(

c2
c1+c2

−ρ1
)

Y ) = 1
1 + sA1

, (2.25)

with A1 given in (2.19). From (2.25), (2.19), and (2.23) the statement of the theorem
follows by noticing that the right hand side of (2.25) corresponds to the LST of an
exponentially distributed random variable with mean A1.
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Remark 2.6. Letting c2 → ∞, Theorem 2.4 indicates that the heavy-tra�c result
reduces to that of an ordinary M/G/1 queue.

2.5 Heavy-tail asymptotics
In this section, we discuss the tail behavior of the workload in the case of heavy-tailed
service time distributions. We also study the heavy-tra�c behavior of the workload
V1 when the service time distribution B1 is regularly varying. To do this analysis,
we now use De�nition 1.6 of a regularly varying random variable/distribution.

Theorem 2.5. If the service time distribution of the random variable B1 is regularly
varying of index −ν, with ν ∈ (1, 2) (see De�nition 1.6), then the workload of the �rst
queue under the stability condition (2.1) is regularly varying at in�nity of index 1 − ν.
More precisely,

P (V1 > x) ∼ ρ1
c2

c1+c2
− ρ1

1
E(B1)(ν − 1)x

1−νL (x) , x → ∞. (2.26)

Proof. To prove that V1 is regularly varying at in�nity, one can again use the decom-
position property of the workload V1. From Corollary 2.2, we get

P(V1 > x) = P(VM/G/1 + Y > x). (2.27)

In the M/G/1 queue it follows from [73] that P(VM/G/1 > x) is regularly varying of
index 1−ν at in�nity if and only if the tail of the service time distribution P(B1 > x)
is regularly varying of index −ν at in�nity, and one has

P (VM/G/1 > x) ∼ ρ1

ρ1 − 1
1

E(B1)(1 − ν)x
1−νL (x) , x → ∞. (2.28)

Now we have to compute P(Y > x) for x → ∞. Our main tool is the Tauberian
theorem 1.8 which relates the behavior of a regularly varying function at in�nity and
the behavior of its LST near 0. Applying this theorem in the case that B1 is regularly
varying at in�nity gives

β1(s) − 1 + sE(B1) ∼ −Γ (1 − ν) sνL

(
1
s

)
, s ↓ 0,

and hence

λ1
(
1 − β1(s)

)
s

= ρ1

(
1 + Γ (1 − ν)

E(B1) sν−1L

(
1
s

))
, s ↓ 0. (2.29)

Substituting Equation (2.29) in (2.15) yields, for s ↓ 0:

E(e−sY )
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= c2 − ρ1(c1 + c2)
(1 − ρ1)(c1 + c2)

1 − c1

(c1 + c2)ρ1

(
1 + Γ(1−ν)

E(B1) s
ν−1L

( 1
s

))
− c2 +O(s)


= c2 − ρ1(c1 + c2)

(1 − ρ1)(c1 + c2)

×

1 + c1(
c2 − ρ1(c1 + c2)

) (
1 − ρ1(c1+c2)

c2−ρ1(c1+c2)
Γ(1−ν)
E(B1) s

ν−1L
( 1

s

))
+O(s)


= c2 − ρ1(c1 + c2)

(1 − ρ1)(c1 + c2)

+ c1

(1 − ρ1)(c1 + c2)

(
1 + ρ1(c1 + c2)

c2 − ρ1(c1 + c2)
Γ (1 − ν)
E(B1) sν−1L

(
1
s

)
+O(s)

)
.

Simplifying, we get

E(e−sY ) − 1 = ρ1c1

(1 − ρ1)
(
c2 − ρ1(c1 + c2)

) Γ (1 − ν)
E(B1) sν−1L

(
1
s

)
, s ↓ 0.

Applying the Tauberian theorem 1.8 once again, now in the reverse direction, yields

P (Y > x) ∼ − 1
Γ (2 − ν)

ρ1c1

(1 − ρ1)
(
c2 − ρ1(c1 + c2)

) Γ (1 − ν)
E(B1) x1−νL (x)

= ρ1c1

(1 − ρ1)
(
c2 − ρ1(c1 + c2)

) 1
E(B1)(ν − 1)x

1−νL (x) , x → ∞.

(2.30)

From Equations (2.28) and (2.30), we see that both VM/G/1 and Y are regularly varying
random variables of index 1 − ν. Using the workload decomposition property (2.14)
and a well known result regarding the tail behavior of the sum of two independent
regularly varying random variables of the same index, see [190], yields

P (V1 > x) ∼ (C1 + C2)x1−νL (x) , x → ∞, (2.31)

with C1 and C2 the coe�cients of the tail x1−ν for VM/G/1 and Y in (2.28) and (2.30),
respectively. Substituting the coe�cients from (2.28) and (2.30) concludes the proof
of the theorem.

Remark 2.7. Letting c2 → ∞ in Equation (2.31) yields

P (V1 > x) ∼ ρ1

1 − ρ1

1
E(B1)(ν − 1)x

1−νL (x) , x → ∞, (2.32)

which is, as expected, the result for an ordinary M/G/1 queue; cf. (1.43).
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Remark 2.8. Theorem 2.5 is closely related to [61, Theorem 4.1] for a single server
queue with alternating high and low service speeds. In [61] both the service time
distribution and the distribution of the periods of low service speed are regularly
varying. If the latter tail is less heavy than the tail of the service time distribution,
then our formula (2.26) displays exactly the same tail behavior as [61, Formula (4.1)].

In the next theorem, we discuss how Theorem 2.5 can be generalized to the case of
subexponential (residual) service times. The de�nition of subexponential random
variable/distribution is given in De�nition 1.7.

Theorem 2.6. If the distribution of the residual service time requirement, say Br
1 , is

subexponential, then V1 is also subexponential and

P (V1 > x) ∼ ρ1
c2

c1+c2
− ρ1

P (Br
1 > x) , x → ∞. (2.33)

Heuristic proof. The asymptotic relation in (2.33) can be proved formally using sample-
path techniques along the following lines. We assume the system is in stationarity
and focus on the workload at time t = 0. If the workload level V1 at this time is
very large, then that is most likely due to the prior arrival of a customer with a large
service requirementB1, at some time t = −y. We can observe that from time t = −y
onward, the workload decreases nearly linearly with rate c2

c1+c2
− ρ1. So in order for

the workload at time t = 0 to exceed the level x, the service requirement B1 must
be larger than x+ y

(
c2

c1+c2
− ρ1

)
. Since customers arrive according to a Poisson

process with rate λ1, the distribution of the workload V1 for large x can be computed
as

P (V1 > x) ∼
∫ ∞

y=0
P

(
B1 > x+ y

(
c2

c1 + c2
− ρ1

))
λ1dy. (2.34)

A change of variable z := x+ y
(

c2
c1+c2

− ρ1

)
in Equation (2.34) yields

P (V1 > x) ∼ λ1
c2

c1+c2
− ρ1

∫ ∞

z=x

P (B1 > z) dz

= λ1E(B1)
c2

c1+c2
− ρ1

∫ ∞

z=x

P (B1 > z)
E(B1) dz = ρ1

c2
c1+c2

− ρ1
P (Br

1 > x) , (2.35)

which leads to Relation (2.33).
This proof can be made rigorous by providing lower and upper bounds for P(V1 > x)
that in the limit coincide. The lower bound is easily obtained by using the law of
large numbers. The upper bound is more di�cult; one has to give a formal version
of the statement “exceedance of a high level x happens as a consequence of a single
big jump”, and one has to show that other exceedance scenarios (like two rather big
jumps) do not contribute to the asymptotics of the exceedance probability. We refer
to [224, Section 2.4] for a detailed exposition of this technique.
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Remark 2.9. Note that, indeed, Relation (2.33) contains the result of Theorem 2.5
as a special case, since B1 being regularly varying at in�nity of index −ν, with
ν ∈ (1, 2), has a subexponential distribution. In this regularly varying case, we have

P (Br
1 > x) =

∫ ∞

z=x

P (B1 > z)
E(B1) dz ∼ 1

E(B1)

∫ ∞

z=x

z−νL(z)dz, x → ∞.

By applying the regularly varying function property from [37, p. 26, Proposition
1.5.8] to the above equation, we get

P (Br
1 > x) ∼ 1

E(B1)(ν − 1)x
1−νL(x), x → ∞. (2.36)

Combining (2.35) and (2.36), we obtain Theorem 2.5.

Now we concentrate on a heavy-tra�c limit theorem for V1 in the heavy-tailed case.
To do this analysis, we �rst scale V1 by the coe�cient of contraction ∆(ρ1). Similarly
to [56, p. 188, Equation (4.24)], we de�ne the coe�cient of contraction ∆(ρ1) as the
unique root of the following equation in x:

xν−1L

(
1
x

)
=

c2
c1+c2

− ρ1

ρ1
, x > 0, (2.37)

such that ∆(ρ1) ↓ 0 for ρ1 ↑ c2
c1+c2

.

Theorem 2.7. If the service time distribution of the random variable B1 is regularly
varying of index −ν, with ν ∈ (1, 2), then the heavy-tra�c limiting distribution of
workload V1 of the �rst queue in the heavy-tailed case is given by the Mittag-Le�er
distribution:

lim
ρ1↑ c2

c1+c2

E
(
e−s∆(ρ1)V1

)
= 1

1 + (E(B1))ν−1sν−1 . (2.38)

Proof. We can obtain the heavy-tra�c limit in the heavy-tailed case by using the
workload decomposition property (2.2) and its LST version (2.22). The heavy-tra�c
limit can be computed by replacing s by s∆(ρ1) in Equation (2.22) and taking the
limit ρ1 ↑ c2

c1+c2
, which yields

lim
ρ1↑ c2

c1+c2

E
(
e−s∆(ρ1)V1

)
= lim

ρ1↑ c2
c1+c2

E
(
e−s∆(ρ1)VM/G/1

)
E
(
e−s∆(ρ1)Y

)
. (2.39)

Just as in the light tailed case (cf. Theorem 2.4), the contribution of VM/G/1 becomes
negligible compared to the contribution of Y . To calculate the limit for the second
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factor in (2.39), we use (2.15).

E
(
e−s∆(ρ1)Y

)

=
c2

c1+c2
− ρ1

1 − ρ1

1 − c1

c1 + c2

1
f(s∆(ρ1))

s∆(ρ1) − f(s∆(ρ1))
c1+c2

+ s∆(ρ1)
c1+c2

(
f(s∆(ρ1))

s∆(ρ1)

)2
− c2

c1+c2

 ,
(2.40)

with f(s∆(ρ1)) = ρ1(1−β1(s∆(ρ1)))
E(B1) . Taking the limit ρ1 ↑ c2

c1+c2
in (2.40) yields

lim
ρ1↑ c2

c1+c2

E
(
e−s∆(ρ1)Y

)
= − lim

ρ1↑ c2
c1+c2

c1

(
c2

c1+c2
− ρ1

)
(c1 + c2)(1 − ρ1)

1
f(s∆(ρ1))

s∆(ρ1) − c2
c1+c2

,

(2.41)
since s∆(ρ1)

c1+c2

(
f(s∆(ρ1))

s∆(ρ1)

)2
→ 0, f(s∆(ρ1)) → 0 and ∆(ρ1) → 0 when ρ1 ↑ c2

c1+c2
.

After rearranging the terms of (2.41) we get

lim
ρ1↑ c2

c1+c2

E
(
e−s∆(ρ1)Y

)
= − lim

ρ1↑ c2
c1+c2

c1

(c1 + c2)(1 − ρ1)
1

1
c2

c1+c2
−ρ1

[
f(s∆(ρ1))

s∆(ρ1) − c2
c1+c2

] . (2.42)

Since B1 is regularly varying, we get by using [56, Lemma 5.1 (iv)],

lim
ρ1↑ c2

c1+c2

1
c2

c1+c2
− ρ1

[
f(s∆(ρ1))
s∆(ρ1) − c2

c1 + c2

]

= − lim
ρ1↑ c2

c1+c2

(
1 + ρ1

c2
c1+c2

− ρ1

[
1 − 1 − β1(s∆(ρ1))

sE(B1)∆(ρ1)

])
.

(2.43)

Using [56, p. 188, Equation (4.22)], we know that

1 − 1 − β1(s∆(ρ1))
sE(B1)∆(ρ1) ∼ (E(B1)s∆(ρ1))ν−1L

(
1

sE(B1)∆(ρ1)

)
, s ↓ 0. (2.44)

From the de�nition of the coe�cient of contraction ∆(ρ1) as the unique root of
Equation (2.37) such that ∆(ρ1) ↓ 0 for ρ1 ↑ c2

c1+c2
, we have

(∆(ρ1))ν−1L

(
1

∆(ρ1)

)
=

c2
c1+c2

− ρ1

ρ1
. (2.45)
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Furthermore, from the de�nition of a slowly varying function L(·), we get
L
(

1
sE(B1)∆(ρ1)

)
L
(

1
∆(ρ1)

) → 1, when ∆(ρ1) ↓ 0. Now by combining (2.42) - (2.45) we get

lim
ρ1↑ c2

c1+c2

E
(
e−s∆(ρ1)Y

)
= 1

1 + (E(B1))ν−1sν−1 . (2.46)

Substituting (2.46) in Equation (2.39) concludes the proof of the theorem.

Remark 2.10. In [56], a class of service time distributions is considered that is
slightly larger than the class of regularly varying distributions. Theorem 2.7 can be
seen to hold under these conditions as well.

Remark 2.11. At this stage it may be appropriate to discuss some of the advantages
and disadvantages of working with timers instead of traditional polling disciplines
like exhaustive, gated or k-limited. An advantage of working with timers appears
to be the following. It is proven in [57] for N -queue cyclic polling models with
exhaustive or gated service, that if the heaviest service time distribution (say, at QM )
is regularly varying of index −ν, then all waiting time distributions are regularly
varying of index 1 − ν. This is intuitively clear: There is a positive probability of
a customer in Q1 arriving during a service time of QM , and then its waiting time
includes a residual type-M service time – which is regularly varying of index 1 − ν.
That intuition also indicates that a similar tail behavior will occur for disciplines like
k-limited.
In our model with exponential timers, the service time distribution at one queue

has no e�ect at all on the waiting time distribution or workload distribution at the
other queue (for the workload, this is also seen from Formula (2.2), which does not
involve β2(s)). In particular, the waiting time distribution at Q1 will asymptotically
behave exponentially if the service time tail is exponential; and if the service time
distribution atQ1 is regularly varying of index −ζ while the service time distribution
atQ2 is regularly varying of index −ν with ζ > ν, then the waiting time distribution
at Q1 will be regularly varying of index 1 − ζ < 1 − ν.

Next for protection against heavy tails at other queues, there is also some protection
against long mean service times at other queues. If EB2 is much larger than EB1,
then a type-1 customer in an ordinary polling model may experience a long mean
delay because of the presence of type-2 customers. However, when timers are used, a
customer of type 1 with a short service time will not su�er much from the presence
of type-2 customers with long mean service times. This is a similar protection
phenomenon as round robin or processor sharing protecting short customers against
having to wait long for a customer with a very long service time.
A disadvantage of using timers is that the system is not work-conserving, and

hence operates in a sense less e�ciently than one would wish. This is revealed in
the fully symmetric case. It follows from (2.16) that the mean workload at Q1, in the

44



2.6 Joint workload distribution

fully symmetric case (equal arrival rates, service time distributions and mean visit
periods), equals

EV1 = ρ

1 − ρ

EB2
1

2EB1
+ 1

4c1
, (2.47)

so that the mean total workload equals

EV1 + EV2 = 2 ρ

1 − ρ

EB2
1

2EB1
+ 1

2c1
. (2.48)

On the other hand, in a symmetric two-queue polling model with, e.g., exhaustive or
gated service, one has work conservation, and hence the mean total workload equals

EVtotal = ρ

1 − ρ

EB2
1

2EB1
. (2.49)

This is less than half the value of EV1 + EV2. The main reason for this is the fact
that the server is sometimes idle although there is work at the other queue. This
even holds when c1 = c2 → ∞; Q1 operates e�ectively as if the server works at half
speed for it, or as if the service times are twice as long.

2.6 Joint workload distribution
So far we have focused on the marginal workload distribution at the �rst queue. A
much harder problem is to determine the steady state joint workload distribution. In
this section, we begin the exploration of this problem, outlining a possible approach
as well as the mathematical complications arising.

Let ṽ(s1, s2) := E(e−s1V1(T1+T2)−s2V2(T1+T2)) denote the steady state joint work-
load LST at endings of visit periods at the second queue. Reiterating Steps 1 - 4
of Section 2.3, but now taking both workloads into account, leads after lengthy
calculations to the following functional equation:

ṽ(s2, s1) = c1

c1 − s1 + λ1(1 − β1(s1)) + λ2(1 − β2(s2))×

[ṽ(s1, s2) − s1

ω1(s2) ṽ(ω1(s2), s2)], Re[s1], Re[s2] ≥ 0,
(2.50)

withω1(s2) := c1+λ2(1−β2(s2))+λ1

(
1 − µ

(
c1 + λ2(1 − β2(s2)), 1

))
; as before,

µ(s, 1) is the busy period LST of the M/G/1 queue in isolation corresponding to the
�rst queue.

Let us now restrict ourselves to the fully symmetric case c1 = c2 = c, λ1 = λ2 = λ,
β1(s) = β2(s) = β(s). Formula (2.50) then becomes

ṽ(s2, s1) = c

c− s1 + λ(1 − β(s1)) + λ(1 − β(s2))×

[ṽ(s1, s2) − s1

ω1(s2) ṽ(ω1(s2), s2)].
(2.51)
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Taking s1 = s2 in (2.51) allows us to express ṽ(ω1(s2), s2) in terms of ṽ(s2, s2), thus
reducing (2.51) to

ṽ(s2, s1) = c

c− s1 + λ(1 − β(s1)) + λ(1 − β(s2))×

[ṽ(s1, s2) − s1

s2

s2 − 2λ(1 − β(s2))
c

ṽ(s2, s2)].
(2.52)

Interchanging all indices, one obtains a mirrored equation of (2.52), and the two
equations combined yield

K(s1, s2)ṽ(s1, s2)

= s2

s1

(
s1 − 2λ(1 − β(s1))

) (
c− s1 + λ(1 − β(s1)) + λ(1 − β(s2))

)
ṽ(s1, s1)

+ s1

s2
c
(
s2 − 2λ(1 − β(s2))

)
ṽ(s2, s2), Re[s1], Re[s2] ≥ 0,

(2.53)

withK(s1, s2) = c2−
(
c− s1 + λ(1 − β(s1)) + λ(1 − β(s2))

) (
c− s2 + λ(1 − β(s1))

+λ(1 − β(s2))
)
. This is a so-called boundary value problem equation, see also Sub-

section 1.3.1. Equations of this type have been studied in the monograph [77]. There
an approach is outlined that, for the present problem, amounts to the following global
steps:
Step 1. Consider the zeros of the kernel equationK(s1, s2), with Re[s1], Re[s2] ≥

0. For such pairs (s1, s2), ṽ(s1, s2) is analytic, and hence, for those pairs, the right
hand side of (2.53) is equal to zero.
Step 2. For the pairs (s1, s2) satisfying Step 1, one needs to translate the fact that

the right hand side of Equation (2.53) is zero into a Riemann or Riemann-Hilbert
boundary value problem. The solution of such a problem yields ṽ(s1, s1) and ṽ(s2, s2).
Then ṽ(s1, s2) follows via (2.53).

Unfortunately, the above steps do not constitute a simple, straightforward recipe.
For example, several choices of zero pairs are possible in the present problem, and it
is not a priori clear what is the best choice. A natural choice, due to the symmetry of
the underlying problem, seems to be to restrict oneself to complex conjugate points,
i.e., choose (s1, s2) = (z, z̄) just like in Example 1.1 in Subsection 1.3.1. The kernel
then becomes

K(z, z̄) = c2 −
(
c− z + 2λRe(1 − β(z))

) (
c− z̄ + 2λRe(1 − β(z))

)
.

Taking

c−z+2λRe(1−β(z)) = ceiθ, c−z̄+2λRe(1−β(z)) = ce−iθ, θ ∈ [0, 2π], (2.54)

indeed yields K(z, z) = K
(
z(θ), z(θ)

)
= 0, for all θ ∈ [0, 2π], while it is readily

checked that for each such θ there is a unique z(θ) with Re[z(θ)] ≥ 0.
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Turning to Step 2, one sees that, for θ ∈ [0, 2π], the z(θ) satisfying (2.54) describe
a closed contour, say L, in the right half plane, while the fact that the right hand side
of (2.53), after a division by s1s2 = zz̄, is zero for all these (s1, s2) = (z(θ), z(θ))
translates into the following relation

Re
[

1
z

(
1 − ρβr(z))

)
ṽ(z, z)e 1

2 iθ

]
= 0, z ∈ L, (2.55)

with ṽ(z, z) and βr(z) = 1−β(z)
zEB analytic inside L. The factor e 1

2 iθ inside the square
brackets of (2.55) is a complicating factor. Otherwise, the expression would have
been analytic inside L apart from the pole at z = 0. This results in a similar boundary
value problem as has been treated in [63], see also Example 1.1 in Subsection 1.3.1.
The solution of such a problem is known when L is the unit circle. For other closed
contours, one needs a conformal mapping of that contour onto the unit circle; several
procedures are available for obtaining such conformal mappings.

2.7 Conclusions and possible extensions
We have studied a single server two-queue polling model with a random residing
time service discipline. More concretely, we considered that customers arrive at the
two queues according to two independent Poisson processes. There is a single server
that serves both queues with generally distributed service times. The server spends
an exponentially distributed amount of time in each queue. After the completion of
this residing time, the server instantaneously switches to the other queue, i.e., there
is no switch-over time. A service discipline with a random residing time does not
satisfy the so-called branching property [176], which signi�cantly complicates the
underlying analysis.

For this polling model, we derived the steady state marginal workload distribution
and used it to obtain several asymptotic results. We also discussed the complications
arising in the calculation of the joint workload distribution. The insights gained for
the two-queue polling model, speci�cally for the derivation of the marginal workload,
cf. Section 2.3, can be also used in the case of N queues, N > 2. In addition, one
might generalize the compound Poisson input to a Lévy subordinator input process.
Another interesting topic for future research is to develop the framework for the

derivation of the bivariate LST of the joint workload distribution, in particular in
the asymmetric case, cf. Section 2.6. The objective in such a setting is to develop an
approach for the transformation of Equation (2.53), and its version for the asymmetric
case, into a Riemann or Riemann-Hilbert boundary value problem. This requires, that
we �rst choose the zeros of the kernel equation K(s1, s2), so as to de�ne a closed
smooth contour. Thereafter, we need to show that Equation (2.53) on the contour
reduces to the study of an analytic function (probably with the exception of one pole)
with a known boundary condition. An interesting alternative direction would be
to extend the framework developed by Fayolle et al. [100], of the systematic use of
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the kernel method using the group of birational transformations that leave the kernel
equation unchanged. The challenge in our case is that the kernelK(s1, s2) does not
have the regular structure indicated in [100], but this does not seem to impose an
unsurmountable obstacle, see, e.g., [216].
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Chapter 3

Perturbation analysis for the
queue-length distribution

Based on [183, Sec. 7], [186]

In this chapter, we turn our attention to the joint queue-length distribution analysis
of the RTL polling model, the same model we discussed in Chapter 2. We restrict
ourselves here to exponential service time distributions, so we do not need to keep
track of the residual service time. Instead of pursuing a boundary value approach
as discussed in Section 2.6, we explore a perturbation approach (PA) as discussed in
Section 1.3.2, which allows us to derive an analytic expansion for the joint queue-
length distribution. In order to successfully apply the PA, onemust �nd an appropriate
scaling of the model parameters. In doing so, we are faced with a very rich collection
of alternatives. We discuss four such scaling approaches for the model at hand, and
compare them to obtain a better understanding of their relative advantages and
disadvantages.

3.1 Introduction

Multi-dimensional Markov models are often very hard to analyze. A well-known
example from queueing theory is the class of pollingmodels that violate the branching
property, e.g. see [176]. The joint limiting queue-length distribution of such polling
models is known only for a few special two-queue cases. In this chapter, we focus on
the two-queue polling system with time-limited service discussed in the previous
chapter, but here we restrict ourselves to exponential service time distributions, and
investigate the use of the PA for the calculation of the joint queue-length distribution
, as a methodological alternative to the boundary value problem approach.

A more detailed discussion about PA can be found in Section 1.3.2 of the introduct-
ory chapter of this thesis. The approach works as follows: After scaling (perturbing)
some of the model parameters by a factor ε, the invariant probability measure of the
perturbed Markov chain is written as a power series expression in terms of ε, whose
coe�cients can be calculated recursively using the balance equations, and that can
be potentially used for both exact and numerical calculations.
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Chapter overview. In Section 3.2, we brie�y describe the two-dimensional polling
model of Chapter 2 for the case of exponential service time distributions. A brief
explanation of perturbation analysis in the context of our model follows in Section
3.3. In Section 3.4, we investigate the �rst scaling in which we apply the singular PA
to derive an iterative formula for the steady-state joint queue-length distribution of
the model. In Section 3.5, we discuss an alternative scaling which uses the balance
equations directly to derive the recursive equations for the calculation of the steady-
state joint queue-length distribution . The remaining two scalings are sketched in
Section 3.6 and we conclude in Section 3.7.

3.2 Model notation and balance equations
We �rst recall the two-queue polling model discussed in Section 2.2, but now in the
case of exponential service time distributions. Customers arrive to the two queues,
say i = 1, 2, according to two independent Poisson processes with rates λi. There
is a single server that serves both queues. The service requirements of customers
in the queues are independent and exponentially distributed random variables with
rates µi, i = 1, 2. The server spends an exponentially distributed time with rate ci,
i = 1, 2, at queue i, after which it instantly switches to the other queue (there is no
switch-over time). All interarrival, service and visit (residing) times are independent.
It is important to note that if a queue becomes empty, the server does not switch to
the other queue, but only does so when the exponential timer expires.
Stability condition. The necessary and su�cient stability condition (cf. (2.1)) is

λ1

µ1
<

c2

c1 + c2
and λ2

µ2
<

c1

c1 + c2
. (3.1)

In the analysis that follows, we assume that (3.1) holds.

Balance equations. Let Qi(t) denote the queue length (the number of type i
customers in the system) at time t of queue i, i = 1, 2, and let S(t) ∈ {1, 2} de-
note the queue in which the server is at time t. The stochastic process {Q(t) =
(Q1(t), Q2(t), S(t)), t ≥ 0} with state space

S = {(n1, n2, i) : n1, n2 ∈ N0, i = 1, 2},

is a continuous time Markov chain (CTMC). Let

π(n1, n2, i) = lim
t→∞

P(Q1(t) = n1, Q2(t) = n2, S(t) = i),

and π((n1, n2)|i) = lim
t→∞

P(Q1(t) = n1, Q2(t) = n2|S(t) = i).

Note that the irreducibility of the Markov chain implies that the queue-length dis-
tribution de�ned above exists and is unique under the stability condition (3.1). The

50



3.3 Perturbation analysis

balance equations are, for n1, n2 ≥ 0,

(λ1 + λ2 + c1 + µ11{n1≥1})π(n1, n2, 1) = µ1π(n1 + 1, n2, 1)
+ 1{n2≥1}λ2π(n1, n2 − 1, 1) + 1{n1≥1}λ1π(n1 − 1, n2, 1) + c2π(n1, n2, 2),

(3.2)
(λ1 + λ2 + c2 + µ21{n2≥1})π(n1, n2, 2) = µ2π(n1, n2 + 1, 2)
+ 1{n1≥1}λ1π(n1 − 1, n2, 2) + 1{n2≥1}λ2π(n1, n2 − 1, 2) + c1π(n1, n2, 1).

(3.3)

Determining the joint queue-length distribution (or its probability generating func-
tion) turns out to be di�cult, because the boundary value problem that results from
the balance equations is as challenging as the workload analysis presented in Section
2.6.
Before we start with the PA, we would like to give expressions for the marginal

queue-length distribution s. These expressions will be used for the numerical valida-
tion of the scalings. The marginal queue-length distribution s are calculated using
generating functions. For this purpose, we de�ne, for i = 1, 2,

φi(x, y) =
∞∑

n1=0

∞∑
n2=0

xn1yn2π(n1, n2, i), for |x|, |y| ≤ 1.

Converting the balance equations (3.2)-(3.3) in terms of the generating functions and
performing tedious but straightforward calculation, one can derive

φ1(x, 1) = 1
c1 + c2

[(
c2 + λ1(1 − x)

)
(c2(µ1 − λ1) − λ1c1)

(µ1 − λ1x)(c2 − λ1(x− 1)) − λ1c1x

]
, (3.4)

φ2(x, 1) = c1

c1 + c2

[
c2(µ1 − λ1) − λ1c1

(µ1 − λ1x)(c2 − λ1(x− 1)) − λ1c1x

]
. (3.5)

Hence we arrive at the following theorem:

Theorem 3.1. The PGF of the marginal queue length in steady state is given, for
|x| ≤ 1, by

φ(x) = φ1(x, 1) + φ2(x, 1)

= c2µ1 − λ1(c1 + c2)
c1 + c2

[ c1 + c2 + λ1 − λ1x

λ1
2x2 − (λ2

1 + c2λ1 + c1λ1 + λ1µ1)x+ λ1µ1 + c2µ1

]
.

(3.6)

3.3 Perturbation analysis
We now perturb some of the parameters of the model (this will be speci�ed later for
each of the four options) by scaling them by a common parameter ε. This creates a
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dependence on ε for all quantities related to the perturbedmodel, which is highlighted
by adapting our notation accordingly, e.g., we use π((n1, n2)|i; ε) for the conditional
queue length probabilities. Assuming the perturbed queue-length distribution has a
Taylor series expansion

π(n1, n2, i; ε) =
∞∑

k=0
εkπ(k)(n1, n2, i), i = 1, 2, (3.7)

and π((n1, n2)|i; ε) =
∞∑

k=0
εkπ(k)((n1, n2)|i), i = 1, 2, (3.8)

we are then left with the computation of the coe�cients in these expansions. There
are two basic ingredients in any PA computation scheme. The �rst is to determine
the “leading term” of the approximating series (corresponding to ε ↓ 0), and the
second is to obtain schemes to compute the coe�cients in all following terms. Ideally,
the choice of scaling should be such that the limiting distribution as ε ↓ 0 is known
explicitly, and that π(k)((n1, n2)|i) can be determined recursively from the balance
equations (3.2) and (3.3) after the scaling. In general, we will choose the scaling such
that ε = 1 corresponds to the joint queue-length distribution of the original model.
In what follows, we consider four di�erent scaling schemes. In the next two sections,
we explore two scaling schemes in detail, and, in Section 3.6, we brie�y comment on
two other scaling schemes.

3.4 Scaling 1: Frequent switching between queues

In this section, we use the framework developed in Altman et al. [18]; we perturb
both the service and arrival rates by ε ≥ 0, i.e., the perturbed service rate of the
customers in queue i is εµi, i = 1, 2, and arrivals occur according to two independent
Poisson processes with perturbed rates ελi, i = 1, 2. The parameters that are not
perturbed are ci, i = 1, 2, i.e., the rates of the exponentially distributed durations
that the server spends in each queue. Note that the stability condition (3.1) is not
a�ected by this scaling.
The perturbed process is a continuous time Markov chain de�ned on the state

space S . Furthermore, letG(ε) denote the generator of the perturbedMarkov process.
We can decompose this perturbed generator into the unperturbed generator G(0)

and the perturbation matrix G(1),

G(ε) = G(0) + εG(1), (3.9)

so as to investigate the dependence of the stationary joint queue-length distribution
on the parameter ε. The unperturbed generator G(0) corresponds to the states
depicting a change of the state of the server from one queue to the other; it is given
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by

G(0) =


C 02×2 · · ·

02×2 C · · ·
...

...
. . .

 , (3.10)

withC =
[

−c1 c1
c2 −c2

]
, and 02×2 a 2×2 matrix of zeros. Throughout the remainder

of the chapter, we use this subscript notation to indicate the dimension when needed.
When the dimension is clear from the context, the index is omitted; note that the
dimension can be in�nite.
The perturbation matrixG(1) is de�ned in terms of its elements, with n1 ≥ 0, n2 ≥ 0,
i = 1, 2,

G
(1)
(n1,n2,i),(n1+1,n2,i) = λ1, G

(1)
(n1,n2,i),(n1,n2+1,i) = λ2,

G
(1)
(n1+1,n2,1),(n1,n2,1) = µ1, G

(1)
(n1,n2+1,2),(n1,n2,2) = µ2,

G
(1)
(n1,n2,i),(n1,n2,i) = −

(
λ1 + λ2 + µi1{ni≥1}

)
.

(3.11)

In order to implement the framework of Altman et al. [18], it is convenient to �rst
de�ne the transition probability matrix P (ε) = I + ∆G(ε) of the corresponding
(uniformized) discrete time perturbed Markov chain (I being the identity matrix). In
order to simplify the notation, in what follows, we assume without loss of generality
that

λ1 + λ2 + µ1 + c1 ≤ 1 and λ1 + λ2 + µ2 + c2 ≤ 1. (3.12)

Note that indeed, this assumption simply entails a scaling of time. Still, it allows us
to take ∆ = 1 and it ensures that

P (ε) = I + G(ε), (3.13)

is a probability matrix for all ε ∈ [0, 1], which is convenient. We remind the reader
that our ultimate goal is to �nd (or approximate) the stationary measure belonging
to G(1) (and, equivalently, of the discrete time counter part P (1)). In order to
achieve that, we �rst establish the analyticity of the stationary distribution for ε in
a punctured neighborhood of 0, cf. Theorem 3.2 below. We emphasize that it is not
guaranteed that the stationary distribution will be analytic up to ε = 1. The analysis
in [18] gives a lower bound for the radius of convergence, which in general turns out
to be rather conservative.
Note that the perturbed transition probability matrix P (ε) can also be decomposed
into the unperturbed probability matrix P (0) and the perturbation matrixG(1), with
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P (0) = I + G(0), i.e.,

P (0) =


I2×2 + C 02×2 · · ·

02×2 I2×2 + C · · ·
...

...
. . .

 . (3.14)

It is evident that the unperturbed process consists of several ergodic classes, making
our setting �t the singular PA in [18].

3.4.1 Singular perturbation analysis
Following the analysis performed in [18], we now formulate four assumptions based
on which the invariant probability measure of the perturbed Markov chain, de-
noted by π(ε) := π(n1, n2, i; ε), is derived. These four assumptions guarantee the
analyticity of π(ε) in ε in a punctured neighborhood of zero. Furthermore, they
guarantee that the coe�cients of the power series π(ε) =

∑∞
k=0 ε

kπ(k), where
π(k) := π(k)(n1, n2, i), form a geometric sequence and, hence, that there exists a
computationally stable updating formula for π(ε), see [18].
In this subsection, we only formulate the four assumptions and give the main result
of the section. The detailed mathematical proofs follow in the next subsection.

Assumption 3.1. The unperturbed Markov chain consists of several (denumerable)
ergodic classes and there are no transient states.

There is an ergodic class for each i ∈
{

(n1, n2), n1, n2 ∈ N
}
, i.e., in an ergodic

class, the numbers of customers in both queues are �xed. All ergodic classes are
identical, and consist of two states, i ∈ {1, 2}, indicating the queue being served.

Assumption 3.2. The Markov chains corresponding to the ergodic classes of the
unperturbed Markov chain are uniformly Lyapunov stable i.e., for each ergodic class
there exists a strongly aperiodic state α ∈ {1, 2} (with a strictly positive probability
on the corresponding diagonal element of the transition matrix I + C , with the
matrix C given below (3.10)), constants 0 < δ < 1 and b < ∞, and a Lyapunov
function u = ( u1 u2 )′, with ui ≥ 1, i = 1, 2, such that

(I + C)u ≤ δu + beα, (3.15)

with eα a 2 × 1 vector with 1 in the entry belonging to state α and zero in the other
entry.

For the next assumption, we �rst introduce the aggregatedMarkov chain [80, 90,
172], with generator Γ, given in matrix form as follows

Γ = V G(1)W , (3.16)
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with V and W de�ned as in [18, p. 844]; V (resp., W ) is a matrix whose rows
(columns) correspond to the ergodic classes and its columns (rows) to the states in S .
The i-th row of V is the invariant measure of the unperturbed Markov chain, given
that the process starts in the i-th ergodic class, with i ∈

{
(n1, n2), n1, n2 ∈ N

}
, i.e.,

V =


C̃ 01×2 01×2 · · ·

01×2 C̃ 01×2 · · ·
01×2 01×2 C̃ · · ·
...

...
...

. . .

 , (3.17)

with C̃ =
[
c2/(c1 + c2) c1/(c1 + c2)

]
. The j-th column of W has ones in the

components corresponding to the j-th ergodic class and zeros in the other compo-
nents, with j ∈

{
(n1, n2), n1, n2 ∈ N

}
, i.e.,

W =


12×1 02×1 02×1 · · ·
02×1 12×1 02×1 · · ·
02×1 02×1 12×1 · · ·
...

...
...

. . .

 , (3.18)

with 12×1 =
[

1
1

]
.

Hence, for n1, n2 ≥ 0, the elements of the generator matrix Γ are:

Γ(n1,n2),(n1+1,n2) = λ1, Γ(n1,n2),(n1,n2+1) = λ2,

Γ(n1+1,n2),(n1,n2) = µ1
c2

c1 + c2
, Γ(n1,n2+1),(n1,n2) = µ2

c1

c1 + c2
,

Γ(n1,n2),(n1,n2) = −
(
λ1 + λ2 + µ1

c2

c1 + c2
1{n1≥1} + µ2

c1

c1 + c2
1{n2≥1}

)
.

(3.19)

It is convenient to think of the aggregated Markov chain as the limiting joint queue
length process as ε ↓ 0. In this limit, the server moves in�nitely fast between the
two queues, making them two independent M/M/1 queues with arrival rates λi and
service rates µi

c1c2/ci

c1+c2
, i = 1, 2. Based on this remark, one can immediately deduce

that the invariant probability measure of the aggregated Markov chain is

π̄(n1, n2) = (1 − ρ̃1)ρ̃n1
1 (1 − ρ̃2)ρ̃n2

2 , n1, n2 ≥ 0, (3.20)

with ρ̃i = λici(c1+c2)
µic1c2

, i = 1, 2.
We are now ready to state the third assumption.
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Assumption 3.3. The aggregated Markov chain is irreducible and Lyapunov stable,
i.e., there exist a strongly aperiodic state ᾱ = (n1, n2) (with a strictly positive prob-
ability on the diagonal of the transitionmatrix I+Γ, with thematrixΓ given in (3.19)),
constants 0 < δ < 1, b < ∞ and a Lyapunov function u =

(
u(n1,n2)

)
(n1,n2)∈N2

,
with elements u(n1,n2) ≥ 1, for all n1, n2 ≥ 0, such that

(I + Γ)u ≤ δ̄u + b̄eα. (3.21)

Assumption 3.4. The perturbation matrixG(1) is ũ-bounded (for ũii = uiui, with
i ∈

{
(n1, n2), n1, n2 ∈ N

}
and i = 1, 2) or, equivalently,

‖ G(1) ‖ũ:= sup
s∈S

ũs
−1
∑
s∈S

∣∣∣G(1)
s,s

∣∣∣ ũs (3.22)

is bounded by some constant g > 0, cf. [18, p. 841].

Note that, because of the repetitive structure ofG(0), this assumption implies that
P (ε) is ũ-bounded for all ε ≥ 0.

We can now state the main theorem of the section, which is based on [18, p. 845,
Theorem 4.1].

Theorem 3.2. Under Assumptions 3.1–3.4, the perturbed Markov chain has a unique
invariant probability measure, π(ε) :=

(
π(n1, n2, i; ε)

)
(n1,n2,i)∈N2×{1,2}, which is

an analytic function of ε in a neighborhood of 0,

π(ε) =
∞∑

m=0
εkπ(k), (3.23)

π(k) = π̄V Uk, (3.24)

where π̄ is the invariant probability measure of the aggregated Markov chain, cf. (3.20),
and

U = G(1)H
(
I + G(1) W ΦV

)
, (3.25)

V and W are given in (3.17) and (3.18), respectively, and H and Φ the so-called
deviation matrices of the unperturbed and aggregated Markov chains, respectively, are
given by

H = − 1
(c1 + c2)2G

(0), (3.26)

and

Φ =
∞∑

k=0

[
(I + Γ)k − γ

]
. (3.27)
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Here γ is the ergodic projection of the aggregated Markov chain, with generator Γ given
in (3.19), i.e.,

γ = lim
n→∞

1
n

n∑
k=1

(I + Γ)k.

Remark 3.1. We do not discuss the radius of convergence of the series in (3.23).
Theorem 4.1 of [18] gives a (rather conservative) bound for the analyticity region.

Remark 3.2. The invariant probability measure of the perturbed Markov chain can
be calculated by the updating formula

π(ε) = π(0) (I − εU)−1
, (3.28)

with ε in a neighborhood of 0, cf. [18, p. 845, Theorem 4.1].

Remark 3.3. In order to calculate the deviation matrixΦ, one may use the following
equations

ΦΓ = ΓΦ = γ − I, (3.29)
γΦ = Φγ = 0. (3.30)

We brie�y describe two approaches to obtain the deviation matrixΦ: an analytic one
involving PGFs and a numerical one. Both approaches require some additional work.
The analytic approach, which involves the consideration of generating functions,
leads to a boundary value problem for which we can employ Steps 1 and 2 discussed
in Section 2.6. Performing these steps reveals a problem that is similar to a problem
occurring to the combinatorial random walk in the quadrant with transitions to the
West, North, and South-East, cf. [53, Section 5.2]. In order to obtain the expression
for Φ, we need to invert the obtained PGF.
A numerical approach is to truncate the state space and solve numerically the

corresponding �nite system of equations (3.29)-(3.30). We do remark that truncating
the state space is a delicate task, since the entries of Φ corresponding to states far
from the origin are unbounded. We do not further investigate this in this chapter.

3.4.2 Verification of the assumptions

It remains to prove that Assumptions 3.1 - 3.4 are satis�ed and also to indicate how
the deviation matrix of the unperturbed Markov chain,H , is calculated.

Verification of Assumption 3.1. As explained in the previous section, this as-
sumption follows directly from Equation (3.14).
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Verification of Assumption 3.2. Obviously, all ergodic classes are identical and
contain two states (i = 1, 2), thus this assumption is trivially met, but for the
construction in the remainder it is useful to specify the Lyapunov function used.
First note that the strong aperiodicity follows from the uniformization condition

(3.12). We can choose either of the two states as the strongly aperiodic state; in what
follows, we choose α := 1. To construct the Lyapunov function we �rst choose the
constants δ and b as δ ∈

(
1 − c2, 1 − c1c2

c1+c2

)
, b = 1 − δ + c2

1
c2
. Then we can verify

that the Lyapunov function

u = ( u1 u2 )′ =
[

1
1 + c1

c2

]
, (3.31)

satis�es (3.15). It also follows that, indeed, δ ∈ (0, 1), 0 < b < ∞ and ui ≥ 1,
i = 1, 2.

Verification of Assumption 3.3. From the de�nition of the generator of the ag-
gregated Markov chain, cf. (3.19), and the stability condition (3.1), it is immediately
evident that the aggregated Markov chain is ergodic, since it behaves as two inde-
pendent ergodic M/M/1 queues with arrival rate λi and service rate µi

ci

c1c2
c1+c2

, i = 1, 2.
Now by using the uniformization condition (3.12), state (0, 0) is strongly aperiodic,

i.e., we may choose ᾱ = (0, 0). We proceed to describe the Lyapunov function u
and the constants δ̄ ∈ (0, 1) and b̄ which satisfy Assumption 3.3. Note that Equation
(3.21) is written as follows, for n1, n2 ≥ 0,(

1 −
(
λ1 + λ2 + µ1

c2

c1 + c2
1{n1≥1} + µ2

c1

c1 + c2
1{n2≥1}

))
u(n1,n2)

+ λ1u(n1+1,n2) + λ2u(n1,n2+1) + µ1
c2

c1 + c2
1{n1≥1}u(n1−1,n2)

+ µ2
c1

c1 + c2
1{n2≥1}u(n1,n2−1) ≤ δ̄u(n1,n2) + b̄1{(n1,n2)=(0,0)}.

Solving the above equations with equality, after choosing

u(n1,n2) =
(√

µ1c2

λ1(c1 + c2)

)n1(√
µ2c1

λ2(c1 + c2)

)n2

, (3.32)

yields the solution for δ̄ and b̄. We choose

δ̄ =1 −

(√
λ1 −

√
µ1

c2

c1 + c2

)2

−

(√
λ2 −

√
µ2

c1

c1 + c2

)2

+ max

µ2
c1

c1 + c2

1 −

√
λ2(c1 + c2)

µ2c1

 , µ1
c2

c1 + c2

1 −

√
λ1(c1 + c2)

µ1c2

,
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and

b̄ = 1 − δ̄ + λ1

(√
µ1c2

λ1(c1 + c2) − 1
)

+ λ2

(√
µ2c1

λ2(c1 + c2) − 1
)
.

Note that due to the uniformization condition (3.12), indeed δ̄ ∈ (0, 1), 0 < b̄ < ∞
and u(n1,n2) ≥ 1, for all n1, n2 ≥ 0.

Verification of assumption 3.4. To verify this assumption, we apply the de�ni-
tion of G(1) being ũ-bounded, cf. (3.22), and show that

‖ G(1) ‖ũ≤ max{g1, g2},

with g1 =
(

µ1c2
λ1(c1+c2)

)− 1
2
(
µ1 + µ1c2+µ2c1

c1+c2

)
and g2 =

(
µ2c1

λ2(c1+c2)

)− 1
2
(
µ2 + µ1c2+µ2c1

c1+c2

)
.

In order to do so, we use the following ũ-norm

ũ(n1,n2,i) = u(n1,n2)ui, (n1, n2, i) ∈ S,

with u(n1,n2) given in (3.32) and ui given in (3.31).

Derivation of the deviation matrix of the unperturbed Markov chain. It
follows from Assumption 3.1, that the deviation matrix of the unperturbed Markov
chain, H , has the following block diagonal structure

H =


H2×2 02×2 · · ·
02×2 H2×2 · · ·
...

...
. . .

 , (3.33)

with H2×2 the deviation matrix of each ergodic class of the unperturbed Markov
chain, i.e.,

H2×2 =
∞∑

j=0

[
(I + C)j − c

]
, (3.34)

withC given in (3.10) and c the ergodic projection of the unperturbed Markov chain
given as

c =
[

c2
c1+c2

c1
c1+c2

c2
c1+c2

c1
c1+c2

]
,

cf. [192, p. 64, Equation (4.1)].
We evaluate (3.34) using the spectral decomposition (eigen-decomposition) of

matrices I +C and c; the diagonal matrices containing the eigenvalues areDI+C =
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diag{1, 1 − (c1 + c2)} =
[

1 0
0 1 − (c1 + c2)

]
and Dc = diag{1, 0} =

[
1 0
0 0

]
,

respectively, and the corresponding matrix of eigenvectors is M =
[

1 −c1
1 c2

]
.

Naturally, in dimension 2, both matrices produce the same eigenvectors because c is
the ergodic projection of I + C . Therefore, Equation (3.34) can be written as

H2×2 = M

 ∞∑
j=0

[
Dj

I+C − Dc

]M−1

= − 1
(c1 + c2)2C. (3.35)

Combining (3.35) and (3.33) yields (3.26).

Discussion and numerical observations. We have discussed Scaling 1, in which
under Assumptions 3.1–3.4, we are able to explicitly express the steady-state joint
queue-length distribution of the perturbed Markov chain as a Taylor series expansion
(3.23) in the perturbation parameter. The other terms (viz. the coe�cients) of this
series expansion can be computed using Formula (3.24), after numerically truncating
the state space, see Theorem 3.2 and Remarks 3.1–3.3. To give insight into this scaling
we provide a few numerical results. In Example 3.3, we determine the marginal
queue-length distribution of the �rst queue from light- to heavy-tra�c. The accuracy
of the numerical results is checked with the explicit marginal distributions of the
queues. The explicit queue-length distribution of the �rst queue, i.e., π(n1, ·) is
computed by inverting the PGF φ(x) given in Theorem 3.1.

Example 3.3. In this example, we choose a symmetric model with: µ1 = µ2 =
0.3, c1 = c2 = 0.3, ε = 1, and we vary the arrival rates λ1 and λ2. We choose
λ1 = λ2 = 0.1 for the light-tra�c case and λ1 = λ2 = 0.145 for the heavy-tra�c
case. The maximum number of terms in the series expansion (3.23) is set to 20 and in
order to use Formula (3.24), we truncate the state space when the di�erence of two
consecutive invariant probability measure terms is less than 10−10.

In Figure 3.1, we plot the probabilities of the number of customers at the �rst queue
in light-tra�c; these results exactlymatch those obtained by using the explicit formula.
In the heavy-tra�c case, one can easily observe that the marginal probabilities are
not matching accurately with the exact results and the reason for that is that the
truncation of the state space is not large enough. These results can be improved by
truncating the state space by a larger number.

In the next section, we explore a di�erent scaling in which we derive direct recur-
sions from the balance equations for the computation of coe�cients of the Taylor
series expansion (3.8).
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Figure 3.1. Numerical approximations using Scaling 1 and exact computation of π(n1, ·)

3.5 Scaling 2: �eue 1 with long interruptions and
infrequent arrivals

In this scaling, we scale the rates λ1, µ1 and c2 as ε2λ1, εµ1 and εc2, respectively.
The parameters that are not perturbed are λ2, µ2 and c1. We will see that this choice
directly leads to recursions for π(k)((n1, n2)|i), i = 1, 2, with an explicit leading
term.
The quadratic term plays an important role. In fact, were one to consider scaling

λ1 by ε and leave c2 unscaled, then the leading term can still be computed (queue
1 simply operates on a very slow time scale compared to queue 2 and compared
to the switching process of the server); unfortunately, the equations involving the
coe�cients of the higher-order terms do not directly lead to a (recursive) computation
scheme. Hence we instead pursue the quadratic scaling of λ1.
Substituting the perturbed parameters into (3.2) and (3.3) and rearranging the

terms we obtain

επ((n1, n2)|1; ε) = ελ2

c1 + λ2
π((n1, n2 − 1)|1; ε)1{n2≥1} + εc1

c1 + λ2
π((n1, n2)|2; ε)

+ ε2µ1

c1 + λ2
[π((n1 + 1, n2)|1; ε) − π((n1, n2)|1; ε)1{n1≥1}]

− ε3λ1

c1 + λ2
[π((n1, n2)|1; ε) − π((n1 − 1, n2)|1; ε)1{n1≥1}],

(3.36)

π((n1, n2 + 1)|2; ε) =
[
1{n2≥1} + λ2

µ2

]
π((n1, n2)|2; ε) − λ2

µ2
π((n1, n2 − 1)|2; ε)

× 1{n2≥1} − ε
c2

µ2

[
π((n1, n2)|1; ε) − π((n1, n2)|2; ε)

]
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+ ε2λ1

µ2

[
π((n1, n2)|2; ε) − π((n1 − 1, n2)|2; ε)1{n1≥1}

]
.

(3.37)

Substituting (3.8) and computing the coe�cient of εk+1 from (3.36) and εk from
(3.37), yields the required recursions for the coe�cients in the series expansion of
the perturbed queue-length distribution , for k ≥ 0,

π(k)((n1, n2)|1)

= λ2

c1 + λ2
π(k)((n1, n2 − 1)|1)1{n2≥1} + c1

c1 + λ2
π(k)((n1, n2)|2)

+ µ1

c1 + λ2

[
π(k−1)((n1 + 1, n2)|1) − π(k−1)((n1, n2)|1)1{n1≥1}

]
1{k≥1}

− λ1

c1 + λ2

[
π(k−2)((n1, n2)|1) − π(k−2)((n1 − 1, n2)|1)1{n1≥1}

]
1{k≥2},

(3.38)
π(k)((n1, n2 + 1)|2)

=
[
1{n2≥1} + λ2

µ2

]
π(k)((n1, n2)|2) − λ2

µ2
π(k)((n1, n2 − 1)|2)1{n2≥1}

− c2

µ2

[
π(k−1)((n1, n2)|1) − π(k−1)((n1, n2)|2)

]
1{k≥1}

+ λ1

µ2

[
π(k−2)((n1, n2)|2) − π(k−2)((n1 − 1, n2)|2)1{n1≥1}

]
1{k≥2}. (3.39)

To iterate Equations (3.38) and (3.39), we need π(k)((n1, 0)|2). A recursion for
π(k)((n1, 0)|2) is derived from (3.39). Let π(k)((n1, ·)|2) denote the coe�cient of εk

of the marginal queue-length distribution π((n1, ·)|2; ε). Multiplying (3.39) by n2
and then summing over n2 ≥ 0, we obtain

π(k)((n1, 0)|2) =
(

1 − λ2

µ2

)
π(k)((n1, ·)|2)

− c2

µ2

[ ∞∑
n2=1

n2π
(k−1)((n1, n2)|1) −

∞∑
n2=1

n2π
(k−1)((n1, n2)|2)

]
1{k≥1}

+ λ1

µ2

[ ∞∑
n2=1

n2π
(k−2)((n1, n2)|2) −

∞∑
n2=1

n2π
(k−2)((n1 − 1, n2)|2)1{n1≥1}

]
1{k≥2}.

(3.40)

There is still an unknown term π(k)((n1, ·)|2) in the above equation, which is
the coe�cient of εk of the marginal queue-length distribution π(k)((n1, ·)|2; ε). It is
known from Equation (3.5) and leads to the recursion

π(k)((n1, ·)|2) = λ1c1

µ1c2
π(k)((n1 − 1, ·)|2)1{n1≥1}
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+
[(

1 − λ1c1

µ1c2

)
1{k=0} − λ1

µ1
1{k=1}

]
1{n1=0}

− λ1

c2
π(k−1)((n1, ·)|2)1{k≥1} + λ1

µ1

(
1 + µ1

c2

)
π(k−1)((n1 − 1, ·)|2)1{n1≥1}1{k≥1}

+ λ2
1

µ1c2

[
π(k−2)((n1 − 1, ·)|2)1{n1≥1} − π(k−2)((n1 − 2, ·)|2)1{n1≥2}

]
1{k≥2}.

(3.41)

Finally, combining (3.39), (3.40) and (3.41), we get a complete recursion forπ(k)((n1, n2)|2),
as well as a recursion for π(k)((n1, n2)|1) from (3.38).

Computation of the leading term. Calculating the results from (3.39), (3.40) for
k = 0 yields

π(0)((n1, n2)|2) =
(

1 − λ1c1

µ1c2

)(
λ1c1

µ1c2

)n1 (
1 − λ2

µ2

)(
λ2

µ2

)n2

. (3.42)

Setting k = 0 in (3.38), iterating it for n2 gives

π(0)((n1, n2)|1) = c1

c1 + λ2

(
µ2

c1 + λ2

)n2 1 −
(

c1+λ2
µ2

)n2+1

1 − c1+λ2
µ2

π(0)((n1, n2)|2).

(3.43)

The above yields an explicit recursion for the coe�cients of the expansion.

3.5.1 Numerical results
In this section, we provide a few numerical results to illustrate the use of Scaling 2.
In Examples 3.4 and 3.5 for light- and heavy-tra�c, respectively, we determine the
queue-length distribution of the �rst queue given that the server is serving the i-th
queue, i = 1, 2, conditioning on the number of customers at the second queue. The
accuracy of the numerical results will be checked with the marginal distributions of
the queues, which are known explicitly from (3.4) and (3.5).

Example 3.4. In this example, we choose: λ1 = 0.1, µ1 = 1.5, λ2 = 0.4, µ2 =
6, c1 = 4, c2 = 0.5, ε = 1. The maximum number of terms in the series expansion
(3.8) is set to 20 and in order to use Equation (3.40), we truncate the state space when
the di�erence of two consecutive terms is less than 10−25. In Figure 3.2, we plot the
conditional joint distribution of the �rst queue given that the server is serving the
i-th queue, i = 1, 2; these results exactly match those obtained by using the explicit
formula. To illustrate the dependence between the two queues, we also provide plots
of the conditional probabilities given the number of customers in the second queue
(n2 = 1, 3, and 5).
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Figure 3.2. Numerical approximations using Scaling 2 and exact computation of π(n1|i)

Example 3.5. In this example, we choose µ1 = 0.25, µ2 = 2.5, c1 = 0.8 and
c2 = 0.8. The other required parameters are the same as in Example 3.4. In Figure
3.3, we plot the conditional joint distribution of the �rst queue given that the server
is serving the i-th queue, i = 1, 2; these results do not match those obtained by
using the explicit formula. This could be because of the numerical instability of the
considered scaling. Below we discuss reasons for the instability of this scaling.
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Figure 3.3. Numerical approximations using Scaling 2 and exact computation of π(n1|i)

Numerical observations. Unfortunately, this approach does not come with a
guarantee on the accuracy of the resulting algorithm. In the numerical example, we
chose a rather small load; for larger loads, the computational scheme does not produce
useful results; and similar di�culties arise for small values of c1 and c2, see Figure
3.3. In general, there are two issues to overcome. The �rst is a common drawback

64
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of perturbation analysis: Theoretical bounds on the radius of convergence of the
expansion are often very crude, see e.g., [18, p. 846]. A second problem concerns
the computation of the coe�cients in the expansion, which - as our numerical
experiments suggest - in general may su�er from numerical instability. Further
research is required to obtain a better understanding of both these issues.

3.6 Two alternative scalings
In the above sections, we have discussed - in detail - two particular scalings. There is
no bound to the number of alternative scalings that one may think of. In this section,
we brie�y mention two other scaling schemes. Recall that two issues are important
in the choice between di�erent scalings: The �rst is that it should be possible to
determine the leading term of the expansion. In many applications “ε = 0” can be
understood as a degenerate version of the model for which the limiting distribution
directly provides the leading term (this was the case in Scaling 2, for example). The
second consideration is that of the computation of the coe�cients of higher-order
terms. In Scaling 2, we managed to derive an explicit recursion for this (mind that its
numerical stability is not well understood though).

3.6.1 Scaling 3
We scale the rates λ1, λ2, µ2 and c2 as ελ1, ελ2, εµ2 and εc2. This choice corresponds
to infrequent arrivals to both queues, long service times in queue 2, and also long ser-
vice periods in queue 2. To analyze the model under this scaling, we now write down
the balance equations: substituting these perturbed parameters and π(n1, n2, 1; ε) =

εc2
c1+εc2

π((n1, n2)|1; ε) and π(n1, n2, 2; ε) = c1
c1+εc2

π((n1, n2)|2; ε) into (3.2) and
(3.3) and after some simpli�cations we obtain

(ελ1 + ελ2 + c1 + µ11{n1≥1})π((n1, n2)|1; ε) = µ1π((n1, n2)|1; ε)
+ 1{n2≥1}ελ2π((n1, n2)|1; ε) + 1{n1≥1}ελ1π((n1, n2)|1; ε) + c1π((n1, n2)|2; ε),

(3.44)
(λ1 + λ2 + c2 + µ21{n2≥1})π((n1, n2)|2; ε) = µ2π((n1, n2)|2; ε)
+ 1{n1≥1}λ1π((n1, n2)|2; ε) + 1{n2≥1}λ2π((n1, n2)|2; ε) + c2π((n1, n2)|1; ε).

(3.45)

As we discussed above there are two main ingredients in this approach. We �rst
focus on the �rst ingredient (the initial solution) as ε ↓ 0 in (3.8). Later on we derive
the recursions for the higher-order terms. In this limit, one can observe that the
second queue behaves like anM/M/1 queueing systemwith arrival rate λ2 and service
rate µ2 (we de�ne this queue by M(λ2)/M(µ2)/1) and that the �rst queue has Poisson
arrivals, while services occur in batches with a geometric size distribution with mean
µ1
c1
. Under the assumption stated below the queues behave independently, as ε ↓ 0.
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Assumption 3.5. Suppose π((n1, n2)|i; 0) = lim
ε↓0

π((n1, n2)|i; ε) is a limiting dis-
tribution, then

π((n1, n2)|i; 0) = π((n1, ·)|i; 0) × π((·, n2)|i; 0), i = 1, 2, (3.46)

where π((n1, ·)|i; 0) and π((·, n2)|i; 0) are the limiting marginal queue-length distri-
bution s given that the server is serving the i-th queue.

We shall verify this assumption later in this section.
Computation of the �rst terms of the recursions. Under Assumption 3.5 we

compute the limiting joint queue-length distributionπ((n1, n2)|1; 0)) andπ((n1, n2)|2; 0).
Let us start with the second queue: In the limit ε ↓ 0, we observe that the second queue
behaves as the M(λ2)/M(µ2)/1. Hence the steady-state distribution corresponding
to the second queue is

π((·, n2)|i; 0) =
(

1 − λ2

µ2

)(
λ2

µ2

)n2

, i = 1, 2. (3.47)

Now we only need to compute the distribution of the �rst queue given that
the server is serving the i-th queue. First, we concentrate on the computation
of π((n1, ·)|2; 0). One can easily write down the balance equations for the �rst queue
given that the server is serving the second queue. Note that we are scaling the
parameter λ1 as ελ1 and also c2 as εc2. Therefore, in the limit ε ↓ 0, the queue grows
like a Poisson process and decays geometrically with parameter q = µ1

µ1+c1
. So we

have, for n1 ≥ 1,

(λ1 + c2)π((n1, ·)|2; 0) = λ1π((n1 − 1, ·)|2; 0)1{n1≥1}

+ c2

∞∑
l=n1

π((l, ·)|2; 0) (1 − q) ql−n1 , (3.48)

and for n1 = 0,

(λ1 + c2)π((0, ·)|2; 0) = c2

∞∑
k=0

π((k, ·)|2; 0) qk. (3.49)

By plugging π((n1, ·, 0)|2) = an1 in the above equations and then solving for a,
yields a = 1 and a = λ1(µ1+c1)

µ1(λ1+c2) . We exclude the solution a = 1, as we get the
distribution π((n1, ·, 0)|2) = 1, which is not interesting. Therefore, the steady-state
distribution which satis�es Equations (3.48) and (3.49) is

π((n1, ·)|2; 0) =
(

1 − λ1(µ1 + c1)
µ1(λ1 + c2)

)(
λ1(µ1 + c1)
µ1(λ1 + c2)

)n1

, n1 ≥ 0. (3.50)
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The queue-length distribution of the �rst queue, given that the server is serving the
�rst queue is computed by

π((n1, ·)|1; 0) =


∞∑

k=n1

π((k, ·)|2; 0)
(

1 − µ1
µ1+c1

)(
µ1

µ1+c1

)k−n1
, for n1 > 0,

∞∑
k=0

π((k, ·)|2; 0)
(

µ1
µ1+c1

)k

, for n1 = 0.

Substituting (3.50) in the above equation, for n1 ≥ 0,

π((n1, ·)|1; 0) =
(µ11{n1=0} + c1)(c2 + λ1)

c2(µ1 + c1)

(
1 − λ1(µ1 + c1)

µ1(λ1 + c2)

)(
λ1(µ1 + c1)
µ1(λ1 + c2)

)n1

.

(3.51)
Combining (3.46), (3.47), and (3.51), we get

π((n1, n2)|2; 0) =
(

1 − λ2

µ2

)(
λ2

µ2

)n2 (
1 − λ1(µ1 + c1)

µ1(λ1 + c2)

)(
λ1(µ1 + c1)
µ1(λ1 + c2)

)n1

,

(3.52)

π((n1, n2)|1; 0) =
(µ11{n1=0} + c1)(c2 + λ1)

c2(µ1 + c1)

(
1 − λ2

µ2

)(
λ2

µ2

)n2

×(
1 − λ1(µ1 + c1)

µ1(λ1 + c2)

)(
λ1(µ1 + c1)
µ1(λ1 + c2)

)n1

. (3.53)

We have checked carefully that Equations (3.52) and (3.53) satisfy the perturbed
balance equation (3.44) and (3.45) in the limit ε ↓ 0. Since the Markov chain is
irreducible, the queue-length distribution is unique under the stability condition (3.1),
which also implies that Assumption 3.5 holds.

Next, we derive the recursions for the coe�cients of higher-order terms of the
series expansion (3.8).
Computation of the coe�cients of higher-order terms. Substituting the

Taylor series expansion from (3.8) in (3.44) and (3.45), and then computing the coe�-
cient of εk yields

(µ11{n1>0} + c1)π(k)((n1, n2)|1) − µ1π
(k)((n1 + 1, n2)|1) − c1π

(k)((n1, n2)|2)

=
[
λ1π

(k−1)((n1 − 1, n2)|1)1{n1>0} + λ2π
(k−1)((n1, n2 − 1)|1)1{n2>0}

− (λ1 + λ2)π(k−1)((n1, n2)|1)
]
1{k>0}, (3.54)

and

(λ1 + λ2 + c2 + µ21{n2≥1})π(k)((n1, n2)|2) − µ2π
(k)((n1, n2 + 1)|2)

=1{n1≥1}λ1π
(k)((n1 − 1, n2)|2) + 1{n2≥1}λ2π

(k)((n1, n2 − 1)|2)
+ c2π

(k)((n1, n2)|1). (3.55)
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It is not obvious to see how the initial solutions can be used to obtain the other terms
in recursions (3.54) and (3.55). This has turned out to be a di�culty that we could
not tackle in this scaling. Here we leave it for future investigation.

3.6.2 Scaling 4
We scale the parameters of the service visit times ci as εci for i = 1, 2. This scaling
corresponds to long service periods at both queues, without a�ecting the stability
condition (3.1). In the limit ε ↓ 0, the considered model behaves as a two-dimensional
Markov modulated �uid queue. In this scaling, the challenge lies in determining the
initial solution, as this requires solving a non-trivial boundary value problem. For
that reason, the entire next chapter is devoted to this problem.

3.7 Conclusions and possible extensions
In absence of an exact analysis, in this chapter, we resorted to perturbation analysis.
We discussed four candidate scaling approaches. The �rst scaling requires truncation
of the state space for the numerical implementation of the power series. This approach
led to accurate numerical results over a wide range of parameter values, including
scenarios with heavy-load conditions. Our second scaling led to good numerical
results when the tra�c load is not too large and the servers do not switch very slowly.
For this approach, we were unable to characterize the precise conditions that would
guarantee a good performance. The third and fourth approach have not yet led to a
numerical procedure. One possible direction for these latter two is to combine our PA
analysis with asymptotic techniques. For example, in a heavy-tra�c setting, Scaling
4 leads to a boundary value problem that we discuss and solve in the next chapter.
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Chapter 4

Workload analysis of a two-queue
fluid polling model

In this chapter, we analyse an RTL Markov modulated �uid polling model. For this
model, we �rst derive the LST of the marginal �uid content/workload at each queue.
Subsequently, we derive a functional equation for the LST of the two-dimensional
workload distribution. Finally, we explicitly determine a heavy-tra�c limit of the
joint workload LST by formulating and solving a Riemann-Hilbert boundary value
problem.

4.1 Introduction
In this chapter, we study an RTL Markov modulated �uid queue model. Fluid arrives
at two queues according to two independent deterministic rates. There is a single
server that serves both queues with deterministic �uid rates. The server spends an
exponentially distributed amount of time in each queue. After the completion of
this residing time, the server instantaneously switches to the other queue, i.e., there
is no switchover time. Our motivations for studying this model are: i) In Scaling 4
of the previous chapter, when ε ↓ 0, the two-queue polling model approaches the
above-described �uid model. Therefore to study the two-dimensional polling model
discussed in Chapter 3 using perturbation analysis, one needs to study this �uid
model. ii) We want to point out the complexity of this two-queue model, under the
perhaps easiest assumptions: constant in�ow rates, constant out�ow rates as long
as the served queue is not empty, and exponential residing times. We shall see that,
even in this case, determining the steady state joint workload distribution requires
solving a complicated boundary value problem (BVP). However, in heavy-tra�c this
BVP reduces to a much easier BVP.
As we have seen in the previous chapters, the analysis of two-dimensional RTL

polling models is quite cumbersome. Therefore, in this chapter, we only discuss how
to analyze the symmetric model, leaving the analysis of the asymmetric model for
future study. Moreover, the symmetry assumption puts us in the most interesting
case for the heavy tra�c setting that we consider in this paper; it ensures that the
workloads in the two queues are of comparable magnitude in heavy-tra�c conditions.
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The main contribution in this chapter is to combine two approaches, viz., the BVM
and a heavy-tra�c limit approach, thus computing the joint heavy-tra�c limit of the
scaled workload distributions. In the heavy-tra�c limiting case, we formulate a BVP
which is similar to the BVPs studied in [77].

Related literature. An important concept in the performance analysis of computer
and communication networks is time-scale separation. This allows one to analyse
di�erent dynamics in a tractable way, distinguishing between fast and slow dynamics.
In communication systems, fast dynamics are typically associated with the behavior
of data packets, and slow dynamics with that of �les or users, often called �ows.
Instead of customers arriving at a queue, in the latter setting there are sources which
alternate between sending �les (a �uid �ow) at a constant rate, and not sending.
There is a rich literature on such �uid queues. Important strands of research are (i)
the steady state and transient analysis of �uid �ow models, started by the pioneering
work of Kosten [145, 146, 147] and Anick, Mitra and Sondhi [20]. (ii) Feedback �uid
queues, in which the bu�er content process of a �uid queue is on the one hand
determined by some background process, but on the other hand the behavior of
that background process depends on the current bu�er level [8, 187]. (iii) Linear
stochastic �uid networks; this theory was developed by Kella and Whitt in a series of
papers [135, 136, 137]. (iv) In groundbreaking papers, Rybko and Stolyar [180] and
Dai [83] develop methods to study the stability of a stochastic model via a study of
the stability of an associated �uid model. We refer to the recent survey paper [64]
for a brief overview of the literature and many references.
Although there is an extensive polling literature, and an extensive �uid queue

literature, polling systems with �uid input have hardly received any attention. Some
exceptions are Czerniak and Yechiali [82], Remerova et al. [175], and Adan et al. [7];
see also [49, Section 6]. Finally we would like to draw attention to Koops et al. [142];
the authors also study a two-queue �uid model in heavy-tra�c but in their case the
two queues are in series.

Organization of the chapter. The chapter is organized as follows: In Section
4.2, we describe the RTL Markov modulated �uid queue under consideration. In
Section 4.3, we present the LSTs of the model’s marginal workload distributions in
steady state at an arbitrary epoch. Furthermore, we obtain the heavy-tra�c limit
of the marginal workload distributions in steady state. Section 4.4 is devoted to a
discussion of the joint workload distribution analysis. In Section 4.5, we derive an
explicit expression for the LST of the joint workload distribution in heavy-tra�c
by solving a Riemann-Hilbert BVP. Several numerical experiments are performed
in Section 4.6 in order to get more insight into the model. Finally, in Section 4.7 we
conclude this chapter.
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4.2 Model description and notation
In this chapter, we consider an RTL Markov modulated �uid polling model with
two queues under the assumption that at queue i (say Qi), �uid enters continuously
at constant rate λi, i = 1, 2. There is a single server that serves both queues with
constant rate µi, i = 1, 2. A special feature of the model is that the server spends
random amounts of time at each queue, these amounts being independent of �uid
content levels (workload at the queues); in particular, even when a queue becomes
empty, the server will not leave that queue. We denote a generic residing time of the
server at Qi by Ti, i = 1, 2. The periods Ti are exponentially distributed with rate
ci, i = 1, 2. Upon completion of the residing time at Qi, the server instantaneously
switches to the other queue, i.e., there is no switch-over time. All residing times are
independent.

0 𝑇𝑇1 𝑇𝑇1 + 𝑇𝑇2

𝑉𝑉2(𝑡𝑡)

𝑡𝑡

𝑉𝑉1(𝑡𝑡)

𝑡𝑡

𝑇𝑇1 + 𝑇𝑇2 + 𝑇𝑇1

𝑙𝑙0

𝑢𝑢0

Figure 4.1. An arbitrary sample path of the joint �uid content level (workload) behavior of the
model.

To analyze the considered model, we let Vi(t) denote the workload at Qi at time t.
Assuming V1(0) = u0 and V2(0) = l0, we can describe the workload at time T1 and
T1 + T2 as follows:

� In the interval [0, T1] the server is serving at Q1, therefore the workload (the
�uid content) at Q1 decreases linearly, which means V1(T1) = max{0, u1}
where u1 := u0 + (λ1 − µ1)T1. During this time period, the workload at Q2
increases linearly, hence V2(T1) = l1 := l0 + λ2T1.

� Analogously as explained above, in the interval (T1, T1 + T2], the server is
serving atQ2, therefore theworkload atQ2 decreases linearly, soV2(T1+T2) =
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max{0, l2}, where l2 := V2(T1) + (λ2 −µ2)T2. The workload atQ1 increases
linearly, hence V1(T1 + T2) = u2 := V1(T1) + λ1T2.

The above dynamics are illustrated in Figure 4.1. In steady state (V1(T1 +T2), V2(T1 +
T2)) has the same distribution as (V1(0), V2(0)).

Stability condition. For the considered model the stability condition is

ρ1 <
c2

c1 + c2
and ρ2 <

c1

c1 + c2
, (4.1)

with ρi = λi

µi
, i = 1, 2. This stability condition can be derived in a similar way as the

stability condition in Chapter 2 of the RTL two-queue polling model.

4.3 Marginal workload analysis
In this section, we focus on the steady-state workload of Q1. Let V1(t) denote the
workload at time t, t ≥ 0, and V1 the steady-state workload at an arbitrary epoch.
From a special case of [134, Section 5] and also the analysis performed in [70] we
conclude that the marginal queue length distributions of the considered model are
known, but we include the results and their derivations here for completeness. The
steps we performed to derive the LST of the marginal workload distribution in steady
state are also useful for the derivation of the LST of the joint workload distribution
in Section 4.4.

Theorem 4.1. The LST of the workload of the �rst queue in steady state under the
stability condition (4.1) is given by

E(e−sV1) =
1 + ρ1µ1

c1+c2
s

1 + ρ1µ1

c2
(

1− c1
c2

ρ1
1−ρ1

)s . (4.2)

A symmetric formula holds for the LST of V2 under the stability condition (4.1).

Proof. The derivation of the LST of the steady-state workload of Q1 is performed
by considering the renewal process at the instances the server arrives at the �rst
queue, i.e., the inter-renewal times are identical in distribution to T1 + T2, with
Ti ∼ Exp(ci), i = 1, 2.
To structure the exposition, the proof of the theorem is split into �ve steps. A

key point of the proof is the derivation of E(e−sV1(T1+T2)); this is achieved in Step
4, after we derive E(e−sV1(T1+T2)|V1(T1) = u1) in Step 1, E(e−sV1(T1)|V1(0) = u0)
in Step 2, and subsequently E(e−sV1(T1+T2)|V1(0) = u0) in Step 3. In Step 5, we
calculate E(e−sV1) using the PASTA property and the result of Step 4.
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Step 1. Calculation of E(e−sV1(T1+T2)|V1(T1) = u1).
During (T1, T1 +T2] the server serves only �uid in the second queue, so the workload
in the �rst queue only increases linearly with slope λ1. So,

E(e−sV1(T1+T2)|V1(T1) = u1) = c2

c2 + sλ1
e−su1 . (4.3)

Step 2. Calculation of E(e−sV1(T1)|V1(0) = u0).
Note that

E(e−sV1(T1)|V1(0) = u0)

=
∫ u0

µ1−λ1

t=0
c1e

−c1te−s(u0+(λ1−µ1)t)dt+
∫ ∞

u0
µ1−λ1

c1e
−c1tdt

= c1e
−su0

∫ u0
µ1−λ1

t=0
e−(c1+s(λ1−µ1))tdt+ e− c1u0

µ1−λ1

= c1

c1 + s(λ1 − µ1)

(
e−su0 − e− c1u0

µ1−λ1

)
+ e− c1u0

µ1−λ1

= c1

c1 + s(λ1 − µ1)e
−su0 + s(λ1 − µ1)

c1 + s(λ1 − µ1)e
− c1u0

µ1−λ1 . (4.4)

Step 3. Calculation of E(e−sV1(T1+T2)|V1(0) = u0).

E(e−sV1(T1+T2)|V1(0) = u0)

=
∫ ∞

u1=0
E(e−sV1(T1+T2)|V1(T1) = u1)fV1(V1(T1) = u1|V1(0) = u0)du1

= c2

c2 + sλ1

∫ ∞

u1=0
e−su1fV1(V1(T1) = u1|V1(0) = u0)du1

= c2

c2 + sλ1

[
c1

c1 + s(λ1 − µ1)e
−su0 + s(λ1 − µ1)

c1 + s(λ1 − µ1)e
− c1u0

µ1−λ1

]
, (4.5)

where the second equation comes from Equation (4.3) and the third from Equation
(4.4), where fV1(· | ·) denotes the conditional density of V1(T1).

Step 4. Calculation of E(e−sV1(T1+T2)) in steady state.
Observe that

E(e−sV1(T1+T2)) =
∫ ∞

u0=0
E(e−sV1(T1+T2)|V1(0) = u0)fV1(0)(u0)du0

=
∫ ∞

u0=0

[
c2

c2 + sλ1

[
c1

c1 + s(λ1 − µ1)e
−su0

+ s(λ1 − µ1)
c1 + s(λ1 − µ1)e

− c1u0
µ1−λ1

]]
fV1(0)(u0)du0, (4.6)
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with fV1(0)(v) the probability density function of V1(0). Now observe that in steady
state V1(T1 + T2) has the same distribution as V1(0). So, we can rewrite (4.6) as
follows

c2 + sλ1

c2
E(e−sV1(T1+T2)) =

∫ ∞

u0=0

[
c1

c1 + s(λ1 − µ1)e
−su0

+ s(λ1 − µ1)
c1 + s(λ1 − µ1)e

− c1u0
µ1−λ1

]
fV1(T1+T2)(u0)du0.

So,

E(e−sV1(T1+T2))
s

[
c2 + sλ1

c2
− c1

c1 + s(λ1 − µ1)

]
= λ1 − µ1

c1 + s(λ1 − µ1)E(e− c1
µ1−λ1

V1(T1+T2)).

Simplifying the above equation yields

E(e−sV1(T1+T2)) = 1
1 − c1

c2
λ1

µ1−λ1
+ sλ1

c2

E(e− c1
µ1−λ1

V1(T1+T2)). (4.7)

Taking the limit as s → 0 in (4.7) yields

E(e− c1
µ1−λ1

V1(T1+T2)) = 1 − c1

c2

λ1

µ1 − λ1
= 1 − c1

c2

ρ1

1 − ρ1
.

Hence V1(T1 + T2) appears to be exponentially distributed:

E(e−sV1(T1+T2)) =
1 − c1

c2

ρ1
1−ρ1

1 − c1
c2

ρ1
1−ρ1

+ ρ1µ1
c2

s
. (4.8)

(4.9)

Step 5. Calculation of E(e−sV1) in steady state.
Firstly, let us denote by S = 1 (respectively by S = 2) the event of the server residing
in the �rst (respectively second) queue. Then,

E(e−sV1) = E(e−sV1 |S = 1)P(S = 1) + E(e−sV1 |S = 2)P(S = 2)

= E(e−sV1 |S = 1) c2

c1 + c2
+ E(e−sV1 |S = 2) c1

c1 + c2
. (4.10)

Because of the memoryless property of the exponential distribution it is obvious that

E(e−sV1 |S = 1) = E(e−sV1(T1)), E(e−sV1 |S = 2) = E(e−sV1(T1+T2)).

The latter term is given by (4.8), while the former term is calculated using the same
argument as in the derivation of Equation (4.3):

E(e−sV1(T1+T2)) = E(e−sV1(T1)) c2

c2 + sλ1
. (4.11)
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Substituting (4.11), for E(e−sV1(T1)), and (4.8) in Equation (4.10), yields

E(e−sV1) =
[
1 + λ1

c1 + c2
s

][ 1 − c1
c2

ρ1
1−ρ1

1 − c1
c2

ρ1
1−ρ1

+ ρ1µ1
c2

s

]

=
1 + ρ1µ1

c1+c2
s

1 + ρ1µ1

c2
(

1− c1
c2

ρ1
1−ρ1

)s , (4.12)

which concludes the proof.
Similarly, we can also calculate the LST of the workload distribution of the second

queue.

Above we have derived an explicit LST expression of the marginal workload
distribution in steady state. Now, we study the behavior of the workload V1 in heavy
tra�c, i.e., when ρ1 ↑ c2

c1+c2
.

Lemma 4.2. For ρ1 ↑ c2
c1+c2

,(
c2

c1 + c2
− ρ1

)
V1

d−→ Z, (4.13)

where Z is an exponentially distributed random variable with mean c1c2µ1
(c1+c2)3 .

Proof. Replacing s by
(

c2
c1+c2

− ρ1

)
s in (4.2) and taking the limit as ρ1 ↑ c2

c1+c2
,

yields

lim
ρ1↑ c2

c1+c2

E
(
e

−
(

c2
c1+c2

−ρ1
)

sV1

)
= 1

1 + c1c2µ1
(c1+c2)3 s

. (4.14)

Note that the r.h.s. in (4.14) corresponds to the LST of an exponentially distributed
random variable with mean c1c2µ1

(c1+c2)3 .

4.4 Joint workload analysis
In this section, we analyze the joint workload distribution by reiterating the steps
of Section 4.3, but now taking the joint workload into account. At this point the
analysis of the joint workload distribution becomes quite cumbersome, therefore we
consider the symmetric case, i.e., c1 = c2 = c, λ1 = λ2 = λ and µ1 = µ2 = µ.

Step 1: Calculation of E(e−s1V1(T1)−s2V2(T1)|V1(0) = u0, V2(0) = l0).
In this step, we calculate the LST of the joint workload distribution at time T1. Using
the same arguments as in Section 4.3, we get that

E(e−s1V1(T1)−s2V2(T1)|V1(0) = u0, V2(0) = l0)
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= e−s2l0

∫ ∞

t=0
e−s2λ2tE(e−s1V1(t)|V1(0) = u0)ce−ctdt.

So,

E(e−s1V1(T1)−s2V2(T1)|V1(0) = u0, V2(0) = l0)

= ce−s2l0

(∫ u0
µ−λ

t=0
e−(s2λ+c)te−s1(u0+(λ−µ)t)dt+

∫ ∞

u0
µ−λ

e−(s2λ+c)tdt
)

= c

c+ s2λ

[
s2λ+ c

s2λ+ c+ s1(λ− µ)e
−s1u0−s2l0 + s1(λ− µ)

s2λ+ c+ s1(λ− µ)e
− c+s2λ

µ−λ u0−s2l0

]
.

(4.15)

Step 2: Calculation of E(e−s1V1(T1)−s2V2(T1)) in steady state.
We know that

E(e−s1V1(T1)−s2V2(T1))

=
∫ ∞

u0=0

∫ ∞

l0=0
E(e−s1V1(T1)−s2V2(T1)|V1(0) = u0, V2(0) = l0)×

f(V1(0),V2(0)(u0, l0)du0dl0, (4.16)

with f(V1(0),V2(0)(u0, l0) the bivariate probability density function of (V1(0), V2(0).
But if the initial distribution of (V1(0), V2(0)) is set to be equal to the steady-state dis-
tribution, then (V1(T1+T2), V2(T1+T2)) has the same distribution as (V1(0), V2(0)).
So we can write (4.16) as follows

E(e−s1V1(T1)−s2V2(T1))

= c

c+ s2λ

[ s2λ+ c

s2λ+ c+ s1(λ− µ)E(e−s1V1(T1+T2)−s2V2(T1+T2))

+ s1(λ− µ)
s2λ+ c+ s1(λ− µ)E(e− c+s2λ

µ−λ V1(T1+T2)−s2V2(T1+T2))
]
. (4.17)

Formulation of a functional equation. Since we are interested in the symmetric
case, we can formulate a functional equation corresponding to (4.17) by de�ning

ν̃(s1, s2) := E(e−s1V1(T1+T2)−s2V2(T1+T2)),

and then by symmetry, we have

ν̃(s2, s1) = E(e−s1V1(T1)−s2V2(T1)).

Further de�ning

f1(s1, s2) := s1λ+ c+ s2(λ− µ), f2(s1, s2) := s2λ+ c+ s1(λ− µ),
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we obtain

ν̃(s2, s1) = c

f2(s1, s2) ν̃(s1, s2) + c

f2(s1, s2)
s1(λ− µ)
s2λ+ c

ν̃

(
s2λ+ c

µ− λ
, s2

)
. (4.18)

Now by substituting s1 = s2, we get

ν̃

(
s2λ+ c

µ1 − λ1
, s2

)
= (2λ− µ)(s2λ+ c)

c(λ− µ) ν̃(s2, s2). (4.19)

Combining (4.18) and (4.19) yields

ν̃(s2, s1) = c

f2(s1, s2) ν̃(s1, s2) + (2λ− µ)s1

f2(s1, s2) ν̃(s2, s2). (4.20)

Now by interchanging all indexes, we get

ν̃(s1, s2) = c

f2(s2, s1) ν̃(s2, s1) + (2λ− µ)s2

f2(s2, s1) ν̃(s1, s1). (4.21)

Because of symmetry, we see f2(s2, s1) = f1(s1, s2), and by combining (4.20) and
(4.21) we get that

ν̃(s1, s2) = c2

f1(s1, s2)f2(s1, s2) ν̃(s1, s2) + c(2λ− µ)s1

f1(s1, s2)f2(s1, s2) ν̃(s2, s2)

+ (2λ− µ)s2

f2(s2, s1) ν̃(s1, s1), (4.22)

yielding

k̃(s1, s2)
s1s2

ν̃(s1, s2) = −2µ
(

1
2 − λ

µ

)[
c

s2
ν̃(s2, s2) + f1(s1, s2)

s1
ν̃(s1, s1)

]
,

(4.23)

where k̃(s1, s2) = f1(s1, s2)f2(s1, s2) − c2.
Equation (4.23) is the functional equation of the considered model. As we have

discussed in Chapters 1 and 2, equations of this type have been studied in the
monograph [77]. There a solution procedure for the present problem is outlined,
which amounts to the following global steps:

Step A. Consider the zeros of the kernel equation k̃(s1, s2), that have Re[s1],
Re[s2] ≥ 0. For such pairs (s1, s2), ν̃(s1, s2) is analytic, and hence, for those pairs,
the right hand side of (4.23) is equal to zero.

Step B. A suitable set of those zeros of the kernel might form a contour. The fact
that the r.h.s. of (4.23) is zero on that contour (the "boundary"), in combination with
analyticity properties of ν̃(s1, s1) and ν̃(s2, s2) inside and/or outside that contour,
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must be translated into a a Riemann or Riemann-Hilbert BVP. The solution of such a
problem yields ν̃(s1, s1) and ν̃(s2, s2). Then ν̃(s1, s2) follows via (4.23).

Unfortunately, the above steps do not constitute a simple, straightforward recipe.
For example, several choices of zero pairs are possible in the present problem, and
it is not a priori clear what is the best choice. Therefore, to successfully employ
the BVM requires a detailed investigation of the zeros of the kernel k̃(s1, s2) of the
functional equation.

Kernel analysis. In the analysis of (4.23), a crucial role is played by the kernel
equation k̃(s1, s2) = 0, which is equivalent to

λ(λ− µ)s2
2 +

[
c(2λ− µ) + ((λ− µ)2 + λ2)s1

]
s2

+ λ(λ− µ)s2
1 + c(2λ− µ)s1 = 0, (4.24)

with Re[s1],Re[s2] ≥ 0. By solving the above equation we obtain the zeros of the
kernel as

s̃2
±(s1) =

−c(2λ− µ) − ((λ− µ)2 + λ2)s1 ± (2λ− µ)µ
√

∆(s1)
2λ(λ− µ) , (4.25)

with discriminant ∆(s1) = s2
1 − c

µ
1

1/2−λ/µs1 + c2

µ2 . The function s̃2
±(s1) de�ned

by k̃(s1, s2) = 0, has two real branching points

s±
1 = c

µ

1
1/2 − λ/µ

(
1 ±

√
1 − 4

(
1/2 − λ/µ

)2
)
,

with 0 < s−
1 < s+

1 .
Now substituting s̃2

±(s1) from (4.25) into (4.23) and by analyzing both branching
points and following the analysis performed by Fayolle and Iasnogorodski in their
pioneering paper [99], one might be able to obtain an expression for ν̃(s1, s1) or
ν̃(s2, s2). The type of analysis performed in [99] is quite cumbersome and typically
leads to expressions in which one needs to perform a di�cult computational proced-
ure, e.g., see [92]. In [99], Fayolle and Iasnogorodski have studied a somewhat similar
functional equation as (4.23). In their case, four branch points arise, x1, x2 ∈ [0, 1]
and x3, x4 ∈ (1,∞). They map the segment [x1, x2] onto a simple close contour,
and they are subsequently able to formulate a Riemann-Hilbert BVP on that closed
contour.
In the book [100], Fayolle et al. treat a large class of two-dimensional random

walks, using similar techniques as in [99]. It would be worthwhile to investigate
whether our model �ts in that class of problems, so that the BVM can be solved along
lines exposed in [100]. However, this is a mathematically very complicated approach,
while we have already, in Chapter 2, provided another approach - the perturbation
approach - to obtain numerical results for this particular problem.
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In the next section, we shall come to the heavy-tra�c limit of the joint workload
distribution of this same model. In the heavy-tra�c limiting case, we also formulate
a BVP, but now it is a problem that can be solved using the BVM in a reasonably
straightforward manner. Even in this scaled case, the problem is far from trivial,
suggesting that an exact analysis of the non-scaled symmetric two-dimensional
Markov modulated �uid model is very challenging.

4.5 Heavy-tra�ic analysis of the joint workload
distribution

In this section, we shall determine the heavy-tra�c limit of the LST of the scaled
joint workload distribution in steady state. To do so, we again concentrate on the
symmetric model as discussed above. In what follows, we use the functional equation
(4.23) derived in the previous section. Let ρ (ρ = λ

µ ) be the load at both queues, and
then after scaling s1 →

( 1
2 − ρ

)
s1, s2 →

( 1
2 − ρ

)
s2 and dividing by −2µc in (4.23)

and taking the limit ρ ↑ 1
2 , we obtain the following functional equation

k?(s1, s2)
s1s2

ν?(s1, s2) = ν?(s1, s1)
s1

+ ν?(s2, s2)
s2

, (4.26)

where ν?(s1, s2) = lim
ρ↑ 1

2

E(e−s1( 1
2 −ρ)V1−s2( 1

2 −ρ)V2) and

k?(s1, s2) = − lim
ρ↑ 1

2

1
2µc

( 1
2 − ρ

)2 k̃

((
1
2 − ρ

)
s1,

(
1
2 − ρ

)
s2

)
= s1 + s2 + µ

8c
(
s1 − s2

)2

= µ

8cs
2
2 + (1 − µ

4cs1)s2 + (1 + µ

8cs1)s1. (4.27)

There is one unknown function we need to calculate in the r.h.s. of (4.26), namely
ν?(s, s). We calculate this unknown function using the BVM by applying Step A and
Step B discussed in Section 4.4.

BVM: Solution of the functional equation (4.26). To apply the BVM, one needs
to investigate the zeros of kernel k?(s1, s2) = 0. By setting k?(s1, s2) = 0, we obtain

s±
2 (s1) =

−1 + µ
4cs1 ±

√
1 − µ

c s1
µ
4c

. (4.28)

Note that s±
2 (s1) has a single branching point at s1 = c

µ . For s1 >
c
µ , the function

s±
2 (s1) is complex valued. Letting s±

2 (s1) = u± iv, we obtain

u2 + v2 = s+
2 (s1)s−

2 (s1) =
(
−1 + µ

4cs1
)2 − 1 + µ

c s1(
µ
4c

)2 , (4.29)
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and

2u = s+
2 (s1) + s−

2 (s1) =
−1 + µ

4cs1
µ
8c

. (4.30)

Computing s1 = u+ 3c
µ , from the above equation and substituting it in (4.29), we get

u2 + v2 =
(

µ
4c

)2
u2 − 1 + µ

c u+ 4(
µ
4c

)2 . (4.31)

Simplifying the above equation yields

v2 = 16c
µ

(
u+ 3c

µ

)
, (4.32)

which describes a parabola. For s1 >
c
µ , we have s

±
2 (s1) = u ± iv, and now for

k?(s1, s2) = 0, we introduce the set

E =
{

(u, v) ∈ (−3c
µ
,∞) × R | v2 = 16c

µ

(
u+ 3c

µ

)}
.

Now we take the collection of s1−values with s1 >
c
µ and s±

2 (s1) = u± iv, with
(u, v) ∈ E. For all such (s1, s

±
2 (s1)) pairs, the r.h.s. of (4.26) becomes zero, and

hence, for all s2 = s±
2 (s1), we have

ν?(s2, s2)
s2

= −ν?(s1, s1)
s1

. (4.33)

For s1 >
c
µ , the r.h.s. of the above equation is real, thus yielding

Re
[
g(s2)

]
= 0, for s2 = s±

2 (s1) = u± iv, with (u, v) ∈ E\{(0, 0)}, (4.34)

where g(s2) = iν?(s2,s2)
s2

. Notice that ν?(s2, s2) is analytic for Re[s2] ≥ 0 and it is
also shown that ν?(s2, s2) is analytic in the strip − 3c

µ < Re[s2] < 0 in the proof of
Claim 4.5 below. Hence g(s2) is analytic inside the contour E, while s2 = 0 is a pole,
inside E. The above problem now reduces to a Riemann-Hilbert problem with a pole,
and with boundary E, see [77, Section I.3.3].
Let φ with inverse ψ be the conformal mapping of the unit ball onto the region

bounded by E with normalization conditions φ (−1) = ∞, φ(0) = 0, and φ (1) =
− 3c

µ .
De�ning h(w) := g(φ(w)), we obtain a simple BVP with a pole cf. [77, Section

I.3.3], and [63, Section 6 ], or Example 1.1 for h(·) on the unit ball D:

Re[h(w)] = 0, w ∈ D\{0}, (4.35)
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with h(·) analytic inside D, continuous up to its boundary D̄\{0}. The solution of
the BVP (4.35) is

h(w) = iα+ βw − β̄

w
, w ∈ D, (4.36)

where α, β are some unknown constants and calculated explicitly in Theorem 4.4.
This determines g(x) = h(ψ(x)); substituting it in the above equation we obtain

g(s2) = iα+ βψ(s2) − β̄

ψ(s2) , s2 ∈ E, (4.37)

where ψ(·) is the conformal mapping from set E to unit ball D. Since g(s2) =
iν?(s2,s2)

s2
, we obtain for Re[s2] > − 3c

µ ,

ν?(s2, s2) = αs2 − i β ψ(s2)s2 + i
β̄s2

ψ(s2) . (4.38)

So now we have calculated the LST of the total workload in heavy-tra�c, with an
unknown function, i.e., the conformal mapping ψ(s2). To get the explicit complete
expression for ν?(s2, s2), we need to derive an explicit expression for ψ(s2). This is
accomplished in the next lemma.

Lemma 4.3. For z ∈ C, we have a conformal map ψ(z) which maps the interior of
parabola (4.32) onto the interior of the unit ball D, and it is given explicitly as follows

ψ(z) =
1 −

√
2 cosh( π

4
√

µ
c z − 1)

1 +
√

2 cosh( π
4
√

µ
c z − 1)

. (4.39)

Proof. The conformal mapping ψ(z) is obtained by taking the composition of the
following conformal mappings:

i. The conformal mapping η(z) = z − c
µ , where z = x + iy, maps parabola

y2 = 16c
µ (x+ 3c

µ ) onto parabola y2 = 16c
µ (x+ 4c

µ ).

ii. As discussed in [35, p.113], the conformal mapping ξ(z) = i cosh
(

π
4
√

µ
c z
)

maps the interior of the parabola y2 = 16c
µ (x + 4c

µ ) onto the interior of the
upper half-plane Im[ξ] > 0 .

iii. As discussed in [65, p. 326, Equation (6)], the conformal mapping w(z) =
1+i

√
2z

1−i
√

2z
maps the upper half-plane (i.e., Im[z] > 0 ) onto the interior of the

unit ball |w| < 1.

It follows from [35, Theorem III], that the composition of conformal mappings
again is a conformal mapping. Now we de�ne the composition mapping ψ(z) :=
w(ξ(η(z))), which maps the interior of the parabola (4.32) onto the interior of the
unit ball D.
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Now we state the main theorems of this section in which we obtain an explicit
expression for the LST of the total and of the joint workload distribution in heavy-
tra�c.

Theorem 4.4. The scaled total workload LST in heavy-tra�c is given by, for Re[s2] >
− 3c

µ ,

lim
ρ↑ 1

2

E(e−s2( 1
2 −ρ)(V1+V2)) = π

4
µ

c

s2

cosh( π
2
√

µ
c s2 − 1)

. (4.40)

Proof. Substituting ψ(z) from Lemma 4.3 in (4.38) yields

ν?(s2, s2) =αs2 − i β

(
1 −

√
2 cosh( π

4
√

µ
c s2 − 1)

1 +
√

2 cosh( π
4
√

µ
c s2 − 1)

)
s2

+ i β̄

(
1 +

√
2 cosh( π

4
√

µ
c s2 − 1)

1 −
√

2 cosh( π
4
√

µ
c s2 − 1)

)
s2. (4.41)

Since ν?(0, 0) = 1, we obtain from the above equation that β̄ = π
16

µ
c i, and since

ν?(∞,∞) = 0, we obtain that α = − π
8

µ
c . Substituting the values of α, β, and β̄ in

the above equation and thereafter simplifying it, we obtain

ν?(s2, s2)

= π

8
µ

c

[
1 + 1

2
1 −

√
2 cosh( π

4
√

µ
c s2 − 1)

1 +
√

2 cosh( π
4
√

µ
c s2 − 1)

+ 1
2

1 +
√

2 cosh( π
4
√

µ
c s2 − 1)

1 −
√

2 cosh( π
4
√

µ
c s2 − 1)

]
s2.

(4.42)

Simplifying the above equation concludes the proof of the lemma.

As we have discussed in Step A of Section 4.4, we are interested in �nding the
LST in the domain Re[s2] ≥ 0. However, we have calculated the LST expression
ν?(s2, s2) in Re[s2] > − 3c

µ . We want to show that ν?(s2, s2) is analytic in the strip
− 3c

µ < Re[s2] < 0. From (4.40), we have an explicit expression and it is su�cient to
show that the denominator cosh( π

2
√

µ
c s2 − 1) has no zeros on that strip.

Claim 4.5. The LST of the total scaled workload in heavy-tra�c is analytic on the strip
− 3c

µ < Re[s2] < 0.

Proof. In the proof of Lemma 4.3, we observed that cosh( π
2
√

µ
c s2 − 1) is a conformal

mapping for Re[s2] > − 3c
µ , and hence it is an analytic function for Re[s2] > − 3c

µ .
Moreover, one divided by this analytic function is also analytic (see [65, p. 74])
if the denominator has no zeros in that domain. To show that the denominator
cosh( π

2
√

µ
c s2 − 1) has no zeros in − 3c

µ < Re[s2] < 0, we solve

0 = cosh(π2

√
µ

c
s2 − 1) = e

π
2

√
µ
c s2−1 + e− π

2

√
µ
c s2−1

2 , (4.43)
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so
e

π
2

√
µ
c s2−1 = eπi− π

2

√
µ
c s2−1, (4.44)

and hence we get π
2
√

µ
c s2 − 1 = πi− π

2
√

µ
c s2 − 1+2πni, n ∈ Z. This implies that

the zeros of the function cosh( π
2
√

µ
c s2 − 1) are s2 = c

µ [1−(2n+1)2], n ∈ Z. There
are two di�erent cases for the zeros we need to discuss: (i) when n = 0 or n = −1,
we get s2 = 0, and in this case we know ν?(s2, s2) is 1. (ii) When n ∈ Z\{0,−1},
we get s2 ≤ c

µ (1 − (2n+ 1)2) ≤ − 8c
µ < − 3c

µ , which concludes the claim.

Lemma 4.6. Let f( 1
2 −ρ)(V1+V2)(·) be the probability density function of the scaled

total workload ( 1
2 − ρ)(V1 + V2), then we have

lim
ρ↑ 1

2

f( 1
2 −ρ)(V1+V2)(x)

= µ3/2π3/2

16x5/2c3/2

∞∑
n=−∞

[
(−1)n

(
n− 1

2

)(
−3 + 2cx

µ
+ π2µ

4cx

(
n− 1

2

)2
)

×

exp
(
c

µ
x− π2µ

4cx

(
n− 1

2

)2
)]

. (4.45)

Proof. To compute the probability density function of the scaled total workload in
heavy-tra�c, we need to invert the LST (4.40). From the �rst entry of [66, Table 2(B)],
one can easily calculate the inverse Laplace transforms of π

4
µ
c

1
cosh( π

2

√
µ
c s2)

, which is
given as

L−1

(
π
4

µ
c

cosh( π
2
√

µ
c s2)

)
(x)

= 1
8x3/2

(
µπ

c

)3/2 ∞∑
n=−∞

(−1)n+1
(
n− 1

2

)
exp

(
−π2µ

4cx

(
n− 1

2

)2
)
. (4.46)

We know from the �rst translation property of inverse Laplace transform that
L−1 (f(s2 − a)

)
(x) = eaxF (x), therefore replacing s2 by s2 − c

µ in the r.h.s. of
(4.46) we obtain

L−1

(
π
4

µ
c

cosh( π
2
√

µ
c s2 − 1)

)
(x)

= − µ3/2π3/2

8x3/2c3/2

(
µπ

c

)3/2 ∞∑
n=−∞

(−1)n

(
n− 1

2

)
exp

(
c

µ
x− π2µ

4cx

(
n− 1

2

)2
)
.

(4.47)

And nowusing the inverse Laplace transform property,L−1 (s2f(s2)
)

(x) = dF (x)+

F (0)δ(x), where δ(x) is the Dirac delta function, sinceL−1
(

π
4

µ
c

cosh( π
2

√
µ
c s2−1)

)
(0) =
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0, we get

L−1

(
π

4
µ

c

s2

cosh( π
2
√

µ
c s2 − 1)

)
(x)

= µ3/2π3/2

16x5/2c3/2

∞∑
n=−∞

[
(−1)n

(
n− 1

2

)(
−3 + 2cx

µ
+ π2µ

4cx

(
n− 1

2

)2
)

×

exp
(
c

µ
x− π2µ

4cx

(
n− 1

2

)2
)]

. (4.48)

Combining (4.40) and (4.48) concludes the lemma.

Remark 4.1. According to [66], the inverse of the LST 1
cosh(

√
2s) is a Jacobi theta

function. In [34], several relations between Jacobi theta functions and probability
laws are discussed. For example in [34, p. 10, Equation (30)], observe that the random
variable Σ#

1 = 2
π2

∞∑
n=1

εn

(n− 1
2 )2 , where ε1, ε2, . . . are i.i.d. exp(1) random variables

has LST 1
cosh(

√
2s) . In other places they equate Σ#

1 to the entrance time at the level
of a certain Bessel process. There are also limits to Brownian motion mentioned. In
view of the fact that the heavy-tra�c limiting process of a single server queue is a
re�ected Brownian motion, it would be interesting to study the process limit of the
�uid model, and see whether it relates to one of the processes studied in Biane et al.
[34].

Above we have computed the explicit expression for the scaled total workload
LST in heavy-tra�c. In the following theorem, we give an explicit expression for the
scaled joint workload LST in heavy-tra�c.

Theorem 4.7. The scaled joint workload LST in heavy-tra�c is given by, for Re[s1] >
c
µ and Re[s2] > − 3c

µ ,

lim
ρ↑ 1

2

E(e−s1( 1
2 −ρ)V1−s2( 1

2 −ρ)V2)

= π

4
µ

c

s1s2

k?(s1, s2)

[
1

cosh( π
2
√

µ
c s1 − 1)

+ 1
cosh( π

2
√

µ
c s2 − 1)

]
, (4.49)

where k?(s1, s2) = s1 + s2 + µ
8c

(
s1 − s2

)2
.

Proof. By changing the indices s2 to s1 in LST (4.40) we obtain ν?(s1, s1). Finally,
by substituting ν?(si, si), i = 1, 2 in Equation (4.26) we obtain ν?(s1, s2).

Remark 4.2. Notice that taking limit s2 → 0 in (4.49), the r.h.s. tends to s1
k?(s1,0) =

1
1+ µ

8c s1
, which is the heavy-tra�c limit LST of the marginal workload, see Lemma

4.2.
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We now compute the �rst and second steady-state moment of the joint workload
in heavy-tra�c.

Corollary 4.8. For i = 1, 2, it holds that

lim
ρ↑ 1

2

E
((1

2 − ρ
)
Vi

)
= µ

8c ,

lim
ρ↑ 1

2

E
((1

2 − ρ
)2
V 2

i

)
= µ2

32c2 ,

lim
ρ↑ 1

2

E
((1

2 − ρ
)2
V1V2

)
= µ2

32c2
π2 − 9

3 ,

lim
ρ↑ 1

2

R
((1

2 − ρ
)
V1,
(1

2 − ρ
)
V2

)
= 2

3π
2 − 7 ≈ −0.4203,

where R(V1, V2) is the correlation coe�cient of the steady-state workloads V1 and
V2.

Proof. The marginal moments of the workload Vi, i = 1, 2, in heavy-tra�c are
computed from Lemma 4.2. The joint moment E((1/2 − ρ)2V1V2) is computed by
di�erentiating the LST expression (4.49) w.r.t. s1 and s2 and taking the limit s1 → 0
and s2 → 0. The correlation coe�cient between the workloads in heavy-tra�c is
computed by combining the above as follows

R
(

(1
2 − ρ)V1, (

1
2 − ρ)V2

)
=

E(
( 1

2 − ρ)2V1V2
)

− E
(
( 1

2 − ρ)V1)E(( 1
2 − ρ)V2

)√(
E
(
( 1

2 − ρ)2V 2
1
)

−
(
E
(
( 1

2 − ρ)V1
))2
)(

E
(
( 1

2 − ρ)2V 2
2 ) −

(
E(( 1

2 − ρ)V2
))2
) .

4.6 Numerical results
In this section, we verify our heavy-tra�c results via simulations. Note that there
are situations where simulation is not very e�cient, and one such scenario appears
with heavy-tra�c analysis of queueing models, e.g., see [21]. Here it has been noted
repeatedly that the standard simulation methods do not perform satisfactorily, one
main problem being that the run lengths need to be exceedingly large to obtain
even moderate precision. The purpose to conduct simulations is to validate our
�ndings. We expect that as ρ ↑ 1/2, the correlation coe�cient should tend to the
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exact correlation coe�cient lim
ρ↑ 1

2

R((1/2 − ρ)V1, (1/2 − ρ)V2) ≈ −0.4203. For the

parameters c = 0.1 and ρ = 0.49, we perform 1000 batches of MaxTime (2 × 107)
simulations and calculate the correlation coe�cient, the lower limit (LL), and the
upper limit (UL) of the 95% con�dence interval using the 1000 samples of the
correlation coe�cients. The runtime of each simulation takes approximately 2 hours.

Number of Runs = 1000, MaxTime = 2 × 107

ρ

0.2
0.4
0.47
0.49

Con�dence Interval LL Simulated R(V1, V2) Con�dence Interval UL
−0.3954 −0.3954 −0.3954
−0.4185 −0.4184 −0.4184
−0.4202 −0.4200 −0.4200
−0.4213 −0.4208 −0.4202

Table 4.1. Simulated correlation coe�cient. The theoretical value for ρ → 0.5 is −0.4203.
By properties of the correlation coe�cient, R(V1, V2) = R((1/2 − ρ)V1, (1/2 − ρ)V2).

From Table 4.1, we observe that as ρ approaches 0.5 from below, the simulation
result approaches lim

ρ↑ 1
2

R((1/2 − ρ)V1, (1/2 − ρ)V2) ≈ −0.4203. We also observe

that the upper and lower limit of the con�dence interval increase as ρ approaches 0.5.
The simulation results can be improved, to a certain degree, by further increasing the
number of runs and the MaxTime. But these simulation results are also supporting
our heavy-tra�c analysis.
Remark 4.3. Notice from the simulation results in Table 4.1 that the correlation
coe�cient of the joint workload is not very sensitive to the tra�c load.

Remark 4.4. The scaled two-dimensional workload LST ν?(s1, s2) can be inverted
numerically, cf. [71, 91]. We have not been able to explicitly invert the LST. The
scaled marginal distributions in heavy-tra�c are exponential (cf. Lemma 4.2), which
suggests that the two-dimensional scaled workload distribution in heavy-tra�cmight
be a bivariate exponential distribution. It is discussed in [38, Theorem 4.2] that the
minimal correlation of any bivariate exponential distributions is 1 − π2

6 ≈ −0.6449.
This does not exclude the possibility that the joint workload in heavy-tra�c has a
bivariate exponential distribution, as our correlation coe�cient equals −0.4203.

Further to validate our heavy-tra�c results, we plot the empirical cumulative
distribution function (ECDF) of the scaled total workload in heavy-tra�c. For the
parameters mentioned above, we �rst compute the inverse Laplace transform of the
expression given in (4.40) by using Talbot’s method [2] in Matlab, then compare it
with the simulation results. The simulations are performed for load ρ = 0.2, 0.3, 0.4
and 0.49. Each simulation is performed for MaxTime (1 × 109) which takes approx 1
hour. In Figure 4.2, we can see that as ρ approaches 0.49 the simulation results also
approach the results obtained from the empirical cumulative distribution computed
numerically from the inverse LST of the expression given in (4.40).
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Figure 4.2. Empirical cumulative distribution of the scaled total workload in heavy-tra�c.

4.7 Conclusions and possible extensions
We have analyzed an RTL Markov modulated �uid polling model. For this model we
have calculated the LST of the marginals and we have derived a functional equation
for the joint workload LST. The main contribution in this chapter is the computation
of an explicit expression for the scaled LST of the joint workload in heavy-tra�c
through BVM. Our heavy-tra�c results are also veri�ed through simulations. The
numerical experiments lead to the interesting insight that the correlation coe�cient
of the joint workload is not very sensitive to the tra�c load.
As a topic for further research, we would like to mention the extension of the

heavy-tra�c analysis to two-queue �uid polling models with more general residing
times and more general inputs. When one starts from the process limits, it seems
one may again arrive at a functional equation that has exactly the same structure as
Equation (4.26) (O. Kella, private communication), and it seems possible to analyze
these functional equations in the same way.
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Chapter 5

Analysis of a polling model with
workload-dependent service speeds

Based on [62]

In the previous chapters, we studied single-server polling models with constant
service rates. In this chapter, we turn our attention to a two-queue polling model
with variable service rate; it is assumed that the server works at speed rixi at queue
i when its current workload equals xi, i = 1, 2. We �rst focus on the case that
all visit times are constant. In the two-queue case we then compute the LST of
the steady-state joint workload distribution. Using a di�erent method in which we
exploit the independence of the workloads at visit endings, we compute the joint LST
of workloads in the case of an arbitrary number of queues with constant visit times.

Next, we consider a two-queue polling model with constant visit times at the �rst
queue and general visit times at the second, and we derive the marginal workload
distribution at the �rst queue. We also investigate the case of a two-queue polling
model with exponentially distributed visit times. We determine the steady state mar-
ginal workload distributions, and we formulate a two-dimensional Volterra integral
equation for the LST of the steady-state joint workload distribution. We �nally show
that this equation can be solved by a �xed-point iteration.

5.1 Introduction

In this chapter, we again study a single-server polling model with two queues, in
which customers arrive at the queues according to two independent Poisson processes
and bring along certain service requirements. Our model has two special features.
The �rst one concerns the visit times of the server to the queues. It is usually assumed
in polling models (see [49] for a survey) that the server follows one of the key service
disciplines (namely exhaustive, gated or k-limited); and if, for the latter disciplines,
the visited queue becomes idle, the server immediately moves to another queue.
However, in this chapter, we assume that the server spends a certain amount of time
(either deterministic or random) at a queue, and stays there until that time is up, even
if the queue becomes empty beforehand. When the server moves to the next queue,
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that switch is assumed to be instantaneous.
The second special feature of the model is, that the service speed at each queue is

not constant but workload dependent; it is assumed that the server works at speed
rixi at queue i when its current workload equals xi, i = 1, 2.

Our motivation for studying this polling model is twofold. Our �rst motivation is
an intrinsic interest in the mathematical complexity of polling systems. A service
speed which is proportional to the workload has mathematically pleasing properties.
That raises the question whether polling models with such a workload-dependent
(shot-noise) service speed might be more tractable than classic polling models. For
classic polling models, a sharp division is known to exist between "easy" and "hard"
models. Service disciplines of so-called branching type give rise to "easy" models
[176], for which explicit expressions for (the transform of) the joint queue length
distribution can be obtained. However, if the service discipline in at least one queue
is not of branching type, then the joint queue length distribution is almost never
known; see Section 5 of [49] for a discussion of some exceptions to this rule. When it
comes to joint workloads, a very similar sharp division holds; now multi-type Jirina
processes (continuous-state discrete-time branching processes) give rise to explicit
expressions for (the transform of) the steady-state joint workload distribution [59].
We shall show that polling systems with workload-proportional service speed are
quite tractable, even if the service discipline at the queues is not of branching type.

Our second motivation is provided by the increasingly important topic of balancing
energy consumption of processors and performance for users. Dynamic scaling
techniques like frequency scaling or voltage scaling enable individual computers
to adjust their processing speed in accordance with their workload [182]. Since
energy consumption is an increasing function of the processor speed, less energy
is consumed when the processor has a smaller workload and, accordingly, a lower
speed. Another motivation for studying workload-dependent server speeds is that
the service speed of human servers typically is in�uenced by their workload.

Related literature. In the recent literature, shot-noise processes have been widely
studied in the context of queueing, mathematical �nance, and insurance, see for
example [29, 31, 32, 42, 85, 133]. However, as far as we know, in polling systems, we
are implementing the shot-noise process for the �rst time. In Chapters 2 and 3 we
analyzed a single server polling model with two queues and random (exponentially
distributed) visit times, with constant arrival and service rates. In this chapter, we
analyze the same model where service rates are not constant but workload-dependent.
Other research that is relevant to this work is [182], where the authors study a
queueing system in which the service speed is a function of the workload, and in
which the server switches o� when the system becomes empty, only to be activated
again when the workload reaches a certain threshold. For this system, the authors
obtained the steady-state workload distribution.
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5.2 Preliminaries

Main contributions. In Theorem 5.1, we obtain an explicit expression for the
joint workload LST, for the two-queue polling model in the case of constant visit
times. Using a di�erent method, we generalize this result in Theorem 5.3 to the case
of an arbitrary number of queues with constant visit times and Lévy subordinator
inputs. This provides a rare example of a polling system in which an exact joint
workload distribution can be obtained even though the so-called branching property
is violated. When one of the visit times is not constant, we are no longer able to
obtain the joint workload LST. However, for the case of one constant and one general
visit time, we derive detailed exact and asymptotic results for the marginal workload
LST at the queue with constant visit times. Moreover, for the case of two queues
with exponentially distributed visit times, we are able to determine the marginal
workload LST and to obtain a two-dimensional Volterra integral equation for the
joint workload LST. The associated Volterra operator has an unbounded kernel, and
is therefore of non-standard type. It has the joint workload LST as an eigenfunction
with eigenvalue 1. While we have not been able to �nd the joint workload LST
analytically, we show that it can be found numerically by a �xed-point iteration, the
Volterra operator being a weak contraction.

Structure of the chapter. In Section 5.2, we present some results for a single
server queue with workload-proportional server speed – a shot-noise queue. The two-
queue polling model under consideration in this chapter is described in Section 5.3.
Section 5.4 contains the derivation of the joint workload LST in the two-queue case
with constant visit times. This result is extended to the case of an arbitrary number
of queues in Section 5.5. Sections 5.6 and 5.7 are successively devoted to the case of
constant visit times at queue 1 and general visit times at queue 2, and to the case of
exponential visit times at both queues.

5.2 Preliminaries
In this section, we brie�y review the case of an M/G/1 queue with the special
feature that the server works at speed rx when the workload is x, with r > 0.
Suppose that the Poisson arrival process {A(t), t ≥ 0} has rate λ and that the service
requirements (Bi)i∈N are i.i.d. with LST β(·). Denote the workload of the system at
time t by {X(t), t ≥ 0}. Due to the linear service speed assumption, it holds that

X(t) = X(0)e−rt +
A(t)∑
i=1

Bie
−r(t−ti), t ≥ 0, (5.1)

with ti the arrival epoch of customer i, i = 1, . . . , A(t). The LST of the shot-noise
process {X(t), t ≥ 0} is derived in Section 1.2.2 and it is given as follows

E(e−sX(t)) = exp
(

−sX(0)e−rt − λ

r

∫ s

se−rt

1 − β(u)
u

du
)
, Re[s] ≥ 0. (5.2)
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We shall strongly rely on this expression in the remainder of this chapter. For any
r > 0, the process {X(t), t ≥ 0} has a steady-state distribution. Denoting by X a
random variable with that distribution, then by taking the limit t → ∞ it follows
from (5.2) that

E(e−sX) = exp
(

−λ

r

∫ s

0

1 − β(u)
u

du
)
. (5.3)

5.3 Model description and notation
In this section, we introduce the single-server two-queue polling model that will
be studied in this chapter. Customers arrive at the two queues, say Q1 and Q2,
according to two independent Poisson processes at rates λ1, λ2. There is a single
server, that alternately visits the two queues for random periods. The service times
of customers in Q1 (respectively in Q2) are independent and identically, generally,
distributed positive random variables; a generic service time at Qi is denoted by Bi,
i = 1, 2. The service times inQ1 are also independent of those inQ2, and the service
times are also independent of the interarrival times. We denote the LST of Bi by
βi(s) = E(e−sBi), with Re s ≥ 0, i = 1, 2.
Just like in the shot-noise queue described in Section 5.2 the service speed is a

linear function of the workload of the queue that it visits, i.e., if the workload at Qi

is xi then the service rate at that queue is rixi, i = 1, 2. A special feature of this
service speed and the ensuing exponential decrement of the workload is that neither
queue ever becomes empty.
We make the following assumption about the visit times of the server at the two

queues. The server alternately spends independent random timesT11, T21, T12, T22, . . .
at Q1, Q2, Q1, Q2, . . . . Upon completion of a visit time at Qi, the server instantan-
eously switches to the other queue, i.e., there is no switch-over time. Furthermore if,
upon completion of the visit time, the server is providing service to a customer, this
service is interrupted and resumed at the next visit of the server to the queue. More
explicitly, we assume that if a server resumes the service after being interrupted,
the server continues from where the service stopped instead of starting from the
beginning, i.e., the service is preemptive–resume.

5.4 Model 1: Two queues with constant visit times
In this section we consider the single-server two-queue polling model as described
in Section 5.3, with the following additional assumption: the visit periods to Q1 and
Q2 are both constant, of length T1 and T2, respectively. We focus on the steady-state
joint workload of Q1 and Q2.
We let Vi(t) denote the workload at time t ≥ 0 at Qi, i = 1, 2, and Vi the steady-

state workload at an arbitrary epoch.
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5.4 Model 1: Two queues with constant visit times

Theorem 5.1. The LST of the steady-state joint workload of Q1 and Q2 is

E(e−s1V1−s2V2)

=
exp

(
− λ1

r1

∫ s1
0

1−β1(u)
u du− λ2

r2

∫ s2
0

1−β2(u)
u du

)
T1 + T2

×[
exp

−λ2T1

∞∑
j=0

(1 − β2(s2e
−(j+1)r2T2))


∫ T1

0
exp

(
− λ2(1 − β2(s2))x− λ1T2

∞∑
j=0

(1 − β1(s1e
−jr1T1−r1x))

)
dx

+ exp

−λ1T2

∞∑
j=0

(1 − β1(s1e
−(j+1)r1T1))


∫ T2

0
exp

(
− λ1(1 − β1(s1))x− λ2T1

∞∑
j=0

(1 − β2(s2e
−jr2T2−r2x))

)
dx
]
.

(5.4)

Proof. The proof of (5.4) consists of �ve steps. In Step 1, we express the joint workload
LST at time T1 in that at time 0. In Step 2, we express the joint workload LST at time
T1 + T2 in that at time 0. In Step 3, we observe that, in steady state, the latter two
LST’s should coincide. That leads to a recursive relation, which is solved. In Step
4 we determine the joint workload LST at time T1. In Step 5, �nally, we obtain the
joint workload LST at an arbitrary epoch.
Step 1. Calculation of E(e−s1V1(T1)−s2V2(T1)).
Because of the constant visit times and the independent arrival processes, we have

E(e−s1V1(T1)−s2V2(T1))

=
∫ ∞

x1=0

∫ ∞

x2=0
E(e−s1V1(T1)−s2V2(T1)|V1(0) = x1, V2(0) = x2)

dP(V1(0) < x1, V2(0) < x2)

=
∫ ∞

x1=0

∫ ∞

x2=0
E(e−s1V1(T1)|V1(0) = x1)E(e−s2V2(T1)|V2(0) = x2)

dP(V1(0) < x1, V2(0) < x2). (5.5)

In the time interval [0, T1), the �rst queue behaves as a shot-noise queue, hence from
(5.2) we know that

E(e−s1V1(t)|V1(0) = x1) = e
−s1x1e−r1t− λ1

r1

∫ s1
s1e−r1t

1−β1(u)
u du

, 0 ≤ t ≤ T1. (5.6)

In the time interval [0, T1), the second queue behaves as a vacation queue so the
workload in that system only increases by the sum of the service times of all the
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customers that arrived in this interval. The increments occur according to a compound
Poisson process, hence we have

E(e−s2V2(t)|V2(0) = x2) = e−s2x2−λ2(1−β2(s2))t , 0 ≤ t ≤ T1. (5.7)

So combining (5.5), (5.6) and (5.7), we get

E(e−s1V1(T1)−s2V2(T1))

=e−λ2(1−β2(s2))T1− λ1
r1

∫ s1
s1e−r1T1

1−β1(u)
u du×∫ ∞

x1=0

∫ ∞

x1=0
e−s1x1e−r1T1 −s2x2 dP(V1(0) < x1, V2(0) < x2)

=e−λ2(1−β2(s2))T1− λ1
r1

∫ s1
s1e−r1T1

1−β1(u)
u du

E(e−s1e−r1T1 V1(0)−s2V2(0)). (5.8)

Step 2. Calculation of E(e−s1V1(T1+T2)−s2V2(T1+T2)).
Because of the symmetry of our polling model, performing a similar step as in Step 1,
it is obvious that

E(e−s1V1(T1+T2)−s2V2(T1+T2))

= e
−λ1(1−β1(s1))T2− λ2

r2

∫ s2
s2e−r2T2

1−β2(u)
u du

E(e−s1V1(T1)−s2e−r2T2 V2(T1)). (5.9)

Substituting E(e−s1V1(T1)−s2e−r2T2 V2(T1)) from (5.8) in the above equation yields

E(e−s1V1(T1+T2)−s2V2(T1+T2))

=e−λ1(1−β1(s1))T2−λ2(1−β2(s2e−r2T2 ))T1− λ1
r1

∫ s1
s1e−r1T1

1−β1(u)
u du

e
− λ2

r2

∫ s2
s2e−r2T2

1−β2(u)
u du

E(e−s1e−r1T1 V1(0)−s2e−r2T2 V2(0)). (5.10)

Step 3. Calculation of E(e−s1V1(T1+T2)−s2V2(T1+T2)) in steady state.
In steady state, (V1(0), V2(0)) has the same distribution as (V1(T1+T2), V2(T1+T2)).
Introducing Gi(s1, s2) as the joint workload LST at the end of a visit to Qi, i = 1, 2,
we have

G2(s1, s2) = H(s1, s2) G2(s1e
−r1T1 , s2e

−r2T2), (5.11)

with

H(s1, s2) =e−λ1(1−β1(s1))T2−λ2(1−β2(s2e−r2T2 ))T1− λ1
r1

∫ s1
s1e−r1T1

1−β1(u)
u du

e
− λ2

r2

∫ s2
s2e−r2T2

1−β2(u)
u du

. (5.12)

Iterating (5.11) yields after one step

G2(s1, s2) = H(s1, s2)H(s1e
−r1T1 , s2e

−r2T2)G2(s1e
−2r1T1 , s2e

−2r2T2).
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Continuing in this way and observing thatG2(s1e
−jr1T1 , s2e

−jr2T2) → G2(0, 0) =
1 as j → ∞, we obtain

G2(s1, s2) =
∞∏

j=0
H(s1e

−jr1T1 , s2e
−jr2T2).

Here we observe that, since 1 − e−x < x for x > 0, one has convergence of the
in�nite sums:

∑∞
j=0(1 − βi(sie

−jriTi)) ≤ siE(Bi)
∑∞

j=0 e
−jriTi < ∞ for i = 1, 2.

By substituting H(s1, s2) from (5.12) in the above equation, we get

G2(s1, s2)

= exp
(

−λ1

r1

∫ s1

0

1 − β1(u)
u

du− λ2

r2

∫ s2

0

1 − β2(u)
u

du
)

∞∏
j=0

exp
(

−λ1(1 − β1(s1e
−jr1T1))T2 − λ2(1 − β2(s2e

−(j+1)r2T2))T1

)
= exp

(
−λ1

r1

∫ s1

0

1 − β1(u)
u

du− λ2

r2

∫ s2

0

1 − β2(u)
u

du
)

exp

−λ1T2

∞∑
j=0

(1 − β1(s1e
−jr1T1)) − λ2T1

∞∑
j=0

(1 − β2(s2e
−(j+1)r2T2))

 .

(5.13)

Step 4. Calculation of E(e−s1V1(T1)−s2V2(T1)) in steady state.
It follows from (5.8) that

G1(s1, s2) = e
−λ2(1−β2(s2))T1− λ1

r1

∫ s1
s1e−r1T1

1−β1(u)
u du

G2(s1e
−r1T1 , s2). (5.14)

Step 5. Calculation of E(e−s1V1−s2V2) in steady state.
Firstly, let us denote by {S = 1} (respectively by {S = 2}) the event that the server
resides in the �rst (respectively second) queue. Then,

E(e−s1V1−s2V2)
= E(e−s1V1−s2V2 |S = 1)P(S = 1) + E(e−s1V1−s2V1 |S = 2)P(S = 2)

= E(e−s1V1−s2V2 |S = 1) T1

T1 + T2
+ E(e−s1V1−s2V2 |S = 2) T2

T1 + T2
. (5.15)

Using the stochastic mean value theorem on [0, T1] (cf. Chapter 1 of [76]), we de-
termine the steady-state joint workload LST when the server is serving at Q1 as

E(e−s1V1−s2V2 |S = 1)

= 1
T1

E
(∫ T1

0
e−s1V1(x)−s2V2(x)dx

)
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= 1
T1

E
(∫ T1

0
e

−s1V1(0)e−r1x− λ1
r1

∫ s1
s1e−r1x

1−β1(u)
u du−s2V2(0)−λ2(1−β2(s2))xdx

)
= 1
T1

∫ T1

0
e

− λ1
r1

∫ s1
s1e−r1x

1−β1(u)
u du−λ2(1−β2(s2))x

G2(s1e
−r1x, s2)dx. (5.16)

Substituting G2(s1, s2) from (5.13) in the above equation, we obtain

E(e−s1V1−s2V2 |S = 1)

= 1
T1

∫ T1

0

[
e

− λ1
r1

∫ s1
s1e−r1x

1−β1(u)
u du−λ2(1−β2(s2))x− λ1

r1

∫ s1e−r1x

0
1−β1(u)

u du− λ2
r2

∫ s2
0

1−β2(u)
u du

exp

−λ1T2

∞∑
j=0

(1 − β1(s1e
−jr1T1−r1x)) − λ2T1

∞∑
j=0

(1 − β2(s2e
−(j+1)r2T2))

]dx

= 1
T1

exp
(

− λ1

r1

∫ s1

0

1 − β1(u)
u

du− λ2

r2

∫ s2

0

1 − β2(u)
u

du

− λ2T1

∞∑
j=0

(
1 − β2

(
s2e

−(j+1)r2T2
)))

∫ T1

0
exp

(
− λ2(1 − β2(s2))x− λ1T2

∞∑
j=0

(1 − β1(s1e
−jr1T1−r1x))

)
dx, (5.17)

where in the last step we took all the terms not involving x outside the integral. In a
completely similar way, or just using symmetry, we obtain

E(e−s1V1−s2V2 |S = 2)

= 1
T2

exp
(

− λ1

r1

∫ s1

0

1 − β1(u)
u

du− λ2

r2

∫ s2

0

1 − β2(u)
u

du

− λ1T2

∞∑
j=0

(
1 − β1

(
s1e

−(j+1)r1T1
)))

∫ T2

0
exp

(
− λ1(1 − β1(s1))x− λ2T1

∞∑
j=0

(1 − β2(s2e
−jr2T2−r2x))

)
dx. (5.18)

Combining (5.15), (5.17) and (5.18) concludes the proof of (5.4).

Corollary 5.2. It holds that

E(V1) =λ1E(B1)
r1

1 + T2

T1 + T2

(
1 + r1T2

2
1 + e−r1T1

1 − e−r1T1

) , (5.19)
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E(V 2
1 ) =λ1E(B2

1)
2r1

+
(
λ1E(B1)

r1

)2
1 + 2T2

T1 + T2

(
1 + r1T2

2
1 + e−r1T1

1 − e−r1T1

)
+ λ1E(B1)T2

2r1(T1 + T2)

[
λ1E(B1)T2(1 + e−r1T1)

1 − e−r1T1
+ 2r1λ1E(B1)T 2

2 e
−2r1T1

(1 − e−r1T1)2

+ 2λ1E(B1)r1T
2
2

3
1 + 2e−r1T2

1 − e−r1T1
+ E(B2

1)
E(B1)

(
1 + r1T2

1 + e−2r1T1

1 − e−2r1T1

)]
.

(5.20)

Symmetric formulas hold for E(V2) and E(V 2
2 ). It also holds that

E(V1V2) =λ1λ2E(B1)E(B2)
r1r2

[
1 + T2

T1 + T2

(
1 + r1T2

2
1 + e−r1T1

1 − e−r1T1

)

+ T1

T1 + T2

(
1 + r2T1

2
1 + e−r2T2

1 − e−r2T2

)]

+ λ1λ2E(B1)E(B2)
T1 + T2

[
T1

r2
2

+ T2

r2
1

+ T2T1e
−r1T1

1 − e−r1T1

(
1
r2

− 1
r1

)

+ T1T2e
−r2T2

1 − e−r2T2

(
1
r1

− 1
r2

)]
, (5.21)

Cov(V1, V2) =λ1λ2E(B1)E(B2)
r1r2

T1T2

T1 + T2

[
r1

T2r2
+ r2

T1r1

+ (r1 − r2)
(

e−r1T1

1 − e−r1T1
− e−r2T2

1 − e−r2T2

)

− 1
T1 + T2

(
1 + r1T2

2
1 + e−r1T1

1 − e−r1T1

)(
1 + r2T1

2
1 + e−r2T2

1 − e−r2T2

)]
.

(5.22)
Proof. The moment expressions follow from the LST expression of Equation (5.4)
after tedious but straightforward di�erentiations.

Remark 5.1. It seems natural to expect that V1 and V2 are negatively correlated.
In the special case r1 = r2, T1 = T2, we have been able to verify this. The term
between square brackets in (5.22) in this case becomes, with x := r1T1:

2
T

− 1
2T

(
1 + x

2
1 + e−x

1 − e−x

)
.

This expression is non-positive if x 1+e−x

1−e−x ≥ 2, which is easily shown to hold (with
equality for x = 0).
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Remark 5.2. It is straightforward to extend Theorem 5.1 from compound Poisson
inputs at the queues to Lévy subordinator inputs (i.e., nondecreasing Lévy processes).
Indeed, consider a shot-noise process as in Section 5.2, but with input a Lévy subor-
dinator process {L(t), t ≥ 0}, with Laplace exponent η(·); i.e., E(e−sL(t)) = e−η(s)t,
t ≥ 0. In the compound Poisson case, one has η(s) = λ(1 − β(s)). Formula (5.2)
now generalizes to (cf. Formula (12) of [184]):

E(e−sX(t)) = exp
(

−sX(0)e−rt − 1
r

∫ s

se−rt

η(u)
u

du
)
, Re[s] ≥ 0, (5.23)

the only di�erence being that λ(1 − β(u)) has been replaced by η(u). Theorem 5.1
remains valid in the case of Lévy subordinators with Laplace exponents ηi(·) at Qi,
i = 1, 2, if one also simply replaces λi(1 − βi(·)) by ηi(·), i = 1, 2; this is easily seen
by carefully checking the �ve steps of the proof of Theorem 5.1.

5.5 N queues with constant visit times
The techniques employed in Section 5.4 could also be used to analyze the steady-
state joint workload LST in the case of N > 2 queues with constant visit times,
independent Lévy subordinator input processes (cf. Remark 5.2) and a service speed
at each queue which is proportional to its workload. However, the analysis, and
the bookkeeping of the various workload contributions, become quite involved. For
this reason, we implement a slightly more straightforward approach. Inspection of
Expression (5.13) forG2(s1, s2), which has a product form, reveals that the workloads
in Q1 and Q2 at visit completion epochs are independent. Of course that is not sur-
prising, because we are viewing the queues after �xed visit times. This independence
at visit completion epochs also holds in the case ofN > 2 queues with constant visit
times. To obtain the steady-state joint workload LST at arbitrary epochs, we can now
use the following procedure:

Step 1. Calculate the marginal workload LST of some queue Qm at the end of its
visit period.
Step 2. Calculate the marginal workload LST of Qm at the end of a visit to Qi−1.
Step 3. Multiply all those LST’s of the independent marginal workloads, thus obtain-
ing the joint workload LST at the end of a visit to Qi−1.
Step 4. Use the latter result to obtain the joint workload LST at an arbitrary epoch
during a visit to Qi.
Step 5. Take a weighted average of all these LST’s, for i = 1, 2, . . . , N , over the visit
intervals of lengths T1, T2, . . . , TN .

It should be noted that the N workloads at an arbitrary epoch are not independent.
They are correlated because, when considering them at an arbitrary epoch in a visit
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period to some queue, say, Qi, the length of the past part of Ti in�uences how the
workload at Qi has developed, and how the other workloads have grown.

Below we �rst formally describe the N -queue model; subsequently we follow the
�ve outlined steps to arrive at Theorem 5.3 for the steady-state joint workload LST.

Model description. A single server cyclically visits N queues, having constant visit
times T1, T2, . . . , TN at these queues. Work arrives at the queues according toN inde-
pendent Lévy subordinators, with Laplace exponents η1(·), η2(·), . . . , ηN (·). When
the server visits Qi, it serves that queue at speed riyi when the workload is yi,
i = 1, 2, . . . , N .

Step 1: The LST of the marginal workload V̂m of Qm at the end of its visit.
Take the visit periods at Qm+1, . . . , QN , Q1, . . . , Qm−1 together as one new visit
period in a two-queue model consisting of Qm and the aggregated other queues. It
then follows from (5.13) for G2(s1, s2) with s2 = 0 – while using the fact that, cf.
Remark 5.2, we can replace λi(1 − βi(·)) by the Laplace exponent ηi(·) – that, for
m = 1, 2, . . . , N ,

E(e−smV̂m) = e− 1
rm

∫ sm

0
ηm(u)

u due−
∑

k 6=m
Tk

∑∞
j=0

ηm(sme−(j+1)rmTm )
. (5.24)

Step 2: The marginal workload LST of Qm at the end of a visit to Qi−1.
The workload of Qm does not decrease after the end of the last visit to Qm until
the end of the next visit to Qi−1; it equals the workload present at the end of the
visit toQm plus all the work that arrives during the visit periods ofQm+1, . . . , Qi−1.
Hence, we let i run from 1 to N , in view of Step 4 below, but i − 1 = 0 should be
replaced by i− 1 = N . Hence, denoting the workload of Qm at the end of a visit to
Qi−1 by Vm,i−1, we have Vm,m = V̂m and

E(e−smVm,i−1) = E(e−smV̂m)e−
∑i−1

k=m+1
Tkηm(sm)

, m 6= i− 1. (5.25)

Here
∑i−1

k=m+1 Tkηm(sm) =
∑N

k=m+1 Tkηm(sm) +
∑i−1

k=1 Tkηm(sm) if i− 1 < m.

Step 3. Using the independence of the workloads of the N queues at the end of a
visit to Qi−1 we can write:

fi−1(s1, s2, . . . , sN ) := E(e−s1V1,i−1−s2V2,i−1−···−sN VN,i−1) (5.26)

= exp
(

−
N∑

m=1

1
rm

∫ sm

0

ηm(u)
u

du−
N∑

m=1

∑
k 6=m

Tk

∞∑
j=0

ηm(sme−(j+1)rmTm)
)

exp
(

−
∑

m6=i−1

i−1∑
k=m+1

Tkηm(sm)
)
.

Step 4: The joint workload LST at an arbitrary epoch during a visit to Qi.
Denoting the joint workload LST at some time x ∈ (0, Ti) by gi,x(s1, s2, . . . , sN ),
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we can write (cf. (5.2)):

gi,x(s1, s2, . . . , sN )

= fi−1(s1, . . . , si−1, sie−rix, si+1, . . . , sN )e
− 1

ri

∫ si

sie−rix
ηi(u)

u du
e−
∑

j 6=i
ηj(sj)x

.
(5.27)

Here i = 1, 2, . . . , N but f0 = fN .

Step 5. To obtain the LST of the steady-state joint workload distribution, take a
weighted average of all these LST’s, for i = 1, 2, . . . , N , over the visit intervals of
lengths T1, T2, . . . , TN , using a stochastic mean value theorem to average over a Ti

interval:

E(e−s1V1−s2V2−···−sN VN ) =
N∑

i=1

Ti

T1 + T2 + · · · + TN

∫ Ti

x=0
gi,x(s1, s2, . . . , sN )dx

Ti
.

(5.28)
We thus arrive at the following theorem.

Theorem 5.3. The LST of the steady-state joint workload distribution in theN−queue
polling model with constant visit times, independent Lévy subordinator inputs and
workload-proportional service speeds is given by

E(e−s1V1−s2V2−···−sN VN )

= 1∑N
i=1 Ti

exp
(

−
N∑

i=1

1
ri

∫ si

0

ηi(u)
u

du
)

×

N∑
i=1

∫ Ti

x=0
exp

(
−
∑
m6=i

∑
k 6=m

Tk

∞∑
j=0

ηm(sme−(j+1)rmTm)
)

exp
(

−
∑
k 6=i

Tk

∞∑
j=0

ηi(sie−rix−(j+1)riTi)
)

exp
(

−
∑
m6=i

i−1∑
k=m+1

Tkηm(sm)
)

exp
(

−
i−1∑

k=i+1
Tkηi(sie−rix)

)
exp

(
−
∑
j 6=i

ηj(sj)x
)

dx. (5.29)

Remark 5.3. Theorem 5.3 is readily seen to reduce to Theorem 5.1 when N = 2
and the arrival processes are compound Poisson processes.

5.6 Model 2: Constant visit times for Q1, general
visit times for Q2

In this section, we consider the same single-server two-queue polling model as in
Section 5.4, with one di�erence: the visit periods ofQ2 now have a general distribution
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with LST γ2(·) (whereas the visit periods of Q1 are still constant). In this section, we
focus on the steady-state workload of Q1; for this model we have not been able to
determine the joint workload LST.
Let V1(t) denote the workload at time t, t ≥ 0, and V1 the steady-state workload

at an arbitrary epoch.

Theorem 5.4. The LST of the steady-state workload of Q1 is

E(e−sV1) =
exp

(
− λ1

r1

∫ s

0
1−β1(u)

u du
)

T1 + E(T2)

[∫ T1

0

∞∏
j=0

γ2(λ1(1 − β1(se−r1(x+jT1))))dx

+ 1 − γ2(λ1(1 − β1(s)))
λ1(1 − β1(s))

∞∏
j=1

γ2(λ1(1 − β1(se−jr1T1)))
]
. (5.30)

Proof. The proof contains the following steps:
Step 1. Calculation of E(e−sV1(T1+T2)|V1(T1) = y).
During (T1, T1 + T2) the server is on vacation, so the workload in the system only
increases by the sum of the service times of all the customers that arrived in this
interval. The increments occur according to a compound Poisson process. So,

E(e−sV1(T1+T2)|V1(T1) = y) = e−syγ2(λ1(1 − β1(s))). (5.31)

Step 2. Calculation of E[e−sV1(T1)|V1(0) = x].
From (5.2), we know that

E(e−sV1(T1)|V1(0) = x) = e
−sxe−r1T1 − λ1

r1

∫ s

se−r1T1
1−β1(u)

u du
. (5.32)

Step 3. Calculation of E[e−sV1(T1+T2)|V1(0) = x]. Let fV1(T1)(·|V1(0) = x) denote
the density of V1(T1) conditional on {V1(0) = x}, then

E(e−sV1(T1+T2)|V1(0) = x)

=
∫ ∞

y=0
E(e−sV1(T1+T2)|V1(T1) = y)fV1(T1)(y|V1(0) = x)dy

= γ2(λ1(1 − β1(s)))
∫ ∞

y=0
e−syfV1(T1)(y|V1(0) = x)dy

= γ2(λ1(1 − β1(s)))E(e−sV1(T1)|V1(0) = x)

= γ2(λ1(1 − β1(s)))e−sxe−r1T1 − λ1
r1

∫ s

se−r1T1
1−β1(u)

u du
, (5.33)

where the last equality comes from Equation (5.32).
Step 4. Calculation of E(e−sV1(T1+T2)) in steady state.
Observe that

E(e−sV1(T1+T2))
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=
∫ ∞

x=0
E(e−sV1(T1+T2)|V1(0) = x)fV1(0)(x)dx

= γ2(λ1(1 − β1(s)))
∫ ∞

x=0
e

−sxe−r1T1 − λ1
r1

∫ s

se−r1T1
1−β1(u)

u du
fV1(0)(x)dx, (5.34)

with fV1(0)(x) the probability density function of V1(0). Now observe that in steady
state V1(T1 + T2) has the same distribution as V1(0). So we can rewrite (5.34) as
follows:

E(e−sV1(T1+T2)) = γ2(λ1(1 − β1(s)))e− λ1
r1

∫ s

se−r1T1
1−β1(u)

u du E(e−sV1(T1+T2)e−r1T1 ).

Using the above equation, we compute E(e−sV1(T1+T2)e−r1T1 ). Substituting this in
the r.h.s. of the above equation yields

E(e−sV1(T1+T2))
=γ2(λ1(1 − β1(s)))γ2(λ1(1 − β1(se−r1T1)))×

e
− λ1

r1

(∫ se−r1T1

se−2r1T1
1−β1(u)

u du+
∫ s

se−r1T1
1−β1(u)

u du

)
E(e−sV1(T1+T2)e−2r1T1 )

=γ2(λ1(1 − β1(s)))γ2(λ1(1 − β1(se−r1T1)))e− λ1
r1

∫ s

se−2r1T1
1−β1(u)

u du

E(e−sV1(T1+T2)e−2r1T1 )
...

=e− λ1
r1

∫ s

se−kr1T1
1−β1(u)

u du
k−1∏
j=0

γ2(λ1(1 − β1(se−jr1T1)))E(e−sV1(T1+T2)e−kr1T1 ).

Observing that E(e−sV1(T1+T2)e−jr1T1 ) → 1 as j → ∞, the r.h.s. of the above
equation becomes

E(e−sV1(T1+T2)) = e
− λ1

r1

∫ s

0
1−β1(u)

u du
∞∏

j=0
γ2(λ1(1 − β1(se−jr1T1))), (5.35)

assuming
∞∏

j=0
γ2(λ1(1 − β1(se−jr1T1))) < ∞. (5.36)

In Step 6 we shall prove that (5.36) indeed holds.
Step 5. Calculation of E(e−sV1) in steady state.
Firstly, let us again denote by {S = 1} (respectively by {S = 2}) the event of the
server residing in the �rst (respectively second) queue. Then,

E(e−sV1) = E(e−sV1 |S = 1)P(S = 1) + E(e−sV1 |S = 2)P(S = 2)
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= E(e−sV1 |S = 1) T1

T1 + E(T2) + E(e−sV1 |S = 2) E(T2)
T1 + E(T2) . (5.37)

Using a stochastic mean value theorem (see [76, Theorem 4.1]) we determine the LST
of the steady-state workload when the server is serving at Q1 as

E(e−sV1 |S = 1) = 1
T1

E
(∫ T1

0
e−sV1(x)dx

)
= 1
T1

∫ T1

0
E(e−sV1(x))dx. (5.38)

Using (5.2), we obtain

E(e−sV1 |S = 1) = 1
T1

∫ T1

0
E
(
e−sV1(0)e−r1x

)
e

− λ1
r1

∫ s

se−r1x
1−β1(u)

u dudx. (5.39)

Since V1(0) and V1(T1 + T2) have the same distribution in steady state, substituting
E(e−sV1(T1+T2)) as given in (5.35) in the above equation yields

E(e−sV1 |S = 1)

=
exp

(
− λ1

r1

∫ s

0
1−β1(u)

u du
)

T1

∫ T1

0

∞∏
j=0

γ2(λ1(1 − β1(se−r1(x+jT1))))dx. (5.40)

Again, using the stochastic mean value theorem for the given E(e−sV1(T1)), we
determine the LST of the steady-state workload when the server is serving at Q2,

E(e−sV1 |S = 2) = 1
E(T2)E

(∫ T1+T2

T1

e−sV1(x)dx
)
. (5.41)

The workload V1(x) is the sum of two independent workloads, i.e., V1(T1) and the
workload (say A(x)) that has arrived during the time period [T1, T1 + x); this yields

E(e−sV1 |S = 2) = 1
E(T2)E

(∫ T2

0
E(e−s(V1(T1)+A(x))dx

)
. (5.42)

During [T1, T1 + T2) the server serves only customers in the second queue, so the
workload in the �rst queue only increases by the sum of the service times of all
the customers that arrived in this interval. The increments occur according to a
compound Poisson process. So,

E(e−sV1 |S = 2) = E(e−sV1(T1))
E(T2) E

(∫ T2

0
e−λ1(1−β1(s))xdx

)
= E(e−sV1(T1))

E(T2) E
(

1 − e−λ1(1−β1(s))T2

λ1(1 − β1(s))

)
= E(e−sV1(T1))

E(T2)
1 − γ2(λ1(1 − β1(s)))

λ1(1 − β1(s)) . (5.43)
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From (5.31), we obtain

E(e−sV1(T1)) = E(e−sV1(T1+T2))
γ2(λ1(1 − β1(s))) . (5.44)

Combining (5.35) and (5.44), we get

E(e−sV1(T1)) = exp
(

−λ1

r1

∫ s

0

1 − β1(u)
u

du
) ∞∏

j=1
γ2(λ1(1 − β1(se−jr1T1))).

(5.45)

Substituting (5.45) in (5.43) yields

E(e−sV1 |S = 2) =1 − γ2(λ1(1 − β1(s)))
λ1(1 − β1(s))E(T2) exp

(
−λ1

r1

∫ s

0

1 − β1(u)
u

du
)

×

∞∏
j=1

γ2(λ1(1 − β1(se−jr1T1))). (5.46)

Combining (5.37), (5.40) and (5.46) proves (5.30).
Step 6. Proof that

∏∞
j=0 γ2(λ1(1 − β1(se−jr1T1))) < ∞.

It is well-known that, for 0 < aj < 1, the in�nite product
∏∞

j=0 aj converges i�∑∞
j=0(1 − aj) < ∞. Since γ2(s) is the LST corresponding to the random variable

T2, we get
∞∑

j=0

(
1 − γ2(λ1(1 − β1(se−jr1T1)))

)
=

∞∑
j=0

(
1 −

∫ ∞

0
e−x(λ1(1−β1(se−jr1T1 )))dP(T2 < x)

)

=
∞∑

j=0

(∫ ∞

0

(
1 − e−x(λ1(1−β1(se−jr1T1 )))

)
dP(T2 < x)

)
. (5.47)

Since 1 − e−x < x, for x > 0, we get
∞∑

j=0

(∫ ∞

0

(
1 − e−x(λ1(1−β1(se−jr1T1 )))

)
dP(T2 < x)

)

<

∞∑
j=0

(∫ ∞

0
x(λ1(1 − β1(se−jr1T1)))dP(T2 < x)

)

= λ1E(T2)
∞∑

j=0
(1 − β1(se−jr1T1)). (5.48)
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Now we need to show that
∑∞

j=0(1 − β1(se−jr1T1)) < ∞. Since β1(s) is the LST of
the random variable B1, applying a similar analysis as in (5.47) and (5.48), one easily
gets

∞∑
j=0

(1 − β1(se−jr1T1)) =
∞∑

j=0

(∫ ∞

0
(1 − e−sye−jr1T1 )dP(B1 < y)

)

<

∞∑
j=0

(∫ ∞

0
sye−jr1T1dP(B1 < y)

)

= sE(B1)
∞∑

j=0
e−jr1T1 = sE(B1)

1 − e−r1T1
< ∞. (5.49)

Remark 5.4. In the case of constant T2, the marginal workload LST of Q1 can also
be obtained by substituting s2 = 0 in the joint workload LST obtained in Theorem
5.1.

Remark 5.5. The expression in Theorem 5.4 for the marginal workload LST allows
us to study the tail behavior of the workload in case the service times at Q1 and/or
the visit times at Q2 are regularly varying at in�nity. First recall the de�nition of a
regularly varying random variable/distribution:

De�nition 5.5. The distribution function of a random variableB1 on [0,∞) is called
regularly varying of index −ν, with ν ∈ R, if

P(B1 > x) ∼ L(x)x−ν , x → ∞, (5.50)

with L(x) a slowly varying function at in�nity, i.e., lim
x→∞

L(αx)
L(x) = 1, for all α > 0.

Using the Tauberian Theorem 8.1.6 of [37], which relates the behavior of a regularly
varying function at in�nity and the behavior of its LST near 0, one can prove the
following. IfB1 is regularly varying of index −ν and T2 is regularly varying of index
−τ , then the workload V1 is regularly varying of index − min(ν, τ − 1). We refrain
from giving the details because the approach is fairly straightforward; cf. the survey
[50].

5.7 Model 3: Exponential visit times
In this section, we consider the two-queue polling model of Section 5.3, but we
now assume that the visit periods to Qi are i.i.d. exp(ci) distributed, i = 1, 2. In
Subsection 5.7.1, we obtain the marginal workload LST for one of the queues. In
Subsection 5.7.2, we show that this LST can be decomposed in three terms which
are LST’s of independent, non-negative random variables. That decomposition is
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exploited in Subsection 5.7.3 to obtain the asymptotic behavior of the workload
at a queue in case its service time distribution is regularly varying. We derive a
two-dimensional Volterra integral equation for the steady-state joint workload LST
in Subsection 5.7.4, and we show, in Subsection 5.7.5, that this equation can be solved
by implementing the so-called �xed-point iteration.

5.7.1 Marginal workload analysis
In this subsection, we derive the LST of the marginal workload in steady state at
an arbitrary epoch. The individual queues behave as vacation systems: from the
perspective of one queue, the server is on vacation when it resides at the other queue.
We let Vi(t) denote the workload at time t, t ≥ 0, of Qi, i = 1, 2, and let Vi denote
the steady-state workload of Qi at an arbitrary epoch, i = 1, 2. In this subsection,
we prove the following theorem.

Theorem 5.6.

E(e−sV1)

=
(

c2

c1 + c2
+ c1

c1 + c2

c2

c2 + λ1(1 − β1(s))

)
exp

(
− λ1

r1

∫ s

0

1 − β1(u)
u

du
)

exp
(

− c1

r1

∫ s

0

1 − c2
c2+λ1(1−β1(u))

u
du
)
. (5.51)

E(e−sV2) is given by the symmetric expression, with all indices 1 and 2 swapped.

Proof. We determine the marginal workload LST in the following �ve steps.
Step 1. Calculation of E(e−sV1(T1+T2)|V1(T1) = y).
During (T1, T1 + T2) the server serves only customers in the second queue, so the
workload in the �rst queue only increases by the sum of the service times of all
the customers that arrived in this interval. The increments occur according to a
compound Poisson process. So,

E(e−sV1(T1+T2)|V1(T1) = y) = e−sy c2

c2 + λ1(1 − β1(s)) . (5.52)

Step 2. Calculation of E[e−sV1(T1)|V1(0) = x].

E(e−sV1(T1)|V1(0) = x) =
∫ ∞

t=0
c1e

−c1t E(e−sV1(t)|V1(0) = x)dt. (5.53)

From (5.2) we know that

E(e−sV1(t)|V1(0) = x) = e
−sxe−r1t− λ1

r1

∫ s

se−r1t
1−β1(u)

u du
. (5.54)
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Combining (5.53) and (5.54), we get

E(e−sV1(T1)|V1(0) = x) =
∫ ∞

t=0
c1e

−c1t e
−sxe−r1t− λ1

r1

∫ s

se−r1t
1−β1(u)

u du dt. (5.55)

Simplifying the above equation by substituting e−r1t = z yields

E(e−sV1(T1)|V1(0) = x) = c1

r1

∫ 1

z=0
z

c1
r1

−1 e
−sxz− λ1

r1

∫ s

sz

1−β1(u)
u du dz. (5.56)

Step 3. Calculation of E[e−sV1(T1+T2)|V1(0) = x].

E(e−sV1(T1+T2)|V1(0) = x)

=
∫ ∞

y=0
E(e−sV1(T1+T2)|V1(T1) = y)fV1(T1)(y|V1(0) = x)dy

= c2

c2 + λ1(1 − β1(s))

∫ ∞

y=0
e−syfV1(T1)(y|V1(0) = x)dy

= c2

c2 + λ1(1 − β1(s))E(e−sV1(T1)|V1(0) = x)

= c2

c2 + λ1(1 − β1(s))
c1

r1

∫ 1

z=0
z

c1
r1

−1 e
−sxz− λ1

r1

∫ s

sz

1−β1(u)
u du dz, (5.57)

where the second equation comes from Equation (5.52) and the fourth from Equation
(5.56).
Step 4. Calculation of E(e−sV1(T1+T2)) in steady state.
Observe that

E(e−sV1(T1+T2))

=
∫ ∞

x=0
E(e−sV1(T1+T2)|V1(0) = x)fV1(0)(x)dx

=
∫ ∞

x=0

[
c2

c2 + λ1(1 − β1(s))
c1

r1

∫ 1

z=0
z

c1
r1

−1 e
−sxz− λ1

r1

∫ s

sz

1−β1(u)
u du dz

]
fV1(0)(x)dx,

(5.58)

with fV1(0)(x) the probability density function of V1(0). Now observe that in steady
state V1(T1 + T2) has the same distribution as V1(0). So we can rewrite (5.58) as
follows:

E(e−sV1(T1+T2))

= c2

c2 + λ1(1 − β1(s))
c1

r1

∫ 1

z=0
z

c1
r1

−1 e
− λ1

r1

∫ s

sz

1−β1(u)
u du E(e−sV1(T1+T2)z) dz.
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De�ning G(s) := E(e−sV1(T1+T2)) and then substituting sz = v in the integrand of
the r.h.s. yields

G(s) = 1
s

c2

c2 + λ1(1 − β1(s))
c1

r1

∫ s

v=0

(
v

s

) c1
r1

−1
e

− λ1
r1

∫ s

v

1−β1(u)
u du

G(v) dv

(5.59)

Multiplying by s in the above equation and subsequently di�erentiating w.r.t. s, by
using the Leibniz integral rule, yields

s
d
dsG(s) +G(s) = λ1β

′

1(s)
c2 + λ(1 − β1(s))sG(s) + c2

c2 + λ(1 − β1(s))
c1

r1
G(s)

+
(

1 − c1

r1

)
G(s) − λ1

r1

1 − β1(s)
s

sG(s).

Arranging the terms of the above equation we get

d
dsG(s)

=
(

λ1β
′

1(s)
c2 + λ1(1 − β1(s)) − c1

r1

λ1(1 − β1(s))
s(c2 + λ1(1 − β1(s))) − λ1(1 − β1(s))

sr1

)
G(s),

which implies

G(s) = exp
(

−
∫ s

0

(
− λ1β

′

1(u)
c2 + λ1(1 − β1(u)) + c1

r1

λ1(1 − β1(u))
u(c2 + λ(1 − β1(u)))

+ λ1(1 − β1(u))
ur1

)
du
)

= c2

c2 + λ1(1 − β1(s)) exp
(

−
∫ s

0

(c1

r1

λ1(1 − β1(u))
u(c2 + λ1(1 − β1(u)))

+ λ1(1 − β1(u))
ur1

)
du
)
. (5.60)

Step 5. Calculation of E(e−sV1) in steady state.
Firstly, let us again denote by {S = 1} (respectively by {S = 2}) the event of the
server residing in the �rst (respectively second) queue. Then,

E(e−sV1) = E(e−sV1 |S = 1)P(S = 1) + E(e−sV1 |S = 2)P(S = 2)

= E(e−sV1 |S = 1) c2

c1 + c2
+ E(e−sV1 |S = 2) c1

c1 + c2
. (5.61)
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Because of the memoryless property of the exponential distribution it is obvious that

E(e−sV1 |S = 1) = E(e−sV1(T1)), E(e−sV1 |S = 2) = E(e−sV1(T1+T2)).

The latter term is given by (5.60), while the former term is calculated using the same
argument as in the derivation of Equation (5.56):

E(e−sV1(T1+T2)) = E(e−sV1(T1)) c2

c2 + λ1(1 − β1(s)) . (5.62)

Substituting (5.62), for E(e−sV1(T1)), and (5.60) in Equation (5.61) yields (5.56).

Remark 5.6. Equation (5.51) for c2 → ∞ (zero visit time atQ2) reduces to Equation
(5.3) which gives the LST of the steady state amount of work in the shot-noise queue.

5.7.2 Workload decomposition
In this subsection, we show that the steady-state workload V1 can be written as the
sum of three independent terms, one corresponding to the steady-state workload
when the server is only serving Q1 all the time, and the second plus third corres-
ponding to the amount of work when the server is on "vacation". We focus on Q1,
but a symmetric result holds for Q2 when the indices 1 and 2 are swapped.

Corollary 5.7. The steady state amount of work of the �rst queue, V1, is distributed
as a sum of three independent random variables X1, X2 and X3, i.e.,

V1
d= X1 +X2 +X3, (5.63)

where X1 is the steady state amount of work in Q1 considered in isolation (see
Section 5.2),X2 is the steady state amount of work in a shot-noise queue with arrival
rate c1, service speed r1 and upward jumps having LST c2

c2+λ1(1−β1(u)) , and X3 is a
weighted sum of 0 and the amount of work increment in Q1 during a visit period of
Q2.

Proof. The decomposition immediately follows from the product form of the LST of
V1 in the right-hand side of (5.51). The LST of X1 was already given in (5.3). The
LST’s of X2 and X3 are given as

E(e−sX2) = exp
(

− c1

r1

∫ s

0

1 − c2
c2+λ1(1−β1(u))

u
du
)
, (5.64)

E(e−sX3) = c2

c1 + c2
+ c1

c1 + c2

c2

c2 + λ1(1 − β1(s)) . (5.65)

The LST of X2 has exactly the same shape as that of X1, but the arrival rate is c1
instead of λ1 (it corresponds to occurrences of ends of visits to Q1) and the service
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requirement is the total amount of service requirement arriving in a visit period of
Q2, instead ofB1. The LST ofX3 is a weighted sum of 1 (the LST of 0) and of the LST
of the work increment in Q1 during an exponential visit period of Q2, with weights
the fractions of time spent in Q1 and on vacation (i.e., in Q2).

We now use the decomposition result (5.63) to determine the mean and the variance
of V1. A straightforward computation yields:

Corollary 5.8. The expectation of the steady-state workload of the �rst queue,
E(V1), is

E(V1) = λ1E(B1)
r1

[
1 + c1

c2
+ c1

c2

r1

c1 + c2

]
, (5.66)

and the corresponding variance, Var(V1), is

Var(V1) = λ1E(B2
1)

2r1

[
1 + c1

c2
+ c1

c2

2r1

c1 + c2

]
+ c1

r1

(
λ1E(B1)

c2

)2 [
1 + r1(c1 + 2c2)

(c1 + c2)2

]
.

(5.67)

5.7.3 Heavy-tail asymptotics
In this subsection, we discuss the tail behavior of the workload in the case of heavy-
tailed service time distributions (cf. De�nition 5.5).

Theorem 5.9. If the service time distribution of the random variable B1 is regularly
varying of index −ν, with ν ∈ (1, 2), then the workload of the �rst queue is regularly
varying at in�nity of index −ν. More precisely,

P (V1 > x) ∼ λ1Γ(−ν)
r1

[
1 + c1

c2
+ c1

c2

νr1

c1 + c2

]
x−νL (x) , x → ∞. (5.68)

Proof. To prove that V1 is regularly varying at in�nity, one can again use the decom-
position property of the workload V1. Corollary 5.7 implies that

P(V1 > x) = P(X1 +X2 +X3 > x). (5.69)

Now we have to consider the behavior of P(X1 +X2 +X3 > x) for x → ∞. Our
main tool is the Tauberian Theorem 8.1.6 of [37], which relates the behavior of a
regularly varying function at in�nity and the behavior of its LST near 0. This theorem
states that (5.50) holds i�

β1(s) − 1 + sE(B1) ∼ −Γ (1 − ν) sνL

(
1
s

)
, s ↓ 0. (5.70)

We successively consider the LST’s of X1, X2 and X3, each time using (5.70). One
has

E(e−sX1) = exp
(

−λ1

r1

∫ s

0

1 − β1(u)
u

du
)
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∼ exp

−λ1

r1

∫ s

0

(
E(B1) + Γ (1 − ν)uν−1L

(
1
u

))
du


∼ 1 − λ1E(B1)

r1
s− λ1Γ(1 − ν)

r1ν
sνL

(
1
s

)
+O(s2), s ↓ 0. (5.71)

Hence,

E(e−sX1) − 1 + E(X1)s ∼ −λ1Γ(−ν)
r1

sνL

(
1
s

)
, as s ↓ 0. (5.72)

Similarly using (5.70) in (5.64) and (5.65) , we get

E(e−sX2) − 1 + E(X2)s ∼ −λ1Γ(−ν)
r1

c1

c2
sνL

(
1
s

)
, as s ↓ 0, (5.73)

E(e−sX3) − 1 + E(X3)s ∼ −λ1νΓ(−ν)
c1 + c2

c1

c2
sνL

(
1
s

)
, as s ↓ 0. (5.74)

From Equation (5.72), (5.73) and (5.74), we see thatX1,X2 andX3 are all regularly
varying random variables of index −ν. Using the workload decomposition property
(5.63) and a well-known result regarding the tail behavior of the sum of independent
regularly varying random variables of the same index, see [190], yields

P (V1 > x) ∼ (C1 + C2 + C3)x−νL (x) , x → ∞, (5.75)

with C1, C2 and C3 the coe�cients of the tail x−ν forX1, X2 andX3 in (5.72), (5.73)
and (5.74), respectively. Substituting the coe�cients from (5.72), (5.73) and (5.74)
concludes the proof of the theorem.

5.7.4 Joint workload in the symmetric case
So far we have focused on the marginal workload distribution at the �rst queue. A
much harder problem is to determine the steady-state joint workload distribution. In
this subsection and the next one, we begin the exploration of this problem, outlining
a possible approach as well as the mathematical complications arising. Let us now
restrict ourselves to the fully symmetric case c1 = c2 = c, λ1 = λ2 = λ, β1(s) =
β2(s) = β(s) and r1 = r2 = r.
Step 1: Calculation of E(e−s1V1(T1)−s2V2(T1)|V1(0) = x1, V2(0) = x2).
In the �rst step we calculate the LST of the two-dimensional workload for t = T1.
Using the same arguments as in Subsection 5.7.1 we can easily see that

E(e−s1V1(T1)−s2V2(T1)|V1(0) = x1, V2(0) = x2)

= e−s2x2

∫ ∞

t=0
e−λ(1−β(s2))tE(e−s1V1(t)|V1(0) = x1)ce−ctdt.
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Using (5.2) we get

E(e−s1V1(T1)−s2V2(T1)|V1(0) = x1, V2(0) = x2)

= e−s2x2

∫ ∞

t=0
e−λ(1−β(s2))te

−s1x1e−rt− λ
r

∫ s1
s1e−rt

1−β(u)
u du

ce−ctdt.

Step 2: Calculation of E(e−s1V1(T1)−s2V2(T1)) in steady state. Using the fact that, in
steady state, (V1(T1 + T2), V2(T1 + T2)) has the same distribution as (V1(0), V2(0)),
we have

E(e−s1V1(T1)−s2V2(T1))

=
∫ ∞

t=0
e−λ(1−β(s2))te

− λ
r

∫ s1
s1e−rt

1−β(u)
u du

ce−ct E(e−s1e−rtV1(T1+T2)−s2V2(T1+T2)) dt.

De�ning G(s1, s2) := E(e−s1V1(T1)−s2V2(T1)) and simplifying the above equation
by substituting e−rt = z yields

G(s1, s2) = c

r

∫ 1

z=0
z

c+λ(1−β(s2))
r −1 e

− λ
r

∫ s1
s1z

1−β(u)
u du

G(s2, s1z) dz.

Substituting s1z = v in the integrand of the r.h.s. yields

G(s1, s2) = c

s1r

∫ s1

v=0

(
v

s1

) c+λ(1−β(s2))
r −1

e
− λ

r

∫ s1
v

1−β(u)
u du

G(s2, v) dv. (5.76)

Replacing s2 by s1 and s1 by s2 in the above equation gives

G(s2, s1) = c

s2r

∫ s2

v=0

(
v

s2

) c+λ(1−β(s1))
r −1

e
− λ

r

∫ s2
v

1−β(u)
u du

G(s1, v) dv. (5.77)

Combining the above two equations yields a two-dimensional Volterra Integral
equation, as

G(s1, s2) = c2

s1s2r2

∫ s1

v=0

∫ s2

w=0

(
v

s1

) c+λ(1−β(s2))
r −1(

w

s2

) c+λ(1−β(v))
r −1

e
− λ

r

(∫ s1
v

1−β(u)
u du+

∫ s2
w

1−β(u)
u du

)
G(v, w) dwdv.

(5.78)

In the next subsection, we shall prove that (5.78) can be solved by a �xed-point
iteration.
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5.7.5 Solution of (5.78) by fixed-point iteration
Our goal in this section is to show that (5.78) can be solved by a �xed-point iteration.
We do this in three steps, after introducing some de�nitions. Let S > 0 be �xed, and
consider the set FS of all continuous functionsH : [0, S]2 → [0, 1] withH(0, 0) = 1.
For H ∈ FS and (s1, s2) ∈ (0, S]2, we put

RH(s1, s2) = c2

s1s2r2

∫ s1

v=0

∫ s2

w=0

(
v

s1

) c+λ(1−β(s2))
r −1(

w

s2

) c+λ(1−β(v))
r −1

Z(s1, v; s2, w) H(v, w) dwdv, (5.79)

where for 0 ≤ v ≤ s1, 0 ≤ w ≤ s2,

Z(s1, v; s2, w) = exp
(

−λ

r

(∫ s1

v

1 − β(u)
u

du+
∫ s2

w

1 − β(u)
u

du
))

. (5.80)

Step 1. Let H ∈ FS . Our aim in this step is to show that we can de�ne RH for all
(s1, s2) ∈ [0, S]2, and that this extended RH is a member of FS .
To this end, we start by noting that for all (s1, s2) ∈ [0, S]2 and 0 ≤ v ≤ s1, 0 ≤
w ≤ s2,

0 < Z(s1, v; s2, w) ≤ 1 = Z(s1, s1; s2, s2), (5.81)

with equality in the second inequality i� v = s1 and w = s2. This follows
from β(u) ≤ β(0) = 1, u ≥ 0. Furthermore, by the boundedness of 1−β(u)

u =
E(e−uBres)E(B), u ≥ 0, with Bres denoting the residual of a service requirement
B, we have that

Z(s1, v; s2, w) ↑ 1, (s1, s2) → (0, 0), (5.82)

uniformly in v, w with 0 ≤ v ≤ s1, 0 ≤ w ≤ s2.
A basic calculation shows that for (s1, s2) ∈ (0, S]2,

c2

s1s2r2

∫ s1

v=0

∫ s2

w=0

(
v

s1

) c+λ(1−β(s2))
r −1(

w

s2

) c+λ(1−β(v))
r −1

dwdv

= c2

s1r

∫ s1

v=0

(
v

s1

) c+λ(1−β(s2))
r −1 dv

c+ λ(1 − β(v)) . (5.83)

The quantity on the r.h.s. of (5.83) is positive and less than 1, and tends to 1 as
(s1, s2) → (0, 0), since β(u) < 1, u > 0 and β(u) ↑ β(0) = 1, u ↓ 0. As a
consequence of 0 ≤ H(v, w) ≤ 1 = H(0, 0) and the continuity of H , we have

0 < RH(s1, s2) < 1, (s1, s2) ∈ (0, S]2, (5.84)

and also
lim

(s1,s2)→(0,0)
RH(s1, s2) = 1. (5.85)
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Similarly, by continuity of H and Z , we have for s1 > 0,

lim
s2↓0

RH(s1, s2) = lim
s2↓0

c2

s1s2r2

∫ s1

v=0

∫ s2

w=0

(
v

s1

) c+λ(1−β(s2))
r −1(

w

s2

) c+λ(1−β(v))
r −1

Z(s1, v; s2, w)H(v, w) dwdv

= c2

s1r2

∫ s1

v=0

(
v

s1

) c
r −1

Z(s1, v; 0, 0)H(v, 0)

lim
s2↓0

[ ∫ s2

w=0

(
w

s2

) c+λ(1−β(v))
r −1

d
(
w

s2

)]
dv

= c2

s1r

∫ s1

v=0

(
v

s1

) c
r −1

Z(s1, v; 0, 0)H(v, 0) dv
c+ λ(1 − β(v)) ,

(5.86)

and this limit is attained uniformly in s1 ∈ [ε, S] for any ε > 0. In the same way, we
have for s2 > 0,

lim
s1↓0

RH(s1, s2) = c2

s2r

∫ s2

w=0

(
w

s2

) c
r −1

Z(0, 0; s2, w)H(0, w) dw
c+ λ(1 − β(s2)) ,

(5.87)

and this limit is attained uniformly in s2 ∈ [ε, S] for any ε > 0. Observe that the
r.h.s. of (5.86) and (5.87) depend continuously on s1 > 0 and s2 > 0 and that their
limit as s1 ↓ 0 and s2 ↓ 0 equals 1. Thus, when we de�ne RH(0, 0) = 1 and
RH(s1, 0), RH(0, s2) for s1 > 0, s2 > 0 by the r.h.s. of (5.86), (5.87), we get that
RH(s1, s2) is de�ned everywhere on [0, S]2 as a continuous function. From (5.84)
and (5.85) we then see that RH ∈ FS .

Remark 5.7. Notice that (5.87) is in agreement with the integral equation (5.59) for
the one-dimensional G(s); both expressions concern the workload LST in a queue
just before its visit begins. That one-dimensional equation can be solved explicitly,
cf. (5.60).

Step 2. In this step, we show that R is a weak contraction of FS in the sense that for
H1, H2 ∈ FS ,

d(RH1, RH2) ≤ d(H1, H2) := max
(s1,s2)∈[0,S]2

|H1(s1, s2) −H2(s1, s2)|, (5.88)

with equality i� H1 = H2.
Indeed, we have forH1, H2 ∈ FS and (s1, s2) ∈ (0, S]2 by the fact that the quantity
in (5.83) is positive and less than 1,

|RH1(s1, s2) −RH2(s1, s2)|
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≤ c2

s1s2r2

∫ s1

v=0

∫ s2

w=0

(
v

s1

) c+λ(1−β(s2))
r −1(

w

s2

) c+λ(1−β(v))
r −1

Z(s1, v; s2, w) |H1(v, w) −H2(v, w)| dwdv
≤ d(H1, H2), (5.89)

with strict inequality when d(H1, H2) > 0, since |H1(v, w)−H2(v, w)| is continuous
at (v, w) = (0, 0) and vanishes there. Similarly, using (5.86), we have for s1 > 0,

|RH1(s1, 0) −RH2(s1, 0)| ≤ c

s1r

∫ s1

v=0

(
v

s1

) c
r −1

Z(s1, v; 0, 0)

× |H1(v, 0) −H2(v, 0)| dv
c+ λ(1 − β(v))

≤d(H1, H2), (5.90)

with strict inequality when d(H1, H2) > 0, since |H1(v, 0)−H2(v, 0)| is continuous
at v = 0 and vanishes there. In the same way, we have from (5.87) for s2 > 0,

|RH1(0, s2) −RH2(0, s2)| ≤ d(H1, H2), (5.91)

with strict inequality when d(H1, H2) > 0. Hence, the continuous function |RH1 −
RH2| is less than d(H1, H2) everywhere on the compact set [0, S]2 when d(H1, H2) >
0, and so (5.88) holds with strict inequality when d(H1, H2) > 0.

Step 3. In this step, we turn to the �xed-point iteration itself. It is easy to prove
that there is at most one H ∈ FS such that RH = H ; that such an H does exist in
the present case is clear since the G that occurs in (5.78) satis�es RG = G and is a
member of FS .
We intend to approximate G by iteration. Thus, we set

H0(s1, s2) = 1, (s1, s2) ∈ [0, S]2; Hk+1 = RHk, k = 0, 1, · · · . (5.92)

The operator R has a positive kernel. Then from RG = G, (5.84) and the continuity
of all Hk , we get by induction

1 = H0(s1, s2) ≥ H1(s1, s2) ≥ · · · ≥ G(s1, s2) > 0, (s1, s2) ∈ [0, S]2. (5.93)

Thus we have

H∞(s1, s2) := lim
k→∞

Hk(s1, s2) ∈ [G(s1, s2), 1], (s1, s2) ∈ [0, S]2. (5.94)

Our goal in the remainder of Step 3 is to show that H∞(s1, s2) = G(s1, s2), for all
(s1, s2) ∈ [0, S]2. We �rst do this for (0, S]2. While it is conceivable that H∞ is not
continuous everywhere on [0, S]2, so that de�nition of RH∞ at the boundary of

115



Chapter 5 Analysis of a polling model with workload-dependent service speeds

[0, S]2 might be an issue, we do have that RH∞(s1, s2) is well-de�ned per integral
formula (5.79) for (s1, s2) ∈ (0, S]2, and that, by dominated convergence,

RH∞(s1, s2) = H∞(s1, s2), (s1, s2) ∈ (0, S]2. (5.95)

Also, by (5.94) since G ∈ FS ,

lim
(s1,s2)→(0,0)

H∞(s1, s2) = 1. (5.96)

We shall show now that (5.95) and (5.96) imply that G(s1, s2) = H∞(s1, s2) for
(s1, s2) ∈ (0, S]2. To this end, let

δ := sup
(s1,s2)∈(0,S]2

(H∞(s1, s2) −G(s1, s2)), (5.97)

and suppose that δ > 0. We can �nd ε > 0 such that

0 ≤ H∞(v, w) −G(v, w) ≤ 1
2δ, 0 < v,w ≤ ε. (5.98)

Let L be a continuous function on [0, S]2 such that

L(v, w)


= 1

2δ, v2 + w2 ≤ ε2,

∈ [ 1
2δ, δ], ε2 ≤ v2 + w2 ≤ 2ε2,

= δ, v2 + w2 ≥ 2ε2, (v, w) ∈ [0, S]2.
(5.99)

Then L ≥ H∞ −G everywhere on (0, S]2, and RL is well-de�ned and continuous
on [0, S]2, using the same limits as in (5.85)-(5.87). Furthermore,

RL(s1, s2) ≤ 1
2δ, s2

1 + s2
2 ≤ ε2, (5.100)

RL(s1, s2) < δ, s2
1 + s2

2 ≥ ε2, (s1, s2) ∈ [0, S]2, (5.101)

with the strict inequality in (5.101) following from the continuity of L and L(0, 0) =
1
2δ < δ, compare (5.84). Therefore,

C := max
(s1,s2)∈[0,S]2

RL(s1, s2) < δ, (5.102)

by the continuity of RL and compactness of [0, S]2. Then, for (s1, s2) ∈ (0, S]2,

0 ≤ H∞(s1, s2) −G(s1, s2) = R(H∞ −G)(s1, s2) ≤ RL(s1, s2) ≤ C < δ,
(5.103)

since H∞ − G ≤ L everywhere on (0, S]2. This contradicts the de�nition of δ in
(5.97), and so δ = 0.
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We next show that H∞(s1, 0) = G(s1, 0), s1 ∈ (0, S]. Let FS,1 be the set of all
continuous functions I : [0, S] → [0, 1] with I(0) = 1, and de�ne

R1I(s1) = c2

s1r

∫ s1

0

(
v

s1

) c
r −1

Z(s1, v; 0, 0)I(v) dv
c+ λ(1 − β(v)) , s1 ∈ (0, S],

(5.104)
R1I(0) = lim

s1↓0
R1I(s1) = 1. (5.105)

Then, repeating the earlier steps for the weak contraction R of FS ,

- R1 maps FS,1 into FS,1 and is a weak contraction of FS,1,

- R1H1(s1) = (RH)1(s1) when H ∈ FS and H1 = H(·, 0),

- G1 = G(·, 0) is the unique �xed point of R1 in FS,1,

- the iterands Hk1 = Hk(·, 0) decrease pointwise to H∞1 = H∞(·, 0),

- H∞1(s1) = G1(s1), i.e., H∞(s1, 0) = G(s1, 0) for s1 ∈ (0, S].

Similarly, we can show that H∞(0, s2) = G(0, s2) for s2 ∈ (0, S], and since
H∞(0, 0) = 1 = G(0, 0), we have shown now that Hk ↓ G pointwise on all of
[0, S]2. Since [0, S]2 is compact, and G and all Hk are continuous, it follows from
Dini’s theorem [30, Theorem 8.2.6] that Hk ↓ G uniformly on [0, S]2.

5.8 Conclusions and possible extensions
In this chapter, we studied a two-queue single-server polling model with workload-
dependent service speed. For the case of constant visit times of the server, we derived
the LST of the steady-state joint workload distribution. We have also extended the
results to the case of an arbitrary number of queues with constant visit times. In the
case of constant visit times at the �rst queue and general visit times at the second,
we derived the marginal workload distribution at the �rst queue. For the two-queue
case of exponentially distributed visit times, we determined the steady state marginal
workload distributions, and the LST of the steady-state joint workload distribution
was analyzed solving a two-dimensional Volterra integral equation by �xed-point
iteration. An interesting open problem is to provide an analytic solution to that
two-dimensional Volterra integral equation.
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Chapter 6

An infinite-server system with Lévy
shot-noise modulation

Based on [184]

In this chapter, we consider an in�nite-server system with as input process a non-
homogeneous Poisson process with rate function Λ(t) = aᵀX(t). Here {X(t), t ≥
0} is a generalized multivariate shot-noise process fed by a Lévy subordinator rather
than by just a compound Poisson process. We study the transient behavior of the
model, analyzing the joint distribution of the number of customers in the queueing
system jointly with the multivariate shot-noise process. We also provide a recursive
procedure that explicitly identi�es transient as well as stationary moments and
correlations. Various heavy-tail and heavy-tra�c asymptotic results are also derived,
and numerical results are presented to provide further insight into the model behavior.

6.1 Introduction
In most queueing models, the arrival process of customers is assumed to be a homo-
geneous Poisson process. However, in many real-world examples, the arrival process
is non-homogeneous, and the arrival rate of the Poisson process should even be
viewed as a stochastic process. The latter arrival process is called a Cox process [152]
or doubly stochastic Poisson process. An interesting example is provided by a popular
website, where the arrival process of visitors is a Poisson process whose rate may
jump up due to a viral event, decay gradually and jump up again at another event. An
important characteristic of this type of processes is that their dispersion index, the
ratio of the variance to the mean, is greater than one; for the ordinary Poisson process,
this ratio is one. Cox processes are well-known within and outside of the queueing
community, as they arise naturally in many applications and are typically amenable
to exact analysis. In this chapter, we consider a Cox arrival process, in which the
arrival rate is a weighted sum of d, possibly correlated, shot-noise processes. This
arrival process forms the input into an in�nite-server queue. There is a rich literature
on the M/G/∞ system, see e.g. [196]. However, the Cox/G/∞ queue is much less
studied. Our objective in this study is to obtain the joint distribution of the arrival
rate and the number of customers in this Cox/G/∞ system.
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Chapter 6 Lévy shot-noise modulation

Related literature. Our work partly builds on the recent paper [60], which focuses
on the same Cox/G/∞ system. The authors of [60] develop a general framework
for the stationary study of in�nite-server queues whose input is a multivariate Cox
process. [60] generalizes [141], which studies a Cox/G/∞ system in which the arrival
rate is a shot-noise process, where the jumps of the shot-noise process occur according
to a homogeneous Poisson process. A similar model is studied by Daw and Pender
[87], who perform an exact analysis of an in�nite-server queueing system in which
the arrivals are driven by a self-exciting Hawkes process and where service follows
a phase-type distribution or is deterministic. Such a Hawkes/G/∞ system is also
analyzed in Chapter 7. Apart from these papers, related work can also be found in
[42, 29, 133, 137].

Main contributions. We are interested in the performance of an in�nite-server
queue whose input is a non-homogeneous Poisson process, which is generated by the
modulation of a generalized shot-noise process. The rate function of the generalized
shot-noise process is de�ned with respect to a Lévy subordinator. One contribution
is the development of the framework of [60] in a more queueing theoretic way. Our
second contribution is the derivation of the transient joint transform of the number
of customers jointly with the multivariate shot-noise rate function. This transform
allows us to obtain the joint transform of the number of customers and the arrival
rate. Thirdly, we develop a recursive procedure that explicitly identi�es any transient
as well as stationary moments. Finally, we also derive various asymptotic results. In
particular, we obtain the asymptotics of the queue length process, under assumptions
regarding the tail behavior of the shot-noise process. Subsequently, we derive a
central limit theorem for the vector of number of customers and arrival rate. We also
brie�y discuss a functional central limit theorem for the number of customers in the
system.

Organization of the chapter. In Section 6.2, we describe the model and discuss
some preliminary results, which are used in the later sections to obtain the main
results of the chapter. In Section 6.3, we derive the transient joint transform of
the number of customers and the input rate function. In Section 6.4, we derive
a recursive scheme, which allows us to calculate any mixed transient moments.
Section 6.5 considers the asymptotics of the queue length process, under assumptions
regarding the multi-dimensional tail behavior of the shot-noise process. Additionally,
a functional central limit theorem for the number of customers is discussed. In Section
6.6, we present several numerical results for the means, variances and correlation
coe�cients of the arrival rate and the number of customers, for various parameter
settings. Section 6.7 contains conclusions and suggestions for further research.
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6.2 Model description and preliminary results

6.2 Model description and preliminary results
Description. In this chapter, we consider an in�nite-server queue. We �rst detail
its input process, and then describe the queueing dynamics.
The input process is of Coxian type, i.e., the number of arrivals in [0, t) has a

Poisson distribution with a random rate Λ(t). To describe how the rate process
Λ(·) is constructed, we �rst de�ne the process X(·), as follows. Let J(·) be a d-
dimensional subordinator, i.e., a d-dimensional Lévy process which is non-decreasing
in all components. For z ∈ Rd

>0 we de�ne the Laplace exponent η(·) of J(·):

η(z) := − logE[e−zᵀJ(1)] = cᵀz +
∫ ∞

0
(1 − e−xᵀz)ν(dx), (6.1)

where c ∈ Rd
>0, ᵀ denotes the transpose of a vector or matrix, and ν is an associated

Lévy measure satisfying

ν

((
Rd

+

)c
∪ {0}

)
= 0 and

∫
Rd

+

(
||x|| ∧ 1

)
ν(dx) < ∞. (6.2)

Let the matrix Q =
(
qij

)
be a (d× d)-matrix with non-negative diagonal and non-

positive o�-diagonal elements, and with all eigenvalues having strictly positive real
parts; for more detail see [60]. Now �x the initial state X(0) = x, componentwise
strictly positive. We then de�ne the process X(·) through

X(t) = e−Qtx +
∫ t

0
e−Q(t−s)dJ(s). (6.3)

We thus �nd that X(·) is the unique solution to the stochastic integral equation

X(t) = x + J(t) −Q

∫ t

0
X(s)ds. (6.4)

The input rate process, corresponding to our Coxian arrival process, is

Λ(t) := aᵀX(t), (6.5)

where a ∈ Rd
>0.

Now that we have de�ned the arrival process, we can introduce the queueing model
under study. This system is of in�nite-server type, meaning that all jobs present are
served simultaneously (and obviously leave the system after service completion). It is
throughout assumed that the service times G1, G2, . . . are independent and identic-
ally distributed non-negative random variables, that are in addition independent of
J(·); here G denotes a generic random variable with the same distribution as G1.
We let L(t) be the number of customers present at time t.
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Preliminary results. For the considered model, our �rst objective is to derive the
joint transform of L(t) and Λ(t), for any t ≥ 0. For this purpose, we start with the
following lemma, which will be used in the next section.

Lemma 6.1. Let L(t) be the number of customers in the system at time t given that
L(0) = 0. Then

E[wL(t)] = exp
(∫ t

0
(w − 1)P(G > t− u)Λ(u)du

)

= exp
(∫ t

0
(w − 1)P(G > t− u)aᵀX(u)du

)
. (6.6)

Proof. Using the argument given in [141, Section 3.1], conditional on the path of
the rate process Λ(·) between 0 and t, it immediately follows that the number of
customersL(t) in the system at time t is Poisson distributedwith parameter

∫ t

0 P(G >
t− u)Λ(u)du.

6.3 Infinite-server system with Lévy shot-noise
modulation

In this section, we aim at obtaining the joint transform of L(t) and Λ(t) at time t > 0.
To this end, we �rst derive the joint transform of L(t) and X(t).

Derivation of the joint transform of L(t) and X(t). Following the line of reas-
oning of the proof of Lemma 6.1,

E[wL(t)e−bᵀX(t)|X(0) = x]

= E

exp
(∫ t

0
(w − 1)P(G > t− u)Λ(u)du− bᵀX(t)

)∣∣∣X(0) = x


= E

exp
(∫ t

0
(w − 1)P(G > t− u)aᵀX(u)du− bᵀX(t)

)∣∣∣X(0) = x

 .
(6.7)

Let φw(u) := (w − 1)P(G > u), and consider the exponent in (6.7). It follows
from (6.3) that∫ t

u=0
φw(t− u)aᵀX(u)du− bᵀX(t)

=
∫ t

u=0
φw(t− u)

(
aᵀe−QuX(0) + aᵀ

∫ u

s=0
e−Q(u−s)dJ(s)

)
du
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− bᵀ

(
e−QtX(0) +

∫ t

s=0
e−Q(t−s)dJ(s)

)

= −

(
bᵀe−Qt − aᵀ

∫ t

u=0
e−Quφw(t− u)du

)
X(0)

−
∫ t

s=0

(
bᵀ − aᵀ

∫ t

u=s

e−Q(u−t)φw(t− u)du
)

e−Q(t−s)dJ(s).

(6.8)

Combining (6.7) and (6.8) and conditioning on X(0) = x, we obtain

E[wL(t)e−bᵀX(t)|X(0) = x]

= E
[

exp
{

−

(
bᵀe−Qt − aᵀ

∫ t

u=0
e−Quφw(t− u)du

)
x

−
∫ t

s=0

(
bᵀ − aᵀ

∫ t

u=s

e−Q(u−t)φw(t− u)du
)

e−Q(t−s)dJ(s)
}]
. (6.9)

Recall that η(·) is the Laplace exponent of the subordinator J(·) de�ned by (6.1).
The following fact for a subordinator, cf. [96, Equation (4)], is useful for our purpose:

E
[

exp
(

−
∫ ∞

0
rᵀ(s)dJ(s)

)]
= exp

(
−
∫ ∞

0
η(r(s))ds

)
, (6.10)

for a vector-valued function r(·). We de�ne, for a given t > 0, the row vector

rᵀ(t− s) :=
(

bᵀ − aᵀ
∫ t

u=s

e−Q(u−t)φw(t− u)du
)

e−Q(t−s)

= bᵀe−Q(t−s) − (w − 1)aᵀ
∫ t−s

g=0
e−Q(t−s−g)P(G > g)dg, (6.11)

if s ∈ [0, t], and 0 if s > t. It now follows from (6.9)-(6.11) that

E[wL(t)e−bᵀX(t)|X(0) = x]

=exp
{

−

(
bᵀe−Qt − (w − 1)aᵀ

∫ t

g=0
e−Q(t−g)P(G > g)dg

)
x

−
∫ t

s=0
η

((
bᵀe−Qs − (w − 1)aᵀ

∫ s

g=0
e−Q(s−g)P(G > g) dg

)ᵀ)
ds
}
. (6.12)

Note that (6.12) is a generalization of [141, Lemma 2.1]. In [141] the driving Lévy
process was compound Poisson, whereas here it is a subordinator. In the compound

125



Chapter 6 Lévy shot-noise modulation

Poisson case η(v) = λ(1 − β(v)), with λ the arrival rate of jumps, the sizes of which
have LST β(·).
Recalling the concept of the residual of a random variable, we have for the residual
Gres of G: ∫ y

g=0
P(G > g) dg = E[G]P(Gres 6 y), (6.13)

so that

E[G]E[e−Q(y−Gres)
1{Gres≤y}] =

∫ y

g=0
e−Q(y−g)P(G > g)dg. (6.14)

Upon combining the above results, we arrive at

E[wL(t)e−bᵀX(t)|X(0) = x] = exp
{

− rᵀ(t)x −
∫ t

s=0
η
(
r(s)

)
ds
}
, (6.15)

where rᵀ(s) can be written as bᵀe−Qs −(w − 1)E[G] aᵀE[e−Q(s−Gres)
1{Gres≤s}].

Derivation of the joint transform of L(t) and Λ(t). The above joint transform
of L(t) and X(t), conditional on X(0) = x, now leads to the following theorem.
De�ne

H(v, w, y) := ve−Qy − (w − 1)E[G] Ω(y); Ω(y) := E[e−Q(y−Gres)
1{Gres≤y}].

(6.16)

Theorem 6.2. Let L(0) = 0. Then, with r̃ᵀ(y) := aᵀH(v, w, y),

E[wL(t)e−vΛ(t)|X(0) = x] = exp
{

− r̃ᵀ(t)x −
∫ t

y=0
η
(
r̃(y)

)
dy
}
. (6.17)

Proof. Plug b = va in (6.15).

The next two corollaries present extensions of Theorem 6.2 to the case that L(0) =
n0, taking into account the residual service times of those n0 customers. Let Gres

j be
the residual service time of the j-th customer present at time t = 0, j = 1, . . . , n0.

Corollary 6.3. Let L(0) = n0. Then, with r̃ᵀ(y) = aᵀH(v, w, y),

E[wL(t)e−vΛ(t)|L(0) = n0,X(0) = x, Gres
1 = g1, . . . , G

res
n0

= gn0 ]

=

 n0∏
j=1

w1{gj >t}

 exp
{

− r̃ᵀ(t)x −
∫ t

y=0
η
(
r̃(y)

)
dy
}
. (6.18)

Proof. De�ne L(t) := Lold(t) + Lnew(t), where Lold(t) and Lnew(t) are the numbers
of customers still present at time t, that were present in the system at time t =
0 and that have joined the system in [0, t], respectively. Conditional on L(0) =
n0,X(0) = x, Gres

1 = g1, . . . , G
res
n0

= gn0 , the random variables Lold(t) and Lnew(t)
are independent. The corollary now follows immediately from Theorem 6.2.
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We now consider the case of exponential service times with parameter µ. In this
case H(v, w, y) simpli�es to

Hexp(v, w, y) := ve−Qy − (w − 1)(µI −Q)−1(e−Qy − e−µyI), (6.19)

with I the d-dimensional identity matrix,

Corollary 6.4. Let L(0) = n0, and suppose thatG is exponentially distributed with
parameter µ. Then, with r̃ᵀ(y) = aᵀHexp(v, w, y),

E[wL(t)e−vΛ(t)|L(0) = n0,X(0) = x]

=
(
1 + (w − 1)e−µt

)n0 exp
{

− r̃ᵀ(t)x −
∫ t

y=0
η
(
r̃(y)

)
dy
}
.

(6.20)

Proof. First observe that as G is exponentially distributed with parameter µ, all Gres
j

(for j = 1, 2, . . . , n0) are i.i.d. and also exponentially distributed with the same
parameter µ; this implies E[w1{Gres>t} ] = 1 + (w − 1)e−µt. After verifying

E[G]E[e−Q(t−Gres)
1{Gres≤t}] = (µI −Q)−1(e−Qt − e−µtI), (6.21)

the claim in the corollary follows.

Remark 6.1. Taking the limit t → ∞ in Theorem 6.2 gives us the transform of the
stationary number of customers jointly with the stationary rate of the shot-noise
process, i.e.,

E[wLe−vΛ(∞)|X(0) = x] = exp
{

−
∫ ∞

y=0
η
(
r̃(y)

)
dy
}
. (6.22)

To see this, observe that H(v, w, y) → 0 as y → ∞. Formula (6.22) was already
derived in [60, Equation (62)]. Our Theorem 6.2 generalizes this to the transient case.

6.4 Derivation of recursive moment relations
In this section, we provide an iterative scheme to determine mixed moments of
(L(t),Λ(t)) (provided that they exist), under the assumption that (L(0),X(0)) =
(0,x). Our starting point is Theorem 6.2, which gives

Φ(w, v) := E[wL(t)e−vΛ(t)|L(0) = 0,X(0) = x] = eg(w,v), (6.23)

where, with r̃ᵀ(y) = aᵀH(v, w, y),

g(w, v) := −r̃ᵀ(t)x −
∫ t

y=0
η
(
r̃(y)

)
dy. (6.24)
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We introduce the notation

Mr
n(w, v) := dr,nΦ(w, v), where dr,n := ∂r

∂wr

∂n

∂vn
. (6.25)

Notice that

Mr
n(1, 0) = (−1)nE[L(t)(L(t) − 1) . . . (L(t) − r + 1) (Λ(t))n], (6.26)

so knowledge of these terms leads to explicit expressions for the cross-moments
E[(L(t))r(Λ(t))n]. The nice form of (6.23) enables us to evaluate the Mn

r (w, v)
recursively; plugging in w = 1 and v = 0 eventually leads to moment expressions.
Below we �rst present and derive the recurrence relations, and then provide explicit
expressions for the �rst two moments.

Proposition 6.5. For n = 0, 1, . . . , r = 0, 1, . . . ,

Mr+1
n+1(w, v) =

n∑
k=0

(
n

k

) r+1∑
l=0

(
r + 1
l

)(
d`,k+1g(w, v)

)
Mr+1−l

n−k (w, v), (6.27)

≡
r∑

l=0

(
r

l

) n+1∑
k=0

(
n+ 1
k

)(
dk,`+1g(w, v)

)
Mr−l

n+1−k(w, v),

(6.28)

Mr+1
0 (w, v) =

r∑
l=0

(
r

l

)(
d`+1,0g(w, v)

)
Mr−l

0 (w, v), (6.29)

M0
n+1(w, v) =

n∑
k=0

(
n

k

)(
d0,k+1g(w, v)

)
M0

n−k(w, v). (6.30)

Proof. We have, for n = 0, 1, . . . , r = 0, 1, . . . :

Mr+1
n+1(w, v) =

(
dr+1,n+1eg(w,v)

)
= dr+1,n

(
∂g(w, v)
∂v

eg(w,v)
)

= ∂r+1

∂wr+1

 n∑
k=0

(
n

k

)
∂k+1g(w, v)
∂vk+1 M0

n−k(w, v)


=

n∑
k=0

(
n

k

)r+1∑
l=0

(
r + 1
l

)
∂l

∂wl

(
∂k+1g(w, v)
∂vk+1

)
Mr+1−l

n−k (w, v)

 .
(6.31)

This proves (6.27); (6.28) follows by symmetry. Eqns. (6.29) and (6.30) follow
analogously.

Similar recursive relations for higher moments have been derived in, e.g., [23, 159].
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6.4.1 First two transient moments
Relying on Proposition 6.5, we now compute the �rst and (joint) second moments
explicitly. Below J denotes J(1). In addition, from the de�nition of η(·), we have
that the gradient vector ∇(1)η(0) equals E[J ]. The Hessian ∇(2)η(0) is −Σ, with
Σij := E[Ji(1)Jj(1)].
Corollary 6.6. For t > 0,

E[Λ(t)] = aᵀ e−Qt x + aᵀQ−1
(
I − e−Qt

)
E[J ], (6.32)

E[L(t)] = E[G] aᵀ

(
Ω(t)x +

∫ t

y=0
Ω(y)dy E[J ]

)
, (6.33)

where I is the d× d identity matrix.

Proof. Letting r = 0 and n = 0 in (6.29) yields

E[Λ(t)] = − ∂

∂v
g(1, v)

∣∣∣∣
v=0

, E[L(t)] = ∂

∂w
g(w, 0)

∣∣∣∣
w=1

. (6.34)

Firstly we compute E[Λ(t)]. We obtain

∂

∂v
g(1, v) =

(
−aᵀe−Qtx −

∫ t

s=0

∂

∂v
η
(
ve−Qᵀya

)
dy
)

= −

(
aᵀe−Qtx +

∫ t

s=0

(
e−Qᵀya

)ᵀ
∇(1)η

(
ve−Qᵀya

)
dy
)
. (6.35)

Substituting v = 0 in the above equation yields

∂

∂v
g(1, v)

∣∣∣∣
v=0

= −

aᵀe−Qtx +
(∫ t

s=0
aᵀe−Qydy

)
∇(1)η(0)

 . (6.36)

Evaluating the above integral and then combining (6.36) and (6.34) yields (6.32).
We now compute E[L(t)]. We obtain

∂g(w, 0)
∂w

= E[G]aᵀ Ω(t) x −
∫ t

y=0

∂

∂w
η
(

− (w − 1)E[G]Ωᵀ(y)a
)
dy

= E[G]aᵀ Ω(t) x +
∫ t

y=0
E[G]aᵀΩ(y) · ∇(1)η

(
− (w − 1)E[G]Ωᵀ(y)a

)
dy.

(6.37)

Substituting w = 1 in the above equation gives

∂

∂w
g(w, 0)

∣∣∣∣
w=1

= E[G]aᵀ Ω(t) x + E[G] aᵀ
∫ t

y=0
Ω(y) dy ∇(1)η(0). (6.38)

This immediately yields (6.33).
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Remark 6.2. If the service time G is exponentially distributed with parameter µ,
then it can be veri�ed that Ω(t) = −µQ−1

µ (e−Qt −e−µtI),withQ−1
µ := (Q−µI)−1.

In addition, ∫ t

y=0
Ω(y) dy = Q−1

µ

(
1 − e−µt

)
− µQ−1

µ Q−1
(
I − e−Qt

)
= Q−1 + µQ−1

µ Q−1e−Qt −Q−1
µ e−µtI. (6.39)

We thus obtain

E[L(t)] =aᵀ
( 1
µ
Q−1E[J ] −Q−1

µ

(
e−Qt − e−µtI

)
x

+Q−1
µ

(
Q−1e−Qt − e−µt

µ
I
)
E[J ]

)
. (6.40)

Corollary 6.7. For t > 0,

Var[Λ(t)] = aᵀ

(∫ t

0
e−Qy Σ e−Qᵀydy

)
a, (6.41)

Cov(Λ(t), L(t)) = E[G] aᵀ

(∫ t

0
Ω(y) Σe−Qᵀy dy

)
a, (6.42)

Var[L(t)] = E[L(t)] + (E[G])2 aᵀ

(∫ t

0
Ω(y) Σ Ωᵀ(y) dy

)
a. (6.43)

Proof. By (6.30), (6.27) and (6.29), respectively, we �nd

E[Λ2(t)] = ∂g(1, v)
∂v

∣∣∣∣
v=0

M1
0(0, 1) + ∂2g(1, v)

∂v2

∣∣∣∣∣
v=0

M0
0(0, 1), (6.44)

E[Λ(t)L(t)] = − ∂g(w, 0)
∂w

∣∣∣∣
w=1

M1
0(0, 1) − ∂

∂v

(
∂g(w, v)
∂w

)∣∣∣∣∣
v=0,w=1

M0
0(0, 1),

(6.45)

E[L(t)(L(t) − 1)] = ∂g(w, 0)
∂w

∣∣∣∣
w=1

M0
1(0, 1) + ∂2g(w, 0)

∂w2

∣∣∣∣∣
w=1

M0
0(0, 1). (6.46)

We thus obtain

E[Λ2(t)] = (E[Λ(t)])2 + ∂2g(1, v)
∂v2

∣∣∣∣∣
v=0

, (6.47)

E[Λ(t)L(t)] = E[Λ(t)]E[L(t)] − ∂

∂v

(
∂g(w, v)
∂w

)∣∣∣∣∣
v=0,w=1

, (6.48)
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E[L(t)(L(t) − 1)] = (E[L(t)])2 + ∂2g(w, 0)
∂w2

∣∣∣∣∣
w=1

. (6.49)

First, we compute the second moment of Λ(t), i.e., E[Λ2(t)]. Elementary computa-
tions yield

E[Λ2(t)] = (E[Λ(t)])2 + ∂2g(1, v)
∂v2

∣∣∣∣∣
v=0

= (E[Λ(t)])2 − aᵀ

(∫ t

y=0
e−Qy

(
∇(2)η(0)

)
e−Qᵀydy

)
a, (6.50)

yielding (6.41) (recall that ∇(2)η(0) = −Σ). Analogously, we compute the mixed
moment of Λ(t) and L(t), i.e., E[Λ(t)L(t)]. From (6.48),

E[Λ(t)L(t)]

=E[Λ(t)]E[L(t)] − ∂

∂v

(
∂g(w, v)
∂w

)∣∣∣∣∣
v=0,w=1

=E[Λ(t)]E[L(t)] − E[G] aᵀ

(∫ t

0
E[e−Q(y−Gres)1{Gres≤y}]

(
∇(2)η(0)

)
e−Qᵀy dy

)
a,

(6.51)

thus yielding (6.42). Finally, elementary computations reveal that

E[L(t)(L(t) − 1)] =
(
E[L(t)]

)2 + ∂2g(w, 0)
∂w2

∣∣∣∣∣
w=1

=
(
E[L(t)]

)2 − (E[G])2 aᵀ

(∫ t

0
Ω(y)

(
∇(2)η(0)

)
Ωᵀ(y) dy

)
a,

(6.52)

leading to (6.43).

To obtain explicit expressions for higher moments, we need to assume that Q
and Σ commute. If Q and Σ do not commute, then the integrals appearing in the
variances and the covariance do not allow easy computation; see [215].

Remark 6.3. If the service time G is exponentially distributed with parameter µ
and the matrices Q and Σ commute, then straightforward computations reveal that,
with Q̄−1

µ := (Q+ µI)−1 and Q+ := Q+Qᵀ,

Var[Λ(t)] = aᵀ Σ Q−1
+ (I − e−Q+t) a, (6.53)
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Cov(Λ(t), L(t)) = − aᵀQ−1
µ Σ

[
Q−1

+ (I − e−Q+t) − (Q̄−1
µ )ᵀ (I − e−(Qᵀ+µI)t)

]
a,

(6.54)

Var[L(t)] = E[L(t)] + aᵀQ−1
µ Σ

[
Q−1

+ (I − e−Q+t)−Q̄−1
µ (I − e−(Q+µI)t)

−(Q̄−1
µ )ᵀ(I − e−(Qᵀ+µI)t) + 1 − e−2µt

2µ I
]
(Q−1

µ )ᵀa. (6.55)

6.4.2 First two stationary moments

In this subsection, we consider stationary moments. Stationary moments can be
easily derived from the previous subsection by taking the limit t → ∞. De�ne by
Λ and L the stationary versions of Λ(t) and L(t), respectively. The results in the
corollaries below agree with those obtained in [60].

Corollary 6.8. In stationarity,

E[Λ] = aᵀQ−1E[J ], (6.56)

E[L] = E[G] aᵀ

(∫ ∞

y=0
Ω(y) dy

)
E[J ] = E[G] aᵀQ−1E[J ]. (6.57)

Proof. Taking the limit t → ∞ in Corollary 6.6 yields the desired results.

Corollary 6.9. In stationarity,

Var[Λ] = aᵀ

(∫ ∞

y=0
e−Qy Σ e−Qᵀydy

)
a, (6.58)

Cov(Λ, L) = E[G] a

(∫ ∞

0
Ω(y) Σ e−Qᵀydy

)
a, (6.59)

Var[L] = E[L] + (E[G])2 aᵀ

(∫ ∞

0
Ω(y) Σ Ωᵀ(y) dy

)
a. (6.60)

Proof. Taking the limit t → ∞ in Corollary 6.7 yields the desired results.

6.5 Asymptotic analysis

In this section, we derive the asymptotics of the queue length process, under assump-
tions regarding the tail behavior of the shot-noise process. Additionally, we discuss
a central limit theorem for (Λ(t), L(t)) for a given t > 0, as well as the associated
functional central limit theorem.
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6.5 Asymptotic analysis

6.5.1 Tail asymptotics
In this subsection, we show that regularly varying behavior of J(·) leads to regularly
varying behavior of L(t). To do so, we use De�nition 1.6 of a regularly varying
random variable.

We assume the subordinator J is multivariate regularly varying at in�nity of index
−ν ∈ (1, 2), in the sense that, for some c̃ ∈ Rd

>0, as z ↓ 0,

η(z) = c̃ᵀz + zν
i `(z−1

i ) + o(||z||ν), (6.61)

for some i ∈ {1, . . . , d}. Using Theorem 6.2 we thus have that, as w ↑ 1,

E[wL(t)|X(0) = x] − 1

= exp
{

− (1 − w)E[G] aᵀ Ω(t) x −
∫ t

y=0
η
(
(1 − w)E[G] Ωᵀ(y)a

)
dy
}

− 1

= − (1 − w)E[G] aᵀ Ω(t) x −
∫ t

y=0
(1 − w)E[G] aᵀ Ω(y) c̃ dy

− (1 − w)ν`

(
1

1 − w

)∫ t

y=0

(
E[G] aᵀ Ω(y) ei

)ν dy + o((1 − w)ν), (6.62)

and hence, as w ↑ 1,

E[wL(t)|X(0) = x] − 1 + (1 − w)E[L(t)|X(0) = x]

= −(1 − w)ν`

(
1

1 − w

)∫ t

y=0

(
E[G] aᵀ Ω(y) ei

)ν dy + o((1 − w)ν), (6.63)

with ei the i-th unit vector. Applying a Tauberian theorem, see [37, Thm 8.1.6], yields
the following result.

Proposition 6.10. Assuming (6.61), L(t) has a regularly varying tail at in�nity of
index −ν.

We treat two examples, one in which the heaviest component of J(·) is compound
Poisson, and one in which the heaviest component of J(·) is α-stable.
We start with the compound Poisson case, in which we assume that Ji(·) corres-

ponds to a compound Poisson process with arrival rate λi and service requirements
that are distributed like a random variable Bi such that P(Bi > x) = x−ν`(x). In
addition, we assume that the tails of the other components of J(·) are lighter, so that
we can write that η(z) is necessarily of the form, as z ↓ 0,

cᵀz + λi

(
zi E[Bi] + Γ(1 − ν)zν

i `(z−1
i ) + o(||z||ν)

)
= c̃ᵀz + λiΓ(1 − ν)zν

i `(z−1
i ) + o(||z||ν). (6.64)
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We conclude from Proposition 6.10 that L(t) inherits the regular variation of index
−ν.
In the second example, the heaviest component (say the i-th) of J(·) is α-stable

with parameter ν. As we assumed that J corresponds to an increasing subordinator,
we have to take the skewness parameter of the stable process (which we refer to as
β) equal to 1; as we assumed the subordinator to have �nite mean, we take the index
of stability (commonly referred to as α) in (1, 2).We thus have [111, Prop. 2.25] that
η(z) is of the form, as z ↓ 0,

c̃ᵀz − 1
cos(π(α/2 − 1))z

α
i + o(||z||α). (6.65)

Again, by Proposition 6.10, L(t) inherits the regular variation, in this case of index
−α.

6.5.2 Di�usion limits
In this subsection, we focus on di�usion limits. First we establish an ordinary central
limit theorem (CLT) for the number of customers L(t) jointly with the shot-noise
driven rate Λ(t). Later we point out how to extend this to a functional version.

CLT result. Assuming the �rst two moments of the subordinator J(·) are �nite
(which means E[J2

i ] < ∞ for all i = 1, . . . , d), we apply a linear scaling to the initial
shot-noise rate and the Lévy exponent, i.e., x 7→ Nx and η(·) 7→ Nη(·), respectively.
The scaling of η(·) means that c 7→ Nc and ν(·) 7→ Nν(·) in (6.1). We denote the
N -scaled version of (L(t),Λ(t)) by (LN (t),ΛN (t)); also, XN (·) is the counterpart
of X(·) under the scaling.
By Theorem 6.2, we observe that the transform of (LN (t),ΛN (t)) is exponential

in N . In other words, under the scaling imposed, (LN (t),ΛN (t)) can be seen as the
sum ofN i.i.d. random vectors. We conclude that we are in the setting of the classical
(bivariate version of the) central limit theorem.

More speci�cally, de�ne

KN (t) := N−1/2

( ΛN (t)
LN (t)

)
−N

(
E[Λ(t)]
E[L(t)]

) , (6.66)

and

C(t) :=
(

VarΛ(t) Cov(Λ(t), L(t))
Cov(Λ(t), L(t)) VarL(t)

)
. (6.67)

The means, variances, and covariance in these expressions have been determined in
Corollaries 6.6 and 6.7. Then, the above yields the following result, in self-evident
notation.
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Proposition 6.11. As N → ∞,

KN (t) d−→ N
(

0, C(t)
)
. (6.68)

CLT results at multiple points in time. We now point out how the above central
limit theorem extends to multiple points in time and to a functional variant. We start
by considering times t1 > 0 and t2 > t1. To this end, we �rst de�ne the function

ψw(u) :=(w1 − 1)P(t1 − u < G 6 t2 − u) 1{u∈[0,t1)}

+ (w1w2 − 1)P(G > t2 − u) 1{u∈[0,t1)}

+ (w2 − 1)P(G > t2 − u) 1{u∈[t1,t2)}. (6.69)

Using the very same argumentation as the one underlying (6.7), but then focusing
on a setting with two time epochs (rather than just one), we obtain for our scaled
process

E
[
w

LN (t1)
1 w

LN (t2)
2 e−bᵀ

1 XN (t1)−bᵀ
2 XN (t2)|XN (0) = Nx

]
=E

exp
(∫ t2

0
ψw(u)aᵀXN (u) du− bᵀ

1XN (t1) − bᵀ
2XN (t2)

)∣∣∣XN (0) = Nx



=

E

exp
(∫ t2

0
ψw(u)aᵀX(u) du− bᵀ

1X(t1) − bᵀ
2X(t2)

)∣∣∣X(0) = x




N

.

(6.70)

We thus conclude that in this setting, corresponding to two time epochs, again scaling
x and η(·) by N leads to a transform that is exponential in N . This implies that we
can interpret the (4-dimensional) random vector under consideration as the sum ofN
i.i.d. random vectors. We thus have by the standard multivariate central limit theorem,
that, after centering (i.e., subtracting the corresponding means) and normalizing by√
N , the concatenation of the vectors (ΛN (t1), LN (t1))ᵀ and (ΛN (t2), LN (t2))ᵀ

converges to a normally distributed vector with the appropriate covariance matrix.
The entries of this covariance matrix can be evaluated by writing them in terms of
�rst, second, and mixed moments, which can be expressed in terms of derivatives of
(6.70) in w = 1, b1 = b2 = 0.

This argument naturally extends to any �nite-dimensional distribution. Transforms
of the type, for any I ∈ N and any 0 6 t1 6 · · · 6 tI ,

E
[ I∏

i=1
w

L(ti)
i exp

(
−

I∑
i=1

bᵀ
i X(ti)

)
|X(0) = x

]
(6.71)

can be evaluated in the same manner as their single-dimensional counterpart in
Section 6.3; for the N -scaled model these transforms are exponential in N . By

135



Chapter 6 Lévy shot-noise modulation

di�erentiation all covariances, such as Cov(L(ti), L(tj)) for i 6= j, can be found. We
thus obtain a 2I-dimensional central limit theorem for(

(ΛN (t1), LN (t1))ᵀ, . . . , (ΛN (tI), LN (tI))ᵀ
)
.

A further extension concerns the functional version of the above �nite-dimensional
central limit theorems. For the case of exponentially distributed service times (say,
with parameter µ > 0), this can be done by extending the approach discussed in
[141]. It �rst expresses the queue’s input and output processes in terms of Poisson
processes with random time change (where the output process involves the queue
length process, re�ecting the in�nite-server nature of the system). Then the reasoning
relies on a direct application of the martingale central limit theorem. Note that in
the setup of [141] the rate process Λ(·) is (ordinary) shot-noise, whereas in this
chapter we consider a richer class of rate processes. Following step by step the
argumentation that has been developed in [141], we conclude that if the service times
are exponentially distributed, then the limiting process of the number of customers in
the system is an Ornstein–Uhlenbeck process driven by a superposition of a standard
Brownian motion and an integrated Ornstein–Uhlenbeck process.
As argued in [141, Remark 3.6], if the service time distribution is not exponen-

tial, then one cannot use the above-mentioned representation in terms of Poisson
processes with random time change. As a consequence, the results are less clean; cf.
[169] for results on a related model. In this more general case there is convergence
to a Gaussian process of the Kiefer type [81]; the underlying covariance structure
aligns with the covariances mentioned above when discussing the �nite-dimensional
central limit theorem.

6.6 Numerical results

In this section, we provide some numerical results for the case where the service
time distribution is exponential with parameter µ. In Example 6.12, we numerically
determine the stationary and transient moments of the number of customers and
the correlation coe�cient between the arrival rate and number of customers, for
various parameter choices. Example 6.13 considers the sensitivity of the distribution
of the number of customers for the service time distribution. In Example 6.14, we
numerically verify the accuracy of the marginal and bivariate CLT approximation
for the number of customers and the input rate function.

Example 6.12. In this example, we plot the means, the variances and the correlation
of the arrival rate and the number of customers in the system, both in the transient
and the stationary case. We consider a 2-dimensional shot-noise process in which we
choose the parameters such that the marginal shot-noise processes are dependent.
We start with an empty system and X(0) = x and the parameters x = (2, 2)ᵀ,a =
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(1, 1)ᵀ, µ = 3
2 ,

Q =
[

4 −1
−1 4

]
, Σ =

[
4 1
1 4

]
,

and E[J ] = (1, 1)ᵀ. Observe that Remark 6.3 applies.
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Figure 6.1. Transient and stationary expectations, variances and correlation of Example 6.12

Numerical observations. Figure 6.1 shows how the mean number of customers
increases as t grows and converges to the stationary value; the same is true for the
variance of the number of customers. The �gure also con�rms that the number of
customers and shot-noise processes are overdispersed (meaning that the variance of
the number of arrivals exceeds the mean). Also the transient correlation is plotted;
with increasing t, it monotonously tends to the stationary value.

In the right part of Figure 6.1, we display the mean and variance of Λ(t) =
X1(t) +X2(t).

Example 6.13. In this example, we assess the sensitivity of the number of customers
in the system with respect to the service time distribution. In an ordinary M/G/∞
system, the stationary distribution of the number of customers is insensitive to
the service time distribution, given its mean, and therefore we are interested in a
quanti�cation of the sensitivity when the input process is Coxian. We compare
the variance of L(t) for two choices of the service time distribution: exponential
P(G(1) > t) = e−µt and hyperexponential P(G(2) > t) = P e−µ1t + (1 − P )e−µ2t.
The parameters for the service time distributions are chosen such that the expectations
of both distributions are the same, i.e., E[G(1)] = E[G(2)]. The parameters of the
hyperexponential distribution are µ1 = 2µP and µ2 = 2µ(1−P ) for P ∈ (0, 1) (i.e.,
P
µ1

= 1−P
µ2

, which is called balanced means, see [205, p. 359]). The other required
parameters are the same as in Example 6.12.

Numerical observations. In Figure 6.2, we have plotted the variance of the
number of customers for di�erent values of P . When P = 1/2 both service time
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Figure 6.2. Transient and stationary variance of the number of customers for di�erent values
of P and increasing t

distributions match, and hence the variance as well. For other values of P , we observe
that the variance of the number of customers in our system varies, despite the fact
that the mean service times coincide. In other words: there is no insensitivity (in
contrast to the M/G/∞ system). Surprisingly, a higher service time variance seems
to lead to a lower variance of the number of customers.

Example 6.14. In this example, we numerically verify Proposition 6.11 for the mar-
ginal and bivariate CLT approximations for the number of customers and input rate
function. From Corollary 6.4, we know an explicit expression for the joint transform
of the number of customers and the input rate function, in the case of an exponential
service time distribution with parameter µ. Therefore we de�ne the functions, for
sᵀ = (s1, s2), Zᵀ = (Z1, Z2) ∼ N (0, C(t)),

G(N, s1, s2) = log(E[e−sᵀKN (t)])

= log(E[e−N−1/2s1LN (t)−N−1/2s2ΛN (t)) + s1
√
NE[L(t)] + s2

√
NE[Λ(t)],

(6.72)
log[M(s1, s2)] = log(E[e−sᵀZ ])

= 1
2sᵀC(t)s, (6.73)

whereKN (t) and C(t) are given by (6.66) and (6.67), respectively. In this example,
our aim is to show the convergence of the function G(N, s1, s2) for large values
of N to the function log[M(s1, s2)]. To do so, we again consider a 2-dimensional
shot-noise process with the Laplace exponent of the subordinator η(α1, α2) :=
λ(1 − µ1

µ1+α1

µ2
µ2+α2

). The parameters we choose are as follows: t = 1, λ = 1
2 , and

µ1 = µ2 = 1
2 . The other required parameters are the same as in Example 6.12.
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Figure 6.3. Marginal CLT approximation for the number of customers and input rate function
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Figure 6.4. Bivariate CLT approximation for the number of customers and input rate function.

Numerical observations. For larger values of N , from Figures 6.3a and 6.3b,
we can observe the convergence of the functions G(N, s1, 0) and G(N, 0, s2) to
log[M(s1, 0)] and log[M(0, s2)], respectively. This means that the distribution of
the scaled-normalized number of customers and input rate function both converge
to a normal distribution with zero means and variances Var[L(t)] and Var[Λ(t)],
respectively. Similarly, for large N , from Figures 6.4a and 6.4b we can also observe
that the function G(N, s1, s2), for some �xed values s1 and s2, converges to the
function log[M(s1, s2)]. This supports the proposition that the joint distribution of
the scaled-normalized number of customers in the system and input rate function
converges to a bivariate normal distribution with zero mean and covariance matrix
C(t).

6.7 Conclusions and possible extensions

In this chapter, we have studied an in�nite-server queue in which the input is a non-
homogeneous Poisson process, which is generated by the modulation of a generalized
shot-noise process. The rate function of the generalized shot-noise process is de�ned
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with respect to a Lévy subordinator. For this model, we have derived an explicit
expression for the joint transient transform of the number of customers and the
input rate function. Further, we have formulated a recursive procedure that explicitly
identi�es the transient as well as the stationary moments. We have studied the tail
asymptotics of the queue length process, under the assumption that the heaviest
component of subordinator J(·) is compound Poisson or α-stable. Additionally, we
derived a multivariate central limit theorem for (Λ(t), L(t)) at multiple points in time.
We have also discussed how one can derive the functional central limit theorem for
the number of customers in this system. In the end, we have added some numerical
examples to provide insight into the behavior of the model.
Finally, we would like to list some suggestions for further research. (i) It would

be interesting to extend the tail asymptotics of Proposition 6.10 to more general
multivariate regularly varying subordinators. (ii) One should be able to prove a
functional central limit theorem for the number of customers in the system, for
general service time distributions. (iii) One could study the large deviations behavior
of the system, as in [43, 89].
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Chapter 7

Infinite-server queues with Hawkes
input

Based on [143]

1 In the previous chapter, we studied the transient behavior of the number of
customers in an in�nite-server queueing system jointly with the multivariate shot-
noise process that feeds it. In this chapter, we study the number of customers
in in�nite-server queues with a more general arrival process than the shot-noise
process, i.e., a self-exciting (Hawkes) arrival process. Initially, we analyze the model
under the assumptions that service requirements are exponentially distributed and
that the Hawkes arrival process is of a Markovian nature. We obtain a system of
di�erential equations that characterizes the joint distribution of the arrival intensity
and the number of customers. Moreover, we provide a recursive procedure that
explicitly identi�es transient and stationary moments. Subsequently, we allow for
non-Markovian Hawkes arrival processes and non-exponential service times. By
viewing the Hawkes process as a branching process, we �nd that the probability
generating function of the number of customers in the system can be expressed in
terms of the solution of a �xed-point equation. We also include various asymptotic
results: we derive the tail of the distribution of the number of customers for the case
that the intensity jumps of the Hawkes process are heavy-tailed, and we consider a
heavy-tra�c regime.

7.1 Introduction
A common assumption in queueing theory is that the customer arrival process is a
Poisson process with a deterministic rate. However, various empirical studies have
revealed that arrival processes may display overdispersion, i.e. the variance of the
number of arrivals in a given interval exceeds the corresponding expected value,
cf. e.g., [125] for references. Overdispersion therefore indicates that the standard
1In view of the close collaboration with David Koops regarding the topic of this chapter, there is a
considerable overlap with Chapter 4 of [140]. The parts of [143] in which the present author was not
heavily involved are not included in the present chapter.
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Poisson assumption (under which the above-mentioned variance coincides with the
expected value) is not valid. This has led to the study of queueing systems with
overdispersed arrival processes [125, 129, 141, 160]. The current chapter aims to
contribute to this line of research.

The object of study of this chapter is the in�nite-server queue with Hawkes input.

◦ An in�nite-server queue is a service system in which each customer is taken
into service immediately upon arrival. Customers are served independently
of each other and have i.i.d. service requirements. There is a large body of
literature on in�nite-server queues, but typically some regularity properties
are assumed, such as Poisson (or renewal) arrivals.

◦ A Hawkes process is a point proces with an exogenous component and an en-
dogenous component. The exogenous component generates arrivals according
to a homogeneous Poisson process. The endogenous component entails that
arrival epochs coincide with jumps in the arrival rate. The arrival intensity
subsequently behaves deterministically over time according to an excitation
function. This type of point process was originally studied by Alan Hawkes, cf.
[122], who coined the name self-exciting process; nowadays the name Hawkes
process is frequently used as well.

Hawkes processes have been used to model various phenomena, including the �ring
of neurons in the brain, earthquakes, criminality and riots; see e.g., [28] or [154] for
references. Very recently, Hawkes models have also been used to study trending social
media [87, 177, 178]. Interestingly, Daw and Pender [87] add a queueing aspect: they
model the arrival process of visitors of a website as a Hawkes process, thus trying to
capture the viral behavior of such an arrival process, assuming that customers leave
after a time which has a phase-type distribution. They study the number of visitors on
the website at any time t ≥ 0. Another queueing application with Hawkes processes
is high-frequency transaction processes in limit order books, cf. [28, 78, 206]. Limit
order books are in essence queueing systems on �nancial markets: the books keep
track of buy and sell orders, that are waiting until an order arrives that matches the
desired execution price above or below a certain limit. It is well known that trades
tend to trigger other trades, which makes self-exciting models a natural choice.
Our work also combines queueing with Hawkes arrival processes, an area that

is still largely unexplored. In e.g., [78, 112] scaling limits are derived for queueing
systems that allow for Hawkes input. Scaling limits for in�nite-server queues de-
signed speci�cally for Hawkes input are derived in [112]; it states that exact and
numerical analysis of this model is ‘challenging’. To the best of our knowledge,
only [87] pays attention to exact (i.e., non-asymptotic) analysis of queues driven by
Hawkes processes. In [87], the focus is on exact analysis of an in�nite-server queue
driven by an unmarked Markovian Hawkes process (i.e., the jump sizes in the arrival
intensity are deterministic). The model we consider is a generalization of the one
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studied in [87]: in our case the driving process is a marked Hawkes process, i.e., the
intensity jumps are stochastic. In addition, we use a branching process representation
to cover a non-Markovian setting, in which the Hawkes intensity does not need to
decay exponentially, and the job distributions are general. Furthermore, we discuss
various novel asymptotic results and we show how the obtained results can be used
computationally.

Our work is also related to Chapter 6 and [141]; the main di�erence with the model
studied there, is that in [141] the arrival rate to the in�nite-server queue is a Cox
process, and hence not self-exciting.

The chapter is organized as follows: After having introduced Hawkes processes in
Section 7.2, we assume in Section 7.3 that the service requirements are exponentially
distributed, and the excitation function is an exponentially decreasing function. As
a consequence, the number of customers jointly with the Hawkes arrival rate is a
Markov process; note that (marginally) the evolution of the number of customers is
not Markov. We derive a partial di�erential equation (PDE) which characterizes the
joint Laplace and z-transform of the Hawkes intensity and number of customers. We
show that transient moments (of arbitrary order) satisfy a speci�c system of ordinary
di�erential equations (ODEs), and we provide explicit expressions for the �rst and
second transient moments. Furthermore, by using the characteristic method, we
simplify the PDE to a set of ODEs that characterize the joint distribution, which we
later use for numerical analysis.

Subsequently, in Section 7.4, we lift the exponentiality assumptions on the excita-
tion function and the service requirements. The price to be paid comes in the form
of less explicit results. Similar to the approach followed in [124], the main idea is
that the Hawkes process is represented in terms of a branching process, where in our
model each node (representing a customer) in this branching process is served in an
in�nite-server queue. The analysis yields a �xed-point equation for the z-transform
of the number of customers in the system (Section 7.4). By performing a �nite number
of iterations, we can �nd numerical approximations of the probability mass function
of the number of customers, akin to the approach proposed in [1]; explicit bounds on
the error are derived as well. The �xed-point equation also leads to new asymptotic
results (Section 7.5): (i) in the situation that the intensity jumps of the Hawkes process
are heavy-tailed, we derive the tail of the distribution of the number of customers,
and (ii) we �nd the asymptotics of the number of customers in the heavy-tra�c
regime. Section 7.6 contains suggestions for further research.

7.2 Preliminaries
In this section, we �rst formally de�ne the Hawkes process (cf. e.g., [28, 86, 154] for
similar descriptions). Below we consider two equivalent de�nitions of the Hawkes
process, presented in the same generality as they are used in the remainder of this
chapter.
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De�nition 7.1 (Conditional intensity). Consider a counting process (M(t))t>0,
with associated �ltration (F (t))t>0, that satis�es

P(M(t+ ∆t) −M(t) = m|F (t)) =


Λ(t)∆t+ o(∆t), m = 1
o(∆t), m > 1
1 − Λ(t)∆t+ o(∆t), m = 0

,

as ∆t ↓ 0, where the conditional intensity has the form

Λ(t) = λ∞ +
∑
ti<t

Bih(t− ti), (7.1)

where t1, t2, . . . denote arrival epochs, for a set of i.i.d. random variables Bi with
a nonnegative support, for some reversion level λ∞ > 0 and some function h :
[0,∞) → [0,∞) which are called the background intensity and excitation function,
respectively. The summand in Equation (7.1) is called a kernel. The processM(·), as
de�ned above, is called a self-exciting or Hawkes process.

Note that an arrival increases the future arrival intensity, which in turn increases the
probability of another arrival in the future, which explains the name ‘self-exciting
process’.

Remark 7.1. There exist de�nitions of varying generality (cf. e.g., [28, 154, 86]).
For example, there are multidimensional de�nitions (also referred to as mutually-
exciting Hawkes processes), there is a distinction between marked and unmarked
Hawkes processes, and the initial intensity can be taken unequal to the reversion
level. The version de�ned above is considered to be a marked Hawkes process with
a multiplicative kernel. It is ‘marked’ because the kernel depends on a random
variable Bi (which is called a mark) that is sampled at each event. The kernel is
multiplicative, since the size of the increase Bi and the time e�ect h(t − ti) are
multiplied. Furthermore, note that Λ(0) = λ∞ by Equation (7.1). In general, one
could consider the case Λ(0) = λ0 6= λ∞. However, this case is hardly more general
but introduces more cumbersome notation. Indeed, the additional contribution of
the initial intensity can be handled independently and in the same way as the rate
increase due to other events.

Next, we consider an alternative de�nition of Hawkes processes, which is based on
a representation of Hawkes processes as branching processes with immigration. The
observation that this is possible was already made in [124], and it is by now standard
in the literature.

De�nition 7.2 (Cluster representation). Let {Bi} be a set of i.i.d. random vari-
ables with nonnegative support. Consider a (possibly in�nite) T > 0 and de�ne a
sequence of events {tm 6 T} form ∈ N, according to the following procedure:
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◦ Consider a set of immigrant events {t(0)
m 6 T} that occur according to a

homogeneous Poisson process with rate λ∞ in the interval [0, T ].

◦ Set n = 0. For each arrival labeled by t(n)
m′ , generate a sequence of next

generation events {t(n+1)
m 6 T} in the interval [t(n)

m′ , T ], by sampling Bm′ and
then sampling from the resulting Poisson process with time-dependent rate
Bm′h(t− tm′).

◦ Iterate the above rule for n = 1, 2, . . ., until no more events are generated
in [0, T ], so as to obtain the event sequence En(T ) := {t(n)

m 6 T}, for n =
0, 1, . . .

De�neM(t) := | ∪∞
n=0 En(t)| as the number of events in [0, t], then (M(t))06t6T

is called a self-exciting or Hawkes process (on the interval [0, T ]).

In the remainder of this chapter, we will use both de�nitions to analyze in�nite-
server queues driven by Hawkes arrival processes. De�nition 7.1 plays a key role
in Section 7.3, in which we consider Markovian Hawkes queues. The approach
in Section 7.3 does not apply to non-Markovian queues; in that case, we resort to
De�nition 7.2, which is discussed thoroughly in Section 7.4.

7.3 A Markovian Hawkes-fed infinite-server queue
In the previous section, we introduced the Hawkes process, which serves as the input
process of our in�nite-server queue. In this section, we suppose that the arrival
process is a Markovian Hawkes process, i.e., the excitation function is exponential
and the service requirements are exponentially distributed. In particular, we consider
the situation that h(t) = e−rt, r > 0, and the service requirements are J ∼ exp(µ).
In addition, we assume thatB (distributed as theBi featuring in the de�nitions of the
Hawkes process) is a random variable such that P(B > 0) = 1. The Hawkes process
acts as an input process to an in�nite-server system, i.e., we could call this model
Hawkes/M/∞ in Kendall’s notation. In Subsection 7.3.1, we characterize the joint
transform of the Hawkes intensity Λ(t) and the number of customers N(t) of the
Hawkes/M/∞ queue at time t, in terms of the solution of an ODE. In Subsection 7.3.2,
we develop a recursive procedure that gives the transient moments of (Λ(t), N(t)).
Steady-state moments are brie�y discussed in Subsection 7.3.3.

7.3.1 Characterization of the queueing process
In this section, our main objective is to characterize the double transform

ζ(t, z, s) := E[zN(t)e−sΛ(t)],

which uniquely de�nes the joint transient distribution of (N(t),Λ(t)).
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Theorem 7.3. Let the arrival process be a Markovian Hawkes process. Then, given
Λ(0) = λ∞ and N(0) = 0,

ζ(t, z, s) = e−s(t)λ∞ exp
(

−λ∞r

∫ t

0
s(u) du

)
, (7.2)

where, with β(s) := E[e−sB ], s(·) solves the ODE

s′(u) + rs(u) + (1 + (z − 1)e−µ(t−u))β(s(u)) − 1 = 0, 0 6 u 6 t, (7.3)

with boundary condition s(0) = s.

Remark 7.2. Note that this result is closely related to results about Hawkes counting
processes. For example, a version of [86, Theorem 3.1] is recovered when µ = 0
is substituted in Equation (7.3) (note: set ρ = 0 in [86], as we do not consider a
shot-noise background process here). Note that µ = 0 corresponds to in�nitely long
service times, and hence the number-of-customers process reduces to a counting
process as studied in [86]. In the situation where µ = 0, it was possible to derive
an explicit equation for the probability generating function of the counting process
by separation of variables. Unfortunately, in our situation the variables s(u) and u
in Equation (7.3) are not separable due to the additional factor e−µu, and hence we
cannot solve it analytically.

Proof of Theorem 7.3. We derive the joint distribution of (N(t),Λ(t)). De�ne

F (t, k, λ) = P(N(t) = k,Λ(t) 6 λ), f(t, k, λ) = ∂F (t, k, λ)
∂λ

,

FB(x) = P(B ≤ x), fB(x) = d
dxFB(x).

Considering the evolution of the Markovian system between t and t+ ∆t yields

F (t+ ∆t, k, λ− r(λ− λ∞)∆t) =
∫ λ

0
y∆t FB(λ− y)f(t, k − 1, y) dy

+ (k + 1)µ∆tF (t, k + 1, λ)

+ F (t, k, λ)(1 − kµ∆t) −
∫ λ

0
y∆tf(t, k, y) dy.

After elementary manipulations and letting ∆t ↓ 0, it follows that

∂F (t, k, λ)
∂t

− r(λ− λ∞)∂F (t, k, λ)
∂λ

=
∫ λ

0
y FB(λ− y)f(t, k − 1, y) dy

+ (k + 1)µF (t, k + 1, λ)

− kµF (t, k, λ) −
∫ λ

0
yf(t, k, y) dy.
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Since we assumed that FB(0) = P(B 6 0) = 0, di�erentiating with respect to λ
yields

∂f(t, k, λ)
∂t

− ∂

∂λ
[rλf(t, k, λ)] + rλ∞

∂

∂λ
f(t, k, λ)

=
∫ λ

0
yfB(λ− y)f(t, k − 1, y)1{k≥1} dy + (k + 1)µf(t, k + 1, λ)

− (kµ+ λ)f(t, k, λ). (7.4)

The next step consists of transforming Equation (7.4) with respect to the Hawkes
intensity λ, and to that end we de�ne the transform

ξ(t, k, s) :=
∫ ∞

0
e−sλf(t, k, λ) dλ.

After some algebraic manipulations we �nd

∂ξ(t, k, s)
∂t

+ rs
∂ξ(t, k, s)

∂s
+ rsλ∞ξ(t, k, s)

= −∂ξ(t, k − 1, s)
∂s

β(s) + (k + 1)µξ(t, k + 1, s) − kµξ(t, k, s) + ∂ξ(t, k, s)
∂s

,

which we can rewrite as the partial di�erential equation

∂ξ(t, k, s)
∂t

+ (rs− 1)∂ξ(t, k, s)
∂s

+ ∂ξ(t, k − 1, s)
∂s

β(s) + rsλ∞ξ(t, k, s)

= (k + 1)µξ(t, k + 1, s) − kµξ(t, k, s).

Next, we consider the PGF with respect to the variable k (which accounts for the
number of customers in the system), i.e.,

ζ(t, z, s) =
∞∑

k=0
zkξ(t, k, s) = E[zN(t)e−sΛ(t)].

This yields

∂ζ(t, z, s)
∂t

+ (rs+ zβ(s) − 1)∂ζ(t, z, s)
∂s

+µ(z− 1)∂ζ(t, z, s)
∂z

= −rsλ∞ζ(t, z, s).
(7.5)

Now let s and z be parametrized by u. Then the characteristic equations are

−s′(u) + rs(u) + z(u)β(s(u)) − 1 = 0, (7.6)
−z′(u) + µ(z(u) − 1) = 0, (7.7)

with the boundary conditions s(t) = s and z(t) = z. The solution of Equation (7.7)
is

z(u) = 1 + Ceµu,
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with C determined by z(t) = z = Ceµt + 1, i.e., C = (z − 1)e−µt. We thus �nd
that z(u) = 1 + (z − 1)e−µ(t−u), which we can substitute in Equation (7.6), so as to
obtain the ODE

−s′(u) + rs(u) + (1 + (z − 1)e−µ(t−u))β(s(u)) − 1 = 0,

with the boundary condition s(0) = s. The result follows.

Numerically, one can obtain the probability mass function of N(t) by �rst solving
the di�erential equation, and then applying a Fourier inversion algorithm. Numerical
results are given in [143, Section 5]. Another powerful feature of Theorem 7.3 is that
it allows us to �nd moments, as presented in Sections 7.3.2–7.3.3 below.

7.3.2 Transient moments
In this section, we discuss the computation of the joint transient moments of the
type E[Λg(t)Nq(t)], for some integers g and q, under the additional assumption
that E[Bg] < ∞. The marginal moments of the Hawkes process are known and
can be found in e.g., [86, Lemma 3.1 and Theorem 3.6], but we include them here
for completeness. The key idea is to use the PDE (7.5) to derive ODEs for the joint
moments. To this end, rewrite the PDE (7.5) as

d
dtE[zN(t)e−sΛ(t)] − (rs+ zβ(s) − 1)E[Λ(t)zN(t)e−sΛ(t)]

+ µ(z − 1)E[N(t)zN(t)−1e−sΛ(t)]
= −rsλ∞E[zN(t)e−sΛ(t)]. (7.8)

We begin by di�erentiating the above equation g ∈ N times with respect to s and
then inserting s = 0, which expresses the (g + 1)th moment of Λ(t) in terms of the
�rst up to gth moment of Λ(t), through the following ODE (where we have assumed
that E[Bg] < ∞):

d
dtE[Λg(t)zN(t)] + g(r − z E[B])E[Λg(t)zN(t)] + µ(z − 1)E[Λg(t)N(t)zN(t)−1]

= (z − 1)E[Λg+1(t)zN(t)] + 1{g>1} gλ∞rE[Λg−1(t)zN(t)]

+ z 1{g>2}

g−2∑
j=0

(
g

j

)
E[Bg−j ] E[Λj+1(t)zN (t)], g = 0, 1, . . .

(7.9)

So as to obtain a relation between the joint moments and the moments that
correspond to the number of customers, we di�erentiate Equation (7.9) q + 1 times
with respect to z and insert z = 1. This gives us the key relation, for g = 0, 1, . . . ,
q = 0, 1, . . . :

d
dtE[Λg(t)N̄q(t)] + ((q + 1)µ+ g(r − E[B]))E[Λg(t)N̄q(t)]
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=(q + 1)E[Λg+1(t)N̄q−1(t)] + 1{g>1} gλ∞rE[Λg−1(t)N̄q(t)]

+ (q + 1)g E[B]E[Λg(t)N̄q−1(t)] + 1{g>2}

g−2∑
j=0

(
g

j

)
E[Bg−j ][

(q + 1)E[Λj+1(t)N̄q−1(t)] + E[Λj+1(t)N̄q(t)]
]
, (7.10)

where N̄q(t) := N(t)(N(t) − 1) · · · (N(t) − q) and N̄−1(t) := 1.
Now from (7.10), we can obtain a system of �rst order ODE s. To this end, we

substitute in (7.10) a combination of indices, g := k, q := q − k for values of
k ∈ {0, . . . , q + 1}. Denoting

Z(q+2)(t) :=
[
E[N̄q(t)],E[Λ(t)N̄q−1(t)], . . . ,E[Λq(t)N̄0(t)],E[Λq+1(t)]

]ᵀ
,

it follows that the vector Z(q+2)(t), q = 0, 1, 2, . . . , satis�es the ODE

d
dtZ

(q+2)(t) = A
(q+2)
1 Z(q+2)(t) +A

(q+2)
0 , (7.11)

with

A
(q+2)
1 =



−d(q+1)
0 q + 1 0 · · · 0 0
0 −d(q)

1 q · · · 0 0
0 0 −d(q−1)

2 · · · 0 0
...

...
...

. . .
...

...
0 0 0 · · · −d(1)

q 1
0 0 0 · · · 0 −d(0)

q+1


,

A
(q+2)
0 =



b
(q)
0

b
(q−1)
1
b

(q−2)
2
...
b

(0)
q

b
(−1)
q+1


,

where, for k ∈ {0, . . . , q + 1},

d
(q+1−k)
k := (q + 1 − k)µ+ k(r − E[B]),

b
(q−k)
k := 1{k>1} kλ∞rE[Λk−1(t)N̄q−k(t)] + (q − k + 1)kE[B]E[Λk(t)N̄q−k−1(t)]

+ 1{k>2}

k−2∑
j=0

(
k

j

)
E[Bk−j ]

[
(q − k + 1)E[Λj+1(t)N̄q−k−1(t)]
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+ E[Λj+1(t)N̄q−k(t)]
]
.

Note that d(q+1)
0 , . . . , d

(0)
q+1 are the (distinct) eigenvalues of the matrix A(q+2)

1 .

Proposition 7.4. The solution of the ODE (7.11) is

Z(q+2)(t) = eA
(q+2)
1 t Z(q+2)(0) +

∫ t

0
eA

(q+2)
1 (t−s)A

(q+2)
0 ds, (7.12)

where, with I a (q + 2) × (q + 2) identity matrix,

eA
(q+2)
1 t =

q+2∑
i=1

edq+i
i−1t

q+2∏
j=1,
j 6=i

A
(q+2)
1 − d

(q−j+2)
j−1 I

d
(q−i+2)
i−1 − d

(q−j+2)
j−1

. (7.13)

Proof. Formula (7.12) follows from (7.11) in a straightforward way. The exponential
of the matrix is computed by using the interpolation-based formula given in [117, p.
101, Equation (4.18)].

Corollary 7.5. If r 6= b1 := E[B], and with r0 := r − b1, it holds that

E[Λ(t)] = λ∞r

r0
− λ∞b1

r0
e−r0t,

E[N(t)] = λ∞r

µr0
− λ∞b1

r0(µ− r0)e
−r0t − λ∞(r − µ)

µ(µ− r0) e
−µt,

with an obvious adaptation when µ = r0.

Proof. To get the �rst moments of the model, we can use Proposition 7.4 for the case
q = 0:

d
dtZ

(2)(t) = A
(2)
1 Z(2)(t) +A

(2)
0 , (7.14)

with

Z(2)(t) =
[
E[N(t)]
E[Λ(t)]

]
, A

(2)
1 =

[
−µ 1
0 −r0

]
, and A

(2)
0 =

[
0

λ∞r

]
.

We know the solution of the general ODE (7.11) from Equation (7.12). Therefore, for
the case q = 0 we get the solution to the ODE (7.14):[

E[N(t)]
E[Λ(t)]

]
= eA

(2)
1 t

[
E[N(0)]
E[Λ(0)]

]
+
∫ t

0
eA

(2)
1 (t−s)A

(2)
0 ds, (7.15)
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where (E[N(0)],E[Λ(0)]) = (0, λ∞). Now it remains to evaluate eA
(2)
1 t. By virtue

of (7.13), we �nd

eA
(2)
1 t =

e−µt e−µt − e−r0t

−µ+ r0

0 e−r0t

 .
Substituting this exponential matrix in (7.15) yields the desired results.

We now explicitly state the second transient moments. De�ne b2 := EB2.

Corollary 7.6. If r0 6= 0, then for all t > 0,

E[Λ2(t)] = λ∞r(b2 + 2λ∞r)
2r2

0
− λ∞b1(b2 + 2λ∞r)

r2
0

e−r0t +D1e
−2r0t,

E[Λ(t)N(t)] = λ∞r

r0(µ+ r0)

(
b2 + 2λ∞r

2r0
+ λ∞r + µb1

µ

)
− λ2

0 r (r − µ)
µr0(µ− r0) e

−µt

− λ∞b1

µr0

(
b1 + b2 + 2λ∞r

r0
+ λ∞r

µ− r0

)
e−r0t

+ D1

µ− r0
e−2r0t +D2e

−(µ+r0)t,

E[N2(t)] = λ∞r

µr0(µ+ r0)

(
b2 + 2λ∞r

2r0
+ µ(µ+ r) + λ∞r

µ

)
− λ∞(r − µ)(µr0 + 2λ∞r)

µ2r0(µ− r0) e−µt

− 2λ∞b1

µr0(2µ− r0)

(
b1 + b2 + 2λ∞r

r0
+ λ∞r

µ− r0
+ µ

2
2µ− r0

µ− r0

)
e−r0t

+ D1

(µ− r0)2 e
−2r0t + 2D2

µ− r0
e−(µ+r0)t +D3e

−2µt,

where the constants D1, D2 and D3 follow from the initial conditions, i.e., the
requirements that E[N2(0)] = 0,E[Λ(0)N(0)] = 0, and E[Λ2(0)] = λ2

∞.

Proof. To obtain all second moments we again use Proposition 7.4, for q = 1 (with
N̄0(t) = N(t)). This yields

d
dtZ

(3)(t) = A
(3)
1 Z(3)(t) +A

(3)
0 (t), (7.16)

with

Z(3)(t) =

 E[N̄1(t)]
E[Λ(t)N(t)]
E[Λ2(t)]

 , A
(3)
1 =

−2µ 2 0
0 −µ− r0 1
0 0 −2r0

 ,
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A
(3)
0 (t) =

 0
b1E[Λ(t)] + λ∞rE[N(t)]

(b2 + 2λ∞r)E[Λ(t)]

 .
Again using Equation (7.12) for the case q = 1 yields the solution to ODE (7.16): E[N̄1(t)]

E[Λ(t)N(t)]
E[Λ2(t)]

 = eA
(3)
1 t

 E[N̄1(0)]
E[Λ(0)N(0)]
E[Λ2(0)]

+
∫ t

0
eA

(3)
1 (t−s)A

(3)
0 (s)ds, (7.17)

where  E[N̄1(0)]
E[Λ(0)N(0)]
E[Λ2(0)]

 =

 0
0
λ2

0

 .
Now we only need to calculate matrix eA

(3)
1 t to get the complete solution of (7.16).

Using (7.13), we get

eA
(3)
1 t =


e−2µt 2e−µt(e−r0t − e−µt)

µ− r0

(e−r0t − e−µt)2

(µ− r0)2

0 e−(µ+r0)t e−r0t(e−r0t − e−µt)
µ− r0

0 0 e−2r0t

.

For µ = r0, this expression has to be adapted using L’Hospital’s rule. Since we now
know the �rst factorial moment EN̄1(t) and the �rst moment EN(t), the relation
EN2(t) = EN̄1(t) + EN(t) provides the second transient moment. We do not
write the constants D1, D2 and D3 explicitly, because their expressions are rather
lengthy.

Remark 7.3. Note that in Corollaries 7.5 and 7.6, the speed of convergence to the
stationary moments of N(∞), and of Cov(Λ(∞), N(∞)), is determined by the
minimum of r0 and µ.

Remark 7.4. The results in Corollaries 7.5 and 7.6 are stated under the condition
that r 6= b1. The case in which r = b1 (i.e., r0 = 0) can be derived from those
results, if one takes the limit r → b1. From the expressions in Corollary 7.6, note
that if r − b1 = r0 < 0, then EN(t) tends to in�nity as t → ∞. It turns out that the
condition r − b1 = r0 > 0 leads to �nite moments, and can be interpreted as the
model’s stability condition. This stability condition could also have been derived a
priori, by considering the Hawkes process as a branching process (as in De�nition
7.2). From branching process theory, it is known that a ‘population’ (or in our case,
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a cluster) exterminates with probability one if and only if the average number of
children per parent is less than unity [120]. In this case, this translates to the condition

b1

∫ ∞

0
h(s) ds = b1

∫ ∞

0
e−rs ds = b1

r
< 1.

If this does not hold, then in the long run there will be more and more clusters, which
implies that the intensity and hence the number of customers will grow inde�nitely
on average. Observe that the value of the service rate µ does not a�ect stability as
long as µ > 0.

7.3.3 Steady-state moments

In this subsection, we consider stationary moments. To this end, we assume that the
queueing process is stable, i.e., b1 < r; cf. Remark 7.4. Steady-state moments can be
easily derived from the previous section by taking the limit t → ∞. De�ne by Λ and
N the steady-state versions of Λ(t) and N(t), respectively.

Corollary 7.7. If E[Bg] < ∞, then the gth moment of the stationary Hawkes in-
tensity is given by

E[Λg] = 1
gr0

gλ∞rE[Λg−1] + 1{g>2}

g−2∑
j=0

(
g

j

)
E[B]g−j E[Λj+1]

 ,
for g = 1, 2, 3, . . .

Proof. Considering Equation (7.9) in the steady-state case and then taking z = 1
yields the desired result.

Corollary 7.8. Let b1 and, where needed, b2 be �nite. The stationary means and
(co-)variances of Λ and N are given by:

E[Λ] = λ∞r

r0
, E[N ] = λ∞r

µr0
, Var(Λ) = λ∞rb2

2r2
0
,

Var(N) = λ∞r

2r2
0

b2 + 2(µ+ r)r0

µ(µ+ r0) , and Cov(N,Λ) = λ∞r

2r2
0

b2 + 2r0b1

µ+ r0
.

In particular, the correlation coe�cient of N and Λ is given by

ρ(N,Λ) = b2 + 2r0b1√
b2(b2 + 2r0(µ+ r))

√
µ

µ+ r0
.

Proof. Follows directly from taking t → ∞ in Corollaries 7.5 and 7.6.
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7.4 A non-Markovian Hawkes-fed infinite-server
queue

In this section, we allow the excitation function h to be a general nonnegative function,
and we allow J to be any nonnegative random variable. We derive a �xed-point
equation for the z-transform of N(t) in Theorem 7.9, which can be iterated so as
to obtain an (increasingly accurate) approximation; Proposition 7.10 derives error
bounds of the resulting approximation scheme.

This section relies heavily on the representation of a Hawkes process as a branching
process (recall De�nition 7.2). Immigrants arrive according to a Poisson process with
rate λ∞. Each of those immigrants increases the future arrival rates. The arrivals
that occur due to this increase, are called the children of the immigrant. In turn, those
children are potentially the parents of a next generation, and so forth. Since the
customers enter an in�nite-server queue, each of them is served independently of the
rest, with i.i.d. service requirements (distributed as a nonnegative random variable
J ).
Note that, by de�nition, each parent produces children independently from all

other parents at a rate Bh(u) at time u after its own birth, conditional on its own
arrival rate increment B. Let S(u) denote the number of children of a parent, u time
units after its own birth, including the parent itself if it is still being served. Let its
probability generating function be denoted by η(u, z) := E[zS(u)], for 0 6 u 6 t.
Then the number of jobs in the system at time t, N(t) with N(0) = 0, satis�es

E[zN(t)] =
∞∑

n=0

(λ∞t)n

n! e−λ∞t

(
1
t

∫ t

0
η(u, z) du

)n

= exp
(
λ∞

∫ t

0
(η(u, z) − 1) du

)
, (7.18)

which follows by conditioning on the number of immigrants (i.e., the number of
clusters). The next step is to identify η(u, z), by studying each cluster separately.
First consider the distributional equality, for 0 6 u 6 t,

S(u) d= 1{J>u} +
K(u)∑
i=1

S(i)(u− ti), (7.19)

where S(u) d= S(i)(u) for all i,K(·) is an inhomogeneous Poisson counting process
with rateBih(·) (conditional onBi) that counts the number of children, and t1, t2, . . .
are the birth times of the corresponding children. Note that S(i)(u) can be interpreted
as the number of children of child i (including itself if it is still in the system, u time
units after its birth). Denote by Pt(s) the probability that, conditional on the fact
that a child was born before time t, it was already born before time s. Then it holds
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7.4 A non-Markovian Hawkes-fed in�nite-server queue

that

Pt(s) = P(K(s) = 1,K(t) −K(s) = 0)
P(K(t) = 1)

=
e

−
∫ s

0
Bh(u) du ∫ s

0 Bh(u) due−
∫ t

s
Bh(u) du

e
−
∫ t

0
Bh(u) du ∫ t

0 Bh(u) du

=
∫ s

0 h(u) du∫ t

0 h(u) du
.

De�ning H(u) :=
∫ u

0 h(v) dv, the corresponding PDF is thus given by

pu(s) := P ′
u(s) = h(s)∫ u

0 h(v) dv
= h(s)
H(u) .

De�ne J (u) := P(J > u) and J̄ (u) := 1 − J (u). Then it follows that

η(u, z) = EB

 ∞∑
n=0

E[zS(u)|K(u) = n,B]P(K(u) = n|B)


= (J̄ (u) + J (u)z)EB

 ∞∑
n=0

E[zS(1)(u)]ne−BH(u)B
nH(u)n

n!


= (J̄ (u) + J (u)z)EB

 ∞∑
n=0

(∫ u

0
pu(s)η(u− s, z) ds

)n

e−BH(u)B
nH(u)n

n!


= (J̄ (u) + J (u)z)EB

[
exp

(
B

∫ u

0
h(s)(η(u− s, z) − 1) ds

)]
.

Recognizing the LST of B, we can write

η(u, z) = (J̄ (u) + J (u)z)β
(∫ u

0
h(s)(1 − η(u− s, z)) ds

)
. (7.20)

Let G be the class of all time-dependent z-transforms f(u, z) := EzX(u), where
X(u), for u ∈ [0, t], is a nonnegative discrete random variable living on the integers,
with a possibly defective distribution (i.e., the probabilities may sum to strictly less
than one). For f ∈ G , de�ne the functional φ by

φ(f)(u, z) = (J̄ (u) + J (u)z)β
(∫ u

0
h(s)(1 − f(u− s, z)) ds

)
. (7.21)

With this de�nition, Equation (7.20) can be summarized as η = φ(η), i.e., η can be
seen as a �xed point of φ. We stress that the following result involves complex z.
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This is important, because for the numerical analysis in [143, Section 5], we need to
iterate φ a �nite number of times for a particular set of complex-valued arguments.
Furthermore, we will use the following notation. For a generic f0 ∈ G we de�ne
fn+1 := φ(fn), for n = 0, 1, . . ..

Theorem 7.9. Suppose that E[B]
∫∞

0 h(s) ds < ∞. Let z ∈ C, such that |z| < 1, be
�xed. Then the following holds:

(i) the z-transform of N(t) is given by Equation (7.18);

(ii) the function η, de�ned by η(u, z) = E[zS(u)] for u ∈ [0, t] is the unique �xed
point of φ, i.e., φ(η) = η, with φ de�ned in Equation (7.21);

(iii) the sequence (fn)n has the property that fn ∈ G for every n if f0 ∈ G ;

(iv) fn converges pointwise to η ∈ G , regardless of the initial approximation f0 ∈ G .

Proof. First �x −1 < z < 1, where z is a real number. Note that (i) and φ(η) = η
(cf. Equation (7.20)) have already been proven. To prove (ii), it remains to show
uniqueness, which will be shown after the proof of (iii) and (iv). It holds that f0 ∈ G
implies f1 = φ(f0) ∈ G , following a similar probabilistic reasoning as in e.g., [1,
Theorem 1]. Indeed, consider the related operator φ̃, which maps a possibly defective
CDF F to

φ̃(F )(u, k) = P

1{J>u} +
K(u)∑
i=1

S(i)(u− ti) 6 k

 , 0 6 u 6 t, (7.22)

cf. also Equation (7.19), where the S(i) are i.i.d. with CDF F . Let f0 ∈ G be the
z-transform of a possibly defective CDF F . Note that then φ(f0) is the z-transform of
the CDF φ̃(F ), by construction of φ and φ̃. Statement (iii) now follows by induction.

Now we show that, for arbitrary f0, g0 ∈ G , fn and gn have a limit, which is in
fact the same for both sequences. To do this, we show by induction that for every
n ∈ N,

|fn(u, z) − gn(u, z)|6 1
n! (Cu)n, 06u6t. (7.23)

We �rst prove the base case n = 1, i.e., for every 06u6t,

|f1(u, z) − g1(u, z)|
(1)
6 E

∣∣∣∣e−B
∫ u

0
h(s)(1−f0(u−s,z)) ds − e

−B
∫ u

0
h(s)(1−g0(u−s,z)) ds

∣∣∣∣
(2)
6 E[B]

∫ u

0
h(u− s)|f0(s, z) − g0(s, z)| ds (7.24)

(3)
6 E[B]

∫ u

0
h(s) ds

∫ u

0
|f0(s, z) − g0(s, z)| ds

(4)
6 Cu,
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with C = 2E[B]
∫∞

0 h(s) ds, which is �nite by assumption. Inequality (1) follows
from Equation (7.21) and |J̄ (u) +J (u)z| 6 1 for |z| < 1. Inequality (2) follows by
the mean-value theorem, which implies that for x, y ∈ R, ex − ey = (x− y)ez(x,y),
where z(x, y) takes a value between x and y. In our application, the exponent on
the right-hand side can be bounded from above by 1, since f0, g0 ∈ G implies that
f0, g0 6 1, and hence the exponential is bounded by e0 = 1. Finally, inequality (3)
follows from Young’s inequality for convolutions [44, Theorem 3.9.4], and (4) from
|f0 − g0| 6 2, for f0, g0 ∈ G , and 0 6

∫ u

0 h(s) ds 6
∫∞

0 h(s) ds since h > 0. Now
consider the inductive step: if Equation (7.23) holds for some n ∈ N, then by the
same reasoning as in Equation (7.24), for 0 6 u 6 t,

|fn+1(u, z) − gn+1(u, z)|6E[B]
∫ u

0
h(s) ds

∫ u

0
|fn(s, z) − gn(s, z)| ds

6C
1
n!

∫ u

0
(Cs)n ds = 1

(n+ 1)! (Cu)n+1.

It follows that Equation (7.23) holds for every n ∈ N. As n tends to in�nity, we can
conclude that fn and gn have the same limit f , regardless of the initial approximations
f0, g0. Moreover, it turns out that the limit f is an element of G , which follows from
fn ∈ G for every n in combination with Feller’s convergence theorem [103, p. 431]
or [222, p. 185]. From the de�nition of φ, it is easy to see that φ is a continuous
operator, and hence

f = lim
n→∞

fn+1 = lim
n→∞

φ(fn) = φ
(

lim
n→∞

fn

)
= φ(f),

thus the limit f ∈ G is a �xed point of φ, and hence (iv) is proved. The above now
also immediately yields uniqueness of the �xed point of φ, which �nishes the proof
of (ii). Indeed, suppose that η0, η̃0 ∈ G are both �xed points of φ, then

η0 = lim
n→∞

ηn = lim
n→∞

η̃n = η̃0.

Finally, we need that the above not only holds for real z, but also complex z such that
|z| < 1. The conditions in [1, Theorem 5] hold2, so that we can conclude that fn → η,
for all complex z with |z| < 1, regardless of the initial approximation f0 ∈ G .

The iterates of z-transforms can be used to construct lower and upper bounds
on the CDF of S(u). We write [n] in the superscript of a mapping to denote an
n-fold application of the mapping. De�ne F ∗ ≡ 1, F∗ ≡ 0, Fn∗ = φ̃[n](F ∗) and
Fn∗ = φ̃[n](F∗).

Proposition 7.10. For every 0 6 u 6 t and for all n, k ∈ N,

1 = F ∗(u, k) > Fn∗(u, k) > F (n+1)∗(u, k) > F (u, k)
2Technically these theorems are about LSTs, but they can be adapted to a result for z-transforms by
applying a variable transform.
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> F(n+1)∗(u, k) > Fn∗(u, k) > F∗(u, k) = 0,

where Fn∗ and Fn∗ are the (defective) CDF s associated with φ[n](z 7→ 1) and φ[n](z 7→
0), respectively.

Proof. Due to [1, Theorem 8], it is su�cient to show that φ̃ as de�ned in Equation
(7.22), regarded as an operator mapping possible defective CDF s into possibly de-
fective CDF s is monotone in the stochastic ordering. In other words, if we de�ne
F1 6st F2 to meanF1(k) > F2(k) for all k ∈ N, then we need to show thatF1 6st F2
implies φ̃(F1) 6st φ̃(F2). If F1 6st F2, then we can construct i.i.d. random variables
{S(i)

j : i > 1}, for j = 1, 2, such that S(1)
j has CDF Fj , for j = 1, 2, and S(i)

1 6 S
(i)
2

for each i. Hence, for every 0 6 u 6 t,

1{J>u} +
K(u)∑
i=1

S
(i)
1 (u− ti) 6 1{J>u} +

K(u)∑
i=1

S
(i)
2 (u− ti)

with probability one, which implies that, for every 0 6 u 6 t,

φ̃(F1)(u, k) = P

1{J>u} +
K(u)∑
i=1

S
(i)
1 (u− ti) 6 k


> P

1{J>u} +
K(u)∑
i=1

S
(i)
2 (u− ti) 6 k

 = φ̃(F2)(u, k),

for all k. The result follows.

Remark 7.5. We start in the extremal functions 0 and 1 in G , to ensure that the
associated (defective) CDFs provide an upper and lower bound to the CDF of the
solution. However, this gives the worst possible bounds and leaves some room
for improvement. To save computation time, another practical issue is to �nd a
good initial approximation f0 ∈ G . One may for instance use the approximation
ex ≈ 1 + x in Equation (7.21). For example, in the case of exponential jobs, the
resulting functional equation is solvable using techniques from [207, Chapter I]. The
solution will provide a better initial approximation than simply the function identical
to 1 or 0. In this chapter, however, we have opted not to pursue these issues any
further.

Remark 7.6. In [143] we have included Section 5 on numerical results and simula-
tion. The purpose of that section is to show the practical applicability of the tools
developed in the preceding sections. In this thesis, the section on the numerical
results is not included, because the author of this thesis was not involved in the
writing of that section.
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7.5 Asymptotic results
In this section, we use the �ndings from the previous section to derive asymptotic
results. In Subsection 7.5.1, we assume that B is regularly varying of index −α. We
show that N(t) is then also regularly varying, of the same index. In Subsection 7.5.2,
we study the heavy-tra�c behavior of N(∞). In both cases, we strongly rely on
representation (7.18).

7.5.1 Heavy-tailed asymptotics

In this subsection, we consider the case that the random variablesBi are heavy-tailed.
We use De�nition 1.6 of a regularly varying random variable. We denote the regularly
varying function of index −α by R(−α), with α > 0.

We now prove that, if the Bi are R(−α), with 1 < α < 2, then so is the number
of customers N(t) at time t in the Hawkes/G/∞ queue. Notice that this contrasts
with the fact that the number of customers in the M/G/∞ queue (starting empty at
time 0) is Poisson distributed at any time t.
In the sequel ? denotes convolution, e.g.,

(f ? g)(u) :=
∫ u

0
f(s)g(u− s)ds,

and n-fold convolutions are iteratively de�ned by

fn?(u) = (f ? f (n−1)?)(u), for n ≥ 2, with f1? ≡ f.

In addition we de�ne, with 1 < α < 2,

R1(u) :=
∞∑

n=0
(b1)n (hn? ?J )(u), u > 0, (7.25)

Rα(u) := Γ(1 − α) `(∞)
∞∑

n=0
(b1)n

(
hn? ? (h ? R1)α

)
(u), u > 0. (7.26)

We throughout impose the stability condition, which now reads (cf. Remark 7.4):
ρ := b1

∫∞
0 h(s)ds < 1.

Theorem 7.11. If B is R(−α) with α ∈ (1, 2), then so is N(t): as z ↑ 1,

E[zN(t)] − 1 + λ∞(1 − z)
∫ t

0
R1(u)du ∼ −λ∞(1 − z)α

∫ t

0
Rα(u)du. (7.27)

Proof. We use Theorem 7.9 to characterize the z-transform of the distribution of
N(t). It follows from [37, Theorem 8.1.6], which relates the behavior of a regularly
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varying function at in�nity and the behavior of its LST near 0, that β(s) − 1 + s b1 ∼
−Γ(1 − α) sα `(s−1), as s ↓ 0, for α ∈ (1, 2). Thus, as z ↑ 1,

β

(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)

− 1 +
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)
b1

∼ −Γ(1 − α)
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)α

`

(
1∫ u

0 h(s)
(
1 − η(u− s, z)

)
ds

)
.

(7.28)

Substituting this into Equation (7.20), we obtain, as z ↑ 1,

1 − η(u, z) ∼ 1 −
(
J̄ (u) + zJ (u)

)[
1 −

(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)
b1

− Γ(1 − α)
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)α

`

(
1∫ u

0 h(s)
(
1 − η(u− s, z)

)
ds

)]
.

(7.29)

Rearranging the terms of (7.29) and simplifying yields, as z ↑ 1, up to O((z − 1)2)
terms,

1 − η(u, z)

= 1 − (1 − J (u)(1 − z))
[

1 −
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)
b1

− Γ(1 − α)
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)α

`

(
1∫ u

0 h(s)
(
1 − η(u− s, z)

)
ds

)]

= J (u) (1 − z) +
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)
b1

+ Γ(1 − α)
(∫ u

0
h(s)

(
1 − η(u− s, z)

)
ds
)α

`

(
1∫ u

0 h(s)
(
1 − η(u− s, z)

)
ds

)
.

(7.30)

Observe that 1−η(u, 1) = 0, and ifE[S(u)] is �nite, then 1−η(u, z) = 1−E[zS(u)] =
E[S(u)](1 − z) + o(1 − z). Now we claim that the leading term in 1 − η(u, z) in
(7.30) should be E[S(u)](1 − z) with E[S(u)] = R1(u), as given in (7.25), for z ↑ 1.
To this end, observe that it cannot be R1(u)(1 − z)1+ε for some ε > 0 because of
the term J (u)(1 − z) in the right hand side of Equation (7.30) — realize that if that
would be the case then dividing by (1 − z) and letting z ↑ 1 yields a contradiction.
So the dominant term of 1 − η(u, z) for z ↑ 1, is R1(u)(1 − z), where

R1(u) = J (u) + b1

∫ u

0
h(s)R1(u− s)ds. (7.31)
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The above equation can be recognized as a Volterra integral equation of the second
kind (see [207, Chapter I]). By using Picard iteration, we obtain, for u > 0,

R1(u) = J (u) + b1

∫ u

0
h(s)J (u− s)ds

+ b1

∫ u

0
h(s)

[
b1

∫ u−s

0
h(v)J (u− s− v)dv

]
ds+ · · ·

= J (u) + b1 (h ?J )(u) + (b1)2 (h2? ?J )(u) + · · ·

=
∞∑

n=0
(b1)n (hn? ?J )(u), u > 0. (7.32)

Now we claim when z ↑ 1 (using the same reasoning as for the �rst term) that the
next term of 1 − η(u, z) is Rα(u)(1 − z)α, with Rα(u) given in (7.26). Substituting
this in (7.30) and calculating the coe�cient of (1 − z)α, we �nd in the limit z ↑ 1:

Rα(u) = b1

∫ u

0
h(s)Rα(u− s)ds+ Γ(1 − α) `(∞)

(∫ u

0
h(s)R1(u− s)ds

)α

.

(7.33)

This equation is also a Volterra integral equation of the second kind (see [207, Chapter
I]) and using Picard iteration, we get

Rα(u) = Γ(1 − α) `(∞)
∞∑

n=0
(b1)n

(
hn? ? (h ? R1)α

)
(u), u > 0.

Now we use Theorem 7.9, in combination with the asymptotics that we just
established for the �rst and second term. As z ↑ 1,

E[zN(t)] ∼ exp
(

−λ∞

∫ t

0
(R1(u)(1 − z) +Rα(u)(1 − z)α)du

)

= exp
(

−λ∞(1 − z)
∫ t

0
R1(u)du

)
exp

(
−λ∞(1 − z)α

∫ t

0
Rα(u)du

)
.

(7.34)

Using the exponential function expansion in the above equation, we get

E[zN(t)]

∼

(
1 − λ∞(1 − z)

∫ t

0
R1(u)du+O((1 − z)2)

)
(7.35)

·

(
1 − λ∞(1 − z)α

∫ t

0
Rα(u)du+O((1 − z)2α)

)
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= 1 − λ∞(1 − z)
∫ t

0

(
R1(u) + (1 − z)α−1Rα(u)

)
du+O((1 − z)2).

Using [37, Theorem 8.1.6] in the reverse way, we conclude that, indeed, N(t) ∈
R(−α), with α ∈ (1, 2).

Remark 7.7. For special choices of h(·) and J (u), one can obtain explicit expres-
sions for

∫ t

0 R1(u)du and
∫ t

0 Rα(u)du. Below we consider the case h(u) = e−ru

and J (u) = e−µu. Substituting these in Equation (7.31), we get

R1(u) = e−µu + b1

∫ u

0
e−r(u−s)R1(s)ds. (7.36)

The above equation is a Volterra integral equation of the second kind with kernel
k(u, s) = e−r(u−s). Solving it using the resolvent kernel method given in [207,
Chapter I], we get

R1(u) = 1
r0 − µ

[
(r − µ)e−µu − b1 e

−r0u
]
.

From this, or directly from (7.36) after integrating both sides from 0 to ∞, we obtain∫ ∞

0
R1(u)du = 1/µ

1 − ρ
.

We next turn to Rα(u). We substitute h(·) and R1(·) in Equation (7.33), which leads
to a Volterra integral equation of the second kind, i.e.,

Rα(u) = b1

∫ u

0
e−r(u−s)Rα(s)ds+ Γ(1 − α) `(∞)

(
e−µu − e−r0u

r0 − µ

)α

.

Substituting r0 = r(1 − ρ) and then integrating both sides from 0 to ∞ yields∫ ∞

0
Rα(u)du = b1

r

∫ ∞

0
Rα(s)ds+Γ(1 − α) `(∞)

∫ ∞

0

(
e−r(1−ρ)s − e−µs

µ− r(1 − ρ)

)α

du,

and hence∫ ∞

0
Rα(u)du = Γ(1 − α) `(∞)

1 − ρ

∫ ∞

0
e−αr(1−ρ)s

(
1 − er(1−ρ)s−µs

µ− r(1 − ρ)

)α

ds.

Substituting er(1−ρ)s−µs := v in the above equation yields∫ ∞

0
Rα(u)du = Γ(1 − α) `(∞)

(1 − ρ)(µ− r(1 − ρ))α+1

∫ 1

0
v

αr(1−ρ)
µ−r(1−ρ) −1 (1 − v)α dv
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= Γ(1 − α) `(∞)
(1 − ρ)(µ− r(1 − ρ))α+1 B

(
αr(1 − ρ)
µ− r(1 − ρ) , α+ 1

)
,

where B(·, ·) is the Beta function. Using a well-known property of the Beta function,
viz., pB(p, q) = (p+ q)B(p+ 1, q), we obtain∫ ∞

0
Rα(u)du = Γ(1 − α) `(∞)

(1 − ρ)(µ− r(1 − ρ))α+1
µ(α+ 1) − r(1 − ρ)

αr(1 − ρ)

B
(

αr(1 − ρ)
µ− r(1 − ρ) + 1, α+ 1

)
.

7.5.2 Heavy-tra�ic asymptotics
In this subsection, we discuss the heavy-tra�c behavior of Λ ≡ Λ(∞) and N ≡
N(∞), i.e., we consider the stationary Hawkes intensity process and the number of
customers, in the regime where we let the load generated by the Hawkes process
approach its instability boundary. In other words, we study the system’s behavior
when ρ = b1

∫∞
0 h(u)du ↑ 1. Let Γ(α1, α2) denote a Gamma distribution with shape

parameter α1 and rate parameter α2. We assume in this subsection that h(u) = e−ru,
so that ρ = b1/r.

Theorem 7.12. Consider a Hawkes process for which the �rst two moments of B are
�nite, and where h(u) = e−ru, u > 0. As ρ ↑ 1,

(1 − ρ)Λ d→ Γ
(

2rλ∞

b2
,

2r
b2

)
. (7.37)

Proof. Start with the steady-state version of (7.8). Take z =1, so that we focus on Λ,
as E[e−sΛ] is the LST of Λ. Then one gets the ODE:

d
dsE[e−sΛ] = − rsλ∞

rs+ β(s) − 1E[e−sΛ].

Its solution is

E[e−sΛ] = exp
[
−λ∞r

∫ s

0

u

ru+ β(u) − 1du
]
. (7.38)

Since we assume that the �rst two moments of B are �nite, we can write β(s) =
1 − s b1 + s2

2 b2 + o(s2), as s ↓ 0. Now consider E[e−s(1−ρ)Λ] with ρ = b1/r.
Substituting u = v(1 − ρ) and the above β(s) expansion in (7.38), we get for ρ ↑ 1:

E[e−s(1−ρ)Λ] = exp
[
−λ∞

∫ s

0

1
1 + vb2/(2r) + o(1 − ρ)dv

]
. (7.39)
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For ρ ↑ 1, one gets from the above equation that, with κ = 2r/b2,

lim
ρ↑1

E[e−s(1−ρ)Λ] =
(

κ

κ+ s

)κλ∞

. (7.40)

By virtue of Feller’s convergence theorem [103, p. 431] or[222, p. 185], the result
follows.

We now prove that a very similar result holds for the steady-state number of customers
N in the Hawkes/M/∞ queue. We accomplish this by �rst observing that the �rst
two moments of (1 − ρ)Λ and (1 − ρ)µN have the same limit for ρ ↑ 1 (in fact,
this holds for the �rst g moments, if E[Bg] < ∞, as can easily be veri�ed from the
steady-state version of (7.10)). We subsequently apply the following lemma. Denote
σ2

Xn
:= Var Xn, σ2

Yn
:= Var Yn, and Cn := Cov(Xn, Yn)/

√
Var Xn · Var Yn.

Lemma 7.13. Suppose that the following conditions hold: (i) E[Yn]/E[Xn] → β and
σYn

/σXn
→ β as n → ∞, (ii) Cn → 1 as n → ∞, (iii) Xn

d→ X , and (iv) there is a
�niteM such that, for all n, 0 6 E[Yn] < M and 0 6 σ2

Yn
< M . Then Yn

d→ βX .

Proof. De�ne αn := Cn σYn
/σXn

. Then by using (i) and (ii), αn → β. In addition,

Var(αnXn − Yn) = α2
nσ

2
Xn

− 2αnCnσXnσYn + σ2
Yn

= C2
nσ

2
Yn

− 2C2
nσ

2
Yn

+ σ2
Yn

= (1 − C2
n)σ2

Yn
→ 0, (7.41)

using (ii) and (iv). Then note that

E[(αnXn − Yn)2] = Var(αnXn − Yn) + (αnE[Xn] − E[Yn])2 → 0.

The �rst term goes to 0 due to (7.41), and the second term due to (i), (iv), and
αn → β as n → ∞. Hence αnXn − Yn → 0 in L2; using Chebyshev’s inequality, it
immediately follows that εn := αnXn − Yn

P→ 0.
Now consider Yn = αnXn − εn. Using (a) αn → β as n → ∞, (b) Xn

d→ X

because of (iii), (c) εn
P→ 0, (d) Slutsky’s Lemma [212, Lemma 2.8]: An

d→ A,Bn
P→ 0

implies that An +Bn
d→ A (irrespective of An and Bn being dependent), the claim

Yn
d→ βX follows.

This lemma, in combination with Theorem 7.12, now yields the following heavy-
tra�c result for N , the number of customers in the Hawkes/M/∞ queue. For this
purpose, we take Xn = (1 − ρn)Λn and Yn = (1 − ρn)Nn, where ρn, n = 1, 2, . . .
is a sequence of parameters converging to 1, and where Λn and Nn correspond to
the quantities Λ and N in our Hawkes/M/∞ queue when ρ = ρn.

Theorem 7.14. Consider the Hawkes/M/∞ queue, with J (u) = e−µu. Assume that
the �rst two moments of B are �nite, and that h(u) = e−ru, u > 0. As ρ ↑ 1,

(1 − ρ)N d→ Γ
(

2rλ∞

b2
,

2rµ
b2

)
. (7.42)

164



7.6 Conclusions and possible extensions

7.6 Conclusions and possible extensions
In this chapter, we have analyzed an in�nite-server queue fed by a Hawkes arrival
process. Under Markovian assumptions, a fairly explicit analysis is possible, leading
to e.g., explicit expressions for the transient and stationary moments of the number
of customers in the system. Lifting the Markovian assumptions, the analysis becomes
less explicit: results are derived in terms of a �xed-point equation describing the
z-transform of the number of customers. We have used this �xed-point equation to
derive asymptotic results.
Several branches of follow-up research o�er themselves.

i In the �rst place one could consider single-server queues with Hawkes input. In
our analysis in the in�nite-server setting we repeatedly use that the customers
are served independently of each other, a property that we do not have in
a single-server context. This may entail that exact analysis is prohibitively
di�cult, but analysis in a heavy-tra�c setting might be possible.

ii In [141] we considered networks of in�nite-server queues with shot-noise-
driven input. There it turned out that the network setting could be analyzed
by essentially the same techniques as the single-queue setting. This raises the
question whether the results of this chapter also naturally extend to that of
a network of in�nite-server queues with Hawkes input. We would have to
appeal to the multivariate counterpart of self-exciting processes, which are
called mutually-exciting arrival processes [123]. As the name suggests, in this
case arrivals to a particular queue are able to excite arrivals in other queues.

iii In the heavy-tra�c setting, there are several interesting directions still to be
explored. One could try to generalize Theorem 7.14 to the case of generally
distributed J ; it would also be interesting to study the heavy-tra�c behavior
of Λ and N in the heavy-tailed setting of Section 7.5.1.
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Part III

Cooperative random access
model
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Chapter 8

Analysis of a cooperative random
access network with collisions

Based on [185]

The aim of this chapter concerns the performance analysis of systems with in-
teracting queues under the join the shortest queue policy. The case of two interact-
ing queues results in a two-dimensional random walk with bounded transitions to
non-neighboring states, which in turn results in a complicated boundary behavior.
Although this system violates the conditions of the compensation approach due to the
transitions to non-neighboring states, we show how to extend the framework of the
approach and how to apply it to the system at hand. Moreover, as an additional level
of theoretic validation, we have compared the results obtained with the compensation
approach with those obtained using the power series algorithm and we have shown
that the compensation approach outperforms the power series algorithm in terms
of numerical e�ciency. In addition to the fundamental contribution, the results
obtained are also of practical value, since our analysis constitutes a �rst attempt
towards gaining insight in the performance of such interacting queues under the join
the shortest queue policy. To fully comprehend the bene�ts of such a protocol, we
compare its performance to the Bernoulli routing scheme as well as to that of the
single relay system. Extensive numerical results provide interesting insights in the
system’s performance.

8.1 Introduction
In this chapter, we consider a discrete-time stochastic network consisting of two
interacting queues fed by a single stream of jobs according to the join the shortest
queue policy (JSQ). The system under consideration is primarily motivated by emer-
ging applications in relay-assisted cooperative random-access wireless networks
[126, 156].
Cooperative communication is a new communication paradigm in which di�er-

ent terminals (i.e., nodes, devices) in a wireless network share their antennas and
resources for distributed transmission and processing. Recent studies have shown
that cooperative communications yield signi�cant performance improvements for 5G
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networks, which need massive uncoordinated access, low latency, energy e�ciency,
and ultra-reliability [168].

The unprecedented growth of wireless networking, and the ever growing demand
for higher data rates and capacity over the last decades, have already pushed the
limits of current cellular systems [203]. By exploiting the spatial diversity inherent
to wireless channels, which is an important tool to overcome the e�ects of fading
(decrease in signal power due to path loss), shadowing and attenuation (decrease
in signal strength), relay-based cooperative communications have in the past been
proposed as the appropriate solution to achieve the future needs; see e.g., [126, 156].
A typical relay-based cooperative wireless network [94, 168] operates as follows:

There exists a network of a �nite number of source users, a �nite number of relay
nodes and a common destination node. The source users transmit packets to the
destination node with the cooperation of the relays. If a direct transmission of a
user’s packet to the destination fails, a cooperation strategy among sources and relays
is employed to specify the relays that will store the blocked packet in their bu�er.
Relays are responsible for the transmission of the blocked packets to the destination,
e.g., [170]. In a wireless network, transmission failures occur either due to packet
collisions, or due to channel fading/noise and attenuation. In both cases the packet
has to be re-transmitted in a later slot. The former case occurs when more than one
node transmits simultaneously [164], while the latter one refers to the probabilistic
nature of transmissions, see e.g., [170, 179, 181].

In this work, we consider a simple relay-based cooperative wireless network with
a single source, two in�nite capacity relay nodes, and a common destination with
collisions under a load balancing relay scheme. To keep the model in a simple form
and enhance the readability of the chapter, we assume that there is no direct link
between source and destination, and thus, the source transmits its packets to the
destination with the aid of the relays. The employed cooperation strategy among
source and relays is queue-based. In particular, we consider the join the shortest
relay queue (JSRQ) policy and study its impact on the total transmission time, i.e.,
the time that is needed to transmit a packet from the source to the destination, and
the total expected number of bu�ered packets in the system.

8.1.1 Related work

The analysis performed in this chapter has connections with two distinct research
branches.

Random-access networks. Interacting queues are of practical relevance as they
appropriately capture the interference in random-access networks, e.g., [93, 94, 165,
166]. In addition to their practical relevance, such queueing systems are mathemat-
ically interesting as they are oftentimes formidably challenging to analyze even in
their simplest forms [99, 164]. Their challenge mainly lies in the fact that the service
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rate of a queue depends on the state of the other queues, which in turn leads to a
so-called network of coupled queues.

When dealing with such networks of coupled queues, the �rst point of focus con-
cerns the characterization of the stable throughput region, also known as the stability
region. For small, simple networks the stability region can be fully determined, e.g.,
[93, 166, 208], while for large, general networks, only bounds of these regions are
known [51, 158, 174, 195]. For a thorough overview of several techniques used for
the derivation of the stability region, the interested reader is referred to [107]. An
alternative way to derive stability conditions is to use the concept of dominant sys-
tems, under which the network of interest is (stochastically) dominated by a simpler
one that is easier to analyze, e.g., [171, 174] and the references therein. Another
powerful tool to investigate necessary and su�cient stability conditions for queueing
networks is the use of �uid models, see [48, 52, 109, 116, 189, 193].

The second point of focus in the literature concerns the computation of the joint
queue length distribution. This type of performance analysis has recently regained
attention due to the rapid development of real-time applications that require delay-
based guarantees [113]. However, the impact of interacting queues causes severe
mathematical di�culties, and there are very few studies that deal with the investiga-
tion of the queueing delay. In [165], by performing an appropriate truncation of the
in�nite Markov chain, the authors approximate the steady-state probability vector,
within any desired degree of accuracy, whereas in [201], di�usion approximations
were applied. In [93, 94, 164] the probability generating function (PGF) of the joint
(relay) queue length distribution was obtained in terms of the solution of a boundary
value problem. In [52, 219] �uid models were used to investigate the delay of random
access networks. In [194], bounds for the queueing delay in a random access network
with N > 2 nodes were also derived.

Note that, in the vast majority of the above-mentioned literature, cooperation
is employed as a solution to the problem of the absence of a reliable direct link
between source and destination. In our work, we additionally assume queue-aware
cooperation criteria, by forwarding packets to the least loaded relay with the ultimate
goal that of the optimization of the overall network performance; e.g., [156]. With
that in mind, we realize that the use of queue-aware load balancing schemes improves
the system’s overall performance, since their purpose is to e�ectively divide the work
among the participating nodes.

Under certain conditions, the so-called JSQ policy has several strong optimality
properties: The JSQ policy minimizes the overall mean delay among the class of
load balancing policies that do not have any advance knowledge of the service
requirements [98, 163, 211]. However, to the best of our knowledge, there is no work
in the related literature that deals with the delay analysis of a cooperative random
access network (i.e., a network of interacting queues with collisions) under the JSQ
policy.
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JSQ policy and methods of analysis. The JSQ policy has been extensively stud-
ied in systems with two queues. The JSQ policy was introduced in [119], in the
context of two parallel (exponential) servers and a Poisson stream of arrivals. The
�rst major contributions towards the exact analysis of the JSQ policy for two queues
were made in [106, 138], using a uniformization approach that established that the
PGF of the joint equilibrium distribution of the queue lengths is meromorphic (i.e.,
the equilibrium distribution can be written as a linear combination - �nite or in�nite
- of product-form terms). The generating function approach was used in combination
with the theory of Riemann-Carleman-Hilbert boundary value problems to provide
a compact analytical method [77, 101], but this approach does not always provide
explicit expressions for the equilibrium distribution.

Although these methods are mathematically elegant and provide interesting math-
ematical insights, they are not so useful in the numerical computation of performance
metrics. Therefore, several other numerically oriented methods were developed. In
particular, the matrix geometric method (MGM) was proposed in a series of works
as a possible solution; see e.g., [115, 118, 173]. Despite its algorithmic nature, MGM
has several limitations as it is computationally challenging to compute the so-called
rate-matrix, especially in the case of quasi-birth-death systems with both in�nite
phases and levels resulting in an in�nite dimension rate-matrix. In [130], the authors
investigate how to compute the in�nite dimension rate-matrix for a class of simple
(nearest neighbor) random walks and they demonstrate their results by applying
their analysis to the case of the JSQ model.
Another method used for the performance analysis of queueing systems is the

power-series algorithm (PSA). The PSA is an algorithmic, numerically oriented
procedure that has been successfully used for the analysis of JSQ systems, as well
as to numerically obtain the performance measures of multi-dimensional queueing
models, which �t in the class of quasi birth-and-death processes. The intrinsic idea
behind the PSA is the transformation of the balance equations into a recursively
solvable set of equations by adding one dimension to the state space. This is achieved
by expressing the equilibrium distribution as a power series in some variable based on
the model parameters (usually the load). This allows the calculation of the equilibrium
joint queue length distribution. The PSAwas �rst applied by Beneš [33] and thereafter
by Hooghiemstra et al. [127]. Important generalizations were presented in [39, 40,
41, 95, 139, 210].

In a di�erent direction, the precedence relation (PR) method, see, e.g., [213], can be
used to systematically construct bounds for any performance measure of the Markov
chain under consideration.
The strength of the PSA and the PR methods is that they are not restricted to

two queues, but apply equally well to more than two queues. A major weak point,
however, is that the theoretical foundation of the PSA is still incomplete and that PR
produces no exact results, but bounds.
The compensation approach (CA) [11, 12, 13] is an alternative method, that can

be used to directly solve the balance equations and it leads to an explicit solution in
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the form of a linear combination - �nite or in�nite - of product-form terms. We will
further elaborate on the CA in Section 8.3.

For a comparison of some of the above-mentioned approaches used for the analysis
(among others) of JSQ systems, and an exposition of their strengths and limitations,
the interested reader is referred to [5].

8.1.2 Contribution
Application oriented contribution. In this work, we consider a slotted-time,
collision-based relay-assisted cooperative communication system with the JSRQ
routing protocol at the relays. Relays have random access to the medium, and they
are equipped with in�nite capacity bu�ers. Such networks have not been extensively
analyzed and very little is known regarding their delay performance even for small
scale networks. This is due to the strong interdependence/interaction among queues,
since the successful transmission rate of a relay depends on the state of the others.
In this work, we provide insights into the characterization of the delay and the
performance of the system at hand. To the best of our knowledge, this is the �rst
work that provides analytic results regarding the delay performance of the JSRQ
routing protocol in networks of interacting queues.
To gain more insights into the performance of the system at hand, we compare

the JSRQ scheme with the Bernoulli routing scheme, as well as with the single relay
system. Our numerical results reveal the superiority of the JSRQ over the Bernoulli
routing scheme when the relays are more likely to remain silent, i.e., they are “slow".
At this point and regarding the Bernoulli routing protocol, we have to mention that
in contrast to the continuous time setting, its stationary analysis under the slotted
time setting is a challenging task (see Section 8.5.1) since the two queues do not
behave independently.

Fundamental contribution. In this work, we extend the framework of the CA
to a new class of random walks. We relax one of the main assumptions of the CA,
viz., that of transitions being allowed only to neighboring states. We show, using the
system at hand as a vehicle for illustration, that the CA can be extended to random
walks in the quadrant that obey the following conditions:

Homogeneity: The same transitions occur according to the same rates for all in-
terior points, and similarly for all points on the horizontal boundary, and for
all points on the vertical boundary.

Forbidden steps: No transitions from interior states to the North, North-East, and
East.

Bounded transitions: Only transitions to a bounded region.

Later in our analysis we refer to the above conditions as H, F and B. Note that the
CA was developed to satisfy a more restrictive setting than the bounded transitions,
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by allowing only transition to the nearest neighbors, see, e.g., [12, 13, 14]. We also
mention the work in [11] that deals with a random walk with a similar but simpler
structure.
The framework extension achieved in this chapter sets the �rst stepping stones

towards a full extension of the CA to random walks with large steps (extending the
results obtained in [9]) and to queueing systems with (bounded) batch arrivals and/or
(bounded) batch departures.

We demonstrate how to obtain the equilibrium joint queue length distribution
through the CA, and provide a detailed implementation algorithm. Moreover, we
numerically validate our theoretical �ndings by employing the PSA, and present an
extensive numerical comparison discussing which method performs better in terms
of accuracy and time complexity (computational time). Other validation methods are
also discussed.

Chapter structure. In Section 8.2, we describe the system under consideration
in detail and provide its stability condition. The computation of the equilibrium
distribution of the joint queue lengths using the CA is performed in Section 8.3. In
Section 8.4, we apply the PSA to obtain the equilibrium distribution of the joint
queue lengths. Section 8.5 contains various numerical results. Finally, we present
conclusions and possible generalizations in Section 8.6.

8.2 Model description
We consider a relay-assisted cooperative random access wireless network composed
of a saturated source user, that transmits packets to a common destination node,
under the cooperation of two relay nodes. The relays are equipped with in�nite
capacity bu�ers (queues), and they assist the user by transmitting the packets that
failed to reach the destination. Packets have equal length (i.e., they consist of the
same �xed number of bits [69]), and time is divided into slots corresponding to the
transmission time of a packet. We consider an Early Arrival System (EAS), under
which at the beginning of a slot packets arrive and they are routed to the relays
according to the JSRQ policy. On the other hand, departures are scheduled at the end
of the slot.

The numbers of packet arrivals are assumed to be i.i.d. Bernoulli random variables
from slot to slot, with the average number of arrivals being λ packets per slot. Upon
the arrival of a packet, the source and the relays cooperate as follows: When the
source transmits a packet, it is forwarded to the least loaded relay, i.e., to the relay
with the smallest number of backlogged packets. Then, the relay node sends an
acknowledgement to the source and takes over the responsibility of delivering the
packet to the destination node by storing it in its queue. Such a protocol helps to
keep a fair balance among the relays, as well as, it enhances the energy conservation
of the relays (the relay node is usually a battery operated wireless device). In case the
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numbers of packets in the relay queues are equal, a packet is routed to relay r with
probability πr , r = 1, 2. At the end of each slot, relay r (if it is non-empty) transmits
a packet to the destination node with probability ar , r = 1, 2. If both relays transmit
at the same slot, a collision occurs, and both packets have to be retransmitted in a
later slot. If only one relay transmits, then the destination node successfully decodes
it, sends an acknowledgement to the corresponding relay, and the packet exits the
network. The acknowledgements are assumed to be error-free, instantaneous, and
broadcasted to all relevant nodes. The nodes remove the successfully transmitted
packets from their queues, while unsuccessful packets are retained.

In order to enhance the readability of the chapter, and only for this reason, we focus
here on a symmetric system, under which ar = a, r = 1, 2, i.e., both relays have
identical transmission parameters, and πr = 1/2, r = 1, 2. Note that the analysis
that follows can be directly generalized to the asymmetric case, however this would
render the notation more complicated, which would severely impact the readability
of the chapter.

Let Qr(n) be the number of stored packets at the bu�er of relay r, r = 1, 2, at the
beginning of the n-th slot, n ≥ 0. Then {Q(n), n ≥ 0} := {(Q1(n), Q2(n)), n ≥
0} is a discrete time Markov chain with state space S = {(i, j) : i, j ≥ 0}. The
corresponding transition probability diagram is depicted in Figure 8.1.
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Figure 8.1. The transition probability diagram of {Q(n), n ≥ 0} for a few representative
states.
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From Figure 8.1, it is evident that {Q(n), n ≥ 0} has six regions of spatial ho-
mogeneity. Namely, two angles: upper-diagonal angle H = {(i, j) : i > j > 0},
and lower-diagonal angle V = {(i, j) : j > i > 0}; three rays: horizontal ray
H ′ = {(i, 0) : i > 0}, vertical ray V ′ = {(0, j) : j > 0}, and diagonal ray
D = {(i, j) : j = i > 0}; and the origin point O = (0, 0). These six regions govern
the one-step transition probabilities, say

pL
i′,j′ = P

[
Q(n+ 1) = (i+ i′, j + j′) |Q(n) = (i, j) ∈ L

]
,

with L ∈ {H,V,H ′, V ′, D,O}, and i′, j′ = 0,±1.

1. For (i, j) ∈ {H,V },

pV
1,0 = pH

0,1 = λ(ā2 + a2), pV
0,−1 = pH

0,−1 = λ̄aā, pV
−1,0 = pH

−1,0 = λ̄aā,

pV
1,−1 = pH

−1,1 = λaā, pV
0,0 = pH

0,0 = λ̄(ā2 + a2) + λaā, (8.1)

with ā = 1 − a and λ̄ = 1 − λ.

2. For (i, j) ∈ {H ′, V ′},

pV
′

1,0 = pH
′

0,1 = λ(ā2 + a2), pV
′

0,−1 = pH
′

−1,0 = λ̄a, pV
′

1,−1 = pH
′

−1,1 = λaā,

pV
′

0,0 = pH
′

0,0 = λ̄ā+ λaā. (8.2)

3. For (i, j) ∈ D,

pD
1,0 = pD

0,1 = 1
2λ(ā2 + a2), pD

0,−1 = pD
−1,0 = λ̄āa,

pD
0,0 = λ̄(ā2 + a2) + λaā, pD

1,−1 = pD
−1,1 = 1

2λāa. (8.3)

4. For (i, j) ∈ O,

pO
0,1 = pO

1,0 = 1
2λā, p

O
0,0 = λ̄+ λa. (8.4)

Remark 8.1. To better understand how the above probabilities are computed, we
consider for example the case of pV

1,0. This probability captures the transition from a
state (i, j) ∈ V to a state (i+ 1, j). In this case, at the beginning of a slot, due to the
EAS, with probability λ there is a new arrival. For the transition (i, j) → (i+ 1, j) to
occur it is necessary that there is an arrival and no departure occurs. The latter event
happens with probability ā2 + a2. Thus, pV

1,0 = λ(ā2 + a2). The other transition
probabilities are obtained in a similar fashion.
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Remark 8.2. Note that if both relay queues are non empty, then the successful
transmission rate from each of them equals āa. If one of them is empty then the
other transmits with rate a. This demonstrates that the setting under consideration
is a non-work conserving setting. The only exception is the case 2āa = a ⇐⇒
a = 1/2 = ā (or equivalently the case 2āa = ā). Due to the non-work conserving
setting, our model incorporates two features, that of the JSRQ and that of the “coupled
processors" [99]. The combination of the JSRQ feature and the coupled processor
feature considerably complicates the analysis.

8.2.1 Stability condition
Let (Ek

x,Ek
y) denote the mean jump vector of {Q(n), n ≥ 0} in the angles k = H,V

or in the rays k = H ′, V ′, D. Then, it is readily derived that

EH
x = EV

y = −(λaā+ λ̄aā) = −aā < 0,
EH

y = EV
x = λ(a2 + ā2) + λaā− λ̄aā = λ− aā,

EH′

x = EV ′

y = −a(λ̄+ λā) < 0,

EH′

y = EV ′

x = λ(ā2 + a2 + aā),

ED
x = ED

y = λ

2 (a2 + ā2) − λ̄aā = 1
2(λ− 2aā).

Note that (ED
x ,ED

y ) = 1
2 (EH

x + EV
x ,EH

y + EV
y ) and that EH

x + EH
y = EV

x + EV
y =

λ− 2aā. Following the analysis in [150], we prove the following theorem.

Theorem 8.1. The system at hand is stable if and only if

λ < 2aā. (8.5)

Equivalently, the stability condition for the system can be written in terms of the system
load

ρ = λ(ā2 + a2)
2λ̄āa

< 1. (8.6)

Proof. The proof of the stability condition (su�ciency and necessity) follows verbatim
the analysis presented in [128], and in particular, the proof of Theorem 5 therein.
Note that, although the analysis presented in [128, Theorem 5] is for a continuous
time queueing network with single arrivals and departures, it can be, in the two-
dimensional case, easily and in a very straightforward manner adapted to the system
under consideration. For this reason, we have opted to not repeat the technical steps
and instead to focus on how to apply the algorithm implemented in [128, Section 5.2]
for the derivation of the stability region. Following the notation in [128], we de�ne
the vectors uk as follows

u1 = (1, 0), u2 = (1, 0), u3 = (1, 1), u4 = (0, 1), u5 = (0, 1),

177



Chapter 8 Analysis of a cooperative random access network with collisions

and the drifts as follows

δ(1) = (EH′

x ,EH′

y ), δ(2) = (EH
x ,EH

y ), δ(3) = 1
2(EH

x + EV
x ,EH

y + EV
y ),

δ(4) = (EV
x ,EV

y ), δ(5) = (EV ′

x ,EV ′

y ).

Using the results of [128, Section 5], the interior of the stability region can be obtained
as follows:
Segment 1. Determine a segment of the stability region in terms of λ and a, such
that there exists c ∈ (0, 1) and A < 0, with

cδ(1) + (1 − c)δ(2) = Au2. (8.7)

This system yields c = λ−aā
−λ̄aā

and it can be veri�ed that if λ < aā, then indeed there
exist c ∈ (0, 1) and A < 0 that satisfy (8.7). This produces one of the segments of
the stability region.
Segment 2. Similarly, for some segment of the stability region, there exists c′ ∈ (0, 1)
and A′ < 0, with

c′δ(2) + (1 − c′)δ(3) = A′u3. (8.8)

This system yields c′ = λ−aā
λ/2 and it can veri�ed that if 2aā > λ > aā, then indeed

there exist c′ ∈ (0, 1) and A′ < 0 that satisfy (8.8). This produces the second and
last segment of the stability region.

Note that, for the symmetric model at hand, it is not necessary to use all the cones
de�ned by the vectors uk as the system is symmetric. The union of the two stability
region segments (including the set closure) produces exactly the stability condition
stated in the theorem.

Remark 8.3. Theorem 8.1 can be generalized to the asymmetric case using again
[128]. This analysis would reveal that the stability condition is λ − a1(1 − a2) −
(1 − a1)a2 < 0, or equivalently in terms of the system load

λ
(
a1a2 + (1 − a1)(1 − a2)

)
(1 − λ)(a1(1 − a2) + a2(1 − a1)) < 1.

8.3 The equilibrium analysis
In this section, our aim is to extend the CA to two-dimensional random walks with
bounded transitions to non-neighboring states, and to apply it to the system under
consideration with the two interacting queues under the join the shortest queue
policy.

This section is structured as follows: We �rst introduce the CA and state the main
results. Thereafter, we give the mathematical proofs of the main results and discuss
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how to implement the CA. Finally, possible model extensions that can be tackled
with the CA are discussed.

The CA is developed by Adan et al. in a series of papers [12, 13, 14]. In these
articles, the authors aim at a direct solution of the balance equations, for a sub-
class of two-dimensional random walks on the lattice of the �rst quadrant obeying
three conditions: Homogeneity, North/North-East/East forbidden states, and only
transitions to neighboring states.
This method exploits the fact that the balance equations in the interior of the

quarter plane are satis�ed by a linear combination (�nite or in�nite) of product-form
terms, the parameters of which satisfy a kernel equation, and which need to be
chosen such that the balance equations on the boundaries are satis�ed as well. As it
turns out, this can be done by alternatingly compensating for the errors on the two
boundaries, which eventually leads to an in�nite series of product-forms.
As evident from Figure 8.1, the model at hand violates the �rst two conditions

mentioned above. In order to apply the CA, it is necessary to transform the state
space (similarly as in the case of the classical JSQ model [12, 13]). More concretely,
we employ the following transformation

Q̃1(n) = min
{
Q1(n), Q2(n)

}
, Q̃2(n) =

∣∣Q2(n) −Q1(n)
∣∣ .

Clearly, {Q̃(n), n ≥ 0} := {(Q̃1(n), Q̃2(n)), n ≥ 0} is a discrete time Markov
chain with state space S̃ = {(k, l), k, l ≥ 0}. The corresponding transition probabil-
ity diagram is depicted in Figure 8.2.
Note that the above transformation has led to a random walk that only violates

the nearest neighbor condition for the application of the CA, but the new random
walk has bounded transitions, see Figure 8.2. Despite violating the nearest neighbor
condition, we show, in this chapter, that the CA can still be applied and it leads
to an equilibrium joint queue length distribution expressed in the form of a linear
combination (in�nite) of product-form terms.
Let

πk,l = lim
n→∞

P(Q̃1(n) = k, Q̃2(n) = l)

= lim
n→∞

P(min{Q1(n), Q2(n)} = k, |Q1(n) −Q2(n)| = l), k, l ≥ 0, (8.9)

denote the equilibrium joint queue length distribution of the transformed random
walk {Q̃(n), n ≥ 0}.

The balance equations read as follows

πk,l =πk,l(λ̄(ā2 + a2) + λaā) + πk,l+1λ̄aā+ πk−1,l+1λ(ā2 + a2)
+ πk−1,l+2λāa+ πk+1,l−1λ̄āa, k ≥ 1, l ≥ 3, (8.10)

πk,0 =πk,0(λ̄(ā2 + a2) + λaā) + πk,1λ̄aā+ πk−1,1λ(ā2 + a2)
+ πk−1,2λaā, k ≥ 1, (8.11)
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Figure 8.2. The transition probability diagram of {Q̃(n), n ≥ 0} for a few representative
states.

πk,1 =πk,1(λ̄(ā2 + a2) + 2λaā) + πk,2λ̄aā+ πk−1,2λ(ā2 + a2)
+ πk−1,3λaā+ πk,0λ(ā2 + a2) + πk+1,02λ̄aā, k ≥ 1, (8.12)

πk,2 =πk,2(λ̄(ā2 + a2) + λaā) + πk,3λ̄aā+ πk−1,3λ(ā2 + a2)
+ πk−1,4λaā+ πk+1,0λaā+ πk+1,1λ̄aā, k ≥ 1, (8.13)

π0,l =π0,l(λ̄ā+ λaā) + π0,l+1λ̄a+ π1,l−1λ̄aā, l ≥ 3, (8.14)
π0,2 =π0,2(λ̄ā+ λaā) + π0,3λ̄a+ π1,1λ̄aā+ π1,0λaā, (8.15)
π0,1 =π0,1(λ̄ā+ 2λaā) + π0,2λ̄a+ π1,02λ̄aā+ π0,0λā, (8.16)
π0,0 =π0,0(λ̄+ λa) + π0,1λ̄a. (8.17)

8.3.1 Decay rate

From the exact analysis of the system, see Section 8.3.2 and the result therein, it
turns out that, although the model at hand combines both the JSRQ feature and the
coupled processor feature, the dominating feature is that of the JSRQ. This is already
noticeable in the decay result of the following proposition, indicating a behaviour
similar to that of the classical JSQ, cf. [12]. Let Q1 and Q2 denote the equilibrium
queue length in relay 1 and 2, respectively.
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Proposition 8.2. For ρ < 1,

lim
k→∞

ρ−2kP(min{Q1, Q2} = k, |Q1 −Q2| = l) = c d0 δ
l, (8.18)

with 0 < δ < 1 and c, d0 positive constants.

Proposition 8.2 can be intuitively understood by comparing the transformed model
with the corresponding Geo/Geo/2 model with one queue, Bernoulli arrivals with
success probability λ, two identical servers, each with Bernoulli service with success
probability āa. Let Q1 and Q2 denote the equilibrium queue lengths in the original
random walk, and let Q denote the equilibrium queue length in the Geo/Geo/2
model with one queue. It is then expected that P(Q1 +Q2 = k) and P(Q = k) have
the same decay rate, since both systems will work at full capacity whenever the total
number of customers grows large. Moreover, since the JSRQ protocol constantly
aims at balancing the lengths of the two queues over time, it is expected that, for
large values of k,

P(min{Q1, Q2} = k) ≈ P(Q1 +Q2 = 2k) ≈ P(Q = 2k). (8.19)

For the standard Geo/Geo/2 model with one queue, it is well known that

P(Q = k) ≈ (1 − ρ)ρk. (8.20)

Combining (8.19) and (8.20) leads to the following conjectured behaviour of the tail
probability of the minimum queue length

P(min{Q1, Q2} = k) ≈ Cρ2k, k → ∞, (8.21)

for some positive constant C . Hence, the decay rate of the tail probabilities for
min{Q1, Q2} is conjectured to be equal to the square of the decay rate of the tail
probabilities of Q. Proposition 8.2 states this conjecture, for the case when the
di�erence of the queue sizes is �xed.
Furthermore, one can determine the decay rate of the marginal distribution of

min{Q1, Q2}. The latter does not follow immediately from Proposition 8.2, because
the summation over the di�erence in queue sizes, which can be unbounded, requires
a formal justi�cation. In this chapter, we derive an exact expression for πk,l, which,
among other things, renders the following result.

Proposition 8.3. For ρ < 1,

lim
k→∞

ρ−2kP(min{Q1, Q2} = k) = c d0

1 − δ
, (8.22)

with 0 < δ < 1 and c, d0 positive constants.

The proofs of Propositions 8.2 and 8.3, along with several other asymptotic and exact
results, are given in Section 8.3.3.
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8.3.2 The compensation approach (CA)

As already brie�y mentioned, the CA attempts to solve the balance equations by a
linear combination of product-form terms. This is achieved by �rst characterizing a
su�ciently rich basis of product-form solutions satisfying the balance equations in
the interior of the state space. Subsequently this basis is used to construct a linear
combination that also satis�es the equations for the boundary states. Note that the
basis contains uncountably many elements. Therefore a procedure is needed to select
the appropriate elements. This procedure is based on a compensation argument
(which explains the name of the method): after introducing the �rst term, countably
many terms may subsequently be added so as to alternatingly compensate for the
error on one of the two boundaries. The main steps of the analysis are brie�y outlined
below.
Step 1. Characterize the set of product-forms

γkδl

satisfying the balance equations in the interior of the state space, i.e., Equation (8.10).
Substitution of the product-form γkδl into (8.10) and division by common powers
yields a cubic equation in γ and δ(

1 −
(
λ̄(ā2 + a2) + λaā

))
γδ =

(
λ̄āaγ + λ(a2 + ā2)

)
δ2 + λāaδ3 + λ̄āaγ2.

(8.23)

The solutions to Equation (8.23) form the basis. In particular the points on the curve
de�ned by Equation (8.23), which lie inside the region 0 < |γ|, |δ| < 1 characterize a
continuum of product-forms satisfying the inner equations.
Step 2. Construct a linear combination of elements in this rich basis, which is a

formal solution to the balance equations. Here the word formal is used to indicate
that (at this stage) we do not treat the convergence of the solution. This aspect is
treated in Step 3. The formal solution is constructed as follows:

(a) The construction of a linear combination starts with a suitable initial term γ0
that satis�es the balance equations in the interior of the state space and also the
balance equations (8.11)-(8.13). In Lemma 8.5, in Section 8.3.3, we prove that
γ0 = ρ2. Then, from Equation (8.23) we obtain the unique δ0, with |δ0| < |γ0|,
such that

πk,l � d0γ
k
0 δ

l
0, k > 0, l ≥ 0,

satis�es Equations (8.10)-(8.13), where the double turnstile symbol (�) is used
to signify that πk,l semantically entails the form d0γ

k
0 δ

l
0. The uniqueness of

the δ-root is proven in Lemma 8.6. The constant d0 can be set equal to one, this
will be corrected in Step 4 with the computation of the normalization constant.
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(b) The starting tuple (γ0, δ0) violates Equation (8.14) on the vertical boundary.
To compensate for this error, we add a new product-form term coming from
the basis, such that the sum of the two terms satis�es the balance equations
in all states on the vertical boundary. In particular, it is easy to show that the
new tuple is (γ1, δ0). The new γ-root is uniquely determined from Equation
(8.23), with |γ1| < |δ0|. The uniqueness of the γ-root is proven in Lemma 8.6.
Then,

πk,l � d0γ
k
0 δ

l
0 + c1γ

k
1 δ

l
0, k ≥ 0, l ≥ 3,

satis�es (8.14) if

c1 = −δ0(1 − λ̄ā− λaā) − λ̄aδ2
0 − λ̄aāγ0

δ0(1 − λ̄ā− λaā) − λ̄aδ2
0 − λ̄aāγ1

d0, (8.24)

with d0 a known constant from the previous step.

(c) Adding the new term violates the balance equations (8.11)-(8.13), hence we
compensate for this error by adding a product-form solution (γ1, δ1) satisfying
(8.23), and (8.11)-(8.13), such that

πk,l �

{
d0γ

k
0 δ

l
0 + c1γ

k
1 δ

l
0 + d1γ

k
1 δ

l
1, k ≥ 0, l ≥ 3,

d0γ
k
0 δ

l
0 + el,1γ

k
1 δ

l
1, k > 0, l = 0, 1, 2.

The three unknowns el,1, l = 0, 1, and d1 can be computed from the following
system

A(γ1, δ1)
[
e0,1
e1,1

]
+B(γ1, δ1)d1δ

2
1 = −B(γ1, δ0)c1δ

2
0 , (8.25)

with

A(γ, δ) =

γ(1 − λ̄(ā2 + a2) − λaā) −(γδλ̄aā+ δλ(ā2 + a2))
−γ(λ(ā2 + a2) + 2γλ̄aā) γδ(1 − λ(ā2 + a2) − 2λaā)

γ2λaā γ2δλ̄aā

 ,
B(γ, δ) =

 −λaā
−(γλ̄aā+ λ(ā2 + a2) + δλaā)

−γ(1 − λ̄(ā2 + a2) − λaā) + γδ ¯λaā+ δλ(ā2 + a2) + δ2λaā

 .
(d) We continue in this manner until we construct the entire formal series

πk,l �
∞∑

i=0
(diγ

k
i + ci+1γ

k
i+1)δl

i, k ≥ 0, l ≥ 3, (pairs with the same δ-term),

(8.26)
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πk,l � d0γ
k
0 δ

l
0 +

∞∑
i=1

el,iγ
k
i δ

l
0, k > 0, l = 0, 1, 2, (8.27)

and π0,0, π0,1 and π0,2 are obtained from Equations (8.15)-(8.17). Note that
Equation (8.26) can be equivalently written as follows

πk,l � d0γ
k
0 δ

l
0 +

∞∑
i=0

(ci+1δ
l
i + di+1δ

l
i+1)γk

i+1, k ≥ 0, l ≥ 3,

(pairs with the same γ-term).

Step 3. Prove that the formal solution (8.26) and (8.27) converges. This is split
into two parts: i) we �rst show in Proposition 8.7 that the sequences {γi}i∈N and
{δi}i∈N converge to zero exponentially fast, and ii) we show in Proposition 8.10 that
the formal solution converges absolutely in all states. The propositions and their
proofs are in Section 8.3.3.
Step 4. Determine the normalization constant.
Performing the steps described above for the CA yields the following main result

for the equilibrium distribution.

Theorem 8.4. For ρ < 1,

πk,l = c

∞∑
i=0

(diγ
k
i + ci+1γ

k
i+1)δl

i, k ≥ 0, l ≥ 3 (pairs with the same δ-term),

(8.28)

= c
(
d0γ

k
0 δ

l
0 +

∞∑
i=0

(ci+1δ
l
i + di+1δ

l
i+1)γk

i+1

)
, k ≥ 0, l ≥ 3,

(pairs with the same γ-term),

πk,l = c
(
d0γ

k
0 +

∞∑
i=1

el,iγ
k
i

)
, k > 0, l = 0, 1, 2, (8.29)

with c denoting the normalization constant. The sequences {γi}i∈N, {δi}i∈N, {ci}i∈N,
{di}i∈N, and {ei}i∈N are obtained recursively based on the analysis of Steps 1-4 above.
The equilibrium probabilities close to the origin π0,0, π0,1 and π0,2 are obtained by

directly solving the balance equations (8.15)-(8.17).

Clearly, from this result we can derive similar expressions for other performance
characteristics such as the mean queue lengths, the correlation between the queue
lengths, the mean waiting time, etc.

Remark 8.4. Theorem 8.4 can be generalized to the asymmetric case by replicating
Steps 1-4 above, see [12, 13].
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8.3.3 Proofs
Several lemmas and propositions establishing the theoretical foundations needed for
the application of the CA are presented in this section.

Lemma 8.5. For ρ = λ(ā2+a2)
2λ̄āa

< 1, the balance equations (8.10)-(8.13) have a unique
solution of the form

πk,l = ρ2kq(l), k, l ≥ 0, (8.30)
with q(l) non zero such that

∑∞
l=0 ρ

−2lq(l) < ∞.

Proof. We consider a modi�ed model, which is closely related to the {Q̃(n), n ≥ 0}
model and has the same asymptotic behavior. This modi�ed model corresponds to a
random walk on a slightly di�erent grid, namely

{(k, l) : k ≥ 0, l ≥ 0} ∪ {(k, l) : k < 0, k + l ≥ 0}.

In the interior and on the horizontal boundary, the modi�ed model has the same
transition rates as the {Q̃(n), n ≥ 0} model. A characteristic feature of the modi�ed
model is that its balance equations for k + l = 0 are exactly the same as the ones in
the interior (in this sense the modi�ed model has no “vertical” boundary equations)
and both models have the same stability region. Therefore, the balance equations
for the modi�ed model are Equations (8.10)-(8.13) for all k + l ≥ 0, k ∈ Z with only
the equation for state (0, 0) being di�erent due to the incoming rates from the states
with k + l = 0, k ∈ Z.

Observe that the modi�ed model, restricted to an area of the form {(k, l) : k ≥
k0 − l, l ≥ 0, k0 = 1, 2, . . .} bounded by a line parallel to the k + l = 0 axis, yields
the exact same process. Hence, we can conclude that the equilibrium distribution of
the modi�ed model, say π̂k,l, satis�es

π̂k+1,l = γπ̂k,l, k ≥ −l, l ≥ 0,

and therefore
π̂k,l = γkπ̂0,l, k ≥ −l, l ≥ 0. (8.31)

This yields
∞∑

l=0
π̂−l,l =

∞∑
l=0

γ−lπ̂0,l < 1.

To determine γ we consider levels of the form L = {(k, l) : 2k + l = L} and let
π̂L =

∑
2k+l=L π̂k,l. The balance equations between the levels are given by

λ(ā2 + a2)π̂L = 2λ̄āaπ̂L+1, L ≥ 1, (8.32)

since pV
1,0 = 2pD

0,1 = λ(ā2 + a2) and pV
−1,0 + pV

0,−1 = 2pD
−1,0 = 2λ̂āa. Furthermore,

Equation (8.31) yields

π̂L+1 =
∑

2k+l=L+1
γkπ̂0,l = γ

∑
2k+l=L−1

γkπ̂0,l = γ π̂L−1. (8.33)
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Substituting (8.33) into (8.32) yields

γ = ρ2 =
(
λ(ā2 + a2)

2λ̄āa

)2

. (8.34)

So far, we have shown that the equilibrium distribution of the modi�ed model has
a product-form solution which is unique up to a positive multiplicative constant.
Returning to the {Q̃(n), n ≥ 0} model, we can immediately assume that the solution
of the balance equations (8.10)-(8.13) is identical to the expression for the modi�ed
model as given in (8.30). Furthermore, the above analysis implies that this product-
form is unique, since the equilibrium distribution of the modi�ed model is unique.

Lemma 8.6. (i) For a �xed γ, with |γ| ∈ (0, 1), Equation (8.23) has exactly one
δ-root with 0 < |δ| < |γ|.

(ii) For a �xed δ, with |δ| ∈ (0, 1), Equation (8.23) has exactly one γ-root with
0 < |γ| < |δ|.

Proof. (i) Divide (8.23) by γ2 and set z = δ/γ. Then after some straightforward
algebra, it yields

f(z) =: z2
(
λ̄āaγ + λ(a2 + ā2) + λāaγz

)
= z

(
1 −

(
λ̄(ā2 + a2) + λaā

))
− λ̄āa =: g(z).

Note that for |z| = 1,

|f(z)| = |z|2|λ̄āaγ + λ(a2 + ā2) + λāaγz| ≤ λ̄āa|γ| + λ(a2 + ā2) + λāa|γ|
< λ̄āa+ λ(a2 + ā2) + λāa = λ(a2 + ā2) + āa,

|g(z)| ≥

∣∣∣∣∣|z|
∣∣∣∣1 −

(
λ̄(ā2 + a2) + λaā

)∣∣∣∣− λ̄āa

∣∣∣∣∣
= 1 −

(
λ̄(ā2 + a2) + λaā

)
− λ̄āa

= λ(a2 + ā2) + āa.

Then the lemma follows by applying Rouché’s theorem to f(z) and g(z) on
the unit circle.

(ii) Multiply (8.23) with γ/δ3 and set ẑ = γ/δ. The statement then follows in an
analogous manner as in Assertion (i).

Proposition 8.7. The sequences {γi}i∈N and {δi}i∈N appearing in Equations (8.28)
and (8.29) satisfy the properties
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(i) 1 > ρ2 = |γ0| > |δ0| > |γ1| > |δ1| > |γ2| > . . .,

(ii) 0 ≤ |γi| ≤ 0.4iρ2 and 0 ≤ |δi| ≤ 0.5 · 0.4iρ2.

Proof. (i) Recall that γ0 = ρ2 < 1, then δ0 follows from (8.23) and according to
Lemma 8.6 |γ0| > |δ0|. Assertion (i) follows upon repeating this argument and
in light of Lemma 8.6.

(ii) We prove the statement of Assertion (ii) by showing that,
a) for a �xed γ, with |γ| ≤ γ0, we have |δ| < 1

2 |γ|,
and,

b) for a �xed δ, with |δ| ≤ γ0/2, we have |γ| < 8
10 |δ|.

Then, applying the above iteratively yields

|γi| ≤ 8
10 |δi−1| ≤ 8

10
1
2 |γi−1| ≤ . . . ≤

(
8
10

1
2

)i

|γ0| = 0.4iρ2,

|δi| ≤ 1
2 |γi| ≤ 8

10
1
2 |δi−1| ≤ . . . ≤

(
8
10

1
2

)i

|δ0| ≤ 1
2

(
8
10

1
2

)i

|γ0| = 1
20.4iρ2.

It remains to prove (a) and (b) stated above.
(a) For a �xed γ, we prove that |δ| < |γ|/2, by repeating the analysis of Lemma
8.6 for z = δ/γ on the domain |z| = 1/2, i.e., we show that |f(z)| < |g(z)| on
|z| = 1/2. The domain |z| = 1/2 is determined by noting that the function

g(z) = z

(
1 −

(
λ̄(ā2 + a2) + λaā

))
− λ̄āa, de�ned in the proof of Lemma

8.6, has a single root in the interior of the domain |z| = 1/2.
For |z| = 1

2 ,

|f(z)| = |z|2
∣∣∣λ̄aāγ + λ(ā2 + a2) + λaāγz

∣∣∣
≤ 1

4

(
λ̄aā|γ| + λ(ā2 + a2) + λaā|γ|

2

)
,

and

|g(z)| ≥

∣∣∣∣∣|z|
∣∣∣∣1 −

(
λ̄(ā2 + a2) + λaā

)∣∣∣∣− λ̄āa

∣∣∣∣∣
= 1

2

(
1 −

(
λ̄(ā2 + a2) + λaā

))
− λ̄aā

= 1
2

(
λ(ā2 + a2) + λaā+ 2λ̄aā

)
− λ̄aā = 1

2

(
λ(ā2 + a2) + λaā

)
.

Note that
1
2

(
λ(ā2 + a2) + λaā

)
>

1
4

(
λ̄aā|γ| + λ(ā2 + a2) + λaā|γ|

2

)
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⇔ |γ| < 2λ
āa(2 − λ) ,

and that
|γ| ≤ γ0 = ρ2 <

2λ
āa(2 − λ) .

This completes the proof that |f(z)| < |g(z)| on |z| = 1/2 and the application
of Rouché’s theorem.
(b) For a �xed δ, we prove that |γ| < 8

10 |δ|, using a similar analysis as the
one above but now for ẑ = γ/δ on the domain |ẑ| = 8/10. To this end, we
multiply (8.23) with γ/δ3 and set ẑ = γ/δ, yielding

f̂(ẑ) := ẑ2λ̄aā

= ẑ

(
1 −

(
λ̄(ā2 + a2) + λaā

)
− λ̄aāδ

)
−
(
λ(ā2 + a2) + λaāδ

)
=: ĝ(ẑ).

The domain |ẑ| = 8/10 is determined by noting that the function ĝ(ẑ) has a
single root in the interior of the domain |ẑ| = 8/10, namely that∣∣∣∣∣∣∣

λ(ā2 + a2) + λaāδ

1 −
(
λ̄(ā2 + a2) + λaā

)
− λ̄aāδ

∣∣∣∣∣∣∣ ≤ λ(ā2 + a2) + λaā|δ|∣∣∣∣1 −
(
λ̄(ā2 + a2) + λaā

)
− λ̄aā|δ|

∣∣∣∣
≤ 8

10 .

For |ẑ| = 8
10 , ∣∣∣f̂(ẑ)

∣∣∣ =
(

8
10

)2
λ̄aā,

and

∣∣ĝ(ẑ)
∣∣ ≥ 8

10

∣∣∣∣∣
(

1 −
(
λ̄(ā2 + a2) + λaā

)
− λ̄aā|δ|

)
−
(
λ(ā2 + a2) + λaā|δ|

)∣∣∣∣∣ .
Note that

8
10 λ̄aā <

∣∣∣∣∣
(

1 −
(
λ̄(ā2 + a2) + λaā

)
− λ̄aā|δ|

)
−
(
λ(ā2 + a2) + λaā|δ|

)∣∣∣∣∣
⇔ |δ| < 6a2λ+ 24a2 − 6aλ− 24a+ 5λ

5(a− 1)a(λ+ 4) ,
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and that

|δ| ≤ γ0

2 = ρ2

2 <
6a2λ+ 24a2 − 6aλ− 24a+ 5λ

5(a− 1)a(λ+ 4) .

This completes the proof that |f̂(ẑ)| < |ĝ(ẑ)| on |ẑ| = 8/10 and the application
of Rouché’s theorem.

It follows from Proposition 8.7 that the sequences of {γi}i∈N and {δi}i∈N tend to
zero as i → ∞. The limiting behavior of the sequences is presented in Lemma 8.8
and the limiting behavior of the coe�cients is treated in Lemma 8.9. In the following
lemmas, γ is an arbitrary constant, and δ is de�ned using Lemma 8.6 (i), and with δ,
γ̂ is de�ned using Lemma 8.6 (ii).

Lemma 8.8. (i) Let γ, δ and γ̂ be roots of Equation (8.23) with 1 > |γ| > |δ| > |γ̂|.
Then, as γ → 0, δ/γ → w, with |w| ∈ (0, 1), and γ̂/δ → 1/ŵ, with |ŵ| > 1,
and w and ŵ are the two distinct roots of

0 = λ̄āa− w

(
1 −

(
λ̄
(
ā2 + a2

)
+ λaā

))
+ λ

(
a2 + ā2

)
w2. (8.35)

(ii) Let δ, γ̂ and δ̂ be roots of Equation (8.23) with 1 > |δ| > |γ̂| > |δ̂|. Then, as
δ → 0, δ̂/γ̂ → w, with |w| ∈ (0, 1), and γ̂/δ → 1/ŵ, with |ŵ| > 1, and w and
ŵ are the two distinct roots of Equation (8.35).

Proof. By multiplying (8.23) with 1/γ2, we obtain after some straightforward calcu-
lations

δ

γ
=
(
λ̄(ā2 + a2) + λaā

) δ
γ

+
(
λ̄āaγ + λ(a2 + ā2)

)( δ
γ

)2
+ λāaδ

(
δ

γ

)2
+ λ̄āa.

Taking now the limit as γ → 0 (which also implies that δ → 0) and δ/γ → w yields
(8.35). By applying Rouché’s theorem in Equation (8.35), it becomes immediately
evident that the resulting equation has one root inside and one root outside the unit
circle. This completes the proof of assertion (i). The proof of assertion (ii) follows
similarly.

Lemma 8.9. (i) Let γ, δ and γ̂ be roots of Equation (8.23) for �xed δ, with 1 >
|γ| > |δ| > |γ̂|. Then, as γ → 0, δ/γ → w,

ci+1

di
→ −1 − λ̄ā− λaā− λ̄aā/w

1 − λ̄ā− λaā− λ̄aā/ŵ
.

(ii) Let δ, γ̂ and δ̂ be roots of Equation (8.23) for �xed γ̂, with 1 > |δ| > |γ̂| > |δ̂|.
Then, as δ → 0, δ̂/γ̂ → w,

e0,i

diδi
→

(
2a2 − 2a+ 1

)
λw(ŵ − w)

−4a2λ+ 2a2λŵ + 2a2 + 4aλ− 2aλŵ − 2a− λ+ λŵ
,
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e1,i

diδi
→

(
4a2λ− 2a2 − 4aλ+ 2a+ λ

)
(ŵ − w)

−4a2λ+ 2a2λŵ + 2a2 + 4aλ− 2aλŵ − 2a− λ+ λŵ
,

ci

di
→ −

w2 (−4a2λ+ 2a2λw + 2a2 + 4aλ− 2aλw − 2a− λ+ λw
)

ŵ2 (−4a2λ+ 2a2λŵ + 2a2 + 4aλ− 2aλŵ − 2a− λ+ λŵ) .

Proof. The proof of the two assertions follows evidently by applying the results of
Lemma 8.8 to Equations (8.24) and (8.25), respectively.

The following proposition states that the series (8.26) and (8.27) converge abso-
lutely.

Proposition 8.10. There exists a positive integer N such that

(i) The series
∑∞

i=0(diγ
k
i + ci+1γ

k
i+1)δl

i, for k + l > N , converges absolutely.

(ii) The series
∑∞

i=1 el,iγ
k
i δ

l
0, for k > N , l = 0, 1, converges absolutely.

(iii) The series
∑

k+l>N

∑∞
i=0(diγ

k
i + ci+1γ

k
i+1)δl

i +
∑

k>N

∑1
l=0
∑∞

i=1 el,iγ
k
i δ

l
0

converges absolutely.

Proof. It su�ces to show that the series
∑∞

i=0 diγ
k
i δ

l
i and

∑∞
i=0 ci+1γ

k
i+1δ

l
i converges

absolutely. The rest follows along the same lines as in [12]. Note that, from Lemmas
8.8 and 8.9,∣∣∣∣∣di+1γ

k
i+1δ

l
i+1

diγk
i δ

l
i

∣∣∣∣∣ →

∣∣∣ 1−λ̄ā−λaā−λ̄aā/ŵ

1−λ̄ā−λaā−λ̄aā/w

∣∣∣∣∣∣ ŵ2(−4a2λ+2a2λŵ+2a2+4aλ−2aλŵ−2a−λ+λŵ)
w2(−4a2λ+2a2λw+2a2+4aλ−2aλw−2a−λ+λw)

∣∣∣
∣∣∣∣wŵ
∣∣∣∣k+l

. (8.36)

As |w|, 1/|ŵ| < 1, there exists a positive constant N1, such that for k + l > N1
the r.h.s. of Equation (8.36) is bounded by some positive constant smaller than one.
Thus, the series

∑∞
i=0 diγ

k
i δ

l
i is bounded by a geometric series for k + l > N1, and

as such converges absolutely. This concludes the proof of the absolute convergence
of the series

∑∞
i=0 diγ

k
i δ

l
i. Similarly, one can show that the series

∑∞
i=0 ci+1γ

k
i+1δ

l
i

converges absolutely for k+ l > N2, withN2 some positive constant not necessarily
equal to N1.

190



8.3 The equilibrium analysis

8.3.4 Numerical implementation of the CA
In this section, we discuss how to numerically implement the equilibrium distribution
analysis based on the CA . The equilibrium distribution πk,l, k ≥ 0, l ≥ 0, is written
as a linear combination of product-form terms, cf. (8.28), (8.29). The �rst step of the
numerical implementation is to consider the �rst few terms of the series expression
for πk,l. More concretely, let

π
(Nca)
k,l = c

Nca∑
i=0

(diγ
k
i + ci+1γ

k
i+1)δl

i, k ≥ 0, l ≥ 2, (8.37)

π
(Nca)
k,l = c

(
d0γ

k
0 +

Nca∑
i=1

el,iγ
k
i

)
, k > 0, l = 0, 1, (8.38)

where Nca denotes the truncation level of the series expression obtained using the
CA. From the analysis of Proposition 8.10, it follows that the inclusion of more
terms of the series expression improves to a desired accuracy the computation of the
equilibrium distribution, i.e., the bigger the value ofNca the better the approximation
of πk,l. The constant Nca is determined such that∣∣∣∣∣ Tca∑

k,l=0
π

(Nca)
k,l −

Tca∑
k,l=0

π
(Nca−1)
k,l

∣∣∣∣∣
Tca∑

k,l=0
π

(Nca)
k,l

< ε, (8.39)

with ε denoting the precision error. This is included as the stopping criterion for the
algorithm, i.e., we start with Nca = 1 and as long as Equation (8.39) is not satis�ed,
we increase the value of Nca by one.

Furthermore, for numerical purposes, we assume that the state-space S̃ is truncated,
i.e., we consider the following truncated state-space S̃(T (k),T (l)) = {(k, l) : 0 ≤ k ≤
T (k), 0 ≤ l ≤ T (l)}. The constants T (k), T (l) are determined such that

c d0 max{γT (k)

0 , δT (l)

0 } < ε,

and T (k), T (l) ≥ 3, so that Equations (8.28) and (8.29) can be applied. Note that the
above are direct consequences of the asymptotic behaviour of the random walk at
hand, cf. Proposition 8.2. Furthermore, as |δ0| < |γ0|, cf. Proposition 8.7, it su�ces
to choose

Tca := T (k) = T (l) ≈ max{dlog(ε)/ log(δ0)e, 3}.

In Algorithm 1, we provide all the necessary information for the numerical imple-
mentation of the CA.

191



Chapter 8 Analysis of a cooperative random access network with collisions

Algorithm 1 CA implementation
1: Inputs λ, a and precision ε.
2: Set γ0 = ρ2, d0 = 1 and Nca = 1.
3: Compute δ0 from Equation (8.23).
4: Set Tca = max{dlog(ε)/ log(δ0)e, 3}.
5: Compute recursively γi, δi, for i = 1, . . . , Nca, from Equation (8.23).
6: Compute the coe�cients ci, ei,0, ei,1 and di, i = 0, 1, . . . , Nca, recursively from

Equations (8.24) and (8.25), starting with d0 = 1, cf. Step 2.
7: For all bTca/2c < k, l ≤ Tca, compute π(Nca)

k,l from Equation (8.38).
8: For all 0 ≤ k, l ≤ bTca/2c, solve the linear system of the balance equations

(8.10)-(8.17) and compute π(Nca)
k,l .

9: Normalize π(Nca)
k,l , i.e., set π(Nca)

k,l = π
(Nca)
k,l /

∑
0≤k,l≤Tca

π
(Nca)
k,l , for all 0 ≤ k, l ≤

Tca.

10: Stop if

∣∣∣∣∣ Tca∑
k,l=0

π
(Nca)
k,l

−
Tca∑

k,l=0

π
(Nca−1)
k,l

∣∣∣∣∣
Tca∑

k,l=0

π
(Nca)
k,l

< ε, else update Nca = Nca + 1 and go to

Step 5.

Next, we describe the time complexity of the algorithm in the Big-O notation
as a function of the input size, i.e., O(f(·)) is measured as the maximum number
of elementary steps needed to perform the algorithm, provided that each step is
executed in constant (or equal) time.

8.3.4.1 Time complexity of Algorithm 1

We discuss the time complexity of the CA described in Algorithm 1. For a series
truncation level Nca and state-space truncation Tca, the algorithm converges with
order O

(
Nca (Tca)2.376

)
. This order is obtained as follows:

(i) In Steps 2 and 5, we need to compute recursively the 2(Nca + 1) roots of
Equation (8.23). This can be done by using the Bisection method or the False
position (aka regula falsi) method. With both methods, we are able to choose
the bisection intervals within the interval (0, γ0), which results in time com-
plexity O(log(γ0)) for the computation of a single root. In order to compute
all the roots, the Bisection method needs to be repeated at least 2(Nca + 1)
times. Thus, the time complexity for the calculation of all the roots is of order
O(Nca log(γ0)).

(ii) In Step 6, we need to compute recursively the coe�cients ci, ei,o, ei,1 and di,
i = 0, 1, . . . , Nca. To this purpose, we need to solve a system of equations.
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The system is solved implementing the Coppersmith-Winograd algorithm [79],
which has a complexity O(N2.376

ca ).

(iii) In Step 7, we need to compute the equilibrium probabilities π(Nca)
k,l using (8.37)

and (8.38), which has time complexity O(Nca(Tca/2)).

(iv) In Step 8, we need to solve a system of equations. We again use the Coppersmith-
Winograd algorithm. This step has a complexity ofO((Tca/2)2.376), and needs
to be performed at least Nca times. Thus, the time complexity of the entire
step is of order O

(
Nca

(
Tca/2

)2.376
)
.

(v) In the construction of Algorithm 1, we have considered a part of the state-space
region inwhichwe directly use Equation (8.38), cf. Step 7, and a part of the state-
space region in which we solve a linear system of the equations, cf. Step 8. The
sizes of these regions can be at most equal to Nca. Thus in the worst case this
results in Step 7 requiringO(NcaTca) and Step 8 requiringO

(
Nca (Tca)2.376

)
,

respectively. Note that (iv) has the dominant time complexity, and in the worst-
case scenario, it yields a time complexity of O

(
Nca (Tca)2.376

)
.

8.3.5 Applicability of the CA in case of bounded transitions
In Section 8.3, we mentioned that the model at hand violates the nearest neigh-
bor condition for the applicability of the CA. Nonetheless, the analysis performed
demonstrated that the CA can be generalized to cover a larger class of random walks
permitting transitions not only to the nearest neighbors, but to a bounded region of
neighboring states. From our analysis, it becomes clear that for random walks with
the structure of the system at hand and bounded quasi-birth-death transitions along
the rays RL = {(k, l) : 2k + l = L}, L ≥ L0, the analysis performed in Section
8.3.2 carries out to a tee. We have con�rmed this for the system depicted in Figure
8.3.
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Figure 8.3. The one-step transition probabilities diagram for a few representative states.

8.4 Equilibrium analysis: the power series
algorithm

In this section, we brie�y show how the PSA can be used to analyze the relay-based
cooperative communication network with collisions and with the JSRQ protocol. Our
aim is to numerically validate the theoretical results obtained using the CA with the
PSA. To help the reader with the computations performed, we brie�y present the main
steps to derive a recursive, computational scheme for the equilibrium joint queue
length distribution. For more details about the PSA readers are referred to Section
1.3.4. For the analysis that follows, we use the transformed model, see Section 8.3,
and the balance equations (8.10)-(8.17). Following [41], we introduce the following
power-series expansion

πk,l =
∞∑

n=0
θn+k+l u(n, k, l), k, l ≥ 0, (8.40)

where θ is a bilinear conformal transformation of the real interval [0, 1) onto itself
such that

θ = (1 +G)ρ
1 +Gρ

⇐⇒ ρ = θ

1 +G−Gθ
, (8.41)

where G ≥ 0 is a parameter to be chosen [41, Section 2.3].
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By applying (8.40) in the balance equations (8.10)-(8.17), one can obtain and solve
a recursive set of equations for the coe�cients u(n, k, l). Having computed the
coe�cients u(n, k, l), it is easy to approximate the equilibrium distribution, to any
degree of required precision, using (8.40).

For illustration purposes, we have chosen a = 1
2 , so as to simplify the notation and

enhance the readability of the method. Substituting a = 1
2 , λ = ρ

1+ρ , ρ = θ
1+G−Gθ

and πk,l (de�ned in (8.40)) into (8.15)-(8.17)-(8.11) and equating the powers of θ leads
to the following recursion equations for the coe�cients u(n, k, l), n ≥ 0, (k, l) ∈ S̃,

u(n− 1, 0, 1) = G

G+ 1u(n− 2, 0, 1)1{n≥2}

+ 1
G+ 1u(n− 1, 0, 0), n ≥ 1, (8.42)

u(n− 2, 0, 2) = G

G+ 1u(n− 3, 0, 2)1{n≥3} − G− 1
G+ 1u(n− 2, 0, 1)

+ u(n− 1, 0, 1) − u(n− 1, 1, 0) + G

G+ 1u(n− 2, 1, 0)

− 1
G+ 1u(n− 1, 0, 0), n ≥ 2, (8.43)

u(n− l − 1, 0, l + 1) = G

G+ 1u(n− l − 2, 0, l + 1)1{n≥l+2}

−
G− 3

2
G+ 1 u(n− l − 1, 0, l) + u(n− l, 0, l)

+ 1
2

G

G+ 1u(n− l − 1, 1, l − 1) − 1
2u(n− l, 1, l − 1)

− 1
2(G+ 1)u(n− l, 1, 0)1{l=2}, n ≥ l − 1, l ≥ 2, (8.44)

u(n− k, k, 0) =
(
G− 3

2
G+ 1 u(n− k − 1, k, 0)

+ 1
2u(n− k − 1, k, 1)

)
1{n≥k+1}

− 1
2

1
G+ 1

(
Gu(n− k − 2, k, 1)

− u(n− k − 2, k − 1, 2)
)
1{n≥k+2}

+ 1
G+ 1u(n− k − 1, k − 1, 1)1{n≥k+1}, n ≥ k, k ≥ 1,

(8.45)
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u(n− k − 1, k, 1) =
(
G− 1
G+ 1u(n− k − 2, k, 1)

+ 1
2u(n− k − 2, k, 2)

)
1{n≥k+2}

+ 1
2

1
G+ 1

(
−Gu(n− k − 3, k, 2)

+ u(n− k − 3, k − 1, 3)
)
1{n≥k+3}

+ 1
G+ 1

(
u(n− k − 2, k − 1, 2)

−Gu(n− k − 2, k + 1, 0)
)
1{n≥k+2}

+ 1
G+ 1u(n− k − 1, k, 0)

+ u(n− k − 1, k + 1, 0), n ≥ k + 1, k ≥ 1, (8.46)

u(n− k − l, k, l) =
(
G− 3

2
G+ 1 u(n− k − l − 1, k, l)

+ 1
2u(n− k − l − 1, k, l + 1)

)
1{n≥k+l+1}

− 1
2

G

G+ 1u(n− k − l − 2, k, l + 1)1{n≥k+l+2}

+ 1
2

1
G+ 1

(
u(n− k − l − 2, k − 1, l + 2)

)
1{n≥k+l+2}

+ 1
G+ 1u(n− k − l − 1, k − 1, l + 1)1{n≥k+l+1}

− 1
2

G

G+ 1u(n− k − l − 1, k + 1, l − 1)1{n≥k+l+1}

− 1
2u(n− k − l, k + 1, l − 1)

+ 1
2

1
G+ 1u(n− k − 2, k + 1, 0)1{l=2},

n ≥ k + l, k ≥ 1, l ≥ 2. (8.47)

Plus,

u(0, 0, 0) = 1, u(n, 0, 0) = −
∑∑

0<k+l≤n

u(n− k − l, k, l). (8.48)
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The coe�cients u(n, k, l) can be recursively calculated from (8.42)-(8.48). Thus, using
(8.40), one can determine the equilibrium distribution πk,l.

Numerical implementation& time complexity of the PSA In order to validate
the CA, we sketch below the algorithmic implementation of the PSA. Similarly to
the CA, we truncate the series expression (8.40) to the Npsa-th term.

Algorithm 2 PSA implementation
1: Inputs λ, a, G and precision ε.
2: Set Npsa = 1 and u(0, 0, 0) = 1.
3: Set TPSA = max{dlog(ε)/ log(ρ2)e, 3}
4: For all 0 ≤ k, l ≤ TPSA, 0 ≤ n ≤ Npsa, compute the coe�cients u(n, k, l) by

solving the system of linear equations cf. (8.42)-(8.48).

5: For all 0 ≤ k, l ≤ Tpsa, compute π(Npsa)
k,l =

Npsa∑
n=0

θn+k+l u(n, k, l).

6: Stop if

∣∣∣∣∣ Tpsa∑
k,l=0

π
(Npsa)
k,l

−
Tpsa∑
k,l=0

π
(Npsa−1)
k,l

∣∣∣∣∣
Tpsa∑
k,l=0

π
(Npsa)
k,l

< ε, else updateNpsa = Npsa + 1 and go to

Step 4.

We now discuss the time complexity of the PSA described in Algorithm 2. The
algorithm converges with order O

(
(Npsa + 1)

(
(Tpsa + 1)2/4

)2.376
)
for a series

truncation level Npsa and state-space truncation Tpsa. This order is obtained as
follows: In Step 5, for 0 ≤ n ≤ Npsa and 0 ≤ k, l ≤ Tpsa, we compute u(n, k, l).
This step determines the dominant time complexity in the PSA. These coe�cients are
obtained solving the system of equations (8.42)-(8.48) by implementing for example
the Coppersmith-Winograd algorithm [79]. Note that this system of equations reveals
that (i) the series truncation level should be chosen such that Npsa ≤ Tpsa, and (ii)
the state-space truncation should contain all states 0 ≤ k + l ≤ Tpsa. All in all, this
yields that the complexity is O

(
(Npsa + 1)

(
(Tpsa + 1)2/4

)2.376
)
.

8.5 Numerical results
In this section, we numerically validate our theoretical results obtained in the previous
sections and compare the JSRQ routing protocol with the Bernoulli routing protocol
(see Section 8.5.1 for details), as well as with the single relay system, in terms of
their stability region and in terms of the total expected queue length. Furthermore,
we show the superiority of the CA with respect to the PSA in terms of accuracy
and e�ciency. Note that the CA has the advantage of tight error bounds, while
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the theoretical foundation of the PSA is still incomplete and no error bounds are
provided.
Before proceeding further, we have to mention that the consideration of the

Bernoulli routing scheme in the slotted time setting is challenging due to the fact
that the resulting arrival processes (after the Bernoulli splitting) are not independent
(plus there is the interaction among the queues making the service rate of each
queue depending on the state of the other). Note that in the continuous time setting
the queues behave independently, however, we consider here a discrete slotted time
model so as to ensure an equivalent setting allowing for the comparison of the routing
schemes. In particular, the case of the asymmetric system can be handled only with
the aid of the theory of Riemann-Hilbert boundary value problems. However, for the
symmetric case (which �ts with the model at hand), we are able to obtain explicit
expressions for the expected number of bu�ered packets at the relays (see Theorem
8.11). With that in mind, our contribution becomes more signi�cant.

8.5.1 The Bernoulli routing under EAS scheme

In the following, we provide an explicit expression for the total expected number
of packets at the relays for the slotted time Bernoulli routing model. To the best of
our knowledge, such a model has not been analyzed in the literature so far, and this
is the reason why we present it here in some detail. Note also that contrary to the
continuous time model, in the slotted time Bernoulli routing model, the queues do
not behave independently.

Packets arrive according to a Bernoulli arrival process with parameter λ, and with
probability 1/2 the transmitted packet is forwarded to a relay 1 or a relay 2 (i.e.,
splitting the original Bernoulli process). Note that the resulting processes are also
Bernoulli with parameter λ/2, but they are not independent. The one-step transition
probabilities of the resulting random walk in the quarter plane are given below
(maximal space homogeneity):

P
[
Q(n+ 1) = (i+ k, j + l)|Q(n) = (k, l)

]
=


pi,j , for k, l ≥ 1,
p′

i,j , for k ≥ 1, l = 0,
p′′

i,j , for k = 0, l ≥ 1,
pO

i,j , for k = l = 0,

where

p1,0 = p0,1 = (ā2 + a2) λ
2 , p0,−1 = p−1,0 = aāλ̄,

p0,0 = (ā2 + a2)λ̄+ aāλ, p1,−1 = p−1,1 = aāλ
2 ,

p′
1,0 = p′′

0,1 = λ
2 ā, p′

0,1 = p′′
1,0 = λ

2 (ā2 + a2),
p′

−1,0 = p′′
0,−1 = aλ̄, p′

0,0 = p′′
0,0 = āλ̄+ aλ

2 + λ
2aā,

p′
−1,1 = p′′

1,−1 = aāλ
2 , pO

1,0 = pO
0,1 = λ

2 ā,

pO
0,0 = λ̄+ λa.
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Stability condition. Note that the underlying model satis�es the conditions of
Theorem 3.3.1 in [101]. Using the notation and the theory of Fayolle et al. [101], the
expected one-step transitions with respect to the x and y axis for the interior (i.e.,
k, l ≥ 1) and boundary states (i.e., k ≥ 1, l = 0 and k = 0, l ≥ 1) are as follows

Mx =
1∑

i=−1

1∑
j=−1

ipi,j = λ− 2aā
2 = My =

1∑
i=−1

1∑
j=−1

jpi,j ,

M ′
x =

1∑
i=−1

1∑
j=−1

ip′
i,j = λā2 − 2aλ̄

2 = M ′′
y =

1∑
i=−1

1∑
j=−1

jp′′
i,j ,

M ′′
x =

1∑
i=−1

1∑
j=−1

ip′′
i,j = λ(ā2 + a2 + aā)

2 = M ′
y =

1∑
i=−1

1∑
j=−1

jp′′
i,j .

A straightforward application of Theorem 3.3.1 in [101] indicates that {Qn, n ≥ 0}
is ergodic if and only if λ < 2aā.

Equilibriumanalysis. Letλ < 2aā, and denote byΠ(x, y) = lim
n→∞

E(xQ1,nyQ2,n),
|x| ≤ 1, |y| ≤ 1, n ∈ N. Then, straightforward computations yield

Π(x, y)R(x, y) = A(x, y)Π(x, 0) +B(x, y)Π(0, y) + C(x, y)Π(0, 0), (8.49)

where

R(x, y) =xy[1 − λ̄(ā2 + a2) − λaā− λ

2 (ā2 + a2)(x+ y)] − λ̄aā(x+ y)

− λ

2 aā(x2 + y2),

A(x, y) =xy[λ̄ā+ λ

2 a+ λ

2 aā− λ̄(ā2 + a2) − λaā+ x(λ2 ā− λ

2 (ā2 + a2))]

+ yλ̄a2 − xaā(λ̄+ λ

2x),

B(x, y) =xy[λ̄ā+ λ

2 a+ λ

2 aā− λ̄(ā2 + a2) − λaā+ y(λ2 ā− λ

2 (ā2 + a2))]

+ xλ̄a2 − yaā(λ̄+ λ

2x),

C(x, y) =λ̄[xy(1 − 2ā+ ā2 + a2) − a2(x+ y)].

Theorem 8.11. Provided that the system is stable, i.e., λ < 2aā, the expected number
of bu�ered packets in a relay node under the EAS Bernoulli routing scheme equals

E[Q1] = E[Q2] = λā2

2aā− λ
. (8.50)
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Proof. Symmetry impliesΠ(1, 0) = Π(0, 1) andΠ1(1, 0) = Π2(0, 1), whereΠ1(x, y)
(resp. Π2(x, y)) denote the �rst-order derivative with respect to x (resp. y). The
proof is outlined in the following steps:
Step 1. Plugging y = 1 in (8.49), dividing both sides by x− 1, then, di�erentiating
with respect to x and setting x = 1 yields

(2aā− λ)E[Q1] = (1 − aā)λ− a2(2 − λ)Π1(1, 0) − a2λΠ(1, 0). (8.51)

Step 2. Similar to the above steps, plugging x = y in (8.49), dividing both sides by
x(x− 1), then di�erentiating with respect to x and setting x = 1, we obtain

2(2aā− λ)E[Q1] = (1 − 2aā)λ+ a(1 − 2a)(2 − λ)Π1(1, 0) + a(1 − 2a)λΠ(1, 0).
(8.52)

Step 3. Dividing (8.51) by a2 and (8.52) by a(1 − 2a) and then adding them yields
the desired result.

8.5.2 Comparison of JSRQ to other routing protocols
To make all systems comparable, we consider the arrival and transmission probabilit-
ies of the single relay system to be the same as in the JSRQ and Bernoulli routing
systems, i.e., λ and a are the same for the three systems.
Note that the Bernoulli routing scheme has the same stability region as the JSRQ

(see Section 8.5.1). The single server system is stable ifλ < a, which implies a ∈ (λ, 1).
Both the JSRQ and the Bernoulli routing system are stable for λ < 2a(1 − a). Their
common stability region can be equivalently written as

a ∈ (a−, a+) ≡

(
1 −

√
1 − 2λ
2 ,

1 +
√

1 − 2λ
2

)
, for λ < 1/2. (8.53)

From the above discussion, it becomes evident that the range of the stability region
of the single relay system is 1 −λ and of the JSRQ (as well as of the Bernoulli routing
scheme) system is

√
1 − 2λ. For λ < 1/2, we observe that the region of the single

server system contains the region of the JSQR system. Such a behavior is expected
since the single relay system does not su�er from the collisions as well as from the
interaction from neighbor relays, and thus, it allows larger arrival rates.
For the single relay system, the total expected queue length goes to in�nity as

a ↓ λ and to zero as a ↑ 1. For the JSRQ system, the total expected queue length goes
to in�nity as a → a+ or a → a− (see (8.53)). Furthermore, for λ < 1/2, it is easy to
show that a− < λ < 1/2 < a+. Moreover, all systems have identical total expected
queue lengths if a = 1/2. Note that for a = 1/2 the load of the single server system,
λā/λ̄a, is equal to the load of the JSRQ system, λ(ā2 + a2)/2λ̄āa.
Figure 8.4 shows that for a < 1/2 the JSRQ and the Bernoulli routing scheme

outperform the single relay system, for a = 1/2 the systems perform identically,
while for a > 1/2 the single relay system performs better than the JSRQ and the

200



8.5 Numerical results

Bernoulli routing system. This result is expected, since the single relay system does
not experience collisions, which in turn causes unsuccessful transmissions, i.e., the
number of bu�ered packets will be increased. More importantly, we can observe that
the JSRQ system outperforms the Bernoulli routing scheme when a < 1/2, indicating
the superiority of the JSRQ protocol even in the slotted time setting with highly
interacting queues. Note that the superiority of JSRQ is observed when the relays are
more likely to remain silent during a slot, i.e., when their transmission probabilities
are lower than 1/2. In practice, this is the most reasonable scenario to apply the load
balancing scheme, since relays “do not serve at e�cient rates", and it is more likely
to cause signi�cant delays.

Moreover, observe that when a takes small values, the expected number of bu�ered
packets increases since in such a case the relays are more likely to remain silent.
On the other hand, as a increases, so does the expected number of packets. This
behavior is also expected, since in such a case both relays attempt to transmit with
high probabilities, which in turn increases the number of collisions and results
in transmission failures. This result reveals the need for the consideration of an
alternative channel model scheme, which allows concurrent transmissions such as
the multi-packet reception scheme (see e.g., [94, 93]). Clearly, such a behavior is not
observed in the single relay system, since there are no collisions.
Similar observations can be deduced from Figure 8.5, where we plot the total

expected queue length as a function of λ for �xed a = 0.3. Again, we observe the
superiority of JSRQ both over the Bernoulli routing scheme and over the single relay
system, which is more apparent for large values of λ.

Figure 8.4. The total expected number of packets E[Q1 + Q2] as a function of a for �xed
λ = 0.3.

When we are dealing with multiple access systems, where multiple nodes try to
access the medium randomly, the presence of collisions is one of the main sources
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Figure 8.5. The total expected number of packets E[Q1 + Q2] as a function of λ for �xed
α = 0.3.

of service degradation. On the other hand, the ever increasing need for massive
uncoordinated access in large and dense networks, makes the use of the single
relay model inappropriate, since it underestimates the interaction/interdependence
between transmitting nodes and, thus, fails to describe a signi�cant and realistic part
of the network operation. Moreover, load balancing schemes are without question
important for the e�cient operation of such networks. Our numerical �ndings
indicate when to use the JSRQ with respect to the Bernoulli routing scheme based
on the values of the transmission probabilities (by taking into account the presence
of interference among transmitting nodes). To the best of our knowledge, this
characteristic has not been reported so far in the related literature.

8.5.3 Numerical validation of the results
As an extra step of further validation of our fundamental results, we numerically
validate our main �ndings based on the CA using the PSA, which is discussed in
Section 8.4. Using the CA, we can compute an explicit expression for the equilibrium
distribution as a (in�nite) linear combination of product-form terms. We have proven,
that the corresponding truncated linear combinations provide asymptotic expansions
which improve as we include more terms. From this perspective, we can relatively
control the error of the approach. However, for the PSA, to the best of our knowledge,
there exists no error bound due to the lack of theoretical support for this approach, see
[40, 41]. The error produced by the PSA implementation can be controlled somewhat
by including more terms of the series. On top of that, it is sometimes unclear when
this method diverges [139], but the radius of convergence of the power series can be
extended using a transformation, cf. (8.41).
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In Table 8.1, we depict the total expected sojourn time of a packet measured in
time slots and the correlation coe�cient between the queue lengths of the two
relays, for various values of the load ρ. The total expected sojourn time of a packet
is computed as E[S] = 1

λE[Q1 + Q2], and as expected, as ρ increases, so do the
values of E[S]. The correlation coe�cient between the queue relays is computed as
R(Q1, Q2) = E[Q1Q2]−E[Q1]E[Q2]√

Var[Q1]Var[Q2]
. For the computations performed, we choose ρ =

0.1, 0.4, 0.7, 0.9, 0.95, so as to cover lighter and heavier tra�c results. Furthermore,
we choose G = 1 for the PSA implementation (see Algorithm 2).

As expected, as ρ increases the correlation coe�cient tends to one, and as the values
of Table 8.1 indicate, it almost behaves like a linear function of ρ. Furthermore, it is
evident, from the numerical results, that both approaches produce similar outcomes
(as long as the value for ρ is away from the stability region boundary ρ = 1) di�ering
by approximately as much as the range of the precision, cf. column |CA−PSA|

CA .
However, as ρ approaches one, the PSA becomes highly unstable, while the CA is
producing accurate results in the entire stability region. The numerical instability
of the PSA can be explained observing that ρ → 1 implies that θ → 1, cf. Equation
(8.41), indicating that the power series expression is approaching the boundary of
the region of convergence. This can be overcome, to a certain degree, by further
increasing the value G ≥ 1.

E[S] R(Q1, Q2)
ρ

0.1
0.4
0.7
0.9
0.95

CA PSA | CA − PSA | /CA
1.222 1.222 1.6 × 10−14

2.333 2.333 2.9 × 10−8

5.666 5.666 1.1 × 10−4

19.00 17.858 7.4 × 10−2

38.976 22.450 4.2 × 10−1

CA PSA | CA − PSA | /CA
0.136 0.136 4.1 × 10−13

0.468 0.468 4.7 × 10−7

0.793 0.792 3.7 × 10−4

0.969 0.950 2.0 × 10−2

0.991 0.924 6.8 × 10−2

ε Rerror
10−30

10−25

10−20

10−15

10−10

Table 8.1. Total expected sojourn time of a packet and the correlation between the queue relays.

From the numerical implementation, it is notable that both the CA and the PSA
provide accurate results to a desired precision. In both approaches, the time com-
plexity of the corresponding algorithm depends on ε through the determination of
Tca or Tpsa, cf. Step 4 of Algorithm 1, or Step 3 of Algorithm 2, respectively, which
we can control. Equating ε for both algorithms, we can compare the methods in
terms of their algorithmic time complexity, so as to characterize the performance
speed of the two approaches. As shown in Subsection 8.3.4.1 the compensation
algorithm runs in O

(
Nca (Tca)2.376

)
, while for the PSA it is shown in Section 8.4

that Algorithm 2 runs in O
(

(Npsa + 1)
(
(Tpsa + 1)2/4

)2.376
)
which is equivalent

to O
(
Npsa

(
Tpsa

)4.752
)
. Thus, the compensation algorithm has better big-O time

complexity than the PSA.

Remark 8.5. We have numerically validated the CA with the PSA. One can observe
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from Table 8.1 that the results obtained using both approaches di�er when the load
approaches 1. The reason for the di�erences is that the PSA becomes highly unstable
as ρ → 1 as discussed above. This can be overcome, to a certain degree, by further
increasing the value G ≥ 1, see e.g., [40, 41]. The CA results can be also validated
using the MGM instead of the PSA. Namely, in [130], the authors prove that for the
class of nearest-neighbour two-dimensional random walks in the quarter plane with
no transitions in the interior to the North, North-East and East, the CA and the MGM
produce identical results, as the γ terms are in fact the eigenvalues of the rate-matrix
and the δ terms are associated with the eigenvectors of the rate-matrix. As such, we
strongly believe that it provides more information to compare the results of the CA
with a method which is signi�cantly di�erent in scope and structure, such as the
PSA.

8.6 Conclusions and possible extensions
In this work, we focused on the application oriented problem of characterizing the
queueing delay experienced in a slotted-time relay-assisted cooperative random
access wireless network with collisions under the JSRQ routing protocol. Note that
due to the collisions, there is strong interdependence among the queues of the relays,
resulting in di�erent successful transmission probabilities, when both relays are
busy and when one of the relays is empty. Thus, the system at hand incorporates
two features: the JSRQ and the coupled processor feature. For such a system, we
investigate the stability condition and apply the CA for the computation of the
equilibrium joint queue (relay) length distribution. A numerical validation of the
theoretical results obtained by the CA is presented. More importantly, we have
applied the CA to a random walk on the positive quadrant with transitions to a
bounded region of neighbors, extending the framework of the CA to a wider class
of random walks (than the nearest neighbor for which the approach was originally
developed).

In a future work, we plan to generalize this work in several directions. A challen-
ging task is related to the equilibrium analysis of a general cooperative network with
a queue-aware transmission protocol under which each relay con�gures its trans-
mission parameters based on the status of the other. Such a protocol serves towards
self-aware and intelligent networks. Moreover, we also plan to characterize the delay
using a multi-packet reception model, which allows successful transmissions even if
multiple nodes (relays or source(s)) transmit simultaneously, with as ultimate goal
to improve the throughput performance of the network. An interesting challenging
task is the investigation of the queueing delay at a random access network with
an arbitrary number of relay nodes under the JSRQ routing policy, as well as its
optimality over other routing policies.
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Summary

The thesis is concernedwith the analysis of some classes of two-dimensional stochastic
processes, with an emphasis on processes arising in queueing theory. The thesis
is divided into three parts. Part I consists of Chapter 2 to 5 in which we focus on
randomly time limited (RTL) two-queue polling models. In Part II, i.e., Chapter 6
and 7, we have analyzed in�nite-server queueing models with over-dispersed arrival
processes. The last part contains Chapter 8 in which we have analyzed a cooperative
random access network with collisions.
In Chapter 2, we introduce a single server polling model with two queues. Cus-

tomers arrive at the two queues according to two independent Poisson processes.
There is a single server that serves both queues with generally distributed service
requirements. The server spends an exponentially distributed amount of time in
each queue. After the completion of this residing time, the server instantaneously
switches to the other queue, i.e., there is no switch-over time. For this polling model
we derive the steady-state marginal workload distribution, as well as heavy-tra�c
and heavy-tail asymptotic results. Furthermore, we present our e�orts to obtain the
joint Laplace-Stieltjes transform (LST) of the steady-state workloads at the queues.
The di�culties arising in this chapter for the joint distribution analysis have led us
to explore the perturbation approach (PA) in the next chapter.

In Chapter 3, we compute the joint queue length distribution of the above described
RTL two-queue polling model. Here, we restrict ourselves to exponential service time
distributions, and we explore the power of the PA in deriving the joint queue-length
distribution. We discuss four di�erent PA scalings. The �rst two scalings are quite
useful and lead us to e�cient numerical schemes, albeit with certain limitations. The
third scaling approach does not yet provide any numerical procedure. Scaling 4 turns
out to be the most interesting scaling for the asymptotic analysis. In this scaling,
we derive a functional equation which serves as the basis for the computation of
the joint queue-length distribution. This functional equation requires us to solve a
boundary value problem (BVP). In Chapter 4, we return to this BVP in heavy-tra�c.
In Chapter 4, we analyze the same polling model as in Chapter 2, but we restrict

ourself to the case in which the arrival and the service rates are deterministic. For
this model, we �rst derive the LST of the marginal �uid content at each queue.
Subsequently, we derive a functional equation for the LST of the two-dimensional
workload distribution. Finally, we determine a heavy-tra�c limit of the joint workload
LST by formulating and solving a Riemann-Hilbert boundary value problem.

In Chapter 5, we consider again an RTL two-queue polling model, but now with the
special feature that the service speed is not constant; in particular, the service speed
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at each queue is proportional to the current workload in that queue. We consider
several choices for the residing time distribution. For these choices, we are able
to obtain several exact results, such as the LST of the joint steady-state workload
distribution, its moments, and heavy-tail asymptotic results.
In Chapter 6, we study in�nite-server queues in which the arrival process is

generalizedmultivariate shot-noise fed by a Lévy subordinator. We study the transient
behavior of this shot-noise model by analyzing the joint distribution of the number
of customers and the multivariate shot-noise level. We also provide a recursive
procedure that explicitly identi�es transient as well as steady-state moments and
correlations. Various heavy-tail and heavy-tra�c asymptotic results are also derived,
and numerical results are presented to provide further insight into the model behavior.
In Chapter 7, we study the same queueing model as in Chapter 6, but with a

generalized arrival process, in particular, a self-exciting (Hawkes) arrival process.
Initially, we assume that the service requirements are exponentially distributed and
that the Hawkes arrival process is of Markovian nature. Under these assumptions, we
obtain a system of di�erential equations that characterizes the joint distribution of
the arrival intensity and the number of customers. Moreover, we provide a recursive
procedure that explicitly identi�es transient and steady-state moments. Subsequently,
we allow for non-Markovian Hawkes arrival processes and non-exponential service
requirements. By viewing the Hawkes process as a branching process, we obtain
the probability generating function of the number of customers in the system. We
also derive the tail of the distribution of the number of customers for the case that
the intensity jumps of the Hawkes process are heavy-tailed, and we consider a
heavy-tra�c regime.

Finally in the last chapter, we focus on an application-oriented problem in which
our goal is to characterize the queueing delay experienced in a slotted-time relay-
assisted cooperative random access wireless network. The aim of this chapter is to
gain insight into the performance analysis of systems with interacting queues under
the join the shortest queue (JSQ) policy. The case of two interacting queues results in
a two-dimensional random walk with bounded transitions to non-neighboring states,
which in turn results in a complicated boundary behavior. Although this system
violates the conditions of the compensation approach (CA) due to the presence of
transitions to non-neighboring states, we show how to extend the framework of
the approach and how to apply it to the system at hand. Moreover, as an additional
level of theoretical validation, we have compared the results obtained via the CA
with those obtained using the power series algorithm (PSA), and we have shown
that the CA outperforms the PSA in terms of numerical e�ciency. In addition to the
fundamental contribution, the results obtained are also of practical value, since our
analysis constitutes a �rst attempt toward gaining insight into the performance of
such interacting queues under the JSQ policy. To fully comprehend the bene�ts of
such a protocol, we compare its performance to the Bernoulli routing scheme as well
as to that of the single relay system. Numerical results show interesting insights into
the system’s performance.

222



About the author
Mayank was born on January 4, 1990 in Anantapur, Kanpur Dehat, Uttar Pradesh.
He received his master’s degree in Applied Mathematics in 2012 from the Indian
Institute of Technology, Roorkee, India. He quali�ed GATE (Graduate Aptitude
Test for Engineering) with All India Rank 97 and NET (National Eligibility Test) in
Mathematics with All India Rank 45 in 2014. During his master’s, he received an
M.Sc. scholarship from the "National Board of Higher Mathematics", and also won
an “IIT Roorkee Heritage Foundation (USA) Excellence Award".
In November 2015, he started his Ph.D. research (and in which he is presently

enrolled) at the Eindhoven University of Technology (The Netherlands) under the
supervision of Prof. dr. ir. Onno Boxma, Dr. Stella Kapodistria, and Prof. dr.
Rudesindo Núñez-Queija. His Ph.D. topic is "Two-dimensional queueing models:
exact and asymptotic methods". In January 2018, he received the LNMB (in Dutch:
Landelijk Netwerk Mathematische Besliskunde) diploma for Ph.D. courses in the
Mathematics of Operations Research. His main research interests are broadly in the
�eld of applied mathematics, in particular, stochastic modeling, queueing theory,
applied probability, optimization, numerical analysis, and programming. Having
already published four international journal papers and one conference paper and
having submitted two more papers, he will defend his Ph.D. thesis at Eindhoven
University of Technology on January 29, 2020.

223






	Acknowledgments
	1 Introduction
	1.1 Background and overview of the thesis
	1.2 Laplace-Stieltjes transforms and fundamental one-dimensional models
	1.2.1 The M/G/1 queue
	1.2.2 The shot-noise queue

	1.3 Exact analytic methods for multi-dimensional models
	1.3.1 Approach: The boundary value method (BVM)
	1.3.2 Approach: The perturbation approach (PA)
	1.3.3 Approach: The compensation approach (CA)
	1.3.4 Approach: The power series algorithm (PSA)

	1.4 Asymptotic techniques
	1.4.1 Heavy-tail asymptotics
	1.4.2 Heavy-traffic asymptotics

	1.5 Main contributions and organization

	I RTL two-queue polling models
	2 Workload analysis of an RTL two-queue polling model
	2.1 Introduction
	2.2 Model description and notation
	2.3 Marginal workload analysis
	2.4 Workload decomposition and heavy-traffic analysis
	2.5 Heavy-tail asymptotics
	2.6 Joint workload distribution
	2.7 Conclusions and possible extensions

	3 Perturbation analysis for the queue-length distribution
	3.1 Introduction
	3.2 Model notation and balance equations
	3.3 Perturbation analysis
	3.4 Scaling 1: Frequent switching between queues
	3.4.1 Singular perturbation analysis
	3.4.2 Verification of the assumptions

	3.5 Scaling 2: Queue 1 with long interruptions and infrequent arrivals
	3.5.1 Numerical results

	3.6 Two alternative scalings
	3.6.1 Scaling 3
	3.6.2 Scaling 4

	3.7 Conclusions and possible extensions

	4 Workload analysis of a two-queue fluid polling model
	4.1 Introduction
	4.2 Model description and notation
	4.3 Marginal workload analysis
	4.4 Joint workload analysis
	4.5 Heavy-traffic analysis of the joint workload distribution
	4.6 Numerical results
	4.7 Conclusions and possible extensions

	5 Analysis of a polling model with workload-dependent service speeds
	5.1 Introduction
	5.2 Preliminaries
	5.3 Model description and notation
	5.4 Model 1: Two queues with constant visit times
	5.5 N queues with constant visit times
	5.6 Model 2: Constant visit times for Q1, general visit times for Q2
	5.7 Model 3: Exponential visit times
	5.7.1 Marginal workload analysis
	5.7.2 Workload decomposition
	5.7.3 Heavy-tail asymptotics
	5.7.4 Joint workload in the symmetric case
	5.7.5 Solution of (5.78) by fixed-point iteration

	5.8 Conclusions and possible extensions


	II Infinite-server queueing models with over-dispersed arrival process
	6 An infinite-server system with Lévy shot-noise modulation
	6.1 Introduction
	6.2 Model description and preliminary results
	6.3 Infinite-server system with Lévy shot-noise modulation
	6.4 Derivation of recursive moment relations
	6.4.1 First two transient moments
	6.4.2 First two stationary moments

	6.5 Asymptotic analysis
	6.5.1 Tail asymptotics
	6.5.2 Diffusion limits

	6.6 Numerical results
	6.7 Conclusions and possible extensions

	7 Infinite-server queues with Hawkes input
	7.1 Introduction
	7.2 Preliminaries
	7.3 A Markovian Hawkes-fed infinite-server queue
	7.3.1 Characterization of the queueing process
	7.3.2 Transient moments
	7.3.3 Steady-state moments

	7.4 A non-Markovian Hawkes-fed infinite-server queue
	7.5 Asymptotic results
	7.5.1 Heavy-tailed asymptotics
	7.5.2 Heavy-traffic asymptotics

	7.6 Conclusions and possible extensions


	III Cooperative random access model
	8 Analysis of a cooperative random access network with collisions
	8.1 Introduction
	8.1.1 Related work
	8.1.2 Contribution

	8.2 Model description
	8.2.1 Stability condition

	8.3 The equilibrium analysis
	8.3.1 Decay rate
	8.3.2 The compensation approach (CA)
	8.3.3 Proofs
	8.3.4 Numerical implementation of the CA
	8.3.4.1 Time complexity of Algorithm 1

	8.3.5 Applicability of the CA in case of bounded transitions

	8.4 Equilibrium analysis: the power series algorithm
	8.5 Numerical results
	8.5.1 The Bernoulli routing under EAS scheme
	8.5.2 Comparison of JSRQ to other routing protocols
	8.5.3 Numerical validation of the results

	8.6 Conclusions and possible extensions

	Bibliography
	Summary
	About the author


