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Summary 

Modem integrated circuits are often composed of a large digital part and a small analog part. Tite 

synthesis of the analog part is not well automated unlike the synthesis of the digital part. One of the 

main problems of analog synthesis is the selection of a suitable circuit topology. After a topology is 

selected, the subcircuits in the topology have to be optimized in order that the entire circuit meets the 

requirements. After this optimization it will be clear whether the selected topology was a good choise. 

In automatic synthesis tools for analog circuits, topology selection is usually performed by a 

knowledge-base. All the required expert design knowledge is stored in this knowledge-base. Tuis 

knowledge is very difficult to derive and to maintain. Synthesis tools for analog circuits are therefore 

not very flexible. 

In this thesis, an alternative method to handle analog circuit synthesis is described. The topology 

selection is combined with the optimization of subcircuits into one single constrained optimization 

problem. Tuis makes it possible perform the circuit synthesis by means of a genetic algorithm. This 

approach is implemented in the opamp-synthesis-tool DARWIN. Hardly any expert design knowledge 

is required in DARWIN. Several design examples demonstrate the usefulness of DARWIN. 

The new genetic algorithm used in DARWIN is not a regular one. It appeared that regular genetic 

algorithms are not very efficient in solving constrained optimization problerns. For that reason, a new 

genetic algorithm was developed. The (linear) constraints defme a polytope in whlch the solution has to 

be found. The new algorithm first calculates all vertices of that polytope and uses the vertices in the 

description of the search space. In this way it can be ensured that the genetic algorithm only searches in 

the polytope, which improves the efficiency of the genetic algorithm. 

Automatic synthesis of circuits with the complexity of an opamp (as performed by DARWIN) is only a 

small part of the automatic synthesis of integrated circuits. In this thesis a discussion is included about 

the unsolved problems in automating the synthesis of integrated circuits. This discussion focussus on 

the use of piecewise linear teclmiques and polytopes. 



VIII 

Samenvatting 

Moderne geïntegreerde schakelingen (IC's) bestaan vaak uit een groot digitaal deel en een klein analoog 

deel. Het ontwerp proces van dit analoge deel is slecht geautomatiseerd, in tegenstelling tpt het ontwerp 

proces van het digitale deel. Een moeilijkheid bij het ontwerpen is het kiezen van een juiste circuit 

topologie. Deze topologie legt vast hoe kleine circuits met elkaar verbonden ziju. Het feit dat de circuits 

elkaar beïnvloeden maakt het moeilijk op voorhand de beste keuze te maken. Nadat een geschikte 

topologie is gekozen kunnen de kleinere circuits geoptimaliseerd worden om een goed werkend geheel te 

krijgen. Pas na deze optimalisatie is het duidelijk hoe geschikt de gekozen topologie is. 

In bestaande automatische ontwerp programma's wordt de topologie keuze over het algemeen verricht 

door een data bank (knowledge-base) waarin expert-kennis zit opgeslagen. Het nadeel hiervan is dat de 

kennis constant moet worden aangepast aan nieuwe ontwikkelingen. Dergelijke ontwerp programma's 

zijn hierdoor niet flexibel in het gebruik. 

In dit proefschrift wordt een manier beschreven topologie selektie te combineren met de optimalisatie 

van de deelcircuits. Een aangepast genetisch algoritme blijkt hiervoor uitermate geschikt. Een populatie 

van willekeurige circuits evolueert hierin naar een populatie waarin de circuits zijn aangepast aan de 

eisen die een gebruiker aan het circuit stelt. Voor deze aanpak is weinig specialistische ontwerp kennis 

nodig. 

Het genetische algoritme dat beschreven wordt in dit proefschrift wijkt af van de bestaande algoritmen. 

De ruimte waarin het algoritme zoekt naar een geschikte oplossing wordt namelijk van te voren beperkt 

tot een gebied waar de kans op een oplossing groot is. Deze ruimte wordt beschreven door middel van 

polytopen (veelvlakken). Het beschreven algoritme is hierdoor efficiênter dan veel andere genetische 

algoritmen. 

Het automatisch ontwerpen van schakelingen met de complexiteit van een opamp (een type circuit 

waaraan het grootste deel van dit proefschrift is geweid) is slechts een onderdeel van het totale ontwerp 

proces van een geïntegreerd circuit. In dit proefschrift is daarom tevens een discussie opgenomen over 

nog onopgeloste problemen in het automatisch ontwerpen van geïntegreerde schakelingen. Speciale 

aandacht wordt hierbij gegeven aan de mogelijkheden van stuksgewijs lineaire technieken en 

eigenschappen van polytopen bij het oplossen van deze problemen. 
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1. Introduction 

Analog circuits are essential parts of electronic systems, even for the large amount of digital systems. 

Two reasons for this are: 

1. The world around us is mostly analog. Interaction with the world is therefore inevitably performed 

in the analog dornain. Even the most powerful digital computer systems require analog interfacing 

circuits. 

2. Analog circuits outperform digital circuits in niche applications where low power, high speed and 

small area are the key issues. A good exarnple is an analog neural network. The large amount of 

neurons leads to spectacular results. The more neurons and weights on a single chip, the better 

results can be obtained. It appears that with an analog implementation of the neurons and weights, 

high integration rates can be achieved, resulting in spectacular neural networks. 

Fabrication processes change rapidly. Each year, the number of transistors that can be placed within an 

integrated circuit increases significantly. This leads to the fact that integrated circuits get out of date 

very soon. Furthermore, the large amount of components allows to integrale complete electronic 

systems, including analog interface or analog signa! processing circuitry, on a single integrated circuit. 

An indirect effect of the large integration rate is the trend that integrated circuits are more and more 

designed for one specific application. Integrated circuits are not anymore the cornponents with which an 

electronic system can be built, but electronic systems, in which one application specific circuit is 

completely integrated. 

The design process for digital parts is nowadays supported by a large amount of sophisticated CAD 

tools. However, the status of tools for analog CAD lays considerably behind. The main difference 

between the digital and the analog design process is the fact that the behavior of analog circuits is very 

much dependent on the behavior of its basic building blocks (transistors). The building blocks of analog 

circuits have to be designed carefully in order to meet the required specifications of the overall circuit. 

Furthermore, the specifications often lead to conflicting requirements for the building blocks. An analog 

circuit is therefore always a comprornise between the various specifications. 

Due to this, the bottleneck in the development of an integrated circuit is often the design of the analog 

part. This thesis is dedicated to analog design automation, since this is where the largest improvements 

can be gained. 
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In section 1.1, a brief discussion on the design process of analog circuits will be given. The main 

difficulties in this process are further discussed in section 1.2, by means of a simple example. A more 

general discussion on analog circuits is given in section 1.3. Existing tools that automate the synthesis 

process are discussed in section 1.4, while in section 1.5 the outlîne of this dissertation will be given. 

1.1. Analog circuit design 

The design process ranging from the required behavior to a chip layout is depicted in figure 1.1. 

system level 

intermediate 
level(s) 

component level 

~ 
~:. 

1 1 

top down 
syntbesis D --·: 
~ 
~~ 
~ 
device 

schematic 

Figure 1 .1. Circuit design process 

chiplayout 

0 
bottom-up 
layout 
assembly 

11 

layout 

The methodology is based on a top-down refinement from the required system toa sized netlist (a list of 

components with their interconnections). For complex systems this is usually done in several 

hierarchical steps. At the component level, layouts are generated for the transistors, resistors, and 

capacitors. Afterwards, a bottom-up assembly of the entire layout is performed. Usually, the design 

process is not so straight forward as depicted in figure l. l. Intermediate results of the design process 

are verified whether they still meet the required behavior. When this is not the case, part of the design 

process is redone. The design process is therefore often an iterative process of verification and design 

steps. Verification is performed by simulation, circuit extraction and testing. 

This thesis will concentrate on the synthesis part, which is the step from required behavior to a sized 

netlist. The required behavior is usually composed of two parts: (1) A certain target bas to be 

optimized, (2) under the condition that several constraints are met. Tbe target is usually minimal power 

consumption or minimal chip size (often indicated by the term 'silicon area'). The constraints are 

related to the obtained specifications of the circuit. Examples of specifications are gain, bandwidth, and 
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noise. The synthesis process is therefore in this thesis considered to be a constrained optimization 

problem. 

The synthesis process is the generation of a circuit that meets a certain required behavior. Bowman 

described this synthesis process as ".finding the right questionfor an ensemble of answers" [BOW-90]. 

The origin of Bowman's description is the relation between analysis and synthesis, as depicted in figure 

1.2. 

J reset 

circuit 
(sized topology) 

analysis 

=> 
<= synthesis 

vÎ ~-----Vout 

~--Vin 

time~ 

behavior 
(input-output relation) 

Figure 1.2. Synthesis versus analysis of an analog circuit 

The analysis of an electronic circuit is a straightforward and highly structured process. The circuit is 

first translated into a mathematica! model, using device models and Kirchhoffs current and voltage 

laws. With numeric or symbolic methods, the output signals can then be calculated for any arbitrary set 

of input signals. The calculated output signals can be seen as the answer to the question 'what is the 

behavior of the circuit?'. Tuis analysis method is taught to each electronic engineering student, and is 

used in all circuit simulators (for example, SPICE). There is always a one-to-one relation between an 

electronic circuit and its behavior. 

The synthesis of an electronic circuit is the reverse process. A circuit (the question part of an analysis) 

has to be found which can realize a certain required behavior (the answer part of an analysis). Unlike in 

the analysis process, there are no genera! applicable structured methods to perform this task. When two 

expert designers are asked to synthesize a circuit with a certain behavior, it is almost sure that they will 

come-up with two different circuits. The manual synthesis process is guided by experience and trial

and-error. A circuit with a behavior, comparable to the required one, is used as an initia! circuit. 

During an iterative process of modifying and analyzing, this circuit is modified into one with the 

required behavior. A more experienced designer will probably come-up with a more suitable initia! 

circuit and will also make better modifications. An expert designer will therefore design the required 

circuit much faster than a novice designer could do. 

When a relatively small circuit has to be designed, no hierarchy is required. The initia! circuit will 

already be defined up to the component level. For more complex circuits, this is not feasible, due to the 
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large amount of components. In order to cope with the complexity, the design process is then performed 

in several hierarchical steps as depicted in figure 1.1. Between each hierarchical level, circuits are 

refined to a topology of smaller and more detailed circuits. The refinement between two hierarchical 

levels will always consist of topology selection and sîzing: 

Topology selection. A certain topology has to be selected or generated which may possibly lead to 

realize the required behavior. At the system level, the topology will be built up from relatively large 

circuits. At the lowest level, the building blocks will be simple components like transistors, 

capacitors, and sometimes resistors. 

Sizing. All parameters in a topology have to be given such a value that the required behavior is actually 

met. For high-level synthesis (the step from system level to an intermediate one), the parameters are 

the specifications of circuits. At the lowest level, the parameters are the dimensions of components 

(width, length, and shape of the basic devices). 

Usually, these two steps are performed successively. First a suitable topology is selected and afterwards 

the specifications of the building blocks are set to proper values. Unfortunately, it is very difficult to 

select the best suitable topology when the parameters in the topology are not yet set to certain values. A 

proper analysis of an unsized topology is not possible, since the behavior of a circuit is largely 

dependent on the parameters. In other words: A suitable topology must to be selected from incomplete 

information. 

Therefore the experience of an expert designer is required for efficient topology selection. In many 

automatic synthesis tools, expert knowledge is stored in a rule base to perform the topology selection. 

This is however not an optimal situation, due to the difficulties in gathering and maintaining the right 

knowledge. When the rules are incorrect, non-optimal topologies will be selected. 

The sizing step is more suitable for automation. Although sizing is just as topology selection a search 

problem, we have the opportunity to analyze intermediate results irnmediately. We can guide the search 

for a properly sized circuit by means of these analyses. Sizing is therefore a function optimization 

problem, for which many methods exist in literature. 

1.2. Analog circuits 

The class of analog circuits is very diverse and ranges from microwave circuits to low-frequency 

circuits, from power electronics to ultra-low-power pacemaker circuits, and from bipolar technology to 

CMOS technology. In this thesis, we will use low-frequency (up to several MHz) CMOS analog 

circuits as the vehicle to discuss some aspects of analog design automation. This subset of analog 
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circuits contains the majority of analog circuits as part of application specific integrated circuits 

(ASICs). 

A typical example of low-frequency analog CMOS systems is a sensor interface for use with particle 

and radiation sensors. This system can not be replaced by a digital equivalent, and requires high

performance analog circuits. Only well-designed systems will be able to meet the requirements for those 

systems, resulting in a difficult and time consuming design process for those circuits. A detailed 

discussion about particle detection systems will be given in section 5.1. 

Another example from the class of low-frequency analog circuits is the operational amplifier (opamp). 

This circuit is probably one of the most used building blocks in analog systems, used for many different 

applications. The opamp is therefore well studied. These two aspects (well known and often used) make 

the CMOS opamp ideal for automatic synthesis. The most simple implementation of an opamp is 

depicted in figure 1.3.a. Two important specifications, among many others, are the DC gain and the 

unity gain frequency (UGF) in the case of a certain capacitive load. These specifications are indicated 

in the transfer function as depicted in figure 1.3.b. 

log(gain) 

t,_,___~ 
DCgain 

0 1--~~~~~~~..,...~~---;>~ 

UGF log (f) 

a. Schematic b. Transfer fu.nction 

Figure 1.3. Opamp 

The dimensions of the transistors and the value of the bias voltage source will have a large effect on the 

specifications of the opamp. In the case that the width (Wl) and length (Ll) of the input transistors 

Mla and Mlb are varied, the DC gain and the unity gain frequency (UGF) will change in a way as 

depicted in figures 1.4. We can see that for very long and narrow transistors (Ll = max, Wl =min), 

the circuit will not operate properly. For other dimensions for transistor Ml, the behavior is in first 

order detennined by the following relations: 
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DC gain-----
L1 · + constant 

UGF-JF 

Chapter 1 

(1.1) 

Equation 1.1 and figure 1.4 are valid for a fixed value of V ru.s and fixed dimensions for the transistors 

M2a, M2b, and M3. 

high 

low 
min 

high 

low 
min 

max 

max 

max min 

Figure 1.4. DC-gain and UGF as afunction of the dimensions of the input transistors 

The application in which the opamp is used, usually requires certain minimal values for both the DC 

gain and the unity gain frequency. With proper transistor dimensions, the opamp can meet the required 

specifications. However, practice is more complicated then this simple example indicates. The 
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specifications are also dependent on the dimensions of the other transistors and bias voltages. Even for 

this simple opamp, seven parameters can be varied (the bias voltage, plus the dimensions of Ml, M2, 

and M3). Furthermore, many other specifications are important (noise, slew-rate, power-supply 

rejection-ration, power dissipation, ... ). Tuis all makes sizing of the transistors a difficult task. 

Another clifficulty is the choice of a suitable topology. The opamp of figure 1.3 is just one out of many 

possible topologies. Each topology has a different relation between the transistor dimensions and the 

opamp specifications. In chapter 4, several others will be cliscussed. It then appears that two different 

applications often require two different opamp topologies. 

1.3. Genera! aspects of analog circuits 

All analog circuits, ranging from small (like the simple opamp of the previous section) to complex and 

large circuits (several thousands of components), share some aspects that make them different ftom 

digital circuits. In this section we will highlight some of these aspects, that will influence the synthesis 

process of analog circuits. 

1.3.1. Hierarchy 

Analog electronic systems, can be partitioned into several hierarchical levels. Unlike the situation for 

digital circuits, there is no standard terminology for these levels. Often used names are: 

Analog systems. At the top level, we can look at an entire analog electronic system as a black box, 

having a certain required interaction with its environment (for example to measure the energy of 

particles, and present this information to a cligital computer system). Sometimes, analog systems 

contain small digital parts. 

Analog modules. The analog systems are composed of modules at the complexity of a filter or an 

ADC. The interaction of two modules is performed by unidirectional signals. The output signa! of a 

module is usually not influenced by other modules. This loose interaction between analog modules 

makes it possible to specify them at the functional level, instead of by using current and voltage 

relations. 

Analog ceDs. Modules are at their turn composed of analog cells. Analog cells are at the complexity of 

an opamp, being composed of less than hundred transistors. The interaction between analog cells is 

more complex than the interaction between modules. For example the behavior of an opamp 
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depends on the capacitance connected to the output of the opamp. Due to this aspect, cells have to 

be designed in close relation with its connected cells. 

Devices. The elementary building blocks of analog circuits are the devices. In integrated circuits, Ûle 

most important devices are transistors, capacitors, and resistors. Devices can directly be translated 

to alayout. 

We will use Ûle term circuits for systems, as wel! as for modules and cells. It will be clear that each 

circuit is composed from blocks out of one lower hierarchical level. The design parameters of a circuit 

are the specifications of its building blocks. 

1.3.2. Large variety in circuits 

In digita1 circuits, standard cells are often used as the building blocks. Functions like NAND, XOR, but 

also flip-flops, registers, and ALUs are directly available from a library. A limited set of building 

blocks will be sufficient for the realization of a large variety of digita1 systems. 

In analog circuits, the situation is much more complicated. At the cell level, an enormous amount of 

different circuit topologies is possible, and new circuits are invented every year. Furthermore, circuits 

do not only differ in topology, hut also in their transistor dimensions. Each circuit will be a compromise 

between several specifications Oike for instance gain and bandwidth). The irnprovement of a certain 

specification will usually have a negative effect on some other specifications. For this reason, a limited 

set of standard analog cells (with fixed topologies and fixed transistor dimensions) will only be 

sufficient to design a specific subset of analog systems. However, application specific circuits will be 

required to design all analog systems. 

1.3.3. Tecbnology and dimension dependency 

The perfonnance of analog circuits depends very much on technology parameters. Small changes in 

transistor dimensions or technology parameters can lead to huge variations in the performance of the 

circuit. Therefore, Ûle transistor dimensions have to be selected WÎÛI care, and possible technology 

variations have to be taken into account already during the synthesis phase of Ûle circuit development. 

In case that a circuit is fabricated in another fabrication technology, its specifications will certainly be 

different, or the circuit may even not work at all. Circuits have to be adjusted to the new fabrication 

technology, which eventually might require a topology change. 
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1.4. Existing analog synthesis tools 

In the past ten years, a number of analog synthesis tools were published in literature [RUT-93]. All 

these tools are restricted to circuits with the complexity of an opamp, or dedicated to a specific type of 

more complicated circuit such as a cyclic ADC or a switched capacitor filter. Some tools have been 

commercially successful, but most tools are by nature academie prototypes. The tools differ mostly in 

the way they handle topology selection. The three main classes derived from topolögy selection methods 

will be shortly discussed in the next sections. 

1.4.1. User-gnided topology selection 

Since an expert designer is capable of selecting a good topology, the most logica! step is to let the user 

do the topology selection and only to automate the remainder of the synthesis process. 

An extreme example of this approach is DELIGHT.SPICE, developed by Nye et al. [NYE-88]. Here, 

the user must start with presenting a completely sized circuit. A hill-climbing algorithm around a circuit 

simulator will then optimize this circuit according to the required specifications. Only an expert 

designer will be able to use DELIGHT.SPICE, since the tool is very sensitive to the initia! offering. 

One of the successors of DELIGHT.SPICE is the ASTRX/OBLX combination [OCH-94a], [OCH-

94b]. In ASTRX/OBLX, the automatic circuit sizing is much more powerful, resulting in a more 

globally stable convergence behavior. However, only an expert designer can use the tool, as the initia! 

topology still has to be provided by the user. 

Tools like IDAC [DEG-87] and FPAD [FAR-95], let the user selecta topology from a limited pre

stored set. In this way also novice analog designers can use the tool. They will probably not select the 

best topology initially, but since the number of topologies is limited, it will be possible for the user to 

select several or even all topologies. Tuis will not be the most efficient way, but leads to good results 

even when the tool is used by a novice designer. 

1.4.2. Rule-based topology selection 

The natura! next step in the evolution of analog synthesis tools is to automate the topology selection as 

well as the circuit sizing. This is commonly achieved by storing the knowledge of expert designers in a 

rule-base, see for instance the opamp synthesis tools BLADES [TUR-89], OPASYN [KOH-90], 

OASYS [HAR-89], and TOPICS [LEE-92]. 

The main limitation of this approach is the fact that the expert knowledge has to be available in a 

suitable mathematica! way. In theory it is possible to have a perfect set of topology selection rules, 
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since all electronic circuits obey physical rules. In practice, however, rules are imperfect and difficult to 

obtain. The quality of the synthesized circuits is very much dependent on the quality of the rules. Tuis 

might be problematic when more complex circuits than opamps have to be synthesized. 

1.4.3. Knowledge-extensive topology selection 

The requirement for expert design knowledge for the tools described sofar is a main disadvantage in 

either using or making the synthesis tools. When the selection rules are too simple, non-optimal 

topologies might be selected. However, it is very hard to come-up with a good set of rules. An 

additional problem is the fact that rules are subject to aging, since microelectronic technology is 

improving rapid1y. The introduction of new technologies will probably require that several rules have to 

be updated. A solution of this problem is to let the tools learn by themselves, instead of inserting all the 

required knowledge into the tools. 

A first attempt to achieve this situation is the tool SEAS. Tuis tool was first dedicated to opamp 

synthesis [NIN-91], [NIN-92], and later extended to ADC synthesis [NIN-93]. In this approach, an 

initia! topology is constructed with building blocks like current sources, differential pairs, output stage, 

etc. The used knowledge is not very sophisticated, probably resulting in a non-optimal initia! topology. 

Then the initia! topology is sized by a simulated annealing algorithm. The sized topology is analyzed, 

resulting in a measure for the suitability of the circuit. The score of each sub black is then updated. 

Next the topology is modified, the effect analyzed, and so on. The modification of the topology is based 

on some rules, as wel! as on the scores of the building blocks. Therefore, some of the expert design 

knowledge is collected during the synthesis process itself. Tuis approach is comparable to the way a 

novice analog designer comes to a solution. The missing knowledge is replaced by trial-and-error 

iterations and circuit analyses. However, run times of SEAS are very high, due to the fact that each of 

the topologies bas to be sized completely by a time consuming simulated annealing algorithm. 

A mixed-integer-non-linear programming approach was presented by Maulik et al. [MAU-92], [MAU-

95]. Tuis tool is dedicated to opamp synthesis. The behavior of the opamp is described by a set of 

equations with as variables the dimensions of the transistors and the topology of the opamp. Each 

Boolean variable fixes a certain topological choice like: whether to use nMOS or pMOS input 

transistors, whether to cascade the first stage or not, whether to use a second gain stage or not. Tuis 

single description for both the transistor dimensions and the topology, allows to do a simultaneous 

topology selection and circuit sizing. A branch and bound algorithm is used to find a suitable sized 

topology. 

Although topology selection rules are not required anymore with this approach, the success of this 

approach is still depending on the quality of the very complex equations that calculate the bebavior of 
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the opamps. This approach will therefore only be suitable for relatively simple circuits, and still 

requires a lot of expert knowledge during the generation of the opamp analysis equations. 

1.4.4. Conclusion 

Automatic synthesis of analog circuits is at this moment dedicated to relatively simple circuits. Still 

many unsolved problems exist in automatic synthesis of more complex analog circuits. In chapter 5, 

some of these problems will be discussed. 

For the automatic synthesis of 'small' analog circuits, several tools exist. However, the required 

knowledge to synthesize complex analog circuits is often very complex and not well described in 

literature. A way to cope with this problem is to minimize the dependence of the tools on expert design 

knowledge. Just as novice analog designers, these tools will then have to compensate for this Jack of 

knowledge by performing more iterations and learning from their mistakes. Up to now, only circuit 

sizing could be perforrned automatically without using lots of expert design knowledge. 

In the opamp synthesis tool DARWIN, which will be treated in chapter 4, topology selection is 

combined with circuit sizing to a single optimization problem. This problem can now by a single 

optirnization algorithm (without the use of a knowledge-base for topology selection). 

Genetic algorithms are optimization algorithms that do not necessarily have to use specific knowledge. 

They therefore seem to be very suitable for to solve our analog synthesis problem. However, the 

standard genetic algorithms will not be very efficient in our case. The reason for this is the large 

amount of possible circuits out of which the best has to be selected. Only when we significantly reduce 

the search space (the set of all possible circuits), genetic algorithms can be used. A reduction of the 

search space by means of polytopes will therefore be one of the main topics of this thesis. This new 

method is irnplemented in a genetic algorithm, suitable to solve analog synthesis problems. 

1.5. Outline of this dissertation 

The outline of the remainder of this thesis is as follows: In chapter 2, polytopes are introduced, since 

they play an important role in all methods and algorithms in thesis. This chapter is the mathematica] 

basis for applications in chapter 3, 4, and 5. 

In chapter 3, genetic algorithms are discussed. They are globally convergent optimization algorithms 

which are used in various applications. However, before we can use genetic · algorithms to solve the 

constrained optimization problem as occurs in analog synthesis, the standard genetic algorithm has to 

be modified. In this new genetic algorithm, several features of polytopes will be used. 



1-12 Chapter 1 

In chapter 4, the prototype opamp synthesis tool DARWIN is presented. The objective of this tool is to 

minimize the amount of required expert knowledge, which is often one of the main bottlenecks in analog 

synthesis. The basis of DARWIN is the new genetic algorithm as presented in chapter 3. Various 

synthesis examples show the usefulness of DARWIN. 

High-level analog synthesis is discussed in chapter 5, based on the example of a particle detection 

system. In this chapter, we do not solve the problems, but highlight the arising difficulties and discuss 

possible solutions. 



2. Polytopes and vertices 

In this chapter, we wil! discuss some properties ofpolytopes and briefly mention how polytopes can be 

used in analog design automation. In section 2.1, a small example of the possible use of polytopes is 

discussed. In section 2.2, several properties of polytopes are discussed in detail. These properties are 

used in algorithms to compute the vertices and facets of polytopes, which will be discussed in section 

2.3 and 2.4 respectively. The chapter ends with a small application of polytopes in analog design 

automation in section 2.5. 

2.1. lntroduction 

The synthesis of an analog circuit or system is actually the search of a suitable solution out of a large 

set of candidates. A good example of such a search is the sizing of the transistors in an opamp, as 

discussed in section 1.2. The length and width of the transistors can be varied between minimal and 

maxima] values, resulting in a hypercube for the space of candidate solutions. In this hyper cube, we 

have to search for the best combination of transistor dimensions in a way that the opamp meets all the 

required specifications. 

This search for a good set of transistor dimensions will of coarse be more efficient if we limit it to a 

smaller subspace instead of the entire hypercube. Assume that we want to size the input transistors of a 

differential pair in a way that a certain set of specifications is met. In the case that we know how the 

unity gain frequency (UGF) and the DC gain are related to the dimensions of the input transistors, we 

can use this infonnation to reduce the search space. In expression (1.1) and in figure 1.4 and l.5, the 

relation between the transistor dimensions and the DC gain and UGF are depicted. These relations were 

used to derive the curves in figure 2.1. In the dashed region of figure 2.1, both the UGF and the DC 

gain meet the requirements. This region will be called the valid region. In this example, only the 

dimensions of the input transistors were considered. In a practical situation however, all transistor 

dimensions influence the behavior of the circuit, resulting in a more complex valid region in many 

dimensions. 
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required DC gain 

required UGF 

min '--~~~~~~~~~~~~~_L..~~----' 
min max 

Length 

Figure 2.1. Valid regionfor the dimensions of the input transistors 

When we only have to search in the valid region, we will find a near optimal set of transistor 

dimensions much faster than when we would search the entire space. 

A way to obtain approximations of such valid regions is with the use of polytopes [LEE-90}, e.g. 

subspaces with special properties. In the remainder of this chapter, polytopes will be discussed in detail. 

2.2. Fundamental concepts 

2.2.1. The concepts amne and convex 

A point x is called an affine combination of the points a1 ". a. if there exists a set of scalars À1 ••• A..i 

such that x = a 1À1 + .•. + a:An and À1 + .•. + A,. = 1. A set of points is called affine independent if none 

of the points of the set is an affine combination of the other points of the same set. The set of all 

possible affine combinations of a set of points S is called the affine huil of S. This implies that the 

affine hull of two different points is equal to the line connecting those two points, as depicted in figure 

2.2. 

A point x is called a convex combination of the points a1 ••• a. if there exists a set of non-negative 

scalars À1 ••• Àn such that x = a 1À1 + ". + a.À. and 1.1 + ... +À.= 1. A set of points is called convex 

independent if none of the points is a convex combination of the other points. The set of all possible 

convex combinations of a set of points S is called the convex hull of S. The boundary of the convex huil 

of S is called the envelope of S. An example in two dimensions is depicted in figure 2.2. 
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- convex hun of a 1 ••• a6 
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Figure 2.2. Some geometrie concepts in lf 

A hyperplane in a d-dimensional Euclidean space E1 is the affine huil of d affine independent points. 

Bach hyperplane divides the space into two haJfspaces. In the case that the hyperplane is part of the 

haJfspace, the haJfspace is closed, in the case that the hyperplane is not part of the halfspace, it is called 

an open halfspace. A hyperplane in E1 can be described by a nonnal vector n - (n1 , n2 , ••• , lid ) and an 

offset a. The hyperplane is defined as the set of points x = (x1 , x2 , ••• , xd ) of which the scalar product 

with the nonnal vector n is equaJ to the offset a. 

A point x is called to be situated above the hyperplane if {x, n) > a and beneath the hyperplane if 

{x, n) < a. 

2.2.2. Convex polyhedra and convex polytopes 

A convex polyhedron is the intersection of a fmite number of closed haJfspaces. A polyhedron can also 

be described by a set of hyperplanes. All points beneath or on each hyperplane are part of the 

polyhedron. A polyhedron is called a k-polyhedron if the dimension of the polyhedron is equaJ to k. In 

other words, there exists a set of k+ 1 affine independent points in a k-polyhedron, hut there is no affine 

independent set of k+2 points in a k-polyhedron. When a k-polyhedron is bounded in all directions, it is 

called a k-polytope. 

The boundary of the polyhedron is called the envelope of that polyhedron. The convex independent 

points of a polyhedron are called the vertices v1 of that polyhedron. When a polybedron is unbounded in 

one or several directions, the largest set of linear independent vectors pointing in those directions are 

called the extemal rays rj of that polyhedron. Apart from a set of halfspaces or hyperplanes, a 

polyhedron can completely be described by means of its vertices and extemal rays: 

x = V1A1 + ..• + VnAn + r1An+l + ". + r,,;A.-. with Ai+ ... + A. = 1 and all A; <! 0. 

For example, the intersection in F! of the halfspaces 

!
-XI $-4 

-3x1 +x2 $-10 

-xl Xz$-5 
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results in the polyhedron offigure 2.3, with the vertices v1 = (5, 1) and v2 = (5, 4) and the extemal rays 

r 1 = (1, -1) and r2 = (3, l). This is a 2-polyhedron, since the largest set of affine independent points in 

the polyhedron consists of 3 points. 

= polyhedron 

- hyperplane 

~ = external ray 

• =Vertex 

Figure 2.3. Unbounded 2-polyhedron in È 

In the rest of this chapter, it will be useful when unbounded polyhedra could be considered as 

polytopes. This can be obtained by adding an extra hyperplane to each unbounded polyhedra. The 

norrnaJ of this extra hyperplane is equal to a positive combination of the extemal rays and the offset is 

equal to infinite. All points of ~ will be below that extra hyperplane, so we do not reduce the 

polyhedron. However, the polyhedron is now bounded in each direction. The external rays of the 

polyhedron are replaced by some additional vertices which are infinitely far away from the origin. The 

polyhedron of figure 2.3 will become a polytope with 4 vertices: 

The convex huil of these four vertices is equal to the polyhedron. When we are discussing a polytope in 

the remainder of this chapter, this polytope might as well be an intersection of a polyhedron with an 

additional halfspace, bounded by a hyperplane infinitely far away from the origin. 

2.2.3. Graphs of polytopes 

Let us consider a polytope, which is the intersection of n unique halfspaces in ~- Each halfspace is 

bounded by one of the hyperplanes h1 ••• h •. The points in ~ will have a certain position with respect to 

each hyperplane. A point can be above, below or part of a hyperplane, which can be indicated by 

respectively the symbols +, -, and 0. It is now possible to assign a so-called position vector to each 

point in ~. based on its position with respect to the n hyperplanes [RIN-56]. The position vector will 

be an n-Oimensional vector of the symbols +, -, and 0. For convenience, we will also define an extra 

symbol * which is equal to either 0 or-. 

Based on the position vector,~ is divided into several sets of points with the same position vector. All 

points that do not have the symbol + in the position vector form the polytope. All points without the 

symbol + and at least at one position the symbol 0 are part of the envelope of the polytope. All points 
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that do have the symbol + in the position vector are not part of the polytope. This is depicted in figure 

2.4. 1be arrows in figure 2.4 represent the direction of the nonna! vector of a hyperplane. 

(-,-,0,+) 

(-,0,-,0) 

(0,-,-,-) 

Figure 2.4. Position vectors in È 

The set of points of the polytope with zeros at the same places in the position vector, are called a face 

of the polytope. A face is called a k-face if its dimension is equal to k. For example the gray polytope in 

figure 2.4. is a 2-face, consisting of all points with as position vector ( *, *, *, * ). The point at the 

intersection of h2 and h4 is a 0-face of the polytope, consisting of all points with the position vector 

( * ,0, * ,0). That 0-face is also part of the two 1-faces ( * ,0, *, *) and ( *, *, * ,0). When a k-face fis 

part of a (k+l)-face g, we will call/a subface of g, and ga superface off. In the example offigure 2.4, 

( * ,0, * ,0) is a subface of ( * ,0, *, *) and of ( *, *, * ,0). Furthermore, ( *, *, *, *) is the superface of 

(0,•,*,*), (*,O,*,*), (*,*,O,*), and (*,*•*,O). 

Fora d-polytope, special names are used for faces of dimension 0, 1, d-1, and d. 1be 0-faces are called 

vertices, the 1-faces are called edges, the (d-1)-faces are called facets, and the d-face is called the 

polytope. For example the cube of figure 2.5 contains 1 polytope (the only 3-face), 6 facets (the 2-

faces), 12 edges (the 1-faces), and 8 vertices (the 0-faces). The face H subface and the 

face H superface relations of a polytope can be depicted in the so-called incidence graph of the 

polytope [EDE-87]. The incidence graph of a cube is depicted in figure 2.5. 
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H G ,...-------,, 

polytope 

facet ABCD ABFE BCGF CDHG ADHE EFGH 

vertex A B c D E F G H 

figure 2.5. Jncidence graph of a cube 

A graph of a polytope can either be constructed starting from the set of points or from a set of 

hyperplanes. Therefore these graphs can be used to compute the vertices of an intersection of halfspaces 

or to derive the facets of the convex hull of a set of points. Algorithms to perform these tasks will be 

discussed in section 2.3 and 2.4 respectively. 

In order to estimate the computational effort for these algorithms, the size of the incidence graph of 

various types of polytopes will be discussed in the sections 2.2.3. l to 2.2.3.4. 

2.2.3.1. Worst-case complexity of an incidence mph 

In this section, an upper bound for the size of an intersection of n unique halfspaces will be derived. 

Each halfspace is bounded by one of the hypetplanes h1 ••• hn in E'. 

Each k-face of the d-polytope (0 $ k $ d) is part of at least d-k hypetplanes. This is the case, since there 

is no set of k+2 affme independent points in a k-face, but there is a set of k+ 1 affine independent points. 

The position vector of a k-face is therefore a unique n-dimensional vector, with at least d-k entities 

equal to 0 and the rest of the entries equal to *. The maxima! number of k-faces is therefore equal to: 

( n ) for0$k$d 
d-k 

The maxima! number of faces of an intersection of n halfspaces in d dimensions wil! therefore be equal 

to: 
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The maximal number of relations between faces and superfaces is derived for the case that there is no 

set of d+ 1 hyperplanes that share a point. In that case, each k-face of a d-polytope will be part of 

exactly d-k hyperplanes (for k < d-1). Each position vector of a k-face will have a 0 at ex.actly d-k 

positions. Combined with the maxima! number of faces, it is possible to defme a maxima! number of 

relations between faces and superfaces. The maxima! number of relations is equal to: 

d-l( n J .L d-k d-k) 
k=O 

The upper limits as derived in this section are often far too pessimistic. In literature, intensive research 

is still going on in order to characterize and count the number faces and relations in incidence graphs. 

In order to have an more realistic idea about the complexity of incidence graphs, we will derive the 

number of faces and relations for some specific examples in the next sections. 

2.2.3.2. Hypercube 

The identity hypercube in E1 is equal to all points that are part of the following intersection of 2d 

halfspaces: 

{

X; ~0 
, with i = 1, 2, ". , d 

X; Sl 

For each point in a k-face (0 S k S á), d-k of the coordinates are fixed to either 0 or 1. The number of 

different k-faces will therefore be equal to: 

Consequently, the total number of faces in the graph is equal to 

In the last step, we used the binomium of Newton (for the case that a = 2 and b = 1) which states that: 

Each k-face (0 S k < d) is part of d-k superfaces. Therefore, the total number of face H superface 

relations in the graph is equal to 

I 2d-k(d-k)= .L _zd-k(d k)=2d,L - zd-i-k =3d-t2d d-l(dJ d-l(d-1) d d-l(d IJ 
k=O k k=O k d k k=O k 
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For the case d = 3 (the cube offigure 2.5) the numberof faces is equalto l (polytope) + 6 (facets) + 12 

(edges) + 8 (vertices) = 27 which equals 3d. The number of face H superface relations is equal to 

24 (vertex H edge) + 24 (edge H facet)+ 6 (facet H polytope) = 54 which equals 3d-12d. 

2.2,,3.3. Simplices 

A simplex in E!. is the intersection of d+l halfspaces, which contains d+l vertices. A simplex in two 

dimensions is a triangle, a simplex in three dimensions is a terahedron. A property of a simplex is that 

each convex huil of k+ 1 vertices is equal to a k·face of the simplex. The number of different k-faces is 

therefore equal to: 

(
d+l) 
k+l 

Consequently, the total number of faces in the graph is equal to 

f(d+l)=2d+I 
k=O k + t 

Each k-face (0 S k < d) is part of d·k superfaces. Therefore, the total number of face H superface 

relations in the graph is equal to 

2.2.3.4. Random oolyto_pe 

The previous examples were both intersections of a limited number of halfspaces. In this section, the 

size of polytopes with a large number of hatfspaces will be estimated. In order to evaluate the size of 

the graphs in those situations, several 'random' polytopes in various dimensions were evaluated. The 

facets of the polytopes had random normal vectors, but the distance between the origin and the 

hyperplane was always equal to 1. The dimension of the polytope varied between 2 and 7 and the 

number of halfspaces was equal to 10, 20, 50, 100, or 200. For each situation, 5 graphs were 

evaluated. The average number of vertices for tbe evaluated situations is depicted in table 2.1. 
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Table 2.1. Average number of vertices in 'random' polytopes 

10 halfspaces 20 halfspaces 50 halfspaces l 00 halfspaces 200 halfspaces 

2 dimensions 10 20 50 100 200 

3 dimensions 16 36 96 196 396 

4 dimensions 32 79 257 475 1222 

5 dimensions 60 179 760 1945 4497 

6 dimensions 90 365 2228 6885 

7 dimensions 179 874 6528 

The relation between the average complexity of the graph and the number of halfspaces is depicted in 

figure 2.6. The complexity is composed of the number of faces and the number of face H superface 

relations. The variance of the number of faces and relations of the polytopes was always less than 10%. 

For dimensions equal to 2 and 3, the complexity of the graph is linear dependent on the number of 

halfspaces. For higher dimensions (dimension equal to 6 or 7), the complexity of the graph is more 

likely to be dependent on the square of the number of halfspaces. 

..c: 
~ 
el) 
0) 

'5 ..... 
0 
0) 

.!:.: 
"' 

le+05 

le+04 

le+03 

le+02 

le+OI 
10 20 

dimension: 2, 3, ... , 7 

fa ces 
_________ .... -relations 

50 100 
nr. of halfspaces 

Figure 2.6. Complexity of the incidence graph of a polytope 

200 

The relation between the complexity of the incidence graph and the dimension of the polytope is 

depicted in figure 2.7. From this figure, it can be concluded that the complexity of the graph is 

exponential related to the dimension. 
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Figure 2.7. Complexity of the incidence graph of a polytope 

2.3. Computing all vertices and rays of a polyhedron 

7 

The computation of all vertices and rays of an intersection of closed halfspaces is a well-known 

problem [EDE-87], [M00-88]. There are several algorithms to perform this computation, but they are 

all based on two incremental algorithms: they begin with an initia! polytope, and then intersect the 

halfspaces one-by-one with this polytope. The idea bebind both algorithms is to search for edges of the 

polytope that have vertices at both side of the hyperplane of the new halfspace. Each edge that meets 

that property contains a new vertex of the polytope. Furthermore, all vertices which are not part of the 

new halfspace are no Jonger vertices of the polytope. This is depicted in the example of figure 2.8. 

v 
/l 

new hyperplane 

==> 
/ 

v 
6 

v 
l 

Figure 2.8. Intersection of a halfspace with a polytope in È 

v 
7 

In the example of figure 2.8, the new vertex v6 is a convex combination of v1 and v3 in such a way that 

v6 is part of the new hyperplane. 

The difference between the two approaches is the way they search for the edges with vertices at both 

sides of the new hyperplane. In the approach of section 2.3.1, the complete incidence graph is used for 

the search, while in the approach of section 2.3.2, only some aspects of the graph are used. The search 
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with the complete incidence graph is faster, but has the drawback that the complete incîdence graph has 

to be updated during the algorithm. The required computation time for both approaches will be 

composed of the search time for the edges plus the updating time for the incidence graph. The choice 

which approach is the most efficient will depend on the number of vertices, the number of halfspaces, 

and the dimension of the polytope. 

2.3.1. Complete graph approach 

Let ( h1 , h2 , ••• , hn) be a set of n hyperplanes in a d-<limensional Euclidean space E1. The problem we 

want to solve is to compute all vertices and rays of the intersection of the n halfspaces, bounded by the 

hyperplanes [EDE-87]. We assume that at least d halfspaces have normal vectors that are linear 

independent of each other. The first step is to rename the hyperplanes in a way that the normal vectors 

of the first d hyperplanes ( h1 , h2 , ••• , hd) are linear independent. 

To start the algorithm, we have to construct an initia! polytope. For that initia! polytope, we use the 

first d hyperplanes. Since the normal vectors of these hyperplanes are linear independent, the 

hyperplanes define a polyhedral cone. The intersection of the hyperplanes is a single point, which is the 

vertex of the polyhedral cone. When we add an infinite far hyperplane we get a d-polytope. Each 

intersection of d hyperplanes is a vertex of the polytope, of which d-1 vertices are infinite far from the 

origin. A property of this initia! polytope is that each convex huil of k vertices is a (k-1 )-face of the 

polytope. We will use this property to construct a graph of the initia! polytope. 

The construction of the initia! polytope can be done in a bottom-up way. The 0-faces of the graph are 

the vertices, including the vertices which are infinitely far away from the origin. Each set of two 

vertices, will be part of a 1-face (edge) of the polytope. Each set Vof k+l vertices will be part of a k

face. Consequently, each (k-1)-face which only contains vertices of V will be part of that k-face. 1n this 

way we can construct the entire incidence graph of the initia! polytope. 

The next step is to intersect the initial polytope one-by-one with the remaining half spaces and to update 

the incidence graph. For each new halfspace which is intersected with the polytope, we evaluate for all 

vertices whether they are below, above, or part of the hyperplane of that halfspace. We can then 

distinguish three cases: 

• All vertices are below or part of the new hyperplane. 

In Ibis case all points in the polytope will also be part of the new polytope, and the incidence 

graph is still valid. 

• All vertices are above the new hyperplane. 

In this case none of the points of the polytope will be part of the new polytope and the 

intersection of the n-halfspaces will be empty. 
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• Some, hut not all, of the vertices are above the new hyperplane. 

In this case, the polytope will change and the incidence graph bas to be updated. 

The update procedure in the Iatter case will first be explained by means of an example in E'. Let us 

consider polytope ABCD of figure 2.9. Vertex Dis above the new hyperplane h, all other vertices are 

below h. 

polytope ABCD 
. ____ . ~rplane(h) D 

facet ABC ABD BCD ACD 

--~ 
AB BC AC AD BD CD 

-~ 
B C 

edge 
A 

vertex A D 
B 

Figure 2.9. Situation before a new hyperplane is added 

There are three edges that intersect with h (AD, BD, CD). The intersection of h with these edges result 

in three new vertices, (E, F, G ). The new vertices replace vertex D in the edges. Each of the facets that 

intersect with h (ABD, BCD, ACD ) will get a new edge, consisting of two of the new vertices. There is 

also a new facet (which is in fact h) that consists of all new edges. The result is the situation in figure 

2.10. The thick arcs in the graph are the new arcs, while the dotted arcs represent the removed arcs. 

The edges AD. BD, and CD are replaced by AE, BF, and CG. The facets ABD, BCD, and ACD are 

replaced by ABFE, BCGF, and ACGE. 

polytope ABCEFG 

facet ABC ABFE BCGF ACGE 

edge AB BC AC AE BF CG EF FG 

vertex A B c E F G 

Figure 2.10. Situation after adding hyperplane h 

A procedure to update the graph when a new hyperplane h is added to the polytope is to start evaluating 

the edges, and to pass the information about modifications in the graph in a bottom-up way. For this 

purpose, we will assign two lists to each face f in the graph: Qh and Qnew . During the procedure, all 

sub-subfaces of n which are part of hand are 'not new' (that is: already existed before h was added) 

are stored in Qh . All sub-subfaces of fwhich are 'new' (that is: sub-subfaces that did not exist before h 

was added) are stored in Q"" . . We will also mark the faces which are part of h. This will be enough 

information to handle the updating of the graph in a bottom-up way. 
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We will start by evaluating all edges of the graph. Since each edge e bas exactly two subfaces 

(vertices), there are the following possible situations for edge e: 

• Both vertices of e are below h 

This edge will remain unchanged in the graph, no information bas to be passed to a face of a 

higher dimension. 

• One vertex v1 of e is part of h, the other vertex v2 is below h 

This edge will remain unchanged in the graph, but since v1 is part of h, it has to be stored in Qh 

of each superface of e. Each superface of e has to be evaluated in a next step of the procedure. 

• One vertex v1 of e is above h, the other vertex v2 is below h 

Tuis is the situation as with edge AD in figure 2.9. Since v1 is above h, it will not be part of the 

updated polytope anymore. However, part of e is below h, and therefore part of the updated 

polytope. The new vertex v3 of e will be a convex combination of v1 and v2 in a way that v3 is 

part of h. Since v3 is new, it will be stored in Qnew of each superface of e. The superfaces of e 

have to be evaluated in a next step. After all edges are evaluated, v1 can be removed from the 

graph. 

• Both vertices of e are part of h 

This edge is marked as 'part of h'. The two vertices are stored in Qh of each superface of e. 

The superfaces of e have to be evaluated in a next step. 

• One vertex of e is above h, the other vertex is above or part of h. 

This edge e will be removed from the graph. Each superface of e bas to be evaluated in a next 

step of the procedure. The vertices that are above h can be removed from the graph when all 

edges are evaluated. 

All edges in the graph are now evaluated, and all the information, required for an evaluation of the 2-

faces, is available. All edges and vertices that are not part of the updated polytope are removed from the 

graph. New vertices are constructed, but the new faces of a dimension higher than 0 are not yet 

included in the graph. The next step is to evaluate all k-faces that have to be evaluated (starting with k 

• 2), construct and insert all new (k-1)-faces in the incidence graph. Furthermore, we have to store all 

new information in a way that we can proceed with the same step for the (k+ 1 )-faces. The procedure 

stops when k is equal to the dimension of the polytope. 

For each k-face /that we evaluate, there are three possibilities: 

• f does not have at least k+ l subfaces. 

This implies that f does not have k+ 1 affine independent points. f is therefore of a lower 

dimension of k, and is either empty, or equal to one of its subfaces. Consequently f will not be 
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part of the updated polytope and will be removed from the graph. All superfaces off have to be 

evaluated in a next step. 

• All subfaces off are marked as 'part of h'. 

Since all subfaces (and therefore all vertices) of jare part of h, all points inf(wh\ch are convex 

combinations of the vertices off) are part of h. Therefore, f will remain part ~f the updated 

graph and fis also part of h. Consequently, all subfaces of jare stored in Qh of tjach superface 

off All superfaces off have to be evaluated in a next step. 

• The list Qnew of fis not empty. 

Since Qnew is not empty, some of the edges which are part ofjcontained one vertex above and 

one vertex below h. Therefore part off is above h and part off is below h. The interface of 

these two parts will be a subface off (which is in fact the intersection off and h). This is for 

instance the case with the 2-face ABD in figure 2.9. During the previous step, all (k-2)-faces of 

the polytope were updated in the graph. The elements of Qnew and Qh are (k-2)-faces are part of 

f as well as part of h. Therefore, they are part of the intersection off and h. Furthermore, no (k-

2)-faces which are not part of either Qnew or Qh are part of the intersection off and h. The 

intersection off and h will be a subface fsub off, consisting of all elements of Qnew and Qh • 

Since fsub is new, it has to be stored in Qnew of all superfaces off In figure 2.10, the new 

subface of ABD is EF. All superfaces of fhave to be evaluated in the next step. 

All k-faces that did not have to be evaluated only had subfaces which were completely below h. 

Consequently, these k-faces itself are completely below h and therefore remain unchanged in the 

updated polytope. In the case that there is only one single k-face left in the polytope, the dimension of 

the polytope is equal to k. After we performed all required evaluations of k-faces, we can increase k and 

redo the evaluations for the new value of k, or stop the procedure when k is higher than the dimension d 

of the Euclidean space. 

After the complete graph is updated, we empty all lists Qnew and Qh and unmark all faces. We are now 

ready to handle a new hyperplane and repeat this until all hyperplanes are added. A pseudo Pascal 

description of the algorithm is presented in the appendix of this thesis. 

In the above presented procedure, all vertices of the polytope are evaluated for each hyperplane that is 

added to the polytope, even in the case that all points are below a certain hyperplane h. A way to 

improve this procedure is to identify in an efficient way all edges which have a non-empty intersection 

with h, or which are completely above h. These edges are stored in the set S. We then perform the 

above presented procedure, with the change that we only evaluate the edges of S and the vertices which 

are part of these edges. 
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We can identify the edges by making use of the property that the edges of S are connected to each other 

by means of thei.r superfaces. We start our search for edges by a random vertex v. If that point is above 

or part of h, then all superfaces of that v are part of S. If not, we evaluate all neighbors of v. Neighbors 

are the other vertices of the superfaces of v. If one of the neighbors is above or part of h, we have found 

an edge of S. If not we continue our search from the neighbor that is closest to h. In the case that all the 

neighbors of v are further away from h than v and v is still not part of S, all vertices of the polytope are 

situated below h. 

In the case that an edge e of S was found, we can identify all edges of S by evaluating all edges in the 

superfaces of e. Bach edge of which at least one vertex is above or part of h is also part of S. Those 

newly found edges are also evaluated, until no more new edges which are part of S are found. 

2.3.2. Reduced graph approach 

There is another approach to find all vertices of an intersection of a finite set of halfspaces. Tuis is also 

an incrernental approach which does not store and update the complete incidence graph of interrnediate 

polytopes, hut only stores the vertices of the intermediate polytopes plus the facets. Tuis method was 

introduced by Motzk:in [MOT-53]. A matrix manipulation method based on this principle was given by 

Tschernikow in [TSC-71]. In this section, we will describe the principle of these algorithrns in a 

geometrical way. 

We can store the required information in a reduced incidence graph, as depicted in figure 2.11. Arcs in 

the reduced graph indicate that a vertex is part of a facet. As with the complete graph approach, we 

begin the procedure to find all vertices with an intersection of d halfspaces. We again handle this 

unbounded polyhedron as a polytope, of which d vertices are infinitely far away from the origin. 

new hyperplane (h) 
D 

facet ABC ABD BCD ACD 

·····-~ 
vertex A B c D A 

B 

Figure 2.11. Reduced incidence graph, before adding a new hyperplane 

For each halfspace that we add to the polytope, the reduced graph has to be updated. We start this 

procedure by evaluating all vertices of the d-polytope. We can distinguish four cases: 

• All vertices are below or part of the new hypeiplane. 

In this case all points in the polytope will also be part of the new polytope. The polytope and 

the reduced incidence graph are still valid. 
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• AU vertices are above the new hyperplane. 

In this case non of the points of the polytope will be part of the new polytope and the 

intersection of the n-halfspaces will be empty. 

• Some of the vertices are above h and some of the vertices are below h. 

In this case, some of the vertices will disappear and new vertices will appear in the polytope. 

Therefore the reduced incidence graph has to be updated, but the dimension of the polytope wil! 

still be equal to d. 

• Some (but not all) of the vertices are above h while all other vertices are part of h. 

Some of the vertices wil! no Jonger be part of the polytope, but no new vertices are introduced. 

Furthermore, the dimension of the polytope wilt be reduced (by at least one). The reduced 

incidence graph has to be updated and the dimension of the polytope has to be calculated. 

The update procedure in the third case is performed as follows: 

We start by adding a new facet f to the graph, whlch is the intersection of the polytope and h. All 

existing vertices that are part of h are therefore also part off. We connect in the graph these vertices 

with f. Then we make a list of all pairs of vertices of which one vertex is above h and the other vertex is 

below h. The maximal number of pairs will occur in the case that half of the vertices are below h and 

the other half of the vertices are above h, resulting in (m/2)2 pairs, with m the number of vertices. Each 

pair of vertices which is on an edge of the polytope will result in a new vertex. However, the edges are 

not stored in the reduced incidence graph, so we have to find out in an indirect way which pairs are on 

anedge. 

When the dimension of the polytope is equal to d, each non-empty intersection of d-1 facets is an edge 

of the polytope. We can therefore check for each pair from the list if the two vertices 111 and 112 are both 

part of d-1 facets. If this is the case, v1 and v2 are part of an edge, and there will be a convex 

combination V3 of v1 and 112 which is part of h. 113 will be a vertex of the new polytope, and will be added 

in the reduced incidence graph. All facets that include both v1 and 112 will also include v3 since v3 is a 

convex combination of v1 and 112• Furthermore, since 113 is part of h, it will also be part of the new facet 

f. When we have examined all pairs of the list, we can remove all vertices which are above h. The 

reduced incidence graph is now completely updated. 

The update procedure in the fourth case is a bit simpler. No new vertices have to be constructed, we 

only have to remove all vertices that are above h. However, the dimension of the polytope is decreased 

by at least one, and since we use the dimension of the polytope in this algorithm, we have to calculate 

the dimension. We do this by evaluating all facets of the polytope. Each facet that contains all vertices, 

can be removed from the graph and the dimension of the polytope will be reduced by one. After each 

face is evaluated, the reduced incidence graph is completely updated. The updated reduced incidence 
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graph of the example of figure 2.11, is depicted in figure 2.12. The bold arcs, vertices and facets are 

new (due to the inclusion of h), the dotted arcs indicate the removed arcs. 

facet ABC ABFE BCGF ACGE EFG(h) /;j)c 
vertex A B c E F G 

B 

Figure 2.12. Reduced incidence graph, new situation 

By adding all halfspaces one at a time to the polytope, we are able to compute all vertices of a finite set 

of halfspaces. 

2.3.3. Comparing the two approaches 

Although both approaches are able to compute all vertices of the intersection of a finite set of 

halfspaces and hyperplanes, there are significant differences between both approaches. The complete 

incidence graph approach has the advantage that new vertices are constructed very efficient. The search 

for new vertices will be linear dependent on the number edges, which is linearly related to the number of 

already existing vertices. However, the incidence graph has to be updated completely. The size of the 

graph is exponential related to the number of dimensions of the polytope. 

In the reduced graph approach, the information that has to be stored and updated in a graph is linear 

dependent of the number of vertices and the dimension of the polytope. However, the search for new 

vertices is far more inefficient. The number of pairs that have to be evaluated is dependent on the 

square of the number of vertices. 

Therefore, for each of the two approaches, there will be situations wherein the one is more efficient than 

the other approach. For problems in many dimensions, but with a relatively small number of vertices, 

the reduced incidence graph will be the better of the two. However, for problems in a small number of 

dimensions and with many vertices, or with many trivia] halfspaces (halfspaces that do not reduce the 

polytope), the complete graph approach is the most efficient approach. There is however a large 

number of problems for which it is difficult to distinguish which of the two approaches is the most 

suitable. 

2.4. Computing all facets of a polyhedron 

The computation of all facets of a polytope can also be done in an incremental way. By adding one at a 

time all points which are not part of an initial polytope, it will be possible to update the graph, and to 

derive the facets of the updated polytope [EDE-87]. 
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The procedure starts by selecting d+ 1 affine independent points. When we do this by means of a Gram

Schmidt orthogonalisation, these points will be convex independent of all remaining points. The selected 

points will therefore be vertices of the polytope. Each affine hull of d of the selected points is a facet of 

the initia! polytope. It is possible to generate the initial incidence graph of the initial polytope in the 

same way as for computing all vertices. Also possible the equations for the bounding hypib:planes of the 

polytope can be computed, since this is the affine hul! of the vertices of that facet. 

The next step is to compute the distance of all remaining points to each facet. All points that are 

beneath or part of all facets are convex dependent of the vertices of the initial polytope. These points 

will therefore not be vertices of the convex huil of all points and they can be removed. For the 

remaining points, the facets beneath that point are stored in a list. The facets of which that point is part 

are also stored in a list. Furthermore, for each facet we store the point that is most above that facet. The 

last points will become vertices of the final polytope. A facet that is not beneath any point wil! be a 

facet of the fmal polytope. Facets with points above it will not be part of the final polytope, and wi11 be 

removed in some next step of the procedure. These facets will be called 'intermediate facet.~'. 

We now add one-by-one the remaining points to the polytope, and update the incidence graph. The 

procedure to add a point is as follows: The first step is to take a point v that is most above a certain 

facet. Since we stored these points for each intermediate facet this is an easy task. We now have to 

update the facets that are below v and the facets that contain v. The facets that are above v are still 

facets of the updated polytope. 

The updating procedure will be illustrated by means of the exarnple as depicted in figure 2.13. 

polytope ABCD 

- - --- - - -- - - - -~ 
D 

facet ABC ABD BCD ACD 

------~ 
edge AB BC AC AD BD CD 

------~ A 

vertex A B c D 
B 

Figure 2.13. Reduced incidence graph, before adding the new vertex E 

In figure 2.13, Eis the point which is most above facet BCD. Furthermore, Eis part of the affine huil 

of ABC and Eis below ACD and ABD. 

Facets which are below v. (BCD in figure 2.13) 

None of the facets below v will be a facet of the updated polytope. However, the subfaces of those 

facets may still be faces of the new polytope. Therefore, the facets are removed from the graph, and 

the subfaces are marked. When all facets below v are removed, the marked subfaces can be 
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handled. Each marked subface f was a (d-1 )-face of the d-polytope, and is therefore the intersection 

of exactly two facets of the polytope. Since at least one of these two facets were removed from the 

graph, there are the following possibilities for f 

• fis part of a facet which is above v. 

In figure 2.13, thls is the case with BD (part of ABD) and CD (part of ACD). There will 

be a new facet of the updated polytope which contains f and v. The procedure to make this 

new (d-1)-face will be explained later in thls section. This new (d-1)-face is included in the 

graph as part of the onJy d-face (which is the polytope). In the example offigure 2.13, thls 

results in the new facets BED and ECD. 

• fis part of a facet which contains vin its affine huil. 

fwill be handled with the updating ofthat facet. In figure 2.13, thls is the case for BC (part 

of ABC). 

• fis not part of a facet anymore. 

Therefore, fis not part of the envelope of the updated polytope, and will be removed. The 

information of the removed f bas to be passed top-down in the graph. All subfaces off 

which are not part of other faces are also no Jonger part of the envelope of the updated 

polytope. These subfaces will therefore also be removed. For each removed face, all 

subfaces have to be evaluated. In the example of figure 2.13, thls situation does not occur. 

Facets of which the affine hull contains v. (ABC in figure 2.13) 

These facets wilt remain facets in the updated polytope. However, some subfaces will not be part of 

the envelope anymore and the facet will get some new subfaces. In order to update the graph, each 

subface /of the facet has to be evaluated. Since each subface /was part of two facets, there are the 

following possibilities for a subface f. 

• fis also part of a facet which is above v. 

In figure 2.13, this is the case for AB (part of ABD) and AC (part of ACD). fwill remain 

part of the envelope of the updated polytope and nothing has to be changed. 

• f was also part of a facet below v. 

In figure 2.13, this is the case for BC (part of BCD). f will not be a face of the update 

polytope anymore and is removed from the graph. However, the subfaces of/can be faces 

of the updated polytope, and have to be evaluated. The result of this evaluation will be 

several new subfaces (BE and CE in the example of figure 2.13) which will be included in 

f. The evaluation will be done after all facets are handled. 

• f was neither part of a facet above v, nor of a facet be low v. 
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In figure 2.13, this situation does not occur. It implies that f was part of two facets of 

which the affine hulls included v. Therefore, the affine huil off also includes v. f will be 

marked as affine dependent with v. Consequently, f bas to be extended with v. The 

including of vin f will be perfonned when the rest of the subfaces are handled. 

After all facets of which the affine huil includes v are handled, the marked subfaces of situation 2 

have to be evaluated. In the example of figure 2.13, these subfaces are Band C since they are the 

only subfaces of BC. In the case that one of these subfaces is part of faces of the updated polytope 

(which is the case for both B and C), the subface together with v will be part of a face in the 

updated polytope. The construction of this face will be explained later. In the exarnple, this results 

in the two new faces BE and CE. The new faces will be included in the facet were the subfaces 

were marked (ABC in the exarnple offigure 2.13). 

Constructionof a new k-face, containing a (k-1)-face fand a vertex v. 

The construction of a new k-face can be done in an recursive way. When k is equal to l, f is a 

vertex. The new face is therefore an edge, containing the vertices f and v. When k is larger than l, 

the new k-face will contain new subfaces all containing a subfaces of/and v. In pseudo Pascal, this 

procedure is: 

k-face function make_a_new _face (int k, (k-1 )-face f, vertex v) 
begin 

end 

make an empty k-face f..., 
if(k - 2) then 

connect /and v under /new 
else 

for (each subface /,""of/) do 
make_a_new_face (k-1, Îsllh, v) 
connect that new face under /new 

endfor 
endif 
return/new 

Including v in an affine dependent k-face f. 

The updating of the affine dependent faces will be done after all affine independent facets are 

handled completely. The updating is perfonned in a top-down way, starting with all (d-2)-faces that 

were marked as affine dependent. After all faces with dimension d-2 are handled, the marked faces 

of dimension d-3 are handled, and so on. The procedure to handle an affine dependent k-face is as 

follows: 
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We examine all subfaces fs,,,, off When fs,,,, has only affine dependent superfaces, /sub is marked as 

affine dependent of v. In the case that fs,,,, is part of at least one superface which is not affme 

dependent of v, fsuJJ will remain a subface off in the updated incidence graph. In the other cases, the 

only superface of /sub is f /sub is in that case removed from f. However, if a subface of fs,,,, does not 

have any other superfaces than f, a the convex huil of that subface of /sub and vis included as a new 

subface off. 

When the above presented procedure is performed for the example of figure 2.13, the result will be the 

incidence graph of figure 2.14. 

polytope AB ECD 
D 

facet BED ECD ABEC ABD ACD 

--\><:3&13-~ 
edge ED BE CE AB AC AD BD CD 

-~~A 
vertex E A B C D B 

Figure 2.14. Reduced incidence graph of the updated polytope 

The only information that has to be updated before we can add a new vertex to the polytope is the 

position of the remaining points with respect to the new facets. For this purpose, the equations of the 

new facets has to be calculated, which is possible since we can derive the vertices of the facet. All 

remaining points which are beneath or part of all facets of the updated polytope can be removed, since 

they can not be vertices of the final polytope. 

2.5. Use of polytopes in analog design automation 

In the previous two sections, we discussed some algorithms to compute the vertices and the facets of a 

polytope. Both algorithms will be required since we may use the facets of a polytope (to check whether 

a point is part of a certain polytope) as well as the vertices of a polytope (to find a point which meets a 

set of constraints). In this section, a simple example, related to analog CMOS circuits, is given for both 

situations. 

Analog CMOS circuits and systems are built up from MOS transistors, capacitors and sometimes 

resistors. The behavior of those components can be derived from the dimensions of the components 

(width and length) and the technology parameters. The minimal dimensions are set by the fabrication 

process. The maxima! dimensions are limited by practical considerations. The possible behavior of the 

components is therefore well-known. In the design process, it is often prefered to use more complex 
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building blocks, such as current sources, current mirrors, and differential amplifiers, rather than the 

elementary components. An expert designer knows from experience the possible performance range of 

the building blocks, but in an automatic design environment this knowledge should be represented in a 

more format and mathematical way. A possible way to do this is by means of polytopes. This will be 

discussed on an example of a current source, of which two implementations with nMOS transistors are 

depicted in figure 2.15. 

~/ 
ideal simple current source cascoded current source model 

Figure 2.15. Current source 

When a circuit or system is designed, we have to know which combinations of the current /, the 

parasitic resistance R, the saturation voltage v,., , and other specifications are feasible. These 

combinations will be called the feasibility space of the current source. When we evaluate many current 

sources with various transistor dimensions and bias voltages, it is possible to approximate the 

feasibility space by means of the convex hull of the evaluations. The envelope of this polytope is 

depicted for several currents in figure 2.16. 

current source (feasibility space) 

IT 

IG 

IM 

!OmV lOOmV 1 V !OV 
saturation voltage 

Figure 2.16. Feasibility space of the current source (log-log scale) 
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When we design a circuit with building blocks from feasibility spaces, it will always be possible to 

realize that circuit, except for constraints introduced by the interconnections which will function as a set 

of additional constraints. Tuis design process can be done top-down or bottom-up. 

For the top-down approach, we use the fäcets of the polytope. The points that are beneath all facets 

represent the current sources that can be realized (either by a simple or a cascoded current source). 

When halfspaces are added, representing the required performance of the current source, we can derive 

the current sources that meet the required specifications and can be realized. This procedure will be 

discussed in chapter 5. 

For the bottom-up way, the vertices of the polytope are used. Each convex summation of the vertices 

results in a feasible current source. A random search can be applied to find a suitable set of building 

blocks which meet the overall system performance. Tuis procedure will be used in chapter 4. 



3. Genetic algorithms 

In this chapter, genetic algorithms are introduced. It appears that standard genetic algorithms can have 

difficulties with constrained optimization problems, due to the large risk of premature convergence. A 

new way to handle constraints is presented in this chapter, making genetic algorithms more suitable for 

constrained optimization problems as for example appearing in analog synthesis. Furthermore, a circuit 

description is introduced which makes it possible to solve simultaneously topology selection and 

parameter sizing by means of genetic algorithms. 

3.1. Introduction 

Genetic algorithms [REC-73], [HOL-75], [GOL-89], [DAV-91], [MIC-92) are suitable fora wide 

variety of optimization problems [FOU-85], [CAL-91], [NOR-91]. They present artificîal 

implernentations of the natura! evolution of species, as discovered by Charles Darwin [DAR-58]. The 

optimization problem is described as a set of candidate solutions (the search space) and an objective 

function that bas to be maximized. In analogy with biologica! systems, the object function will be called 

the fitness function. The fitness function assigns a value (the fitness) to each candidate solution. The 

caqdidate solution with the highest fitness is the global optimum of the optimization problem. For most 

applications, it is not required to find the global optimum, as long as we are able to find a solution with 

a high fitness in a reasonable time. In order to find such a solution, a genetic algorithm produces a 

sequence of populations of candidate solutions. The generation of each successive population is a 

random process, guided by the fitness of the members of the previous population. Many different 

genetic algorithms are developed, which all share the following aspects: 

• Encoding. Bach candidate solution is encoded by a string of symbols. This string is often a binary 

vector, but it is also possible to use more than two symbols. In analogy to biology, the strings will be 

called chromosomes and the elements in the string will be called genes. The possible values for the 

genes are called the alleles, the complete set of alleles is the alphabet. For binary genes, the alphabet 

consists of the alleles 'O' and '1 '. Each chromosorne represents a candidate solution for the 

optimization problem. 

• Fitness function. The fitness function is the objective function that bas to be maximized. The fitness 

function assigns a value (fitness) to each chromosome, in a way that a higher fitness corresponds to 

a more suitable solution of the optimization problem. 
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• Genetic operators. The population is modified during the algorithm by means of genetic operators. 

There are many operators possible, of which selection, mutation and cross-over are the most 

important ones. 

~~ 
initial 
population 

[?------~ 

most fit member 

Figure 3.1. Genetic algorithm 

The basic genetic algorithm is schematically depicted in figure 3.1, and consists of the following steps: 

1. Generate an initial population of candidate solutions, represented by chromosomes. Tuis population 

is often generated at random, hut it is also possible to înclude candidate solutions that are likely to 

have a high fitness. 

2. Evaluate each member of the inîtîal population by means of the fitness function. 

3. Select one or more sets of parents (two population members) based on the fitness of the members of 

the population. The fitter members will have more chance to be selected than lesser fit members. For 

this selection, the fitnesses are scaled linearly, in a way that the lowest fitness equals zero. The 

chance of a member to be selected as parent is than proportional to the scaled fitness of that 

member. The genetic operator cross-over is applied on the sets of parents in order to generate new 

candidate solutions. The ratio between the number of new candidate solution and the population size 

is called the cross-over rate. In order to keep the populatîon sîze constant when we insert the newly 

generated candidate solutions in the population, an equal number of existing members is removed 
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from the population. The fitter members have more chance to be selected for the next generation 

than the lesser fit members. The newly generated candidate solutions fill in the vacant places in the 

population. 

4. Make small modifications to the members of the population by means of the mutation operator. This 

genetic operator changes the value of some of the genes in the chromosomes. The chance that a gene 

is modified is equal to the mutation rate. Usually this chance is small compared to the cross-over 

rate, as wil! be motivated in section 3.2. 

5. Bach time we perform this step, a new generation of the population is created. We evaluate each 

member of the population by means of the fitness function. When the best member is good enough. 

or if another stop criterion is met, we go to step 6, else we go back to step 3. 

6. Present the fittest member of the population as the solution of the optimization problem. 

As an example of a genetic algorithm, we will discuss a simple function optimization problem. Suppose 

that we want to maximize the function ./(.x) = x1 x2 x3 in the range 0 ~ x; ~ 1. The fitness function will be 

equal to ./(.x) and the search space is the unity cube in R3
• The first thing we have to do is to fmd a 

suitable 'chromosome' representation for the candidate solutions in the search space. The most logical 

representation is a string of three numbers between 0 and l (the coordinates x1 , x2 , and x3), each 

represented by a fixed-point binary number. In the context of the genetic algorithm, the bits are the 

genes and the string is the chromosome. In this example we will use a four bits fixed-point 

representation between 0/15 (encoded as 0000) and 15/15 (encoded as 1111). Therefore, each 12 bits 

chromosome corresponds to a 3-dimensional point in the search space and is a candidate solution of our 

optimization problem. 

We can perform a cross-over operation by cutting two chromosomes at one or more random positions 

and combine the pieces into a new chromosome. Based on the number of cuttings, this cross-over is 

called a one-point, two-point, or n-point cross-over. A two-point cross-over, applied on two candidate 

solutions of our example, is depicted in figure 3.2. 
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parentA x = (0.6, 0.467, 0.2), f(x) = 0.056 

parent B x = (0.133, 0.8, 0.667), f(x) = 0.071 

child x = (0.533, 0.8, 0.733), f(x) = 0.313 

Figure 3.2. Two-point cross-over process 

The new candidate solution is based on its parents, hut is nevertheless different from both of its parents. 

Since the more fit members have more chance to be selected as a parent than lesser fit members, the 

genetic material of those members is likely to increase in number in the population of the next 

generation. 

The other genetic operator is mutation. This operator changes the value of a small amount of the genes. 

In this way it is possible to obtain a new candidate solution with genes that were not available in the 

population. An example of the mutation operator is depicted in figure 3.3. 

i 1 0 0 0,1 1 0 0,1 0 1 1 x = (0.533, 0.8, 0.733), f(x) = 0.313 

i 
0 0,1 1 0 0,1 0 1 1 · x = (0.8, 0.8, 0.733), f(x) = 0.469 

Figure 3.3. Mutation process 

With the above presented genetic operators, we can find a good solution for our optirnization problem. 

A typical run with a population size of 20, a cross-over rate of 0.2 and a mutation rate of 0.01 yields to 

the following fitness during the first 15 generations. 
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Figure 3.4. Fitness of the population 

During the first 15 generations, the fitness of the population increases. Not only is the fittest member 

improving. the average fitness of all members of the population is also improving. In other words: The 

initial population evolves to one with many fit members. 

3.2. Why does a genetic algorithm work? 

Experiments show that genetic algorithms can find good solutions for various optimization problems. 

Nevertheless, it can be proven by means of Markov chain modeling that the above presented algorithm 

does not converge to the global optimum [RUD-94]. Only in the case that we keep track of the fittest 

candidate solution, global convergence can be proven [EIB-91]. Tuis strategy to maintain the best 

candidate solution is called elitist selection. In this thesis, elitest selection will always be used. The 

basis for both proofs is the fact that mutation is able to generate each possible chrornosome with a non

zero chance. When we proceed infinitely long, we will always reach a situation in whlch the global 

optimum is part of the population. With the elitist selection, this global optimum will stay in the 

population from that point on. Without elitist selection, there is a non-zero chance that mutation 

changes the fittest members. Therefore, there will always be a moment when the global optimum is not 

part of the population anymore. When we proceed the algorithm infinitely long, the global optimum is 

reached and Ieft infinite many times. However useful for theoretical purposes, both proofs do not give 

an answer to the question how fast we can find a solution that is good enough for a certain optimization 

problem. In all practical situations we can not wait infinitely long, but at the other hand, an 

approximation of the global optimum will be good enough. 



3-6 Chapter3 

Experiments indicate that genetic algorithms can find a good candidate solution much faster than a 

simple random search could do. So the fact that the successive populations of candidate solutions are 

selected by means of a random process, does not imply that genetic algorithms are equal to random 

search. The similarities between highly fit members of the population guide the search. A good way of 

looking at genetic algorithms is by means of so-called schemata as described by Holland [HOL-75}. A 

schema describes a subset of chromosomes with similarities at certain positions in the chromosomes. In 

order to evaluate these schemata, Holland added the symbol * (don't care) to the alphabet Fora binary 

chromosome with length L, a schema is described by the string {O, 1, * }L. The schema * * 11 * * * 

matches all seven bit chromosome with a 1 at the third and fourth position. When we restrict ourselves 

to binary chromosomes of length L, the number of different schemata is equal to 3L. Tuis is true, since 

at each of the L positions, the gene can be equal to either 0, 1, or *. Furthermore, a specific 

chromosome of length L is part of exactly 2L schemata, since at each of the L positions, the schemata 

can have either the same symbol as in the chromosome, or the symbol *. 

A schema can be characterized by two properties: the order and the defming length of a schema. The 

order of a schema indicates the number of genes that are fixed in the schema. For example the order of 

* **l **Ü***** is equal to 2, the order of ***110**1 ***is equal to 4. A schema with a high 

order is very specific, since it only matches with a small set of the possible chromosomes. 

Another important property of a schema is the chance that it is disrupted by means of the cross-over 

operation. We will discuss this chance for the case of a two-point cross-over. As depicted in the 

example of figure 3.5, the two-point cross-over can be seen as a cyclic cross-over. The chrornosome is 

cut at two different positions. We copy a certain sector of parent A to the child, and the remaining 

sector from parent B. 

parentA 

fïfmo 1 0 ltl lJ 

begin begin begin 

Figure 3.5. Two-point cross-over 

Since the two cuts are at random positions, the chance that a certain schema is disrupted by a cut is 

proportional to the size of the sector in which the symbols 0 and l are situated. For example, the 

schema * * l * * *O* wil! have more chance to get disrupted than the schema * * 10* * * * and 
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Q* * * * * * ! although the order of all three schemata is equal to 2. The underlined part of a schema is 

the smallest section (in a cyclic way) of the chromosome which contains all information about the 

schema. The larger this underlined part is, the more chance there is that a cut is situated in that 

underlined part. In the case that one of the two cuts is situated in the underlined part of a chromosome, 

the schema will probably be disrupted. In order to estimate this chance, the defining length of a schema 

was introduced. The defining length of a schema is equal to the smallest cyclic distance between the 

first and the last fixed position (a symbol unequal to *).The defining length of** 1 * * *O* is equal 

to 4 (position 7 - position 3 = 4). whereas the defining lengths of Q* * * * * * ! as well as of 

* * 1 O* * * * is equal to 1. The defining Iength is a way to express the compactness of the information 

in a schema. The chance that a schema is disrupted by a cut is proportional to the defining length of the 

schema. A schema with a defining length of 0 (for example * * * * 1 * * *) can not be disrupted by a 

cut. 

It appears that schemata play an important role in the behavior of genetic algorithms. lt is therefore 

useful to look at the population as a set of schemata instead of a set of candidate solutions. Based on 

the fitness of the members of a population, we can estimate the number of members that match with a 

certain schema in the next generation. These estimations resulted in Holland's schemata theorem [HOL-

75]. For this estimation, we use the following definitions: 

L = length of each chromosome (number of genes) 

H - a certain schema 

&(H) = defining length of schema H (compactness) 

o(H) =order of schema H (number of fixed genes) 

Ï == average fitness of all members of the population 

j(H) - average fitness of all members of the population that match with H 

m(H, t) == number of members of the population that match with H for generation t. 

Pc = cross-over rate (number of replaced members relative to the population size) 

Pm = mutation rate (chance that a gene is mutated) 

n = population size 
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Part of the population of the next generation consists of members that are copied from the previous 

generation. The number of copied members is equal to n( 1 - Pc). The chance that a certain member is 

selected is proportional to its fitness. In the case that the average fitness of the matching members j(H) 

is larger than the average fitness of all members f , it can be expected that the relative number of 

matching chromosomes will at least be constant for the copied members. The expected number of 

matching members due to copying is therefore assumed to be at least equal to: 

(1- Pc '}n(H,t), in the case that/(H)~ f. (3.1) 

There are however also npc newly generated chromosomes, each based on two parents. The parents are 

selected with a chance proportional to their fitness. The chance for each of the parents to match with H 

is therefore equal to: 

The chance that H is not cut by the cross-over operation is related to the defining Jength of the schema. 

In the case that neither of the two cuts is situated in the defming part of the schema, the schema wi1l 

stay intact. The chance that this happens is equal to: 

(
1- ö(H))2 

L-1 

When H is not disturbed by one of the cuttings, it bas half the chance to be passed to the child (the 

piece of the chromosome that contains H can be copied from either parent A or parent B). This results 

in the fact that the expected number of newly generated chromosomes matching with H is at least equal 

to: 

m(H,t/<f!)(I - ö(H))
2 

Pc 
J L-1 

(3.2) 

However, after selection and cross-over, a small amount of the genes in the population is changed as a 

result of the mutation operator. The chance that H is disturbed in a certain chromosome is equal to: 

(l - Pm )°(H) . (3.3) 

Combining (3.l), (3.2), and (3.3), results in the following expected number of members that match 

withH: 
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The above derived expression states that as long as 

{
/(!!)(1- o(H)J2 -1} ~ 1 1 , 

Pc f L-1 (1-pm)°(H) 
(3.5) 

the number of members that match with H is not expected to decrease. 

Expressions (3.4) and (3.5) justify the schemata theorem of Holland [HOL-75] (sometimes called the 

fundamental theorem of genetic algorithms): "Schemata with a small defining length, a small order, 

and with an above average fitness are likely to match with more members of the next generation". 

These small and compact schemata are called building blocks. The number of schemata in a population 

is somewhere between 2L and n2L in a population of n chromosomes with length L. It tums out that the 

number of successfully propagated building blocks is significantly larger than the number of 

chromosomes in a population [GOL-89]. Tuis feature of genetic algorithms is called 'implicit 

parallelism', which is one of the main reasons for the success of genetic algorithrns. 

Another conclusion that can be derived from (3.5) is that the mutation rate can best be set equal to zero, 

and the cross-over rate can best be set equal to 1. Tuis will improve the propagation of building blocks 

with an above average fitness. However, other reasons do not make this the ideal situation for genetic 

algorithms. 

The mutation operator is very important to (re-)introduce genes which are not available in the 

population. In the case that none of the members have a 1 (or a 0) at a certain position in the 

chromosome, this can not be changed by the cross-over operation alone. This premature loss of possibly 

important building blocks can be overcome by means of the mutation operator. With the mutation 

operator, each possible chromosome can be reached. However, in order not to destroy too many 

successful building blocks, it is best to make the mutation rate small. In the case of a small cross-over 

rate, this is even more important, since in that case the expected life expectancy is high (only a few 

members are replaced during each generation). At the time that a member is selected to be a parent, 

mutation has destroyed many successful building blocks. The fact that small mutation rates have to be 

used is in correspondence with biologie evolution processes, where mutation rates are hardly ever above 

0.001. The mutation operator is nevertheless also useful to fine-tune the solutions at the end of the 

algorithm. When most of the members are close to the optimum, improvement of the fitness will mainly 

be the result of the mutation operator. 
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The reason why it is usually not optima! to have a cross-over rate of 1 is because members that match 

with a certain schema usually have a different fitness. In the case that none of the members are copied 

to the next generation, it might be possible that the fitness of the members will decrease significantly, 

although the parents had a high fitness. With a cross-over rate smaller than 1, fit members lare copied to 

the next generation, in which they can again produce children. The optima! values for the genetic 

parameters, cross-over rate, mutation rate, and population size, will mainly depend on the fitness 

function of the optimization problem. However, the values for the genetic parameters are not very 

critica!, as will be demonstrated later on in section 4.8. 

Furthermore, it will be clear that before the genetic algorithm has found a good solution, it is best to 

have a large number of different building blocks available in the population. Tuis will enlarge the 

chance to obtain a near optimal set of building blocks in one of the next generations. The worst case 

situation is the situation in which all chromosomes are alike. Tuis will make that the cross-over 

operator is not useful anymore to optimize the population, and mutation has to generale all the 

improved members. Tuis situation is comparable to hili climbing algorithms, with a step size defined by 

the mutation rate. Since the mutation rate is often low compared to the cross-over rate, this will result 

in a very slow improvement of the population. 

3.3. Constraint handling 

3.3.1. Problem definition 

The search space S for a d-dimensional optimization problems is often a d-dimensional block, in which 

each variable is bounded by a lower and an upper value: 

S = {x 1 x e Rd, lower; '5. X; '5. upper; , 1 '5. i '5. d} 

In the example of section 3.1, the search space S is equal to the unit cube, with all lower bounds equal 

to 0 and all upper bounds equal to 1. In many practical situations however, we have to search in a more 

complex search space. An example is the sizing of the transistors of an opamp. The fitness of opamps 

in which not all transistors operate in saturation, will often be very low. Especially the DC-gain, the 

CMRR, and the PSRR will be very bad. In the case that the fitness is derived by means of a circuit 

simulator, it might even be possible that the simulator is not able to converge toa DC-point, in which 

situation we do not know anything at all about the fitness of the circuit. When a genetic algorithm 

searches in a space of which only a small part contains valid candidate solutions, severe problems 

might occur. These problems will be demonstrated by means of a modified version of the optimization 

example of section 3.1: 
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The search space S is still equal to the unity cube, hut the space in which a good solution can be found 

is reduced by the constraint X3 ::;; x2 $ x1• We will call this reduced search space the feasible search 

space F. In genera1, F is defined by a set of m additional constraints: 

F={xeslg;(x)::>O, hi(x)=O, i=l,".,k , j=k+l" .. ,m} 

In the e.xample of (3.6), Fis bounded by two linear inequalities: 

81(x)=x3 -xz $0 

g2(x)=x2 -x1 $0 

(3.7) 

The feasible search space is depicted in figure 3.6. Por our example, the search space S is six times 

larger than the feasible search space F. 

s 

Figure. 3.6. Feasible search space 

When a member of the population is not part of the feasible search space, its fitness will be equal to 

zero. Those members will probably not survive for the next generation and will also probably not be 

able to produce children. Only the genetic material of the members in the feasible search space will be 

passed to the next generations. In this way, the population evolves to a population in which most of the 

members are part of F. However, a run with the genetic algorithm with as parameters a cross-over rate 

of 0.25, a mutation rate of 0.01, and a popu1ation size of 20 was not able to find a solution close to the 

global optimum, which is equal to 1 (x1 = x2 = x3 = 1 ), within 20 generations. The fitness of the 

population during the optimization is depicted in figure 3.7. All members of a certain population are 
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sorted over the x-axis. The fütest member is situated at the right side, the least fit member is situated at 

the left side. 

0.75 

generation 20 
~ s 0.5 

...::: 

0.25 
generation 10 

initial population 

worst best 
members of the population 

Figure 3.7. Fitness during a constraint optimization run 

As could be expected, only a few individuals from the initia! population were part of F. Consequently, 

only fout members out of the initia! population of twenty had a non-zero fitness. The building blocks 

from those four members soon dominated the population. After ten generations, almost all members in 

the population had the coordinates x2 as well as x3 equal to 0.6 ( = 1001). This effect is called 

premature convergence [GOL-89], which is one of the main risks of genetic algorithms. Since many of 

the chromosomes are similar to each other, the cross-over operation will not result in more fit 

individuals. An improvement of the fitness will have to be the result of mutation operations, which was 

considered to be less efficient than the cross-over operator. In this situation, the genetic algorithm will 

be very inefficient in optimizing the function, which is exactly what happens in our example. 

Another unwanted situation which may occur with a constrained optimization problem is the situation 

in which most of the newly generated members of the population are not part of the feasible search 

space. Even when the population is diverse (no premature convergence), a lot of effort is wasted in 

generating and evaluating unfeasible candidate solutions. 

3.3.2. Existing approaches to handle constraints 

In literatute, several constraint handling procedures were developed in the past few years [MIC-95]. 

Most of these procedures modify the fitness function. Our example of equation (3.6) is sometimes 

referred to as the death penalty approach [BAC-91 ]. Members which are not part of the feasible search 
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space get a fitness equal to zero, and will therefore not be selected for the population of the next 

generation. A less rigid method is to allow members to be unfeasible, at the expense of a proportional 

penalty in fitness. This method is often used to convert a constrained optimization problem into an 

unconstrained optimization problem: 

J maximize f(x) 

lxe{xeslg;(x);<:;;O, h/x)=O} lmaximize f(x)+ fp;(x) 
~ i=l 

xeS 

(3.8) 

The penalty functions p;(x) in (3.8) are zero in the case that the i-th constraint is met, and negative and 

proportional to the value of g;(x) or h;(x) in the case that the corresponding constraint is violated. Very 

good results can be obtained with this approach, but the result is very much depending on the penalty 

functions. A high penalty for not meeting the constraints results to the same premature convergence 

problems as with the death penalty approach. A low penalty, at the other hand, results in a severe risk 

that the genetic algorithm converges to an unfeasible solution. The optima! penalty functions are 

therefore problem dependent, and require knowledge about the fitness function. An altemative approach 

is to vary the penalty during the algorithm. In the beginning of the algorithm, the penalties are low, in 

order to avoid premature convergence. During the algorithm, the penalties are increased, in order to 

force the members to be in the feasible search space. However, the optima! way to decrease the 

penalties is still problem dependent, and the risk to waste a lot of effort in generating mainly unfeasible 

candidate solutions is still present. 

A more fundamental and genera! approach to handle constraints is to ensure that the members always 

stay in the feasible search space. The first method is the GENOCOP system, developed by 

Michalewicz, et al. [MIC-91], [MIC-92]. The constraints in GENOCOP can be linear equations or 

inequalities in the form of (3.7). The first step in GENOCOP is to eliminate some of the variables x1 ". 

xd based on the equations h;(x) = 0. The result is an optimization problem, subject to Iinear inequalities 

only. Several new cross-over and mutation operators have been developed which only generate 

members inside the feasible search space, as long as its parents are also in the feasible search space. 

The operators are parent dependent, in a way that for each set of parents, boundaries have to be found 

for which the operator produces a member in the feasible search space. This makes the operators much 

more complicated than usual genetic operators. Another drawback of the approach is the fact that a 

suitable initia) population has to be found, in which all members are part of the feasible search space. 

3.3.3. New constraints handling approach, based on vertices 

The approaches of section 3.3.2 are either problem specific, or use genetic operators that are more 

difficult than the original ones. To overcome these drawbacks, an altemative approach is presented in 
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this section, based on the vertices of the feasible search space. With the algorithms of chapter 2, the 

vertices of a polytope which is defined by a set of linear inequalities and equations can be calculated. 

For the example of section 3.3.1, the feasible search space contains 4 vertices (vh v2, v3, V4), as depicted 

in figure 3.8. 

V 1 = (0, 0, 0) 

v2 =(1,0,0) 

V 3 = (1, 1, 0) 

v4 =(1,l,l) 

Figure 3.8. Vertices ofthefeasible search space 

Each convex combination of those four vertices wil! automatically be part of the feasible search space. 

Each vector a = (a 1,a2 , . .. ,an) with Cl; 2: 0 and n the number of vertices, will result in a point of the 

feasible search space by means of the following transformation: 

, fora=O 
(3.9) 

, otherwise 

Therefore, when we search for an optima! non-negative a for our optimization problem, the 

corresponding point x will always be part of the feasible search space F. Since it is impossible to 

generate an unfeasible point x based on a non-negative vector a, the feasible search space F1' will be 

equal to the search space S1- and can be equal to a hypercube: 

sa Fa ={a eR"I os ai Supperbound, lSisn} 

with n equal to the num ber of vertices 

In order to be able to use the standard cross-over and mutatîon operators as defined in the introduction 

ofthis chapter, a binary representation is called for. We can use a fixed-point binary representation for 

which the string with all zeros represents the value 0, and a string with all ones represents the value 1.0. 

In our optimization problem, the vertices are equal to: 
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VI =(0, 0, 0), V2 =(l, 0, 0), V3 =(1, l, 0), V4 =(l, J, !). 

We will represent each number O:; by a three bit binary number. In this way the chromosome wil! have 

12 genes (bits),just as in the examples of section 3.1and3.3.1. The chromosome 

0: :(l 0 1,0 0 1,0 1 l,l l 0) ""(517, 117, 317, 6n) 

represents a candidate solution of our optimization problem equal to: 

x= 5v1 +v2 +3v3 +6v4 "' (0.667, 0.6, 0.4) 
5+ 1+3+6 

which is indeed part of the feasible search space and of which the fitness is equal to 0.16. 

All 212 = 4096 possible chromosomes represent a candidate solution which is part of F. as depicted in 

figure 3.9. The binary representation implies that only a discrete set of points in F can be reached, but 

when we increase the number of bits, the search can be performed as accurate as required for our 

optimization problem. 

x3 

x2 

xl 
}/ 

Figure 3.9. Candidate solutions /or the 12 bit 'vertices approach' example 

A run with the genetic algorithm with the same parameters as in the example of section 3.3.1 (a cross

over rate of 0.25, a mutation rate of 0.01, and a population size of 20) was able to find the global 

optimum within 20 generations. The fitness of the members of the initia!, the 1 Oth, and the 20th 

generation is depicted in figure 3.10. 
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generation 20 
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worst best 
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Figure 3.10. Fitness during a 'vertices approach' run 

The encoding ensures that the members of the population always meet the linear constraints. The fitness 

of the members of the initial population is therefore much better than in the situation of section 3.3.l. 

More members will produce children, resulting in a more diverse set of building blocks in the 

population. Premature convergence will less often occur and cross-over will be able to improve the 

fitness of the population. 

The search space description by means of the vertices of the feasible search space will be very suitable 

for optimization problems for which the feasible search space is bounded by a set of Iinear inequalities 

and equations. The reduction of the search space will improve convergence, while at the same time 

nonnal genetic operators Iike the standard mutation and two-point cross-over operator can be used. 

3.4. Topology description, suitable for genetic algorithms 

In the synthesis of analog circuits, two optimization problems have to be solved: topology selection and 

circuit sizing. As stated in chapter l, these problems are mutually dependent, but usually perf ormed 

after each other. It would be useful to combine the two problems and solve them simultaneously. 

Circuit sizing is a normal function optimization problem which can be solved with a genetic algorithm. 

In some cases it is also possible to write the topology selection problem as a genetic optimization 

problem. For this purpose, the topology of a circuit is described by a chromosome. The genes in the 

chromosome are related to building blocks of the topology, the position of a gene in the chromosome is 

related to the position of the corresponding building block in the topology. For digital synthesis, Louis 
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and Rawlins presented a genetic topology description for logic function synthesis [LOU-91]. A small 

example of such a digital genetic topology description is depicted in figure 3.11. 

(l,l) (1,2) (1,3) (2,1) (2,2) (2,3) (3,1) (3,2) (3,3) 

j A j Dj Dj E jG j F j H j B 1 C j 

chronwsome 

in l (1,3) out 1 

in 2 (2,3) out 2 

in 3 (3,3) ~out3 

topology 

dY 
'. - - - -

V:~Y 

~ 

some possible genes 

Figure 3.11. Chromosome representation of a 3X3 digital gate circuit 

In figure 3.11, the topology is a 2 dimensional array of digital gates. Each gene in the chromosome 

represents a certain position in the grid, and the value of the gene (A, B, ... , H) corresponds to a certain 

logic gate. Topologies that show a good match with the required behavior get a high fitness during the 

run of the genetic algorithm. As a result, many new topologies will inherit parts of the successful 

topology. At the end, a topology will he generated that is an implementation of the required digital 

function. 

For analog circuits with the complexity of an operational amplifier, the topology can aften be seen as a 

cascade of stages (e.g. input stage, second gain stage, and buffer stage). For each stage, several 

topologies are possible. It is therefore possible to encode the topology of such circuits with a string of 

stage names. The string will be the chromosome in our genetic description, the stage topologies are the 

alleles. Bach possible chromosome represents a topology of the circuit. An example of this topology 

description is depicted in figure 3.12. 

chromosome 

topology 

Figure 3.12. Topology representation of an analog circuit 
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Since the topology of the circuits is now represented by a chromosome, the nonna! genetic operators 

can be used to generate new topologies. With a limited set of stage topologies, a wide variety of opamp 

topologies can be generated. 

When we combine the genetic topology representation with genetic representations of the transistor 

dimensions in each stage, we have a single description for a completely sized circuit This 

representation can be used to simultaneously perform topology selection and transistor sizing by means 

of a genetic algorithm. The cross-over operator is then performed in two steps. First, cross-over is 

applied on the topology chromosomes. Afterwards, cross-over is applied on the sizing chromosomes. 

However, in the case that two sizing chrornosomes refer to different feasible search spaces, this cross

over is meaningless. Therefore we only apply cross-over on the sizing chromosomes when the parents 

have a similar stage topology at a certain position. 

In this way circuits with more suitable topologies and circuits with better sized building blocks are 

more likely to generale new circuits. This will result in a simultaneous topology selection and circuit 

sizing. In chapter 4, the opamp synthesis tool DARWIN is described, which is based on this combined 

genetic description. 

Heistermann [HEI-94], experimented sucessfully with a combination of optimization algorithms. He 

uses sirnulated annealing in the begining of the search. The robustness of sirnulated annealing prevents 

premature convergence (a major risk for genetic algorithms when manny unfit individuals are 

generated, as discussed in section 3.3.1.). After a while, when many moderate fit solutions are found, 

Heistermann switches to a genetic algorithm, which appears to be more efficient at this stage. At the 

end, the final optimization is performed by locally convergent gradient methods. In the approach as 

described in section 3.3.3, the sirnulated annealing phase is replaced by the use of polytopes. The 

polytopes reduce the search space resulting in moderate fit individuals in the initia! population. Both 

Heistermann's approach and the algorithm of section 3.3.3 avoid premature convergence of the genetic 

algorithm by reducing the search space befor the genetic algorithm is used. 

3.5. Genetic algorithms versus Simulated Annealing 

many optimization algorithms exists besides genetic algorithms. In the field of function optimization, 

simulated annealing [KIR-83] is the mostly used altemative for genetic algorithms. Simulated annealing 

algorithms are just as genetic algorithms very robust and applicable to a wide variety of optimization 
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problems. Also similar to genetic algorithms, not much knowledge about the optimization problem is 

required. A search space S and a way to compute the fitness of the candidate solutions from S is 

sufficient. During simulated annealing, a sequence of candidate solutions is generated, in a randomized 

way. However, simulated annealing algorithms generate one candidate solution at a time, whereas 

genetic algorithms generate a population of candidate solutions during each generation. 

Another parallelism between simulated annealing and genetic algorithms is the fact that they are derived 

from processes in nature. Simulated annealing is derived from the annealing of crystalline solids, in 

which the solid is heated up until it melts, followed by cooling it down until it crystallizes into a perfect 

lattice. When the cooling down is done very slowly, the solid will end in one of its minimum energy 

states. In analogy with this natura! process, the simulated annealing is controlled by a strictly positive 

parameter T, which is called the temperature. Simulated annealing starts with an initia! temperature 

T> 0 and a randomly selected initial candidate solution Xo e S. Then a new candidate solution x1 is 

randomly selected, with a maxima! distance from x0 which is related to the temperature: 

-l 

!x1 -x0 l~constant·eT 

When x1 is more fit then Xo, x1 is accepted as the new solution. If not, x1 is only selected as the new 

solution with a chance exponential related to the temperature: 

-1 

P[accept x 1 ]= constant· e T 

The algorithm then either proceed with Xo in the case that x 1 was not accepted, or with x0 in the case 

that x1 was accepted. The temperature is decreased and a new candidate solution is selected. Tuis 

process continues until the temperature is almost zero. 

The key issue with simulated annealing is the way in which T is decreased (cooling scheme). In the case 

that this is done very slowly, the global optimum will defmitely be reached, at the expense ofvery long 

computation times. On the other hand, when T is decreased fastly, computation times will be low, at the 

expense of a severe chance on a non-optimal , or a locally optimal solution. The cooling scheme is 

therefore always a compromise between accuracy and computation time. An optimization problem with 

many local optima wi1l often need a slow cooling scheme, whereas a fast cooling scheme will probably 

be sufficient in the case that there is only one local optimum (equal to the global optimum). However, 

the fitness function is often very complex, and not much is known about the number of local optima. 

Tuis will often result in a far too slow cooling scheme, just to be safe. 
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Wîth genetic algorithms, it is possible to monitor the average and best fitness of the population. When 

these values converge to a certain value, the algorithm can be stopped (assurning that premature 

convergence does not occur, this problem is comparable to 'getting stuck in a local optimum' with 

simulated annealing). With simulated annealing thîs is much more difficult, since in the situation of a 

high temperature, large steps are made in the search space, resulting in a large variation of the fitness of 

the candidate solutions. 

Furthermore, it is very difficult with simulated annealing to combine topology selection and circuit 

sizing. A change from one topology to another is always a large step, which is only allowed when the 

ternperature is high. Tuis is the reason that in existing synthesis tools, a simulated annealing based 

circuit sizing is always used in combination with a knowledge based topology selection. The topology 

selection is either performed manually [DEG-87], or with a rule base [TUR-89], [HAR-89]. 

An additional advantage of genetic algorithms, compared to simulated annealing is the fact that the 

genetic algorithms are very suitable for a parallel implementation. The evaluation of the members of a 

population can be performed in parallel on different processors, which will significantly speed up the 

search process. With simulated annealing this is not possible, since the candidate solutions are 

generated one at a time, based on the previous candidate solution. 

Nevertheless, simulated annealing can also be used in combination with a genetic algorithm as proposed 

by Heitermann [HEI-94]. In this approach, simulated annealing is used to ftnd a good initia! population 

for the genetic algorithm. 

3.6. Conclusions 

Genetic algorithms are very suitable to solve optimization problems, as long as premature convergence 

can be avoided. For this reason, the performance of a genetic algorithm improves when it searches in 

the feasible search space. In the case that a feasible search space can be described by a set of linear 

constraints, the vertices of the feasible search space can be used to represent the candidate solutions. 

Each intermediate generated candidate solution will in that case be part of the feasible search space by 

construction. 

The synthesis of analog circuits consists of topology selection and circuit sizing. It appears to be 

possible to combine both tasks in a way that a genetic algorithm is able to handle topology selection and 

circuit sizing simultaneously. This is not possible with simulated annealing algorithms. In chapter 4, the 

opamp synthesis tool DARWIN wil! demonstrate this feature of genetic algorithms. 



4. DARWIN opamp synthesis tool 

In this chapter, we will describe the opamp synthesis tool DARWIN. After a short inlroduction about 

the concepts and intentions bebind DARWIN in section 4.1, several aspects of DARWIN are discussed 

in section 4.2 to 4.7. In section 4.2, a suitable topology description is presented, based on a set of 

stages. The component dimensions are described in analogy of the vertices approach as described in 

section 3.3.3. The used constraints for this vertices approach are discussed in section 4.3. In section 

4.4, the resulting opamp representation is presented. The overall design flow of DARWIN is presented 

in section 4.5, together with the way in which the genetic operator cross-over is implemented. The used 

fitness function is discussed in section 4.6. Several opamp synthesis examples are discussed in section 

4.7. A discussion about the parameters which control the genetic algorithm is given in section 4.8, and 

concluding remarks are presented in section 4.9. 

4.1. Introduction 

The intention of the opamp synthesis tool DARWIN [KRU-94b], [KRU-95a], [KRU-95b], [KRU-95c] 

is primarily to show the usefulness of the new genetic algorithm presented in section 3.3.3, for 

application in analog circuit synthesis. The main ideas bebind DARWIN are to use a minimal amount 

of expert design knowledge in the tool and to search for a suitable topology as well as for suitable 

transistor dimensions fora given set of specifications. 

As stated in chapter 3, the success of a genetic algorithm stands or falls with the description of solution 

candidates. The opamp description is therefore essential for a synthesis tool which uses a genetic 

algorithm. The description of an opamp can be separated in two parts: the topology and the component 

dimensions, such as transistor lengths and widths. The used description should be versatile enough to 

describe a wide variety of opamps, in order to find a suitable opamp. At the same time, completely 

useless opamps should be excluded as much as possible to speed up the search process. 

4.2. Opamp topologies 

As already stated in chapter 1, opamps can be divided into one or more stages. Then the opamp consists 

of one or two gain stages, sometimes succeeded by a buffer stage. With a limited set of stages, it is 

possible to construct many different opamp topologies. In DARWIN, we used four different input 

stages, two (optional) second gain stages, and three (optional) buffers. The resulting set of opamp 
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topologies will be suitable for many different applications and for various specification requirements. 

The set of available stages in DARWIN is depicted in figure 4.1. 

Jf-r-f) 
~~l 1 
~J-· 

. 5 1 
nMOS com. source 

6 

~ 
)~-'------'-

pMOS com. source 

nMOSs. f. 

pMOS source follower 

pMOS folded cascade diff. pair 

Figure 4.1. Stages in DARWIN 

With these nine stages, it is in theory possible to construct 4x3x4 = 48 opamp topologies, ranging from 

just a single differential pair to more complex three stage opamps. However, some of those 

combinations of stages will not be useful in practical situations. For example an nMOS differential pair 

(stage 1 in figure 4.1) followed by an nMOS common source amplifier (stage 5 in figure 4.1) is not 

likely to operate wel! due to the difference in voltage levels between the output of the first stage and the 

input of the second stage. Furthermore, the class AB output buffer (stage 9 in figure 4. 1) can only be 

used in combination with a second gain stage, due to limited power supply voltages in modem ASICs. 
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In order to avoid unsuitable opamp topologies, the useful combinations are stored in a connection 

matrix as depicted in figure 4.2. Each cross in the matrix defines a valid combination of two stages (the 

stage corresponding to the row can be succeeded by the stage corresponding to the column). In the 

connection matrix, two dummy elements 'input' and 'output' are added, which have to be the first and 

the Jast element of an oparnp, but do not represent an actual stage 

1 2 3 4 5 6 7 8 9 Output 
Input x x x x 
1 (n dive. pair) x x x 
2 (p diff. pair) x x x 
3 (n folded cas.) x x x x x 
4 (p folded cas.) x x x x x 
5 (nMOS c.s.) x x x x 
6 (pMOS c.s.) x x x x 
7 (nMOS s.f.) x 
8 (pMOS s.f.) x 
9 (class AB) x 

Figure 4.2. Connection matrix 

This connection matrix can easily be extended with other stages, by just adding an extra row and an 

extra column for each new stage. In the current version of DARWIN, 34 valid opamp topologies are 

possible, based on the nine stages of figure 4.1. The opamp topologies range from just a simpte 

differential pair (input, J, output) to oparnps with three stages as for example (input, 3, 5, 7, output). 

For each valid opamp topology, there are situations in which they are more suitable than the other 

topologies. The decision which topology to use is performed by the genetic algorithm. 

4.3. Stage constraints 

Opamps are built up from stages as described in the previous section. The behavior of these stages is 

more or less independent on stages to which they are connected. An example of a three stage opamp is 

depicted in figure 4.3. Tuis opamp consists of the stages 1, 6, and 7, where the biasing of the different 

stages is combined into a single transistor Mb;as. 
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i13 

input stage second stage : buffer stage 

Figure4.3. Opamp topology [l,6,7] 

For each stage, the transistor dimensions can vary over a large range. However, for proper functioning 

of the circuit there are some restrictions to the transistor dimensions. Due to the fact that the stages 

operate more or less independent of each other, these constraints can be defined for the separate stages. 

For this purpose, it is assumed that the transistors operate in strong inversion, and that their behavior 

can be approximated by the following model: 

nMOS 
1 

~Vd Ji ds 

v ---j f---<' v 
g ' b 

v. 

nMOS~ 

Vgs <Vrn 

vgs ;;:: Vr" A vgd < Vr" 

(off) 

(saturation) 

(lil'rar) 

K" =µ"C0 x [AV"2
], VTn = Vron +(A" - l)Vsb [V], µn = electronmobility [m2v· 1s·1

], 

A" =body effect parameter, A" normalized early effect parameter [mv·1
], 

C0 x =gate oxide capacitance per unit area [Fm ·2 ] , V TOn = threshold voltage for (vsb = 0) 
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Ids =0 

pMOS~ Ids=~; (vgs Vrpt(1- À{ Vds) 

Ids= K~W {(vgs -Vrp}vds -~vl, }(1-~ Vds) 

Kn = µnCox [AV"2
], Vrp = Vrop + (AP -1 }vsb [V] , µP =hole mobility {m 2v-1s·1 J , 

Ap body effect parameter, À P == normalized early effect parameter [mv·1 J , 

Vrop threshold voltage for (v,b = 0) 

For each stage, the following four classes of constraints can be distinguished: 

4-5 

(off) 

1. Fundamental constraints. The dimensions of each transistor are limited at the lower side by the 

fabrication process. The width and the length can not be smaller than a certain minimal value. At the 

other hand, practical considerations set a maxima! value for the dimensions and size of the 

transistors. The same kind of limitations are valid for capacitors and bias currents. These constraints 

can be expressed in the fonnat 

Lmin S L1 s Lmax 

Wmin sW1 sWmax 

L; W1 s areamax 

I min SI; S / max 

Cmin s C1 s Cmax 

i e all components 

In principle all component dirnensions are also discrete in size. However, the technology variations 

and the influence of parasitic cornponents (for example wires) are of the sarne order as the difference 

between two successive values for the dimensions. Therefore if we do not take the discrete nature of 

the dimensions into account but afterwards round all dimensions to the nearest discrete value, we 

stay within the process tolerances. 

2. Topology constraints. In each stage, some design parameters are related to each other. In the input 

stage of the opa.mp offigure 4.3, the transistors Mla and Mlb have to be matched. Furthermore, the 

dimensions of Mbias and M3 are related to each other by means of the currents hias and 11: 

WbiasL3I1 .,, 1 

Lbias W3Ibias 

There are however also more difficult relations between the design parameters. This is for instance 

the case with the transistors (M/3 and M14) that define the nulling resistance in the second gain 
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stage of figure 4.3. For a proper canceling of the feed-forward component in the transfer function 

(due to Cmi/Ier ), the nulling resistance has to be equal to one divided by the transconductance of the 

second gain stage. The nulling resistance and the transconductance can be approximated by the 

following expression: 

1 
R u1i· "' , with K = 

nmg ( ) L KVdd-Vss-Vrn+Vrp 13 

This results in the following two constraints for the transistor dimensions and bias currents in terms 

of supply voltage and process parameters: 

The topology constraints are always equalities, that have to be matched as close as possible for a 

proper functioning of Ûle stage. 

3. Saturatûm constraints. In order to get a well-performing circuit, most of the transistors (in the 

example offigure 4.3, all transistors except Ml3 and MJ4) have to operate in saturation. The drain 

source voltage bas to be at least equal to the saturation voltage. This saturation voltage is mainly 

dependent on Ûle bias current through the transistors and the transistor dimensions. When transistor 

M3 is operating in strong inversion, its saturation voltage Vdsat.MJ can be approximated by 

(4.1) 

The actual drain source voltage Vds.MJ is dependent on the power supply voltages, the input voltage 

level and the gate source voltage of Ml. This can be approximated by the following expression: 
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Vds,M3 ""Vin.min - ~ :~~I -VT,MI -V,,. ,K.= µCox 

Vr.Mi = threshold voltage of Ml = Vro + (A -1 )V,b (4.2) 

Vro threshold voltage for V,b = 0 A = body effect factor ("" 1.1· · ·1.2) 

V sb,MI source bulk voltage of Ml 

Combining ( 4.1) and ( 4.2) results in the following constraint: 

(4.3) 

As long as ( 4.3) is valid, M3 will operate in saturation. For the other transistors we can fonnulate 

similar constraints. Since the input- and power supply-voltage levels are usually fixed, these 

constraints define a valid region for the transistor dimensions and bias currents. 

4. Performance constraints. The above presented constraints ensure that the stage will operale 

correctly. However, they do not guarantee that the specifications of the entire opamp are met. The 

overall specifications are dependent on the entire opamp topology and can therefore not easily be 

translated to constraints for the separate stages. Nevertheless, it is possible to restrict some 

unsuitable transistor dimensions by means of stage constraints. For example when a high DC-gain is 

required for the opamp, an input stage with a low DC-gain will not likely be part of a suitable 

circuit. Since the stages are only composed of a few transistors, it is possible to define some simple 

expressions. The gain of the input stage of figure 4.3. can be approximated by the following 

expression: 

DCgain=gm1(r.ts1 Il rdsJ 

gm, "~ • rdsl llr.ts2 

with A. n (À P) = ..!._ àl ds for an nMOS (pMOS) transistor operating in saturation 
LàVds 

When a certain minimal DC-gain (A-0,..1.) is required for the input stage, this will result in the 

following constraint 
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Also for some other specifications, like the slew rate of the buffer stage, we can define simpte 

constraints for the transistor dimensions. 

All the above presented constraints for the transistor dimensions are composed of summations, 

multiplications, and square roots of the circuit parameters and constants. However, the techniques as 

described in section 2 and 3 can only be applied on linear (in)equalities. With a transformation to the 

Jogarithmic domain, products and square roots become Jinear equations. However, many of the 

constraints contain a summation of 2 or more product terms. They can all be described in the format: 

f(x)+ g(x )S 1 , with./(.x) and g(x) positive product terms of the design variables x. 

Inequalities of this kind can be approximated by a set of constraints without summation operations (' +' 

signs ). An example of such an approximation is depicted in figure 4.4, composed of the following three 

constraints, which are linear in the logarithmic domain: 

!
f(x )s 0.8 llog(f(x ))s log(0.8) 

f(x)+g(x)Sl ~ g(x)S0.8 => Jog(g(x))Slog(0.8) 

J f(x )g(x) S 0.4 log(f(x ))+ log(g{x ))s 2 log(0.4) 

(4.4) 

0.75 

f(x)+g(x)-1 

0.5 f(x)-0.8 

0.25 

0 ...._......_...__....._...__......_...._._._...._._._""-'"~~-"-~~--L~~ 

0 0.25 0.5 0.75 1.25 
f(x) 

Figure 4.4. Region approximation 

The dashed area in figure 4.4 is equal to the resulting overall approximated region, which is more strict 

than the original constraint ./(.x) + g(x) S 1. Each point that meets the constraints of ( 4.4) will certainly 

meet the original constraint. Unfonunately, some points that do not meet the constraints of (4.4) do 

meet the original constraint. Tuis results in the situation that some design parameter combinations are 
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incorrectly considered as not valid. However, by using more and other constraints in the approximation, 

the approximation can be made more accurate, which reduces this negative effect. 

With this method, all constraints for the design parameters define a feasible search space F in the 

logarithmic domain: 

, with x = ( log(W1 ), log( L1 ), "·, constant) 

, 8; (x) and h /x) linear functions 

When the technology constants and required specifications are known, we can compute the vertices of 

the feasible search spaces with the algorithms as descrihed in chapter 2. Since each set of constraints is 

only referring to one single stage, the dimension n of the feasible search space F wil! be limited 

Computation times for the vertices wil! therefore be acceptable. The calculated vertices can be used in 

the genetic description based on vertices as described in section 3.3.3. 

4.4. Opamp representation in DARWIN 

The connection matrix of section 4.2, and the feasible spaces of section 4.3 are the basis for the opamp 

description as used in DARWIN. Valid opamp topologies are constructed with stages which have a 

non-empty feasible space. With the connection matrix, valid combinations can easily be recognized. In 

the case that each of the stages have a non-empty space, 34 opamp topologies are possible. When one 

or more stages are not feasible, the number of opamp topologies is of course less than 34. 

Suppose that the input stage number 1 (nMOS differential pair) and the buffer stage number 7 (nMOS 

source follower) have non-empty feasible spaces. The combination of these two stages will then be a 

valid opamp according to the connection matrix. The transistor dimensions and bias currents for such 

an opamp are defined by means of the vertices description as presented in section 3.3.3. A vector is 

assigned to each stage with as many elements as the number of vertices of the feasible space of that 

specific stage. Since the number of vertices is usually in the order of one hundred, binary 'vectors are 

used in DARWIN. The obtained diversity in transistor dimensions for each stage is usually sufficient 

for opamp synthesis (100 vertices results in 2100 different transistor dimensions for each stage). With 

the combined description of stage numbers and binary sizing vectors, all kind of valid opamps can be 

described. An example of this opamp description is depicted in figure 4.5. 
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(nMOS diff pair) (no 2nd stage) (nMOS source follower) 

topology informatwn =G?~--------·--8>-
.. . - ~ - -,"~,;JO~.~~;; -~ i.;.~l~O:;-J 11 

sizing information H 
nr. of vertices of stage 1 0 nr. of vertices of stage 7 

Figure 4.5. Opamp description 

Each possible opamp description in the format of figure 4.5 represents a certain sized opamp. The 

translation from the genetic description to a circuit uses the vertices of the feasible spaces. Each bit in 

the binary vector corresponds to a certain vertex. The mean value of all vertices of which the 

corresponding bit is equal to one defines the transistor dimensions. A small example of this translation 

is depicted in figure 4.6. 1n this example, there are only 5 vertices, which only defme the dimensions of 

a single transistor (W1 and L1 ). 

[101101 

[10110] -7 (
log(Wi)j 
log(L1 ) 

Figure 4.6. Binary vector to transistor dimension translation 

The genetic algorithm in DARWIN wil! try to optimize the genetic description, in a way that the 

corresponding opamp is well-suited for its intended application. 

4.S. Overall design flow of DARWIN 

The overall design flow of DARWIN is depicted in figure 4.7. The program is written in ANSI-C and 

consists of about 7000 lines of code. 
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The constraints for each stage are stored in a parameterized way. Only when the user has defined a set 

of required specifications and selected a technology in which the opamp will be realized, these sets of 

constraints can be solved. This calculation is performed in the initialization phase of DARWIN (in the 

block 'calculate vertices'). When a set of vertices is calculated for the feasible space of each stage, we 

can generale an initia) population of opamps. 

For the generation of the initial population, first all valid oparnp topologies are derived from the 

connection matrix and all stages with a non-empty feasible space. For each oparnp in the initia! 

population, a topology is selected out of all valid oparnp topologies. Then a binary vector is assigned to 

each stage of each opamp as discussed in the previous section. Each element of the binary vector is set 

at random to either 0 or 1. We now have a population of randomly generated opamps, which all meet 

certain constraints for each stage, but which can still be far away from the required overall 

specifications. This concludes the initialization phase of DARWIN. 
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In the optimization phase, a genetic algorithm is used to transform the initia! population into a 

population in which all circuits are well-adapted to the required specifications. The genetic algorithm is 

guided by the fitness function which will be discussed in section 4.6. During each generation, all 

circuits are evaluated by the fitness function. Based on this evaluation, the population is modified by 

selection, mutation and cross-over. During the cross-over operation, the topology of the new circuit is 

based on the stages of two exisling and well-fit circuits. The connection matrix is used to make sure 

that the new topology is valid. In case two parent circuits have a similar stage, the binary vectors are 

mixed by means of a two-point cross-over. 

In this way, the new circuit will have a suitable topology. Furthermore, the vertices corresponding to 

the bits in the binary vectors ensure that the design parameters meet the stage constraints. Tuis cross

over operation is depicted in figure 4.8. The numbers in the stages correspond to the stages as defined 

in figure 4.1. 

parent 1 

parent 2 
=G>---i?-[ . 

/ ~ 
1100110101 1 ITOo].--ï-0-0"""1-10~1~1~1~1 

: : 
' ' 
' ' 

child 

/ ~~: 
1100110101 1 liifirc:= JJJOM•1 1 

Figure 4.8. Cross-over operation 

The mutation operator is applied on the binary vectors in the opamp descriptions. A small percentage of 

the bits are toggled, resulting in a stightly modified opamp. The modified population is again evaluated. 

Tuis optimization Joop is performed fora certain number of generations. Typically, the stop criterion as 

used in DARWIN is in the order of one hundred generations. At the end, the most fit opamp of the final 

population is presented to the user of the tool. 
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4.6. Fitness function 

Random search techniques such as the genetic algorithms of chapter 3 and simulated annealing are 

always guided by the fitness of intermediately generated circuits. We therefore need a fitness function 

that maps a sized netlist of an opamp to a single value which is called the fitness of that opamp. The 

optimization problem in analog circuit synthesis is usually to find a circuit with the lowest possible 

power consumption, which meets the set of required specifications: 

j
minirnize power dissipation of x , x e all opamps 

subject to: 

specification; (x) ~ requirement; 

specification i (x )= requirement i 

(4.5) 

At this moment, the used specifications in DARWIN are: DC-gain, phase margin, unity gain frequency, 

gain bandwidth product, input voltage levels, output voltage levels, and output resistance. 

Some of these required specifications are met by construction due to the feasible search space, such as 

the input and output voltage levels. However, other specifications can still be far away from the 

required values. An example from the Jatter group of specifications is the phase margin, since this is 

defined by the entire opamp. We can not map this specification to constraints for the separate stages, 

since there are many opamp topologies possible and each combination would result in different stage 

constraints. 

We can therefore remove some of the constraints from (4.5), by searching in the feasible search space 

F, but it will still be a constrained optimization problem. Usually, all remaining constraints are 

inequalities, and the equality constraints are met everywhere in the feasible search space F. 

{

minimize power dissipation of x , x e F 

subject to: 

specification; (x);::: requirement; 

(4.6) 

Due to the feasible space, the number of specifications in (4.6) is smaller than in (4.5). Nevertheless, 

the remaining specifications have to be combined into one single fitness value. Therefore ( 4.6) has to be 

translated to an unconstrained optimization problem with the help of penalty functions: 
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maximize fitness(x), x eF 

l Wo( when all constraints are met 
pwd x} 

fitness(x )== m 

~ P; (x) otherwise, with m the number of specifications 
(4.7) 

0 when spee; <::ree; 

P;(x)= w;(spee;(x)-ree;) whenspee; <ree; , forphasemargin, Vin, V001 

w; log(spee;(x}) whenspee; <ree; , forDCgain, GBW, UGF, SR, R
001 ree; 

In expression (4.7), pwd(x) is the power dissipation of circuit x, spec,{x) is an achieved specification of 

circuit x, ree; is the corresponding required specification. The penalty functions p1 are scaled with the 

weight factors w; in a way that for normal opamps, each penalty is equally important (a factor 10 in 

DC-gain is comparable to a factor 10 in unity gain frequency UGF and to 45° extra phase margin). In 

this way we have a single fitness function which can guide the synthesis process. A circuit with a higher 

fitness than an other circuit is assumed to be more suitable for the intended application. 

The performance of an opamp during the genetic synthesis process can be derived in two ways: By 

means of circuit simulations or by means of simplified equations. Each of the two options has certain 

advantages and drawbacks compared to each other. 

• SimulatWn-based circuit evaluation. The most accurate circuit evaluation, apart from 

manufacturing and testing, is to simulate the circuit with an accurate circuit simulator such as 

SPICE. The main advantage of this evaluation is the fact that hardly any expert knowledge is 

required for the evaluation of a circuit. Furthermore, foundries usually support these simulations by 

presenting adequate model parameters for their processes. 

An extra advantage of simulation-based evaluation is the possibility to include yield optimization in 

the genetic synthesis process. During each circuit evaluation, the transistor parameters and 

dimensions are slightly changed based on the expected variations. The expected variations between 

transistors can be estimated with the empirical expressions as derived by Pelgrom et al. [PEL-89J. 

Only the circuits with a high fitness for each circuit evaluation will manage to survive over a large 

number of generations. In this way, some kind of Monte-Carlo simulation is performed without any 

increase of circuit evaluations. 

Despite these advantages, large computation times are a severe drawback of simulation based 

evaluations. An accurate and thorough simulation of an opamp will at this moment at least require 

several seconds. With a typical population size of 100 opamps, combined with a stop criterion of 
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l 00 generations, the resulting opamp design time is equal to 10,000 times several seconds (in the 

order of several hours to one day). A possible way to reduce the simulation time is to use small but 

accurate simulation models based on neuraJ networks as proposed by Meijer [MEl-96]. 

• Equation-based circuit evaluation. Simulators and sophisticated transistor models are designed to 

simulate a large variety of circuits with a high accuracy. U sually this accuracy is not always 

required. For example in the beginning of the synthesis process of an opamp, the behavior of the 

circuits in the population will be far away from the required behavior. In that case, a rough 

approximation of the circuit's behavior will be sufficient for the fitness calculation. 

An additional aspect in DARWIN is the fact that all transistors in opamps generated by DARWIN 

will operate in their proper region, due to the stage constraints. This is important foreknowledge 

during the circuit evaluations. It allows us to derive simple expressions for the behavior of the 

opamps, as for instance: 

when the input stage is a nMOS d.iffferential pair 

Ai"" {
1 , when there is no second gain stage 

Unlike the situation with the stage constraints from section 4.3.3, it is no problem if the evaluation 

expressions are non-linear. They can easily be integrated in DARWIN, resulting in very short 

evaluation. In this way, opamp design times of several minutes can be achieved. 

The price that has to be paid for the decreased computation times is a decrease in accuracy and an 

increase in required expert knowledge. 

In DARWIN, the circuits are evaluated by equations. With this approach, opamp design times could be 

restricted to several minutes, instead of hours when SPICE-simulation-based evaluation would have 

been used. The accuracy of the simple expressions appeared to be acceptable as will be demonstrated in 

the next section. 
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4.7. Syntbesis examples 

In this section, several opamps are discussed which were synthesized by DARWIN. The target 

technology is the MIETEC 2.4 µm n-well CMOS process. The circuit perfonnance that can be obtained 

in this process is not as spectacular as in modem sub-micron technologies. However, this technology is 

wellknown. 

The circuits were synthesized with similar genetic parameters. The population size is equal to 100 

circuits. Cross-over rate and mutation rate are equal to 0.3 and 0.01 respectively, and the genetic 

algorithm stops after 100 generations. In section 4.8, the choice of these parameters wil! be motivated. 

The design times of the opamps were all in the order of several minutes on a HP 700 workstation. 

4. 7.1. Regular opamp 

As a first exarnple, a regular set of opamp specifications was presented to DARWIN. The 

specifications and obtained results are listed in table 4.1. The specifications of the synthesized opamp 

as predicted by DARWIN match with the results of HSPICE simulations. Deviations between the 

specifications as predicted by DARWIN and HSPICE are within the tolerances of the HSPICE 

simulations, as can be seen by the differences among the three different HSPICE simulations. The 

simulations 'typica/', 'slow', and 'Jast' refer to three different sets of transistor parameters. These sets 

are normally used to estimate the typical and the worst-case behavior of circuits. 

Also the Bode plots as estimated by DARWIN and simulated by HSPICE match with each other, as 

depicted in figure 4.7. Only at high frequencies, differences occur. Tuis indicates that some second

order effects were neglected in the DARWIN circuit evaluation, but probably without any effect on the 

synthesis process. 
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Table 4.1. Regular opamp specifications 

HSPICE 

Parameter Units Spec. DARWIN Typical Slow Fast 

Power supply voltage v ±2.5 ±2.5 ±2.5 ±2.5 ±2.5 

Load capacitance pF 2 2 2 2 2 

DCgain dB ;:::70 89 90 80 95 

Gain-bandwidth product MHz ;:::2 2.5 2.6 2.3 2.8 

Unity-gain frequency MHz 2! 2 2.2 2.2 2.0 2.4 

Phase margin 0 2!60 64 64 63 65 

Slewrate + V/µs 2! 2 3.1 3.1 3.2 
3.2 

Slew rate- V/µs ;:::2 2.8 2.8 2.9 

Maximal input voltage level v 2! 1 2.5 2.5 2.5 2.5 

Minimal input voltage level v :s; -1 -1.2 -1.2 -1.0 -1.5 

Maximal output voltage level v ;::: 1 1.6 1.4 l.3 1.5 

Minimal output voltage level v :s; -1 -1.6 -1.7 -1.6 -1.7 

Power dissipation µW Low 65 65 65 65 

Component area µm2 2800 
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Figure 4.7. Bode plot of the 'regular' opamp 

For the required opamp specifications, each stage had a non-empty feasible space, as could be 

expected. Nevertheless, the constraints significantly reduce the search space as can be seen in table 4.2. 

The topology numbers refer to the stages as depicted in figure 4.1. The volume of the feasible space 

was estimated by sampling the search space and to check for each point whether all constraints are met. 
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Table 4.2. volume of the feasible space of the regular opamp 

Topology 2 3 4 5 6 7 8 9 All 

Feasible space [%] 46 27 60 21 73 67 15 7 84 15 

In table 4.2, the volume of the feasible search space is compared to the volume of the search space 

when the saturation and performance constraints are not taken into account. In the last column (All), the 

effect on the search space for an entire opamp is estimated. It appears that when we would take a valîd 

opamp topology at random (for example topology [l ,6,7] as depicted in figure 4.3) and define transistor 

dimensions without taking care of the saturatîon and performance constraints, the chance that each 

stage of this opamp is part of the feasible search space is only 15%. This chance is comparable to the 

constrained optîmization problem of section 3.2, where the chance of a random solution to be part of 

the feasible search space was one out of six. 

When we look at the topology evolutîon durîng the synthesis process of the regular opamp, it can be 

noticed that two opamp topologies appeared to be more fit than the others. Those opamps are the 

nMOS folded cascode input stage and the pMOS folded cascode input stage, both without a second 

gain stage and without a buffer stage. 

In figure 4.8, the topology evolution during the first 30 generations is depicted as an area chart. Each 

region in the chart corresponds to a certain opamp topology (a certain combination of stages). The 

numbers in the chart correspond to the stages of figure 4.1 ( [3,0,0] - nMOS folded cascode differential 

pair, no second gain stage, and no output buffer, depicted in figure 4.10). In the initia] popuJation 

(generation • 0), almost all of the 34 possible topologies are present. None of the topologies dominate 

the initia! population. However, after 10 generations, the number of opamps which only consists of an 

input stage ( (1,0,0], [2,0,0], [3,0,0], and [4,0,0] ), has increased from less than 10 to about 50. It 

appears that a second gain stage and a buffer stage are not really necessary for the required 

specifications. Nevertheless, the DC gain of 70 dB is too high for the nMOS and pMOS differential 

pair ( [l,0,0] and [2,0,0] ). From the two remaining topologies after 20 generations, the nMOS folded 

cascode differential pair [3,0,0] appears to be more fit than the pMOS variant [4,0,0]. The higher 

transconductance of nMOS transistors will be the main reason for this. 
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Figure 4.8. Topology evolution of the 'regular' opamp 

The selected topology ( [3,0,0], depicted in figure 4.10) is a logical choice. An analog designer would 

probably come up with a sirnilar solution to meet the required specifications. 

Apart from this topology selection, the transistor dimensions are also adapted to the required 

specifications. Tuis can be seen in the improvement of the fitness during the synthesis process. In figure 

4.9, the fitness of all opamps is plotted each 25 generations. The opamps are sorted over the x-axis, 

based on their fitness. During the first 25 generations, all opamps have a negative fitness. Tuis implies 

that not all constraints are satisfied. 
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Figure 4.9. Fitness of the population during the synthesis of the 'regular' opamp 

In the first 75 generations, the best as well as the average fitness of the population increases. This can 

not only be the result of topology selection, since after 27 generations, all opamps have the same 

topology. During the last 25 generations, hardly any improvement can be noticed in the fitness of the 

population. This indicates that the genetic algorithm has converged. Due to the mutation operator, 

opamps which meet all the requirements are sometimes modified in a way that one specification does 

not meet the requirement anymore. This explains the fact that not all circuits of the final population 

meet all requirements (and have a positive fitness). Nevertheless, all circuits have a fitness close to zero 

or even a positive fitness. They are therefore well adjusted to the required specifications. The fittest 

circuit of the final population is depicted in 4.10, with specifications as listed in table 4.1. 
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Figure 4.10. Sized topology of the 'regular' opamp 

4.7.2. Rail-to-rail output range 

4-21 

2pF 

In the next synthesis example, the required output voltage range is enlarged to ± 2V. Due to this 

requirement, none of the buffer topologies are suitable anymore. This results in empty feasible search 

spaces for the buffer topologies as listed in table 4.3. The chance that a random opamp would meet the 

saturation and perfonnance constraints of DARWIN bas now decreased to less than 9 %. The volumes 

of the feasible spaces are again derived by sampling the entire search space and check whether all 

constraints are satisfied. 

Table 4.3. Volume of the feasible space of the rail-to-rail output range opamp 

Topology 2 3 4 5 6 7 8 9 All 

Feasible space [%] 46 27 60 21 73 67 0 0 0 8.8 

In DARWIN, only 10 opamp topologies are valid and no effort is wasted on opamps with a buffer 

stage. The topology evolution during the synthesis process, as depicted in figure 4.11, indicates that the 

single stage opamps do not dominate the population anymore. The reason for this is the fact that folded 

cascode differential pairs ( [3,0,0] and [ 4,0,0] ) require at least two saturation voltages between the 

output voltage and the power supply lines, whereas a second gain stage requires on1y one saturation 

voltage. 
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Figure 4.11. Topology evolution of the 'rail-to-rail output range' opamp 

The best topologies for the regular opamp ( [3,0,0] and [ 4,0,0] ) are therefore not the most suitable 

anymore. Furthennore, since two gain stages are required due to the output voltages, a nonnal 

differential pair will be sufficient for the input stage. It is therefore logica! that the winning topology 

consists of a pMOS differentiaI pair succeeded by an nMOS common source amplifier ( [2,5,0] ). 

Considering the available stages in DARWIN, an analog designer would probably have selected the 

same topology. 

The synthesized circuit with obtained specifications as depicted in figure 4.12 and table 4.4 is drawn in 

figure 4.13. 
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Table 4.4. Rail-to-rail output range opamp specifications 

Parameter 

Power supply voltage 

Load capacitance 

DCgain 

Gain-bandwidth product 

Unity-gain frequency 

Phase margin 

Slewrate+ 

Slewrate 

Maxima! input voltage level 

Minimal input voltage level 

Maxima! output voltage level 

Minimal output voltage level 

Power dissipation 

Component area 

~ 
:2. 

Units Spec. 

v ±2.5 

pF 2 

dB <! 70 

MHz 22 

MHz 22 
0 260 

V/µs 22 

V/µs ~2 

v ~l 

v :::; -1 

v ~2 

v :::;-2 

µW Low 
µm2 

HSPICE 

DARWIN Typical Slow 

±2.5 ±2.5 ±2.5 

2 2 2 

90 88 77 

2.2 2.2 1.9 

2.0 2.1 1.9 

60 62 73 

2.3 2.3 
2.4 

2.9 2.8 

l.O 1.0 0.8 

-2.5 -2.5 -2.5 

2.2 2.2 2.2 

-2.3 -2.3 -2.3 

97 100 100 

3900 

DARWIN -. .. hSpiê~ (typ) ...... . 
hspice (fast) 

hspice (slow) 

·~ 0 r--"'"~~=············•«••••••«••«••·+···························· 

-180 ~-----~------~-~~~ 
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frequency [Hz] 

Figure 4.12. Bode plot of the 'rail-to-rail output range' opamp 
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Figure 4.13. Sized topology of the 'rail-to-rail output range' opamp 

According to DARWIN, the obtained circuit meets all the required specifications. Simulations with 

HSPICE show that except for the worst-case maximal input voltage level and the worst-case phase 

margin, the circuit meets the required specifications. 

4.7.3. High speed opamp 

In order to evaluate the performance of DARWIN when opamps for higher frequencies are required, the 

specifications of table 4.5 were presented to DARWIN. The required unity gain frequency of 10 MHz 

in combination with 60 dB gain, 2 pF load, and 60° phase margin is not an easy task to be realized in 

the MIETEC 2.4 µm nwell CMOS process. 
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Table 4.5. High speed opamp specifications 

Parameter Units Spec. DARWIN Typical 

Power supply voltage v ±2.5 ±2.5 ±2.5 

Load capacitance pF 2 2 2 

DCgain dB ~60 61 58 

Gain-bandwidth product MHz ~10 19.3 30 

Unity-gain frequency MHz ~ 10 10.1 13.1 

Phase margin <> ~60 60 36 

Slewrate+ V/µs ~ 10 20.5 
13.3 

Slew rate- V/µs ~ 10 18.3 

Maxima! input voltage level v ~l 2.5 2.5 

Minimal input voltage level v :::; -1 -1.3 -1.2 

Maximal output voltage level v ~ l 1.0 1.0 

Minimal output voltage level v :::; -1 -2.3 -2.3 

Power dissipation µW Low 272 321 

Component area µm2 10000 
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Figure 4.14 Bode plot of the 'high speed' oparnp 
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Fast 
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17.8 
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36 
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As can be seen in table 4.5 and figure 4.14, the circuit evaluation in DARWIN was not accurate 

enough with respect to the phase margin. A reason can be a wrongly estimated load capacitance for the 

input stage. Tuis Joad capacitance is composed of parasitic capacitors. Furthermore, the body effect of 

the input transistor of the buffer stage also effects the laad capacitance. Deviations in all of these values 
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can have a significant effect on the frequency behavior of the opamp. Nevertheless, for the other 

requirements, the obtained results are promising. Tuis indicates that at least a suitable topology was 

selected. With a more accurate circuit evaluation, DARWIN could have been able to synthesize a 

circuit with the required specifications. The fittest circuit is depicted in figure 4.15, with the 

specifications of table 4.5. 

2.5V 

148.l / 3.2 

+--i 
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179.2 / 24.8 h 
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·2.5V 

Figure 4.15. Sized topology of the 'high speed' opamp 

DARWIN selected a surprising topology. The winning circuit, as depicted in figure 4.15, consists of an 

nMOS differential pair succeeded by an nMOS source follower ( [l,0,7] ). The topology evolution 

during the synthesis process is depicted in figure 4.16. 
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Figure 4.16. Topology evolution of the 'high speed' opamp 

The selected input stage, in combination with the required DC gain of 60 dB, requires a low bias 

current and large transistors for the input stage. Tuis is usually in conflict with the requirement for a 

high bandwidth. However, the buffer stage significantly reduces the load capacitance of the input stage. 

It is therefore possible to obtain both a high unity gain frequency and a DC gain of a1most 60 dB with a 

differential pair as the input stage. 

It is entirely plausible that an analog designer (or a topology selection rule base) would have overlooked 

this option, and only considered the nMOS folded cascode differentia1 pair ( [3,0,0] ) or an opamp with 

two gain stages. 

4.7A. High gain opamp 

As a last exarnple, DARWIN had to synthesize an opamp with a DC gain of 120 dB. The required 

specifications are listed in table 4.6. 
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Table 4.6. High gain opamp specifications 

HSPICE 

Parameter Units Spec. DARWIN Slow Fast 

Power supply voltage v ±2.5 ±2.5 ±2.5 ±2.5 ±2.5 

Load capacitance pF 2 2 2 2 2 

DCgain dB <? 120 133 131 115 142 

Gain-bandwidth product MHz <? 1 1.1 1.3 1.1 1.6 

Unity-gain frequency MHz <? 1 1.0 1.2 1.1 1.4 

Phase margin 0 <?60 62 66 77 59 

Slewrate+ Vips <? 1 1.9 1.8 2.0 
2.4 

Slew rate V/µs <? 1 2.1 2.0 2.2 

Maximal input voltage level v <? 1 2.5 2.5 2.5 2.5 

Minimal input voltage level v s; -l -1.2 -1.3 -0.9 -1.3 

Maximal output voltage level v <? 1 1.1 0.9 0.7 1.2 

Minimal output voltage level v $-1 -2.3 -2.3 -2.3 -2.3 

Power dissipation µW Low 175 183 184 184 

Component area pm2 7000 

This high DC gain can only be achieved by a folded cascode differential pair succeeded by a second 

gain stage. It is therefore logical that in DARWIN all circuits without a folded cascode input stage and 

a second gain stage died out in the first 25 generations, as depicted in figure 4.17. 
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Figure 4.17. Topology evolution of the 'high gain' opamp 
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Almost all of the remaining topologies after 20 generations had an nMOS common source second gain 

stage (stage number 5). They only differed in the type of input stage, which was either an nMOS or a 

pMOS folded cascode differential pair, and in the type of buffer. After 53 generations, all circuits in the 

population had the topology of the winning opamp as depicted in figure 4.18. 

l uAi i 8.9uA 2pF 

2.4/ 2. 

Figure 4.18. Sized topology of the 'high gain' opamp 

The Bode plot of the synthesized circuit demonstrates a good frequency behavior of the circuit. Except 

for a slightly too low maximal output voltage, the synthesized circuit meets all the required 

specifications. Furthermore, the behavior as predicted by DARWIN matches very well with the 

HSPICE simulation results. 
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Figure 4.19. Bode plot of the 'high gain' opamp 
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4.8. Genetic parameters 

The behavior of a genetic algorithm is dependent on the parameters population size, cross-over rate, 

mutation rate, and the number of generations. Unfortunately, each application of genetic algorithms will 

have its own optimal set of genetic parameters. In order to derive a suitable set of genetic parameters 

for opamp synthesis with DARWIN, the effect of parameter variations on the performance of 

DARWIN is evaluated in this section. The performance of DARWIN is analyzed with respect to 

topology selection and circuit sizing, treated in section 4.8. l respectively 4.8.2. 

4.8.1. Topology selection 

In order to analyze the topology selection of DARWIN, the opamp topologies of many synthesized 

opamps were analyzed. The opamp specifications are the same as for the examples 'regular', 'rail-to

rail output range', and 'high speed' of section 4.7. We selected three values for the population size 

(25, l 00, and 400), and analyzed the effect on the selected topology for the three examples. The cross

over rate was varied between 0.1 and 0.7 and the mutation rate was varied between 0 and 0.1. lt 

appeared that the effect on the selected opamp topologies was hardly dependent on the mutation rate 

and cross-over rate. Since the topology selection usually takes place in the first tens of generations, the 

number of generations is of minor importance regarding the selected opamp topology. 

For each set of specifications (regular, high output range, and high speed) and for each population size, 

108 synthesis runs with DARWIN were performed. The obtained opamp topologies are depicted in 

figure 4.20. In the ideal case, all opamps fora certain set of specifications have the same topology. 
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Figure 4.20. Selected opamp topologies 

The numbers next to the sections in the graphs of figure 4.20, refer to the stage numbers ( 300 is 

depicted in figure 4.10, 250 in figure 4.13, and 107 in figure 4.15). 

For a population size of 25 oparnps, oparnp topologies were not selected very consequently. The chance 

that a non-optima! topology is selected is unacceptably large with a population size of 25. When the 

population size is increased to 100, more often the sarne opamp topology is selected. When the 

population size is further increased to 400, only a small improvement can be noticed in the selection of 

the opamp topologies. However, increasing the population size has a negative effect on the computation 

time. More opamps have to be evaluated during each generation. Many non-fit opamps are evaluated in 

the first generations. Therefore a very large population size results in an inefficient algorithm. A 

population size in the order of 100 will be a good compromise between efficiency and accuracy. 

Another remarkable effect can be noticed with the selected topologies for the regular opamp. It appears 

that even for very large population sizes, two different topologies are selected. Those topologies are the 
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nMOS folded cascade differential pair (300) and the pMOS folded cascade differential pair (400). It 

may be concluded that both of the topologies are suitable for the required specifications, with a slight 

advantage for the nMOS circuit. 

4.8.2. Circuit sizing 

The cross-over rate and the mutation rate hardly effect the topology selection process. However, they do 

have an effect on the circuit sizing behavior of DARWIN. In order to find good values for these genetic 

parameters, the success of several runs of DARWIN are Iisted in table 4.7. 

For each run, the population size was set to 100, and the number of generations was set at either 100 or 

400. The opamp specifications which were used are the same as for the examples 'regular', 'rail-to

rail output range', and 'high speed' of section 4.7. For each combination of a certain mutation rate and 

cross-over rate, 18 opamps were synthesized. The first number in table 4. 7 is the percentage of opamps 

which met all specifications, the second number is the average fitness of the 18 opamps. These two 

numbers should be as high as possible. 

Table 4.7. Synthesis performance 

cross-over 0.1 0.3 0.7 
mutation 

0.1 6% -1.9 11% -0.6 39% 0.3 

0.01 17% -0.6 0.8 94% 

0.001 44% -0.7 0.6 83% 

0 11 % -1.6 0% -1.6 0% -2.6 

The ellipse in table 4.7 marks the genetic parameter combinations with good opamp synthesis behavior. 

Fortunately, the exact value of the genetic parameters does not seem to be very critical, as long as no 

extreme values are used. With a mutation rate of more than 0.1, the genetic algorithm will behave as 

random search, not guided by the fitness of the opamps. Tuis results in a very inefficient synthesis 

process. With smaller mutation rates ( ~ 0.01 ) the genetic material of the fit opamps is mainly 

preserved for the next generations. Tuis allows the cross-over operation to improve the population. 

However, when the mutation rate is set to zero, the quality of the synthesized opamps reduces 

significantly. Tuis shows that mutation is important to overcome premature convergence. Even a very 

small mutation rate will be sufficient. 
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For the genetic parameters situated in the ellipse of table 4.7, good results are obtained after 100 

generations. After that, the population inproves very slowly. The difference between a population after 

100 and after 400 generations is rather small, and probably not worth the computational effort. Other 

algorithms like locally convergent hill-climbing algorithms will be much more efficient in performing 

the final optimization. 

The observed behavior of DARWIN confirms the choice of the settings as used for the exarnples in this 

chapter (section 4.7). 

4.9. Conclusions 

In this chapter, the prototype opamp synthesis tool DARWIN was presented. The main characteristics 

of DARWIN are: 

• Simultaneous topology selection and circuit sizing. 

• Opamp topologies are built up from a set of stages by DARWIN itself. 

• Topology selection and circuit sizing are performed by means of a genetic algorithm. 

• Only a little amount of expert design knowledge is required in DARWIN, mainly for the evaluation 

of the opamps and for the 'stage constraints'. 

• · At the beginning of the synthesis, a set of constraints is solved for each available type of stage to 

ensure that all intermediate generated circuits behave properly. 

• Circuit evaluation is performed by means of analytica! expressions. 

• Run times are in the order of several minutes. 

• DARWIN is written in ANSI-C and consists of about 7000 lines of code. 

Apart from DARWIN, several tools were presented in the last years which were also able to select a 

suitable topology. Examples are the tools OASYS [HAJ-89] and TOPICS [LEE-92]. The main 

difference between DARWIN and those other synthesis tools, is the fact that no rule base is used for 

topology selection in DARWIN. This makes DARWIN less dependent on expert design knowledge. 

Expert design rules are always difficult to generate and to maintain. In DARWIN, the required effort to 

add new stages is considerably smaller, making the tool easier to maintain. 

The presented synthesis examples demonstrate that DARWIN is capable to find and size a suitable 

opamp topology for a variety of required specifications. The small differences between the required and 

the obtained specifications are due to the circuit evaluation, which is not as accurate as for instance 

HSPICE. However, for the used 2.4 µm MIETEC process, the difference between the evaluation 

expressions and simulation results is rather small. 
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In the future, when deep sub-micron analog circuits will be commonly used, simple expressions might 

not be sufficient anymore. This could require the step to more complex evaluation models, or even 

simulation-based circuit evaluation. Tuis will result in a significant increase in design time. A possible 

way to overcome this increased design time could be to use an parallel implementation of the synthesis 

tool. With simulation-based circuit evaluation, the computation time is almost entirely used for the 

evaluation of all circuits in the population. At this moment, the circuits are evaluated one at a time. It is 

however possible to evaluate all circuits of a certain generation simultaneously on different processors. 

A genetic algorithm will be much more suitable for such a parallel implementation than optimization 

algorithms like simulated annealing. 



5. Towards a mixed analog/digital 
silicon compiler 

The ultimate goal in design automation is to come to a tool that understands in plain English what kind 

of chip you want and then generates the optimal circuit unto the layout level (and if possible in only a 

few seconds). Unfortunately, this ideal tool is far away from the current state of the technology. Tools 

which can translate a description of an electronic system to a chip layout are usually called silicon 

compilers. In this chapter, several aspects of a silicon compiler will be discussed. This will be done 

with a particle detection system as the exemplary electronic system. Therefore, this chapter starts in 5.1 

with a brief introduction in particle detection systems. 

In section 5.2, we will discuss a possible design flow for a silicon compiler. It wil! appear that a 

considerable amount of expert design knowledge is required in a silicon compiler. For gathering and 

storing this knowledge, polytopes can be used. The way this can be done will be discussed in section 

5.3. 

An important aspect of silicon compilers is the verification of intermediate and final circuits. This 

verification is usually performed by means of circuit simulations, but for large and complex circuits this 

is not an easy task. Problems and possible solutions related to these verifications are discussed in 

section 5.4. 

In section 5.5, concluding remarks about mixed analog I digital silicon compilers will be drawn. 

5.1. Particle detection system 

In satellites and in nuclear physics, the measurement of the energy of particles and radiation events is 

very important. The solar wind for example consists among others of electrons and protons with an 

energy ranging from several keV to several MeV. The amount and the energy of particles gives 

important information about the activity of the sun. The energy of these particles is usually measured 

by means of a photo-sensitive Si or Ge diode, biased in reverse operation. Without particles, only a 

small leakage current flows through the diode. However, in case a particle or a radiation event hits the 

diode, electron-hole pairs are generated, resulting in an shortly increased current. The collision time of 

the particle is very short, so we can note a small Dirac impulse on the sensor current. The total amount 

of charge Q generated during the collision (which is equal to the integrated current impulse) is a 

measure of the energy of the particle. When this charge exceeds a certain reference value, the event has 
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to be recorded. Tuis can best be done in the digital domain, where it is relatively easy to store the energy 

and the collision time of the event, and to perform statistica! calculations. 

A system dedicated to particle detection consists of a digital part and an analog part. The digital part of 

the chip records the events, perf orms some calculations, and takes care of the interface with other 

computer systems. The task of the analog part is to measure the energy of the particles and to convert 

this value to the digital domain. For the remainder of this section, we will mainly focus on the analog 

part of this system. 

The first step in the analog processing is usually perfonned by a charge sensitive amplifier (CSA). The 

sensor, connected toa CSA is depicted in figure 5.L 

CSA , 
,/ 
/ 

( 

+ \ 

' VcSA,in 

reference voltage 

figure 5.1. Principle schematic of a sensor plus CSA 

At the collision time, the charge Q is stored in the parasitic capacitance parallel to the diode (equal to 

the junction capacitance, the wire capacitances, and the input capacitance of the CSA). Since this 

capacitance is non-linear and not well specified, the resulting voltage step is not a very useful 

representation of the particle's energy. The charge Q, is therefore transferred to a linear and well

known capacitor Cr Tuis is done by means of the CSA, which is basically a differential amplifier with 

the capacitor c1 in the feed-back loop. The output signa! of the CSA wil! be a voltage step, with a step 

size equal to Q/C1 . After this signal is processed by other circuits in the processing system, the 

feedback capacitor C1can be discharged by means of a reset switch or a reset resistor. 

The charge Q, generated by a particle, is often very small (typically in the range of one thousand to one 

miilion electrons). The output signa! of the CSA is therefore weak and subjected to noise. Additional 

analog processing is required before the signal can be converted accurately enough to the digital 

domain. In order to amplify the signal and to improve the signa! to noise ratio, a pulse shaping amplifier 

(PSA) is often placed bebind the CSA [CHA-91 ]. The PSA is an active filter composed of a 

differentiator and a number of integrators. The PSA is therefore a band-pass filter that removes a large 
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part of the noise spectrum. The output of the PSA is a 'semi-Oaussian pulse', of which the height of the 

peak is linearly related to the step size of the input signal. The time interval between the step at the 

input of the PSA and the corresponding peak at the output of the PSA is :called the peaking time ( Îpeak). 

which is related to the time constant of the differentiator and the integrators. The principle schematic of 

the PSA is depicted in figure 5.2. 

differentiator n integrators VPSA.out 

t 

t-0 

Figure 5.2. Putse Shaping Amplifier 

In order to convert the peak size to a digital value, the peak has to be sampled and hold (S/H). Analog 

maximum value memories [KRU-94] are very suitable for this task. The output of the maximum value 

memory follows the input signa! when it is rising, and holds the signa! when it is falling. This results in 

a stable voltage, that can be converted to the digital domain by rneans of an analog to digital converter 

(ADC). 

Apart from these analog circuits, a small digital controller will also be part of the analog processing 

chain. This controller detects when a particle has hit the sensor, starts the conversion to the digital 

domain, and resets the analog circuits when the signa! has been processed successfully. The entire 

system is depicted in figure 5.3. 

particle 

1sensor vmem 

Figure 5.3. Basic particle detection system 

digital 
processing 
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Although the signal of the sensor was converted to the digital domain as quickly as possible, the system 

still consists of a considerable number of high quality analog circuits. The performance of the analog 

circuits will directly effect the performance of the overall system. 

Usually, there are several sensors connected toa single particle detection system. In order to get amore 

efficient system in terms of power dissipation and chip area, some circuits can be used by more than 

one sensor. For example, when the ADC is fast enough, we can multiplex the output signals of several 

PSA's to a single ADC. Other variations of the basic particle detection system are the use of extra 

analog memories, in order to store the signals of particles which hit the sensors just after each other. 

The ADC can convert them to the digital domain during more quiet moments, which makes it possible 

to use a slower ADC. Some of the possible topologies for 4-sensor systems are depicted in figure 5.4. 

·~-

t ~~~r~ 

: ~el)So/ ~ 

Figure 5.4. Several particle detection topologies 

We see that there are several options to realize a particle detection system, each with its own 

advantages and drawbacks. Each particle detection application will lead to a different optimal 

electronic system. It is therefore not sufficient to design one system and use it for many different 

applications. In fact we have to design a new system for each physical experiment. Tuis requires full 

custom design and does not allow the use of a small library of circuits. 

5.2. Silicon compiler, design t1ow 

The large variety and complexity of particle detection systems make that the synthesis of those systems 

is a difficult and time-consuming task. Only with tbe help of advanced CAD tools wil! it be possible to 

cope with the synthesis problems. A tool which automates the entire synthesis process is often called a 

silicon compiler. The input of the silicon compiler is a description of the required system behavior and 

the silicon compiler will automatically generate a suitable chip layout. At this moment, a mixed analog I 
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digital silicon compiler is more an utopia than a reality. However, parts of a silicon compiler do exist 

and research is going on to fill in the missing parts. 

In the entire synthesis process of a mixed analog I digital integrated circuit, several steps can be 

distinguished. In section 5.2.1, a possible overall design flow for the entire silicon compiler will be 

discussed, ofwhich in section 5.2.2, the analog synthesis part is highlighted. 

5.2.1. Overall design flow 

A possible design flow of a silicon compiler [DON-94a], [ESA-2100], [ESA-F2], [DON-96] is 

depicted in figure 5.5. 
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Figure 5.5. Design flow of a mixed analog digital silicon compiler 
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The upper part in the design flow of the silicon compiler is still a manual task, consisting of the 

following steps: 

• Describing the required chip behavior in a formal way. Unfortunately, a suitable and standard 

description language is not yet available. At this moment, a lot of effort is put in the definition of a 

standard language (often referred to as AHDL) which is an analog extension of the standard digital 

description language VHDL. It is assumed that when this new language is defmed and accepted as 

the standard, new tools will be developed. 

• Simulation of the high-level description. Tuis is also a manual task since no standard language is 

available. 

• High-level synthesis. In this step, a high-level partitioning of the entire system is performed. Part of 

the system will process signals in the analog domain, whereas in other parts digital signal 

representations will be used. It has also to be defined which part of the system will be implemented 

in hardware and which part in software. After these choices are made, the chip can be partitioned 

into a digital part, a DSP (Digital Signal Processing) part and a mainly analog part. The mainly 

analog part of the chip usually consists of several analog circuits, which are controlled by a small 

digital controller. The analog processing chain of a particle detection system (see figure 5.3) is a 

good example of a mainly analog circuit. 

Also a very rough floor-planning is performed and test strategies are developed. At this moment and 

in the near future, no automatic tools to perform these tasks are available. It remains foremost a 

time-consuming and very important step in the overall synthesis process. 

Once these steps are performed, we have a complete description of the three parts of the chip, each in a 

suitable description language. For each part, dedicated simulators are available. By coupling these 

simulators, it is possible to evaluate the behavior of the entire system. 

After simulation, each part of the chip can be synthesized independent of the other parts. For the digital 

and the DSP part, several commercial synthesis tools are available. In the analog domain however, 

hardly any commercial synthesis tools are available. In the last decade, a growing part of the integrated 

circuits is mixed analog / digital. The Jack of sophisticated analog synthesis tools is therefore more and 

more the limiting factor in the synthesis process of integrated circuits. 

All parts being synthesized, the resulting circuit can be verified by means of overall simulations at the 

transistor level. Circuit simulators such as SPICE are commonly used, but the large amount of 

components in an integrated circuit can lead to some problems, as will be discussed in section 5.4. 
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The next step in the synthesis process is the generation of the chip layout. Tuis is usually done in an 

hierarchical way by ftrst generating the layouts of parts of the chip, and afterwards combining those 

results to a single chip layout. Several layout tools are available, but almost all of them are dedicated to 

the digital domain. Ver:y important aspects of analog circuits such as matching and noise coupling are 

often not taken into account. Several academie tools are being developed in order to deal with the 

analog layout problems, clearing the way fora fully automatic layout generation [RUT-93], [LAM-95]. 

The last step in the synthesis procedure is to verify the circuit as extracted from the layout. Tuis ftnal 

veriftcation is difficult due to the large number of components. Several circuit simulators are 

commercially available, but again with the risk of severe convergence or computation time problems. 

From the entire design flow in figure 5.5, we see that the missing tools for a silicon compiler are 

situated in the high-level synthesis, in the mainly analog synthesis, and in analog Iayout. Another 

concern is the simulations as performed at several moments in the synthesis process. 

The high-level part of the silicon compiler will probably remain a manual task in the near future. For 

the rest of the procedure, the synthesis of the mainly-analog part of the chip is the most time consuming 

factor. Automatic synthesis tools are hardly available in this area. It is therefore not uncommon that the 

synthesis of the analog part requires several man-months of design time whereas the rest of the chip is 

synthesized in a fraction of this time [DON-96]. Tuis chapter will focus on the mainly analog part of 

the chip, since this is where the largest improvements can be gained. 

5.2.2. Mainly-analog subchip synthesis 

At this moment, no tools exist that automate the entire synthesis of the mainly analog subchip. The only 

available synthesis tools are dedicated to ADCs, filters, and circuits with the complexity of an opamp 

(as for instance DARWIN of chapter 4). The upper part of the analog synthesis is therefore still a 

rnanual task. 

In analog synthesis, two tasks have to be performed, namely topology selection and specification 

translation. Topology selection is the search fora suitable topology of small circuits. In the exarnple of 

the particle detection system, several possible topologies were depicted in figure 5.4. Specification 

translation maps the overall system specifications to specifications of smaller circuits, like the CSA, the 

PSA, the ADC for the particle detection example. 

In the case that the analog system consists of a large number of circuits, it is possible to do the entire 

topology selection and specification translation in several hierarchical steps. Por the particle detection 

example, the circuits of the analog chain (CSA, PSA, and S/H) can be seen as one circuit. The overall 

specifications are first translated to specifications of, among others, the analog chain. Afterwards, the 
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specifications of this analog chain have to be mapped on the specifications of the CSA, the PSA, and 

the PDSH. Relevant specifications include: 

• chain: processing time [s], signal to noise ratio [dB], gain, power dissipation [W], and area [mm2
] 

• CSA: sensitivity [V/C], settling time [s], noise [V/Hz112
], power dissipation [W], and area [mm2

] 

• PSA: order, peaking time [s], gain, power dissipation [W], and area [mm2
] 

• PDSH: droop rate [V/s], slew rate [V/s], bandwidth [Hz], power dissipation [W], and area [mm2
] 

In this hierarchical synthesis process, several sequences for further refinement are possible. The 

sequence can either be 'breadth-first', 'depth-first', or a combination of the two. In breadth-first 

synthesis, the over-all system is refined one hierarchical level at a time 

• First a suitable topology is selected for the entire mainly analog subchip and specifications are 

assigned simultaneously to each module in that topology (chain, ADC, ... ). In the upper tree of 

figure 5.6, this is the step from circuit number 1 (subchip) to the circuits marked with the symbol 2 

(chain, ADC • ... ). After this refmement, the circuits marked with the symbol 2 are synthesized 

independent of each other. A further refinement of the analog chain will for example not effect the 

specifications for the ADC. 

• When the entire subchip is refmed toa topology of circuits marked with the symbol 2 in figure 5.6, 

each of those circuits are further refined to circuits marked with the symbol 3. For example, the 

analog chain is refined to a topology of a CSA, PSA and S!H, with suitable specifications. 

• Tuis refinement continues until all circuits are small enough to be synthesized by dedicated module 

generators (like for instance DARWIN for opamp synthesis). 

Circuits marked with the same number in figure 5.6 are refined simultaneously. Circuits marked with 

different numbers are refined in rising order. 
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mixed AID subchip 

breadth-first synthesis: 1 
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mixed AID subchip 

depth-first synthesis: 1 

Figure 5.6. Breadth-first search versus depth-jirst search 

In a depth-first synthesis, the result is also a topology of circuits which can be synthesized by module 

generators. However, the refinement steps are performed in a different order: 

• First, a suitable topology is selected for the entire subchip. However, specifications are only 

assigned to one circuit in this topology (for example the analog chain, marked with the symbol 2 in 

the lower tree of figure 5.6). Specifications for the other circuits at the same hierarchical level as the 

analog chain are not yet fixed. 

• The next step is to refme the analog chain unto a hierarchical level where the circuits can be 

synthesized by module generators (CSA, PSA, S/H). Again, specifications are only set for one circuit 

from this topology (for instance the CSA, marked with the symbol 3). 

• Then, a module generator is used to generate the CSA. A circuit simulation can now be used to 

perform an accurate evaluation of the behavior of the CSA. The obtained specifications for the CSA 

are now exactly known. This information can be used when the specifications for the other circuits 

(PSA, S/H) are defmed. For example when the CSA appeared to generate more noise than was 

expected, this have to be compensated by tighter specifications for the PSA. In the case of a breadth

first synthesis procedure, all circuits are already synthesized when the simulation noticed the higher 

noise. The result is probably that part of the chip has to be synthesized for the second time (with 

more tight specifications). 
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• One after another, all circuits of the analog chain are synthesized. We can then exactly evaluate the 

behavior of the analog chain. The obtained specifications can be used to translate the specifications 

of the next circuit at the same hierarchical level as the analog chain (indicated with the symbol 6). 

• This process of depth-first refinement continues until the complete subchip is synthesized unto the 

lowest hierarchical level. The order in which the circuits are refined is indicated by the numbers in 

the circles offigure 5.6. 

In the above cornparison, it is shown that in a depth-first strategy, the obtained specifications of the 

subchip parts can be used to define the specifications for the remaining (not yet synthesized) parts. This 

can reduce the required number of iterations before the mainly analog subchip is synthesized. In case 

that the achieved specifications are worse than was required or expected, other parts of the subchip can 

compensate for this by getting tighter specifications. Since during the synthesis process, some circuits 

are not yet synthesized, whereas from other circuits the obtained specifications are exactly known, this 

compensation can often be used without synthesizing circuits for the second time. 

A possible design flow for this mainly-analog subchip synthesis using depth-first search is depicted in 

figure 5.7. 
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In figure 5.7, we can notice the hierarchy in the synthesis process. The design flow as depicted in the 

large block at the right side of figure 5.7, is copied in the smaller blocks at the lower left side of figure 

5.7. The procedure to refine a high-level circuit (for example the mainly analog subchip) is similar to 

the procedure to refine circuits at one hierarchical level lower (for example the analog chain). The 

smallest circuits are synthesized by means of module generators, such as DARWIN in the case of an 

opamp (see chapter 4). 

In the block 'speci.fication translation' in figure 5.7, specifications are not fixed, hut regions are 

defined in which the specifications may be chosen. Suppose that we want to translate the specification 

for the power dissipation (pwd) for the particle detection circuit to requirements for the power 

dissipation of smaller circuits, then we do not fix the specifications as in (5.1 ): 

!

pwd_chain::; 1.5 

pwd_ADC::;3 
pwd particle detectwn ::; 10 ~ 

0 5 - - pwd_mux::; . 

pwd_control::; 2 

(5.1) 
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Instead, we define a region (polytope) in which the high-level specification is met: 

pwd _ particle _ detectwn :::; l 0 ~ 

3pwd_cho.in+ pwd_ADC+ pwd_mux+ pwd_control5. l0 
(5.2) 

Expression (5.2) gives us more freedom for the specifications for the cho.in, ADC, mux, and control 

circuit, but we can not synthesize them independently anymore. For this reason, we first estimate the 

required power dissipation for each circuit, related to the required other specifications. Let us for this 

moment assume that all other specifications are fixed and well-known. The minimal required power 

dissipation for the circuits can be written in the format of (5.3): 

pwd_ cho.in <': 0.5 

pwd_ADC<':2 

pwd_mux<':O.l 

pwd _ control ;::: 1 

(5.3) 

Expression (5.2) together with (5.3) defines a polytope for which the overall specification is met. When 

we continue the synthesis process with the refinement of the analog chain, the required specification for 

the power consumption for the analog chain follows over (5.2) and (5.3). The first expression in (5.3) 

can be omitted, since a smaller power consumption for the analog chain will still make the overall 

system to meet the specification. The resulting specification for the analog chain is: 

pwd _ cho.in :::; 2.3 

Tuis specification will be the input of the refinement procedure of the analog chain. Suppose that when 

the layout of the analog system is generated, sirnulations of the analog chain indicate that the power 

dissipation is equal to 1.8. The required specifications for the other circuits can now be updated, 

resulting in: 

pwd_ ADC + pwd_ mux + pwd_ control ::> 5.6 
pwd_ADC<':2 

pwd_mux<':0.1 

pwd_ control;::: l 

(5.4) 

Then a new circuit to be refined is selected (for example the ADC) and afterwards, (5.4) is updated 

with the obtained power dissipation for the ADC. Tuis procedure of refining circuits and updating the 

specifications continues until the entire chip is synthesized. 

In the above, only power dissipation is considered. In reality, several other (mutually dependent) 

specifications are also important. The set of expressions as in (5.4) will then consist of much more 
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expressions in more dimensions. The polytopes which define the allowed or requîred specifications of a 

circuit will be complex and not trivia] to define. Tuis aspect is discussed in the next section with more 

realistic examples. 

5.3. The use of polytopes in a silicon compiler 

The synthesis process of large and complex circuits cannot comfonably be guided by many simulations, 

due to large simulation times. Suppose that a complete system evaluation requires a simulation time of 

15 minutes, and 10000 evaluations are required during the synthesis process, this would result in a total 

simulation time of more than l 00 days. Therefore, the synthesis process has to be guided by expert 

desigu knowledge. This expert design knowledge consists of two pruts: 

1. The characterization of the building blocks of analog systems. These building blocks are circuits like 

opamps. analog memory cells, and analog to digital converters. All specifications of those circuits 

are mutually dependent For each circuit, only a certain set of specification combinations can be 

realized. For an opamp, it is possible to achieve a unity gain frequency of 10 Mhz (see section 

3.7.3), and also to achieve a DC gain of 120 dB (see section 3.7.4.). However, an opamp with a 

unity gain frequency of 10 Mhz in combination with a DC gain of 120 dB and other specifications 

will not be possible (at least not with the opamp synthesis tool DARWIN for the MIETEC 2.4 µm 

n-well CMOS process). The valid specification combinations have to be derived and taken into 

account in the synthesis process. 

2. Knowledge to translate high-level to low-level specifications. Sometimes these relations are obvious 

(the total power dissipation is equal to the summation of the power dissipation of all circuits), but in 

other cases this knowledge can be difficult to derive. However, this knowledge is an important 

aspect of a silicon compiler which does not use guided random search by means of simulations to 

translate the specifications. 

The required expert design knowledge (circuit characterization knowledge and specification translation 

knowledge) can be gathered and stored using properties of polytopes. In the next sections this will be 

illustrated. 

5.3.1. Circuit characterization 

Important knowledge in a silicon compiler is the possible performance of a certain circuit (or an 

architecture of circuits). As already indicated in section 2.5, polytopes can be used to store this 

information. There are several ways to obtain the required polytopes. We can either try to formalize the 

requîred expert design knowledge, or derive the required knowledge by using brute-force methods. 
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In the knowledge-intensive method we have to analyze and fonnulate the expert design knowledge, 

resulting in a set of equations and rules of thumb. With these rules and the process parameters, 

hyperplanes have to be derived which bound the possible specifications of a certain building block. This 

is a time- and knowledge-intensive job, which has to be done mainly by hand with the help of an expert 

designer. 

There is however an altemative way: the brute-force method. This method begins with a very large set 

of example modules (which were synthesized in the past, but in the same fabrication process). We then 

evaluate the specifications of all examples, and store the achieved specification combinations. We 

assume that each convex combination of points result in a set of realizable specifications. In other 

words, the convex hull of the points is assumed to be a good approximation of the feasible space of the 

module. A drawback of this approach is the fact that a lot of design examples have to be available. 

We apply a combination of the knowledge-intensive way and the brute-force method on the analog 

chain (composed out of a CSA, PSA, and a SH circuit). With expressions found in the Iiterature [CHA-

91), we estimate the performance of a large set of different analog chains (without really making them). 

The facets of the convex hult of those specifications can be computed with the algorithm as described in 

section 2.4, resulting in a set of linear constraints. 

In figure 5.7, the perfonnance of the analog chains with respect to processing time and equivalent noise 

charge (BNC) of several analog chains are depicted. From literature [CHA-91), it is known that fora 

certain detector capacitance and leakage current, there is a peaking time for which the noise 

performance of the analog chain is optimal. This aspect is also visible in figure 5.7, where the optimal 

noise performance is achieved for a processing time just below 1 µs. 
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Next to the processing time and the ENC, also power dissipation and silicon area are important 

specifications. Figure 5.8 and 5.9 depict the relation between area and power dissipation for a certain 

performance requirement (processing time and noise). lt will be clear from the figures that the four 

parameters "processing time", "noise (ENC)", "silicon area", and "power dissipation" are mutually 

dependent. The silicon compiler will use the information to derive a near optimal analog chain. 
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Figure 5.8. Area-power relationfor t < 0.3 µs 
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Figure 5.9. Area-power relationfor t < J µs 

5.3.2. Specification translation knowledge 

The most difficult to generale knowledge is the knowledge required to map high-level to low-level 

specifications. This requires a good insight into the system, and it is therefore the task of an expert to 

write down this knowledge. As an example of how this knowledge can be gathered and stored, we will 

consider the particle detection topology with 4 sensors and an analog memory with 4 memory cells in 

front of the ADC (figure 5.4, Jowest topology on the right side of the figure). 

An important specification for the particle detection system is the percentage of incorrectly processed 

particles. It is impossible to design a system that wîll never miss a particle. When two particles enter 

the detector at about the same moment. this wîll be interpreted as one particle with an energy equal to 

the summation of the energy of both particles. We can however design a system for which the chance on 

such an error to occur is very small. This requires fast analog chains and a fast ADC. We will derive 

the relation between the processing time of the analog chain, the conversion time for the ADC, the 

statistica) characteristics of the particles, and the presumable error rate of the particle detection system. 

This wil! be done in three steps: 

l. Develop a model with which we can simulate the behavior of a certain architecture (with a certain 

processing and conversion time). 

2. Perforrn many simulations for a wide range of processing and conversion times. 

3. Translate the simulation results into a suitable format. 
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Step 1: 

For the model with which we can simulate the particle detection system, we make the following 

assumptions: 

• The particles that hit a sensor do this completely random, with an average frequency equal to À 

particles per second. Due to this assumption, the density function for the time between two 

successive hits is equal to: J(t )=À· e-Àt , for t 2: 0. 

• The processing time of the analog chain fchain and the conversion time of the ADC tAJX are the 

dominant time delays in the system. 

• the four sensors and analog chains are identical, as well as the statistica! behavior of the particles 

that hit the four sensors. 

With these assumptions, it is possible to make a simple model to analyze the error rate for a given 

frequency À, a given conversion time IAoc, and a given processing time tchain • The model consists out 

of four sub models: 

particle generator: The particle generator produces a stream of particles with time intervals between 

two poises equal to -ln(x)/À , with x a uniform random number between 0 and 1. Bach of the four 

chains has its own independent particle generator. The particles that are generated go directly into 

the analog chain, corresponding to the particle generator. 

analog chain: When a particle enters an analog chain, there are two possible situations: When the 

analog chain is idle, its status becomes busy for a time equal to tchain • After that period, the patticle 

is transferred to the analog memory and the analog chain becomes idle again. However, when the 

analog chain is still busy with a previous particle, the new particle is not handled at all, resulting in 

an error. 

memory: The memory has four memory cells. When not all cells are occupied, the memory can accept 

a particle from one of the four analog chains. However, when all cells are occupied and an analog 

chain wants to deliver a particle, this results in an error and the particle is removed. When not all 

cells of the memory are empty, the memory scans the status of the ADC. In the case that the ADC 

is idle, the memory transfers one of the particles to the ADC. In the other case (the ADC is busy), 

the memory waits until the ADC is finished. 

ADC: When the ADC is idle, it can receive a particle from the memory. When that happens, the ADC 

becomes busy for a time tADc . After that time, the particle is processed successfully and the ADC 

becomes idle again. 
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&m1i 
With this model, the behavior of a certain particle detection system can be simulated. By using several 

values for lvtchain and for À·tAOC (the processing time and the conversion time, normalized to the average 

time between two successive particles that hit a certain sensor) a good insight is gained in the behavior 

of the processing chain. For the simulation results of figure 5.10, each of the 400 combinations of 

(À·tchain , À·tAOC ), was simulated with 25000 particles. The number of errors was counted during the 

simulations. The error rate is now defmed as the number of errors, divided by 25000. The results are 

depicted in figure 5.10. 

4 chains, 1 ADC, 4 memory cells 

0.1 

Figure 5.10. Simulation results for the topology consisting of 

4 chains, l (4-cell) analog memory, and 1 ADC 

These simulated results can be seen as the lowest error rate that we can achieve fora certain tciWn, tAoc 

combination. When we add the point (tchain = 0, tADC = 0, error rate =co) to the 400 simulated points, 

we have defined a convex region for tchain , t,.,oc , and the error rate. The convex huil of the points 

represent all possible situations. 

Steo 3: 

With the algorithm of section 2.4, the facets of this polytope can be computed. These facets are 

depicted in figure 5.11. The dashed lines in figure 5.11. represent the limits for an error rate equal to 

l %, 2%, ... , l 0%. These lines are also plotted in figure 5.12. 
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4 chains, 1 ADC, 4 memory cells 

0.1 

Figure 5.1 J. Polytope representation of the simulation results 

4 chains, 1 ADC, 4 memory cells 
0.1 

0.08 

0.06 

0.04 

3% 

0.02 ~----,2;;;:%;--------

1% 
0 ~~~--'~~~~~~~-'-~~~~"'"---''-'-............ 

0 0.05 0.1 0.15 0.2 0.25 
ADC 

Figure 5.12. À· fchain and À· tADC limits for constant error rates 

The information as depicted in ftgure 5.11 and 5.12 is very useful to translate the high-level 

specification 'error rate' and 'average number of particles per second' to the low-level specifications 

'conversion time of the ADC' and 'processing time of the analog chain'. When we intersect the 

derived polytope with the halfspace 'error rate ~ 0.01 ' we can calculate the possible combinations of 

processing and conversion time. The algorithms for this computation are discussed in section 2.3 and 

the resulting region for which the error rate is smaller than 1 % is depicted in figure 5.12. 
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In order to perform a fair topology selection, a polytope as in figure 5.11 has to be derived for each 

topology. Furthermore, also other specifications have to be taken into account, such as estimated power 

consumption and silicon area. Fortunately, most specifications are much easier to find than the error 

rate. The power consumption of the particle detection system is simply a summation of the power 

consumption of all circuits in the system. 

5.4. System evaluation 

In an automatic as well as in a manual synthesis of a complex electronic system, verification of 

intermediate results is very important [ESA-1123]. Usually, the synthesis of a complex system is 

partitioned into smaller synthesis projects. When each part is synthesized, the resulting overall system 

has to be verified. The most accurate way to verify the system is to extract a complete netlist at the 

transistor level from the layout, including parasitic capacitors and resistors. Tuis netlist should then be 

simulated with an accurate circuit simulator such as SPICE. However, the enormous amount of 

components usually do not allow detailed circuit simulations. Both convergence problems and computer 

power problems make that circuit simulations at the transistor level fail. 

The reason for convergence problems is due to the fact that simulators are non-linear differential 

equation solvers, which often use Newton-Raphson algorithms to solve non-linear equations. Howevér, 

Newton-Raphson methods are locally convergent, as will be illustrated with the example in figure 5.5. 

In the case that we start the search for f(x )= -x3 + 3x2 
- x + 1=0 in the initia! point x0 = -0.5, the 

algorithm willend up in altemating between the points x2;_1 = 0 and x2; = 1 (i eN+ ). The solution of 

f(x) = 0 will not be found. 
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Figure 5.13. Newton-Raphson convergence problems 

Precautions should be taken in order to avoid these situations. Especially when circuits composed of a 

large number of transistors are simulated, these situations can easily occur when the starting situation 

fora simulation has to be found. An altemative and more robust approach to solve non-linear equations 

is to use piecewise linear (PL) approximations of the non-linear functions. lt is then possible with 

algorithms as the Katzenelson algorithm [KA T-65] to follow the function instead of stepping over the 

function. In this way, also functions with a local optimum as the one depicted in figure 5.13 can be 

solved. However, the PL approximation results in a less accurate solution. 

Except for these serious convergence problems, the complexity of the circuits can also make it 

impossible to simulate an entire chip at the transistor level. We therefore have to simulate the entire 

circuit at a more abstract level. This can be done by using macro- and behavioral-models instead of 

transistor models. Small analog circuits are first simulated with SPICE using transistor models and the 

resulting specifications have to be used in PL models. Digital gates have to be recognized in the netlist 

and replaced by simpte models of the digital gates. 

A drawback of this approach is the fact that it does not guarantee the working of the chip in the same 

way as a detailed transistor level simulation (if possible) would do. Since the netlist is translated toa 

netlist with much simpler models, errors may be introduced or worse, existing errors in the layout can 

be removed in the macro model netlist. However, simulations with macro- or behavioral-models seem to 

be the only feasible way to verify the operation of an entire complex mixed analog I digital chip. 
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5.4.1. Piecewise linear (PL) modeling 

In PL modeling [BOK-86], [CHU-86], [KEV-92b), a non-linear function is replaced by a set of linear 

functions, each valid in a certain region (polytope ). An example of a PL function is the impedance of 

the circuit of figure 5 .14, composed of an ideal diode, a voltage source and two resistors. 

<---Jlf--------)> 

j=Oij>O 

Î 
u>O u=O 

l[A] 1 

1 

1 1 

---> 
V[V] 

+ ---> 
l 

v 30 

Figure 5.14. PL resistor 

The voltage to current relation of the circuit in figure 5.14 is composed of two linear mappings, both 

valid in a certain region: 

{
I=tV ,forVSIV (j=O, u<=:O) 
1-1tv 1 ,for v:::: IV (go, u =0) 

In the case that we have to solve a PL expression, as for example the operation point of a circuit 

composed of many PL resistors, we only have to solve sets of linear equations. Solution algorithms for 

this problem (e.g., Katzenelson algorithm [KAT-65]) are globally convergent. 

From the viewpoint of compactness and data storage, it is not convenient to store all the linear 

mappings of each region in a list. This would cost an enormous amount of memory. A better method 

would be to store the minimal amount of data necessary to retrieve the complete model. This canonical 

model contains then all the information. In the Iiterature many model descriptions are presented which 

will do [KEV-92b]. We will treat only one, the implicit piecewise linear model description of van 

Bokhoven [BOK-86), because of its convenience for simulation purpose. 

As depicted in figure 5 .14, a piecewise linear resistor can be made by a network of ideal diodes, linear 

resistors, and constant voltage sources. The network of figure 5.14 has two states, one in which the 

diode is conducting and one for which the diode is blocked. Due to the ideality of the diode, the current 

through the diode j or its voltage u has to be zero at all times. This constraint can be expressed as: 

u 2: 0, j ?:. 0, uj 0 . (5.1) 
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Therefore the cunents in the network of figure 5.14 are equal to: 

{
l=l!V+u-1 . 

j=V+u-1 

5-23 

(5.2) 

The second equation of (5.2) together with (5.1) defines the state of the diode. When V is at least l volt, 

u bas to be equal to zero (the diode is conducting). The current J can then be obtained from the first 

equation of (5.2). When Vis less than l volt. j is equal to zero (the diode is blocked). We can therefore 

calculate the value of u from the second equation of (5.2). When we insert that value for u in the first 

equation, we obtain the relation between / and V, i.e. I - 113V. By adding more diodes, resistors, and 

voltage sources to the network, we can make a PL resistor with more segments. 

In a more abstract way of thinking, a PL electrical network represents a PL function and with each 

ideal diode we can define a hyperplane (like the V = l V plane in figure 5.14) in the domain space. Each 

hyperplane divides the domain space into two regions. Then the relations j 2: 0 or u 2: 0 , but not both 

positive, define which half space of the domain space is valid. In a one-dimensional situation, this looks 

like (see also the second part of (5.2)): 

j=cx+u+g . (5.3) 

In the example of figure 5.14, c- 1 and g- -1. Expression (5.3) defines the hyperplane ex+ g=O. 

For x 2: -~ (right from the hyperplane) j becomes positive and thus u zero. For the left halfspace, the 
c 

situation is reversed. For each halfspace a linear function description is valid, which must be 

continuous at the hyperplane ex + g - 0 (u - j - 0). Suppose that for the right-hand side of the 

hyperplane ( x è. _fi.. ) the function is defined as 
c 

(5.4) 

and for the other side 

(5.5) 

then at the boundary the following relation must hold 

(5.6) 

In the example of figure 5.14, a1 • 4/3, fi = -1, a2 = 1/3, and fi - 0. To ensure (5.6), define the 

function description as 

y==ax+bu+ f (5.7) 
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For the right-hand side, u - 0 holds. In combination with (5.4) this results in a = a1 and f = ft. For the 

other side j = 0 holds and thus from (5.3) u =-ex - g. This together with (5.5) and (5.7) results in the 

following relation: 

(5.8) 

From (5.8), we can compute the value for b in terms of the mappings: 

(5.9) 

The restriction for the parameters a 1 , a2 , fi , and f2 due to (5.9) is just property (5.6). The complete 

model is equal to: 

j cx+u+g (5.10) 

uj = 0 , u ;;::: 0 , j;;::: 0 

To find the value for y fora given x, we first solve the second and third relation of (5.10) to find the 

value of u. With this value, we can compute y from the first relation of (5.10). 

A model, based on the above considerations, was proposed by van Bokhoven in [BOK-86] for the 

mapping f:x eRn ~ y eRm: 

1

0= ly+Ax+Bu+ f 

i=Dy+Cx+lu+g 

U °?. 0, j '?. 0, UT j = Û 

(5.11) 

The first equation in (5.1 1) defines the linear mapping y + Ax + f = 0 between x and y only if u 

equals zero. For this situation (u - 0), the second and third equation define a polytope in which this 

property holds. This polytope is the intersection of the following k halfspaces: 

Dy+Cx+g?:.0 (5.12) 

Leaving the polytope defined by (5.12) will make a certain u-entry u; unequal to zero. By substituting 

the expression for u; • derived from the second equation, in the first equation and exchanging the i-th 

entries of u and j, will result in a new linear mapping. The also updated second equation now defines 

the new polytope in which this mapping is valid. 
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5.4.2. PL behavioral models 

Although piecewise linear modeling can overcome some of the simulation problems with very large 

circuits, it will still not be enough to guarantee a suitable simulation behavior. A detailed transistor 

level simulation with thousands of (PL) transistors takes to much time to be useful in a silicon 

compiler. We therefore have to use behavioral or macro models instead of detailed transistor-level 

models [KRU-96). These models are much simpler, but therefore also less accurate than transistor-level 

mode Is. 

In order to simulate the behavior of an entire particle detection system, it is useful to model all parts in 

a same format. In this section, we will indicate in which way behavioral PL models of both digital and 

analog circuits can be generated. In section 5.2.2.1. and 5.2.2.2, examples of a digital respectively an 

analog PL behavioral model will be given. The simulation results of an entire particle detection system, 

using these kind of models, is presented in section 5.2.3. 

The performance of a behavioral model is always a compromise between simulation times and 

accuracy. When the simulation of the models takes a lot of simulation time, the entire synthesis process 

will slow down. However, when the accuracy of the behavioral models is too low, the synthesis results 

will not be satisfactory. Therefore, all behavioral models have to model all effects that will significantly 

influence the behavior of the overall electronic system, but at the same time, the models must be as 

simple as possible. The modeling requirements can be summarized as follows: 

Modeling reguirements: 

• The first-order functionalities of the circuit must be modeled correctly. In the case of an opamp, 

this means that the output voltage is equal to the difference of the two input voltages, multiplied by 

the gain of the opamp. Furthermore, the transfer function has to have a pole at the bandwidth 

frequency. 

• The second-order effects that influence the behavior of the overall electronic system must be taken 

into account. In the case of an opamp, these second-order effects can be: limited input and output 

voltages, limited slew-rate, non-dominant poles and zeros in the transfer function, non-zero output 

irnpedance and many more effects. Only those effects that really influence the behavior of the 

overall electronic system have to be modeled. 

The important second-order effects will differ from one application to another and from one 

technology to another. For example with an analog maximum value memory (see section 5.2.2.1) a 

finite slew-rate can be disastrous in one application, whereas a non-zero droop-rate can be 

disastrous in another application. lt is however not possible to model all existing second-order 
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effects. We have to make a good choice of the effects that we take into account, regarding the type 

of systems that will be simulated with the input-output models. 

• The accuracy of the input-output model must be known. This infonnation is required in order to 

perfonn a worst-case analysis or a Monte-Carlo analysis. These analyses give insight in the 

reliability of the simulations. 

• Taking the above requirements into account, the models have to be optimized for simulation times. 

It is worth realizing that the problems which arise in the modeling of behavioral models are also present 

in the modeling of devices like MOS transistors. In some situations, the transistor models can differ 

significandy from the real behavior of the transistors. A good overview of MOS transistor modeling 

problems is presented in [TSI-94]. 

5.4.2.1. Logjc functions 

Logic functions can be modeled by means of threshold logic [LEW-67]. The basic idea of threshold 

logic is that the output can be treated as a threshold function of the weighted sum of the binary inputs. 

For a two input AND-gate, the behavior can be modeled by three linear mappings. The location of the 

two boundary planes have to be situated in a way that the region in which y equals zero is separated 

from the region in which y equals one. This can be done with the planes x1 + x2 =%and x1 + x2 = ~. 

The slope of the segment in the transition region is equal to 2. This results in the followîng model 

description, valid for binary inputs: 

y 

x,-o 
X1 = J 

x2=0 

0 

0 

0 

l 

{

y = Q , X1 + Xz :!> % 

y=2(x1 +x2 )-2,Y2 , X::>x1 +x2 ::>X 

y = 1 , X1 + X2 ~ X 

In this way all linear separable logic functions can be modeled with PL functions. In the case of non

linear separable logic functions, the problem can always be solved by adding the outputs of several 

linear separable logic functions. An automatic method to find a suitable PL model for an arbitrary logic 

function is described in [KEV-92a]. A truth-table is enough to derive a PL model, even when it is not 

yet known how that logic function will be realized with logic gates. 

The derived PL models are statie models, but with the addition of some capacitors and resistors, it is 

relatively easy to model the dynamic behavior of the logic gates [KEV-92a]. 
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5.4,2.2, Analog circuits 

The simulation time of mixed analog digital circuits can also be reduced by using behavioral models for 

the analog circuits. Especially in the case of opamps, many realistic models are proposed, which can 

significantly reduce simulation times. In this sectîon we will present a simple example of a behavioral 

model of one of the most used analog circuits in the particle detection system: the maximum value 

memory. 

Analog maximum value memories are used for two tasks in particle detection systems. First of all, they 

are used to sample and hold the peak value of the output signa! of the PSA. The circuit tracks the signa! 

when it is rising, and holds the signa! when it is falling. A second application of the maximum value 

memory is to store signals when the ADC is busy. A typical particle detection system can therefore 

contain a large number of maximum value memories, and a suitable behavioral model would 

significantly reduce simulation times .. 

In figure 5.15, a transistor model as well as a behavioral model of the maximum value memory is 

depicted. The transistor model [KRU-94] consists of 14 transistors, whereas the behavior model is 

composed of some linear and simpte PL elements. With this behavioral model, it is possible to model 

the behavior of a maximum value memory, including the main second-order effects. 

( ---

1 ~>jfset Vmaxi 

1 1 
1 Vmln ) 

------_ -_ - 7 

Vin 
1 

complete MOS circuit 

"""':::::.--, 1 ( +· lmax 1/ 1 . 1,-----
1 v j behavioral model 
"-- - -

Figure 5.15. Maximum value memory 

The behavioral model of a maximum value memory is simulated with the PL simulator PLANET 

[KEV-91], [KEV-92a], [ESA-1442]. The input signa! is a 4-th order semi-Gaussian pulse, with a short 

peaking time of 0.1 µs and a peak value of 1 V. A reset pulse was presented at t = 3 µs. The simulation 

results are depicted in figure 5.16. The dashed curve in figure 5.16 is the simulation result of a 

transistor level SPICE simulation of the circuit at the left part of figure 5.15. The transistor level 

simulation results match very good with the PL model simulation results. 
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Figure 5.16. Simulation result of the maximum value memory (behavioral model versus transistor) 

As depicted in figure 5.16, the output voltage does not reach the peak value of the input voltage, due to 

the limited slew-rate of the simulated maximum value memory. This slew-rate is related to the maximal 

current imax through the diode in the behavioral model and to the bias current in the transistor level 

model. When the memory is in the 'hold-mode' (1.2 ps < t < 3.0 ps), the output voltage slowly 

decreases due to the non-zero droop rate. This droop-rate can be controlled by the current Iieak<Jge and the 

capacitor value. Other effects that can be modeled in the behavioral model are an offset voltage and a 

limited bandwidth (which is related to the value of the capacitor in the model and of the steepness of the 

voltage to current relation of the diode in forward operation). 

It will be clear that even with a simple model, only containing two one-dimensional PL functions, many 

second-order effects can be modeled. These effects will also occur in 'real-life' transistor level circuits. 

It is therefore important to analyze these effects with simulations, in order to prevent unpleasant 

surprises after a chip has been produced. 

5.4.3. Simulation example 

In order to analyze the performance of the PL behavioral models, a complete particle detection system 

was modeled with PL behavioral models. This because it appeared to be impossible to simulate the 

entire circuit with HSPICE and transistor models. The simulation results at the next page were achieved 

on a HP-700 workstation with the simulator PLANET and took more than one hour of simulation time. 

Three input pulses are presented to the input of the first analog chain. When the output of the first 

particle is handled by the first chain, the output signa) of the analog chain is stored in the first memory 

cell. The ADC will now start to convert this voltage to a digital word. In the mean time, a second 
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particle enters the first detector. Since the first memory cell is still occupied (the ADC is not yet 

finished with the conversion of the first particle signa]), the output voltage of the channel will be stored 

in the second memory cell. When finally a third particle enters the detector, the first memory was 

already resetted, and the output signal will be stored in the first memory cell. 

Due to the extremely large simulation times, these simulations can not be used in an optimization loop 

in the silicon compiler, but only to verify the achieved circuit at a limited number of moments in the 

synthesis process. 
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5.5. Conclusions 

The synthesis of the mainly analog part of a mixed analog I digital electronic system is at this moment 

one of the main limiting factors with respect to the design time of those systems. The fact that this 

mainly analog synthesis process is not well automated at this moment is among others due to simulation 

problems. Circuit simulations at the transistor level are often not possible due to convergence problems. 

With PL behavioral models, it is possible to simulate the mainly analog part of a system, hut 

computation times are still very large, and the simulations are not as accuracy as with SPICE like 

simulations. Therefore, random search guided by system evaluations is not feasible for large and 

complex mainly analog systems. The synthesis process has to be guided by expert design knowledge. 

Another problem with the automatic synthesis of large and complex circuits is the required expert 

design knowledge. Polytopes can be used in several ways to capture and store the required expert design 

knowledge. However, the resulting silicon compiler will still be inflexible and only dedicated to a 

specific type of electronic systems. The step from automatic circuit synthesis at the level of oparnps to 

automatic synthesis of complex and large analog circuits will require a lot of research. 



6. Concluding remarks 

In this thesis, the use of polytopes and genetic algorithms for analog design automation has been 

demonstrated by means of the opamp synthesis tool DARWIN. Several design examples demonstrate 

the usefulness of the app1ied techniques in DARWIN. Compared to the other existing synthesis tools, 

DARWIN has some special properties: 

• Topology selection and circuit sizing are solved simultaneously by a single genetic algorithm. 

Although topology selection and circuit sizing are mutually dependent, those steps are usually 

performed sequentially in synthesis tools. In DARWIN, a new approach was developed in which 

both the topology and the transistor dimensions were described by vectors of symbols (so ca1led 

chromosomes). This description makes it possible to use one single genetic algorithm to solve both 

problems simultaneously. 

• Hardly any expert design knowledge is required in DARWIN. Since the entire synthesis problem is 

solved by a genetic algorithm, no expert knowledge base is required to do the topology selection. 

This makes DARWIN more easy to maintain and to extend than other synthesis tools. 

• Each opamp which is evaluated during the synthesis process meets by construction a set of 

requirements. In order to increase the efficiency, a new genetic algorithm was developed. Properties 

of polytopes are used in this new genetic description of the circuits. A set of linear constraints 

(representing the requirements) are solved first. The result is a set of vertices of the polytope as 

defined by the constraints. Bach convex summation of these vertices defines a point which meets by 

construction the constraints. This property was used in the new genetic algorithm. This new 

algorithm is more efficient in solving constrained optimization problems than most other genetic 

algorithms. Although the application of the algorithm in this thesis is circuit synthesis, the algorithm 

can also be very useful for solving other constrained optimization problems. 

Other contributions to this thesis are the following: 

• Two different approaches to compute the vertices of a polytope defined by a set of linear (in-) 

equalities are described and compared in a geometrical way. 

• A new 'peak detect sample & hold' circuit is developed and tested [KRU-94a]. 
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• 1be use of polytopes in high-level analog synthesis is examined. Especially to derive and to store 

expert design knowledge polytopes seem to be very useful. This is demonstrated with an example of 

the synthesis of particle detection systems. 

Recommendations for further work: 

1be synthesis tool DARWIN is at this moment only a prototype, developed to demonstrate the 

usefu1ness of the implemented approach and techniques. In order to make DARWIN a tool with which 

high quality circuit can be designed, the following improvements are recommended: 

• Extension of the number of specifications. At this moment only a limited number of opamp 

specifications is taken into account by DARWIN. Important specifications as noise, power supply 

rejection ratio (PSRR), common-mode rejection ratio (CMRR), and offset are at this moment not 

part of the set of specifications. lbese specification either have to be included in the set of stage 

constraints, or included in the fitness function, just as the already implemented specifications. 

• Extension of the building blocks. Besides the building blocks (stage topologies) as used in 

DARWIN, several other building blocks are known in literature. For example fully differential 

opamps can not be constructed with the current available building blocks. The inclusion of several 

other building blocks would make the tool more versatile. 

• More accurate circuit evaluations. At this moment, all circuit evaluations are performed by means 

of relatively simple equations. Especially when (<leep-) submicron technologies are used, the 

calculated specifications differ from the real specifications. This could be overcome by evaluating 

the circuits by means of accurate (SPICE) simulations. This will lead to much Jonger run times of 

DARWIN. 

• Take account of transistor mismatch. In order to improve yield, transistor mismatch has to be 

taken into account. In DARWIN this can be implemented very easy: Each time a circuit is 

evaluated, all transistors dimensions can slightly be varied (independent of each other). The genetic 

algorithm will now ensure that only the circuits which perform well during several generations will 

survive. In this way a sart of Monte-Carlo analysis is performed. 

Publications 

The research in relation to this thesis yielded in the following publications: [DON-93], [DON-94], 

[DON-95], [DON-96], [KRU-94a], [KRU-94b], [KRU-95a], [KRU-95b], [KRU-95c], and [KRU-96]. 



Appendix 

In section 2.2.1, an algorithm was described to derive the incidence graph of the intersection of a 

polytope and a half space, bounded by a hyperplane h. The starting point of the algorithm is the 

incidence graph of the polytope. An example of this incidence graph transformation is depicted in figure 

A.1. 

polytope 

facet 

ABCD 
~rplane(h) 

ABC ABD BCD ACD 
---~ 

AB BC AC AD BD CD 
----"-~ 

edge 
A 

vertex A B c D 

polytope ABCEFG 

facet ABC ABFE BCGF ACGE EFG 

AE BF CG EF FG EG 

vertex A B c E F G 

Figure A.J. Update of the incidence graph 

In pseudo Pascal, the procedure as described in section 2.2.1 looks like: 

begin 
for (each edge e) do 

D 

B 

ü (one vertex of e is above h and the other vertex of e is above or inside h ) tben 
remove e from the graph 

endif 
if (one vertex v1 of e is be low h and the other vertex v2 of e is inside h ) then 

for (each 2-fäce fthat contains e) do 
place v2 in Qh off 

endfor 
endif 
if (both vertices of e are inside h ) then 

mark the edge as 'part of h' 
endif 
if(one vertex v1 of eis above hand the other vertex v2 of eis below h) tben 
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end 

make a new vertex v3, which is a convex combination of v1 and v2 such that v3 is part of h 
replace v1 in e by V:! 

for (each 2-face fthat contains e) do 
place V3 in Qnew off 

endfor 
endif 

endfor 
remove all vertices which are above h 
for k = 2 to dimension of the polytope do 

for (each k-face f) do 
for ( each superface that contains f) do 

place all subfaces of /that are marked 'part of h' in Qh of that superface 
endfor 
if(all subfaces of/are part of h) then 

markfas 'part of h' 
endif 
if (Qnew is not empty) then 

construct a (k- l )-face ffthat contains all elements of Q• + Q • .,. off 
makeffpart of/ 
for (each superface that containsf) do 

place ff in Qnew of that superface 
end for 

end if 
if (there are less then k+ 1 subfaces part off) then 

remove/from the graph 
endif 

endfor 
endfor 
if (all facets of the polytope are part of h) then 

lower the dimension of the polytope with 1 
endif 
unmark all 'part of h' faces 
empty all sets Qh and Qnew 
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STELLINGEN 

behorende bij het proefschrift 

Analog design automation using geoetic algorithms and polytopes 

door Wim Kruiskamp 

1. De manier waarop onderstaande auteurs in het genetische optimalisatie 
programma GENOCOP omgaan met lineaire ongelijkheden is inefficiënt, 
daar bij elke mutatie berekend moet worden hoeveel een individu mag 
veranderen opdat het nog aan alle opgelegde ongelijkheden voldoet. 

• Michalewicz, and C:Z.. Janikow, "Handling constraints in genetic 
algorithms," Proc. 4th int. conf. on Genetic Algorithms, San Diego, pp. 
151-157, 1991. 

• Michalewicz, Genetic algorithms + data structures = evolution 
programs, Springer Verlag, New York, 1992. 

• Dit proefschrift, sectie 3.3.3. 

2. Het gebruik van genetische algoritmen bij het automatisch ontwerpen van 
analoge schakelingen maakt het mogelijk topologie selectie en parameter 
selectie te kombineren tot één enkel functie optimalisatie probleem dat 
zonder veel expert kennis is op te lossen. Dit in tegenstelling tot de situatie 
bij simulated annealing algoritmen. 

• Dit proefschrift, hoofdstuk 3. 

3. De benodigde expert kennis die in de aanpak van onderstaande auteurs 
nodig is om het opamp synthese probleem te schrijven als een mixed-integer 
nonlinear programming probleem, maakt dat de voorgestelde methode voor 
topologie selectie dezelfde nadelen heeft als eenvoudiger te gebruiken rule
bases. 

• Maulik, L.R. Carley, R.A. Rutenbar, "Integer programming based 
topology selection of cell-level analog circuits," IEEE Trans. on CAD, 
vol. 14, no. 4, pp. 501-519, April 1995. 



4. Aangezien het gedrag van transistoren in moderne sub-micron processen 
sterk wordt beïnvloed door parasitaire effecten zullen toekomstige analoge 
synthese programma's intensief gebruik moeten maken van nauwkeurige en 
tijdrovende circuit simulaties. 

5. In de meeste artikelen over een nieuw synthese programma voor analoge 
schakelingen wordt de indruk gewekt dat de beschreven methode zonder al 
te veel problemen ook is toe te passen bij complexere schakelingen dan in 
de voorbeelden in het artikel. Het feit dat de evolutie van analoge synthese 
programma's langzaam gaat toont echter aan dat deze indruk onjuist is. 

• R.A. Rutenbar, "Analog design automation: Where are we? Where are 
we going?," Proc. IEEE CJCC, pp. 13.l.l-13.1.8, 1993. 

6. Het feit dat analoge elektrotechnici door tijdgebrek en twijfel over het nut 
niet graag helpen bij het vullen van rule-bases vertraagt de ontwikkeling 
van kennis gebaseerde synthese programma's aanzienlijk. 

7. De evolutie van genetische algoritmen is op zichzelf ook een genetisch 
algoritme: goede ideeën worden steeds vaker gebruikt, slechte sterven uit 
maar keren wel zo nu en dan terug in gewijzigde vorm. 

8. De veel gehoorde stelling dat het ontwerpen van analoge elektronika een 
kunst is in plaats van een technische discipline zal door de voortgaande 
automatisering niet lang meer stand houden. 

9. Compilers van computerprogramma's geven altijd heel goed aan in welke 
regel er een haakje of een puntkomma ontbreekt. Het zelf even toevoegen 
ervan is echter te veel moeite voor de bestaande compilers. 

l 0. Nu beachvolleybal een officiële olympische sport is, zouden eigenlijk alleen 
badplaatsen zich nog kandidaat mogen stellen voor de organisatie van de 
olympische zomerspelen. 




