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Abstract

Detecting anomalies by analyzing vibration data from machines is an important task in various
fields. Such information is a crucial part of anomaly detection techniques employed at Wärtsilä for
rotating equipment.

This thesis proposes a generic unsupervised artificial intelligence framework for detecting ano-
malies based on vibration data collected from thrusters. We explore the use of a convolutional
autoencoder for such a task, while applying several techniques for a better scaling and analysis
of the data. The neural network is trained on data without anomalies, in order to learn the ex-
pected normal vibration patterns. Afterwards, the prediction errors are studied and modeled into
a heatmap, where we can identify the source of anomalies. To validate the model, we simulate
anomalies into a test dataset and investigate the results.

The results show that the proposed solution can be used effectively to learn the nature of
the vibration data points. The new approach appears to be robust, compared to conventional
vibration analysis limitations, where scaling issues arise.
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Chapter 1

Introduction

Anomaly detection is an important topic that has been studied within diverse research areas and
application domains. It refers to the problem of finding patterns in data that do not conform to
expected behavior. In Data Mining (DM), anomaly detection refers to the identification of rare
items and observations, which raise suspicion by showing a significant difference from the majority
of the data. The anomalies translate to some kind of problem such as errors in text, weather pre-
dictions, broken devices etc. Detecting anomalies proves effective in a wide variety of applications
such as fraud detection for credit cards, insurance, intrusion detection for cyber-security, milit-
ary surveillance of enemy activities and machinery maintenance. [10] The subject of this report
is anomaly detection in the domain of machinery maintenance, for equipment manufactured by
Wärtsilä.

This topic is often referred to as condition monitoring. Any machine, whether it is a rotating
equipment (a pump, a compressor, a turbine, etc.) or a non-rotating (a distillation column, a
valve, etc.) will eventually reach a condition of poor health. That condition does not necessarily
have to be an actual failure or shutdown, but a condition in which the equipment is no longer
performing at its optimal state. [6] This indicates that there is a need for maintenance activity,
to restore the full operating potential of the equipment. So, the domain of condition monitoring
primarily refers to identifying the health status of the equipment and its performance status. A
common way to perform condition monitoring is to observe the installed sensor measurements,
from the machine, and to impose limits on it. If the current values are within the normal bounds
it is considered healthy. However, if the current values are outside the bounds, then the machine
is deemed unhealthy and an alarm is sent to the monitoring system. The experts investigate the
alarm and proceed with the necessary actions to repair the faulty machinery.

However, methods like this have been proven to be rather inflexible since most machines
need different bounds after significant time of usage. Engines, motors and similar instruments
experience different amounts of operation, ensuing multiple years of deployment. It is common for
engine experts to take into consideration the amount of usage each part has, in order to accurately
evaluate the condition the machine is in. Evidently, having constant limits for alarms is not a
dynamic solution for the problem of anomaly detection.

1.1 Data Mining

In addition to the procedure of imposing these hard coded alarm limits as mentioned, the problem
of condition monitoring and anomaly detection in general has been tackled with various data
mining techniques.

DM is the process of discovering patterns in datasets involving methods of machine learning,
statistics, and database systems. It is considered a sub-field of computer science and statistics,
with an overall goal to extract information from a dataset. After the dataset has been studied,
useful information is transformed into a comprehensible structure for further use. DM provides
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CHAPTER 1. INTRODUCTION

a way for a computer to learn how to reach a decision with given data. This decision can vary,
from predicting tomorrow’s weather to detecting a spam email before it enters an individual’s
inbox. Obviously, there are many different applications of data mining, with new applications
being discovered over recent years. [13]

In many cases there is a need for prior domain-specific knowledge to be integrated with the
algorithms used. By applying DM, businesses can learn more about their customers and develop
effective strategies, related to various business functions and in turn leverage resources in a more
optimal and insightful manner. Data mining is therefore used by businesses to help achieve their
objectives and make better decisions.

Most DM applications work with the same high-level view and, though the details often change
considerably, the process starts always in the same way. The data mining process begins with
creating a dataset, which describes an aspect of the real world. Datasets comprise of two aspects.
Firstly, samples that are objects in the real world, this can be a book, photograph, animal, person
or any other similar object. Secondly, features that are descriptions of the samples in the dataset.
Features could include the length, frequency of a given word, number of legs of an animal or date
of creation.

DM is actually considered as a synonym, or a part of another popularly used term, Knowledge
Discovery from Data (KDD). KDD relates to the general process of discovering beneficial know-
ledge from data. DM is an essential step in this application process, for extracting patterns. The
knowledge discovery process is shown in Figure 1.1 as an iterative sequence of the following steps:

First, the data relevant to the analysis task is collected, on which discovery is to be performed.
After the data is obtained, data preprocessing operations are performed, like removing noisy
features and outliers. Afterwards, the data is transformed and consolidated into appropriate forms
for mining by performing summary or aggregation operations. The next step includes the actual
data mining, where patterns of interest are searched within the dataset. Methods for data mining
include classification rules, trees, regressions, clustering etc. Finally, the last step comprises of
interpreting the discovered patterns, translating the useful information into terms understandable
to the users. [13]

After the interesting patterns, representing knowledge, have been discovered the information
is documented in reports, tables, classification rules etc. As shown in Figure 1.1, data mining is
seen as a specific step in the knowledge discovery process, albeit a fundamental one. Typically,
in industry and academia the term data mining is often used to refer to the entire knowledge
discovery process.

Figure 1.1: The steps of KDD process. [28]
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CHAPTER 1. INTRODUCTION

1.2 Wärtsilä

Wärtsilä is a Finnish corporation active in the marine and energy sector. The company produces
and develops engines for vessels and power plants along with integrated products and solutions
for its customers. Other core products in the marine sector include equipment for cruise ships,
ferries and navy ships amongst others along with high value technological expertise. [2]

As the marine industry enters a new era of innovation and unprecedented efficiency Wärtsilä is
incorporating high levels of connectivity and digitalization to bring value and optimization to
marine applications and equipment. The emphasis is on the complete propulsion power line for
vessels, from engineering and development to worldwide service and support. [2]

Most mechanical devices such as engines, vehicles etc. are typically instrumented with nu-
merous sensors to capture the behavior and status of the machine. Such sensors are used by
Wärtsilä in their condition monitoring systems which focus on predicting mechanical wear and
failure in advance.

This procedure is currently accomplished by visual analysis of vibration signals. However, this
method can send false alarms, that is alarms for situations that are actually healthy states for
the machine. There are also unnoticed alarms, that is situations the equipment is damaged but
the experts are not aware. The first problem not only wastes time and effort but also availability
of the equipment. The second problem is more significant as it leads to real damage with the
associated repair cost and availability.

Both problems result from the same cause: The health of a complex piece of equipment cannot
be reliably judged based on the analysis of each measurement on its own. Alternatively, there
needs to be a combination of the various measurements to get a true indication of the situation.
Detecting anomalies accurately though can be complicated. What qualifies as an anomaly is
continuously changing and anomalous patterns are unexpected. An effective anomaly detection
system needs to continuously self-learn without relying heavily on pre-programmed thresholds or
visual analysis.

This is where machine learning solutions succeed while more traditional anomaly detection
methods fail. Unmanageable datasets prove problematic as organizations need to be agile to make
faster decision in real-time. Machine learning has emerged as one of the modern technologies
confronting this challenge proving to be a viable solution processing data faster than ever before.
Hence, Wärtsilä is investigating ways to move away from the limitations of manually monitoring
datasets.

Figure 1.2: Wärtsilä logo. [2]

1.3 Problem Statement

One of the existing Wärtsilä solutions is the Propulsion Condition Monitoring Service (PCMS),
which is based on vibration analysis. It provides the customer with insights on the condition
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of the propulsion equipment of an installation. The service is based on time domain signals
collected on board an installation, which are then converted to the frequency domain, using the
Fast Fourier Transform (FFT). [37] The signals are sent to the office and the PCMS analysts
manually inspect the relevant frequency domain signals and compare these to the previous ones for
the same installation. If the analysts detect noticeable changes in the vibration data, this indicates
that a defect is developing or already present in the equipment, or in one of its components.

The goal of the project, reported in this thesis, is to examine the possibilities and the require-
ments for applying an unsupervised Deep Learning (DL) approach to these PCMS signals. The
objective is to automate the work of the analysts to detect defects based on incoming vibration
signals faster. This will ultimately reduce costs and the time elapsed for repairs, since in many
cases the current analysis proves ineffective. There are numerous signals which represent different
components of the thrusters, that provide the dataset used. Complementary to the DL method
for anomaly detection, we apply other techniques to process the data. The data is then converted
into a readable format, allowing easier analysis for the detection of individual components.

1.4 Thesis Outline

This thesis is organized in six chapters. In Chapter 2 we review the relevant background on artificial
intelligence, deep learning and neural networks including autoencoders. Basic principles behind
autoencoders, related to anomaly detection along with literature analysis is discussed in Chapter
3. Chapter 4 introduces the proposed approach for solving the anomaly detection problem of the
project, along with a more extensive explanation of the data. In Chapter 5 we present and discuss
the results obtained, using the dataset provided in detail. Finally, in Chapter 6 the conclusions
and insights during the implementation of the project are provided.
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Chapter 2

Background

The progress made in anomaly detection has been mostly based on approaches using supervised
machine learning algorithms that require large datasets to be trained. However, for businesslike
applications, collecting and annotating such large-scale datasets is time-consuming and too expens-
ive, while it requires domain knowledge from experts in the field. Therefore, anomaly detection
has been a great challenge for practitioners and people who want to apply it.

There are many practical applications and techniques that perform anomaly detection with
unsupervised learning. However, existing methods are designed for different types of data than
the one discussed in this work. While the data in this project is that of a spectral nature, since
it is composed of vibration amplitudes for corresponding frequencies, in the majority of cases the
data used for anomaly detection in data mining is composed of time series. The difference is
that while time series are sequences of data points in successive time order, the data used in this
report consists of a frequency spectrum. Whereas a time domain graph illustrates how a signal
changes over time a frequency domain graph depicts how much of the signal lies within each given
frequency band over a range of frequencies. First in Figure 2.1 we observe what a sine signal looks
like in the time domain and then in Figure 2.2 the same signal is observed in the frequency domain
after the FFT has been applied. In the duration of one second there have been five full cycles of
the signal, hence the frequency peak is at 5 Hz.

This serves as a simple example to depict the difference in the type of data, further explanation
of the data will be given in Chapter 4.1. Nevertheless, inspiration was taken from existing papers
using artificial neural networks for anomaly detection.

Figure 2.1: A sinusoid signal in the time domain.
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Figure 2.2: A sinusoid signal in the frequency domain after applying FFT.

2.1 Artificial Intelligence

To understand how Machine Learning relates to DM we need to first delve into the more larger
field of Artificial Intelligence (AI) .

AI, as a field, seeks to automate the effort for intellectual tasks normally performed by humans,
developing machine learning and deep learning. Later, when there was a need to process large
scale data sets and with the development of vital (computing) power of computer, ML emerged
as a research area to efficiently recognize complex patterns and make intelligent decisions based
on them.

Artificial Neural Networks (NN), are defined as a class of ML tools loosely inspired by studies
around the human central nervous system. Each neural network is composed of numerous in-
terconnected neurons, organized in layers, which exchange information, alternatively called ”fire”
ML, when certain conditions are met. An artificial neuron, also called a node, is essentially a
mathematical function receiving inputs with associated weights. There is an input and an output
unit with a connection having a weight, these weights are adjusted during the learning phase.
Given different inputs into a neuron, there is a function defined:

a(x) =
∑
i

wixi, (2.1)

where xi is the value for the input neuron, a is the value of the neuron, while wi is the value
of the connection between the neuron i and the output.

The very first example of a neural network was the perceptron, invented by Frank Rosenblatt
in 1967 [34]. The perceptron is a network comprised of only an input and an output layer, with
the input layer comprising of several neurons xi, as depicted in Figure 2.3.

The condition in this case, so that the neuron gets activated and ”fires”, is essentially the
internal state of the neuron to be higher than a fixed threshold b. As can be seen, the function
defined in Equation (2.1) is the dot product of vectors x and w, representing the inputs and weights
respectively. The two vectors will be perpendicular to each other if the dot product 〈w, x〉 = 0
and since the vector w defines how the perceptron works it is considered as fixed. Therefore, all
vectors x define a hyperplane in Rn, where n is dimension of x.

Thus, any vector x as defined in Figure 2.1 above is a vector on the hyperplane defined by w,
making the perceptron work as a binary classifier. Even though the perceptron worked for binary
classification problems, it was limited to only linearly separable patterns.

The perceptron serves as an early example of a feed forward Neural Network, feed forward
representing the fact that information flows from the input to output only, visible also in Figure
2.3. Neural networks usually do not have one single output neuron, with multiple stacked layers
of neurons and multiple output units being a typical design. In that case each weight is labeled
with 2 indices i & j indicating the 2 neurons it connects.

6 Anomaly Detection on Vibration Data
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Figure 2.3: Single layer perceptron with three input units and one output unit.

2.2 Deep Learning

As mentioned above it is common to have multiple stacked layers of neurons between the input
and output layers. These layers in between are called hidden layers and carry information. The
term deep in deep learning actually originates from the neural network architecture, with the
number of the hidden layers determining the depth. A feed forward neural network then carries
information from the input layer, through the hidden layers, to the output which defines a function
to determine an output value given input.

Like the single layer perceptron defined in Chapter 2.1 the Multi Layer Perceptron (MLP) in
Figure 2.4, has three input nodes. The two nodes in the hidden layer depend on the outputs of
the input layer, as well as the weights of the edges connecting the two layers. To control the
output of the neural network, the difference between the real output and the expected value of
the network needs to be measured. This is achieved by a loss function of the network, which uses
the prediction and the target value and calculates the difference between the two. This distance
between the two values, depicts how well the network is able to predict the desired target value.

Figure 2.4: An example of a feed forward NN with one hidden layer.

As explained in Chapter 2.1 the dot product of vectors w and x, which represent the internal
value of the neuron, has a threshold of zero. Actually though, instead of zero we can set this
threshold to be any real number b. This will have an effect of moving the hyperplane from the
origin zero. Instead this number b, also called bias, will make the model training more flexible since
it will not necessarily pass through the origin. It can be thought of as an additional parameter
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in the NN which aids in adjusting the output to the neuron, so it can fit optimally to the given
data. The bias unit is set to be always 1, and it is included as a unit in the network with weight
+b making the function now look like:

a(x) =
∑
i

wixi + b. (2.2)

It has been explained how a simple neural network carries information from the input to the
output neuron depending on fixed weights. After the architecture of the NN has been decided
the weights are then set and define the internal state for each neuron in the network. Initially
the weights wi of the network are assigned with random values. Actually, there are multiple
different ways of initialising the weights of the NN, but for this example we will use random weigh
initialization. [3] Naturally, the output value of the neural network will be significantly different
from what it should ideally be, making the corresponding loss score very high.

For a deep neural network, the algorithm which sets the weights is called back propagation.
[31] As the training progresses, the weights are adjusted a little in the correct direction so that the
loss score decreases. This process of readjusting the weights every step is called the training loop,
which if repeated a sufficient number of times can yield weight values that minimize the loss.

Each neural network approximates a function and thus each network will not produce the exact
desired function, for example like an approximation. The goal is to minimize the loss, which is a
function of the weights in the network. Using back propagation, the loss is minimized and since
the input is fixed this is done with respect to the weights. It should be mentioned that achieving
a global minimum for the loss is not always feasible.

Initially as the information is traveling through the network, the optimal values for neurons
in the hidden layers are not known. To optimize these values, the loss of the last hidden layer is
calculated along with the estimation of the loss of the previous layer. This is done for all layers,
propagating from the last layer until the first, hence the name back propagation. Each parameter
has a contribution to the final loss value. The network learns by iteratively processing the data
set and comparing the outcome with the known target value. This value can be a class label of the
training data for classification problems or a continuous value for numeric prediction problems.
The weights are then modified such that the difference between the network’s prediction and the
target value is minimized. This process is repeated for each iteration of the training loop until the
training process is completed, this iteration for which the neural network re-adjusts the weights
is called an epoch. In one epoch the entire training data set is passed forward and backward (for
the back propagation algorithm) through the network once.

We will showcase a simplistic example of the back propagation algorithm in order to clarify
the training process of the neural networks.

Figure 2.5: A training data tuple [x1,x2] with weights [w1,w2]. Function z is used for the output
unit.

In Figure 2.5, a simple training data tuple with assigned weights is shown. Since this tuple is
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in the training data set the output for data points x1 and x2 is known and is considered the target
value. During the training phase, x1 and x2 get subjected to function z and we get

o = (x1 ∗ w1 + x2 ∗ w2) + b, (2.3)

where b ∈ R, is the bias. Function z is the same with Equation 2.1 which is the summation
of products. In Chapter 2.1 we introduced the idea of a neuron activation or ”firing” which is
basically the term used when a neuron carries information deeper in the model to another neuron.

To decide whether a neuron should be activated or not, output o is subjected to an activation
function , which introduces non-linearity into the output of the neuron. The definition of neural
networks until this point are essentially just linear regression models. Even though a linear trans-
formation is easy to solve, it is limited in its capacity to solve more complex tasks. Complicated
problems like image classification, language translation etc. would not be feasible with only linear
transformations. So, by having a non-linear transformation the NN can now successfully approx-
imate functions which does not follow linearity. This is a crucial part of DL since physical world
phenomena hardly ever follow linearity. [34]

Activation functions are an important feature of the NN since they decide whether a neuron
should be activated or not. Intuitionally this could be thought as whether the information that
the neuron is receiving is relevant for the given problem or should it be ignored, so the activation
function will help the network perform this segregation. This is of high importance considering
the fact that not all information is equally useful, suppressing the irrelevant data points will aid
in solving each problem efficiently. So now Equation (2.3) becomes

o = σ(x1 ∗ w1 + x2 ∗ w2 + b), (2.4)

where σ is the activation function.

Figure 2.6: An activation function for NN. After the original output of Equation (2.3) an activation
function σ is applied.

Another feature that is critical for training NN, is the ability to calculate the differentials for
back propagation. To perform the back propagation strategy in the network, we need to compute
the gradients of loss with respect to the weights. Through the derivatives the weights can be
optimized accordingly to reduce the loss between the prediction and the target value. [34]

There are numerous activation functions, each one best cited for particular problems [25]. After
calculating the output o for Equation (2.4) we can also calculate the error E = TargetV alue− o.

We want to minimize error E using the weights since they are the only variables that can be
modified, with other parameters being constant. The back propagation algorithm will adjust the
weights and update each one after comparing the output with the target value. To perform this
operation though we need to know how the error changes with respect to each weight. This is
accomplished by using the gradients of each parameter, until we back propagate to data points x1
and x2.

Anomaly Detection on Vibration Data 9
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The target value is constant and the predicted value o is given by Equation (2.4). So, we have
a total error of:

E = TargetV alue− σ((x1 ∗ w1 + x2 ∗ w2) + b). (2.5)

Now using the chain rule and following Figure 2.6 we see that we can calculate the gradients
needed for the back propagation algorithm:

∂E

∂w1
=
∂E

∂o
∗ ∂o
∂Z
∗ ∂Z
∂w1

(2.6)

and,

∂E

∂w2
=
∂E

∂o
∗ ∂o
∂Z
∗ ∂Z
∂w2

. (2.7)

The parameters in Equations 2.6 and 2.7 are all known and can be solved and thus we can
calculate the new optimal weights for loss, using the following function:

Wnew
i = W old

i − η ∗ ∂E
∂Wi

, (2.8)

where η is the learning rate parameter. [12] The learning rate controls how much the weights
are adjusted during training. It is a configurable hyper parameter used in the training of NN.

2.3 Autoencoders

Autoencoders are a class of symmetric neural networks used for unsupervised learning which learn
to recreate a target [30]. The difference with autoencoders, and the NN examples of Chapter 2.2,
is that the output layer is of the same dimensionality with the input layer, there is not target value
in this case since the goal is to reconstruct the input without an explicit target value. Otherwise
stated, the autoencoder attempts to learn the identity function by minimizing the reconstruction
error. [12] An autoencoder consists of two parts, the encoder and the decoder.

The encoder is a function f that reads the input data x ∈ Rdx and compresses it to a latent
representation usually of lower dimensionality z ∈ Rdz , so dz < dx.

z = f(x) = σf (Wf ∗ x+ bf ) , (2.9)

where σf is the activation function of the encoder, Wf is the matrix or weights for the encoder,
x is the input data and bf is the bias vector for the encoder. Next, the decoder will read the
compressed representation z and try to recreate the input x with output x̂ like in Figure 2.7.
Accordingly, the decoder functions and output layer are given by Equation (2.10).

x̂ = t(z) = σt (Wt ∗ z + bt) . (2.10)

During the training phase, autoencoders attempt to find a set of parameters θ = (W, bf , bt)
that will minimize the loss function L. Once again, the loss is used as a quality metric for the
reconstructions. Evidently the goal is, for output x̂ to be as close as possible to original input x.

The loss function will help the network to find the most efficient compact representation of the
relations in the training data, with minimum loss. As can be seen in Figure 2.7 the number of
neurons in the hidden layer are less than those of the input layer. By compressing the input, the
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Figure 2.7: An autoencoder architecture example. Notice that the input and output layer di-
mension is the same. The encoded dimension of the hidden layer is half of the input dimension
R10− > R5− > R10. [8]

NN will be forced to discover the relations between the input features of the training data to be
able to reproduce it.

Autoencoders can also be stacked by implementing layers that compress their input, to smaller
and smaller representations. Afterwards, similar to encoding stacked layers are used for decoding.
Deep autoencoders have greater expressive power and the successive layers of representations
capture a hierarchical grouping of the input, similar to the convolution and pooling operations
in convolutional neural networks. Deeper autoencoders can learn new latent representations of
the data, combining the ones from the previous hidden layers. Each hidden layer can be seen as
a compressed hierarchical representation of the original data, and can be used as valid featured
describing the input. The encoder can be considered as a feature detector that will generate a
compact semantically rich representation of the input. [34]

In its simplest form the autoencoder is a three-layer neural network like in Figure 2.7. There
are numerous types of autoencoders though that can be implemented depending on the problem
at hand. This varies from denoising [35], convolutional [23], recurrent [27] and most recently
variational autoencoders [18]. Choosing which type of autoencoder to apply for each problem
depends on the data that is being modeled.
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Chapter 3

Literature Analysis

3.1 Previous Approaches

Anomaly detection with neural networks has been used before for applications similar to the one
discussed in this thesis. Likewise for data collected from a machine, the authors are trying to
detect anomalies [22]. The authors propose, a Long Short Term Memory (LSTM), a type of
recurrent neural network based autoencoder scheme that learns to reconstruct normal time series
behavior, and thereafter uses reconstruction error to detect anomalies.

Recurrent Neural Networks (RNN) are commonly used for applications involving sequential
data such as time series, text data etc. They serve as sequence learners with the ability to
introduce memory into the network, by looping the output back into the network. In a traditional
NN only the error will back propagate into the network, the output is not imported back in any
way. In Figure 3.1, the output h is used again during the training phase of model A. [34]

Figure 3.1: A simplified recurrent neural network. Notice that output h is imported back to the
model A.

In Figure 3.2, we see the same RNN unrolled, where part of the neural network A is trained
with input data Xn = [x1, x2, ..., xn] and produces output Hn = [h1, h2, ..., hn]. It should be
noted that data points Xn are in successive order, for example this could be an arrangement of
numeric digits. To introduce memory, a recurrent network acts like multiple copies of the same
network A with the difference that the previous network carries information to the next. Hence
the future inputs to the network are derived from the past outputs. In Figure 3.2 we see the
unrolled recurrent neural network with each neuron having two outputs. One acts as an input
to the next neuron and the other will be the output of that specific unit. Next, for input x0 the
output h0 will be a part of the training for input x1. [12]

The memory in RNN, which gives it ability to reconstruct previous information is the main
advantage of these type of networks. Despite the effectiveness of RNN to model sequential data
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Figure 3.2: The recurrent neural network unrolled. Each output hi is used as input for the next
neuron of the model A.

though there are cases where they do not work efficiently. Problems arise when the output for xi
is dependant on input for much earlier. We explained how the output for x0 will be part of the
training for x1 hence the relation between consecutive points will be discovered by the network.
What happens though in cases where x0 is related to another data point further into our data set?

Often, it is only needed to process recent information to predict the current task. An example
could be predicting the next word in a sentence for a language model based on the previous words.
For trying to predict the last word in the sentence: ”Water is a liquid” we would not need any
further context since it is apparent that the next word will be liquid. The relevant information
here is close to the word to be predicted, so RNN can succeed in learning from past information.

In other cases however, where there is a longer gap between the relevant information and the
word to be predicted. Assume an example again, where we want to predict a word relevant to a
sentence much earlier in the text. One sentence early in the text ”George grew up in Italy” and
one later ”George can speak Italian”. The recent information of the word to predict (in this case
Italian) might suggest that the next word is a language, but it would be challenging to narrow
it down a specific one. To do this we would have to look further back into the text to discover
context relevant to the current information. Since this gap is significantly bigger Recurrent neural
networks fail to discover these long-term dependencies. [9].

It was shown, how back propagation is used to update the weights of the network in Chapter
2.1. After calculating the gradients from the error using the chain rule we back propagate from
the output layer to the input layer while updating the weights on each step. As the gradients
are calculated though during BP, it is possible that the values get exponentially increasing which
causes the exploding gradient problem. Accordingly, if the gradients get exponentially lower then
we would have the vanishing gradient problem.

LSTM networks overcome this problem by adding more features to the more traditional RNN.
LSTM are recurrent networks NN models with the ability to retain longer memory through the
training of the model and were first introduced in 1997 [14]. The states of the network contain
information based on the previous steps and in theory can remember information for an arbitrarily
period of time. This capability of processing sequences of variable length makes LSTM suitable for
language modeling tasks such as handwriting recognition, speech recognition or sentiment analysis.

As mentioned before, the authors propose an LSTM based encoder decoder scheme for anomaly
detection in multi sensor time series [22]. The encoder learns a vector representation of the input
time series and the decoder uses this representation to reconstruct the time series. The LSTM
based encoder decoder is trained to reconstruct instances of normal time series, containing no
anomalies, with the target time series being the input time series itself. Since the encoder-decoder
pair will only have been trained upon normal instances during training and learned to reconstruct
them.

In contrast, when given an anomalous sequence, the network may not be able to reconstruct
the sequence well. This would lead to higher reconstruction errors compared to the reconstruction
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errors for the normal sequences, which are more frequent in the training data set. Finally, using the
reconstruction error at any time instance, the likelihood of an anomaly at that point is calculated.

This technique uses only the normal sequences for training. This is particularly useful in
scenarios when anomalous data is not available, making it difficult to learn a classification model
over the normal and anomalous sequences. This is especially true for machines that undergo
periodic maintenance and therefore get serviced before anomalies show up in the sensor readings.

Consider a time seriesX = { x(1), x(2), ..., x(L) } where each point x(i) ∈Rm is anm-dimensional
vector of readings at time instance ti. First, the LSTM encoder decoder model is trained to
reconstruct the normal time series. The reconstruction errors are then used to obtain the likelihood
of a point being anomalous, such that for each point x(i) an anomaly score a(i) is obtained. A
higher anomaly score thus indicates a higher likelihood of the point being anomalous.

The LSTM encoder learns a fixed length vector representation of the input time series. After-
wards, the decoder uses this representation to reconstruct the time series, using the current hidden

state and the value predicted at the previous time step. Given X, h
(i)
E ∈ Rc, c is the number of

LSTM units in the hidden layer of the encoder. The encoder and decoder are jointly trained to
reconstruct the time series in reverse order, that is the target series is { x(L), x(L−1),..., x1 }. The

final state h
(i)
E of the encoder is used as the initial state for the decoder. A linear layer on top

of the decoder is used to predict the target. During training, the decoder uses x(i) as input to

obtain the state h
(i−1)
D , and then predict x

′(i−1) corresponding to target x(i−1). During inference,

the predicted value x
′(i) is input for the decoder to obtain h

(i−1)
D and predict x

′(i−1). Figure 3.3
depicts the inference steps in the LSTM Encoder-Decoder reconstruction model for an example
sequence of L = 3. [14]

Figure 3.3: Given input sequence xi, we see the encoding-decoding inference steps [22].

Notice that the hidden state h
(3)
E of the encoder at the end of the input sequence is used as

the initial state h
(3)
D of the decoder such that h

(3)
D = h

(3)
E . A linear layer with weight matrix w of

size c × m and bias vector b ∈Rm on top of the decoder is used to compute x
′(3) = wTh

(3)
D + b.

Finally, the reconstruction error vector for instance ti is given by e(i) = |x(i) − x′(i)|.
It should be noted that the data used in the technique above differs significantly from the data

used in the current thesis project, that is vibration data. While here there is a strong presence of
time domain data (since time series are being used) the PCMS data consists of frequencies derived
from time series explained in Chapter 4. Since the time series of the vibrations are not available,
recurrent neural networks might not be as effective since there is no availability of such sequential
data.
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3.2 Solutions for Vibration Data

Vibration analysis is not new in the field of anomaly detection. Vibration signatures are a crucial
part, describing the health status of machinery. The analysis currently applied in Wärtsilä is
composed by the analysts searching systematically for a list of specific failure patterns of the
known components. Based on the specifications of bearings, shafts etc. it is possible to notice
unusual figures during the analysis and therefore deduce anomalies [24]. There are obstacles
throughout this procedure however.

There is not an explicit clear list of all possible failures. If more than one component is
faulty and not performing as expected, the vibration pattern diagnosis become noisier and and
unexpected. Techniques like using Time-Frequency Representations (TFR) of vibration signals
have been proposed where the analysis is involved around visualizing TFR of the signals in the
RPM-order domain [19].

The first stage is comprised of creating a baseline by using TFRs of healthy machines without
anomalies. The baseline serves as the statistical characterization, defining the healthy equipment.
The exceptions relative to that baseline are classified as potential anomalies. The baseline genera-
tion is generated according the average vibration values and standard deviation for specific ranges
of frequencies given by (3.1). The ranges of values are denoted with i, j named a cell.

µi,j =
1

N

N∑
n=1

Pi,j,n σi,j =
1

N

√√√√ N∑
n=1

P 2
i,j,n (3.1)

where µi,j is the average values for a cell of values denoted by i, j, σi,j is the standard deviation
cell i, j, N is the number of TFRs in the baseline and Pi,j,n are the actual vibration values of
spectrum n in cell i, j. [19]

The authors use interpolation, of new data to analyze, in such a way that the scale is the
same with the data used for the baseline generator. Afterwards the distance between the new cells
and the healthy baseline cells are calculated. This new representation of distance TFR emphasize
the cells that deviate significantly from the constructed distribution of the healthy machines from
(3.1). To calculate the distance the authors use equation with (3.2) with Di,j

Di,j =
Pi,j − µi,j

σi,j
. (3.2)

After the differences for all cells of data are obtained finally the new distance TFR cells are
visualized and analyzed for significant deviations in Figure 3.4

The TFR visual diagnosis for vibration data is in fact widely used in applications for complex
machinery anomaly detection. The issue is, that with this manual inspection, in many instances
the TFR contains an abundance of irrelevant information that is challenging to read and focus on
the meaningful elements.

As explained, the figure in 3.4 emphasizes on the differences between TFR of healthy data
and new data for a turbofan engine. The authors were successful in detecting a number of apriori
known anomalies in specific frequency orders using the distance TRF technique.

When it comes to applying this technique, in anomaly detection for vibration data though,
there are a number of shortcomings. Firstly, the authors suggest using similar operating conditions
for the baseline generation on the healthy data. This solution is not reliable in the case of different
operation condition measurements, for the data to analyze. This is quite challenging for the marine
industry though since the vessels operate on varying conditions and loads, it would be not feasible
to sample data for specific conditions. Essentially the authors perform a comparison to the baseline
constructed by the average values of previous data points. This is not such a flexible and dynamic
approach for the current needs of Wärtsilä, since it does not differ in a significant way from the
current PCMS solution. The visual limitation is still apparent in the distance TFR approach and
is not beneficial for complex machines with each having its own ”behavioural” pattern. Moreover,
the proposed solution of the authors, was achieved by using acoustic vibration data with a sufficient
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Figure 3.4: The distance TFR of healthy baseline and new TFR data for testing are visualized.
Input speed is in metric of rotations per second. [19]

.

amount of additional metadata. [19] The data provided by Wärtsilä do not match these criteria
and a different solution is more appropriate.
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3.3 Intended Approach

Even though the solution in Chapter 3.1 is focused on data of a different domain than the one used
for the problem at hand, inspiration was derived by the technique. Thus a similar approach is being
proposed. Instead of using an LSTM encoder decoder, where there are sequential dependencies
of the data, a Convolutional AutoEncoder (CAE) is proposed to detect anomalies with vibration
data in the frequency domain.

3.3.1 Convolutional Neural Networks Background

Convolutional NN (CNN) were first introduced in 1989 for handwritten zip code recognition [21].
They have proven to be successful in practical image applications like image recognition [20] and
anomaly detection [15]. CNN are actually not that different from typical neural networks. A
network can be considered a CNN when in at least one of its layers a convolution is used, instead
of general matrix multiplication like the one shown in Chapter 2.1.

Convolution is used in many fields around mathematics such as probability and statistics. It is
an operation on two functions that expresses how the shape of one is modified by the other. The
convolution operation can describe the relationship between three signals, the two functions used
as input and the third signal, the output. So, for example, in a case where we have input x(t) at
time t with a weight function w(t) the convolution operator will provide the third function s

s(t) = (x ∗ w)(t). (3.3)

In convolutional neural network terminology, the first argument used is the input data and the
second argument is referred to as the kernel [12]. The output is often referred to as the feature map.
In a typical DL application with CNN, the input data and kernel are usually multidimensional
arrays. For example, if we have a two-dimensional images used as input X and two-dimensional
kernels K then the convolution operator will be given by the following function.

S(i, j) = (X ∗K)(i, j) =
∑
m

∑
n

X(i+m, j + n)K(m,n). (3.4)

The kernel is usually smaller than the dimensions of the input data. In Figure 3.5 an example
of the convolution procedure, with an input X of dimension (3, 3) and a kernel K with dimension
(2, 2), is shown. The upper left box of table X is highlighted, so it is easier to follow the effect of
the application of the kernel on the corresponding region. [12]

Traditional NN layers use matrix multiplication by utilizing a matrix of parameters which
describe the interaction between the input and output units. By using a kernel of a smaller size
than the input we can detect deep features. For example, in image processing the input could
have thousands of pixels, but for each layer of the neural network, using the kernel we can discover
meaningful features like edges of an object in the image. The kernel in this case would handle
a lower number of pixels due to its lower dimensionality, which leads to the storage of fewer
parameters and operations.

3.3.2 Convolutional Autoencoder

An autoencoder model is based on an encoder decoder paradigm, where it first transforms an input
into a lower dimensional representation, and a decoder is tuned to reconstruct the initial input
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Figure 3.5: A convolution example with input matrix X for dimension (3, 3) and kernel k with
dimension (2, 2).

from this representation through the minimization of a cost function. An autoencoder is trained
in an unsupervised fashion which allows extracting generally useful features from unlabeled data.
Autoencoders and other unsupervised learning methods have been used in many scientific and
industrial applications, solving tasks like feature extraction. This proves very useful in the case of
the vibration data since there is a need for unsupervised learning, due to the lack of labeled data.
[33]

In the traditional architecture of autoencoders, the fact that a signal can be seen as a sum of
other signals is not taken into account. CAE, on the other hand, use the convolution operator
to accommodate this observation. The convolution operator allows filtering an input signal to
extract some part of its content. CAE learns to encode the input in a set of simple signals and
then try to reconstruct the input from them. A CAE, like any autoencoder, is generally composed
of two parts, corresponding to the encoder and the decoder. By transforming the input into a
lower dimensional representation, the model can learn the correlation between the different data
points, which in this project it means the spectra data. By training on normal data, without
anomalies, the model will learn the expected behavior and patterns expected from the vibrations.
By using the reconstruction error of the autoencoder, we will be able to observe which frequencies
differ significantly more than the expected and determine any potential anomalies.

Figure 3.6: High level steps of the proposed approach. After the data has been collected, prepos-
sessing will be applied to shape it into an appropriate form for training. Finally, after using the
predictions of the autoencoder, the analysis will take place.
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Approach

4.1 Data

In this chapter, we describe the data in more detail to better understand the project. First, we
explain the main reason for vibration analysis and the need to transfer the data to the frequency
domain. In Wärtsilä, analysts use vibration analysis to investigate a machine and monitor its
status for early warnings of fault conditions. For rotating equipment this could be misaligned
components, damaged bearings etc.

As mentioned in Chapter 1, the vibration data is derived by using the FFT on time domain
signals collected on board a vessel, as depicted Figure 4.1.

Figure 4.1: Collection of vibration data from a thruster manufactured by Wärtsilä. All propulsion
systems are monitored with PCMS. [36]

All rotating machines such as fans, motors and turbines vibrate when they are operating.
As each component rotates it emits a vibration response at a certain frequency. As the speed of
rotation changes, the response changes as well. All the different rotating forces within the machine
cause vibration and can therefore be tracked. These forces relate to all rotating elements like the
shaft, the ball within the bearing, the blades of the propeller etc. [24]

To extract the vibration pattern from machinery, Wärtsilä uses accelerometers for monitoring
the systems. Vibration is expressed in metric units m/s2, or in some instances, in units of grav-
itational constant g, where g = 9.8m/s2. The vibration in this case is the mechanical oscillation
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about an equilibrium position of a component. The accelerometer measures the dynamic accelera-
tion as a voltage. For thrusters, which provide the data set of this project, the accelerometers are
typically directly mounted on high frequency emitting elements, like the bearings of the electric
motors. Rotations per minute (RPM) are used as the unit for the input speed of the thruster.

To illustrate how an FFT can be used for vibration analysis, we will analyze an example of
a component, in this case a fan. The fan consists of two rotating components, a shaft and the
blades, each with a different frequency and amplitude. Within one rotation of the shaft, there are
seven repetitions for the blades. These two parts of the fan will produce a composite waveform,
also called overall vibration, that looks rather complex in the time domain. By converting the
vibration to the frequency domain using an FFT, the individual sine waves can be easier identified,
as they will show up as spikes at frequencies that correspond to the rotating components. The
discussed example is shown in Figure 4.2.

Figure 4.2: FFT analysis of a fan consisting of 2 components. The overall vibration is visible in
the time domain, along with the FFT transformation. It is easier to analyze the two components
after the FFT is applied. [7]

Any composite waveform is the summation of multiple sinusoid signals of different frequencies,
amplitudes, and phases. The FFT is used to deconstruct these composite complex waveforms into
the individual sine wave components. The result is an amplitude function of the frequency, which
allows an easier analysis in the spectrum (frequency) domain, compared to the more complicated
signal of the time domain. This way we can gain a deeper understanding of the vibration pattern
and profile.

Notice in Figure 4.2, that the overall vibration signal of the fan is a combination of the vibration
from the shaft and the blades. The fan rotates at a fixed RPM. The shaft rotates at the same rate
as the rotational speed of the fan, whereas the rotational speed of the blades is higher than the
one of the fan. The vibration signal of the shaft has the same frequency as the rotational speed
of the fan, which corresponds to the first harmonic of the right part of Figure 4.2. The blade
vibration signals have a higher frequency than the rotational speed of the fan, which corresponds
to the vibration value.

The example of Figure 4.2 is a simplistic case where the overall vibration consists of only two
signals. In reality, the composite waveforms are composed of considerable more signals. In Figure
4.3 we see how having three signals make the timeseries look more complicated. This constructed
waveform in Figure 4.3 is composed of three frequency components with values 22Hz, 60Hz, 100
Hz, with added broadband noise. This is closer to an example of a machine in real life, since we
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also notice noise in machinery equipment. This makes the signals hard to distinguish and is not
optimal for condition monitoring in thrusters.

Figure 4.3: A composite waveform of three vibrating signals. The waveform in the time domain
appears too complicated for visual analysis. [4]

Now, by using the FFT in Figure 4.4 we can clearly distinguish the three frequency components
individually at their respective frequency value (22Hz, 60Hz, 100Hz). Using an FFT we are able
to clearly identify the major frequencies to determine the vibration signal. Note, that this time
we can also detect the added noise in the rest of the spectra, which is indicated by low amplitude
signals at other frequencies.

Figure 4.4: FFT analysis of three signals. After the FFT is applied the three signals are clearly
visible compared to the noisy visualization in the time domain. [4]

Complex machines like thrusters produce more complicated vibration signals, from various
different sources, which result in a highly complex overall vibration. In practice, machines have
several more sources of vibration. Since the goal of the analysis is to understand the condition of
the machine, we want to assess the vibration related to the most common fault conditions of a
component like misalignment, unbalance or broken bearings.

The data that is used for this project consists of numerous spectra files sampled for various
dates. The availability of the spectra files, is inconsistent and filtering techniques, like low pass
filters, are used to focus on useful information.

Each file contains of 2622 different amplitude values originating from various vibrations sources,
like the ones from Figure 4.2. Every file available has various other information available in addition
to the vibration amplitude values. This information includes:

Installation: Each file has a tag name to identify for which vessel this data was samples from.
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StartTime/EndTime: The values corresponding to the time of the sampling process. The
format is year/month/day.

Condition: This is the input speed value in RPM, of the thruster during sampling.

Vibration amplitude: The main data used for this thesis. This consists of 2622 values for each
file of our data set.

The current propulsion condition monitoring service of Wärtsilä is based on the analysts recog-
nizing problems by studying the spectra files. There is no specific database of how each different
machine should vibrate as a reference, so instead previous data of the machine is used.

Data collected from other identical machines is used as reference and is studied for any con-
siderable change. PCMS analysis relies heavily on these comparisons between current and older
data, as well as identifying the exact frequency of this fluctuation. The analysts need to know the
frequency of the anomaly, in order to determine which component is faulty and needs be repaired
or replaced.

In Figure 4.5 we see one of the spectra files plotted with respect to the corresponding fre-
quency. As mentioned above, there are 2622 amplitude values for the frequency range [0-1000]
Hz. This is because during the data sampling, a low-pass frequency filter is used. Specifically,
the dataset collected for the experiments of this thesis project is from September 2013 until June
2019, spanning almost 6 years. The dataset consists of approximately 2000 files, each one similar
to the one in Figure 4.5.

Figure 4.5: Spectra file example. In the x-axis the corresponding frequency is visualized with
y-axis showing the values for the corresponding amplitude.

4.2 Order Normalization

On the x-axis of the file in Figure 4.5 we can see the corresponding frequency of each vibration
detected by the sensors. When referring to the occurrence of a repeating event it is convenient
to do it in terms of multiples of running speed rather than absolute Hz. This is because of
varying RPM values, which make the scale in frequency inconsistent for different files. So instead
of indicating the specific frequency it is more advantageous for vibration analysis to know the
frequency relative to the input speed. To achieve this, we convert frequencies into orders. It is
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beneficial to use orders for analysis of vibration signals, as they help with ignoring the noise of
irrelevant rotating components.

If a vibration signal is equal to twice the input speed RPM from a thruster, then the order
is two, with the first order being the input speed rotation value. By utilizing the orders we can
track each individual component with more ease.

To obtain the orders we use Equation 4.2. Remember, that frequency is the number of events
per unit of time, so by multiplying with 60 seconds we discover the number of events per minute.

Order =
Frequency (Hz)× 60

Input Speed (RPM)
. (4.1)

Accordingly for each individual frequency fi for i ∈ [1, 2622], which are all the data points,
we use the RPM measurement for each file and calculate the new axis in orders. For example to
acquire the order corresponding for an amplitude value with fi and input speed s we have

Orderi =
fi × 60

s
, (4.2)

where s is the input speed, for the respective file of 2622 data points, and is measure in RPM.
Figure 4.5 was used to calculate the orders for all 2662 data points. The converted x-axis, in
orders, is visible in in Figure 4.6. The input speed for this file was 600 RPM, thus using Equation
4.2 we get a maximum order value of 100. Note that the amplitudes are still the same, essentially
only the x-axis labels are different.

Figure 4.6: A spectra file after order normalization has been applied. After obtaining the orders
it is easier to find peaks corresponding to the components of interest.

Figure 4.6 still seems quite complicated for analysis. The analysts focus on specific orders
which correspond to parts of the thruster. Usually this would amount to approximately the first
40-50 orders.

To clarify the analysis of the data, we will inspect the first part of the file like the analysts and
identify what the peaks correspond to. As shown in Figure 4.7 we examine the same file of Figure
4.6 but this time we focus on the first 30 orders. Specifically we noted a number of interesting
peaks. Since we use the orders now at the first order we always have the peak at the running
speed of the thruster.

Using units of orders, we can therefore find the source of each vibration in a more straightfor-
ward manner. At the 8th order we can see the pole pass peak rising higher than the noise floor
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created by the rest of the peaks. The noise floor can be thought as the horizontal line set by
the majority of the peaks, in this case ' 0.015 m/s2. The orders that correspond to different
mechanical parts are known to the analysts and they are referred to as forcing frequencies [24].

As can be seen in Figure 4.7, at the 16th order, the 1st harmonic of the pole pass frequency is
visible. Harmonics are a series of evenly spaced peaks that are multiples of any forced frequency,
and are common in periodic signals in vibration analysis. Locating all sets of harmonics is of great
importance during the analysis process because they verify that an anomaly is present, if both the
fault frequency and the 1st harmonic amplitudes are significantly high.

Figure 4.7: Analysing a file for the first 30 orders. Peaks are visible at 1st and 2nd order. These
peaks correspond to the input speed of the thruster and its first harmonic. The peaks visible at
8th and 16th orders correspond to the pole pass frequency. This is considered a common pattern
for the spectra files

4.2.1 Data Interpolation

As explained in chapter 4.2 the input speed of each file, measured in RPM, is utilized and thus the
values for the orders are calculated. However, the thruster is operating at different speed values,
when the sampling process takes place. The RPM values varies from file to file and this causes an
inconsistency in the analysis of the files. An input speed of 600 RPM for the thruster will lead to
maximum order of 100 as depicted in Figure 4.8, while a file with input speed of 180 RPM leads
to a maximum order of approximately 330, also shown in Figure 4.9. This inconsistency is caused
because the file in Figure 4.9 is spread across a broader scale of orders while the file of Figure 4.8
is more compressed due to the higher thruster speed during sampling.
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Figure 4.8: A file with input speed of 600 RPM. Note that the spectrum is limited
to 100 orders.

Figure 4.9: A file with input speed of 170 RPM. Notice how the scale for orders is
extended to almost 350.
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Figure 4.10: Misalignment of spectra with varying input speed in RPM. The figure shows how a
file with higher RPM value results in a more compact file. [36]

Figure 4.2.1 shows more clearly the effect of the fluctuating RPM on the order scale. On
the x-axis we have the orders, the y-axis the amplitudes and z-axis showcases the RPM for the
different files. Naturally, files with higher RPM values appear more condensed than than those
with lower RPM. Again, it should be mentioned that the data points are still the same size for all
files. Now, each measurement of the available 2622, corresponds to a different order.

This irregularity for the data is troublesome for the analysts. Since the current PCMS anomaly
detection is based on comparing the latest data with the old, the analysts use files that are
approximately of the same thruster speed for their analysis work. This is even more complicated
if we take into consideration that the availability of data in a certain period can be low.

To solve this complication the data was interpolated to a limited range of orders with an explicit
number of new data points x̂i with i ∈ {1, . . . , 1600}. The number of resampled data points was
made with respect to the desired precision, necessary for the analysis of the data. After consulting
with the analysts in Wärtsilä and the current analysis technique, it was found that a precision of
3 data points for a range of 0.1 order is appropriate.

Therefore all files are cut off at the maximum of 50 orders and then interpolated with 1600
points. xk = x1, x2, . . . , x2622 → x̂i = x̂1, x̂2, . . . , x̂1600

f : X → X̂ =
f̂i − fk
x̂i − xk

=
fk+1 − fk
xk+1 − xk

. (4.3)

The new frequency orders f̂i are of a fixed range with a discrete set of values needed for analysis.
By implementing a limit of 50 orders and i ∈ {1, . . . , 1600} this leads to a step of approximately
0.03 order for each data point x̂i.

This is a crucial part of the proposed solution as it solves the challenge of inconsistent data
point frequency. Since we want to use an autoencoder to learn the relation between the data
points, we need a fixed input space for training. However, the input speed for each file differs.
This causes the amplitude values for the first 50 orders, which are required for analysis, to be of
different amounts. This effect proves problematic for the analysts, because in most instances the
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analysis has to be for files with almost the same input speed. This limitation is solved by using a
NN.

4.2.2 Scaling the Data

Before the training of the NN we use two different scaling methods to scale the data. This is
crucial when dealing with datasets containing varying values and ranges, like the one used for
the current thesis project. In cases of data features expressed in great magnitude, in DL it is
customary to scale the data before used for the models.

Minimum - Maximum Scaler

The Min-Max scaling method is considered the simplest scaler. This method rescales the data in
such a way that all values are in the range [0, 1]. Function (4.4) provides the rescaled data points.

x′ =
xi −min(x)

max(x)−min(x)
, (4.4)

where x′ is the normalized values and x is the original value.

Robust Scaler

Robust scaler uses a similar approach to the Min-Max scaler. Instead of using the minimum and
maximum vales of the data set, the robust scaler uses the interquartile ranges of the data, as noted
by Function (4.5). Because the robust scaler is based on quartiles it is not strongly influenced
large outliers.[5]

x′ =
xi −Q1(x)

Q3(x)−Q1(x)
(4.5)

where x′ is the normalized values, x is the original value and Q1, Q3 are the first and third
quartiles respectively. After experimenting with both scalers, robust scaler was found to provide
slightly better results.

4.3 Neural Network Parameters

After the data preprocessing step is completed, the final step is to design the neural network and
train on the predefined training data set. The representation learning model is a convolutional
autoencoder.

Input Layer: The designed neural network receives as an input the vibration signal files. Each
file is treated as a different training example for the model. The amplitudes are processed, before
used as input, with the techniques discussed in the previous sections, namely data interpolation
in Chapter 4.2.1 and scaling in Chapter 4.2.2. The input sequence is

x = (x1, x2, . . . , xn)

with n = [1, 2, ..., 1600] interpolated data points. This layer serves only to define the input di-
mensionality of the data. In the case of this solution it is [1, 1600] (one dimension, 1600 data
points).

Convolution Layer: The convolution layer is the core of the CAE model. This is where the
actual model learns the representation of the data as explained in 3.3.1. Input parameters include
filters and kernel size. Integer values are used for the parameters which define the number of
kernel windows and the size of kernel for training, respectively.
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Pooling Layer: This layer reduces the input dimension size of the original data. There are
different choices for pooling, with the most commonly used being Max pooling [38]. Max pooling
extracts the maximum value of a window of the feature map, similar to the convolution method,
as seen in Figure 4.11,

Figure 4.11: An example of 2 dimensional max pooling. Notice that for each different window the
maximum value is extracted

.

Usually the window size, or pooling grid, used for pooling though is smaller with a typical size
being 2. The neuron with the maximum activation value in the window is then extracted and the
rest are discarded. Another choice for pooling is by the average method. Average pooling simply
aggregates a region into the average values of the activation observed in that region.

Upsample Layer: The objective of the upsampling layer is to transform the data to the original
input dimensionality, by repeating values along a certain axis.

Dropout Layer: Another important layer used is the Dropout. This technique takes as input
parameter, a probability p and discards, or as the name suggests drops out, each neuron with a
probability p stochastically. So then during the training of the NN these neurons will be essentially
ignored from the model along with all input and output connections to other neurons. This helps
prevent over fitting of the network on the training data as examined in deep learning studies [32].

4.4 Hyperparameter Optimization

To implement the neural network there is a set of parameters that we need to define. To determine
the best performing set of parameters for the model, different combinations were tested and
evaluated according to the loss. The loss in this case is the main evaluation metric for the
performance of the neural network, as it essentially represents the quality of the reconstructions.
It is natural then to aim for the lowest loss we can achieve, along with respect to the quality of
the reconstructions.

Loss functions

The choice of a loss function should match the framing of the specific prediction problem. In the
case of the proposed solution we should use loss functions appropriate for regression problems. As
explained before, loss is the quantity that is minimized during the training of the NN. For regression
problems, like the problem of this thesis, there are a number of appropriate loss functions that
can be applied.

Mean Squared Error (MSE) is the default loss function for regression problems, dealing with
real values. It measures the average squared difference between the predicted and target values
as shown in Equation (4.6). Similar to MSE, Mean Absolute Error (MAE) is another loss for
regression models which measures the sum of absolute differences, the function is given by Equa-
tion (4.7). Finally, the logarithm of the hyperbolic cosine (Logcosh) loss function was used for
experiments. Logcosh works like MSE for small differences, while for higher values it is similar to
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MAE. Hence, it is not strongly affected by occasional incorrect predictions as much. The function
is given by Equation (4.8).

MSE =
1

n

n∑
i−1

(yi − ŷi)2 , (4.6)

MAE =
1

n

n∑
i−1

(|yi − ŷi|) , (4.7)

Logcosh =
1

n

n∑
i=1

log (cosh (yi − ŷi)) . (4.8)

After conducting multiple experiments with the loss functions mentioned, it was found that
MSE provides the best reconstruction results. The loss also convergences, as desired for NN. As
shown in Figure 4.12 both training and test loss converge, after the corresponding data sets have
been through the model a sufficient number of epochs. Increasing the number of epochs more than
100 did not show any significant decrease in loss, so to avoid overfitting a maximum number of
100 epochs is used for experiments. Having a higher, than necessary, number of epochs can cause
the model to overfit the training data. [26]

Figure 4.12: Training and Test loss of the model. We see that the curves clearly converge. After
the data has been through the model 80 times there is no significant decrease in the training and
validation test loss.

Activation functions

The activation functions used for training are visualized in Figure 4.16.
First the relu function was tested since it is the most commonly used and recommended for

feed forward neural networks, with a good performance [12]. As can be seen in Figure 4.14, relu is
essentially a piece wise function of two linear pieces, and is mostly used for convolutional neural
networks where the data has a topological structure.

Optimizer

Optimizer algorithms are used to minimize the loss of the network which is dependent on the
parameters that the model learns, such as the weights. Optimizers serve as the mechanism through
which the network will update the weights, based on the data used as input.

After research on similar regression problems, three optimizers were used for experiments.
Adaptive Moment Estimation (Adam) is a method that computes adaptive learning rates for the
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Figure 4.13: Sigmoid Figure 4.14: Relu Figure 4.15: Tanh

Figure 4.16: Different activation functions used for training the NN.

Figure 4.17: Visualization of the loss curves for all experiments to identify the set with the best
results. Note that the loss at 100 epochs is the one of interest, as it represents the loss of the
curve’s parameters.

model’s parameters [17]. Adam is computationally efficient and has low memory requirements.
Today it is one of the most popular optimization algorithms and compares favorably to other
optimizers in recent studies [29]. Root Mean Square Prop (RMSProp) [1] and Stochastic Gradient
Descent (SGD) [16] are also used for experiments since they have shown to be effective in such
problems. [29]

Other parameters include the number of hidden layers and number of kernel filters. The
number of the hidden layers corresponds to the depth of the model as explained in Chapter 2.1.
There is no general rule of thumb for the correct number of the hidden layers, it is dependant
on the complexity of the each problem. It has been shown in studies that having unnecessarily
many stacked hidden layers will cause a lower prediction accuracy. This is due to the fact that
the model, having more than the sufficient number of layers, can overfit to the data set used for
training, thus failing to generalize to the new unseen validation data set. [11]

After obtaining the lowest losses of Figure 4.17, the lowest curves were selected and plotted in
Figure 4.18, to observe if the loss curves have converged. The validation loss curves of Figure 4.18
are then summarized in Table 4.1. Afterwards, the reconstructions were observed to validate the
performance of the model. It was found that actually for combinations C(3), C(4) and C(5) the
model would reconstruct all data points used for test, along with simulated anomalies.
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Figure 4.18: [Best viewed in color.] Lowest validation loss curves with different parameters. The
loss curves have converged and appear stable.

Combinations Layers Filters Kernel size Validation loss
C(1) 1 32 8 0.0074
C(2) 1 8 8 0.0057
C(3) 1 8 32 0.0012
C(4) 1 32 32 0.0018
C(5) 2 8 32 0.0091

Table 4.1: Validation loss values for different sets of hyperparameters. After obtaining the para-
meters with the lowest loss, the predictions are also studied to decide on the optimal combination.

Using a high kernel size even though providing the lowest loss, was deemed not appropriate
for anomaly detection due to the fact of the ”mirroring” effect. This happens in cases where the
autoencoder does not actually learn the data but memorizes all data points. Finally, between
using 8 and 32 filters, 8 seemed to deliver better results with respect to reconstructions.

Loss Function MSE
Number of Layers 1
Optimizer Adam
Kernel Size 8
Number of Filters 8
Activation Function Relu

Table 4.2: Parameters of the final model used for experiments. This combination of parameters
was found to be optimal combining a low converged validation loss, and valid predictions.

The finalized set of parameters used to obtain the results of Chapter 5 is summarized in Table
4.2. These parameters provide the most efficient results with a low loss.
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Results

After the parameters of the model were finalized the final step is to observe the quality of the
reconstructions. In the next pages we showcase a number of representative samples for reconstruc-
tions for original files of various dates. Note that these examples are considered normal, without
any anomalies present.

Figure 5.1: [Best viewed in color.] An example of a spectra file with predictions, for the first 30
orders. High amplitudes in orders 8, 16, 24 are clearly visible and reconstructed. This is the pole
pass frequency at 8th order along with the 1st and 2nd harmonic. Moreover, a vibration in 12th

order is visible, this is called a ghost frequency, and does not correspond to a specific component
but is not considered an anomaly either. Notice how the reconstructions visualized with orange
color are the same with the original data, visualized with blue. This file is considered clean and
of high quality.
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Figure 5.2: [Best viewed in color] The first 30 orders are visualized for analysis. The same expected
pattern is observed, we see the pole pass frequency amplitude with 1st and 2nd harmonics being
present (8th, 16th, 24th orders), along with ghost frequency amplitude at 12th order. Again,
according to the reconstructions the model does not detect an anomaly, as desired for normal
data.
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Figure 5.3: [Best viewed in color.] This file appears to follow a somewhat different pattern. There
are unusual slightly high peaks in the first [0-10] orders. This is an effect of imbalance in the
system. It does not relate to a damaged component however, the data appears different due
to the dynamics of the thruster during sampling. Small differences, between reconstruction and
original values, are observed for the first part of the file at [0-10] orders. The model correctly does
not reconstruct these abnormal peaks as accurate as the rest expected peaks. Even though the
difference between the original and prediction is small for the first part, it is a good sign for the
model’s results.
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Figure 5.4: [Best viewed in color.] An example of a file with just the pole pass amplitude present at
8th order. The pole pass harmonics are not consistent in the dataset. There are numerous files for
which only 8th order is visible. The model learns to predict accordingly. The ghost frequency at 12
orders is also not visible. These type of files still offer value as they can expose anomalous peaks.
Again high peaks in the beginning due of the file due to imbalance are not fully reconstructed.
These peaks are somewhat abnormal and are not often in the dataset.
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Sampling Anomalies

During the validation of the results, several sampling anomalies were detected. These patterns
do not imply that a thruster component is damaged, however it is data that the analysts ignore
and not take into account since the data points are irrelevant and do not offer valid information.
These sampling anomalies occur in cases when the positioning of the thruster is unstable or due
to overheating of the sensors.

The model is able to understand that these files are abnormal since the reconstructions are
significantly different throughout the vibrations for all orders.

Figure 5.5: [Best viewed in color.] Visualization of a sampling anomaly. Notice the irregular
pattern of the original data points (with blue color) compared with the previous examples. The
model correctly does not reconstruct the vibrations.

Overall the predictions, visualized with orange color, seem approximately the same with the
original signals, visualized with blue color. Apart for some irregular patterns for the first orders,
that the model partly recognizes, no false positives were observed. Again, we have to take into
consideration that the dataset used for these examples is clean. No components are broken or
damaged. The normal peaks are located in the expected orders so no anomalies can be deduced
by observing these examples.

Nevertheless, for files with imbalance of the thruster that cause unnatural slightly high peaks
for the first [0-10] orders, we see a difference between the expectation of the model and the original
somewhat noisy data. Moreover, for sampling anomalies, where the data is not reliable the model
does not reconstruct the files. Hence, the predictions for these files are considered of a high quality.
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5.1 Results with Anomalies

To evaluate the performance of the solution, anomalies were simulated into the available test
dataset, to observe if the model would detect them. The anomalies were created with respect to
real problems that the analysts face. Specifically high vibration amplitudes were introduced at 8.6
order which represents the Ball Pass Outer Race (BPO) anomaly, and 10.4 which represents the
Ball Pass Inner Race (BPI). The peaks were created for five consecutive files, in a random point
of the dataset to avoid a biased evaluation.

High peaks can be observed in these orders after they were introduced in the original files
used for testing, visualized with blue color in the figures to follow. The amplitude values for
the anomalies were calculated according to the maximum values for each file accordingly. The
anomalies were also confirmed to represent real life examples by the analysts of Wärtsilä.

The orders corresponding to the anomalies are called fault frequencies. In most instances, the
anomalies are confirmed where an abnormally high peak is also visible at the first harmonic of
the fault frequency, hence in the case of the BPO that is order 17.2. If the analysts observe that
these peaks are higher than the baseline, they deduce that an anomaly is present in the data.
Anomalies for the first harmonic of the BPO were thus also simulated. For the analysis of the
proposed solution, in the case of the anomalies, the goal for the model is to not reconstruct these
peaks, since they are abnormal. The difference between the original signal and the reconstruction
will ideally be visible and we can interpret the anomalies.

5.1.1 Anomaly Heat Map

Visualizing all individual files to detect the anomalies however proves to be unproductive, as
it requires a substantial amount of time analyzing different files. To help in the detection of
anomalies, an anomaly heatmap is thus created in which the differences of the reconstructions and
the original vibrations are visualized. Red color corresponds to the strongest anomaly and white
represents the normal data. At the x-axis of the heatmap in Figure 5.6 we visualize the orders for
the corresponding files while in the y-axis the dates of each sample file.

For each original vibration yi∈ Ck we have:

Ck = max(yi − ŷi), (5.1)

where ŷi is the predicted value for original target yi and k is each cell of the heatmap. Each cell
serves as the spacing between the order grid visible in Figure 5.6. It is a configurable parameter
to aid in easier and more detailed analysis.
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Figure 5.6: [Best viewed in color.] An anomaly heatmap for 30 files. On the x-axis the orders
are visualized with the respective dates of the files appearing at the y-axis. Notice the color scale
on the right side of the figure. A strong red color indicates a significant difference of the model
prediction and original data point. The number of the scale itself can is ignored, instead the
color intensity can be associated with a possibility for anomaly. Anomalies were simulated for five
continues files in this data set at a random point. After investigating the heatmap it is clear that
the files correspond to date 2019-05-10 until 2019-05-12, observed by five consecutive red cells in
the orders of interest. The model clearly indicates these data points as anomalous. A false positive
is also visible at 25th for the file of 2019-04-20. During analysis though this can be ignored as it
shows up on an order of no interest and is does not continue through time.

After observing the anomaly heatmap of Figure 5.6 we proceed in in investigating closer the
files indicated as anomalous. In the next pages we visualize a number of these files to confirm the
existence of anomalies.
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Figure 5.7: [Best viewed in color.] After investigating the indicated anomalies from the heatmap,
we examine closer the files indicated as anomalous. The anomalous peaks are circled in red, where
there is a significant difference between original and reconstruction. Notice how the expected
ghost frequency at 12th order is reconstructed in contrast with the anomalies at 8.6 10.4 and 17.2
orders. This file correspond to date [2019-05-10] on the heatmap.
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Figure 5.8: [Best viewed in color.] Another example with anomalous peaks circled in red. The
file corresponds to date [2019-05-12] on the heatmap. Expected peaks are reconstructed while
simulated anomalies are not.
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Figure 5.9: [Best viewed in color.] The file corresponds to date [2019-05-12] of the heatmap. Notice
that high peaks at 8th and 24th order are reconstructed, the model recognizes them as normal.

In the case of the orders which represent an anomalous pattern (BPO and BPI), the corres-
ponding cells in Heatmap 5.6 are clearly highlighted with a darker red color. As explained, this
highlight represents the difference between the original and predicted values. This difference is
proven to be high when unnatural high amplitudes are present in the original data. Observing
the heatmap, as the first step in the new anomaly detection procedure, saves time since we skip
a number of files that are confirmed as normal. This is a faster approach than visualizing each
individual file and searching for anomalous peaks, as currently done by analysts at Wärtsilä.

5.1.2 Additional Heat Map

An additional sub-dataset was used for validating the model. This time, the anomalies were
simulated for the first 5 files of the heatmap dataset, instead of randomly introducing them.
Again, BPO with first harmonic (8.6 and 17.2 order) and BPI fault frequency (10.4 order), were
artificially introduced.

In some instances it was concluded that a light anomaly for the pole pass frequency of 8th

order was present. This can lead to a false positive anomaly, if we do not investigate closer. This
is due to the fact that the pole pass frequency (which is normal) and BPO fault frequency are
both in [8-9] order cell. For this reason a complementary heatmap is used in Figure 5.11 with a
higher resolution, of 0.1 order, for each cell. This way it can be clearly observed for which orders
there are indicated anomalies, to avoid false positives.
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Figure 5.10: [Best viewed in color.] Additional Heatmap. The anomalies of the first five files are
visible in 8th, 10th, and 17th order. This is an easy conclusion to reach, because the anomalies
are present continuously throughout time, at the y-axis. This is the case when a component is
broken, as the the anomalies re-appear at the corresponding orders. The file of 2019-02-02 appears
to also contain a number of anomalies. The reconstruction-original differences seem to be present
throughout the whole file however. This can be due to a low quality file, like a sampling anomaly
or poor reconstructions from the model.
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Figure 5.11: [Best viewed in color.] The same sub-dataset of 30 files is used, but this time a
Heatmap of higher resolution is used. We clearly observe the BPI and BPO anomalies for the
first five files ranging from 2019-12-25 until 2019-12-26. Orders 8 and 16, representing the pole
pass, are also highlighted for the file of 2019-02-02. By using a higher resolution, false positive
anomalies, such as the pole pass frequency of 8th order, are dismissed. Peaks in the pole pass
frequency, are not considered anomalous and can therefore be ignored during the new analysis.
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Figure 5.12: [Best viewed in color.] File corresponding to date [2018-12-25] on heatmap. Notice
how the low peak at 8.6 order appears in the first line of the heatmap in Figure 5.11. The indication
of an anomaly is low, since the peak does not exceed the baseline significantly.
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Figure 5.13: [Best viewed in color.] File corresponding to date [2018-12-25] on the heatmap. There
are 2 files for this date, the corresponding line on the heatmap is the second. The anomalies are
strongly present in both the heatmap and the spectra file accordingly.
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Figure 5.14: [Best viewed in color.] File corresponding to date [2018-12-26] on the heatmap.
Anomalies are clearly indicated in both the heatmap at the fourth line, and the spectra file.

The procedure followed for this sub-dataset, represents a clear example of how this new ap-
proach can be used. First, we investigate the heatmap at Figure 5.10. After observing anomaly
indications, in the orders of interest, we examine closer with the higher resolution heatmap of
Figure 5.11, to avoid false positives. Using the higher resolution heatmap, it can be concluded
that anomalies are present for specific fault frequencies. Last, we use the anomaly indicator dates
to visualize some of the files in Figure 5.12, Figure 5.13 and Figure 5.14. By visualizing the specific
files of interest, it is confirmed that BPI and BPO anomalies exist for the thruster.

5.2 Required Amount of Data for Training

In practice, it is important to define how much training data is needed to apply effective anomaly
detection, using an autoencoder model. From a practical aspect, using 6 years of data like in the
experiments of Chapter 5 might not be feasible.

When it comes to the training data required by the model, to perform on a satisfactory level,
it is pragmatic to determine the magnitude of information required. If the anomalous pattern
starts slowly appearing in the dataset then it is probable that the anomaly will be learned by the
model and hence reproduced. This might occur for cases when anomalies exist for several files, in
the training dataset.

For this purpose, multiple experiments were performed with different number of spectra files
used for training. It was then found, that we can perform anomaly detection with the proposed
solution, with just 30% of the original data to achieve positive results. To compare experiments
with different amount of training data in a just way, the number of epochs was increased for
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Figure 5.15: Effect of less training data used, on loss. Using just 30% of the original dataset for
training, appears to provide a sufficiently low validation loss. Note, that the loss score at 100% is
the loss of the model used for experiments of Chapter 5.

experiments with less training data. Observing the loss curve in Figure 5.15, it is concluded that
even 30% of the original data set suffices for training the NN, with a sufficiently low validation
loss score. This corresponds to approximately one to two years of data.
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Conclusions

This thesis presents a generic, unsupervised framework for anomaly detection, based on vibration
data. The proposed approach is more robust to limitations of the previous analysis, like diverse
input speed where the RPM measurements have a wide variety of values. By applying the tech-
niques of Chapter 4, the PCMS vibration files can be compared more efficiently. The new solution
fulfils the requirements that were set up in Chapter 1. Therefore, it can be concluded that the
proposed autoencoder can be used to efficiently learn normal vibration data. It was shown in
Chapter 5 that using the reconstruction-original vibration differences as anomaly indicators, we
can successfully deduce when there are high amplitudes in meaningful orders and effectively notice
the anomalous patterns.

Furthermore, it was shown that the proposed model requires approximately two years of data
to perform at an acceptable level, which is well within most data storage practices at Wärtsilä.
However, if we would possess more data, the proposed approach would have a higher accuracy. This
amount of data might not have been necessary for the analysis currently performed in Wärtsilä,
but it is expected to increase the accuracy of the anomaly detection. After discussions, based
on this work, with the experts at Wärtsilä, the decision to increase the sampling frequency of
vibration files was thus made.

The main challenge while implementing this approach was the quality of the data. There were
cases of thrusters where the patterns appear too dissimilar for the same operating conditions.
When a component is broken, in several cases it is not clearly visible in the spectrum for the
corresponding files. It can be concluded that for these cases, where the data is of a lower quality,
the model is less effective. The data collection can be done in a more effective way, with more
reliable information being retrieved consistently. After consulting with the data analysts, the idea
of deploying a more powerful framework for collecting the data was discussed. Finally, it was found
that it is important to be aware of the replacement or reallocation of the accelerometer sensors.
If any of these actions occur, then the vibration pattern changes in comparison to previous files.
Despite the proposed solution being robust to these cases, we need to be notified of such events,
so the data used for training is handled accordingly.

6.1 Next Steps

Wärtsilä collects vibration data from various equipment deployed on vessels. After observing the
positive results from the proposed solution, it is natural that the next step includes the use of
the model for other vibrating machinery as well. However, it is probable that the parameters of
the NN will need to be modified for a different machine. The relation of the data points can be
different than the patterns from thrusters, which were used for the experiments of this thesis.

Moreover, the reasoning behind the proposed solution is to build a model that learns the ordin-
ary pattern of the vibrations, when no anomalies are present. Unseen observations in meaningful
orders are compared with older information and thus a difference is observed in the validation
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dataset files. However, a normal pattern can change throughout the lifetime of equipment. The
installed sensors can occasionally be replaced or even moved. This might affect the normal pattern
of the data. It is therefore important that there is a process to handle such disturbance during
analysis.

Finally, due to the absence of labelled datasets and adequate information, there were limitations
to mainly unsupervised learning for the project. After completing the study and the experiments, it
was discovered that anomalies follow specific patterns. This effect, could be utilized for supervised
learning. If we succeed in collecting a sufficient amount of specific anomalies, we can deploy a
model for learning the various patterns and detect the anomalies by applying pattern recognition
techniques. To further examine this approach, there needs to be an investigation of the data for
assembling sufficient datasets, of the same anomaly. After the promising results of the project,
these ideas will be explored in the future at Wärtsilä.
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[23] Jonathan Masci, Ueli Meier, Dan Cireşan, and Jürgen Schmidhuber. Stacked convolutional
auto-encoders for hierarchical feature extraction. In Proceedings of the 21th International
Conference on Artificial Neural Networks - Volume Part I, ICANN’11, pages 52–59, Berlin,
Heidelberg, 2011. Springer-Verlag. 11

[24] Pruftechnik NV. Vibration Training Course Book Category II. Mobius Institute, 2010. 16,
21, 26

[25] Chigozie Nwankpa, Winifred Ijomah, Anthony Gachagan, and Stephen Marshall. Activa-
tion functions: Comparison of trends in practice and research for deep learning. CoRR,
abs/1811.03378, 2018. 9

[26] Gaurang Panchal, Amit Ganatra, Parth Shah, and Devyani Panchal. Determination of over-
learning and over-fitting problem in back propagation neural network. International Journal
on Soft Computing, 2(2):40–51, 2011. 31

[27] Barak A Pearlmutter. Learning state space trajectories in recurrent neural networks. Neural
Computation, 1(2):263–269, 1989. 11

[28] Salha Hassan Muhammed Qahl. An automatic similarity detection engine between sacred
texts using text mining and similarity measures. 2014. 2

[29] Sebastian Ruder. An overview of gradient descent optimization algorithms. arXiv preprint
arXiv:1609.04747, 2016. 32

[30] D Ruhmelhart, G Hinton, and R Wiliams. Learning representations by back-propagation
errors. Nature, 323:533–536, 1986. 10

[31] David E Rumelhart, Geoffrey E Hinton, Ronald J Williams, et al. Learning representations
by back-propagating errors. Cognitive modeling, 5(3):1, 1988. 8

[32] Nitish Srivastava, Geoffrey Hinton, Alex Krizhevsky, Ilya Sutskever, and Ruslan
Salakhutdinov. Dropout: a simple way to prevent neural networks from overfitting. The
journal of machine learning research, 15(1):1929–1958, 2014. 30

[33] Volodymyr Turchenko, Eric Chalmers, and Artur Luczak. A deep convolutional auto-encoder
with pooling - unpooling layers in caffe. CoRR, abs/1701.04949, 2017. 19

[34] Daniel Slater Peter Roelants Valentino Zocca, Gianmario Spacagna. Python Deep Learning.
Packt Publishing, 2017. 6, 9, 11, 13

54 Anomaly Detection on Vibration Data



BIBLIOGRAPHY

[35] Pascal Vincent, Hugo Larochelle, Yoshua Bengio, and Pierre-Antoine Manzagol. Extracting
and composing robust features with denoising autoencoders. In Proceedings of the 25th In-
ternational Conference on Machine Learning, ICML ’08, pages 1096–1103, New York, NY,
USA, 2008. ACM. 11

[36] Wartsila. Condition Monitoring Webinar, Accessed May 13, 2019. 21, 28

[37] Peter Welch. The use of fast fourier transform for the estimation of power spectra: a method
based on time averaging over short, modified periodograms. IEEE Transactions on audio and
electroacoustics, 15(2):70–73, 1967. 4

[38] Y-T Zhou, Rama Chellappa, Aseem Vaid, and B Keith Jenkins. Image restoration using a
neural network. IEEE Transactions on Acoustics, Speech, and Signal Processing, 36(7):1141–
1151, 1988. 30

Anomaly Detection on Vibration Data 55




	Contents
	Introduction
	Data Mining
	Wärtsilä
	Problem Statement
	Thesis Outline

	Background
	Artificial Intelligence
	Deep Learning
	Autoencoders

	Literature Analysis
	Previous Approaches
	Solutions for Vibration Data
	Intended Approach
	Convolutional Neural Networks Background
	Convolutional Autoencoder


	Approach
	Data
	Order Normalization
	Data Interpolation
	Scaling the Data

	Neural Network Parameters
	Hyperparameter Optimization

	Results
	Results with Anomalies
	Anomaly Heat Map 
	Additional Heat Map 

	Required Amount of Data for Training

	Conclusions
	Next Steps

	Bibliography

