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Abstract

Business analysts use process mining techniques to analyze process executions and make
data-driven decisions to improve the process. Traditional process mining techniques are
based on historical data to provide insight into the current behavior of a process. A pre-
dictive component extends the analyses, such that the business analyst can intervene in
ongoing process executions. A predictive component requires the use of machine learning
models to make predictions. Complex machine learning models can provide accurate pre-
dictions, but the decision logic of these models is difficult to understand. Understanding
the model’s decision logic for a prediction is required for business analysts to trust the
prediction and to be able to act on it. We present a prediction approach and explanation
framework that explains process remaining time predictions independent of the machine
learning model. The explanation framework combines several explanation techniques that
business analysts need to understand and trust predictions. Through a qualitative eval-
uation including an understandability and task-based utility assessment, we show that
the explanation framework supports the business analyst to understand why a prediction
is made. Not all explanations are considered intuitive at first sight, but provide enough
information to trust a prediction and support decision making.
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Chapter 1

Introduction

Businesses store a large amount of data about their process executions to monitor and
improve their processes. These data are stored in a so-called event log, which is a set of
events that represent the execution of activities in the process. Each event in the log is
associated with a case, an activity name, and a timestamp when the event is executed.
Process mining [1] is a research area that focuses on deriving insights from the event
log. Business analysts use process mining techniques for the analysis of processes. We
distinguish four dimensions in the research area of process mining [2]:

1. Discovery. Discovering the process model from the event log.

2. Conformance. Analyzing deviations between the process model and the event log.

3. Enhancement. Improving and/or extending the process model given information
from the event log.

4. Operational support. Detecting and predicting behavior for open cases.

The analysis of processes can be extended with a predictive component, which is part of the
fourth dimension in process mining. In contrast to the first three dimensions, which take
place in an offline setting, operational support takes place online. To include a predictive
component in the process analysis, process mining techniques are combined with machine
learning [3]. Machine learning models learn from past observations to make predictions
for unseen observations. In the context of process predictions, machine learning models
are trained on the closed cases in the event log to make predictions for the open cases [4].
The models can be trained to predict, for example, the remaining time to case completion,
the expected costs, or a certain business outcome for an open case. The business analyst
can intervene in a process execution, before any unwanted behavior has occurred, instead
of acting on past behavior.

As a running example, we consider an event log that stores information about execu-
tions of a payment process of invoices. In the remainder of this thesis, this event log is
referred to as the invoices data set. An extract of the data set is shown in Table 1.1.
Consider that we predict the remaining time to case completion for the open case. A
machine learning model is trained on the closed cases in the event log taking into account
the information about the executed activities, the case types and in which countries the
events take place. Based on the information about the open case, the model predicts, for
example, 8 days until case completion, which may cause that a deadline will not be made.
The business analyst can decide to take action and intervene in the process execution.
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Table 1.1: Extract of the event log from the invoices data set. The first case is closed
and has executed four activities. The second case is open and currently executes activity
check received invoice. The case type of the first case is small invoice and of the second
case high-level invoice. Each activity is executed in one of the countries Germany, UK, or
Switzerland, and recorded with a completion timestamp.

Case ID Status Event Timestamp Case type Country

1 Closed Receive invoice 02-07-2015 Small invoice Germany

Check received invoice 03-07-2015 Small invoice UK

Final check of invoice 07-07-2015 Small invoice Switzerland

Pay invoice 08-07-2015 Small invoice UK

2 Open Receive invoice 06-07-2015 High-level invoice Germany

Check received invoice - High-level invoice Switzerland

When the business analyst has to act on predictions, they need to be able to trust pre-
dictions made by the machine learning model [5]. They have difficulties with trusting
predictions when there is no explanation of why a certain prediction is made [6]. Also,
the business analyst uses the predictions for decision making and they are the ones that
are accounted for the decisions based on the predictions. Therefore, they must be able to
trust the predictions. The degree of trust is impacted by how much they can understand
the model’s decision logic for a prediction. A prediction that can be explained by giving a
rationale for why the prediction is made is more useful to the business analyst and more
likely to be trusted [5].

When a simple machine learning model with understandable decision logic is deployed,
the predictions made by the model are understandable to the business analyst. However,
models with complex decision logic tend to provide more accurate predictions than simpler
and more understandable models [7]. The information about how good a prediction is,
such as accuracy, is a single metric and does not provide enough information to trust the
prediction [8]. A model-agnostic explanation method treats the machine learning model as
a black box. The explanations are separated from the machine learning model, such that
the explanations of predictions are independent of the underlying model. Using model-
agnostic explanation methods has desirable aspects as opposed to using understandable
models, because of the following reasons [5]:

• Model flexibility. Different types of machine learning models can be chosen to be
deployed. There is no limitation to only use models that are understandable and a
model can be chosen that is most suitable for the task to be performed.

• Explanation flexibility. Explanations can be tailored to the information need
while keeping the machine learning model fixed.

• Representation flexibility. Explanations do not have to use the same represen-
tation as the model that is being explained.

• Lower cost to switch. When an understandable model is deployed, the expla-
nations are specific for that model. When the model is changed, this also involves
a change in explanations. Users would have to be retrained to interpret the new
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CHAPTER 1. INTRODUCTION

explanations. When explanations are separated from the model, explanations do
not change and users would not have to be retrained.

• Comparing two models. When a choice between different models should be
made, it is hard to decide which model is the best when they have different levels of
accuracy and understandability. With model-agnostic explanations, the models can
be compared using the same techniques and representations.

1.1 Problem definition and research questions

In this thesis, the business analyst is referred to as the user. Explanations of why a machine
learning model makes a prediction is seen as a prerequisite for trust [8]. We distinguish
two contexts in which trust is involved: trusting a model and trusting a prediction. The
trust in the model is mainly based on its performance. When the model makes predictions
that turn out to be incorrect, trust in the model is violated. There is always uncertainty
involved when making predictions, but the prediction quality of a model is not enough to
trust the model. When the user understands why a prediction may be incorrect, trust in
the model is not violated [9]. Without the user trusting a prediction, decisions will not
be based on it [6]. When the interpretation of a model’s decision logic for a prediction
matches the intuition of the user, trust in the prediction is increased [5]. The user makes
not only decisions based on the predicted outcome, but also the explanation about why a
certain prediction is made supports decision making of the user [6]. Therefore, to increase
the user’s trust and to support decision making, providing a prediction is not enough and
an explanation about why a prediction is made is required.

Current research in explaining machine learning models and predictions is mainly based
on the intuition of researchers about what a good explanation is [10]. In this research,
we define what information the user needs to trust predictions and that supports decision
making related to open cases. Decisions of the user that are related to open cases are, for
example, to stop executing a case or to intervene in the process execution. By providing
the user with an explanation about the prediction of an open case, the user can make a
well-considered decision. We address the following research question:

How can we support the user to understand and trust business process
remaining time predictions?

The type of prediction on which we focus is the remaining throughput time of a pro-
cess execution. By choosing one type of prediction, we can fix the prediction model and
focus on the explanation of predictions instead of on the models making the predictions.
The research area of process predictions is broader than remaining time and also includes,
for example, the prediction of business outcomes. We choose to focus on the more specific
research of remaining time predictions, since it has some useful applications in answering
planning and deadline related questions. We can generalize our approach for the explana-
tion of remaining time predictions to other types of predictions by changing the prediction
model and adapt time-specific explanations.

We aim for an approach such that explanations are independent of the prediction model.
Although the explanations are independent of the prediction model, some decisions do in-
fluence the explanation quality, such as choices related to the data on which the prediction

A framework for understanding business process remaining time predictions 3



CHAPTER 1. INTRODUCTION

is based. We want to perform predictions with a model that has reasonable accuracy and
that allows for understanding why predictions are made. The research question can be
split into the following sub-research questions:

RQ1 How can we design the prediction approach such that it allows for
understandable remaining time predictions?

RQ2 How can we support the user to understand why a prediction is made?

1.2 Results

This research is performed at ProcessGold, which is a software company that develops a
platform that uses process mining techniques for the visualization and analysis of process
data. We have developed a prediction approach for process remaining time predictions
and an explanation framework that explains the remaining time predictions. We combine
design choices in existing approaches for process predictions in our prediction approach
such that it allows for understandable remaining time predictions. We have defined the
required information that users need to understand and trust remaining time predictions.
We combine several explanation techniques in the framework that support the user to
understand why a prediction is made. A prototype of the prediction approach and the
explanation framework are implemented in the ProcessGold platform.

1.3 Outline

The remainder of this thesis is structured as follows. In Chapter 2, we explain preliminaries
related to machine learning and methods for process predictions. In Chapter 3, we discuss
related work in process predictions and explainable machine learning. For the first research
question, we have reviewed the literature for existing techniques for process predictions.
In Chapter 4, we address the first research question and discuss the design decisions for the
prediction approach. For the second research question, we have defined what information
is required to understand and trust predictions and by which explanation techniques this
can be achieved. To define the required information, we have conducted interviews. In
Chapter 5, we discuss the results of these interviews and describe the approach for the
explanation framework. In Chapter 6, we describe the visualization of the framework in
the ProcessGold platform. We evaluated our work through a qualitative evaluation that
includes an understandability and a task-based utility assessment, which we describe in
Chapter 7. In Chapter 8, we conclude our research and discuss limitations and future work.
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Chapter 2

Preliminaries

In this chapter, we explain concepts of the machine learning domain and describe possible
design choices for the approach to make process predictions. An understanding of machine
learning concepts is needed to understand our prediction approach and components of the
explanation framework. A detailed explanation of the specific techniques we use in our
prediction approach and explanation framework is given in the corresponding chapters.
An understanding of design choices for making predictions is needed to understand the
related work and our prediction approach.

2.1 Machine learning

Machine learning algorithms require a data set that consists of past observations to learn
form. Each observation in the data set consists of a set of features and corresponding
feature values. For example, a data set consists of observations of invoices containing the
amount and case type. The features in this data set are amount and case type with, for
example, feature values 500 euro and high-level invoice, respectively. Machine learning
algorithms can be divided into two subgroups: supervised and unsupervised [3].

Supervised learning algorithms require a training data set of observed data that is as-
sociated with a particular label. Formally, we have a set of observations that each consists
of independent features x = (x1, . . . , xd) and a dependent feature y. The goal is to learn a
function f that reconstructs the dependency f : x→ y using the training data and apply
this function to predict the labels for unseen data. Two methods of supervised learning
algorithms are classification and regression. Classification models assign to unseen data a
categorical label with a certain probability. A classification model predicts, for example,
whether an invoice will be paid in time. Regression models predict continuous numerical
labels by minimizing the error of a loss function [11], which measures how inaccurate a
prediction of an observation is. For example, a regression model predicts the time it takes
until the invoice is paid.

Unsupervised learning algorithms do not predict a particular label. The input for this
type of algorithms are observations x = (x1, . . . , xd) to find patterns in this input. One of
the main unsupervised learning methods is clustering. The output of a clustering model
are clusters of observations x = (x1, . . . , xd) that are more similar to each other than to
observations of other clusters. Another method is principal component analysis [12] that
transforms the input to a lower dimension by keeping most of the information that is
present in the input. The new features are called the principal components. The trans-
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formation is done in such a way that the first principal component accounts for the most
variability in the data.

2.2 Process prediction

When machine learning algorithms are involved in the prediction approach, the closed
cases in the event log are used as training data to learn a particular label. To use the
event log as training data, several design decisions can be made for prefix extraction, trace
bucketing and feature encoding.

2.2.1 Prefix extraction

A sequence of events that all refer to the same case is called a trace. We make predictions
for partial traces of open cases rather than for complete traces of closed cases. There-
fore, we use the prefix traces of the complete traces as training data. A prefix trace is a
non-empty trace consisting of the first k events from a complete trace of length n with
k ≤ n. The event log that includes all prefix traces is referred to as the prefix log [13]. For
example, when we predict the remaining time to case completion, we train the prediction
model on the time to case completion that is known at each event in the trace. When the
prediction model would have been trained on complete traces, the information that the
time to case completion changes during the process execution is not used.

Using all prefix traces form the prefix log results in a training data set with the same
size as the number of events in the event log. However, some problems are introduced by
including all prefix traces from the prefix log in the training data [14]:

• The size of the training data increases when all prefix traces are included, which
increases the training time considerably.

• The training data contains relatively more prefix traces from cases that executed
many activities. Therefore, the prediction model is biased towards the cases that
executed many activities, while these cases are not more important for the prediction
than other cases.

Two possible solutions can be considered to reduce the size of the training data and to
ensure that each case generates about the same number of prefix traces to reduce the bias
to cases that executed many activities [14]:

• Select prefix traces up to a length k. However, when a prediction should be made for
an open case that has executed more than k activities, we do not have representative
prefix traces in the training data.

• Select prefix traces using gaps of size g. For example, prefix traces of length 1 and
length 1 + g, 1 + 2g, etc. In this way, prefix traces with a length more than k are
also represented in the training data, while no bias is introduced to the cases with
a certain trace length. However, prefix traces of certain lengths are not represented
in the training data because of the choice of gap size.

6 A framework for understanding business process remaining time predictions
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2.2.2 Trace bucketing

Trace bucketing divides the prefix traces into several smaller training data sets, so-called
buckets, and trains a prediction model per bucket. The idea behind trace bucketing is
that the prediction quality is higher when a model is trained on a set of similar cases [13].
Another advantage is that training multiple models with a subset of the training data is
faster than training a single prediction model with all the data [14]. Four main approaches
are distinguished for trace bucketing [14]:

• kNN. For the prediction of a partial trace, its k-nearest neighbors from the prefix
log are selected and form the training data. Therefore, the bucket is not fixed and
recomputed each time a new prediction is made.

• Clustering. A clustering algorithm is applied to the prefix log to cluster the prefix
traces that are similar to each other. For the prediction of a partial trace, the
prediction model is used that is trained on the cluster with similar prefix traces to
the partial trace.

• Prefix length. The training data are divided into buckets that each contain prefix
traces with a similar length. For the prediction of a partial trace, the prediction
model is used that is trained on the prefix traces with the same length.

• State. The state bucketing approach requires the explicit notion of a process model.
For all states that can be distinguished in the model, a prediction model is trained.
For the prediction of a partial trace, the prediction model is used that is trained on
the prefix traces that are in the same state.

2.2.3 Feature encoding

A prediction model requires the prefix log in a format such that it can be used for training.
Therefore, the prefix traces are encoded in feature vectors. The prefix traces are stored in
the prefix log with information about the events it consists of and information about the
case it refers to. We distinguish the following types of attributes:

• Control-flow attributes. The activities that are executed.

• Data attributes. The additional data that is recorded with each event.

The data attributes can be further split into case attributes and event attributes. Case
attributes are static and thus remain the same during the execution of a case, while event
attributes are dynamic and thus may change. Both attributes can be numerical, such as
an amount associated with a case or an event. Also, both attributes can be categorical,
such as a case type or a country in which an event takes place. In Figure 2.1, an overview
of the different types of attributes is given.

To illustrate the feature encoding, we consider the example of one closed case of the in-
voices data set. The extract of the event log is shown in Table 2.1. The case has executed
four activities: receive invoice (RI), check received invoice (CI), final check of invoice (FC),
and pay invoice (PI), which are the control-flow attributes. The type of the case is small
invoice, which is a case attribute, and each activity is executed in one of the countries
Germany, UK, or Switzerland, which are the event attributes, and recorded with a com-
pletion timestamp. The trace in the event log results in four prefix traces that are encoded

A framework for understanding business process remaining time predictions 7
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Figure 2.1: Overview of the different types of attributes in a prefix trace.

Table 2.1: Extract of the event log from the invoices data set. The case is closed and has
executed four activities. The case type is small invoice. Each activity is executed in one of
the countries Germany, UK, or Switzerland, and recorded with a completion timestamp.

Case ID Status Event Timestamp Case type Country

1 Closed Receive invoice 02-07-2015 Small invoice Germany

Check received invoice 03-07-2015 Small invoice UK

Final check of invoice 07-07-2015 Small invoice Switzerland

Pay invoice 08-07-2015 Small invoice UK

in feature vectors.

Feature encoding can be based on simple symbolic sequences or complex symbolic se-
quences [15]. A symbolic sequence consists of an ordered set of elements or events, recorded
with or without a concrete notion of time. Feature encodings based on simple symbolic se-
quences extract features from traces ignoring the evolution of event attributes. Examples
of simple sequence encodings include boolean encoding, frequency-based encoding, simple
index encoding, and index latest payload encoding [15]. In Table 2.2, we illustrate these
encodings. The boolean and frequency-based encodings do not take the order in which
the events take place into account, but only whether an activity (boolean) or how many
times an activity (frequency) occurs in the prefix trace. The simple index and index latest
payload encoding take also the order of the events into account. The index latest payload
encoding is the only one that includes the data attributes.

A complex symbolic sequence takes also the evolution of the event attributes into account.
An approach for feature encoding with complex symbolic sequences is, for example, based
on indices [15]. In this approach, the evolution of event attributes as the case proceeds
is taken into account instead of only the latest known values. This encoding specifies, for
each event in the case, the activity and the value of each event attribute. The encoding is
illustrated in Table 2.2d, in which the static attribute case type is encoded once and the
dynamic attribute country is encoded for each occurring event.

8 A framework for understanding business process remaining time predictions
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Table 2.2: Illustration of the simple and complex symbolic sequence feature encodings of
the prefix traces from the case in Table 2.1.

(a) Boolean encoding/frequency-based encoding

RI CI FC PI Label

1 0 0 0 6 days

1 1 0 0 6 days

1 1 1 0 5 days

1 1 1 1 1 day

(b) Simple index encoding

Event 1 Event 2 Event 3 Event 4 Label

RI - - - 6 days

RI CI - - 6 days

RI CI FC - 5 days

RI CI FC PI 1 day

(c) Index latest payload encoding

Case type Event 1 Event 2 Event 3 Event 4 Country Label

Small invoice RI - - - Germany 6 days

Small invoice RI CI - - UK 6 days

Small invoice RI CI FC - Switzerland 5 days

Small invoice RI CI FC PI UK 1 day

(d) Complex symbolic sequence (index-based) encoding

Case type Event 1 . . . Event 4 Event 1 country . . . Event 4 country Label

Small invoice RI . . . - Germany . . . - 6 days

Small invoice RI . . . - Germany . . . - 6 days

Small invoice RI . . . - Germany . . . - 5 days

Small invoice RI . . . PI Germany . . . UK 1 day

A framework for understanding business process remaining time predictions 9



Chapter 3

Related work

In this chapter, we describe the related work in process prediction and explainable machine
learning with corresponding concepts and techniques.

3.1 Process prediction

In the literature, several prediction models are proposed for process predictions. We can
distinguish two main types of approaches for the design of the prediction model to make
process predictions [16]:

• Explicit. The prediction model relies on the explicit representation of the process
model discovered based on the event log.

• Implicit. Machine learning algorithms are trained on closed cases directly from the
event log without relying on the explicit representation of the process model.

A third approach combines the two main approaches [13]:

• Hybrid. Machine learning algorithms are used in combination with an explicit
representation of the process model.

Explicit

Van der Aalst et al. [17] describe an explicit approach in which discovered process models
are extended with information about time to case completion to predict remaining time
to case completion. A transition system is annotated with this time information, which is
extracted from the event log. The approach heavily relies on the generation of the tran-
sition system and corresponding abstractions and assumes a static process. A limitation
of this approach is that the construction of the transition system requires that the user
has to choose the log abstraction function, which means that the user has a large impact
on which information is used for the prediction. The approach is not data aware. Only
the information based on the timestamp of the events is used and possibly additional
information that is available in the event log is ignored.

Implicit

An implicit approach is described by Folino et al. [18], who describe a predictive clustering
model. The clusters consist of similar process variants based on the case attributes. The
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underlying belief is that a higher similarity between cases in the same cluster will help
derive a more accurate predictor as opposed to a predictor based on the whole data set.
The prediction of an open case is made in two steps: first, the case is assigned to one of the
derived clusters. Next, the prediction model of that cluster is used to make the prediction.
Also Di Francescomarino et al. [19] use a clustering approach. They cluster the prefix
traces on the control-flow attributes. A classifier predicts, per cluster, a business outcome
based on the data attributes. The last known values of the event attributes are used in
the feature encoding. They extract the prefix traces from the event log with a gap size
of 3, 5, and 10 and define based on these settings the optimal parameters for the prefix
clustering. Another implicit method is the hidden Markov model based prediction model
proposed by Pandey et al. [20] for the prediction of remaining time to case completion.

Hybrid

A hybrid approach is described by Polato et al. [21] that extends the annotated transition
system proposed by van der Aalst et al. [17] with regression models and classifiers. Each
state in the transition system is extended with a näıve Bayes classifier and each transition
with a support vector regressor. The classifier is used to estimate the probability of a
transition from one state to the next and the regressor is used for predicting the remain-
ing time to case completion from the current state. Ceci et al. [22] describe an approach
based on sequence trees, for both the prediction of remaining time and the next activity.
In this approach, partial process models are identified by exploiting sequential pattern
mining. The partial process models are used to train prediction models from the event
logs. Any type of algorithm can be used for prediction, but the proposed algorithms are
M5’ for the prediction of the remaining time and C4.5 for the prediction of the next activity.

The key idea in the approach proposed by Verenich [13] is to aggregate predictions of
activity durations for individual activities in the process model using flow analysis. Flow
analysis is a family of techniques that enables estimation of the overall performance of a
process given knowledge about the performance of its activities. First, given a discovered
process model, the set of activities and the decision points in the process are identified.
Next, two types of models are trained: one type to predict the cycle time of each activity
and one type to predict the branching probabilities of each decision point. For prediction,
the partial trace is aligned with the model to determine the current state. The process
tree is traversed from the current state to the end, such that the formula for the remaining
time can be deduced. In Verenich et al. [23], they describe that prefix traces from a length
2 up to a length k are included. No predictions are made when k exceeds the 70 percentile
of trace lengths, since not enough training data are available to produce reliable predic-
tions. For the feature encoding, they use a complex index-based encoding. A limitation
of this method is that the flow analysis can only be applied if the process model is well
structured. If the process model is not well structured, the formula for the remaining time
cannot be deduced.

3.2 Explainable machine learning

Explainable machine learning is a research area in the machine learning domain that fo-
cuses on the problem that users cannot understand how complex machine learning models
make a particular decision [7]. The scope of the explanations can either be global, i.e.,
explaining the prediction model, or local, i.e., explaining individual predictions. To tackle
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the problem that users have difficulties with understanding prediction models and individ-
ual predictions, understandable models can be developed, which is referred to as intrinsic
interpretability. Another approach is to generate explanations after the model is trained
and that are independent of the decision logic of the model. These types of explanations
are referred to as post-hoc explanations.

Global versus local

The scope of explanations can be global or local [7]. Global explanations are given such
that users can understand how the prediction model works globally by inspecting the
structures and parameters of a model. Local explanations are about the individual pre-
dictions made by a model. If the model is very complex, getting a global understanding
of the model may be hard. Global explanations are often either not interpretable or too
simplistic. However, local explanations may be inconsistent with one another, since a
model may use a certain feature in different ways depending on the other features [5].

Intrinsic interpretability

Prediction models that have an understandable decision logic are, for example, decision
trees and linear models. The user can directly inspect the models as long as the number
of components is not too large, i.e., the number of paths in the decision tree or the
number of features in a linear model is comprehensible. Letham et al. [24] produce
accurate predictive models that are also interpretable for domain experts. The models
consist of if-then statements such that large feature spaces are discretized in interpretable
decision statements. They conclude that a small set of trustworthy statements are key to
communicate with domain experts and to allow machine learning algorithms to be more
widely implemented and trusted. They evaluated their models in the predictive medicine
domain and they believe the same conclusions would hold in other domains.

Post-hoc explanations

Post-hoc explanations are commonly given in the form of feature contributions, that indi-
cate the contribution of each feature to the model when making a prediction [7]. Post-hoc
explanations can either be model-specific or model-agnostic [7]. A model-specific approach
includes, for example, the explanation of a tree-based model by counting the number of
times that a feature is used to split the data. To understand the reasoning of a model, the
model should be simple enough to understand by a user. However, simpler models come
with the cost of prediction accuracy [8]. Using a model-agnostic approach, the predic-
tion model is treated as a black box. The explanations are separated from the prediction
model, such that they are independent of the complexity of the model.

Early techniques for computing feature contributions are based on perturbation [7]. The
idea of perturbation is that the contribution of a feature i can be determined by measuring
how the output of the model changes when the feature is altered to a different value. By
comparing the prediction f(x) and f(x \ i), the contribution of feature i is measured. To
compute the outcomes of f(x\ i), the value of feature i is replaced by all values it takes in
the training data and averaged over the number of occurrences. The main disadvantage of
this approach is that only one feature at a time is removed and the others are fixed. That
means that interaction between feature values are not taken into account. To overcome
this disadvantage, this method is improved by computing how the prediction changes for
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each subset of feature values [25].

Ribeiro et al. [8] proposes another method to compute feature contributions by local
interpretable model-agnostic explanations (LIME). LIME interprets individual model pre-
dictions based on locally approximating the model around a given prediction. It computes
the impact on the prediction by using variations of the input data. LIME generates a
new dataset consisting of the variations and the corresponding predictions of the model.
On this dataset, LIME trains an interpretable model weighted by the proximity of the
sampled observations to the observation of interest. The interpretable model can, for ex-
ample, be a decision tree that is easily understandable by a user in comparison to the
black box model that made the prediction. The number of features that are incorporated
in the explanation can be set by the user. An advantage of LIME is that the number of
features can be chosen small, which results in user-friendly explanations. A disadvantage
of LIME is that it is hard to have a correct definition of a locality around a prediction.
For each application, different settings need to be tried to test whether the explanations
make sense [9].

3.3 Conclusions

Several process prediction models are described in the literature, of which most focus on
obtaining the most accurate predictions. Verenich [13] is the only one that explicitly men-
tions that the predictions should be explainable. However, for this approach, it is assumed
that a well-structured process model describes the process such that predicted cycle times
of activities can be aggregated. In practice, such a process model may not be available.
An explicit or hybrid approach may be more understandable for the user by design, but
from a scalability point of view, the use of an explicit process model can be a problem.
When using a transition system, the number of states grows fast and this may cause that
the number of prediction models that have to be trained is too large. This may cause that,
per model, not enough training data are available to make reliable predictions. Therefore,
we do not want to rely on an explicit definition of a process model and we choose an
implicit approach.

A wide range of methods for explainable machine learning is described in the literature.
Most methods are described for a general application of machine learning without consid-
ering a specific domain. No research is available that uses these techniques in the domain
of process predictions. All provide a specific technique to explain the decision logic of the
model. No research is done on what end users need for a (combination) of explanations to
trust the model and its predictions such that they can base decisions on them. To define
what type of explanations end users need we incorporate users at different stages in this
research. Since a user has to act on individual predictions and, therefore, has to trust
predictions rather than the whole model, we focus on local explanations.
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Chapter 4

Prediction approach for process
remaining time predictions

In this chapter, we address the first research question (RQ1) about how we can predict the
remaining time for open cases such that it allows for understandable predictions. Several
prediction approaches are proposed in the literature, but most focus only on prediction
accuracy and do not take into account that predictions should be understandable. We
discuss the design choices for our prediction approach in which both the prediction and
explanation quality is taken into account. Also the training time is considered an important
factor for a prediction system to be used in practice. Although we consider a model-
agnostic approach for explaining the predictions, some decisions influence the explanation
quality, such as the choice of feature encoding. The remainder of this research is based on
the predictions provided by the approach that we describe in this chapter.

4.1 Overview

In Figure 4.1, an overview of the prediction approach is shown. In the offline phase, train-
ing takes place on closed cases, and, in the online phase, predictions are made for open
cases. In the first step, in the offline phase, we extract the prefix traces from the event log.
Next, we apply a bucketing approach that assigns the prefix traces to a bucket based on
the last known activity in the prefix trace. Next, the prefix traces are encoded in feature
vectors and used as input for training the prediction models of each bucket. In the online
phase, we use the corresponding prediction model of a partial trace for the prediction of
remaining time.

In the following sections, we discuss the choices we made for each of the components
of the prediction approach:

• Regression algorithm. The remaining time is predicted by a regression model.
The choice of algorithm is discussed in Section 4.2.

• Prefix extraction. In Section 4.3, we discuss which prefix traces from the prefix
log we include in the training data.

• Trace bucketing. In Section 4.4, we motivate the choice for dividing the prefix
traces into buckets and which type of trace bucketing we use.

• Feature encoding. In Section 4.5, we discuss how we encode the prefix traces in
feature vectors.
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Figure 4.1: Overview of the prediction approach. In the offline phase, we apply prefix
extraction, trace bucketing and feature encoding, after which the prediction models can
be trained. An open case is encoded in a feature vector and the model is selected that
makes the prediction.

• Attribute selection. Not all data attributes may have an impact on the prediction.
In Section 4.6, we discuss how we select relevant attributes.

The training data consists of prefix traces, which correspond to closed cases in an unfin-
ished state. In the remainder of this thesis, when we talk about the observations in the
training data, we refer to the observations as cases.

4.2 Regression algorithm

For the remaining time prediction, we want to predict a numerical continuous outcome,
which is a regression problem. There is no single best choice for a regression model provided
in the literature. In general, high-quality predictions for high dimensional feature spaces
are obtained with ensemble methods. Ensemble methods use multiple machine learning
models to obtain a better prediction quality than could be obtained from one of these
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models alone [26]. A large number of relatively simple models are combined to obtain one
stronger prediction model. A common ensemble technique is random forests [27], which
averages the models the ensemble consists of. We choose to use gradient boosting [28],
which is fast and has proven to be successful in practical applications [26]. The design of
the prediction approach also allows for other regression models as long as the loss function
of the regression can be chosen, for which the reasons will be discussed in Section 5.4.

The main idea of gradient boosting is to add new models to the ensemble sequentially.
At each iteration, a base-learner [29] model is trained on the error defined by the loss
function of the whole ensemble learned so far. The base learner model is a simple model
that performs slightly better than random. Commonly used base-learner models are small
regression trees [26], which we also consider in this research. The parameters that are
defined by the user are the number of iterations T and learning rate ρ. When the gradient
boosting algorithms uses tree-based models as base learners, the maximum depth of the
trees should also be specified. This is usually a small number and optimal results are ob-
tained for a depth size of approximately 5 [26]. The default values in the Python package
scikit-learn [30], that also uses regression trees as base learners, are T = 100, ρ = 0.1, and
a maximum depth of 3. The ensemble model is updated at each iteration by taking the
model so far plus the new fitted model weighted by the learning rate.

The first step to create the gradient boosting model is to compute a constant value that
best predicts the response variables in the training data. When the squared error loss is
used, this value is similar to the average value of the response variables. Next, T iterations
are performed, where we have to perform the following tasks:

1. For each case, we compute the error.

2. We fit a new base-learner model on the errors.

3. We compute the optimal values for the leaves.

4. For each case, we make a new prediction.

We illustrate the tasks with an example. Consider the training data in Table 4.1 that
consists of three cases. Each case has a feature case type and supplier type and the
response variable is remaining time. We build a gradient boosting model on the training
data by performing one iteration, setting the learning rate to ρ = 0.1 and the maximum
tree depth to 1. We consider the squared error loss to compute the error. In the first step
of the algorithm, referred to as iteration 0, we compute the average value of the response
variables, which is in the example 7 days. The errors of the prediction after iteration 0
are 3 days, -4 days, and 1 day, which are the differences between the true values and the
predicted value. In the next iteration, a base-learner model is fitted on the errors. The
fitted model is shown in Figure 4.2, which splits the training data on the feature supplier
type. When the supplier type of a case is machinery, 2 days are predicted, and, when the
supplier type is not machinery, -4 days are predicted. The values in each leaf minimizes
the error of the cases that end up in that leaf. Case 1 and case 3 have both supplier type
machinery and the errors after the previous iteration were 3 days and 1 day, respectively.
The minimum error is obtained by taking the average of the two values, so the value of
the leaf becomes 2 days. The next prediction is made by taking the predicted value in
iteration 0 plus the predicted error in iteration 1 multiplied by the learning rate. The
result is that the errors after iteration 1 are all smaller than the errors after iteration 0.
A prediction for a new case is based on the final ensemble and computed similarly.
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Table 4.1: Example training data that consists of three cases with features case type and
supplier type and that have a remaining time as response value. The error in prediction
after iteration 0 and iteration 1 is listed.

Case type Supplier type Remaining time Error iteration 0 Error iteration 1

1 Small invoice Machinery 10 days 3 days 2.8 days

2 Small invoice Office supplies 3 days -4 days -3.6 days

3 Medium invoice Machinery 8 days 1 day 0.8 days

Figure 4.2: Base-learner that splits the data on supplier type. When supplier type is
machinery, 2 days are predicted, otherwise -4 days are predicted.

Complexity

Let N be the size of the training data, T the number of iterations, and d the dimension
of the feature vector. We consider the number of leaves in each tree to be constant.
Computing the average value of the response variables in the training data takes O(N)
time. Next, there are T iterations, where we have to perform the four tasks. Tasks 1, 3,
and 4 take O(N) time. Task 2 is more complex. The number of leaves is often much smaller
than the number of observations in the training data. Therefore, multiple observations
end up in the same leaf. A tree should be constructed such that the observations in the
leaves and the values in the leaves minimize the total error. This is a difficult optimization
problem, and approximate suboptimal solutions are often used [31]. A typical strategy
is to use a greedy, top-down recursive partitioning algorithm to find a solution. In this
approach, we start with all the training data and consider splitting on feature j. The
number of values on which the feature can be split is O(N). Therefore, to find on which
value feature j can best be split takes O(N) time. We compute the best value for all
features in the feature vector, which takes O(dN) time. We proceed to find the best split
in both branches. The depth is constant, so the total time of task 2 takes O(dN) time.
Therefore, the resulting running time for training a gradient boosting model is O(TdN).
For the prediction of a new observation, a prediction should be made for each tree in the
model, which results in O(T ) time.

4.3 Prefix extraction

The first step in creating the training data is to extract the prefix traces from the prefix
log. Using all prefix traces results in a training data set with the same size as the number
of events in the event log. When all prefix traces are used for training, the training time
increases considerably. Because, when a gradient boosting regressor is deployed, the size
of the training data contributes linearly to the training time. Also, when all prefix traces
are used, the training data contains relatively more prefix traces from cases that execute
many activities. Therefore, the prediction model is biased towards the cases that executed
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many activities, while these cases are not more important for the prediction than other
cases. Two possible solutions are to select prefix traces up to a length k and to select
prefixes using gaps of size g, such that prefixes with, for example, length 1, 1 + g,1 + 2g,
etc. are selected. However, these solutions introduce the problem that partial traces of a
certain length are not well represented in the training data. Therefore, we propose to use
a combination of the two solutions by selecting a maximum of l number of prefix traces
of a case with random gap sizes. When l =∞ and g = 1, all prefix traces are selected for
the training data.

Processes are dynamic, i.e., the process execution changes over time. Therefore, using
all available cases in the event log may not be representative for open cases. For making
predictions based on a representative training data set, only the cases that have a pro-
cess execution according to a similar process model should be taken into account. The
domain expert should decide from which moment on cases are representative for the cur-
rent process execution. The prediction quality depends on the size of the training data.
When more cases are available for training, the prediction quality increases [32]. This may
introduce problems for performing predictions the moment shortly after changes in the
process. In that situation, not enough data may be available to train the models on such
that reliable predictions can be made.

We do not further evaluate which parameter choices of l and g obtain the best results,
since it is considered to be out of the scope of this research. In the invoices data set, a year
of recorded events is available and we assume that the process did not change significantly
over time. Therefore, we make predictions for the open cases based on all prefix traces in
the prefix log.

4.4 Trace bucketing

The next step in the prediction approach is to divide the prefix traces into buckets. Trace
bucketing is not required to train a prediction model, since also a single model could be
trained on all prefix traces. We choose to apply trace bucketing, since we aim for an ap-
proach that provides an intuitive set of similar prefix traces. The base value of the training
data set, i.e., the average remaining time of the prefix traces, can be interpreted better
than in the approach when no trace bucketing is applied. The type of bucketing does not
seem to have a large influence on the prediction quality [14], but it does affect the training
time of the prediction model. There is a performance benefit of training multiple models
with a small amount of the data to training a single model with all the data. However, a
requirement for trace bucketing is that each of the buckets contains enough training data
to learn from, otherwise the prediction quality decreases. A commonly used rule of thumb
is that the minimum number of observations in the training data should be 10 times the
number of features [33]. Four main approaches for trace bucketing are distinguished for
trace bucketing as described in Chapter 2: kNN, clustering, prefix length, and state.

The kNN approach provides an intuitive set of similar cases. However, the computa-
tional costs are very high. Each time a new prediction is made, the k-nearest neighbors
in the training data are recomputed and a model is trained. The clustering approach
allows for training the models prior to the prediction. At the moment of prediction, the
prediction model is used that is trained on the cluster with similar prefix traces to the
partial trace. However, this cluster may not exist, such that no trained model is available
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for the prediction. Also, multiple clusters may contain similar prefix traces, such that a
decision should be made which cluster is used for the prediction. In the situation that
such a cluster exists, a description of the cluster about why these prefix traces are similar
to the partial trace may be hard to give. The prefix length approach is intuitive in terms
of the base value of the training data. However, when a case has executed many activities,
no model or a trained model based on few cases may be available. Also the state bucketing
approach is intuitive in terms of the base value of the training data. This approach can
be applied when an explicit representation of the process model is used, for example, in
the form of a transition system. However, the approach suffers from the same problems
as the prefix length approach that a model may not exist or is trained on too few cases to
make a reliable prediction.

The prefix length and state bucketing approach are considered to have the most intu-
itive base value per bucket. However, we consider an implicit approach and we do not
have, therefore, a notion of process states such that the state bucketing approach can be
applied. When the prefix length approach is applied, we cannot guarantee that trained
models are available for all partial traces. Therefore, we adapt the state bucketing ap-
proach in which we train a prediction model per activity instead of per state. Each bucket
contains prefix traces with the same last known activity. The base value of the training
data of each bucket is the average remaining time of the prefix traces in the bucket to case
completion, which is also considered as an intuitive base value. In Table 4.2, the bucketing
approach is illustrated with an example in which three buckets are created to which the
prefix traces of < RI, RI, CI, PI > and < CI, RI, CI, PI > are assigned.

We ignore the repetitions of activities in a trace. When an activity occurs multiple times,
each prefix trace up to that activity ends up in the same bucket. Therefore, we can assure
that the number of models that have to be trained are limited to the number of activities in
the process model and does not depend on the number of times activities may be executed.
When an open case executes for several repetitions the same activity, we can use the same
trained model for the prediction. The fact that an activity is executed multiple times is
encoded in the feature vector, which will be described in Section 4.5, and is, therefore, still
used as information to make the prediction. If we were to take repetitions into account,
we would train multiple prediction models. The number of prediction models increases
with the number of times an activity is executed by closed cases. When we train multiple
prediction models per activity, we have a more intuitive set of similar cases than in the
situation repetitions are ignored, since it most likely has an impact on the remaining time
whether an activity is executed for the first time or, for example, the second or the third
time. However, the size of the training data per model decreases. Therefore, for an open
case that executes an activity repeatedly, the prediction is made on a smaller training
data set than in the situation repetitions are ignored. Also, when an open case executes
an activity many times, no prediction model may be available to make the prediction.

4.5 Feature encoding

The prefix traces are encoded in feature vectors, such that they can be used as input for
training a prediction model. How the prefix traces are encoded in feature vectors has an
influence on the resulting prediction quality of the model and on the explanations that are
provided. The model takes the feature vectors as input for training and makes predictions
based on the learned dependency in the feature vectors. Therefore, the explanation of why
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Table 4.2: Resulting trace bucketing with buckets for the activities receive invoice (RI),
check received invoice (CI), and pay invoice (PI), for the traces < RI, RI, CI, PI > and
< CI, RI, CI, PI >.

Receive invoice (RI) Check received invoice (CI) Pay invoice (PI)

< RI > < CI > < RI, RI, CI, PI >

< RI, RI > < RI, RI, CI > < CI, RI, CI, PI >

< CI, RI > < CI, RI, CI >

a prediction is made depends on the encoded information in the feature vectors.

Most accurate prediction results are obtained by using an aggregation encoding, i.e., the
frequencies of activities rather than the order of activities are encoded [14]. A requirement
to train a prediction model is that all feature vectors should have the same length. The
result of aggregation encoding is that all encoded prefix traces have the same length and
can, therefore, be used to train a single model. Using aggregation encoding would allow
for our trace bucketing strategy that we can train a model on prefix traces based on their
last known activity and independent of their lengths.

For the encoding of the control-flow attributes, we use an aggregated encoding. For
the encoding of the categorical case attributes, we use a one-hot encoding. The result
of one-hot encoding is a vector of values (v1, . . . , vm) for m categories of the categorical
attribute, where vi = 1 if the value corresponds to the i-th category and vj = 0 for all
i 6= j. We categorize the numeric case attributes and also apply the one-hot encoding.
We do not use the numeric case attributes as they are, since the explanations are assumed
easier to interpret when well distinguishable categories are used. A category in which a
numeric value falls is easier to relate to other categories than to all numeric values. For
the categorical event attributes, we use an aggregation encoding similar to the encoding
of control-flow attributes. We encode the frequency of the number of times a category of
an event attribute occurred. The numeric event attributes require a less straightforward
encoding, for which two approaches are considered:

• Last state encoding. The last known value of an event attribute is used for the
feature encoding. A disadvantage is that it disregards all information from the past.

• Aggregation encoding. All information is used for the feature encoding, but the
order of the events is ignored. We can use general statistics, such as the sum or
average value of an event attribute.

It depends on the meaning of the numeric event attribute which of these encodings is most
appropriate to use. For example, for an event attribute that stores the costs associated
with an activity, it makes more sense to know the total costs so far than to use the last
known cost. However, in a medical treatment process, for the value of an attribute indicat-
ing the health of that person, it is more important to know the last value than the average
or total value so far. To have a more general approach, we use the aggregation encoding in
which we can apply multiple functions to the numeric values. The length of the resulting
feature vectors depends on the number of activities, the number of categorical attributes
with the number of categories per attribute, and the number of numeric attributes with
the number of aggregation functions applied to them. For each prefix trace, we compute
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the remaining time until case completion and add this information as the dependent vari-
able to the feature vector. The remaining time is computed in such a way that it includes
the time of the current activity.

When an attribute has missing values, these are encoded as a separate value. The in-
formation that the value is missing can have a predictive value to the remaining time
prediction and is, therefore, considered as a separate value.

4.6 Attribute selection

We only select the attributes to be encoded in the feature vector that have an impact
on the prediction quality. We want to encode only relevant attributes, because training
the models with less features is faster and explanations are less complicated. We do not
include, for example, the case ID in the feature encoding. The case ID is unique for each
case and, therefore, has no predictive value. Also, when an attribute is always the same in
each case, it has no predictive value and can, therefore, be ignored in the feature encoding.

The first step in the attribute selection is to remove attributes with only one category
and attributes with a high number of categories. When the number of categories is large,
the one-hot encoding increases the dimensionality of the feature vector significantly. To
avoid that the dimensionality of the feature vector increases, Verenich [13] marks infre-
quent categories that appear in at least ten training samples as other. However, this
category has no explanatory value for the user when it is included in an explanation.
Therefore, we remove the whole attribute when the number of categories is large. There
exists no general threshold that indicates when the number of categories is too large to
have predictive value. The threshold of when the number of categories is too large can
be defined based on the relative number of categories with respect to other categorical
attributes and the size of the training data. The control-flow attributes are not removed
from the data, even for infrequent activities, because the choice of prediction model de-
pends on the last known activity. The numerical attributes are also not removed from the
data, since they do not have a large impact on the dimensionality of the feature vector.

The next step is to analyze for the remaining categorical attributes whether they have
a predictive value. For this purpose, we compute the distribution of remaining times of
the prefix traces per category. If it makes no difference to the remaining time, based on
the median or the variance, which category of an attribute corresponds to the prefix trace,
we assume that the attribute has no predictive value and we do not select the attribute
for feature encoding. When for at least one category of the event attributes the remaining
times differ, we select the attribute. We can inspect boxplots or determine statistically to
select attributes. We can apply a statistical test to test the hypothesis for differences in
the median (Kruskal-Wallis test [34]) or differences in the variance (Levene’s test [35]).

Example

To illustrate the selection of attributes to be included in the feature encoding, we ap-
ply the describe method for attribute selection on the invoices data set. The invoices
data set consists of 23,899 closed cases with a total of 132,341 events, which implies that
we have also 132,341 prefix traces in the training data. A summary of the attributes is
given in Table 4.3. The attributes case type, case owner, supplier (type), customer (type),
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Table 4.3: Summary of the available attributes in the invoices data set.

Attribute Number of categories

Activity 14

Case type 4

Case owner 23

Supplier 2460

Supplier type 4

Customer 287

Customer type 5

Amount 5

Country 7

Team 8

User 590

and amount are categorical case attributes and country, team, and user are categorical
event attributes. Based on the large number of categories, we do not select the attributes
supplier, customer, and user and do not further analyze the predictive quality of these
attributes.

In Figure 4.3, we visualize using boxplots the distribution of remaining times per category
of the case attributes. The remaining time distributions of the attributes case type, case
owner, supplier type, and amount differ between the different categories, which indicates
that there is some relationship between the category and the remaining time. Customer
type shows very similar remaining times for the categories discount, impulsive, and normal
customer. The categories internal and partner differ from the others. We further analyze
whether we should select the customer type from the attributes. When we look at the
distributions, the customer type internal and the case type employee declaration show the
same distribution. This may indicate that the customer type internal is already encoded
as information in the case type attribute. When we analyze the data, we see that all
observations with customer type internal are also the observations with case type employee
declaration. The same result holds for the category partner as attribute value in case type
and customer type. When we do not select the attribute customer type, this does not
remove information from the dataset and, therefore, does not decrease the prediction
quality. We can remove the customer type from the data without losing any information.
For both the categorical event attributes country and team, the distribution of remaining
time differs for at least one category and we select them to be encoded.

4.7 Conclusions

In this chapter, we have discussed the prediction approach for process remaining time
predictions that allows for understandable predictions. As discussed in the introduction,
we aim for an approach independent of the prediction model. In Chapter 3, we concluded
that we do not want to rely on an explicit definition of a process model.
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Figure 4.3: Remaining time distribution of the categories per case attribute. For a clear
view of the distributions, the outliers are removed from the charts.
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Regression algorithm

We use a gradient boosting model for the predictions, because it is fast and has proven to
be successful in practical applications. We analyzed the complexity of the algorithm and
concluded that training takes O(TdN) time and making a prediction O(T ) time. There-
fore, we made design choices to decrease the size of the training data and the dimensionality
of the feature vector to decrease the training time.

Prefix extraction

We limit the size of the training data by selecting a maximum of l prefixes of a complete
trace with random gap sizes g. This also removes a possible bias towards cases that
executed many activities. We also limit the size of the training data by only taking into
account the traces that have a process execution according to the current process model.

Trace bucketing

We divide the prefix traces into buckets based on the last known activity, such that we
have a more intuitive set of similar cases. This also has a positive effect on the training
time. We motivated the choice for adapting the state bucketing approach, in which we
only consider the last activity. This approach is considered the best approach, because
of the intuitive base value per bucket and the guarantee that always trained models are
available for prediction.

Feature encoding

How prefix traces are encoded in feature vectors influences the explanations that are
provided. We use an aggregated encoding in combination with one-hot encoding, because
it allows for accurate predictions and the features can be well interpreted.

Attribute selection

We discussed a method to select attributes to limit the number of features that are en-
coded to decrease the training time and to have less complicated explanations. We select
attributes based on the number of categories of an attribute and differences in remaining
time distribution between the categories.
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Explanation framework

In this chapter, we address the second research question (RQ2) about how we can support
the user in understanding why a prediction is made. We develop an explanation frame-
work, in which we combine several explanation techniques, that explains remaining time
predictions. As discussed in the introduction, we aim for a model-agnostic explanation
method to explain the model’s decision logic for individual predictions. Several methods
for the explanations of predictions are described in the literature based on feature con-
tributions, but they do not consider the specific domain of process predictions. Also, no
research is done on what users need for a (combination) of explanations to eventually
trust the model and the predictions it makes, such that they can base decisions on the
predictions. Since a user has to act on individual predictions and, therefore, has to trust
and understand individual predictions rather than to understand the whole model, we
focus on local explanations.

To define what type of explanations users need, we incorporate users at different stages in
this research. We have conducted orienting interviews to define the requirements for the
explanation framework. Throughout the development process, we have received feedback
from analysts and application developers at ProcessGold to improve the framework and
to validate decisions.

5.1 Overview

We have conducted orienting interviews with two consultants and a product owner at
ProcessGold to define which information is required to understand and trust a prediction.
We asked them to think about these requirements in the role of a business analyst. We
used this information to determine which components the explanation framework should
consist of. We explained to the interviewees the motivation for our research that we aim
to develop an explanation framework to support the business analyst in decision making
based on predictions. We discussed with the interviewees the situation in which the busi-
ness analyst is only provided with a predicted remaining time value. The main question
that is asked during the interviews is:

What information do you need to understand and trust the remaining time
prediction?

The following points summarize the opinions of the interviewees:
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• When the properties of an open case that lead to the prediction can be inspected,
the user can relate their domain knowledge about the process execution to the pre-
diction that is made. The prediction is easier to trust when the model’s decision
logic for a prediction is similar to the intuition of the user. Also, trust in the model is
not violated if the model can explain why a prediction is made that does not match
the intuition of the user, because, for example, the model misses important informa-
tion that the user does have. These explanations about a prediction are especially
interesting when unwanted behavior, such as exceeding a deadline, is predicted.

• When closed cases similar to the open case can be given, trust in the prediction is
increased. The idea is that similar cases also have a similar remaining time. For
example, when the remaining time prediction for an open case is 5 days and similar
cases in the training data also have a remaining time of about 5 days, the predicted
value is understandable.

• Trust in the model is mainly based on its performance. When insights into the
trustworthiness of a prediction are given at the moment the prediction is made, the
user’s trust in the model is not violated when predictions with a low trustworthiness
turn out to be incorrect.

• When the prediction of remaining time can be related to the expected process exe-
cution, it gives insight into which aspects of the process have the most influence on
the predicted remaining time and the certainty in the prediction.

Not all users may need the same types of explanations to understand and trust the pre-
diction. Also, for the predictions of some open cases, it may be enough to only assess the
trustworthiness, while for other predictions, the properties that lead to the prediction need
to be inspected. We develop a framework that consists of a combination of explanation
techniques such that a user can decide which explanations suits their need best. Based on
the interviews, we provide explanations that answer the following four questions of users
that they need to understand and trust a prediction:

1. How do the attributes of an open case lead to the predicted value?

2. Which cases in the training data are similar to the open case?

3. What is the trustworthiness of the prediction?

4. How influences the process execution the prediction?

To answer these four questions, we determine that the explanation framework should con-
sist of two main components: feature contributions and similar cases to the open case. The
first question is addressed by the feature contributions component. The attributes that
lead to the predicted value are given by feature contributions in the form of SHAP values.
These are local post-hoc model-agnostic explanations of a prediction. In Section 5.2, we
explain the theory behind SHAP values and the motivation to use them for the computa-
tion of feature contributions in the explanation framework. The other three questions are
addressed by the similar cases component. In Section 5.3, we first define the set of simi-
lar cases to the open case and discuss the computations that are involved. Based on the
explanation of similar cases, the user has the information to understand why a certain pre-
diction is made. We compute the distribution of remaining times and a prediction interval
to give the user more insight into the predicted value and the certainty of the prediction.
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Table 5.1: Overview of the components of the explanation framework with their goals and
methods to achieve the goals.

Component Goal Method

Feature
contributions

Understand what leads to the
prediction

SHAP values

Similar cases Understand the predicted value Prediction interval

Distribution of remaining times

Assess the trustworthiness of
the prediction

Visualization of the training data

Outlier prediction

Understand the process
influence on the prediction

Predictions at next steps in the
process

In Section 5.4, we discuss the motivation to provide a distribution of remaining times and
the method for computing the prediction interval. The training data on which the predic-
tion is based can be inspected to identify whether a prediction can be trusted. When the
open case is not well represented in the training data, the trustworthiness is lower than in
the situation that there are many similar cases. To support the user to identify whether a
case is well represented in the training data, we perform outlier prediction. In Section 5.5,
we discuss methods for visualizing the training data and outlier prediction. The predicted
remaining time and the certainty of the prediction can be contributed to the activities
that are expected to be executed in the process. At next steps in the process, we make
predictions for similar cases to the open case to give insight into how the prediction for
the open case may change in the remainder of its process execution. This is based on the
assumption that similar cases have similar process executions. In Section 5.6, we discuss
the method for predictions at next steps in the process.

5.2 Understanding what leads to the predicted value

Feature contributions are part of the explanation framework to provide the user with an
understanding of what leads to the prediction. Explanations that allow for understanding
the reasoning of a model behind predictions is included in the explanation framework,
because these explanations:

• Increase trust in a prediction. When the model’s decision logic for making a
certain prediction is made clear to the user and it matches the user’s intuition, trust
in predictions increases [5].

• Prevent that trust in the model is violated. When the model’s decision logic
for making a certain prediction is made clear to the user and it does not matches
the user’s intuition, trust in the model is not violated when the user understands
why a prediction may be incorrect [9].

• Suggest aspects of an open case that need attention. In the situation that,
for example, a deadline will not be made, it also shows which features contributed
the most to the prediction, which can be used as a suggestion of which aspects need
the user’s attention [6]. Therefore, it supports the user in their decision making.
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In this chapter, we describe the method that computes the feature contributions to the
prediction. For the computations of feature contributions, we use Shapley Additive Expla-
nations, also known as SHAP [36]. These are local post-hoc model-agnostic explanations
of a prediction based on the Shapley value [37]. We choose to generate an explanation
based on SHAP values, because it is the only explanation method with a solid theory that
has each of the following desirable properties [38]:

• Local accuracy. The sum of the feature contributions is equal to the prediction.

• Missingness. Features missing in the input have no contribution assigned.

• Consistency. Changing a model such that a feature has a larger impact on the
model, will never decrease the contribution assigned to that feature.

Methods for computing feature contributions that are not based on Shapley values violate
local accuracy and/or consistency [36].

In Section 5.2.1, we explain the theory behind Shapley values. In Section 5.2.2, we describe
how the theory of the Shapley values is used for the computation of feature contributions.
In Section 5.2.3, we discuss the interpretation of SHAP explanations specifically for the
explanations of process remaining time predictions based on control-flow and data at-
tributes.

5.2.1 Shapley values

The Shapley value is introduced as a solution concept of cooperative game theory [39]. In
a cooperative game, groups of players work together and obtain an overall profit. The
Shapley value is a unique solution to solve the problem to determine a fair payout of
the profit over the individual players based on the coalitions they formed. The intuition
behind the Shapley value is that the players enter a room in random order and all players
in the room participate in the game in some coalition. The Shapley value of a player is
the average change in the profit that the coalition already in the room receives when the
player joins them.

Formally, we have a set N of n players that cooperate in the game. A value function v
maps a subset of players S to the total expected sum of the payouts of the members of
S. We consider all possible orderings in which the players can enter the game and, for
each ordering, we compare the value of the payouts before and after a player has entered.
We compute the Shapley value of player i by taking the average of the payouts over all
subsets S of N not containing player i:

φi(v) =
∑

S⊆N\{i}

|S|!(n− |S| − 1!)

n!
(v(S ∪ {i})− v(S)) (5.1)

The Shapley values of all players form a unique solution with the following properties [9]:

• Efficiency. The payouts of the n players add up to the total profit:

n∑
i=1

φi(v) = v(N) (5.2)
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• Additivity. The payout over multiples games is the total of the payout for each of
the games:

∀i ∈ N : φi(v + w) = φi(v) + φi(w) (5.3)

• Symmetry. If players i and j contribute equally in all possible coalitions, the
payouts of these players are the same:

∀S ∈ N \ {i, j} : v(S ∪ {i}) = v(S ∪ {j})⇒ φi(v) = φj(v) (5.4)

• Null player. If a player does not contribute, the payout of that player is zero:

∀S ∈ N \ {i} : v(S ∪ {i}) = v(S)⇒ φi(v) = 0 (5.5)

5.2.2 Shapley additive explanations (SHAP)

In the context of game theory, we determine how much each player in a cooperative game
has contributed. When we consider a prediction as the game, we have features instead
of players and the feature values can be seen as the formed coalitions. The profit in this
context is the actual prediction minus the average prediction of the model. We can explain
how the features lead to the prediction by computing how to distribute the payout, i.e.,
the difference with the average prediction, over the features.

Shapley additive explanations (SHAP) belong to the additive feature attribution meth-
ods [36], in which the explanation is given in the form of a linear function of feature
importances. Additive feature attribution methods have an explanation model g that is a
linear function of binary variables [38]:

g(z) = φ0 +
d∑
i=1

φi · zi, (5.6)

where d is the number of features, φ0 the average prediction of the model, and zi indicates
whether the feature is observed (zi = 1) or unknown (zi = 0). The contribution of feature
i to the prediction is given by φi, which is from now on referred to as the SHAP value. To
compute the SHAP values, we define:

fx(S) = E[f(x) | xS ], (5.7)

where f is the prediction model, S is the set of observed features, and E[f(x) | xS ] is
the expected value of f when only the values of features in S are known. By using the
expectations of f as the value function in Equation 5.1 for computing the Shapley value,
we get the contribution of feature i:

φi =
∑

S⊆D\{i}

|S|!(d− |S| − 1)!

d!
(fx(S ∪ {i})− fx(S)), (5.8)

where D is the set of all input features.
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Interaction

SHAP values take into account the interactions between different features, because it com-
putes how the prediction of the model changes for each subset of feature values. A SHAP
value consists of a part that represents the main effect of the feature on the prediction
and the other part that represents the interaction effect with other features. To obtain
the SHAP interaction value of feature i with feature j, we compute [38]:

Φi,j =
∑

S⊆D\{i,j}

|S|!(d− |S| − 2)!

2(d− 1)!
∇i,j(S), (5.9)

when i 6= j and

∇i,j(S) = fx(S ∪ {i, j})− fx(S ∪ {i})− fx(S ∪ {j}) + fx(S) (5.10)

The SHAP interaction value is split equally between feature i and feature j, therefore
Φi,j = Φj,i. The main effect of feature i on the prediction can be obtained by subtracting
the interaction effect with all other features from the SHAP value:

φmain = φi −
∑
i 6=j

Φi,j . (5.11)

We consider the feature contributions to be too detailed to be useful for the user. There-
fore, we do not further consider the interaction effect as part of the explanation framework.

Contribution versus importance

The SHAP value per feature indicates its contribution towards the prediction, either pos-
itively or negatively. The SHAP value is computed based on the average effect in all
orderings. By taking the absolute value of the differences between the outcome with and
without the feature i in the orderings, we compute the importance of feature i towards
the prediction:

θi =
∑

S⊆D\{i}

|S|!(d− |S| − 1)!

d!
|(fx(S ∪ {i})− fx(S))|. (5.12)

Therefore, a SHAP value that has a contribution of zero does not imply that the impor-
tance of that feature is also zero. The importance indicates to what extent the feature
is important for the model to make the prediction, even when the contribution to the
prediction is zero.

Based on the interviews, we expect that the feature contributions are mostly inspected by
the user when, for example, it is predicted that a deadline will not be made. The SHAP
values of all features add up to the difference in the prediction and the average prediction
of the model, which may include both positive and negative SHAP values. When the user
can only inspect the feature importances, it is unknown which features have the largest
contribution to the fact that the deadline is predicted not to be made. The features that
have a negative contribution are not interesting to suggest to the user. Therefore, in the
remainder of this thesis, we consider only the feature contributions.
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Algorithms

The exact computation of SHAP values takes a long time to compute. This is caused by
the challenge of estimating E[f(x) | xS ] (Equation 5.7) efficiently and by the exponential
complexity in the number of features to compute the contribution of a feature i (Equa-
tion 5.8). The computation of SHAP values can be optimized by using approximations
such as, for example, a sampling procedure [40] or Kernel SHAP [36]. Specifically for
tree-based ensemble models, a fast exact computation is available, called Tree SHAP [38].

An approximation with Monte-Carlo sampling is proposed to compute the contribution of
a feature j to a prediction of observation x. A prediction is made for x, but with a random
number of feature values replaced by feature values from a random data point z, except
for the value of feature j. The difference in prediction is computed with the observation x,
but with a random number of features replaced by feature values from z, including the
value of feature j. This procedure is repeated for several iterations and all these differ-
ences are averaged, resulting in the approximate SHAP value of feature j. Kernel SHAP
is a method that ensures that with specific settings in the LIME algorithms, i.e., with a
particular loss function, weighting kernel, and regularization term, the SHAP explanation
can be approximated. Kernel SHAP requires fewer samples to achieve similar approxi-
mation accuracy. However, for approximation methods, feature independence is assumed.
Sampling from the distribution means ignoring the dependence structure between present
and absent features. If there exists a high dependency between feature values, this will
not be taken into account during sampling. Since the feature values of case attributes
are highly dependent, because they are encoded using a one-hot encoding, this is not a
suitable approach for computing SHAP values of process data.

When we assume that the number of leaves in the trees of an ensemble model is con-
stant, the complexity of computing a SHAP value is O(T2d), in which T is the number
of trees and d the number of features. Tree SHAP is an algorithm to compute the SHAP
values exact in a more efficient way. The intuition of the Tree SHAP algorithm is to
recursively keep track of what proportion of all possible subsets flow down into each of
the leaves of the tree. This is similar to estimate E[f(x) | xS ] simultaneously for all 2d

subsets S in Equation 5.8 and results in a complexity of O(T ).

5.2.3 SHAP explanation for process remaining time predictions

The prefix traces in the event log are encoded in feature vectors such that they can be used
as input for the prediction model. We consider three different types of attributes in a pre-
fix trace that are encoded: control-flow attributes, case attributes, and event attributes.
The encoding of the attributes in features has a direct effect on how the SHAP values of
the features are interpreted. To illustrate how the SHAP value should be interpreted, we
compute SHAP values for simple examples and discuss the interpretation. For illustration
purposes, we split up the feature vector and discuss the interpretation per attribute type.
For the explanation of a real prediction task, the SHAP values for the complete feature
vector are taken into account at the same time.

In Table 5.2, an extract of the event log from the invoices data set is shown. The ex-
tract consists of one open case that currently executes activity check received invoice (CI).
The case type is medium invoice and the country in which the event takes place is Ger-
many. In the following subsections, we discuss the computation and interpretation of
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Table 5.2: Extract of the event log from the invoices data set.

Case ID Status Event Timestamp Case type Country

3 Open Check received invoice - Medium invoice Germany

SHAP values for the case attribute, the activity, and the event attribute.

Case attributes

We consider three possible case types: small invoice, medium invoice, and high-level in-
voice. The case type of the open case is medium invoice. In Figure 5.1, the prediction
model is shown for the remaining time prediction based on the case type. If we know the
case type is medium invoice, we predict a remaining time of 3 days. If the case type is
unknown, we predict the average of the possible predicted values, which are 5 days. The
SHAP values of the features explain the difference of 2 days between the predicted value
and the average prediction of the model.

The case type is encoded using one-hot encoding as explained in Chapter 4. That means
that we have a feature vector of three features that each represent one of the case types.
In the example, the feature that represents medium invoice has the value 1 and the other
two features have the value 0. To compute the SHAP values, we use the expected value
of all possible subsets for which the feature values are known. In Table 5.3, these subsets
with the expected value are shown. If we only know that the case type is not small invoice,
the case type can be medium invoice or high-level invoice. Therefore, the expected value
is the average of 3 days and 10 days, which is 6.5 days. If we know the feature value of
medium invoice, we can predict 3 days. If we know at least two feature values, we can
always deduce that the case type should be medium invoice, because the case type can
only be one of the three possible values. Therefore, the prediction is 3 days when at least
two feature values are known in the subset.

For the computation of the SHAP values, we compute the difference between the ex-
pected value of the subsets without knowing the feature value of medium invoice and
with knowing the feature value of medium invoice. There are four subsets of feature val-
ues in which the value of medium invoice is not known, which are: {}, {small invoice = 0},
{high-level invoice = 0}, and {small invoice = 0, high-level invoice = 0}. For each of these
subsets, we compute the following:

h(S) =
|S|!(d− |S| − 1)!

d!
(fx(S ∪ {medium invoice = 1})− fx(S)), (5.13)

in which S is the subset, d the total number of features, fx(S ∪ {i}) the expected value
when the feature values of the features in S and of feature medium invoice are known,
and fx(S) the expected value when only the feature values of the features in S are known.
The SHAP value is computed by taking the sum of all h(S), for all subsets S. For the
empty subset {}, the computation is as follows:

h({}) =
0!2!

3!
(fx({medium invoice = 1})− fx({})) =

1

3
(3− 5) = −2

3
(5.14)
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Figure 5.1: Prediction model based on case types. If case type is small invoice, 2 days
are predicted. When case type is medium invoice, 3 days are predicted. When case type
is not small invoice or medium invoice, the case type is high-level invoice and 10 days are
predicted.

Table 5.3: Subsets of known feature values with the expected value when the case type is
medium invoice.

Subsets of known feature values Expected value

{} 5 days

{small invoice = 0} 6.5 days

{medium invoice = 1} 3 days

{high-level invoice = 0} 2.5 days

{small invoice = 0, medium invoice = 1} 3 days

{small invoice = 0, high-level invoice = 0} 3 days

{medium invoice = 1, high-level invoice = 0} 3 days

{small invoice = 0, medium invoice = 1, high-level invoice = 0} 3 days

By taking the sum of all four subsets S in which medium invoice is not present, this results
in the following computation of the SHAP values for the feature medium invoice:

φM =
1

3
(3− 5) +

1

6
(3− 6, 5) +

1

6
(3− 2, 5) +

1

3
(3− 3) = −7

6
≈ −1, 17 (5.15)

The SHAP values for small invoice and high-level invoice are computed similarly, which
are φS ≈ 0.58 and φH ≈ −1, 41.

When we add the SHAP values of each of the features, we have a total contribution of -2
days that explains the difference between the predicted value and the average prediction
of the model. These computations show that we can add the individual SHAP values to
obtain the total contribution of the attribute case type. We see, based on the individual
feature contributions, that the largest contribution comes from the fact that the case type
is not high-level invoice. This is an advantage of using the one-hot encoding, such that
we can see which feature value contributed especially to the prediction.

Activities

In the example, the current activity that is executed is check received invoice and no other
activities are executed before. The training data on which the prediction is based for this
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Figure 5.2: Prediction model based on activities. If request data (RD) is not executed
and check received invoice (CI) once, 6 days are predicted, and, if check received invoice is
executed more than once, 1 day is predicted. If request data is executed and check received
invoice once, 9 days are predicted, and, if check received invoice is executed more than
once, 4 days are predicted.

case are all prefix traces with the activity check received invoice as last known activity. We
consider in the example three possible activities: request data, check received invoice, and
pay invoice. In the training data, we consider that the activity request data is sometimes
executed before check received invoice. The activity pay invoice is never executed and the
activity check received invoice is either executed for the first time or the second time. In
Figure 5.2, the prediction model is shown for the remaining time prediction based on the
activities. If we know request data is not executed and check received invoice once, we
predict a remaining time of 6 days. If the activities are unknown, we predict the average
of the possible predicted values, which is 5 days. The SHAP values of the features explain
the difference of 1 day between the predicted value and the average prediction of the model.

The activities are encoded using an aggregated encoding as explained in Chapter 4. That
means that we have a feature vector consisting of the same number of features as activities.
Each feature represents one activity that has the value of the frequency that activity is
executed. In the example, the feature that represents check received invoice has a value 1
and the features that represent request data and pay invoice have a value 0. We compute
the SHAP values of each of the features in a similar way as for the case attributes. In Ta-
ble 5.4, the subsets for which the features values are known are shown with their expected
value. If we know the feature value of request data, we predict 3.5 days, because we take
the average of 6 days and 1 day. If we know the feature values of request data and check
received invoice, we can predict 6 days. The feature value of pay invoice has no impact
on the prediction, since this activity is never executed and has therefore no predictive
value in this training data set. The resulting SHAP values for each of the features are:
φRD = −1.5, φCI = 2.5, and φPI = 0.

We see that pay invoice has no contribution to the remaining time prediction. This is
expected, since pay invoice is never executed before the current activity check received
invoice and has, therefore, no predictive value. We see that a positive contribution comes
from the fact that check received invoice is executed once. In the prediction model, we can
see that the predicted remaining time is longer when check received invoice is executed
for the first time than for a second time or more. This could be the result of that check
received invoice is often executed for a second time in the training data. This means
that the average remaining time when check received invoice is executed for the first time
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Table 5.4: Subsets of known feature values with the expected value when the activities
request data and pay invoice are not executed and check received invoice once.

Subsets of known feature values Expected value

{} 5 days

{RD = 0} 3.5 days

{CI = 1} 7.5 days

{PI = 0} 5 days

{RD = 0, CI = 1} 6 days

{RD = 0, PI = 0} 3.5 days

{CI = 1, PI = 0} 7.5 days

{RD = 0, CI = 1, PI = 0} 6 days

is usually longer than check received invoice is executed for the second time. We see
that a negative contribution comes from the fact that request data is not executed. In the
prediction model, we can see that the predicted remaining time is on average shorter when
request data is not executed. This could be the result of that request data is sometimes
executed which causes a delay in the time to case completion. From this example, we see
that activities that are not executed or activities that are fewer times executed than in
other cases can have different effects on the remaining time prediction. It can affect the
prediction in two ways: the contribution to the remaining time is positive, because the
activity still has to be executed, or the contribution to the remaining time is negative,
because the activity is not executed, which has a positive effect on the case completion
time. Therefore, it is important for the interpretation of SHAP values of activities to know
whether activities are expected to be executed in the remainder of the process execution
or not.

Event attributes

In the example, the current activity check received invoice takes place in Germany. The
categorical event attributes are also encoded using an aggregated encoding. That means
that we have a feature vector with a feature representing Germany and with features
representing the other countries in which events may take place. The feature values are the
number of times an activity takes place in that country. As opposed to case attributes, one
feature value does not say anything about the values of other features. The interpretation
of SHAP values of event attributes are, therefore, more similar to SHAP values of activities.
However, an interpretation is more difficult, because we do not take into account in the
encoding which activities are executed in which country.

5.3 Explanation by similar cases

We provide the user with an explanation by similar cases in the training data to the open
case. This supports the user in understanding the prediction in different ways:

• Understanding the predicted value. Based on the assumption that similar cases
have similar remaining times, the user can compare the predicted remaining time to
the remaining times of similar cases to the open case.
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• Assessing the trustworthiness of the prediction. When an open case is not
well represented in the training data, the prediction is considered less trustworthy
than in the situation that there are many similar cases. The user can inspect the
training data to see whether there are similar cases to the open case to assess the
trustworthiness of the prediction.

• Understanding the process influence on the prediction. The predicted re-
maining time and the certainty of the prediction can be contributed to activities that
are expected to be executed in the process. Based on the assumption that similar
cases have a similar process execution, the user can inspect the process executions
of similar cases to the open case to see how the process execution may look like for
the open case. At next steps in the process, predictions are made for similar cases to
the open case to give insight into how the prediction for the open case may change.

A requirement to provide the above information is that we have a definition of a set of
similar cases. The training data for an open case is, by design of the prediction model,
similar with respect to the last known activity that is executed. However, there are
differences between the cases in the training data with respect to the activities that are
executed before and the data attributes. Therefore, it is still relevant to define similar
cases within each bucket of training data. We consider two methods on which a set of
similar cases can be based:

• SHAP values. Similarity between cases is based on a similar contribution to the
prediction.

• Feature vector. Similarity between cases is based on similar control-flow and data
attributes.

In the method using SHAP values, vectors consist of SHAP values, which implies that
all values are in the same units as the prediction, i.e., if the remaining time prediction is
given in days, each of the SHAP values is also given in days. This means that a difference
in any of the values is comparable to a difference in any other value. Using SHAP values,
variations in the feature values only affect the similarity if those variations have an impact
on the remaining time prediction. A possible problem with the interpretation of similarity
based on SHAP values is that cases with similar SHAP values do not have to have similar
feature vectors.

In a feature vector, the vector consists of feature values, which may represent different
units. Some values may indicate a frequency, while other values may indicate a numerical
value. As a consequence, the feature values should be scaled first before the similarity
between any two feature vectors can be computed correctly. Similarity based on feature
vectors gives more insights into the training data that is used for the prediction. These
values are also intuitive, since the feature vectors can be translated back into values that
are familiar to the user. For example, when the occurrence of an activity is encoded by
the value 1, it can be easily communicated to the user that the activity is executed. When
the SHAP value of the activity is 20, it is not related to the input data. Therefore, it is
more difficult to communicate the similarity to the user in an understandable way.

In both methods, we have high-dimensional vectors between we have to determine simi-
larity. When the number of features is large, it introduces problems in determining which
cases are similar, also known as the curse of dimensionality [41]. Also, for the user, it is
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more difficult to see with a large number of feature values to which extent any two cases
are similar.

Because similarity based on feature vectors gives more insight into the training data and
because feature values are more intuitive, we define the set of similar cases based on feature
vectors. To overcome the problem that feature values may be of different units, we scale
the feature values such that the distance between any two vectors can be computed, which
is discussed in Section 5.3.1. To overcome the problems caused by the high-dimensional
feature vectors, we apply principal component analysis (PCA) [12]. In Section 5.3.2, we
discuss the application of PCA. Based on the similarity between cases in the transformed
data, a neighborhood can be defined, which is a set of cases that have a certain degree of
similarity to the open case. In Section 5.3.3, we discuss the notion of neighborhoods.

5.3.1 Feature value scaling

Feature vectors may contain feature values that are of different units. To compute the
similarity between any two feature vectors correctly, the feature values should be scaled
first. In Section 4.5, we discussed the encoding from prefix traces into feature vectors.
The resulting feature vectors contain the following data:

• Case attributes. The encoding of a case attribute results in a feature for each
category. Using the one-hot encoding, one of the features has a value 1 and the
other features have a value 0.

• Activities. The encoding of activities results in a feature per activity. The feature
values are the frequency of the activity in the prefix trace.

• Event attributes. The encoding of categorical event attributes results in a feature
per category. The feature values are the frequency the category occurred in the prefix
trace. The encoding of numerical event attributes result in a feature per aggregation
function that is applied. These feature values can be any numerical value.

The frequencies of case attributes and activities are often small. The frequency of a case
attribute is at most 1 and the frequency of activities is only more than 1 when an activity
is executed more than once, which is often not common behavior. Since event attributes
can be encoded in any numerical value as opposed to the frequencies of the feature values
of case attributes and activities, the feature vectors used in our approach may contain fea-
ture values of different scales. Another property of the feature vectors is that the vectors
are sparse, i.e., the vectors contain many zero values.

An often-used method for scaling the data is to center it around zero by subtracting
the mean and divide by its standard deviation [42]. However, this is not the right method
in our situation. We have sparse data and centering the data removes the sparse structure.
An alternative method is to scale the data to lie between a minimum and maximum value.
The method that scaled each feature value by the maximum absolute value of that feature
is the most appropriate to use in our situation, since it is robust to very small standard
deviations of features and preserves zero entries in sparse data [30]. The scaled value of a
feature value x is computed as follows:

xscaled =
x

max(abs(x))
. (5.16)
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5.3.2 Dimensionality reduction

When we have scaled the feature values, the data is preprocessed correctly such that we
can apply dimensionality reduction. We apply dimensionality reduction to the feature
vectors by applying PCA, which reduces the dimensionality of a data set by transforming
the input to a lower dimension by keeping most of the information that is available in
the input. The new features are called the principal components. For this method, the
feature values are required to first be scaled, since the transformation is sensitive to the
variance. We do not go into mathematical details about how the principal components
are computed, but give an intuitive overview of the computations involved in PCA.

Principal components represent the directions of the data that explain the maximum vari-
ance. The first principal component maximizes the variance of the input data. The second
principal component accounts for the next highest variance with the condition that it is
perpendicular to the first principal component. The maximum number of components is
equal to the dimensionality of the feature vectors. Distances between data points that are
far from each other in the original space are preserved in the transformed space. However,
data points that are close to each other in the original space do not necessarily preserve
their relative distance. Although, when data points are close to each other in the original
space, they are still close to each other in the transformed space.

The number of principal components that is used for the transformation can be cho-
sen as long as this is at most the dimensionality of the feature space. We reduce the
dimensionality of the feature vectors to only two dimensions. By transforming the feature
vectors to a 2D vector, we most likely lose some of the information about why cases are
similar. However, 2D vectors can easily be visualized as opposed to higher dimensions,
which simplifies the analysis of the training data for the user. Also, not only for a user
it is easier to see similarities between feature vectors with a lower dimension, algorithms
can more easily identify similarities, since the contrast between distances increases with
decreasing dimensionality [41].

5.3.3 Neighborhood

For an open case, we apply the same feature scaling and PCA transformation as to the
cases in the training data. Therefore, the open case can be compared to the cases in the
transformed training data. Distances themselves between cases give no information about
how similar cases are. Only the relative distances between cases tell us whether cases are
more similar to each other than to other cases [43]. We do not provide a threshold on the
distance that indicates that cases are similar, because this varies between training data
sets. We let the user decide on which cases can be considered similar by inspecting the
transformed training data. The training data and the open case can be visualized in an
abstract 2D space. If the data consists of well distinguishable clusters, the user can select
the cases in a cluster of an open case as similar cases. If the cluster is too big or not
well distinguishable, the user can select the number of cases that are the closest to the
open case. By describing the cases that are selected, the user is supported in determining
whether the selected cases can be considered similar. In the remainder of this thesis, we
refer to the selection of similar cases to the open case defined by the user as the neighbor-
hood of an open case.

Consider the example of the training data of activity check received invoice. The training
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Figure 5.3: Training data of activity check received invoice, consisting of 21,441 cases in
which nine large clusters can be distinguished after PCA transformation.

data consists of 21,441 cases and contain 67 different features. The transformation of these
cases to 2 abstract features is shown in Figure 5.3. In this figure, we can distinguish nine
large clusters in which cases are more similar within the clusters than to cases of other
clusters. We focus on two of these clusters to illustrate this. We refer to the cluster in
the top left as cluster A and to the cluster on the bottom right as cluster B. A description
of these clusters based on the case attributes case type and amount is given in Table 5.5.
Cluster A contains only case types small invoice and all have an amount of 10k-100k.
Cluster B contains no case types small invoice, but more than on average the other case
types. Most of these cases have an amount 100k-1M.

Table 5.5: Description of cluster A and cluster B based on the case attributes case type
and amount. The percentage of cases in the cluster that fall in a certain attribute category
is given with respect to the percentage of cases of all training data.

(a) Case type

Small invoice Medium invoice Partner Preferred supplier High-level invoice

All 74% 11% 8% 5% 1%

Cluster A 100% 0% 0% 0% 0%

Cluster B 0% 56% 25% 14% 6%

(b) Amount

Less than 1k 1k - 10k 10k - 100k 100k - 1M More than 1M

All 3% 19% 63% 13% 1%

Cluster A 0% 0% 100% 0% 0%

Cluster B 1% 24% 0% 68% 7%
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Figure 5.4: Remaining time distribution of cluster A and cluster B in days. For a clear
view of the distributions, the outliers are removed from the charts.

5.4 Understanding the predicted value

Based on the assumption that similar cases have similar remaining times, the predicted
value of an open case can be compared to the remaining times of the cases in its neighbor-
hood. To understand the prediction of an open case, the distribution of remaining times
in its neighborhood is provided. Consider, for example, the remaining time distributions
in cluster A and cluster B from the example in the previous section. In Figure 5.4, the
remaining time distributions in cluster A and cluster B are visualized in box plots. The
median remaining time in cluster A is smaller than the median remaining time in clus-
ter B. We also see that the variation in remaining times in cluster A are smaller than
the variation in remaining times in cluster B. Since there are variations in remaining time
within a set of similar cases, we provide a prediction interval [44]. The prediction interval
is a range that contains the predicted value for an open case with a certain probability
given what is observed in the training data.

5.4.1 Prediction interval

For the computation of the prediction interval, we apply quantile regression [45], which is a
non-parametric method for regression. The standard least squares regression [46] results in
estimates of the mean of the response variable. Quantile regression uses a similar approach
to estimate the median or other quantiles of the response variable. Quantile regression
minimizes the loss in predicting a certain quantile specified by α. The loss function that
is used for the regression is defined by [45]:

L(y, f)α =

{
(1− α)|y − f | if y − f ≤ 0

α|y − f | if y − f > 0
(5.17)

The 1− 2α prediction interval of the dependent variable y for an observation x is defined
by the range [y0(x), y1(x)], with the bounds of this interval corresponding to the quantile
of α and the quantile of 1− α, which are defined by:

P(y ≤ y0(x)) = α (5.18)

P(y ≤ y1(x) = 1− α (5.19)
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The 1− 2α prediction interval is obtained, because:

P(y ≥ y0(x) ∧ y ≤ y1(x)) = P(y ≥ y0(x)) + P(y ≤ y1(x))− P(y ≥ y0(x) ∨ y ≤ y1(x))

= 1− P(y ≤ y0(x)) + P(y ≤ y1(x))− P(y ≥ y0(x) ∨ y ≤ y1(x))

= 1− α+ (1− α)− 1

= 1− 2α

(5.20)

Because the prediction models of the lower and the upper quantile of the prediction in-
terval are trained separately from each other, the intervals can be invalid, i.e., the upper
limit can be lower than the lower limit, for some input values. No simple and general
solution currently exists to prevent that curves cross [47]. One method is to fit the quan-
tiles sequentially and constraining the current curve to not cross the previous curve [48].
One drawback of this algorithm is its dependence on the order that the quantiles are fitted.

We do not apply the method to ensure non-crossing quantile curves at the time of train-
ing, since we only apply quantile regression to a low and high percentile, for example, the
5th and 95th. Therefore, the chance that the intervals cross is very small. Also, crossing
curves typically only occur in sparse regions in the training data [48]. However, when
an invalid interval is presented to the user, this is not interpretable. To ensure that we
predict valid intervals, the remaining time prediction using least square regression is used
as the upper bound for the lower limit and as a lower bound for the upper limit of the
prediction interval. If the limit of a prediction exceeds the bound, we set the limit to the
predicted value of the least square regression.

A consequence of using quantile regression for the computation of the prediction interval
is that the prediction interval tends to be wider when a large variation of remaining times
is present in a neighborhood of the open case. Consider the example that a 90% prediction
interval is computed. Two curves, one for the 5th and one for the 95th percentile, are
fitted on the training data. This means that about 90% of the remaining times in the
training data falls between the two curves. When the variance of remaining times is high,
the distance between the two curves is larger.

The remaining time distribution in a neighborhood can have the following properties:

• There are too few cases in the neighborhood to provide a reliable prediction.

• There are enough cases in the neighborhood to provide a reliable prediction with a
large variation in remaining times.

• There are enough cases in the neighborhood to provide a reliable prediction with a
small variation in remaining times.

In Figure 5.5, each of these properties is illustrated. The dashed horizontal line represents
the regression model based on input x, which predicts the same response y for each input
value. However, in the left part of the chart, there are only a few cases on which this
prediction is based and, therefore, the prediction is not reliable. Whether there are not
enough cases to provide a reliable prediction is further discussed in Section 5.5, where we
discuss how to determine the trustworthiness of the prediction. In the center of the chart,
the number of cases is high and a reliable prediction can be made. However, the variation
in response variables is high, which results in a wide prediction interval. In the right part
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Figure 5.5: The dashed horizontal line represents the regression model based on training
data X, which predicts the response y. The training data illustrates properties of the
remaining time distribution in a neighborhood. In the left part of the chart, there are
only a few cases on which this prediction is based. In the center of the chart, the number
of cases is high and the variation is high. In the right part of the chart, the number of
cases is high and the variation is low.

of the chart, the variation between response variables is much lower, which results in a
more narrow prediction interval.

Decide whether a deadline will be made

A prediction interval provides the user with information about the ranges of the prediction
in which the true remaining time is predicted to fall with high certainty. In the situation
that the user is interested in the certainty whether a deadline will be made, we distinguish
three scenarios in which the deadline may fall based on an, for example, 90% prediction
interval:

1. Before the lower limit. With 95% certainty, the deadline will not be made.

2. After the upper limit. With 95% certainty, the deadline will be made.

3. Between the lower and upper limit. We cannot say with which certainty the
deadline will be made or not made.

In Figure 5.6, each of these scenarios is illustrated. The black vertical line indicates the
predicted value, the blue bar the prediction interval, and the red vertical dashed line
the deadline. For the first scenario, we know that with 5% certainty the remaining time
falls before the lower limit of the prediction interval and has a chance of not making the
deadline. Therefore, with 95% certainty, the remaining time falls after the lower limit. A
similar argument holds for the second scenario where the deadline falls after the upper
limit. For the third scenario, we can only communicate to the user that the due date will
be made with less than 90% certainty. Because we only have fitted a prediction model
for the 5th and 95th percentile, we cannot say that the deadline will be made with, for
example, 70% certainty.

When we want to compute the certainty that a deadline will be made exactly, we have to
fit a regression model for each quantile. In that way, we can compare the deadline with
other quantiles than the 5th and 95th to give a more precise certainty. Another option is
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(a) Before the lower limit (b) After the upper limit (c) Between the limits

Figure 5.6: Illustration of the three scenarios in which the deadline may fall with respect
to a prediction interval. The black vertical line indicates the predicted value, the blue bar
the prediction interval, and the red vertical dashed line the deadline.

to fit a classification model to predict whether the due date will be made with a certain
probability. However, it may occur that according to the predicted value a deadline will
be made, while it is classified that it will not be made. This makes the interpretation of
the results more difficult.

5.5 Assessing the trustworthiness of the prediction

When a prediction is performed for a case that is not well represented in the training
data, no proper neighborhood can be defined around the case. The neighborhood may be
small or even not exist at all. Therefore, the trust of the user is lower in predictions of
open cases that have no similar cases to which the prediction can be related to. When a
prediction turns out to be incorrect, the user’s trust in the model is violated. When the
trustworthiness of the prediction is indicated at the moment the prediction is made, we
prevent that trust in the model is violated when the prediction turns out to be incorrect.
If for an open case the prediction is indicated to be less trustworthy, this notifies the user
to be careful with relying on that prediction. In this section, we define trustworthiness as
to which extent an open case is represented in the training data. We consider predictions
with a high trustworthiness for open cases that are well represented in the training data
and predictions with a low trustworthiness for open cases that are not well represented in
the training data.

We provide the tools to the user such that the trustworthiness of a prediction can be
assessed. In Section 5.5.1, we discuss how the user can assess the trustworthiness of the
prediction by analyzing the training data set. To support the user with this assessment, we
perform outlier prediction for an open case, which is discussed in Section 5.5.2. We have
performed experiments to see whether low trustworthy predictions have a lower quality.
In Section 5.5.3, we describe the experiments.

5.5.1 Visualization of the training data

The user can inspect the training data on which the prediction for an open case is based to
assess the trustworthiness of the prediction. We provide the user with a 2D visualization of
the training data and the open case generated by PCA transformation. For the assessment
of the trustworthiness, the user can look at different properties of the training data and
the open case. We made the following assumptions about which properties the user can
take into account:

• The size of the training data. When the size of the training data is large, there
are more cases on which the prediction is based, resulting in more trust that the
model can make a trustworthy prediction.

• The position of an open case in the training data. When an open case is part
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of a cluster, the trustworthiness increases. When an open case is not part of any
cluster, there are no similar cases and, therefore, the prediction is less trusted.

• The position of an open case in a cluster. When an open case is surrounded
by similar cases, the prediction is better trusted as opposed to when an open case is
on the boundary of a cluster.

In Figure 5.7, an illustration of how the training data and open case are visualized with
each of the described properties is shown. We validate the assumptions in Chapter 7.

5.5.2 Outlier prediction

The task of assessing how well represented an open case is in the training data is related
to the task of identifying outliers. To support the user with the decision on whether a
case is not well represented in the training data, we perform outlier prediction. Outlier
prediction is defined as the task of deciding whether an unseen observation is an outlier
given the data so far [49]. After transformation of the data to the 2D space, the distance
between cases is abstract and it may be difficult for the user to identify whether something
should be considered as an outlier. When an open case is predicted to be an outlier, the
prediction is marked with a low trustworthiness. We discuss existing methods for outlier
detection and prediction and motivate the choices for our method.

Existing methods

Outliers do not have a formal definition, since they can be identified by various methods.
A commonly used definition is given by Hawkins [50]: “an outlier is an observation that
deviates so much from other observations as to arouse suspicions that it was generated
by a different mechanism”. Outlier detection [43] methods aim at finding the outliers
in an input data set. Two main methods can be distinguished to detect these outliers:
distance-based [51] and density-based [52]. An alternative is to consider cluster analysis as
a method for outlier detection, since many clustering algorithms do not assign all obser-
vations to clusters, but define some of them as noise. An example of such an algorithm
is DBSCAN [53]. Outliers can be identified as the noise observations after applying the
clustering algorithm. However, clustering algorithms are optimized to find clusters rather
than to find outliers and the definition of outliers is, therefore, dependent on how clusters
in the input data set are identified [54] [55].

Distance-based outlier methods identify an outlier based on the distance to its neighbors.
Commonly, the Euclidean distance is used as distance function [56]. The distance-based
outlier methods identify outliers based on different definitions:

• Outliers are the observations with fewer than k neighbors, where a neighbor is an
observation within a distance R [51]. This method relies on both the definition of
a neighborhood by R as well as the number of neighbors k. A disadvantage of this
method is that the parameter R is hard to determine beforehand [57].

• Outliers are the n observations with the highest distance to its k-nearest neigh-
bor [58]. An advantage opposed to the previous definition is that the parameter R
does not have to be determined.

• Outliers are the n observations with the highest distance score such as, for example,
the sum of the distances based on the k-nearest neighbors [49]. This is an alternative
for the second definition, in which the k-neighborhood is taken into account.
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(a) Large training set (b) Small training set

(c) Part of cluster (d) Not part of cluster

(e) Center of cluster (f) Boundary of cluster

Figure 5.7: Illustration of how the training data and open case are visualized with each of
the described properties.
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For outlier prediction, the distance of an unseen observation is computed with respect to
the training data and compared with the score of the n-th outlier. If this score is higher
than the score of the n-th outlier, the unseen observation is identified as an outlier.

The density-based outlier methods compare the density around an observation with the
density around its local neighbors. The relative density of a point compared to that of
its neighbors is computed as an outlier score. The motivation for density-based methods
as opposed to distance-based method is that distance-based methods have problems in
identifying outliers in data sets with different densities. The solution density-based out-
lier methods provide is to use relative densities of an observation with its neighbors [55].
Local outlier factor is such a density-based approach [52]. The density-based outlier de-
tection methods are generally more effective than the distance-based methods. However,
to achieve the improved effectiveness, the density-based methods are more complicated
and computationally expensive [54].

Our method

We perform outlier prediction on the transformed dataset as opposed to on the original
features, because:

• Outliers can be predicted more easily on the transformed data, since relative contrast
between distances increases with decreasing dimensionality [41].

• Outlier prediction is based on the same data as visualized to the user and is, therefore,
consistent with what the user sees.

• Outlier prediction when dimensionality reduction is applied is often faster [56].

We use the distance-based outlier prediction method that computes a score based on the
k-nearest neighbors of an open case and compares this score with the score of the n-th
outlier. We do not choose for a method based on clustering algorithms, since we have
no guarantee that well-distinguishable clusters are present in the data. We also do not
choose for a density-based method, because it is more complicated and computationally
expensive. To compute the score, we take the sum of the Euclidean distances to the 1 to k-
nearest neighbors. The scores of the distance function itself are not meaningful, especially
in high dimensional spaces and, in our case, scaled distances. Therefore, a ranking of the
scores is more meaningful [43]. We rank the score of the open case with the scores in the
training data. Since our method for remaining time prediction includes trace bucketing,
we have training data sets with varying sizes. Therefore, we consider a percentage p of
the size of the training data as outlier, instead of a fixed number of outliers n. When the
size of the training data is smaller than the value of k that is used to compute the score,
the open case is always predicted to be an outlier.

We illustrate outlier prediction based on the invoices data set. We consider the train-
ing data of the activities final check of invoice and checked and approved, which consist of
about 25,000 cases and 2,500 cases, respectively. The outlier scores are computed based on
k = 250 with p = 10% and p = 0.5%. In Figure 5.8, the training data sets are visualized.
The red circles indicate the cases in the training data that are considered to be outliers
and the green circles are cases that are not considered to be outliers. With p = 10%,
the number of outliers that are detected seems too large in the larger training data set,
while it seems reasonable in the smaller training data set. When p = 0.5%, the number of

46 A framework for understanding business process remaining time predictions



CHAPTER 5. EXPLANATION FRAMEWORK

(a) 25,000 cases with p = 10% (b) 25,000 cases with p = 0.5%

(c) 2,500 cases with p = 10% (d) 2,500 cases with p = 0.5%

Figure 5.8: Illustration of outlier prediction in the training data sets of the activities final
check of invoice and checked and approved. The outlier scores are computed based on
k = 250 and with p = 10% or p = 0.5%. The red circles indicate the cases in the training
data that are considered as outliers. The green circles are cases that are not considered
to be outliers.

outliers that is detected is much lower. Finding optimal values for k and p such that it best
matches the expectations of the user is a challenge and may depend per data set. Also,
to make sure that the outlier prediction is trusted by the user, the number of predictions
that turn out to be correct with a low trustworthiness and the number of predictions that
turn out to be incorrect with a high trustworthiness should be limited. Therefore, the
choices for k and p are determined by the experiments described in the next section.

5.5.3 Experiments

The aim is to identify the most predictions that turn out to be incorrect by identifying
them as outliers. However, at the same time, not too many predictions that are correct
should be identified as outliers. It is difficult to indicate when a prediction is most likely
to be incorrect, since there is always uncertainty involved when making predictions. We
perform experiments on the invoices dataset to see whether we can approach the task of
identifying whether the remaining time of an open case will be predicted incorrectly with
the task of identifying outliers. Therefore, we perform experiments to see whether low
trustworthy predictions have a lower prediction quality. In these experiments, we define
predictions of lower quality when the true remaining time falls outside the prediction
interval. We apply the scoring function and outlier prediction method as described in the
previous section. We test whether:

• There exists a correlation between cases that are less represented in the training
data and cases that are incorrectly predicted.

• We can identify the cases that are incorrectly predicted by the outlier prediction
method.

The invoices data set consists of 132,341 events corresponding to closed cases, so we have
132,341 prefix traces that can be used as training and test data. We create a training and
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Table 5.6: Average score of the correctly and incorrectly predicted test cases based on the
average of 5 runs.

k = 25 k = 50 k = 100 k = 250

Correct 0.115 0.409 1.450 7.309

Incorrect 0.167 0.541 1.826 8.004

a test set with a ratio of 4:1. The training and test cases are divided over the buckets of
the 14 different activities that exist in the process according to the last known activity of
the prefix traces. We train the prediction models to obtain a 90% prediction interval. A
prediction is identified as incorrect when the true remaining time falls outside the predic-
tion interval. Since we have a 90% prediction interval, it is expected that approximately
10% of the test data is incorrectly predicted.

First, we test whether there exists a correlation between cases that are less represented
in the training data and cases that are incorrectly predicted. For this purpose, we make
predictions for all test cases and compute the scores. We compute the average scores
based on k = 25, k = 50, k = 100, and k = 250 of the test cases that are correctly
and incorrectly predicted and we compute whether and to what extent the scores of the
correctly and incorrectly predicted cases differ. The results for each value of k are shown
in Table 5.6. The results are based on an average of 5 runs for which different splits in
training and test data are used. We see that the cases that are correctly predicted have
a lower average score than the cases that are incorrectly predicted for all values of k. For
increasing value of k, the absolute difference becomes larger, because the sum is computed
based on more distances. However, the relative difference becomes smaller for increasing
value of k. Based on these results, we conclude that there is a correlation between cases
in the invoices data set that are less represented in the training data and cases that are
incorrectly predicted.

Next, we test whether we can identify the cases that are incorrectly predicted by the outlier
prediction method. For different values of k and p, we compute the confusion matrix [59]
to see how well we can identify the incorrectly predicted cases with the outlier prediction
method. The goal is to have as many cases with incorrect predictions identified as outliers,
known as recall, while at the same time, not too many cases with correct predictions iden-
tified as outliers, known as precision. The values that we consider for k are 25, 50, 100, and
250, and for p are 10%, 5%, 1%, and 0.5%. The results for the different values for k and p
are shown in Table 5.7. We see that the precision is highest when p = 0.5%, independent
of the value of k. For k = 25, the number of cases that are incorrectly predicted is 14%,
while it is expected that approximately 10% of the test cases are incorrectly predicted. We
consider this as only a small difference. We see that the recall is much higher for p = 10%
than for p = 0.5%. However, the recall is only about 11% if p = 10% and k = 250.
Based on these results, we conclude that the outlier prediction method cannot be used
to identify the cases in the invoices data set that are more likely to be incorrectly predicted.

Our outlier prediction method supports the user in identifying whether the case is less
represented in the training data than other cases. Since it seems already a difficult task
to identify which cases have a higher chance of being incorrectly predicted, we limit the
approach to prediction outliers, i.e., a binary classification to identify a prediction as less
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Table 5.7: Results for precision and recall based on the average of 5 runs.

(a) Precision

p�k 25 50 100 250

10% 0.117 0.115 0.112 0.118

5% 0.121 0.116 0.120 0.128

1% 0.135 0.122 0.124 0.122

0.5% 0.141 0.128 0.132 0.134

(b) Recall

p�k 25 50 100 250

10% 0.102 0.107 0.103 0.113

5% 0.057 0.053 0.055 0.062

1% 0.013 0.012 0.012 0.016

0.5% 0.007 0.006 0.007 0.012

trustworthy. Therefore, we do not consider a multiple group classification ranging from,
for example, not trustworthy at all, medium trustworthy, to very trustworthy. The opti-
mal values for k and p are considered k = 250 and p = 0.5% based on the visualization
of the training data and recall and precision scores. However, we should note that with
these settings only about 13% of the predictions are incorrectly predicted that are marked
as low trustworthy. So, for a large number of cases, the user is warned to be careful re-
lying on the prediction, while it turned out not needed for most cases. Also, since recall
is only about 1%, most cases that are incorrectly predicted were not marked with a low
trustworthiness. Therefore, it should be made clear to the user that the prediction cannot
be considered correct when the trustworthiness is high.

A limitation of the experiments is that we only performed them on the invoices data
set, which contains almost no outliers. Therefore, it may be hard to identify the incor-
rectly predicted cases with the outlier prediction method. To conclude that the outlier
prediction method cannot be used to identify cases that are incorrectly predicted in other
data sets, experiments on data sets that contain outliers should be performed.

5.6 Understanding the process influence on the prediction

The predicted remaining time and the width of the prediction interval, i.e., the certainty
of the prediction, can be contributed to the activities that are expected to be executed
in the process. Information about which activities are expected to be executed supports
the user in understanding why a certain remaining time is predicted. For example, the re-
maining time is usually longer when the current activity is one of the first activities in the
process than that the current activity is one of the later activities in the process. Besides
the prediction in the current activity in the process, we want to give the user the tools to
inspect what the effect is on the prediction at next steps in the process. The remaining
time prediction changes at next steps in the process both with respect to the predicted
value as well as the certainty of the predicted value. When one of the activities has a
high variation in duration, it contributes to a lower certainty in the prediction. Therefore,
information about the prediction at next steps in the process helps in understanding the
certainty of the prediction. By inspecting the prediction at next steps in the process, we
know after which activity the remaining time decreases, i.e., we can see which activity
contributed most to the prediction, and we know after which activity we are more sure
about the prediction.

To summarize, the following information about the process influence on the prediction
can be given to the user:
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Figure 5.9: Example process model and average prediction at next steps in the process of
100 cases. All cases execute the activities check received invoice (CI), final check of invoice
(FC), and pay invoice (PI). 50 cases execute the activity request data (RD). The average
predicted remaining time decreases at next steps in the process and the certainty increases.
The activity request data mainly contributes to the remaining time and uncertainty of the
prediction at the moment check received invoice is executed.

• The activities that are expected to be executed.

• The activities where the predicted value changes.

• The activities where the prediction certainty changes.

Based on the assumption that similar cases have a similar process execution, we provide
the information about the process execution of cases in the neighborhood of an open cases
such that the user can analyze the process influence on the prediction. The training data
on which the prediction is based consists already of cases that execute the same current
activity in the process. Although the current activity is the same, the prefix trace up to
the activity may be different, which may influence the remaining process execution, and
the remaining activities that are next executed may be different. For each case in the
neighborhood, we make a prediction at the current activity and for each next activity
this case has executed. We compute the average of these predictions, which are presented
to the user. We also know the true average remaining time, because the cases in the
neighborhood are closed cases. However, we choose to compute the average prediction
instead of the average remaining time, since we provide the information about how the
prediction may change for the open cases. Based on the average predictions at next steps
in the process of cases in the neighborhood, we have insights into the activities that are
expected to be executed of an open case, where the predicted value changes, and where
the prediction certainty changes.

In Figure 5.9, we illustrate by a simple example the information we give to the user. The
open case for which a prediction is performed currently executes the activity check received
invoice (CI). The neighborhood of the open case that is selected consists of 100 cases. The
next activity in the process of 50 cases in the neighborhood is final check of invoice (FC)
and for the other 50 cases request data (RD). After executing the activity request data,
these cases also execute final check of invoice. Next, all cases in the neighborhood execute
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pay invoice (PI), which is the final activity in the process. The prediction of remaining
time and the limits of the prediction interval at each activity are averaged over the cases
that executed the activity. We can see that the average predicted remaining time de-
creases at next steps in the process and that the certainty increases. The activity request
data mainly contributes to the remaining time and the uncertainty at the moment check
received invoice is executed.

The number of predictions that have to be made depends on the number of cases in the
neighborhood and the number of activities that are executed after the current activity. To
limit the computation time, a random sample of at most 1000 cases in the neighborhood is
taken. We believe that the average prediction of 1000 cases provides enough information
about the process execution of cases in the neighborhood.

5.7 Conclusions

In this chapter, we have discussed the explanation framework that supports the user in
understanding process remaining time predictions. Based on interviews with business ana-
lysts, the required information for predictions is defined. By combining several explanation
techniques in the framework, the user is provided with the information to understand and
trust predictions. We distinguish two main components in the framework: one based
on feature contributions and the other based on the definition of a neighborhood in the
training data around an open case.

Understanding what leads to the predicted value

We discussed the usage of SHAP values to compute the feature contributions to the pre-
dicted value. Since features in the feature vector are highly dependent, we use an algorithm
that computes the exact SHAP values. We have shown how to compute the feature con-
tribution of case attributes per attribute value to see which feature value contributed
especially to the prediction and that we can add the individual SHAP values to obtain
the total contribution of a case attribute. We discussed that the interpretation of SHAP
values for features representing activities and event attributes is more difficult.

Understanding the predicted value

Based on the assumption that similar cases have a similar remaining time, the user can
compare the predicted remaining time of an open case to the remaining time of cases in
its neighborhood. To give the user insight into the certainty of the predicted value, a
prediction interval is computed.

Assessing the trustworthiness of the prediction

The trustworthiness of a prediction is based on how well represented an open case is in
the training data. To allow the user assessing the trustworthiness of a prediction, the
training data are visualized in an abstract 2D space. Outlier prediction is performed to
support the user in assessing the trustworthiness. We discussed our method for outlier
prediction, which is based on the distance of an open case to its k nearest neighbors in
the training data. By performing experiments on the invoices data set, we concluded that
there exists a correlation between cases that are less represented in the training data and
cases that are incorrectly predicted. We also concluded that the outlier prediction method
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could not be used on the invoices dataset to identify the cases that are more likely to be
incorrectly predicted. Therefore, the user cannot rely on predictions that are marked with
high trustworthiness to be correct.

Understanding the process influence on the prediction

The predicted remaining time and the certainty of the prediction can be contributed to
the activities that are expected to be executed in the process. We discussed the method
to give the user insight into how the prediction may change in the remainder of its process
execution. In this method, we compute the average prediction at next steps in the process
execution of cases in the neighborhood of an open case. This allows the user to see which
activities are expected to be executed, at which activities the predicted values changes,
and at which activities the prediction certainty changes.
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Visualization

In this chapter, we discuss how the explanation framework is visualized in the Process-
Gold platform. The information is visualized in an application. An application consists
of several dashboards, in which each specific aspects of a data set are visualized. For the
visualization of the framework, we integrated dashboards in a template application for
process data. We show through screenshots which information is presented and how the
user can interact with the application.

The components of the explanation framework are visualized in three dashboards that
contain one or multiple dashboard items. In Figure 6.1, an overview of the dashboards is
given. An overview of the remaining time predictions is given in the overview dashboard.
In that dashboard, we can select a case to inspect its prediction. The feature contribu-
tions of the selected case are visualized in the contributions dashboard. In the training
data dashboard, the information related to the training data is visualized. The training
data dashboard consists of two parts. In the first part, we can inspect the training data
and select a neighborhood. In the second part, the predictions at next steps in the pro-
cess of cases in the neighborhood are visualized. Each of the dashboards is discussed in
Sections 6.1-6.3.

Figure 6.1: A schematic overview of the explanation framework in the ProcessGold plat-
form. The components of the framework are visualized in three dashboards: overview,
contributions, and training data.
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Figure 6.2: Dashboard with the overview of the predictions. The predictions of the open
cases in the data set are shown. For each case, the current activity, predicted end time, and
due date is given. In the chart, the elapsed time, predicted remaining time with prediction
interval, and the due date are visualized. In the last column, the trustworthiness of the
prediction is indicated.

6.1 Predictions overview

An overview of the remaining time predictions for the open cases in the training data is
shown in the overview dashboard. In Figure 6.2, this dashboard is shown. The remaining
time predictions are given by the blue bars and the prediction interval is given by the light
blue bars around them. The green bars indicate the elapsed time of the open cases. For
each open case, the current activity, the predicted end time, and, if available, the due date
is listed. The due date is given both in the column due date and by the vertical black line
in the chart. When open cases do not have a due date, information related to the due date
is not visible in the dashboard. The trustworthiness of the prediction is listed in the last
column trust. The legend on the right of the chart informs us about the interpretation of
the colors of the bars in the chart.

We sort the predictions on predicted end time, such that the cases that are expected
to end first are presented as the most important. Whether the trust is low or high is not
taken into account in the sorting. An alternative sorting would be, when a due date is
available, to sort on time to due date. When we click on the column name of the due
date, we can choose to sort on the due date. A third option for sorting, which is not
implemented, is to sort on the expectation whether the due date will be made, such that
the cases for which the due date is expected with the highest probability not to be made
are presented as the most important. For this, we should know the probability of whether
the due date is expected to be made, which is not included in our approach.

We can select a prediction to inspect by clicking on the row. When we select a pre-
diction, the contributions dashboard is shown that visualizes the feature contributions to
the prediction of the selected case.
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Figure 6.3: Dashboard with the feature contributions to the predicted value. The dash-
board consists of four dashboard items. One dashboard item shows the prediction of the
selected cases and a summary of the feature contributions (1). The other three dashboard
items show the feature contributions, per attribute type (2). We can select the attribute
type for which the feature contributions are shown (3).

6.2 Contributions to the prediction

When we have selected a case, we can inspect the feature contributions to the predic-
tion. In Figure 6.3, the contributions dashboard is shown. The dashboard consists of
four dashboards items. The top dashboard item shows the prediction of the selected case
and a summary of the feature contributions (1). The following information is listed: the
current activity, the predicted remaining time, the average remaining time in the training
data, and the total SHAP values of the case attributes, activities, and event attributes.
We choose to split up the SHAP values between the case attributes, activities, and event
attributes, because each attribute type requires another visualization of the SHAP values.
The other three dashboard items show the feature contributions, per attribute type (2).
In the figure, the case attributes are selected. We can select for which attribute type the
feature contributions are shown (3). The SHAP values are visualized using bar charts.
The SHAP values are sorted on absolute contribution, both on the total absolute contri-
bution of the attributes and on the absolute contribution of attribute values within an
attribute. Therefore, for the selected case in the figure, the attribute case type with a
total contribution of 1 day is above attribute case owner with a total contribution of -20
hours and the attribute value high-level invoice with a contribution of 23 hours is above
small invoice with a contribution of 2 hours.

In Figure 6.4, the visualization of SHAP values per attribute type are shown. In Fig-
ure 6.4a, we zoom in on the case attribute case type. The case type of the selected case is
high-level invoice. Because a case attribute is unique, the other case types are greyed out.
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We see that, because the case type is a high-level invoice, it contributes with 23 hours to
the prediction, and, because it is not small invoice, it contributes with 2 hours to the pre-
diction. In total, the case attribute case type has a contribution of approximately one day.
We considered an alternative visualization, in which we only show the total contribution
of the case attribute. We chose not to do this, because it is more difficult to interpret why
a case attribute has a certain contribution. For example, when the attribute case owner
contributes to a large extent, it could be interpreted that the case owner does not function
well. However, this could also be due to another person that is not the case owner and
that the current case owner works not that bad after all. We also considered to remove
the attribute values with zero contribution. We chose not to do this, because the user
could miss information when they expect it to see in the chart. Also, the attribute value
of the selected case could have a zero contribution and be removed for that reason.

In Figure 6.4b, the SHAP values of the activities are shown. In this dashboard item, all
activities are listed that may occur in the process. Activities are not greyed out as we
did for the case attributes, but we list the occurrences of activities in the process of the
selected case so far. We chose to not grey out activities with zero occurrences, since they
are not less important than activities with one or more occurrences. The current activity
is request data, which is shown in the top dashboard item, and only two other activities
have occurred so far. The contributions of the activities are very small, which could
be contributed to the fact that almost all cases in the training data have also executed
the same activities. The activities in this training data are, therefore, not important to
what leads to the prediction. No difference is indicated between activities that have zero
occurrences because the activity will not be executed or because it still has to occur. A way
to visualize this could be to indicate the probability that the activity has to be executed
in the process. This is not part of our approach, but may be desirable information. In
Figure 6.4c, we zoom in on the event attribute country. Since event attributes occur with
activities, we also list the occurrences.

6.3 Training data of the prediction

In the training data dashboard, the information related to the training data is visualized.
The training data dashboard consists of two parts. The first part gives an overview of the
training data, in which we can inspect the training data and select a neighborhood. In
the second part, the predictions at next steps in the process of cases in the neighborhood
are visualized.

Overview

In Figure 6.5, the four dashboard items in the overview part of the training data dash-
board are shown. The top dashboard item shows the predicted remaining time with the
prediction interval and the trustworthiness of the prediction (1). One dashboard item
shows a 2D visualization of the training data (2). Initially, all training data are selected,
which are the orange circles, and the position of the selected case is given by the black
circle. We can make a selection of training data in this dashboard and, if desired, the
refresh button can be clicked to select all training data again. One dashboard item gives
the distribution of remaining times of the selected training data (3). One dashboard item
describes the cases that are selected (4).
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(a) Case type

(b) Activities

(c) Country

Figure 6.4: Feature contributions of the case attribute case type, activities, and event
attribute country. For case attributes, we grey out attribute values that not correspond
to the attribute value of the selected case. For activities and event attributes, we list the
occurrences of the activity or attribute value in the process so far.
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Figure 6.5: Dashboard items that show the overview of the training data. One dashboard
items shows the prediction of the selected case and the trustworthiness (1). One dashboard
item shows a 2D visualization of the training data (2). One dashboard item shows the
distribution of remaining times of the selected training data (3). One dashboard item
describes the selected training data (4).
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Figure 6.6: Selection of 47 cases of the training data. The charts show the distribution of
remaining times and the description of cases in the selected training data.

We can select cases in the dashboard item that visualizes the training data. In Figure 6.6,
a selection is made of 47 cases that are similar to the selected case. The distribution
of remaining times changes to the current selection of training data. This supports to
understand on what distribution of remaining times the prediction interval may be based.
In the figure, the distribution shows that most cases have a remaining time of about 5
days and only some cases have a remaining time of 12 days or more. To see which cases
we have selected, a description of the case attributes of the selected training data is given.
We can change the number of records to percentage of records to see which case attributes
describe the selected training data with respect to all training data. For example, in the
chart, we see that the case owner of the selected case is Macy Hurst, which is the case
owner in 60% of the selected training data as opposed to 34% in all training data. This
shows that we have made a selection in which the case owner of the selected case is more
present than in other parts of the training data. Based on this, we see that there exists
a set of similar cases to the selected case and we can make predictions for these cases at
next steps in their process.

Predictions at next steps in the process

In Figure 6.7, the two dashboard items in the predictions part of the training data dash-
board are shown. The left dashboard item shows the average prediction of activities that
are executed at next steps in the process of cases in the neighborhood (1). The right
dashboard item shows the process model of the cases in the neighborhood (2).

The intensity of the blue color in the process model indicates the number of cases that
executed an activity. We wanted to have the current activity request data highlighted in
the process model. However, due to limitations in the platform, this is not visualized.
In the figure, we see that all cases have executed the same activities before request data.
After request data, most cases follow the same path to the last activity pay invoice. A few

A framework for understanding business process remaining time predictions 59



CHAPTER 6. VISUALIZATION

Figure 6.7: Dashboard items that show the predictions at next steps in the process of
cases in the neighborhood. One dashboard item shows the average prediction of activities
(1). One dashboard item shows the process model (2).

cases have skipped the activity approve invoice.

For the selected cases in the neighborhood, the average prediction at request data is 8
days. The predicted value for the selected case is 12 days. This could mean two things:
either the prediction is on the negative side or the neighborhood is not representative for
the selected case. After the activity request data, all cases executed the activity check
contract conditions. The predicted remaining time becomes about 1 day shorter and the
certainty of the prediction increases. Check contract conditions is executed twice by only
5 cases, for which the average prediction is much higher. Therefore, when the selected case
has to execute the check contract conditions multiple times, the predicted remaining time
is expected to increase. For the other remaining time predictions at subsequent activities,
the remaining time decreases and the prediction becomes more certain.

The number of cases may be different from the number of cases that are selected in
the neighborhood, since the training data contains all prefix traces with the same last
known activity independent of repetitions. This only occurs when activities are executed
multiple times.

60 A framework for understanding business process remaining time predictions



Chapter 7

Evaluation

The main goal of the explanation framework is to support the business analyst in decision
making. In this chapter, we discuss the evaluation of whether this goal is achieved. We
evaluated the user’s understandability of the different components of the framework and
which components are effective for support in decision making. We have conducted six
evaluations, four with consultants, one with a product manager, and one with an appli-
cation developer. They were asked to answer questions and perform tasks in the role of a
business analyst. In this chapter, they are referred to as the user. The evaluation consists
of two parts:

1. Understandability assessment. The application that visualizes the components
of the explanation framework is shown to the user and questions are asked about
how the information that is presented is interpreted.

2. Task-based utility assessment. The user interacts with the application by making
and validating decisions for open cases by using our explanation framework.

Each evaluation started with the understandability assessment and was followed by the
task-based utility assessment. In Section 7.1, we discuss the questions that were asked
during the evaluation, our expectations, and the results. In Section 7.2, the set up of the
case study is described and we discuss our expectations and the results.

7.1 Understandability assessment

We asked the user questions about how information that is presented in the application is
interpreted. When the user indicated that they did not understand the information or we
noticed that the information was interpreted wrong, we explained the correct interpreta-
tion such that it could be correctly used in the task-based utility assessment. We evaluate
the understandability of the following aspects:

• Whether the user can determine whether cases are predicted to exceed their due
date and how well they interpret (un)certainty of this prediction.

• Whether the user interprets SHAP values correctly.

• Whether the user can assess trust using the visualization of the training data.

• Whether the user can determine how the prediction may change in the remainder of
its process.
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Figure 7.1: The open cases for which the interviewees are asked to make a decision for.
Cases 49, 48, and 47 are predicted to make their due date. For cases 49 and 47, this is
predicted with a high certainty. The trust in the prediction for cases 49 and 865 is low.

We present the user with a set of artificial open cases based on the invoices data set for
which a prediction is performed. For all cases, we created a due date. The set of open
cases that is presented to the user is shown in Figure 7.1. We expect the user to be able to
see that cases 49, 48, and 47 are predicted to make their due date with a certain certainty.
The trust in the prediction for cases 49 and 865 is low, which means that the prediction
and prediction interval are based on training data that do not represent the open case
well. We expect users to trust these predicted values and prediction intervals less.

We focus on case 48 to evaluate the interpretability of SHAP values. The prediction for
this case is approximately 5 days and the average prediction from the activity final check of
invoice is approximately 9 days. We shortly explain the user what SHAP values are, since
it is not expected that this should be intuitive. The following information is given: “In
this dashboard, the contribution that each of the case properties has towards the prediction
are listed. The contributions are given with respect to the average remaining time cases
have when the current activity is final check of invoice. The average remaining time from
this activity is 9 days, and the prediction for this case is 5 days, which is a difference of 4
days that can be contributed to its properties.” We asked the user about how they interpret
the contribution to the remaining time for the case attribute case type, the activities, and
the event attribute team. In Figure 7.2, the SHAP values of each of the attributes are
shown.

To evaluate whether the visualization of training data supports to assess trust, we present
the user with five distributions of training data together with the position of an open case.
We asked whether they think the prediction for the open case can be trusted based on
the training data. The distributions of training data are shown in Figure 7.3. The dis-
tributions are referred to as distributions A-E. We expect the user to trust the prediction
based on distribution A, because the size of the training data is large and the open case
is surrounded by training data. We expect the user does not trust the prediction based
on distribution D, because the size of the training data is small and the open case is not
surrounded by training data. For the other distributions, we validate the assumptions we
made in Chapter 5. We expect the user to either base their decision on the size of the
training data or the case being surrounded by training data.

We show the user how to select a set of similar cases to case 48 and explained the changes
in the dashboards that show the remaining time distribution and the description of the
selected cases. For a selection of similar cases, the average predictions at next activities
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(a) Case type

(b) Activities

(c) Team

Figure 7.2: SHAP values of case 48 for the case attribute case type, the activities, and
event attribute team.
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(a) 23,899 cases (b) 147 cases (c) 21,441 cases

(d) 176 cases (e) 14,592 cases

Figure 7.3: Distributions of training data with the open case for which it is asked to assess
the trustworthiness of the prediction.

in the process are shown. The user is asked to determine how the prediction may change
in the remainder of its predictions. We expect the user to see which activities are most
likely to be performed and what in these activities the prediction may be.

Results

All users were able to determine whether the open cases are predicted to exceed their due
date with a certain certainty. They were able to interpret the prediction interval correctly
and could identify the predictions for which it is less certain that the due date is predicted
to be made. For some users, it took some effort to understand that the green bar is the
elapsed time since the start of the case and the blue bar the remaining time to the end of
the case. At first sight, they thought it was the elapsed and remaining time of the cur-
rent activity. All users eventually understood this correctly without further explanation.
Most users thought the trust is a clear way to indicate whether the prediction could be
trusted. However, some were confused about the trust in combination with the prediction
interval. The prediction interval was expected to be wider for predictions with low trust
than for predictions with high trust. It was unclear whether the trust was only about the
predicted remaining time or also about the prediction interval. Based on the assessment,
the prediction overview is considered very helpful to have a clear view of the status of the
open cases and to suggest cases that need attention.

All users were able to identify the most important attributes that contributed to the
prediction. For the case attribute case type, it was well interpreted that the case type of
case 48 is small invoice, since case attributes are unique. At first sight, the users were not
able to interpret the SHAP values correctly. All users interpreted the SHAP value as that
the contribution to the prediction is -2 hours and it was unclear why a total contribution
of -3 hours is given. It was either unclear why the contribution of the other case types are
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Table 7.1: Trustworthiness of the prediction for the different distributions.

User 1 User 2 User 3 User 4 User 5 User 6

A high high high high high high

B low low low unsure high unsure

C high high unsure unsure high high

D low low low low low low

E unsure low low low low high

given or it was incorrectly interpreted as that, in the situation that the case type would
be another type, the contribution to the prediction would be different. After an explana-
tion, they understood it correctly, but some continued in having difficulties in applying
the interpretation to other attributes. The occurrences for activities and event attributes
were correctly interpreted. Only some users mentioned that because the occurrence of an
activity is 0, it could indicate that the activity would cause some delay in the remainder
of the process or that it could indicate that the activity did not occur yet. This influences
the interpretation of what the effect is of an activity to the remaining time. We conclude
that it may be better to only show the total contribution of case attributes to limit the
chance of an incorrect interpretation.

All users could assess trust using the visualization of the training data. They agreed
that a prediction based on distribution A can be trusted and on distribution D cannot be
trusted. Four users had a high trust in the prediction based on distribution C and the
others were unsure. The users disagreed on distributions B and E, since it was given either
a high or low trust or they were unsure. The results are given in Table 7.1. Most users
first looked at the size of the training data to base their decision on and next whether the
open case is surrounded by training data. Some users only based the decision on whether
the open case is close to other cases, independent of the size of the training data set. The
fact that an open case was on the boundary of a cluster did not seem to decrease the trust
in the prediction. Only some users were unsure in that situation and would inspect the
cases in the closest cluster better to see whether they think the cases can be considered
similar.

All users correctly interpreted that the process model shows the process model corre-
sponding to the selected cases. They correctly identified the remaining activities most
cases executed from the current activity. Some users mentioned that it would be helpful
when the current activity would be highlighted such that it could be more easily recog-
nized in the process model. For some users, it was unclear that the average predicted
remaining time of the selected cases is listed. They were confused about the prediction of
the remaining time in the current activity, since this did not match with the prediction of
the selected case. Some users interpreted the average predictions as the remaining time
prediction when it is the next activity to be executed. Most users noticed that the re-
maining time prediction increased when cases repeatedly executed an activity. They gave
as reason for this that cases with deviating behavior usually take longer and that such a
path in the process model should be avoided for the open case. We conclude that the user
can determine how the prediction may change in the remainder of its process. However,
the visualization is not considered intuitive.
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7.2 Task-based utility assessment

To evaluate the effectiveness of the explanation framework for supporting the user in de-
cision making, we let the users interact with the application by making and validating
decisions for open cases. The following use case is considered: an analyst monitors the
on-time payment of invoices. When a case exceeds its due date, a fine has to be paid. The
analyst can intervene in a case when it is expected that the due date will not be made, but
extra costs are involved. The analyst wants to make a well-considered decision to either
intervene in a case or to take no action. We first asked the user to make a decision for
each of the cases. Next, it was asked to make a ranking of interesting cases for which they
want to validate their decision. For the two most interesting cases, it was asked to do this.

We expect that the user wants to further inspect the predictions of cases for which it
is predicted that the due date will not be made and falls within the prediction interval.
The predictions with a low trust are expected not to be inspected, because the framework
does not provide tools to investigate cases with low trusted predictions further. For the
interesting cases, we expect the user to investigate whether the contribution to the pre-
diction matches their expectations of what would contribute. As a next step, we expect
the user to select similar cases to analyze what the remaining time was for similar cases
to see whether there are possibilities to make the due date. The process of similar cases
are expected to be used to see which activities are the most contributing to the remaining
time prediction.

Results

In Table 7.2, the ranking of interesting cases given by each of the users is shown. Some
users provided a ranking that includes all cases and other users were not interested to fur-
ther inspect some predictions and are, therefore, not included in the ranking. The users
made rankings based on different reasons. Some users ranked the predictions on time to
due date and some on time by which the due date is exceeded. All users wanted to inspect
predictions for which the due date falls within the prediction interval and the trust is high.
Most users ranked predictions with low trust lower for similar predictions of whether the
due date is made. For example, case 865 is almost always ranked lower than case 109.
All users agreed on that cases 49 and 47 require a further inspection the least, since the
due date falls after the upper limit of the prediction interval and intervening seems not
necessary. An interesting ranking is made for case 50, which due date falls before the lower
limit of the prediction interval. Some users ranked it as most interesting, while others did
not want to inspect it at all. Most users thought that intervening would not make a dif-
ference. Some validated their decision and came to the conclusion that intervening would
indeed not make a difference. The other users did not want to validate their decision
because the trust in the prediction is high and the due date falls before the interval. The
preferred sorting of interesting cases differs between users. Therefore, a sorting that can
be set by the user is considered useful. A sorting that is not implemented, but that seemed
desirable, is based on time by which the due date is expected to be exceeded. Most users
looked at the trust only in the situation when predictions are similar and would focus on
the high trusted prediction first. Therefore, a filtering that low trusted predictions are not
shown is not desirable.

When a case is selected, the user first looked at how the predicted remaining time dif-
fers from the average remaining time. When the predicted remaining time was equal to
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Table 7.2: Ranking of interesting cases.

User 1 User 2 User 3 User 4 User 5 User 6

50 110 50 109 50 50

110 109 109 110 109 110

109 48 110 48 110 865

865 865 865 - 865 109

48 - 48 - 48 48

49 - - - 49 49

47 - - - 47 47

or lower than the average remaining time for the current activity, most users concluded
that intervening would most likely not result in an improved prediction. When the con-
tributions are inspected, all users first inspected the most contributing attributes. When
users noticed that some attribute value has a large positive contribution such that the
remaining time is predicted to be longer than average, they tried to find what could be
changed to improve it. For case attributes this is not possible, because the case attributes
can in most situations not be changed. For the activities and event attributes they also
tried to understand what could be done in future steps to improve the process, but this
information is difficult to get based on the SHAP values. This information may even be
impossible to get, because explanations are local. The explanation was used to find how
the prediction would be better when changing something.

After the inspection of contributions, the users inspected the training data. For all cases
that were inspected, the trust in the prediction is high. All users agreed on that the initial
visualization of the training data supported the high trust. Some users made a selection
of similar cases, varying from about 20 to 1000 cases, while other users did not make
a selection. The users that made larger selections or did not make a selection are the
same users that based their decision of trusting the prediction mainly on the size of the
training data. Thus, for these users, analyzing a neighborhood around the selected cases
seems not to add any explanatory value. When a selection is made, some users were less
sure about the high trustworthiness. The description of the selected cases deviated more
from the selected case as expected. Some users wanted to make a selection based on the
description or on certain remaining times to further analyze the predictions at next steps.
The reasoning behind this was to see how the prediction would be at next steps in the
process for cases that show shorter remaining times.

The prediction at next steps in the process is mostly inspected to see which activities
are expected to be executed for the open case. For case 110, most users validated their
decision to intervene in the case. They saw that after one activity the predictions are much
shorter and the due date would be possible to make. For case 50, most users validated
that it would not make a difference to intervene. They saw that multiple activities still
had to be executed and that it would never result in making the due date. For case 109,
most users believed that the prediction of remaining time is longer than it most likely will
be. The prediction increases when the activity final check of invoice is executed multiple
times. No intervening seemed necessary as long as the process is monitored such that the
activity does not have to occur multiple times.
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7.3 Discussion and conclusions

SHAP values were difficult to interpret and use by most users. All users were able to iden-
tify the most important attributes that contributed to the prediction. However, to which
extent the attributes contributed seemed more difficult. When SHAP values are inspected
to validate the user’s decision for an open case, they tried to find attributes that could be
changed to improve the prediction. This information, however, is difficult to get from the
SHAP values. They can only to some extent be used for suggestions by indicating where
changes lead to the most different prediction. The lack of domain knowledge and that the
open cases are artificial made it difficult to use SHAP values to see whether the prediction
matches the intuition of the user. Therefore, we could not evaluate whether the SHAP
values increases the trust in a prediction, which is a limitation of our evaluation method.

The trustworthiness of a prediction is mainly based on the size of the training data and
on whether the open case is close to similar cases. In our outlier prediction method, we
take the size of the training data into account. This matches the intuition of the user of
whether a prediction can be trusted. However, the outlier score is computed based on
the distance to cases in the training data. When a case is on the boundary of a cluster,
it is more likely that it is identified as an outlier. This does not match the intuition of
the user, since this is mainly based on being close to a cluster. Therefore, it would be a
better method to see whether a case is part of a cluster to support the user in assessing
the trustworthiness. A limitation of that approach would be that this only works when
clusters can be identified in the training data.

We conclude that the prediction overview supports the user in suggesting cases that need
attention. Users can successfully validate their decision on whether they want to intervene
or not. However, the framework was sometimes misinterpreted by looking for suggestions
in the feature contributions to change something. Also, some users wanted to make a
selection in the description of the training data and in the distribution of remaining times
to look for suggestions about what could best be done in the remainder of the process.
However, it is not the goal of our framework to provide suggestions, but only to provide an
explanation about why a prediction is made. To provide the user with suggestions about
which activities can best be executed is considered as future work.
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Conclusions

In this research, we created a framework that explains business process remaining time
predictions independent of the deployed machine learning algorithm. The framework sup-
ports the business analyst to understand why predictions are made. When understandable
predictions are provided, the business analyst trusts predictions more such that decisions
can be based on them. We combine several explanation techniques to provide an under-
standing of individual predictions that include feature contributions and insights into the
training data. We successfully implemented a prototype of the framework in the Process-
Gold platform.

As part of our research, we designed the prediction approach for process remaining time
predictions. Although we chose for a model-agnostic approach, some decisions influenced
the explanation quality, such as trace bucketing and feature encoding. We reviewed the
literature for an approach that would ensure a reasonable prediction quality and that
also allows for explainable predictions. Although trace bucketing did not improve the
prediction quality, having a set of similar cases based on the current activity increased
the understandability of the explanations. The number of attributes that are encoded is
limited to decrease training time and to make explanations less complicated. The aggre-
gate feature encoding in combination with one-hot encoding is chosen, since it allows for
accurate predictions and the features can be well interpreted.

As part of the explanation framework, we included feature contributions to see which
attributes contributed the most to the prediction. We computed SHAP values for this
purpose. SHAP values are dependent on the average remaining time of the prediction
model. Therefore, the average remaining time by using the chosen trace bucketing ap-
proach is more intuitive than in the situation no trace bucketing would have been used.
A visualization of the training data to assess the trustworthiness of a prediction before
on this prediction is relied, has shown to be useful in the evaluation. Outlier prediction
supports the business analyst in identifying the representativeness of an open case in the
training data. When the training data are based on the last known activity, similar cases
could be defined based on the similarity in activities executed so far and based on the
data attributes. Also, how the process continues from the current activity could be more
easily provided as information to the business analyst. Based on the understandability
assessment, we conclude that the explanation framework supports the business analyst to
understand why a prediction is made. The task-based utility shows that not all explana-
tions are considered intuitive at first sight, but that they provide enough information to
support decision making.
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We applied techniques for explainable machine learning in the domain of process pre-
dictions. Instead of only using our intuition of what would be useful explanations to
understand and trust predictions, we conducted interviews to have an understanding of
which explanations would be required. We applied the SHAP value computation specifi-
cally for process data, which includes dependencies for case attributes and activities that
are not present in any arbitrary data set. We know the dependency between features in
the case attributes, since the case attribute of a case has a unique value. The activities
are encoded with a frequency they are executed, which allows to explain the contribution
to the prediction when executed or not executed.

8.1 Limitations and future work

The explanation framework explains the predictions independent of the deployed predic-
tion model. This also means that the framework does not depend on the quality of the
predictions. However, for predictions to be used in practice, accurate predictions are im-
portant. We did not aim to develop the best prediction system in this research and is
considered as future work.

SHAP values were considered useful in understanding why a certain prediction is made.
However, based on the evaluation we concluded how SHAP values are presented to the
business analyst made it difficult to use them. Either more training or a more intuitive
visualization is required. We could not conclude from the evaluation whether SHAP values
support the business analyst in trusting the prediction, because the participants in the
evaluation did not have domain knowledge and the cases are artificial. To fully evaluate
whether the framework supports decision making, it should be evaluated on a real-life
data set and used by domain experts to see which components of the framework are the
most effective.

For the outlier prediction method, we were able to identify the cases that are not well
represented in the training data, but we were not able to detect the cases successfully that
led more often to incorrect predictions. To be able to detect these cases would be helpful
to support the business analyst in assessing the trustworthiness of predictions.

The explanation framework is developed to explain why a certain prediction is made.
Future work would include to explain what could be done to improve the prediction for
an open case. For example, a suggestion to execute some next activity in the process.

The explanation framework focuses on an explanation of a prediction per case. If un-
desirable behavior is predicted for a case, the contributions to this prediction and similar
cases can be inspected. However, no support is given to identify the root causes of this
behavior. Future work includes to explain what causes the undesirable behavior.
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