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1 Problem Description

Cyclomedia is a Dutch company specializing in large-scale systematic visual-
ization of environments. They have a collection of 360◦ panoramic images of
the Netherlands which Cyclomedia refers to as Cycloramas. In recent times,
Cyclomedia has also started capturing these images with depth information
which it terms as Depth Cycloramas. The capturing of these high quality
images is done by the specialized LiDAR scanners which capture the envi-
ronment continuously. The color images and depth images are then rendered
every five meters. Since, the capturing of these Cycloramas is an expensive
task these image are captured annually.

Cyclomedia currently has the Depth Cyclorama images for the year 2018 and
2019. With the depth Cyclorama images available for the two years available,
Cyclomedia is now interested in monitoring the presence of advertisements
i.e. if an advertisement is added, removed, changed or same. This is to
be done by comparing Cyclorama images captured during the past year to
the images captured this year. This will in turn help the Municipality to
automate the process of billing advertisement spaces in a fast and efficient
manner instead of being done manually. Cyclomedia has partnered with the
Municipality of Amsterdam, one of the major city in The Netherlands to
bring the project to fruition.

The whole project pipeline can be divided into three stages namely Adver-
tisement Detection, Camera Pose Registration and finally Advertisement Re-
identification. Each stage with it’s brief introduction and associated problems
have been listed below for better understanding of the whole problem.

1.1 Advertisement Detection

The first stage and the most rudimentary part of our project pipeline is to
be able to detect advertisements from an image. However, as stated earlier
Cyclomedia captures 360◦ panoramic images and it can be observed that
straight lines do not appear straight in panoramas. Thereby making it diffi-
cult to finetune a pretrained detector by training directly on the panoramas.
Hence, we have to convert a panorama to four rectilinear images with 90◦

increments in yaw.
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These images will then be used as training data for the detector. The dataset
available in Cyclomedia is labelled into the following four categories: The a
standing flag, an advertisement on ground, a hanging flag and a advertise-
ment on the building facade. The distribution is better represented in Fig
1.

Figure 1: Rectilinear Projection

An example of each class with their bounding box is shown in Fig. 2.
These images are used as groundtruth for training and evaluating the model.
Throughout the report, the term advertisement is used to cover all the classes
and is used with the term billboard interchangeably.

(a) Class A (b) Class B (c) Class C (d) Class D

Figure 2: Classes Distribution. Class A is standing flag, Class B is adver-
tisement on ground, Class C is hanging flag and Class D is advertisement on
facade.

Cyclomedia already has a Microsoft detector which uses Custom Vision
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API[24] to detect advertisements in an image. The Microsoft detector is
a black box where we don’t know what kind of detector is used under the
hood. Microsoft provides the platform to just upload the annotated images,
train the detector and retrieve the results, making it difficult to tune the
detector and perform experiments with it.

However, advertisement detection is basically an object detection problem.
The research on object detection in images has matured in the recent years,
thereby making it possible to choose a detector available in the literature for
our specific problem. The detector(s) found suitable can then be compared
with Microsoft detector already available. The best detector can then be
used as a part of the complete project pipeline.

1.2 Camera Pose Registration

Cyclomedia captures high quality panoramic images using their specialized
LiDAR scanners. A sample Cyclorama image and its associated depth image
is presented in Fig. 3. This process of capturing street level images using
LiDAR is expensive.

(a) Color Image (b) Depth Image visualized using rainbow
colormap

Figure 3: Cyclorama Images
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Cyclomedia plans to make the capturing of street level images less expensive
with their new service called Crowd Smart. In this service, Cyclomedia
plans to use android cameras, mounting them on service vehicles like garbage
trucks, etc. The android cameras will then capture images every five metres,
eventually mapping the whole city. This makes the data acquisition cheaper
and frequent thereby enabling better control on the city advertisements space.
This allows to maintain a weekly observation of the city space instead of a
yearly log. A sample Crowd Smart image is presented in Fig. 4.

Figure 4: Crowd Smart Image

The knowledge of depth information, camera intrinsics and extrinsics is nec-
essary to project an advertisement to the world coordinate system. The
Crowd Smart images do not have depth information associated with it, mak-
ing it difficult to project an advertisement detected in images to the world
coordinate system. Additionally, the unavailability of access to the Crowd
Smart camera makes the process of calculating camera intrinsics more daunt-
ing. However, the camera extrinsics can be calculated by relating the Crowd
Smart images to the Cyclorama images.

Relating the Crowd Smart images to the Cyclorama images is to be done
through Image Matching. In image matching we will match features (usually
corners or blobs) which are invariant to viewpoint and illumination changes
across the two images. Matching the Crowd Smart features with the Depth

6



Cycloramas features will generate 2D-3D correspondences between the two
images. These 2D-3D correspondence can help us compute the camera ex-
trinsics as it now simply becomes a Perspective-n-point problem.

Image matching is a computationally expensive step and will only be used
when we are required to generate 2D-3D correspondences, i.e. matching
Crowd Smart images with Depth Cycloramas. When matching Cycloramas
captured in one year to the Cycloramas captured in another year, this step
becomes redundant and can therefore be skipped.

1.3 Advertisement Re-identification

Cyclomedia captures depth Cycloramas annually and every five metres. There-
fore, an advertisement will be visible from different viewpoints. Hence, it is
required to cluster different appearances of the same advertisement. This
clustering has to be performed to relate advertisements obtained in a single
year.

The depth Cyclorama images are made available to us by Cyclomedia for the
year 2018 and 2019. Using the cluster centroids obtained after clustering, we
can also relate different appearances of the same advertisement across the
two years. With an advertisement detected and it’s multiple appearances
related across the two years, the next step deals with detecting changes in
the advertisement.

If an advertisement was detected at a particular location in the first year and
no advertisement was detected at the same location in the second year, we
classify the advertisement as removed as shown in Fig. 5.
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(a) Image in 2018 (b) Image in 2019

Figure 5: Advertisement Removed

Similarly, if an advertisement was detected at a particular location in the sec-
ond year and no advertisement at that location was detected in the previous
year we classify the advertisement has been added.

If an advertisement at a particular location was detected in the first year
and an advertisement was also detected at the same location the following
year, it leads to two likely scenarios- the advertisement is either same or
changed. Predicting if the advertisement is same or changed can be done
by developing a similarity network which takes images captured in the first
and the second year as an input and classifies the images as same or changed.

The user of the application just provides the rectilinear images of a street
captured during the two years as input to the pipeline. The pipeline should
provide the advertisement location in 3D and it’s status: changed, removed,
added or still present at the same location.

1.4 Report Structure

The literature study for the individual sub-problems is presented in Chap-
ter 2, followed by methodology we used to achieve the results in Chapter
3. Chapter 4 lists with the experiments conducted to achieve the best per-
formance for our complete pipeline. The final results of the pipeline are
discussed in Chapter 5 , while conclusion and future work are presented in
Chapter 6.
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2 Literature Study

The complete pipeline is not something we could find in the literature. How-
ever, the existing solutions for object detection and person re-identification
can be used to solve the Advertisement detection and Advertisement Re-
identification part of our pipeline. The camera pose registration part of our
pipeline, involving extracting of features, image matching and camera pose
computation has gathered much attention in the literature.

The individual sub-problems and the related work in their respective fields, as
well as the related work on rephrasing the Advertisement Detection and Ad-
vertisement Re-identification to an object detection and person re-identification
problem have been described in their respective sections.

2.1 Advertisement Detection

The detection of advertisement billboards has not received not received much
attention in the literature. The first paper to focus on detecting billboard
advertisements was presented by Cai et al. [8]. They were able to detect
billboard advertisements from sports images based on some prior knowledge
of the football field. The prior knowledge that the field is always green in
color and billboards are usually set up to be easily distinguishable from its
surrounding background is used. The billboards were detected by apply-
ing Sobel filter for edge detection followed by Fast Hough transform on the
resulting edges for line detection.

In [37], Watve et al. aim to detect the number of frames a given billboard
in a particular size was visible during telecast of a soccer game. Watve et
al., first classify a frame as a “long shot” or a “close-up shot” based on the
method proposed in [15] using the number of grass pixels to classify the shot.
Since, a billboard is always placed along the field boundaries, ground edges
are located first. This is done by first using the “Hue slicing” method to
binarize a frame in which green pixels are set to white and black otherwise.
Sobel edge detector [29] and Hough transform [29] are then applied to the
binarized images to detect possible ground lines and possible upper lines of
billboards. The vertical lines in billboards are then detected using Canny
edge detector [9]. As a final step, template matching is done between the
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candidate billboard location and a set of provided billboard images. The
number of frames containing an advertisement in a particular size class is
then calculated and reported.

With the availability of large datasets and advances in machine learning and
neural networks, the interest towards advertisements detection have been
somewhat limited. This can somewhat be attributed to the absence of large
datasets in this field. The only neural network specifically targeted toward
advertisements is described in [19]. Hossari et al. aims to classify if a video
frames contains an advertisement or not. The authors propose a deep learn-
ing architecture for this purpose called ADNet as shown in Fig. 6.

Figure 6: ADNet architecture [19]

ADNet is inspired from VGG19 architecture and uses the pretrained weights
of VGG network trained on the ImageNet dataset. The training was toggled
off for the first five layers of the pretrained VGG and the last three fully-
connected layers were replaced. The first two fully-connected layers have
1024 channels with relu activation and a dropout layer in between to pre-
vent overfitting. The third and finally connected layer has 2 channels with
softmax activation providing the probabilities for belonging to billboard or
no-billboard class.

The dataset for the training was created by taking positive examples from
the Mapillary Vistas Dataset [28] and negative examples are taken from MS-
COCO Dataset [21] as well as Mapillary Vistas Dataset. Few sample results
from the dataset are shown in Fig. 7. The incorrectly classified sample
in Fig. 7c has a very similar appearance to a regular four-side billboard
thereby leading to an incorrectly classified sample. ADNet was benchmarked
against the Inception-v3 model pretrained with ImageNet dataset and then
later trained on the same dataset as ADNet. The proposed ADNet boasted an
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accuracy of 94% compared to the 56% accuracy for the Inception-v3 model.

(a) True Positive sample (b) True Negative sample (c) False Positive sample

Figure 7: Classification results of ADNet [19]

Our project involves construction of a pipeline, hence it is beneficial to firstly
have all the individual components of the pipeline working efficiently. The
problem of detecting billboards in an images can be seen as an object de-
tection task which has been an active area of research for a number of years
now. The three most popular meta architectures used in the literature are
SSD [22], Faster RCNN [30] and RFCN [12] and comparison between them
is showcased in Fig. 8.

SSD	w/MobileNet,	Lo	Res	

R-FCN	w/
ResNet,	Hi	Res,	
100	Proposals	

Faster	R-CNN	w/ResNet,	Hi	
Res,	50	Proposals	

Faster	R-CNN	w/Incep.on	
Resnet,	Hi	Res,	300	
Proposals,	Stride	8	

SSD	w/Incep.on	V2,	Lo	Res	

Figure 8: Object Detectors comparison accuracy vs time [20]
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The SSD networks are faster but have lower performance while Faster RCNN
networks have better performance but slower computational time. The per-
formance of RFCN and Faster RCNN are often quite comparable to each
other with RFCN being faster compared to the Faster RCNN networks.

2.2 Camera Pose Registration

Camera Pose Registration is performed with the use of Image Matching tech-
niques which has been an area of research for quite a long time. Image
matching is one of the most fundamental aspect of many problems in com-
puter vision. Image matching is used for solving problems like stereo corre-
spondence, motion tracking and reconstructing 3D structure from multiple
images. Image matching requires features to be extracted from the images
and then transformed into a representation which allows for significant level
of tolerance to viewpoint and illumination changes. The feature extraction is
done by feature detectors which are then represented by n dimensional vec-
tors called feature descriptors. These feature descriptors are then matched
across the features detected on the two images.

A lot of research has been done in the area of feature matching, with the
traditional handcrafted approaches described in SIFT [23], SURF [2] and
ORB [31]. Using a combination of the above approaches has also shown
to produce good results. A comparison of the above techniques and the
combination of these techniques is presented in [3].

As previously mentioned in the project description, the Crowd Smart images
will be matched against the depth Cyclorama images. Since these images
are captured with different devices and at different times, the two images
can significantly differ in viewpoint and illumination. In [26], Mishkin et al.
state that traditional methods like SIFT [23], SURF [2] can match images
of a scene with a viewing angle difference of up to 60◦for planar objects
and 30◦for non-planar objects. While the state of art during the year 2009,
ASIFT [27] can match images having viewing angle differences up to 80◦but
at the cost of a significant slowdown.

In [26], Mishkin et al. propose a two-view matching algorithm called MODS-
Matching with On Demand view Synthesis that can handle much greater
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viewing angle differences than ASIFT without a significant increase in com-
putation time over traditional handcrafted approaches. MODS does this by
employing a combination of different detectors iteratively. The main idea
behind MODS algorithm is to repeat a sequence of detector descriptor com-
bination for two images until a required threshold of feature correspondences
are found. In each iteration, a detector is used with a different set of syn-
thetic view. The algorithm starts with fast detectors progressively followed
by computationally expensive ones. This helps in decreasing the average
computation time for image matching as easier image pairs are matched fast
leaving powerful but computationally expensive detector and descriptors to
work on the difficult pairs. The sequence of configurations to be applied in
each iteration of MODS have been determined experimentally.

With the recent advancements in solving computer vision problems using
Neural Networks, interest have also been shown towards feature extraction.
However, the earlier methods like [35] and [39] focused only on learning either
feature detection, orientation or descriptor. Yi et al. in [40] introduced a
new architecture that performs all the three steps as a single pipeline called
LIFT (Learned Invariant Feature Transform).

The network architecture is based on the Siamese architecture and trained us-
ing patches rather than images. The patches are extracted from the keypoints
that survived the Structure from Motion pipeline. Four branch Siamese ar-
chitecture is used to train the network. Each branch consists of three dis-
tinct CNNs as a detector, an Orientation Estimator and a Descriptor. The
network takes as an input a quadruplet of images, first two image patches
correspond to the different views of the same 3D point and are used as pos-
itive examples for training the network. Third image patch contains the
projection of a different 3D point and the fourth patch does not contain any
distinct feature point and used as negative examples for training. Although
being trained on photo tourism datasets of Piccadilly and Roman Forum
[38], LIFT outperforms all the competitors on the datasets, which were not
photo-tourism datasets underlying the strong generalization capability of the
LIFT approach.

In [14], DeTone et al. presents a self-supervised network for training interest
point detectors and descriptors. Unlike LIFT[23], it operates on full images
and computes pixel level interest points and their associated descriptor in
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one forward pass. SuperPoint gave state of the art homography estimation
results when compared with LIFT, SIFT and ORB.

For finding a interest point, the base detector was first trained on a Syn-
thetic dataset which consists of simple geometric shape with no ambiguity in
interest point location. The resulting detector trained is called MagicPoint
and it outperforms handcrafted interest point detectors like SIFT better on
Synthetic dataset. MagicPoint detector is then trained on real world im-
ages (taken from COCO dataset[9]) along with Homographic Adaptation to
generate a set of pseudo-ground truth interest points.

Homographic Adaptation transforms the input images to varied scale, rota-
tion, translation changes. The resulting detector works on real world images
and detects more repeatable interest points and is called SuperPoint. The
SuperPoint detector can then be combined with a descriptor sub-network
which can be used for high level semantic tasks like image matching. The
complete training overview of SuperPoint is shown in Fig. 9.

SuperPoint architecture consists of a single, shared encoder to reduce input
image dimensionality. After the encoder, architecture is split into two de-
coder branches, one for detector and one for descriptor. The branches learn
their task specific weights but most of the network parameters are shared
between the two tasks.

Figure 9: SuperPoint training overview

SuperPoint detects interest points and their detectors in a single forward
pass which comes to be 11.15 ms when using Titan X GPU on 480 x 640
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resolution images. This makes it suitable for real-time performance which is
not possible with LIFT and SIFT.

2.3 Advertisement Re-identification

With the different appearances of an advertisement related across the two
years, we now need to predict if the advertisement is removed, added, changed
or same across the two years. The addition or removal of advertisements
across the two years can just be predicted based on clustering, as a cluster
centroid representing an advertisement will be present in one year but absent
in another. However, the problem of predicting if an advertisement is same
or changed across the two years is challenging.

This can be solved by developing a similarity network which classifies if
the different appearances of the same advertisement is same across the two
years or not. One proposed solution could be using a Siamese architecture
as described in [6]. This network uses two identical sub-networks joined at
their outputs. These two sub-networks extract features from two signatures,
while the joining neuron measures distance between the two feature vectors.

With the advent of different architectures in machine learning, a lot of differ-
ent Siamese networks have also been developed for a variety of applications
like object tracking [4], change detection using semantic segmentation in im-
ages [13], signature verification [6], etc.

Another effective approach to solve this problem is by using metric learning
[32]. In this approach, an embedding is produced per image using a deep
convolutional network with squared L2 distance in embedding space directly
correspond to face similarity [32]. The embeddings in [32] are learnt using
triplet loss.

Triple loss tries to minimize the distance between an anchor (image currently
being processed) and a positive sample (image from the same class) and tries
to maximize the distance between the anchor and a negative sample (image
from a different class) as shown in Fig. 10.
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Figure 10: Training using triplet loss [32]

The main concern while applying triplet loss is selecting the correct triplets,
choosing only easy triplets (positive sample very similar to anchor and nega-
tive sample very different from anchor) will not help the network with learn-
ing and will often produce disappointing results. Therefore, we must mine
for hard triplets (positive sample different from anchor and negative sample
very similar to anchor) while training the network. However, selecting hard
triplets too often will make the learning unstable.

Hermans et al. shows that we can alleviate this problem using a new variant
to triplet loss known as soft margin batch hard triplet loss in [18]. Along with
the modified loss function a new architecture with ResNet-50 as backbone
was also proposed in [18]. The last layer of ResNet-50 was replaced with two
fully connecting layer of 1024 and 128 units respectively, effectively making
the embeddings as 128 dimensional. This network achieves state of the art
results.

The current state of the art implementation for person re-identification prob-
lem is Multiple Granularity Network [36]. It aims to capture most salient
information using local information from body parts among the different
persons. Thereby combining global and partial features to improve discrim-
inative performance in person re-identification tasks. The visualization of
partition stripes introducing multiple granularities making the network learn
more discriminating features is represented in Fig. 11.
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Figure 11: Coarse to fine granularities

MGN a multi-branch network divided into one global and two local branches
was developed based on this concept. Global branch is defined as containing
only one whole partition of the image as the coarsest set containing global
information. Increasing the number of partition, it makes the network con-
centrate on finer discriminative information in each stripe. The network uses
ResNet50[17] as backbone but dividing the subsequent part after res conv4 1
residual block into three independent branches. At the end the features from
different branches representing global and local information are concatenated
together. Softmax loss is then employed for classification and triplet loss for
metric learning while training the network.

MGN reports a Rank-1/mAP of 95.7%/86.9% on Market-1501 dataset [41]
and a Rank-1/mAP of 88.7%/78.4% on DukeMTMC-reID dataset[42].
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3 Methodology

The project pipeline is divided into three parts - Advertisement Detection,
Camera Pose registration and Advertisement Re-identification. The Adver-
tisement detection and Re-identification are essential parts of our pipeline.
Camera Pose registration is only required if we need to match the low quality
Crowd Smart Images to high quality depth Cycloramas.

The models and the steps taken to develop the individual stages of our
pipeline are described in their respective sections.

3.1 Advertisement Detection

Detectors found in the literature use traditional techniques to detect adver-
tisements in an image. With the advent of Machine Learning in the recent
years, we also aim to use neural networks to solve our problem.

Network architecture proposed by Hossari et al. in [25] is only used for clas-
sifying if a video frame has an advertisement or not. We could not find any
other network architectures specifically targeting advertisements. However,
advertisement detection is generically an object detection task. Hence it is
possible to make our own detector if we provide the training data to the
pretrained object detection networks found in the literature.

Cyclomedia already uses Microsoft’s Custom Vision API for advertisement
detection. The detector based on Microsoft’s Custom Vision API is hereby
referred as Microsoft detector. We develop our own detector to compare the
results with the Microsoft detector. The best performing detector will then
be used as a part of the pipeline to improve the overall performance of the
pipeline.

3.1.1 Dataset Preparation

Cyclomedia captures 360◦ panoramic images of streets and stores them in the
cubic format as shown in Fig. 12. The straight lines do not appear straight in
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panoramas. The available pretrained object detectors are trained on COCO
dataset [21], which does not include panoramic images. Thus, fine-tuning a
pretrained detector directly on the panoramas is not preferred.

Figure 12: Cubic Projection

Hence, we convert each panorama to four rectilinear images with 90◦ incre-
ments in yaw as shown in Fig. 13. The images are annotated by Cyclomedia
in four advertisement classes as described in Section 1.1. These images are
then used for the rest of our pipeline.
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(a) yaw = 0◦ (b) yaw = 90◦ (c) yaw = 180◦ (d) yaw = 270◦

Figure 13: Rectilinear projection

3.1.2 Microsoft Detector

The provided advertisement detector uses the Microsoft’s Custom Vision API
[24] to detect advertisements in an image. The provided advertisement detec-
tor was already trained by people at Cyclomedia. An example of predictions
from Microsoft detector is presented in Fig. 14.

Figure 14: Advertisement detection for probability threshold >= 50%

The bounding boxes with probabilities greater than 50% are only shown in
Fig. 14. It can be seen that the Microsoft detector completely misses two
‘rice cooker’ advertisements and the bounding box ‘De Pottekijker’ in the
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centre of image is not properly aligned. Additionally the Microsoft detector
is a black box, making it difficult to fine-tune the detector for our specific
problem. These shortcomings of the Microsoft detector made us look into
other alternatives for the advertisement detection part of our pipeline.

3.1.3 Training the Tensorflow Object Detector

The rather disappointing results from Microsoft detector made us look in
the literature for existing advertisement detectors. There are numerous pre-
trained object detection models available which we can fine-tune to solve our
particular problem. The different object detectors are compared in [20] and
also presented in Fig. 8. RFCN- ResNet 101 and Faster RCNN- ResNet 101
architectures were selected to develop our advertisement detector, as they
provide the optimal trade off between speed and accuracy.

The images captured in 2018 of two streets in Amsterdam - ‘Rijnstraat’ and
‘Van Woustraat’ are used to develop the detector. 70% of the images is used
as the training set. The training set consists of 1428 images from ‘Rijnstraat’
and 1140 images ‘Van Woustraat’. The remaining images are used as a test
set for the detector. After training, the same image presented in Fig. 14 is
also fed through the RFCN ResNet-101 detector and the result is shown in
Fig. 15.

Figure 15: RFCN- ResNet 101 detections for probability threshold >= 50%
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It can be observed that this detector performs better than Microsoft detector
on this image. The more in depth performance comparison between the two
detectors can be found in Chapter 4.

3.2 Camera Pose Registration

The Crowd Smart images might be inexpensive and frequent, but of lower
quality compared to Cycloramas. The android camera used to capture Crowd
Smart images is mounted in front of the vehicle and captures a single view,
unlike Cycloramas which capture the complete 360◦environment. Addition-
ally, Crowd Smart images do not have a depth map associated with it unlike
Cycloramas. The inability to project the image to 3D will subsequently make
the projections of advertisements to 3D difficult. However, the problem can
be alleviated by generating 2D-3D correspondences between Crowd Smart
and Cyclorama images. These correspondences along with camera intrinsics
and extrinsics can help us position an advertisement in the world coordinate
system.

3.2.1 Camera Intrinsics

Camera is one of the most essential part of Computer Vision, as it transforms
the three dimensional real world to a two dimensional image plane. If we
want to project the two dimensional image plane to three dimensional world
coordinate system, knowledge of camera intrinsic parameter like focal length,
principal point, skew, aspect ratio and lens distortion parameters becomes
essential.

With the camera not physically available to us for computing the camera
intrinsics, we use the images already captured to compute camera intrinsics.
We assume a simplistic camera model with no skew, no lens distortion, equal
focal lengths in horizontal and vertical direction and principal point in the
centre of the image. The Crowd Smart camera renders images at a resolu-
tion of 1536 × 1536 pixels, thereby making the principal point of camera at
(768, 768) pixels. This provides with the camera intrinsic matrix as
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K =

F 0 768
0 F 768
0 0 1

 (1)

Theia vision library [33] was used to obtain an initial solution for the focal
length and camera extrinsics. We select four points from an image and
provide their normalized pixel values and their respective 3D coordinates
obtained from StreetSmart1 as an input. Using these values as inputs and
the method described in [7] we can compute the focal length and the camera
extrinsic matrices. The obtained results serve as an initial solution which
are then later optimized using Google Ceres library [1]. Six additional points
with their pixel locations and respective 3D coordinates are selected. These
additional six points along with four initially selected points are used as an
input to the Ceres solver to determine the optimal solution.

3.2.2 Camera Extrinsics

With the pixel location and their corresponding 3D coordinates known, it is
possible to compute the pose of the camera as a solution to the Perspective-
n-point problem. In the previous section, we did the same thing but the
selection of points was done manually. It is possible to automate the process
by performing image matching between the Crowd Smart and Cyclorama
images. The pixel locations can be generated from the features selected in
Crowd Smart images and their corresponding 3D coordinates can be obtained
using Cyclorama images and the corresponding depth images associated with
it. These 2D-3D correspondences generated from the matches is then be
passed to the RANSAC [16] algorithm to compute the optimal solution.

Feature Matching A Crowd Smart image and the nearest available Cy-
clorama image are used as input images to detect features in an image. There
are numerous feature detector and descriptors available in the literature [23,

1StreetSmart is the web interface of Cyclomedia, it is used to obtain the 3D co-ordinate
of a point
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2, 31, 34]. Cyclomedia already has an implementation of Hessian-Affine
detector and a RootSIFT-DAISY hybrid descriptor. The Hessian-Affine fea-
tures detected in the Crowd Smart and Cyclorama image are then passed
through the RootSIFT-DAISY descriptor. The descriptors compute the ori-
entation of the feature and provide a 128 dimensional vector representation
of the feature. An OpenCV [5] implementation of brute force matcher which
queries Crowd Smart feature descriptors to the Cyclorama feature descrip-
tors is used. The matcher computes the nearest neighbor and the matches
obtained are shown in Fig. 16. It can be observed that we obtain a good
number of matches on the tower. However, we also obtain numerous false
matches making the data noisy. This data has to be filtered and can’t be
directly used to compute the camera extrinsics.

Figure 16: Matched Image

Pose Estimation using RANSAC The matches generated between Crowd
Smart and Cyclorama images provide us with 2D-3D correspondences. These
2D-3D correspondences are then passed through PROSAC [11] estimator, a
faster variation of RANSAC [16] available in [33]. The estimator selects
three 2D-3D correspondences and computes the pose of the camera. Using
this pose as camera extrinsics we calculate the number of inliers within an
error threshold. The pose with the most inliers is selected as the pose of the
camera and the surviving inliers are shown in Fig. 17.

The resultant pose thus obtained is registered to the image captured by
Crowd Smart camera. The camera pose registration process is computation-
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ally expensive and it is only required if we want to relate Crowd Smart images
to the Cyclorama images. During the later stages of the project, we have
only focussed on using Cyclorama images across the 2 years. The presence
of accurate 3D information across both the years makes this step redundant.
Hence, the camera pose registration step was not required for the existing
implementation of our pipeline.

(a) Inliers- CrowdSmart (b) Inliers- Cyclorama

Figure 17: Features surviving RANSAC

3.3 Advertisement Re-identification

Initially, the images captured by Cyclomedia every five metres of a street
in the year 2018 are provided as an input to our pipeline. The detector
will run on the images and provide us with the bounding boxes containing
advertisements. Since the images are captured every five metres, a single
advertisement will be visible from different viewpoints as shown in Fig. 18.
Therefore, we must implement a strategy to group the different appearances
of the same advertisement to a certain cluster in 3D space.

The images of the same street will be captured again by Cyclomedia in
the year 2019. The similar problem of an advertisement being visible from
different viewpoints will arise again. However, an additional problem of
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relating different appearance of an advertisement based on their 3D position
across the two years also arises. In essence, we want to have a dataset that
relates different appearances of an advertisement based on their position in
3D across the two years.

(a) Image Id = 5D6KR551, yaw = 180 (b) Image Id = 5D6KR561, yaw = 90

(c) Image Id = 5D6KR56Q, yaw = 90 (d) Image Id = 5D6KR4DV, yaw = 270

Figure 18: Same advertisement (highlighted in yellow) visible from different
viewpoints

This dataset can then be used to predict if an advertisement is removed,
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added, same or changed across the two years. However, there is no such
dataset targeted towards our application either in the literature or at Cy-
clomedia. Hence, we created our own dataset which relates the different
appearances of an advertisement in a single year and also across two years.
This dataset can then be used for training the network and eventually build-
ing up the final part of our pipeline.

This leaves us with two interesting problems while creating the dataset: 1)
grouping same advertisement from different viewpoints together and 2) re-
lating advertisements based on their 3D position across the two years. We
aim to solve these problems by firstly projecting the detections from the
advertisement detector to 3D and subsequently clustering the projected 3D
point cloud obtained. By clustering we obtain, we might be able to obtain
different appearances of an advertisement in a single year. Secondly, we try
to group an advertisement across the two years by projecting the detections
for the year 2019 to 3D and computing the nearest neighbor of it amongst
the centroids computed for the year 2018.

3.3.1 Projection to 3D

The images when passed through the detector, provide us with the bounding
boxes at advertisements. The bounding box provided doesn’t always properly
encloses the advertisement as shown in Fig. 19. In Fig. 19a, it can be seen
that a portion of sky is also present in the highlighted bounding box while
in 19b a portion of building is also enclosed within the highlighted bounding
box. Hence, the projection of a complete advertisement detection to 3D will
provide us with some inconsistent results. Additionally, the projection of
complete advertisement will be memory consuming.
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(a) Image Id = 5D6KR560, yaw = 0 (b) Image Id = 5D6KR561, yaw = 180

Figure 19: Detection Results

Therefore, we compute the centre of bounding box and draw a circle of 5
pixels radius around it. The position of the camera when image is captured
is already available to us along with the camera pose and the corresponding
depth map. The projection to 3D coordinate system can thus be obtained by
applying simple vector mathematics. The position of the camera obtained
using GPS acts as an origin of the ray. The camera pose provides us the
direction of the ray while depth map provides the length of the ray. Hence,
all the pixels within the radius are projected to 3D and stored.

The 3D coordinates of every detection is then combined and a point cloud
representation of all the advertisements present in the street is obtained as
shown in Fig. 20. The advertisements are generally placed on the pavements
or on a building facade. This can be easily observed with Fig. 20b. This
street also has a tram line as can be seen from Fig. 20a. There are advertise-
ments present in the tram station and that is the reason we see some points
in the middle of the street.
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(a) Street used as input

(b) Advertisement detection projected to 3D

Figure 20: Detection Results

3.3.2 Clustering

With the detections projected to 3D, it is now required to cluster differ-
ent appearances of an advertisement based on their positions. A clustering
implementation was already present with Cyclomedia. The same clustering
implementation is used to perform the clustering of projected point cloud.
If the neighbor already had a cluster then merge the two clusters. The al-
gorithm takes two parameters min cluster size and distance threshold.
The first parameter represents the minimum number of points required to be
considered a valid cluster and distance threshold specifies the maximum
distance threshold to find the neighbors to a point. The algorithm simply
loops over every point and determines its neighbors. If the neighbor was not
assigned to a cluster yet, add the neighbor to this cluster.

3.3.3 Grouping

The grouping of advertisements is the most essential step of the advertisement
re-identification portion of our pipeline. Grouping prepares the dataset that
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we will be using for training the change detection network. With successful
clustering, we are able to obtain different appearances of an advertisement
based on a 3D location in a single year. We now aim to relate different
appearances of an advertisement belonging to the same location across the
two years. This will generate us a dataset, which will further aid us in train-
ing the network to learn different appearances to the same advertisement.
Thereby helping us predict, if the advertisement at a particular location has
been modified in any way in the future.

Grouping in the same year The detections when projected in 3D sharing
the same centroid are categorized into a same group. We form a dictionary
with centroids as key and image id along with bounding box information as
values. The detections are then cropped out from their corresponding recti-
linear images and stored as separate image files. The image crops are named
in a specific manner that will help us to efficiently group the advertisements
for training. The naming scheme uses 6 digits, with 4 digits representing
group id and last 2 digit personal id. The image crops belonging to the
same group share the same group id i.e. the first 4 digits. Group id ‘1002’
and ‘1067’ obtained after grouping representing the same advertisement from
different viewpoints is presented in Fig. 21.

(a) 100228.jpg (b) 100229.jpg (c) 100238.jpg (d) 100256.jpg

(e) 106716.jpg (f) 106733.jpg (g) 106740.jpg (h) 106751.jpg

Figure 21: Group id’s - 1002 and 1067
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Grouping in different years The detections projected to 3D in the sec-
ond year are queried against the centroids computed for the first year as
described in 3.3.2. The query is a nearest neighbor search with 5.0 cm as
distance threshold. This generates a new dictionary with same centroids de-
scribed earlier as key and image id along with bounding box information for
the detections in the second year as values. This dictionary is then merged
with dictionary developed in the previous section to develop a new dictionary.
This new dictionary consists of centroids of first year as key and detections of
first year along with detections of second year as values. This new dictionary
is used to generate image crops and having the same group id i.e. the first
four digits if they share the same centroid as shown in Fig. 22 and 23.

(a) 100228.jpg (b) 100229.jpg (c) 100238.jpg (d) 100256.jpg

(e) 100253.jpg (f) 100259.jpg (g) 100260.jpg (h) 100268.jpg

Figure 22: Group id- 1002. First row represents images captured in 2018
while second row shows images captured in 2019

It can be observed from the crops alone that group ‘1002’ has not changed
across the years. Whereas the advertisement represented by group id ‘1016’
has changed. Thus, grouping helps us preparing dataset to predict if the
advertisement present at a certain location has changed over the years.
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(a) 101635.jpg (b) 101656.jpg (c) 101671.jpg (d) 101691.jpg

(e) 101621.jpg (f) 101635.jpg (g) 101651.jpg (h) 101653.jpg

Figure 23: Group id- 1016. First row represents images captured in 2018
while second row shows images captured in 2019

3.3.4 Data cleaning

It is observed that while grouping we generate several groups consisting of
false positives of the detector. The dataset generated consists of numerous
false positives as shown in Fig. 24 represented by group ids ‘1019’ and ‘1047’
among other groups. Majorly, there are two types of false positives that we
observe. Firstly, the rooftop of the car evident from the detections in Fig. 18b
and 18c. Secondly, the traffic signs, windows and graffiti are some of the false
positives generated by the detector. This raw dataset generated consisting of
multiple false positive groups can not be directly used to train the network
as the dataset is impure and might hamper the learning. Therefore, we need
to clean the data before we use it for training.

(a) 101934.jpg (b) 101938.jpg (c) 101945.jpg

(d) 104722.jpg (e) 104750.jpg

Figure 24: False positive groups
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The rooftop as a false positive can be easily detected and thereby be removed.
The position of camera in 3D is known along with the position of detections
in 3D. Since, the rooftop of the car will be closer to any of the advertisements
we will detect in the images. We can thus use distance as a filter to discard
the rooftop detected as an advertisement by the advertisement detector.

The removal of second type of false positives containing graffiti, windows and
traffic signs is not trivial. We have to manually clean the data. A simple
GUI was developed using Tkinter package to view the images across the two
years and save the filename that we intend to discard in a separate text file.
The discarded images are then deleted and we obtain a manually cleaned
data. This data is then used to train the network.

3.3.5 Change Detection - Definitions

With the dataset developed, it is now important to predict if an advertise-
ment present at a specific location in the first year i.e. 2018 is still the same
or has been modified in the secind year i.e. 2019. In this section we define the
four cases we expect to happen when comparing the advertisements across
the two years.

Advertisement Removed Advertisement detected in first year and a
group containing different viewpoints of the same advertisement is formed.
However, no detections corresponding to the same centroid is found in the
second year. In other words, if images representing a particular group id
exists in the first year but no images representing that particular group id
exists in the second year, we predict the advertisement is removed.

Advertisement Same A group id representing the advertisement is present
in both the first and second year. The images are passed to the change detec-
tion network which compares every image of first year to every image of the
second year. The comparison yields a score and based on these scores and
subsequent voting we predict if advertisement is same across the two years.
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Advertisement Changed A group id representing the advertisement is
present in both the first and second year. The images are passed to the
change detection network which compares every image of first year to every
image of the second year. The comparison yields a score and based on these
scores and subsequent voting we predict if advertisement is changed across
the two years.

Advertisement Added To predict if an advertisement is added, we re-
verse the steps took earlier. Clustering is performed on the projected point
cloud for the second year followed by querying the detections of first year
against the centroids computed for the second year. Subsequently, if a group
id representing an advertisement was present in the second year and no im-
ages representing that group id is present in first year, we predict the adver-
tisement detected is added.

3.3.6 Change Detection Classifier

We observed that the addition and removal of an advertisement can be pre-
dicted just on the basis of grouping. Predicting if the advertisement is same
or has been changed is done through a neural network using a Siamese ar-
chitecture. The network is fed two images to compute the 2048 dimensional
vector representation. These two vectors generated for the image pair are
then used to classify if the two input images are similar or not.

Generating Image Pairs To train the Siamese network, we generate pos-
itive and negative pairs of images. To make a positive pair we select an image
from the first year representing a group id and image from the second year
representing the same group id. Fig. 25 shows the images captured across
the two years for the group id- 1152. Since, each image in 2018 is paired
against every image captured in 2019, we generate 4 pairs for each image
in 2018 and a total of 20 positive pairs from the group. For every positive
pair generated, we also generate a negative pair. A negative image image is
selected by randomly selecting a different group and then selecting a random
image belonging to the randomly selected group id. We generate a total of

34



16,092 image pairs from the manually cleaned up dataset.

(a) 115262.jpg (b) 115265.jpg (c) 115267.jpg (d) 115283.jpg (e) 115290.jpg

(f) 115229.jpg (g) 115249.jpg (h) 115278.jpg (i) 115280.jpg

Figure 25: Group id- 1152 captured across 2 years

Network Architecture ResNet-50 [17] architecture pretrained on Ima-
geNet dataset as the backbone for our network. The images are resized to
the ResNet-50 expected size of 224 × 224. The last layer of the network is
discarded to obtain a 2048 dimensional vector representation for every image.
We compute element wise dot product between the two vectors and this is
passed to a classifier consisting of 3 layers. The three layers have 512, 128
and 2 units respectively. The other techniques like concatenation, element
wise L1 distance and element wise L2 distance are also used to pick the best
performing merging technique. This architecture is end to end trainable.

Figure 26: Siamese Architecture
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3.3.7 MGN: Multiple Granularity Network

The state of the art architecture in person re-identification tasks is the Mul-
tiple Granularity Network [36]. The MGN network learns embedding by
training on hard triplets (an anchor image along a hard negative and a hard
positive). The network is therefore able to discriminate better between the
different persons using embeddings. We use this discriminating capability of
MGN for predicting if the advertisement is same or changed across the two
years. The architecture developed to detect if an advertisement is same or
changed across the two years is presented in Fig. 27.

Figure 27: Change Detection using MGN

We compute L2 and cosine distance between embedding of every possible
pair. Average distance is then computed for all the different image pairs
belonging to the same group id across the two years. If the average distance
for all the pairs belonging to a group id is less than a certain threshold we
predict the advertisement is same across the 2 years.
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4 Experiments

In this section, we describe different experiments performed for the individ-
ual parts of our pipeline. For advertisement detection, we experimented with
training the model from scratch, fine-tuning a pretrained model and perform-
ing data augmentation to achieve competitive results against the Microsoft
detector already available. For camera pose registration, we performed ex-
periments to compute camera intrinsics and extrinsics. For advertisement
re-identification, we develop three models to perform change detection. Fi-
nally, this section deals with selecting the best parameters for our complete
pipeline.

4.1 System setup

The experiments were performed on one of the GPU servers provided by
Cyclomedia. We use Nvidia’s Tesla K40m GPU with tensorflow 1.8.0 version
for the most part of our pipeline. MGN implementation was only available in
Pytorch. Hence, a new environment using torch 0.4.0 and torchvision 0.2.0
was developed for performing change detection using MGN.

4.2 Advertisement Detection

In this section, we show the performance of the Microsoft detector. We also
show, the experiments performed to obtain the best performance out of our
tensorflow advertisement detector. Finally, we evaluate the performance of
the two detectors.

4.2.1 Microsoft Detector

The detections from the Microsoft detector at the probability thresholds of
20% and 50% are displayed in Fig. 28. Fig. 28a and Fig. 28c shows the
detections with a probability threshold of 20% while Fig. 28b and 28d shows
the detections with a probability threshold of 50%. It can be observed that
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the detections from the Microsoft detector are either improperly aligned or
the advertisements are not detected at all.

(a) Probability Threshold = 20% (b) Probability Threshold = 50%

(c) Probability Threshold = 20% (d) Probability Threshold = 50%

Figure 28: Microsoft detections at different probabilities

The few good detections at 20% probability threshold vanishes on increasing
the probability threshold to 50%. It is suspected that the Microsoft detector,
only trains the last few layers of the network and downsamples the training
images, leading to the poor results. Hence, each training image is divided
into nine tiles. The network is then trained on this newly generated dataset.
The performance obtained before and after the splitting of images at various
IOUs2 is shown in Fig. 29. The performance increase obtained on splitting
the image into 9 tiles, further strengthens the fact that the Microsoft detector
performs downsampling of the images.

2Intersect over Union (IoU) is a metric that allows us to evaluate how similar our
predicted bounding box is to the ground truth bounding box.
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(a) Training on Complete Images (b) Training on 9 tiles of images

Figure 29: Microsoft detector performance before and after splitting images
into nine tiles

4.2.2 One class vs Multiple classes

The dataset we are using to train the model is captured from 2 streets in
Amsterdam - Van Woustraat and Rijnstraat. These 2 streets constitute a
total of 2568 images. However, the dataset available suffers from the problem
of class imbalance. The number of instances of each class in the complete
training dataset is presented in Table 1.

Table 1: Number of Instances of each class

Class Van Woustraat Rijnstraat Total
A 18 234 252
B 119 582 701
C 389 66 455
D 1487 3486 4973

This unbalanced dataset might cause trouble when comparing different de-
tectors. As a scenario might arise, in which a detector performs well on one
or two classes but not all classes. Hence, we tried to merge all the classes
into one ‘advertisement’ class to have a better representation of how good
the developed detectors are in detecting ‘advertisement’ in an image.
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4.2.3 Training from scratch

As an alternative to the poor performance of the Microsoft detector, we
develop our own implementation of the advertisement detector using ten-
sorflow. We trained the model from scratch using the RFCN-ResNet 101
architecture. The model was trained for 400K iterations using the default
training parameters. The PR curve obtained at 0.5 IOU is shown in Fig. 30.

Figure 30: Training from scratch

We evaluate the model at 0.5 IOU and obtain a mAP3 score of 0.0311. It
is observed that training from scratch is poorer than the Microsoft detector.
Training the model for a longer time, might improve the results but it is
preferred to use an existing pretrained object detection model. Hence, we
use pretrained model for the rest of our experiments.

4.2.4 Tiling vs No Tiling

Cyclomedia renders images at a resolution of 1536×1536. The GPU memory
available in Tesla K40m is unsuitable to support this image resolution with
a batch size of 4. Hence, we downsample the images to a resolution of

3mAP is the area under the Precision-Recall curve and a metric to measure the per-
formance of a detector
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500 × 500 and train our tensorflow implementation on these downsampled
images. To evaluate the performance of our model, we use images captured
from ‘Rijnstraat’ in Amsterdam. We use pretrained RFCN ResNet-101 as
the baseline model. We evaluate the model at 0.5 IOU and obtain a mAP
score of 0.305. The PR curve obtained at the same IOU is presented in Fig.
31.

Figure 31: Training from complete images (no tiling) and performance @ 0.5
IOU

The performance of this model is better than the Microsoft detector at the
IOU of 0.5 presented in in Fig. 29 and much better than the results obtained
after training from scratch presented in Fig. 30.

Similar to the Microsoft detector case, it is suspected that downsampling the
images is hindering the best performance we can extract out of our current
model. Therefore, we divide an image into 3 horizontal and 3 vertical tiles.
Effectively dividing an image of 1536 × 1536 resolution into 9 images of
512 × 512 resolution. This removes the downsampling required earlier and
also increases the number of images in our training set. We train the model
using the defualt learning parameters on this newly generated data. The
performance was evaluated at 0.5 IOU on complete images of 1536 × 1536
resolution. The PR curve obtained at 0.5 IOU on this test set is shown in
Fig. 32.
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Figure 32: Training by dividing image into 9 tiles and performance @0.5 IOU

The model is evaluated at 0.5 IOU and a mAP score of 0.459811 was obtained.
This model outperforms the model trained on single images even though it
isn’t even trained on it. Hence, our suspicion that downsampling the image
resolution is hampering the best performance we can extract from the model
is justified.

4.2.5 Microsoft detector vs Tensorflow Object Detectors

In the previous section, we reported that dividing an image into 9 tiles im-
proves the performance of the detector. In this section, we try to compare
the performances of the Microsoft detector made available to us to the RFCN
ResNet-101 and Faster RCNN ResNet-101 based advertisement detectors we
developed.

The three models were evaluated on the test set containing images divided
into 9 tiles at 0.5IOU. The performance of the three models is shown in Fig.
33. The RFCN ResNet-101 detector reports a mAP score of 0.6695 compared
to the mAP score of 0.6921 reported by Faster RCNN ResNet-101.
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Figure 33: Detectors comparison

The Microsoft detector is suspected to train only the last few layers of the
detector. However the two detectors developed by us, trains the complete
network to obtain the better results.

4.2.6 RFCN ResNet-101 vs Faster RCNN ResNet-101

From the literature, we picked RFCN ResNet-101 and Faster RCNN ResNet-
101 for our advertisement detector as they provide us an optimal speed-
accuracy tradeoff. We observe that RFCN ResNet-101 and Faster RCNN
ResNet-101 outperforms Microsoft detector in Fig. 33. However Cyclomedia
is also interested in comparing the two detectors, when trained on multiple
classes despite the unbalanced dataset. Hence, the two networks were trained
again on 4 advertisement classes after dividing the image into 9 tiles. The two
networks were trained for 400K iterations using default learning parameters.
The results from the two detectors are presented in Table 2 and Fig. 34.
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Table 2: Average Precision

Class RFCN ResNet-101 Faster RCNN ResNet-101
A 0.715 0.585
B 0.451 0.409
C 0.608 0.631
D 0.627 0.617

mAP 0.600 0.560

(a) Class A (b) Class B (c) Class C (d) Class D

(e) Class A (f) Class B (g) Class C (h) Class D

Figure 34: Detector comparisons on Multiple Classes. First row contains
results using RFCN ResNet-101 detector. Second row contains results using
Faster RCNN ResNet-101 detector

The performance of the two networks are pretty identical for all the classes
except Class A. Overall, RFCN ResNet-101 performs better compared to
the Faster RCNN ResNet-101 and obtains an overall mAP score of 0.600
compared to the score of 0.560 obtained by Faster RCNN-ResNet-101.
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4.3 Camera Pose Registration

The camera used to capture Crowd Smart images is not physically available to
us. Thus, we are not able to compute camera intrinsics using some standard
algorithm like Checkerboard algorithm of OpenCV [5]. Hence, we assumed a
simplistic camera matrix to estimate the focal length of the camera. Since we
don’t have any groundtruth available with us, we can’t evaluate our results.
Hence, we only rely on visual inspection.

4.3.1 Camera Intrinsics Estimation

We estimate the focal length based on the solution from Theia vision [33]
library’s FourPointPoseAndFocalLength function. We obtain four solutions
as an output from the function. Since, we don’t have ground truth for this
problem and we can’t measure the performance. The best solution was de-
cided based on visual inspection of the image.

The estimated focal length from Theia is used as an initial solution for Ceres
which later optimizes the solution for 10 points instead of just 4 points in
case of Theia. We were not able to obtain an exact solution for the focal
length. However, we narrowed down the focal length to a range to be in
range of 1040 to 1080 pixels. We select the average value of 1060 pixels as
the focal length for the rest of this problem.

4.3.2 Camera Extrinsics Estimation

Cycloramas have 3D information associated with it while 3D information is
not associated with Crowd Smart images. However, after applying feature
matching between the two images we can generate 2D-3D correspondences.
This 2D-3D correspondences are then used to compute the camera extrinsics
using RANSAC.

Feature Matching We use Hessian Affine detector and RootSIFT-DAISY
descriptor already available at Cyclomedia. We pass both Crowd Smart im-
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ages and Cyclorama images as inputs. For the two input images we have to
set the values for the feature detector threshold. Higher values for threshold
generates less features for feature matching, while setting lower values for
threshold will generate numerous features which can lead to noisy matches.
We set the threshold for the feature detector on Crowd Smart images and Cy-
cloramas as 9.5 and 12 for Crowd Smart images and Cycloramas respectively.
We aim to query the features detected form the Crowd Smart against the
features detected from the corresponding Cyclorama. The features from the
two images are fed into the OpenCV’s brute force matcher which generates
matches between the two features generated from the two images.

Pose Estimation using RANSAC The matches between features are
then sorted to prepare the data for PROSAC [11], a faster version of RANSAC
[16]. The sorted correspondences are then fed into the PROSAC estimator.
The estimator selects three 2D-3D correspondences and computes the pose
of the camera. With this pose as camera extrinsics, we calculate the number
of 2D-3D inliers within an error threshold of 25 pixels × 25 pixels. The pose
with the most inliers is selected as the pose of the camera.

The pose computed after matching Crowd Smart images to Cyclorama im-
ages is verified by projecting the complete 3D point cloud obtained from the
Cycloramas to an image plane using the computed pose. One such example
of an image constructed by projecting the point cloud to an image plane us-
ing the computed pose is presented in Fig. 35. Ideally, the image generated
from RANSAC and Crowd Smart image presented in Fig. 4 should be same.
However we are able to generated an image that is quite similar to the Crowd
Smart image, based on the camera pose computed by RANSAC. Thus, we
are able to relate Cyclorama and Crowd Smart images.

46



Figure 35: Detectors comparison

We have only achieved limited results but it is due to the assumption of
a simplistic camera instrinsic matrix. Accounting radial distortions may
improve the results. However, we turned our attention to advertisement re-
identification part of our pipeline by comparing Cycloramas to Cycloramas
and thereby totally eliminating this step.

4.4 Advertisement Re-identification

It is observed that the addition and removal of advertisements can be pre-
dicted just on the basis of clustering and subsequent grouping alone. Predict-
ing if an advertisement across the 2 years is the same or has changed, is done
by passing the generated crops through a change detection network. ResNet-
50, one of the most used architecture for the re-identification tasks and the
state-of-the-art Multiple Granularity Network are selected to perform change
detection.

4.4.1 Clustering

We use two parameters min cluster size and distance threshold to per-
form clustering of the projected 3D points. We assume that by cluster-
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ing we will obtain cluster centroids where each cluster centroid will be-
long to one advertisement. The two parameters of min cluster size and
distance threshold affect the number of centroids in a similar way. If
we decrease the either of the two parameters, it leads to creation of more
centroids. This is beneficial for smaller billboards particularly belonging to
Class A, B and C advertisements which are visible from only few viewpoints.
However, it is counter productive for Class D advertisements, which are vis-
ible from numerous viewpoints. Having the lower values for the clustering
parameters, leads to creation of multiple centroids on a single advertisement
as presented in Fig. 36.

(a) 101145.jpg (b) 101137.jpg

(c) 125932.jpg (d) 125978.jpg (e) 125984.jpg (f) 125998.jpg

Figure 36: Images from first row belongs to one centroid and Images from
second row belongs to another centroid

Similarly, if the number of either of the parameters is increased it leads to
creation of less centroids. It benefits advertisements belonging to class D, as
now we avoid multiple centroids representing a single advertisement. How-
ever, it is counter productive for advertisements belonging to other classes as
they are visible under only a few viewpoints. Therefore, failing to meet the
min cluster size requirements or being incorrectly grouped to a different
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advertisement.

The values for min cluster size and distance threshold are selected as
100 and 0.5 respectively. The values of the two parameters were set empir-
ically. The centroids computed are stored separately and used in the later
stages of our pipeline.

4.4.2 Change Detection Classifier

ResNet-50 [17] model is used as it is one of the most used architectures in
person re-identification tasks. The pretrained weights, available with Keras
library [10] are used. The last layer of the model classifying the image into
one of the 1000 categories of ImageNet dataset is removed. The penultimate
layer consisting of 2048 units is used as the final layer of the model. This
new model provides the 2048 dimensional vector representation of an image
as the output. This vector representation is then used to classify if the two
images are the same or not.

To use ResNet-50 as a part of our complete pipeline we perform two experi-
ments, using just the pretrained ResNet-50 model and using ResNet-50 with
a 3 layer classifier. Initially, we just use the vectors generated from the im-
ages to train the classifier in predicting if the two advertisements are same or
different across the two years. After training the 3 layer classifier, we attach
the classifier to the pretrained ResNet-50 model and train the model end to
end for our specific problem.

Dataset To train the Change Detection classifier as a Siamese network, we
generate positive and negative pairs of images. A positive pair is generate
by selecting an image from first year and selecting another image belonging
to the same group id in the second year. For every image forming a positive
pair, we generate a negative pair to balance the dataset. A negative pair is
generated by selecting a random group id which is different from the group
id we are currently working on and then selecting a random image from that
group id.
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Training Initially, we only aim to train the 3 layer classifier. We generate a
total of 16,092 pairs consisting of 8,046 positive and negatives. This dataset
available is divided into three partitions of 70%. 10% and 20% to be used
as training, validation and test set respectively. A batch size of 32, a default
learning rate of 0.001 and categorical crossentropy loss function is used to
train the 3 layer classifier. The models are trained for 50 epochs.

Merging Techniques The vector representation is then used to classify if
the two images are the same or not. The two resultant vectors are ‘merged’
together before passing them through a classifier. We test four different merg-
ing techniques namely - concatenating, element wise dot, L1 and L2 distance
between vectors generated for the two models - ResNet-50 and Inception-v3.
The results comparing the four strategies from vectors generated from the
Inception-v3 and ResNet-50 are presented in Fig. 37. The best performance
is achieved by using ResNet-50 vectors and element wise dot 89.5 % accu-
racy. ResNet-50 with element wise L2-distance is the second best with 87.5
accuracy while concatenation merging techniques performs the worst.

Figure 37: Merging Techniques comparison

End to end training With the knowledge that element wise dot product
produces the best results. The 3 layer classifier developed eariler is then
attached to the pretrained ResNet-50 model. This newly developed network
takes images as inputs rather than vectors and is end to end trainable.
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Evaluation The trained Siamese model was evaluated against the test set
and we achieve 96.2% accuracy which is a 6.7% increment over the perfor-
mance we were able to achieve from just the classifier. The ability to fine-tune
the ResNet-50 weights is the reason for this performance improvement. The
confusion matrix obtained for the test set is presented in Table 3.

Table 3: Confusion matrix

Predicted label
Negative Positive

Ground Truth
Negative 1545 95
Positive 26 1534

4.4.3 Multiple Granularity Network

Multiple Granularity Network [36] is the state-of-the-art architecture in the
Person Re-identification domain. The implementation of MGN with pre-
trained weights was used off the shelf. The images are resized to a dimension
of 384 × 128 before being fed into the network. The embeddings generated
from an image is compared to embeddings generated from the other image.
The L2 and cosine distance between the two embeddings is then used to
predict if the images contain the same object or not. The selection of best
thresholds for the MGN will be described in the next section.

4.5 Threshold selection for the complete pipeline

To prepare our networks for the complete pipeline, we take images captured
of ‘Middellandstraat’ from Rotterdam as our test set. The Cyclorama images
are passed through a RFCN ResNet-101 detector trained on 4 classes. The
generated detections of the two years are then clustered and subsequently
grouped. The grouped advertisements are then fed into change detection
part of our pipeline. Each image belonging to a group id in first year is
matched against every image belonging to the same group id in the second
year before being fed into the network.
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We perform three experiments - using just the pretrained ResNet-50 to gener-
ate vectors for the input images, using ResNet-50 along with 3 layer classifier
and using MGN network to select thresholds for the complete pipeline. We
use a subset of 100 group ids across the two years to select the best threshold.
The group ids present in just one year and thereby possibly removed or pos-
sibly added are not taken into consideration along with the false positives.
This effectively leaves us with 47 valid group ids that we use for selecting the
best threshold.

4.5.1 Siamese Network using only ResNet-50 vectors

ResNet-50 model is used to generate the 2048 dimensional vector representa-
tion of an image. A vector representation of all advertisement crops generated
across both the years is generated and stored. Additionally, all possible image
pairs belonging to the same group id across the two years are generated. The
average distance between vectors of all possible image pairs belonging to the
same group is computed. The results at various thresholds using euclidean
and cosine distance is presented in Fig. 39.

4.5.2 Siamese Network with 3 layer classifier

The pairs of images formed from a group id are fed to the network to generate
an array of shapes (1,2) as output for every pair representing how similar or
different the two images are. A score of [1 0] represents the two images are
completely different and a score [0 1] represent the two images are completely
similar. Therefore, the first entry represents the probability the the two
input images are different and the second entry represents the probability
two images are similar. Subsequently, the scores are calculated for every
input pair of every group. To predict if the two advertisements are similar or
not we implement different voting schemes. The terminology implemented
in voting schemes is presented below.

Voting Terminology We term the second element of the output array
as similarity confidence. If the similarity confidence is greater than the
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similarity threshold, we count it as one similar vote. The number of pairs
that can be generated from a group id across the two years is termed as total
votes. If the number of similar votes are greater than a certain threshold of
total votes, we predict the advertisement belonging to that particular group
id is same across the two years. This certain threshold of total votes is termed
as majority threshold. Therefore, values for two different thresholds, sim-
ilarity threshold and majority threshold have to be selected to predict if the
advertisement is similar or not across the two years.

The results on evaluating the model at different combinations of the two
thresholds are shown in Fig. 38. True Negative implies the advertisements
which the model correctly classifies changed advertisements as changed. False
negative implies the advertisements which the model incorrectly classifies as
changed but were in fact same. True Positive implies the advertisements
which the model correctly classifies as same and False Positive implies the
advertisements which the model incorrectly classifies as same but were in
fact changed.

Figure 38: Results after applying different voting schemes

Firstly, the simplistic values of 0.5 is used as the values for the two thresholds.
It was observed that we correctly predicted 20 same advertisements. How-
ever, we incorrectly predicted 11 advertisements as different. It was observed
that in these incorrect cases a similarity score was in the range of 0.4-0.49.
These scores are less than the similarity threshold of 0.5 which results into
them being not counted as a similar vote. Hence, we decreased the similarity
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threshold to a value of 0.4. Additionally, it was also observed that a reason
for the incorrect classification was due to the presence of false positives in
a group. Hence, the value of majority threshold was decreased from 0.5 to
0.4 and subsequently to 0.2. It was observed that it removes the incorrectly
classified changed advertisements to correctly classified same advertisements.
On further lowering of the majority threshold from 0.25 to 0.2, we observe
that we introduce additional errors. Hence, we select the similarity thresh-
old of 0.4 and majority threshold of 0.25 when presenting the results for our
complete pipeline. A precision recall curve for the model is not drawn in Fig.
39 can not be drawn as we are dealing with two thresholds in this scenario.

4.5.3 Multiple Granularity Network

To use MGN as a part of the pipeline, we provide pair of images belonging
to the same group across the years as inputs to the network. We compute
the difference in distance between the embeddings generated for the two
images by the network. We evaluate the model on 47 advertisements which
we also used for earlier experiments to test the Siamese network with 3 layer
classifier as well. The results obtained at different thresholds using L2 and
cosine distance are presented in Fig. 39.

Figure 39: Precision Recall for different implementations
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5 Results

We take Cyclorama images captured from ‘Middellandstraat’ in Rotterdam
as our test set and pass them through the advertisement detector. The
generated detections of the the year 2018 are then projected to 3D, clustered
and subsequently grouped across the two years. The grouped advertisements
based on the 2018 cluster centroids are then fed into the advertisement re-
identification part of our pipeline.

Advertisement removed can be predicted just on the basis of group ids. If
a group id exists in the year 2018 but not in the year 2019, we predict the
advertisement as removed. Using this approach, we predicted that that 46
advertisements have been removed, 32 of the predictions were correct while
14 of the advertisements were incorrectly predicted as removed. A successful
prediction of the removed advertisement is presented in Fig. 40.

(a) Image in 2018 (b) Image in 2019

Figure 40: Successful prediction - Advertisement Removed

The group ids present in both the years are passed to five models that clas-
sifies if the advertisement across the 2 years is the same or changed. We use
five different approaches: L2 distance between ResNet-50 vectors, cosine dis-
tance between ResNet-50 vectors, Siamese Network coupled with a classifier,
MGN using L2 distance and MGN using cosine distance. The results of the
five models are shown in Fig. 41 and a successful prediction of advertisement
as same and changed are presented in Fig. 42 and 43 respectively.
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Figure 41: Change detection results using different models (Cs represents
cosine distance measure)

MGN followed by L2 distance measure produces the best results for predict-
ing if the advertisement across the 2 years is the same or not. In 93.59% of
the cases, we correctly predict the advertisement as same and in 67.35% we
correctly predict the advertisement as changed.

(a) Image in 2018 (b) Image in 2019

Figure 42: Successful prediction - Advertisement Same
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(a) Image in 2018 (b) Image in 2019

Figure 43: Successful prediction - Advertisement changed

To predict if an advertisement has been added, we revert the process we did
for predicting advertisements removed. The detection of the year 2019 are
projected to 3D and subsequently clustered. The detection of the year 2018
are then queried against 2019 clusters centroids and associated with their
nearest neighbors. Thus, we form a new grouped data which is based on
2019 cluster centroids. In this newly grouped data if a group id exists in
2019 but not in 2018, we classify the advertisement has been removed.

We predict 17 advertisements have been added, 11 advertisements were cor-
rectly predicted as added while 6 of the predictions were wrong. A successful
prediction stories of advertisements added is shown in Fig. 44.

(a) Image in 2018 (b) Image in 2019

Figure 44: Successful prediction - Advertisement added
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6 Conclusion

We set out to create a pipeline that detects advertisements and predicts if an
advertisement has been added, removed, changed or same based on the data
captured by Cyclomedia across the years 2018 and 2019. We had to develop
our own detector due to the absence of any such detector in the literature.
However, we were able to use pretrained object detection models to create
our own tensorflow implementation of the detector. We were also able to
compare it with the existing Microsoft detector present with Cyclomedia.
The tensorflow advertisement detector outperforms the Microsoft detector
available with Cyclomedia.

We also aimed to relate Crowd Smart images captured from an android phone
to Cycloramas captured by LiDAR scanners by generating 2D-3D correspon-
dences. We achieved limited success in this area but decided to focus more
on the advertisement re-identification part of the pipeline. Using the Cyclo-
rama data across the two years, we were able to project the bounding box
detections to 3D, cluster them and finally group advertisements across the
two years. Based on these groups, we predicts if an advertisement has been
added, removed, changed or same based on the Cyclorama images captured
across the 2 years.

We successfully tackled the real world problem of advertisement change de-
tection based on the images captured at different time periods, which is
not available in the literature as far as we are aware. The absence of the
groundtruth available also hinders our flexibility for conducting experiments
as we have to manually create a groundtruth if we want to conduct experi-
ment on a different street. However, we were still able to achieve respectable
results as described in the previous section. There are certain improvements
that can be done to implemented to increase the performance of our model.

58



6.1 Future Works

6.1.1 Advertisement detection

The aim of the project was to develop the complete pipeline over the course of
the project. Hence, only a basic implementation of advertisement detector
was developed. We observed that we detect numerous false positives, like
graffiti and traffic signs as advertisements. This behaviour can be corrected
by providing them as negatives examples while training the network. This
will penalize the network if it predicts those false positives as advertisements
thereby increasing the performance of the advertisement detector.

The number of instances of each class occurring in the training set is rep-
resented in Table 1 in the previous section. It can be observed that we
suffer from a class imbalance. Class ‘D’ instances completely outnumber the
number of instances of other classes. This is reasonable since the advertise-
ments signs on building facade are the most common types of billboards.
A method to solve this problem could be to penalize the network more on
incorrect classification or detection of advertisements present in Class ‘A’,
‘B’ or ‘C’. Thus, giving more weights to the classes with fewer examples and
eventually balancing the dataset.

The other issue we face is the detection of multiple advertisements as one
advertisement as shown in Fig. 45. This can be removed by projecting the
complete detection to 3D and seeing if their is some discontinuity in depth.
This discontinuity might help in removing these incorrect cases.

Figure 45: Detection result
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Additionally, we only implemented RFCN ResNet-101 and Faster RCNN
ResNet-101 architectures to develop our advertisement detector. Different
architectures like Inception V3, Inception ResNet can be tried.

6.1.2 Advertisement Re-identification

Cyclomedia captures images using a camera mounted on car and capturing
images every five meters. Hence, we will see an advertisement from certain
viewpoints which we cluster and later group together. However, if the adver-
tisements are really close to each other we arrive at the problem presented
below.

(a) Viewpoint 1

(b) Viewpoint 2

(c) Viewpoint 3

Figure 46: Issue- Clustering
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These detections when clustered form a group in which multiple instances
of different advertisements are present together in a single group. Thus,
hindering our change detection results. Since, our project is a pipeline a
fault in one of the stage will also impact other stages of our pipeline and
eventually disrupting the results of our complete pipeline. This case is a
classic example of the issue, as the fault of detector is disrupting the change
detection part of our pipeline.

In the current implementation of the pipeline, we perform clustering of the
point clouds irrespective of the class detected by the advertisement detector.
So, if a Class B advertisement is detected in 2018 but moved by to a new po-
sition in 2019, we predict the advertisement is removed. A better implemen-
tation would be to perform class based clustering and thus when performing
a nearest neighbor search we can provide different distance thresholds for
different classes.

The other issue we faced while performing Advertisement re-identification
was the issue with grouping. There were cases in which false positives of the
advertisement detector gets associated with a group. For example, a proper
group capturing a single advertisement from various viewpoints was present
in 2018. However in 2019, the advertisement was removed but at the same
or nearby location we detect a false positive like door, window or graffiti.
On passing this group through the pipeline, we predict the advertisement
was changed but in fact the advertisement should correctly be classified as
removed.

Additionally, the lack of groundtruth available limits us to perform multi-
ple experiments. For example, based on the crops in Fig. 47 would it be
considered a same advertisement or a changed advertisement?
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(a) 1085442.jpg (b) 108553.jpg (c) 108563.jpg (d) 108580.jpg

(e) 108586.jpg

Figure 47: Issue - Groundtruth. First row images are captured in 2018 while
second row images are captured in 2019

Similarly, based on the images in Fig. 48 would it be classified as the ad-
vertisement is same, changed or removed. Since, our grouping is based on a
point in 3D space this becomes extremely critical as the advertisement has
changed to a new location now.

(a) Image captured in 2018 (b) Image captured in 2019

Figure 48: Issue - Groundtruth

These are issues in which different humans might have different perspective
of what the correct label must be. Presence of concrete groundtruth in
these cases will certainly help in faster and better evaluation criterion for the
experiments and eventually helping the project in a long term.
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[3] Ertuğrul Bayraktar and Pınar Boyraz. “Analysis of feature detector
and descriptor combinations with a localization experiment for various
performance metrics”. In: Turkish Journal of Electrical Engineering
and Computer Sciences 25 (), pp. 2444–2454.

[4] Luca Bertinetto et al. “Fully-convolutional siamese networks for object
tracking”. In: European conference on computer vision. Springer. 2016,
pp. 850–865.

[5] G. Bradski. “The OpenCV Library”. In: Dr. Dobb’s Journal of Software
Tools (2000).

[6] Jane Bromley et al. “Signature verification using a “siamese” time de-
lay neural network”. In: Advances in neural information processing sys-
tems. 1994, pp. 737–744.

[7] Martin Bujnak, Zuzana Kukelova, and Tomas Pajdla. “A general solu-
tion to the P4P problem for camera with unknown focal length”. In:
2008 IEEE Conference on Computer Vision and Pattern Recognition.
IEEE. 2008, pp. 1–8.

[8] G. Cai and L. Chen and. “Billboard advertising detection in sport
TV”. In: Seventh International Symposium on Signal Processing and
Its Applications, 2003. Proceedings. Vol. 1. July 2003, pp. 537–540.

[9] J. Canny. “A Computational Approach to Edge Detection”. In: IEEE
Transactions on Pattern Analysis and Machine Intelligence PAMI-8.6
(Nov. 1986), pp. 679–698.

[10] François Chollet et al. Keras. https://keras.io. 2015.
[11] Ondrej Chum and Jiri Matas. “Matching with PROSAC-progressive

sample consensus”. In: 2005 IEEE Computer Society Conference on
Computer Vision and Pattern Recognition (CVPR’05). Vol. 1. IEEE.
2005, pp. 220–226.

[12] Jifeng Dai et al. “R-FCN: Object detection via region-based fully con-
volutional networks”. In: Advances in neural information processing
systems. 2016, pp. 379–387.

63



[13] Rodrigo Caye Daudt, Bertr Le Saux, and Alexandre Boulch. “Fully
convolutional siamese networks for change detection”. In: 2018 25th
IEEE International Conference on Image Processing (ICIP). IEEE.
2018, pp. 4063–4067.

[14] Daniel DeTone, Tomasz Malisiewicz, and Andrew Rabinovich. “Super-
Point: Self-Supervised Interest Point Detection and Description”. In:
arXiv:1712.07629 [cs] (Dec. 20, 2017).

[15] Ahmet Ekin and A. Murat Tekalp. “Framework for tracking and analy-
sis of soccer video”. In: Electronic Imaging 2002. San Jose, CA, Jan. 7,
2002, p. 763.

[16] Martin A Fischler and Robert C Bolles. “Random sample consensus:
a paradigm for model fitting with applications to image analysis and
automated cartography”. In: Communications of the ACM 24.6 (1981),
pp. 381–395.

[17] Kaiming He et al. “Deep residual learning for image recognition”. In:
Proceedings of the IEEE conference on computer vision and pattern
recognition. 2016, pp. 770–778.

[18] Alexander Hermans, Lucas Beyer, and Bastian Leibe. “In defense of the
triplet loss for person re-identification”. In: arXiv preprint arXiv:1703.07737
(2017).

[19] Murhaf Hossari et al. “ADNet: A Deep Network for Detecting Ad-
verts”. In: arXiv preprint arXiv:1811.04115 (2018).

[20] Jonathan Huang et al. “Speed/accuracy trade-offs for modern convo-
lutional object detectors”. In: Proceedings of the IEEE conference on
computer vision and pattern recognition. 2017, pp. 7310–7311.

[21] Tsung-Yi Lin et al. “Microsoft COCO: Common Objects in Context”.
In: European conference on computer vision (May 1, 2014), pp. 740–
755.

[22] Wei Liu et al. “SSD: Single shot multibox detector”. In: European con-
ference on computer vision. Springer. 2016, pp. 21–37.

[23] David G. Lowe. “Distinctive Image Features from Scale-Invariant Key-
points”. In: International Journal of Computer Vision 60.2 (Nov. 2004),
pp. 91–110.

[24] Microsoft. Custom Vision. 2019. url: https://www.customvision.
ai.

[25] Shervin Minaee et al. “Ad-Net: Audio-Visual Convolutional Neural
Network for Advertisement Detection In Videos”. In: arXiv:1806.08612
[cs] (June 22, 2018).

64



[26] Dmytro Mishkin, Jiri Matas, and Michal Perdoch. “MODS: Fast and
robust method for two-view matching”. In: Computer Vision and Image
Understanding 141 (Dec. 2015), pp. 81–93.

[27] Jean-Michel Morel and Guoshen Yu. “ASIFT: A New Framework for
Fully Affine Invariant Image Comparison”. In: SIAM Journal on Imag-
ing Sciences 2.2 (Jan. 2009), pp. 438–469.

[28] G. Neuhold et al. “The Mapillary Vistas Dataset for Semantic Under-
standing of Street Scenes”. In: 2017 IEEE International Conference on
Computer Vision (ICCV). Oct. 2017, pp. 5000–5009.

[29] R.C.Gonzalez and R.E. Woods. Digital Image Processing, second edi-
tion. Pearson Education, 2004.

[30] Shaoqing Ren et al. “Faster R-CNN: Towards real-time object detection
with region proposal networks”. In: Advances in neural information
processing systems. 2015, pp. 91–99.

[31] Ethan Rublee et al. “ORB: An efficient alternative to SIFT or SURF”.
In: 2011 IEEE International Conference on Computer Vision (ICCV).
Barcelona, Spain: IEEE, Nov. 2011, pp. 2564–2571.

[32] Florian Schroff, Dmitry Kalenichenko, and James Philbin. “Facenet: A
unified embedding for face recognition and clustering”. In: Proceedings
of the IEEE conference on computer vision and pattern recognition.
2015, pp. 815–823.

[33] Chris Sweeney. Theia Multiview Geometry Library: Tutorial & Refer-
ence. http://theia-sfm.org.

[34] Engin Tola, Vincent Lepetit, and Pascal Fua. “Daisy: An efficient dense
descriptor applied to wide-baseline stereo”. In: IEEE transactions on
pattern analysis and machine intelligence 32.5 (2009), pp. 815–830.

[35] Yannick Verdie et al. “TILDE: A Temporally Invariant Learned DE-
tector”. In: 2015 IEEE Conference on Computer Vision and Pattern
Recognition (CVPR) (June 2015), pp. 5279–5288. arXiv: 1411.4568.

[36] Guanshuo Wang et al. “Learning discriminative features with multiple
granularities for person re-identification”. In: 2018 ACM Multimedia
Conference on Multimedia Conference. ACM. 2018, pp. 274–282.

[37] Alok Watve and Shamik Sural. “Soccer video processing for the detec-
tion of advertisement billboards”. In: Pattern Recognition Letters 29.7
(May 1, 2008), pp. 994–1006.

[38] Kyle Wilson and Noah Snavely. “Robust Global Translations with
1DSfM”. In: Computer Vision – ECCV 2014 8691 (2014), pp. 61–75.

65



[39] Xufeng Han et al. “MatchNet: Unifying feature and metric learning for
patch-based matching”. In: 2015 IEEE Conference on Computer Vi-
sion and Pattern Recognition (CVPR). Boston, MA, USA, June 2015,
pp. 3279–3286.

[40] Kwang Moo Yi et al. “LIFT: Learned Invariant Feature Transform”.
In: arXiv:1603.09114 [cs] (Mar. 2016).

[41] Liang Zheng et al. “Scalable person re-identification: A benchmark”. In:
Proceedings of the IEEE international conference on computer vision.
2015, pp. 1116–1124.

[42] Zhedong Zheng, Liang Zheng, and Yi Yang. “Unlabeled samples gener-
ated by gan improve the person re-identification baseline in vitro”. In:
Proceedings of the IEEE International Conference on Computer Vision.
2017, pp. 3754–3762.

66


