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1. Introduction 

This section will provide a background of the research topic and why it is academically 

relevant. The research questions will be introduced and it is explained how they contribute to 

existing theory. 

1.1 Preface 

We currently live in the age of fast fashion, the era in which clothing, shoes and accessories 

are characterized increased consumption per capita over time. As a consequence, more 

variety was added to collections of various retailers in order to complement matching apparel 

for different occasions. One way of enhancing the variety of collections was the emergence 

of fashion seasonality, which further shortened the lifetime of fashion products. The large 

variety of different items in combination with their short lifetimes further hindered the 

profitability of the mass production model, leading fashion retailers to adopt more agile 

business models. The strategy where marketers respond to the latest fashion trends by 

frequently updating products with a short renewal cycle and turn inventory at a rapid rate is 

dubbed a fast fashion strategy (Byun & Sternquist, 2008).  

Fast fashion strategies bring about a multitude of challenges, one that most companies in the 

industry face. In order to compete in the market, companies need to be able to be quickly 

respond to market dynamics during the selling season. Retailers nowadays will try to avoid 

having large stock and make orders as near as possible to the moment they add the items to 

their assortment (Barnes & Lea-Greenwood, 2006). Based on the sales of the current 

collection, decisions can be made to reorder well-performing items, or stop production of 

badly performing items. However, this strategy is made difficult since production is often 

outsourced to foreign countries which hinders the retailers ability to be flexible with their 

restocking (Bhardwaj & Fairhurst, 2010). Moreover, the practice often forces retailers to 

make more long-term commitments with regards to obtaining their collection. A study found 

that the average UK fashion retailer commits 60% percent of their buying budget six months 

before the start of the season, which goes up to 90 at the start of the season (Tyler, Heely & 

Bhamra, 2006). Even retailers that employ a quick response strategy, have approximately 

50% of the budget already committed before the first sale is made. When commitments have 

been made to purchase large quantities of stock, retailers often get stuck with items that do 

not have the necessary sales numbers in order to empty their inventory.   

One way the products in the inventory can be classified is in terms of their throughput rate. 

Throughput rate refers to the number of units of an article that are shipped over a period of 

time such as 10% of total stock per week. Products which sell a relatively high share of their 

total stock in a particular time period are often called fast-movers. On the other hand, items 
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that consistently fail to sell a significantly high part of their stock are referred to as slow-

movers. There is third group called mid-movers, which can be viewed as average sellers and 

generally make up the bulk of the assortment. Fast-movers are characterized by higher than 

average sales and are often sold out before the end of the season. They enjoy this property 

because of either a mass-appeal, which leads to high absolute number of sales, or a 

modestly sized stock, which can lead to relatively high turnover rates even with lower 

absolute sales numbers. Slow-movers however, are often tailored to more individual tastes 

or niche groups and run the risk of leaving inventory unsold at the end of the season, 

because of a more narrow appeal. An example would be a bright orange t-shirt, or a pair of 

dungarees. The result is a loss for the retailer in the form of inventory obsolescence and 

inventory holding costs (Sardar & Lee, 2015). Research has shown that on average only two-

thirds of the seasonal collection is sold for the original price, with the other one-third being 

sold for large discounts near the end of the season (MVO Nederland, 2016). Of all clothing 

available at producers, wholesale and shops, 6.5% never reaches the customer and is 

instead sold to commercial third parties, collected for charity, recycled or burned. All of these 

are caused by slow-moving inventory and result in a loss for the retailer, as well ecological 

damage. In sum, it may be beneficial to put more focus on the sale of slow-movers in the 

fashion industry. 

An increased focus on slow-movers can be viewed as a form of revenue management. 

Revenue management refers to the practice of controlling availability and/or pricing for a 

large set of customers with the aim to maximize expected revenue or profits (McGill & Ryzin, 

1999). One such way of managing revenue is to give underperforming products more 

exposure through the use of online marketing (Kim & Park, 2005). The exposure of a fashion 

company’s assortment online positively affects their livelihood for its potential to raise brand 

awareness, customer equity and purchase intentions (Kim & Ko, 2012). One particular 

method of catching user attention is to give personalized recommendation. Recommendation 

systems have seen widespread usage in recent history, including the fashion industry, for 

their ability to assist customers with making purchases in a shopping environment that may 

appear overwhelming to them, especially given that there is no staff available like there is in 

an offline store. There are opportunities present to leverage recommendation systems for the 

purpose of reducing slow-mover inventory at the end of the fashion season.   

This thesis aims to answer the following research questions:  

RQ 1: What are the characteristics of slow-moving fashion products compared to 

better selling alternatives? 

RQ 2: How can recommendation systems contribute to slow-mover sales? 
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1.2 Contribution to theory 

This thesis aims to contribute to academic theory in two ways. Firstly, an addition to the 

study of recommendation systems will be made, specifically in the application of them. The 

contribution is in the form of an alternative Key Performance Indicator (KPI) namely potential 

to streamline inventory instead of a pursuit of accuracy in the sense of making optimal 

matches between customer and items. Secondly, it aims to contribute to the marketing 

discipline in the form of providing of better insight in the properties of slow-moving inventory 

in the fashion industry specifically and the actions that can be taken using recommendation 

systems with the knowledge obtained.  

2. Theoretical background 

This chapter will give an overview of general background in research fields and specific 

research done which have paved the way for this study. First, the definitions of fast- and 

slow-moving items and what this means for the marketing discipline. Then some background 

is provided about recommendation systems and what their use can be for marketing. Specific 

attention here is given for the email marketing channel. Following the theoretical background, 

a research gap is identified. 

2.1 Fast- and slow-mover sales 

2.1.1 Definitions 

Clear-cut definitions of how to distinguish a fast-mover from a slow-mover differs between 

industries and sometimes researchers within the field as well. In many cases, the nature of 

product turnover is attributed to its demand pattern. Wijnia (2016) blends the definition of 

slow-moving products with that of obsolete inventory and defines it as “finished apparel that 

is produced but not sold to the consumer for the initial price”. This includes all leftover 

apparel from the clearance period forwards. Ghobbar & Friend (2002) in their study about 

aircraft parts refer to products as slow-movers when their demand has periods of either zero 

or very low. The framework by Boylan, Syntetos & Karakostas (2008) define slow-moving 

items as items whose average demand per period is low. Whether this is due to infrequent 

demand occurrences, low average demand sizes or both is not considered in their definition. 

The authors also mentioned how demand patterns for a single product can be inconsistent 

and become more difficult to define for this reason. A definition for fast-movers can also be 

derived as its expected Out Of Stock (OOS) rate. That is, the total time an item is expected 

to be OOS divided by the time the item will be open for sale (Sharma, 2015). On the other 

hand, the definition of a slow-mover has also been attributed as a measure of inventory 

holding costs. From these definitions is learned that slow-movers are considered products 
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who have a low absolute and/or relative turnover rate which results in reduced revenue 

potential. For the purpose of this research, the following definition of a slow-mover will be 

used: 

1. A product whose current sales figures will result in leftover stock in the absence of 

human intervention AND 

2. A product whose internal characteristics are unlikely to remedy the issue despite 

absence of human intervention   

2.1.2 Revenue management in the fashion industry 

An important aspect of revenue management in the fashion industry is the need for strategic 

buying decisions regarding the size and variety of the collection to be bought.  In general, 

fast fashion retailers prefer to have a large variety in their collection since a differentiated 

product line is capable of serving heterogeneous customer needs and therefore reduces 

demand uncertainty (Vaagen & Wallace, 2008). Moreover, an early study by Workman & 

Johnson (1993) found that customer groups affiliated with the fast fashion industry, such as 

fashion innovators and opinion leaders, have a greater need for variety than the less trend-

sensitive fashion followers. However, Vaagen & Wallace (2008) also warned that higher 

variety leads to more demand variability at individual stock levels, which brings the risk of 

excess inventory and stock-outs and can cause process disruptions. Thus, the buying 

strategy revolves around finding the ‘happy medium’ of product variety, which is capable of 

serving a large set of customers, while minimizing the risk of supply-demand misalignment. 

The fashion industry however, relies on a long-term, rather complex method of obtaining their 

seasonal collections. Before the start of the season, usually around February for the summer 

season and August for the winter season, the decision has to made about the size of the 

collection and the number of copies per item. Typically, the design and buying of the 

collection starts a year before the start of the season with ordering and production initiating at 

around 6 months before launch (Hunter, 1990). Gathering the appropriate amount of 

inventory has been a persistent problem in the fashion industry, because of factors such as 

lack of historical data, demand uncertainty and constantly shifting trends with every new 

season (Nenni, Giustiniano & Pirolo, 2013). Additionally, slow-moving items generally do not 

follow a smooth demand pattern in the retail industry, with demand fluctuation and periods of 

zero demand being common (Hahn & Leucht, 2015). Historical data is limited to sales and 

order data about the collection of the pervious summer or winter season. Besides, product 

line changes and restocking is limited as well since past decisions often constrain available 

options. In sum, the limited flexibility fashion companies have in stocking and restocking their 

inventory makes it difficult to make all the right calls before the start of the selling season. 

Therefore, marketing efforts are a necessary complement.   
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Marketing efforts to prioritize the sale of slow moving products have been sparse. Marketing 

intuition in the fast fashion industry is often to give additional promotion to those goods that 

have proven themselves to be able to sell high volumes, whereas products with lower 

performance are often ignored. In the few cases were slow-movers were given priority, the 

accompanying actions were mostly aimed at the clearance period at the end of the season 

(Wijnia, 2017). During the clearance period, overstocked inventory undergoes markdown 

pricing. The theory of clearance sales describes the relation between the markdown of initial 

selling prices and the increase in sales caused by the markdown (Pashigan, 1988). Ideally 

the markdown of a product causes a boost in number of units sold, such that the lower 

revenue per individual unit is made up for. Markdown pricing is an effective way of avoiding 

downsides of overstocked inventory such as holding costs. However, the method can be 

viewed as a last-ditch effort and a failure to exploit sales opportunities in the earlier stages of 

the season thus making the retailer overly reliant on the sales week to prevent inventory 

obsolescence.  

A study by Hinz & Eckert (2010) found that the existence of search filters can shift demand 

from blockbusters to more niche products and vice-versa. The same study also observed 

that the existence of a properly working recommendation system decreased customer’s need 

to use the search feature, hence boost the potential sales of whatever product that was 

recommended. Moreover, niche products were recognized to have higher search costs in 

general, which makes their exposure more reliant on recommendation systems than natural 

search. Secondly, niche product can be viewed as inherently more unique, due to their lower 

distribution among the masses. Perceived uniqueness is positively associated with purchase 

perception (Shen et al., 2014). 

One characteristic of slow-moving products is often incorrect pricing. Customers have a 

certain acceptable limit to what they want to spend on a product. Based on this, Petroshius & 

Monroe (1987) found that prices above the acceptable limit of a customer made them less 

willing to buy that product compared to items in the same product line. Moreover, prices 

which were well under the acceptable limit suffered lower willingness to buy as well as these 

product were often viewed as being of lesser quality and therefore of lower value. It is known 

that in case a certain size of a product can be considered a high runner, there is little chance 

that the other sizes will be slow-movers and vice-versa (Huang, 2013). A characteristic that 

can sometimes cause incorrect identification slow-mover items is high seasonality. It is 

expected that the sales of swimming clothes will not take off in February already, similarly to 

the sales of scarfs in August. 
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2.2 Recommendation systems 

2.2.1 Background 

Recommendation systems are typically employed to help customers find a product that is 

best matches their personal preferences. This way, it aims to combat the presence of choice 

overload, which can deter customers who find it difficult to make choices among many 

different alternatives. In general, there are 2 forms to setup a recommendation system. The 

first is by the use of content-based filtering. In this approach, an algorithm extract features 

from content which are deemed characteristic. Based on this, recommendations are made 

based on the customers purchase history and rating of products (Balabanovic & Shoham, 

1997). The more extracted features match the user’s preferences for previously rated 

content, the more likely the recommendation is given. While useful, the method has 

limitations. Features may be overly subjective in some areas and therefore lose usefulness 

for recommendation (Montaner, López & De La Rosa, 2003). In addition, reliance on user 

profiles for recommendation can lead to over-specialization of recommendations especially 

when few rating are given. A second approach commonly applied is a collaborative filtering 

based algorithm. Instead of assessing item similarity and match them with users, this method 

compares similarity of users and recommends comparable sets of items accordingly 

(Balabanovic & Shoham, 1997). This solves the problem of needing a comprehensive user 

profile with a variety of ratings as well as feature extraction of items. However, this method 

suffers from a cold-start problem, in that it needs a sufficient initial input for giving proper 

recommendation. Also, Montaner, López & De La Rosa (2003) mentioned that the approach 

relies on a sufficiently large installed base and that personal tastes that deviate largely from 

the norm are difficult to recommend for. In more recent years, hybrid recommender systems 

have been developed which combine the methods presented above in order to harness their 

individual strengths while mitigating their limitations. Using this approach can lead to a 

reduction in profitability however, as the recommended product may deter the purchase of a 

similar product with a higher profit margin which the customer would have liked as well. With 

this in mind, Chen et al., (2008) set out to find an collaborative filtering technique which 

combined recommendation accuracy with profitability and found that a Hybrid Perspective 

Recommender System can increase profit without losing recommendation accuracy. Similar 

findings were found in later studies (Das, Mathieu & Ricketts, 2009; Azaria et al., 2013).   

The most common metric used to assess the performance of a recommendation is the 

prediction accuracy. However, there are additional measures regularly used which further 

indicate the quality of a recommender system. One such metric is coverage, which 

represents how detailed and carefully the product space is investigated (Ge, Delfado-

Battenfield & Janach, 2010). Recommendation systems are viewed as being low-quality in 
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case only a narrow array of products are being presented as a recommendation, even if the 

accuracy is high. A common problem present in the recommender system literature is the so-

called banana problem. This problem refers to the presence of items in a recommender 

system that are recommended to almost every user, because the items correlate with 

preferences of almost everyone (Burke, 1999). The name comes from supermarket basket 

data recommender systems in which bananas were almost always a good match with the 

customer. The metric serendipity (pleasant surprise) is a response to this phenomenon. It 

indicates the extent to which the recommender system can dig up unexpressed wants and 

wishes. Higher levels of serendipity indicates that the system is able to make non-trivial and 

surprising recommendations while still holding an acceptable accuracy (Ge, Delfado-

Battenfield & Janach, 2010). 

2.2.2 Recommendation systems in fashion 

Recommendation systems in fashion take a large number of shapes. An empirical literature 

review by Guan et al. (2016) describes the evolution of apparel recommendation systems 

and offers large quantity of insightful knowledge. From a collection of 130 articles, they found 

that recommender systems can generally be divided in one of four categories. The first being 

searching and retrieval systems, which cluster clothing groups through feature similarity and 

then apply correlation analysis with user profiles based on historical data. Such explanatory 

variables range from previous sales, clothes purchase records, eye movement records and 

item click rate. A second category is wardrobe recommendation. In this case, purchase and 

browsing data is forgone and clothing usage data is utilized instead. That is to say, 

recommendations can be adapted to clothing customers wear more often or based on 

contextual factors such as the weather or a special occasion in the near future (Limaksornkul 

et al., 2014). The third category are fashion coordination systems which focus on leveraging 

styling knowledge in terms of the meanings and expressions behind the style forms instead 

of using style form features. Lastly there are intelligent recommendation systems. This form 

of recommendation aims to use a variety of apparel features and user profiles in terms of 

user’s physical features, wearing context, apparel form and genre features to form a basis for 

suggestions. 

Recommendation in fashion is complicated when compared to other items such as groceries, 

spare parts and gadgets. For one, clothing has features which cannot be accurately 

described in an online interface that are important for many customers such as material 

texture and touch-feel (Hu et al., 2018). Trialability is limited as there is no availability of 

samples and policies can restrict the return of bought products after they have been worn, by 

charging a return fee or not taking back the product altogether. These problems are 

somewhat alleviated however in these of click-and-mortar stores, as the information search 
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process can be followed up a visit to a physical store. The way customer manifests itself also 

significantly influences how recommendation work. Hu et al, (2018) also mentioned how 

clothing recommendation is time-sensitive due their natural seasonality. Research has 

shown that desirability of items dynamically change with alternate weather conditions. 

Bertrand, Brusset & Fortin (2015) found that sales for summer clothing generally take off in 

early spring while winter clothing is reaching its high point in early fall. This effect is 

dependent on seasons following their average conditions, as a cold March or a warm 

October for example, can cause recommendation of items to be off (Bahng & Kincade, 

2012). Adjusting the item pool for recommendation based on the time of year is made difficult 

by the way items can be classified. While some items are highly characteristic for a certain 

season, such as warm coats and gloves for winter and shorts and sandals for summer, a 

variety of items can be considered unseasonal such as blouses, t-shirts and closed shoes.  

2.2.3 Marketing usage 

There have been a variety of studies about how recommendation systems can aid marketing 

and sales departments. Weng & Liu (2004) have researched how recommendation systems 

can be used as a tool for customer relationship management through one-to-one marketing 

practices. Pathak et al. (2009) found that recommendation strength has a positive effect on 

sales, with factors such as recency and obscurity of the recommendation moderating the 

effect. In addition, they found that recommendation systems allow for increased price 

flexibility. Baum & Spann (2014), researched the interplay between recommender systems 

and user reviews and found that together they have a more positive effect on sales than 

either one individually. The effect was negative however, when the two contradicted each 

other.  

Recommender systems have also shown to negatively affect sales diversity, as the lack of 

historical data of more recent products can result in them receiving less recommendations, 

while already popular products receive more promotion (Fleder & Hosanagar, 2009). 

Besides, individual diversity may be enhanced by recommender systems, but potentially at 

the cost of aggregate diversity. Users do not experience the recommendations as narrowing 

their experience however, and in general rate the items more positively (Nguyen et al., 

2014b). Personalization also has the potential to come off as off-putting rather than inviting. 

Accenture (2015) researched which forms of personalization are viewed as being ‘cool’ and 

which are viewed as being ‘creepy’. They found that recommendation systems are a 

welcomed tool in case they relate to or complement a product the customer is currently 

browsing or has put on their wish list. Important here is that the personalized 

recommendation does not in any way halt the current purchasing action of the customer, 

which 46% of the survey respondents noted as being ‘creepy’ or ‘very creepy’.  
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Employment of recommender systems can be done over multiple online platforms. The most 

commonly used of these is email, however website recommendation and mobile apps are 

common as well. In each case, the impact of the marketing channel used can be assessed 

by following attribution theory. In marketing, attribution theory is applied as a means of 

isolating the effect of the channel used on a certain Key Performance Indicator (KPI). This 

can be a monetary indicator such as conversion rate, realized margin or conversion value, 

but can also be the extent to which new customers are attracted or the type of customers 

which are being engaged (Saura, Palos-Sánchez & Cerdá Suárez, 2017). Measuring such 

an attribution however, is made difficult given that an observed effect may well be caused by 

a source omitted in the analysis. An option to deal with omitted variable bias is the use of an 

experiment in which two or more randomized samples are being tested against each other 

with the subject of interest being altered between the two groups, while everything else is 

kept constant (Kohavi & Longbotham, 2015). One of such methods is the A/B test.  

A/B tests are controlled experiments in which a changed configuration of an (online) 

application is compared with the unchanged original in order to assess if the specific change 

introduced causes an improvement on some KPI (Kohavi & Longbotham, 2017). Its usage 

has grown for both large and small business alike because of the ability to show causal 

relationships effectively. At least 2 groups are compared together with one group 

representing a control group, where business as usual is carried and another group is the 

treatment group, where a specific factor is manipulated. In some cases, there is a third 

condition, which represents the group on which the experiment is not carried out at all. Burk 

(2006) has described several benefits A/B testing has compared to various other promotion 

methods. Firstly, it measures actual customer behavior under real-world conditions. 

Secondly, the insertion of large sample sizes is easily done, allowing for the discovery of 

small significances. Thirdly, it can resolve conflicting qualitative findings, by inserting the 

findings in a quantitative test setting. Lastly, A/B testing is relatively cheap, allowing for 

frequent deployment. 

2.2.4 E-mail marketing 

E-mail marketing has been widely embraced in the B2C market with 82% of companies 

making use of it in some way (Bourquin, 2016). Reasons for this are its very low cost, with an 

average of return of investment $38 per 1$ spent (DMA, 2015). Furthermore, e-mail has 

been lauded as being an excellent tool for ongoing communication due to its back-and-forth 

conversation ability and its accessibility on computers as well as mobile platforms.   

E-mail recommendation, like its alternatives has unique properties which sets it apart. Where 

mobile apps or websites are mostly tools used for the information search step and onwards, 
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e-mail has the ability to effectively spark a need recognition. This effect is beneficial 

according to Ho & Tam (2005) who found that recommendations made earlier in the 

consumer decision making process have a relatively larger impact than those made at later 

stages. The medium is push rather than pull, meaning that the interaction does not have to 

be initiated by the consumer. Moreover, e-mails lend themselves excellently for 

customization and personalization (Rettie, 2002). Research has shown that email 

personalization increases consumer engagement and leads to conversion increseas up to 

10% (Bourquin, 2016). Besides, e-mail is a useful tool to send customers reminders 

regarding products they are interested in, in the case the product was unavailable on a 

previous instance. Customers have indicated they appreciate email recommendations 

because they help them watch out for new items they are interested in purchasing (Schafer, 

Konstan & Riedl, 1999). While e-mail is an online marketing channel, its influence can extend 

beyond it. A recent study by Zhou et al. (2018) used a doubly robust estimator method on 

large scale retail data to find that email ads leads to increased purchases in offline stores as 

well as a larger variety of products being sold.  

E-mail marketing however, is limited in the sense that is a form of permission marketing. This 

means that unless the customer has notified the retailer that they agree with receiving 

targeted advertising, the medium cannot be used for marketing purposes (Rettie, 2002). E-

mail recommendations being push rather than pull, makes it a vulnerable to being viewed as 

spam by the receiver, a property website recommendation does not have. Pavlov, Melville & 

Plice (2008) urges marketers to be careful with the frequency of e-mail delivery for a 

sustainable e-mail marketing infrastructure. They warn that improper handling of the medium 

can lead to the receiver ignoring the sender altogether or add the sender to a spam filter.  

2.3 Wrap up and research gap 

The majority of relevant literature has focused on qualitative measures to gain insight in the 

shopping behavior of consumers in the online fashion industry and sizable amount of 

knowledge has come from it. Both general knowledge as well as channel specific knowledge 

has been attributed from the literature. In addition, there is knowledge about what 

differentiates slow-moving inventory from fast-moving inventory. Moreover, there has been 

substantial research done about the inner workings of recommendation systems and how 

context can improve their performance. There is however a limited amount of research that 

makes these insights actionable for decision-making in for marketing departments. More 

specifically, there is little focus on the opportunities recommendation systems can provide to 

deal with slow-moving inventory. Plenty of research has tested multiple techniques to 

correctly recommend fashion, yet their KPI’s were rarely focused on boosting turnover of 
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problematic items specifically. Like many researchers have prompted, there is need for more 

empirical research to enhance the overall utility for the firm employing the technology.  

2.3.1 Hypotheses 

Several studies regarding recommendation systems have shown that ability to match a 

consumer’s personal wants and needs regarding fashion is positively associated with the 

resulting sales (Ge, Delfado-Battenfield & Janach, 2010; Hu, Yi & Davis, 2015). A 

recommender system that is less restricted in the type of items it can recommend to a 

customer has more flexibility in making matches between customers and items. In contrast, a 

recommender which contains a business rule that prioritizes the recommendation of a certain 

group of items over other items, such as slow-movers over mid- or fast-movers, would make 

the recommender less flexible and generally lead to less ideal recommendations being 

made. Besides, the baseline condition does not offer any form of recommendation meaning 

that the aforementioned benefits would not apply. 

Hypothesis 1: The standard recommendations will results in higher sales than the 

recommendations with slow-movers prioritized, which in turn will outperform non-

personalized recommendation. 

There is reason to believe that the recommendation of slow-movers can result in these 

product being chosen over their faster moving alternatives. Slow-movers can be seen as 

niche products as they also sell less frequently due to a more narrow customer appeal. 

Recommendation of slow-movers specifically would result in a larger amount of exposure 

and with that reduce search costs for customers who get to see the recommendation. This 

higher level of exposure is believed to achievable with the help of the push marketing the 

email channel can provide. A shift in demand could then be initiated. Even though the slow-

mover recommender system will trade some level of accuracy, there will be a larger number 

of pleasant surprises as a result of more unique recommendations. Such recommendations 

are expected to more easily spark a need recognition for a customer than a more general 

recommendation which can be perceived as unsurprising. The need recognition will in some 

cases then result in a purchase. 

Hypothesis 2: Slow-mover recommendation will have a positive effect on the overall 

throughput rate of slow-moving inventory 

Promotion of fast-movers is presumed to lead to diminishing returns faster. Firstly, the initially 

wider appeal of the products means that promotion with the aim of increasing product 

awareness is less impactful. Secondly, there is a good chance the fast-mover will run out of 

stock before the sales period regardless of any promotion, which means that the added 
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promotion will simply lead to all units being sold faster instead of an increased number of 

sales of the product. Recommendation of products happen as long as at least 1 product is in 

stock, which means that the added value of the recommender can quickly reach a cap. 

Restocking of products is often at a delay which means the business opportunity usually 

cannot be fully exploited in time. Furthermore, bringing sales of fast-movers and slow-movers 

closer together, will result in a higher available collection variety. This effect will become 

more apparent over time. High collection variety is preferred by a large number of customer 

groups. In addition more options naturally enhances product complementarity and thus can 

aid in upselling opportunities. Besides, customers in an offline store would have to be 

referred to another store within the franchise or be given the suggestion to complete their 

purchase online. Depending on customer loyalty, the added immaterial costs may result in 

the loss of the customer (Stathopoulou & Balabanis, 2016). Achieving more balance in the 

inventory between slow-movers and fast-movers is therefore beneficial. 

Hypothesis 3: The lost sales of fast-movers as a result of slow-mover prioritization in 

recommendation will be made up by the increase in slow-mover sales. 

3. Empirical setting 

The research has been carried out at a fast fashion retailer in the Netherlands, which will be 

referred to as Company F from now on. Company F defined a fast-mover as a product which 

sells over 40% of its total stock in 2 weeks and defined a slow-mover as a product with sales 

lower than 5%. Anything in-between is called a mid-mover. For any product, the goal is to 

achieve at least 70% of total inventory sold before the sales period. In sum, the definition in 

place takes into account not just an absolute number of sales or profit margin, but also 

compares it to the total stock available to differentiate between different levels of throughput 

rate. This performance indicator has been adapted and applied in the statistical modelling of 

this research. An adaptation is done since it was deemed rather limiting to only use 2 weeks 

of sales to make the distinction between different movers, since the volatility of fast fashion 

demand can make a previously fast-moving item a slow-moving item at a later instance and 

vice-versa. 

The sales period starts at the end of the summer season (week 26) or winter season (week 

52). This sales period lasts approximately 10 weeks and is paired with high discounts. The 

distinction between slow-, mid- and fast-mover is used by the company for smarter allocation 

of their inventory. For example, the decision to distribute more units of an article to a 

particular store can be made using the knowledge that this article has been a fast-mover at 

this location. In addition, the company can choose to distribute additional colors or sizes of 

an article.  
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Approximately 70% of the store budgets are reserved for products in the basic collection. 

That is, items which are selected by styling advisors and are not meant to be sold for only a 

particular season of one year. Instead they are generally in the collection for multiple years in 

a row and often lie in store throughout the entire year. The history stores have with these 

products makes it easier for them to make choices regarding the amounts to purchase for 

each of the articles. There is much more difficulty however regarding the other 30% of the 

budget, which are the seasonal goods. Historical sales have indicated to them that some 

products generally perform better than others. However, Company F cannot comfortably play 

into this notion as it has an image to uphold that they want to appear stylistically varied for 

customers while simultaneously appealing to a wide audience. This means that the collection 

has to be largely varied with many different types of products in different styles, which brings 

with it a set of products which are a bit more extraordinary and less guaranteed of success 

because of it. For seasonal goods, the initial distributions are divided over the stores and the 

sales numbers are observed carefully afterwards in order to judge whether changes ought to 

be made.  

In general there is a much larger overall focus on items that perform relatively well and much 

less the opposite end of the spectrum. One philosophy that reigns in the marketing 

department is that fast-movers deserve the most attention in the marketing campaigns as 

these products have proven themselves to be profitable according to their definition of a fast-

mover and a slow-mover. This is further complemented by each stores own budget, as they 

can buy additional stock for their stores to coincide with the marketing campaign. One 

downside of this approach is that the diminished attention given to slow-moving products 

means that they have little chance of leaving this state, meaning that the downsides will only 

continue to get larger as the season progresses and eventually ends. At Company F, the 

success of the marketing is measured per individual campaign, of which many happen over 

the course of the selling season. This way, only a short term perspective is present to 

evaluate the success of a marketing campaign on. The potential leftovers a product will have 

weeks or months down the line is given no consideration as a KPI. Costs such as missed 

income from high discounting, sales to third parties and inventory holding costs are therefore 

not taken into account in the marketing campaign success.  

Personalized recommendation of items is not done with the mindset of selling the specific 

product recommended. Instead, the idea is to initiate a need evaluation for the customer 

which could ultimately lead to a sale. Consequently, little insight was given in whether 

recommendation could in some way be optimized on a metric other than match with the 

customer. For this reason there was interest in whether this was exploitable in some way.  
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4. Methodology 

An overview of the different methodologies used to answer research questions 1 and 2 is 

given in this section. For research question 1 an Exploratory Data analysis is done which 

identifies quantitative differences on a product level. What follows is an overview of the 

experimental method applied for research question 2. This consists of an explanation of the 

slow-mover identification, the configuration of the A/B test and the subsequent method of 

analysis. 

4.1 Experimental design 

In this section an overview of the components that provide the basis for the experiment are 

provided. First, an overview is given of how the collection of products were classified. Next, 

the configuration of the A/B test is provided. Lastly, the methods of analyses that follow the 

A/B test are evaluated. 

4.1.1 Slow-mover identification 

For the identification of slow-moving items, it was decided not to simply re-use the metric 

employed by Company F. The definition of slow-mover as <= 5% of total inventory sold after 

2 weeks and fast-mover >= 40% sold after 2 weeks is a solid representation of expected 

turnover at the end of the season. However, it ignores many other product characteristics 

such as price, discounts, color, size, brand, product audience and category, which can 

explain additional variance in the product sales. For this reason it was decided to build a 

classification model, which is capable of employing these features alongside sales numbers. 

There was reason to believe that incorporating these features would lead to more accurate 

prediction of problematic products than the baseline prediction of linear sales. 

Building on the definition of slow-movers defined earlier, the classification of slow-movers will 

be based on the data currently available. It will be looked at whether a product is currently 

behind on schedule with regards to the weekly sales target, how long this has been the case 

and if the current sales figures suggest that this will continue to happen.  

Early testing using the classification methods logistic regression, decision trees and random 

forest classification as well as feedback from Company F led to the decision to use Random 

Forest Regression as the method to identify inventory classes. Random Forest regression is 

an extension of decision tree modelling. Regular decision tree modelling tests the impact of 

each individual predictor variable and assigns a cutoff value for each of them for an 

observation to meet. It then makes a division on the observation based on which cutoffs they 

do and do not meet. What follows is a prediction of class or a fitted value in case of a 

regression. rather than providing a model with an intercept and coefficients (Safavian & 
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Landgrebe, 1991). The concept is variable importance is key here. Variables explain a large 

variance are chose early in the multistage decision process, as they are able make a 

significant contribution to the model accuracy. In contrast, low variable importance indicates 

low correlation with specific conditions and therefore are less useful. Decision trees are often 

prone to overfitting, which refers the state where a model been given to much freedom to use 

predictor variables in order to increase model accuracy to the point where the model is too 

specific for the data it was trained on (Schaffer, 1993). In earlier testing came to light that the 

data in this research suffered from overfitting due to the large number of levels in the 

categorical variables.   

Random forest regression is in this case preferred over decision trees since this method 

lacks decision tree’s vulnerability to overfitting (Breiman, 1999). An additional advantage of 

Random Forests is that the method is not limited by distributional assumptions of the 

predictor variables, unlike for example Multiple Regression (Pal, 2005). Since the historical 

contains data which is not always normally distributed and in some cases is not easily fixable 

by applying data transformations, the decision was made to focus on Random Forest 

modelling.   

4.1.2 Dependent variable 
The Random Forest regression predicts dependent variable End-Inventory using various 

predictor variables. End-Inventory refers to the percentage of Initial Inventory of an article 

that is left at the end of the selling season. This value generally ranges from -1 to 1. A 

negative value indicates that it is expected that more inventory will be sold than currently in 

stock, where a positive value indicates that there will likely be a surplus of inventory which 

will not be sold in time. A complete overview of all relevant variables is found in Appendix C. 

To further enhance the validity, the model is first trained using a training set containing 70% 

of the observations and then applied on a test set of the remaining 30%. Such a cross 

validation can be used as an extra check that no overfitting is taking place and that the model 

is generalizable on new data. Random forest uses the Gini index as a measurement of 

classification power. The Gini index is a measurement of how much the distribution of the 

predicted classes differ as the function of a cut in a single predictor variable (Albert et al., 

2008). A high Gini index refers to a large inequality between distributions and thus indicates 

a higher impact in terms of classification power.  

Following the score prediction, the decision has been made to manually label the items as 

“Fast”, “Mid” and “Slow” based the inventory turnover speed. In earlier research that also 

used transaction of Company F, there were difficulties with labelling the data using 

unsupervised learning and the choice was then made to label the data manually (Tuyishime, 
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2018). The choice has been made to label the data as one of “Slow”, “Mid” or “Fast”. It was 

observed that the prediction density of the variable Mean-Prediction-Per-Article was 

approximately normal. With this in mind, it made sense to divide the data in such a way that 

the tail ends of the prediction were approximately equal in size. Therefore, the data has been 

given a 25-50-25 division. The lowest 25% of the values (so the lowest amount of predicted  

End-Inventory) have been given the label “Fast”, while the highest 25% has been given the 

label “Slow”. The remaining 50% received the label “Mid”.   

4.2 A/B test  
Research question 2 will be answered through the use of an experimental design. The 

method employed is one described earlier, namely an A/B test. This method will be tested for 

what the added value can be of the recommendation system and the added value of 

promoting slow-movers. The existing recommender system will be configured for the purpose 

of this experiment. The experiment will be carried out over the winter season of 2019, lasting 

roughly from July 1, 2019 till December 31, 2019. The starting day of the experiment was 

September 4, 2019. At this point, sales data of approximately 10 weeks has been gathered, 

leaving 16 weeks of the season left. Thus, there was a decent amount of data available for 

slow-mover identification, while there was also considerable time left in the selling season to 

take appropriate marketing steps resulting from the study.  

The A/B test will be carried out as part of the email marketing campaign of Company F 

carried out by company R. Emails are sent out informing the customer about sales, new 

collection offers and/or recommendations. The latter consists of 6 items which the 

recommender system has evaluated as a good match with the customer. In the A/B test, the 

set of items that are shown will be manipulated as part of the experiment. The Test group is 

where the change will be implemented and the Control group is where the change will be 

absent. A visualization of the experiment is found in Appendix A. A baseline group is present 

as well, being the group of customers who have not been subject to any form of 

recommendation and received a standard newsletter instead. An example of this is found in 

Appendix B. In sum the conditions will look as follows: 

- Condition A: Baseline  Standard newsletter 

- Condition B: Control group  E-mail with standard recommender system that 

includes top 6 best matching items 

- Condition C: Test group  E-mail with adapted recommender system in which faster 

moving items get lower priority while slower moving items get higher priority 

Which customer falls under which condition, is based on the customer’s card number. If the 

last digit of the card number is from 5 till 9, the customer is in the Baseline group. For the 
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remaining group, if the second to last digit is from 5 till 9, the customer is in the Control 

group. If the number is from 0 till 4, the customer is in the Test group. Ideally, this would 

result in a 50-25-25 division, assuming card numbers are randomly generated.  

The manipulation applied in the Test condition is weighted recommendation. Any product 

previously identified as “Fast” is given reduced weight, reducing its frequency of showing up 

in the recommender. Meanwhile, any article labelled as “Slow” is given a higher weight. All 

mid-movers and non-seasonal goods from the basic collection remain unchanged. From 

Company F was retrieved that the impact of the email is highest directly after the mails are 

sent and that after 5 days, its impact become negligible. From this instance forward, the 

sales in the week after the experiment has concluded has been compared to the average 

sales per week thus far for an article. This has been done for the baseline, experiment and 

control group separately. In order to give more nuance to the results, it has been checked to 

which extent the items occurred in the conditions to ensure if a slow-mover in actuality got 

more exposure in the Test group compared to the Control group. This was necessary to 

single out the appearance in the mail as recommendation as an influencing factor.   

 

Figure 1: Visualization recommendations Control group (top) and Test group (bottom) 
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It was found that in the Test group, 40.84% of the items shown are slow-movers, compared 

to only 9.22% in the Control group. In addition, only 0.84% of the items shown in the Test 

group is a fast-mover, compared to 8.87% in the Control group. Mid-movers in the Test 

group have an occurrence rate of 10.17 % in the Test group and 12.89 in the Control group. 

The large difference in slow-mover and fast-mover occurrence between Test and Control 

group leads to the conclusion the manipulation check was successful. A complete overview 

per item shown in the recommender is found in table 1. In figure 1 a visualization of the 

experiment conditions for a sample of customers is provided. The columns Email anonymous 

and FirstName are censored for privacy reasons.  As can be seen in the figure, the 

experiment group is to receive on average more slow-moving items as a recommendation 

compared to the control group. Yet, the experiment is not completely exempt from receiving 

mid-mover or fast-mover recommendations. Also of note is the presence of unlabeled 

recommendations. These articles are labeled as “Basis”, meaning that they are part of the 

standard collection and not the seasonal collection. Since these make up a large amount of 

the available products, Company F did not want to exclude them from being recommended 

to customers. 

Table 1: Frequency of occurrence of fast-, mid- and slow-movers in the recommender  

Condition Item Basis Fast Mid Slow 

Test 1 34.03% 0.14% 4.60% 61.23% 

Test 2 41.11% 0.15% 8.93% 49.81% 

Test 3 40.31% 0.70% 11.70% 47.30% 

Test 4 59.95% 1.19% 12.03% 26.82% 

Test 5 65.33% 2.04% 13.58% 19.05% 

Test 6 48.15% 0.84% 10.17% 40.84% 

Control 1 71.95% 3.30% 12.08% 12.67% 

Control 2 71.66% 4.94% 13.28% 10.13% 

Control 3 71.27% 10.64% 13.24% 4.86% 

Control 4 66.36% 12.66% 12.64% 8.34% 

Control 5 63.89% 12.82% 13.20% 10.09% 

Control 6 69.02% 8.87% 12.89% 9.22% 
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4.3 Difference-in-Difference 

To distinguish an effect between the Test group and the Control group, a Difference-in-

Difference (DiD) analysis is applied. DiD analysis is a popular tool for econometrics research 

to assess the effect of a certain treatment over time (Abadie, 2001). DiD analysis is similar to 

a Fixed Effects analysis in that it uses time-level data to observe the effect of an independent 

variable in a time period before a treatment and the time period that follows said treatment 

(Pischke, 2019). A big difference however, is that DiD analysis conditions on a group level 

instead of an individual level. Since this research deals with group-level data, the choice is 

made to apply this method. A generic DiD formula is as follows:    

Yit = gs + ƛt + βDst + εist 

Where Y is dependent variable for individual I and t, s(i) is the group to which I belongs (Test or 

Control), ƛt is the time trend followed by both groups, βDst is the difference between the 

groups over time and εist is the residual term. 

One important assumption that needs to be checked for is the parallel trend assumption. This 

means that the trends of the Test group and the Control group need to be parallel before the 

treatment happens i.e. ƛ1 – ƛ0 ~ 0. This is necessary as otherwise it is possible that an 

external factor has significantly influenced the Test group and not the Control group or vide-

versa. When using random sampling to determine how Test and Control group are created, 

as has been done in this research, the risk of this occurring is minimized. Nevertheless, a 

check has been done to ensure this assumption is met.  

5. Data overview and pre-processing 

To substantiate the presented hypotheses, use has been made of mostly quantitative data 

with some supporting qualitative data. The quantitative data has been provided by Company 

F. The data used in this research was hosted on their SQL recommender database. The 

required data has been retrieved from this server and loaded into R studio for analysis. This 

program is chosen for its capability of handling medium-large datasets adequately. In 

addition, the software is open source which gives access to a multitude of complementary 

packages making it a versatile statistical programming environment.  

5.1 Transactions 

The first step of the process concerned the retrieval of transaction data, both for 2018 (model 

training) and 2019. Only transaction data labelled with ‘Winter 2018’ or ‘Winter 2019’ has 

been retrieved. In order to keep training data of 2018 representative to the 2019 data 

available, the 2018 data has been sampled down to the interval 07-01-2018 till 09-03-2018. 
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July 1 marks the start of the Winter season for Company F, while September 3 was the latest 

point the 2019 data had been available before the experiment date of 09-04-2019. Thus, by 

sampling down the data, the training data of 2018 becomes more similar to the current data 

of 2019 making the model trained more representative. The transaction data has been 

aggregated to week level as the day-level data led to computational issues regarding 

memory storage. The transaction data concerned both the sale of a product as well as well 

as a return as individual transactions. Therefore, any returns have been subtracted from the 

sales to receive the net value. Other added variables include First-Sales-Week to mark the 

first week an article has seen a sale and Avg-Sales-Per-Week to mark the average amount 

of units an article has shipped per week it was available. 

5.2 Initial distributions 

The transaction data alone gave no insight in the amount of stock that was available for 

products. Therefore, data concerning initial distributions was gathered. Initial distributions 

refer the amount of inventory that is available in total per unique article. In short, it is an 

amount Company F expects to sell. With these amounts known, the variable Throughput-

Rate of individual items can be assessed as the number of sales divided by the initial 

inventory This gives the relative sales performance of an article instead of merely an 

absolute one. This is useful since an item with high absolute sales may have low 

Throughput-Rate if the initial inventory is very high and vice-versa. There were a number of 

products that did have initial distribution data, but were not in store currently. These articles 

have been removed in further analysis. 

5.3 Random Forest model 

When building the Random Forest model, it was found there was a limit to the amount of 

factors that could be handled. Additionally, some factor levels only occurred a handful of time 

over thousands of transactions. The variables Color Size and ProductSubCategory each 

contained an excessive amount of factor levels. These variables have thus been re-coded by 

keeping the 10 most common factor levels and replacing the rest with the label “Other”. This 

way, only factor levels which occur frequently are used for modelling predictions, reducing 

randomness in prediction. Additionally, there were several variables in wrong formats, such 

as the variable Article being an integer instead of character or the variable SalesPrice being 

a factor instead of integer. Such cases have been converted to an appropriate variable type.  

5.4 Difference in Difference analysis 

After the experiment was applied, transaction data was retrieved from the SQL server to 

allow comparison with the data from before the test. The choice was made here to nuance 

weekly sales data to daily sales data. This was necessary since the most significant effect of 
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the experiment was likely to be observed in the first few days after the experiment, 

something which would be hindered if weekly sales data was applied. Since not every 

customer had actually opened their newsletter, a variable has been added depicting 1 for 

those who opened the email and 0 for those who did not. This has been done for both the 

transaction before and after the test, so that it would be possible to assess the sales pre-

experiment.       

6. Results 

6.1 Exploratory Data Analysis Results 

Comparing the categorical variables in the different throughput groups, reveals some 

interesting differences. A comparison on product the variable Category for example reveals 

that in the fast-mover division, “DAMES” is the most prevalent, with “MEIS GR” following up. 

This is in line with secondary research stating that woman are on average more fashion-

oriented than man. This is further confirmed when observing the distribution of slow-movers, 

where the share of “HEREN” is larger than in the other divisions. Notable in this division is 

the large share “ACCESSOIRES” takes up. A look into the data revealed that such 

“ACCESSOIRES” are mostly socks and underwear, which can be considered as ‘less 

seasonal’ since they do not express a style as much as outerwear and for this reason may 

be less interesting for customers to renew when the new collection comes around. The 

products labeled as “SCHOENEN” also interestingly are never viewed as fast-moving, 

although they are more commonly “Mid” than “Slow”.  

As an extension of what was observed for product categories, the variable Target Audience 

further confirms the relatively higher throughput of articles intended for women. This effect is 

larger for adult women compared to children/teens. By extension, articles for males are once 

again more likely to be a slow-mover. Whether these men are adults, is also more impactful 

as a difference maker. Such an effect is to be expected, since clothing for children is often 

bought by a caretaker. 

Analysis of product sub-category proved to be of limited use, given that there are 70 different 

sub-categories. Looking at the more common sub-categories, the most notable finding is that 

almost all DENIM products find themselves as a slow-mover. Aside from the notion that 

these products can be considered more luxurious and therefore of more narrow appeal, there 

is no strong indication that these product are slow otherwise (see Appendix D).   

An analysis of the variable Color proved to be somewhat unintuitive for a portion of the data, 

because of the small number of articles with said color. Moreover, differences in prevalence 

among the divisions are often quite small or the most common occurrence is as a mid-mover, 
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indicating that in such case the color articles is of little influence. There is some insight to be 

gained from the more prevalent colors. Color 10, which corresponds with black, makes up 

28.8% of the fast-movers, yet only 22.4% of the slow-movers. In personal communication 

with Company F, it had been brought to light that black clothing has consistently been rather 

popular, so seeing it here confirms the insight. On the opposite end, there are the colors 14 

and 15, both referring to grey. Products of this color tend to be more likely to be slow-

movers. One possibility could be that it is a color quite similar to black, but overall less 

preferred and therefore is put aside often. However, it is possible that for these items other 

attributes have been at play. Color 1 appears to be associated with being fast-moving, 

however the number corresponds with “NULL”, indicating that the value is missing/undefined. 

Thus, it is not particularly insightful (see Appendix D).  

A look into the Weeks-In-Store variable reveals a somewhat counterintuitive observation. 

Slow-movers are on average 6.17 weeks in store, where mid-movers clock in at 5.04 weeks 

and fast-movers at 3.54 weeks. To test if this difference is significant, a Kruskal-Wallis test is 

done, which test the presence of inequality between the groups (Breslow, 1970). The 

difference here is significant, depicted by the Kruskal-Wallis value being below the 0.001 

level. The likely cause for this difference comes from the way throughput rate is defined. A 

product with poor sales numbers that has been in store for a short time, has a higher 

throughput rate than a product with similar sales over a longer time. Thus the number of 

weeks a product has been in store can be strong indicator for product performance if the 

accompanying sales are not particularly high. Looking further at pricing variables, there is an 

indication that higher priced products are on average more likely to be fast-movers. However, 

none of the differences between the pricing per division is significant, with all Kruskal-Wallis 

values being above the 0.05 level. Looking at figure 4, the observation is made that the 

interquartile range of the different divisions is largely alike, despite the difference in mean 

value.  
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Figure 2: Category distribution of 2019 products 

 

 

Figure 3: Target audience distribution of 2019 products 
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Figure 4: Throughput rate and pricing distribution of 2019 products 

6.2 Random Forest Regression 

As a first step, a random forest regression model was built using all available data. This step 

was done to indicate which number of trees would return the lowest amount of error. With 

this step finished, the training model was built using the acquired optimal number of trees. 

The result was a model which explained 54.15% of the variance with a mean absolute error 

of 0.08869571 and a root mean squared error of 0.1248139. Afterwards the test data was 

inserted into the model, which raised the mean absolute error to 0.1986928 and the root 

mean squared error to 0.2671773. The higher error rate of the test is to be expected, since 

the random forest algorithm will ‘remember’ the training data and thus provide less accuracy 

on other data. In addition, regression to the mean has taken place for the test set, which 

results in the predictions lying closer to the mean value of the actual End-Inventory and more 

extreme predictions occurring less. Error plots can be viewed in Appendix D. These 

visualizations have been useful in checking whether the error terms are distributed normally. 

Since these graphs follow the bell curve quite nicely, it has been concluded the assumption 

is met. 

In table 3, the variable importance values of the predictors can be spotted. The Gini index 

refers the mean decrease in node impurity, that is how well the trees split the data (Pal, 

2005). A high value therefore means a high variable importance. What is immediately 

notable is that the variables indicating the sales up until the experiment are the strongest 

predictors of End-Inventory. This is not surprising as previous sales trends often continue as 

the season progresses. Nevertheless, the other variables all have some level of variable 
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importance as well, indicating that looking merely at sales numbers diminishes the level of 

foresight that can be had. Strikingly, pricing appears to have comparably low variable 

importance when measured against some categorical variables. This suggests that tweaking 

of pricing may have a somewhat limited effect in changing an article’s throughput rate 

The baseline model consisting of predicting values for End-Inventory by use of linear 

regression on currently total percentage of stock sold per article resulted in a mean absolute 

error of 0.2628819 and a root means squared error of 0.3351512. This means that for both 

types of prediction error, the random forest regression model is more accurate than the 

current method of using merely the sales numbers. The values are however not hugely 

different, indicating that solely using previous sales trends for forecasting the End-Inventory 

is already quite proficient. A large difference that occurs is in the amount of variance the 

models are capable of explaining. The Random Forest scores significantly better on this 

front.  

Model Variance Explained Mean Absolute Error  Root Mean Squared Error 

Baseline 23.83 % 0.2628819 0.3351512 

RF model 54.15 % 0.1986928 0.2671773  

Table 2: Errors Baseline Sales Trend and Random Forest Regression Model 

Variable Definition Gini index 

Avg-Sales-Per-Week Average # of units sold since July 1 85.478951 

Avg-Sales-Since-

Available 

Perc-Sold 

Recoded-Color 

Recoded-Size 

Recoded-

ProductSubCategory 

ProductCategory 

 

SalesPrice 

SpecialPrice 

ListPrice 

Brand 

TargetAudience 

Average # of units sold since availability 

Total % of Initial Inventory shipped so far 

Color code (10 types + ‘other’) 

Size code (10 types + ‘other’) 

Sub category code (10 types + ‘other’) 

Dames, Heren, Jongens Groot, Jongens Klein, Meisjes 

Groot, Meisjes Klein, Schoenen, Accessoires 

Selling price 

Special/discounted price 

Standard Price 

Brand of product sold (5 levels + ‘other’) 

Expected target audience/demographic 

71.525242 

38.864394 

27.280619 

24.726674 

24.542858 

16.187079 

 

18.576286 

15.153766 

12.282372 

10.797354 

7.838681 

Table 3: Variable importance of predictor variables measured in Gini index  
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6.3 A/B test findings 

6.3.1 General findings 

One step of the analysis process was to gather the Initial Inventory values for each of fast-, 

mid and slow-movers. This is important as the Throughput-Rate values of the items can be 

retrieved when the Initial Inventory value is known. 

Group Initial inventory size 

Fast 117875 

Mid 243639 

Slow 159881 

Table 4: Initial inventory total size of fast-, mid- and slow-movers 

Subsequently, there is the need to check if the change observed can possibly be attributed to 

a change in the recommendation. The transactions data is labelled based on the whether the 

customer is in the Baseline, Test or Control group. It was found that the Baseline group was 

significantly larger, and thus would naturally see more transaction and therefore higher sales. 

This makes sense since the sampling rules applied would naturally result in a 50-25-25 

division assuming that customer card numbers are random. This is not completely the case 

however, as a large amount of customers do not have a card number. All customers were 

card numbers are missing also belong to the Baseline group. This translates to 38777 

transactions out of 219317 transactions in total, or 17.7%. In case these would be left, the 

Baseline group would consist of 89590, roughly double that of the Test and Control group. 

Under that notion, the 50-25-25 division would hold up nicely. Looking at the number of 

transactions after the experiment, similar findings are found. Once again there are a number 

of transactions made which could not be connected to a specific card number since the latter 

was absent. This time it concerns 11983 transaction out of a total 102975 or 11.6%. Omitting 

these transactions would then give the Baseline group a total of 40049 transactions. 

Group Number of transactions 

before Test 

Number of transactions 

After Test 

Sampling rule customer card 

number 

Baseline 128367 52032 Last digit >= 5 

Control 45732 20600 Last digit < 5, 2nd Last digit >= 5 

Test 45218 20379 Last digit < 5, 2nd Last digit < 5 

Table 5: Data sampling information 

There is a linear upwards trend visible for the variable Throughput-Rate in the period before 

the test. There is a sharper upward trend for items in the “Fast” group compared to the “Mid” 
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group which is in turn sharper than the “Slow” group.  Looking at the trend differences 

between the Test and Control group, there appears to be no noticeable difference for any 

type of Mover. The values are on average higher for the Baseline as is to be expected since 

there is a larger group of customers present in this group and it also contains all the data for 

customers whose card numbers are missing. To control for this, a standardized Throughput 

Rate value has been computed where observations with missing card number values are 

ignored and the Baseline value are divided by 2. This way, the random sampling procedure 

should divide the customers in more equal groups. The summary statistics are found in table 

5.  

One can see in table 6 here that the Mean Throughput-Rate for the Test and Control group is 

nearly identical with low differences for fast-movers (0.0002), mid-movers (0.0008) and slow-

movers (0.00042). The parallel trend assumption is therefore considered satisfied. The 

average Initial Inventory sees some slight variation among the different conditions. This is 

because some stock levels did not see change as no transaction data was available for 

certain items. When standardizing the Throughput-Rate values for the Baseline group, the 

difference of these values with those of the Test and Control group become negligible as 

they are 0.00007 and 0.00008 for fast-movers, 0.000018 and 0.000002 for mid-movers and 

both are 0.000006 for slow-movers. Therefore, there is no noticeable difference of the 

Baseline performance before the experiment. 

Condition Count Mover Avg. Initial 

Inventory 

Mean Throughput 

Rate 

Std. Throughput 

Rate 

Baseline 125 Fast 954 0.00515 0.00181 

Baseline 246 Mid 961 0.0278 0.000968 

Baseline 125 Slow 1282 0.00111 0.000373 

Control 124 Fast 957 0.00188 - 

Control 238 Mid 961 0.000986 - 

Control 121 Slow 1293 0.000379 - 

Test 122 Fast 954 0.00182 - 

Test 

Test 

238 

122 

Mid 

Slow 

960 

1294 

0.000970 

0.000379 

- 

- 

Table 6: Pre-experiment summary statistics of Initial Inventory, Throughput Rate and Sales 

To further nuance the impact of the recommendation emails sent, the opening rate of the 

emails has been checked. It was found that of the 34786 emails sent to the Control and Test 

group, 11507 were opened, which is a 33.1% opening rate. To fairly compare the impact the 

mail has had, it was gathered what the sales figures were of the customers who ended up 
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opening the mail in the weeks before the experiment happened. A total of 4046 transactions 

are made by this group of which 2061 were in the Control group and 1985 in the Test group.  

Looking at figure 5, it can be seen that the overall throughput rates are much lower than 

when considering all transactions. This is explained by the fact that much less customers are 

considered in this case, naturally resulting in less individual transactions. What is similar 

however, is the pre-experiment rends that both groups are following. At the start of the 

season, the Test group appears to underperform slightly compared to the Control group in 

terms of fast-mover and mid-mover throughput rate, yet later in the season, just before the 

experiment, the two start to conform to each other more. And additional t-test is therefore 

carried out comparing the mean throughput rates among the different mover groups. P 

values of 0.9433, 0.8181 and 0.8271 were found for fast-movers, mid-movers and slow-

movers respectively, thus the parallel trend assumption is also believed to hold for the 

opened mails transaction data.  

 

 

Figure 5: Opened mails pre-experiment throughput rates Test and Control 
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6.3.2 Difference in Difference Test and Control groups 

What follows is an analysis on the difference in impact between the Test and Control group 

after the experiment has ended. A visualization can be seen in figure 6, with the black 

vertical indicating the instance the experiment started. Table 7 shows the summary statistics. 

Unfortunately, it was not possible to retrieve to opening rate of customers in the Baseline 

condition. Consequently, the performance of recommendation compared to standard emails 

is more difficult to quantify. Therefore, in further analyses with opened emails, the Baseline is 

not compared against. 

The DID regression has been carried out over both the dataset containing all transaction 

data and the dataset containing only the transaction of people who opened the email. For 

both of these dataset the regression is repeated for the fast-movers, mid-movers and slow-

movers as well as these Mover groups combined. The result is 8 different regressions. In 

each regression, the variables treated, time and did are used. The variable treated gives 

value 0 for the Control group and value 1 for the Test group. The time variable gives value 0 

for the 0 when the transaction took place before the experiment date and value 1 thereafter. 

The variable did is the difference-in-difference term being the interaction time * treated. The 

mean differences before and after the experiment for both datasets are found in table 8 and 

9. For the regressions, 2 different tables are produced. One where the transaction capture 

the entire season so far and one where only the week before the experiment is captured. 

This way it can be seen if the results are immediate or only visible over a longer historical 

period. The regression results can be found in table 10 and 11. 
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Figure 6: Throughput rates of fast-, mid- and slow-movers Before and After experiment 

Table 7: Throughput rates before and after test 

  

Condition Mover 

 

Average  Throughput 

Rate per day (Before) 

Average  Throughput 

Rate per day (After) 

Difference Before - 

After 

Baseline Fast 0.00515 0.0105 0.00535 

Control Fast 0.00188 0.00423 0.00235 

Test Fast 0.00182 0.0428 0.00246 

Baseline Mid 0.00278 0.00586 0.00308 

Control 

Test 

Baseline 

Control 

Test 

Mid 

Mid 

Slow 

Slow 

Slow 

0.000986 

0.000970 

0.00111 

0.000380 

0.000379 

0.0232 

0.00240 

0.00346 

0.00131 

0.00132 

0.001334 

0.00143 

0.00235 

0.00093 

0.000941 
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The choice to also look at only the opened mail transaction proved to be insightful. When 

considering all data, the Control group outperforms the Test group when the Mover variables 

are not distinguished as the results show a β coefficient of -0.0024100 with p<0.001. 

However, when considering only those who opened the email, the relation is reversed albeit 

less strongly significant with β coefficient 0.00008248, p<0.05. This indicates that the 

average customer in the Control group contributed more to the Throughput rate than those in 

the Test group. However, the opened emails were significantly more likely to make Test 

group customers willing to purchase compared to the Control group. These effects do not 

hold up when considering only one week of transaction data before the experiment. In this 

case, neither see a significantly different effect between Test and Control group (β = -

0.0016390, p>0.05 and β = 0.000009861, p>0.05). A short term impact is therefore not 

visible. Hypothesis 1 stated that that the Control condition would outperform the Test 

condition when it comes to overall sales. This hypothesis is then partially supported since the 

Control condition overall did outperform the Test condition, although this change is difficult to 

attribute to the recommendations given. Since the opposite is the case in the opened emails 

transactions. In addition, short term-effects were absent entirely. This hypothesis is therefore 

considered not supported.  

The fast-mover sales show a rather uneventful picture. When considering all data, fast-

movers do not significantly sell more in the Test Group rather than the Control group with β = 

-0.0014041, p>0.05. The same is true for the opened email transactions (β =0.0001194, 

p>0.05). The same holds when considering only one week of pre-experiment data with β = -

0.001010, p>0.05 for opened plus unopened and β = 0.0001594, p>0.05 for only the opened 

data. This indicates that the sales performance of fast-movers is largely independent of the 

recommendations given. When considering the mid-mover sales, there is more change to be 

observed. Although there is once again no difference to be found when checking all 

transactions (β =  -0.0007777, p>0.05), there is a difference found for the transaction where 

the email was opened (β = 0.0001068, p<0.05). Thus there is a significantly higher 

throughput rates for mid-movers in the Test group compared to the Control group as a result   

of the experiment. This effect is not visible on the short term however as the model then 

returns β = -0.0005992, p>0.05 and β = 0.00009917, p>0.05. As has been established 

earlier, mid-mover recommendations were more common in the Control group (12.9%) vs the 

Test Group (10.2%). The better overall performance of the Test group is then mostly found 

within the increase of mid-mover sales, whose cause would be unlikely to be traced back to a 

difference in recommendation. As for the slow-mover performances, they performed 

significantly in terms of average daily throughput in the Test group in contrast to the Control 

group (β = -0.0007003, p<0.05). However, this was not the case for those who saw the email 
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(β = 0.00002008, p>0.05). Neither case showed a significant effect in the 1 week before vs 1 

week after case with β = 0.00009861, p>0.05 and β = 0.000004162, p>0.05. The overall 

number of transactions in the Test group was lower than the Control group, so given two 

similar populations, it makes sense that the Test group has overall lower throughput rate. 

However, since the effect was absent when the email message was actually delivered, there 

is indication that the showing of more slow-movers negated the negative relation that was 

visible in the overall population. The conclusion is therefore that hypothesis 2 cannot be 

supported since an inverse effect is visible than hypothesized. Nonetheless, the absence of 

the effect in the opened emails group indicates that the extra showing of slow-mover might 

have partially mitigated the underperformance of the slow-movers in the population as a 

whole. Additional testing is necessary to rule out these possibilities. 

Finally there is hypothesis 3 which states that a potential loss of fast-mover sales would be 

lower that the potential gain of increased fast mover sales. It is established that fast-mover 

sales were not impacted by the recommendation in nether the overall population nor the 

email readers. It is also established that slow-mover recommendation might negate the 

otherwise lower sales and throughput rate achieved in cases no message is sent at all, 

although the latter is questionable. Given the lack of impact of fast-mover recommendation 

contrasted with the presence of impact of slow-mover recommendation, hypothesis 3 is 

supported. However, there is an important limitation at play in that only one week of data is 

considered after the test has occurred. This means it is not possible to support that the 

hypothesis holds in the long run. 
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Type Mean Throughput Rate 

Control (0)  

Mean Throughput 

Rate Test (0) 

Difference Test-

Control 

Before, all 

observations 

0.000962 (0.0000648) 0.000937 (0.0000629) 0.000025 

After 7 days, all 

observations 

0.00431 (0.000801) 0.00428 (0.000775) 0.00003 

Before, fast-movers 0.00188 (0.000154) 0.00182 (0.000150) 0.00006 

After 7 days, fast-

movers 

0.00423 (0.000962) 0.00428 (0.00897) 0.00005 

Before, mid-movers 0.000986 (0.0000618) 0.000970 (0.0000589) 0.000014 

After 7 days, fast-

movers 

0.00232 (0.000525) 0.00240 (0.000516) 0.00008 

Before, slow-movers 0.000380 (0.0000301) 0.000379 (0.0000280) 0.000001 

After 7 days, slow-

movers 

0.00131 (0.000283) 0.00132 (0.000282) 0.00001 

Table 8: All transactions Difference in Difference statistics before test and 7 days after 

experiment. Standard errors in brackets 

Type Mean Throughput Rate 

Control (0)  

Mean Throughput Rate 

Test (0) 

Difference 

Test-

Control 

Before, all 

observations 

0.0000484 (0.00000341) 0.0000444 (0.00000342) 0.0000040 

After 7 days, all 

observations 

0.000439 (0.0000757) 0.000518 (0.0000837) 0.000079 

Before, fast-movers 0.0000792 (0.00000698) 0.0000712 (0.00000812) 0.000008 

After 7 days, fast-

movers 

0.000723 (0.000160) 0.000834 (0.000167) 0.000111 

Before, mid-movers 0.0000433 (0.00000329) 0.0000392 (0.00000336) 0.0000041 

After 7 days, fast-

movers 

0.000383 (0.0000781) 0.000486 (0.0000945) 0.000103 

Before, slow-movers 0.0000174 (0.00000186) 0.0000187 (0.00000196) 0.0000022 

After 7 days, slow-

movers 

0.000212 (0.0000549) 0.000234 (0.0000523) 0.000022 

Table 9: Opened emails Difference in Difference statistics before test and 7 days after 

experiment. Standard errors in brackets.  
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Variable Estimate  Std. Error T value P value 

All data, All Movers 

All data, fast-movers 

All data, mid-movers 

All data, slow-movers 

Opened, All Movers 

Opened, fast-movers 

Opened, mid-movers 

Opened, slow-movers 

-0.0024100  

-0.0014041 

-0.0007777 

-0.0007003 

0.00008248 

0.0001194 

0.0001068 

0.00002008 

0.0007187 

0.0013552 

0.0006480 

0.0003249 

0.00003764 

0.0000797 

0.00004092 

0.00002713 

-3.353 

-1.036 

-1.200 

-2.155 

2.191 

1.498 

2.611 

0.740 

0.000834*** 

0.301 

0.231 

0.032278* 

0.0289* 

0.137 

0.01* 

0.46069 

Table 10: Difference in Difference estimators results (Significance codes: * = p<0.05, ** = 

p<0.01, *** p<0.001) 

 

Variable Estimate  Std. Error T value P value 

All data, All Movers 

All data, fast-movers 

All data, mid-movers 

All data, slow-movers 

Opened, All Movers 

Opened, fast-movers 

Opened, mid-movers 

Opened, slow-movers 

-0.0016390 

-0.001010 

-0.0005992 

-0.0004873 

0.00009861 

0.0001594 

0.00009917 

0.000004162 

0.0007457 

0.002495 

0.0013634 

0.0007634 

0.0001008 

0.00002329 

0.00001233 

0.00007972 

-0.897 

-0.405 

-0.439 

-0.638 

0.978 

0.684 

0.804 

0.052 

 0.370873 

0.6878 

0.662814 

0.52703 

0.3305 

0.50025 

0.429178 

0.95882 

Table 11: 1 week before and after, Difference in Difference estimators results (Significance 

codes: * = p<0.05, ** = p<0.01, *** p<0.001) 
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7. Discussion and limitations 

There are aspects about this research which have inhibited the quality of the results that are 

gained from it. One of such inhibitors is the error in predicting fast-, mid- and slow-movers 

accurately. This error is for a large part caused by the point in time the experiment has been 

carried out. Given that a selling season last 26 weeks, excluding the subsequent sales 

period, it is challenging to capture accurately what the sales figures will look like when only 

considering approximately 10 weeks of sales data. This is especially applicable for articles 

who had not been present yet at the start of the selling season as even less weeks of data 

are used. This limitation can be viewed as a cold start problem. It can be viewed as a trade-

off between giving up some prediction accuracy, for the ability the ability to take preventive 

action earlier and waiting until later in the season to exploit more available data, but risking 

that it will be too late to properly handle certain slow-movers. Given that the choice was 

made to do the experiment early, a knowledge gap exist relating to the potential of slow-

mover recommendation later in the selling season. Ideally, this gap would be closed by 

carrying out the experiment multiple times over the course of the selling season. However, 

time constraints and the opportunity cost of not being able to carry out other marketing 

related testing has limited this research to one experiment only. Given that Company F has 

multiple projects running regarding the recommender system while testing approximately 

once every 2 weeks, there are choices to be made to what gets actually tested. In sum, the 

results of the testing may need to be considered inconclusive, until the opportunity is taken to 

do more testing and raise the validity of the results. 

Another limitation is how low amounts of available observations diminish the statistical power 

of the research. One aspect that has led to this, is the overall small number of transactions of 

customers who were in either the Test or Control group and also opened their mail. When 

the data was further nuanced to fast-movers, mid-movers and slow-movers, little data points 

remained for each group. Similar to the limitation of early-season prediction, a solution would 

be to carry out multiple tests in order to diminish the possibility that the presence or absence 

of an effect was by coincidence.  

The working of the recommender system used for this research was unfortunately not well 

known. The system is rather new and was still undergoing testing while this experiment was 

carried. Therefore, it was not yet completely proven that product recommendation in general 

was performing better than sending a standard newsletter or recommending completely 

random products. This insecurity may have had spillover effects for this research.   

There are options available to make the manipulation of the Test group compared to the 

control group more strict. For example, it is possible to recommend 100% slow-movers in the 
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Test group to make the difference with the Control group more pronounced. This would make 

any effect visible between the groups easier to attribute to the presence/absence of slow-

movers in the recommendation. However, the risk of cannibalization of mid- and fast-movers 

was considered too high for this research setup to be pursued. Nevertheless, this path can 

be considered for related experiments. 

A factor that influences buying behavior of customers that is difficult to model is the effect of 

weather. The choice has been made not to model its effects, since there is large variation 

possible in weather even between 2 years. For example, October 2018 saw the temperature 

record being broken on day 13 and 14, and was overall one of the warmest in history (KNMI, 

2018). It is likely that there were much less customers for Company F in this period, because 

people were enjoying the weather. When using historical data about weather as a predictor 

would likely be non-representative for future data given that the extrema are unlikely to be 

reached or surpassed again. Aside from this, the effect on customer behavior and sales is 

difficult to attribute to weather specifically, especially when the period is rather, which is in 

this case is about 2 months. Incorporating weather as a predictor is therefore considered not 

a priority, yet deserves consideration later down the line.     

Lastly, this research is limited in terms of generalizability. Firstly, there is the notion that this 

research has been carried out over the Winter season of Company F: the Summer season 

was out of the scope. It is uncertain if the data gathered in this researched would have been 

comparable if the research had been carried out in the summer season instead. Similarly, 

replication of the research in other (fast) fashion companies would have benefited this 

research as well. Fashion companies differ in terms of collection breadth, target audiences, 

average customer buying power, distribution channels, online/offline availability, suppliers, 

brand recognition and others. These intricacies need to be considered when interpreting the 

results of this research for companies which are not Company F and would warrant a repeat 

of the experiment in case the companies do sufficiently align. Lastly, the potential to apply 

the results to industries outside of fashion is largely absent. In this case, the project serves 

mostly as exploratory work regarding slow-mover recommendation. Thus, companies need 

to evaluate what a slow-mover is for them specifically and how their marketing would 

appropriately handle such items.    

8. Conclusion 

This project was pursued as a means of gaining insight in slow-moving inventory of fast 

fashion products as well as the role online recommendation of said products could have in 

dealing with said inventory. A model capable of dividing products based on their expected 
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inventory in the future was built, which was employed in an experiment to seek out value 

adding potential. These actions set out to answer the following two research questions:  

RQ 1: What are the characteristics of slow-moving fashion products compared to 

better selling alternatives? 

RQ 2: How can recommendation systems contribute to slow-mover sales? 

For RQ 1, it was found that slow-movers do not initially receive less attention which leads 

them to become “slow” over time. Slow-movers tend to stay slow over time, because at some 

point there are viewed as less deserving of attention since they are not performing as well as 

the many other alternative products. The potential opportunity costs of not being able to sell 

as many fast-movers is viewed as more important than the inventory leftover costs of slow-

movers, as the latter only arises in the longer term. At a product level, it was found that 

product properties and throughput rate are not independent. Slow-moving products are 

generally more likely to be for male audience, have been in store for a longer period of time, 

are on average cheaper and are frequently in somewhat more outlandish colors. These 

differences indicate that there is room for thoughtful intervention regarding the slow-moving 

inventory as there is currently an overall low amount of attention given and slow-movers 

require a somewhat different treatment than fast- and mid-movers based on their 

differentiating characteristics. 

For RQ 2, the theories developed regarding the fine-tuning of product recommendation did 

not hold up in when they were quantitatively tested. It was expected recommendation of 

different sub-groups of products would instill differences in customer behavior and 

consequently lead to differences in sales and throughput rate. Ultimately, the results showed 

that the specific products recommended, were not necessarily the ones that were eventually 

purchased. The lower occurrence of fast-movers in the Test setting vs the Control setting did 

not hinder their sales in any significant way. The same proved to be true for the higher 

number of slow-movers in the Test group vs the Control group.  

This research can be viewed as a stepping stone for future research endeavors regarding 

fast fashion recommendation. A single test has formed the basis on which the hypotheses 

have been evaluated, which leaves room for replication and more fine-tuned testing in other 

research contexts. In this project, the conclusion is that recommendation is a helpful tool in 

boosting throughput of inventory. The effect however can be viewed as mostly general: a 

customer becomes inclined to purchase a product caused by a push notification. The more 

specific course of action of purchasing a specific product based on being recommended that 

specific product is an event that in this research has not occurred frequently enough to prove 

itself as a reliable method for inventory control. The takeaway from this research is therefore 
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that fast fashion products and specifically slow-movers need to be looked at in an alternate 

manner as a means of finding a more reliable way of inventory control. 
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Appendix A: Visualization of experiment
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Appendix B: Sample recommendation email 

 

 



46 
 

Appendix C: Overview modelling variables 
Variable Type Used as predictor Definition Why not used? 

Article Character X Code of a product, Unique per 

Color, but not Size 

 

Size Character X Wearing size of an Article 
 

QuantitySold Integer  Total number of units sold per 

Article 

Redundant 

QuantityReturned Integer  Total number of units returned per 

Article 

Redundant 

Sales Integer  QuantitySold - QuantityReturned Redundant 

Quantity Integer  Sum of Initial Distribution values Redundant 

Perc-Sold Double X Sales / Quantity --> Percentage 

sold of initial distribution 

 

Perc-Returned Double  QuantityReturned / Quantity --> 

Percentage of items returned 

Redundant 

Inventory-Leftovers Double  1 - Perc-Sold --> Percentage of 

articles left. Can be negative if 

restocking happened  

Redundant 

SalesWeek Integer  Week of first product sales First-Sales-Week is 

identical 

Color Factor  Code representing the color of the 

Article 

Too many variable 

levels led to overfit 
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ProductCategory Factor  Categorie of Article (1 out of: 

Heren, Dames, Meis GR, Meis KL, 

Jong GR, Jong KL, Schoenen, 

Accessoires) 

Too many variable 

levels led to overfit 

ProductSubCategory Factor  Sub-Category of an Article Too many variable 

levels led to overfit 

SearchColor Factor  Assigned color in the search index Too similar to Color 

Brand Factor X Brand of the Article 
 

InStockDummy Dummy 
 

1 if in stock, 0 if not in stock If 0, data is left out of 

modelling 

TargetAudience Factor X Expected audience for Article 
 

First-Sales-Week Integer X Week of first product sales (earliest 

is week 27, latest week 33). 

Identical to "Sales-Week" 

 

ListPrice Double X Standard selling price 
 

SalesPrice Double X Actual selling price 
 

SpecialPrice Double X Selling price on special occasion / 

sales promotion 
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Folder Dummy 
 

1 if previous appearance in folder, 0 

otherwise 

Values absent in 2018 

data, so no training 

possible 

Weeks-In-Store Integer X Number of weeks Article has been 

in store. Range 1-10 

 

Avg-Sales-Per-Week Double X Average sales per week since July 

1  

 

Avg-Sales-Since-Available Double X Sales / Weeks-In-Store 
 

Recoded-ProductSubCategory Factor X Reduction to 10 most common 

levels, rest = "Other".  

 

Recoded-Color Factor X Reduction to 10 most common 

levels, rest = "Other". 

 

Recoded-Size Factor X Reduction to 10 most common 

levels, rest = "Other". 

 

Predictions Double X Predicted End-Inventory. Can be <0 

if it is predicted that more will/can 

be sold than currently in stock 

 

Mean-Prediction-Per-Article Double X Same as Prediction except values 

are aggregated on Size  

 

Table 12: Overview of modelling variables 
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Appendix D: Additional figures Exploratory Data Analysis 

 

Figure 7: Product sub-category distribution of 2019 products 

 

Figure 8: Recoded color distribution of 2019 products 
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Appendix E: Robustness check Random Forest Regression 
A visualization can be seen in figure 7. As can be seen, there distribution of the 2019 

prediction is more narrow and the tail ends are shorter. This happens because the training 

model sets the boundaries of what the minimum and maximum values of End-Inventory can 

be. Subsequently, the test set will make more conservative estimates to what the final End-

Inventory levels will be by regressing towards the mean. The model is therefore limited in its 

ability to accurately estimate the larger outliers that may be present now or in the future. 

However, a degree of inaccuracy is considered acceptable for forecasting. Moreover, since 

the model is used to classify products as one of slow-mover, mid-mover and fast-mover, the 

relatively lower accuracy for predicting more extreme observations is of little impact as their 

classification would not change if the predicted value would be further removed from the 

interquartile range. For this reason, the way the model is used is justified. 

 

 

Figure 7: Predictions End-Inventory Test (0), Training (1), 2019 (2) and Test + Training data 

(3) 
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Comparing the sampled data from 2018 to the data of 2019, there is a slight difference in 

distribution of the sales numbers. 2019 so far has seen a lower amount of relatively fast-

moving items and a relatively larger amount of slower moving items. This can be illustrated 

by use of a density plot seen in figure 8. This discrepancy leads to the prediction of End-

Inventory using the 2019 data to be further skewed to the mean. 

 

 

Figure 8: Density plot of inventory leftovers of sample 2018 data (1) and 2019 data (2) 
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Appendix F: Random Forest error plots 
 

 

Figure 9: Prediction errors End Inventory using all data 
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Figure 10: Prediction errors End Inventory using Training Data 

 

Figure 11: Prediction errors End Inventory using Test Data 
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Appendix G: Additional figures and tables DiD regression 

 

Figure 12: Opened mails throughput rates of Movers before and after test  

 

Condition Mover 

 

Average  Throughput 

Rate per day (Before) 

Average  

Throughput 

Rate per 

day (After) 

Difference before - after 

Control Fast 0.000204 0.00177 0.00157 

Test Fast 0.000187 0.00211 0.001923 

Control Mid 0.000103 0.000878 0.000775 

Test 

Control 

Test 

Mid 

Slow 

Slow 

0.000100 

0.0000491 

0.0000478 

0.00121 

0.000508 

0.000594 

0.00111 

0.000459 

0.000546 

Table 13: Opened emails throughput rates before and after test 

 

 


