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Abstract 

The Dutch Railways (NS) possesses a diverse fleet of train units, which need to be cleaned, inspected 
and parked on shunting yards. On these shunting yards also the combination of train units can be 
changed. The scheduling of all these tasks gives rise to a difficult problem: the Train Unit Shunting 
Problem (TUSP). Although uncertainty is very common in railway shunting, most research assumes 
deterministic settings. This research proposes a robust, proactive solution method for the TUSP under 
uncertainty. The proposed Simulated Annealing (SA) algorithm already takes into account uncertainty 
during scheduling, such that there is no (or less) need to adapt the shunting plan due to variability in, 
for example, the arrival time of trains and task durations. In the proposed algorithm, a surrogate 
robustness measure based on the minimum and average slack of the tasks is included in the objective 
function to guide the search. A case study shows that using the proposed algorithm significantly 
increases the robustness of the generated shunting plans compared to the algorithm not guided on 
surrogate robustness. For a conservative estimate of the variability (CV=0.15), the probability of 
delayed trains decreases from 5% to almost 0%. Although the computation time increased to 
approximately 150%, it can be concluded that the proposed algorithm is able to find both feasible and 
robust solutions for the shunting problem in a reasonable amount of time.  

 

 

Keywords: Train Unit Shunting Problem (TUSP), Robustness, Simulated Annealing (SA), Surrogate 
robustness, Local Search, Proactive scheduling, Project Scheduling under Uncertainty, Dutch Railways 
(NS) 
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Management Summary 

Every day, the Dutch Railways (Nederlandse Spoorwegen, NS) transports many people by train. To do 
so, they possess a diverse fleet of train units, which can be used in different compositions to construct 
a train. In order to cope with differences in passenger flow intensity, the train compositions can be 
changed during the day. Changing of train compositions takes place on shunting yards, where the train 
units can also be parked. In addition, on these shunting yards train units can be cleaned and inspected, 
such that a high service level can be maintained. 

Scheduling of all these tasks for all the train units gives rise to a difficult (NP-hard) problem: the Train 
Unit Shunting Problem (TUSP). The TUSP is a scheduling problem with the objective of finding a 
shunting plan in which all departing train units can leave at their predetermined time in the correct 
composition, having performed all necessary service tasks, in such a way that no conflicts (like 
collisions) occur. A shunting plan satisfying this description is called a feasible solution. For the TUSP, 
6 closely related subproblems can be defined: Splitting and Combining, Matching, Parking, Routing, 
Service, and Crew Planning. This thesis focusses on the first 5 subproblems.  

Van den Broek (2017) already developed a Simulated Annealing (SA) algorithm that is able to solve 
the shunting problem at NS. However, this algorithm is based on the assumption that the shunting 
problems are deterministic. In practice, this assumption is often violated: for example, trains do not 
arrive exactly at their predetermined time and the duration of the tasks not always equals their norm 
time. In other words, the shunting plans are subject to uncertainty. Consequently, the deterministically 
feasible shunting plans generated with the algorithm could become infeasible in the operational setting. 
It is therefore important to take into account uncertainty during planning, such that the generated 
shunting plans are also feasible in practice. 

Research taking into account uncertainty regarding the TUSP is scarce. Moreover, the research that 
considered uncertainty only covered the Routing subproblem and/or applied an approach in which the 
schedule evolves over time (Peer, 2018; Bao, 2018), and react on the ‘realized uncertainty’. 
Constructing the schedule before execution however has significant advantages, as it can be used to 
make agreements (for example about the crew planning) and integrated choices. Therefore, a pre-known 
schedule can significantly increase the efficiency of the operations. 

Instead of reacting on the ‘realized uncertainty’ during execution, robust scheduling tries to construct a 
schedule that is still feasible in case of disruptions. Thus, it deals with uncertainty and simultaneously 
provides a high degree of certainty about the time at (or the interval in) which activities will be executed. 
NS generally knows which kind of uncertainty is most likely to occur and in what parts of the schedule 
it can be expected, such that uncertainty control can be incorporated in the schedule developed before 
execution. Therefore, robust scheduling is expected to be suitable for this integrated shunting problem. 
The research question addressed in this thesis is:  

How can the robustness of shunting yard plans be increased using a Local Search based 
algorithm? 

Methodology 
This thesis considers two sorts of robustness; quality robustness, the ability to reach the objective; and 
solution robustness, the ability to execute the schedule as planned. Due to the difficulty of measuring 
the robustness of a shunting plan in practice, this research defined four robustness metrics that can be 
determined using Monte Carlo simulation: 

- Quality robustness 
o 1. Schedule fraction delayed: the probability of having at least one delayed train. 
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o 2. Average train unit tardiness: the average delay of each departing train unit (TU). 
- Solution robustness: 

o 3. Average task fraction delayed: the average fraction of tasks starting after their 
deterministic Latest Starting Time (LST). 

o 4. Average deviation from Earliest Starting Time (EST): the average time each task 
starts after its deterministic EST. 

Nevertheless, measuring the robustness is not enough to find robust shunting plans. As SA is quite 
random, it is not guaranteed that the algorithm of Van den Broek (2017) will find any robust solution. 
To stabilize and increase the performance on finding robust solutions it is therefore needed to guide the 
SA algorithm. 

The most straightforward way to guide the SA is to determine the robustness measures of each solution. 
However, simulating is computationally intensive: it would take more than a day to get a reliable 
estimate of the robustness measures for all the solutions that are evaluated by the algorithm of Van den 
Broek (2017) (on average 30000 within 2 minutes, for 17 train units). Therefore, this research 
investigated two less computationally intensive ways to guide the SA algorithm:   

1. In neighbourhood construction, limit the neighbourhood to only the solutions following from 
applying search operators that lead (under specific circumstances) to robust shunting plans. A 
variant of this approach could be to prioritize solutions following from these “robust search 
operators” in the neighbour selection step.   

2. In the neighbour selection step, estimate the robustness of the candidate solutions with surrogate 
robustness measures. Instead of the computationally intensive simulation, surrogate robustness 
measures can be evaluated fast. Then, selecting the neighbour solution can be based on both 
costs and (surrogate) robustness. 

Analysis 
The first guiding approach was investigated by testing 7 hypotheses, which focussed on the effect of 
applying a specific search operator on the (surrogate) robustness in the iteration in which it is applied 
(short term) and on the end robustness (long term). Besides, the hypotheses tested whether the iteration 
start state (costs, surrogate robustness, iteration number) influences this search operator effect. It has 
been found that the applied search operator has little effect on the robustness. Moreover, the short term 
and long term effects of applying a specific search operator are not consistent. Therefore, guiding the 
SA algorithm by prioritizing or limiting the neighbourhood to robust search operators is expected to be 
not suitable for the shunting problem.  

The second guiding approach was investigated by introducing six surrogate robustness measures; four 
(adapted) from literature, and two newly proposed. The performance of these surrogate measures on 
estimating the robustness measures was assessed by calculating the (partial) Pearson (r) and Spearman 
rank (ρ) correlations. Because the exact variability at NS is not known, the algorithm should be able to 
generate robust schedules under several variability scenarios. Therefore, a full factorial design was used 
to assess the influence of the variability factors on the correlations, such that the surrogate robustness 
measures that have a stable performance could be chosen to guide the algorithm. 

It has been found that the surrogate robustness measures proposed in literature do not perform well. 
Although the surrogate measure based on a normal approximation of the makespan (RMmakedist, Van 
den Broek et al., 2018) has relative strong correlations with the robustness measures, it relies on the 
variability in task durations and moreover has a higher computation time than the other surrogate 
robustness measures.  

The newly proposed surrogate measures (see (1) and (2)) have stronger correlations. The strength of 
these correlations is affected by the amount of variability. In case of lower variability, RMmintsRelative 
has the highest correlations for the schedule fraction delayed (ρ = -.67), task fraction delayed (ρ = -.67) 



v 
 

and the average TU tardiness (ρ = -.66). RMsqrttsRelative has the highest correlations for the average 
deviation from EST (ρ = -.42).  In case of higher variability however, the performance of 
RMsqrttsRelative becomes better for the average task fraction delayed (ρ = -.83) and the average TU 
tardiness (ρ = -.0.83). For the schedule fraction delayed, RMmintsRelative still has the best performance 
(ρ = -.89), while RMsqrttsRelative still has the best performance for the average deviation from the EST 
(ρ= -.46). Based on these high correlations, it can be concluded that guiding the SA algorithm using 
these surrogate robustness measures is suitable for the TUSP.  

(1)     𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  min
𝑖𝑖∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 −  𝐸𝐸𝐿𝐿𝐿𝐿𝑖𝑖
𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅 𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑖𝑖

 

(2)     𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  
∑ �(𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑖𝑖) ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑖𝑖𝑖𝑖∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡𝑅𝑅
  

Proposed model 
Based on the obtained results, the following model for the objective function of the SA algorithm is 
proposed:  

𝑂𝑂𝑂𝑂𝑂𝑂𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 = 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 −  𝛼𝛼 ∗   (𝛽𝛽 ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 + (1 − 𝛽𝛽) ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅) 

In this equation, α determines how much weight is given to robustness. The higher the α, the more the 
algorithm is guided on robustness instead of costs. β determines the weight given to each of the 
surrogate robustness measures. The RMmintsRelative and RMsqrttsRelative should be standardized.  

The previous section discussed that the performance of the surrogate robustness measures depends on: 
1) the robustness measure, and 2) the amount of variability. Therefore, it is advised to choose a weight 
β based on the robustness goal and the expected variability settings under which the shunting plan will 
operate.  

Performance of the proposed model 
The performance of the proposed algorithm is 
assessed by testing a specific case: 17 train units. 
Using regression, the fitted β is 0.87. 

Figure 1 shows the average schedule fraction 
delayed for multiple robustness weights α, for two 
variability levels. It can be seen that guiding the SA 
algorithm with the proposed model significantly 
increases the robustness of the generated shunting 
yard schedules compared to not guiding the 
algorithm (α=0).  

Figure 1 also shows that in case of low variability (orange), a little bit of guiding already result in very 
low probabilities of delay. In case of higher variability (blue) guiding has even more effect on the 
robustness.  This higher effect is due to a ‘threshold surrogate robustness’ before variability causes 
delays.  

Although the robustness of the generated shunting plans significantly increased due to guiding with the 
proposed objective function, the computation time increased by approximately 150%. Consequently,  
the percentage of the problem instances for which a feasible solution can be found within a specific 
computation time decreases. The higher computation time is mainly due to the POS construction for 
each evaluated solution. By first finding a feasible plan before guiding the algorithm on robustness, the 
feasibility percentage can be increased. However, this approach can negatively affect the robustness of 
the shunting plans, as the solution space for finding a robust plan is limited. This negative effect can 

Figure 1: Robustness performance due to guiding the SA 
algorithm 
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especially be observed with higher variability: with a coefficient of variation (CV) of 0.3, the average 
schedule fraction delayed increased from 0.0083 (all-time guiding) to 0.017 (first feasible).   

In conclusion; the proposed algorithm is not only able to generate feasible shunting plans, but also 
shunting plans that remain feasible during their execution. Therefore, generating solutions with the 
proposed algorithm is expected to significantly improve the operational performance of the shunting 
yards.  
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1) Introduction 

1.1 Problem context: the Train Unit Shunting Problem 

The Dutch Railways (Nederlandse Spoorwegen, NS) transports many people by train every day. To do 
so, they possess a diverse fleet of train units, which can be used in different compositions to construct 
a train, as shown in Figure 1.1. To cope with differences in the passenger flow intensity, the train 
compositions can be changed during the day. These changes in train compositions are performed on a 
shunting yard, where the train units should also be parked when they are not in use. In addition, on these 
shunting yards train units can be cleaned and inspected, such that a high service level can be maintained. 
Figure 1.2 shows a graphical representation of a shunting yard near The Hague: “de Kleine Binckhorst”. 

 

Figure 1.2: Shunting yard 'de Kleine Binckhorst'. The tracks with their facilities are displayed. Some tasks can only be executed 
at certain tracks. For example, trains can only arrive and depart at track 906A, 431B-435A, and 427B433A; and internal 
Cleaning can only be executed at track 61 and 62. Retrieved from: http://sporenplan.nl/, at 08/22/2019. 

In order to execute the shunting yard activities, specific resources are needed. The service task “Internal 
Cleaning” can, for example, only be executed on tracks with a cleaning platform. Therefore, train units 
also regularly have to be moved along the tracks on the route from the start point to the endpoint. Many 
train units are on the shunting yard at the same time. As most resources are shared and trains cannot 
pass each other on the same track, executing all these tasks for all train units results in a difficult 
scheduling problem: the train unit shunting problem (TUSP). 

The TUSP is a scheduling problem with the objective of finding a schedule in which all train units can 
depart on their predetermined time in the correct composition, having performed all necessary service 
tasks, in such a way that there are no conflicts. These conflicts can for example be crew unavailability 
or moving a train while there is another train on its route (called a crossing). A shunting yard schedule 
specifies which tasks will be executed, which resources are used for each task and when each task is 
executed. The “when” can be stated by a specific time for each task or by specifying an order in which 
the tasks should be executed. A schedule satisfying this description is called a feasible solution for the 
TUSP. 

Figure 1.1, train units can be combined to form a longer train. Trains can consist of 1 train unit, or 2 train units of the same 
type. The combination can be changed by splitting or combining.  
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The TUSP is a hard scheduling problem because next to scheduling the tasks, it also has to be 
determined which tasks will be executed and which resources they need. To solve the TUSP, we can 
define 6 closely related subproblems: Splitting and Combining, Matching, Parking, Routing, Service, 
and Crew planning (Van den Broek, 2017). The next sections further introduce each of these 
subproblems. 

Splitting and Combining 
The first paragraph of this section mentioned that two train units of the same type, possibly of different 
lengths, can be combined to form one train (see Figure 1.1 and also: Appendix 1). Combinations can be 
changed by splitting or combining. Splitting and/or combining is needed if a required departure 
combination differs from the arrival combinations or if there is not enough time between the arrival and 
departure of the combination to perform all required tasks. Additionally, splitting and combining can 
be used for other purposes. For example, as two combined train units can be moved together, combining 
can also be used to reduce the total number of movements.  

Matching 
In a shunting problem, the required departure trains and their departure times at the shunting yard are 
input from the problem instance. In the subproblem Matching, it is decided which train unit will be used 
at each position of the departing trains. The matching also has to specify the position in the train (first 
or second), because changing the train unit order results in another combination.  

The difficulty of this Matching subproblem is that the fleet of NS consists of several train unit types 
(more details in Appendix 1); not all train units are purchased at the same moment, such that several 
generations are used simultaneously. Furthermore, train units are used for different purposes, like 
regional and national; requiring different train unit types. The train units of a type can moreover differ 
in length (subtypes). Due to this difference in train unit (sub)types, determining which train unit should 
be matched to each of the departure positions is difficult. 

Parking 
During their stay on the shunting yard, between their arrival and departure, train units are not active all 
of the time. While no tasks are performed on a train unit, it should be parked on a parking track. It has 
to be ensured that the total length of the train units on a parking track does not exceed the length of the 
track. On a parking track, also the order of the trains has to be taken into account, as the trains cannot 
pass each other on the same track.  

Routing 
The Routing subproblem consists of finding valid routes, needed to bring the trains to the places they 
should visit. Trains have to be moved regularly, for example when service tasks have to be performed 
on specific tracks. To be valid, the tracks and switches of a route must be connected to each other and 
available, which means that the route is not blocked by other trains. Finally, the tracks and switches 
must be suitable for the train, trains that need electricity can for example only use electrified tracks.  

Service 
For each train unit, obligatory and optional service tasks are specified in the problem input. These 
service tasks can for example be Cleaning, technical inspections or small maintenance tasks. The 
scheduling of service tasks can be considered as a job shop problem in which train units visit service 
facilities, which all have a specified capacity. 

Crew planning 
In order to perform most of the activities, human resources are needed. Human resources have specific 
capabilities (train driver, cleaner, mechanic) and from each resource, a specific capacity is available at 
each point in time. In this subproblem, the needed human resources are assigned to the activities.  
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1.2 Problem Definition 

The previous section described the objective of the TUSP as finding a feasible solution for the specified 
problem input. For NS, Van den Broek (2017) already integrally solved the subproblems of the shunting 
problem, except the Crew planning which is constructed based on the obtained schedule (Den Ouden, 
2018). The Local Search based algorithm of Van den Broek (2017) is currently used by NS to develop 
new software: Hybrid Integrated Planning (HIP). A more detailed description of the algorithm can be 
found in Chapter 2.4. 

This Local search based algorithm is based on the assumption that the planning problems are 
deterministic. In practice however, this assumption often does not hold. 

A first aspect in which this deterministic assumption is violated, is for the task durations. For the 
scheduling of task durations, norm times are used, which are calculated based on properties like train 
length and type. Although little data about the actual task duration is available, as the crew does not 
write down the exact execution time for each task, it is generally acknowledged at NS that the execution 
time is not always equal to the norm time. Many tasks are executed by human resources, which in 
general results in higher variability compared to automated processes (Hopp & Spearman, 2001). 
Moreover, varying dirtiness can result in varying cleaning time. A second aspect in which the 
deterministic assumption does not hold, is for the arrival times. Incoming trains do not always arrive at 
their scheduled time (see Figure 4.1 in Section 4.1.1.1). Finally, an inspection can change the need for 
small maintenance tasks. This all results in variability in the problem input. 

Variability is likely to decrease performance (Hopp & Spearman, 2001). Therefore, it is expected that 
the actual execution time of the shunting plan is longer than scheduled, such that a deterministic feasible 
shunting plan may not be feasible in practice. Focusing only on deterministic feasibility can thus be 
misleading; it is important to take into account uncertainty while scheduling.  

Generating schedules that are also feasible when they are executed, would significantly increase the 
practical value of the planning algorithm. The current research focuses on designing an algorithm that 
takes into account variability during the planning phase.  

1.3 Research Motivation 

The previous section emphasized the importance of taking into account uncertainty in the TUSP. 
However, although several researchers have addressed the shunting yard problem, research on the 
shunting problem taking uncertainty into account is scarce. Regarding the integrated shunting problem, 
only Peer (2018) and Bao (2018) have taken into account uncertainty. Both Peer (2018) and Bao (2018) 
used an approach in which the schedule evolves over time and thus reacts on the ‘realized uncertainty’. 

The advantage of such an approach that deals with the uncertainty during execution is that it provides 
high flexibility and can therefore easily react on disturbances. However, not knowing the schedule until 
the tasks are executed can also be a disadvantage. Although Bao (2018) used a baseline schedule, the 
schedule can significantly be changed due to rescheduling. Rescheduling and dynamic scheduling can 
lead to suboptimal solutions, as the choices are less integrated ( Herroelen & Leus, 2004). Moreover, 
the possibility of making agreements based on a pre-known schedule is an advantage. For example, if 
it is known when the Cleaning tasks are performed, the cleaning crew planning can be based on the 
need for crew. In case the schedule is not known beforehand, the need for crew at each moment in time 
is also not exactly known and some resource buffers should be used to be able to perform the operations. 
Therefore, a pre-known schedule can significantly increase the efficiency of the operations.  

Instead of reacting on the ‘realized uncertainty’ during execution, robust scheduling tries to construct a 
schedule that is still feasible in case of disruptions. Thus, it deals with uncertainty and simultaneously 



4 
 

gives a high degree of certainty about the time at (or the interval in) which activities will be executed. 
NS generally knows which kind of uncertainty is most likely to occur and in what parts of the schedule 
it can be expected, such that uncertainty control can be incorporated in the schedule developed before 
execution. Therefore, robust scheduling is expected to be suitable for the integrated shunting problem 
at NS. 

1.4 Research Questions 

As mentioned before, the NS is currently developing software to solve the deterministic TUSP. This 
software uses the Simulated Annealing (SA) algorithm of Van den Broek (2017) to find feasible 
solutions. SA is a Local Search based metaheuristic, which is able to find solutions of good quality for 
complex problems that are hard to solve exactly. For the shunting problem at NS, the SA algorithm of 
Van den Broek (2017) performs quite well compared to the other proposed solution methods.  

Developing a robust scheduling method which is compatible with this SA algorithm, would increase its 
practical value. Therefore, the objective of this research is to develop a Local Search based algorithm 
that is able to find feasible and robust shunting plans in a reasonable time. The research question that 
will be addressed in this thesis is: 

How can the robustness of shunting yard plans be increased using a Local Search based algorithm? 

In order to answer this research question, several subquestions are defined. These subquestions focus 
on getting insight into the effect of variability on the shunting plans and exploring several (guiding) 
possibilities for designing a Local Search based algorithm that is able to generate robust shunting plans. 

1. What is the effect of variability (in arrival time and task duration) on the robustness of the 
shunting yard schedules at NS? 
 

2. Which solution methods towards robust project scheduling already exist, and are they suitable 
for the shunting problem at NS? 

 
3. How can the robustness of the shunting yard schedules be estimated with surrogate robustness 

measures, such that these could be used to guide the SA towards robust solutions? 
 

4. Does the execution of specific search operators in a particular setting induce more robust 
schedules, such that prioritization of these search operators can be used to guide the SA 
towards robust solutions? 

 
5. What is the impact of focusing on robustness on the ability to generate feasible schedules? 

h 

1.5  Methodology 

In order to answer the research questions, the Problem 
Solving cycle of Van Aken, Berends, & Van der Bij (2012) 
is used. First, the problem was analysed in more detail. With 
a literature review, potential solution approaches and helpful 
solution directions proposed by other researchers are 
discovered. Moreover, shunting plans generated with the SA 
algorithm of Van den Broek (2017) are analysed to determine 
which factors influence the robustness of a shunting plan and 
to determine how the SA algorithm could be guided towards 
robust solutions.  

Figure 1.3: Problem Solving Cycle of Van Aken 
et al. (2012) 
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Based on this analysis, a design for an algorithm is proposed that will generate more robust shunting 
plans. This proposed design is implemented and the performance is assessed for a specific case.  

1.6 Research Scope 

To be able to focus on answering the research questions, this research made some assumptions regarding 
the scope of the problem. This section discusses these assumptions. 

Section 1.2 mentioned that, in order to address the shunting yard scheduling problem, the NS is 
developing software based on the SA algorithm of Van den Broek (2017). As the basics of this SA 
algorithm are suitable for the purpose of this research, the current version (March 1, 2019) is used as 
the starting point. Building on this SA algorithm, rather than starting from scratch, increases our ability 
to focus on ideas that can improve the robustness. Moreover, it increases the practical relevance as the 
design would be compatible with the already developed software.  

This SA algorithm does not take into account Crew planning. Den Ouden (2018) proposed a solution 
method towards Crew planning, which develops a crew planning given a shunting plan generated with 
the SA algorithm of Van den Broek (2017). As the solution method for Crew planning of Den Ouden 
(2018) already takes into account robustness to some extent, Crew planning is not considered in this 
research.   

Regarding the settings of the SA algorithm, the so-called “normal capacity” settings are used. In these 
normal capacity settings, only the train unit types that are processed on several shunting yards and only 
service tasks that can be executed on almost all shunting yards are considered. This research considers 
one shunting yard: “De Kleine Binckhorst”. However, by using the normal capacity settings the results 
may also be applied to other shunting yards. 

Besides these assumptions regarding the considered shunting problem, the scope is also restrained 
regarding the considered uncertainty. Section 1.2 discussed that for the shunting problem of NS, the 
main sources of uncertainty are task durations, arrival delays and the possibility for additional 
maintenance tasks determined during the inspections. This research focusses on variability in task 
duration and arrival times, as the insertion of tasks is quite different from the other two. Insertion of 
tasks is different because the variability in both duration and need for resources is much higher, as there 
are many maintenance possibilities. Therefore, it is expected that a more reactive approach can better 
cope with this maintenance uncertainty.  

Not focusing on the maintenance tasks arising in inspections does not mean that a robust approach is 
not suitable for scheduling maintenance tasks. The number of maintenance tasks arising in inspections 
is low; most of the maintenance tasks that should be executed at the shunting yard, are already known 
beforehand. Therefore, they can already be included while making the planning, such that the 
scheduling of these tasks becomes comparable with tasks like Cleaning and inspections.  

The focus of this research is on robustness. That is, our goal is to proactively cope with uncertainty. We 
therefore do not explicitly consider reactive approaches. In case of disruption, the affected activities are 
delayed until the conflicts due to the disruption are resolved. Literature refers to this approach as the 
right-shift rule (e.g. Herroelen & Leus, 2004). No structural changes in the execution order of tasks are 
done during the execution of the schedule. 

1.7 Thesis Outline 

The structure of this thesis follows from the steps described in Section 1.5. Chapter 2 reviews literature 
towards the research areas of interest and gives more background to the current SA algorithm. Then, 
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chapter 3 describes the methodology used in this research to discover and assess possibilities for the 
design of the new Local Search based algorithm.  

These possibilities are then further explored and evaluated in chapter 4. Using shunting schedules 
generated with the SA algorithm of Van den Broek (2017), this chapter includes a detailed analysis of 
robustness in shunting yard schedules. The chapter ends with proposing a solution design for the Local 
Search based algorithm that generates robust shunting plans. Thus, chapter 4 deals with the first, third, 
and fourth subquestion.  

In chapter 5, the proposed solution design is then applied to a specific case to test the performance. This 
chapter covers the fifth subquestion. The thesis ends with a conclusion and recommendations for both 
NS and further research in chapter 6.  
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2) Literature review and background 

Chapter 1 introduced the train unit shunting problem (TUSP), including its subproblems. The TUSP is 
a well-studied problem in the literature. However, it was found that literature on the TUSP taking into 
account uncertainty hardly exists. Therefore, as parts of the TUSP can be seen as a project scheduling 
problem, literature on robust project scheduling is reviewed first (Section 2.1). Section 2.2 then 
discusses Local Search based solution methods for robust project scheduling proposed in literature. 
After that, literature on the TUSP is discussed in Section 2.3. Section 2.4 elaborates on the current 
solution algorithm.  

2.1 Project Scheduling 

Project scheduling has been widely studied in literature. This section first gives a short introduction to 
project scheduling (under uncertainty) to classify the problem under consideration. Then, robust project 
scheduling is discussed by introducing the terminology, the way of measuring and solution approaches. 

Herroelen, Demeulemeester, & Reyck (1999) introduced a three-field notation to classify project 
scheduling problems, characterizing problems on their resources, tasks and optimality criterion. They 
make a distinction between resource unconstrained and resource constrained problems. The resources 
and tasks in resource constrained project scheduling can take many forms, which makes project 
scheduling applicable to many scheduling problems.  

In literature, much attention is given to the Resource Constrained Project Scheduling Problem (RCPSP), 
which became a well-known standard problem. Hartmann & Briskorn (2010) describe the basic RCPSP 
as “a problem that consists of activities that must be scheduled subject to precedence and resource 
constraints such that the makespan is minimized”.  

This basic RCPSP assumes that all information about activities and resources is deterministic and 
known during scheduling. In the problem under consideration, this assumption is violated: the exact 
arrival time and task durations reveal over time. Therefore, literature on deterministic project scheduling 
will not further be investigated, the focus will be on resource constrained project scheduling problems 
under uncertainty. Reviews on deterministic project scheduling can be found in, for example, Herroelen 
et al. (1999) and Kolisch & Padman (2001). 

2.1.1 Resource constrained project scheduling under uncertainty 

Regarding resource constrained project scheduling under uncertainty, many solution approaches are 
proposed in literature. Herroelen & Leus (2004) developed a useful classification scheme that 
distinguishes the underlying fundamental approaches. First, they make a distinction between using a 
baseline schedule or not. In case no baseline schedule is used, the schedule gradually evolves during 
execution based on the “realized uncertainty”. This approach is also called dynamic or online 
scheduling. For a review of dynamic scheduling literature, the reader is referred to Brčić et al. (2012) 
and Stork (2001). 

The policies using a baseline schedule can further be distinguished on their approach of dealing with 
uncertainty: proactive and/or reactive. Proactive approaches try to develop a baseline schedule that 
anticipates on the uncertainty, such that the schedule is still feasible in case of disturbances. The focus 
is on the stability of the schedule, even if this does not result in the optimal solution. Proactive 
scheduling is often called robust scheduling.   
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Whereas proactive methods consider variability during the planning phase, reactive approaches react 
on the “realized uncertainty” during the execution of the schedule. These reactive approaches could 
range from shifting activities in time while preserving all precedence constraints (The right shift rule, 
TRSR, see Ortiz-Pimiento & Diaz-Serna, 2018), to complete rescheduling of the tasks not yet executed.  

Different from dynamic scheduling, reactive scheduling uses a baseline schedule. The baseline schedule 
can be predictive, by using a deterministic solution approach based on expected values. Besides, the 
baseline can be generated proactively. However, research on scheduling methods that combine 
proactive and reactive approaches is limited (Davari & Demeulemeester, 2017). Most researches focus 
on proactive ór reactive scheduling methods, or they use a two-stage approach (Van De Vonder et al., 
2007).  

However, as discussed by Davari & Demeulemeester (2017), these two-stage approaches do not take 
into account that the proactive scheduling method affects the performance of the reactive scheduling 
method and vice versa. Therefore, they introduced an integrated proactive-reactive solution approach: 
the PR-policy. The objective function includes both the costs for the baseline schedule and the reactions.  

As mentioned earlier, this research focusses on proactive scheduling. Therefore, literature on (two-
stage) predictive-reactive policies will not further be reviewed in this research. Reviews on predictive-
reactive scheduling methods can be found in Herroelen & Leus (2004), Herroelen & Leus (2005), Van 
De Vonder et al. (2007), and Demeulemeester & Herroelen (2011).  

2.1.2 Proactive (robust) resource constrained project scheduling 

The previous section introduced proactive scheduling as an approach to deal with uncertainty in 
scheduling problems. By taking into account uncertainty during the construction of the schedule, the 
schedules are able to cope (to some extent) with uncertainty, such that changing the schedule for each 
disruption is not needed. This section further investigates the concept robustness and discusses literature 
on robust project scheduling. 

In general, two types of robustness are distinguished in literature:  

- Quality robustness: the ability of the schedule to reach the objectives in case of disruptions. An 
objective could for example be whether the trains can leave on their scheduled time.  

- Solution robustness: the ability to start the activities on their scheduled time, or as defined in 
Herroelen & Leus (2005): “the insensitivity of the activity start times to changes in the input 
data”.  

Most literature takes into account one of these two robustness types. However, some research takes into 
account both robustness types and emphasizes the trade-off that can exist between them. Inserting time 
buffers for tasks, one of the approaches to create robust schedules considered later in this section, can 
for example increase the probability that the tasks can start on their predetermined time (solution 
robustness). However, by inserting buffers the makespan can be lengthened, such that the probability 
for delays increases (quality robustness). Wilson (2016) investigated this trade-off by assessing the 
effect of the distribution of flexibility in schedules on both quality and solution robustness.   

A difficulty in determining the quality and solution robustness of a schedule is that disruptions are 
uncertain, such that only after the execution it can be said whether the schedule could deal with the 
disruptions. Moreover, the disruptions can be different each time the schedule is executed, such that 
successfully dealing with disruptions one time gives no guarantee for the next execution.  

To deal with this difficulty of measuring robustness, most of the research used stochastic variables to 
model uncertainty in activity durations, or defined different (variability) scenarios. Then, simulation is 
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used to estimate the robustness measures. There is, however, little uniformity in how the robustness is 
measured and also the way of modelling the uncertainty differs a lot. 

Robustness is sometimes measured by the stability costs; the weighted sum of the earliness and tardiness 
of each activity. Instead of the computational intensive simulation-based measures, several researchers 
used surrogate measures. These surrogate measures are supposed to represent the “real” robustness and 
have in general much lower computation time, as often no simulation-based methods are needed to 
compute them. 

Surrogate robustness measures  
The previous section mentioned that the computation time for surrogate robustness measures is in 
general much lower than for real robustness measures. As computation time is one of the constraints in 
finding feasible solutions, using surrogate robustness measures in order to find more robust shunting 
plans is considered useful.  

Khemakhem & Chtourou (2013) reviewed the main surrogate robustness measures proposed in 
literature for the RCPSP. They calculated the correlations between each of the surrogate robustness 
measures and the percentage of time the initial makespan, a quality robustness measure, is exceeded.  

A disadvantage of Khemakhem & Chtourou (2013) is that they only considered schedules that have 
minimum (deterministic) makespan. This could lead to choosing a non-robust solution because, for 
example, a robust solution with a very small increase in makespan can exist. As the minimization of 
makespan is not the primary objective for the TUSP, where due dates are more important, this limitation 
could lead to suboptimal decisions. Many other researchers that proposed surrogate robustness 
measures also considered minimization of makespan as the primary objective.  

While Khemakhem & Chtourou (2013) evaluated the performance of surrogate measures proposed in 
literature on the basic RCPSP, Van Den Broek, Hoogeveen, & Van Den Akker (2018) evaluated the 
performance on quality robustness (making the scheduled departure times) of the surrogate measures 
for the TUSP. In their experiments, they generated schedules with the deterministic SA algorithm of 
van den Broek (2017). They found that surrogate measures based on approximations of the service task 
durations with normal distributions have strong correlations with their quality robustness measure. 

However, for these normal approximations an estimation of the variance is needed.  In case there is no 
good estimation of the variance of task durations available, a well-performing alternative is proposed; 
the minimum of the slack over all activities. This measure only depends on the expected duration and 
therefore, moreover, requires much less computation time.  

Interestingly, the best performing surrogate robustness measure of Khemakhem & Chtourou (2013), 
based on slack-sufficiency, does not perform well in Van Den Broek et al. (2018). In other research, 
differences in the performance of surrogate measures can be observed as well. There is no uniformly 
well-performing surrogate measure, which can be the reason why researchers use many different 
(surrogate) robustness measures.  

Solution approaches  
Although researchers use many different robustness measures, their solution methods to create robust 
schedules can roughly be divided into two approaches (Herroelen & Leus, 2005): redundancy-based 
techniques, which insert time or resource buffers to achieve robustness; and robust optimization 
methods, which try to minimize the maximum deviation between the baseline and realized schedule  
(Brčić et al., 2012). 

For the first approach, the critical chain/buffer management (CC/BM) methodology of Goldratt (1997) 
serves as the basis for many other proposed solution methods in literature. The CC/BM method uses 
three types of buffers; feeding buffers, project buffers, and resource buffers (Bie, Cui, & Zhang, 2012). 
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Iranmanesh, Mansourian, & Kouchaki (2016) describe the trade-off in choosing the size of these 
buffers: larger buffers offer better protection against uncertainty but can result in inefficient use of 
resources.  

Many researchers built on this CC/BM method. A review of CC/BM fundamentals can be found in 
Herroelen, Leus, & Demeulemeester (2002). Further extensions on the CC/BM method and other 
proposed solution methods are reviewed and compared in Bie et al. (2012), and Van De Vonder, 
Demeulemeester, Herroelen, & Leus (2008). 

The second approach is the min-max (regret) approach, also called the absolute robustness (regret) 
approach. In the min-max approach a set of possible scenarios, containing all combinations of possible 
realizations of the problem parameters, is defined. Moreover, a cost function is defined. Then, for each 
schedule the costs for all scenarios are calculated, and the schedule which has the lowest maximum cost 
over all scenarios is chosen as the most robust schedule. In the min-max regret approach, the largest 
possible deviation from the optimal solution for each scenario is minimized (Kasperski & Zielinski, 
2014). 

Literature on this min-max (regret) approach is reviewed by Aissi, Bazgan, & Vanderpooten (2009). 
Because of the computational intensity to solve these min-max problems, the set of scenarios can grow 
very large, many heuristics are proposed to solve the problem (Choi & Park, 2015; Conde, 2012; Ng, 
Lee, & Chan, 2018). Besides, many researchers proposed methods to shrink the set of scenarios 
(Artigues, Leus, & Talla Nobibon, 2013; Cohen & Balouka, 2018; Conde, 2019).  

This min-max (regret) approach is often considered as too conservative. It is unlikely that all disruptions 
occur at the same time (Bertsimas & Sim, 2004). Therefore, also several approaches that allow 
regulating the level of conservativeness are proposed in literature. See for example: Bertsimas & Sim 
(2004), Bruni, Beraldi, Guerriero, & Pinto (2011) and Lau, Ou, & Sim (2005). 

Discussion 
Based on the sections above, it can be concluded that quite some literature towards robust project 
scheduling exists. However, the question where exactly the schedule is robust to, remains unaddressed 
in many papers. While a solution approach can be suitable for one specific type of uncertainty, it might 
be inappropriate for other types of uncertainty.  

Another disadvantage of these solutions approaches for robust scheduling is their computational 
expensiveness; they exactly optimize the resource constrained scheduling problem (NP-hard). Although 
the proposed heuristics have lower computation time, these heuristics are often designed for very 
specific problems, which makes it difficult to apply them to the complex shunting problem.  

More recently, mainly in the last 20 years, the use of meta-heuristics to solve complex scheduling 
problems has grown. In contrast to heuristics, meta-heuristics do not require specific knowledge about 
the problem structure and are therefore more general in their application. Meta-heuristics try to find 
good solutions for optimization problems by exploring the most promising regions of the solution space 
(Pellerin, Perrier, & Berthaut, 2019). Talbi (2009) discussed the different classes of metaheuristics in 
detail.  

One of these classes of meta-heuristics, Local Search, is used by NS to solve the deterministic TUSP. 
Therefore, in the next section Local Search based solution methods for the resource constrained 
scheduling problems are explored in more detail.  
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2.2 Local Search  

This section first gives an introduction to Local Search based algorithms, especially to Simulated 
Annealing. After that, applications of Local Search based approaches in order to find robust solutions 
for project scheduling problems are reviewed. 

The ‘standard’ Local Search starts from an initial solution. For each solution, a neighbourhood is 
defined. The neighbourhood of a specific solution consists of all solutions that can be reached with a 
small, local adaption on the specific solution, for example switching the order of two tasks that use the 
same resources. The solutions in the neighbourhood are called neighbours. Then, multiple iterations are 
performed, in which the current solution is replaced by a randomly chosen neighbour that improves the 
objective function. In case no improvement can be found in the neighbourhood the search is stopped, 
meaning that a local optimum is reached (Talbi, 2009).  

However, finding a local optimum does not imply that the global optimum is reached; it does not even 
guarantee that a good solution has been found. Therefore, several variants on the standard Local Search 
to escape from local optima are developed. 

One of these variants is Simulated Annealing (SA), which is used for solving the deterministic TUSP 
at NS (Van den Broek, 2017). SA comes from metallurgy, in which the temperature is gradually 
decreased until stabilization. In SA, at each iteration a random neighbour is chosen from the 
neighbourhood. If the neighbour is an improvement, it is chosen immediately. Else, the neighbour is 
chosen with a given probability (Equation 2.1), depending on the temperature and the difference in the 
objective function. A schematic overview of SA can be seen in Figure 2.1. 

𝐸𝐸𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 2.1:       𝐴𝐴𝑂𝑂𝑂𝑂𝑅𝑅𝐴𝐴𝑅𝑅𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝐴𝐴𝑛𝑛𝑛𝑛𝑂𝑂𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 = 𝐸𝐸𝐸𝐸𝐴𝐴( 
𝑂𝑂𝑑𝑑𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 𝑂𝑂𝑛𝑛𝑅𝑅𝑅𝑅 − 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛ℎ𝑂𝑂𝑛𝑛𝑑𝑑𝑛𝑛 𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 𝑂𝑂𝑛𝑛𝑅𝑅𝑅𝑅

𝐿𝐿𝑅𝑅𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅
 ) 

Pellerin et al. (2019) reviewed the literature on (hybrid) metaheuristics to solve the deterministic 
RCPSP. The application of Local Search based methods on resource constraint scheduling problems 
under uncertainty is a rather new research area. Nonetheless, several researchers developed solution 
methods that also try to find robust solutions. In the next section, these solution methods will be 
discussed. 

Local Search to find robust solutions 
Several proposed solution methods are based on the more traditional robust scheduling approaches 
discussed in Section 2.1; the min-max approach or the buffer insertion approach. Mogaadi & Chaar 
(2016) for example studied the robust RCPSP with activity duration uncertainty using the min-max 
approach. 

Figure 2.1:  Schematic overview of Simulated Annealing 
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As mentioned in Section 2.1, this min-max approach is often considered as too conservative. Therefore, 
Lau, Ou, & Xiao (2007) developed a framework in which the level of conservativeness can be regulated. 
They applied their framework to the RCPSP with minimum and maximum time lags, where the activity 
durations are modelled by stochastic variables. The objective is to find a partial order schedule (POS) 
for which the probability that the makespan is longer than the objective makespan is higher than 1-ε. 
This framework was extended by Fu, Varakantham, & Lau (2010) and Fu, Lau, Varakantham, & Xiao 
(2012).  

Similar to Lau et al. (2007), Liu, Tukel, & Rom (2008) also tried to find robust POS for the RCPSP. A 
slack-based heuristic adds additional constraints to the POS, such that the RCPSP is resolved into a 
resource unconstrained scheduling problem. Then, the solution is improved on makespan using multi-
start Variable Neighbourhood Simulated Annealing (MVNSA). 

The solution method proposed in the previous section, like most other earlier mentioned methods, 
searches for the most robust solution while not (or only little) increasing the makespan. Hao, Sun, & 
Gen (2018) instead, treat it as a multi-objective optimization problem. A Pareto-set of solutions is 
created using Variable Neighbourhood Search, another Local Search based method. These Pareto-set 
solutions then are simulated and the most robust solution from the solutions satisfying the chance 
constraint on the makespan objective is chosen. 

Xiong, Chen, Yang, Zhao, & Xing (2012) also used a multi-objective approach. They proposed a hybrid 
multi-objective evolutionary algorithm (H-MOEA) to simultaneously minimize the makespan and 
maximize the quality robustness for the RCPSP with uncertain activity durations. 

Discussion 
In conclusion; although the application of Local Search based approaches to resource constrained 
scheduling problems under uncertainty is a rather new research area, the results obtained are promising. 
Several papers showed that when the complexity and size of the problems increase, exact methods have 
trouble to find a solution within a reasonable computation time, while Local Search based methods can 
find good quality solutions in much lower computation times. Nevertheless, the practical value of these 
Local Search based methods should still be tested and compared, as most of the proposed methods are 
theoretical and not tested on real instance data. 

As mentioned, parts of the TUSP can be considered as a project scheduling problem. However, in the 
TUSP the tasks not only have to be scheduled, but it also has to be determined which tasks have to be 
executed and on which location. Due to these specific characteristics, the solution approaches proposed 
in the general project scheduling literature may be difficult to apply. Therefore, the next section 
specifically discusses literature on the TUSP.  

2.3 Train Unit Shunting Problem 

The (deterministic) Train Unit Shunting Problem is a well-studied problem in literature. As early as 
1955, Crane, Brown, & Blanchard analysed a railway shunting yard. The shunting problem consists of 
several subproblems, from which some are on itself already NP-hard (Van den Broek, 2017). Therefore, 
the shunting problem is very difficult to solve. This section first shortly discusses shunting literature in 
general and then focusses on shunting literature considering uncertainty.  

Boysen, Fliedner, Jaehn, & Pesch (2012) comprehensively review literature on the shunting yard 
scheduling problem. While focusing on rail freight transport, also papers on passenger transport are 
included. In freight transport, the shunting problem mainly consists of sorting the train units on their 
destination. The other subproblems are less important in freight transport. 
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The standard shunting yard considered in literature (for a layout see Shi & Zhou, 2015) consists of 
parallel tracks on which the trains arrive, followed by a central hump from which the train units are 
brought to the correct track in the classification yard. In the classification yard they are sorted, such that 
they can depart in the correct order and composition. Boysen, Emde, & Fliedner (2016) described the 
arising basic Matching and Routing problem in freight transport and reviewed the solution approaches 
used in literature. 

Literature regarding the shunting yard problem often only considers this basic Matching and Routing 
subproblems. Haahr, Lusby, & Wagenaar (2017) discussed the importance of integrating the Matching, 
Routing and Parking subproblems. They reviewed optimization approaches for solving these integrated 
subproblems and introduced three new methods.   

Research that also considers the Service subproblem in the TUSP is mainly executed at NS. Van den 
Heuvel (2017) proposed a coordination algorithm to decompose the shunting problem, such that the 
different subproblems can be solved independently. Instead of decomposing, other research at NS 
focused on integrally solving the subproblems. Van Dommelen (2015) integrated the Service 
subproblem with the Parking subproblem. Wolfhagen (2017) added the option of reallocation of parked 
trains.  

The other subproblems of the shunting problem at NS were integrated by Van den Broek (2017). Section 
1.2 already mentioned that Van den Broek (2017) developed a Simulated Annealing algorithm that 
integrates the Matching, Routing, Parking and Service subproblems. As this algorithm serves as input 
for the algorithm developed in this research, it will extensively be explained in Section 2.4. 

Several researchers at NS extended this algorithm. Den Ouden (2018) developed a Local Search based 
method to find a flexible solution for the Crew planning subproblem given the output from the SA 
algorithm of Van den Broek (2017). Dai (2018) and Van de Ven (2018) used machine learning based 
techniques to predict the probability of finding a feasible solution given the initial solution.   

Uncertainty  
Although several papers on the Train Unit Shunting problem exist, literature taking into account 
uncertainty is limited. Section 1.3 already mentioned the papers of Peer (2018) and Bao (2018). Peer 
(2018) and Bao (2018) both used an approach in which the executed schedule evolves over time.  

Peer (2018) applied Deep Reinforcement Learning (DRL) to dynamically solve the NS shunting 
problem (without the Service subproblem). Creating schedules step-by-step during execution, his 
proposed method has been able to find feasible solutions for slightly fewer instances than the SA 
algorithm of Van den Broek (2017). 

Instead of a dynamic approach like Peer (2018), Bao (2018) proposed a method that adapts the schedule 
based on the disturbances (‘realized uncertainty’). Starting from a (deterministically) feasible schedule, 
sequentially constructed using a decision tree, rescheduling is done in case of disruptions. Although 
only problems with a small number of train units can be solved, the solution method of Bao (2018) can 
better deal with variability than the SA algorithm of Van den Broek (2017).   

Apart from this research applied to the shunting problem at NS, some other shunting literature 
considered robustness. Lusby, Larsen, & Bull (2018) surveys the literature on robustness in railway 
planning in general. However, robustness in shunting is not reviewed. The earlier mentioned review of 
Boysen, Fliedner, Jaehn, & Pesch (2012) discussed three papers that proactively deal with uncertainty: 
Cicerone, S., D’Angelo, G., Di Stefano, G., Frigioni, D., and Navarra (2007), Cicerone et al. (2009), 
and Büsching & Maue (2010). These three papers are further discussed in the next sections. 

Cicerone et al. (2007) introduced the concept of recoverable robustness. Given a set of possible recovery 
strategies, which are methods to change the schedule, a schedule is called recoverable robust if by 
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application of these strategies a feasible solution can still be found for each defined disruption scenario. 
They defined a problem with one incoming train, of which the train units have to be sorted on a 
classification yard with a limited number of parallel tracks of a certain length, such that they form the 
correctly ordered outbound train. In Cicerone et al. (2009), this recoverable robustness concept is tested 
for four disruption classes: one train unit has a different input position, one car is added, one train unit 
is removed, or one of the classification tracks may fault.  

Büsching & Maue (2010) extended the model of Cicerone et al. (2009) by introducing a solution method 
for the case in which multiple inbound trains arrive, of which the train units have to be sorted such that 
the multiple outbound trains are formed. The type of disruptions considered in the research is arrival 
delays. 

The recoverable robustness concept and the proposed solution methods can be seen as proactive-
reactive approaches. In the scheduling phase, uncertainty is taken into account in the sense that a 
schedule is chosen that can easily be adapted according to some rules. Based on the disturbances in the 
execution, the needed rules are applied to the schedule.  

This proactive-reactive approach seems promising. However, it only focuses on sorting the arriving 
train units to form the departing trains, which can be seen as a simplified version of the Routing 
subproblem at the shunting yard of NS. In order to be applicable to the TUSP problem at NS, a much 
more extended model is needed. 

Conclusion  
In this section, literature on the shunting yard problem is discussed. Table 1.1 shows an overview of 
this literature by categorizing the papers on their approach of dealing with uncertainty (categorization 
based on Herroelen & Leus, 2004). Although uncertainty on a shunting yard is common (Boysen et al., 
2012), shunting literature considering uncertainty is scarce. Literature dealing with uncertainty in a 
proactive, robust way is even scarcer. Moreover, that literature is dealing only with the Routing 
subproblem; which is also much simpler than the Routing subproblem on the shunting yards at NS, as 
the structures of the yards at NS are in general more complex (for example Figure 1.2). By designing 
an algorithm that is able to create robust schedules for the shunting yard scheduling problem, this 
research would therefore have a significant contribution to the shunting literature. 

*Only Routing, **Only Matching & Routing  

Baseline schedule During project execution 
no Dynamic Scheduling (Online)  

- Peer (2018)** 
yes Predictive (no anticipation on variability) 

- Van den Broek (2017) 
o Den Ouden (2018) 
o Dai (2018) 
o Van de Ven (2018) 

- Beerthuizen (2018) 
- Van den Heuvel (2017) 
- Van Dommelen (2015) 
- Wolfhagen (2017) 
- ‘General shunting literature’, 

only including Matching, 
Routing & Parking */** 

Reactive scheduling 
- Bao (2018) 

Robust (proactive) scheduling 
- Quality robust 
- Solution robust 
 

Proactive-reactive scheduling 
Quality:   
- Cicerone et Al. (2007, 2009)* 
- Büshing & Maue (2010)*  

Table 1.1: Overview of literature on the train unit shunting problem, categorized by their approach of dealing with 
uncertainty according to the classification scheme of Herroelen & Leus (2004). 
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2.4 Background – Simulated Annealing for TUSP at NS 

Chapter 1 mentioned that the NS uses the Simulated Annealing algorithm of Van den Broek (2017) to 
solve the deterministic shunting yard problem. As the solution method proposed in this research builds 
on this SA algorithm, this section gives a more detailed description of this SA algorithm.  

Section 2.2 described the basic steps of SA. Before discussing how each of these steps of SA is 
implemented in the SA algorithm at NS, some preliminaries needed to understand the steps will be 
discussed. First, it is explained how the problem instances to be solved are generated. Then, it is 
explained how the solutions are represented during the search of the SA. 

Problem instances 
The problem instances which have to be solved are generated with an instance generator. The instance 
generator, which was already developed by NS, generates problems that are as close as possible to the 
given input. This input is, for example, the arrival and departure time distribution, and the ratio of the 
train unit subtypes arriving on the shunting yard. Although it may seem to be more logical to use actual 
shunting problems at NS, this is not done because the shunting problems are different every day. For 
example, arrival and departure times can be different and the required service tasks for each train unit 
can be different as these tasks are not executed each day. Using the instance generator allows testing 
the algorithm on a range of probable shunting problems. 

Solution representation during the search: Graph 
In each iteration of SA, the current solution is improved by making local adaptions. During the search, 
a solution is represented as a graph, which consists of tasks (nodes) and precedence constraints (arcs). 
The tasks included in the solution graph, some explicitly while others implicitly, are derived from the 
subproblems. A more detailed description of this derivation can be found in Appendix 2.  For each of 
the tasks, a start time, the resources needed, and the train units incorporated, are specified. 

The precedence constraints in the solution graph follow from rules the tasks have to obey to. These 
rules can be implied by the problem instance; for example, all tasks for a train unit should be executed 
after its arrival. Besides, physical constraints can imply precedence constraints; for example, as trains 
cannot be teleported, a Cleaning task should be preceded by a valid (set of) movements. Moreover, 
precedence constraints can be the result of choices to respect the resource constraints; if a shunting yard 
for example has only one cleaning facility, precedence constraints between the Cleaning tasks are 
needed to ensure that the capacity is not exceeded. 

SA  Algorithm at NS 

This section will explain how the steps of SA are implemented in the algorithm at NS. This can be 
summarized as follows: starting from an infeasible solution, a solution that does not conform to the 
description of a feasible solution in Section 1.1, small local changes are made on the solution graph to 
resolve violations during the improvement phase.  The algorithm continues with improving the solution 
until all violations are resolved and then returns the feasible solution with the lowest total costs. 

The next paragraphs explain the construction of this initial solution and the improvement phase in more 
detail. Appendix 3 contains the pseudocode for this SA algorithm. Further details on the algorithm can 
be found in Van den Broek (2017). The section ends with discussing the solution representation of the 
output of the algorithm; a Partial Order Schedule.  

Initial solution 
The initial solution graph is constructed by first solving a Mixed Integer Program (MIP) for the 
Matching subproblem. Then, a bin packing heuristic is used for the assignment of tasks to the service 
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facilities. The order of the service tasks for each facility is determined by a job-shop scheduling 
heuristic. The tasks are then connected with movements using a shortest path algorithm (Van den Broek, 
2017). Several researchers at NS focused on finding good initial solutions, this research focusses on the 
improvement phase.  

Improvement phase 
The improvement phase consists of performing many iterations in which the solution graph is slightly 
adapted. In each iteration, a neighbourhood is constructed for the current solution by adding all possible 
solution graphs that result from applying one of the search operators. The search operators are for 
example: changing the order for a service facility or changing the parking track for a train unit. For a 
list of all the search operators and their meanings, see Appendix 3. A neighbour is then randomly chosen 
from the neighbourhood and evaluated on costs.  

The costs consist of a weighted sum of multiple cost components and can be divided into conflict costs 
and penalty costs. Conflict costs are linked to hard constraints, while penalty costs are linked to soft 
constraints. A shunting plan is said to be feasible if the conflict costs are zero. The costs are calculated 
as follow: 

𝐿𝐿𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 = 𝐶𝐶𝑛𝑛𝑅𝑅𝑜𝑜𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 + 𝑃𝑃𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅,   𝑤𝑤ℎ𝑅𝑅𝑛𝑛𝑅𝑅: 

𝐶𝐶𝑛𝑛𝑅𝑅𝑜𝑜𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 =  𝑊𝑊𝑐𝑐𝑐𝑐𝑐𝑐𝑇𝑇𝑇𝑇𝑖𝑖𝑐𝑐𝑐𝑐 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑂𝑂𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 +  𝑊𝑊𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑑𝑑 𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑑𝑑𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝𝑅𝑅 + 𝑊𝑊𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑ℎ
∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑛𝑛𝑅𝑅 𝑑𝑑𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅ℎ + 𝑊𝑊𝑇𝑇𝑐𝑐𝑐𝑐𝑖𝑖𝑎𝑎𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝𝑅𝑅 +  𝑊𝑊𝑇𝑇𝑐𝑐𝑐𝑐𝑖𝑖𝑎𝑎𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑ℎ
∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑛𝑛𝑅𝑅 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅ℎ +  𝑊𝑊𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑇𝑇 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑅𝑅𝑂𝑂𝑡𝑡 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 +  𝑊𝑊𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐
∗ 𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑅𝑅𝑂𝑂𝑡𝑡 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 + 𝑊𝑊𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑ℎ ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅ℎ 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑅𝑅𝑂𝑂𝑡𝑡 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 +  𝑊𝑊𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑑𝑑
∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑂𝑂𝑛𝑛𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑅𝑅 𝑑𝑑𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅 + 𝑊𝑊𝑇𝑇𝑑𝑑𝑐𝑐𝑎𝑎𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑 ∗ 𝑅𝑅𝑑𝑑𝑅𝑅 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 + 𝑊𝑊𝑑𝑑𝑐𝑐𝑑𝑑𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑
∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝐴𝐴𝑛𝑛𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 

𝑃𝑃𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 =  𝑊𝑊𝑇𝑇ℎ𝑑𝑑𝑐𝑐𝑑𝑑𝑐𝑐𝑐𝑐𝑎𝑎𝑑𝑑𝑇𝑇 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅ℎ𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 +  𝑊𝑊𝑖𝑖𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑇𝑇𝑖𝑖𝑐𝑐𝑐𝑐𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑 ∗ 𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 𝐴𝐴𝑅𝑅𝑛𝑛𝑡𝑡𝑅𝑅𝑅𝑅𝑛𝑛 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 

In case the costs of the neighbour are lower than the costs of the current solution, the solution is 
immediately accepted. If the costs associated with the move are higher, the move is accepted with a 
small probability, depending on the (difference in) costs and the temperature (see Appendix 3 and 
Section 2.2). The algorithm continues with improving the solution until the stop condition is reached: 
often zero conflict costs or a maximum runtime. 

Output solution representation: Partial Order Schedule (POS) 
When the stop condition is reached, the algorithm returns the solution graph with the lowest total costs. 
From the solution graph, a partial order schedule (POS) is created. In this POS, also the tasks that are 
implicitly included in the solution graph are explicitly inserted (see Appendix 2). Instead of specifying 
exact start times for each task, the POS only specifies the order in which tasks have to be executed. The 
POS does not define the full task order; it only defines precedence constraints such that it is ensured 
that no conflicts will occur.  

The advantage of a POS, compared to the fixed time schedule (Graph), is that a POS is much more 
flexible (an advantage for robustness) and actually is a bunch of possible ‘exact time’ schedules. By 
converting the Graph in a POS, some additional constraints have to be added to ensure that not giving 
exact start times cannot result in conflicts: see for example Figure 2.2.  
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The POS is returned in JSON format, in which the tasks, including further specifications like tracks and 
precedence relations, are specified. Figure 2.3 shows a very small example of a POS with 3 train units. 
In shunting yard schedules at NS, the number of tasks and precedence constraints in the POS is much 
higher: it is common to have about 250 tasks and 350 precedence constraints in a problem with 17 train 
units.  

 

 

 

 

 

 

 

 

 

 

 

Figure 2.2: Example conversion from fixed time schedule in the Graph (left) to Partial Order Schedule (right). Because the 
first movement of TU1 and the first movement of TU2 require a same track: track 13, an additional constraint between these 
movements is added. As the time at which the movement of TU2 will be executed is not fixed, a waiting task is added to make 
sure that TU2 can stay at track 11 until it is moved. As the second movement of TU1 does not contain an intersecting track 
with the movement of TU2, no conflicts will arise when they are executed at the same time and thus no additional constraint 
is needed. 

Figure 2.3: Example Partial Order Schedule (POS) with 3 train units (2 arriving and departing trains) and only Cleaning 
service tasks. In black, the constraints implied by the order of tasks for the train units is displayed (physical constraints). The 
red arcs are constraints implied by the capacity of the service facility (resource constraint), and the green arcs are 
constraints implied by the movement order (resource constraint).. As can be seen, the order of movements is not fully fixed: 
a constraint between movements is added when they have a train unit in common (implied by black arcs), or when they have 
intersecting tracks. 
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3) Methodology 

The aim of this research is to design a Simulated Annealing algorithm that creates robust solutions to 
the shunting yard problem. This chapter gives an outline of what methods are used in this research to 
design such an algorithm. First, the robustness performance measures are introduced. Section 3.2 then 
discusses how these performance measures are computed. After that, it is discussed that this method is 
to computationally intensive to guide the SA algorithm and two computationally less intensive 
approaches to guide the SA algorithm to robust shunting plans are suggested.    

3.1 Robustness performance measures 

Section 2.1.2 discussed the concept of robustness. It was mentioned that two sorts of robustness can be 
distinguished; quality robustness, the ability to reach the objective; and solution robustness, the ability 
to execute the schedule as planned. As this research considers both sorts of robustness, this section 
defines two performance measures for both quality and solution robustness.  

In literature, there is no unified way to measure robustness (see Section 2.1.2). Therefore, the 
performance measures used in this research are mainly chosen based on performance indicators of NS. 
For NS it is important that the trains can depart on their scheduled time from the shunting yards, such 
that they are available for use in the traveller schedule. Consequently, one of the most important 
robustness measures used in this research is the probability that one or more trains depart too late, which 
will be referred to as the schedule fraction delayed.  

This schedule fraction delayed measure is quite direct: a train departs too late or not, there only are 2 
possible outcomes. For the impact on further operations however, the length of the delay is of 
importance. While the impact of a delay of one second is expected to be minimal, a delay of an hour 
would have much more impact. Moreover, the number of trains departing too late also affects the 
performance of a shunting plan. Therefore, a second quality robustness measure used in this research is 
the average TU tardiness, which measures the average delay of all departing train units.  

The two robustness measures introduced above both focus on quality robustness. Chapter 1 mentioned 
that making schedule based agreements is one of the advantages of proactive. To take advantage of this 
proactive approach, it is important that the shunting yard schedule is also solution robust, which is 
measured on task level. As the POS only specifies the order of tasks and not the exact starting time, the 
solution robustness measures are based on the earliest (EST) and latest starting time (LST) of the tasks 
in the deterministic schedule. The solution robustness is supported by assuming that a task cannot start 
before its deterministic EST. 

The first solution robustness measure used in this research is the average fraction of tasks delayed. In 
the average task fraction delayed, a task is called delayed if the task starts after the deterministically 
determined LST. Like the schedule fraction delayed, this measure on task level has only two possible 
outcomes: a task is either delayed or not. By averaging over all tasks, the measure can take values in a 
range from 0 to 1.  

The second solution robustness measure used is the average deviation from the EST. The deviation 
from EST is defined as the time a task starts after its EST, and zero if the task can start at its EST. This 
solution robustness measure thus can, also on task level, take a range of values.  

The two solution robustness measures introduced have some weaknesses; the task fraction delayed only 
measures whether a task is executed in a specified interval, which can be very long due to the amount 
of slack in the shunting plan. A weakness of the average deviation from the EST is that it does not take 
into account all slack. Only the free slack, the slack before the earliest EST of its successor tasks, is 
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taken into account. As a result, compact schedules with relative low EST’s can have a high deviation 
from EST.  

Despite these weaknesses, the two solution robustness measures give at least an indication in what time 
interval the tasks will be executed, such that advantage can be taken from the pre-known schedule. 

3.2 Simulation to compute robustness measures 

The preceding section introduced four robustness measures. However, these measures are difficult to 
measure in the operational setting. Due to the uncertainty, these robustness measures can only be 
computed after the plan is executed. Moreover, the value of the robustness measures can be different 
each time the plan is executed. Together with the fact that the shunting problem is not the same every 
day, it would take much time to assess the robustness of a shunting plan in practice. As a consequence, 
before it can be determined that a schedule is not robust enough many delays would already have 
occurred. 

Therefore, a Monte Carlo simulation was built to assess the robustness performance measures of a 
shunting plan. In Monte Carlo simulation, a simulation is replicated multiple times, each time with 
different input variables (i.e. random numbers from probability distributions). As a result, the robustness 
measures are based on a wider range of possible outcomes. Using simulation, the robustness for a 
shunting schedule (POS) can be measured before execution, such the robustness can be taken into 
account when a schedule is chosen. 

Uncertainty in task duration and in arrival times of trains are the main sources of uncertainty considered 
in this research. Therefore, in the simulation for each task a random duration from a predefined 
distribution is taken. The uncertainty in arrival times is reflected by adding a random time from a 
specified distribution. A short pseudocode for simulating a shunting plan can be seen in Figure 3.1. 

The robustness measures of a shunting plan can then be calculated as follow: 

- Schedule fraction delayed =  𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑇𝑇𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑇𝑇 𝑖𝑖𝑐𝑐 𝑤𝑤ℎ𝑖𝑖𝑐𝑐ℎ 𝑑𝑑ℎ𝑑𝑑𝑐𝑐𝑑𝑑 𝑖𝑖𝑇𝑇 𝑇𝑇𝑑𝑑 𝑑𝑑𝑑𝑑𝑇𝑇𝑇𝑇𝑑𝑑 𝑐𝑐𝑐𝑐𝑑𝑑 𝑑𝑑𝑐𝑐𝑇𝑇𝑖𝑖𝑐𝑐 𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑
𝑑𝑑𝑐𝑐𝑑𝑑𝑇𝑇𝑑𝑑 𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑇𝑇𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑇𝑇

 

- Average TU Tardiness =  ∑ 𝐴𝐴𝑎𝑎𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑑𝑑 𝑇𝑇𝑇𝑇 𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑇𝑇𝑇𝑇𝑛𝑛𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑛𝑛 𝑛𝑛 ∈𝑠𝑠𝑠𝑠  
𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑇𝑇𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑇𝑇

 

- Average task fraction delayed = ∑ 𝐴𝐴𝑎𝑎𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑑𝑑 𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 𝑜𝑜𝑐𝑐𝑇𝑇𝑐𝑐𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐 𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑛𝑛𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑛𝑛 𝑛𝑛∈𝑠𝑠
𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑇𝑇𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑇𝑇

 

- Average deviation from EST = ∑ 𝐴𝐴𝑎𝑎𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑑𝑑 𝑑𝑑𝑑𝑑𝑎𝑎𝑖𝑖𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐 𝑜𝑜𝑐𝑐𝑐𝑐𝑐𝑐 𝐸𝐸𝐸𝐸𝑇𝑇𝑛𝑛𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑛𝑛 𝑛𝑛∈𝑠𝑠
𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑇𝑇𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑇𝑇

 

 

 

 

 

 

 

- Order tasks on EST 
For (simulation n ϵ N) do:  

For (task ϵ Tasks) do: 
• Starting time task = 

max(𝐸𝐸𝐿𝐿𝐿𝐿 𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡, max
𝑑𝑑𝑐𝑐𝑑𝑑 ∈ 𝑑𝑑𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑𝑇𝑇𝑇𝑇𝑐𝑐𝑐𝑐𝑇𝑇

𝑜𝑜𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅ℎ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝐴𝐴𝑛𝑛𝑅𝑅) 

• Duration task = getRandomTaskDuration(task) 
• Finish time task = starting time task + duration task 

Figure 3.1: Pseudocode Simulation 
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3.3 Finding robust shunting plans 

Section 3.2 proposed assessing the robustness of a shunting plan by calculating four robustness 
performance measures using simulation. However, measuring the robustness of a shunting plan is not 
enough in our goal to find robust shunting plans; we want to find shunting plans performing well on the 
robustness measures.  

The straightforward approach to find a robust shunting plan, which was also frequently proposed in 
literature (Section 2.1), is to simulate feasible schedules found by the SA algorithm until a shunting 
plan is found that is robust to the uncertainties. However, besides that possibly many schedules need to 
be simulated, it is not guaranteed that the algorithm has found any robust solution. Rather, as the SA 
algorithm is focused on resolving conflicts and only makes local changes, it is expected that the feasible 
solutions found are also close to each other in terms of robustness. Though, in other solution areas, 
which likely will not be explored by the SA algorithm, possibly feasible solutions can be found which 
are much more robust. This straightforward approach to find robust solutions is thus too random, in the 
sense that the algorithm does not distinguish between robust and non-robust solutions while searching.  

Thus, it is essential to somehow make the search process for a robust shunting plan less random, by 
guiding the SA algorithm towards robust solutions. This would result in a more stable and increased 
performance on robustness. Next sections discuss several options for guiding the SA algorithm.  

The first and most obvious approach to guide the algorithm towards more robust solutions is by 
simulating each candidate solution to determine its robustness. If the solution is robust enough it is 
accepted, otherwise the next neighbour is evaluated. While this is a very direct approach that would 
likely give superior guidance, it is very slow because simulating POS is time-consuming, especially 
since many replications of the simulation are needed to arrive at a good estimate of the robustness. 
Indeed, the current SA algorithm evaluates about 30000 solutions in 120 seconds and as simulating 
2000 replications for one solution takes approximately 3.4 seconds (17 train units), it would take more 
than a day to evaluate the robustness of all these 30000 solutions. This means that much less solutions 
can be evaluated within a specific computation time, such that the probability of finding a feasible 
solution drastically decreases. Simulating each candidate solution to determine its robustness would 
therefore be too computationally intensive.  

Guiding the SA algorithm by simulating candidate solutions is thus not suitable in this situation, because 
it is too slow. Therefore, this research will explore two less computationally intensive approaches to 
guide the local search algorithm towards robust shunting plans. These approaches are related to the two 
steps performed in each iteration of SA: neighbourhood construction and neighbour selection (see 
Figure 2.1). Accordingly, the two approaches that will be explored are: 

3. In neighbourhood construction, the neighbourhood can be limited to only the solutions 
following from applying search operators that lead (under specific circumstances) to robust 
shunting plans. A variant of this approach could be to prioritize solutions following from these 
“robust search operators” in the neighbour selection step.   

4. In the neighbour selection step, the robustness of the candidate solutions can be estimated with 
surrogate robustness measures. Instead of the computationally intensive simulation, surrogate 
robustness measures can be evaluated fast. Then, choosing the solution can be based on both 
the costs and the (surrogate) robustness. 

In the remainder of this chapter, both guiding approaches will be discussed in more detail. Section 3.4 
elaborates on the idea of guiding the SA algorithm by applying specific search operators. After that, 
Section 3.5 elaborates on the idea of guiding the SA algorithm using surrogate robustness measures. 
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3.4 Guiding using robust Search operators 

The first guiding approach introduced in the previous section is to guide the SA algorithm by limiting 
or prioritizing the neighbourhood of a solution to candidates following from robust search operators. 
This section discusses this guiding approach in more detail. First, it will be motivated why this guiding 
approach is explored. Then, it is explained how it is assessed whether this guiding approach could help 
to find robust shunting plans. 

In SA, the candidate solution that is evaluated is randomly chosen from the neighbourhood. Several 
studies already noted that giving more guidance to choosing the candidate solution would increase the 
probability of finding improvements (for example: Van de Ven, 2018). Also Variable Neighbourhood 
Search (VNS), another Local Search based approach, uses this guiding idea.  

In VNS, multiple prioritized neighbourhoods are defined. First, solutions in the highest prioritized 
neighbourhood are evaluated in random order. In case no improvements are found, the next prioritized 
neighbourhood is considered, etcetera. This guiding in the order in which solutions are evaluated, helps 
the Local Search to find improvements. Although VNS is focused on finding improvements faster, it 
may also help with guiding the algorithm towards more robust solutions. Multiple neighbourhoods can 
be defined and prioritized by dividing the neighbours on their robustness.  

Individually dividing the neighbours on robustness is however computationally intensive, because the 
number of neighbours can be around 3800. Therefore, this research explores the possibility of 
constructing multiple neighbourhoods based on the 11 search operators defined for the SA algorithm of 
NS (Section 2.4).   

To explore this possibility, it was tested for each of the search operators whether applying the search 
operator increases the (surrogate) robustness. This robustness effect is measured both on iteration level 
and on the end solution level, to test if the long-term effect of applying the search operator is the same 
as the short-term effect. It is for example possible that applying a search operator increases the 
robustness in the iteration in which it is applied, but that it guides to a solution area where the robustness 
of the solutions is lower. If there are search operators that guide to robust solutions, the neighbours 
following from these search operators could be prioritized such that more robust solutions will be found. 

More likely than guiding to robust solutions in general, it is possible that applying a search operator 
under specific circumstances leads to robust solutions. This is more likely as search operators have 
different purposes, useful in different phases of finding a feasible solution. Applying them under 
different circumstances can therefore also lead to different effects on the robustness. 

The possibility for a general effect and a circumstance specific effect on the robustness by applying a 
specific search operator is assessed by testing 7 hypotheses. These hypotheses test the effect of applying 
a specific search operator on (surrogate) robustness in specific circumstances like the iteration in which 
it is applied, the start (surrogate) robustness, and the start costs. In Section 4.2, where also the 
experimental setup is described, these hypotheses are discussed in more detail. Before that, the second 
guiding approach, using surrogate measures, is elaborated.  

3.5 Guiding using surrogate robustness measures 

The previous section elaborated on the first guiding approach, using robust search operators. This 
section discusses the second guiding approach: using surrogate robustness measures. Section 3.3 
already mentioned that by using a good estimate of the robustness, which also can be computed very 
fast, it becomes tractable to evaluate the robustness of the candidate solutions.  
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This section first introduces the surrogate robustness measures that can potentially estimate the 
robustness measures. After that, the method of assessing whether these surrogate robustness measures 
can guide the SA algorithm towards robust solutions is explained.  

3.5.1 Surrogate robustness measures 

Section 2.1.2 reviewed several surrogate robustness measures used in literature. This section discusses 
which of these surrogate measures are used in this research. Besides, because these surrogate measures 
have some disadvantages, two new surrogate robustness measures are introduced. As the surrogate 
robustness measures likely have different performance for each of the robustness measures, they are 
also connected to the robustness measures. Finally, it is explained how the construction of the POS has 
been adapted to more efficiently calculate the surrogate robustness measures. 

Surrogate measures from literature 
Most literature evaluated surrogate measures for the basic RCPSP where the minimization of makespan 
is the main objective. However, the objective of the shunting problem considered in this research is 
related to due dates. Section 2.1.2 mentioned that the performance of the surrogate measures varies a 
lot in different problems. In the shunting research area specifically, some surrogate robustness measures 
for quality and solution robustness were assessed. Therefore, this research investigates surrogate 
measures based on those findings.  

Regarding quality robustness, Van den Broek et al. (2018) found some well-performing surrogate 
robustness measures. Section 2.1.2 discussed two well-performing surrogate measures for the schedule 
fraction delayed, similar to one of the robustness measures considered in this research (Section 3.2). 
These two surrogate measures, the minimum of the slack in the tasks (RMMints) and a normal 
approximation of the makespan (RMmakedist), are used in this research.  

Van den Broek et al. (2018) tested surrogate measures to measure quality robustness. However, as 
solution robustness is also considered in this research, we will introduce some surrogate measures to 
estimate solution robustness as well. Wilson (2016) discovered some approaches to distribute flexibility 
over a schedule to improve the solution robustness, while not decreasing the quality robustness. The 
optimization objectives of Wilson (2016) are therefore adapted, such that they form surrogate 
robustness measures: the sum of the square root of slacks (RMsqrtts) and a comparable measure which 
takes also into account the number of successors of a task (RMsucsqrtts).  

New surrogate robustness measures 
The surrogate measures introduced in the previous section have properties that make them less accurate 
in some situations. In this section we discuss these two properties and introduce two new surrogate 
robustness measures which will correct for these disadvantages.  

A first disadvantage of the robustness measures from literature is that they implicitly assume that each 
task needs the same amount of slack. This assumption is however not accurate in many situations. It 
would be better if the measures take into account the “expected slack” a task needs, for example by 
considering the variability in each task duration. Although often the precise variance is not known, some 
rough estimates can be made in most situations. Moreover, the variance can be estimated relative to 
other tasks. Applying it to the shunting problem at NS, it is for example much more likely that a 
Cleaning task with a norm duration of 13 minutes will take 3 minutes longer than that a movement with 
a norm duration of 3 minutes will take 3 minutes longer. Taking into account the “need for slack” by 
correcting for the variability, can thus improve the performance on estimating robustness.  

To correct for the “expected need for slack”, this research proposes a new surrogate measure: 
RMmintsRelative. RMmintsRelative takes into account the norm durations of the tasks, as in this 
research variability is modelled relative to the norm duration by using the coefficient of variation (CV). 
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This surrogate measure is based on cases where all tasks have the same CV, but can easily be 
generalized to situations where (groups of) tasks have absolute variance or situations where tasks have 
varying CV’s. In Appendix 5 a detailed derivation of these new relative surrogate measures from the 
general form can be found.   

A second deficiency in the surrogate robustness measures based on Wilson (2016) is that they do not 
take into account the number of tasks. In the shunting yard problem the number of movements is not 
equal, such that the number of tasks varies in each solution. As a result, the value of the surrogate 
measures can increase with the number of tasks even though the total task time increases. This will not 
only make the values of the measures for different problem instances less comparable but can also lead 
to ambiguous conclusions. For example, splitting a movement into two (serial) submovements will 
double the slack for the total movement. To deal with these two deficiencies, a new measure based on 
the RMsqrtts is proposed: RMsqrttsRelative (see Appendix 5 for derivation and generalization). 

Summing up, this leads to using the following surrogate robustness measures: 

- 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  min
𝑖𝑖 ∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

(𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 −  𝐸𝐸𝐿𝐿𝐿𝐿𝑖𝑖) 
 

- 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅 (𝜎𝜎) = 𝑃𝑃(𝑌𝑌𝑐𝑐+1  ≤ 𝐿𝐿),𝑤𝑤ℎ𝑅𝑅𝑛𝑛𝑅𝑅 𝑌𝑌𝑖𝑖 = max
𝑗𝑗≺𝑖𝑖,∈𝑃𝑃𝑃𝑃𝐸𝐸

�𝑌𝑌𝑗𝑗� +  𝐷𝐷𝑖𝑖   

 
- 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 =  ∑ �𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇  

 
- 𝑅𝑅𝑅𝑅𝑅𝑅𝑑𝑑𝑂𝑂𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 =  ∑ (𝑁𝑁𝑛𝑛 𝑅𝑅𝑑𝑑𝑂𝑂𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑖𝑖 ∗ �𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑖𝑖  ) 𝑖𝑖∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇  

 
- 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  min

𝑖𝑖∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

𝐿𝐿𝐸𝐸𝑇𝑇𝑠𝑠− 𝐸𝐸𝐸𝐸𝑇𝑇𝑠𝑠
𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑠𝑠

 

 

- 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  ∑ �(𝐿𝐿𝐸𝐸𝑇𝑇𝑠𝑠−𝐸𝐸𝐸𝐸𝑇𝑇𝑠𝑠)∗𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑠𝑠𝑠𝑠∈𝑇𝑇𝑠𝑠𝑠𝑠𝑇𝑇𝑠𝑠
𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

 

Connection to robustness measures 
The six surrogate robustness measures introduced in previous sections are not expected to perform well 
on estimating all robustness measures. It has already been mentioned that Van den Broek et al. (2018) 
only tested the RMMints and RMmakedist for the schedule fraction delayed, a quality robustness 
measure. As these two surrogate measures mainly focus on the end performance, it is expected that they 
perform less well on estimating the solution robustness measures.  

Besides that the estimation performance of the surrogate robustness measures may depend on their 
focus on quality or solution robustness, their performance may also depend on which kind of decision 
they make. Section 3.1 noticed that the schedule fraction delayed (on schedule level) and the task 
fraction delayed (on task level) only measure whether the train/task is too late or not: a Yes|No (binary) 
decision. This is in contrast with the other two robustness measures, which return a value. As the 
surrogate robustness measures also differ on their decision focus (Yes|No or value), it is expected that 
the performance of the surrogate measures also depend on their decision focus.  

In Figure 3.2, the robustness measures and surrogate robustness measures are categorized on their 
solution/quality robustness focus and their decision focus. It is expected that surrogate robustness 
measures close to a robustness measure have higher correlations than surrogate robustness measures 
further away.  
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Efficient calculation of surrogate robustness measures 
In order to compute the introduced surrogate robustness measures, the POS has to be constructed. The 
currently available POS constructor at NS is rather slow: it takes approximately 10 milliseconds to 
construct a POS for 17 train units. As a result, the number of iterations that can be performed in a 
specific computation time decreases with a factor 4. Consequently, the ability of the algorithm to find 
feasible solutions decreases.   

To prevent high computation times, the POS constructor has been made faster. As most of the time is 
spent on determining the necessary constraints between movements, particularly that method has been 
changed. A first adaption is removing all calculations that are not strictly necessary to determine the 
surrogate robustness measures, such as finding all constraints implied by transitivity. If the order of two 
tasks is already indirectly constrained by an intermediate task, it is not necessary to add a direct 
constraint between these two tasks. 

Further, the way of comparing whether two movements use the same tracks, which means that a 
constraint is needed, has been changed. By using Hashsets instead of Lists it can faster be checked 
whether two movements contain similar tracks. Moreover, the computation order has been changed to 
allow breaking of loops. Efficient breaking is also used by adding the constraints for a specific 
movement. Instead of checking all tracks of all movements with a higher EST, adding of constraints is 
based on the tracks that the specific movement uses. If a constraint is added because the specific 
movement has some specific tracks in common with another movement, it is unnecessary to further 
check for these specific tracks. This checking is unnecessary because if further constraints are needed, 
they are indirectly implied by adding the constraints for the other movement.  

Together, these adaptations reduce the construction time of the POS to approximately 1.5 milliseconds. 
By decreasing the computation time the surrogate robustness measures can (potentially) be used to 
efficiently guide the SA algorithm towards robust solutions. 

 

 

Figure 3.2: Classification of the robustness and surrogate 
robustness measures on their solution/quality robustness 
focus and their binary/value decision focus.  
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3.5.2 Correlations  

The performance of the six surrogate robustness measures introduced in the previous section is assessed 
by calculating their correlation with each of the four robustness measures. Although a correlation 
between two variables does not imply causality, it is expected that a high correlation indicates that the 
surrogate measure is a good predictor for the robustness measure. Consequently, guiding towards a high 
value for this surrogate robustness measure may also guide towards a high robustness measure. 

Both the (Partial) Pearson Correlation Coefficient (r) and the Spearman rank Correlation (ρ) are used 
to assess the performance of the surrogate measures. Although the Pearson correlation coefficient is 
most often used in literature and can measure the strength of a linear relationship, it makes assumptions 
that are sometimes violated in the dataset. The Spearman correlation does not make these assumptions 
and might thus be more reliable in these situations (see Hauke & Kossowski, 2011). 

In contrast to the Pearson Correlation, the Spearman correlation only consider the ranking of the 
solutions instead of the precise difference. For our purpose of guiding the SA algorithm towards a robust 
solution, saying that one solution is more robust than another may sometimes be enough. An example 
of such a case is when all costs are equal except the surrogate measure. Then SA would accept the 
solution (immediately) when the surrogate measure is better, independent of the precise increase. 
Therefore, in this research both correlations are assessed to find a good estimator for the robustness 
measures. 

Influence of situation 
The performance of each surrogate robustness measure in estimating the robustness measures can be 
different for varying variability settings. For example, whereas RMMints can have a strong correlation 
with the average TU tardiness in case variability is low, another surrogate robustness measure can 
perform better in case variability is high.  

Section 1.2 described that for the shunting yard problem at NS, little data about the actual variability is 
available; the distribution of the task durations are not known. Therefore, it is preferred to guide the SA 
algorithm with surrogate robustness measures that have a stable performance in varying variability 
settings. If one surrogate measure performs well in one situation but bad in others, it could be better to 
use another surrogate measure which has average performance in all situations.  

To assess this performance stability, the correlations are calculated for different scenarios. The 
scenarios are created using a full factorial design, in which combinations are made between levels (i.e. 
high/low variability) of several variability factors. More details about this factorial experiment, 
including the main factors and their levels, are described in Chapter 4.  

3.6 Summary 

In summary, this chapter proposed two approaches to guide the SA algorithm towards robust shunting 
plans. The first approach uses prioritization of robust search operators, while the second approach uses 
surrogate robustness measures to make a fast estimation of the robustness. This section also discussed 
how the performance of these two approaches will be assessed. The next chapter further elaborates on 
these assessing methods. Moreover, it discusses the results and implications for the possibility of 
guiding the SA algorithm using these approaches. 
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4) Analysis & solution design 

Chapter 3 proposed two approaches for guiding the SA algorithm towards robust shunting plans. 
Moreover, that chapter discussed how the performance of these approaches in guiding the SA algorithm 
will be assessed. This chapter further explores these two guiding approaches. First, Section 4.1 
examines the guiding approach using surrogate robustness measures. Then, Section 4.2 investigates the 
guiding approach using robust search operators. Using these findings, a general design to generate 
robust shunting plans is proposed in Section 4.3. 

4.1 Guiding using surrogate robustness measures 

Section 3.5 discussed the approach of guiding the SA algorithm towards robust shunting plans by 
estimating the robustness with surrogate measures. Six surrogate robustness measures were introduced, 
for which the correlations with the robustness measures will be assessed under several variability 
scenarios because the exact variability is not known. Section 1.2 mentioned that the main sources of 
uncertainty, considered in this research, are variability in arrival time and variability in task durations. 
These sources of variability form the input for the variability scenarios.  

The sources of variability are used as the main factors in a full factorial design. A full factorial design 
includes all main factors and interaction factors, which are combinations between the main factors (see 
Antony, 2014). The full factorial design defines several levels for each main factor. Each combination 
of levels then forms a variability scenario for which the robustness measures and their correlation with 
the surrogate robustness measures can be determined. 

Section 4.1.1 explains the factorial experiment in more detail. Section 4.1.2 then discusses the results 
of the factorial experiment.  

4.1.1 Factorial Experiment 

This section further elaborates on the factorial experiment. The first section delineates the factorial 
design: it discusses the main factors and their levels. Then, Section 4.1.1.2 explains how this factorial 
design is used to create a dataset. Finally, Section 4.1.1.3 exemplified the way of analysing this dataset.  

4.1.1.1 Factorial Design 
The introduction of this chapter noted that variability in arrival time and in task durations are used as 
the main factors in the factorial experiment. For most task types, variability in task duration mainly 
come from human-related sources. Besides, Cleaning is also subject to variability arising from the 
dirtiness of train units. This additional source of variability could influence the distribution (the amount 
of variability and the shape) of the Cleaning durations. Therefore, Cleaning is examined separately from 
the other task types. Next to factors following from the sources of variability, also the number of train 
units in the shunting problem is used as a main factor. Altogether, this results in using the following 
main factors: 

- Number of train units 
- Arrival time variability 
- Amount of variability in Cleaning 
- Shape of cleaning time distribution (Cleaning modelling) 
- Variability in other tasks 

The remainder of this section discusses these main factors in more detail. It is motivated why these 
main factors are chosen and which levels are used for each specific main factor. 
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Number of train units 
The first main factor in the factorial experiment is the number of train units. The number of train units 
is used as a main factor because the robust algorithm should perform well for a range of train units, as 
the number of train units arriving on a shunting yard each day varies in practice. For the reason that the 
number of train units influences the tightness of a schedule, it likely also influences the (surrogate) 
robustness measures. 

Different from the other main factors, the number of train units already influences the shunting plans 
generated with the SA algorithm. The number of incoming train units is varied between 11 and 20. This 
range is around the so-called normal capacity, the number of train units for which at least 95% of the 
instances can be solved. Choosing the range of train units around the normal capacity gives both 
challenging and solvable instances. Because problem instances with 19 and 20 train units were found 
to be very difficult to solve, such that only a few shunting plans are generated for these numbers of train 
units (39 and 20 respectively), they are not included in the variability analysis in Section 4.1.2.2 and 
4.1.2.3.  

Arrival time variability 
The second main factor is variability in the arrival time of trains. Although the incoming trains have a 
scheduled arrival time on the shunting yard, the actual arrival time can be different. In order to see what 
realistic delays are, data on the difference in the scheduled arrival time (36-hours before arrival) and 
the actual arrival time at the “Kleine Binckhorst” shunting yard from NS is analysed.  

Figure 4.1 shows a histogram of these deviations from 33 minutes early to 50 minutes delay. Although 
there are a few outliers in the data, some trains are even a full day delayed, almost all data points are 
covered in this time range. It is possible that, because the data is from 36-hours before arrival, for some 
cases with a very high deviation something changed to the planning of the train; when a train arrives 20 
hours late, it is argumentative that the train was brought to another shunting yard that night. Moreover, 
with such high delays it is unlikely that sticking to any plan regarding this train would be a good idea. 

 

 

 

 

 

 

Based on this arrival deviation data, two levels for the arrival time variability factor are determined. 
Although we also could use only one level, the best fitting distribution, it is chosen to fit a low-
variability and high-variability distribution. This because the data is on the 36-hours before scheduled 
time; during 36-hours before execution and the time the actual schedule is created, the scheduled times 
can change. Moreover, it is possible that in the future the arrival variability can be reduced. Therefore, 
the arrival time variability is varied such that the effect of variability in arrival time on the (surrogate) 
robustness can be measured. 

The low-variability distribution fits the data close to zero (5-minute interval), while the tail probabilities 
of this distribution are much lower than the tail probabilities for the arrival deviation data (see Figure 

Figure 4.1: Arrival time 
deviations: histogram of data 
and fitted low-variability and 
high-variability arrival 
distributions. 
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4.1). The high-variability distribution fits the data better on the tails (15-minute) and has higher 
probabilities of having larger deviations. Shifted lognormal distributions were used to represent the 
deviation from scheduled arrival times (in minutes). From these distributions, random numbers are 
taken for each arrival and added to the scheduled arrival time.  

The levels for the arrival time variability used in the factorial design are:  

- Low Variability: Lognormal(1.73, 0.4) -5 
- High Variability: Lognormal(1.91, 0.55) -5 

Amount of variability in Cleaning 
Internal Cleaning is believed to be one of the tasks with the most variable duration because next to the 
fact that human resources are used, the dirtiness of the trains is also variable. Therefore, variability in 
Cleaning is considered as a separate main factor in the experiment. The main factor in this section is 
about the amount of variability in cleaning time. The shape of the cleaning time distribution is 
considered in the next main factor (Cleaning modelling). Together, they define statistical distributions 
for the Cleaning durations.  

The exact amount of variability in Cleaning tasks is not known, but is expected to depend on the norm 
duration: the expected time needed to clean a train unit. This norm duration is different for each train 
unit subtype. Therefore, a coefficient of variation (CV) is used to represent a level for this factor. The 
magnitudes of the levels are chosen quite conservative; all levels are in the lower half of the low 
variability class (CV<0.75, Hopp & Spearman, 2001). Reason for these conservative CV’s is that 
sometimes a more basic Cleaning can be performed to decrease the cleaning time. The levels used in 
the factorial design are: 

- CV = 0.05 
- CV = 0.15 
- CV = 0.3 

Cleaning modelling 
The shape of a probability distribution can significantly influence the impact of the amount of 
variability. For example, in case the durations are in general very close to a certain value but sometimes 
have big deviations, the impact is different compared to a situation with a somewhat wider spread about 
the mean but no values far away. Based on the main sources of variability in Cleaning tasks, human-
related and varying dirtiness, three probability distributions are defined as the factor levels in the 
factorial experiment:  

1. Lognormal with E(X)= norm duration, VAR(X)= (𝐶𝐶𝐶𝐶 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅)2 
This distribution reflects a situation in which the cleaning times are mainly close to the mean and 
sometimes can take somewhat longer or shorter (for example because of human speed). This 
distribution looks like a normal distribution, yet the lognormal distributions prevent from drawing a 
negative cleaning time. 

2. Uniform[a,b], with 𝑅𝑅 = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 − 𝐶𝐶𝐶𝐶 ∗  √3 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅, 𝑂𝑂 =  𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 + 𝐶𝐶𝐶𝐶 ∗
 √3 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 

The second distribution specifies that the cleaning time is a random number in a bounded interval. The 
distribution can for example reflect a situation in which there are many degrees of dirtiness (not known 
beforehand), with for each degree of dirtiness a different cleaning time.   

3. 𝑃𝑃(𝑍𝑍 = 𝑧𝑧) = �𝐿𝐿𝑛𝑛𝑛𝑛𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝐸𝐸(𝑋𝑋) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑, 𝐶𝐶𝐴𝐴𝑅𝑅(𝑋𝑋) =  �0.5 ∗ 𝐶𝐶𝐶𝐶 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑�
2                𝑤𝑤. 𝐴𝐴. 0.5 

𝐿𝐿𝑛𝑛𝑛𝑛𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝐸𝐸(𝑌𝑌) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐 , 𝐶𝐶𝐴𝐴𝑅𝑅(𝑌𝑌) =  (0.5 ∗ 𝐶𝐶𝐶𝐶 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐)2                𝑤𝑤. 𝐴𝐴.  0.5
 

The third distribution is based on a simplified combination of the expected sources of variability in 
cleaning time: the level of dirtiness and human-related factors. Two levels of dirtiness are defined with 
equal probabilities, assuming that it is not known beforehand which train unit is clean and which one is 
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dirty. Then, for both levels of dirtiness a lognormal distribution around the mean is defined to represent 
the variability due to human factors.   

Appendix 4 gives detailed calculations on how the parameters of these distributions could be calculated. 
Figure 4.2 shows an example of these three probability distributions for a CV of 0.15 and a norm 
duration of 13. 

 

 

 

 

Figure 4.2: Probability distributions for a Cleaning task 
with norm duration 13 and a coefficient of variation of 
0.15. 

Variability in other tasks 
The other tasks are also likely to have some variability, coming from various, mainly human-related, 
sources like walking speed, work speed in general, movement speed, etcetera. Taking into account these 
sources of variability, although some variability is expected, few large deviations are expected. 
Therefore, two uniform distributions with low and high variability are defined as levels in the factorial 
experiment: 

𝑈𝑈𝑅𝑅𝑅𝑅𝑜𝑜𝑛𝑛𝑛𝑛𝑅𝑅[𝑅𝑅, 𝑂𝑂],   𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝑅𝑅 = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 − 𝐶𝐶𝐶𝐶 ∗ √3 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 , 𝑂𝑂
= 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 + 𝐶𝐶𝐶𝐶 ∗  √3 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅   ,   𝑤𝑤ℎ𝑅𝑅𝑛𝑛𝑅𝑅 𝑅𝑅ℎ𝑅𝑅 𝐶𝐶𝐶𝐶 𝑅𝑅𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅:   

- Low variability: CV = 0.05 
- High variability: CV = 0.15 

The statistical distributions specified above are not applied to each task. It was observed that variability 
in the duration of a movement immediately before a departure has a very big impact on the quality 
robustness measures; the schedule fraction delayed increases from on average about 0.1 to 0.6 for no 
variability and low variability respectively. Moreover, due to variability in these departure movements, 
the influence of the variance in other tasks become negligible. This is because while using the current 
algorithm, these departure movements sometimes have no slack as the departures are close to each 
other, such that delays in these departure movements immediately cause a schedule being delayed.  

To be able to design a SA algorithm and estimate the effect of variability in arrival times and task 
durations of all other tasks, it is, therefore, assumed that the movement immediately before a departure 
has no variability. It is recommended to give additional attention to these departure movements during 
execution to limit their variability, such that the trains can depart on time. Also, proper guiding of the 
algorithm can help to deal with the very small slacks for these departure movements. 

4.1.1.2 Data gathering 
This section explains how the factorial design is used to create a dataset. Basically, the data generation 
consists of two steps; step 1, creating feasible solutions with the SA algorithm of Van den Broek (2017); 
and step 2, simulating these feasible solutions for all variability scenarios. These two steps are described 
in more detail below: 

1. Creating feasible solutions with the SA algorithm of Van den Broek (2017) 

In this first step, for each number of train units, the SA algorithm is run until 200 feasible solutions 
(POS) are found. For each problem instance (Section 2.4), the maximum running time of the algorithm 
is 120 seconds. In case a feasible solution is found before these 120 seconds, the algorithm stops and 
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the feasible solution is returned. In case no feasible solution is found, the algorithm starts with the next 
problem instance. The number of trials thus can be different for each number of train units, as instances 
with a higher number of units are in general more difficult to solve (see Section 4.1.2.1). Then, for each 
feasible solution the 6 surrogate robustness measures are calculated.  

2. Simulating the feasible solutions 

In this second step, each feasible solution found in the first step is simulated for all combinations of the 
variability main factor levels, in total 36 scenarios. The variability main factors are all factors of the 
factorial design except the number of train units. The Monte-Carlo simulation described in Section 3.2, 
with the random task durations as prescribed by the variability scenarios, is used. In order to obtain 
reliable estimates for the 4 robustness measures, the number of simulation replications (n) is 2000.  

The data gathered is then analysed. The next section explains this analysis in more detail. 

4.1.1.3 Method of analysis 
In summary, the generated data is used to assess the effect of the factors on the robustness measures 
and to calculate the correlations between the surrogate robustness measures and the robustness 
measures, including the effect of the factors on these correlations. Both goals are motivated below, 
where also their analysis methods are described.  

1. The effect of variability in a factor (variability source) on the robustness measures. 

Firstly, the factorial experiment is used to get insight into the effect of variability on the robustness 
measures of the shunting plans. Although this is not the main goal of the factorial experiment, it helps 
to understand the results for the second goal. Moreover, knowing how sensitive the robustness measures 
are towards specific sources of variability can help to control variability in operations. If it for example 
is found that the amount of variability in Cleaning has a large negative effect on the robustness 
measures, effort can be taken to reduce variability in Cleaning. This would increase the ability of 
shunting plans to cope with the variability and thus increase their robustness.  

In a full-factorial design, it is possible to calculate all main effects, the effect of an individual factor, 
and all interaction effects, the effect of a combination of main factors. To determine the effect of the 
variability on the robustness measures, for all main and interaction factors the marginal effect is 
calculated using a univariate general linear model in SPSS. This marginal effect calculates the 
differences in average robustness due to changes in the level of a specific factor by correcting for the 
effect of the other factors. The significance of each of the effects is examined by calculating the F-
values. The results for this first goal can be found in Section 4.1.2.2.  

2. The correlations between the surrogate robustness measures and the robustness measures and 
the impact of the factors on these correlations. 

Secondly, the main goal of the factorial experiment is investigated. The analysis is started by calculating 
the Pearson and Spearman correlations for a default scenario; for the shunting plans of all train units 
together and also separately. Then, the effect of the factors on the correlations is assessed by calculating 
the partial Pearson correlations. These partial Pearson correlations correct for the influence of variability 
in other factors. Also the Spearman correlations are calculated. The results for this second goal can be 
found in Section 4.1.2.3. 

4.1.2 Results 

This section describes the main results of the factorial experiment. The first section will give insight 
into the performance of the SA algorithm in finding feasible solutions for the problem instances. Then, 
the results for the goals described in Section 4.1.1.3 are given. Section 4.1.2.2 shows the results for the 



31 
 

first goal, the effect of variability in a factor on the robustness. Section 4.1.2.3 then shows the results 
for the second goal, the correlations between the surrogate robustness measures and robustness 
measures, and the effect of the variability factors on these correlations.  

4.1.2.1 Performance on solving instances SA algorithm 
Section 1.4 mentioned that the goal of this research is to find robust shunting plans in a reasonable time. 
For most problem instances with the number of train units considered in this research, a feasible solution 
exists. Thus, in principle, if the SA algorithm is run for enough time to check (all) solutions, it should 
be able to solve almost all instances. However, as there are many (also not feasible) solutions, this 
search could take a lot of time and thus is not reasonable. The SA algorithm of Van den Broek (2017) 
guides by decreasing the conflict costs, such that the time to find a feasible solution decreases. Guiding 
also on surrogate robustness could however decrease the ability of the SA algorithm to guide to a 
feasible solution. Therefore, in this section the performance on solving the problem instances is 
assessed, such that this performance can be compared with the performance of the newly proposed 
algorithm (Section 5.3.1). 

The performance on solving the problem instances in a reasonable amount of time is assessed by 
calculating the percentage of the problem instances for which a feasible solution is found within 120 
seconds. This assessing method is considered more effective than comparing the computation times, as 
these can be very long due to the large (total) solution set. The computation time is set to 120 because 
then, for the range of number of train units under consideration (11 to 20), the feasibility percentages 
are spread from small (3%) to large (100%). 

Finding a feasible solution or not in these 120 seconds for a specific problem instance is quite random, 
and can differ in each trial. However, the size of the test sets is large enough to correct for this 
randomness. The percentage of the problem instances for which a feasible solution has been found can 
thus be used to measure the performance of the algorithm on finding a feasible solution in a reasonable 
time.   

Figure 4.3 shows these feasibility percentages for each number of train units. As can be seen, for the 
smaller (<=14) number of train units a feasible solution is found for almost all problem instances. 
However, with more train units the feasibility percentage quickly decreases. This is because by 
increasing the number of units, the number of service tasks and the number of movements increases. 
Moreover, the arrival and departure intensity increases, which is of importance because the arrival and 
departure tracks often are bottlenecks in the shunting yard.  

The decrease in the feasibility percentage for an increasing number of train units is in general rather 
smooth. However, it can be seen in Figure 4.3 that for 18 train units, the feasibility percentage is 
relatively high compared to what could be expected based on the smooth decrease. The reason for this 
is that with 18 train units, more train units are combined to one train during their stay on the shunting 
yard. Combining train units could be an advantage because tasks for the train units can be executed 
together. As a consequence, the total number of tasks decreases, which can decrease the problem 
difficulty and, in case of movements, can also decrease the total activity time. A more detailed analysis 
of the effect of combining train units can be found in Appendix 6. 
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In conclusion; increasing the number of train units (or the number of trains) decreases the probability 
of finding a feasible solution. The results in this section are used as a benchmark for assessing the 
performance of the newly proposed algorithm in finding a feasible solution in a reasonable amount of 
time (Section 5.3.1).  

Section 4.1.1.3 discussed the two goals of the factorial experiment. The next sections (separately) give 
the analysis results for both goals. 

4.1.2.2 Effect of variability on the robustness 
The first goal of the factorial experiment is to assess the effect of the factors on the robustness measures. 
This section discusses the most important findings of the analysis regarding this goal. First, some 
general findings are discussed, after which the effect of each factor on the robustness measures is 
elaborated separately.  

The significance of each of the effects, the main effects and the interaction effects, is examined by 
calculating the F-values. The larger the F-value, the larger the effect of the factor on the robustness 
measure. If the F-value is larger than the critical value, based on the sample size and the significance 
level, the effect of that factor is called significant. Table 4.1 shows the F-values of all factors that have 
a significant effect on at least 1 robustness measure.  

Factors  Schedule 
frac delay 
(R2=0.037) 

Average task 
frac delay 
(R2=0.028) 

Average deviation 
from EST 
(R2=0.666) 

Average Train 
Unit Tardiness 
(R2=0.065) 

Cleaning Modelling 0.3 0.03 5.0* 2.7 
Cleaning Variability 219* 141* 12422* 657* 
Arrival Variability 55* 123* 23219* 107* 
Other Variability 79* 27.0* 2173* 48* 
Number of units 110* 80* 303* 71* 
Cleaning Variability* 
Arrival Variability 

0.8 0.2 39* 3.4* 

Cleaning Variability* 
Other Variability 

0.6 0.04 3.6* 1.6 

Cleaning Variability* nr 
of units 

3.4* 2.8* 64* 21* 

Arrival Variability * 
Other Variability 

0.6 0.2 27* 0.3 

Arrival Variability * nr 
of units 

0.8 1.9* 12* 2.6* 

Other Variability * nr of 
units 

0.9 0.4 2.1* 1.2 
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Figure 4.3: Feasibility percentages for varying 
number of train units.  

Table 4.1: F-values (significant) factors: the higher the value, the larger the effect.  
*0.05 significance level, **0.01 significance level 
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The top row of Table 4.1 shows the 𝑅𝑅2 -value, the percentage of the total variance that can be explained 
by variance in the factor levels. It can be observed that these 𝑅𝑅2 values are very low for most of the 
robustness measures. This means that, although the factors in the table significantly affect the robustness 
measures for the shunting plans, they explain only a small part of the total variance in the robustness 
measures. These low 𝑅𝑅2-values could indicate that some other properties of the feasible shunting plans 
determine their robustness. These properties may be measured with the surrogate robustness measures.  

In case these shunting plan properties are indeed connected to the surrogate robustness measures, this 
could also explain why the 𝑅𝑅2-value for the average deviation from the EST is higher. As mentioned in 
Section 3.2, this robustness measure is based on the deterministic EST and takes into account only a 
small part of the slack in the shunting plan. Consequently, the average deviation from EST is much 
more directly affected by the variability in the factors in the factorial experiment than the other 
robustness measures.   

Another observation in Table 4.1 is that most interaction effects are non-significant. Also the effects of 
all interaction factors not displayed in Table 4.1 are non-significant. Moreover, the robustness effects 
of the interaction factors that are significant are very low compared to the effects of the main factors.  

In the next sections, the effect of the factors on the robustness measures are discussed individually. 
Because the interaction effects are non-significant or relatively small, only the main factors are 
elaborated.  

Arrival variability 
The first main factor that is discussed, is variability in arrival times. In Table 4.1, it can be seen that 
arrival time variability has a relatively large effect on the average task fraction delayed and the average 
deviation from the EST; the solution robustness measures. Although the effects of variability in arrival 
time on the quality robustness measures are also significant, these effects are much lower than the 
effects of the other main factors. 

The reason for the difference between the solution and the quality robustness measures can be the way 
arrival delays propagate through the shunting plan. Whereas the subsequent tasks are directly affected 
by the arrival delay, the shunting plan can have some properties to deal with the arrival variability, such 
that the effect of the arrival delays is decreased. In case the effect of the arrival delay is resolved before 
a train unit should depart, the arrival delay does not affect the quality robustness. Still, the solution 
robustness is affected by the arrival delay.  

Amount of Cleaning variability 
The second main factor that is elaborated, is the amount of Cleaning variability. The amount of 
variability in Cleaning has a high impact on all robustness measures (Table 4.1). The reason for this 
high impact can be that Cleaning has a larger variance compared to other tasks. This because variability 
is measured with the CV and thus relative to the norm duration of a task. Consequently, varying the CV 
has more impact on the variance in task duration, such that the robustness measures are more affected.  

Cleaning modelling 
The previous paragraph mentioned that the effect of the amount of variability in Cleaning task duration 
is large. However, in Table 4.1 it can be seen that the way of modelling the Cleaning variability has 
(almost) no significant influence on the robustness measures.  

A possible reason for not finding significant effects for the Cleaning modelling is that there are many 
Cleaning and other tasks connected to each other, such that by the Central Limit Theorem, the total 
activity time converges to a normal distribution for all three specified distributions. Thus, the probability 
distribution of the duration of an individual Cleaning task then barely affects the robustness measures. 
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Variability in other tasks 
Although the variability in other tasks also significantly influence the robustness, the impact is lower 
than for the Cleaning tasks (Table 4.1). A reason for this could be that the variance in Cleaning tasks is 
higher, as the norm duration and/or the frequency of executing is higher.  

Number of train units 
Apart from the effect of the variability factors on the robustness of the generated schedules, also the 
effect of the number of train units is assessed. In Table 4.1, it can be seen that the number of train units 
significantly affects the robustness measures. The average deviation from the EST increases with the 
number of train units. For the other robustness measures, however, the upward trend is much less clear. 
In Figure 4.4 it can be observed (for the schedule fraction delayed) that although the robustness 
measures first increase, as expected, with the number of train units, the robustness measures than 
decrease for 16, 17 and 18 train units. The decreasing robustness measures mean that the shunting plans 
for 16, 17, and 18 train units are more robust than the shunting plans for 15 train units. The reason for 
this unexpected robustness pattern is a combination of the number of trains (instead of train units) and 
the increased computation time.  

 

 

 

 

 

 

 

 

 

 

The first aspect, the number of train units, is already discussed in Section 4.1.2.1, which argued that by 
combining two train units the number of movements can be decreased, such that the total activity time 
is decreased. This lower activity time can increase the robustness. 

The second aspect, the increased computation time, relates to the results found in Section 4.1.2.1, which 
showed that the percentage of the problem instances for which a feasible solution is found decreases 
with the number of train units. For a larger number of train units, the algorithm has more difficulty to 
solve the problem instance, such that on average also more time is required to find a feasible solution. 
As the algorithm was immediately stopped when a feasible solution was found, thus when the conflict 
costs are zero, the algorithm got more time to optimize on the soft constraint for 16, 17 and 18 train 
units than for the lower number of train units. As a result, the robustness measures may decrease. 

The reasoning in the previous paragraph was checked by calculating the robustness for shunting yard 
schedules where all shunting problems got 120 seconds of computation time. In case a feasible solution 
was found earlier, the algorithm continues with improving the schedule on the penalty costs. In Figure 
4.4 (blue bars) it can be seen that the additional computation time significantly decreases the robustness 
measures for the lower number of units. By giving the algorithm equal computation time for all problem 
instances, the robustness of the shunting plans gradually decreases, as expected, with the number of 
train units. A more detailed analysis can be found in Appendix 6. 

Figure 4.4: Average schedule fraction delayed for varying number of train units and two settings of the algorithm. 
In red, the algorithm is stopped immediately when a feasible solution is found (conflict cost =0). In blue, the 
algorithm has been given 2 minutes for each problem instance, even if the conflict cost is 0.  
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Summary and Discussion 
This section investigated the effect of variability on the robustness of a shunting plan. It has been found 
that only a small part of the variability can be explained by variability in the factors of the factorial 
experiment. This indicates that some properties in the shunting plan, which can possibly be covered by 
the surrogate robustness measures, affect the robustness. 

Besides, it has been found that the amount of variability in Cleaning tasks has a large effect on all 
robustness measures, due to their relative high norm durations. Although variability in tasks with a 
shorter norm duration also affects the robustness, this effect is smaller. Variability in arrival time mainly 
affects the solution robustness measures and has a smaller effect on the quality robustness measures. 

This section also investigated the effect of the number of train units on the robustness measures. It has 
been found that when all the instances get equal computation time, the robustness measures increase 
(which means that the robustness decreases) with the number units. Moreover, the robustness of the 
shunting plans with a smaller number of train units increases when the computation time for the 
algorithm is increased.  

The finding that the robustness increases when the computation time is increased can raise the question 
why the algorithm cannot simply be given a longer computation time in order to generate robust 
shunting plans. This would be much easier than guiding the SA with surrogate measures or robust search 
operators. 

This possibility of giving more computation time is further investigated by also testing it for a higher 
number of train units (17). From 400 feasible solutions with 17 train units, all given 120 seconds 
computation time, only the robustness measures of the shunting plans for which a feasible solution was 
found within 82.5 seconds are calculated. This 82.5 seconds is based on the computation time 
performance of the algorithm proposed in this research and will be discussed in detail in Section 5.3.1. 
In summary, the proposed algorithm needs approximately 31% of the computation time (= 120−82.5

120
 )  to 

calculate the surrogate robustness measures for 17 train units. Therefore, by using 82.5 seconds a trade-
off on robustness performance can be made between giving additional computation time and using the 
proposed algorithm. 

These robustness measures are then compared to the 
robustness measures including all 400 feasible 
solutions. The averages of the robustness measures 
are not significantly different. For example, the 
average schedule fraction delayed (0.075) is not 
significantly different from the average including all 
shunting plans (0.073). 

Reason for not finding a significant difference, while 
the previous section showed a difference in 
robustness due to a higher computation time for the 
lower number of train units, can be that, especially 
for the higher number of train units, the relationships 
between the number of movements and the 
robustness measures are weak (Figure 4.5).  

An explanation for these weaker relationships can be that the number of shunting movements is just 
one aspect of increasing the surrogate robustness; it does for example not cover robustness gained by 
changing the order of tasks, and thus not reaching the potential robustness. The earlier mentioned 
surrogate measures cover a wider range of techniques to increase the robustness such that, as will be 
discussed in the next section, more robustness can be gained. 

Figure 4.5: Scatterplot between the number of shunt 
moves and the schedule fraction delayed for 17 train 
units, simulated with the high arrival variability 
distribution and CV=0.15 for the tasks. 
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For the lower number of train units, decreasing the number of shunting movements could be enough to 
not result in delays, as there is enough slack. For the higher number of train units the schedules become 
“tighter”, such that a higher computation time is not enough to find robust shunting plans. As the new 
SA algorithm should also be able to find robust shunting plans for these higher number of train units, 
only increasing the computation time is not suitable to guide the SA algorithm towards robust shunting 
plans.   

4.1.2.3 Correlations between surrogate robustness measures and robustness measures 
The main goal of the factorial experiment is to find surrogate robustness measures that have a high 
correlation with the robustness measures, such that they can estimate the robustness and guide the SA 
towards robust solutions. This section discusses the correlations between the surrogate measures and 
the robustness measures. First, the correlations for a default case are discussed. Then, because in the 
previous section it has been found that the robustness measures are influenced by the variability factors, 
also the effect of these variability factors on the correlations is discussed.  

Correlations for default variability scenario 
The strength of the correlations between the surrogate robustness measures and the robustness measures 
in general is assessed by using one default variability scenario: the high-variability arrival distribution, 
the lognormal distribution with CV=0.15 for the Cleaning tasks, and for the other tasks a uniform 
distribution with CV=0.15 (see Section 4.1.1.1).  First, the correlations including the shunting plans for 
all number of train units are discussed. Then, the correlations only for the shunting plans with 17 train 
units are discussed. 

All (11-18) number of train units 
 Table 4.2 shows the Pearson and Spearman correlations between the surrogate robustness and 
robustness measures including the shunting plans for all number of train units. It can be seen that from 
the 4 surrogate measures from literature (Section 3.5.1), RMmakedist has the highest correlations for 
all robustness measures. The reason for this can be that many solutions have no delayed train units. It 
was found that if the RMMints or RM(suc)sqrtts are higher than some threshold value, delays are rare. 
Although the surrogate measures can take a range of values above this threshold, the robustness 
measures cannot further decrease. As a consequence, the data points with a higher surrogate value 
cannot be distinguished on robustness (with this variability) while they differ in RMMints and 
RM(suc)sqrtts. Because RMmakedist is upper bounded at 1 and is based on the coefficient of variation 
used in the simulation, it has stronger correlations.  

 

 

 

 

 

 

 

 

 

 

Pearson 
correlations 
 

Surrogate 
Robustness 
Measure 

Schedule 
fraction 
delayed 

average task 
fraction 
delayed 

average 
deviation 
from EST 

average 
train unit 
tardiness 

Measures from 
literature 

RMMints -0.279** -0.225** -0.111** -0.207** 
RMmakedist -0.620** -0.564** -0.428** -0.517** 
RMsqrtts -0.511** -0.504** -0.180** -0.455** 
RMsucsqrtts -0.512** -0.507** -0.188** -0.457** 

Relative 
measures (new) 

RMMintsRel -0.446** -0.358** -0.242** -0.328** 
RMsqrttsRel -0.621** -0.580** -0.530** -0.526** 

Spearman 
Correlations 

Surrogate  
Robustness 
Measure 

Schedule 
fraction 
delayed 

average task 
fraction 
delayed 

average 
deviation 
from EST 

average 
train unit 
tardiness 

Measures from 
Literature 

RMMints -0.508** -0.480** -0.113** -0.464** 
RMmakedist -0.763** -0.792** -0.423** -0.794** 
RMsqrtts -0.593** -0.626** -0.152** -0.624** 
RMsucsqrtts -0.596** -0.631** -0.162** -0.629** 

Relative 
measures (new) 

RMMintsRel -0.827** -0.810** -0.258** -0.797** 
RMsqrttsRel -0.766* -0.798** -0.515** -0.791** 

Table 4.2: Pearson and Spearman correlations between the surrogate measures and the robustness measures for the generated 
shunting plans, for which in the simulation the deviations in arrival times follow the high-variability arrival distribution, the 
Cleaning tasks the lognormal distribution with CV=0.15 and the other tasks a uniform distribution with CV=0.15. 
*0.05 significance level, ** 0.01 significance level 



37 
 

A second reason why the correlations for RMMints, RMsqrtts, and RMsucsqrtts are not strong is that 
they are based on absolute slack. As discussed in 3.4.1, these surrogate measures implicitly assume that 
all tasks need the same amount of slack. Moreover, the correlations for RM(suc)sqrtts are influenced 
by the differences in the number of tasks. This causes violation of the homoscedasticity assumption of 
the Pearson Correlation (see Section 3.5.2) for the relationships between these three surrogate measures 
and the robustness measures.  

The newly proposed surrogate measures, RMmintsRelative and RMsqrttsRelative, correct for these 
disadvantages. In Table 4.2 it can be seen that the correlations for these new surrogate measures, 
especially the Spearman correlations, are much stronger. For the schedule fraction delayed, average 
task fraction delayed, and average TU tardiness, they have comparable (Spearman) correlations as 
RMmakedist, while for the average deviation from EST the correlation for RMsqrttsRelative is the 
strongest. 

In Table 4.2, it can also be observed that the correlations for the average deviation from EST are weak. 
This observation is in agreement with the discussion in Section 4.1.2.2; the average deviation from EST 
is based on the deterministic EST, such that (most) slack, where the surrogate robustness measures are 
(implicitly) based on, is not taken into account. 

Another finding is that RMsqrtts and RMsucsqrtts have a very strong mutual correlation: 0.992 for both 
the Pearson and the Spearman correlation. This correlation may be strong because the number of 
successors does not differ a lot. 

17 train units 
Previous results include shunting plans in the range from 11 to 18 train units. Including shunting plans 
in a wide range increases the general applicability of the results and increases the possibility to compare 
shunting plans with a different number of train units. However, as the surrogate measures will mainly 
be used to compare shunting plans with the same number of train units in the SA, correlations were also 
analysed for the number of train units separately.  

 Table 4.3 shows the Pearson and Spearman correlations while including only 17 train units for the same 
default variability scenario. It can be observed that the correlations for the RM(suc)sqrtts are stronger 
compared to the general number of units. This can be explained by the higher homogeneousness in the 
number of tasks when considering a specific number of train units. Including only 17 train units, the 
correlations between RM(suc)sqrtts and the schedule fraction delayed, average task fraction delayed 
and average TU tardiness become comparable with the correlations for the new surrogate robustness 
measures. For the average deviation from EST, RMsqrttsRel still has the strongest correlations. 

 
 
 
 
 
 
 
 
 
 
 

 

 

 

 
 
 
 

Pearson 
correlations 

Surrogate 
Robustness 
Measures 

Schedule 
fraction 
delayed 

average task 
fraction 
delayed 

average 
deviation 
from EST 

average 
train unit 
tardiness 

Measures from 
literature 

RMMints -0.298** -0.236** 0.074 -0.211** 
RMmakedist -0.527** -0.488** -0.392** -0.44** 
RMsqrtts -0.615** -0.580** -0.278** -0.526** 
RMsucsqrtts -0.627** -0.592** -0.303* -0.534** 

Relative 
measures (new) 

RMMintsRel -0.470** -0.363** -0.178* -0.325** 
RMsqrttsRel -0.625** -0.595** -0.503** -0.530** 

Spearman 
Correlations 

Surrogate 
Robustness 
Measures 

Schedule 
fraction 
delayed 

average task 
fraction 
delayed 

average 
deviation 
from EST 

average 
train unit 
tardiness 

Measures from 
literature 

RMMints -0.407** -0.373** 0.031 -0.350** 
RMmakedist -0.700** -0.732** -0.393** -0.729** 
RMsqrtts -0.740** -0.768** -0.232** -0.773** 
RMsucsqrtts -0.747** -0.782** -0.263** -0.784** 

Relative 
measures (new) 

RMMintsRel -0.790** -0.749** -0.148* -0.739** 
RMsqrttsRel -0.728** -0.779** -0.466** -0.76** 

Table 4.3: Pearson and Spearman correlations between the surrogate robustness measures and the robustness measures for 
only the generated shunting plans with 17 train units, for which in the simulation the deviations in arrival time follow the 
high-variability arrival distribution, the Cleaning task the lognormal distribution with CV=0.15 and the other tasks a uniform 
distribution with CV=0.15.  *0.99 significance level, **0.01 significance level 
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Comparison with Van den Broek et al. (2018) 
Section 2.1 mentioned that Van den Broek et al. (2018) found strong correlations for the surrogate 
robustness measures RMMints and RMmakedist with the schedule fraction delayed. The correlations 
for these two surrogate measures found in this research, especially for RMMints, are much weaker than 
the correlations in Van den Broek et al. (2018).  

A first reason for this difference is that Van den Broek et al. (2018) only varied the duration of the 
service tasks (Cleaning and Inspections) and also based the surrogate robustness measures only on these 
service tasks. In the factorial experiment, it has been found that the amount of variability in Cleaning 
has a strong effect on the robustness, which can explain why the correlations in Van den Broek et al. 
(2018) are stronger. Moreover, the similarity between service task durations is higher than the similarity 
in task durations including all task types. Because RMMints performs best in situations with similar, 
absolute variance, RMMints better fits in the situation of Van den Broek et al. (2018).  

A second reason for the difference in correlations could be that Van den Broek et al. (2018) considered 
shunting plans with 19 train units, for which it is very difficult to find a feasible schedule and slacks are 
smaller (Section 4.1.2.1). Due to the smaller slacks, variability has a more direct impact on delays (task 
& schedule). This reasoning is supported by the results in this thesis, where the correlations for 
RMMints are stronger for the higher numbers of train units. Thus, the higher number of units used by 
Van den Broek et al. (2018) can also explain why Van den Broek et al. (2018) found stronger 
correlations for RMMints compared to the results in this thesis.  

Effect of factors on the correlations  
The previous section showed the correlations between the surrogate robustness measures and robustness 
measures for one default variability scenario. In Section 4.1.2.2, it was found that the robustness 
measures are affected by the factors in the factorial experiment. It is therefore likely that the correlations 
are also affected by these factors. This section discusses the effects of the factors on the correlations. 
First, the effects of the factors on the correlations for the four surrogate robustness measures proposed 
in literature, are discussed. After that, the effects of the factors on the correlations for the two new 
surrogate measures are elaborated. Because it was found that the interaction factors have little effect on 
the robustness, only the main factors are considered. 

Surrogate measures proposed by literature 
The impact of the factors on the correlations between the surrogate robustness and robustness measures 
is assessed by comparing the partial Pearson correlations for the different levels of that factor. In 
general, the effect of the factors in the factorial experiment on the correlations for these four surrogate 
robustness measures is limited. This section therefore only discusses the most important results. 

In general, the partial Pearson correlations 
between the four robustness measures and 
the robustness measures become stronger 
when variability increases or when the 
number of train units increases. As an 
example, Figure 4.6 shows the partial 
Pearson correlations between the surrogate 
measures and the schedule fraction delayed 
for the shunting plans with 11 to 18 train 
units. It can be seen that when the amount 
of variability in Cleaning is increased, the 
partial Pearson correlation becomes 
stronger.  

For the surrogate measure RMmakedist however, the correlations with the robustness measures become 
weaker when the variability in the other tasks increases. The reason for this irregular pattern is that in 

Figure 4.6: The effect of the variability in Cleaning tasks on the 
partial Pearson correlations between the surrogate robustness 
measures and the schedule fraction delayed.  
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calculating the RMmakedist, the variability in the other tasks is used as input. As a result, the total 
variance is underestimated in case of low variability in other tasks, while it is overestimated in case of 
high variability in other tasks. Combining this with the remark in the last section that the correlations 
increase when the schedules become tighter, this underestimation (overestimation) of the total 
variability could result in stronger (weaker) correlations. Consequently, contrasting results with that of 
the other surrogate robustness measures are obtained. 

The reason why we investigate the effect of the factors on the correlations is to check whether we can 
find surrogate robustness measures that perform well on predicting the robustness measures under 
several variability scenarios. As little is known about the exact variability, it would be better to estimate 
the robustness measures with a stable well-performing surrogate measure than with a surrogate measure 
that performs very well in one scenario but performs poorly in other scenarios. Therefore, the most 
important is that the ordering of the correlations for the surrogate measures on their strength does not 
change. It is found that although the correlations become stronger with higher variability, this ordering 
does not change due to the several factors levels. 

Newly proposed surrogate measures 
For the default case (page 36), it was found that the newly proposed surrogate measures, 
RMmintsRelative and RMsqrttsRelative, have higher correlations with the robustness measures than 
the surrogate measures proposed by literature. This section therefore discusses the effect of the main 
factors on the correlations for these new surrogate robustness measures in more detail. Because the 
previous section found that changing the variability has comparable effects for the Cleaning and the 
other tasks (for RMMints and RMsqrtts), these task types are taken together at the same variability 
level.  

Figure 4.7 shows the Spearman correlations for all robustness measures for three variability scenarios 
with an increasing amount of variability. It can be seen that the Spearman correlations for both new 
surrogate measures are positively affected by the amount of variability. An explanation for this may be 
the ‘minimum threshold value’ for the surrogate measures that can be observed. If the surrogate 
robustness of a shunting plan is above a specific value (threshold), the probability of having a value 
greater than zero for a robustness measure, except the average deviation from EST, is very low (often 
zero). Consequently, these shunting plans cannot be ranked on their robustness, even while they have 
different surrogate robustness. When the variability increases, this threshold value increases such that 
the shunting plans can better be ranked on their robustness. 

However, the strength of this positive effect of increased variability on the correlations is different for 
the four robustness measures. For the average task fraction delayed and the average TU tardiness, 
RMsqrttsRelative is much more affected by the amount of variability (especially in the arrival time) 
than RMmintsRelative. With higher variability, the correlations with these two robustness measures for 
RMsqrttsRelative become even stronger than the correlations for RMmintsRelative. For the schedule 
fraction delayed, the RMmintsRelative is more affected by variability. 

A reason for this difference between the surrogate robustness measures is that when the variability 
increases, the critical task/path is less necessarily the cause of the delay. In case variability increases, 
there is a higher probability that tasks, not necessarily the critical tasks, have long durations and cause 
delays. It means that the paths that will cause a delay are less predictable than with lower variability. 
Moreover, the length of the delays is less predictable. RMmintsRelative only measures the slack of the 
most critical path and thus does not take into account that there may also be delays in other paths.  
RMsqrttsRelative takes into account the slack of all tasks and thus has stronger correlations in case of 
higher variability. 
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Another observation in Figure 4.7 is that whereas with low variability there is little difference between 
the correlations for the schedule fraction delayed and the average task fraction delayed, with higher 
variance the correlations do differ. The reason for this can be that the average task fraction delayed is 
more directly affected by variability than the schedule fraction delayed because of the orientation on 
solution robustness (Section 3.5.1). For the schedule fraction delayed, long task durations can be 
compensated with short task durations, such that the impact of variability is smaller than for the task 
fraction delayed. 

Summary 
This section discussed which surrogate robustness measures have high correlations with the robustness 
measures under various variability scenarios. The correlations between RMMints, RMsqrtts and 
RMsucsqrtts, and the robustness measures are in general weak. For RMmakedist, the correlations are 
stronger, although they are weaker than the correlations found by Van den Broek et all. (2018).  

The correlations with the robustness measures for the newly proposed surrogate measures, 
RMmintsRelative and RMsqrttsRelative, are however stronger. The strength of these correlations is 
affected by the amount of variability. In case of low variability, the surrogate measure RMmintsRelative 
has the strongest correlations for the schedule fraction delayed, task fraction delayed and the average 
TU tardiness. RMsqrttsRelative has the strongest correlation for the average deviation from EST, 
although this (Spearman) correlation is not strong (-.4). In case of higher variability the performance of 
RMsqrttsRelative becomes better for the average task fraction delayed and the average TU tardiness.  

Figure 4.7: Spearman correlations between the relative surrogate robustness measures and the robustness measures 
for several variability scenarios.  
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4.2 Guiding using robust search operators  

The previous section discussed guiding the SA algorithm using surrogate robustness measures, one of 
the two proposed guiding approaches towards robust shunting plans. The other approach of efficiently 
guiding the SA algorithm towards robust shunting plans explored by this research, as mentioned in 
Section 3.3, is by limiting the neighbourhood of the current solution to neighbours following from 
“robust search operators”, or by prioritizing these neighbours in the neighbour section step.  

Section 3.4 already mentioned that these robustness effects of the search operators will be assessed by 
testing multiple hypotheses. This section discusses this testing in more detail. First, Section 4.2.1 
describes the tested hypotheses. Then, Section 4.2.2 exemplifies the experimental setup. Finally, 
Section 4.2.3 discusses the results of the hypothesis testing. 

4.2.1 Hypotheses 

In order to determine whether some search operators lead (under specific conditions) to more robust 
shunting plans, 7 hypotheses are tested. The first 5 hypotheses focus on the iteration level, or short-
term, by measuring the difference in the surrogate robustness measures in case a specific search operator 
is used. This difference in the surrogate robustness measures is assessed in general and dependent on 
the “start state” of the iteration. The tested aspects of the start states are the iteration number (relative), 
the start surrogate robustness, and the start costs. 

The 6th hypothesis tests the effect of the search operator on the final robustness of the shunting plans. 
This effect is tested because adding surrogate robustness in an iteration does not necessarily mean that 
the robustness of the final shunting plan is increased, as each iteration only makes small, local changes. 
Application of an “iteration robust” search operator may guide towards non-robust local optima or big 
decreases in robustness in next iterations.  

Besides testing the effect of applying specific search operators on the robustness of a shunting plan, it 
is also tested whether surrogate robustness and costs are conflicting objectives. That means; if a 
neighbour decreases (increases) the costs, it also decreases (increases) the robustness and vice versa. If 
robustness and costs are conflicting objectives, this should be taken into account in the proposed design, 
as the goal is to find both feasible and robust shunting plans. 

This all leads to formulating the following (H0) hypotheses: 

For each search operator: 
1. The search operator has no significant influence on the difference in surrogate robustness. 
 

In case the differences in surrogate robustness are normally distributed, this indicates that the difference 
does not depend on the conditions under which it is applied. In case the differences are not normally 
distributed but for example have two peaks, this indicates that some other variables are influencing the 
difference in surrogate robustness when the search operator is applied. Therefore:  
 

2. The difference in surrogate robustness is normally distributed. 
3. The difference in surrogate robustness is constant over time  
4. The start surrogate robustness has no impact on the difference in surrogate robustness. 
5. The start costs have no impact on the difference in surrogate robustness. 

And the effect of applying the search operator on the final robustness: 
6. The fraction of iterations in which the search operator is applied has no impact on the robustness 

of a shunting plan.  

Then, in the 7th hypothesis the differences of all search operators are aggregated: 
7. The difference in surrogate robustness has no positive relationship with the difference in costs. 
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4.2.2 Data gathering 

In order to test the hypotheses, 868 feasible shunting plans with 17 train units are generated with the 
SA algorithm of Van den Broek (2017). The algorithm was adapted such that it returns for each iteration 
the applied search operator and the increase in the best performing surrogate robustness measures of 
Section 4.1, RMmintsRelative and RMsqrttsRelative. In total, this results in a dataset of 890061 
iterations with combinations of applied search operators and surrogate robustness measures. 

On schedule level, for each of the 868 feasible shunting plans the number of times each search operator 
is executed by the SA algorithm is counted. To determine the robustness measures, the feasible 
schedules are simulated (n=10000) for the default scenario described in Section 4.1.2.3: high-variability 
for the arrival times and CV=0.15 for the task durations. This gives us for each (feasible) generated 
shunting plan combinations of the number of times each search operator is executed and the robustness 
of the shunting plan. 

4.2.3 Results 

The previous sections described how it is tested whether there are search operators that lead to robust 
shunting plans. This section summarizes and discusses the most important results from testing the 
hypotheses. A more detailed discussion of the results for each hypothesis can be found in Appendix 7.  

General effect  
The first hypothesis considers the influence of applying each specific search operator on the surrogate 
robustness. This hypothesis is tested by two-sided t-tests. Table 4.4 shows the mean differences for each 
search operator, with their t-value and significance. It can be seen that the mean difference is very small 
for most search operators. The next paragraphs further elaborate on the search operators with higher 
positive or negative mean differences.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Operator Surrogate measure t-value  Mean difference Significance 
Matching Swap RMmintsRelative 5.432 0.0378 0.000 
 RMsqrttsRelative 7.165 5.534 0.000 
Movement Merge RMmintsRelative 24.75 0.0133 0.000 
 RMsqrttsRelative 73.39 8.736 0.000 
Movement Shift RMmintsRelative -2.255 -0.0006 0.024 
 RMsqrttsRelative 0.831 0.0504 0.406 
Movement Split and Shift RMmintsRelative 7.876 0.0079 0.000 

 RMsqrttsRelative 14.73 3.403 0.000 
Movement Split RMmintsRelative 0.740 0.0003 0.459 
 RMsqrttsRelative -1.123 -0.0439 0.262 
Parking Swap RMmintsRelative -.0280 -0.0009 0.780 
 RMsqrttsRelative -4.240 -2.922 0.000 
Parking Switch RMmintsRelative -7.042 -0.0039 0.000 
 RMsqrttsRelative -21.17 -2.627 0.000 
Service machine order RMmintsRelative -4.039 -0.0646 0.000 

 RMsqrttsRelative -3.910 -20.37 0.000 
Service machine swap RMmintsRelative -6.384 -0.0294 0.000 

 RMsqrttsRelative -6.627 -7.116 0.000 
Service machine switch RMmintsRelative -0.935 -0.0019 0.350 

 RMsqrttsRelative 3.862 2.112 0.000 
Service train order RMmintsRelative -3.886 -0.0728 0.000 
 RMsqrttsRelative -4.294 -23.80 0.000 

Table 4.4: Average difference in surrogate robustness in each iteration. Split by the search operator that is applied in that 
iteration. 



43 
 

Search operators with higher positive mean are ‘Matching swap’ and ‘Movement merge’. The reason 
why ‘Matching swap’ has a positive mean effect on the surrogate robustness can be that this search 
operator is closely related to resolving delays, which is directly related to the surrogate robustness by 
turning negative slack into zero or positive slack. The movement merge operator is also closely related 
to the surrogate robustness as it decreases the number of movements, which has some correlation with 
the surrogate robustness (Section 4.1.2.2).  

Search operators with higher negative mean differences are the ‘Service machine order’, ‘Service 
machine switch’, and ‘Service train order’, or in other words: all Service operators. This might be 
because the current schedule was efficient for the old situation but not for the new situation, for example 
because the movement order becomes less suitable.  

Effect under specific circumstances 
Next to testing the general effect on the surrogate robustness, also the effect on the surrogate robustness 
by applying the search operator under specific circumstances is assessed. To do so, hypotheses 2-5 are 
tested using two-sided t-tests. 

While testing hypotheses 2, 3 and 5, no convincing differences are observed between the specific 
circumstances. The distributions of the differences (hypothesis 2) are symmetric for all search operators, 
with a very large peak around the mean. Also, for all search operators the relative iteration 
( 𝑖𝑖𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐
𝑑𝑑𝑐𝑐𝑑𝑑𝑇𝑇𝑑𝑑 𝑐𝑐𝑐𝑐 𝑖𝑖𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐𝑇𝑇 𝑇𝑇𝑐𝑐ℎ𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑

), hypothesis 3, has no or very small influence on the difference in surrogate 
robustness. Regarding hypothesis 5, the start costs have no or very small impact on the differences in 
surrogate robustness. 

Regarding hypothesis 4, it is found that the start surrogate robustness affects the difference in surrogate 
robustness. The effects are comparable for all search operators. For RMmintsRelative, two cases can 
be distinguished from the scatterplots (Appendix 7); one in which the difference is zero (no changes in 
the critical path) and one in which the relationship is negative. Together with the observation that the 
patterns are comparable for all search operators, this finding suggests that the surrogate robustness is 
fluctuating a lot because of the randomness of the search on robustness and not because of applying a 
specific search operator. Therefore, limiting or prioritizing specific search operators depending on the 
start surrogate robustness is also expected to be not suitable for guiding the SA.  

Long-term, end robustness effect 
In order to assess whether the positive short-term effects for the ‘Matching swap’ and ‘Movement 
merge’, and the negative short-term effects of the Service related search operators also significantly 
affect the robustness of the final solution, the long term robustness effect, hypothesis 6, is tested.  

Regarding the robustness measure ‘schedule fraction delayed’, it is found that only the fraction of 
‘Movement split’ (r=-0.112, p=0.001) and ‘MovementSplitAndShift’ (r=0.095, p=0.005) have 
significant correlations. It is however expected that these significant correlations are the result of 
multicollinearity, as the operators are quite comparable; they both split the movement, while the 
correlations are reversed. Comparable results are found for the robustness measures ‘average task 
fraction delayed’ and ‘average TU tardiness’.  

Testing hypothesis 6 for the robustness measure ‘average deviation from EST’ gives contrasting results 
with the results for hypothesis 1. The ‘Movement Merge’ and ‘Matching Swap’ search operators have 
a positive effect on the schedule fraction delayed and thus decrease the robustness. Moreover, the search 
operators not having a significant effect on the (surrogate) robustness on iteration level (tested in 
hypothesis 1), have stronger significant correlations with the ‘deviation from EST’. 
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Surrogate robustness VS costs 
Lastly, the 7th hypothesis, which investigates whether 
(surrogate) robustness and cost have opposite effects, is 
tested. No significant positive relationship is found 
between the differences in surrogate robustness and the 
cost differences. Figure 4.8 shows a scatterplot of the 
RMmintsRelative differences and the cost differences. It 
can be seen that all four possible combinations exist such 
that increases in cost not automatically imply decreases in 
robustness, and vice versa. However, the diamond 
indicates that in most iterations, no big differences in both 
the costs and surrogate robustness are made. This suggests 
a trade-off in focus on iteration level: (surrogate) 
robustness ór cost. 

Summary  
Based on these results, it can be concluded that the robustness of shunting plans does not increase by 
applying specific search operators. Although some search operators significantly influence the surrogate 
robustness on iteration level, they have no significant influence on the robustness of the end shunting 
plan. Also, no clear indication that applying specific search operators significantly influence the 
robustness of the final shunting plan has been found. Therefore, guiding the SA algorithm towards 
robust shunting plans using limitation or priority of specific search operators is not expected to be 
suitable.  

4.3 Conclusion – Proposed Model 

This chapter explored two approaches for guiding the SA algorithm towards robust shunting yard plans. 
Guiding based on robust search operators (Section 4.2) was perceived to be unsuitable for the TUSP. 
Section 4.1 however showed that some surrogate measures, RMmakedist, RMmintsRelative, and 
RMsqrttsRelative, have high correlations with the robustness measures. These surrogate robustness 
measures can thus be used to predict the robustness of a shunting yard plan. Although high correlations 
do not necessarily imply causality, it is expected that improving these surrogate robustness measures 
will also increase the robustness measures of the shunting plan. Guiding based on these surrogate 
measures thus can improve the robustness of the shunting yard plans generated with the algorithm. 

This section will propose a model to generate robust shunting plans, which is based on guiding with 
these surrogate robustness measures. First, it is discussed which of the surrogate measures are included 
in the model. Thereafter, it is explained how these surrogate measures are used to guide the SA 
algorithm towards a robust shunting plan.  

Section 4.1 showed that RMmakedist, RMmintsRelative, and RMsqrttsRelative, have strong 
correlations with (some of) the robustness measures. Nevertheless, the time needed to calculate 
RMmakedist (0.25 ms) is much higher than for the relative surrogate measures (0.01 ms) (Van den 
Broek et al., 2018), because for all tasks the probability distribution of the maximum EST has to be 
calculated. Moreover, RMmakedist relies to a high extent on the variability that must be given as input, 
which makes RMmakedist less applicable in situations where the amount of variability is not exactly 
known. Taking into account that the relative surrogate measures have comparable or even better 
performance, RMmintsRelative and RMsqrttsRelative are considered to be more suitable than 
RMmakedist to guide the algorithm towards robust solutions. Therefore, the guiding approach is based 
on these two relative surrogate robustness measures. 

Figure 4.8: Scatterplot between the differences in 
surrogate robustness and difference in costs 
(conflict+penalty). 
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RMmintsRelative and RMsqrttsRelative both have their strengths; RMmintsRelative focuses on the part 
of the shunting plan where delays are most likely to occur, whereas RMsqrttsRelative takes into account 
that delays can also occur in other parts of the shunting plan. The performance of the two surrogate 
robustness measures depends on the variability scenario.  

The strengths of both surrogate robustness measures can be combined. RMmintsRelative sets a 
minimum slack for each task and thus supports equal distribution of slack. Then, RMsqrttsRelative can 
further distinguish the shunting plans; for example, a shunting plan in which all tasks have the minimum 
slack is more likely getting delayed than a shunting plan in which one task has the minimum slack and 
all other tasks have much more slack. Therefore, combining RMmintsRelative and RMsqrttsRelative 
into one measure of surrogate robustness can give an even better prediction of the robustness of the 
shunting plan. Moreover, combining the surrogate measures can give a better estimation of the 
robustness in a wider range of variability scenarios.  

Therefore, guiding the SA algorithm is based on both RMmintsRelative and RMsqrttsRelative. The 
question of how this combined surrogate robustness measure is used to guide the SA algorithm is, 
however, still not answered.  

The goal of the new SA algorithm is to find both feasible and robust solutions. It thus can be seen as a 
multi-objective optimization problem. Roijers, Vamplew, & Dazeley (2013) discussed several 
approaches to solve such a multi-objective optimization problem and in which situations these 
approaches are suitable. They mentioned that in case two objectives are not conflicting, they can be 
combined into one weighted objective. As it was found in Section 4.2.3 that the differences in costs and 
(surrogate) robustness have no positive relationship, and thus are not necessarily conflicting, a 
combined objective function of both the surrogate robustness and costs is expected to be suitable.  

The proposed objective function for the SA algorithm to find robust solutions therefore is: 

𝑂𝑂𝑂𝑂𝑂𝑂𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 = 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 −  𝛼𝛼 ∗   (𝛽𝛽 ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 + (1 − 𝛽𝛽) ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅) 

In this formula, β determines the weight of each surrogate measure in guiding the algorithm. α 
determines how much weight is given to robustness. The higher the α, the more the algorithm is guided 
on robustness instead of costs. While for a low α neighbours that decrease the costs may still be accepted 
even if they decrease robustness, with a high α this becomes less likely. 

Because RMsqrttsRelative is much higher than RMmintsRelative (in the order 103), it is advised to 
standardize RMmintsRelative and RMsqrttsRelative,  such that the β is more indicative and the choice 
for 𝛼𝛼 does not depend on β. Note that the number of shunting movements is also included in the model 
as this was already part of the penalty costs.  

The β determines the weight given to each of the two surrogate robustness measures. It is advised to 
choose this β based on their performance on estimating the robustness measures. Section 4.1.2.3 showed 
that the amount of variability affects the correlations between the surrogate robustness and the 
robustness measures. Also, not for every robustness measure the same surrogate robustness measures 
are strongly correlated. Therefore, two guidelines are proposed in choosing β: 

1. The robustness goal 

RMmintsRelative has high correlations with the quality robustness related measures, while for solution 
robustness related measures, especially for the average deviation from EST, the correlations are lower. 
RMsqrttsRelative has a better performance on the solution robustness related measures. Therefore, it is 
advised to choose a higher β in case quality robustness is most important. In case solution robustness is 
also an important objective, it is advised to choose a lower β, such that more weight is given to 
RMsqrttsRelative. 
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2. The amount of variability 

In case of low variability, RMmintsRelative has high correlations with the robustness measures (except 
the average deviation from EST), while the correlations for RMsqrttsRelative are somewhat lower. 
However, when variability increases, correlations for RMsqrttsRelative become much stronger, for 
some robustness measures even stronger than the RMmintsRelative. In many situations, some global 
estimations of the amount of variability (like “in the range of”, “a CV between”, etcetera). Using this 
information about the variability, more weight to the RMmintsRelative or RMsqrttsRelative can be 
given to better estimate the robustness measure.  

The proposed model is implemented in the SA algorithm at NS (Van den Broek, 2017). In order to 
assess the performance of this newly proposed SA algorithm on finding feasible and robust shunting 
plans, the algorithm is applied to a specific case. This implementation and performance testing will 
further be discussed in chapter 5.  
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5) Implementation and evaluation 

The previous chapter proposed a general model for the objective function of the SA algorithm. This 
chapter assesses the performance of this adapted SA algorithm by implementing the model for a specific 
case. Section 5.1 first describes the examined case, after which it can be read how the β is estimated 
using regression. Section 5.2 then describes the experimental setup. Thereafter, Section 5.3 discusses 
the performance of the algorithm on robustness and the ability to generate feasible shunting plans.  

5.1 Implemented case & estimation of weight parameter β 

The proposed model is applied to problem instances with 17 train units. For 17 train units, it is quite 
challenging for the current algorithm to find a feasible schedule within 120 seconds computation time, 
while still many of the problem instances can be solved: the old algorithm is able to solve approximately 
54% of the problem instances within 120 seconds. Using 17 train units allows to discover differences 
between the current algorithm and the proposed algorithm; with a very small number of train units it is 
likely that both algorithms create robust solutions and have a high feasibility percentage, because only 
a small number of tasks have to be scheduled in a relatively long time span. With a very high number 
of units, the various test sets are less comparable, as finding a feasible solution for a problem instance 
is too random due to their difficulty. Moreover, it would take much time to build reliable test sets. 
Therefore, the performance of the new algorithm is compared with the performance of the old algorithm 
for 17 train units. 

Chapter 4 mentioned that the weight parameter β, if possible, should be chosen based on the importance 
of the robustness measures and the expected amount of variability. Regarding the amount of variability, 
it is chosen to determine the robustness measures using the default variability scenario as defined in 
Section 4.1.2.3, in which the deviation in arrival times follows the high-variability arrival distribution 
as defined in Section 4.1.1.1, the Cleaning times follow lognormal distributions with CV=0.15, and the 
other tasks follow uniform distributions with CV = 0.15. Regarding the importance of the robustness 
measures, it is chosen to focus on the schedule fraction delayed because this robustness measure is an 
important performance measure for the shunting yards at NS.  

Section 4.1.1.1 discussed that variability in the movement before departures has much influence on the 
robustness because there is little slack between the departures. It is therefore assumed that these 
departure movements have no variability in their duration. Although in the new algorithm this absence 
of slack can be resolved in some cases, it is chosen to assume that the (sub)movement immediately 
before the departure still has no variability. This assumption allows comparing the results for the new 
algorithm with that of the old algorithm. In the new algorithm, the absence of slack could easily be 
precluded by including these departure movements in the calculation of the surrogate robustness 
measures. 

Although the proposed algorithm is tested for this specific case, it is expected that the robustness 
measures for other variability scenarios decrease as well, because both surrogate measures also perform 
well in other variability scenarios. Moreover, if a shunting plan is robust to a scenario with a CV of 
0.15, it likely is also robust to a scenario with a CV of 0.05.  

Based on this described variability scenario and robustness goal, the β used in the objective function of 
the proposed algorithm is determined. To choose a suitable β, the simulation data gathered in the 
factorial design experiment, where the algorithm got 120 seconds computation time for all problem 
instances and is simulated for the scenario described above, is used. The β is fitted in such a way that 
the combined surrogate robustness measure gives the best estimate for the schedule fraction delayed.  
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In order to find this best fit, first the RMmintsRelative and RMsqrttsRelative were standardized 
(𝑇𝑇𝑑𝑑𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑 𝑐𝑐𝑑𝑑𝑇𝑇𝑇𝑇𝑑𝑑𝑐𝑐𝑑𝑑− 𝜇𝜇𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑡𝑡 𝑠𝑠𝑡𝑡𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑡𝑡

𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑡𝑡 𝑠𝑠𝑡𝑡𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑡𝑡
). Subsequently, multiple linear regression is done on the data 

points for which the RMmintsRelative is smaller than 0.8. Only this part of the data is used because 
schedules with a higher RMmintsRelative barely result in a positive schedule fraction delayed with 
these variability settings. For a lower RMmintsRelative, the relationships between the surrogate 
measures and (quality) robustness measures are linearly decreasing.  

Table 5.1 shows the resulting regression coefficients. The goal of this regression is to find a suitable 
weight between the surrogate robustness measures. Consequently, only the ratio between the 
RMmintsRelative and RMsqrttsRelative is relevant. Therefore, to calculate the β, the coefficients are 
scaled, such that their sum is equal to 1. The resulting β is 0.87. 

 
 
 

 
 

5.2 Experimental Setup 

Section 1.4 mentioned that the proposed SA algorithm should be able to find feasible, robust solutions 
in a reasonable amount of time. In this section, it can be read how it is assessed whether the new 
algorithm satisfies this aim.  

The proposed model includes some parameters. The last section already described how a suitable β was 
estimated. Besides, the α, the weight given to robustness, and the computation time should be chosen. 
It is likely that the choice for these parameters influences the performance of the model. Therefore, the 
α and the computation time are varied while testing the performance. Next paragraphs discuss these α-
values and computation times.  

Robustness Weight α 
With α, the weight given to robustness can be chosen and thus α likely influences the robustness 
performance. Therefore, the performance of the proposed SA algorithm is assessed using three different 
α-values: 5, 15, and 25. Whereas with α equals 5 cost decreases are almost always accepted, even though 
they decrease the robustness, with α equals 25 cost decreases are only accepted if they do not decrease 
the robustness too much.  

For each α, 400 feasible shunting plans are generated (computation time = 120 seconds) and simulated 
(n = 10000, scenario described in the previous section). As it has been found that the computation time 
for the new algorithm is higher due to the computation of the surrogate measures, the results are also 
compared with the case where α equals 0. This corrects for the effect of the computation time as the 
surrogate robustness measures are still calculated, such that the effect of guiding on robustness could 
be assessed. 

Computation time 
As mentioned in the last paragraph, the computation time for the new algorithm is higher due to the 
calculation of the surrogate robustness measures. Although the time to construct the POS has been 
decreased (Section 3.5), still most of this calculation time is spent on the POS construction. Due to this 
higher computation time, the percentage of the problems for which a feasible solution can be found 
within a specific amount of time is likely to decrease. Section 4.1.2.1 discussed that this feasibility 
percentage can be used to assess the ability of the SA algorithm to find feasible shunting plans in a 
reasonable amount of time.  

 Regression 
coefficient 

p β 

Standardized RMmintsRelative -0.852 0.000 0.87 
Standardized RMsqrttsRelative -0.121 0.000 0.13 

 Table 5.1: regression coefficients and β for the standardized surrogate measures for the schedule fraction delayed 
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It is likely that this feasibility percentage can be increased by a higher computation time. However, due 
to the difference in the objective function, it is the question whether the same feasibility percentages (or 
even higher) can be reached, and how much additional computation time is needed to reach them. 
Therefore, also the effect of the computation time on the feasibility percentage and the robustness has 
been assessed by generating feasible shunting plans for a computation time of 120 seconds (400 feasible 
POS), 180 seconds (400 feasible POS), 300 seconds (250 feasible POS) and 600 seconds (250 feasible 
POS). The shunting plans are simulated with the earlier described scenario (n=10000) and the results 
are compared with that of the old algorithm. 

While implementing the proposed model, it has been found that some settings influence the 
performance of the algorithm. Therefore, the algorithm is slightly adapted to increase its performance. 
A first adaptation is to not further change the robustness costs when the RMsqrttsRelative is above 
1750, even though RMsqrttsRelative can be higher than 1750. Without this bound, the algorithm often 
chooses neighbours giving very small improvements on the RMsqrttsRelative, such that the algorithm 
searches less for improvements on the RMmintsRelative or the costs. The boundary is set to 1750 
because this amount is, in general, more than enough to prevent for (quality related) delays under the 
used variability settings.  

A second adaptation is that when accepting a candidate neighbour solution decreases the conflict costs 
to 0, thus a feasible schedule, the neighbour is directly accepted, even if the total costs (Conflict + 
Penalty + Robustness) increases.  

5.3 Results 

The previous section explained how the performance of the proposed SA algorithm has been assessed. 
This section discusses the results. As the goal of the algorithm is to find both feasible and robust 
shunting plans in a reasonable amount of time, they both are considered. Section 5.3.1 compares the 
performance of the algorithm on the ability to find feasible schedules in a reasonable time with that of 
the old algorithm. Then, Section 5.3.2 compares the robustness of the generated shunting plans for 
different robustness weights α, including α equals 0. Section 5.3.3 discusses some variations on the 
design that may improve the performance of the new algorithm on the ability to generate feasible 
schedules, including their effect on the robustness. 

5.3.1 Ability to find feasible shunting plans in a reasonable amount of time 

In Section 4.1.2.1, the performance on finding a feasible schedule was assessed for the algorithm of 
Van den Broek (2017). This section compares the performance on finding feasible schedules of the new 
algorithm with that performance.  

Figure 5.1 shows the feasibility percentages for 
both the old and new algorithm (α=5) for 
multiple computation times. It can be seen that 
the feasibility percentages for a specific 
computation time, are lower for the new 
algorithm than for the old algorithm. Whereas 
the old algorithm was able to solve 
approximately 58% of the instances within 120 
seconds, the new algorithm only solved 
approximately 38% of the instances. 

 Figure 5.1: Feasibility percentages for specific amounts of 
computation time for the old and newly proposed algorithm.  
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The reduced feasibility percentages do however not mean that the proposed algorithm is not able to find 
a feasible solution for these instances. The feasibility percentage increases fast when more computation 
time is given. Moreover, it can be observed that the difference in the feasibility percentage between the 
old and new algorithm decreases when the computation time is increased. Consequently, the negative 
effect on the ability to find feasible solutions can be resolved by increasing the computation time.  

The additional time needed to reach the same feasibility percentages can be determined by horizontally 
comparing the two lines. For example, to solve 58% of the problem instances with the new algorithm, 
approximately 200 seconds are needed. Thus, the proposed algorithm is able to solve instances in 
approximately 150-200% of the computation time of the SA algorithm of Van den Broek (2017). As 
the new algorithm needs approximately 31% of the calculation time to calculate the surrogate robustness 
measures, it can be concluded that the decreased feasibility percentage is mainly the result of the 
calculation time for the surrogate robustness measures. 

It can be concluded that although the computation times for the proposed SA algorithm are higher, the 
algorithm is still able to find feasible solutions in a reasonable amount of time. 

5.3.2 Performance on robustness 

The previous section discussed the performance of the proposed SA algorithm on finding a feasible 
schedule in a reasonable amount of time. This section discusses its performance on the second aspect, 
which is the main goal of this research: the robustness of the generated shunting plans. Section 5.2 
mentioned that the performance of the algorithm likely is affected by the robustness weight α. 
Therefore, the performance of the proposed algorithm for various α is assessed. 

Table 5.2 shows the average values over the generated shunting plans for all (surrogate) robustness 
measures for the default variability scenario (Section 5.1). The table also shows the feasibility 
percentage for each α. In the next paragraphs, we discuss these results in more detail. 

 

 

 

 
 

 

 

 

 
The results for the schedule fraction delayed and the average TU tardiness are plotted in Figure 5.2. In 
this figure, the robustness for a variability scenario in which the CV equals 0.3 is added. It can be seen 
that guiding on robustness significantly improves the robustness of the shunting yards schedules. For 
the default scenario, the average schedule fraction delayed decreases from approximately 0.05 to almost 
0. Also, the grand average of the TU tardiness goes to almost 0. Interestingly, for the default variability 
only a little bit of guiding already decreases these two robustness measures to their minimum.  

Robustness weight α, 
CV=0.15 

0 5 15 25 

% feasible 0.42 0.38 0.37 0.36 
(Average) schedule 
fraction delayed 

0.05 0.0021 0.0017 0.0008 

(Average) average 
task fraction delayed 

0.00701 0.00031 0.00030 0.00004 

(Average) average 
deviation from EST 
(seconds) 

237.5 239.8 237.7 232.1 

(Average) average TU 
Tardiness 

3.177 0.207 0.045 0.0094 

(Average) 
RMmintsRelative 

1.57 3.83 4.44 4.78 

(Average) 
RMsqrttsRelative 

1807 2043 2152 2232 

% <=0.05 Schedule 
fraction delayed 

0.8575 0.9925 0.9975 0.995 

Table 5.2: Performance for the default 
variability scenario. For the (surrogate) 
robustness measures, the average values are 
given. 
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In the default variability scenario, no significant difference in the robustness measures can be observed 
for the various α-values (except 0), as they are already at their minimum with an α of 5. However, when 
the variability is higher, see the blue lines in Figure 5.2, the differences in robustness measures for the 
various α become larger. The robustness measures for α equals 5 are larger than for an α of 15 or 25. 
Thus with higher variability, giving more weight to the robustness increases the robustness of the 
generated shunting plans.  

Comparing the two variability scenarios in Figure 5.2, particularly the robustness measures for the case 
where the algorithm is not guided on robustness (α =0) increased. Especially the effect of the variability 
on the average TU tardiness is high. Although the 16 seconds does not seem to be large, it means that 
if a schedule is delayed, the total delay of the trains is 42 minutes, as only a ratio of 0.108 of the 
schedules is delayed and the robustness measure is averaged over 17 train units. This amount of delay 
can significantly influence the further operations of NS. 

Thus next to the schedule fraction delayed, also the average TU tardiness, even as the average task 
fraction delayed, drastically decreases due to the guiding. In Section 5.1, the β was fitted on guiding the 
SA algorithm towards a low schedule fraction delayed, but apparently it also does so for the other 
robustness measures. Further exploration shows that the choice for the β has only little effect on the 
robustness measures (Table 5.3). This may be because, for this number of train units, the algorithm can 
be guided towards both a high enough RMmintsRelative and a high enough RMsqrttsRelative to prevent 
for delays. Consequently, the choice for the β parameter does not have much influence on the 
robustness. 

 

 
The increased differences between the α’s on their robustness performance for the two variability 
scenarios can be explained by the differences in surrogate robustness. In Table 5.2, it can be seen that 
when the α is increased, the averages of both surrogate robustness measures increase. The main increase 
is between α equals 0 and α equals 5, but for higher α the averages of the surrogate measures still 
increase. The values of the surrogate measures estimate the ability of the schedule to cope with 
uncertainty. Whereas with a lower variability specific values for the surrogate measures can be enough 
to cope with the variability, with higher variability these values could be not enough. As guiding with 
a higher α results in higher surrogate robustness measures, this could increase the robustness of the 
plans. 

β Schedule fraction delayed 
[95% confidence interval] 

Average TU tardiness 
[95% confidence interval] 

0.5 0.00068 [0.00009,0.0013] 0.0326 [0.0050, 0.0602] 
0.7 0.00051 [0, 0.0010] 0.0383 [0.0002, 0.0764] 
0.87 0.00209 [0, 0.0047] 0.2069 [0, 0.5020]  

Table 5.3: effect of β on the average 
of the quality robustness measures. 

Figure 5.2: Effect of the robustness weight α on the average of the robustness measures schedule fraction delayed (left) and 
the average TU tardiness (right). 
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The surrogate robustness measures thus quantify the amount of buffer in a shunting plan, which 
estimates its ability to cope with uncertainty. Therefore, the surrogate robustness measures can also 
predict the (maximum) amount of variability a shunting plan can cope with. This can, for example, be 
used to set a robustness criterion for the shunting plans.  

Besides the effect of the weight α on the robustness of the generated shunting plans, Table 5.2 also 
shows the effect of α on the feasibility percentage (first row). It can be seen that guiding more on 
robustness slightly decreases this feasibility percentage.  

Summarizing, guiding the SA algorithm on surrogate robustness significantly increases the robustness 
of the generated shunting plans. The positive effect of guiding increases when the variability on the 
shunting yard is higher. This could be explained by the increased amount of surrogate robustness, which 
can predict the (maximum) amount of variability a schedule can cope with.  

Comparison with guiding using absolute surrogate measures 
The proposed model guides the SA algorithm with the two newly introduced relative surrogate 
measures: RMmintsRelative and RMsqrttsRelative. These surrogate measures are used because it was 
found that the relative surrogate measures have stronger correlations with the robustness measures than 
the (absolute) surrogate robustness measures from literature. This does however not immediately imply 
that these absolute surrogate robustness measures cannot guide the algorithm towards robust solutions. 
In this section, it is assessed whether guiding with the relative surrogate measures indeed leads to more 
robust solutions.  

In order to assess the difference between absolute and relative guiding, the algorithm has been adapted. 
Instead of the relative measures, the standardized RMMints and RMsqrtts are used to guide the 
algorithm. Again, 400 feasible shunting plans for 17 train units are generated with an α of 5. These 
shunting plans are simulated for the default variability scenario (Section 5.1) and for a task CV of 0.3.  

Table 5.4 shows the average robustness measures for the generated shunting plans. It can be seen that 
the robustness measures for guiding with RMMints and RMsqrtts are significantly higher than the 
robustness measures for guiding with the proposed model. The difference between absolute and relative 
guiding increases with higher variance.  

The main difference between the shunting plans of absolute guiding and relative guiding are the values 
for RMMints and RMmintsRelative. The average RMMints is higher for absolute guiding (6172) than 
for relative guiding (2806). However, the average RMmintsRelative is lower for absolute guiding (3.17) 
than for relative guiding (3.83). This can cause the difference in robustness measures. 

From these results, it can be concluded that the newly introduced relative surrogate robustness measures 
are indeed better in guiding the SA algorithm towards robust shunting plans than their absolute variants 
as proposed in literature.  

 CV =0.15 [95% confidence interval] CV=0.3 [95% confidence interval] 
Guiding based on: RMmintsRelative 

and 
RMsqrttsRelative 

RMmints & 
RMsqrtts 

RMmintsRelative 
and 
RMsqrttsRelative 

RMmints & 
RMsqrtts 

(Average) schedule 
fraction delayed 

0.0021  
[0, 0.0047] 

0.0078  
[0.0024, 0.013] 

0.0083  
[0.0037, 0.013] 

0.023  
[0.014, 0.032] 

(Average) average 
TU tardiness 

0.207 
[0, 0.502] 

0.681 
[0.046, 1.32] 

1.58 
[0.264, 2.89] 

4.85 
[2.17, 7.54] 

(Average) task 
fraction delayed 

0.00031 
[0, 0.00075] 

0.0012 
[0.00018, 0.0023] 

0.0010 
[0.00023, 0.0018] 

0.0039 
[0.0020, 0.0059] 

(Average) Average 
Deviation from EST 

239.8 
[236.3, 243.2] 

257.0 
[253.0, 260.9] 

336.2 
[330.1, 342.2] 

373.3 
[365.8, 380.7] 

Table 5.4: Average robustness measures for the shunting plans generated with the absolute surrogate robustness measures 
RMMints and RMsqrtts. Also, the robustness measures for the proposed (relative) model are shown.  
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5.3.3 Variations on the algorithm to improve performance aspects 

The last two sections discussed the performance of the proposed algorithm on the ability to find feasible 
shunting plans in a reasonable amount of time and the ability to generate robust shunting plans. As it 
was found that the proposed algorithm decreases the feasibility percentage, this section investigates two 
variations on the proposed model in order to increase this feasibility percentage. These two variations 
are: 

- First, find a feasible solution without considering robustness. If a feasible schedule is found, 
guide the SA algorithm also on surrogate robustness. 

- In case the RMmintsRelative is higher than 2, do not further change the robustness costs. 

The next paragraphs discuss the ideas behind these model variations. Also, the performance of these 
model variations on both the robustness and the feasibility percentage will be assessed. 

First feasible, then robust 
The proposed SA algorithm calculates the surrogate robustness measures for each evaluated solution. 
As mentioned in Section 5.3.1, the SA algorithm spends approximately 31% of the total computation 
time to calculating the surrogate robustness measures. Mainly due to this calculation time, the feasibility 
percentage for 120 seconds decreased from 58% with the old algorithm to 38% with the new algorithm. 
In order to decrease the time spent on calculating the surrogate robustness, an option is to first find a 
feasible solution without considering robustness. Then, when a feasible solution is found, this solution 
is improved on its robustness by also guiding the SA algorithm on the surrogate robustness measures.  

Although this two-step approach likely increases the performance regarding the feasibility percentage, 
it could have a negative effect on the robustness of the generated solutions. Because the SA is not guided 
on robustness during its search, the SA may be guided towards a solution area with non-robust solutions. 
As SA only makes local changes, it is unlikely that the algorithm then will explore other solution areas 
with more robust solutions. Therefore, it could be that the final solutions are less robust when this two-
step approach is used. 

The algorithm is adapted to test these hypotheses. Table 5.5 shows the performance on both the 
feasibility percentage and the (surrogate) robustness measures for the default variability scenario 
(Section 5.1). It can be seen that the feasibility percentage increases, even above the feasibility 
percentage of the SA algorithm of Van den Broek (2017). This higher percentage could be due to always 
accepting a feasible candidate solution, even when the total costs (+penalty cost) increases. The 
percentage of the computation time spent on calculating the surrogate robustness measures decreases 
from 31%  to 4%.  

It can also be observed that although the robustness measures increase, they are still very high for the 
default variability scenario. Table 5.4 also shows the robustness measures for a higher variability 
scenario (CV=0.3). It can be observed that the robustness measures are significantly higher for the 
model variation where first a feasible solution has to be found before the algorithm is guided on 
surrogate robustness. Reason for this can be the lower averages of the surrogate robustness measures. 
It is expected that for a higher number of train units, the difference between the model variations is even 
higher; as the number of feasible solutions is lower, it is less likely that a robust feasible solution can 
be found in the same solution area.  

It can be concluded that first searching for a feasible schedule and then guiding on robustness, increases 
the feasibility percentages. However, this model variation should be applied with care. Although for a 
low amount of variability the robustness measures are still low, for a higher amount of variability, the 
robustness measures increase. It should therefore be thoroughly considered to how much variability the 
shunting plans must be resistant, such that it can be assessed whether the generated solutions are robust 
enough. 
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Bounding the increase of robustness cost 
The approach of first finding a feasible solution and only after that also guiding on robustness is quite 
radical. A disadvantage of the approach is that while finding a feasible solution, the SA could be guided 
to a non-robust solution area. This section elaborates on a more conservative approach to probably 
increase the fraction of problem instances solved: bounding the robustness costs.  

Section 5.2 mentioned that the robustness costs are not further changed when RMsqrttsRelative is 
higher than a specific value. This bounding increased the performance of the algorithm. This model 
variation does the same for RMmintsRelative, such that the algorithm should search for cost 
improvements. 

This bounding may result in lower surrogate robustness and thus also a lower robustness of the shunting 
plans. However, in Section 4.1.2.3 it was discussed that above some specific RMmintsRelative, the 
probability of having delays for the tested variability scenarios is close to zero. Therefore, the bound 
chosen for RMmintsRelative is 2, such that the surrogate robustness should be high enough for the 
variability scenarios. 

Table 5.6 shows the feasibility percentage and the robustness measures. It can be observed that the 
feasibility percentage does not significantly increase compared to the feasibility percentage for α equals 
5 obtained with the proposed algorithm (Section 5.3.2).  

The robustness measures also not significantly differ from the results in Section 5.3.2. However, in 
Table 5.6 it can be observed that the surrogate measure RMmintsRelative decreases, such that it is likely 
that the generated schedules are able to cope with less uncertainty than the shunting plans in Section 
5.3.2.  

 

 Task CV=0.15 Task CV=0.3 
 

 First 
feasible, 
then robust 

α =5, 
Section 
5.3.2 

First 
feasible, 
then robust 

α =5, 
Section 
5.3.2 

% feasible 0.635 0.38 0.635  0.38 
(Average) schedule 
fraction delayed 

0.0071 0.0021 0.017 0.0083 

(Average) average task 
fraction delayed 

0.0011 0.00031 0.0028 0.0010 

(Average) average 
deviation from EST 
(seconds) 

238.2 239.8 334.25 336.2 

(Average) average TU 
Tardiness 

0.533 0.207 3.445 1.58 

(Average) 
RMmintsRelative 

3.56 3.83 3.56 3.83 

(Average) 
RMsqrttsRelative 

2029.5 2043 2029.5 2043 

% <=0.05 Schedule 
fraction delayed 

0.9725 0.9925 0.9525 0.955 

Table 5.5: performance 
measures for the variant of the 
algorithm where first a feasible 
solution is found before guiding 
on robustness. For the 
(surrogate) robustness 
measures, the average value is 
given.  
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It can be concluded that, whereas bounding the robustness costs due to changes in RMsqrttsRelative 
increases the performance of the algorithm, bounding for RMmintsRelative does not significantly 
increase the feasibility percentage. The reason for this could be that RMmintsRelative is only affected 
by changes related to the most critical task, while the RMsqrttsRelative is affected by changes in all 
tasks. Consequently, guiding the SA algorithm on RMmintsRelative does not decrease the possibility 
of finding cost improvements. 

5.3.4 Conclusion 

This chapter discussed the performance of the proposed SA algorithm by implementing and testing it 
for 17 train units. It has been found that the robustness of the generated shunting plans significantly 
increases, even with a small robustness guiding weight. The positive effect of guiding the algorithm on 
robustness increases when the shunting plans are subject to a higher amount of variability.  

The feasibility percentage decreases compared to that of the algorithm of Van den Broek (2017). 
However, by giving more computation time (approximately 150%), the proposed algorithm is able to 
find a feasible solution for a similar percentage of problem instances.  

The feasibility percentage can also be increased by first searching for a feasible solution before the 
algorithm is guided on robustness. This variation should however be applied with care, as the robustness 
of the solutions can decrease due to the limited solution space for finding a robust shunting yard 
schedule. 

 

 

 

 

 

 Increase Bounded 
RMmintsRelative 

α = 5, Section 
5.3.2 

% feasible 0.412 0.38 
(Average) schedule 
fraction delayed 

0.0016 0.0021 

(Average) average 
task fraction delayed 

0.00023 0.00031 

(Average) average 
deviation from EST 
(seconds) 

235.01 239.8 

(Average) average TU 
Tardiness 

0.116 0.207 

(Average) 
RMmintsRelative 

2.64 3.83 

(Average) 
RMsqrttsRelative 

1957.9 2043 

% <=0.05 Schedule 
fraction delayed 

0.9925 0.9925 

Table 5.6: Performance measures for the model 
variant where the robustness costs do not 
change due to changes in RMmintsRelative 
above 2. For the (surrogate) robustness 
measures, the average value is given. 
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6) Conclusion & Recommendations 

Currently, shunting plans at NS are generated using a Simulated Annealing (SA) algorithm that assumes 
deterministic settings. In practice however, this assumption is often violated; the shunting plans are 
subject to uncertainty. In this research, it has been investigated how the robustness of the generated 
shunting plans can be increased, such that the shunting plans are able to deal with the uncertainty 
without the need for rescheduling. This chapter gives an overall conclusion of this research, including 
its contribution to both NS and literature. Subsequently, limitations of the research and possibilities for 
future research are described. Finally, some specific recommendations to NS are given. 

6.1 Conclusion  

Due to the randomness of SA, it is needed to guide the SA algorithm in order to find robust solutions. 
The straightforward approach of simulating each candidate solution to determine the robustness is too 
computationally intensive. Therefore, this research explored two less computationally intensive guiding 
approaches: guiding by prioritizing neighbours following from robust search operators, and guiding by 
estimating the robustness of the candidate neighbour with surrogate robustness measures. 

It has been found that the second guiding approach, using surrogate robustness measures, is suitable for 
the shunting problem at NS. A surrogate robustness measure in which the robustness is estimated with 
a weighted average of the minimum relative slack (RMmintsRelative) and the average root of relative 
slack (RMsqrttsRelative) is proposed. This surrogate robustness measure is included in the objective 
function of the SA algorithm of Van den Broek (2017), such that the algorithm is guided towards both 
feasible and robust solutions. 

The proposed SA algorithm significantly increases the robustness of the generated shunting plans. A 
little bit of guiding on robustness is already enough to decrease the delays to their minimum for a 
coefficient of variation of 0.15 in task durations. The positive effect of guiding the algorithm with this 
surrogate robustness measure becomes even larger when the variability is increased. Nevertheless,  the 
time to find feasible solutions is increased to approximately 150% of the computation time for the SA 
algorithm of Van den Broek (2017). 

By proposing this SA algorithm for the shunting problem, this research contributes to both NS and 
literature. Regarding the contribution for the NS, this research has shown that variability in arrival times 
and task durations has a significant influence on the performance of the shunting plans. Therefore, 
assuming deterministic settings while scheduling can lead to bad operational performance of the 
shunting plans. With the proposed algorithm not only deterministically feasible solutions can be 
generated, but also solutions that remain feasible in the operational setting, where the shunting plans 
are subject to uncertainty. The robust approach ensures that in case of (small) disruptions, the tasks can 
still be executed in a pre-specified interval, such that further agreements can be based on this schedule.  

Besides this contribution to NS, this research also contributes to the shunting literature. Chapter 2 
mentioned that many researchers emphasize the importance of considering uncertainty, as uncertainty 
is common in shunting. However, research on the shunting problem taking into account uncertainty is 
limited. Moreover, the researches that considered uncertainty take a dynamic or reactive approach. This 
research proposed a robust solution method for the integrated shunting problem which both considers 
quality and solution robustness. The advantage of the proposed robust approach is a pre-known schedule 
which is, to a large extent, able to deal with variability without the need for rescheduling. This research 
therefore has a clear contribution to the shunting literature. 
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The solution method applied in this research, Simulated Annealing, is a general meta-heuristic which 
can be used to solve many (complex) scheduling problems. Although this research showed specifically 
for the shunting problem that the robustness of the schedules can be increased by including surrogate 
robustness in the objective function, this approach could also work for other scheduling problems. 
Therefore, this research also contributes to the general project scheduling literature.  

6.2 Limitations and future research 

Even though the results obtained with the proposed SA algorithm are promising, the research has its 
limitations. These limitations mainly follow from the assumption of making no structural changes in 
the shunting plan during its execution. Although this ‘pure’ robust approach has advantages as no 
scheduling during execution is needed and agreements can be based on the schedule, it also has some 
disadvantages: 1) it does not give a solution for (bigger) disruptions that cause operational infeasibility, 
and 2) it implicitly assumes that it is important for all tasks that they start in their predetermined time 
interval. These two limitations will be elaborated below, together with possible research directions to 
deal with them. 

In this research, it was shown that guiding on robustness drastically reduces delays when variability in 
arrival time and task duration is considered. However, especially in practice, some unexpected things 
can still occur such that the shunting plan becomes infeasible. Moreover, it could be desired to adapt 
the schedule for other reasons. It would therefore be valuable if the proposed robust approach is 
combined with some reactive approaches, such that the shunting plan can be adapted without changing 
the plan too much. 

Thus, a more proactive-reactive approach is recommended. It is expected that the proposed robust 
approach already forms a good basis for reactive procedures, as the slack in general is increased such 
that there is more “room” for adaptations. However, integrating the reactive procedures with the robust 
approach would be even better (Davari & Demeulemeester, 2017). This proactive-reactive approach 
could for example be based on the concept of recoverable robustness as described in Cicerone et al. 
(2007). The reactive procedures should then focus on resolving the conflicts while not changing the 
parts of the schedule that are desired to be stable.  

The second implication of the ‘pure’ robust approach is that it implicitly assumes that all tasks should 
be executed as scheduled. However, solution robustness may be important for only part of the tasks. 
For example, from the perspective of the cleaning team it may make no difference whether the order of 
two Cleaning tasks is reversed as long as they can be executed within the same time intervals. 

To take this difference between tasks into account, one possibility is to slightly adapt the algorithm. 
Instead of basing the weights of the slacks in the surrogate measures on the variance in tasks, these 
weights could be chosen in such a way that the desired slack distribution is encouraged. In this way, the 
algorithm could be guided towards execution time stability in the tasks for which this is desired. For 
the scheduling of the tasks for which solution robustness is less important, this approach could then for 
example be combined with the proactive-reactive approach described before, or the dynamic or reactive 
approaches of Peer (2018) and Bao (2018).   

6.3 Recommendations to NS  

The previous section described some more general limitations and possibilities for future research. This 
section will give some additional, more specific recommendations to NS.  

First, it is recommended to further consider the computation time for the newly proposed SA algorithm. 
The proposed algorithm needs approximately 150% of the computation time of the algorithm of Van 
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den Broek (2017) to find a feasible solution for the same percentage of problem instances. Although 
this is not that much, sometimes a lower computation time may be necessary. This research already 
mentioned that the approach of first finding a feasible solution and then improving the robustness 
decreases this computation time. Nonetheless, it can also decrease the robustness.  

Another method to decrease the computation time, without decreasing the robustness, could be to 
calculate the surrogate robustness measures faster. Most of the calculation time for the robustness 
measures is spent on constructing the POS. Although this research already drastically decreased this 
total calculation time of the surrogate robustness measures from approximately 10 to 1.5 milliseconds 
(17 train units), this could still be improved. By directly calculating the EST and LST of the tasks on 
the solution Graph used during the search, the POS does not have to be constructed for each evaluated 
solution. Consequently, the total time to calculate the surrogate robustness decreases and thus the 
feasibility percentage increases.  

A second recommendation is to consider the “expected need for slack” in each task more thoroughly 
before the proposed SA algorithm is used in the operation setting. In this research, it is assumed that 
each task has a variance depending on its norm duration. Then, this variance is used in the surrogate 
robustness measures to guide the algorithm. In practice however, this assumption can be violated. It is 
therefore recommended to use the more general surrogate measures in Appendix 5. Moreover, the “need 
for slack” can be influenced by other desires, like preferences in the distribution of the tasks over the 
day/night. By adapting the weights of the tasks in the surrogate robustness measures, the SA algorithm 
can be guided towards the desired slack distribution. 

Finally and more generally, it is recommended to further explore the possibilities for guiding the SA 
algorithm. Currently, the solution approach is mainly focused on finding feasible solutions. However, 
it is advised to also consider the quality of the generated solutions. In this research it was shown that 
the algorithm could be guided towards robust solutions, but possibly a comparable guiding approach 
also works for other desired properties of a shunting plan such as resource usage. 
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Appendix  

Appendix 1: Train unit types considered in research & task norm durations 

SLT4 

 
 

SLT6 

 

VIRM4 

 
 

VIRM6 

 

Train units can also be combined to form a longer train. 2 train units from SLT can be combined. Also, 
2 train units of VIRM can be combined. Combinations of an SLT train unit and VIRM train unit are not 
possible. Each train unit has a specific number: in practice 5-10% of the departure trains require units 
with a specific number. However, in this research it is assumed that there are no departing trains 
requiring specific numbers, this assumption can easily be changed and is expected to not have an impact 
on the results. 

Norm durations 

v 

Task Executed 
each: 

SLT4 SLT6 VIRM4 VIRM6 

Length (meters) - 69.36 110.54 108.56 162.06 
Arrival Ratio  0.225 0.203 0.319 0.254 
Internal Cleaning 
(minutes) 

1 Day 9 13 23 35 

Technical 
Inspection A 
(minutes) 

12 Days 24 28 48 60 

Technical 
Inspection B 
(minutes) 

2 Days 14 17 11 14 

Kopmaken/Walking 
(minutes: seconds) 

- 3:04 3:30 6:20 7:04 

Task Time (seconds) 
Split  120 
Combine 180 
Movement base time+ switch Time*nr of switches + track time * nr of tracks 

0+ 30* nr of switches + 60*nr of tracks 



V 
 

Appendix 2:  Explanation of derivation tasks from subproblems 

The Matching subproblem further defines the arrivals and departures, of which the times and required 
subtype are specified in the problem instance, by attaching a specific train unit. As the algorithm can 
change this Matching, and arrivals and departures set boundaries on the start and end times for the tasks 
for the specific train unit, arrival and departure tasks are included in the Graph for each train. Different 
from other tasks, the arrival times are fixed, and the departure times should fit with the times and 
subtypes specified in the problem input. 

The Splitting and Combining subproblem can be divided into two separate task types. However, in the 
solution Graph, they are not included explicitly as a task, but as an obligated delay between tasks. This 
has to do with the structure of the algorithm, in which splitting and combining tasks are implied by the 
previous and next tasks; if a task for two train units is followed by two tasks both for one train unit, it 
can be concluded that they have been split.  

The Routing subproblem consists of finding valid routes for all necessary movements. Different from 
the other tasks, the need for a movement is not specified in the problem instance. Based on the places a 
train should visit in order to perform the other specified tasks, it is determined which movements are 
required, and which route will be taken. To reach a place, sometimes the direction of the train should 
be changed. The train driver then walks from one end of the train to the other end of the train, this is 
called “kopmaken”. This “kopmaken” is not explicitly considered as a task in the Graph but modelled 
as an obligated delay between two movements. 

The Parking subproblem inserts parking tasks in the Graph. Parking tasks are not obligated, they just 
fill the time on the shunting yard in which no tasks are executed, and thus the duration is flexible. During 
the parking time, the train unit occupies the track on which it is parked, such that no other train units 
can pass.  

Finally, the Service subproblem further specifies the service tasks that must be executed for each train 
unit according to the problem input. In the solution Graph, the service tasks also contain information 
about when, and at which service facility the service task is executed. The possible service tasks are: 
Technical Inspection A, Technical Inspection B, and Internal Cleaning. 

This leads to the following task types in each of the two (Graph & POS) solution representations:   

Subproblem Graph Task Types POS Task Types 
Matching Arrival, Departure Arrival, Departure 
Splitting & Combining  Split, Combine 
Routing Movement Movement, “kopmaken” 
Parking Parking Parking 
Service Inspection A, inspection B, 

internal Cleaning 
Inspection A, Inspection B, 
internal Cleaning 
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Appendix 3: Existing Simulated Annealing Algorithm 

Pseudocode SA Van den Broek (2017) 

1. Generate initial solution (using MIP, heuristics) 
- Evaluate initial solution on costs (see formula 1) 

2. Perform iterations (while stop criterion not met) 
2.1 Create Neighbourhood 
- 11 operators are defined, each operator selects the possible moves: 

o MovementSplitOperation: split one movement into multiple movements and add 
parking tasks in between. 

o ServiceMachineSwapOperation: Swap the assignment to resources of two service tasks  
o ServiceMachineOrderOperation: Swapping the order of two consecutive service tasks 

assigned to a resource 
o ServiceMachineSwitchOperation: A service task is assigned to another available 

resource (order of tasks preserved) 
o ServiceTrainOrderOperation: swap the order of two consecutive service tasks for a 

shunting train 
o MatchingSwapOperation: swap a matching of incoming and outcoming train units. 
o ParkingSwitchOperation: change the track or arrival side of one parking activity 
o ParkingSwapOperation: swap the track or arrival side of two parking tasks that overlap 

in time 
o MovementShiftOperation: shift a movement operation in time (to change the order of 

movements) 
o MovementMergeOperation: merge two movement tasks and an intermediate parking 

task to 1 movement task 
o MovementSplitAndShiftOperation 

- If parking reallocation is allowed, also the moves from the following operators are added: 
o ParkingInsertMove: Add a movement and parking task 
o ParkingInsertAndReturnOperation: Add two movement and a parking tasks between 

two service activities on the same track 
o ParkingInsertAndReturnWhenOnlyParkingOperation 
o MovementSplitAndParkingSwitchOperation 

2.2 Select schedule 
- Shuffle all moves 
- Select move 

o If costs of new schedule are lower than current best costs OR accept with probability 
(see formula 2) -> select move 

o Else go to next move 
o If no move accepted and move list is non-empty, select random move from the list 
o Else return Null 

- Execute selected move  
o If selected costs higher than best costs, check if the number of iterations without 

improvement is higher than a predetermined number: 
 Return to the best solution 
 If there is no alternative solution or with some probability, restart with a new 

initial solution 
 Else continue with a randomly chosen previous solution 

o Execute the move: calculate costs 
o If lower costs, update best costs 
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o If time interval elapsed, update temperature 
3. Return best cost schedule as the solution 

Formulas 

Costs formula: 
𝐿𝐿𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 = 𝐶𝐶𝑛𝑛𝑅𝑅𝑜𝑜𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 + 𝑃𝑃𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅,   𝑤𝑤ℎ𝑅𝑅𝑛𝑛𝑅𝑅: 

𝐶𝐶𝑛𝑛𝑅𝑅𝑜𝑜𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 =  𝑊𝑊𝑐𝑐𝑐𝑐𝑐𝑐𝑇𝑇𝑇𝑇𝑖𝑖𝑐𝑐𝑐𝑐 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑂𝑂𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 +   𝑊𝑊𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑑𝑑 𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑑𝑑𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝𝑅𝑅
+  𝑊𝑊𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑ℎ ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑛𝑛𝑅𝑅 𝑑𝑑𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅ℎ + 𝑊𝑊𝑇𝑇𝑐𝑐𝑐𝑐𝑖𝑖𝑎𝑎𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑

∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝𝑅𝑅 +  𝑊𝑊𝑇𝑇𝑐𝑐𝑐𝑐𝑖𝑖𝑎𝑎𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑ℎ ∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑛𝑛𝑅𝑅 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅ℎ + 𝑊𝑊𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑇𝑇

∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑅𝑅𝑂𝑂𝑡𝑡 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 + 𝑊𝑊𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑖𝑖𝑐𝑐𝑐𝑐 ∗ 𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑅𝑅𝑂𝑂𝑡𝑡 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 + 𝑊𝑊𝑑𝑑𝑐𝑐𝑇𝑇𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑ℎ

∗ 𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅ℎ 𝑛𝑛𝑜𝑜 𝑅𝑅𝑛𝑛𝑅𝑅𝑂𝑂𝑡𝑡 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅 +  𝑊𝑊𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑑𝑑𝑑𝑑𝑐𝑐𝑑𝑑 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑂𝑂𝑛𝑛𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑅𝑅 𝑑𝑑𝑅𝑅𝐴𝐴𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑛𝑛𝑅𝑅
+  𝑊𝑊𝑇𝑇𝑑𝑑𝑐𝑐𝑎𝑎𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑 ∗ 𝑅𝑅𝑑𝑑𝑅𝑅 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 +  𝑊𝑊𝑑𝑑𝑐𝑐𝑑𝑑𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑐𝑐𝑑𝑑

∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝐴𝐴𝑛𝑛𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑑𝑑𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 

𝑃𝑃𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝐶𝐶𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 =  𝑊𝑊𝑇𝑇ℎ𝑑𝑑𝑐𝑐𝑑𝑑𝑐𝑐𝑐𝑐𝑎𝑎𝑑𝑑𝑇𝑇 ∗ 𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅ℎ𝑑𝑑𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 + 𝑊𝑊𝑖𝑖𝑑𝑑𝑑𝑑𝑑𝑑𝑐𝑐𝑇𝑇𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐𝑇𝑇𝑖𝑖𝑐𝑐𝑐𝑐𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑 ∗ 𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 𝐴𝐴𝑅𝑅𝑛𝑛𝑡𝑡𝑅𝑅𝑅𝑅𝑛𝑛 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 

In order to be feasible, the solution conflict costs have to be zero 

 

Acceptance probability 
Accept a schedule with a higher cost than the best cost if: 

𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅 𝑂𝑂𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 ≤  max{25, min(1.3 ∗ 𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑂𝑂𝑛𝑛𝑅𝑅𝑅𝑅, 100)} , if true: 

𝑃𝑃𝑛𝑛𝑛𝑛𝑂𝑂𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 𝑛𝑛𝑜𝑜 𝑅𝑅𝑂𝑂𝑂𝑂𝑅𝑅𝐴𝐴𝑅𝑅𝑅𝑅𝑅𝑅𝑂𝑂𝑅𝑅 =  𝑅𝑅
𝑏𝑏𝑡𝑡𝑠𝑠𝑠𝑠 𝑐𝑐𝑠𝑠𝑠𝑠𝑠𝑠−𝑠𝑠𝑠𝑠𝑚𝑚𝑡𝑡 𝑐𝑐𝑠𝑠𝑠𝑠𝑠𝑠−5

𝑠𝑠𝑡𝑡𝑠𝑠𝑡𝑡𝑡𝑡𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑡𝑡 , 

Where the temperature is decreased after each specified time period, such that the further in the 
simulated annealing, in time (second part) or in best costs (first & second part), the acceptance of worse 
solution decreases. 
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Appendix 4: Distribution fitting  

Lognormal(μ ,σ(log)):  

𝜇𝜇 = ln�𝐸𝐸(𝑋𝑋)� − 0.5 ∗ ln((
𝜎𝜎(𝑋𝑋)
𝐸𝐸(𝑋𝑋))2 + 1) 

𝜎𝜎(𝑅𝑅𝑛𝑛𝑛𝑛) =  �ln((
𝜎𝜎(𝑋𝑋)
𝐸𝐸(𝑋𝑋))2 + 1 

Uniform[a,b]: 

𝑅𝑅 = 𝐸𝐸(𝑋𝑋) −  �𝐶𝐶𝐴𝐴𝑅𝑅(𝑋𝑋) ∗  √3 

𝑂𝑂 = 𝐸𝐸(𝑋𝑋) +  �𝐶𝐶𝐴𝐴𝑅𝑅(𝑋𝑋) ∗  √3  
 
Dirty-Clean lognormal(μ, σ(log)): 

The CV of the total distribution has to be equal to the CV as prescribed by the amount of variability in 
Cleaning. The distribution has to include both variability in dirtiness and variability in cleaning time 
given the dirtiness. The distributions are constructed as follow: 

First, set 𝜎𝜎𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑(𝑋𝑋) =  0.5 ∗ 𝐶𝐶𝐶𝐶 ∗  𝐸𝐸𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑(𝑋𝑋)  and 𝜎𝜎𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐(𝑌𝑌) =  0.5 ∗ 𝐶𝐶𝐶𝐶 ∗  𝐸𝐸𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐(𝑌𝑌). This is to devote 
half of the CV to the variability given that a train is clean and dirty.   

The variation for the cleaning time of the ‘dirty trains’ and that for the ‘clean trains’ is assumed to be 
independent, and because the overall expected value (expected values not independent!) has to equal 
the norm duration, the law of total variance says: 

𝐶𝐶𝐴𝐴𝑅𝑅(𝑍𝑍) = (𝐶𝐶𝐶𝐶 ∗ 𝐸𝐸(𝑍𝑍))2 =  𝐸𝐸�𝐶𝐶𝐴𝐴𝑅𝑅(𝑍𝑍|(𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝/𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅)� + 𝐶𝐶𝐴𝐴𝑅𝑅(𝐸𝐸(𝑍𝑍|(𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝/𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅))      

Where 𝐸𝐸(𝑍𝑍|𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝) = 𝐸𝐸𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑(𝑋𝑋) 𝑅𝑅𝑅𝑅𝑑𝑑  𝐸𝐸(𝑍𝑍|𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅) = 𝐸𝐸𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐(𝑌𝑌)  , and thus are the variables of interest. 

Filling in the last part gives: 

 𝐸𝐸(𝑃𝑃(𝑍𝑍 = 𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝) ∗  𝜎𝜎𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑2 +  𝑃𝑃(𝑍𝑍 = 𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅) ∗ 𝜎𝜎𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐2) +  𝐸𝐸(𝐸𝐸(𝑍𝑍|𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝/𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅)2)
− 𝐸𝐸(𝐸𝐸(𝑍𝑍|𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝/𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅))2  = 

 0.5 ∗ ((𝜎𝜎𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑)2 +  0.5 ∗  ((𝜎𝜎𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐)2 +  0.5 ∗ 𝐸𝐸(𝑍𝑍|𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝)2 +  0.5 ∗  𝐸𝐸(𝑍𝑍|𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅)2 − 𝐸𝐸(𝑍𝑍)2  

 
Together with, 𝐸𝐸(𝑍𝑍) =  0.5 ∗ 𝐸𝐸(𝑍𝑍|𝑑𝑑𝑅𝑅𝑛𝑛𝑅𝑅𝑝𝑝) + 0.5 ∗ 𝐸𝐸(𝑍𝑍|𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅), Excel is used to solve these equations 
to find for the different CVs the 𝐸𝐸𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑(𝑋𝑋) and 𝐸𝐸𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐(𝑌𝑌) : 

For CV= 0.05: Edirty(X) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑 = 0.957*normduration,  Eclean(Y) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐 = 1.043*normduration 

For CV= 0.15: Edirty(X) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑 = 0.87*normduration,  Eclean(Y) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐 = 1.13*normduration 

For CV= 0.3: Edirty(X) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑 = 0.743 *normduration,  Eclean(Y) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐 = 1.257*normduration 

And thus the following distributions: 

𝑃𝑃(𝑍𝑍 = 𝑧𝑧) = �𝐿𝐿𝑛𝑛𝑛𝑛𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝐸𝐸(𝑋𝑋) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑, 𝐶𝐶𝐴𝐴𝑅𝑅(𝑋𝑋) =  �0.5 ∗ 𝐶𝐶𝐶𝐶 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑�
2     𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝐴𝐴𝑛𝑛𝑛𝑛𝑂𝑂𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 0.5 

𝐿𝐿𝑛𝑛𝑛𝑛𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅 𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝐸𝐸(𝑌𝑌) = 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐 ,         𝐶𝐶𝐴𝐴𝑅𝑅(𝑌𝑌) =  (0.5 ∗ 𝐶𝐶𝐶𝐶 ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑐𝑐𝑑𝑑𝑑𝑑𝑇𝑇𝑐𝑐)2     𝑤𝑤𝑅𝑅𝑅𝑅ℎ 𝐴𝐴𝑛𝑛𝑛𝑛𝑂𝑂𝑅𝑅𝑂𝑂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑝𝑝 0.5
 

The parameters of the lognormal distributions can then be calculated with the formulas for the 
lognormal distribution described at the beginning of Appendix 4. 
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Appendix 5: Generalization of surrogate robustness measures 

RMmintsRelative 

The newly proposed surrogate measure RMmintsRelative is based on the varying absolute variance of 
each task. The logic behind the measure is that the more variance in duration a task has, the more slack 
has to be allocated to this task. Basically, this surrogate measure is a simplification of a more general 
form taking into account variability for task slacks: min

𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 ∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇
 ( 𝐿𝐿𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇−𝐸𝐸𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇

𝜎𝜎(𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇)
). 

In case all tasks have the same 𝜎𝜎(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡), the denominator is equal for all tasks and thus can simply be 
ignored in the argument of the minimum. Moreover, instead of on task level, the 𝜎𝜎 can also be defined 
on task group level.  

When this is not the case, note that:  

𝜎𝜎 (𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡) = 𝜇𝜇(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡) ∗ 𝐶𝐶𝐶𝐶(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡), 

Thus,  min
𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 ∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

 ( 𝐿𝐿𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇−𝐸𝐸𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇
𝜎𝜎(𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇)

) =  min
𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 ∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

 ( 𝐿𝐿𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇−𝐸𝐸𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇
 𝜇𝜇(𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇)∗𝐶𝐶𝐶𝐶(𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇)

) =  min
𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 ∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

 ( 1
𝐶𝐶𝐶𝐶(𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇)

∗ (𝐿𝐿𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇−𝐸𝐸𝐸𝐸𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑇𝑇)
𝜇𝜇(𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇)

) 

 

Under the assumption that all tasks have the same coefficient of variation, the CV(task) can be taken 
outside the argument of the minimum, and because a surrogate robustness measure is mainly a measure 
relative to another value of the surrogate measure, it can be written as: 

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  min
𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

𝐿𝐿𝐿𝐿𝐿𝐿𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 −  𝐸𝐸𝐿𝐿𝐿𝐿𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇
𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅 𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇

 

RMsqrttsRelative 

The RMsqrttsRelative, based on RMsqrtts, should take into account the variability of a task. The logic 
is that the amount of slack needed for a task, depends on the variability in the task: tasks with higher 
variance should have allocated more slack. As the measure is a sum over all tasks, this can be reflected 
as: 

� �(𝐿𝐿𝐿𝐿𝐿𝐿𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇) ∗ 𝜎𝜎𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇
𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

 

Filling in the variation using the coefficient of variation gives:  

� �(𝐿𝐿𝐿𝐿𝐿𝐿𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇) ∗ 𝜇𝜇(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡) ∗ 𝐶𝐶𝐶𝐶(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡)
𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

 

Then, correction for the number of tasks gives: 

∑ �(𝐿𝐿𝐿𝐿𝐿𝐿𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡) ∗ 𝜇𝜇(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡) ∗ 𝐶𝐶𝐶𝐶(𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡)𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡𝑅𝑅
 

Assuming equal CV’s for each task, the CV(task) turns to a constant and as the surrogate measure is 
designed to measure the difference in robustness in shunting plans, it can be taken out the measure, 
resulting in: 

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  
∑ �(𝐿𝐿𝐿𝐿𝐿𝐿𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡 − 𝐸𝐸𝐿𝐿𝐿𝐿𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡) ∗ 𝑅𝑅𝑛𝑛𝑛𝑛𝑅𝑅𝑑𝑑𝑑𝑑𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑛𝑛𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡𝑑𝑑𝑇𝑇𝑇𝑇𝑇𝑇∈𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇

𝑅𝑅𝑛𝑛 𝑛𝑛𝑜𝑜 𝑅𝑅𝑅𝑅𝑅𝑅𝑡𝑡𝑅𝑅
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Appendix 6: Detailed analysis of the effect of the number of train units on 
robustness 

A6.1 Matching 

The instance generator determines the arriving and departing train units and their combinations, based 
on the input tables. In these tables, ratios are given for specific combinations and the instance generator 
generates instances that are closest to this input. For a specific number of units, the composition of 
arriving and departing train types is always the same. This means that the number of arriving trains and 
departing trains is also the same. These numbers can be seen in the table below. Some numbers are 
unexpected: the number of arriving trains at 16 train units and that 18 has 2 combined trains while 20 
has 1 combined train.  

 

 

 

 

 

 

 

A6.2 Testing Difficulty of instances by “Opvolgtijden” Arrivals and Departures 

Setup 
In general, it would be expected that the difficulty of the instances increases with the number of units, 
as more tasks have to be done in the same time span. The POSs used in the analysis were computed 
with the algorithm, and for a varying number of units, the percentage of the instances for which a 
feasible POS was found differs (due to the difficulty of the instances). Because only feasible POS were 
used in the robustness analysis, it could, however, be that for number of units were the %solved is 
higher, the difficulty of the instances included in the robustness analysis is also higher. These difficult 
instances good be less robust and thus influencing the results. If this is an explanation for the previous 
results (see page 5), it is expected that the difficulty decreases between 15, 16 and 17 train units and for 
18 somewhat lower as for 17. For 15 or fewer train units, the % solved is very high, and thus the instance 
difficulty is expected to be only influenced by the general increase in difficulty and thus the % solved 
has less influence.  

Someone from NS developed a measure for the difficulty of an instance, which was found to be 
correlated with the ability of HIP to solve the instance. The measure can be calculated as follows (for 
arrival and departure separately):  
   𝐶𝐶𝑂𝑂𝑃𝑃𝐶𝐶 =  1

𝑐𝑐𝑐𝑐 𝑐𝑐𝑜𝑜 𝑑𝑑𝑐𝑐𝑇𝑇𝑖𝑖𝑐𝑐𝑇𝑇
∗  ∑ 1

𝑐𝑐𝑑𝑑𝑎𝑎𝑐𝑐𝑑𝑑𝑐𝑐𝑑𝑑𝑖𝑖𝑗𝑗𝑑𝑑𝑠𝑠𝑖𝑖 ∈𝑑𝑑𝑐𝑐𝑇𝑇𝑖𝑖𝑐𝑐𝑇𝑇  , 1 

                                                           
1 The “opvolgtijd” is the time difference between the deterministic arrival time of this train and the 
deterministic arrival time of the prior train. As this measure is based on the instance, it is not influenced by the 
generated solution. The whole measure gives the “arrival/departure intensity per minute per train”. Dividing 
by the “opvolgtijd” rewards spread. For example: if the time interval between train 1 and 2 is 5 minutes and 
between 2 and 3 is 5 minutes, COPV gives a lower value than when the time interval between train 1 and 2 is 8 
minutes and between train 2 and 3 is 2 minutes, while the total interval is equal. 

Nr of train 
units 

Nr of arriving 
trains 

Nr of departing 
trains 

11 10 11 
12 11 12 
13 12 13 
14 12 14 
15 13 15 
16 13 16 
17 15 16 
18 16 16 
19 17 18 
20 17 19 
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As the arrival and departure track(s) often are a bottleneck, because this regularly happens in a short 
time span, the difficulty is measured by the spread of the arrivals and departures: the lower the spread, 
the higher the COPV (average arrival intensity) and the higher the difficulty of the instance. Especially 
the departure COPV is expected to be important as the departures are very close to each other.  

 

Results 
Boxplots for the COPV arrival and COPV departure for varying number of train units can be seen in 
the figures below. For the arrivals, it can be seen that there is no clear trend. Especially until 16, the 
difficulty is fluctuating. However, for 17, 18 and 19, the arrival COPV makes a jump and is significantly 
bigger. The differences between 17, 18 and 19 are insignificant.  

For the departures, the COPV increases (significant) for each size between 11 and 16. Between 16, 17 
and 18 there is, however, no significant difference.  

This means that the first part of the hypothesis cannot be proved: there is no significant decrease in the 
instance difficulty for the expected number of units. However, there also is no significant increase in 
departure difficulty. The reason for this is that between 16, 17 and 18 there is no difference in the 
number of departing trains, and thus not the filtering of easy instances.  
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Regarding the second part, a significant 
relationship between the COPV’s and the 
robustness measures are found for most 
scenarios. For the departure COPV the 
correlations are, however, very low, and also 
for the arrival COPV the correlations are low. 
Only the correlation between the arrival 
COPV and deviation from EST is higher, 
especially in scenarios where the arrival 
variability is high. The reason for this is that 
with higher COPV (lower spread), the POS 
has less room to resolve (arrival) delays, 
resulting in schedule and task delays. 

 

 

 

A6.3 Testing computation time – nr of shunting movements 

Setup 
One of the possibilities that could explain the pattern is the computation time for the POS. In the first 
experiment, the algorithm stops when a feasible schedule is found (Conflict Cost=0). This can influence 
the robustness of the POS as the Simulated Annealing includes both Penalty and Conflict Cost. When 
the algorithm is run for a longer time it can also optimize for the Penalty Costs, and as the penalty costs 
include the number of shunting movements, this could improve the robustness.  

 

In this experiment, POSs were created with the algorithm using a computation time of 2 minutes. When 
a feasible schedule is found the algorithm continues, to correct for the effect of the possible effect of 
the computation time. After 2 minutes, it returns the POS with the lowest penalty costs among the 
feasible schedules (conflict cost =0). Then the POS were simulated (10000 runs) for 2 variability 
scenarios: one with all CV’s (coefficient of variation) equal to 0.05 and low arrival variability and one 
with CV’s equal to 0.15 and high arrival variability. Based on the model, it is expected that by taking 
equal computation times, the robustness decreases with the number of train units (that means increased 
fractions delayed). 
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Results 

Number of train units – Number of shunting movements 

In the figure left, boxplots for the 
number of shunting movements 
can be found for the different 
number of train units (TU). As can 
be seen, the number of shunting 
movements goes up until 16. 
However, it stabilizes for 16, 17 
and 18 (differences significant, but 
small). Then, for 19 TU’s it goes 
up again.  

 

 

 

Number of shunting movements – Slack (Surrogate robustness measures) 

Then, the influence of the number of shunting movements on the surrogate robustness measures was 
determined. For the minimum slack (RMMints), downward trends were observed for the aggregated 
data for both scenarios. Also for the number of units separately, downward trends can be observed, 
although these are much less clear for some number of units which have in general low robustness: the 
higher number of train units.  

The trends are moreover not linear, but triangle like: a high number of shunting moves result in lower 
RMMints but a lower number of shunting moves does not always result in higher RMMints. The reason 
for this could be that the critical path is not necessarily influenced by all shunting movements.  

For RMmakedist, in the aggregated picture some pattern can be observed, but less clear relationships 
between the number of shunting movements and the measure can be distinguished for the separated 
number of train units, especially not for the nr of units with high robustness  (Appendix 3). For 
RMsqrtts, the effect was not observed as the number of shunting movements also increases the sum of 
slacks. 
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Surrogate robustness measures – Robustness  
The relationship between the surrogate 
measures and “real” measures was investigated 
before. A similar result was obtained in this 
experiment.  

 
 

 

 

Overall effect of nr of units on the robustness 

In previous sections, parts of the explanation were explored. In this section, the overall explanation will 
be compared with the results which were found earlier when the algorithm was stopped when a feasible 
schedule was found. In the first figure below, the means of the fraction of schedules delayed can be 
found for low variability, whereas the second figure shows the means for high variability. Both have a 
similar pattern. Comparing the results with the previous experiment, the robustness is in general higher, 
meaning that the robustness indeed increases with the computation time. The higher the number of train 
units, however, the smaller the difference. This can be because the computation time for the first 
experiment increased with the number of units, such that the experiments are more similar. Moreover, 
in the instances with a higher number of units, reducing the number of shunting movements could 
already be needed to find a feasible solution as the schedules are tighter. Also, only decreasing the 
number of shunting movements could be not enough for these tighter schedules to create robust 
schedules. 

For a number of units in the range 
of 11-17, the robustness decreases 
as expected. However, for 18 train 
units, the robustness is 
(significantly) higher. Another 
observation is that for 18 train 
units, there are less POS with very 
high schedule fraction delayed 
(boxplot below).  
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A6.4 Conclusion 

From this additional analysis, it can be concluded that the irregular pattern in robustness for the number 
of train units could be explained by a combination of multiple reasons, the improved robustness from 
at 16 and 17 could be explained by the computation time. Because the algorithm needed a longer time 
to find a feasible schedule due to the difficulty, the number of shunting movements (soft constraint) can 
also decrease. As the number of shunting movements was found to have some negative relationship 
with the surrogate robustness, this also improves the robustness of the POS. In an experiment in which 
all problems got equal computation time, the robustness for the lower number of units drastically 
increases and the robustness gradually increases with the number of units until 16 train units.  

For 18 train units, however, the robustness increases, although not significant. A plausible reason for 
this is the difficulty of the problems. It was found that 16, 17 and 18 train units have no significant 
different departing difficulty and 17 and 18 train units have no significant different arrival difficulty. 
The reason for this is the equal number of arriving/departing trains. A positive relationship between the 
number of trains and the robustness can explain why the robustness does not decrease for 18 train units.        
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Appendix 7: Search operators hypothesis testing 

1. The search operator has no significant influence on the difference in surrogate robustness. 

In the table below the result of t-tests for the mean difference in surrogate robustness can be seen, split 
for the search operator executed in the iteration. As can be seen, for many search operators, the mean 
difference is small, but significant: negative or positive. Operators with higher positive mean are 
‘Matching swap’ and ‘Movement merge’. Operators with higher negative mean are ‘Service machine 
order’, ‘Service machine switch’ and ‘Service train order’. It is notable that the ‘Service operators’ all 
result in lower surrogate robustness. An explanation for this could be that the current schedule was 
“efficient” for the old situation. When something in the service is changed the schedule becomes less 
“efficient” because, for example, the movements are less suitable for the new situation. ‘Matching swap’ 
has probably positive mean effect because it is more directly related to resolving delays, which has a 
more direct effect on the surrogate robustness: changing negative slack into positive slack. Merging 
movements results is fewer movements, which was found to be correlated with higher surrogate 
robustness in previous experiment.  

Another observation is that for ‘Matching swap’ the RMMints is relatively more affected than the 
RMsqrtts compared to the Service related operators. An explanation for this can be that the ‘Matching 
swap’ mainly affect the departure process, often the “critical phase” of the schedule, where the slacks 
are in general lower such that the critical path is made less critical by increasing RMMints, while the 
average slack is less affected. That there are typically fewer tasks on the critical path increases that 
effect.  
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2. The difference in surrogate robustness is normally distributed. 

Histograms for the difference in RMmintsRelative looks like the figure below: almost symmetric with 
a very large peak around zero. For the Service, Parking and Movement split operators, the values left 
from the peak are somewhat higher, while for the movement merge and movement shift the values right 
are somewhat higher. This is in congruence with the previous result. As can be seen in the P-P plots, 
the normal distributions do not fit that well because of the very large peak. However, the points in the 
plot are before and after zero almost linear, indicating a symmetric distribution. For the 
RMsqrttsRelative difference, similar results are obtained. 
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3.  The difference in robustness is constant over time (the relative 
iteration: 𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢

𝐢𝐢𝐭𝐭𝐢𝐢𝐢𝐢𝐢𝐢𝐭𝐭 𝐧𝐧𝐢𝐢 𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢𝐢 𝐢𝐢𝐬𝐬𝐬𝐬𝐢𝐢𝐬𝐬𝐬𝐬𝐭𝐭𝐢𝐢
  ) 

Because every time a different number of iterations is performed, there can for example be 250 or 1500 
iterations, the relative iteration is calculated by iteration/total nr of iterations this run. In the table and 
figure below, it can be seen that there is no significant influence of the iteration for most of the search 
operators. For “movement split and shift” (negative) and “parking switch” (positive) there is a very 
small significant influence of the relative iteration. For RMsqrtts, the robustness difference of more 
operators are significantly influenced by the relative iteration, but also these effects are very small. 
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4. The start surrogate robustness has no impact on the difference in surrogate robustness. 

The surrogate robustness relative RMMints at the start is negatively related to the difference in surrogate 
robustness relative RMMints for almost all search operators. This means that the higher the start 
robustness, the lower the difference (more decrease in robustness). A reason for this could be the 
randomness of the search and thus the surrogate robustness is fluctuating a lot. When the surrogate 
robustness is high, there is more to lose. In the figure it can also be seen that for many iterations, the 
difference is zero, this means that the performed operation does not change anything to the critical path 
and thus also not the surrogate robustness RMMints. For the RMsqrttsRelative the start value also 
negatively affects the difference for almost all search operators, however, after some value, it converges 
to zero. The reason for this could be that these high RMsqrttsRelative are only reached later in the 
search when the schedule is feasible and iterations are made only on the soft constraints and only small 
changes to the schedule are made (decreasing the number of shunting movements). 
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5. The start costs have no impact on the difference in surrogate robustness. 

For most operators, the start cost has no positive or negative influence on the difference is RMMints 
relative. Remarkably, the differences converge to zero when the start costs are higher for almost all 
search operators. This could be because when the costs are high, the algorithm focusses on reducing 
conflict cost as this decreases the costs more, which has less impact on the robustness. When the costs 
are lower, the algorithm is more focused on penalty costs which is more related to robustness; In order 
to find improvements, the robustness is changed more. This could be related to the result in the previous 
section that large improvements, in the next section result in larger decreases. For the difference in 
RMsqrtts similar results are obtained, only the convergence is less clear as the RMsqrtts is a more stable 
measure in the sense that one operation can have more impact.  
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6. The fraction of iterations the search operator is applied has no impact on the robustness 
of a shunting plan.  

In the table below, the Spearman correlations between the fraction of iterations that a search operator is 
used and the robustness of the POS can be seen. For the schedule fraction delayed, only “movement 
split” (negative) and “movement split and shift” (positive) have significant correlations. For the 
deviation from est more fractions have significant correlations. Some fractions have, however, also high 
correlations with each other, this can lead to multicollinearity. Therefore, a principal component 
analysis was performed, and with the calculated values from that, a linear regression was performed. 
The results and the underlying parameters for the components can be seen below. 

As can be seen, component 1 has a significant relationship with both the robustness measures, while 
the second component has a significant impact only for the deviation from EST. When the coefficients 
of the underlying search operator fractions are analysed, it stands out that the operators that on average 
increase the surrogate robustness the most on iteration level, decrease the robustness when they are 
executed more often: both the fraction ‘Movement merge’ and ‘Matching swap’ have a positive 
correlation with the deviation from the EST (and no significant correlation with schedule fraction 
delayed). Moreover, the search operators that on iteration level have on average no/really small 
significant effect, have the largest/smallest coefficient for the end robustness. Adding surrogate 
robustness on iteration level, thus does not automatically mean that more robust schedules are found at 
the end.  
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7.  The difference in surrogate robustness has no positive relationship with the difference in 
costs. 

In the figures below, the difference in surrogate robustness measure is plotted against the difference in 
cost. Only a very small (but significant) relation between the difference in costs and the difference in 
surrogate robustness is found (line in the figures). It can be seen that in both figures, the data points 
form a diamond (or a cross around the axis). This means that, although a decrease/increase in one does 
not imply a decrease/increase in the other, in each iteration not both the costs and robustness are 
increased/decreased a lot. Gains and losses are rather made in one of the two in each iteration. 

In the pie charts, the iterations are split into the “preferred” cases and the other cases. The preferred 
group (right figure) contains iterations in which both the surrogate robustness is increased and the costs 
are decreased. It can be observed that the “preferred” group contains relative more ‘Parking Switch’ 
and ‘Parking Swap’ operations, while “movement shift” is relative less presented. This corresponds to 
the results in 6.  
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Conclusion 
In this appendix, the effect of the search operators on the (surrogate) robustness was investigated. No 
clear effects were found. Looking at the iteration level, the added surrogate robustness is almost 
symmetrically distributed with a large peak around zero. Although some search operators have a small 
positive (negative) significant effect on the added surrogate robustness measures in that iteration, the 
“real” robustness of the final schedule does not increase (decrease) when these search operators are 
executed more often. Therefore, guiding the Simulated Annealing algorithm to robust schedules using 
priority on certain search operators, is not expected to be suitable. 

The reason for this could be that the search is really random, and the surrogate robustness is fluctuating 
a lot. A negative relationship between the start relative RMMints and the decrease in relative RMMints 
was found; the larger the start value, the smaller the increase (i.e. larger decrease).  

For the RMsqrtts, this effect is less clear, and the differences converge more to zero when the start 
surrogate increases. A reason for this is that these high average slack conditions are only reached at the 
end of the local search were only small adaptions on the schedule are made.  
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