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Abstract  
Healthcare is a promising field implementing data science solutions to optimize 

its processes. To optimize a process efficiently, it is necessary to locate 

bottlenecks and the factors causing them. As the development of process 

analysis techniques progresses, it is becoming rather easier to discover the 

crucial business processes, analyse the resources, find their bottlenecks and 

device ways to handle them. The main focus of this thesis is to analyse a 

hospital's emergency room (ER) process in the Surgery department and to 

provide their management with knowledge necessary to take further steps to 

optimize it.  

With the data available to us, first, we detect the activities with abnormal waiting 

times. Second, we present two prediction models to predict the admittance of a 

patient into the hospital based on his/her triage information. These prediction 

models intend to assist the hospital management to make the necessary 

arrangements to minimize the waiting time and to allocate required resources. 

For estimating the wait times, we discover the process from the data and find 

any inconsistencies between real time process and the model discovered and 

then determine the waiting times between the activities. For implementing 

prediction models, we use CatBoost classifier and Deep Neural Networks with 

different configurations of features and parameters. We evaluate the 

performance of these models and present the results.  
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Chapter 1  
 

Introduction 
 
 

Healthcare is one of the highest growing industries in the world [1]. Hospitals 

must function perfectly to provide people with necessary healthcare services at 

any moment. The quality of the hospital depends upon the quality of its 

processes and the effectiveness in its execution.  With the constant increase in 

the demand for healthcare, the complexity of its processes is increasing and in 

turn creating new challenges. One of the important challenges is to achieve 

efficiency in accommodating or providing services to every patient within a 

timeframe by managing resources. This task is comparatively easy in case of 

outpatient clinic where the admission and the operation of the patient are not 

immediately carried out but scheduled for future, whereas in case of emergency 

services its quite challenging. Emergency services are usually provided for cases 

like accidents, pregnancy or severe bleedings. It is quite hard to allocate the 

resources like doctors, rooms or operation theatres on spot by adjusting the 

regular schedules to emergency cases mainly during busy days. So, the patients 

end up waiting for hours which might be seen as a sign of bad management. This 

thesis mainly addresses this particular issue. It will cover two main topics: to 

discover the process flow to find the average waiting time between each activity 

in the process and to predict if the patient in the emergency room will be 

admitted or not. This thesis helps the hospital planners to enhance their current 

process by managing the resources based on the prediction and to act upon the 

waiting times.  
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1.1.  Problem Statements 

With the day-to-day increase in the requirement for the healthcare, the resource 

management has become one of the challenging tasks. Failing to treat emergency 

patients immediately may lead to death or any serious consequences. To avoid 

such situations, the hospital must always be ready to accommodate any number 

of patients at any point of time and should also be able to provide the necessary 

resources. Despite allocating a few resources exceptionally to ER (acronym for 

Emergency Room) patients, the problem persists.  One more challenge is to find 

a way to optimize the waiting time between each activity to speed up the process 

and serve other patients. To achieve this, one must first know if the average time 

a patient is waiting is optimal or not and in case of the latter, find the cause for 

it and optimize it. After clearly analyzing the data and the hospital’s 

requirements and taking all these challenges into account, the following 

research questions (RQ) are formulated: 

 

RQ1: How can the flow of patients in the Surgery (Chirurgie) department be 

visualized?  

RQ2: What is the average time a patient has to wait between each activity in 

the process?  

RQ3: How accurately can we predict if the patient in the Emergency room will 

be admitted to the hospital or not?  
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Chapter 2  
 

Background Work  
 
 

In the previous chapter, our research questions were clearly defined. The RQ1 

and RQ2 can be approached by using process mining concepts while RQ3 needs 

machine learning models. Before describing our approach in more detail, this 

chapter will introduce the concepts that our work is based on.  

2.1. Process Mining 
Process mining [2] is a relatively young research discipline that sits between 

machine learning and data mining on the one hand and process modeling and 

analysis on the other hand [3]. Process Mining is a methodology that helps to 

discover, monitor and improve real processes by extracting knowledge from 

process related data. It starts from extracting event logs and continues by 

discovering the process and then enhancing if needed as shown in Figure 1. 

 

Figure 1 Process Mining methodology 

Figure  Process Mining methodology 
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2.1.1.   Event Logs 
Event Logs are the input to the process mining software. A dataset can be 

considered as event log if it has at least 3 columns: Case ID, Activity and 

Timestamp as shown in Figure 2. The other columns can be used as filters while 

process discovery.  

● Case ID helps to show the flow of the processes for a particular case. For 

example, a case ID can be a patient ID or Customer No.;  

● Activity is the name of the event the case has gone through. In general 

activities can be like appointment, registered, waiting etc.; 

● Timestamp is one of the important columns because it helps to sort the 

activities in the order, they took place in the real world. 

           

 
Figure 2 Example event log1 

2.1.2.   Process Discovery 
Process Discovery is a method of constructing a representation of the process 

from event logs.  This is done based on the patterns in the event logs using 

 
1 Image source: https://fluxicon.com/blog/wp-content/uploads/2012/02/PM-Example.png 
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algorithms like alpha-miner [4], heuristic miner [5], fuzzy miner [6]. Nowadays 

process discovery is automated using tools like ProM2, Disco3, etc. Figure 3 

shows an example of a process discovered from an insurance claim data using 

Disco. 

 

Figure 3 Example of process discovered from an insurance claim log4 

In general, the model discovered should be able to replay all behavior in its log, 

i.e., it must be able to show every trace in the event log. This is called “fitness” of 

the model. In general, there is a trade-off between the following four quality 

criteria [3]: 

 
2 ProM can be downloaded from http://www.promtools.org/doku.php 
3 Disco can be downloaded from https://fluxicon.com/disco/ 
4 Image source: http://www.dataminingapps.com/wp-content/uploads/ 2016/02/unnamed.jpg 
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● Fitness:  The discovered model should allow for the behavior seen in the 

event log; 

● Precision: The discovered model should not allow for behavior not seen 

in the event log; 

● Simplicity: The discovered model should be as simple as possible; 

● Generalization: The discovered model should generalize the example 

behavior seen in the event log. The model without generalization is called 

“Overfitting” model. It means the model allows only the exact behavior 

of the log. To elaborate, a model can be generated from an event log of a 

process, but another sample of same process may produce totally 

different model. On the other hand, the model overly generalizes the 

event logs resulting in paths that will never be observed. This is called 

“Underfitting”.  

The Figure 4 shows the Venn diagram representing Process (P), Model(M) and 

Event Logs (L). 

 

Figure 4 Process Quality measures 



7 
 

2.1.3.   Disco 

There are many process mining tools like ProM, ProcessGold5, etc. Disco is one 

such process mining tool developed by Fluxicon6. It uses Fuzzy Miner [6] for 

process discovery.  Disco also helps us to apply different filters related to 

performance, frequency and time on the process and gain different views on the 

model as shown in Figure 5. It also provides us with statistics related to the 

cases, activities and other features in detail as shown in Figure 6. 

 

 

Figure 5 Filters in Disco 

 
5 https://processgold.com/ 
6 https://fluxicon.com/ 
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Figure 6 Log Statistics in Disco 

2.2.   Machine Learning Algorithms  
A machine learning algorithm [7] is a program with a specific way to adjusting 

its own parameters, learning from its previous performance. 

In general, there are 4 types of machine learning algorithms [8]. 

1. Supervised Learning Algorithms 

These algorithms use labeled training data and map a function with input 

variables (X) to predict the label (y). The function in general looks like y = f(X). 

In general, there are two types of supervised learnings: 

1. Classification: This is used for prediction if the label is categorical. 

2. Regression: This is used for prediction if the label is Real number. 

Linear Regression [9], Logistic Regression [10], Naïve-Bayes [11], K-Nearest 

Neighbors (KNN) [12] and Random Forest [13] are examples of supervised 

learning algorithms. 

2. Unsupervised Learning Algorithms 

Unlike supervised learning, these algorithms do not have a label or an output 

variable (y). They help to find patterns in the datasets. 

In general, there are three types of supervised learnings: 
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1. Association: This is used in finding the probability of co-occurrence of 

variables in a dataset. 

2. Clustering:  This is used to group similar data points into clusters. 

3. Anomaly Detection: This is used to find outliers in a dataset. 

Apriori [14], K-means [15], PCA [16] are examples of unsupervised learning 

algorithms. 

3. Reinforcement Learning Algorithms 

These algorithms allow an agent to decide the best next action to maximize the 

reward based on the learning current behavior. They are usually used to train 

bots. 

4. Ensemble Learning Algorithms 

The basic concept behind this is to combine several supervised algorithms to 

form a better performing model than one algorithm can perform alone. Bagging 

[17], Boosting [18], Stacking [19] are examples of Ensemble Learning 

Algorithms. 

2.2.1.   Boosting in Machine Learning  
Boosting refers to a family of algorithms training weak learner sequentially, each 

trying to correct its predecessor to build a stronger model. They primarily tend 

to reduce bias, and variance in supervised learning. There are different types of 

boosting algorithms like Ada Boosting [18], Gradient Boosting [20], XGBoost 

[21]. In this section, we will concentrate particularly on Gradient Boosting. 



10 
 

 

Figure 7 Typical vs boosting algorithms 

Gradient Boosting is a boosting technique for regression and classification that 

tends to minimize the loss function by ensembling weak prediction models, 

typically decision trees.  It first models data with simple models and calculates 

residuals/errors which signify data points that are difficult to fit by a simple 

model. It trains another model on the same data points and corresponding 

residuals (errors) as class labels [22]. Although gradient boosting algorithms 

seem better performers than other algorithms they are prone to overfitting 

because they calculate residuals of a data point that the model has already been 

trained on the same data point[23]. However, we can tune parameters like 

learning rate and depth of tree to build a better generalized model.  

CatBoost [24] is an open source state-of-art Gradient Boosting on Decision Trees 

library. According to researchers from Yandex7, this outperforms all the other 

gradient boosting algorithms [25]. In general, the categorical variables must be 

converted to numerical using methods like one-hot encoding [26], Label 

Encoding [27], Hashing [28], but CatBoost can handle these variables 

automatically. So, this is usually the best boosting algorithm for categorical 

datasets. The other advantages of CatBoost are it can handle overfitting and 

automatically do feature combinations.  

 

 
7 Information regarding Yandex: https://en.wikipedia.org/wiki/Yandex 
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Procedure for CatBoost:  

 For n iterations { 

1. Calculate residuals for each datapoint using a model that has been trained 

on all the other data points at that time.  

2. Train the model using residuals of each data point. 

                } 

Clearly, it calculates the residuals for each datapoint on a model that datapoint 

has never experienced.  This means, it creates n models for n data points which 

is computationally expensive in case of large datasets. So, by default, the model 

trains log (n) models. That is if a model is trained for n data points then it is used 

to calculate residuals for next n data points.  For example, from the Table 1, if the 

model is trained on a, b, c then it can be used for calculating the residuals for d, 

e, f. This procedure is called Ordered Boosting.  Using random permutations to 

divide the dataset and applying ordered boosting are two main reasons to 

overcome overfitting and eliminates the need for hyper parameter tuning. 

         Table 1 Order Boosting 

Data point Label 

a 12 

b 45 

c 1 

d 0 

e 56 

f 12 

2.2.2.   Artificial Neural Networks 
Artificial Neural Networks (ANN) [29] are a set of algorithms, inspired from the 

human neural network system, which are intended to replicate the functioning 
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of the human brain.  Artificial neurons are the elementary units of an ANN, which 

are mathematical functions conceived as a model of biological neuron. Each 

neuron is associated with variables called as weights and biases. The neuron 

takes an input and translates it into an output after multiplying with the weights 

and adding the bias.  

In general, a neural network consists of an input layer, an output layer and a set 

of hidden layers in between, which are all made up of multiple neurons. The 

neurons from each layer are connected with neurons of other layers to transfer 

outputs. The overall idea is that the input layer takes some inputs, which is 

carried through the hidden layers and finally an output is given by the output 

layer. The neural network thus creates a linear mapping from input to output. 

Certain activation functions like Sigmoid, TanH are used to infuse non-linearity 

in neural networks, which makes these networks more flexible to learn 

mappings between input and actual output. Neural networks are used to 

recognize patterns in the data and thus can classify information, predict future 

outcomes or cluster data.  

Earlier versions of neural networks are shallow, consisting of one input layer, 

one output layer and at most one hidden layer in between as shown in Figure 8.  

Deep neural networks [30] are artificial neural networks with more than one 

hidden layer. The basic idea behind deep neural networks is that each layer 

learns distinct set of features from the data based on the previous layer’s output. 

So, as the depth of the network increases, more complex features can be learned 

by the final layers as they aggregate features from the initial layers. 
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Figure 8 Deep Neural Network8 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
8 Image source: https://towardsdatascience.com/mnist-vs-mnist-how-i-was-able-to-speed-up-my-deep-
learning-11c0787e6935 
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Chapter 3 

Business Understanding 
 
 

The hospital works similar to any other public hospital in the Netherlands.  The 

patient enters the hospital either in an emergency situation or for regular 

consultation. In both cases the process has similar activities, but the duration of 

the activities varies in a large scale.  Considering that a patient enters as an 

emergency case, in the Emergency ward the nurse collects the patient’s details 

and assigns a triage color or code after assessing the criticality. The triage code 

determines how early the patient must be treated. The patient then goes through 

a number of laboratory tests like radiology depending upon the initial symptoms 

he came in with. Depending on the results of these tests and the clinical 

examination the doctor decides the further treatment. This means in a few cases 

the patients can be either sent home or the doctors have to conduct an 

immediate operation or transfer to Intensive Care while in other cases treatment 

is delayed for a while by admitting the patients. For the admitted patients, the 

doctor visits them and decides if they need to be operated or discharged. In case 

of the former, the doctor puts an order for date and type of operation. The 

patient is immediately added to the waiting list for Operation room (OR) as 

soon as the order is accepted. The patient must wait till the operation time is 

confirmed. Once the time is accepted the patient is operated by one or more 

doctors and later gets discharged. At any instance, if a patient requires any 

scanning or tests an appointment is booked or if he/she needs a Pre-Operative 

screening (POS) then it is carried out. This is the typical process to be followed. 

In some exceptional cases (really urgent cases), the person is directly operated 

skipping the admission and order phase of the process. Some patients get 

additional complications after the operation, so they come back as emergency 
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cases. Figure 9 is a pictorial representation of the typical process followed by the 

hospital. The path colored in red refers to ER while the blue refers to outpatient 

services which is not taken into consideration in our research. 

 

Figure 9 Hospital's ER process 
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Chapter 4  

Data Understanding 
 
 

The data used for analysis belongs to the very same hospital mentioned in the 

previous chapters. The datasets were extracted from the hospital’s patient 

database (HiX) and delivered as individual tables. It did not involve any personal 

identification of the patients like names, addresses, emails but only the gender 

and the age. It included information about different activities a patient went 

through in the hospital over the course of his/her treatment. For example, the 

time the patients entered the hospital, the doctors who operated them, the 

agenda behind their admissions.  All the tables except ER had only 2018 data 

whereas ER table had data from 2016 to 2018. General rules in the data are as 

follows: 

1. Each patient has a unique Patient ID.  

2. One patient can have multiple Emergency room visits. For every visit 

there is a unique ER ID.  So, one patient can have multiple ER IDs. 

3. One patient can be admitted multiple number of times. So, one patient can 

have multiple admission IDs. 

4. One patient can have multiple operations. For each operation a unique 

operation ID is generated. So, one patient can have multiple operation 

IDs.  

Figure 10 is an example dataset following the above rules. 
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Figure 10 Example data format following all the rules 

4.1. Structure of the Data 

The dataset had 7 tables namely Appointment, DBC (diagnostic/treatment 

activity codes used for financial reimbursement of that activity), Emergency 

Room (ER), Admission, Operation Room (OR), Order and Preoperative Screening 

(POS). As the name of the table defines, each table holds different information 

regarding an activity in the process. Table 2 illustrates the description of each 

table in the dataset along with their shapes (rows, columns). Joins on the tables 

are performed using the foreign keys (mainly Patient ID and the Admission ID). 

Despite the presence of such huge number of attributes, we considered not all 

for our analysis.  Most of the attributes in the tables are categorical, nominal and 

timestamps which posed a few challenges while building prediction models.  

Figure 11 shows the class diagram with all the tables, their attributes and 

connections between them. 

 

        Table 2 Data Description 

Table Name  Description Shape 

Appointment Included details of the appointment 

bookings of the patients to consult the 

doctors or to get different services like 

radiology scans.  

(117726, 13) 

DBC Included the data related to the DBC (111029, 9) 
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codes of every patient.  

Emergency Room 

(ER) 

Included details of the patients who 

entered the hospital with emergency 

needs like accidents, bleedings... 

(30641, 34) 

 

Pre-operative   

Screening (POS) 

Included details of the screening that 

must be carried out before an 

operation. 

(22536, 9) 

 

Admission Included the details of the patients 

admitted. 

(12347, 27) 

Order Included details of the order placed by 

the doctor to operate a patient.  

(81100, 26) 

Operating Room 

(OR) 

Included details regarding the 

operation of the patients 

(76782, 25) 
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Figure 11 Class Diagram of the dataset 
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4.2.   Data Quality  

The quality of the data determines the quality of analysis. Data in our case had 

typical quality issues most data analyst faces.     

1. Incomplete data: 

The dataset had two types of missing data: 

a. Missing values of attributes: There were several cases in the data where 

the values of important attributes were missing. Figure 12 shows a few missing 

values in ER table highlighted in red. Figure 13 shows the total of missing values 

in each column in the ER table. According to the hospital this is generally caused 

in the case of emergencies where there hardly will be time to enter data into 

their system. 

 

 
 

Figure 12 Missing Values in the dataset 
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Figure 13 Count of missing values in each column of ER table 

b. Missing rows in the tables: This issue was seen while joining the tables 

based on the foreign keys. Missing rows lead to abruptly end the process flow of 

the patient resulting in inaccurate results. The main explanation for this is, as 

mentioned earlier, the analysis is carried out on a particular department 

(Surgery) in the hospital so the patients changing from one department to the 

others will not be part of our analysis dataset.  

2. Inaccurate Data:  

Few attributes in the table had values that are insufficient for the analysis. For 

example, the start times in the admission and POS tables had only dates but no 

times. Figure 14 shows the presence of only times in Admission table for the 
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columns Opnamedatum (Admission Date) and Ontslagdatum (Discharge Date). 

It was impossible to determine a time and do data imputation because in case of 

ER all the activities like admission, POS, ER take place on the same day. Missing 

time hinders the process discovery as it is not clear in which sequence the events 

happened. 

 

Figure 14 Missing Times in Admission table  

4.3.   Data Limitations 

4.3.1.   Privacy  

Due to the hospital’s data privacy policies, extra efforts had to be applied on 

encrypting few attributes of the dataset. This is done by replacing the attributes 

like patient ID’s, Doctor ID’s and others with random numbers by creating 

respective dictionaries for future references. To find a patient’s details in HIX, 

the IDs had to be decrypted using dictionaries. 
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4.3.2.   Quantity of data 
Although the quantity of data required for building a prediction model was 

slightly enough, the data for calculating the waiting times was very limited.  This 

limitation restricts the scope of analysis on the data. 
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Chapter 5 

Data Preprocessing 
 
 
The dataset as mentioned in the previous chapter had many attributes and rows 

irrelevant to our analysis. So, preprocessing phase is very important to not only 

filter the data and generate suitable dataset but also to handle the data quality 

issues mentioned in chapter4. 

5.1. Data Filtering  
The data was filtered in the first place to reduce the complexity.  The filter was 

done in such a way that at the end we had only patients who entered the hospital 

through the ER in all the 8 tables and drop all the regular outpatient visits. The 

steps followed to filter the datasets are the following: 

Selecting the required patients for analysis: 

The dataset included around 41765 patients out of which only 18392 had 

entered the hospital through Emergency Services (ER). That means, in 2018, 

44% of the total patients came through the ER. As we only needed the ER 

patients for our analysis, we considered the patients from the ER table as the 

base patients for filtering, to obtain the required dataset.  

Department-wise filter: 

1. The patients in ER belonged to different specialisms like  chirurgie (CHI), 

Gynecology (GYN) and many others as shown in Figure 15 but the hospital 

wanted to concentrate specifically on the Surgery Department and later extend 

the analysis. So, we filtered the patients whose specialism (column name: 

ERspecialism_SEHspecialisme) is “CHI” (chirurgie) 
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Figure 15 Sample ER data 

After the filter was applied, there were 6614 patients in ER with specialism “CHI” 

in the year 2018. That means 35% of the ER patients in 2018 belong to “CHI” 

department. This was the final number of patients we dealt with throughout the 

analysis.  

As we had 6614 Patient ID’s and their Admission ID’s we can easily filter the 

remaining tables such that they can have only the data related to these patients. 

Upon filtering, we were left with the following number of admissions shown in 

table 3. 

Table 3 Missing Admission IDs of patients in all the tables 

                             Table  Number of 

Admissions 

Number of Missing 

Admissions 

Emergency Room (ER)  1610 - 

Admission 1364 207 (13%) 

Pre-Operative Screening 

(POS) 

---- - 

Order 1636 - 

Operation Room (OR) 774 809 (50%) 
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5.2.  Data Imputation  
From chapter 4, we clearly see the data quality issues and among them, missing 

rows is the most critical one. Observing the data from table 3, there were a lot of 

inconsistencies in the number of admissions in each table in the dataset.  This 

was because of missing rows in the respective tables. The general reason for 

missing rows can be either a fault in data extraction or human errors while 

entering the data into the system. In this scenario, the dominant reason was that 

if a patient was transferred from department CHI to other departments at any 

instance in the process, his data no longer exists in our filtered dataset as we 

considered only department “CHI” patients. Moreover, there was no attribute in 

the datasets that can determine if a patient had POS or not. So, we could never 

find out if there were missing rows in that table. As there was no way to handle 

this issue we carried on the analysis with the existing number of admissions. 

In the datasets, not only the rows were missing but few important attributes 

have missing values. Each attribute was handled in a different way which will be 

explained in detail in further chapters.   

Imputing timestamps was one more challenge in the dataset. Leaving the 

timestamps empty causes inconsistencies while doing process analysis. So, 

different ways were chosen to handle them: 

1. If both the start and end times were missing for the particular activity, 

such rows were dropped from the dataset; 

2. If the doctors start and end times were missing, then they were replaced 

with the activities start and end times;  

3. If only end times of the activity were missing such cases were ignored and 

later imputed with a unique timestamp.  

As mentioned earlier, in the admission and POS tables, only the start dates were 

available, but the times were missing. The hospital informed that the POS 

activity can occur at any point in the process. Usually in an outpatient scenario, 

the POS is carried out before admission. So, to make the analysis easier we 



27 
 

assumed that it occurred before admission as shown in Figure 16. So, by 

assuming it takes a 15 minutes waiting time between events, we calculated the 

times as shown below:  

Start Time (POS) = End Time (ER) + 15 minutes 

Start Time (Admission) = Start Time (POS) + 15 minutes 

The main drawback of this approach was, if the end time of activity ER was 

missing then we again end up having missing times in other activities too.  

 

                                             ER         POS          ADMISSION        
      Figure 16 Usual sequence of events                
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Chapter 6 

Process Performance Analysis 
 
 

The preprocessing step gave us the desired dataset with only required patients’ 

data. We know that, to perform any action related to process mining, the data 

must be transformed into event logs.  So, to do that we followed the following 

steps. 

STEP 1: We first identified the activities, their start and end timestamps, 

resources, agenda and any other important attributes to use as filters for the 

model. In our dataset, we identified: 1) each table as an activity; 2) the unique ID 

in the tables as Event ID; 3) the doctors, times and agenda as resource, 

timestamps and agenda of that event respectively. So, we initially had 6 

activities: ER, Admission, Appointment, Order, OR and POS. We created a new 

activity “Discharged” similar to the Admission, but the only change is 

Admission’s end date is the Discharge’s Start date. Figure 17 shows the activities 

in our event log. 

 
Figure 17 Activities in our process 
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STEP 2:  Selecting relevant attributes decreases the complexity of the analysis 

and improves the performance. Feature selection here was done manually in 

such a way that only those features that can be used as filters to analyze the 

model were considered as shown in Figure 18. So, most of the features in OR 

table were considered as applying different filters on them can provide answers 

to different questions the hospital had regarding their process.  

 

 

Figure 18 Features selected for creating log 

To combine data from all the tables and create a single event log, we renamed 

every table’s columns with unique names as shown in Figure 19 and appended 

the data. In addition to these features we also created “day of week” and 

“working hours” columns to the event log to observe the flow over different 

times. The final event log created has the following statistics as shown in Figure 

20. 
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Figure 19 Creating event log 

 

 Figure 20 Statistics of event log created from our data 

6.1. Process Discovery 
In the previous section, we saw how we transformed our data into event log. We 

used the same event log as input for Disco tool to discover the flow of events.  

Initially we obtained a spaghetti model [31] as in Figure 21. As we cannot imply 

anything from this model, we applied a few basic filters on the frequency of paths 

and obtained a model as in Figure 22.  

 

Figure  Event log statistics Figure  Event log statistics 
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Figure 21 Process Discovery - Spaghetti model 

 
Figure 22 Process with maximum path frequency 
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From the Figure 22, we can clearly see all the 7 activities connected by arrows 

representing the direction of flow of patients from one activity to another. The 

labels on the arrows represents the frequency of cases following the path. This 

figure shows only the most frequent paths between activities. We can clearly see 

that most of the patients first go through ER services and then almost 25% get 

admitted while 75% get multiple appointments for x-rays, scans, etc.. and 

followed by other activities and finally end after an appointment. The cases that 

flow from discharged to appointment means that patients are coming back to 

the hospital after being discharged. As such cases are comparatively low, further 

analysis cannot be done. 

 

 

Figure 23 Process Discovered from event logs 

To obtain more information about the process, we analysed Figure 23 along with 

Figure 22 and found that there are inconsistencies between these models and 
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the actual process as described in chapter 2 in terms of the sequence of events. 

They are as following: 

1. The Admission occurs after the Order. This is unusual because the order is 

made for admitted patients.  

2. In the models discovered, the activity POS occurs mostly after the admission 

and before OR contradicting our assumptions in section 5.2.  

3. Appointment and Admission activities are directly started without ER.  

The reason behind all the above is the missing POS and Admission times that 

lead to change in the sequence of events. For example, if the ER occurs at 10:00 

a.m. on the same date as POS and admission, missing times will consider the 

activities occurred at 00:00 a.m. hence altering the actual sequence of activities.  

6.2.   Waiting Time between activities 
Waiting Time refers to the idle time between two activities in a process. 

Calculating the waiting times became simpler after the data was transformed 

into event logs. In this analysis, we were concentrating particularly on the 

waiting times between the activities Order and Operation (OR). The main reason 

behind ignoring the waiting times between ER and Admission and Admission to 

Order is that Admission table did not have accurate Start times. The times 

calculated in previous chapter were based on assumptions and could never give 

accurate results. 

Once the event log was created, we initially filtered the log, so we had only OR 

and Order events for all the patients.  We then sorted the log on the Start Times 

and  for every patient in the data, we calculated the difference between the Start 

Time of Operation (OR) and the End Time of the Order as shown in Figure 24.  
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Figure 24 Waiting Times between Order and OR 

 

Calculating a generalized waiting time for all kinds of urgency would be a faulty 

approach. So, once the waiting time for each patient is calculated, we grouped by 

“Urgency” and “Office hours” (for office hours, 1 indicates the operation started 

between 8 a.m. and 5 p.m. on a working day and 0 indicates  the operation 

started after 5 p.m. and before 8 a.m. or on a weekend). The results are as in 

Figures 25 and 26. 
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Figure 25 Number of cases(left) and average waiting times grouped by Urgency(right) 

 

 

Figure 26 Average waiting time grouped by urgency 

From  the results of the waiting times calculations, the number of patients in the 

Urgency categories “Acuut nu”, “Electief” and “Speed <6 uur” are relatively low 

and calculating average times for that count will not provide us with accurate 

results. So, we can only rely on the waiting time for the patients with Urgency 

“Spoed < 24 uur”. The results show that during office hours the waiting time 

between Order and OR is 4 hours 7 minutes while during non-office hours it is 

4 hours 17 minutes. This waiting time for this particular category “Speed <24 

uur” is quite good as patients are operated within 5 hours when the urgency says 
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he has to be operated within 24 hours. We can also assume that the patients 

under this category are being treated with priority irrespective of working 

hours. 
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Chapter 7 

Prediction Models 
 

The best solution for hospital’s capacity problem is to predict if the patient will 

be admitted or not at the moment the patient’s triage details are collected. This 

prediction gives time to the hospital’s management to make necessary 

arrangements.  This section clearly explains the steps to build a CatBoost 

classifier and a deep neural network on our dataset.  

7.1. Input Dataset  
The dataset used for this analysis was similar to the ER data but had patients of 

Surgery (CHI) department from 2016 to 2019. There were 17 attributes mostly 

nominal, categorical, ordinal and Timestamps as shown in table 4.  The dataset 

has 31,327 rows belonging to 19,118 patients. In the dataset 25% had label as 

“admitted” while 75% as “not admitted”. 

 

Table 4 Features and labels used for prediction 

Nominal and Categorical 
Variables  

Continuous Variables Label 

        Gender (Geslacht)   
    ER Begin status 
(SEHBeginstatus)  

Origin (Herkomst) 
Transport (Vervoer)  

Main Doctor 
(hoofdbehandelaar) 
Physician's assistant 

(Artsassistent) 

ER Start Time  
ER End Time 

Doctor’s Start Time  
Doctor’s End Time 

Age (Leeftijd) 
Triage Start Time   

Emergency Response 
Time   

(SEHUrgentieWachttijd) 

  Destination code 
after ER 

(SEHBestemmingc
odeNaSEH) 
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Reason to visit (Redenbezoek)  
Referrer (verwijzer) 

 ER specialism 
ER Triage Level code 

(SEHTriageNiveaucode) 

7.1.1.   Data Preprocessing  
Even after the preprocessing step (refer chapter 5) was performed on the new 

dataset, the data still had few issues like null values. So, we followed a few extra 

steps to get the data ready to fit the models. 

STEP 1: Removed all the rows that have null values in the label “Destination 

Code” because they do not help in classification; 

STEP 2: Missing Doctors Times and Triage times are replaced with ER Start 

Times and End Times; 

STEP 3:  The “Doctor’s assistant (artsassistant)” variable holds the codes of the 

assistant doctors who help the main doctors. They usually are replaced by new 

assistants every 6 months. So, considering this feature as nominal may not lead 

to very good results. So, we converted it to a binary feature representing ‘1’ if 

the assistant is available and ‘0’ if not; 

STEP 4: Assuming the working hours of the hospital might affect the patient’s 

admission, we created a new feature “Working Hours”. This is a binomial feature 

which has value ‘1’ if the patients ER start time is between 8 a.m. to 5p.m. on 

weekdays or ‘0’ otherwise; 

STEP 5: Always removing the rows with null values is not a good solution. So, 

we treated the null values as a separate category and used them as a different 

level. Figure 27 shows how the null values in each feature are handled in the 

dataset; 
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Figure 27 Replacing the null values of different features 

STEP 6:  The variable “Redenbezoek” had very high cardinality.  So, text 

clustering was performed on it and similar sentences were grouped into 10 

clusters. This procedure is elaborated in section 7.1.2; 

STEP 7: As label “Destination after ER” has many classes we created a new 

binary feature called “Admitted”. If a patient is admitted its value is ‘1’, it is ‘0’ 

otherwise.  

7.1.2.   Text Clustering for “Redenbezoek” feature 
The feature “Rendenbezoek” which describes the main reason of the patient’s 

visit is one of the important variables for analysis as per the hospital team. 

Unlike other features its values are free text written by the hospital staff, 

grouping them gave 9106 unique classes. So, to reduce the number of classes we 

chose to cluster the similar texts.  

Using word2vec neural net, we can convert words into vectors. But most the 

rows have sentences. So, first we split each sentence and created a list of words 

as shown in Figure 28. 
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Figure 28 Converting sentences into words 

As the number of words in each sentence is varying, we calculated the mean of 

the vectors of each word in a sentence, such that each entry in that column has 

a single vector value representing the sentence. 

We calculated the silhouette scores [32] for various values of number of clusters 

to assess the suitable number of clusters to fit the data. A silhouette score near 

+1 indicates better clustering and near -1 indicates samples assigned to wrong 

clusters. 

           Figure 29 Silhouette scores for different values of number of clusters 
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From Figure 29 we can observe that the scores are negative for all the tested 

values. This can be attributed to the text vectors which are very close to each 

other, making it difficult to draw boundaries for each cluster. Therefore, we 

selected 10 to be the number of clusters as it has the best silhouette score among 

all the tested values. We then performed KMeans Clustering on them and created 

10 clusters as shown in Figure 30.  

 

Figure 30 Clustering of “Redenbezoek” feature 

 

Finally, we created a new feature “redenbezoek_class” in our data to represent 

which cluster each value in “redenbezoek” belongs to, as shown in Figure 31. 
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Figure 31 Classifying the “Rendenbezoek” features into classes 

7.2.   CatBoost Model 
The CatBoost model was chosen among all the other models because of its ability 

to handle categorical data. In the following sections, we discuss the 

implementation of the models and the results obtained. 

7.2.1.   Model Implementation 
For training the model, we split the dataset into 80% for training and 20% for 

testing. We specified what are the categorical and numerical data to fit the 

model. The model is initially implemented on only the patients from 2018 to 

2019 using default parameters (as in Figure 32) and loss function “Log Loss”. Let 

us refer to this as Model-1.  

With similar parameters and features, the model is implemented on 2016-2019 

dataset. Let us refer to this as Model-2. Here the initial 75% of data is used for 

training and the other part is used for testing. The training accuracy graph of 

Model-1 and Model-2 can be seen in Figure 33 and Figure 34 respectively.  
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Figure 32 Catboost Implementation 

 

 

Figure 33 Training Accuracy of Model-1 
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Figure 34 Training Accuracy of Model-2 

The results of this Model-1 are 86.5% train accuracy, 85.7% test accuracy and 

91.0% AUC score. The results of the Model-2 are 83% train accuracy, 78.5% 

test accuracy and 78.4% AUC score (shown in Figure 35). 

 

Figure 35 AUC Curve of Model-2  
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Assuming there is a scope to improve the models from the above results we 

performed the following techniques described in sections 7.2.2 and 7.2.3. 

7.2.2.   Feature Importance 
Feature importance helps to find out which features affect the model the most 

and thus we can eliminate the others to reduce the training time. By 

implementing this we cannot guarantee the improvement in accuracy, but we 

can assure to decrease the complexity of the model. On implementing feature 

importance on our both datasets (2018-19 and 2016-19) we found that in both 

cases “Leeftijd, redenbezoek_class, Herkomst, SEHTriageNiveaucode, 

Urgency, SEHBeginstatus, verwijzer, hoofdbehandelaar” features have the 

major importance while the features related to timestamps have the least 

importance (can be seen in Figures 36 and 37). In case of 2018 dataset, the 

feature “Vervover” tends to have high importance score but unfortunately it is 

missing in 2016-19 dataset. 

 

Figure 36 Feature Importance Ranking of Model-1 
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Figure 37 Feature Importance Ranking on Model-2 

 

On re-implementing the models after removing the features whose importance 

scores are less than 2, the results are as follows.  

The results of this first model are 86% train accuracy, 85.8% test accuracy and 

91.0% AUC score (as shown in Figure 38). The results of the second model are 

82.5% train accuracy, 79.1% test accuracy and 79.5% AUC score. 
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Figure 38 AUC Curve for Model-1 after removing features 

7.2.3.   Grid Search  
From the section 7.2.3 we can see that feature selection based on importance 

score did not increase the accuracy, but it proves that the removed features do 

not affect the model. So, we removed those features and did hyper parameter 

tuning. Instead of trying every combination of parameters we can use Grid 

Search technique [33]. Grid search is the process of performing hyper parameter 

tuning to determine the optimal values for a given model. It builds a model for 

every combination of parameters specified. So, on specifying the required 

parameters for Model-2 the results are as shown in the Figures 39 and 40. 

 

Figure 39 Results of Grid Search 
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Figure 40 Results of Grid Search 

 

From the Figure 40 we can see that among all the parameters provided to the 

model, our model performs the best if depth is 9, and l2_leaf_reg is 1e-20.  The 

train accuracy is 85.5%, test accuracy is 80.6% and AUC score is 82%.  

Using the above parameter values, we calculated the precision and recall as 

shown in Figure 41.  

 

Figure 41 Classification Report for the best model 
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7.3.   Deep Neural Networks 
In section 7.2 we saw implementation of CatBoost Classifier. This section 

explains the use of a deep neural network to predict if the patient will be 

admitted or not. We used the Tensorflow API called Estimator [34] to prepare 

the deep neural network architecture.  Estimator is a high level Tensorflow API 

which is built on top of the tensorflow core functionalities. It contains pre-made 

models which are implementations of common machine learning and deep 

learning models. It takes inputs for training and evaluation from an input 

function, while the feature columns specify the model on how to interpret the 

input data. In general, converting the categorical features to numerical 

representations is often complex and error prone. For this, Estimator API offers 

FeatureColumn abstraction [34], which handles the conversion of categorical 

data into numerical features. These details are specified by the feature columns. 

As our dataset mostly contains categorical data, we preferred to use Estimator 

API to reduce the complexity.  

After the data preprocessing, we first defined our feature columns by specifying 

categorical and numerical columns in our data. We then built our input function 

with the train data and instantiated the model for training. We used a 

DNNClassifier model [35] with different configurations of layers and number of 

iterations as shown in Figure 42.  
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   Figure 42 DNNClassifier implementation 

 

We then evaluated the performance of the trained classifier models by 

generating the predictions for the test data. For this, a separate input function is 

prepared with test data as shown in Figure 43. 

 

   Figure 43 Generating predictions for test data 

 

We then measured the train accuracy, test accuracy and AUC score. In this model, 

we did not calculate the feature importance and fed all the features to the model. 

A dropout value [36] of 0.1 is used to reduce the overfitting of the model upon 

train data. The results are presented below in table 5. 
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Table 5 Outputs of different DNN models 

Model Configurations Train 
accuracy 

Test 
accuracy 

AUC score 

Model1 Data: 2018-2019 
Layer1: 512 units 
Layer2: 254 units 
Iterations: 2000 

79% 82% 81.6 

Model2 Data: 2016-2019 
Layer1: 1024 
units 
Layer2: 512 units 
Layer2: 254 units 
Iterations: 2000 

79% 82% 81.9 

Model3 Data: 2016-2019 
Layer1: 512 units 
Layer2: 254 units 
Iterations: 2000 

79% 82% 80.0 

Model4 Data: 2018-2019 
Layer1: 512 units 
Layer2: 254 units 
Iterations: 3000 

79% 81% 81.0 

 
Figure 44 AUC curve of Model2 

 

Figure  AUC Curve for Model 2 
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On generating the classification report for Model-2, the values are as shown in 

Figure 45. The results are almost similar to the CatBoost model (refer Figure 41). 

 

 

Figure 45 Classification report of Model-2 
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Chapter 8  

Results & Discussions 
 

8.1. Prediction Models 
There are several similar researches [37][38][39] in the field of healthcare 

where linear regression models are commonly used. In the latest research 

published in 2018 [37], a series of nine binary classifiers are trained using 

logistic regression (LR), gradient boosting (XGBoost) and deep neural networks 

(DNN) on three dataset types: one using only triage information, one using only 

patient history, and one using the full set of variables (shown in Figure 46) for  

560,486 patients. The results of their research are as shown in table 6:  

 

 

Figure 46 Variables used for the prediction 
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 Table 6 Results of the models 

Model AUC when Only 
Triage 
information 
 is used 

AUC when Only 
Patient History  
is used 

AUC when all the 
data is combined 

Linear 
Regression 

0.87  0.86 0.91 

 XGBoost 0.87 0.87 0.92 

DNN 0.87 0.87 0.92 

  

From the above results we see that, if the data includes both patients’ history 

and triage information, the performance is high. But, our data had only Triage 

information where most of the variables are categorical. The following sections 

show the results of our models. 

8.1.1.   CatBoost Classifier 
On implementing CatBoost Classifier on Model-1, we got an AUC score of 91% 

while on Model-2, AUC score was 78.5%.  Even after removing the features with 

lower importance scores the AUC of Model-1 did not change but the Model-2 

improved approximately by 1% which is not a big change. So, it is clear that, the 

removed features are not really affecting our models.  

Implementing grid search with few important parameters turned out to be a 

good way to improve the accuracy of Model-2. The AUC score had been raised 

from 78.5% to 82%. 

From the feature importance scores we can see that Model-1 has a feature 

“Vervover (Transport)” whose importance score is relatively high, but this 

feature is missing in data for Model-2. So, we can assume that this might be one 

of the reasons for the fall in performance of Model-2 compared to Model-1.  
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8.1.2.   DNN Classifier 
The DNNClassifier model generated similar results despite changing the 

configuration of the model. Model-2, which is fed with 2016-2019 data, 

performed slightly better than the other models with an accuracy of 79% for 

train and 82% for test, and AUC score of 81.9%. While the test accuracies are 

comparable with the CatBoost models, the train accuracy is low for these 

models. Also, unlike CatBoost model, using 2018-2019 did not have any 

significant change in the performance of the model. These issues in DNN models 

can be attributed to the hyperparameter values, which are quite difficult to tune. 

We believe that, with better hyperparameter tuning, the model can achieve 

better performance. Furthermore, the dataset is not large enough for the DNN 

models to exceed the performance of a classical machine learning model like 

CatBoost. 

From the classification reports (Figures 41 and 45) generated based on the best 

parameter values for CatBoost and DNN, we can see that our model was able to 

predict if the patient will not be admitted but had issues while predicting if the 

patient is admitted (low precision and recall values). This can be attributed to 

the class imbalance in the data. The number of data samples for negative class 

(not admitted) is nearly 3 times the number of samples for positive class 

(admitted). Generally, in a hospital’s perspective, predicting a patient will be 

admitted even if he/she would not (False Positive) does not have much negative 

effects. But, predicting the patient will not be admitted while he/she will be 

admitted (False Negative) leads to resource management problems and increase 

in waiting time. Further tuning of hyperparameters and oversampling of the 

positive class should help in overcoming this drawback of our models.  
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Chapter 9 

Conclusion 
 
 

Healthcare data has its limitations because of privacy and sensitivity. Despite of 

having the limitations in the data, our thesis proposed a promising way for 

process analysis and developing prediction models for hospitals. With the 

available data, we created event logs, discovered process and determined the 

wait times between Order and OR activities. We developed two models to 

predict the admittance of patients into the hospital. We evaluated these models 

and presented their performance on the available triage data. 

9.1. Future Work 
Due to various reasons like time factor, limitations in the data, our research has 

come to an end with pretty good results. The following can be interesting 

directions for future work: 

1. From the process discovery, we observed that few patients are returning to 

the hospital after being discharged due to various reasons. We can analyse 

these patient’s data and develop a prediction model to predict if the patient 

will visit the hospital again. 

2. In case of more data, we can calculate the waiting times between every pair 

of activities and also build a model to detect the cause of the waiting time 

using causal inference [40]. 

3. In our thesis, for clustering the variable “Rendenbezoek”, we randomly 

chose the number of clusters. Better results can be achieved with further 

analysis to determine the optimum number of clusters value.  
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4. As we discussed previously, the performance of the prediction models can 

be improved, i.e. reducing the false negative rate, by generating some 

synthetic data for the positive class to reduce the class imbalance and also 

with further hyperparameter tuning. 
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