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Abstract

Parameterized algorithms offer a way to efficiently compute solutions to large NP-hard
problem instances as long as these instances are simple with respect to some quantifiable
parameter. We study an algebraic technique used to count Dominating Sets parameterized
by tree-depth in O∗(3td) time, introduced by Pilipczuk and Wrochna [30]. While tree-
depth is a relatively unexplored structural parameter compared to related parameters
treewidth and pathwidth, here it excels in guaranteeing fully polynomial space usage.
This is a valuable property since often computer memory is more strictly limited than
computation time. We show how and why this technique works, apply it to solve related
domination problems such as Independent Dominating Set using O∗(3td) time and Total
Dominating Set using O∗(4td) time, again using polynomial space, and show problems
where this technique likely fails to perform efficiently.

We also explore a related technique for Dynamic Programming using polynomial space
based on subset convolutions and repeat an algorithm by Fürer and Yu [19] acting upon
tree decompositions that curiously has a time complexity depending on the tree-depth of
the input graph.
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1 Introduction

Background and motivation

Computing exact solutions to NP-hard problems will remain a difficult task for the foreseeable
future. Probably forever, according to the general sentiment about the NP complexity class.
In some cases efficient algorithms are available when imposing extra assumptions on the
input, but this does not address the unsatisfactory worst case performance for generic problem
instances. The subject of Parameterized Complexity concerns the research into algorithms
for which their performance depends one or multiple parameters, apart from just the size of
the problem instance, that quantify the complexity of a problem instance. Such algorithms
can compute a solution to any problem instance, but do so much more efficiently when these
parameters are relatively small. More specifically, we denote a problem of size n to be Fixed
Parameter Tractable (FPT) with respect to some parameter k if an algorithm exists that
can resolve a problem instance in O(f(k) · poly(n)) time for some computable function f .
Naturally, we expect f to be some superpolynomial function. An obvious choice for such a
parameter k is the size of the solution, and indeed this choice allows for some simple but
effective algorithms for classical NP-complete problems. But of course, reality is not that
forgiving and some problems are conjectured to not be FPT with respect to the size of the
solution. One of the best known such problems is the Dominating Set problem, which is
complete for a level of hardness within this classification of non-FPT problems, known as the
W-hierarchy. These concepts so far have been introduced some time ago, and thus have been
explained in great detail in textbooks [12, 15].

The intractability of such problems motivates the search for different types of parameters
for which more difficult problems are still FPT. Moving into more interesting complexity
parameters, we find structural parameters. These parameters, generally applicable to graph
problems, describe properties of the structure of the graph, for example quantifying the degree
to which the graph resembles a tree, prohibits cycles, has disconnected subgraphs, and so forth.
These quantities are expressed in a plethora of widths and depths such as treewidth, pathwidth,
cutwidth, cliquewidth and many others, see for example [34]. In particular the first parameter,
treewidth [32], has been researched extensively, both to explore its applications [7, 13, 33] as
well as its limitations [22]. Here, instead we focus on a somewhat related measure: tree-
depth. This parameter was introduced fairly recently [24], but earlier equivalent or related
definitions of this parameter include vertex ranking [8], centered coloring, rank function and
elimination tree height [35]. While stricter than treewidth and pathwidth as a complexity
measure (see Section 2.2), tree-depth can play a significant role in algorithms when the focus
lies not only on time complexity but also space complexity, in particular in algorithms with a
fully polynomial memory footprint. As a starting point, we use an algorithm for Dominating
Set parameterized by tree-depth, introduced by Pilipczuk and Wrochna [30], making use of
algebraic techniques to avoid a large memory footprint.

Problem statement

The goal is then to explore the possibilities of these algebraic techniques, both finding oppor-
tunities where these techniques can be applied as well as limitations where single exponential
time bounds using these techniques do not appear to be feasible. We can thus formulate two
guiding questions, exploring both its power and lack thereof:
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1. How can we apply the techniques introduced by Pilipczuk and Wrochna to solve different
problems, specifically in the area of domination-type problems?

2. What kinds of problems (probably) cannot be addressed by these techniques in an efficient
manner?

Our results

The original algorithm for Dominating Set (in O(3td ·poly(n)) time) is thoroughly described to
gain a deeper understanding of what makes it work. These insights, in particular the notion
of independence of disjoint subproblems, should provide some guidelines to which problem
definitions should adhere in order to be appropriate for these algebraic techniques. We then
adapt the recurrences for the Dominating Set problem to construct similar algorithms that can
decide related problems (see Section 2.3 for definitions): Independent Set in O(2td · poly(n))
time - as a showcase of the technique, since we can solve Independent Set on tree-depth
decompositions by a simple exhaustive search algorithm in the same time bound - as well as
Independent Dominating Set in O(3td · poly(n)) time and Total Dominating Set in O(4td ·
poly(n)) time, all using fully polynomial space.

We then describe the Maximum Degree-1 Subgraph (MD1S) problem, where these algebraic
techniques appear to not be as effective. To argue that the lackluster time bounds are not
inherent to the MD1S problem, we show that the problem can be solved efficiently when
parameterized by pathwidth using a Dynamic Programming algorithm using O(3pw ·poly(n))
time and space. As we will see in Section 2.2, the pathwidth of any graph is always equal
to or less than its tree-depth, which implies that this algorithm performs (with respect to
time) at least as well as a similar algorithm parameterized by tree-depth of the same time
complexity, hence showing that the MD1S problem is not intrinsically too hard to solve in
O(3td · poly(n)) time. This leads to the suspicion that perhaps a problem like MD1S cannot
be solved in single exponential time parameterized by tree-depth while simultaneously using
fully polynomial space. We explain how such a suspicion could be made more credible by a
reduction from the Longest Common Subsequence (LCS) problem, using a conjecture coined
by Pilipczuk and Wrochna, though a reduction is not given.

Techniques

To compute solutions to NP-hard problems, generally a branching strategy of some sort is
involved, following one or multiple recurrences; the time complexity of the algorithm often
directly follows from the properties of these recurrences. To obtain a single exponential
time bound, we require the value to a problem to be obtained from a constant number of
recursively defined subproblems, the results of which can then be combined in polynomial
time to construct a result to the original problem. A simple example of such a strategy is -
like always - Vertex Cover: we need every edge in our graph to be covered by at least one
endpoint. So, for an arbitrary vertex in the graph, either we include it in the solution, or we
include all of its neighbors in the solution, since these are the only ways to cover the edges
connecting the vertex. With a constant (2) number of choices, and a guarantee to decrease
the parameter per recursive call (in this case the size of the solution in the remainder of the
graph), we obtain a solid basis for a FPT algorithm.
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As mentioned before, a problem like Dominating Set is probably not FPT when parameterized
by the solution size, and we can easily get an intuition for how this manifests itself by trying
to specify a recurrence again. For a valid solution to Dominating Set, we need every vertex in
our graph to be in the solution or neighbored by another vertex in the solution. So, either we
include a vertex in the solution, or one of its neighbors - but which one? Branching on each
choice gives us a recurrence with a non-constant number of subproblems, which is reflected
in the (non-FPT) time complexity of the resulting algorithm.

Pilipczuk and Wrochna take a rather different approach. Instead of finding a single optimal
solution and making choices towards finding that solution, we assign labels to vertices that
we visit which in turn restrict sets of solutions satisfying those vertex labels. This also means
that instead of finding a single solution, we keep track of all solutions that are valid under
some vertex labeling. In order to avoid exponential space requirements, we do not track each
solution individually, but instead count them, grouped by their sizes. These vertex labels
impose requirements such as whether a vertex is in the solution, whether it is not, or whether
neither it nor any of its neighbors is in the solution. With these tools we can now revisit our
desire to specify recurrences in terms of a constant number of subproblems. For a vertex we
can now specify that we care about solutions where it is included in the solution, as well as
solutions where it is not in the solution minus solutions where it is specifically not covered
by any of its neighbors. What we would then be left with is solutions where either the vertex
is in the solution, or solutions where it is not but at least one of its neighbors is. Essentially,
we can reason about sets of solutions and make use of set arithmetic to specify requirements
for vertices. The need for tree-depth as a parameter arises from the fact that the intrinsic
properties of tree-depth decompositions allow us to efficiently combine such sets of solutions,
as well as bound the depth of these recurrences to obtain the FPT time complexity that we
are after.

Related work

Tree-depth has seen relatively little interest in the context of Parameterized Algorithms until
recently [11, 21], with tree-depth originally being introduced to facilitate research into graphs
with bounded expansion [25, 26, 27] and other graph theory concepts [20, 17]. For these
purposes, a stricter measure was introduced as well, known as low tree-depth [28].

In contrast, Dominating Set has seen extensive attention in the area of Parameterized Algo-
rithms [29, 16, 2], as well as related domination-type problems [18, 1, 14]. Most notably, the
vanilla Dominating Set problem can be solved in O(3tw · poly(n)) time by Dynamic Program-
ming on tree decompositions [33], thus rivalling the performance of tree-depth in this regard.

While depending on these parameters and their corresponding decompositions, we must not
forget the hardness of obtaining these parameters to begin with. Unfortunately, for each of
the parameters treewidth, pathwidth and tree-depth we know that deciding their optimal
values (or the optimal values to an equivalent problem) is NP-complete [4, 31]. As a result,
we are often forced to instead fall back to approximations for these parameters. This is a
reasonable compromise, since these approximated values are often still considerably smaller
than the size of the problem instance, and such approximations are available [9]. Specifically,
we can approximate treewidth by a factor O(log n) and pathwidth and tree-depth (here
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minimum elimination tree height) by a factor O(log2 n). For the case of treewidth, O(tw(G))
approximation algorithms are also known [10, 3].

The algebraic techniques based on subset convolutions from which the algorithm in Sec-
tion 3 borrows, have been introduced in the context of space-efficient pseudo-polynomial
algorithms [19] and subsequently applied to tree decompositions - and hence one would ex-
pect, the parameter treewidth. Curiously, the time complexity of the latter algorithms can
be expressed using not just the width of the tree decomposition, but its depth, defined by
properties of the decomposition but equivalent to our notion of tree-depth. Algorithms are
presented to count Perfect Matchings in O∗(2td) time [23] and Hamiltonian Cycles as well as
the Traveling Salesman problem in O∗((4 · tw)td) time [5] using polynomial space, as param-
eterized by the treewidth and tree-depth of the tree decompositions. Since these techniques
provide opportunities for very different polynomial-space algorithms parameterized by tree-
depth, they are touched upon as a related topic in Section 6. Specifically, the algorithm for
counting Perfect Matchings is repeated and demonstrated.

Outline

In Section 2 we give preliminaries and introduce some useful properties of polynomials rep-
resenting sets of solutions. In Section 3 we elaborate on the algorithm for Dominating Set by
Pilipczuk and Wrochna, after which it is applied to related domination problems in Section 4.
In Section 5 we postulate the limitations of these techniques using the Maximum Degree-
1 Subgraph problem as an example. Section 6 considers a related technique for Dynamic
Programming algorithms using polynomial memory based on subset convolutions. Finally,
Section 7 contains concluding remarks.

2 Preliminaries

2.1 Tree-depth decompositions

Definition 1 (Tree-depth). A tree-depth decomposition T of a graph G is a rooted forest
with the same vertices as G (that is, V (G) = V (T )) for which the following property holds:
for any two vertices u, v ∈ V (G), if an edge connects these vertices, then u, v have an ances-
tor/descendant relation in T . An alternative commonly used definition that satisfies the same
requirements is to say that G is a subgraph of the closure of T . Here the closure of a rooted
tree is the graph obtained by adding an edge between every vertex and all of its ancestors.
The depth of such a decomposition is equal to the maximum height of its trees, i.e. the largest
amount of vertices on a path from a root to one of its leaves. The tree-depth of a graph G,
generally denoted as td(G), denotes the minimum depth of all tree-depth decompositions that
can be constructed for G. An example is shown in Figure 1.

For our purposes, the essential property of a tree-depth decomposition T is that if two nodes
do not have an ancestor/descendant relation between them in T , then they are not connected
by an edge in G either. By extension, when considering two subtrees rooted at two nodes in
T , if the two root nodes are not related then the sets of vertices contained in the subtrees are
not connected by any edges. This property is very powerful when decomposing problems on
graphs into subproblems, especially when we require the solutions to these subproblems to
not interfere with each other.
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Figure 1: A simple graph G (left) with its tree-depth decomposition of tree-depth 4 (right).

Given a tree-depth decomposition T , let us introduce the following notions:

• tree[u] is defined as the set of vertices contained in the subtree rooted at vertex u in T .

• tail[u] is defined at the set of vertices on the (unique) path from u to the root of its
tree.

• tree(u) is defined as tree[u] \ {u}.

• tail(u) is defined as tail[u] \ {u}.

• For a node u, denote its parent as π(u); for a root r we have that π(r) = ∅.

• For a node u, denote the set of its children as child(u); for a leaf node v we have that
child(v) = ∅.

Note that for a pair of nodes (u, v):

• If π(v) = u then tail(v) = tail[u].

• If child(v) = U where U = {u0, u1, ...}, then tree(v) =
⋃
u∈U tree[u].

2.2 Relations to other structural parameters

Naturally, tree-depth is not unique as a structural parameter for graph problems. While many
other parameters exist, for tree-depth its relation specifically to treewidth and pathwidth is
relevant. These parameters are defined as a property of their respective decompositions (as
taken from [30]).

Definition 2 (Treewidth). A tree decomposition of an undirected graphG is a tree T together
with a collection of sets of vertices of G (called bags) Xt indexed by nodes t ∈ T , such that:

• every vertex of G is in at least one bag;

• for every edge uv of G, there is a bag containing both u and v; and

• for every vertex v of G, the set {t ∈ T | v ∈ Xt} induces a connected subtree of T .

The width of a tree decomposition is defined as maxt∈T |Xt|−1. The treewidth of G, denoted
tw(G), is the minimum width over all possible tree decompositions of G.
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Definition 3 (Pathwidth). A path decomposition of an undirected graph G is a tree de-
composition (T ; (Xt)t∈T ) in which T is a path. The pathwidth of G, denoted pw(G), is the
minimum width over all possible path decompositions of G.

Note that the definition of a path decomposition imposes extra requirements on top of the
requirements of a tree decomposition. This means that any path decomposition is also a tree
decomposition of the same width, implying that the treewidth of a graph can never exceed the
pathwidth. Next, let us see how we can easily obtain a path decomposition from a tree-depth
decomposition.
Let us do a pre-order traversal of a tree-depth decomposition T where we re-visit internal
nodes when leaving one of its subtrees, creating a bag Xi for each node we visit, where
the bag consists of the tail of the currently visited vertex (including the vertex itself). For
example, for the decomposition of Figure 1 we start with the root and create an according
bag X0 = {1}, then make a bag containing 1 along with its first child 2 resulting in the bag
X1 = {1, 2}. Vertex 2 has a child 5, so the next bag contains X2 = {1, 2, 5}, and this process
repeats recursively. If for a vertex we have visited all of its children (or it has none), we
“forget” the vertex and return to its parent. For example, after the bag {1, 2, 5, 4} we find
that vertex 4 has no children so we forget 4 and obtain the bag {1, 2, 5} again, then moving
on to bag {1, 2, 5, 6}. Now we move back up forgetting vertices one by one until we reach the
root 1 again, then going to the next child 3 and creating the bag {1, 3}, {1, 3, 8}, and so forth.
The way we order the children is not important; any ordering will suffice. For this sequence
of bags we observe that:

• This is a path, since the bags are produced in order.

• Every vertex is in at least one bag.

• For an edge uv in G, there exists a ancestor/descendant relation between u and v in T ,
so we will create a bag containing both at some point.

• Whenever we “forget” a vertex, we never visit it again. Hence the subset of bags
containing a vertex v is one connected component.

• The size of any bag is at most the size of tail[v] ≤ td(G).

We have obtained a valid path decomposition of G, with pathwidth equal to the tree-depth
of G. Hence, the pathwidth of G can never exceed the tree-depth of G, since we can always
obtain a path decomposition of equal width in this way.

In fact, using this construction we have obtained a “nice” path decomposition. In a nice path
decomposition, every bag X in the decomposition can be associated with either “introducing”
or “forgetting” a vertex v. Let us consider this path decomposition with its sequence of bags
{X0, . . . , Xm} as a rooted tree where Xm is the root bag, making X0 the only leaf. Every
bag in the decomposition now has one parent (except for Xm) and one child (except for X0).
Every vertex is introduced and forgotten exactly once. Furthermore, if X is an introduce bag
for vertex v, then for its child Y we have that X = Y ∪{v}. Alternatively, if X is a forget bag
for vertex v, then for its child Y we have that X = Y \{v}. As per requirement of a nice path
decomposition we also have that |X0| = |Xm| = 1, and since every vertex is introduced and
forgotten exactly once, for a graph with n vertices there are 2n bags in total. It should be
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noted that any path decomposition can be turned into a nice path decomposition, but here
we get this property for free. Algorithms on path decompositions often make use of these
properties, as we will see later.

We conclude a commonly mentioned relation between these structural parameters: for any
graph G it holds that tw(G) ≤ pw(G) ≤ td(G). This observation puts tree-depth at a
disadvantage, since if we have two algorithms with similar time complexity, one requiring a
tree/path decomposition and another requiring a tree-depth decomposition, the first algorithm
is guaranteed to (in the asymptotic case) perform at least as well as the latter. However, this
is not the complete story. Many algorithms operating on tree/path decompositions make use
of Dynamic Programming techniques, generally computing a result for every subset of many,
if not all bags in the decomposition. This results in a space complexity that is exponential in
the size of the parameter. In contrast, we will find in the following chapters that algorithms
operating on tree-depth decompositions using algebraic techniques can achieve much better
space complexity bounds. It should be noted that these algebraic techniques can also be
applied to tree/path decompositions in some cases [19], but nevertheless there exists a valid
use case for tree-depth decompositions, even when the bounds on the parameter itself appear
unsatisfactory.

2.3 Graph definitions

We use the standard notation for neighborhoods in graphs.
For some v ∈ V (G),

• N(v) = {u ∈ V (G) | {u, v} ∈ E(G)}.

• N [v] = N(v) ∪ {v}.

For a set of vertices X ⊆ V (G),

• G[X] denotes the subgraph induced by X. That is, the subgraph of G containing only
the vertices in X and all edges of G between vertices that are both in X. Formally, for
G = (V (G), E(G)), then G[X] = (X, {{u, v} | {u, v} ∈ E(G) ∧ u, v ∈ X})

• N(X) =
⋃
x∈X N(x)−X, and

• N [X] =
⋃
x∈X N [x].

The neighborhood operators tie into the definition of “dominating” a set of vertices: we say
that some set X ⊆ V (G) dominates another set Y if Y ⊆ N [X]. Similarly, X is a dominating
set for a graph G if N [X] = V (G).

When specifying problems that are related to vertex domination, the (ρ, σ)-domination no-
tation is used as introduced by Telle [36]. For a graph G and sets of integers ρ, σ ⊆ N0,
a set of vertices S is a solution to a (ρ, σ)-domination problem if and only if we have that
∀v ∈ V (G) \ S : |N(v) ∩ S| ∈ ρ and ∀w ∈ S : |N(w) ∩ S| ∈ σ. For example, this classifies
the Dominating Set problem as a (N+,N0)-domination problem, since any vertex not in the
solution must neighbor at least one vertex in the solution, and no limitations are imposed on
the vertices in the solution.
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We also consider some problem variants related to dominating set. For a graph G:

• In the Independent Set (IS) problem, we intend to find a vertex set S such that every
vertex in G[S] has degree zero; this classifies as a (N0, {0})-domination problem.

• In the Independent Dominating Set (IDS) problem, we intend to find a dominating set
that is also an independent set; this classifies as a (N+, {0})-domination problem.

• In the Total Dominating Set (TDS) problem, we intend to find a dominating set such
that every vertex (even those in the solution) has at least one neighbor in the solution;
this classifies as a (N+,N+)-domination problem.

• In the (Maximum) Degree-1 Subgraph (MD1S) problem, we intend to find a (maximum-
size) vertex set S such that every vertex inG[S] has degree at most one; this classifies as a
(N0, {0, 1})-domination problem. Note that for any graph, a MD1S is also a dominating
set.

All problems mentioned above are often described in the context of a minimization or maxi-
mization problem, where an optimal solution is requested of minimum or maximum size. We
consider the decision variant, where we only care about the Yes/No answer to the question
whether a solution of some given size exists. It should be noted that generally an optimal
solution can be derived from the computations performed by the decision algorithm without
affecting the time complexity.

2.4 Counting solutions using polynomials

Often in algorithms, the emphasis is on finding any optimal solution and disregarding all
solutions that are suboptimal. Instead, here we intend to count all solutions to a problem,
without specifically keeping track of what these solutions are exactly. We only care about how
many unique solutions exist, grouped by their size. While this may seem counterintuitive at
first, this brings several benefits: by not keeping track of each solution individually, we avoid
a possibly exponential blow-up in the space required to store these solutions. Furthermore,
by reasoning about sets of solutions, we are able to do arithmetic on these sets, discarding
invalid solutions without having to know specifically which solutions are being discarded,
which proves to be a powerful tool.

Let us first define what exactly we intend to count. We define subproblems from the context
of a vertex v in a tree-depth decomposition T . This vertex has a set tail(v) of predecessors
and a subtree tree(v) of descendants. Naturally, these sets are disjoint. Assume the ver-
tices in tail(v) have already been assigned labels from a finite alphabet Σ by some mapping
φ : tail(v) → Σ that imposes restrictions on valid solutions; these exact restrictions depend
on the problem being solved. Under these restrictions we intend to find solutions in tree(v).

Note that for our purposes we may include v in the tail and consider tail[v], or conversely
include v in the subtree and consider tree[v], depending on whether v has already been
assigned a label or not. In the following definitions, the reader can consider the sets X,Y to
denote tail(v) and tree[v] respectively, although the definitions themselves consider X,Y in
more generality.
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Definition 4 (Graph problem over Σ). For a finite alphabet of labels Σ we define a graph
problem over Σ to be a function Π(G,φ,X, Y ) that, given an undirected graph G, disjoint
vertex sets X,Y ⊆ V (G) and a labeling φ : X → Σ, returns a collection S of subsets of Y . A
set y ⊆ Y is valid under a labeling φ if and only if y ∈ S. In such a case, we refer to y as a
solution to the subproblem (G,φ,X, Y ) of Π.

We can make use of such a function Π to assign semantics to the labels in Σ and only allow
vertex subsets that adhere to restrictions imposed on labels. It may occur that a labeling φ
itself already contradicts such restrictions, in which case Π(G,φ,X, Y ) = ∅, meaning that
no subset of Y is valid. This should not be confused with the case where only the empty set
adheres to the restrictions. In this case, the set ∅ ⊆ Y is the only member of S.

As a simple example we explain the role of Σ in an Independent Set problem. We wish to
label vertices as being in or not in the set, hence we use Σ = {T, F} to denote being in or out
respectively. To form an independent set, vertices in the set may not neighbor each other.
So we define ΠIS(G,φ,X, Y ) to return only subsets y ⊆ Y for which y ∪ {x ∈ X : φ(x) = T}
forms an independent set in G. If φ labels two adjacent vertices as being True, then no subset
y is valid under this labeling, hence in such a case ΠIS(G,φ,X, Y ) = ∅.

When applying these definitions, generally the graph G is clear from the context. In such a
case we omit the parameter G for readability and write (φ,X, Y ) to denote the subproblem
(G,φ,X, Y ).

To count solutions to subproblems, we relate to each subproblem instance (G,φ,X, Y ) a
polynomial Pφ,X,Y =

∑
0≤k≤|Y | ak · xk for ak, k ∈ N0. The variable x does not serve a

semantic purpose and only exists to facilitate the arithmetic. Each term ak · xk denotes that
there exist ak unique solutions of size k. For example, if P = x3 + 2x2 + x, then there exists
one solution of size three, two solutions of size two, one solution of size one, and there exist
no solutions of size zero or size larger than three.

Definition 5 (Polynomial). To the set of all solutions S to some subproblem (G,φ,X, Y )
of Π, we associate a polynomial Pφ,X,Y . The polynomial Pφ,X,Y is defined as Pφ,X,Y =∑

0≤k≤|Y | ak · xk for ak, k ∈ N0, where ak = |{y ⊆ Y | y ∈ Π(G,φ,X, Y ) ∧ |y| = k}|.

Essentially, this polynomial counts all solutions to a subproblem and groups these solutions by
their size. When solving recurrences, often we wish to merge solutions of smaller subproblems
in order to obtain solutions to a larger subproblem. To facilitate merging of solutions, we use
a notion of indepedence of subproblems.

Definition 6 (Independence). Let Π(G,φ,X, Y ) be a graph problem over some alphabet
Σ. This graph problem has independent subproblems if for any disjoint vertex sets X,Y, Z
for which there are no edges between Y and Z, any labeling φ : X → Σ and vertex sets
y ⊆ Y, z ⊆ Z it holds that y is a solution to (G,φ,X, Y ) and z is a solution to (G,φ,X,Z) if
and only if y ∪ z is a solution to (G,φ,X, Y ∪ Z).

The more subtle implication of the above is that the choice of a solution to (G,φ,X, Y ) will
not invalidate any solution in (G,φ,X,Z), and so we can safely combine any solution of the
former problem with a solution of the latter problem.

We can illustrate this by a simple example. Say we label a vertex u ∈ X, where this label
imposes that for any solution S, in the subgraph induced by {u} ∪ S, u should have degree
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zero. Naturally, if u together with a solution SY ⊆ Y has degree zero, and u together with a
solution SZ ⊆ Z has degree zero, then in the joint solution {u} ∪ SY ∪ SZ , it also has degree
zero. On the contrary, say the label imposes that for any solution S, in the subgraph induced
by {u} ∪ S, u should have degree at most one. Now, for two solutions SY , SZ where for each
separately u has degree at most one, in the joint solution {u} ∪ SY ∪ SZ , it may occur that
u now has degree two. Hence, these subproblems are not independent.

Finally, we can combine these definitions to provide a way of combining sets of solutions to
independent problems.

Lemma 1. Let (G,φ,X, Y ), (G,φ,X,Z) be two independent subproblems of some vertex la-
beling problem Π with sets of solutions represented by polynomials Pφ,X,Y and Pφ,X,Z respec-
tively. The polynomial for the combined problem (G,φ,X, Y ∪ Z) is given by the product of
the polynomials of the subproblems, so Pφ,X,Y ∪Z = Pφ,X,Y · Pφ,X,Z .

Proof. For readability, let us denote the coefficients of Pφ,X,Y as ai for i ∈ [0, |Y |], of Pφ,X,Z
as bj for j ∈ [0, |Z|] and of Pφ,X,Y ∪Z as ck for k ∈ [0, |Y ∪ Z|].
By the independence between subproblems we know that any solution syz to (G,φ,X, Y ∪Z)
of some size k can be partitioned into two subsets sy, sz that are solutions to (G,φ,X, Y )
and (G,φ,X,Z) respectively. Naturally we have that |sy|+ |sz| = |syz| = k. So, there exists
a solution syz for every unique pair of solutions sy, sz where |sy| = i, |sz| = j, i + j = k. If
we have ai possible values of sy of size i and bj possible values of sz of size j (as per the
given polynomials) then there exist ai · bj unique pairs for the choices of i, j. This holds for
all choices of i, j such that i + j = k, so we find that the total possible solutions syz of size
k is equal to

∑
i+j=k ai · bj = ck. Solutions to the subproblem (G,φ,X, Y ∪ Z) may have a

size in the range [0, |Y ∪ Z|], since any solution must be a subset of Y ∪ Z. As a result, the
polynomial Pφ,X,Y ∪Z is given by:

Pφ,X,Y ∪Z =
∑

0≤k≤|Y ∪Z|

∑
i+j=k

(ai · bj) · xk

The multiplication of two polynomials P1 · P2 is performed by adding together the products
of each pair of terms {ti, tj} = {aixi, bjxj} for ti in P1 and tj in P2, where this product is
aix

i · bjxj = ai · bj · xi+j . For an arbitrary term ckx
k in the result P1 · P2, the value of ck is

determined by the sum of the pairwise product of all pairs of terms aix
i and bjx

j such that
k = i+ j. We note that this yields the same value of each term ck as in the above definition
of the combined polynomial.

Naturally, we can extend this argument to combine polynomials counting solutions of an ar-
bitrary number of mutually independent subproblems (G,φ,X, Vi) for vertex sets {V0, ..., Vn}.

Lemma 2. For disjoint sets of vertices V = {V0, . . . , Vn}, let {(G,φ,X, V0), . . . , (G,φ,X, Vn)}
be a set of mutually independent subproblems of a graph problem Π(G,φ,X, Y ), each having
a set of solutions represented by polynomials P = {Pφ,X,V0 , . . . , Pφ,X,Vn}. The polynomial
P = Pφ,X,

⋃
w∈V w is given by P =

∏
q∈P q, the product of all polynomials in P .

Proof. Let us prove this by induction on n. For simplicity we write Pk for the polynomial
Pφ,X,

⋃
w∈{V0,...,Vk} w

Base case for n = 1:
Let us assign values Y = V0, Z = V1 and apply Lemma 1.
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We find that P1 = Pφ,X,V0∪V1 = Pφ,X,V0 · Pφ,X,V1
Inductive Step (n =⇒ n+ 1):
We have polynomial Pn for the subproblem (G,φ,

⋃
w∈{V0,...,Vn}w)

Because all subproblems are mutually independent, also the subproblems
(G,φ,X,

⋃
w∈{V0,...,Vn}w) and (G,φ,X, Vn+1) are independent.

Hence we can again use Lemma 1 by setting Y =
⋃
w∈{V0,...,Vn}w,Z = Vn+1.

We find that Pn+1 = Pn · Pφ,X,Vn+1 .

We show that the property holds for the basic case n = 1 for combining two problems, and
also holds for the inductive case. Hence we can conclude that this property holds for any
value for n ∈ N+.

3 Counting Dominating Sets

By making use of properties of tree-depth decompositions, we can construct an algorithm to
count Dominating Sets in a graph, as was proposed by Pilipczuk and Wrochna [30], which is
in turn inspired by algebraic techniques introduced earlier [19, 23]. By counting the sets of
vertices that adhere to restrictions as specified by labels on vertices and doing arithmetic on
these sets, we can count only those sets of vertices for which a specific property holds. For this
purpose, the goal is to count only the sets of vertices that form a dominating set. However,
we cannot directly count the dominating sets in a graph; instead, we consider solutions that
are valid under vertex labelings of some set of vertices. Not all of these solutions may be
dominating sets; some of these solutions may even deliberately not be dominating sets. The
motivation for counting such solutions will be explained later.

3.1 Vertex labels for DS

As we traverse the tree-depth decomposition top to bottom, we want to label vertices that
have already been addressed, which in turn impose restrictions on the sets that we wish to
count. We assign to each already visited vertex one of the labels in Σ = {A,F, T}. These
labels should be interpreted as denoting that this vertex is available, forbidden or taken
respectively.

• A vertex with label A means that it is not part of the solution, and may still need to
be dominated by at least one of its neighbors.

• A vertex with label F means that it is not part of the solution, and must not be
dominated at all; that is, none of its neighbors are allowed to be taken (marked T ).

• A vertex with label T means that it is included in the solution, hence dominating itself
as well as all of its neighbors.

While dealing with a subproblem instance for a vertex v in the decomposition, we need to
keep track of the already labeled vertices, namely those in tail(v). For this, let us define a
mapping φ : tail(v) → Σ that maps each vertex in the tail to one of the labels. For such
a function, by writing φ[v → L] for some v ∈ V (T ), L ∈ Σ we denote that we extend the
mapping φ with a new (key,value)-pair (u, L), i.e. the mapping now includes vertex v with
label L. When writing φ−1(L) we mean the set of all vertices that have the label L. For
simplicity we write φ−1(L0, L1) to denote φ−1(L0) ∪ φ−1(L1).
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Similarly, let us define a mapping where v is already labeled. So let us define ψ : tail[v]→ Σ
that maps each vertex in the tail including v to one of the labels. The same syntax is used
as with φ.

Now we can specify what exactly we wish to compute. For a vertex v, subject to a labeling
of its tail φ, we wish to count the solutions for the subproblem that is the graph induced by
itself and all of its descendants, thus the graph induced by tree[v]. Such a solution should
dominate this subgraph, so we use the following definition.

Let us define the vertex labeling ΠDS that we will use here. We define ΠDS(G,φ,X, Y ) to
return only those sets y ⊆ Y such that:

1. Y ⊆ NG[y ∪ φ−1(T )]

2. (y ∪ φ−1(T )) ∩NG(φ−1(F )) = ∅

In words, we require that any solution y, together with the vertices already labeled as T in
X dominates every vertex in Y . Furthermore, no vertex labeled as F should neighbor any
vertex in y ∪ φ−1(T ).

To be able to combine subproblems of ΠDS efficiently, we will need to ensure that ΠDS has
independent subproblems, as per Definition 6. So, let us show that now.

Lemma 3. For a graph G, disjoint vertex sets X,Y, Z ⊆ V (G) with no edges between Y
and Z and a labeling φ : X → {A,F, T}, the subproblems (φ,X, Y ) and (φ,X,Z) of ΠDS are
independent.

Proof. Take two arbitrary solutions y ⊆ Y, z ⊆ Z to the subproblems (φ,X, Y ) and (φ,X,Z)
respectively. By definition of ΠDS , Y ⊆ N [y ∪ φ−1(T )] and Z ⊆ N [z ∪ φ−1(T )], and so also
Y ∪ Z ⊆ N [y ∪ z ∪ φ−1(T )]. Furthermore, since y ∪ φ−1(T ) does not neighbor φ−1(F ) and
neither does z∪φ−1(T ), then also y∪ z∪φ−1(T ) does not neighbor φ−1(F ). This means that
y ∪ z fulfills all requirements to be a valid solution to the subproblem (φ,X, Y ∪ Z).

Now let us take a solution S to the problem (φ,X, Y ∪Z). S can be partitioned into vertices
of Y and vertices of Z, so let us define y = S ∩ Y and z = S ∩ Z. For any vertex w ∈ Y ∪ Z,
w will be dominated either by a vertex in φ−1(T ) or by some other vertex x in the solution S
(possibly w = x), in which case either {w, x} ⊆ Y or {w, x} ⊆ Z, since no edges exist between
Y and Z. So when we consider w in the subproblem (φ,X, Y ) with solution y or (φ,X,Z)
with solution z (depending on whether w ∈ Y or w ∈ Z), then either w is still dominated
by φ−1(T ), or w is still dominated by x. Naturally, splitting the solution does not break the
restrictions on φ−1(F ). Any vertex w that was previously covered by S is now covered by
y ∪ φ−1(T ) if w ∈ Y , or covered by z ∪ φ−1(T ) if w ∈ Z, and the requirement on φ−1(F )
remains valid. So y, z are valid solutions to (φ,X, Y ) and (φ,X,Z) respectively.

We find that if y is a solution to (φ,X, Y ) and z is a solution to (φ,X,Z) then y∪z is a solution
to (φ,X, Y ∪ Z) and vice versa. Hence any such subproblems Y,Z are independent.

3.2 Graph subproblems

To instantiate subproblems for Π, we make use of functions f, g that relate subproblems of
ΠDS to specific vertices in the tree-depth decomposition. For a vertex v ∈ V (T ) and a labeling
φ, define:
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Figure 2: The tree-depth decomposition example revisited. The sets tail and tree are high-
lighted for resolving the value of f(5, φ).

• f(v, φ) = Pφ,tail(v),tree[v]: the polynomial associated with the subproblem
(G,φ, tail(v), tree[v]) of ΠDS .

• g(v, ψ) = Pψ,tail[v],tree(v): the polynomial associated with the subproblem
(G,ψ, tail[v], tree(v)) of ΠDS .

Note the difference between f(·, ·) and g(·, ·); in the first case we have not decided upon a
label for v and consider solutions for its subtree including itself. In the latter case, we have
labeled v and are now interested in solutions for its subtree excluding itself.

We can illustrate how these functions should behave using the example graph shown in Fig-
ure 2. Say we are traversing the tree-depth decomposition and we have arrived at vertex 5.
Now tail(5) = {1, 2}. Say our mapping φ consists of {(1 → T ), (2 → A)}. The value of
f(5, φ) should reflect the possible solutions in tree[5] = {5, 4, 6}. Since we have no Forbidden
vertices, any labeling that satisfies the domination requirement suffices. In this case we have
one valid solution of size three, three valid solutions of size two and one valid solution of size
one. Hence f(5, φ) = x3 + 3x2 + x.

Instead consider the situation where φ′ consists of {(1→ A), (2→ F )}. Now that vertex 2 is
labeled Forbidden, any solution that labels vertices 4 and 6 as Taken is invalid (that is to say,
if for example we label 4 → T , this invalidates the requirement set on vertex 2). The only
valid solution is to include 5 in the solution, which is a single solution of size one. Hence now
f(5, φ′) = x.
Continuing on the second example, for this labeling we consider g(5, ψ′) where ψ′ = φ′[5→ A].
There exists no solution that dominates tree(5) = {4, 6} without bordering φ′−1(F ) = {2}.
So g(5, ψ) = 0. However, if ψ′′ = φ′[5 → T ], now there does exist a single solution of size
zero, namely to label both 4 and 6 as Available. Hence g(5, ψ′′) = 1.

3.3 Resolving values for subproblems

Let us now make use of these functions f, g to construct an algorithm. The polynomial
returned by f(r,∅) for the root r of a tree-depth decomposition returns exactly all solutions
that are dominating sets of the graph induced by tree[r], since the labeling is empty and so
φ−1(T ) ∪X = X. What remains is to find ways to resolve the values of the functions f(·, ·)
and g(·, ·), so let us introduce those now, starting with the case where we wish to resolve
g(v, ψ) for an internal vertex v.
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Lemma 4. Given a graph G with its tree-depth decomposition T , an internal vertex v ∈ V (T )
and a labeling ψ : tail[v]→ Σ we have g(v, ψ) =

∏
u∈child(v) f(u, ψ).

Proof. We have seen in Lemma 3 that ΠDS has independent subproblems for disjoint X,Y, Z
with no edges between Y and Z. Let us take two arbitrary children u0, u1 ∈ child(v) and
set X = tail(u0) = tail(u1), Y = tree[u0], Z = tree[u1]. By the properties of the tree-depth
decomposition, these vertex sets are disjoint with no edges between Y and Z. Hence the sub-
problems (ψ, tail(u0), tree[u0]) and (ψ, tail(u0), tree[u1]) are independent. By Lemma 2, mul-
tiplying the polynomials associated with subproblems (ψ, tail(u), tree[u]) for all u ∈ child(v),
yields the polynomial associated with subproblem (ψ, tail(u),

⋃
u∈child(v) tree[u]). Since v is

the parent of these vertices, tail(u) = tail[v] and also
⋃
u∈child(v) tree[u] = tree(v).

So we have actually obtained the polynomial associated with the problem (ψ, tail[v], tree(v)),
which matches the definition of g(v, ψ).

Next, let us consider the case where v does not have any children. Here we can directly assign
values to g(v, ψ).

Lemma 5. Given a graph G with its tree-depth decomposition T , a leaf vertex v ∈ V (T ) and
a labeling ψ : tail[v]→ Σ, the value of g(v, ψ) is given by

g(v, ψ) = 1 if ∀v ∈ ψ−1(T ), w ∈ ψ−1(F ) : {v, w} 6∈ E(G)

g(v, ψ) = 0 otherwise

Proof. In this case g(v, ψ) counts solutions to the problem (ψ, tail[v], tree(v)). Since tree(v) =
∅, the domination requirement is always true. What remains is to verify that the second
requirement of ΠDS is upheld, namely that no edges exist between ψ−1(T ) and ψ−1(F ). If
so, there exists one solution of size zero (the empty set) and g(v, ψ) = 1. If not, no solutions
exist and so g(v, ψ) = 0.

This concludes the equations required to resolve the values of g(·, ·). Now we need to consider
how to find the value of f(·, ·). Note that f(·, ·) needs only to be defined for internal vertices,
since for leaves the function g(·, ·) returns the value 1 or 0 immediately, without calling f(·, ·).
So let us define a recurrence for f(·, ·).

Lemma 6. For a graph G with tree-depth decomposition T , an internal vertex v ∈ V (T ) and
a labeling φ : tail(v)→ Σ we have

f(v, φ) = g(v, φ[v → A])− g(v, φ[v → F ]) + x · g(v, φ[v → T ])

Proof. The function f(v, φ) expects v to be unlabeled, whereas the function g(v, φ) expects v
to be labeled. This means we need to decide upon the label for v. Naturally, we do not know
this label beforehand, so we need to decide whether to include v in the solution. In the case
where we do not include v into the solution, we assign to it label A, and consider the problem
g(v, φ[v → A]), since now v is labeled. This term counts all solutions that dominate tree(v),
and so actually we forget to verify whether v itself is actually being dominated. More precisely,
we need to discard the solutions in which v is not dominated, which equals the solutions in
which no neighbor of v is included in the solution. This is equal to g(v, φ[v → F ]), since
this counts solutions that dominate tree(v) but explicitly do not dominate v itself as per
restriction on φ−1(F ) in the leaf case for g(·, ·). This means that the difference between these
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two polynomials captures exactly the solutions where v is not part of the solution, minus the
solutions where v is not dominated at all.

The alternative is that we do include v in the solution. In this case we mark v with label
T . Now there are no additional restrictions on v as it is being dominated by itself. However,
we need to account for the fact that v increases the size of the solution by one. Hence the
solutions returned by g(v, φ[v → T ]) need to be incremented by one. This is equivalent to
multiplying the polynomial by x, since this transforms any term ak · xk of the polynomial to
ak · xk+1, hence increasing its size by one.

These two terms form the possible actions we can undertake for the vertex v: either we include
it in the solution or we leave it out of the solution. As such, the value of f(v, φ) is equal to
the sum of the two choices, i.e. it is obtained by adding the two polynomials for each choice
for v together.

The given tree-depth decomposition T may consist of multiple connected components. Since
the trees in the tree-depth decomposition are disconnected, so are the corresponding subgraphs
in G, implying that the solutions to these subproblems are again independent, allowing us
to apply Lemma 2. So, in the case where T consists of multiple connected components each
having root r, the final result is given by P =

∏
r∈roots(T ) f(r,∅).

P is a polynomial that counts all dominating sets for G. For each size k ∈ [0, n], we can now
conclude that G contains a dominating set of size k if and only if P contains a term ak · xk
where ak > 0.

3.4 Time & space requirements

Finally let us inspect the time and space required to resolve a call f(·, ·) on the root of a
connected component in T .

Lemma 7. Given a graph G with |V (G)| = n and its tree-depth decomposition T of tree-
depth s, we can compute a sequence Q = {q0, q1, ..., qn} such that G contains exactly qk
distinct dominating sets of size k for 0 ≤ k ≤ n using O(3s ·poly(n)) time and O(s ·n2) space.

Proof. The subproblem for a vertex in the tree-depth decomposition is always defined in terms
of its direct children (or given by a constant for a leaf vertex), meaning that we never visit
the same vertex twice in the same call stack. We also never compute the value of f(v, φ)
or g(v, φ) more than once for the same pair (v, φ), since each branch in the definition of
f(v, φ) assigns a unique label to v, and g(v, φ) is defined in terms of its children. Hence, the
maximum number of calls to f, g is bounded by the number of unique pairs (v, φ). Since our
alphabet Σ has three unique labels, for any v there exist 3|tail[v]| unique labelings of its tail,
where |tail[v]| ≤ s. Hence, we call the functions f, g no more than 3s times per vertex. This
yields O(3s · n) calls to functions f, g.

To resolve the value of f(v, φ) from its subproblems we need to do a constant number of
operations on three polynomials of degree at most n. To resolve the value of g(v, φ) we may
need to multiply a linear number of polynomials of degree at most n. We should note that
the coefficients of these polynomials may have values of up to 2n, the total number of pos-
sible subsets of size n, which may be significantly large. Hence, we abstract from the exact
implementation and consider just the number of operations.
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To resolve f(v, φ) from its subproblems, we need a linear number of operations, and multi-
plying a linear number of polynomials to resolve g(v, φ) will require O(n2) operations. Since
these operations can be performed in polynomial time, we can resolve the value of f(r,∅) for
the root r of a tree-depth decomposition in time O(3s · poly(n)).

Per recursive call we require to store at most one intermediate result per call to f(·, ·) and one
intermediate result per call to g(·, ·), where such a result is a polynomial of degree at most n
and with coefficients of size at most 2n (the total number of distinct subsets possible of a set
of size n). Storing a constant number of such polynomials requires O(n2) space. The stack
of recursive calls is of size at most twice the tree-depth of G equalling 2 · s, since we call both
f, g once per depth in the decomposition. This results in a O(s · n2) space requirement.

As a final remark: Pilipczuk and Wrochna provide some additional optimizations to their
algorithm, allowing them to cut down the space complexity to O(s · log n), and noting that a
O(s+ log n) space complexity may be possible as well. These optimizations are not included
since they are not integral to the algorithmic technique itself.

4 Recurrences for other problems

The recurrence presented in the previous section will count dominating sets in a given graph.
However, we can apply the same methodology with variations on the reccurence and vertex
labels to find solutions that satisfy other requirements.

4.1 Independent Set

In the Independent Set problem we require the solution set to induce a subgraph with no
edges; also known as a (N0, {0})-domination problem. It should be noted that this problem,
given a tree-depth decomposition of height s, can be solved in O(2s · poly(n)) by branching
on choices of whether to include a vertex v and returning the largest solution. Still, we can
illustrate that process in the context of counting solutions as well. In this problem, assigning
a vertex as being taken disallows any neighbors to be taken, hence we need to merge the
semantics of the labels F and T .

Let us define ΠIS for this problem. We now use a simpler alphabet ΣIS = {A, T}. We define
ΠIS(G,φ,X, Y ) to return only those solutions y ⊆ Y such that:

1. ∀v, w ∈ (y ∪ φ−1(T )) : {v, w} 6∈ E(G).

We use the same semantics of f, g as in the Dominating Set algorithm, but now for subprob-
lems of ΠIS . The only extra restriction we need to impose on a solution is that the vertices
labeled T do not neighbor each other. This leads to the base case for a leaf v:

g(v, ψ) = 1 if ∀v, w ∈ ψ−1(T ) : {v, w} 6∈ E(G)

g(v, ψ) = 0 otherwise

Note that for the Independent Set problem, again subproblems for non-related vertices are
independent, and so the definition for g(v, ψ) for an internal vertex v remains valid. We do
however need to adjust the definition for f(v, φ).
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Lemma 8. For a graph G with tree-depth decomposition T , an internal vertex v ∈ V (T ) and
a labeling φ : tail(v)→ ΣIS we have

f(v, φ) = g(v, φ[v → A]) + x · g(u, φ[u→ T ])

Proof. Again we have two choices for our vertex v, either including it in the solution or leaving
it out. When excluding it, we assign label A to it. In this case, no further restrictions apply
to the vertex v, so we do not need to subtract another term.
In the case where we do include v in the solution, we label it T . By the base case for g(·, ·),
we only count solutions for which v has no neighbors that are also labeled T , as per definition
of an Independent Set. By including v in the solution, we need to increment the size of the
returned solutions by one, which is again realized by multiplying the resulting polynomial by
x.

The behavior of the functions f(·, ·) and g(·, ·) is similar to the original algorithm. However,
we require to branch only in two directions per call of f(·, ·) and have only O(2|tail[v]|) possible
labelings for the tail of a vertex v. This results in the following time bound.

Lemma 9. Given a graph G with |V (G)| = n and its tree-depth decomposition T of tree-
depth s, we can compute a sequence Q = {q0, q1, ..., qn} such that G contains exactly qk
distinct independent sets of size k for 0 ≤ k ≤ n using O(2s · poly(n)) time and O(s · n2)
space.

4.2 Independent Dominating Set

In the Independent Dominating Set problem we require the solution to induce a subgraph
that is both independent and also dominates the entire graph; this is a (N+, {0})-domination
problem. Because the original Dominating Set algorithm already finds all dominating sets in
a given graph, we can add extra restrictions on the solutions we are interested in to only find
independent sets.

For this purpose, we define ΠIDS in the following way. ΠIDS(G,φ,X, Y ) returns only those
sets y ⊆ Y such that:

1. Y ⊆ NG[y ∪ φ−1(T )]

2. (y ∪ φ−1(T )) ∩NG(φ−1(F )) = ∅

3. ∀v, w ∈ (y ∪ φ−1(T )) : {v, w} 6∈ E(G)

Instead of finding all dominating sets, we now only care for independent dominating sets. We
use the same definitions for functions f, g, but again now for subproblems of ΠIDS . We can
further restrict the cases in which we return a solution in the base case for g(·, ·). Instead
of only disallowing edges between ψ−1(F ) and ψ−1(T ), we now also disallow edges between
vertices both in ψ−1(T ). This is reflected in the base case for g(·, ·).

g(v, ψ) = 1 if ∀v ∈ ψ−1(T ), w ∈ ψ−1(F, T ) : {v, w} 6∈ E(G)

g(v, ψ) = 0 otherwise

The other definitions for f(·, ·) and g(·, ·) remain valid from the original Dominating Set
algorithm: non-related subproblems are again independent, allowing us to combine them

20



using Lemma 2, and resolving f(·, ·) remains how it was for the Dominating Set problem.
This means we also do not differ from the space and time requirements of the Dominating
Set algorithm.

Lemma 10. Given a graph G with |V (G)| = n and its tree-depth decomposition T of tree-
depth s, we can compute a sequence Q = {q0, q1, ..., qn} such that G contains exactly qk distinct
independent dominating sets of size k for 0 ≤ k ≤ n using O(3s · poly(n)) time and O(s · n2)
space.

4.3 Total Dominating Set

In the Total Dominating Set problem we require every vertex in G to have a neighbor in
the solution, even vertices that are in the solution themselves. Hence this is a (N+,N+)-
domination problem. We now need to make sure that when choosing a vertex to be in the
solution, that at least one of its neighbors is also in the solution.

An intuitive choice might seem to re-use the Forbidden label to enforce this behavior, sub-
tracting these from the Taken solutions the same way we subtracted them from the Available
solutions, creating the following recurrence:

f(v, φ) = g(v, φ[v → A])− g(v, φ[v → F ]) + x · (g(v, φ[v → T ])− g(v, φ[v → F ]))

However this does not yield the correct requirements. If we label some vertex v in the right
term as Forbidden when it is actually also part of the solution, and in a later call we label
some neighbor u ∈ N(v) as Forbidden, then this does not break any restrictions, since edges
between ψ−1(F ) are allowed. However, v is actually covering u in this case, and so we should
have that g(u, ψ[u→ F ]) = 0. As a result, this approach does not produce correct results.

To fix this, we need to introduce an extra label. Let us label a vertex as Isolated (label I) if
we require it to be part of the solution, but not have any neighbors in the solution. That is,
N [v] ∩ S = v. For such a vertex, the following requirements hold: a label denoted as I may
not neighbor another vertex in the solution φ−1(T, I) nor cover a forbidden vertex (F ).

This brings us to a definition of ΠTDS . We extend our alphabet to ΣTDS = {A,F, T, I}. We
define ΠTDS(G,φ,X, Y ) to return only sets y ⊆ Y such that:

1. ∀v ∈ Y : NG(v) ∩ (y ∪ φ−1(T, I)) 6= ∅

2. ∀v ∈ (y ∪ φ−1(T, I)), w ∈ φ−1(F, I) : {v, w} 6∈ E(G)

This means that any vertex v ∈ Y should have at least one neighbor (excluding itself) that is
in y or is already labeled as T or I. We also require vertices labeled F or I to not neighbor a
vertex that is in y ∪ φ−1(T, I). The functions f, g are similar to the original Dominating Set
algorithm, again now for subproblems of ΠTDS instead.

With a considerably different definition of ΠTDS we should ensure that subproblems are again
independent. At a glance, combining instances of TDS appears to be difficult; a solution to a
TDS instance, when partitioned into two smaller instances, does not always yield two correct
solutions to the smaller TDS instances. For example, some vertex in the tail of a subproblem
may have a neighbor in only one subproblem, and thus not be covered if we consider only the
solution to the other subproblem. It is therefore very important how we specify ΠTDS . Note
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that we only impose the TDS requirement on the vertices in Y , not on those in X ∪ Y . This
still yields a valid set of solutions to TDS when resolving the value of f(r,∅) for the root r
of a tree-depth decomposition, since in this case the requirements apply to Y = tree[r] which
equals the entire problem (and so X = ∅), while avoiding the aforementioned hinderance,
since any vertices that are incident to multiple subproblems (namely those in X) are not
subjected to the TDS requirement yet when resolving the subproblem of some internal vertex.

Lemma 11. For a graph G, disjoint vertex sets X,Y, Z ⊆ V (G) with no edges between Y
and Z and a labeling φ : X → ΣTDS, the subproblems (φ,X, Y ) and (φ,X,Z) of ΠTDS are
independent.

Proof. Let us again consider two solutions y ⊆ Y, z ⊆ Z to the problems (φ,X, Y ) and
(φ,X,Z) respectively. When combining these solutions to form S = y ∪ z as a solution to
(φ,X, Y ∪Z), we see again that any vertex that was initially covered in the separate solutions
is still covered in the combined solution, similar to the case of ΠDS in Section 3; as a result,
any vertex in Y ∪ Z neighbors at least one vertex in S ∪ φ−1(T, I). Since any vertex in
φ−1(F, I) does not border another vertex in y or z, also no vertex in φ−1(F, I) neighbors
another vertex in y ∪ z. So S is a solution to the problem (φ,X, Y ∪ Z).

Now let us inspect a solution S to the problem (φ,X, Y ∪ Z). Again we partition S into
solutions y = S ∩ Y and z = S ∩ Z. Since Y and Z are disjoint sets with no edges between
them, for any vertex w ∈ Y , if it is covered in S, it must be covered by a vertex that is also in
Y or a vertex in φ−1(T, I), and similarly for w ∈ Z. So after partitioning, it is still covered by
that same vertex. By partitioning S, surely we do not introduce new vertices and/or edges
that introduce forbidden neighbors to φ−1(T, I). We conclude that y is a valid solution to
(φ,X, Y ) and z is a valid solution to (φ,X,Z).

It follows again that if y is a solution to (φ,X, Y ) and z is a solution to (φ,X,Z) then y ∪ z
is a solution to (φ,X, Y ∪ Z) and vice versa.

With this knowledge we can re-use Lemma 4 to resolve the value of g(·, ·) for an internal
vertex v. However, the other definitions will need to be adjusted, which we will do now.

Lemma 12. Given a graph G with its tree-depth decomposition T , a leaf vertex v ∈ V (T )
and a labeling ψ : tail[v]→ ΣTDS, the value of g(v, ψ) is given by

g(v, ψ) = 1 if ∀v ∈ ψ−1(T, I), w ∈ ψ−1(F, I) : {v, w} 6∈ E(G)

g(v, ψ) = 0 otherwise

Proof. Since again tree(v) = ∅, the domination requirement is always true. What remains is
to verify that the neighboring requirements are not broken. We disallow edges between pairs
of vertices labeled (T, F ), (T, I), (F, I) and (I, I). If this is the case, then one solution exists
of size zero (the empty set), so g(v, ψ) = 1. If not, no solutions exist and so g(v, ψ) = 0.

To find f(v, ψ) we now make use of our newly introduced label I.
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Lemma 13. For a graph G with tree-depth decomposition T , an internal vertex v ∈ V (T )
and a labeling φ : tail(v)→ ΣTDS we have

f(v, φ) = g(v, φ[v → A])− g(v, φ[v → F ]) + x · (g(v, φ[v → T ])− g(v, φ[v → I]))

Proof. By definition of f(v, φ), we intend to count solutions y ⊆ tree[v] such that every vertex
in tree[v] is neighbored by a vertex in y∪φ−1(T, I) while y∪φ−1(T, I) neighbors no vertex in
φ−1(F, I). The role of vertex v can be one of two: either v is to be included in y, or v is left
out. In either case we need to ensure that the requirements of ΠTDS are maintained. Consider
an arbitrary term ak · xk of the polynomial returned by f(v, φ). This term is composed of
some number a+k of solutions that include v, and some number a−k of solutions that do not
include v, such that ak = a+k + a−k . Let us reason about how to obtain both quantities for
any value of k, starting with a−k .

If we choose to not include v in the solution and label v → A, we now intend to find solutions
in tree(v) that satisfy the requirements of ΠTDS for tree(v). This set of solutions is given by
g(v, φ[v → A]) as per its definition. However, we forget to enforce requirement (1) of ΠTDS for
v. We need to exclude solutions in tree(v) that satisfy the requirements of ΠTDS for tree(v),
while specifically not covering v. These solutions are given by g(v, φ[v → F ]), since here v is
not in the solution but must specifically not be covered by any of its neighbors. The solutions
that do not include v and satisfy the requirements of ΠTDS for tree(v) as well as v itself
are given by the difference between these two terms, thus giving the resulting polynomial
g(v, φ[v → A]) − g(v, φ[v → F ]). For each term bk · xk of this polynomial, bk equals the
quantity a−k introduced above.

Now let us choose to include v in the solution and label v → T . We intend to find solutions
in tree(v) that satisfy the requirements of ΠTDS for tree(v). These solutions are given by
g(v, φ[v → T ]). Again, we forget to enforce requirement (1) of ΠTDS for v itself. We need to
exclude solutions in tree(v) that satisfy the requirements of ΠTDS for tree(v), while specifically
not covering v. These solutions are given by g(v, φ[v → I]), since here v is in the solution
but must specifically not be covered by any of its neighbors. The difference between these
two terms denotes the solutions that satisfy ΠTDS for tree(v) while also specifically covering
v. This yields the required solutions in tree(v). The quantity a+k concerns solutions in
tree[v], and so we should not forget to account for the fact that v itself is included in the
solution. We now want every term ck · xk of the polynomial g(v, φ[v → T ]) − g(v, φ[v → I])
to equal the quantity a+k+1, accounting for the cost of v. We achieve the desired effect by

multiplying the resulting polynomial by x, changing every term ck · xk of the polynomial to
ck · xk+1. So, the quantity a+k is now given by dk for each term dk · xk of the polynomial
x · (g(v, φ[v → T ])− g(v, φ[v → I])).

Finally, we obtain ak by adding together the two resulting polynomials to obtain the correct
value of ak for each value of k, resulting in the expression for f(v, φ) given above.

Having added another label, we now need to branch in four directions per call to f(·, ·),
resulting in O(4|tail[v]|) possible labelings for the tail of a vertex v. The time required to
resolve the base case for g(·, ·) increases only by a constant factor, which also holds true for
the space requirement to store intermediate solutions.

Lemma 14. Given a graph G with |V (G)| = n and its tree-depth decomposition T of tree-
depth s, we can compute a sequence Q = {q0, q1, ..., qn} such that G contains exactly qk distinct
total dominating sets of size k for 0 ≤ k ≤ n using O(4s · poly(n)) time and O(s · n2) space.
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5 Limitations

The strength of the counting techniques becomes apparent in the way we can reason about sets
of solutions in the recurrences, allowing us to do arithmetic on sets of solutions without having
to inspect every solution individually. In contrast, these techniques fall short in problems
where we cannot easily specify allowed and/or forbidden solutions in terms of sets. More
specifically, in these cases we cannot specify a solution in terms of a constant number of
solutions to subproblems.

5.1 MD1S and Tree-depth

Let us consider the Maximum Degree-1 Subgraph (MD1S) problem. Here we aim to find the
largest induced subgraph such that every vertex in the induced subgraph has degree at most
one. This is a maximization variant of a (N0, {0, 1})-domination problem: closely related to
a Maximum Induced Matching, but now also allowing isolated vertices as part of the induced
matching. If we decide to define recurrences in terms of functions f, g as before, we would like
to specify that we only care about solutions where every vertex in the subgraph induced by
the solution unioned with the vertices in tail[v] labeled as Taken may only have degree zero
or one. The technique for dominating sets would involve taking all solutions and subtracting
forbidden solutions. However, now defining forbidden solutions is much more difficult: we
would need to specify solutions where a vertex has degree two, where a vertex has degree
three, and so forth, creating a linear number of subproblems. Alternatively, we could attempt
to specify a “budget” for each vertex of size one, that can be expended by at most one
subproblem in its sub-tree. Again, with the branching factor of a tree-depth decomposition
being unbounded, this may lead to a linear number of subproblems - or in the worst case,
considerably more. It appears that we cannot capture the solutions that we are after in an
equation that consists of a constant number of terms (as opposed to the definition of f(·, ·) in
earlier problems). Furthermore, problem definitions for these solutions do not appear to lend
themselves well to the notion of independence that is so vital to efficiently combine solutions
in earlier problems. Perhaps one may suspect that a problem like MD1S cannot be solved in
time O(ctd(G) · poly(n)) at all for a constant c, but this is not the case.

5.2 MD1S and Pathwidth

We can fall back to the notion of pathwidth and path decompositions. Recall from Section 2.2
that we can quickly construct a nice path decomposition from a tree-depth decomposition
where the pathwidth equals the tree-depth. Such a path decomposition turns out to be a
useful tool to solve the MD1S problem in a timely manner, as we will discuss now.

We will be making use of a Dynamic Programming approach where we maintain a table
T with intermediate results. Recall that in a nice path decomposition we can consider the
decomposition as a rooted tree where Xm is the root, imposing a parent/child relation onto
every subsequent pair of bags. This way every bag has one parent (except for Xm) and
one child (except for X0). Each bag Xi ⊆ V (G) of the decomposition is associated with
introducing or forgetting some vertex v. For every partitioning of Xi into three sets A,B,C,
we define Ti[A,B,C] to equal the size of a maximum-size vertex set Si ⊆

⋃
0≤j≤iXj , which

we refer to as a solution for this subproblem in Gi = G[
⋃

0≤j≤iXj ] subject to the constraints
imposed by partitions A,B,C:
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• for every vertex v ∈ A, v 6∈ Si.

• for every vertex v ∈ (B ∩ Si), v has degree exactly 0 in Gi[Si].

• for every vertex v ∈ (C ∩ Si), v has degree at most 1 in Gi[Si].

To start, let us note a useful property for vertices that are not in Si:

Lemma 15. Let A,B,C be disjoint sets of vertices of a graph G such that A ∪B ∪ C = Xk

for some bag Xk in a path decomposition of G. We have that Tk[A,B,C] = |Sk| for some
solution Sk in Gk. For any vertex set V ⊆ (B ∪ C), if V ∩ Sk = ∅ then Tk[A,B,C] =
Tk[A ∪ V,B \ V,C \ V ].

Proof. By definition, Tk[A ∪ V,B \ V,C \ V ] = |S′k| for some maximum solution S′k. S
′
k is a

valid (though for now, perhaps not maximum) solution for Tk[A,B,C], since V ∩S′k = ∅, and
so no requirements are imposed on V in Tk[A,B,C] because the requirements for vertices in
B,C only concern vertices in Sk. Any vertex in S′k \ V remains where it was in A,B,C, thus
not breaking any requirements. Similarly, Sk is a valid solution for Tk[A∪V,B\V,C \V ] since
by assumption V ∩Sk = ∅ and the restrictions on all other vertices in Sk remain unchanged.

This means that Tk[A,B,C] ≤ Tk[A ∪ V,B \ V,C \ V ], since if Tk[A,B,C] were larger, then
|Sk| > |S′k|. But we can use Sk as a solution for Tk[A ∪ V,B \ V,C \ V ]. This contradicts the
assumption that S′k is maximum-size.
Similarly, we find that Tk[A ∪ V,B \ V,C \ V ] ≤ Tk[A,B,C] by the same argument, inter-
changing Sk and S′k.

Since each quantity cannot be larger than the other, we conclude that they must be equal.

By Lemma 15, if we know that some vertices in B,C are not part of solution Si, we can freely
move them to A without changing the size of the solution. Now let us note an observation
for bags that introduce a vertex.

Lemma 16. Let A,B,C be disjoint sets of vertices of a graph G such that A ∪B ∪ C = Xk

for some bag Xk in a path decomposition of G. If Xk introduces a vertex v and v ∈ A, then
Tk[A,B,C] = Tk−1[A \ {v}, B,C].

Proof. We have that Tk[A,B,C] = |Sk| for some maximum solution Sk in Gk, and Tk−1[A \
{v}, B, C] = |Sk−1| for some maximum solution Sk−1 in Gk−1, for Gk−1 = Gk − {v}. Since
v 6∈ Sk, Sk is a valid solution for Tk−1[A \ {v}, B,C] because Sk ⊆ V (Gk−1) and Sk imposes
the same requirements on all other vertices in A \ {v}, B,C. Also Sk−1 is a valid solution for
Tk[A,B,C] because v 6∈ Sk−1 and Sk−1 imposes the same requirements on all other vertices
in A,B,C.

Again we find that Tk[A,B,C] ≤ Tk−1[A \ {v}, B,C], since if Tk[A,B,C] were larger, then
|Sk| > |Sk−1|. But Sk is a valid solution for Tk−1[A\{v}, B,C], contradicting the assumption
that Sk−1 is maximum-size.
Similarly, we find that Tk−1[A\{v}, B, C] ≤ Tk[A,B,C] by the same argument, interchanging
Sk and Sk−1.

Since each quantity cannot be larger than the other, we conclude that they must be equal.

With this knowledge we are ready to define recurrences for Ti[A,B,C]. We need to distinguish
four unique cases: the leaf bag, a bag that introduces some vertex, a bag that forgets some
vertex and finally the root bag.
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Leaf bag

For the leaf bag X0 that contains a single vertex v, where T0[A,B,C] = |S0| for some optimal
vertex set S0:

• T0[v,∅,∅] = 0 since v may not be included in S0 and hence S0 = ∅ is the only possible
solution.

• T0[∅, v,∅] = 1 since in this case S0 = {v} is the only solution of size larger than zero.

• T0[∅,∅, v] = 1 similar to the previous case.

Introduce bag

For an introduce bag Xi that introduces a vertex v, where Ti[A,B,C] = |Si| for some optimal
vertex set Si:

• If v ∈ A then by Lemma 16,

Ti[A,B,C] = Ti−1[A \ {v}, B, C]

• If v ∈ B then two possibilities arise: either (1.) v ∈ Si or (2.) v 6∈ Si.

1. By definition of B, we know that no neighbors of v are in Si. So by setting
V = NGi(v) and applying Lemma 15 we find that
Ti[A,B,C] = Ti[A∪NGi(v), B \NGi(v), C \NGi(v)]. Say we now also move v from
B to A. Since no neighbors of v are allowed to be in the solution, v does not interact
with the rest of Si in the remainder of the graph. Hence, moving v to A decreases
the size of the maximum solution by one exactly. Recall that NG(v)∪{v} = NG[v],
and so we find Ti[A,B,C] = Ti

[
A ∪NGi [v], B \NGi [v], C \NGi [v]

]
+ 1. Since for

the latter expression v ∈ A, we apply Lemma 16 to find
Ti
[
A ∪ NGi [v], B \ NGi [v], C \ NGi [v]

]
= Ti−1

[
A ∪ NGi(v), B \ NGi [v], C \ NGi [v]

]
(note we exclude v in A for Ti−1). By definition of a nice path decomposition,
Xi−1 = Xi \ {v}, and so we can be assured that NGi(v) ⊆ Xi−1. In conclusion, we
find

Ti[A,B,C] = Ti−1
[
A ∪NGi(v), B \NGi [v], C \NGi [v]

]
+ 1

2. In this case we can apply Lemma 15 for V = {v}. We find
Ti[A,B,C] = Ti[A ∪ {v}, B \ {v}, C]. Then, applying Lemma 16 gives us
Ti[A ∪ {v}, B \ {v}, C] = Ti−1[A,B \ {v}, C]. Putting this together we find

Ti[A,B,C] = Ti−1[A,B \ {v}, C]

Since we do not know beforehand which choice for v results in a larger solution, we will
want to try both and keep the largest value. The value of Ti[A,B,C] is then given by

Ti[A,B,C] = max
(
Ti−1

[
A ∪NGi(v), B \NGi [v], C \NGi [v]

]
+ 1,

Ti−1[A,B \ {v}, C]
)
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• if v ∈ C, now it may occur that (1.) v ∈ Si and has degree 0, (2.) v ∈ Si and has degree
1 or (3.) v 6∈ Si.

1. v must have degree zero in Si. This is the same as the situation for when v ∈ B,
and so the same equality arises, namely

Ti[A,B,C] = Ti−1
[
A ∪NGi(v), B \NGi [v], C \NGi [v]

]
+ 1

2. v must have degree one in Si. This means that all neighbors of v except one are
not in Si. Furthermore, this neighbor must itself be in C; it may not be in B since
it will have degree 1 in Si. If no such neighbors exist, then we do not return a
value for this case. Let us denote this neighbor as w for some w ∈ NGi(v) ∩ C.
For any choice of w, we can ensure that (NGi(v)\{w})∩Si = ∅, because otherwise
v would have degree larger than one. The same holds for w, and so also (NGi(w) \
{v}) ∩ Si = ∅. By Lemma 15, we can move these vertices to A. Now v, w are
isolated from the rest of Si, not affecting the solution in the rest of the graph.
Since v, w do not interact with the rest of Si, moving both v and w to A as well
would decrease the size of Si by two. So moving NGi [{v, w}] to A decreases the
size of Si by two, which gives us

Ti[A,B,C] = Ti
[
A ∪NGi [{v, w}], B \NGi [{v, w}], C \NGi [{v, w}]

]
+ 2

Since now v ∈ A, we can again apply Lemma 16 to find a value for Ti−1, giving

Ti[A,B,C] = Ti−1
[
A ∪ (NGi [{v, w}] \ {v}), B \NGi [{v, w}], C \NGi [{v, w}]

]
+ 2

However, we do not yet know which choice for w yields the largest result. So we
will want to try for every vertex w ∈ NGi(v)∩C and keep the largest result, giving

Ti[A,B,C] = max
w∈NGi

(v)∩C

(
Ti−1

[
A∪(NGi [{v, w}]\{v}), B\NGi [{v, w}], C\NGi [{v, w}]

])
+2

3. We can apply Lemma 15 for V = {v}, followed by Lemma 16 again, giving us

Ti[A,B,C] = Ti−1[A,B,C \ {v}]

Again we find the best choice for v by taking the maximum of the three cases.
Finally, if v ∈ C, the value of Ti[A,B,C] is given by

Ti[A,B,C] =

max
(
Ti−1

[
A ∪NGi(v), B \NGi [v], C \NGi [v]

]
+ 1,

max
w∈NGi

(v)∩C

(
Ti−1

[
A ∪ (NGi [{v, w}] \ {v}), B \NGi [{v, w}], C \NGi [{v, w}]

])
+ 2,

Ti−1[A,B,C \ {v}]
)
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Forget bag

For a vertex bag Xi that forgets a vertex v, we now still care about the same graph (since
Gi = Gi−1) but the partition A,B,C no longer contains v, since Xi = Xi−1 \ {v}. The
requirements imposed on vertices in Xi and the rest of Gi to restrict a solution Si are the
exact same as those imposed on Si−1, except we do not know where v ended up in the
partitions A,B,C for Si−1. We can simply try every possibility, since there are only three
possibilities of where v could have been placed. We inspect these three values and keep the
largest of the three. This gives us the following equation

Ti[A,B,C] = max
(
Ti−1[A ∪ v,B,C], Ti−1[A,B ∪ v, C], Ti−1[A,B,C ∪ v]

)
Whenever we forget a vertex v we know that currently it does not break the requirement of
having degree at most 1 in Si. For any subsequent bags we also cannot break this requirement
anymore, since by the properties of the path decomposition, any newly introduced vertices
will not be adjacent to v. Hence we can ensure that any solution Si for a cell Ti[A,B,C]
induces a subgraph in which already forgotten vertices have degree at most one.

Root bag

For the root bag Xm we have that Gm = G and since |Xm| = 1, there are three entries for
Tm, as with the leaf bag. The maximum of these three entries equals the size of the largest
MD1S in the graph G, which is the result we are after. Now let us inspect the time and space
required to compute this result.

Lemma 17. Given a graph G with |V (G)| = n and a nice path decomposition P = {X0, . . . , Xm}
of pathwidth s, we can decide whether G has a MD1S of size k in O(3s · poly(n)) time and
space.

Proof. The table T has a row for every bag in the path decomposition. Since every vertex
is introduced and forgotten once, we have 2n ∈ O(n) rows. Each row for a bag Xv has a
number of cells equal to the amount of possible partitions of Xv into A,B,C. Since |Xv| is
at most the pathwidth s plus one, there exist at most 3s+1 ∈ O(3s) cells per row. Computing
the value of a cell requires at worst quadratic overhead: resolving case (2.) for the case v ∈ C
may require checking all neighbors of w where w can be any neighbor of v. In total, we can
compute the values of all cells in all rows in O(3s ·poly(n)) time. Each cell stores an integer of
size at most n, and so we require O(3s · poly(n)) space to store intermediate results. Finally,
G has a degree-1 subgraph of size k if and only if any of the three table cells for the root bag
has a value at least k.

In conclusion, we find that there does exist an algorithm that solves MD1S in O(3td ·poly(n))
time. We can, given a graph and its tree-depth decomposition, turn the tree-depth decompo-
sition into a path decomposition that has a pathwidth equal to the tree-depth of the original
decomposition, and then apply the above algorithm to decide MD1S in O(3pw ·poly(n)) time,
where for each instance pw = td. However, this approach does require an amount of space
exponential in the structural parameter.
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5.3 Hardness of MD1S using low memory

We have seen that MD1S can be solved efficiently on path decompositions. However, this
algorithm makes use of a Dynamic Programming approach, requiring a memory footprint
that is not polynomial in the pathwidth of the input graph. We may now suspect that a
problem like MD1S cannot be solved in time O(ctd(G) · poly(n)) for some constant c while
simultaneously using space polynomial in the tree-depth of the input graph. If this were
indeed the case, then certainly the algebraic approach of Section 3 for other domination-
type problems would be unable to solve MD1S, since this approach uses O(td(G) · poly(n))
memory. Note that we can consider a memory requirement of O(poly(n)), since for any graph
G, td(G) ≤ |V (G)| and so O(poly(td(G)) · poly(n)) ⊆ O(poly(n)).

To argue the hardness of a problem like MD1S with respect to memory requirements, we
would need to construct a reduction from another problem that is also known to require
a large amount of memory. Sadly, conjectures about the space requirements of parameter-
ized problems are not common. So instead, let us take a conjecture coined by Pilipczuk
and Wrochna [30] about a very different problem, namely the Longest Common Subse-
quence (LCS) problem. In a LCS problem instance LCS(S, k, n) we are given a set S =
{s0, s1, . . . , sk−1} of k input strings, having combined length n, consisting of characters from
some finite alphabet Σ. We wish to find the length of the longest string x such that x is a
subsequence of every input string; that is, every input string si contains the characters of x
in order (but not necessarily consecutively). Their conjecture states the following:

Conjecture 1. There is no algorithm for LCS that works in time nf(k) and space f(k)poly(n)
for a computable function f , where k is the number of input strings and n the total input
length.

A reduction from LCS to MD1S with the appropriate properties would, by assumption of
Conjecture 1, show that MD1S cannot be solved in O(ctd(G) · poly(n)) time while simultane-
ously using space polynomial in the tree-depth of the input graph. Let us show the properties
that this reduction should have in order for it to be useful for our purpose.

Lemma 18. Assume there exists an algorithm Π that, using O(clogn·f(k)) time and O(poly(n))
space, reduces any LCS instance LCS(S, k, n) to an instance of MD1S(G) where |V (G)| ≤
f(k) · poly(n) and td(G) ≤ log n · f(k) for some computable function f and some constant
c and provides a tree-depth decomposition of G of tree-depth O(td(G)), such that the MD1S
instance has a solution of size l′ if and only if the LCS instance has a solution of length l.
By Conjecture 1, if Π exists, then MD1S cannot be solved in O(ctd(G) · poly(n)) time while
simultaneously using O(poly(n)) space.

Proof. Say there does exist some procedure that solves MD1S using the given space and
time bounds. We can apply Π to any LCS instance to obtain a MD1S instance of size
N ≤ f(k) · poly(n). We can apply Π and subsequently solve this instance using the given
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tree-depth decomposition in O(ctd(G) · poly(N)) time. Let us rearrange this term.

O(ctd(G) · poly(N)) ≤ O(clogn·f(k) · poly(N))

≤ O(nf(k) · poly(f(k) · n))

= O(nf(k) · nlog(poly(f(k))))
= O(nf(k)+log(poly(f(k))))

≤ O(nf
′(k))

Here f ′(k) ∈ O(poly(f(k))) is some other computable function that we can choose such
that f ′(k) ≥ f(k) for any positive integer k. This procedure would also use O(poly(N)) ≤
O(poly(f(k)) ·poly(n)) = O(f ′(k) ·poly(n)) space. Hence, we can decide upon the solution to
the LCS instance in O(nf

′(k)) time and O(f ′(k) ·poly(n)) space for some computable function
f ′. This contradicts Conjecture 1.

We conclude that, if the specified algorithm Π does exist, then MD1S cannot be solved in
O(ctd(G) · poly(n)) time while simultaneously using O(poly(n)) space without contradicting
Conjecture 1.

6 Dynamic Programming using Subset Convolutions

The techniques explained in Section 3 are special in the way they allow for algorithms that
run in fully polynomial space, even with respect to structural parameters. However, they are
not unique in this regard. Algebraic techniques introduced by Lokshtanov and Nederlof [23]
provide a way to implement Dynamic Programming algorithms that only require polynomial
space. These techniques were then expanded upon by Fürer and Yu, and later Belbasi and
Fürer [19, 5] and applied in the context of treewidth and tree decompositions. Dynamic
Programming algorithms generally have, almost by design, exponential space requirements
since any intermediate results are stored for later use. In the context of FPT algorithms,
we would then expect any Dynamic Programming algorithm to have space requirements
exponential in the parameter. However, some recurrences for Dynamic Programming can
be specified as subset convolutions, the resulting values of which can be computed without
the need of (exponential amounts of) storage of intermediate solutions, hence allowing for a
memory footprint that is fully polynomial. To fully understand these techniques, we need to
introduce several operators and transforms, and the relations between them.

6.1 Algebraic Operators

Let V be a universe and let R be a ring. Here, a ring is a set R on which the mathematical
operators of addition (+) and multiplication (·) are defined. We look to define functions
f : 2V → R (2V denotes that the domain of f comprises the powerset of V ). For a function f
with these properties, we write f ∈ R[2V ]. For any such function f , we define the following
notions (as paraphrased from [19]).

Definition 7 (Singleton). A singleton fA[X] is an element of R[2V ] (meaning that this is a
function) with the following property for some constant c ∈ R

fA[X] =

{
c if X = A

0 otherwise
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Definition 8 (Zeta Transform). The zeta transform of f is defined as

ζf [X] =
∑
Y⊆X

f [Y ]

Definition 9 (Möbius Transform/Inversion). The Möbius transform/inversion of f is defined
as

µf [X] =
∑
Y⊆X

(−1)|X\Y |f [Y ]

The Möbius transform is the inverse of the zeta transform and vice versa, which means that
for any f ∈ R[2V ] they have the relation

µ(ζf)[X] = ζ(µf)[X] = f [X]

This relation does not appear useful to us quite yet, since computing ζf [X] is not a simple
task. Instead of computing this zeta transformed value directly, we use some properties of
functions that can be specified as subset convolutions.

Definition 10 (Subset Convolution). For f, g ∈ R[2V ] and X ∈ 2V , the subset convolution
of f and g is defined as

(f ∗R g)[X] =
∑
X′⊆X

f(X ′)g(X \X ′)

We do not wish to compute such a value directly either. Instead, we look to convert this
subset convolution into a union product of f, g.

Definition 11 (Union Product). The union product of f, g is defined as

(f ∗u g)[X] =
∑

X1∪X2=X

f(X1)g(X2)

This union product has a useful property when considering zeta transformed values, as proven
by [6] (Equation 17) (note that there this operator is referred to as a covering product):

(f ∗u g)[X] = µ((ζf)� (ζg))[X]

Here � is the pointwise multiplication operator used with functions as operands. Likewise
with the pointwise addition operator ⊕, these are defined as follows:

Definition 12 (Pointwise operators). For functions f, g ∈ R[2V ], for every X ∈ 2V , the
functions (f � g)[X] and (f ⊕ g)[X] respectively have the values

(f � g)[X] = f [X] · g[X]

(f ⊕ g)[X] = f [X] + g[X]
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Using the above conversions, we completely circumvent the need to directly evaluate these
expensive operators defined over subsets. Of course we are not done yet at this point. First,
we need the problem that we define to be expressible as a subset convolution. Then we need
to convert this definition based on a subset convolution to an equivalent definition based on
the union product operator instead. Once this is done, we can skirt around the expensive
operators and resolve our zeta transformed values using a simple pointwise multiplication
operator.

But, we have skipped a step. We mentioned the need to convert the subset convolution
operator into a union product operator, which is not a trivial conversion. While doing this
for a function f in general is difficult, we can instead consider a relaxation of f .

Definition 13 (Relaxation). For a function f ∈ R[2V ], a relaxation is a set of functions
{f i : f i ∈ R[2V ], 0 ≤ i ≤ |V |}, where for any X ⊆ V we define f i[X] as

f i[X] =


0 if i < |X|
f [X] if i = |X|
arbitrary value if i > |X|

Note that instead of computing some value f [V ], we can construct a relaxation f |V | and
compute f |V |[V ]. By the above definition of a relaxation, this yields the value we are interested
in. We do this because for a function that can be specified as a subset convolution, its
relaxation can be expressed using a union product. As shown by [23] (Lemma 5.4), we have
the following relation.

Lemma 19 (Lemma 5.4 in [23]). For functions f, g, h ∈ R[2V ] where f can be expressed as a
subset convolution of g and h, namely f [X] = (g ∗R h)[X], the relaxed function f i[X] is equal
to

f i[X] =
i∑

j=0

∑
Y ∪Z=X

gj [Y ] · hi−j [Z] =
i∑

j=0

(gj ∗u hi−j)[X]

We can now use these concepts to achieve our goal: we wish to resolve the value of f [V ]
for some function f ∈ R[2V ] which can be defined in terms of recurrences using pointwise
additions (⊕) and subset convolutions (∗R). This means we can construct the function f as
a circuit C of gates. Here a circuit is an acyclic directed graph where each vertex represents
a gate that is either a pointwise addition, subset convolution or singleton gate. We consider
the size of this circuit, |C|, to be the number of gates in the circuit. Each gate takes two
input functions b, c to produce one output function a. The inputs b, c can either be outputs
from preceding gates, or singleton gates, outputting a singleton function. For each function
f in this circuit, instead of computing f using an ordinary DP approach and having to store
a large table, we make use of its relaxations f i for 0 ≤ i ≤ |V |, where f i can be obtained
using less expensive operators. Namely, for the pointwise addition gate, we can compute its
relaxed output ai by computing ai = bi⊕ ci. For singleton gates, we can define the relaxation
of a singleton fA[X] that can output a value c as f iA[X] = c if (A = X ∧ i ≥ |X|), and 0
otherwise. Note that this puts an extra requirement on this relaxation that is not imposed by
the definition, namely that f i[X] = f [X] if i > |X|; we do this so that (ζf i)[X] = (ζf)[X] for
i > |X|. For subset convolution gates, we can compute the relaxations of its output function
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using Lemma 19, where in turn the union operator can be circumvented using the relation
mentioned earlier:

(f ∗u g)[X] = µ((ζf)� (ζg))[X]

If we can compute the zeta transforms of the functions f, g separately, we can replace the
union gate by a simple pointwise multiplication gate. We replace our singleton gates that
output a by gates that output ζa instead. Note that we can compute the zeta transform
of a singleton function easily, namely for a singleton function fA[X] that may output some
non-zero constant c:

(ζfA)[X] =

{
c if A ⊆ X
0 otherwise

Then we replace the union gates by pointwise multiplication gates, since its inputs are now
zeta transformed. Now every gate of our circuit that used to output a function a instead
outputs ζa.

Finally, we construct f [V ] by Möbius inversion on (ζf)[V ]. To achieve this we need to find
(ζf |X|)[X] for each X ⊆ V , using the relaxations of f . Naturally, this requires O∗(2|V |)
time. Since every gate outputting a was replaced by a gate for each relaxation of ai for
1 ≤ i ≤ |V |, our resulting circuit C ′ is of size |C| · |V | compared to the original circuit C that
we started with. The transformations we applied to change C to C ′ can all be performed in
polynomial time, and so the time required to construct and then evaluate the entire circuit
for one value is polynomial in the number of gates in this circuit, which in turn depends on
the utilized problem recurrences. Given that f [X] < m for any X ⊆ V for some m, we need
O(logm) space to store these outputs. In total, we can thus construct all relaxations of f
and subsequently evaluate f using O∗(2|V |) time and O(|V | · |C| · logm) space.

6.2 Counting Perfect Matchings

Now we can try to specify problems using subset convolutions so that they fit this framework.
However, it should be noted that many problems are not suitable, either because recurrences
may not be able to be specified as subset convolutions, or because function primitives may
not be able to be constructed from the limited set of gates available to us. We will show an
application, counting perfect matchings, that acts upon tree decompositions but in fact has
a time complexity depending on the tree-depth of the graph.

A perfect matching of a graph G is selection of |V (G)|/2 edges such that every vertex in the
graph is incident to exactly one of these edges. Counting all perfect matchings in a graph is a
#P -complete problem [37], and as such (probably) warrants an exponential-time algorithm.
We will repeat the algorithm presented by Fürer and Yu [19] to count perfect matchings using
a nice tree decomposition, allowing us to count the number of perfect matchings using fully
polynomial space. A nice tree decomposition (recall tree decompositions from Section 2.2) is
similar to a nice path decomposition but is a rooted tree with different types of bags. For a
bag BX ⊆ V (G) with child bag BY (or possibly two child bags BY1 and BY2), we disconcern
the following types:

• If BX introduces some vertex v then BY = BX \ {v}.

• If BX forgets some vertex v then BY = BX ∪ {v}.
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• If BX introduces an edge e = {u, v} then u, v ∈ BX and BX = BY .
This type of bag is not always included in nice tree decompositions but it is of use here.

• If BX is a join node then BX has two children and BX = BY1 = BY2 .

• If BX is a leaf node then it has no children. We require the leaf nodes and the root
node to be empty since this aids our definitions later. If necessary, this can achieved
easily by adding an extra forget bag to each leaf/root node.

Now we wish to define a function f such that f can be expressed using only subset convolutions
and pointwise addition (or subtraction) operators. So we define some useful notions. Consider
a bag BX in a nice tree decomposition. Let TX be the subtree rooted at BX . Let TX be the
vertices contained in all bags in TX minus the vertices in BX , so TX =

⋃
BY ∈TX BY \ BX .

For any x ⊆ BX , let Yx = x ∪ TX and let fX [x] equal the number of perfect matchings in
the subgraph consisting of the vertex set Yx and edges introduced in TX . By this definition,
for the empty root bag Br we have that fr[∅] equals the number of perfect matchings in the
entire graph. For the zeta transformed values, one can think of (ζfX)[x] to count the sum of
perfect matchings in each vertex set Yz for z ⊆ x. Now we need to express the values of the
zeta transform of fX [x] for each type of bag listed above.

For a leaf bag BX we have that Y∅ = ∅ and so fX [∅] = 1, since there is only one
way to choose an empty set of edges that forms a perfect matching for a graph with no
vertices or edges. Similarly, since the empty set is the only subset of itself, we also have that
(ζfX)[∅] = 1.

For a bag BX that introduces vertex v we know that no edges have been introduced
yet that contain v, so if v ∈ V then fX [V ] = 0, and if v 6∈ V then fX [V ] = fY [V ] for its child
bag Y . This means that for the value of (ζfX)[x] we find that

(ζfX)[x] =

{
(ζfY )[x] if v 6∈ X
(ζfY )[x \ {v}] otherwise

For a bag BX that forgets vertex v we have by above definition of the function f
on the subgraph Yx that fX [x] = fY [x ∪ {v}]. For the zeta transformed values we obtain
(ζfX)[x] = (ζfY )[x ∪ {v}]− (ζfY )[x].

For a bag BX that introduces edge e = {u, v} we can choose to include e in the matching
or not include e as long as e ⊆ x. If we include edge e, then this covers vertices u, v and
thus we count perfect matchings in the remaining graph. Otherwise, our only choice is to not
include e. Note that if we do not include e then fX [x] = fY [x]. So we find that

(ζfX)[x] =

{
(ζfY )[x] if e 6⊆ x
(ζfY )[x] + (ζfY )[x \ {u, v}] otherwise
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For a join bag BX we make use of our subset convolution operator. We care to find for
fX [x] every way to partition x into two subsets such that each subset is assigned to their
respective child. The total number of perfect matchings is then the sum of the number of
perfect matchings for each partition of x. Fortunately this fits our subset convolution operator
perfectly, so we find that

fX [x] =
∑
x′⊆x

fY1 [x′] · fY2 [x \ x′] = (fY1 ∗R fY2)[x]

Since we have a tree decomposition of some treewidth, the size of a bag cannot exceed k =
tw(G) + 1. We replace fX by relaxations f iX for 0 ≤ i ≤ k:

f iX [x] =
∑

0≤j≤i
(f jY1 ∗u f

i−j
Y2

)[x]

Where we can resolve (ζf iX)[x] using the relation between the union and pointwise products:

(ζf iX)[x] =
∑

0≤j≤i
ζ(f jY1 ∗u f

i−j
Y2

)[x] =
∑

0≤j≤i
((ζf jY1)� (ζf i−jY2

))[x]

This concludes an exhaustive list of definitions of how to resolve (ζfX)[x] for every type of
bag BX . Hence we can use this knowledge to construct fr for the root bag r and obtain the
value we are after.
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Figure 3: A simple graph G (left) with its nice tree decomposition of treewidth 2 (right),
rooted at the top empty bag. Introduce edge nodes are light blue; the join node is yellow.
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Example

We can illustrate how this works in practice by a simple example. Consider the graph in
Figure 3 and its nice tree decomposition. As we have seen in the algorithm description, for
several cases of bags we can resolve (ζfX)[x] for some bag X without going through the extra
effort of computing relaxations, though we do need relaxations to do computations on join
bags. We will give examples for each type of bag.

Leaf & introduce vertex bags
Consider the left subtree of the join bag, and let us number the bags B0, B1, . . . starting from
the empty leaf bag. Since B0 is a leaf bag, we get (ζf0)[∅] = 1. Bag B1 introduces vertex 7,
and so we find according to the case of an introduce vertex bag:

(ζf1)[{7}] = (ζf0)[∅] = 1

and similarly
(ζf1)[∅] = (ζf0)[∅]) = 1

This is to be expected since recall that

(ζf1)[{7}] =
∑
Y⊆{7}

f1[Y ] = f1[{7}] + f1[∅] = 0 + 1 = 1

Introduce edge bags
Consider now bag B3 which introduces edge {4, 7}. Per the case of an introduce edge bag:

(ζf3)[{4, 7}] = (ζf2)[{4, 7}] + (ζf2)[∅] = (ζf1)[{7}] + (ζf1)[∅] = (ζf0)[∅] + (ζf0)[∅] = 2

To add context to this result: to obtain the value of f3[{4, 7}] we can apply Möbius inversion
and we find:

(µ(ζf3))[{4, 7}] = (ζf3)[{4, 7}]− (ζf3)[{4}]− (ζf3)[{7}] + (ζf3)[∅] = 2− 1− 1 + 1 = 1

Indeed, in the vertex set Yx = x ∪ TX = x ∪∅ = {4, 7} using edges introduced so far we find
that there exists one perfect matching.

Forget vertex bags
Consider bag B6 which forgets vertex 7. Again, applying the correct case for the argument
{4}:

(ζf6)[{4}] = (ζf5)[{4, 7}]− (ζf5)[{4}] = · · · = 2− 1 = 1

Join bags
Let us denote the yellow join bag as BJ with its children BL, BR respectively for the left and
right subtrees, and resolve the value of (ζf1J )[{4}].

f1J [{4}] =
∑

0≤j≤1
(f jL ∗u f

i−j
R )[{4}] = (f0L ∗u f1R)[{4}] + (f1L ∗u f0R)[{4}]

(ζf1J )[{4}] = ((ζf0L)� (ζf1R))[{4}] + ((ζf1L)� (ζf0R))[{4}]
= (ζf0L)[{4}] · (ζf1R)[{4}] + (ζf1L)[{4}] · (ζf0R)[{4}]
= 0 ∗ 1 + 1 ∗ 1 = 1
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Using Möbius inversion on (ζf1J )[{4}] we find

f1J [{4}] = (ζf1J )[{4}]− (ζf1J )[∅] = 1− 0 = 1

We can verify this result by observing that in Yx for the join bag BJ where x = {4}, the
value of fJ [{4}] is the number of matchings in the vertex set {4, 6, 7, 8} with edges introduced
in the subtrees of BL, BR. Indeed there exists one perfect matching under these restrictions,
namely when we choose edges {4, 7} and {6, 8}.

Time Complexity

Finally we tie this algorithm back into the context of tree-depth by analyzing the time required
to count perfect matchings. We see from the algorithm definition that in cases like the
introduce vertex bags and join bags, the value of (ζfX)[x] can be constructed directly from
(relaxations of) ζf for the child/children bag(s) applied to the same argument x. However, in
the cases for the forget vertex and introduce edge bags, to construct (ζfX)[x] we may need to
find ζf for two different values, hence spawning two recursive calls instead of one. Fürer and
Yu show that this branching can be avoided for the introduce edge bags, but seems inevitable
for the forget vertex bags.

For an introduce edge bag BX that introduces edge e = {u, v} and has a child BY we can
introduce an extra child BZ such that BZ = BX , introduce e at bag BZ instead and consider
BX as a join node. This makes BZ a special leaf bag. Note that since BX is an introduce
edge node, we have that BX = BY = BZ as per assumption for join bags. To satisfy our
definition of f for this special leaf bag BZ , we wish to encode the two options of using edge
e or not using edge e for a matching. Hence we define fZ [x] = 1 if x = {u, v} or x = ∅, and
0 otherwise. Consequently, (ζfZ)[x] = 2 if {u, v} ⊆ X and 1 otherwise. When applying the
case for a join node to BX to compute fX [x], we are able to count those cases where e is not
used (thus where fZ is supplied the argument ∅, and where fY is supplied the argument x)
and those cases where e is used (thus where fZ is supplied the argument {u, v}, and where fY
is supplied the argument x \ {u, v}). Any other partitions of x will not be counted since for
these arguments fZ returns 0. This allows us to avoid the branching on an edge node using
only overhead linear in |V | (namely to compute relaxations for BZ and computing the join
bag case).

The branching on forget vertex bags remains, and hence for any leaf bag BL we may require
ζfL recursively up to O(2h) times where h is the maximum number of forget nodes on the
path from any leaf to the root of the tree decomposition. Since there are O(|V |) leaves and
O(|V |+ |E|) bags in the tree decomposition, we require O(2h · (|V |+ |E|)) time to resolve the
value of fr[∅], since the Möbius inversion of (ζfr)[∅] has only one term. However, we can
put an interesting bound on this value of h. Let hm(G) be the minimum value of h over all
tree decompositions of G. Fürer and Yu show that for any connected graph, hm(G) = td(G).

Let G be a connected graph and T be a tree decomposition of G. We transform T to a nice
tree decomposition having some value of h, and then obtain Tf by contracting all bags except
the forget vertex bags. This means that in Tf , every forget vertex bag now has an edge to
the first next forget vertex bag on the path from itself to the root of T . For each bag in Tf
that originally forgot a vertex v, we now label this bag as v.
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Lemma 20. Tf is a tree-depth decomposition of G, having a tree-depth equal to h.

Proof. Consider an arbitrary vertex v ∈ V (G). v is forgotten exactly once in T , and all bags
that contain v are in the subtree of the bag Bv that forgets v. This is a consequence of the
requirement that bags containing v form a connected subtree in T . We can show this briefly:

Assume there exists a bag BX containing v that is not in the subtree of Bv. Two cases arise:
either BX is an ancestor of Bv, or BX and Bv are not related at all. Recall that since Bv is
a forget vertex bag that forgets v, we have that Bv has one child BY and Bv = BY \ {v}.

• If BX is an ancestor of Bv, then this breaks the connectivity requirement since we now
have that the child bag of Bv contains v, BX contains v, but Bv does not contain v.

• If instead BX is not related to Bv at all, then by consequence of the previous case none
of the ancestors of Bv contain v, and thus none of the shared ancestors of BX and Bv
contain v, also breaking the connectivity requirement.

If somehow two forget vertex bags exist that both forget v, then in the case where these bags
are not related, we immediately find that this contradicts the connected subtree requirement
following case one of the previous argument; if these two bags are related, then case two of the
previous argument shows that this contradicts the requirement as well. Hence there cannot
exist more than one forget vertex bag for each vertex either.

So, any bag containing v in T is a descendant of the forget vertex bag that forgets v in the
tree decomposition. By extension, for any pair of vertices {v, w}, if v and w occur together
in a bag BX of T , their respective forget vertex bags are both predecessors of BX , and hence
the forget vertex bags of v and w have between them an ancestor/descendant relation in T
and thus also in Tf . For any edge e = {v, w} ∈ E(G), there must exist a bag in T containing
both v and w per definition of a nice tree decomposition, and so we have that if v and w are
connected by an edge in G, the nodes v and w in Tf have an ancestor/descendant relation.
Furthermore, since every vertex is forgotten exactly once we find that V (Tf ) = V (G). Hence
Tf satisfies all requirements of a tree-depth decomposition.

Since the maximum number of forget vertex nodes in any root-to-leaf path in T equals h, we
find that the maximum length of a root-to-leaf path (and thus the depth) of Tf is equal to
h.

We find that since any nice tree decomposition can be transformed into a tree-depth decom-
position having a tree-depth equal to h, it holds that td(G) ≤ hm(G). We can also show that
hm(G) ≤ td(G):

Lemma 21. For any connected graph G, hm(G) ≤ td(G).

Proof. Consider a tree-depth decomposition T of G where T has tree-depth s. Let us trans-
form T into a tree decomposition T ′ by, for each vertex v in T , creating a bag Bv that contains
v alongside all of its ancestors in T . This yields a valid tree decomposition of G, albeit with
a rather large treewidth. When transforming T ′ into a nice tree decomposition T ′′, for each
bag Bv we add a forget vertex bag that forgets v as a parent of Bv for each bag Bv, and add
introduce vertex and join bags as normal. Now for each root-to-leaf path in T ′′, the amount of
forget vertex bags on this path is at most s, the tree-depth of T . Thus for any graph G, there
exists a nice tree decomposition T ′′ with value h = td(G), and hence hm(G) ≤ td(G).
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Putting these inequalities together we find that indeed td(G) = hm(G).

In conclusion, the algorithm presented by Fürer and Yu is able to count Perfect Matchings
in a graph G using a nice tree decomposition T of G requiring O∗(2h · (|V | + |E|)) time
and O(|V | · |C| · logm) space, where C is the circuit constructing the output function using
pointwise addition, subset convolution and singleton gates, and where h is the maximum
number of forget vertex bags along any root-to-leaf path in T . This appears to be a rather
arbitrary metric, but given a tree-depth decomposition of G of tree-depth td(G), we can
transform this tree-depth decomposition into a nice tree decomposition and subsequently
apply the algorithm by Fürer and Yu to count Perfect Matchings in O∗(2td · (|V |+ |E|)) time
and fully polynomial space.

7 Conclusion

We have seen an algebraic technique by which we can count all solutions that adhere to an
assignment of vertex labels, and how this technique can be applied to a tree-depth decompo-
sition to count all Dominating Sets grouped by size in a graph using O(3td · poly(n)) space
and fully polynomial space. We have made use of the notion of independence of subproblems
to which subproblem specifications should adhere in order to be able to efficiently combine
their solutions. With this knowledge, we have adapted the subproblem specifications of the
algorithm to fit related Domination problems, creating algorithms that can count solutions
to Independent set in O(2td · poly(n)), Independent Dominating Set in O(3td · poly(n)) and
Total Dominating Set in O(4td · poly(n)) time, again using fully polynomial space.

Next the MD1S problem was introduced, a problem for which we appear to be unable to
specify independent subproblems such that a subproblem can be constructed using a con-
stant number of recursive calls. The MD1S problem is not inherently impossible to solve in
O(3td · poly(n)) time, since an algorithm is presented that solves this problem using a path
decomposition, which (using this detour) facilitates an algorithm to solve MD1S in the re-
quired time bound. The remaining suspicion is that perhaps the problem cannot be solved in
this time bound while also using fully polynomial space, although this suspicion could not be
proven. A simple framework is given of how the hardness of MD1S with respect to space could
be made more credible by a reduction from LCS in combination with a conjecture coined by
Pilipczuk and Wrochna.

Finally we have seen how we can evaluate problems specified as subset convolutions using
polynomial memory through zeta transforms and Möbius inversions. For the specific case
of counting Perfect Matchings, the time complexity of the algorithm can actually be tied to
the tree-depth of the input graph, yielding an algorithm that counts perfect matchings in
O(2td · poly(n)) time using a tree-depth decomposition. This technique shows potential and
indeed facilitates algorithms for multiple problems such as counting perfect matchings and
Hamiltonian cycle problems and variants, though the applicability of tree-depth depends on
the specific algorithm implementation.
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[25] J. Nešetřil, P. Ossona de Mendez. (2008). Grad and classes with bounded expansion. I.
Decompositions European J. Combin., 29 (3), pp. 760-776.
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[27] J. Nešetřil, P. Ossona de Mendez. (2008). Grad and classes with bounded expansion. III.
Restricted graph homomorphism dualities European J. Combin., 29 (4), pp. 1012-1024.
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