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Abstract

Weakly supervised object localization aims at learning to locate objects with image-
level category labels, whereas fully supervised object detection employs instance level labels
with bounding boxes for the same task. Such fine-grained annotation is more costly com-
pared to image-level labels, however with the help of stronger supervision, fully supervised
object detection models perform significantly better than the weakly supervised object
detection models on benchmark datasets. This fact raises doubts whether weakly super-
vised approaches for object localization can be utilized in industrial applications where
high localization accuracy is essential. However, there are fundamental differences between
benchmark datasets and industrial inspection datasets. In this thesis work, we will explore
the feasibility of weakly supervised object detection in industrial applications with a spe-
cial focus on industrial inspection datasets from semiconductor industry by exploiting these
differences. We show that high localization accuracy is achievable with weakly supervised
object detection. However, the localization accuracy is very sensitive to dataset properties.
We exhibit and discuss the dataset properties for a successful weakly supervised object
localization implementation. Despite that, we conclude that further challenges remain for
broader success of weakly supervised object localization tasks in industrial applications.

Keywords: Multiple Instance Learning, Weakly Supervised Object Localization, Indus-
trial Inspection

1. Introduction

The latest deep learning models are vastly improving on traditional techniques for visual
recognition tasks. Fully supervised object detection models (1; 2; 3) have achieved significant
performance measures on benchmark datasets (4; 5; 6). However, it is a time-consuming
and labor intensive task to annotate the object instances with tight bounding boxes. The
annotation effort gets even more tedious when the dataset images include many object
instances.

On the other hand, weakly supervised object localization models do not require bounding
box annotations for object instances. They can be trained with only image-level annota-
tions and learn the object instance representation without being explicitly provided with
bounding boxes. This decreases the time spent on annotation dramatically. Given that,
for one image, the average image-level annotation time varies from 1.5 to 1.9 seconds (7),
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whereas annotating with bounding boxes takes on average 34.5 seconds (1). This differ-
ence corresponds to around 95% decrease in time spent on annotation. The increase in
annotation efficiency can accumulate significantly when we consider the very large datasets
required for training deep learning models.

However, there is still a large performance gap between weakly supervised and fully
supervised object localization models. This fact raises suspicion whether weakly supervised
object localization approaches can be utilized for the tasks where high localization accuracy
is essential, such as visual inspection of industrial components. The performance gap pre-
vents the industry from taking advantage of weakly supervised object localization; leaving
it with the burden of time consuming object instance annotation with bounding boxes.

In this thesis work, we will explore the feasibility of multiple instance learning based
weakly supervised object localization approaches for industrial applications, with a spe-
cific focus on visual inspection datasets from semiconductor industry. Given the current
state-of-the-art performance, it is not clear how one can complete high localization accu-
racy demanding tasks with weakly supervised object localization models. However, these
results are obtained with benchmark datasets which consists of natural images. In case of
semiconductor industry, there are typical properties of the images which are fundamentally
different than the natural images. Note that, these differences will constitute the basis of
our assumptions on industrial inspection images and efforts for achieving higher accuracy
compared to benchmark datasets.

1. Unlike natural images, industrial inspection images are taken in controlled environ-
ments. Hence, the background is often plain and consistent.

2. It is often observed that there are several components in an industrial inspection
image. On top of that, there may be several instances of a component. Thus, having
multiple object instances of the same object class in an image is more likely to be
encountered in industrial inspection datasets compared to benchmark datasets.

3. Industrial inspection images are usually taken during serial production processes. This
implies that images are the photos of the same product which causes the dataset
to have low variance among the images. In other words, the images in industrial
inspection datasets are very similar to each other.

4. In accordance with low variance among the images, the object classes have low intra-
class variability as well, since the components are standardized products. For example,
the instances of ”wire” class of a particular device is more similar to each other than
the ”car” class in natural images which can vary in various aspects such as size, color,
design and the photo angle.

5. As a result of serial production, there is systematical knowledge about which com-
ponents are found in a particular device alongside the number of components. Thus,
the image-level supervision for object classes and their count information is available
almost for free.

First, we explore ways to exploit the characteristics of industrial inspection images to
achieve high object localization accuracy by devising a method. Second, we investigate
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the suitability of the chosen method for the task. Third, we show and discuss the cases
where the method meets its limitations. Finally, we provide a guideline on how to perform
weakly supervised object localization on industrial inspection images. We show that very
high object localization performance is reachable with weakly supervised methods, how-
ever the localization performance depends heavily on the dataset properties. We analyze
how these dataset properties affect the performance with references to the methodology
and suggest simple solutions for difficult cases where the method reaches its limitations.
With experiments we show the effectiveness of our solutions empirically. We showcase that
fully supervised object localization models may be redundant with certain dataset prop-
erties. These properties are covered and explained in this thesis work. The practitioner
can complete object localization tasks without bearing the burden of extensive bounding
box annotation. However, there are still challenges to overcome for broader implementation
of weakly supervised object localization models without bells and whistles on industrial
inspection images.

We experiment with industrial inspection images from ASM Pacific Technology company
to demonstrate the different cases. When we face limitations of the dataset itself or would
like to exhibit the phenomena in a controlled setting for simplicity, we will consult synthetic
datasets to infer implications on industrial inspection images.

2. Related Work

In this section, we review the existing literature on this subject. We start by introducing
the concept of weakly supervised learning and multiple instance learning which is a type
of weakly supervised learning. For the sake of integrity of the section, we then explain the
relationship between multiple instance learning and weakly supervised object localization.
Later, we present recent studies on weakly supervised object localization approaches with
only image level category labels. Finally, we introduce weakly supervised object detection
literature with additional supervision which aims at increasing the detection quality under
weakly supervised setting.

2.1 Weakly Supervised Learning

Deep learning has proved to be successful in variety of tasks, especially in fully supervised
learning setting. However, fully supervised methods usually require large, carefully labelled
training datasets to reach a high performance. Still, it is challenging to obtain such large
labelled data sets due to the high cost of labelling process. Thus, it is beneficial to be able
to work with data sets under weak supervision setting. Generally, weak supervision can be
characterized by higher-level, less precise, cheaper and lower-quality supervision according
to (8).

According to (9), the research focuses on three major types of weak supervision:

1. Incomplete Supervision relates to the situation when there is a small amount
of labelled training data which is not sufficient to learn a good model, while large
amount of unlabelled training data is also available. The important techniques under
this category is semi-supervised learning and active learning.
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2. Inaccurate Supervision relates the situation where the supervision is not always
ground-truth. Meaning that some labels may be erroneous. Learning from noisy
labels is a typical example.

3. Inexact Supervision relates the situation where supervision information is provided
but not as exact as desired. A common scenario is when only coarse labels are given.

2.1.1 Multiple Instance Learning

Multiple instance learning is examined under inexact supervision category of weakly su-
pervised learning. It is a conventional weakly supervised learning problem and initially
proposed for drug activity prediction (10). In multiple instance learning, a collection of
bags are given, and each bag is associated with a set of instances. Instances can be either
positive or negative. A bag is identified as negative if all its instances are negative, and
it is described as positive if at least one of its instances is positive. In our application,
instances correspond to regions of an image, and the bag corresponds to the image, or more
specifically the collection of all regions of an image. We would like to learn instance labels
from bag level labels (image level annotations). The image level annotation, such as ”dog”,
would signal the existence of at least one region capturing a dog in the image that we define
as a positive dog instance. The task is to identify positive dog instance(s) in the collection
of regions to localize the dog object(s) in the image. For more details on multiple instance
learning principles, challenges, and application areas we refer the reader to (11).

2.2 Weakly Supervised Object Localization

Prior to the rise of deep learning, weakly supervised object localization was mainly dealt
with clustering, latent variable learning or multiple instance learning principles to accom-
plish proposal selection and classifier prediction. In the deep learning era, earlier approaches
gave place to multiple instance learning networks (12; 13; 14; 15; 16; 17; 18; 19).

Bilen et al (12) introduced a two stream convolutional neural network approach to clas-
sify and localize objects simultaneously by training the network in an end-to-end manner.
They also introduce a novel weighted multiple instance learning pooling strategy for better
accuracy. Kantorov et al (16) has built on top of (12) to take advantage of context infor-
mation. They present additive and contrastive models to enhance localization performance.
Singh et al (20) present a hide and seek framework which conceals the informative parts of
the object to force the network to learn the entire object instance representation in order
to increase the performance. Realizing that certain neurons in convolutional layers activate
during training with image level labels, Diba et al (17) show that class activation maps
can be used to perform weakly supervised localization with a cascaded network architec-
ture. Cinbis et al (15) train a multi-fold multiple instance learning detector by relabelling
instances and retraining the classifier in an alternating manner. Tang et al. (13) propose
an online instance classifier refinement strategy by exploiting the assumption that spatially
similar regions should cover parts of the object to increase the detection quality. In (14),
Tang et al. introduce the idea of learning graph-based proposal clusters based on spatial
similarity and to treat each cluster as a separate bag to learn the instance representation.
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Despite the advancements in weakly supervised object localization, almost all methods
report two main nodes of failure:

1. Focusing on most discriminative part of the object: Many weakly supervised
object detection models report that the detector tends to focus on the most discrimi-
native part of the objects, such as detecting the face of a human instead of the whole
body or detecting only the beak of a bird. This behaviour is observed especially on de-
formable objects. The underlying cause is that the model gets stuck on local minima
instead of reaching the global minumum which would be detecting the entire object
instance. It results in decreased detection quality so that the exact localization is not
achieved even though the object is detected.

2. Generating bounding boxes containing not only the target object but also
its adjacent similar objects: Weakly supervised object localization models are
inclined to generate bounding boxes that contain multiple instances of the same object
class. This causes the object localization task to fail since they are only able to localize
the clusters of same class object instances. It is important to eliminate this particular
mode of failure since there are often multiple instances of an object class in industrial
inspection images, an assumption stated in Section 1.

2.2.1 Weakly Supervised Object Localization with Additional Supervision

Methods with additional supervision, on top of image level labels, has been suggested to
improve the detection accuracy in weakly supervised object localization efforts. In this
subsection, we present an overwiew of them.

Gao et al. (19) introduced Count-guided Region Selection algorithm to extract high-
quality region which covers a single object instance for instance classifier refinement pur-
poses at the expense of an additional supervision, per class instance count. Kolesnikov et
al. (21) proposed to make use of micro-annotations to indicate the object instances and
commonly occurring distractor background objects in order to refine the classifier. In (22),
Papadopoulos et al. offered supervision in form of clicks to achieve higher localization per-
formance. Papadopoulos et al (23) further provided a framework where a human annotator
confirms the predictions instead of providing bounding boxes.

Among the ideas of additional supervision for improving localization performance, Gao
et al’s (19) is the least costly option in case of industrial inspection images because the
required additional information, per class object instance count, is already available due
to the serial production process. Furthermore, it does not require human interaction for
annotation and the count supervision information at hand can be passed to the model
systematically without human involvement.

3. Methodology

In this section, we explain our method and the reasons behind why we opt for this method
with references to the assumptions on industrial inspection datasets. We incorporate the
methods of Bilen and Vevaldi (12), Tang et al (13) and Gao et al (19) to tackle the weakly
supervised object detection task at hand. Thus, the training is supervised with image-level
annotations and per class object instance count information. We choose
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Figure 1: The architecture of our method. Multiple instance detection network (12) branch
is followed by instance classifier refinement (13) branches. The supervision is done with
count-guided region selection algorithm (19). The image is taken from (13).

• (12) to obtain proposal scores based on their contribution to image-level ground truth
classification. High scoring regions are used as instance level pseudo ground truth in
later stages of the algorithm.

• (13) to take advantage of plain and consistent background by treating it as a separate
class to unveil the entire object instance representation.

• (19) to obtain high quality pseudo ground truth proposals which contain only one
object instance.

The details are elaborated in the following subsections.

The overall architecture of the model is shown in Figure 1. Given an image, region
proposals on the image are generated. Note that, any region proposal algorithm can be
adapted here as long as the quality of the proposals are maintained. We choose Selective
Search (24) here for its convenience. Then, the image and the region proposals are fed into
a feature extractor network with Spatial Pyramid Pooling (SPP) layer (25) for generating a
fixed size convolutional feature map of every proposal. After experimenting with different
feature extractor networks, we opt for the, so called, VGG-M architecture (26) for its decent
balance between the detection accuracy and training time. Later, feature maps are fed into
two fully connected layers and feature vectors are obtained for all proposals. These feature
vectors are streamed into branches in a staged fashion. In the first stage, Multiple Instance
Detection Network (MIDN) is trained to obtain the basic instance classifier. The classifier
is refined in the later stages. Supervision for classifier refinement branches are generated
by the previous branches in the network by selecting high scoring regions as pseudo ground
truth with count-guided region selection algorithm. In this section, we introduce the MIDN
of our choice, the instance classifier refinement algorithm, and the count-guided region
selection algorithm.
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3.1 Multiple Instance Detection Network

The first stage is the Multiple Instance Detection Network which trains a basic instance
classifier. Ideally, instance-level supervision is required to train the classifier, whereas it is
not available with only image-level labels. Furthermore, image classification would be the
conventional task to perform with image level labels. However, we can identify regions in the
image which contribute to the classification result the most by utilizing multiple instance
learning principles, and then use this high contributing regions as instance level supervision.
We present an example of the notion for easier understanding. When classifying an image
of a dog to the dog class, it is obvious that the dog instance does not usually cover the entire
image. Then, the regions which contain the totality or parts of the dog instance must be
the reason why the image is classified to the dog class. Accordingly, the rest of the image
regions which does not involve any parts of the dog instance should not have contributed
to the classification result. In multiple instance learning terminology, the regions involving
parts of dog correspond to positive instances, more specifically positive dog instances. Then,
the other parts correspond to negative dog instances. All the regions of the image, thus
the image itself, correspond to a positive dog bag. The task transforms into predicting
instance level labels from the bag level label. Furthermore, if we can correctly predict the
instance level labels and quantify the contribution of regions to the classification, then we
can identify the most representative regions of the object class. Consequently, we can utilize
these regions as instance level supervision for later stages of the network. To perform this
task, we follow Bilen and Vevaldi’s (12) method among the existing literature for its high
performance and convenience.

In multiple instance detection network, the proposal feature vectors are branched into
two streams in which they are passed through softmax layers along different directions.
The first direction is over the classes and the second is over the proposals. Then, the
proposal scores are generated by element-wise multiplication of the softmax layers’ outputs.
Finally, image score φc of class c is attained by the sum over all proposals of an image.
After obtaining image scores of individual classes, we train the network with the standard
categorical cross-entropy loss.

The interpretation of the MIDN work flow can be explained as follows: The softmax
layer over classes yields the probability that proposal j belongs to class c. As for the softmax
layer over proposals, it yields the normalized contribution of proposal j to the classification
of the image to class c. Then the image score φc of class c is calculated with element-wise
multiplication by weighted sum pooling. The image scores are always in (0, 1) interval
and indicates the probability of the existence of class c instances in the image. Since the
image scores fall in (0, 1) range, the categorical cross entropy loss can be calculated. For
comprehensive details of the algorithm, we refer the reader to (12).

3.2 Instance Classifier Refinement

As stated in Section 2, one of the common failure modes of weakly supervised object de-
tection approaches is that the model tends to focus on the most discriminative part of the
object such as the face of a human or the beak of a bird. The underlying case is that these
regions indeed contribute to the classification of the object the most. This is analogous
to the case in which a practitioner tries to differentiate between an actual human and a
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mannequin. The face may be the main factor for differentiation when the rest of the body
is covered with clothes.

The localization output may cover only a part of the object when the detector focuses
on the most discriminative part. In this case, the detection accuracy would be considerably
low, even though the object is correctly detected. Bilen and Vevaldi report the same failure
mode in (12). The low quality localizations may not be bothersome for many applications.
However industrial applications, especially the ones in semiconductor industry, are not
among them. Thus, we cannot settle for the low quality detection outputs of multiple
instance detection network.

Tang et al (13) suggest an instance classifier refinement algorithm to improve the detec-
tion results and succeed to detect a larger portion of the object. The main assumption of
this algorithm is based on the reasoning that, if the initial detection from MIDN covers only
a part of the object of interest, then its spatially similar and neighboring regions should
cover the other parts or totality of the object. Naturally, the localization prediction is not
available during the training. Because of the weakly supervised approach, the instance
level supervision is not available either. Thus, the method works with pseudo ground truth
region to act as instance level supervision. The details on the method for selecting these
regions can be found in Section 3.3.

The spatial similarity of regions is measured by their overlap with each other. The
regions that overlap with the pseudo ground truth regions more than a threshold It are
labelled with the same class as their overlapping pseudo ground truth. The threshold It is
a hyperparameter to optimize. If a region does not overlap with any pseudo ground truth
more than the threshold It. This implies that the region does not cover a significant portion
of any object. Then, the region is assigned to the background class. Thus, unlike the basic
instance classifier where the proposal score vector is C dimensional, where C is the number
of object classes, the score vector in classifier refinement stage is C+1 dimensional in online
instance classifier refinement. The additional class represents the background, as non-object
regions are treated as a separate class by the instance classifier algorithm. The classifier
refinement score vector is obtained by passing the proposal feature vector through a fully
connected layer, followed by a softmax layer over the classes as in Figure 1.

After the label assignment, the standard categorical cross entropy loss could be com-
puted, however it is important to notice that the pseudo supervision may be noisy, especially
at the beginning of training, where the classifier has not learned the instance representations
yet. Thus, a weighted loss function is used to prevent the network from deviating from a
stable solution. The loss weight is equal to the region score and the loss function is given
as follows:

Lkr = − 1

|R|

|R|∑
r=1

C∑
c=1

wkry
k
cr log xRkcr

where Lkr stands for the loss of region r in kth refinement step, |R| stands for total
number of regions, C stands for total number of object classes in the dataset, wkr stands for
the loss weight of region r in kth refinement step, ykcr implies the supervision for existence
of instance from class c in region r in kth refinement step and xRkcr stands for the score of
region r for class c in kth refinement step.
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The weighted loss approach, where the loss weight equals region score, can be informally
interpreted in the following manner: The high region scores suggest that the network is more
confident that these regions cover a part of a particular object class. If that is wrong, the
network is penalized in proportion with its confidence. Thus, in the beginning of training
where the network has not learned meaningful object instance representations, it would not
be penalized heavily and deviate from the solution.

The number of classifier refinement stages to include in the model is also a hyperparam-
eter. In our application we employ three classifier refinement branches as it is empirically
proved as the most effective setup. For further details of the classifier refinement strategy,
we refer the reader to (13).

The reader may challenge our selection of instance classifier method, considering that
it does not improve the accuracy by a large margin on benchmark datasets. However, as
mentioned in section 1, the industrial inspection images often possess a plain and consistent
background. Consequently, the objects in images are salient as they emerge from the plain
background unlike the objects in natural images. When aiming for the high object localiza-
tion performance, we would like to take advantage of these background properties with our
method. The online instance classifier algorithm treats background as a separate class to
unveil the correct instance representation. Here, we claim that the background variety in
natural images is one of the important causes for poor detection performance compared to
fully supervised models. As the background class is forced to represent all the non-object re-
gions in natural image datasets, its intra-class variability increases tremendously. This may
lead the network in confusion about the background class instance representation. The low
intra-class variability of the background class is obtained in industrial inspection datasets’
consistent background. That is why we claim that online instance classifier refinement al-
gorithm would lead to better results on the industrial inspection images in comparison to
benchmark datasets.

3.3 Count-guided Region Selection

Instance level supervision is required to refine the classifier, yet such supervision is not
available with weakly supervised approaches. The supervision role is filled by some selected
regions. They are selected by an algorithm of choice and called pseudo ground truth. The
word ”pseudo” indicates that these regions are proxies for the unknown real ground truth
bounding boxes around object instances. If the proxy supervision fails to capture the actual
object instance of interest, then the network will incorrectly learn some other representation
as the object instance, which would eventually cause the object detection task to fail. Then,
the question of how to choose the regions to act as instance level supervision in instance
classifier refinement stages raises as a major challenge.

The Multiple Instance Detection Network generates region scores as explained in Section
3.1. It is natural to utilize these scores in pseudo ground truth selection, as they indicate
the degree of contribution of each region for the image being classified to a particular class,
for instance class c. Accordingly, the regions with higher class c scores are more likely to
contain an object instance of class c compared to the regions with lower class c scores.

There are several alternatives for choosing the appropriate high scoring regions. One of
them is to determine a threshold for region scores and regard the regions with greater scores
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than the threshold as the ground truth (27). However, the proposal scores change constantly
during the training. They are mostly small at the beginning and increase gradually as
the network starts learning the object instance representations. Ever changing proposal
scores complicates determining a threshold which would work effectively throughout the
training. Another approach is to adopt the highest scoring region as the supervision (13).
Although effective, this approach has an implicit assumption which contradicts with one of
our assumptions on industrial inspection images that there are often multiple instances of an
object class on an image as stated in Section 1. In essence, the contradiction emerges by the
fact that there can be only one highest scoring region in an image, and it can be explained
as follows. Throughout the explanation, we assume that there are only class c instances in
the image for simplicity. We note that the explanation can be generalized to the images
with arbitrary number of different object classes. In the case that the highest scoring region
correctly captures one of the multiple instances of object class c and supervises the instance
representation learning for class c instances. The other non-captured class c instances
will be regarded as non class c objects and supervise the background class. The reader
would recall from Section 1 that another assumption on industrial inspection images is low
intra-class variability among instances of the same object class, hence their feature vectors
(representations) will be very similar. When very similar representations act as different
object class supervisions, then mixed signals would be sent to the network. This would
harm the classifier refinement process and lead to poor detection results. Yet another case
is that, the highest scoring region might capture multiple object instances of class c, which
is the often reported case in literature. This phenomenon can be informally interpreted
as follows: The regions scores indicate the contribution of regions for classification of an
image to a particular class. Naturally, a region, region A, with multiple instances of the
class c would contribute more to the classification to class c than a region, region B, with
only one instance of class c. This is simply because the region A has quantitatively more
evidence that the image should belong to class c compared to the region B. In this case, the
network would learn the multiple instance representation of class c as the object instance
representation of class c. This would lead the network to incorrect localization predictions.

Tang et al (13) relies on the existence of easy bags to learn the object instance repre-
sentation. Here, the notion of easy bag signifies the images that only one object instance
of a class is present. Thus, the highest scoring region would easily capture the single ob-
ject instance as the supervision for classifier refinement. However, in industrial inspection
datasets, one might not find a single easy bag. This is implied by the assumption that the
industrial products are usually standardized, hence their images are very similar to each
other as stated in section 1. The assumption suggests that the number of class c object
instances in images might be consistently greater than 1. For instance, a device D may
include 3 instances of class c, thus there will be 3 instances of class c in every image of the
device D inspection dataset. This would lead to incorrect pseudo ground truth selection
throughout the training, resulting in failure of the object detection task. In fact, Tang et al
(13) report that even with the existence of easy bags in the dataset set, the detector tends
to output a bounding box with multiple object instances as the detection. This is in line
with one the two major failure modes of weakly supervised object detection as explained in
Section 2.
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Figure 2: A common failure case of WSL methods on the left and count-guided region
selection formulation on the right. Regions are given with their respective scores. Our goal
is to use two green boxes which tightly bound the cat instances as supervision. The image
is taken from (19).

These clarifications point out that we shall work with a method that allows multiple
pseudo ground truth regions for each class in a consistent manner. Here, we recall the
assumption on systematic information about the number of components in industrial in-
spection images. Therefore, the correct number of pseudo ground truth regions that the
algorithm needs to output is known beforehand. Even in the case where the number of
components is not known, the image level object instance count supervision information
can be easily gathered (28), as it is cheaper form of supervision compared to instance level
bounding box annotation.

Here, we utilize the count-guided region selection (CRS) algorithm offered by Gao et
al (19). CRS is an greedy algorithm with the aim of picking regions, equal to the number
of count supervision, with the highest combined score. Formally, the problem is defined
as selecting a subset G among all the regions B = {b1, ..., bN} of an image with scores P
= {p1, ..., pN} where |G| = C and C is the per-class object count, and combined score of
selected regions

∑
bkεG pk is maximum with an additional spatial overlap constraint that

asymmetric intersection-over-union (29; 30) measure ao(bi, bj) < T where bi indicates a box
selected previously, bj indicates the box considered for selection, and T is the preferred
overlap threshold. The asymmetric intersection-over-union is calculated as:

ao(bi, bj) =
area(bi ∩ bj)
area(bj)

CRS offers an approximation to this optimization problem by exploring region combi-
nations starting from the highest scoring region to the lowest scoring one. For more details
on the algorithm, we refer the reader to (19).

As for the interpretation of how the algorithm works, we would like point out the uti-
lization of asymmetric intersection-over-union measure. This measure discourages selecting

11



larger regions as the pseudo ground truth by disabling the selection the smaller regions that
are partly or fully captured by the larger region. The advantage of disabling is tied to the
phenomenon that, the regions with multiple object instances having greater scores than the
regions capturing single object instances. Then, naturally the regions that do not capture
an object instance shall have even lower scores. The graphical example of this explanation
can be seen in Figure 2. With CRS, if a large region with multiple instances is selected,
then the selection of smaller regions captured by the larger region will be disabled, and
the algorithm has to select the remainder of pseudo ground truth among the regions that
do not capture an object instance, hence having low scores. Consequently, the total score
of selected regions is not expected to be the maximum possible score. If the algorithm
does not select the large region with multiple instances, then it is allowed to select smaller
regions with relatively high scores, thus the combined score can reach the maximum. Such
regions are expected to tightly capture one object instance which is the optimum scenario
when training the classifier refinement branches as it would be the most spatially similar to
instance level supervision. Note that, CRS can be thought of as a generalization of selecting
highest scoring region method, since when the count supervision 1, then the CRS generates
the same pseudo ground truth region as selecting highest scoring proposal. When the count
supervision is greater than 1, then it still suggests relatively high quality pseudo ground
truths.

4. Experiments & Discussion

In this section, we show that high object localization accuracy on industrial inspection im-
ages is reachable with our method. However, the localization accuracy is highly susceptible
to dataset properties. We conduct experiments to exhibit the behaviour of our method
under various scenarios with different dataset properties.

This section is divided into two subsections. The first subsection includes experiments
for testing our assumptions on industrial inspection datasets, whereas the second subsec-
tions includes experiments on practical aspects of multiple instance learning based weakly
supervised object localization. More information about the subsections can be found under
respective parts.

After introducing the experiment, we discuss and analyze the results with references to
the model architecture. When the available industrial inspection datasets fail to match the
desired experiment settings, we will consult the synthetically created simplistic datasets to
explore method’s behaviour. After we demonstrate the behaviour, we edit the industrial
inspection datasets to simulate a real world dataset and demonstrate the behaviour on this
edited datasets to prove the relevance of the method in a real world setting.

This section is organized in the following way. First, we display a dataset setting that
partly or entirely fails the object localization task. Then, we slightly modify the dataset,
repeat the experiment to exhibit a high localization accuracy. We conduct the experiments
on both the industrial inspection datasets and synthetic dataset if industrial inspection
datasets with desired properties are available. Otherwise, we use only the synthetic datasets.
After that, we explain the behaviour on the method and why it fails or succeeds the object
localization task in respective scenarios. Although it is against the norms, we prefer to
perform the experiments and discuss their results together in one section. The motivation is
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(a) Image with supervision
(circle:3, square:1, triangle:1)

(b) Image with supervision
(circle:2, square:1, triangle:1)

(c) Image with supervision
(square:2)

Figure 3: Sample training images with their respective supervision

to demonstrate the differences in dataset properties and their effect on localization accuracy
in sequence, in order to create a natural thought flow and ensure complete understanding
of the method.

Datasets and evaluation measures. We conduct 19 experiments in this section
with different industrial inspection and synthetic datasets. To preserve the integrity of the
section, the details about the datasets are presented in appendix instead of here in this
section. We refer the reader to Appendix A to learn more about the datasets.

In accordance with the literature, we utilize the CorLoc (Correct Localization) perfor-
mance measure to evaluate the experiment results. We consider an object to be correctly
localized if the intersection-over-union of the ground truth bounding box and the prediction
is greater than 0.5. A summary of experiment results can be seen in Appendix B.

As we are interested in the weakly supervised object localization results, we will train
the network only with image-level labels and per class instance count supervision. A sample
of training images and their supervision can be seen in Figure 3.

4.1 Experiments on Industrial Inspection Dataset Assumptions

In this subsection, we conduct experiments to test the assumptions of low image variance,
background consistency, and existence of multiple same object instances. We start by
introducing the assumptions and running the experiments to see their effect on localization
accuracy. Then, we test how relaxations of the assumptions change the accuracy. Finally,
we conclude what these assumptions and relaxations imply in terms of feasibility of our
method and multiple instance learning based weakly supervised localization approaches on
industrial inspection images.

4.1.1 Experiment Set on Low Variance Among Images

Some object classes tend appear together frequently in images of a certain datasets, such
as ”TV” and ”Sofa” in living room images. In multiple instance learning terminology, this
phenomenon is defined as instance co-occurrence. For the sake of better understanding from
non-technical perspective, we call this term object correlation. If these object classes appear
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(a) The original image (b) Head part (c) Handle part

Figure 4: Original and cropped images of the device with head and handle parts

always together and never separately in images, then they are called perfectly correlated
object classes. It is important to notice that the object correlation only depends on the
existence of object classes rather than the number of object instances.

The assumption of low variance among images in industrial datasets from Section 1
imply that all the object classes in industrial inspection images are perfectly correlated,
because these images are taken as a result of serial production process. The standardized
products consistently include certain components. Thus, the components of a product are
expected and assumed to be perfectly correlated.

In this subsection, we conduct five experiments to test how the object correlation affects
the localization performance of our method. Then, we explore how the relaxations of
perfectly correlated object classes assumption change the localization accuracy. We observe
that our method cannot perform the object localization task on perfectly correlated object
classes. With relaxation of perfect correlation our method is able to perform the task
successfully on simplistic synthetic datasets, however it is not as successful on real industrial
inspection datasets. After introducing the experiments, we discuss why our method fails
to detect perfectly correlated object classes with references to multiple instance learning
literature. Furthermore, we explain how this assumption contradicts with the working
principles of multiple instance learning and prevents multiple instance learning based weakly
supervised object localization methods from performing the localization task. We conclude
that the assumption of low variance among the images constitute a significant obstacle for
utilizing multiple instance learning based weakly supervised object localization approaches
in industrial applications.

Experiment 1 - Perfectly Correlated Heads & Handles

We use an industrial inspection dataset to detect the handle and head parts of a device.
The handle and the head parts are presented always together in images as in Figure 4a, thus
they are perfectly correlated. We see that the object localization fails and the localization
accuracy is 0% for both classes.

Experiment 2 - Perfectly Correlated Squares & Circles & Triangles

The synthetic dataset in this experiment consists of circle, triangle, and square instances.
Here we increase the number of object classes from two to three to provide an example of a
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Figure 5: Sample Localization Results for Experiment 3 and 4 in Section 4.1.1

correlation between more than two classes. The object classes are always presented together
in images, thus they are perfectly correlated. Similar to the previous experiment, the object
localization task fails and the accuracy is 0% for all three classes.

Experiment 3 - Strongly Correlated Squares & Circles & Triangles

The synthetic dataset in this experiment again consists of circle, triangle, and square
instances. We add three images with one object instance separately for each class to the
dataset in the previous experiment. Thus, we relax the perfect correlation assumption.
However, the reader would notice that the object classes are still strongly correlated. We
observe a significant performance increase and the localization accuracy reaches 100% for
all three classes. Sample localization results can be examined in Figure 5.

Experiment 4 - Strongly Correlated Squares & Circles & Triangles

The synthetic dataset in this experiment once again consists of circle, triangle, and
square instances. We add three images in the dataset in Experiment 2 of this subsection.
These images consist of two of the three object classes. Every object class is missing in one
of the newly added images. More concretely, we introduce three new images with single
instances of circle and square, circle and triangle, triangle and square respectively. Again
notice that, although the object classes are not perfectly correlated after the addition of
images, they are still strongly correlated as in the previous experiment. We observe that
object localization task is successfully completed. The localization accuracy is 100% for all
three classes. Sample localization results can be examined in Figure 5.

Experiment 5 - Strongly Correlated Heads & Handles

In this experiment, we work with an industrial dataset again. We add two images with
separate images of the handle and the head parts to the dataset we used in Experiment 1
of this experiment set, similar to what we did in Experiment 3 of this experiment set. We
observe that the localization accuracy does not improve as opposed to the result of Exper-
iment 3 of this set. The localization accuracy is 0% for both classes. Sample localization
results can be seen in Figure 6.
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Figure 6: Sample failed localization results for Experiment 5 in Section 4.1.1

Discussion

We infer from the results of this experiment set that it is not possible to perform object
localization on perfectly correlated object classes with our method. The reason of the failure
lies in multiple instance learning principles. It can be explained as follows: When there are
perfectly correlated object classes in a dataset, their positive instances are always found in
each other’s positive bags. Hence, the network cannot learn which instance belongs to which
object class. Therefore, the object localization task cannot be succeeded. The phenomenon
may be better understood with an informal analogy. If a person is shown several photos of
two people, Tim and Sam, always together. Then the person would not be able to recognize
which person is Tim or Sam, simply because she/he never receives the information that can
help differentiating them. As we add separate images of object classes to the datasets
where there is perfect correlation between object classes, we break the perfect correlation
by introducing positive bags for some of the perfectly correlated classes and not for the
other classes. Thus, the network can learn the instance representation of object classes
from this easier positive bag which only includes the correct object class’ instance. From
the analogy perspective, this is similar to showing two separate photos of Tim and Sam
along with the other photos that they are presented together. In this case, the person
receives the information that signals to difference between Tim and Sam. Then, one would
expect that the person can differentiate Tim and Sam after the separate images are shown.

We do not present separate images of object classes in Experiment 4. However, the
method can still successfully perform the object localization task. By introducing images
of two instances of three object classes, we present bags which are positive for two classes
and negative for one class. It is important notice that the method is able to process the
indirect signals from images, on which instances do not belong to a particular object class.
More concretely, from the image that includes only a triangle and square -this image is a
negative circle bag-, the network is able to learn that the instances in this bag are not circle
instances. Informally, this is similar to how humans would learn the object representations
by eliminating improbable instances. It is important to realize that the multiple instance
learning principles are able to provide the network with a such remarkable feature.

However, as we introduce the idea of adding one separate image of each object class
to the dataset we used in Experiment 1, we realize that it does not perform as expected.
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Likely, this approach works thanks to overly simplistic nature of the synthetic datasets. We
conclude that it is not likely to work on industrial inspection images.

The reader would notice that we only add one separate/differentiating image per object
class. This is due to the assumption of low intra-class variability from Section 1. Following
this assumption, the value of adding more differentiating images should be minimal, since all
instance representation of an object class shall present the same information to the network.
Furthermore, we would like to test if the method would work with minimal manipulation
of the dataset as this would be practical relevant for the practitioner.

The findings suggest that the assumption of low variance among the images constitute
a major obstacle for the utilization of multiple instance learning based weakly supervised
object localization approaches on industrial inspection datasets.

4.1.2 Experiment Set on Background Consistency

Image regions that do not correspond to the objects of interest in the image are identified as
background. The background may cover a large part of an image. Natural images often have
a variety of background settings in terms of colour, texture, shape, etc. On the other hand,
we expect to see a consistent and plain background in industrial inspection datasets due to
the images taken in controlled environments as mentioned in Section 1. Instance classifier
refinement algorithm treats these non-object region as a separate background class. We
expect the instance classifier refinement algorithm to perform better on industrial inspection
images compared to natural images, because their background setting is in line with the
implicit assumption of the instance classifier refinement algorithm, as mentioned in Section
3. The intra-class variability for the background class in industrial inspection datasets has
lower compared to the background class in benchmark datasets. Thus, we expect that it
would be easier to classify the non-object regions to the background class correctly.

Similar to object class correlation defined in Section 4.1.1, we define the object class
background correlations as the tendency of an object class and a background setting appear-
ing together in images. If an object class and background setting always appear together,
then we identify them as perfectly correlated.

In this experiment set, we conduct six experiments to observe the effect of background
complexity and object class - background correlation on localization accuracy. We show that
object class - background correlation and high background complexity will cause the object
localization task to fail. Then, we explain the reason of this phenomenon with references
to the our method’s architecture. Finally, we justify our selection of instance classifier
refinement algorithm with reference to the plain and consistent background assumption on
industrial inspection datasets.

Experiment 1 - Leads & Handles with Inconsistent Background

In this experiment, we work industrial inspection images to detect lead and handle parts
of two different devices. The background is not consistent between two classes and perfectly
correlates with the object classes in the image as seen in Figure 7. The object localization
tasks fails and the localization accuracy is 0% for both object classes

17



(a) Leads (b) Handle

Figure 7: Sample training images for Experiment 1 in Section 4.1.2

(a) The square class is localized correctly. (b) The circle class is not localized correctly.

Figure 8: Sample Results for Experiment 5 in Section 4.1.2

Experiment 2 - Squares & Circles with Inconsistent Background

For the second experiment, we work with synthetic data consisting of single square and
single circle images. The background again perfect correlates with the object class in the
image. The object localization task fails again and the localization accuracy is 0% for both
classes.

Experiment 3 - Squares & Triangles with Consistent Background, Circles with
a Different Background

In this experiment, we add single triangle images with the same background as the
square class to the dataset of the previous experiment. Thus, the only perfect correlation
with the background is found in the images of the circle class. The localization accuracy is
100% for the square and triangle classes and 0% for the circle class.
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Figure 9: Sample localization results for Experiment 6 in Section 4.1.2

Experiment 4 - Squares & Circles & Triangles with Consistent Background

We change the background of the circle images in the previous experiment, in order to
match it with the background setting of two other object classes. Thus, the images have
consistent background across the dataset. The localization accuracy is 100% for all three
classes.

Experiment 5 - Squares & Circles with Varying Background

In this experiment, we test the affect of altering (non-consistent) background on the
localization performance with a synthetic dataset. We have six different background settings
with object classes square and circle. Each image includes a random background setting
and an object class. We make sure that each background setting has been presented with
each object class in the dataset. We observe that the network detects the circle class, but
it localizes only parts of the object instead of the entire object. The square class is located
correctly. The localization accuracy is 100% for the square class and 0% for the circle class.
Sample localization results for this experiment can be seen in Figure 8

Experiment 6 - Heads & Handles with Consistent Background

In this experiment, we use an industrial inspection dataset with two object classes. We
aim to locate the head and the handle parts of a device. Due to unavailability of a suitable
industrial inspection dataset, we modify a set of images by cropping them where the head
and handle parts meet each other to simulate a dataset that includes separate images of two
parts as seen in Figure 4. The result shows that the object localization task is completed
successfully. The localization accuracy is 100% for both classes. Sample localization results
can be seen in Figure 9.

Discussion

We observe that the object classes that are in perfect correlation with a particular
background settings would not be localized by the method as seen in Experiments 1, 2
and 3. The reason behind this is that, the network is unable to unveil the object instance
representation, or in multiple instance learning terminology, spot the positive instance in
the bag. When the object class and the background is in perfect correlation, then all the
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instances in positive bags of each object class will always be different from each other. This
leads the network into confusion since there is no information on which instances are making
the respective bags positive. A concrete and informal example can be presented as follows:
Assume that we try to detect fish and bear instance in images. If the bear and fish instances
are always presented in forest and sea settings respectively, then the network cannot tell
which instances make the bear bag positive. They can be either forest instances or actual
bear instances. It is impossible to decide without additional information. That is why the
network cannot spot the positive instances and the object localization task fails.

In Experiment 5, we examine the affect of alternating, non-consistent background on
the localization accuracy. The background is treated as a separate class in instance classifier
refinement branches. Hence, the network has to classify different instance representations
to one class. We observe that the network is able to locate only parts of the circle class
because it is stuck at a local minima. We argue that this phenomenon is observed due
to increasing intra-class variance of the background class which sends the network mixed
signals for classification of background regions. When comparing the results of Experiment
5 to Experiment 4, we conclude that selection of Tang et al. (13) is inline with the assump-
tions on industrial inspection images. Thus, we are able to take advantage of background
characteristics of industrial inspection images.

4.1.3 Experiment Set on Multiple Object Instance Assumption

Industrial inspection datasets are usually obtained as a result of serial production process.
Thus, they are standardized and we state the consistent existence of multiple instances
of the same object class as an assumption on industrial inspection datasets in Section 1.
Furthermore, in Section 2, we mention grouping of multiple instance of same object in one
bounding box as a common failure in weakly supervised object localization literature.

In this experiment set, we conduct two experiments to demonstrate the effectiveness
of our method at learning object representations when presented with images consistently
containing multiple instances of the same object class. We also show the necessity of
additional supervision under the given assumption on industrial inspection datasets. We
conduct the experiments with synthetic datasets as a suitable industrial inspection dataset
is not available. After introducing the experiments and the results, we explain the reason
behind the method’s success with references to Section 3.3.

Experiment 1 - Two Instances of Squares & Circles & Triangles without Count
Supervision

We present images separately containing two instances of three object classes, square,
circle and triangle. We do not present any count supervision and employ the strategy of
utilizing the highest scoring region as the pseudo ground truth as in (13). In accordance
with the literature, the object localization fails and generates bounding boxes that include
multiple object instances. The localization accuracy is 0% for both classes.
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Figure 10: Sample localization results for Experiment 2 in Section 4.1.3

Experiment 2 - Two Instances of Squares & Circles & Triangles with Count
Supervision

We present the same dataset as in the previous experiment. This time, we also present
the count supervision information to the network. The object localization task is achieved
with 100% localization accuracy for both classes.

Discussion

Experiments show that introducing count supervision is a succeeding way of handling the
assumption of consistent multiple instance of one object class in the images. We incorporate
count-guided region selection algorithm in our method. This enables the network to learn
the single object instance representation by discouraging the selection of larger bounding
boxes with several object instances. Consequently, the network is able to generate bounding
boxes tightly covering only one object instance and successfully perform object localization.
For more details on count-guided region selection algorithm, we refer the reader to Section
3.3.

Necessity of additional supervision to deal with the multiple object instances assumption
can be explained in the following way. Assume a practitioner would like to detect sheep in
images. As sheep are mostly found in herds, it is possible that all the images in the datasets
contain multiple sheep. With only image level supervision, there is no distinction for the
network to learn whether the object class of interest is sheep or herd. By introducing addi-
tional supervision, we are able to force the network to learn single instance representation
of one sheep instead of the herd. Furthermore, we state in Section 1 that count supervision
is already at hand. Thus, we utilize this free information to overcome a task that has been
traditionally difficult for weakly supervised object localization approaches.

4.2 Experiments Related to Practical Applications

In this subsection, we conduct experiments on practical aspects of multiple instance learning
based weakly supervised object localization approaches on industrial inspection images. We
explore the effects of number of object classes in dataset and efficiency of count supervision
exploitation of our method. After introducing the experiment and discussing their results,
we investigate the implications of the results on the feasibility of our method and multiple
instance learning based weakly supervised localization approaches on industrial inspection
images.
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4.2.1 Experiment Set on Number of Object Classes in Dataset

With this experiment set, we show that our method, along with many other multiple in-
stance learning based weakly supervised object localization approaches, is incapable of per-
forming the object localization task with only 1 object class in the dataset. To show that,
we conduct 4 experiments with both real and synthetic datasets. The first two datasets have
only 1 object class, and the object localization task cannot be performed on these datasets.
After adding another class to the datasets for experiment 3 and 4, the localization task can
be performed and high localization accuracy is obtained for both classes. After we introduce
the experiments briefly, we discuss the results.

Experiment 1 - Dataset with One Object Class: Head

We use an industrial inspection dataset with only one class to detect, the head. The
dataset consists of images similar to Figure 4b. The results show that the method breaks
down and is unable to perform object localization task successfully. The localization accu-
racy is 0%.

Experiment 2 - Dataset with One Object Class: Square

For this experiment, we utilize a synthetic dataset and try to detect the squares in
images. For simplicity we place only one square in each image and a plain white background.
There is only one object class in the dataset and it consists of images similar to Figure ref.
The results show that the method breaks down and is unable to perform object localization
task. The localization accuracy is 0%.

Experiment 3 - Dataset with Two Object Classes: Square & Circle

We add images of single circles on plain white background to the dataset in the previous
experiment. Thus, the dataset has two object classes now, square and circle. The results
show that the object localization task is successfully achieved. The localization accuracy is
100% for both object classes.

Experiment 4 - Dataset with Two Object Classes: Head & Handle

In this experiment, we use an industrial inspection dataset with two object classes. We
aim to detect the head and the handle parts of a device. Due to unavailability of a suitable
industrial inspection dataset, we modify a set of images by cropping them where the head
and handle parts meet each other to simulate a dataset that includes separate images of
two parts. The result shows that the object localization task is completed successfully. The
localization accuracy is 100% for both classes.

Discussion

The number of object classes in the dataset is not an important factor for the success
of fully supervised object localization applications. Theoretically, they can perform the
localization task with arbitrary number of object classes. However, this is not the case for
our method. The reason lies in our method’s inability to extract instance representation in
settings with only one object class in the dataset. With bounding box annotation in fully
supervised object localization, the annotator provides the network with the instance rep-
resentation of the object class. Hence, the network can easily identify regions with similar
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representations and detect the objects during inference time. However, for weakly super-
vised object localization the main challenge is to unveil the object instance representation
from the image level supervision. We conclude that the datasets with only one object
class cause our method to fail, because it contradicts with its underlying working principle,
multiple instance learning.

Our method relies on multiple instance learning principles to unveil the object instance
representation from image-level labels. When there is only one object class, then there
is only one kind of image-level label. Thus, for instance in case of Experiment 1 of this
subsection, all the images correspond to positive square bags in multiple instance learning
setting. Moreover, the background in the images are very similar to each other which creates
a context where both positive and negative instances are consistently presented together
in positive bags. The network has to learn which instances are positive and represent the
object class of interest, or negative and represent the background. With only one type
of positive bag and almost the same instances in every bag, the network cannot learn the
positive instances, meaning that it cannot differentiate the object and the background.
Consequently, the instance representation of the object class cannot be unveiled, and the
localization task cannot be completed.

When we increase the number of object classes to two from one, we introduce new posi-
tive bags to the dataset. For easier understanding of the concept, we refer to Experiments 2
and 3 of this subsection without loss of generality. The images of the new object class, the
circle class in case of Experiment 3, constitute positive circle bags and negative square bags.
Accordingly, the images of square constitute positive square bags and negative circle bags.
Notice that, the background stays the same in both bags, which means that the instances
found in every bag must correspond to the background class in instance classifier refinement
branches. Now, the network can differentiate among the object classes and background, and
learn the instance representation for both classes, because the positive instances of respec-
tive classes are not found in the other classes’ positive bags. Therefore, we conclude that
our method can complete the object localization task only with more than one object class
in the dataset.

4.2.2 Experiment Set on Efficiency of Count Supervision Exploitation

Humans are able to recognize objects by exploiting count information. For instance, when
images of an unknown object class with different object counts are presented, it is instinctive
to try matching the count supervision with number of instances in images. Thus, humans
can learn an object class representation by utilizing the per-class count information when
there is only one object class in the dataset. As a natural extension of Experiment Set 4.2.1,
we introduce this experiment set to test the method’s ability to learn object representations
by utilizing count supervision from a dataset that contains one object class. We observe
that the method cannot perform the given task.

We conduct two experiments in this set. Due to unavailability of suitable industrial
inspection datasets, we work with synthetic datasets. The results show that the method is
not able to fully take advantage of count supervision. The localization accuracy is 0% in
both experiments. After briefly introducing the experiments, we discuss the results.
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(a) Image of a single square in-
stance

(b) Image of two square in-
stances

Figure 11: Sample training images for Experiment Set 4.2.2

Experiment 1 - Dataset with One Object Class, Square, and Object Count 1

We use an synthetic dataset consisting of single squares on plain white background, as
seen in Figure 11a. The object localization task fails and the localization accuracy is 0%.

Experiment 2 - Dataset with One Object Class, Square, and Varying Object
Count 1 & 2

In this experiment we add images of two squares, as in Figure 11b, on white plain
background to the dataset we use in the previous experiment. Now, half of the dataset are
images of a single square and the other half have two squares in images with respective count
supervision. The object localization task cannot be achieved again and the localization
accuracy is 0%.

Discussion

The results point out that the network cannot learn the instance representation of the
object class of interest by exploiting the count supervision. The reader will notice that
similar to the first two experiments of the previous experiment set, with such dataset we
provide the network only with positive square bags. As stated in Section 2.1.1, a bag is
defined positive if there are one or more positive instances in it. Thus, adding one more
square instance to the bag does not change the bag’s label. As from the instance perspective,
we do not provide a new instance type neither. All the instances in the bags are still square
or background instances. Again the network cannot unveil the instance representation of
square class from a dataset with only one object class as in Experiment Set 4.2.1.

Additionally, the reader will notice that the count supervision is utilized in network
architecture to determine the number of regions to propose as pseudo ground truth only
after multiple instance detection network branch. Multiple instance detection network is
the network branch where the image classification task is completed. This means that count
supervision is utilized only after the classification of the image is completed. Such a network
architecture does not allow recognition of object representations by performing similarity
comparisons on different regions of the image. As this discussion stretches beyond the scope
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of this section, we refer the reader to further discussions of this phenomenon can be found
in Section 5.

5. Next Steps

In this section, we propose improvements over our method and also future research direc-
tions for utilizing weakly supervised object localization in industrial inspection applications.
We emphasize that the first two suggestions would improve our method, yet they will be
still using the multiple instance learning principles. Thus, they would improve the quality
of our method’s localization predictions, but they would not solve the multiple instance
learning based problems that our method cannot solve. On the other hand, the last sugges-
tions is given towards increasing the feasibility weakly supervised approaches in industrial
applications.

Quality of the region proposals play a crucial role in localization performance of the
model, because only of one them can be indicated as the final localization of the object.
In this work, we opted for using Selective Search (24) region proposal algorithm for its
convenience after conforming that it generates high quality region proposals on our datasets.
However, it is an offline procedure which must be executed for each dataset separately. Our
method is compatible with online region proposal algorithms as well. One can replace the
Selective Search algorithm with an online proposal algorihm such as Weakly Supervised
Region Proposal Network (WSRPN) proposed in (31) to obtain an end-to-end trainable
weakly supervised object localization model. WSRPN reports superior recall and precision
performance compared to offline proposal algorithms such as Selective Search and Edge
Box (32). Hence it can contribute to the improvement of the model if the region proposal
quality constitutes a bottleneck for the localization performance. Additionally, Tang et al.
(31) report that one of the major drawbacks of WSRPN is that it is likely to fire on complex
backgrounds. In the case of industrial inspection images, it would not be a problem thanks
to the plain background. Thus, WSRPN may perform even better on those images.

As described in Section 3, we choose the pseudo ground truth with Count-based Region
Selection algorithm based on highest combined score principle. Then, proposals in high
overlap with the pseudo ground truths are assigned the respective class label and the cross-
entropy loss is computed. However, such approach introduces a challenge: When highest
scoring proposal, hence pseudo ground truth, is not centrally aligned with the object in-
stance, the proposals in high overlap with the pseudo ground truth may cover background
area but they are assigned the same class label. When the loss is calculated accordingly,
it sends mixed signals to the network. In (14), Tang et al. introduce graph-based pseudo
ground truth selection together with a custom refinement loss and improves localization
accuracy of (13). But, there is no pseudo ground truth selection algorithm, similar to
Count-based Region Selection, for multiple instances in graph-based settings. Thus, the
well-known problem of grouping multiple instances of an object class in a bounding box
persists with (14). With an algorithm that can exploit the count supervision, we could take
advantage of the improvements in (14).

Humans are able to learn object classes by keeping track of how many times they see the
class instances. For instance, given a set of image with same object classes with number of
instances, the humans are able to discover which instance belongs to which object class by
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exploiting the count information to compare the images. Such an approach is not possible
with our method. In fact, the network cannot perform localization in this setting, as
explained in subsection 4.2.2. The reason is that the count supervision is not used directly
in neither multiple instance detection network (MIDN) nor Classifier Refinement branches.
The count information is only used to determine how many pseudo ground truth regions to
offer to classifier refinement branch after MIDN. The solution may lay in an approach which
compares and counts different instance representations to match them with given count
supervision. Alternative approaches to multiple instance learning in weakly supervised
object localization, such as clustering and latent variable learning, may be investigated to
find a solution for this problem. With such an improvement, the feasibility of using weakly
supervised object localization on industrial inspection images would increase substantially.

6. Conclusion

In this work, we examined the feasibility of multiple instance learning based weakly super-
vised object localization approaches on industrial inspection images. We showed that the
localization performance heavily depends on dataset properties. We also showed that if a
suitable dataset is at hand, then high localization accuracy is achievable. However, such
dataset is not in line with our assumptions on industrial inspection datasets. This result im-
plies that multiple instance learning based weakly supervised object localization approaches
are only feasible for inspecting industrial images if the effort for creating a suitable dataset
is invested. However, this idea contradicts with the main motivation of performing local-
ization tasks without investing time in annotation. Thus, we conclude that even though
high localization performance is achievable with a multiple instance learning based weakly
supervised localization approach, there is still room for improvement to be able to use them
directly in the industrial inspection tasks.
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Appendix A - Datasets
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Appendix B - Experiment Results

Experiment Class 1 Class 2 Class 3

4.1.1.1 Head - 0% Handle - 0% -
4.1.1.2 Circle - 0% Square - 0% Triangle - 0%
4.1.1.3 Circle - 100% Square - 100% Triangle - 100%
4.1.1.4 Circle - 100% Square - 100% Triangle - 100%
4.1.1.5 Head - 0% Handle - 0% -

4.1.2.1 Lead - 0% Handle - 0% -
4.1.2.2 Circle - 0% Square - 0% -
4.1.2.3 Circle - 0% Square - 100% Triangle - 100%
4.1.2.4 Circle - 100% Square - 100% Triangle - 100%
4.1.2.5 Circle - 0% Square - 100% -
4.1.2.6 Head - 100% Handle - 100% -

4.1.3.1 Circle - 0% Square - 0% Triangle - 0%
4.1.3.2 Circle - 100% Square - 100% Triangle - 100%

4.2.1.1 Head - 0% - -
4.2.1.2 Square - 0% - -
4.2.1.3 Circle - 100% Square - 100% -
4.2.1.4 Head - 100% Handle - 100% -

4.2.2.1 Square - 0% - -
4.2.2.2 Square - 0% - -
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