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Abstract

The problem of clustering a set of objects into disjoint groups or categories is a problem that

arises in a wide range of practical applications such as exploratory data analysis, computational

biology and industrial engineering. In this thesis, we present a new clustering algorithm based

on a combinatorial optimization (CO) problem involving the construction of rooted and weight-

constrained trees. We restrict ourselves to the case where at least one representative of each cluster

is known a priori. We give an integer programming formulation of this problem and prove that

it is strongly NP-complete using a polynomial reduction from the minimum weight k-cardinality

tree problem in connected weighted graphs. We propose a heuristic for the clustering method to

find feasible solutions and derive upper bounds using Lagrangian relaxation. The heuristic and

Lagrangian relaxation are experimentally tested on a collection of instances consisting of real-life

vehicle routing data sets and suitably modified benchmarks from the open-source TSPLIB library.

The performance of the local search heuristic is the best for cluster analysis on data represented

by (almost) uniformly distributed points in space.

Keywords: combinatorial optimization, complexity analysis, graph theory, heuristics, integer pro-

gramming, Lagrangian relaxation
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Chapter 1

Introduction

Suppose one has a finite set of objects O that needs to be grouped together into k different clusters

C1, C2, . . . , Ck. This task of separating a set of objects into distinct groups is often performed

based on a metric defined on each pair of objects. This metric serves as a surrogate measure to

determine whether the two objects in a pair should be grouped together.

Cluster analysis is a widely explored field of research. In particular, one could categorize clustering

algorithms based on the paradigm used for clustering. Some of the most intuitive categories of

clustering methods are connectivity-based clustering, centroid-based clustering and density-based

clustering.

Given that each object is associated with coordinates in some vector space, connectivity-based

clustering is based on the idea that an object should be clustered together with objects in its direct

proximity. One example of connectivity-based clustering algorithms is single-linkage clustering,

which is illustrated in Figure 1.1, or nearest neighbor clustering [1]. Single-linkage clustering is an

iterative algorithm that merges two distinct clusters that have the smallest distance to each other.
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Single-linkage clustering of randomly generated blobs

cluster 0
cluster 1
cluster 2

Figure 1.1: Example of single-linkage clustering in three clusters of randomly generated data.

Another paradigm for object clustering is centroid-based clustering. In this case, each cluster is
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CHAPTER 1. INTRODUCTION

represented by an element indicating the center of the cluster which may not necessarily be an

object from the input set. Examples of centroid-based clustering are k-means clustering (depicted

in Figure 1.2), which could for example be solved by the Hartigan-Wong algorithm [2], and Voronoi

clustering.
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K-means clustering of randomly generated blobs
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Figure 1.2: Example of k-means clustering of randomly generated data with three clusters. The

cluster centers are colored black.

Density-based clustering is based on the idea that there exist areas with high object density

(dense areas) and of low object density (sparse areas). Objects in dense areas should be clustered

together, while objects in sparse areas generally serve as border objects or outliers. The most

well-known clustering method of this kind is density-based spatial clustering of applications with

noise (DBSCAN) due to Ester et al. [3]. DBSCAN is illustrated in Figure 1.3.
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DBSCAN clustering of randomly generated blobs ( = 1, samples = 50)

cluster 0
cluster 1
cluster 2

Figure 1.3: Example of DBSCAN of randomly generated data.

1.1 Applications

Clustering is an intuitive technique used for classification and division of objects into coherent

groups. Due to the general structure of the problem at hand, we can provide a wide range of

practical applications for which clustering algorithms could be used.

2



CHAPTER 1. INTRODUCTION

In computational biology, cluster analysis could be applied to make a general classification of

various biological species based on physical and genetic data. Obviously, one strives to find clus-

ters of species such that each cluster contains a collection of species that have several characteristics

in common. The result of a clustering routine is a phylogenetic tree, where different branches of

the tree correspond to different clusters of species. The most relevant kind of clustering for this

purpose is connectivity-based clustering.

Figure 1.4: Example phylogenetic tree used for clustering groups of species [4].

Another application originates from data mining and internet security. Density-based techniques

could be used for the detection of anomalies, i.e. observations or events that are rare and should

be marked conspicuous when comparing it with the remainder of the data set. Anomaly detection

plays a role in determining outliers of a data set based on specific characteristics and in the

detection of unauthorized access of a network, where the latter could often be identified due to

abnormal high activity instead of the rarity of an object or observation.

1.2 A motivating application: multi-depot vehicle routing

In addition to the applications mentioned in Section 1.1, clustering is also a problem that arises

in the multi-depot vehicle routing problem (MDVRP), which is a well-known problem in the field

of combinatorial optimization and operations research. Suppose we are given a set of central

depots, a fleet of vehicles and a set of customers that need to be visited. Each vehicle has fixed

and variable costs associated with it. In particular, the fixed costs of a vehicle are a measure

of the capital amortization costs and the variable costs associated with each vehicle include fuel

and driver salary costs. Furthermore, each vehicle might have its own specific constraints, such

as the maximum length of its route or its maximum speed. The objective of multi-depot vehicle

routing is to find a route for each vehicle that starts and ends in the depot it is deployed by, such

that each customer i s visited by exactly one vehicle and such that the total costs are minimized.

This problem arises in many practical applications, for example in last-mile delivery of goods to

customers.

3



CHAPTER 1. INTRODUCTION
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Figure 1.5: Example planning of routes for the multi-depot vehicle routing problem. The green

depot deploys two vehicles, while there is only one active vehicle for the blue and red depots.

We propose a clustering problem that is motivated by the special case of the multi-depot vehicle

routing problem where the fleet of vehicles is possibly heterogeneous, i.e. there might be multiple

different types of vehicles deployed by the central depots. Once again, a feasible solution of the cost

minimization problem is a set of routes, where each route starts and ends at the same depot and

each customer is visited by exactly one of the routes. This problem is known in literature as the

multi-depot heterogeneous fleet vehicle routing problem, abbreviated as MDHFVRP (e.g. [5], [6]

and [7]). This problem is NP-complete already for the case with one depot as it generalizes the

travelling salesman problem (TSP). Therefore, no polynomial time algorithms for MDHFVRP

exist unless P = NP.

Fortunately, heuristics are available that approximate the optimum for the single-depot vehi-

cle routing problem [8]. Research on the multi-depot case has focused on developing heuristics

that partition the problem into distinct single-depot subproblems. In literature, this class of

heuristics is referred to as cluster-first route-second heuristics. The partition is obtained using a

depot-customer assignment rule. A single-depot instance then consists of a depot and the subset

of customers that is assigned to the depot.

One intuitive example of an assignment heuristic is assigning each customer to the nearest depot.

These sub-instances can be solved separately with conventional routing algorithms (‘route second’)

for single-depot instances. The ‘route second’part of a heuristic could also be implemented in a

two-level fashion. Firstly, an initial set of routes is obtained using a constructive method, such as

the savings algorithm due to Clarke and Wright [8]. Subsequently, a meta-heuristic such as tabu

search [9] could be employed to iteratively improve the constructed initial solution by moving to

4



CHAPTER 1. INTRODUCTION

neighbor solutions with respect to the solution space.

In this thesis, we focus on the first step of such algorithms, i.e. we aim to construct good clusters

that are used as input of the routing algorithms. Although the route second aspect of multi-depot

vehicle routing has been investigated extensively, clustering algorithms have formed a more dor-

mant area of expertise. Nevertheless, Dondo and Cerda [10] proposed a hybrid clustering method

that significantly reduced the size of the solution space by clustering multiple customers into one

representing supervertex. Exact solution methods could be used on the adapted solution space

even for large practical instances of MDHFVRP with time windows. Thangiah and Salhi [11] found

a clustering approach based on genetic algorithms that takes into account the capacities and time

windows of different vehicles. However, the performance of these methods is instance-specific and

no guarantees of the quality of solutions have been obtained yet in general.

We introduce a clustering method for object sets with the assumption that the number of groups

is known in advance, as well as at least one representative per cluster. In contrast to general

methods for clustering, we do not require each object to be contained in some cluster. Instead,

a capacity constraint for each clusteris imposed based on the distance metric. The goal of our

clustering algorithm is to assign as many objects as possible to some cluster while satisfying these

capacity constraints. Starting from the a priori known cluster representatives, we connect objects

using disjoint trees. In other words, the output of the clustering algorithm is a set of rooted and

vertex-disjoint trees such that all objects in a tree are clustered together. A more formal notion

is given in Chapter 2.

This thesis is structured in the following way. Firstly, Section 1.3 is dedicated to providing

preliminary knowledge needed to comprehend the ideas exposed in this thesis. In Chapter 2, we

lay the mathematical foundations of our clustering method by considering an integer program-

ming formulation and a corresponding separation algorithm for the single-depot case. Using this

mathematical background, we derive a local search heuristic to obtain feasible solutions and an

algorithm to obtain upper bounds on the optimum in Chapter 3 and 4 respectively. These methods

are experimentally tested on a set of real-life data sets as well as synthetically modified instances

of the TSPLIB library [12]. Chapter 5 covers the results of these experiments and a conclusion on

the quality of the local search heuristics is drawn in Chapter 6.

1.3 Preliminaries

In order to comprehend the concepts used in this thesis, sufficient knowledge on a variety of topics

is assumed from the reader. First of all, elementary concepts from graph theory, such as weighted

graphs, paths, (spanning) trees, forests and basic procedures such as the algorithms due to Prim

5



CHAPTER 1. INTRODUCTION

and Kruskal respectively for maximum spanning trees are used extensively. Any introductory

book or lecture notes on graph theory will suffice to have a good enough understanding of the

aforementioned concepts, such as [13].

Furthermore, the mathematical model for our research problem is formulated in terms of inte-

ger programming and relevant algorithms related to integer programming such as branch-and-cut

and row generation algorithms based on separation oracles are covered. Apart from exact solution

methods, Lagrangian relaxation is of main importance for our research. A thorough review on

integer programming and related concepts can be found in Conforti, Cornuéjols and Zambelli [14].

Lastly, we will briefly discuss the computational complexity for our problem in Chapter 2. To

understand the ideas presented there, the reader should have sufficient knowledge about computa-

tional complexity and the classification of problems based on their hardness, especially the problem

classes P, NP and NPC. We refer the reader to Garey and Johnson [15] for an introduction into

computational complexity theory.

6



Chapter 2

Maximum cardinality rooted

forest packings

The previous chapter gave a brief introduction of our clustering algorithm. This chapter will be

dedicated to laying the groundwork with more mathematical rigor. This chapter is organized in the

following fashion. First, we give our motivation for conducting this research, based on a practical

application for logistic systems. Secondly, we formalize the mathematical theory of our clustering

method by providing an integer programming formulation of the problem at hand. Furthermore,

we will prove strong NP-completeness of the method by providing a polynomial reduction from

a problem related to the Steiner tree problem. The single depot case will be analyzed more

thoroughly; a separation algorithm will be proposed that serves as an oracle to obtain cutting

planes for exact solution methods. Although the practical implication of our research is lost for

the single-depot formulation, we have a great interest in exact algorithms for the single-depot

case as well, as those might be interesting to enhance the quality of heuristics that are applied

on multi-depot instances of the problem. However, proposing exact solution methods for the

max-card rooted forest packing problem will be beyond the scope of this thesis.

2.1 Motivation

Our research is motivated by a practical application of vehicle routing problems. Since its first

appearance in a paper by Dantzig and Ramser [16], the vehicle routing problem (VRP) has been

one of the most studied combinatorial optimization problems. It tries to capture the problem

of designing a set of routes with a fleet of vehicles that supplies a set of customers with known

demands from a central depot. The problem is most often used as a model for cost minimization of

transportation systems. Dantzig and Ramser were the first to introduce an algorithmic approach

for a practical problem of this kind, which involved cost-efficient routing for petrol delivery to

service stations with gasoline trucks originating from a bulk terminal station.

7



CHAPTER 2. MAXIMUM CARDINALITY ROOTED FOREST PACKINGS

Several variants of the general vehicle routing problem have attracted widespread attention ever

since. Most notable are the variants with multiple depots, time windows, heterogeneous fleets of

vehicles or combinations of the three. A thorough review of different variants of the vehicle routing

problem is given by Montoya-Torres et al. [17]. As the vehicle routing problem is a generalized

version of the well-known NP-hard travelling salesman problem (TSP), it is NP-hard just as each

of its variants [18].

Our special interest in clustering methods was sparked by the commonly used structure of heuris-

tics for the multi-depot vehicle routing problem (MDVRP). Initially covered by Golden et al. [19],

the multi-depot vehicle routing problem is a variant derived from VRP, such that the fleet of

vehicles is deployed by multiple depots established on different locations within a certain region.

Golden et al. developed an IP formulation based on binary vehicle flow variables xkij to indicate

whether the route of vehicle k contains the segment from i to j. Furthermore, Golden et al. devel-

oped the first heuristics for MDVRP which were based on popular heuristics for the single-depot

VRP such as the savings method by Clarke and Wright mentioned before.

Nevertheless, most of the earliest work on MDVRP was on exact solution methods, which were of-

ten based on branch-and-bound algorithms applied on different integer programming formulations,

such as the methods described in Kulkarni and Bhave [20] and Laporte et al. [21]. Exact solution

methods, however, are generally restricted to instances of MDVRP with approximately one hun-

dred customers due to the NP-hardness of vehicle routing. As instances corresponding to practical

applications are often of a much higher scale, solving MDVRP to optimality is not tractable for

most real-life instances. Instead, research has focused on the design of (meta)heuristics used for

approximation of minimum cost routes. The first heuristic for multi-depot vehicle routing prob-

lems is due to Tillman [5]. In this heuristic, customers are assigned to their nearest depots and

initially very simple routes containing only one customer are created. Using the savings method

from Clarke and Wright [8], routes are combined into larger routes until no cost reduction can be

achieved anymore. The disadvantage of this method is that there exist no post-optimization steps

to improve the solution. Hence, the predetermined assignment of customers to depots is never

reconsidered.

The above heuristic belongs to the class of so-called ‘cluster-first route-second ’ algorithms. Al-

though Tillman does not reconsider the predetermined depot-customer assignment, heuristics have

been developed that allow for flexible assignment. One example is the multi-level composite heuris-

tic proposed by Salhi and Sari [6]. In the cluster-first part of the heuristic algorithm, customers

are assigned to their nearest depot according to a borderline parameter ε ∈ (0, 1) that ensures

that customers are left unassigned when they are located almost halfway between depots. In

particular, customers are not assigned when the fraction of distances of a customer to its nearest

8



CHAPTER 2. MAXIMUM CARDINALITY ROOTED FOREST PACKINGS

and second nearest depot exceeds ε. Separate single-depot vehicle routing problems based on this

allocation are solved to create routes that visit the assigned customers. The unassigned customers

are inserted in these partial routes to create an initial solution. Using this initial solution and a

carefully defined neighborhood relation, local search metaheuristics could be employed to explore

the solution space by moving from one solution to another using a neighborhood relation. For

instance, the neighborhood relation could be defined as the set of routes that could be obtained

from the initial solution when the order of two customers in the same route is reversed. The most

notable metaheuristics are tabu search due to Glover [9], simulated annealing and genetic algo-

rithms. The advantage of local search metaheuristics is that these are often procedures that allow

solutions to deteriorate in contrast to greedy methods such as steepest descent. This increases the

probability of finding a global optimum, instead of being stuck into a local optimum.

As mentioned earlier, Dondo and Cerda [10] proposed a three-level heuristic for vehicle rout-

ing that involved solving a mixed integer linear programming formulation that is applied on a

contraction of the input road network. Vertices that form natural clusters are contracted into

a supervertex and classical algorithms solving integer programming are employed to solve this

heuristically created integer programs of limited size. Another approach, inspired by evolutional

biology, was presented by Yücener and Demirel [22], which was a combination of genetic methods

and algorithms applied on geometric shapes.

Although the analysis and design of heuristics for several variants of the vehicle routing prob-

lem is an extremely active field of research, most research focuses on sophisticated procedures

to iteratively improve solutions given an initial solution. Nevertheless, we think that clustering

methods for vehicle routing problems form an essential field of research that deserves more consid-

eration. Therefore, we will propose a new connectivity-based clustering method that could be used

to cluster customers of a multi-depot vehicle routing problem instance and split up the multi-depot

problem into smaller single-depot subproblems. When the customers are appropriately clustered,

initial solution heuristics might create a set of routes that is not far from the optimal set of routes

in terms of total cost.

Section 2.2 covers the formal definition of the clustering method. After that, we focus on the

complexity analysis of our clustering technique in Section 2.3. In Section 2.4, an integer program-

ming description of our clustering method. A separation oracle is proposed for the single-depot

case, which could be employed for standard techniques such as branch-and-cut algorithms. The

practical justification for this separation oracle is the importance of approximation of the maxi-

mum number of customers in the standard vehicle routing problem that could be supplied when

the depot resources are not sufficient to meet the demand of each customer in the system.

9



CHAPTER 2. MAXIMUM CARDINALITY ROOTED FOREST PACKINGS

2.2 Mathematical definition of clustering method

We now propose a new, connectivity-based clustering method. The new method involves the con-

struction of rooted, weight-constrained trees. In general, we assume that each object in the input

set can be represented by coordinates in a finite-dimensional Euclidean space. We model our input

set of objects as a connected weighted graph G = (V = D ∪ C,E,w). The vertex set V consists

of the set of points associated with the objects, where D is the set of cluster representatives and

C the other objects, and the edge set E consists of connections between object points. The edge

weight function w : E → R is a distance metric used to determine if objects are being clustered

together. When the weight w(e) of edge e = {i, j} is rather small, i and j will probably belong

to the same cluster. On the other hand, when e has large weight, i and j will probably belong to

different clusters. In correspondence to our notion of vehicle routing, it is intuitively clear that D

corresponds to the depots and C to the customers in the system. It makes sense to cluster nearby

customers together, as our goal is to create routes of smallest total cost. From now on, we will

use our application in vehicle routing to formally define our problem and denote its corresponding

variables. However, we remark that the applicability of this method is not necessarily restricted

to this application.

We make use of our prior knowledge on at least one representative vertex ri of each cluster

Ci. Rooted in these representative vertices, we will construct disjoint subtrees Ti of the input

graph G that connect different object vertices with each other. We define the weight w(T ) of a

tree T = (VT , ET ) as the sum of weights of the edges that induce the tree:

w(T ) :=
∑
e∈ET

w(e).

In addition to clustering input objects, a constraint is imposed on the size of each subtree Ti. With

each representative ri, we associate a nonnegative capacity parameter θi that indicates the maxi-

mum weight of tree Ti that is rooted at ri. In the light of vehicle routing, each representative is a

depot d ∈ D that has a capacity parameter θd associated with it, which is called the depot capacity.

This depot capacity θd := θd(nd, Lmax, kd) is a function of the number of vehicles nd deployed

by depot d, the maximum length Lmax of a route and a suitable scaling factor kd. This scaling

factor should take into account the composition of the fleet in the case of mixed fleets of vehicles.

The idea behind using the connectivity of customers C ′ ⊆ C by means of subtrees is that a tree

gives a rough indication of the route lengths corresponding to the associated single-depot vehicle

routing problem of d and C ′. The intuition behind the use of depot capacities θ = {θd | d ∈ D}
is to restrict the workload assigned to a depot such that the depot could be expected to be able

to meet the demand of its assigned customers.

In an ideal situation, the constructed subtrees {Td | d ∈ D} will cover all vertices of the graph

such that a specific objective function is minimized. Intuitive examples of such objectives are

10



CHAPTER 2. MAXIMUM CARDINALITY ROOTED FOREST PACKINGS

minimizing the weight of the ‘heaviest ’tree or minimizing the sum of weights of all trees. Before

we could introduce the objective for optimization of the ‘tree clustering ’method, we will provide

a review on relevant literature. However, there exists no perfect paradigm for parameter selection

that guarantees that all assigned customers could be serviced satisfactorily. Hence, it is plausible

that customers are being left unassigned until some depot can meet its demand again.

We will now give a combinatorial definition of the problem.

Given: a connected weighted graph G = (V = D ∪ C,E,w) with weight function w : E → R≥0

such that D = {d1, d2, . . . , d`} is the set of cluster representatives (depots) and C is the set of

objects to be clustered (customers), and a capacity vector θ = (θd)d∈D ≥ 0.

Find: a depot-rooted forest packing FP consisting of {Td = (Vd, Ed) | d ∈ D} of maximum edge

cardinality such that

1. each tree Td is rooted in a unique depot d, i.e. d ∈ Vd.

2. the set of trees is pairwise disjoint, i.e. Vd ∩ Vd′ = ∅ for distinct depots d 6= d′.

3. together with possibly a set I of isolated customers, the trees partition the vertex set, i.e.

I ∪ Vd1 ∪ . . . ∪ Vd` = V , where ` = |D| the number of trees.

4. the tree weight of tree Td rooted in d does not exceed the depot capacity, i.e.

w(Td) :=
∑
e∈Ed

w(e) ≤ θd.

20 40 60 80 100

0

20

40

60

80

100

Figure 2.1: Example solution of MCRFPP. The red dots indicate depots and the blue dots represent

customers.
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Note that although we use the notation V = D ∪ C, we do not impose bipartiteness of G. The

output of this combinatorial problem is a vertex-disjoint set of trees {Td | d ∈ D}, each of which

is rooted at some depot d. We would like the maximize the number of customers covered by the

forest. The problem at hand will be denoted as the maximum cardinality rooted forest packing

problem (MCRFPP). An example solution of MCRFPP is shown in Figure 2.1.

From this definition, we can directly derive a decision variant of MCRFPP:

Given: a connected weighted graph G = (V = D ∪ C,E,w) with weight function w : E → R≥0

such that D = {d1, d2, . . . , d`} is the set of cluster representatives (depots) and C is the set of

objects to be clustered (customers), a capacity vector θ = (θd)d∈D ≥ 0 and an integer parameter

k.

Decision question: does there exist a forest packing FP = {Td = (Vd, Ed) | d ∈ D} such that

1. each tree Td corresponds to a unique depot d, i.e. d ∈ Vd.

2. the set of trees is pairwise disjoint, i.e. Vd ∩ Vd′ = ∅ for distinct depots d 6= d′.

3. together with possibly a set I of isolated customers, the trees partition the vertex set, i.e.

I ∪ Vd1 ∪ . . . ∪ Vd` = V , where ` = |D| the number of trees.

4. the tree weight of tree Td rooted in d does not exceed the depot capacity, i.e. w(Td) :=∑
e∈Ed

w(e) ≤ θd.

5. the total edge count of the forest packing is k, i.e.
∑
d∈D |Ed| = k.

It turns out that MCRFPP is NP-complete. A formal proof of this statement will be given in

Section 2.3.

2.3 Complexity analysis

The complexity of a slightly related problem was investigated by Fischetti et al. [23], namely the

minimum weight k-cardinality tree problem:

Given: a connected weighted graph G = (V,E,w) with weight function w : E → R≥0 and param-

eter k.

Find: a tree T = (VT , ET ) with VT ⊆ V and ET ⊆ {{i, j} ∈ E | i, j ∈ VT } such that |ET | = k

and w(T ) :=
∑
e∈ET

w(e) minimal.

In other words, if we pick an arbitrary k-cardinality subtree T ′ of G, we should have that

w(T ) ≤ w(T ′). Fischetti et al. proved that this problem is strongly NP-hard as they gave a

polynomial time reduction from the Steiner tree problem, which is one of Karp’s 21 NP-complete

12
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problems [24]. We prove that the decision version of the maximum cardinality rooted forest pack-

ing problem is strongly NP-complete, thus demonstrating that the general version of MCRFPP is

also strongly NP-complete. For the proof, we will reduce the minimum weight k-cardinality tree

problem to the decision version of MCRFPP with a polynomial transformation.

Theorem 2.1. The maximum cardinality rooted forest packing problem is strongly NP-complete.

Proof. Firstly, we show that MCRFPP lies in NP. Suppose we have a certificate forest packing

FP of total edge cardinality k that meets the constraints of the decision version of MCRFPP. One

could check using BFS that each connected component of FP is a tree rooted at a depot and that

the number of components is equal to the number of depots. Simultaneously, we could add the

weights of the edges in each tree Td and check if the sum does not exceed θd. Also, we check that

the trees are vertex-disjoint in polynomial time with respect to the number of vertices. Therefore,

one could check in polynomial time whether a given certificate for the decision question is indeed

feasible for MCRFPP, hence MCRFPP lies in the class NP.

The second part of the proof is more elaborate. Suppose we are given an instance of a decision ver-

sion of the k-cardinality tree problem. Let us be given a connected weighted graph G = (V,E,w),

an integer parameter k ∈ N and a nonnegative parameter θ ∈ R≥0. Here, the decision is based

on whether or not there exists a subtree T ′ = (VT ′ , ET ′) of G with |ET ′ | = k and w(T ′) ≤ θ.

Without loss of generality, we can assume the edge weights of G to be nonnegative, as adding a

constant ω := max{|w(e)| + 1 : e ∈ E} to the weight of each edge does not change the optimum

of the problem. Each cardinality k subtree will now have its tree weight increased by kω. We can

also assume that θ <
∑
e∈E w(e) as otherwise the problem is trivial.

Let G′ = (V ′, E′, w′) be the graph obtained from G after connecting a dummy vertex s to all

other vertices v ∈ V with edge weight M :=
∑
e∈E w(e) + 1. In other words, V ′ = V ∪ {s},

E′ = E ∪ {{s, v} : v ∈ V } and weight function w′ : E′ → R is defined by

w′(e) =

w(e), if e ∈ E

M, if e ∈ E′\E
(2.1)

Figure 2.2 depicts this transformation of a k-tree instance to an instance of the decision MCRFPP.

The property of the numerical parameters being polynomially bounded in the k-tree instance size

is preserved in the corresponding MCRFPP instance after this transformation. Note that only

one vertex and n edges are added to the graph. Furthermore, the weight of each added edge is

bounded by a polynomial of the input size. A trivial estimate is M =
∑
e∈E w(e) ≤ n2wmax,

where wmax := max{w(e) : e ∈ E}. We multiply this maximum weight by n2, as this is an upper

bound on the number of edges in a simple graph on n vertices. Thus, we arrive at

logM ≤ log n2wmax

13
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s

G = (V,E,w) with w : E → R≥0

M :=
∑

e∈E |w(e)|

M

Figure 2.2: Construction of MCRFPP instance with depot s from k-cardinality tree instance.

= 2 log n+ logwmax

≤ 3 max{log n, logwmax.}

Assuming that the representation length logwmax of the maximum edge weight is polynomially

bounded in the input size log n, this shows that the binary representation length of M is poly-

nomially bounded in the input size as well. Hence, a reduction of the strong NP-complete k-tree

problem suffices to show that MCRFPP is strong NP-complete.

In order to prove correctness of the reduction, we choose D′ = {s}, θ′ = θ + M and k′ = k + 1.

Suppose (G,w, k, θ) is a YES-instance of the k-cardinality tree problem, i.e. there exists a k-

cardinality subtree T of G with w(T ) ≤ θ. In that case, the tree T ′ = T ∪ {{s, v}} for arbitrary

v ∈ V (T ) is a tree rooted in s with k + 1 = k′ edges of total tree weight

w′(T ′) = w′(T ) + w′({s, v}) = w(T ) +M ≤ θ +M = θ′.

Therefore, we get that YES-instances of the k-cardinality tree problem are transformed to YES-

instances of MCRFPP.

On the other hand, let us consider an instance (G′, w′, k′, θ′) returning yes to the decision version

of MCRFPP. This means that there exists some k′-cardinality tree T ′ that is rooted in s and

w(T ′) ≤ θ′ = θ + M < 2M . Let us denote by dT ′(s) the degree of s with respect to the tree

T ′ only. We see that given the definition of M , it must hold that dT ′(s) = 1. Therefore, we can

omit the only edge e′ ∈ δ(s) to obtain a tree T = T ′\e′ of cardinality k′ − 1 = k such that the

total weight w(T ) ≤ θ′ −M = θ and T is a subtree of G. Thus, the corresponding instance of the

k-cardinality tree problem returns yes to the decision question as well.

This finishes the equivalence argument between a YES-instance to the k-cardinality tree prob-

lem and its corresponding YES-instance for MCRFPP. Hence, we can conclude that MCRFPP is

14
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strongly NP-hard. Strong NP-completeness follows from membership of NP.

From Theorem 2.1, it follows that there exists no polynomial algorithm for MCRFPP unless P =

NP, even when the numerical values of the parameters are polynomially bounded in the input size.

Therefore, we have to resort to heuristics for MCRFPP to find feasible rooted forest packings.

On the other hand, a Lagrangian relaxation formulation will be employed to obtain upper bounds

on the maximum. The goal is to combine both a heuristic and Lagrangian relaxation to attain a

pair of lower and upper bounds on the maximum such that the gap between both is minimized.

This will give us a means to determine the quality of the heuristic. Section 2.4 is devoted to

giving an integer programming description of MCRFPP and analyzing the polyhedral structure

of MCRFPP with a single depot. Note that integer programming is also an NP-complete problem

as proven by Karp [24].

2.4 Integer linear program of MCRFPP

The maximum cardinality rooted forest packing problem, like many other combinatorial optimiza-

tion problems, can be reformulated as an integer program. First, we formalize the variables that

we need to consider for this problem. The output of an algorithm for MCRFPP is a subset F ⊆ E
inducing a set {Td = (Vd, Ed) | d ∈ D} of vertex-disjoint subtrees rooted at depot vertex d ∈ D.

By definition, a tree T = (VT , ET ) obeys the property

|ET | = |VT | − 1.

Furthermore, trees do not contain cycles. Now, suppose that ` = |D|, n = |V | and m = |E|
respectively. We introduce characteristic vectors xD = (xde)(e,d)∈E×D ∈ {0, 1}E×D and yD =

(ydi )(i,d)∈V×D ∈ {0, 1}V×D such that their respective entries could be interpreted as follows:

xde =

1, if e ∈ Ed

0, otherwise

ydi =

1, if i ∈ Vd

0, otherwise

In other words, the variable xde is defined as the indicator of the event that the edge e is included

in the tree Td rooted in depot d ∈ D. Analogously, ydi is defined as the indicator of the event

that vertex i is covered by tree Td. We will incorporate constraints in the IP formulation on these

variables to exclude overlapping trees from the feasible region. The notations xde and xdij will be

used interchangeably when e = {i, j}, and

E(S) :=
{
{i, j} ∈ E : i, j ∈ S

}
15
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denotes the set of edges in the subgraph G[S] induced by S ⊆ V . Furthermore, the cut δ(S)

corresponding to a set S ⊆ V is defined as the set of edges with exactly one endpoint in S:

δ(S) :=
{
{i, j} : i ∈ S, j /∈ S

}
.

For the sake of brevity, we write δ({i}) instead of δ(i) to denote a singleton set {i}.

We now give an integer programming formulation of MCRFPP, denoted by IP`. The subscript `

is used to refer to the number of depots of an instance. The objective of MCRFPP is to maximize

the number of customers that are covered by either tree of the weight-constrained rooted forest

packing {Td | d ∈ D}:

maximize
xD,yD

∑
e∈E

∑
d∈D

xde . (2.2)

Feasible solutions of the maximum cardinality rooted forest packing problem should adhere to the

following constraints:

1 +
∑

e∈E
xde =

∑
i∈V

ydi , d ∈ D (2.3)∑
e∈E(S)

xde ≤
∑

i∈S
ydi − ydt , S ⊆ V, |S| ≥ 2, t ∈ S, d ∈ D (2.4)∑

d∈D
ydi ≤ 1, i ∈ V (2.5)∑

e∈E
w(e)xde ≤ θd, d ∈ D (2.6)

ydd = 1, d ∈ D (2.7)

ydi , x
d
e ∈ {0, 1}. i ∈ V, d ∈ D, e ∈ E (2.8)

This set of constraints gives rise to the following lemma:

Lemma 2.2. The integer program IP` given in (2.2)− (2.8) is a correct formulation of the max-

imum cardinality rooted forest packing problem.

Proof. We need to show that there exists an equivalence between the feasible region of IP ` and the

polytope of rooted forest packings that are valid with respect to the weight constraints imposed

by the depot capacities θ = (θd)d∈D.

Firstly, consider a vector v = (xD,yD) in the feasible region of IP `. This vector induces a

set of subgraphs {Td = (Vd, Ed) | d ∈ D} that have vertex set Vd = {i ∈ V | ydi = 1} and edge

set Ed = {{i, j} ∈ E | xdij = 1}. We need to prove that the set of subgraphs consists of pairwise

vertex-disjoint trees such that Td is rooted at depot d and the weight w(Td) does not exceed θd.

By constraints (2.5), we have that the subgraphs are pairwise vertex-disjoint, as each vertex could

be covered by at most one subgraph. Furthermore, constraints (2.4) demand that Td does not

contain any cycles, hence Td is a forest for each d ∈ D. For more details on these so-called cycle

elimination constraints, the reader is referred to Fischetti et al. [23].
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Given the absence of cycles in each subgraph, constraints (2.3) suffice to ensure that Td is in-

deed a tree by the property that characterizes trees as we discussed earlier. Constraints (2.6)

obviously ensure that the tree weight adheres to the depot capacity and constraints (2.7) establish

that each depot is covered by its own tree. Hence, each feasible vector of IP ` implies a valid rooted

forest packing.

On the other hand, let us consider an arbitrary rooted forest packing with tree weights that

satisfy the capacity constraints. For the set of trees {Td = (Vd, Ed) | d ∈ D} with vertex set

Vd ⊆ V and edge set Ed ⊆ E, consider the binary vector v = (xD,yD) where ydi = 1 only if i ∈ Vd
and xde = 1 only if e ∈ Ed. As each pair of distinct trees (Td, Td′) is vertex-disjoint, our chosen

vector vD adheres to constraints (2.5). Also, constraints (2.3) and (2.4) are satisfied by a forest

packing as these are typical properties of a set of disjoint trees. Lastly, each depot is the root of

a tree of the forest packing, so trivially ydd = 1 at all times. This shows the equivalence of the

feasible region and the polytope of depot-rooted forest packings satisfying the tree capacities, thus

finishing the proof.

We use the result of this lemma to construct algorithms for the maximization problem. However,

we will first analyze the maximum cardinality rooted forest packing problem in the single-depot

case .

2.5 Special case: single cluster

In this section, we will focus on the single-depot variant IP1, i.e. the case of MCRFPP instances

with only one depot. Note that the problem of finding a maximum cardinality rooted forest

packing now reduces to the problem of finding a maximum cardinality rooted tree. Using the

formulation IP `, we obtain the following integer programming formulation.

Consider the vectors x ∈ {0, 1}E and y ∈ {0, 1}V specifying whether or not an edge or a ver-

tex is included in the tree. The objective of IP1 is to maximize the cardinality of tree rooted in

the single depot d in a connected weighted graph G = (V = {d} ∪C,E,w), where w : E → R≥0 is

a nonnegative weight function

maximize
x,y

∑
e∈E

xe, (2.9)

where x and y have dimensions m and n respectively. Feasible solutions should adhere to the

following constraints:∑
e∈E

xe −
∑

i∈V
yi = −1, (2.10)∑

e∈E(S)
xe ≤

∑
i∈S

yi − yt, S ⊆ V, |S| ≥ 2, t ∈ S (2.11)
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∑
e∈E

w(e)xe ≤ θ, (2.12)

yd = 1, (2.13)

yi ∈ {0, 1}, i ∈ V (2.14)

xe ∈ {0, 1}, e ∈ E (2.15)

Note that to obtain IP1, we reduced the formulation of IP ` by removing the index d ∈ D from

the edge and vertex variables and removing the redundant constraint for vertex-disjoint trees. As

we proved Lemma 2.2 for an arbitrary number of depots, the correctness proof of this special case

is implied and will therefore be omitted.

2.5.1 Separation oracle for row generation algorithms

The bottleneck of the formulation of IP1 is the set of constraints of type (2.11). As there exists

a constraint of that type for every subset S ⊆ V with at least 2 elements and for each element

t ∈ S, the total number of constraints of type (2.11) is exponential in the input size.

A natural approach for exact solution algorithms of integer programs with a very high num-

ber of constraints is the cutting plane method. Given an IP formulation, one could derive an IP

model restricted to a subset of the constraints. Then, one iteratively solves its linear relaxation

and tries to narrow down the feasible region to the polytope of the original feasible set by adding

cuts to the IP model, i.e. generating new rows of the constraint matrix of the integer program.

Therefore, the high number of constraints in the maximum cardinality rooted tree problem sparks

our interest for an efficient separation oracle that could produce such cuts.

Algorithm 2.1 Row generation algorithm

1: Let N be an IP1 formulation of MCRFPP restricted to a subset of constraints;

2: repeat

3: L ← LinearRelaxation(N )

4: if L is feasible then

5: (x̄, ȳ)← LinearOptimization(L)

6: C ← SeparationOracle(x̄, ȳ)

7: N ← N ∪ C
8: until N is infeasible or (x̄, ȳ) integral

9: if N is infeasible then

10: return infeasible

11: else

12: return (x̄, ȳ)

A separation oracle is an algorithm that requires a vector x ∈ Rn and a convex set K ⊆ Rn as its
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input. The separation oracle should be able to confirm that x ∈ K or it should be able to provide

d ∈ Rn, δ ∈ R such that the hyperplane d>z = δ separates x and K, i.e.

• d>x < δ

• min{d>y | y ∈ K} ≥ δ

Such a separation oracle could then be used for a row generation algorithm that solves IP1. In-

stead of using the whole description of IP1, we look at the row generating approach for solving

IP1 exactly presented in Algorithm 2.1. The crux of Algorithm 2.1 lies in line 6. A separation

oracle might help to either determine a cut of type (2.11) violated by a fractional optimum of

some linear relaxation of a partial IP formulation of MCRFPP or confirm that an integer solution

is optimal with respect to the complete problem.

Our separation algorithm could be regarded as a minimum weight s-t cut problem in a weighted

connected graph. Fischetti et al. addressed a theorem used for the construction of a separation

algorithm for the k-cardinality tree problem. We provide a subtly adapted version of the theorem

specifically designed for MCRFPP. The proof of the theorem roughly follows the same ideas as

presented by Fischetti et al..

Theorem 2.3. A violated inequality of type (2.11) can be separated in O(n2m) time.

Proof. Let us consider the following identity, which holds for all 0, 1-valued feasible solutions (x, y)

of the IP1 model:∑
e∈δ(S)

xe + 2
∑

e∈E(S)
xe +

∑
e∈δ(i):i∈S̄

xe = 2
∑

e∈E
xe ∀S ⊆ V, |S| ≥ 2.

When we combine this equality with the constraints of type (2.11), we get for a feasible vector

(x, y) of IP1 that∑
e∈δ(S)

xe + 2
∑

i∈S
yi +

∑
e∈δ(i):i∈S̄

xe ≥ 2(
∑

e∈E
xe + yt) S ⊆ V, |S| ≥ 2, t ∈ S.

Let x̄ be the optimum of a linear relaxation with some fractional entry. Suppose we want to find

the minimum cut between some vertices s and t. Then, we construct the graph G′ = (V,E,w′)

with weights w′ : E → R≥0 on the edges defined as

w′(e) =



x̄si + 2ȳi, if e = {s, i}, i 6= t

x̄it +
∑
e′∈δ(i) x̄e′ , if e = {i, t}, i 6= s

x̄ij , if e = {i, j}, i, j /∈ {s, t}

x̄st + 2ȳt +
∑
e′∈δ(s) x̄e′ , if e = {s, t}

Without loss of generality, let t ∈ S and s /∈ S. We claim that a minimum weight s-t cut of the

graph defined above is exactly equal to∑
e∈δ(S)

x̄e + 2
∑

i∈S
ȳi +

∑
e∈δ(i):i∈S̄

x̄e.
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Actually, for each edge e ∈ E, the corresponding edge weight in G′ has a term x̄e, so indeed we

get a term
∑
e∈δ(S) x̄e due to adding these terms for all edges in the minimal cut. Furthermore,

each edge leaving s has a term 2ȳi corresponding to the other endpoint i. Whenever an edge of

the form {s, i} is included in the cut, i.e. i ∈ S and s /∈ S, we arrive at the term 2
∑
i∈S ȳi as

well if we sum the weights of the edges in the cut. Finally, the weight of edge {i, t} has a term∑
e′∈δ(i) xe′ corresponding to the weights of the edges leaving the endpoint i. If {i, t} is in the cut,

we have i ∈ S̄, hence we obtain the last term.

Therefore, if we find that this value is smaller than

2

(∑
e∈E

x̄e + ȳt

)

for any t ∈ S, then the cycle elimination constraint (2.11) corresponding to S and t is violated and

we can identify a violated cut and add it to the IP formulation. In order to find such a violated

constraint, one chooses two arbitrary vertices s and t and computes a maximum flow through the

flow network G′ = (V,E,w′) from s to t using combinatorial flow algorithms.

The currently fastest maximum flow algorithm is a combination of algorithms due to Orlin [25]

and King, Rao and Tarjan [26] and runs in O(nm) time. Fortunately, analogous to the paper

of Fischetti et al., we only need to consider the 2n − 2 combinations of s, t when either s or t

corresponds to the largest entry of ȳ, i.e. ȳs ≥ ȳi for all i ∈ V or ȳt ≥ ȳi for all i ∈ V . The proof

of this statement is omitted, as the proof by Fischetti et al. [23] requires equivalent assumptions.

Therefore, only 2n − 2 flow computations are necessary to find some violated cut. Hence, the

separation oracle runs in (2n− 2)O(nm) = O(n2m) time.
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Chapter 3

Local search heuristic for

max-card rooted forest packings

In this chapter, we propose a local search heuristic for the maximum cardinality rooted forest

packing problem. Section 3.1 elaborates on the first phase of the algorithm, which involves greedily

finding an initial feasible solution to MCRFPP. The initial solution is iteratively improved in the

second phase using a local search operator, which is introduced in Section 3.2. This section

is divided into two subsections. In Subsection 3.2.1, we define a neighborhood relation on the

search space to guide the local search. The local search operator will iteratively move to neighbor

solutions in an attempt to improve the solution value. This iterative process is explained in detail

in Subsection 3.2.2. Such a neighbor solution corresponds with a feasible rooted forest packing of

equal objective value compared to the current solution. Ultimately, we give a description of our

implementation in Section 3.3, where the focus lies on the use of data structures and a description

of the two-phase heuristic algorithm in pseudocode.

3.1 First phase: greedy initial solutions

The first phase of the heuristic algorithm is dedicated to finding a feasible solution of the maximum

cardinality rooted forest packing problem. In particular, we want to find a depot-rooted forest

packing that covers as many customer vertices as possible. Suppose we are given a connected

weighted graph G = (V = D ∪ C,E,w) with nonnegative weight function w : E → R≥0 and depot

capacities θ = (θd)d∈D. In the initial state of the algorithm, the weight-constrained depot-rooted

forest packing

FP (0) = {T (0)
d = ({d}, ∅) | d ∈ D}

consists only of trivial components. Additionally, we introduce variables r
(0)
d := θd denoting the

remaining capacity of depot d ∈ D. Lastly, the set U (0) := C keeps track of the customer vertices

not covered by FP (0). At iteration i of the greedy algorithm, the remaining capacity r
(i)
d is the
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weight that could still be added to tree T
(i)
d = (V

(i)
d , E

(i)
d ) such that the forest packing is still

feasible to MCRFPP, i.e.

r
(i)
d := θd −

∑
e∈E(i)

d

w(e).

We add edges to the tree T
(i)
d using a greedy algorithm based on Prim’s method for maximum

weight spanning trees in connected weighted graphs. In Prim’s algorithm, the edge-induced sub-

graph after each iteration is a subtree of G. However, we adapt this method such that the subgraph

induced by the edges and depot set D is a rooted forest consisting of exactly ` = |D| components,

each of which is rooted in some unique depot d ∈ D.

Analogous to Prim’s algorithm, we consider the edge of smallest weight with exactly one un-

covered vertex. We add the edge to Td when its weight does not exceed the remaining capacity of

the tree its other vertex is covered by. The smallest weight edge eligible for addition to the rooted

forest is determined by the function FindEligibleEdge in Algorithm 3.1. After connecting the

edge to the tree, the remaining capacity of the tree is decreased by the weight of the connected

edge and the process iterates. The greedy algorithm terminates whenever no edge can be identified

anymore that is eligible for addition to some tree component of the rooted forest. Algorithm 3.1

provides the pseudocode of the greedy initial solution heuristic. Note that whenever in some iter-

ation i an edge is added to tree T
(i)
d , the remaining capacity r

(i)
d′ and tree T

(i)
d′ of each other depot

d′ 6= d are unchanged, i.e. r
(i+1)
d′ ← r

(i)
d′ and T

(i+1)
d′ ← T

(i)
d′ .

Algorithm 3.1 GreedyHeuristic(G,θ)

Require: connected weighted graph G = (V = D ∪ C,E,w), depot capacities θ = (θd)d∈D.

Ensure: a rooted forest packing FP = {Td = (Vd, Ed) | d ∈ D,
∑
e∈Ed

w(e) ≤ θd}.
1: k ← 0

2: r
(k)
d ← θd for each d ∈ D, U (k) ← C

3: FP (k) ← {T (k)
d = ({d}, ∅) | d ∈ D}

4: e(k) = {i(k), j(k)} ← FindEligibleEdge(FP (k), U (k))

5: while e(k) is not null do

6: d← TreeDepot(i)

7: T
(k+1)
d ← T

(k)
d ∪ e(k)

8: r
(k+1)
d ← r

(k)
d − w(e(k))

9: U (k+1) ← U (k)\j(k)

10: e(k+1) = {i(k+1), j(k+1)} ← FindEligibleEdge(FP (k+1), U (k+1))

11: k ← k + 1

12: return FP (k)

Figure 3.1 illustrates the behaviour of the greedy algorithm for an instance with random coor-

dinates between 0 and 100. The depots and the customers are identified by red and blue dots
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respectively.
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Figure 3.1: Graphical representation of the greedy algorithm. The dashed red edges are the

smallest weight edge that could possibly be added to each corresponding tree.

In Figure 3.1(d), the resulting rooted forest is depicted after termination of the greedy algorithm,

together with the remaining capacities of both depots and minimum weight edges to attach. Next,

we provide a concrete description of the subroutine FindEligibleEdge in Algorithm 3.2.

Algorithm 3.2 FindEligibleEdge(FP , U)

Require: Feasible forest packing FP = {Td = (Vd, Ed) | d ∈ D}, remaining capacities (rd)d∈D,

set of isolated vertices U .

Ensure: An edge eligible for addition to FP .

1: e′ ← arg min{w({i, j}) | i ∈
⋃
d∈D Vd, j ∈ U}

2: d′ ← TreeDepot(i)

3: if w(e′) ≤ rd′ then

4: return e′

5: else

6: return null

More details on the data structures used for this subroutine are given in Section 3.3.1.
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3.2 Second phase: local search algorithm

For the second phase of the heuristic algorithm, we perform local search with respect to the

solution space starting from the initial feasible solution constructed by the greedy algorithm. We

now define a neighborhood relation that is used to determine the search direction at each iteration

of the search algorithm.

3.2.1 Defining a neighborhood

Suppose we have a feasible solution to the maximum cardinality rooted forest packing problem

obtained by the greedy algorithm. We define a neighborhood relation that could be used for local

search on the solution space based on the following definition.

Definition 3.1. (Leaf)

A leaf of a tree T = (W,F ) with respect to input graph G = (D ∪ C,E,w) is an edge e = {u, v} ∈ F
with v ∈ C such that dT (v) = 1, where dT (v) denotes the degree of v restricted to T .
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Figure 3.2: The leaves of the greedy initial solution are colored orange.

Given a feasible rooted forest packing FP and remaining capacities (rd)d∈D, we define the neigh-

borhood N (FP) of FP as the set of feasible forest packings FP ′ that can be obtained from FP by

removing a leaf e from some tree Td of FP and adding another edge e′ ∈ E to the same tree Td.

This newly added edge then becomes a leaf of tree Td itself, as otherwise it would have created a

cycle. Obviously, feasibility conditions on the tree size imply that w(e′) − w(e) ≤ rd. After the

exchange, all trees remain the same except for a unique tree Td. In other words:

∃! d ∈ D : Td ← (Td ∪ e′) \e.
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3.2.2 Leaf exchange

Now that we have defined the neighborhood of a feasible solution, we could incorporate it in

a local search operator that iteratively tries to improve the current solution. However, observe

that moving from one feasible solution to a neighboring rooted forest packing does not directly

improve the value of the solution, as a neighboring solution merely exchanges one customer for

another. Although the cardinality of the neighboring solution might not be higher than the current

solution’s edge cardinality, we might prefer to move to the neighboring solution whenever the newly

chosen leaf connects the tree to an previously uncovered vertex that is close to a group of other

uncovered vertices. An example is given in Figure 3.3, where the exchange of leaves introduced

the tree corresponding to the exchange to a group of previously uncovered vertices. Therefore, we

define a measure to compare two neighboring solutions.

Definition 3.2. (Tree measure)

Let us be given an instance of MCRFPP, i.e. a connected weighted graph G = (V,E,w) with

nonnegative weights w : E → R≥0 and depot capacities θ = (θd)d∈D. Let Td = (Vd, Ed) be a

subtree of a feasible rooted forest packing FP and let U = V \
(⋃

d∈D Vd
)

be the set of customers

not covered by FP. The tree measure µ(Td, U) of tree Td with respect to U is defined as the

minimum weight of an edge connecting Td to an uncovered vertex u ∈ U . In other words:

µ(Td, U) := dist(Vd, U) = min{w({u, v}) | v ∈ Vd, u ∈ U}.
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Figure 3.3: (a) Situation at the start of a local search iteration (b) Situation just after exchanging

leafs (c) The leaf exchange drastically decreased the tree measure, and extra edges are added to

improve the solution value.

Using the definition above, we can compare neighbor solutions. Recall that the main idea behind

the local search operator is to move from one candidate solution FP to another solution FP ′ by

exchanging a leaf e from some tree Td for a new edge e′. At the moment of removal of leaf e, the

vertex v ∈ e with dTd
(v) = 1 becomes uncovered.

The move from one (old) candidate solution FP (o) = {T (o)
d = (V

(o)
d , E

(o)
d ) | d ∈ D} to another
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(new) neighboring solution FP (n) = {T (n)
d = (V

(n)
d , E

(n)
d ) | d ∈ D} ∈ N

(
FP (o)

)
where leaf e(o) is

exchanged for e(n) is allowed when

1. µ(T
(n)
d′ , U

(n)) < µ(T
(o)
d′ , U

(o)),

2. w(e(n))− w(e(o)) ≤ r(o)
d′ ,

given that Td′ is the modified tree, U (o) and U (n) are the respective sets of uncovered cus-

tomers in the old and new solutions and r
(o)
d′ is the remaining capacity of depot d′ before the

exchange. Algorithm 3.3 gives a pseudocode representation of the local search heuristic. In Sub-

section 3.3.2, we will describe more thoroughly the elementary operations and data structures

used for the called subroutines FindFeasibleSearchDirection(·), UpdateTreeMeasures(·)
and AddEdgesToForest(·). Note that most of the operations executed in the local search algo-

rithm consists of elementary bookkeeping operations such as updates of forest packings, remaining

capacities and tree measures. Algorithm 3.3 only focuses on the most essential components of the

local search subroutine.

Algorithm 3.3 Phase 2: local search heuristic

Require: feasible forest packing FP (0), remaining capacities (r
(0)
d )d∈D and set U (0) of isolated

vertices.

Ensure: locally optimal rooted forest packing FP∗.

1: procedure LocalSearchHeuristic(FP (0), r(0), U (0))

2: i← 0

3: e = {u, v}, e′ = {u′, v′} ← FindFeasibleSearchDirection(FP (i))

4: while e, e′ is not null do

5: d← depot(e)

6: T
(i+1)
d ←

(
T

(i)
d ∪ e′

)
\e

7: r
(i+1)
d ← r

(i)
d − w(e) + w(e′)

8: U (i+1) ←
(
U (i) ∪ u

)
\u′

9: UpdateTreeMeasures(FP (i+1))

10: AddEdgesToForest(FP (i+1))

11: e = {u, v}, e′ = {u′, v′} ← FindFeasibleSearchDirection(FP (i))

12: i← i+ 1

13: return FP (i)

3.3 Implementation

In this section, we implement the framework proposed in Sections 3.1 and 3.2. We will look more

thoroughly at the elementary operations used in the two-level heuristic, so that we can make a

well-argued decision for which data structures to use in the implementation.
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3.3.1 Data structures greedy algorithm

Recall that in the first-phase of the heuristic, an initial solution is constructed using a greedy

algorithm resembling a multi-root variant of Prim’s method for minimum weight spanning trees in

connected weighted graphs. At initialisation, we have ` = |D| trees, each of which consists of a de-

pot vertex d ∈ D. The only nontrivial part of Algorithm 3.1 is the function FindEligibleEdge.

At each iteration i, it incorporates finding the smallest weight edge {u(i), v(i)} with exactly one

vertex v ∈ Vd in some tree T
(i)
d and one uncovered vertex u ∈ U (i). Furthermore, we require that

the remaining capacity r
(i)
d is larger than the edge weight w({u(i), v(i)}).

We will use a binary min-heap H for the purpose of storing the minimum weight edge for each

pair (u, d) ∈ U (i) × D at each iteration i. At initialisation, for each pair (u, d) ∈ U (0) × D, the

distance

dist(u, T
(0)
d ) = min{w({u, v}) | v ∈ V (0)

d }

from u to tree T
(0)
d is calculated. Suppose that v(u, d)(0) is the minimizer of the above expression,

i.e.

v(u, d)(0) = arg min{w ({u, v}) | v ∈ V (0)
d }.

This means that the smallest weight edge connecting u to T
(0)
d is the edge {u, v(u, d)(0)}. A new

node is inserted in heapH with key k = (u, d) and corresponding value φ(k) =
(
w
(
{u, v(u, d)(0)}

)
, v∗
)

.

The ordering of the heap is based on the edge weight in the value’s first entry. During each iteration

i of the greedy algorithm, we would like to find the key k(i) defined by

k(i) = arg min{φ(k)[0] | k ∈ keys(H), k[0] ∈ U (i)}

corresponding to the value φ with the smallest first entry φ[0] such that k(i)[0] is uncovered.

Finding the element with minimum value can be done efficiently using a min-heap, namely in

O(1) time. The node with minimum value is the root of the heap. We need to consider two cases:

Case 1: given root key k(i) = (u(i), d(i)) at iteration i, let u(i) ∈ Vd′ for some other depot

d′ 6= d. In that case, the root is popped from the heap and the new root is considered.

Case 2: given root key k(i) = (u(i), d(i)) at iteration i, let u(i) ∈ U (i). We consider the ver-

tex v∗ := v(u(i), d(i)) associated with the value of k(i). If

r
(i)
d ≥ w

(
{u(i), v∗}

)
then we add the edge {u(i), v∗} to tree T

(i)
d , remove u(i) from U (i) and continue to iteration i+ 1.

The addition of this edge might reduce the distance of a subset U ′ ⊆ U (i) of uncovered vertices to

tree T
(i+1)
d , namely

dist(u′, T
(i+1)
d ) = w({u(i), u′}) ∀u′ ∈ U ′
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The values corresponding to keys {(u′, d) | u′ ∈ U ′} are modified accordingly and the heap is re-

balanced based on the edge weight entry of the associated values. Therefore, an efficient operation

is desired for updating and reordering of nodes. With binary min-heaps, this operation occurs in

O(log n) time per modified node, as each modified node needs to be swapped for the number of

times equal to the heap’s depth.

It turns out that the elementary operations ‘find minimum’, ‘delete minimum’ and ‘decrease

key’ could be performed even more efficiently by strict Fibonacci heaps [27] if we consider asymp-

totic complexity. Strict Fibonacci heaps do have worst-case time complexity bounds O(1) for ‘find

minimum’, O(log n) for ‘delete minimum’ and O(1) time for ‘decrease key’. The advantage of

strict Fibonacci heaps is that the time bound for ‘decrease key’ is realised in worst-case compared

to the amortized performance in the case of general Fibonacci heaps. However, strict Fibonacci

heaps are very complex data structures and the overhead of creating a strict Fibonacci heap does

not make it a useful option for practical applications, as the constant factor of the asymptotic

complexity is relatively high for strict Fibonacci heaps. However, as the input sizes of our exper-

imental instances, as described in Chapter 5, are relatively small, it sufficed for us to implement

the greedy heuristic by means of general binary min-heaps. Using the data structures with the

smallest asymptotic complexity, we trivially obtain the following result.

Corollary 3.3. A greedy initial solution to MCRFPP can be found in O (n` log n`+ k(log n`+ n))

time, where n = |C|, ` = |D| and k is edge cardinality of the resulting rooted forest packing.

Proof. At initialization, we need to lookup the edge weight of {u, d} for each uncovered vertex u

and depot d and insert it into the strict Fibonacci heap. This gives the first term. Provided the

resulting forest packing has k edges, each iteration where an edge is added to the forest packing,

the smallest weight edge is extracted from the heap and the values of each node is reconsidered.

This gives us the second term, as deleting the minimum costs Olog n` and the value of each node

corresponding to the depot whose tree was expanded is reconsidered.

3.3.2 Local search data structures

It is not evident that the same data structures could be used for the second phase of the heuristic

algorithm. Therefore, we need to consider in more detail what kind of elementary operations are

needed to perform the local search. In the initial state of the local search heuristic, we have a valid

rooted forest packing FP (0) = {T (0)
d = (V

(0)
d , E

(0)
d ) | d ∈ D} and a set U (0) of isolated vertices. A

valid search direction is characterised by a decrease in the tree measure of Td. At the initial stage

of the local search algorithm:

1. an array A is initialized that stores the tree measures for each tree T
(0)
d .

2. For each u ∈ U (0), the distance dist(u, U (0)\u) from u to the nearest other uncovered vertex
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is calculated:

dist(u, U (0)\u) = min{w({u, v}) | v ∈ U (0)\u}.

One could quickly derive the new tree measure of a modified tree if an edge incident to

u is added to a tree. We initialise a hash map H with keys u and associated values(
dist(u, U (0)\u), v(u)

)
, where

dist(u, U\u) = w({u, v(u)}).

3. For each (u, d) ∈ U (0) × D, the edge e(u, d) of smallest weight connecting u to T
(0)
d is

calculated:

e(u, d) := arg min{w({u, v}) | v ∈ V (0)
d }.

We initialise a binary min-heap S with nodes that hold key (u, d) and value
(
w(e(u, d)), e(u, d)

)
,

where comparison of nodes occurs based on the edge weight given in each value.

4. For each d ∈ D, a data structure is initialized that allows us to extract the largest weight

leaf

l1(d) := arg max{w({u, v}) | (u, v) ∈ Vd × Vd, degTd
(u) = 1}

of tree Td in an efficient fashion. Here, degTd
(u) denotes the degree of vertex u with respect

to Td. In other words, if l1(d) were to be exchanged, u would become an uncovered vertex.

There exists an edge case where e(u, d) connects to l1(d). In that case, we consider the

second largest leaf

l2(d) := arg max{w({u, v}) | (u, v) ∈ (Vd × Vd) \l1(d), degTd
(u) = 1}

of Td instead. For each depot d, we initialise a binary max-heap Md with nodes for each

leaf l of Td such that the key is the degree-one vertex u and its value is (w(l), l). Again,

comparison of nodes occurs based on the first entry of the value.

Note that the choice of binary heaps can be justified as follows. The node corresponding to the

maximum value can be found in the root of each heap, thus taking O(1) worst-case complexity.

Finding the second largest leaf in a heap of leaves Md of tree Td also takes only O(1) time; due

to the structure of heaps, the node corresponding to the second largest leaf of a tree is either the

left or right child of the root of the heap corresponding to the tree. Hence, a constant number of

nodes needs to be considered.

We will now elaborate on the operations called by method FindFeasibleSearchDirection

of Algorithm 3.3. At iteration i, we locate in O(1) time the minimum weight edge e(i) and extract

it from S in O(log n). We determine the tree T
(i)
d∗ that covers one vertex of e(i) and we consider

its maximum (or second maximum) weight leaf l
(i)
1 . The exchange of l

(i)
1 for e(i) is successful if the

remaining capacity r
(i)
d∗ is still nonnegative and the tree measure of T

(i)
d∗ is reduced. Most of the
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Complexity

Operation Data structure Best-case Worst-case

Insert e to Td heap Md O(log n) O(log n)

Extract lmax heap Md O(log n) O(log n)

Recalculate entry hash map H O(1) O(|U |)

Adapt tree measure for

modified tree Td

array A O(1) O(1)

Adapt tree measure for

other tree Td′

array A O(1) O(|U ||Vd|)

Mark node heap S O(1) O(1)

Update value of node heap S O(log n) O(log n)

Table 3.1: List of operations performed on the local search data structures.

remaining elementary operations of the local search algorithm, for example in UpdateTreeMea-

sure, are simply bookkeeping operations that make sure that at all iterations, the current solution

is a valid depot-rooted forest packing satisfying the depot capacity constraints and such that the

tree measures are always implemented in a correct fashion.

Some of the operations in the table require more attention. The recalculation of the entry with

key u in the hash map needs to be reconsidered; if the closest uncovered vertex to u is the vertex

that became connected to a tree after the leaf exchange, the closest uncovered vertex needs to be

recomputed considering all uncovered vertices, which takes O(|U |) time. Otherwise, we just need

to compare its distance to the closest uncovered vertex with the edge weight to the vertex that

was just disconnected from a tree and adapt the value of u if the latter is smaller.

Furthermore, heap S contains a node for each (u, d) ∈ U × D. However, when a node u con-

nected to tree Td due to leaf exchange, we need to mark the elements corresponding to (u, d′) for

depots d′ 6= d as invalid, as u is now covered by Td and cannot be connected to multiple trees.

Also, a leaf exchange might cause an uncovered vertex u to become closer to some tree Td. In

that case, we want to update the value associated with key (u, d). Because of these updates,

a case might arises in which the smallest weight edge in S has weight that is smaller than the

remaining capacity of the tree it connects to. In that case, we would like to connect the edge

without exchanging another, thus improving the solution of MCRFPP as the new solution covers

one more customer. Notice that this is the crux of the algorithm, as the goal of local search is to

improve the solution quality in terms of the objective value.
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Note that the local search is a terminating procedure. In each iteration of the local search al-

gorithm, one edge of a tree is exchanged for another such that the tree measure of the modified

tree is reduced. Sometime, the tree measure is reduced such that one or multiple edges could be

added that connect uncovered vertices to trees. The number of times this happens is bounded

from above by |C|, as this is a trivial upper bound to the maximization problem. We also see that

the local search algorithm cannot become stuck in an infinite loop, as the exchange only occurs

when the tree measure of the modified tree is reduced. Therefore, there exists only a finite num-

ber of iterations before an edge could be identified that feasibly connects an uncovered vertex to

a tree or before all edges have weight that is too large compared to the depot capacities remaining.

The next corollary gives an indication of the computational complexity of the local search al-

gorithm.

Corollary 3.4. Iteration i of the local search algorithm could be executed in

O
(

log n`+ |U (i)|2 + 1 + |U (i)|(
∑
d′ 6=d∗ |Vd′ |) + n`+ n` log n`

)
= O

(
|U (i)|n+ n` log n`

)
time.

Proof. The proof follows immediately from the worst-case time complexity of the elementary

operations described in Table. 3.1

We implemented the above two-phase heuristic consisting of the greedy component in Algo-

rithm 3.1 followed by the local search heuristic in Algorithm 3.3 in Python, version 3.6.8 [28].
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Chapter 4

Finding upper bounds using

Lagrangian relaxation

In this chapter, we will first report on the general framework for Lagrangian relaxation as well

as methods needed to obtain the Lagrangian dual in Section 4.1. This knowledge will be used in

Section 4.3 to formulate the Lagrangian relaxation of MCRFPP.

4.1 Lagrangian relaxation

Suppose we are given an integer programming problem of the form:

zI := max{c>x | Ax ≤ b, A′x ≤ b′, Cx = d,C ′x = d′, x ∈ Zn≥0}, (4.1)

where A ∈ Rk1×n, C ∈ Rk2×n, A′ ∈ Rk3×n and C ′ ∈ Rk4×n are constraint matrices and b ∈ Rk1 ,

d ∈ Rk2 , b′ ∈ Rk3 , d′ ∈ Rk4 and c ∈ Rn are vectors. In this problem, the system of constraints

of zI is subdivided into subsystems S1 = {Ax ≤ b, Cx = d} and S2 = {A′x ≤ b′, C ′x = d′}.
This subdivision aims at separating subsystems S1 with ‘complicating’ constraints and S2 with

‘convenient’ constraints. The idea behind the subdivision of constraints is that the integer program

max{c>x | A′x ≤ b′, C ′x = d′, x ≥ 0} (4.2)

could be solved efficiently for any objective vector c ∈ Rn.

Although relaxing complicating constraints entirely often drastically decreases the computational

time for integer programs, the program 4.2 does not necessarily yield tight bounds on the max-

imum of the complete integer program in 4.1. Therefore, we might want to look into an upper

bound procedure that does take into account the complicating constraints as well. Lagrangian

relaxation is a combinatorial optimization technique that could be applied to derive bounds on

optima of (mixed) integer linear programs. Using the separation of complicating and convenient
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constraints, a relaxation technique is used on the complicating constraints. Instead of relaxing

constraints entirely, penalty terms associated with each complicating constraint are introduced

into the objective

L(λ, µ) := max{c>x+ λ> (b−Ax) + µ> (d− Cx) | x ∈ Q}, (4.3)

where

Q := {x | A′x ≤ b′, C ′x = d′, x ≥ 0}.

The problem L(λ, µ) is generally known as the Lagrangian relaxation of (4.1), and the objective

function of L(λ, µ) is called the Lagrangian.

We have that the number of rows of A and C are k1 and k2 respectively. For all i ∈ [k1],

the corresponding constraint (Ax ≤ b)i is violated if

(b−Ax)i < 0.

Analogously, for j ∈ [k2], we have that the corresponding constraint (Cx = d)j is violated if

(d− Cx)j 6= 0.

If we choose λi ≥ 0, the term λi (b−Ax)i will be nonpositive if the i-th constraint of Ax ≤ b

is violated. We can choose the sign of µj freely such that µj (d− Cx)j is nonpositive if the j-th

constraint of Cx = d is violated. Therefore, violations of the relaxed complicating constraints will

be penalised with weights (λ, µ) for some vectors λ ∈ Rk1≥0 and µ ∈ Rk2 . The vector (λ, µ) is called

the vector of Lagrange multipliers.

Notice that for every λ ≥ 0 and µ free, we have that L(λ, µ) ≥ zI ; evidently, the maximizer

x̄ of zI is feasible for L(λ, µ) and as (b − Ax̄) ≥ 0 and (d − Cx̄) = 0, we only add nonnegative

terms to the original objective function for each λ ≥ 0 and µ free. Hence, for every λ ≥ 0, µ free,

we have that

L(λ, µ) ≥ zI .

Consequently, this technique could be utilized to obtain upper bounds on the maximum of integer

programs. Obviously, our special interest goes to finding the smallest upper bound zLD given by

Lagrangian relaxation:

zLD := min{L(λ, µ) | (λ, µ) ∈ Rk1 × Rk2 , λ ≥ 0}.

The smallest upper bound zLD is also called the Lagrangian dual.

4.1.1 Towards an iterative algorithm for the Lagrangian dual

Solving the Lagrangian dual is nonetheless a nontrivial problem. It can be shown that it comprises

finding the optimum g∗ of a convex function g(λ) over a polyhedron P = {λ | Aλ ≤ b}:

g∗ := min{g(λ) | λ ∈ P}.
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In the specific case of solving the Lagrangian dual zLD corresponding to the Lagrangian relaxation

in (4.3), the convex function g(·) is the Lagrangian relaxation L(·, ·) and the feasible polyhedron

P is equal to {(λ, µ) ∈ Rk1 × Rk2 | λ ≥ 0}. We show that the Lagrangian relaxation L(·, ·) is

indeed convex.

Lemma 4.1. Let us be given the problem zI as defined in (4.1) such that

Q = {x ∈ Rn≥0 | A′x ≤ b′, C ′x = d′}

is a bounded polyhedron. Then, the Lagrangian relaxation (4.3) is a piecewise linear and convex

function.

Proof. For every fixed x̂ ∈ Q, we have that

Lx̂(λ, µ) = c>x̂+ λ> (b−Ax̂) + µ> (d− Cx̂)

is a linear function in (λ, µ). As Q is a finite set by our assumption that Q is a bounded polyhedron,

L(λ, µ) = max{Lx(λ, µ) | x ∈ Q} is now the maximum of a finite number of linear functions, which

are clearly convex. Therefore, L(λ, µ) must be a piecewise linear and convex function.

Due to the choice of the subdivision of the constraint matrix and given a fixed vector of Lagrange

multipliers (λ∗, µ∗) ∈ P , its corresponding relaxation

L(λ∗, µ∗) = max{c>x+ (λ∗)> (b−Ax) + (µ∗)> (d− Cx) | x ∈ Q}

should allow for an efficient exact algorithm. If there exists an efficient oracle for L(λ∗, µ∗) for

each fixed Lagrange multiplier vector (λ∗, µ∗), one might want to consider an method based on

iterative function queries to solve the Lagrangian dual.

4.2 The subgradient method

In the previous subsection, we showed that the Lagrangian relaxation L(λ, µ) is a piecewise lin-

ear convex function. A piecewise linear function is not differentiable on its entire domain. As

common principles of convex optimization, such as the Karush-Kuhn-Tucker conditions, assume

smoothness of the objective function, we need to consider alternative methods that also apply for

nondifferentiable convex optimization. One possible alternative is the subgradient method. We

now present the most important concepts needed for this general optimization technique.

4.2.1 Subgradients

A subgradient s ∈ Rn of a convex function g : D ⊆ Rn → R at λ∗ ∈ Rn is a vector with the

property that

(λ− λ∗)> s ≤ g(λ)− g(λ∗), ∀λ ∈ D
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In particular, subgradients are a generalization of the classical notion of gradients for smooth

convex functions, extending to points where the function is not differentiable. Notice that at

points where the function is differentiable, the only subgradient of a convex function is the gradient,

whereas infinitely many subgradients exist at singularities.

Figure 4.1: Examples of subgradients for a convex function f(x) on one variable. Note that f is

not differentiable on its region, as it has a singularity at x = x2.

For our specific problem, we could use the following lemma to compute a subgradient of the

Lagrangian relaxation at some multiplier vector (λ∗, µ∗).

Lemma 4.2. Let (λ∗, µ∗) ∈ P be a fixed vector of Lagrange multipliers. If x∗ is the optimum of

L(λ∗, µ∗) = max{c>x + (λ∗)> (b−Ax) + (µ∗)> (d− Cx) : x ∈ Q}, then s∗ = (b−Ax∗, d− Cx∗)
is a subgradient of L at (λ∗, µ∗).

Proof. Let λ ∈ Rk1≥0 and µ ∈ Rk2 be chosen arbitrary. Then:

L(λ, µ) ≥ c>x∗ + λ> (b−Ax∗) + µ> (d− Cx∗)

= c>x∗ + (λ∗)> (b−Ax∗) + (µ∗)> (d− Cx∗) + (λ− λ∗)> (b−Ax∗) + (µ− µ∗)> (d− Cx∗)

= L(λ∗, µ∗) + (λ− λ∗)> (b−Ax∗) + (µ− µ∗)> (d− Cx∗)

= L(λ∗, µ∗) + (λ− λ∗, µ− µ∗)> (b−Ax∗, d− Cx∗) .

Therefore, the vector s∗ := (b−Ax∗, d− Cx∗) conforms to the relation[
(λ, µ)− (λ∗, µ∗)

]>
s∗ ≤ L(λ, µ)− L(λ∗, µ∗)

which demonstrates that s∗ is indeed a subgradient of L(λ, µ) at (λ∗, µ∗).

4.2.2 Description of subgradient algorithm

The subgradient algorithm is an iterative search algorithm for optimization of nondifferentiable

convex functions, using subgradients to construct a search direction in each iteration. In iteration

i, an oracle of the convex function g(·) computes the value g(λ(i)) given some input vector λ(i).

The new upper bound UB i is set to the minimum of UB i−1 and g(λ(i)). The search direction for
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the new Lagrange multiplier corresponds to the subgradient s(i) given in Lemma 4.2 using some

suitably chosen step size αi. The new Lagrange multiplier λ(i+1) is given by

λ(i+1) := projP (λ(i) − αis(i)),

where projP is defined as the projection on polyhedron P . The variant of the subgradient algorithm

that makes use of this projection of Lagrange multipliers onto polyhedron P is called the projective

subgradient algorithm. After the Lagrangian multiplier vector λ(i+1) is updated, we continue into

the next iteration until a stop criterion is met. One example of a stop criterion is an upper bound

imax on the number of iterations of the algorithm. It is also possible that the algorithm stops

whenever no reduction of the current lowest upper bound is realised in the last k iterations for some

parameter k or when a run time limit tmax is exceeded. The (projected) subgradient algorithm in

the first case could now be formulated as in Algorithm 4.1.

Algorithm 4.1 Projected subgradient algorithm

Require: LR L(λ, µ), polyhedron P ⊆ Rk1 × Rk2 , number of iterations imax

Ensure: smallest upper bound UB imax

1: i← 1

2: λ(i) ← InitialElement(P )

3: UB i ←∞
4: while i ≤ imax do

5: UB i ← min{UB i−1, g(λ(i))}
6: x(i) ← arg max{g(λ(i))}
7: s(i) ←

(
b−Ax(i), d− Cx(i)

)
8: αi ← ChooseStepSize(i, s(i),UB i)

9: λ(i+1) ← projP (λ(i) − αis(i))

10: i← i+ 1

11: return UB imax ,

An issue in Algorithm 4.1 that is not properly addressed yet, is the method ChooseStepSize,

which takes as input the iteration number i, a subgradient s(i) and the current smallest upper

bound UB i. There are two different ways of choosing step sizes (αi)i∈[imax] in Algorithm 4.1:

either using offline or online step size rules. Subsection 4.2.3 and 4.2.4 will elaborate on the two

alternatives.

4.2.3 Offline step sizes

The simplest alternative for choosing step sizes is offline step size ruling. With offline step size rules,

there is no interaction between the step size and the input of the subroutine ChooseStepSize at

each iteration of Algorithm 4.1. Instead, the step sizes are chosen for each iteration in advance.
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One advantage of offline step size rules is that this is a very simple way of providing step sizes

in each iteration of the algorithm. Consequently, the choice of step sizes does not add significant

complexity to the algorithm. However, this often comes at the cost of slow convergence to the

optimum, if convergence can be guaranteed at all. We did not yet give sufficient conditions for

the step size sequence (αi)i∈N such that

lim
i→∞

UB i = zLD.

It turns out that convergence relies on specific characteristics of the step size sequence. Fortunately,

Polyak [29] gave weak conditions for offline step size sequences that are sufficient to guarantee

convergence to the global minimum:

Theorem 4.3. (Polyak)

Assume that the convex function g has a finite minimum value g∗ and the length of all subgradients

s(i) are bounded by a constant M ≥ 0. Let (αi)i∈N be a nonnegative real sequence and (UB i)i∈N

the sequence of current best upper bounds. If the conditions

1. limi→∞ αi = 0,

2.
∑
i∈N

αi =∞,

are satisfied, then

lim
i→∞

UB i = g∗.

Other types of offline step size rules include taking the constant sequence (αi)i∈N defined by

αi = α for some α > 0

or any sequence (αi)i ∈ `p(N) for p ∈ (1, 2] such that

αi ≥ 0 ∀i ∈ N,
∑
i∈N

a2
i <∞ and

∑
i∈N

ai =∞

Note that the condition imposed on the length of subgradients is not very strong. Namely, the

subgradients that are chosen in Algorithm 4.1 only correspond to violations of the constraints. As

we are going to apply this method on the MCRFPP formulation in Section 4.3, the violations of the

constraints are based on binary vectors, so the length of each subgradient could be bounded from

above by the sum of absolute values of the entries of the complete constraint matrix of the max-

imum cardinality rooted forest packing problem. Although Theorem 4.3 implies that asymptotic

convergence is guaranteed for various types of step size sequences, step size sequences complying

to the given condition will often not be useful for practical applications, as the convergence rate

is too slow.
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4.2.4 Online step sizes

In contrast to offline step sizes, the interaction between the step size and input of ChooseStep-

Size at each iteration is considered in the case of online step size rules. For instance, one might

want to choose the step size αi at iteration i that optimizes

min
α≥0

f(α) := min
α≥0

g
(

projP (λ(i) − αs(i))
)
.

This notion generalizes line search methods for numerical optimization, as we search on the projec-

tion of a line. This means that at each iteration, a corresponding one-dimensional function needs

to be optimized in order to obtain the best possible upper bound given a fixed search direction

s(i) and current vector λ(i).

We will elaborate this online step size rule for the Lagrangian relaxation L(λ, µ) defined in Equa-

tion 4.3. From Lemma 4.1, we deduce that L(λ, µ) is piecewise linear, convex and defined on the

polyhedron P = {(λ, µ) ∈ Rk1 × Rk2 | λ ≥ 0}. Furthermore, Lemma 4.2 showed that if x∗ is

the maximizer of the problem L(λ∗, µ∗), then (b−Ax∗, d− Cx∗) is a subgradient at (λ∗, µ∗). For

iteration i of the subgradient algorithm with online step size rules, suppose x(i) is the maximizer

of L(λ(i), µ(i)). We want to search in the opposite direction of the subgradient, as this will most

likely decrease the upper bound on the minimum of L(λ, µ) over P . This gives us

λ(i+1) = projP

(
λ(i) + αi(Ax

(i) − b)
)

=
(
λ(i) + αi(Ax

(i) − b)
)+

, (4.4)

µ(i+1) = projP

(
µ(i) + αi(Cx

(i) − d)
)

= µ(i) + αi(Cx
(i) − d). (4.5)

Here, the vector function (·)+ : Rn → Rn in Equation 4.4 is defined as

x+ = (max{0, xi})i∈[n] ,

where xi denotes the i-th entry of vector x. This projection makes sure that the resulting Lagrange

multiplier vector (λ(i+1), µ(i+1)) is a feasible vector of P , as now λ(i+1) is again a nonnegative vec-

tor. Then, we need to solve the following problem to obtain online step sizes that minimizes

L(λ, µ) based on the polyhedron P , current multiplier vector (λ(i), µ(i)) and current search direc-

tion
(
Ax(i) − b, Cx(i) − d

)
only:

min
a≥0

gi(α) := min
a≥0

L
(

(λ(i) + α(Ax(i) − b)+, µ(i) + α(Cx(i) − d)
)
. (4.6)

Function properties of gi(α)

We will show that there exists a partition P of the positive real line such that the function gi(α)

defined in Equation 4.6 is piecewise linear and convex on each part of the partition.

Theorem 4.4. The function gi : [0,∞)→ R defined by

gi(α) = L
(

(λ(i) + α(Ax(i) − b))+, µ(i) + α(Cx(i) − d)
)
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= max{c>x+
((
λ(i) + α(Ax(i) − b)

)+)>
(b−Ax)

+
(
µ(i) + α(Cx(i) − d)

)>
(d− Cx) | x ∈ Q}

is defined in a piecewise manner, such that each of its defining components is piecewise linear and

convex.

Proof. Let S be the set of constraint indices such that

(Ax(i) − b)j < 0 ∀j ∈ S.

For each j ∈ S, define αj as the maximum value of α such that(
λ(i) + α(Ax(t) − b)

)
j
≥ 0.

Then, it trivially holds that

αj = −

(
λ(i)
)
j

(Ax(i) − b)j
.

Without loss of generality, assume S = [k] and α1 ≤ α2 ≤ · · · ≤ αk. Then, for each x ∈ Q and

each j ∈ [k − 1], we have that

c>x+
((
λ(i) + α(Ax(i) − b)

)+)>
(b−Ax) +

(
µ(i) + α(Cx(i) − d)

)>
(d− Cx)

is a linear function on (αj , αj+1). This implies that gi(α) is piecewise linear and convex on

(αj , αj+1] for j ∈ [k − 1]. Trivially, we have that gi(α) is piecewise linear and convex on both

[0, α1] and (αk,∞). Therefore, we can conclude that gi(α) could be defined in a piecewise manner

on intervals [0, α1), (αj , αj+1] for j ∈ [k−1] and (αk,∞) such that it is piecewise linear and convex

with respect to each separate interval.

In most practical applications, online step sizes are much likelier to allow for fast convergence to

the optimum in terms of the number of iterations compared to offline step size rules that do not

take into account subgradient information. Nevertheless, the disadvantage of this method is that

ChooseStepSize adds a lot of computational complexity to the subgradient algorithm if sophis-

ticated method such as the generalized line search method above are used to compute suitable

step sizes.

We consider much simpler online step size alternatives. First of all, Polyak gave an online step

size provided the minimal objective value g∗ is known [30]:

αi :=
g(λ(i))− g∗∥∥s(i)

∥∥2 (4.7)

However, we would like to apply the subgradient algorithm to obtain upper bounds on the maxi-

mum for MCRFPP, as it is a nontractable problem. Therefore, we cannot apply these step sizes.

When the minimal objective is not known, we can use an estimate for the minimum:

αi :=
g(λ(i))− (UB i − γi)∥∥s(i)

∥∥2 (4.8)
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In this case, the estimation of the minimum is expressed as the difference between the current

smallest upper bound UB i and the actual smallest upper bound. It is denoted by

γi := UB i − g∗.

The next section focusess on the application of Lagrangian relaxation and the subgradient algo-

rithm on the maximum cardinality rooted forest packing problem.

4.3 Lagrangian relaxation of MCRFPP

Recall the following integer programming formulation IP ` of the MCRFPP for instances with

` = |D| ≥ 2 depots. The objective is maximization of the number of edges used for trees in the

rooted forest packing

maximize
xD,yD

∑
e∈E

∑
d∈D

xde , (4.9)

where xD = (xde)(e,d)∈E×D and yD = (ydi )(i,d)∈V×D are binary vectors with dimensions m` and

n` respectively. A solution vector
(
xD,yD

)
∈ {0, 1}n` × {0, 1}m` is feasible to the maximum

cardinality rooted forest packing problem if and only if the following constraints are satisfied:

1 +
∑

e∈E
xde =

∑
i∈V

ydi , d ∈ D (4.10)∑
e∈E(S)

xde ≤
∑

i∈S
ydi − ydt , S ⊆ V, |S| ≥ 2, t ∈ S, d ∈ D (4.11)∑

d∈D
ydi ≤ 1, i ∈ V (4.12)∑

e∈E
w(e)xde ≤ θd, d ∈ D (4.13)

ydd = 1, d ∈ D (4.14)

ydi , x
d
e ∈ {0, 1}, i ∈ V, d ∈ D, e ∈ E (4.15)

We considered this formulation as variables xde and ydi correspond to respectively edge e ∈ E and

vertex i ∈ V in an intuitive way. Specifically, a feasible vector
(
xD,yD

)
of IP ` is the characteristic

vector of a depot-rooted forest packing FP = {Td = (Vd, Ed) | d ∈ D} with respect to both edges

ánd vertices, i.e.

xde = 1{e ∈ Ed}

and

ydi = 1{i ∈ Vd} = 1

{∑
e∈δ(i)

xde ≥ 1

}
.

The last equality is derived from the fact that vertex i ∈ V is covered by a tree Td, whenever there

exists some edge incident to i that is included in the edge set Ed of tree Td.
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4.3.1 Alternative IP formulation for Lagrange relaxation

Although the above formulation of the maximum cardinality rooted forest packing problem does

intuitively identify which edges and vertices are included in the forest packing, we will present an

alternative formulation that is more convenient for Lagrange relaxation, i.e. a formulation that

allows for an efficient oracle computing the Lagrangian relaxation for fixed multipliers.

Instead of variable ydi = 1{i ∈ Vd}, we consider the variable zdi := 1− ydi = 1{i /∈ Vd} correspond-

ing to i not being covered by tree Td. In other words, if we consider the subgraph S = (V,ES)

of input graph G = (V,E) with ES = {e ∈ E : xde = 1}, then zdi = 1 if vertex i forms a trivial

component of S.

d1
d1

d2
d2

id2id1

i∗

i0

s

Gd1 := G[d1 ∪ C] Gd2 := G[d2 ∪ C]

C∗ = {i∗ | i ∈ C}

C0 = {i0 | i ∈ C}

ad1
s ad2

s

zd1
i zd2

i

z0i

ed1 = {id1 , jd1}

Figure 4.2: Graph construction H used for intuition of alternative integer programming formula-

tion

We introduce the graph H, which is depicted in Figure 4.2, which gives some intuition for our

choice. H is obtained from our input graph G = (V = D ∪ C,E,w) in the following fashion. For

each depot d ∈ D, let Gd = G[Sd] be a copy of the subgraph induced by vertex set Sd = C ∪ {d}.
For each copy Gd, we denote the copy of vertex i ∈ Sd and edge e ∈ E ∩ (Sd × Sd) by id and ed

respectively. We connect vertex dd to a dummy vertex s for each d ∈ D. Furthermore, we take

two copies C∗ and C0 of customer set C. We denote the corresponding copies of customer i ∈ C
belonging to C∗ and C0 by i∗ and i0. We add edges between i∗ and id for all i ∈ C and also

the edge {i∗, i0}. The notation i∗ could be justified, as it is now the center of a star with ` + 1

edges. With each of the edges in the star with center i∗, we associate the variable zdi with the

edge {id, i∗} and z0
i with the edge {i∗, i0}.

Each feasible vector of IP ` induces a set of depot-rooted subtrees {Td = (Vd, Ed) | d ∈ D} of
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input graph G = (V,E,w) such that Vd∩Vd′ = ∅ for d 6= d′ and w(Ed) :=
∑
e∈Ed

w(e) ≤ θd. With

respect to the graph construction H, this is equivalent to

1. finding a tree Ts = (Vs, Es) in the subgraph of H induced by dummy vertex s and Gd for

each d ∈ D such that

• all edges incident to dummy vertex s are chosen in Ts, i.e.{
{s, d} | d ∈ D

}
⊆ Es.

This is analogous to the constraints 2.7 that impose that each depot d is the root of its

own tree Td.

• for each d ∈ D, the subtree of Ts induced by Gd does not exceed weight threshold θd:∑
e∈E(Gd)

w(e)xde ≤ θd

This is analogous to the weight constraints 2.6.

• for each i ∈ C, there is at most one copy id that is covered by Ts:∑
d∈D

ydi ≤ 1⇒
∑
d∈D

zdi =
∑
d∈D

(
1− ydi

)
= `−

∑
d∈D

ydi ≥ `− 1.

This is analogous to the constraints 2.5 that imposed that trees {Td | d ∈ D} are

pairwise vertex-disjoint.

2. finding l-stars zi with centers i∗ for each customer i ∈ C, i.e. picking ` out of the `+ 1 edges

incident to i∗ such that

• an edge {i∗, id} is picked if and only if id is not covered by Ts. Note that id is covered

by Ts if there exists an incident edge of id that is picked in Ts. Therefore, we require:

xde + zdi ≤ 1, ∀id ∈ V (Gd), ed ∈ δ(id).

As either the edge {i∗, id} is picked or id covered by Ts, we also impose the constraints

zdi +
∑

ed∈δ(id)

xde ≥ 1, ∀id ∈ V (Gd).

These two sets of constraints combined imply the equivalence statement.

• edge {i∗, i0} is picked whenever copy id
′

is covered by Ts for some d′ ∈ D. Hence, the

number of picked edges {i∗, i0} for customers i ∈ C is equal to the number of edges in

Ts not incident to s: ∑
d∈D

∑
e∈E(Gd)

xde =
∑
i∈C

z0
i .

We use this expression for our alternative IP formulation to ensure that Ts is indeed a

tree. It combines the cardinality constraints 2.3 into one alternative expression. Also,

the condition on picking {i∗, i0} only if a copy is covered justifies the fact that ` edges

of each star need to be chosen at all times.
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The observation about the tree Ts is trivial; a feasible vector
(
xD,yD

)
of the formulation IP `

yields a tree Td for each copy Gd. These trees are connected to each other through our dummy

vertex s by adding all edges incident to s to obtain Ts. Now, the variable xde should be defined as

1 if ed ∈ Es and 0 otherwise. Furthermore, we now associate the variable zdi with the edge {i∗, id};
we get that zdi = 1 if {i∗, id} is picked in the substar with center i∗ of ` edges. Consequently,

we need to introduce the variables a =
(
ads
)
d∈D corresponding to the edges connected to dummy

vertex s and extend vector z with entries
(
z0
i

)
i∈C corresponding to the edges that connect the

copies i∗ ∈ C∗ and i0 ∈ C0 respectively.

This gives us the following alternative integer program of MCRFPP, which we denote by AIP `.

Again, we want to maximize the number of edges included in the set of trees {Td = (Vd, Ed) | d ∈
D} of the forest packing:

maximize
xD,z,a

∑
e∈E

∑
d∈D

xde (4.16)

The corresponding constraints are

−zdi −
∑
e∈δ(i)

xde ≤ −1, i ∈ C, d ∈ D (4.17)

xde + zdi ≤ 1, i ∈ C, e ∈ δ(i), d ∈ D (4.18)∑
e∈E

w(e)xde ≤ θd, d ∈ D (4.19)

∑
i∈C

z0
i =

∑
d∈D

∑
e∈E

xde , (4.20)

∑
d∈D

ads = `, (4.21)

xd = (xde)e∈E induces a forest, d ∈ D (4.22)

zi = (zdi )d∈D∪{0} induces an l-star, i ∈ C (4.23)

zdi , z
0
i , x

d
e , a

d
s ∈ {0, 1}, i ∈ C, d ∈ D, e ∈ E (4.24)

We prove that this alternative integer programming formulation AIP ` is indeed analogous to IP `.

Lemma 4.5. The integer program AIP ` given in (4.16) − (4.24) is a correct formulation of the

maximum cardinality rooted forest packing problem.

Proof. We prove that the constraints (4.17)− (4.24) induces the set of valid rooted forest packings

FP = {Td = (Vd, Ed) | d ∈ D} satisfying the weight thresholds θ = (θd)d∈D. Recall that

zdi = 1

 ∑
e∈δ(i)

xde = 0

 .

By constraints 4.17, we have that either zdi = 1 or there exists some incident edge e ∈ δ(i) for

which xde = 1. Constraints 4.18 demand that at most one of these two options holds. Hence,
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exactly one of the two alternatives hold and the constraints correctly characterize zdi .

Furthermore, constraints 4.19 ensure that each subgraph Td = (Vd, Ed) satisfies its weight con-

straint. By constraints 4.23, we also have that i is covered by at most one tree, as∑
d∈D

zdi = `− z0
i ≥ `− 1.

If i ∈ Vd for some d ∈ D, then zdi = 0 and z0
i = 1. Consequently, constraint 4.20 imposes that

for each customer covered by some tree of the depot-rooted forest packing FP , an edge is picked

within the same tree. This combines the cardinality constraints 2.3 from IP` into one constraint.

Additionally, the subvector xd = (xde)e∈E induces a forest for each d ∈ D. Therefore, we can

conclude that each of these subvectors actually induces a tree. By 4.21, we have that each depot d

is the root of a tree Td. This shows that each feasible vector of the system given by (4.17)− (4.24)

induces a weight-constrained depot-rooted forest packing.

We will now show that each valid rooted forest packing could be represented by a feasible vec-

tor of system (4.17) − (4.24). Suppose we have a weight-constrained depot-rooted forest packing

FP = {Td = (Vd, Ed) | d ∈ D}. Then, for each depot d ∈ D, pick the variables according to their

definitions: xde = 1 if e ∈ Ed and zdi = 1 if no incident edge e ∈ δ(i) exists with xde = 1. Moreover,

we pick ads = 1 for all depots d ∈ D and z0
i = 1 if

∑
d∈D z

d
i = ` − 1 for each i ∈ C. It could

trivially be checked that these choices for our variables satisfy system (4.17)− (4.24).

Based on AIP `, we construct a Lagrange relaxation of MCRFPP. Notice that the set of com-

plicating constraints are given by (4.17) − (4.20). The Lagrangian relaxation corresponding to

formulation AIP ` could be derived accordingly.

L(λ, µ, ρ, σ) = max

{∑
d∈D

∑
e∈E

xde +
∑
d∈D

λd

(
θd −

∑
e∈E

wex
d
e

)
+
∑
i∈C

∑
d∈D

µi,d

−1 + zdi +
∑
e∈δ(i)

xde


+
∑
i∈C

∑
d∈D

∑
e∈δ(i)

ρi,e,d
(
1− xde − zdi

)
+ σ

(∑
e∈E

∑
d∈D

xde −
∑
i∈C

z0
i

)
|

xd induces forest for each d ∈ D, z induces `-stars,
∑
d∈D

ads = `

}
Due to the structure of the constraints, where only the term for σ corresponds to a penalty for

an equality constraint, the polyhedron P of Lagrange multipliers is the set of nonnegative real

vectors λ, µ and ρ, and free scalars σ. More precisely, we have

P := {(λ, µ, ρ, σ) | λ ≥ 0, µ ≥ 0, ρ ≥ 0}.

We could rewrite this expression by adding up terms that corresponds to the same variables.

L(λ, µ, ρ, σ) =

∑
d∈D

λdθd −
∑
i∈C

∑
d∈D

µi,d +
∑
i∈C

∑
d∈D

∑
e∈δ(i)

ρi,e,d
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+ max{
∑
d∈D

∑
e={i,j}∈E\δ(d)

xde (1− λdwe + µi,d + µj,d − ρi,e,d − ρj,e,d + σ)

+
∑
d∈D

∑
e={d,j}∈δ(d)

xde (1− λdwe + µj,d − ρj,e,d + σ)

+
∑
i∈C

∑
d∈D

zdi

µi,d − ∑
e∈δ(i)

ρi,e,d

+
∑
i∈C

z0
i (−σ) |

xd induces forest for each d ∈ D, z induces `-stars,
∑
d∈D

ads = `}

Here, we get that the whole expression could be decomposed into five terms. The first term is a

constant given fixed Lagrange multipliers. Two terms are associated with variables xde for edges

e ∈ E based on the incidence of an edge with a depot. Another term is associated with zdi for

d ∈ D, i ∈ V and the last term with variables z0
i for i ∈ C. We could write the expression in a

more compact way as

L(λ, µ, ρ, σ) = max{C(λ, µ, ρ) +
∑
d∈D

∑
e={i,j}∈E

fλ,µ,ρ,σ,w(e, d)xde

+
∑
i∈C

∑
d∈D

gµ,ρ(i, d)zdi + hσ(i)z0
i :

xd induces forest for each d ∈ D, z induces `-stars,
∑
d∈D

ads = `}.

For fixed Lagrange multipliers (λ, µ, ρ), we have that

C(λ, µ, ρ) =

∑
d∈D

λdθd −
∑
i∈C

∑
d∈D

µi,d +
∑
i∈C

∑
e∈δ(i)

∑
d∈D

ρi,e,d


is a constant and f, g and h are defined by:

fλ,µ,ρ,σ,w(e, d) :=

1 + λdwe − µi,d − µj,d + ρi,e,d + ρj,e,d, if i, j ∈ C

1 + λdwe − µj,d + ρj,e,d, if i = d, j ∈ C

gµ,ρ(i, d) := µi,d −
∑
e∈δ(i)

ρi,e,d,

hσ(i) := −σ.

It can be shown that the Lagrangian relaxation L(λ, µ, ρ, σ) is a convex function. In Subsec-

tion 4.3.2, we give a formal proof of this observation.

4.3.2 Proof of convexity

Before we use the subgradient method for optimizing the Lagrangian relaxation, we need to show

that indeed L(λ, µ, ρ, σ) is a convex function.

Lemma 4.6. The Lagrangian relaxation L(λ, µ, ρ, σ) is a convex function in (λ, µ, ρ, σ)
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Proof. Convexity of the Lagrangian follows immediately from Lemma 4.1 if we could show that

the linear relaxation of

Q :=

{
(a,xD, z)

∣∣∣∣∣ xD induces forest , z induces `-stars,
∑
d∈D

ads = `

}

is a bounded polyhedron. This follows immediately from the fact that Q is a subset of the set of

finite-dimensional binary vector.

4.3.3 Lagrangian relaxation oracle

In Subsection 4.3.2, we proved that the Lagrangian relaxation L(λ, µ, ρ, σ) of AIP ` is a convex

function on the polyhedron P of its feasible Lagrange multipliers. Therefore, we could use the

subgradient method to minimize the Lagrangian relaxation over the polyhedron of its multipliers

and obtain the Lagrangian dual. The input of the subgradient method is the original weighted

graph G = (V,E,w) together with depot capacities θ = (θd)d∈D. Furthermore, a maximum num-

ber imax of iterations and initial Lagrange multipliers (λ0, µ0, ρ0, σ0) should be provided.

We will now illustrate further why the graph construction H is so convenient. It allows for

an intuitive way to look at the oracle for the Lagrange relaxation. The objective function of

the Lagrangian relaxation L(λ, µ, ρ, σ) is, for fixed Lagrange multipliers, a weighted combination

of edge decision variables and the constraints are restricted to imposing the forest property for

xd = (xde)e∈E and the `-star property for zi =
(
zdi
)
d∈D∪{0}. Hence, we could decompose the prob-

lem into maximum weight forest problems for each d ∈ D and maximum weight `-star problems

for each i ∈ C. The complicating constraints are the constraints in which there exists interaction

between xD and z, as they do not easily allow the decomposition into independent subproblems.

We could give an efficient oracle that returns the maximizer (a∗, (xD)∗, z∗) and its corresponding

objective value of the Lagrangian relaxation L(λ∗, µ∗, ρ∗, σ∗) for any fixed Lagrangian multipliers

(λ∗, µ∗, ρ∗, σ∗). The oracle systematically goes through the following steps:

1. all edges incident to s are picked, which is trivially a necessary condition for
∑
d∈D a

d
s = `.

2. for each d ∈ D, a maximum weight forest problem is defined on Gd. The solution forest of

maximum weight is then given by the vector xd. The weight of a edge ed ∈ E(Gd) is1− λ∗dwe + µ∗i,d + µ∗j,d − ρ∗i,e,d − ρ∗j,e,d + σ∗, if d /∈ {i, j},

1− λ∗dwe + µ∗j,d − ρ∗j,e,d + σ∗, if i = d.
(4.25)

Note that each maximum weight forest problem is defined on the subgraph of input graph

G with exactly one depot d and the set C of customers. In this way, we ensure that no other

depot d′ 6= d is involved in the resulting forest corresponding to d, as we do not want to

connect distinct depots in depot-rooted forest packings.
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Each Gd with d ∈ D corresponds to a maximum weight forest problem. This problem

can be solved efficiently using an adaptation of Kruskal’s algorithm for minimum weight

spanning trees. In contrast to identifying exactly |V | − 1 edges, we allow our algorithm for

maximum weight forests to terminate when no positive weight edge e ∈ E(Gd) could be

identified to expand the forest.

3. for each i ∈ C, recall that i∗ is the center of a star with `+ 1 incident edges corresponding

to z0
i and zdi for d ∈ D. We would like to solve the problem of finding the maximum weight

`-star for each i ∈ C. For each i ∈ C, the weights of the `+ 1-star with center i∗ are defined

as −σ
∗, for edge {i∗, i0}

µ∗i,d −
∑
e∈δ(i) ρ

∗
i,e,d, for edge {id, i∗} with d ∈ D.

(4.26)

The maximum weight `-star of each ` + 1-star with center i∗ is then determined by simply

picking all edges except the edge of smallest weight. Note that in the maximum weight `-star

problems, some of the selected edges may have negative weights.

The resulting characteristic vector (a∗,x∗, z∗) is now the maximizer associated with the given fixed

Lagrangian multipliers. The oracle described above is a more concrete representation of line 6 in

Algorithm 4.1.

4.3.4 Improved oracle: optimization of σ

When we consider the Lagrangian relaxation oracle provided in Subsection 4.3.3, we can do mul-

tiple observations on the role of σ in the Lagrangian relaxation. First of all, in each separate

maximum weight forest problem, we observe that each edge weight contains a single term σ. This

means that after removing this term for each edge weight, the ordering of edges based on edge

weight is not altered. Furthermore, we deduce that for some customer i ∈ C, the variable z0
i = 1

if in the (`+ 1)-star corresponding to i, the edge {i∗, i0} does not have the smallest edge weight.

In other words, this occurs when

−σ > min
{
µ∗i,d −

∑
e∈δ(i)

ρ∗i,e,d | d ∈ D
}

=: ψ(i)

In our improvement of the Lagrangian relaxation oracle, we do not choose σ according to the

search direction of the subgradient, but instead we optimize the value of σ given the fixed La-

grangian multiplier vector (λ∗, µ∗, ρ∗).

Firstly, we combine the separate maximum weight forest problems into one large problem. We

consider the edge weight of ed as described in 4.25 without the term σ. We pick the n − ` = |C|
edges of largest weights, considering each subgraphs Gd with d ∈ D, such that no cycles are created
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by edges in a single subgraph Gd. We argued before that omitting the σ term is justified, as it does

not reshuffle the edges in their ordering based on edge weights. The weights of these picked edges,

given in descending order, are denoted by w(e1) ≥ w(e2) ≥ . . . ≥ w(en−`). Secondly, we sort the

values ψ(i) for i ∈ C ascendingly and denote this ascending sets of values by ψ1 ≤ ψ2 ≤ . . . ≤ ψn.

Our aim is to choose σ in such a way that the number of edges picked in the combined maximum

weight forest problem is equal to the number of edges picked of the form {i∗, i0}, as this gives us∑
d∈D

∑
e∈E(Gd)

xde =
∑
i∈C

z0
i .

Suppose this number is equal to k. In that case, we need both

σ ∈
[
− w(ek),−w(ek+1)

]
and

−σ ∈
[
ψk, ψk+1

]
⇒ σ ∈

[
− ψk+1,−ψk

]
.

The first interval for σ contains all values for σ such that the number of positive weight edges∑
d∈D

∑
e∈E(Gd)

xde = k

when we add σ to the weight of each edge. At the same time, the second interval is chosen in such

a way that exactly k edges of the form {i∗, i0} do not have the smallest weight in the corresponding

(`+ 1)-stars, so this ensures that ∑
i∈C

z0
i = k.

The difficulty is in finding the value k∗ such that the intervals
[
−ψk+1,−ψk

]
and

[
−w(ek),−w(ek+1)

]
have nonempty intersection. We do an exhaustive search on the values k from 1 to |C| − 1 to find

our desired value k∗. If no k ∈ {1, . . . , |C| − 1} can be identified with a nonempty intersection of

intervals, it must hold that either −ψ1 < −w(e1) or −w(en−`) < −ψn−`. In the first case, one

chooses σ = −w(e1), which results in choosing zero edges in the maximum weight forest and zero

edges of type {i∗, i0}. In the latter case, one chooses σ = −w(en−`), resulting in choosing n − `
edges in the maximum weight forest and n− ` of type {i∗, i0}. Remark that the dimension of the

feasible region of our polyhedron is decreased by one, as we have now obtained a procedure to find

the optimal value σ∗ for σ for fixed multipliers (λ∗, µ∗, ρ∗).

The subgradient algorithm aims at obtaining the Lagrangian dual, which is realized whenever

we use step size rules with guaranteed convergence to the global optimum. The subgradient algo-

rithm, using the improved Lagrangian relaxation oracle of Subsection 4.3.4, will be implemented

and tested on real-life vehicle routing instances as well as MCRFPP instances derived from the

TSPLIB library. The idea behind it is to find feasible depot-rooted forest packings covering as

many customers as possible with heuristics and to derive upper bounds using this subgradient

48



CHAPTER 4. FINDING UPPER BOUNDS USING LAGRANGIAN RELAXATION

method on the Lagrangian relaxation. The upper bounds obtained by the subgradient method

will allow us to experimentally assess the quality of the local search heuristic, especially when the

gap between the lower and upper bound is rather small.

49



Chapter 5

Results

In this chapter, we experimentally test the implementations of both the local search heuristic

proposed in Chapter 3 and the subgradient algorithm applied on the Lagrangian relaxation of

AIP ` proposed in Chapter 4 respectively. The method described in Subsection 4.3.4 is employed

as the oracle of the Lagrangian relaxation. This oracle serves as a subroutine of the subgradient

algorithm.

This chapter can be divided into three components. First of all, Section 5.1 introduces the graph

instances used for the experiments. The set of problem instances consists of real-life instances

provided by a company and instances derived from the open-source TSPLIB library, where some

of the vertices are assigned the role of central depot. Secondly, Section 5.2 elaborates on the

experimental design of the instances and especially the choice of parameters for the experiments.

Finally, in Section 5.4, the results of both the local search algorithm and Lagrangian upper bounds

are reported for each of the experiment instances.

5.1 Graph instances

We want to assess the performance of the algorithms proposed in Chapter 3 and 4. In order to do

this, we use MCRFPP instances as input for our experiments. The following subsections provide

a more detailed description of these graph instances.

5.1.1 Data sets from a company

As mentioned before, the problem at hand can be motivated by a practical application in multi-

depot vehicle routing. Therefore, we want to investigate the quality of feasible solution obtained

by the local search heuristic for the maximum cardinality rooted forest packing problem on prob-

lem instances that are derived from input data sets for multi-depot vehicle routing purposes.
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In particular, the real-life company instances are initially obtained from data sets on multi-depot

last-mile delivery problems for night shifts. In each instance, four fixed-location depots are con-

sidered that are responsible for deploying enough drivers to obtain high-quality performance and

high customer satisfaction. In each instance, the same region is serviced under approximately the

same circumstances, so we may assume that each instance is obtained from the same distribution

of customers with respect to location. Therefore, a subdivision could be made of high and low

density subregions per instance. Often, the center of large cities can be regarded as a high density

area, whereas rural areas are typically regions of low customer density.

We consider 33 historical instances of this type, each one corresponding to a weekday in the

period starting on October 2nd, 2017 until November 15th, 2017. Results on the local search

heuristic and Lagrangian dual will be aggregated based on instance size: instances up to 550 cus-

tomers, instances with 550-700 customers and instances with more than 700 customers. Table 5.1

gives the sizes of each of the company instances.

Date #customers

02-10-2017 732

03-10-2017 742

04-10-2017 742

05-10-2017 745

06-10-2017 527

09-10-2017 746

10-10-2017 704

11-10-2017 526

12-10-2017 548

13-10-2017 421

16-10-2017 554

Date #customers

17-10-2017 633

18-10-2017 581

19-10-2017 455

20-10-2017 413

23-10-2017 467

24-10-2017 662

25-10-2017 551

26-10-2017 548

27-10-2017 439

30-10-2017 637

31-10-2017 840

Date #customers

1-11-2017 737

2-11-2017 618

3-11-2017 573

6-11-2017 700

7-11-2017 746

8-11-2017 569

9-11-2017 620

10-11-2017 557

13-11-2017 704

14-11-2017 771

15-11-2017 681

Table 5.1: Instance size of real-life instances from the time period starting on October 2nd, 2017

until November 15th, 2017

5.1.2 Modified TSPLIB instances

The limitation of the company instances is that the number of depots is fixed. However, we also

want to explore the influence of the number of depots on the heuristic solution of the maximization

problem at hand. For this purpose, we consider instances from the open-source TSPLIB library

with 150 to 400 locations. In particular, we want to assess the quality of our heuristic algorithm

when the depot capacities are too small to cover all customers with the depot-rooted trees. Oth-

erwise, the solution value corresponding to the heuristic solution and the trivial Lagrangian upper
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bound (the number of customers) will almost certainly coincide and the performance of heuristic

solution cannot be properly assessed. We obtain this trivial Lagrangian upper bound when all

Lagrangian multipliers are set to zero, except σ = −1. When we fix these Lagrangian multipliers,

the objective function is the number of covered customers and there exist no constraints except

for the constraints that impose forests and `-stars. Therefore, we get the number of customers as

an upper bound, as this maximizes the objective for this set of Lagrangian multipliers.

We consider the instances of 150 to 400 locations, as smaller instances could be solved using

exact algorithms, while the computational complexity of the subgradient algorithm is too high for

larger instances. The problem with TSPLIB instances, however, is that there are not specifically

created for the purpose of cluster analysis. Instead, these instances are used as benchmarks for

TSP algorithms, hence the name of the library. Given a number of depots `, we convert a TSPLIB

instance to an instance of MCRFPP by marking ` distinct locations as depots.

In order to choose appropriate depots, the latitude and longitude coordinates of each location

are taken into account. Let the bounding box

B := [xmin;xmax]× [ymin; ymax]

be the smallest rectangle containing all locations. We divide B into ` subrectangles of equal area.

We consider the location of the TSPLIB instance that is closest to the center of each subrectangle,

and assign it the role of depot.

50 100 150 200 250

20

40

60

80

100

120

140

160

Figure 5.1: Subdivision of bounding box in two subregions of equal area. The red dots are assigned

the role, as those locations are the closest to the respective subregion centers.

There exist 13 instances from the TSPLIB library with 150 to 400 customers. Table 5.2 provides
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an overview of these instances. Each instance name consists of a letter combination corresponding

to the creator of the instance followed by the number of locations.

TSPLIB instance #locations

a280 280

ch150 150

d198 198

gil262 262

kroB150 150

kroB200 200

lin318 318

TSPLIB instance #locations

pr152 152

pr226 226

pr264 264

pr299 299

rat195 195

tsp225 225

Table 5.2: Instances of TSPLIB instances used in the experiments

5.2 Experimental design

We still need to argue the choice of parameters for each instances of the problem, which are the

depot capacities θ = (θd)d∈D and the number of depots `. Obviously, the latter is only relevant

for the TSPLIB-related instances.

The depot capacities (θd)d∈D are chosen in the following fashion. For each instance of MCRFPP,

a minimum weight spanning tree T = (V, F ) is computed with respect to the connected weighted

graph G = (V,E,w) with nonnegative weights w : E → R≥0. The weight of T is denoted by

w(T ) =
∑
e∈F

w(e).

Furthermore, the capacity of each depot is chosen as

θd =
w(T )

5`
∀d ∈ D.

Hence, the sum of depot capacities is equal to w(T )/5. We can justify this choice as we want to

investigate how well the subgradient algorithm performs when only a small subset of customers

is covered by the depot-rooted forest packing. Actually, we expect that approximately 20% of

the customers will be covered by the forest packings obtained by the local search heuristic. Using

these rather low capacities, we expect to get more relevant insights about the influence of customer

distribution on the quality of Lagrangian upper bounds.

For the TSPLIB instances, we also need to specify the number of depots for each instance. In the

experiments, we consider each instance with one, two, four and eight depots respectively. Note

that due to the choice of depot capacities, the total capacity is a fixed quantity, as individual
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capacities are halved when the number of depots is doubled. In the next section, we elaborate on

the step size sequence used to guide the subgradient algorithm to solve the Lagrangian dual.

5.3 Step size rule

Before exploring the implementations of the subgradient algorithm, we need to specify the step

size sequence for the projective subgradient method. In the experiments, ‘Estimated Polyak ’ step

sizes are used. Recall from Equation 4.8 that the ‘Estimated Polyak’ step size at iteration i is

defined as follows [30]:

αi :=
L(λ(i), µ(i), ρ(i), σ(i))− (UB i − γi)∥∥s(i)

∥∥2

where L(λ(i), µ(i), ρ(i), σ(i)) is the objective value for Lagrangian multipliers
(
λ(i), µ(i), ρ(i), σ(i)

)
returned by the Lagrangian relaxation oracle, UB i the current smallest upper bound after i itera-

tions, s(i) a subgradient of the Lagrangian relaxation at
(
λ(i), µ(i), ρ(i), σ(i)

)
and γi the estimated

gap between UB i and the Lagrangian dual zLD.

From early testing of the subgradient algorithm, it followed that offline step sizes such as fixed

step sizes αi = α have a convergence rate that is too slow for our application. Therefore, we do

not consider these in our experiments. Intuitively, it also makes more sense to only consider online

step size rules, as information on both the current Lagrangian multiplier vector and the search

direction is used. Then, it is much less likely that the upper bounds per iteration obtained by the

function oracle show an oscillating behaviour instead of convergence to a minimum.

5.4 Results of instances

We assess the performance of the implemented algorithms on the instances of MCRFPP that are

described in Section 5.1. The implementation is done in Python, version 3.6. The experiments are

executed on an Intel i7-4700MQ CPU with a clock speed of 2.4 GHz, with 8GB RAM. In Table 5.3,

we present the objective value of the best solutions found with the local search heuristic as well

as the smallest bounds obtained by the subgradient algorithm. Note that for each instance, the

maximum number of iterations for the subgradient algorithm is set to imax = 10000. The local

search algorithm terminates whenever a local optimum is found.

Furthermore, we introduce two notions for comparison of the lower and upper bound. First of all,

the relative gap is a measure of how large the gap between lower and upper bound is compared

to the lower bound:

Relative gap (%) =
LR bound - Local search value

Local search value
· 100%
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Secondly, the minimum solution quality indicates how large the lower bound is compared to the

upper bound. Of course, the larger this percentage, the more likely it is that the solution is of

good quality compared to the optimum of the problem:

Minimum solution quality (%) =
Local search value

LR bound
· 100%

The results of the real-life instances are presented in Table 5.3, where instances are aggregated

based on the number of customers |C|. Each table entry includes the minimum, average and

maximum respectively. Although the average is the most insightful, we also include minima and

maxima to give an impression of the variance of the aggregated data:

Number of customers

|C| ≤ 550 (9 inst.) |C| ∈ (550, 700] (13 inst.) |C| > 700 (11 inst.)

Greedy heuristic value 87/107/138 107/133/169 157/173/183

Local search value 95/114/150 120/144/178 167/181/194

LR bound 243/256/338 329/383/436 420/474/548

Relative gap (%) 110/152/186 137/166/182 141/161/186

Min. solution quality (%) 34.9/40.0/47.6 35.5/37.6/42.0 34.9/38.3/41.3

Time local search (sec) 0.42/0.72/1.19 0.82/1.18/1.44 1.01/1.58/2.11

Time LR (sec) 827/1210/1532 1581/1952/2429 2368/2878/3956

Table 5.3: Results of implemented algorithms for real-life instances (minimum/average/maximum)

First of all, notice that there is a large gap between the best objective value returned by the local

search algorithm and the smallest upper bounds that are obtained from applying the subgradient

method on the Lagrangian relaxation of MCRFPP. This size of the gap between lower and upper

bounds appears to increase with the number of customers. However, the nominal gap gives a dis-

torted image of the quality of our results. Therefore, we included results on the relative gap and

the minimum quality of the heuristically obtained feasible solution compared to the real optimum.

We notice that there is the average relative gap significantly grows for instances between 550

and 700 customers compared to instances with fewer than 550 customers. However, for the largest

class of instances (> 700 customers), the average of relative gaps seems to stabilize to approxi-

mately 150% of the local search solution. Due to this large lower-upper bound gap, we are not

able to accurately approximate the real optimum for MCRFPP in each instance. Consequently,

it is hard to assess the quality of the local search heuristic. Moreover, we see that the second

phase of the heuristic algorithm significantly increases the solution value compared to the greedily

found initial solution. In Figure 5.2, the distribution of the increased number of covered vertices

is illustrated using boxplots for each of the three groups of real-life instances.
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Figure 5.2: Boxplots on the increased number of covered customers due to the local search algo-

rithm.

We also report results for each modified TSPLIB instance. Table 5.4 depicts the best local search

solution and the smallest LR bound after imax = 10000 iterations for each number of depots

` ∈ {1, 2, 4, 8}. No data aggregation is applied, as the customer distribution does not follow a

recurring pattern for TSPLIB instances. Hence, if we would average our aggregated results, we

effectively lose the meaning of the results. By considering the instances independently, it will also

be easier to identify instances for which the two algorithms perform well or poor.

Number of depots

1 2 4 8

a280 56/60 59/62 63/67 60/64

ch150 35/47 34/51 30/49 31/50

d198 65/86 55/93 51/93 49/91

gil262 52/90 56/99 64/99 64/102

kroB150 33/57 37/60 34/58 35/61

kroB200 41/79 44/87 41/83 46/83

lin318 76/145 76/171 91/158 76/157

pr152 38/82 34/89 37/88 48/89

pr226 66/137 66/137 68/137 49/134

pr264 68/82 61/81 56/81 48/82

pr299 68/88 68/92 69/96 54/89

rat195 39/45 38/47 36/48 41/49

tsp225 52/68 46/71 44/75 46/75

Table 5.4: Results for modified TSPLIB instances (local search solution/smallest LR bound)
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We observe that the size of the gap between the local search solution value and the smallest upper

bounds from Lagrangian relaxation is very instance-specific. For some of the instances, this gap

is rather small, so we can conclude that the local search solution is actually close to the optimum,

e.g. for instances derived from ‘a280 ’. For other instances, the gap is much larger, with some

cases where the LR bound is almost three times the value of the local search solution, e.g. pr152

with ` = 8 depots.

Figure 5.3 and 5.4 depicts instances for which the local search heuristic and the subgradient algo-

rithm do have good and poor performance respectively for any number of depots ` = {1, 2, 4, 8}.
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Figure 5.3: Two instances for which the algorithms perform well.

2000 4000 6000 8000 10000 12000 14000 16000

2000

4000

6000

8000

10000

pr152

2000 4000 6000 8000 10000 12000 14000 16000

2000

4000

6000

8000

10000

12000

pr226

Figure 5.4: Two instances for which the algorithms perform poorly.

Note that in the two instances in Figure 5.3, there is not really a clear structure of dense and

sparse subregions and the distribution of customers appears to be quasi-random. This raises the

question if the implemented algorithms might be a useful tool only in cases where there is no

clear pattern of the customer distribution over the region. Especially trouble for applying the

algorithmic tools for practical usage in multi-depot vehicle routing, as logistic systems are often
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based on last-mile delivery, which occurs in areas where the density of customers is heavily reliant

on population density. Of course, population density might differ significantly when considering

the region of service of depots that are responsible for last-mile delivery.
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Conclusions

In this thesis, we investigated a new clustering problem that can be applied for clustering prob-

lems with a fixed number of categories. Our research was motivated by a practical application

on cluster-first route-second heuristic algorithms for multi-depot vehicle routing. Although the

mathematical formulation of the problem at hand is provided with a focus on our application,

it is not necessarily restricted to this application and the method could be extended to general

clustering problems where one representative of each cluster is known in advance.

One of the goals of our research was to establish a framework for the maximum cardinality rooted

forest packing problem, as to our knowledge, it is an approach for cluster analysis that has not

been considered before. We show how the problem fits in the collection of hard combinatorial

problems by proving that it is NP-complete in the strong sense. Due to the high computational

complexity of the problem, we aim at developing a heuristic algorithmic tool for obtaining feasible

solution of the MCRFPP that approximate the optimum as close as possible. For this purpose,

we present the local search heuristic in Chapter 3. The quality of the solutions returned by the

local search heuristic is assessed using Lagrangian upper bounds based on an integer programming

formulation of MCRFPP.

The local search heuristic and Lagrangian relaxation of MCRFPP are tested on real-life data

sets and instances derived from TSPLIB. In the real-life data sets, the number of depots and the

respective capacities of these depots are fixed and we observe that for small instances, there is a

lot of variance on the solution value corresponding to the heuristically found feasible solutions.

The variance decreases in the size of instances. The size of an instance is measured as the num-

ber of locations in the corresponding instance graph. The local search algorithm increased the

number of covered customers by 7 on average, while in one case the benefit of local search on the

solution value is 20 extra customers. The running time performance of the local search heuristic is

extremely good, as it took below one second on average for the local search algorithm to terminate.
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On the other hand, remark that the smallest bounds due to Lagrangian relaxation are extremely

large compared to the local search solution value, such that the gap was more than 150% of the

local search solution value on average and this gap only increases for larger instances in the set

of real-life instances. Therefore, the minimum quality of the solution, defined as the local search

solution value in percentage of the Lagrangian bound, is approximately 40% of the optimal value.

Furthermore, the computation time of the Lagrangian bound was not comparable to the time that

was necessary to execute the local search algorithm, in some cases even more than one hour.

We investigated the influence of having different numbers of depots on TSPLIB instances. We con-

clude that the gap between local search solution value (lower bound) and the Lagrangian bound

(upper bound) does not heavily depend on the number of depots. Instead, the distribution of

points in the plane is a major influence on gap size between the local search solution value and

the smallest Lagrangian bound. A striking observation was that the instances for which the gap is

the smallest are instances in which the customers appear to be almost randomly distributed over

the region. For these instances, the minimum quality of the heuristic solution is approximately

90% of the real maximum, which is a good approximation of the maximum. In that case, the local

search heuristic obtains feasible solutions of high edge cardinality, while the computational time

is negligible compared to exact solution methods.

Remarkably, the minimal quality of the local search heuristic was low for instances with a clear

separation of customers into natural clusters of dense and sparse areas (approximately 40-50%).

Therefore, we can conclude that the general framework of the maximum cardinality rooted forest

packing problem can especially be used as a tool to categorize data where empirical tools for

clustering do not suffice to identify natural clusters.
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Discussion

This chapter is dedicated to discussing the results on the local search algorithm and the Lagrangian

bound. Firstly, in Section 7.1, we try to provide plausible interpretations to the results based on

the experiments with both the real-life instances and the instances derived from the TSPLIB

library. This research also has implications on the practical usage of the algorithmic tools for

cluster analysis, which are discussed in Section 7.2. Finally, we also consider the limitations of

this research and provide recommendations for future research in Section 7.3.

7.1 Interpretations

In many of the experiments used to test the performance of the implemented algorithms, the

gap between the heuristically obtained solutions and the smallest Lagrangian bounds is relatively

large. This makes it hard to draw relevant conclusions on quality guarantees of the local search

heuristic as a percentage of the real optimum. Although estimated Polyak step sizes are proven to

have guaranteed convergence to the minimum of our convex function, the upper bounds obtained

at each iteration do not show a trend that converges to the Lagrangian dual. Therefore, estimated

Polyak step size are probably too large for our application within our restricted maximum number

of iterations imax = 10000. Consequently, we do not have strong evidence that the algorithm has

indeed converged to the minimum, so the quality of the smallest Lagrangian upper bounds cannot

be properly assessed.

With respect to the experiments on TSPLIB instances, we could observe that the number of

covered vertices with respect to the heuristic solution does not heavily depend on the number

of depots when the total capacity of all depots is fixed. Interestingly, the Lagrangian relaxation

bounds are much stronger for these instances of smaller size compared to the real-life instances.

The sequence of Lagrangian upper bounds indexed by iteration now appears to convergence to

the Lagrangian dual, which suggests that the chosen step size rule is more appropriate for smaller
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MCRFPP problem instances.

Moreover, we detected that the minimal quality of the heuristic algorithm appeared to increase

when customers were to be spread more evenly over the instance region. For instance regions

that clearly split into dense and sparse subregions, the gap between heuristic solutions and La-

grangian bounds was much larger. This might once again indicate that Lagrangian relaxation

obtains relatively loose bounds when points are forming natural clusters in the area.

7.2 Implications

We observed earlier that the instances illustrated in Figure 5.3 do not allow for a clear distinctive

subdivision of the instance region into dense and sparse subregions. This raises the question if the

quality of feasible solutions and Lagrangian upper bounds could be accurately assessed only for

instances with a quasi-uniform distribution of points in the region. This might in fact decrease the

practical usability of the algorithmic tools for our motivating application with respect to multi-

depot vehicle routing. Specifically, focusing on logistic systems for last-mile delivery, customers

are not often spread quasi-uniformly over the region of service. However, this clustering problem

algorithm could still be a useful tool for practical applications that arise in inter-hub logistics and

cross-docking, as central hubs are often scattered throughout an area much more equally.

7.3 Limitations and recommendations

In the previous sections, we considered possible explanations for the results of our experiments on

the maximum cardinality rooted forest packing problem. However, due to the fact that the depot

capacities are chosen in an arbitrary, albeit intuitive fashion, we cannot guarantee similar results

on the quality of solution obtained by the local search algorithm compared to the Lagrangian

bound when the depot capacities are chosen differently. A recommendation for future research is

to conduct more experiments with different scenarios. For instance, a more thorough analysis of

step size sequences is needed to enhance the performance of the project subgradient algorithm for

finding the Lagrangian dual. This allows us to obtain Lagrangian upper bounds that are smaller

than our current bounds using fewer function oracle queries. Besides, we want to learn more about

the essence of depot capacities and the distribution of customers on the entire region.

We realize that a significant part of the constraint set was relaxed in order to obtain an effi-

cient oracle for the Lagrangian relaxation. Actually, the current Lagrangian relaxation oracle uses

the relaxation of the constraints that imposed interaction of variables corresponding to edges and

vertices of feasible forest packings to be able to separate the corresponding maximization problem

into ` maximum weight forest problems and n− ` maximum weight l-star problems. Each of these
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separate subproblems can be solved efficiently using a simple algorithm based on Kruskal’s greedy

algorithm for maximum weight spanning trees. We expect that the feasible set of MCRFPP is a

relatively small subset of the feasible region of our Lagrangian relaxation formulation AIP `. Due

to time constraints, we were not able to find alternative oracles or IP formulations that allow for

better Lagrangian bounds on the maximum.

Lastly, whilst this aspect was beyond the scope of this thesis, analysis of exact solution meth-

ods for the maximum cardinality rooted forest packing problem could be of vital importance to

create better formulations or Lagrangian relaxations. It is for this reason that we included the

description of a separation algorithm for the single-depot MCRFPP. This separation algorithm

could be deployed as a subroutine for an exact solution method such as branch-and-cut or the

cutting plane method. However, the scope of this thesis, which was to investigate the quality of

heuristic using Lagrangian upper bounds, did not allow us to reflect on exact algorithms in much

detail.
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[22] G. N. Yücenur and N. . Demirel, “A new geometric shape-based genetic clustering algorithm

for the multi-depot vehicle routing problem,” Expert Systems with Applications, vol. 38, no. 9,

pp. 11859–11865, 2011. 9

[23] M. Fischetti, H. W. Hamacher, K. Jørnsten, and F. Maffioli, “Weighted k-cardinality trees:

Complexity and polyhedral structure,” Networks, vol. 24, no. 1, pp. 11–21, 1994. 12, 16, 20

[24] R. Karp, “Reducibility among Combinatorial Problems,” Complexity of Computer Computa-

tions, pp. 85–103, 1972. 13, 15

[25] J. B. Orlin, “Max flows in O(nm) time, or better,” Proceedings of the 45th Annual ACM

Symposium on Theory of Computing, pp. 765–774, 2013. 20

[26] V. King, S. Rao, and R. Tarjan, “A faster deterministic maximum flow algorithm,” 1994. 20

[27] G. S. Brodal, G. Lagogiannis, and R. E. Tarjan, “Strict fibonacci heaps,” in STOC ’12, (New

York, New York, USA), pp. 1177–1184, ACM Press, 2012. 28

65



BIBLIOGRAPHY

[28] “Python Release 3.6.8,” 2018. 31

[29] B. Polyak, “A generic method of solving extremum problems,” Soviet Math. Dokl., vol. 8,

no. January 1967, p. 3, 1967. 37

[30] B. Polyak, Introduction to Optimization. New York: Optimization Software, Inc., 1 ed., 1987.

39, 54

66


	Abstract
	Preface
	Contents
	Introduction
	Applications
	A motivating application: multi-depot vehicle routing
	Preliminaries

	Maximum cardinality rooted forest packings
	Motivation
	Mathematical definition of clustering method
	Complexity analysis
	Integer linear program of MCRFPP
	Special case: single cluster
	Separation oracle for row generation algorithms


	Local search heuristic for max-card rooted forest packings
	First phase: greedy initial solutions
	Second phase: local search algorithm
	Defining a neighborhood
	Leaf exchange

	Implementation
	Data structures greedy algorithm
	Local search data structures


	Finding upper bounds using Lagrangian relaxation
	Lagrangian relaxation
	Towards an iterative algorithm for the Lagrangian dual

	The subgradient method
	Subgradients
	Description of subgradient algorithm
	Offline step sizes
	Online step sizes

	Lagrangian relaxation of MCRFPP
	Alternative IP formulation for Lagrange relaxation
	Proof of convexity
	Lagrangian relaxation oracle
	Improved oracle: optimization of 


	Results
	Graph instances
	Data sets from a company
	Modified TSPLIB instances

	Experimental design
	Step size rule
	Results of instances

	Conclusions
	Discussion
	Interpretations
	Implications
	Limitations and recommendations

	Bibliography
	Appendix

