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Abstract

In this report we research two counting problems in graphs of bounded degree.
In the first part we focus on counting the number of connected induced subgraphs
of a graph G, denoted by #CIS(G). The #CIS parameter holds most relevance
in being used to express the running time of algorithms for different problems such
as the travelling salesman problem. We start by describing an algorithm that can
compute the #CIS parameter of a graph with n vertices in O(n2 ·#CIS(G)) time.
Next we show that upper bounds of O(1.9351n), O(1.9812n) O(1.9940n) hold for
the #CIS-parameter of graphs of degrees 3, 4 and 5 respectively by applying the
Product Theorem. Furthermore, we also give lower bounds on the maximum possible
#CIS-parameter any graph of size n can have. We do so by constructing an infinite
family of graphs and giving a lower bound on the #CIS-parameters of that specific
family. The obtained bounds are Ω(1.7352n), Ω(1.8616n) and Ω(1.9042n) for degrees
3, 4 and 5 respectively.

In the second part we focus on counting the number of connected spanning sub-
graphs in a graph, denoted by #CSS(G). This counting problem is very closely
related to that of network reliability. We start by describing a randomized algo-
rithm that is able to approximate the #CSS parameter of a graph in time that
is polynomial in terms of the size of the input graph. This algorithm is based on
an FPRAS to estimate network reliability. Although one could expect the adapted
algorithm that approximates #CSS is also an FPRAS given the similarity between
the problems, we explain why it is not. Furthermore, we show how the Product The-
orem can be used to achieve upper bounds on the #CSS-parameter of O(2.5946n),
O(3.8503n) and O(5.5563n) for degrees 3, 4 and 5 respectively. Lastly, we give a
family of graphs of degree 3 for which it holds that the #CIS-parameter is bounded
from below by Ω(2.1358n).
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Introduction

The field of graph theory studies a wide variety of questions regarding graphs. Many
of these questions give rise to decision problems, such as “Does a certain graph contain
a Eulerian cycle?” or “Is the graph planar?” In this report however, we focus on two
different counting problems. The first one concerns the number of connected induced
subgraphs as described in Section 1, whereas the second one concerns the number of
connected spanning subgraphs as described in Section 6. For each of these problems, we
are particularly interested in the following question:

“How many desired subgraphs can any graph of a given size have?”

This is an interesting question, because both problems are related to other well-known
mathematical problems such as the travelling salesman problem, the Hamiltonian path
problem and network reliability. Knowing the answer to the question above would give
us some insight on possible worst case scenarios for these problems or the runtime of
algorithms to solve them. For example for the running time of certain algorithms for
the travelling salesman problem or for the probability that a communication network
becomes disconnected.

Furthermore, the two problems are closely related to the field of extremal graph the-
ory. This field studies extremal graphs that satisfy a certain property. Extremality can
be measured via different graph invariants. For example, we may call a graph extremal
with regard to the number of edges if for some predefined set of graphs it has either the
lowest or the highest number of edges, while still satisfying a given property. For the
two counting problems introduced above however, we take extremality in the number of
connected subgraphs a graph has. More specifically, the number of connected induced
subgraphs and the number of connected spanning subgraphs respectively. Furthermore,
this extremality is considered only over the set of graphs of a given size, which we further
restrict by imposing a maximum degree on the graphs. Here, we mostly focus on graphs
of maximum degree 3. The reason we include this constraint is to avoid trivial solutions
to the problem. Without this constraint, the extremal graph for either of the problems
would always be a complete graph, since it contains all subgraphs that any other graph
of the same size would also have.

The fact that a graph may be extremal in some sense is what makes it suited for
reasoning about certain worst case scenarios. Although we might not be able to find or
define an extremal graph for every arbitrary graph size, we can still find bounds on how
many desired subgraphs the extremal graph has, thereby also still giving insight in these
worst case scenarios nonetheless. We explore bounds that are given in existing literature
and make attempts to improve on these bounds.

For both counting problems, we discuss the following subproblems:

1. How to compute the number of desired subgraphs for a given input graph.

2. An upper bound on the number of desired subgraphs any graph of a given size can
have.

3. A lower bound on the highest possible number of desired subgraphs any graph of
a given size can have.
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PART A: Connected induced subgraphs

1 Problem definition

The first of the two counting problems concerns the number of connected induced sub-
graphs a graph has. Let us formalize what this means step by step and first have a look
at what an induced subgraph is:

Definition 1. Let G = (V,E) be a graph and let X ⊂ V . Then the induced subgraph
G[X] is given by G[X] = (X,EX), where EX is defined as EX = {{u, v} ∈ E | u, v ∈ X}.

A little less formally speaking, a graph induced by a subset X of the vertices of a
graph G is the graph containing only the vertices in X and the edges between them. An
example can be seen in Figure 1:

(a) An arbitrary graph.
(b) Subgraph induced by the
vertices {0, 1, 2, 4, 5}.

(c) Subgraph induced by the
vertices {1, 2, 3, 4, 6, 7}.

Figure 1: An arbitrary graph with two subgraphs induced by the vertices of this graph.

Now for our specific counting problem we are interested in the number of distinct
induced subgraphs a graph has that are connected. The graph in Figure 1b is an example
of a connected induced subgraph of the graph shown in Figure 1a. The graph in Figure
1c however is not. We denote the number of connected induced subgraphs of a graph G
by #CIS(G):

Definition 2. Let G = (V,E) be a graph. Then we define the #CIS-parameter of G as
#CIS(G) := |{X ⊂ V | G[X] is connected}|.

More specifically, for an arbitrary n ∈ N we are interested in the largest possible
value the #CIS-parameter can have for any graph on n vertices and in particular for
very large n. Without any further restrictions, this is a trivial problem, since for any
arbitrary size n, the graph with the highest possible #CIS-parameter is the complete
graph on n vertices Kn, i.e., a graph with an edge between every pair of vertices. In this
case, every possible combination of vertices is connected, meaning that #CIS(Kn) = 2n.
Therefore we pose ourselves the restriction of only considering graphs of bounded degree
d and in this report we mainly focus on the case d = 3.
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1.1 Mathematical relevance

For a graph G, the value of #CIS(G) plays a role in the running time of certain graph
algorithms. Björklund et al. have described an algorithm which solves the travelling
salesman problem within an nO(1) factor of #CIS(G) [4]. Other examples of prob-
lems that have algorithms with this same time bound are the evaluation of the Tutte
polynomial, which is used to compute various different graph invariants [3] and the max-
imum internal spanning tree problem, which is a generalization of the Hamiltonian Path
problem [2].

1.2 Existing literature

Important work on this problem has been done by Kangas et al. in the journal version
of their paper On the number of connected sets in bounded degree graphs [9]. The most
noteworthy results are upper and lower bounds for the maximum value that the #CIS-
parameter can have for graphs of degrees 3, 4 and 5 in terms of the graph size.

First of all, it is shown that for a graph on n vertices with degree d, the number of
connected induced subgraphs is bounded by O(1.9351n) for d = 3, O(1.9812n) for d = 4,
and O(1.9940n) for d = 5.

Secondly, infinite families of graphs are constructed where the number of connected
induced subgraphs are at least Ω(1.7651n) for d = 3, Ω(1.8925n) for d = 4, and
Ω(1.9375n) for d = 5. This improves on the lower bounds that were found in a pre-
liminary conference version of the same paper, which were Ω(1.5537n), Ω(1.6180n) and
Ω(1.7320n) respectively.

In Section 3 we describe how the upper bounds have been achieved. Next, in Section
4 we discuss how the lower bounds have been achieved together with our attempts to
improve them. But to allow us to do so, we first look at how to compute the #CIS-
parameter for a given graph.
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2 Algorithm for computing the #CIS of a graph

In this section, we present two methods to compute the value of #CIS(G) for a given
input graph G. The first one may be one of the most obvious and simple approaches to
the problem, whereas the second one is more complicated but gives an improved running
time in return. We will only briefly touch upon the first one as it is less interesting from
an algorithmic perspective and simply because of the improvement that the second one
makes in terms of running time, which also makes the latter more useful.

2.1 The “simple” algorithm

For a given graph G = (V,E) we are interested in the number of connected induced
subgraphs it has. One of the easiest ways one could think of counting the number of
connected induced subgraphs is to simply iterate over all 2n possible subsets of V and
check whether the subgraphs induced by them are connected. This yields the following
three step plan:

1. We iterate over all subsets of V .

2. For each subset X ⊂ V we compute the graph G[X].

3. After having computed the induced subgraph, we only need to evaluate whether
it is connected. To this purpose, we use a breadth first search starting from any
one arbitrary vertex which we only stop once we have encountered all vertices
reachable from the start vertex. During the breadth first search we count the
number of distinct vertices we encounter. If and only if this running sum equals
the size of the graph at the end of the search, then G[X] is connected. In this case
we output 1 and otherwise we output 0. By summing these outputs for all subsets
of V , we end up with the total number of connected induced subsets of G, which
is exactly what we were looking for.

2.1.1 Asymptotic running time

Iterating over all subsets of a set of size n yields 2n iterations. In each of these iterations
we need to construct the corresponding induced subgraph. Doing this takes no more
than O(|V | + |E|) time. For example by going over all vertices and checking whether
they are in X and going over all edges and checking whether both their endpoints are
in X. The last step, performing a breadth first search, also takes O(|V | + |E|) time.
This allows us to conclude that the total running time of the algorithm is asymptotically
bounded by O(2|V | · (|V |+ |E|)).

For graphs of bounded degree d, we know that |E| ≤ |V | · d2 = n · d2 . Hence we could
rewrite the bound for these scenarios as O(2n · n · d).

Either way, the exponential behaviour of the runtime of this algorithm makes it
impractical to use for larger graphs. Although such behaviour is intrinsic to this problem
and can thus not be completely avoided, we can however do somewhat better. This is
what we do with the second algorithm for computing the #CIS-parameter.

6



2.2 The “smarter” algorithm

The reason that the previous algorithm is so slow is that we need to iterate over all
possible subsets of V . Including even the subsets that induce disconnected graphs,
which we are not interested in. The main idea for improvement is therefore to only
consider the subsets that do induce connected subgraphs. This will result in a bound on
the running time in terms of the #CIS-parameter of the input graph, rather than 2n.

First we describe what exactly the algorithm returns in terms of its input parame-
ters, after which we also give a general overview of how it works. This is followed by
pseudocode for the algorithm, which is then explained step by step. Finally, we evaluate
the asymptotic running time of the algorithm.

2.2.1 What the algorithm does in terms of its input parameters

The algorithm we are about to give is a recursive algorithm that takes 4 input parameters:

• a linked list representation A of the input graph G = (V,E),

• an array of vertices Y ⊂ V (Y for “yes”),

• an array of vertices N ⊂ V (N for “no”),

• and an array of vertices T ⊂ V (T for “to decide”).

The algorithm builds a decision step by step on whether to include each of the input
vertices. The array Y contains all vertices for which it has been decided to include them,
the array N contains all vertices for which it has been decided not to include them and
the array T contains all vertices for which no decision has yet been made.

The output of the algorithm is the number of connected subsets V has that contain
at least all vertices in Y , but none of the vertices in N . Writing this more formally, the
algorithm outputs the size of the following set:

{X ⊂ V | G[X] is connected, Y ⊂ X, N ∩X = ∅}.

To guarantee correctness of the output, the input parameters must conform to two
constraints:

• Y must be a connected set of vertices. We are only interested in connected sets
and since Y is augmented with one vertex at a time by the algorithm, we need it
to be a connected set initially. This way we can ensure that Y remains a connected
set at all times.

• Y , N and T together must form a partition of V . This is to ensure that exactly
one decision is made for each vertex.

Note that to compute #CIS(G), the initial call to the algorithm should be such that
of course the first parameter A is a linked list representation of G, but also such that Y
and N are both empty, whereas T contains all vertices in V .
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2.2.2 General idea of how the algorithm works

Our goal is to count all connected subsets of vertices that do contain every vertex in Y ,
but no vertices from N . Hence, we must count every possible decision to be made for
the vertices in T such that the chosen set of vertices remains connected. To achieve this,
the algorithm only ever makes decisions for neighbours of the set Y in each iteration.
By adding a vertex from N that is already connected to Y , we ensure that Y remains
connected even with this extra vertex.

We stop iterating once we encounter any of the following two scenarios:

• T is empty, which means that we have made a decision for every vertex.

• None of the vertices in T are adjacent to a vertex in Y . This implies that the set
Y is separated from the rest of the graph by vertices in N , meaning that Y can no
longer be extended in a way that maintains connectedness.

2.2.3 Pseudocode

Below is a pseudocode representation of the algorithm described above. The notation
S[i] denotes the i-th element of the set S. Furthermore, remember that A is a linked
list representation of the input graph. Here, we can write u ← A[v] to give u the value
of the first element of the linked list of neighbours of the vertex v. We use u.next()
to retrieve the next neighbour of v, which can repeatedly be used like u ← u.next() to
loop through the neighbours of v. If at some point u.next() = NIL, then u is the last
neighbour of v.

8



Algorithm 1 Computing the value of the #CIS-parameter of a graph

1: function computeCIS(A, Y,N, T )
2: if T = ∅ then
3: return 1
4: end if
5: if Y = ∅ then
6: v ← T [1]
7: T ← T \ {v}
8: else
9: cont← true

10: i← 0
11: while cont do
12: u← Y [i]
13: v ← A[u]
14: while cont AND v 6= NIL do
15: if v ∈ T then
16: cont← false
17: T ← T \ {v}
18: end if
19: v ← v.next()
20: end while
21: i+ +
22: if i = |Y | AND cont then
23: cont← false
24: v ← NIL
25: end if
26: end while
27: end if
28: if v = NIL then
29: return 1
30: else
31: N ← N ∪ {v}
32: s← computeCIS(A, Y,N, T )
33: N ← N \ {v}
34: Y ← Y ∪ {v}
35: s← s+ computeCIS(A, Y,N, T )
36: return s
37: end if
38: end function

We explain the pseudocode bit by bit.
When there are no more vertices in T , it has been decided for every vertex whether

or not to include it in the subsets. Since we ensure that Y is always a connected subset,
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this means that there is exactly 1 connected subset of the vertices containing everything
in Y , but nothing from N (namely the subset Y ). Hence we return 1 on line 3.

If T is not empty, we still need to consider other vertices for which have not made
a decision. If we have not chosen any vertex to be in Y yet, we start by choosing any
vertex from T (in this case the first vertex in the array) to make a decision for. This
happens in the second if-statement.

Like we discussed above, we only consider neighbours of vertices in Y , which is what
the “else”-part deals with. It contains two nested while-loops. The outer while-loop
loops through every vertex u ∈ Y and the inner while-loop loops through all neighbours
v of u. If in the inner while-loop we encounter any of these neighbours to still be in the
array T , we choose this vertex to make a decision for. We then stop both while-loops by
setting the boolean variable cont to false and we remove the vertex that we found from
the array T , since we are going to make a decision for it in this iteration. If however
we have looped over all vertices in Y without finding a neighbour in T , this means that
there is none. We detect this in the if-statement on lines 22 − 25, where we again stop
the while-loop, but also set the vertex v to NIL, indicating that we have not found a
valid vertex.

We deal with this last situation in the if-statement on lines 28− 30. It implies that
there are no vertices adjacent to Y that we can still add to it, so Y is the only connected
subset containing all vertices in Y and none of the vertices from N . We therefore return
1.

Otherwise, we have found a valid vertex v to add to Y . Either in the if-statement on
lines 5− 8 as the first vertex or in the double while-loops as a neighbouring vertex of an
existing set. We recursively compute the output as being the number of connected sub-
sets containing all vertices in Y ∪{v} but nothing from N plus the number of connected
subset containing all vertices in Y but nothing from N ∪ {v}.

2.2.4 Running time

The algorithm builds a decision tree along the way. We find the running time of the
algorithm by first specifying how long the algorithm spends in each node of this decision
tree and then specifying how many nodes this tree has.

Lemma 1. The algorithm computeCIS spends O(|V |2) time in each node of the deci-
sion tree it builds.

Proof. To find how long the algorithm spends in one node, we look at the running time of
the code without the recursive calls. The part that takes the longest is the double nested
while-loops. The outer while-loop iterates over all vertices in Y once, thus accounting
for O(|V |) iterations. In each of these iterations, the inner while-loop iterates over all
neighbours of a single vertex, thus accounting for O(|V |) iterations. The body of this
inner while-loop takes only constant time, so it takes O(|V |2) time to run the double
while-loop. The remaining code (apart from the recursive calls) take only constant time,
so we spend O(|V |2) in each node of the decision tree.
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Lemma 2. The decision tree built by the algorithm computeCIS has 2 ·#CIS(G)− 1
nodes.

Proof. We start by proving that the number of leaves in the decision tree is equal to
#CIS(G). We do this by proving three properties:

• In every leaf of the decision tree, Y is a connected set.
As we have seen, vertices of the graph are only added to Y if they are connected to
a vertex already in Y . A non-empty, connected set Y is thus always augmented in
such a way that the result is still connected. The only other option is that Y does
not yet contain any vertices, in which case adding any single vertex also yields a
connected set. Thus, Y is a connected set in any node of the decision tree as long
as the initial call is made with a connected Y as well.

• For every connected subset U ⊆ V , there is a path in the decision tree
from the root to a leaf where Y = U .
Let U ⊆ V be connected and let there be no leaf in the decision tree where Y = U .
Then for all u ∈ U such that U \{u} is connected, it holds that there is no node in
the decision tree where Y = U \ {u} and u ∈ T . If this were the case, then u will
at some point be considered to be included in Y , because there is another vertex
in U that u is connected to.

This in turn means that for all u′ ∈ U \ {u} it holds that there is no node in the
decision tree where Y = U \ {u, u′} and u, u′ ∈ T . This reasoning can be applied
until we reach the conclusion that there is no node in the decision tree where Y = ∅
and U ⊆ T . However, in the initial call to the algorithm Y = ∅ and T = V ⊇ U .
This is a contradiction, which must mean that there is a leaf in the decision tree
where Y = U .

• For every connected subset U ⊆ V , there is at most one path in the
decision tree from the root to a leaf where Y = U .
At every node on a path starting from the root, a decision is made to include or not
to include a certain vertex in Y . Given a connected subset U ⊆ V , we can deduce
which of the two branches down we need to take at each node in the decision
tree, as the branches determine for one vertex whether or not is in included in Y .
Once a decision has been made on whether to include some vertex from T , it is
immediately removed from T and hence no other decision will be made for that
specific vertex when continuing a path down the decision tree. This means that at
every node on a path starting from the root of the decision tree, it is predetermined
by the elements in U which branch to take, thus defining a unique path to a leaf
where Y = U .

These three properties together imply that the number of leaves of the decision tree
is equal to #CIS(G). Since it is a full binary tree (meaning that every node has either
0 or 2 children) the number of internal nodes is #CIS(G)− 1. Hence, the total number
of nodes in the tree is 2 ·#CIS(G)− 1.

Lemma 1 and Lemma 2 together imply that the total running time of the algorithm
is O(|V |2 ·#CIS(G)).
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3 Upper bound

As mentioned in the problem definition (see Section 1), we are interested in how high
the #CIS parameter can get for a graph of size n and degree d. An obvious upper
bound is of course 2n, since that is exactly the number of induced subgraphs a graph on
n vertices has. But since we have a restriction on the maximum degree of the graph, we
can achieve slightly better bounds than just this trivial one.

3.1 The Product Theorem on vertex neighbourhoods

To obtain a better bound, we use Shearer’s entropy lemma. More specifically, we use it in
the form of the Product Theorem (see Theorem 1). This theorem gives an upper bound
on the size of a family of subsets F in terms of the sizes of projections of F onto other
individual subsets. This is very applicable to our problem, since the #CIS-parameter
is the size of such a family, namely a family of subsets of vertices.

Let us start by clarifying what a projection is. Let F ⊂ P[n] be a subset of the
powerset of [n] := {1, . . . , n}. Furthermore, let S ⊂ [n]. Then the projection of F onto
S is the set {S ∩A | A ∈ F}. The Product Theorem now states the following:

Theorem 1. (Product Theorem). Let S1, . . . , Sh be subsets of [n] := {1, . . . , n} such
that each element of [n] is contained in at least k of them. Let F ⊂ P[n] and let Fi be
the projection of F onto Si. Then

|F|k ≤
m∏
i=1

|Fi|.

This theorem can be found as Theorem 22.10 in the book Extremal Combinatorics
by Jukna et al. The preceding part of Chapter 22 in this book builds up towards the
proof of the theorem. We do not elaborate on this proof here, but instead focus on how
to apply it to our problem

Since we are interested in upper bounding the number of connected subsets of vertices
in a graph G = (V,E), we take F ⊂ P(V ) to be the set of connected subsets of vertices
(with a few exceptions not included, as we explain later). Now we need to find suitable
sets S1, . . . , Sh ⊂ V . A good selection of sets would be such that the projections Fi
have small sizes, whereas k is large. The smaller the sizes of the projections are and the
higher the value of k, the better the bound will be.

Since we are looking to upper bound the highest possible #CIS value for any graph
of a certain size and maximum degree d, we can also assume that the graph is d-regular.
For any fixed, even graph size, the highest possible #CIS-parameter will always be
achieved by a d-regular. This is evident, since adding another edge to a graph that is
not d-regular would result in a graph that has a superset of the subraphs of the original
graph and can therefore never have a lower #CIS-parameter.

Note that our choice for the sets S1, . . . , Sh needs to satisfy the requirement that each
vertex is contained in at least k of the sets for some k ∈ N. To meet this requirement, we
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look at open vertex neighbourhoods in the graph. An open neighbourhood NG[v] ⊂ V
around a vertex v ∈ V is defined as:

NG[v] := {u ∈ V | u, v ∈ E} ∪ {v}.

That is, the set that contains v and all its neighbouring vertices.
Now all that is left to define is our exact choice for F . Like said before, we define it

to be the set of almost all connected vertex sets of G. There are only a few we exclude
from this set, namely all vertex sets of size ≤ 1. For a graph on n vertices, there are
always n+ 1 such sets: the empty set end each vertex as a singleton.

With this definition of F , we know that for each v ∈ V , there is not a single set in F
containing only v, but none of its neighbours. Such a set would either be the singleton
v - which is not in F - or it would be a disconnected set if it contains other vertices,
therefore also not being in F . This is because v is completely isolated from the rest of
the graph. The neighbourhood NG[v] contains d + 1 vertices, meaning that there are
2d+1 possible subsets of these vertices. One of these subsets however, is not part of any
element of F , implying that |Fi| ≤ 2d+1 − 1 for all i ∈ {1, . . . , n}.

We can also easily deduce the value of k. Each vertex v is contained in its own
neighbourhood and in the neighbourhoods of its d neighbours. Hence, each vertex is
contained in k = d+1 of the sets S1, . . . , Sn. By applying the Product Theorem, we get:

|F|d+1 ≤
n∏
i=1

|Fi|

≤
n∏
i=1

2d+1 − 1

= (2d+1 − 1)n

=⇒ |F| ≤
(
d+1
√

2d+1 − 1
)n
.

Since #CIS(G) = |F|+n−1, we can conclude that #CIS(G) = O
((

d+1
√

2d+1 − 1
)n)

.

For d = 3, 4, 5 this yields the bounds of O(1.9680n), O(1.9873n) and O(1.9948n) respec-
tively.

3.2 Neighbourhoods with larger radius

There are of course other ways to apply the Product Theorem to this problem by making
different choices for F and S1, . . . , Sh. Since we have just chosen the latter sets to be
neighbourhoods around each of the vertices in the graph. An obvious extension would
be to look at larger regions around each of the vertices instead. This introduces the
concept of a radius associated with a neighbourhood. We call N r

G[v] the neighbourhood
around a vertex v ∈ V with radius r ≥ 0, which is defined as the set of all vertices u ∈ V ,
for which there exists a path of length ≤ r between u and v.
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Previously, we have said that F is the set of connected vertex subsets of size greater
than 1. With a new choice for S1, . . . , Sh however also comes a different appropriate
choice for F . We again consider the set of all connected vertex subsets, but this time
we exclude all so-called local sets. We say that a set S ⊂ V is local with respect to a
certain radius r ≥ 0 if there is a vertex v for which it holds that S ⊂ N r

G[v].
The bounds found in section 3.1 were achieved by this same method for the special

case r = 1, but the bounds can be improved (at least for degrees d = 3, 4, 5) by taking
r = 2. The proof hereof can be found in the journal paper by Kangas et al. The proof
starts by showing that there are at most (2δr) local connected sets, where δr := d(d−1)r−2

d−2 .
Secondly, we can observe that the following lemma holds:

Lemma 3. Let C be a connected, non-local set of G = (V,E). Then for all v ∈ V
it holds that every component of the graph induced by C ∩ N r

G[v] contains at least one
vertex u ∈ N r

G[v] \N r−1
G [v] such that u is adjacent to at most d− 1 vertices in N r

G[v].

Proof. If C ∩N r
G[v] is empty, then the graph induced by it has no components, making

the claim trivial. We assume now that C ∩ N r
G[v] 6= ∅. Since C is non-local, it can by

definition not contain solely vertices in the neighbourhood around v. There must also
be vertices outside of this neighbourhood contained in C. Since C is also connected,
these vertices must be connected to all of the vertices of C inside the neighbourhood
N r
G[v]. This means that for every vertex in C ∩N r

G[v] there exists a path leading out of
the neighbourhood. To “exit” the neighbourhood, the path must cross a vertex that is
connected to another vertex outside the neighbourhood. The only vertices that have a
chance of being connected to vertices outside the neighbourhood are in N r

G[v] \N r−1
G [v],

which can in some sense be seen as the inner boundary of N r
G[v]. The only other

constraint on such a vertex is that it has no more than d− 1 edges to other vertices in
the neighbourhood, to ensure that there is indeed at least one edge connecting it to a
vertex outside of the neighbourhood.

In section 3.1, we looked at neighbourhoods of radius one and concluded that one
of the 2d+1 combinations of vertices in that neighbourhood (namely the one containing
only the center vertex) can not be part of the projection of F onto that neighbourhood.
This is because it has a component not containing a vertex on the inner boundary
of the neighbourhood. This gave an upper bound on the size of the projections |Fi|.
Such an upper bound is less trivial for neighbourhoods with a larger radius, since there
are multiple different possibilities of what a neighbourhood of radius r > 1 may look
like. With a computer search on worst case neighbourhoods, improved upper bounds of
O(1.9351n), O(1.9812n) and O(1.9940n) for d = 3, 4, 5 respectively can be achieved.
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4 Lower bound

Now that we have seen an upper bound on how high the #CIS-parameter can get for a
graph of size n and degree d, we also want to have a lower bound on this number. The
#CIS parameter of any arbitrary graph serves of course as a lower bound for the highest
#CIS value of all graphs with the same size and degree. Moreover, if we construct an
infinite family of graphs with degree d, then the #CIS-parameters of those graphs
form lower bounds for an infinite number of graph sizes. If we can also give a general
expression or lower bound for all graphs in that family, then this allows us to lower
bound the maximum #CIS a graph with degree d and of any size n can have. This
way, Kangas et al. have been able to establish lower bounds Ω(1.7651n), Ω(1.8925n)
and Ω(1.9375n) for degrees d = 3, d = 4 and d = 5 respectively [9]. Unfortunately,
only the lower bounds in the conference version of that same report (being Ω(1.5537n),
Ω(1.6180n) and Ω(1.7320n) respectively) were known to us when starting to research the
topic [8]. This led us to some work that turned out to be very similar to what had already
been done in newer journal version of the paper. Nonetheless we present all attempts to
improve the bounds that have already been found, along with the similarities and the
differences between our work and that of Kangas et al.

4.1 Randomly linked cycles

As a starting point for finding just any lower bound, we have looked at random graphs to
see what the value of their #CIS is. More specifically at graphs that we call randomly
linked cycles. These are cycles combined with one or more matchings in the complement
thereof. Since a cycle already assigns degree 2 to each vertex in the graph, we have room
to add d−2 matchings to get a graph of degree at most d. Figure 2 shows two randomly
linked cycles of different sizes and degrees as examples.

Figure 2: Examples of randomly linked cycles with n = 16, d = 3 and n = 12, d = 4.

There are a few reasons for choosing this method of generating random graphs. First
of all it is an easy way to generate graphs that are both connected and have a degree of
no higher than d or are even d-regular. Moreover, random d-regular graphs are usually
very good expander graphs by a theorem of Friedman [7]. Although we will not discuss
expander graphs any further, it is interesting to note that good expander graphs have
strong connectivity properties and in that sense appear to be related to graphs having
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a high #CIS-parameter as this can also be seen as a measure for connectedness.
Having this method of easily generating random graphs, the first idea was to generate

a lot of them and see whether there appear to be any similarities between the ones that
have high #CIS-parameters. If this is the case, then maybe we can find a family of
randomly linked cycles that generalizes this property for larger sizes. The characteristics
of a graph with a high #CIS-parameter can most easily be seen by showing a graph
with a low #CIS-parameter next to one with a high #CIS-parameter:

(a) Linked cycle with a low #CIS-
parameter of 33, 594.

(b) Linked cycle with a high #CIS-
parameter of 180, 871.

Figure 3: Two randomly linked cyles with n = 20, d = 3.

Out of 1, 000 randomly generated graphs with n = 20, d = 3, the two cycles shown
in Figure 3 are the ones with the lowest (3a) and the highest #CIS-parameter (3b). A
difference that is immediately noticeable is that the graph on the left feels a lot more
“empty” inside than the one on the right and this difference persists when running the
same experiment for other graph sizes and degrees. We see that cycles in which vertices
far away from one another are linked together generally perform better than cycles where
closeby vertices are connected. Although a property like this can be obtained in various
different families of graphs that easily extend to define graphs of any size (see Figure
4), we would also want to find an expression that can be used to say something about
the #CIS-parameter of the graphs of all these sizes. Finding such an expression turned
out to be rather challenging, which is why we had to construct graph families in a way
that is better suited to find one. To do so, we took inspiration from the ladder graphs
as used in [8].

(a) Ladder
graph with
n = 20.

(b) Spokes
graph with
n = 20.

(c) “Cat’s
eye” graph
with n = 20.

(d) Grid-like
cycle graph
with n = 20.

Figure 4: Four examples of special linked cycles that may easily be generalized to larger
sizes. These examples have #CIS-parameters of 23, 638, 78, 056, 82, 682 and 105, 272
respectively.
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4.2 Ladder-like gadgets

The lower bound that was found in the conference version of On the number of connected
sets in bounded degree graphs [8] was achieved by ladder graphs. The ladder graph has
a very regular structure (see Figure 5), which makes it very easy to construct a ladder
graph of a larger size. Given a ladder graph on n vertices, construcing one of size n+ 2
is as easy as connecting two new vertices to one of the ends of the given ladder. It is this
property that in turn allowed for the construction of a recursive expression (depending
on the graph size n) that describes the number of connected subgraphs spanning from
left to right.

Figure 5: General form of a ladder graph.

Although ladder graphs appear to have a lower #CIS-parameter than any 3-regular
randomly linked cycle of the same size, this method of lower bounding the #CIS-
parameters of an entire graph family is applicable to more graphs than just the ladder
graph. Instead of creating a new graph by adding just two vertices to an existing one, we
could add any number of vertices in different formations. Not all formations are possible,
because the vertices have to link to the given graph in such a way that the maximum
degree d is not exceeded. To this end, we are looking for graph gadgets with certain
properties that allow them to be chained together any number of times we please. To
construct a family of graphs with degree d, we consider gadgets with at least 4 vertices
of degree no higher than d − 1. These vertices can still be connected to one more edge
without exceeding the maximum degree of d. We shall use these additional edges to link
gadgets together. If we call these four lower degree vertices ak, bk, ck and dk for the k-th
gadget in a chain, then we combine two adjacent gadgets by connecting ak to ck+1 and
bm to dm+1, as shown in Figure 6.

Figure 6: Gadgets can be linked together to form an arbitrarily large graph.

4.2.1 Writing a recursion for gadget chains

Like in the picture, we reason of gadgets being linked together from left to right. Similar
to what has been done for the ladder graphs, we write a recursive expression that denotes
the number of connected induced subgraphs there are in a chain of k gadgets that span
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all the way from left to right. That is, subgraphs that contain at least one of the vertices
a1 and b1 and at least one of the vertices ck and dk. To write this recursion, we define
the following sequences:

• We write (ac)k to denote the number of connected induced subgraphs that contain
a0 and ck, but neither b0 nor dk. Similarly, we could write (abd)k to denote the
number of connected induced subgraphs that contain a0, b0 and dk, but not ck. In
short, we write the letters of all vertices of the subset {a0, b0, ck, dk} that we want
to be included in the subgraphs that we count. The others will not be included.
This means that for our purposes, we are only ever interested in the ones that
include at least one of the vertices a0 and b0 and at least one of the vertices ck and
dk.

• We write (Lc)k := (ac)k+(bc)k+(abc)k to denote the number of connected induced
subgraphs that span from left to ck, but not to dk. That is, they include any
nonempty subset of the vertices {a0, b0} along with ck, but they do not include dk.
Similarly, (Ld)k := (ad)k + (bd)k + (abd)k and (Lcd)k := (acd)k + (bcd)k + (abcd)k.

• Lastly, we write the total number of connected induced subgraphs spanning from
left to right as (LR)k := (Lc)k + (Ld)k + (Lcd)k.

Now we are interested in a recursive expression for the sequence (LR)k. To achieve
this, we will think about what happens when we add another gadget to a chain of k
identical gadgets H. A connected induced subgraph spanning from left to right in a
chain of k + 1 gadgets can be seen as a subgraph spanning from left to right in the first
k gadgets combined with a subgraph spanning from left to right in the last gadget. Not
all combinations of two of such subgraphs yield a new connected subgraph that spans
from left to right in the larger graph of k + 1 gadgets however. As an extra constraint,
the two subgraphs also need to be connected to one another. An example of where this
goes wrong is when we combine a subgraph including only ck (but not dk) on the left
with a subgraph including only bk+1 (but not ak+1) on the right. Therefore, we need to
exclude such combinations when counting all combinations that form connected graphs
spanning from left to right in the chain of k+ 1 gadgets. Based on the reasoning above,
we can deduce separate recursive formulas for each of the three individual terms of (LR)k:

(Lc)k+1 = (LR)k · (Lc)1 − (Lc)k · (bc)1 − (Ld)k · (ac)1

(Ld)k+1 = (LR)k · (Ld)1 − (Lc)k · (bd)1 − (Ld)k · (ad)1

(Lcd)k+1 = (LR)k · (Lcd)1 − (Lc)k · (bcd)1 − (Ld)k · (acd)1

We specifically want to know how fast these expressions grow in terms of the number of
gadgets k. Rewriting the three equalities yields:
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 (Lc)k+1

(Ld)k+1

(Lcd)k+1

 =

 (LR)k · (Lc)1 − (Lc)k · (bc)1 − (Ld)k · (ac)1

(LR)k · (Ld)1 − (Lc)k · (bd)1 − (Ld)k · (ad)1

(LR)k · (Lcd)1 − (Lc)k · (bcd)1 − (Ld)k · (acd)1


{ We substitute (LR)k = (Lc)k + (Ld)k + (Lcd)k. }

=

 [(Lc)k + (Ld)k + (Lcd)k] · (Lc)1 − (Lc)k · (bc)1 − (Ld)k · (ac)1

[(Lc)k + (Ld)k + (Lcd)k] · (Ld)1 − (Lc)k · (bd)1 − (Ld)k · (ad)1

[(Lc)k + (Ld)k + (Lcd)k] · (Lcd)1 − (Lc)k · (bcd)1 − (Ld)k · (acd)1


{ Since every term in the vector contains either (Lc)k, (Ld)k or (Lcd)k, we
can rewrite the matrix as a matrix vector product. }

=

 (Lc)1 − (bc)1, (Lc)1 − (ac)1, (Lc)1

(Ld)1 − (bd)1, (Ld)1 − (ad)1, (Ld)1

(Lcd)1 − (bcd)1, (Lcd)1 − (acd)1, (Lcd)1

 (Lc)k
(Ld)k
(Lcd)k


...

{ We have expressed the original vector with index k+1 as a product involving
the same vector but with index k. We repeatedly apply this tansformation
until we reach index 1. }

=

 (Lc)1 − (bc)1, (Lc)1 − (ac)1, (Lc)1

(Ld)1 − (bd)1, (Ld)1 − (ad)1, (Ld)1

(Lcd)1 − (bcd)1, (Lcd)1 − (acd)1, (Lcd)1

k (Lc)1

(Ld)1

(Lcd)1



Let MH denote the 3 × 3 matrix in the last equation for a gadget H. This matrix
may be diagonalized, meaning that there exists some other 3× 3 matrix A such that: (Lc)k+1

(Ld)k+1

(Lcd)k+1

 = A

λk1 0 0
0 λk2 0
0 0 λk3

A−1

 (Lc)1

(Ld)1

(Lcd)1

 ,

where λ1, λ2 and λ3 are the eigenvalues of MH . This gives us that the recursive ex-
pressions grow with order Ω(maxλ∈{λ1,λ2,λ3}(|λ|)k). Remember that our goal was to
construct a family of graphs which has as many connected induced subgraphs as pos-
sible. Thus, we want to find a gadget H such that the maximum absolute value of an
eigenvalue of the matrix MH is as high as possible since this yields the best lower bound
given this method.
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To translate this into a lower bound for the #CIS-parameter of a graph in terms of
its size, consider the following situation. Suppose we have a gadget H on j vertices and
we construct the graph G by chaining k such gadgets together. This implies that G has
n := k · j vertices. Furthermore, let λ = max{|λi| | λi an eigenvalue of MH}. Then
#CIS(G) ≥ (LR)k = (Lc)k + (Ld)k + (Lcd)k = Ω(λk) = Ω(λn/j).

4.2.2 Generating and comparing gadgets

To find a gadget with as high a lower bound as possible, we will:

• generate lots of gadgets;

• compute the corresponding matrix MH for each of these gadgets;

• compute the eigenvalues of this matrix;

• and lastly output the gadget for which the corresponding matrix has the eigenvalue
with the highest absolute value.

We have in fact already described a method of procedurally generating large quanti-
ties of randomized graphs: the randomly linked cycles. Randomly linked cycles almost
meet the requirements we have put on gadgets. We can easily create them such that
all vertices have at most degree d or even make them so that they are d-regular. For
a graph to be a gadget of the desired form however, there also need to be four vertices
with degree at most d − 1. Luckily, a randomly linked cycle can easily be modified to
satisfy this property. By removing a matching of size 2 from the graph, we lower the
degrees of four distinct vertices by 1, giving them a degree of only d− 1. Hence, we can
use this method to generate random gadgets over and over again. For degrees 3, 4, 5 and
sizes 6, 8, 10, . . . , 24 we have each generated 1, 000 such gadgets.The results of the best
found gadgets can be seen in Figure 7 and all code that has been written for this project
can be found online [1].
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Figure 7: Lower bounds resulting from the generated gadgets.

Note that the best lower bounds have been found for the largest size we have tried,
which is 24. The best gadgets of these sizes can be found in Figure 8 and yield lower-
bounds of Ω(1.7307), Ω(1.8616) and Ω(1.9042) for d = 3, 4, 5 respectively.

(a) Best found gadget
with size 24 and degree
3.

(b) Best found gadget
with size 24 and degree
4.

(c) Best found gadget
with size 24 and degree
5.

Figure 8: Gadgets for degrees d = 3, 4, 5 that yielded the best lower bounds.
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4.3 Similarities and differences with the existing literature

It was at this point that we found out that the paper we have been using as a reference
was already outdated and that the journal version of that same paper had been published
with an improved lower bound on the #CIS-parameter. As it turns out, the approach
used to improve their own lower bounds is very similar to the approach that we have
used. The ideas of using gadgets that can be chained together and writing a recursive
formula for the number of connected induced subgraphs spanning from left to right in a
chain are also present here. The main difference however, is the structure of the gadgets
and how these gadgets link together.

The gadgets described by Kangas et al. also have four vertices designated for linking
them to other gadgets. To allow for this chaining without exceeding the fixed maximum
degree d, these four vertices have constraints on their degrees. Let us divert from the
notation used in the original paper to continue using our own and call these four vertices
a, b, c and d. Then a graph is considered a valid gadget when it contains the edges {a, b}
and {c, d} and any other edges such that

deg(a) + deg(c) ≤ d− 1 and deg(b) + deg(d) ≤ d− 1.

Now two gadgets are linked together by merging the vertices a and b of one gadget with
the vertices c and d of the other gadget as illustrated in Figure 9 using an example.

(a) (b)

Figure 9: An example of a gadget as used in [9] on the left and a chain of 4 such gadgets
on the right.

In their research, Kangas et al. performed a search for gadgets of sizes up to n =
48, which resulted in finding lower bounds of Ω(1.7651), Ω(1.8925) and Ω(1.9375) for
d = 3, 4, 5 respectively, which are higher (and thus better) lower bounds than the ones
we found. Especially for d = 3 however, it appears however that the slightly different
construction and chaining of gadgets was not of great influence for the resulting lower
bounds for any given individual size. A comparison between our lower bounds and the
ones found by Kangas et al. can be found in Figure 10
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Figure 10: A comparison of our results with the ones from existing literature.

4.4 Gadgets in a generalized form

Inspired by the ladder graph, we posed the restriction on gadgets to have four vertices
with a lower degree. However, there are no further reasons as to why the number of
link vertices is restricted to only 4. Maybe better bounds can be achieved by having
a lot more link vertices or perhaps by having only 2. This is why we generalize the
construction of gadgets, such that they can have any (even) number of link vertices.

Suppose we have a gadget with 2` link vertices for some ` ∈ N+. We denote them
by u1, u2, . . . , u` and v1, v2, . . . , v`. To link two gadgets together, we connect vertices vi
from one gadget to vertices ui from the other gadget for all i ∈ {1, . . . , `}, an example
of which is shown in Figure 11 for ` = 4.

Figure 11: A chain of k gadgets with 8 link vertices each.
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Now that we allow any number of link vertices, we also need to find a generalized
form for our recursive expression for connected induced subgraphs spanning “from left
to right”. Therefore, we define the follwoing three sequences for a chain of k gadgets H
with 2` link vertices:

• We define (pL,R)k to be the number of connected induced subgraphs that include
exactly the subset of {u1,1, u2,1, . . . , u`,1} as indicated by L and exactly the subset
of {v1,k, v2,k, . . . , v`,k} as indicated by R, where L,R ⊂ {1, . . . , `}. As an example
for the chain in Figure 11, (p{1,2,4},{3,4})k denotes the number of connected induced
subgraphs covering u1,1, u2,1 and u4,1 but not u3,1 and also covering u3,k and u4,k,
but not u1,k and u2,k.

• We define (qR)k to be the number of connected induced subgraphs that include
any non-empty subset of the vertices {u1,1, u2,1, . . . , u`,1} and exactly the subset
of {v1,k, v2,k, . . . , v`,k} as indicated by R, where R ⊂ {1, . . . , `}. By construction,
it holds that:

(qR)k =
∑

L : L a non-empty subset of {1,...,`}

(pL,R)k.

• We define (r)k to be the number of connected induced subgraphs that include any
non-empty subset of the vertices {u1,1, u2,1, . . . , u`,1} and any non-empty subset of
the vertices {v1,k, v2,k, . . . , v`,k}. By construction, it holds that:

(r)k =
∑

R : R a non-empty subset of {1,...,`}

(qR)k

Like before, we want to find a recursive expression for these sequences. To improve the
readability of such an expression, we define yet some additional notation.

• Let [`] := {1, . . . , `}.

• Let P[`] denote the power set of [`].

• Let P[`] := P[`]\∅ denote all non-empty subsets of [`]. Furthermore, let {R1, R2, . . . , R2`−1} =

P([`]) be an arbitrary order of the elements of this set.

• Let C(R) := P([`] \R) denote the powerset of the complement of some R ⊂ [`]
without the empty set.

Using this notation, we can describe the following recursive expression for the value of
(qR)k+1:

Lemma 4. For all R ∈ P[`] it holds that:

(qR)k+1 = (r)k · (qR)1 −

2`−1∑
j=1

(qRj )k ·

 ∑
L′∈C(Rj)

(pL′,R)1
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Proof. To prove this recursion, we reason about what happens when we add a single
gadget to an already existing chain of k gadgets. In the existing chain, the number of
connected induced subgraphs that span from left to right is of course (r)k. Let R ∈ P[`]
be arbitrary. Then in the gadget that is to be added to this chain, the number of
connected induced subgraphs that span from left to exactly the set indicated by R on
the right is (qR)1. Any of these subgraphs may be combined with a connected induced
subgraph spanning from left to right in the existing chain to get an induced subgraph in
the extended chain. By construction, such a subgraph contains one or more link vertices
on the left and exactly the link vertices on the right as indicated by R. However, this
subgraph need not necessarily be connected. It only is connected if the two individual
subgraphs it was constructed from are connected to one another. Hence, we would count
too many subgraphs by simply taking the expression (r)k · (qR)1.

To make up for this, we need to substract the number of disconnected subgraphs
that we have unduely included in this product. For every subgraph in the existing chain
that ends in some subset of the right most link vertices indicated by R′ ∈ P[`], we
need to exclude the combinations of that subgraph with any subgraph in the additional
gadget containing only link vertices on the left hand side that are not in R′. There are

(qR′)k ·
(∑

L′∈C(R′)(pL′,R)1

)
such combinations. Since we need to exclude these subsets

for all R′ ∈ P[`], we obtain that:

(qR)k+1 = (r)k · (qR)1 −

2`−1∑
j=1

(qRj )k ·

 ∑
L′∈C(Rj)

(pL′,R)1

 .

We can use Lemma 4 to make the following derivation:
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 (qR1)k+1
...

(qR
2`−1

)k+1



=



(r)k · (qR1)1 −

 ∑
R′∈(P[`])

(qR′)k ·

 ∑
L′∈C(R′)

(pL′,R1)1




...

(r)k · (qR
2`−1

)1 −

 ∑
R′∈(P[`])

(qR′)k ·

 ∑
L′∈C(R′)

(pL′,R
2`−1

)1






{ We substitute (r)k =
∑2`−1

i=1 (qRi)k. }

=



2`−1∑
i=1

(qRi)k

 · (qR1)1 −

 ∑
R′∈(P[`])

(qR′)k ·

 ∑
L′∈C(R′)

(pL′,R1)1




...2`−1∑
i=1

(qRi)k

 · (qR
2`−1

)1 −

 ∑
R′∈(P[`])

(qR′)k ·

 ∑
L′∈C(R′)

(pL′,R
2`−1

)1





{ Since every term in the vector contains one of the values (qR1)k, . . . , (qR

2`−1
)k, we can rewrite the
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We call the square matrix in this last equation MH . Now by the same argument
we made for ladder-like gadgets (which are in fact just gadgets with ` = 2) in Section
4.2.1, we can find a lower bound for the #CIS parameter of a gadget chain by looking
at the eigenvalues of MH . Suppose that G is a chain of k gadgets H, then #CIS(G) =
Ω(max{|λ|k : λ an eigenvalue of MH}).

4.4.1 Generating and comparing gadgets

This time, we first restrict ourselves to the case d = 3 and compare the best lower bounds
achieved for different numbers of link nodes `. We generate 1, 000 gadgets for different
sizes, the results of which can be seen in Figure 12.
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Figure 12: Lower bounds resulting from the generated gadgets with d = 3.

As can been seen from the graph, the best found gadget for degree d = 3 has size
24 and ` = 3. The corresponding gadget can be found in Figure 13 and yields a lower
bound of Ω(1.7352). At least for all sizes up to 24, the gadgets with ` = 3 outperform all
gadgets with other values for `. It appears as if the further away the value of ` lies from
3, the lower the resulting lower bound is, but it remains unclear whether this behaviour
persists for larger gadget sizes.
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Although gadgets with ` = 3 also perform slightly better than same-sized gadgets
with the structure defined by Kangas et al., it is also unclear whether this will still be the
case for larger gadget sizes. For now, the lower bound posed by Kangas et al. remains
the best. This was achieved by a gadget of size 48.

Figure 13: The best gadget found for degree 3. It has size 24 and 6 link vertices (` = 3).
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5 Conclusion

In this first part, we have covered three different topics related to the #CIS-parameter.
First we have seen how to compute the #CIS-parameter for a given graph in time
proportional to the actual value of the #CIS-parameter. More specifically, the running
time of the algorithm is O(#CIS · n2), where n is the size of the input graph.

Secondly, we have looked at an upper bound on the #CIS-parameter. We have seen
that the Product Theorem as described in section 3.1 can be used to achieve this and
we reviewed proof of how to apply it on vertex neighbourhoods in a graph. This gave
an upper bound of O(1.9351) for d = 3.

Finally, we have focused on finding a way to construct an infinite family of graphs
with a lower bound on the #CIS-parameter that is as high as possible. The first
attempt was to generate randomly linked cycles to see what the #CIS-parameters of
these graphs are for different sizes. Afterwards, we slightly modified these randomly
linked cycles such that they can be chained together via four special vertices. Using this
method, we have managed to find a lower bound of Ω(1.7307) for d = 3. Lastly, we have
generalized the construction of gadgets to no longer require four special vertices, but
instead any number of vertices. Using 6 instead of 4 special vertices proved to be most
effective for small gadget sizes of up to 24. This has improved our previous lower bound
to Ω(1.7352). While this improvement was not significant enough to be tighter than
the bound of Ω(1.7651) given by Kangas et al., the method itself has proven somewhat
promising. For each graph size up to 24 individually, our gadgets with 6 link vertices
yielded better lower bounds than gadgets of the same size with the construction as given
by Kangas et al.

5.1 Future work

To find out whether the generalized gadgets indeed have the capability to improve the
already known lower bounds, we would need to perform the search for gadgets of larger
sizes. The current lower bound by Kangas et al. has been achieved by a gadget of size
48, whereas the largest gadgets we have been able to check in reasonable time was 24.
To be able to perform this search, we would either need more computing power, or an
algorithm with a better running time for finding the #CIS-parameter of a graph.

Of course, there are also other ways to construct an inifinte family of graphs than
using the method we have proposed. For example:

• One could try to use the same structure and chaining of gadgets, but use a different
method to randomly generate the gadgets themselves. Perhaps the randomly linked
cycles tend to have relatively low #CIS-parameters. as opposed to certain other
d-regular graphs.

• One may also still use the idea of gadgets, but with a structure different from the
one we have proposed. A different gadget structure will lead to different results.
As an example, one could use the gadget structure by Kangas et al. as described
in Section 4.3 as a basis. Just like we have generalized our ladder-like gadgets to
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work with any number of link vertices, this gadget strucutere may be generalized
in a similar fashion.

• Another possibility would be to completely depart from the idea of gadgets. The
randomly linked cycles performed quite well, and one could for example try and find
a recursive expression for the number of connected induced subgraphs in graphs
with a structure like the ones in Figure 4.
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PART B: Connected spanning subgraphs

6 Problem definition

After having looked at connected subsets of vertices, we may be curious about counting
the number connected subsets of edges. We distinguish between two such problems,
depending on how we define a connected subset of edges:

1. we can count sets of edges that are all connected to one another, or

2. we can count sets of edges that connect all vertices to one another, forming a
connected graph on all vertices.

As an example, look at figure 14. It shows some arbitrary graph in Figure 14a and two
edge sets form this graph in Figures 14b and 14c.

(a) An arbitrary graph.
(b) An edge set from the orig-
inal graph.

(c) Another edge set from the
original graph.

Figure 14: An arbitrary graph with two subgraphs induced by the vertices of this graph.

The edge set shown in Figure 14b would be counted under both definitions of a
connected edge set, since all edges are connected to one another and the set also covers
all vertices of the original graph. Because only the first of these constraints is met for
the edge set shown in Figure 14c, it would only be counted for the first definition of
a connected edge set, but not the second. Note that an edge set with more than one
component would not be counted for either of the definitions. The second definition uses
the same connectedness constraint as the first, but also adds another constraint that all
vertices of the original graph need to be covered. This allows us to observe that the
collection of connected edge sets under the first definition is a superset of the collection
of connected edge sets under the second definition.

We choose to investigate the counting problem under the second definition, as using
the first definition results in a problem quite similar to counting the number of connected
induced subgraphs as described in Part A. In fact, every connected induced subgraph
directly corresponds to one or more connected edge sets of the first definition.

For the second definition, we introduce the concept of spanning subgraphs. For a
graph G = (V,E), we call a subgraph H = (V,E′) spanning if all vertices in V are
covered by edges in E′. That is, for all vertices v ∈ V there is an edge e ∈ E′ such
that v ∈ e. This means that counting connected edge sets under the second definition
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is equivalent to counting the connected spanning subgraphs of a graph. We denote the
number of connected spanning subgraphs of a graph G by #CSS(G):

Definition 3. Let G = (V,E) be a graph. Then we define the #CSS-parameter of G
as #CSS(G) := |{E′ ⊂ E | (V,E′) is connected}|.

Analogous to Part A, we are interested in how high the #CSS-parameter can get
for graphs of size n with a fixed maximum degree of d. In the following sections, we give
upper and lower bounds for this number.

6.1 Mathematical Relevance

Counting the number of connected spanning subgraphs is very closely related to the
problem of network reliability. In its most general form, the network reliability problem
is defined as follows: given a graphG = (V,E), where each edge e ∈ E fails independently
with a probability pe ∈ [0, 1] we need to compute the probability that the graph becomes
disconnected. A simplification that can be made is to assume that every edge has the
same failure probability p. In that case, we denote the probability that the graph
becomes disconnected by FAIL(p). This problem has various applications to all kinds
of networks that can be modeled as a graph. It can be used to compute or estimate
the probability of a train network becoming disconnected when each track has a certain
failure probability or to estimate the probability that information networks fail. Network
reliability is also used in modeling the spread of epidemics as in [11].

Note that a graph remains connected if and only if the edges that have not failed
form a connected spanning subgraph. Hence the chance of being left with a connected
spanning subgraph is 1 − FAIL(p). Furthermore, if p = 1

2 , then every subgraph of G
occurs with equal probability. Since 1− FAIL(p) denotes the probability that we are a
connected spanning subgraph remains and there are 2m different subgraphs (where m is
the number of edges in the graph), the number of connected spanning subgraphs of G
is #CSS(G) = (1− FAIL(p)) · 2m.

6.2 Existing literature

A more well-known problem is that of enumerating spanning trees, which are of course
all instances of connected spanning subgraphs. A 2018 paper by Chakraborty et al.
for example reviews algorithms that are capable of doing exactly that [6]. Kirchhoff’s
Matrix-Tree Theorem can be used to help show that an algorithm can be constructed
which enumerates all spanning trees in polynomial time. The theorem tells us that the
number of spanning trees a graph has is equal to the average of the non-zero eigenvalues
of the graph’s Laplacian matrix [5]. The Laplacian matrix of a graph is not difficult to
compute as it is the difference betwen the diagonal matrix containing the degrees of each
vertex along the diagonal and the adjacency matrix of the graph.

Enumerating all connected spanning subgraphs has also been studied by Liu and
Chow under the restriction that the input graph is planar and an algorithm is given to
enumerate the subgraphs [12]. The network reliability problem has also been researched
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extensively and most notably a randomized algorithm to approximate FAIL(p) has
been described in the book Approximation algorithms by Vazirani [14]. In Section 7, we
describe how and why this algorithm works following the outlines given in Chapter 28
of the book and we try to apply it to our problem. Following that, we give an upper
bound on the number of connected induced subgraphs in Section 8 and a lower bound
on the maximum number of connected induced subgraphs in Section 9.
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7 Algorithm for computing the #CSS of a graph

Before we start reasoning about upper and lower bounds on the #CSS-parameter, we
are first interested in how to even compute it for a given graph. To do this, we will not
use a deterministic algorithm like we have for the #CIS-parameter, but a randomized
algorithm that approximates the value of the #CSS-parameter. This enables us to find
an approximation quite quickly as opposed to finding the exact value really slowly. In
Section 7.1 we formalize our demands for how accurate we want the algorithm to be and
in Sections 7.2 - 7.3 we explain how and why the algorithm works. Finally in Section
7.4 we show that the algorithm can be used to approximate the #CSS-parameter, but
not within the desired error margins described in section 7.1.

7.1 Approximation algorithms

A problem that we ran into when computing the #CIS-parameter of a graph, is that
this could not be done in reasonable time for graphs of size higher than 24 using the
algorithm described in Section 2. This is a shame, since we wanted to use gadgets that
can be chained together to get lower bounds on the #CIS-parameter. The larger these
gadgets are, the better the lower bounds that they yield usually are. The fact that we
have only been able to test for gadgets of sizes up to 24 has meant that we could not
fully compare our method with the ones presented in existing literature. It is therefore
left inconclusive whether our method performs better on these larger gadgets.

To avoid this problem when computing the #CSS-parameter, we need to find an
algorithm with a much faster asymptotic running time. Although it can be computed
in polynomial time whether a graph contains any connected spanning subgraph at all
(by simply checking if the graph is connected), computing how many such subgraphs
there are in a graph is ]P -complete. The complexity class ]P denotes the set of counting
problems associated with decision problems from NP [13], which means that problems
from ]P are at least as hard as their respective decision problem from NP .

Maybe we do not need the exact solution to our problem however. It may be much
more useful to approximate the answer really fast, than to get the exact answer really
slow. Since we are interested in giving upper and lower bounds for the #CSS-parameter,
an approximation can be considered good enough, rather than having to compute the
exact #CSS-parameter for a specific graph. Of course, we need some certificate of
accuracy to know whether the approximation is actually any good, which is why we
introduce the concept of a fully polynomial randomized approximation scheme, abbrevi-
ated FPRAS. The book Approximation algorithms by Vazirani [14] defines an FPRAS
as follows:

Definition 4. Consider a problem in P whose counting version, f , is ]P -complete.
An algorithm A is an FPRAS for this problem if for each instance x ∈ Σ∗, and error
parameter ε > 0,

P[|A(x)− f(x)| ≤ εf(x)] ≥ 3

4
,

and the running time of A is polynomial in |x| and 1/ε.
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Here, Σ∗ denotes the set of valid inputs to the problem f . In the same book, an
FPRAS is presented which is used in approximating the solution to the network reliability
problem, which we have seen to be very closely related to our problem. In the following
sections, we describe and explain the approximation algorithm for the network reliability
problem. Finally we also implement the algorithm and apply it to our counting problem,
which is a great illustration of why this algorithm generally cannot be used to make good
approximations for the #CSS-parameter, even though it makes good approximations
for network reliability.

7.2 An FPRAS for estimating network reliability

An important idea in the algorithm is the notion of cuts in a graph. A cut is a set of
edges C that partitions the set of vertices V in a graph G = (V,E) into two sets U and
U , such that the only edges between these two sets are the edges in the cut. I.e.: for
each e ∈ E one of the following holds:

• e ∈ C, meaning that e is in the cut;

• e ⊂ U , meaning that e connects two vertices that are both in U ;

• e ⊂ U , meaning that e connects two vertices that are both in U .

Now if we remove all edges of some cut C from the graph G, then G is split up into
two disconnected components. Relating that to network reliability, this means that a
graph becomes disconnected if and only if there is a cut in which all edges fail. Now
if every edge fails with a probability p, then the probability that specific cut C fails is
p|C|. Observe that the probability of a cut failing decreases exponentially with its size.
This implies that the smaller a cut is, the higher its chance of failing and the greater
its contribution to the total failure probability of the graph. Although there may be
more cuts of a certain larger capacity then there are of a certain smaller capacity, the
combined contribution of the smaller cuts can be used to express good lower bounds on
the failure probability. This property is formalized in the following lemma by Vazirani
in his book:

Lemma 5. For any ε > 0, only polynomially many “small” cuts (in n and 1/ε) are
responsible for a 1− ε fraction of the total failure probability FAIL(p). Moreover, these
cuts can be enumerated in polynomial time.

The algorithm uses roughly this three step plan:

1. enumerate all these “small” cuts,

2. construct a DNF formula f whose probability of being satisfied is exactly the
probability that at least one of these cuts fails,

3. use the FPRAS for counting DNF solutions presented in section 7.3 to estimate
the probability that the DNF formula is satisfied.
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7.2.1 Enumerating small cuts

We use Karger’s algorithm [10] to enumerate the small cuts. This is a randomized
algorithm to find a minimum cut in a graph. It finds a random (likely small) cut in the
graph and by repeating it sufficiently often, the probability of finding a minimum cut is
quite high. We do something similar, but instead of only looking for the smallest cut we
find, we save all of them. We are particularly interested in α-min cuts. For α ≥ 1, we
say that a cut is an α-min cut if its capacity is at most α times greater than the capacity
of a minimum cut in the graph.

Karger’s algorithm makes use of the idea of edge contraction. By contracting an
edge, we mean the following operation:

Definition 5. Given a multigraph G = (V,E), contracting an edge e = {u, v} ∈ E
modifies the graph into a new multigraph G′ with the following properties:

• u and v are removed from the graph and they are replaced by a new vertex w;

• all edges between u and v are removed from the graph;

• all other edges originally going to either u and v are redirected to w, that is: we
change all edges of the form {t, u} and {t, v} into {t, w}.

Karger’s algorithm works by the following step plan:

1. Pick a random edge from the graph.

2. Contract the edge

3. Repeat steps 1-2 until there are only 2 vertices left.

4. Return the edge set between the last two vertices.

It is clear that this algorithm returns a cut from the original graph. All vertices have
at some point during the algorithm been merged either one of the two vertices that are
now the last two remaining. By removing all the remaining edges in the final graph, we
enforce that all vertices merged into one of the remaining vertices are disconnected from
the vertices mergied into the other remaining vertex. We can also prove that there is a
decent probability that a min-cut is returned:

Lemma 6. The probability that a given minimum cut C is output by Karger’s algorithm
is at least 1/

(
n
2

)
.

Proof. Suppose that we are in an arbitrary iteration of the algorithm and let H denote
the graph at the start of this iteration. Then we start by finding an upper bound on
the probability that a given minimum C cut survives this iteration, given that it has
survived so far. We say that a cut survives an iteration of the algorithm if none of its
edges are contracted.

Notice that if c is the capacitiy of the minimum cut in the original graph G, then we
know that all cuts in H have at least size c, since the contraction of an edge, does not
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influence the minimum cut capacity in a graph. This is because every cut in H directly
corresponds to a cut in G of the same size (which is part of why the algorithm works).

Knowing that every cut has at least capacity c holds means that this also holds for
every cut separating a single vertex from the rest of the graph. This implies that every
vertex in H has at least degree c, which in turn allows us to conclude that there are at
least cn′/2 edges in H, where n′ is the number of vertices in H. Therefore, the probability
that a given edge is contracted in the next step is at most 2/(cn′) and the probability
that any of the edges of the minimum cut C are contracted is at least 2c/(cn′) = 2/n′.
Hence, the probability that cut C survives is (1− 2/n′).

We know that C is output by the algorithm if and only if it survives all iterations.
There are n− 2 iterations in which we decrease the graph size by 1, meaning that:

P[Karger’s algorithm outputs C] =
n−2∏
i=1

P[C survives the i-th iteration]

≤
(

1− 2

n

)(
1− 2

n− 1

)
· · ·
(

1− 2

3

)
=

(
n− 2

n

)(
(n− 1)− 2

n− 1

)
· · ·
(

3− 2

3

)
=

(n− 2)!

n!/2!

=
1(
n
2

)
This result implies that the number of minimum cuts in a graph is bounded by

n(n − 1)/2. Since the events that each of the cuts survives are all mutually exclusive,
the probabilities of each of them surviving should add up to no more than 1. By solving
x
(
1/
(
n
2

))
≤ 1, we get x ≤

(
n
2

)
= n(n− 1)/2. A similar result can be achieved in a more

general sense:

Lemma 7. For any α ≥ 1, the number of α-min cuts in G is at most n2α.

Proof. We prove this lemma by a similar argument as the previous: we pick a random
cut, prove that each α-min cut has a probability of at least 1

n2α of being chosen. Then
from there it follows that there can be at most n2α α-min cuts. Instead of using Karger’s
algorithm to choose a random cut from the graph, we explain a slightly altered version
to achieve the desired result.

The method of choosing a random cut follows a two step plan:

1. First we continuously contract random edges in the graph, but instead of stopping
once there are 2 vertices remaining, we stop when there are 2α =: k.

2. Next, we randomly pick one of the 2k−1 cuts in the graph, which defines a cut in
the original graph. We know that there are 2k−1 cuts, since this is the number of
unique partitions of the vertices into two sets.
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We first consider the probability of a given α-min cut C to survive the first phase.
Let H be the graph at the start of an arbitray iteration in this phase, then by the same
argument as in Lemma 6 H has at least cn′/2 edges if it has n′ vertices. Therefore,
the probability that a cut C survives until the next iteration is at least (1 − αc

mc/2) =

(1 − 2α/m). This implies that the probability that C survives the entire first phase is
at least (

1− 2α

n

)(
1− 2α

n− 1

)
· · ·
(

1− 2α

k + 1

)
=

1(
n
k

) .
Given that C has already survived the first phase, the probability that it survives

the second is of course 1/2k−1. This gives the following probability that C is randomly
picked out of all cuts:

P[C survives both phases] ≥ 1(
n
k

)
2k−1

≥ 1

nk
=

1

n2α
.

Again, the events of each of the α-min cuts surviving both phases are mutually exclusive,
so the sum of their probabilities cannot exceed 1. This observation leads to the conclusion
that there are at most n2α α-min cuts in any graph of size n.

As already mentioned, it is only a small set of cuts that has the greatest influence on
the fail probability in the graph. In fact, these are the α-min cuts where α depends on
the desired accuracy of the algorithm. Now Lemma 7 helps ensure that we are likely to
enumerate them in polynomial time: by applying Karger’s algorithm sufficiently often,
we get a high probability of enumerating all or otherwise most of the α-min cuts in the
graph. Once we have found these cuts, we can translate them into a DNF formula as
described in the next section.

7.2.2 Constructing a DNF formula from a set of cuts

Let E1, . . . , Ek ⊂ E denote the set of small cuts that together are the main cause
for a graph failing. Now these cuts need to be transformed into some DNF formula
f . Moreover, f should be such that the probability that it is satisfied is exactly the
probability that at least one of the cuts E1, . . . , Ek fails. So let f have variables xe
for each edge e ∈ E and let xe be true with probability p. Now suppose that cut
Ei = {e1, . . . , ej}, then the probability that this cuts fails is exactly the probability
that the clause Di =

(
xe1 ∧ . . . ∧ xej

)
is satisfied. By constructing a DNF formula with

clauses like this for each of the cuts, we get a formula whose probability is exactly the
probability of at least one of these cuts failing. Hence, we construct f = D1 ∨ . . . ∨Dk.

7.3 An FPRAS for counting DNF solutions

By following the steps above, we have reduced the problem of network reliability to
counting DNF solutions. As we have already briefly seen, a DNF formula is a Boolean
formula of the form f = C1 ∨ C2 ∨ . . . Cm, on some Boolean variables x1, . . . , xn. Each
Ci denotes a clause which is of the form Ci = l1 ∧ . . . ∧ lri , where each lj is a literal,
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being either a Boolean variable or its negation. Without loss of generality, we assume
that no single clause contains both a variable and its negation. Our goal now is to count
the number of satisfying truth assignments of f , which we denote by #f. In cases where
counting all such truth assignments takes too much time, an approximation of #f may
suffice. In order to approximate #f, we want to define a random variable X with the
following properties:

1. X can be sampled efficiently,

2. E[X] = #f,

3. σ(X) is small enough for X to be used as an FPRAS.

If X conforms to these constraints, then sampling X polynomially many times and
outputting the mean can be used as an FPRAS to approximate #f. The first two
requirements are easily satisfied. We can take the random variable Y to have a uniform

distribution on all 2n truth assignments, where Y (τ) =

{
2n if τ satisfies f ,
0 if τ does not satisfy f .

It is clear to see that E[Y ] = #f , since the chance of randomly choosing a satsifying
truth assignment for f is 2n/#f . We can however also observe that this is not going to
suffice as an FPRAS to approximate #f, because of its possibly high variance. Suppose
for example that f has only very few satisfying truth assignments, say polynomially
many, then the odds of randomly choosing one of them are very slim. This means that
in most cases, Y will be 0, meaning that it is in practice not quite a good estimator
for #f without sampling it very, very often. To counter this effect, we shall define our
random variable X in such a way that only the satisfying truth assigments are assigned
a positive probability of occuring.

7.3.1 What to choose as random variable

Although it is hard to find the total number of satisfying truth assignments of f , it is
quite trivial to find the number of truth assignments satisfying a single clause Ci or
even to enumerate them. If Ci contains ri literals, then the assignment of variables
corresponding to them is fixed, since it has been determined what value they need to
have in order to satisfy Ci. The other n − ri variables have no influence on whether
or not Ci is satisfied, so all combinations of truth assignments for these variables are
possible. This means that there are 2n−ri different truth assignments for the variables
x1, . . . , xn that satisfy clause Ci. Let Si denote the set of these truth assignments.

Note then that #f = |
⋃m
i=1 Si|. We already know that this value is hard to compute,

but since it is very easy to compute |Si| for every i, we can also easily compute is
the value of

∑m
i=1 Si. This would be the size of the multiset union of S1, . . . , Sm. This

multiset contains each truth assignment τ c(τ) times, where c(τ) is the number or clauses
that are satisfied by τ . We denote this multiset by M and of course |M | =

∑m
i=1 Si.

If we randomly pick an assignment from M , then the probability of picking a specific
assignment τ is c(τ)/|M |. With this probability in mind, we define the random variable
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X to be X(τ) = |M |/c(τ). The reason we define X like this is to ensure that the
expected value of X is equal to #f:

E[X] =
∑
τ

P(τ is picked) ·X(τ)

=
∑

τ satisfies #f

c(τ)

|M |
· |M |
c(τ)

=
∑

τ satisfies #f

1

= #f

In other words, X is an unbiased estimator of #f.
This proves that our X already meets one of the three requirements we have set for

it. We continue by showing that X can be sampled efficiently and finally we prove that
its standard deviation is small enough for it to be used as an FPRAS.

7.3.2 X can be efficiently sampled

We want to pick truth assignment τ with probability c(τ)/|M | and one way to do this
is to compute M and randomly picking one element from it. This however is arguably
quite inefficient and we can indeed do better. Step 1 is to pick a random clause Ci with
probability |Si|/|M |, i.e., the probability of choosing clause Ci is proportional to the
number of satisfying clauses it has. We have already concluded that computing |Si| is
trivial and thereby so is |M |, since this is just the sum of all |Si|’s. One way to choose a
clause with the desired possibility would be to pick a random number ϕ from the interval
[1, |M |] and then choosing the clause Ck such that:

k−1∑
i=1

|Si| < ϕ ∧
k∑
i=1

|Si| ≥ ϕ.

Step 2 then is to pick a random assignment satisfying Ci simply with probability
1/|Si|, so every truth assignment for Ci is chosen with equal probability. Now every
combination of a clause with a specific satisfying truth assignment for it is chosen with
equal probability, just as desired. Another way to see this is that:

P(τ is picked) =
∑

i: τ satisfies Ci

|Si|
|M |
· 1

|Si|

=
∑

i: τ satisfies Ci

1

|M |

=
c(τ)

|M |
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7.3.3 X has a small standard deviation

The third and final property for X left to prove is that it has a small standard deviation
σ(X). To this end, we prove the following lemma, which we use in the next section to
show that X can be used to construct an FPRAS.

Lemma 8. Let X be defined as above for a DNF formula with m clauses. Then σ(X) ≤
(m− 1)E[X].

Proof. We know that E[X] = #f = |
⋃m
i=1 Si|. Futhermore, we can see that |

⋃m
i=1 Si| ≥

|Sk| for all k ∈ {1, . . . ,m}. If the size of every set Sk is a lower bound for #f, then the
average of the sizes of all these sets is also a lower bound. This leads us to conclude that
E[X] = |

⋃m
i=1 Si| ≥ (

∑m
i=1 |Si|) /m = |M |/m.

Next, observe that for all truth assignments τ in M it holds that 1 ≤ c(τ) ≤ m: since τ
is in M , it must satisfy at least one clause and there are only m clauses to satisfy. By
inserting these two extremes in the definition X(τ) = |M |/c(τ), we see that X(τ) always
lies in the range [|M |/m, |M |] and we use this property in the following derivation:

σ(X) =

√
(X(τ)− E[X])2

= |X(τ)− E[X]|

{ Since X(τ) and therefore also E[X] both lie in the range [|M |/m, |M |],
the maximum difference between these two values is: }
≤ |M | − |M |/m
= (m− 1)|M |/m
= (m− 1)E[X]

7.3.4 X can be used to construct an FPRAS

Remember that we wanted to sample X polynomially many times and output the mean,
which could serve as an FPRAS to estimate #f if X had the right properties. We have
seen that it can be sampled efficiently and that the expected value is indeed #f. Finally,
we have stated an upper bound on the standard deviation of X, but it remains to be
shown that this bound is good enough to be able to use X in an FPRAS. This is the
last step in proving the following lemma:

Lemma 9. It is possible to sample X polynomially many times and output the mean as
an FPRAS to approximate the value of #f.
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Proof. We denote the mean of k samples of X by Xk. In order to prove the lemma, we
need to show that we can choose k to be polynomial in terms of m and 1/ε such that
for any ε > 0 it holds that:

P(|Xk −#f| ≤ ε#f) ≥ 3/4.

We take k = 4(m−1)2/ε2, because we can use this value nicely in the following derivation:

P(|Xk −#f| ≥ ε#f) = P(|Xk − E[Xk]| ≥ εE[Xk])

= P
(
|Xk − E[Xk]| ≥ ε

E[Xk]

σ(Xk)
σ(Xk)

)

{ We have now rewritten the expression in a form where we can

use the Chebyshev inequality. This inequality tells us that for a

random variable X with finite expected value µ and finite non-

zero variance σ2 it holds for any real number k > 0 that

P(|X − E[X]| ≥ kσ(X)) ≤ 1

k2
. }

≤
(
σ(Xk)

εE[Xk]

)2

=

(
σ(Xk)

εE[X]

)2

{ The standard deviation of k samples of X is σ(X)/
√
k. }

=

(
σ(X)

ε
√
kE[X]

)2

{ By Lemma 8: }

≤
(

(m− 1)E[X]

ε
√
kE[X]

)2

=

(
1

ε
√
k

(m− 1)

)2

=

(
1

ε · 2(m− 1)/ε
(m− 1)

)2

=

(
1

2

)2

=
1

4

=⇒ P(|Xk −#f| ≤ ε#f) = 1− P(|Xk −#f| ≥ ε#f) ≥ 3
4 .
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7.4 Using an FPRAS to compute the #CSS of a graph

Section 7.2 describes an FPRAS to estimate the probability FAIL(p) that a network
becomes disconnected when edges fail independently with probability p. Furthermore,
we have concluded in Section 6.1 that #CSS(G) = (1−FAIL(1

2)) · 2m. This leads to a
conclusion that an approximation for the fail probability of a graph could be transformed
into an approximation for the number of connected spanning subgraphs in a graph.
Therefore, we have implemented the algorithm and used it to caluculate the #CSS-
parameter of graphs. We first check it on a simple graph such that we can check whether
the algorithm works as intended [1]. This graph is shown in Figure 15 and we can easily
compute by hand that this graph has 4 connected spanning subgraphs.

Figure 15: A small example graph to test the approximation algorithm on.

To test the algorithm, we ran it 50 times for each ε = 0.01, 0.02, 0.03, . . . , 1. Of those
50 trials, the highest and lowest estimates can be seen for each value of ε in Figure 16.
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Figure 16: The highest and lowest approximations of the #CSS-parameter of the graph
in Figure 15 for various values of ε.

Now at first sight, this image looks roughly what we would expect it to look like: for
very small ε, the approximation is very accurate with no great outliers, and the larger
we take ε, the less accurate the approximation becomes. The one thing that is quite out
of the ordinary however, is how quickly the approximation becomes inaccurate. Once
we get to ε = 1, we already see estimates ranging roughly from −20 to 25, whereas the
actual value we are looking for is 4. Of course this is just an approximation algorithm
and if we are extremely unlucky we could have gotten even worse estimates for ε = 0.5
for example, but we would have to be very consistently unlucky to obtain the results that
we have gotten. For ε = 1, there should be a probability of 3

4 that an estimate lies in the
range [0, 8], but only very few of them actually do lie in that range. Moreover, extreme
outliers like the ones we have obtained are simply not to be expected this consistently.

At this point one might wonder why an algorithm to approximate the failure proba-
bility of a graph cannot be used to approximate the #CSS-parameter with comparable
accuracy. Especially when the solution of one problem can be used so directly to get
the solution to the other problem. However, it is exactly this translation between the
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different problems that explains why the FPRAS cannot be used to estimate the #CSS-
parameter with that same accuracy. Let us look once more at the relation between the
two problems:

#CSS(G) =

(
1− FAIL

(
1

2

))
· 2m.

We see that #CSS(G) is proportional to 1− FAIL(p) rather than FAIL(p). Since we
use an FPRAS to approximate the value of FAIL(p) the respective error margins are
also relative to FAIL(p). Notice that the value of FAIL(p) in our example graph is
very high (it is (28 − 4)/28 = 0.9844). This implies that our absolute error margins are
relatively large as well, but also that the value of 1−FAIL(p) is quite small. Hence, we
are approximating a smaller value with error margins disproportionally large.

By this reasoning, we find that the FPRAS for network reliability cannot be used
reliably to approximate the #CSS-parameter when FAIL(p) is large. Unfortunately,
not only our small example graph has a large failure probability, but most graphs of
bounded degree have this as well, especially larger graphs of bounded degree. Since for
every vertex there is already a cut of size d separating it from the rest of the graph, the
probability of at least one of these cuts failing only grows as graphs get bigger as well.
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8 Upper bound

Suppose we have a graph G = (V,E) with n vertices and m edges, then a trivial upper
bound on the number of connected spanning subgraphs would be 2m, since that is the
total number of subsets of edges. We have also seen such a trivial bound for the #CIS-
parameter, but managed to give a better upper bound by using the Product Theorem
(see Theorem 1). To achieve this bound, we have defined the sets S1, . . . , Sh to be
neighbourhoods around a vertex. By bounding the sizes of these individual sets, we
were able to apply the Product Theorem and obtain an upper bound on the #CIS-
parameter. We can use the same technique to give a bound on the #CSS-parameter.
We will do so by first applying the theorem on neighbourhoods of radius 1 around
vertices, then by applying it on neighbourhoods of radius 1 around edges and finally on
neighbourhoods of radius 2 around edges. Our choice for the sets S1, . . . , Sh varies for
each of these approaches, but we always choose F to be the set of all connected spanning
subgraphs.

Furthermore, we assume that our input graph G is d-regular, because the highest
possible value for the #CSS-parameter will be achieved by a d-regular graph. Therefore
an upper bound on the #CSS parameter of d-regular graphs will be a bound for all
graphs of the same size and maximum degree d.

8.1 The Product Theorem on vertex neighbourhoods of radius 1.

Again, we look at neighbourhoods around a vertex v, but this time, we are interested
in the edges instead of the vertices, so we define the neighbourhoods slightly differently
than we did before. We define the neighbourhood around v to be all edges incident with
v, which we denote by:

ÑG[v] := {e ∈ E | v ∈ e}.

We take the n different vertex neighbourhoods in G to be the sets of choice for S1, . . . , Sn.
Since every edge has two endpoints, it is contained in exactly 2 of these sets, which means
that we can take k = 2. Now that we have chosen our sets S1, . . . , Sn, we need to find
an upper bound for the sizes of the projections of F onto these sets, which are denoted
by F1, . . . ,Fn.

For a d-regular graph it holds for all v ∈ V that |ÑG[v]| = d, so |Fv| ≤ 2d. However,
not all combinations of the edges in the neighbourhood are possible elements of Fv.
There must always be at least one edge present, since every element in F is a spanning
subgraph, meaning that all vertices have an edge incident with it. None of these graphs
contain isolated vertices, so the case of |Fv| being empty is impossible given our choice
for F and S1, . . . , Sm. This observation allows us to conclude that |Fv| ≤ 2d − 1.

Now we have all elements ready to apply the Product Theorem:
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|F|2 ≤
n∏
i=1

|Fi|

≤
n∏
i=1

(2d − 1)

= (2d − 1)n

=⇒ |F| ≤
(√

2d − 1
)n
.

For degrees d = 3, 4, 5 this yields upper bounds ofO(2.6478n), O(3.8730n) andO(5.5678n)
respectively. Since in d-regular graphs it holds that m = n · d2 =⇒ n = m · 2

d , we could
rewrite these bounds as O(1.9129m), O(1.9680m) and O(1.9873m) and see that these
bounds are an improvemet on the trivial bound of 2m.

Notice that at no point in the derivation of this upper bound we have used the fact
that we are counting connected spanning subgraphs. We have only used the fact that
every vertex needs to be covered, which suggests that there may still be some room for
improvement. To this end, we see what happens when we apply the Product Theorem
on different types of neighbourhoods and find that this yields improved bounds.

8.2 The Product Theorem on edge neighbourhoods of radius 1.

So far, we have looked at neighbourhoods that are centered around a vertex, but now
we make use of neighbourhoods centered around an edge instead. We define the neigh-
bourhood around an edge e to be the set of all edges adjacent to e together with e itself
and denote it by:

K̃G[e] := {e′ ∈ E | e ∩ e′ 6= ∅}.

An example of an edge neighbourhood can be found in Figure 17. It shows what an edge
neighbourhood may look like in a 3-regular graph.

Figure 17: An edge neighbourhood centered around edge e in a 3-regular graph.

In a d-regular graph, each edge is adjacent to d− 1 edges on one side and another d− 1
on the other side. So if we take the m different edge neighbourhoods in G to be the sets
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of choice for S1, . . . , Sm, then every edge is contained in exactly 2(d− 1) + 1 = 2d− 1 of
these sets, which means that we can take k = 2d−1. It also means that |K̃G[e]| = 2d−1.

There are however certain combinations of edges in each neighbourhood that can
never occur on their own in a connected spanning subgraph. If for example only edges
incident with just one of the endpoints of e are included, then the other endpoint is left
uncovered by our edge set. This can never happen in a connected spanning subgraph,
as these do not have isolated vertices. Let v and u denote the two endpoints of e.
Then there are 2d−1 combinations of edges that do not cover v and and another 2d−1

combinations that do not cover u. Both these sets of combinations include the one where
neither u nor v is covered, so there are 2 · 2d−1 − 1 = 2d − 1 different combinations of
edges that leave at least 1 vertex uncovered. Furthermore, the situation where only e
itself is chosen, but none of the other adjacent edges is also impossible to occur in a
connected spanning subgraph. This leaves e isolated from the rest of the graph, making
it impossible for this situation to occur in a connected subgraph. Hence, there are a
total 2d combinations of the edges in the neighbourhood that can never be a part of a
connected spanning subgraph. We can conclude that |Fe| ≤ 22d−1 − 2d. At this point,
we have gathered enough information to apply the Product Theorem:

|F|2d−1 ≤
m∏
i=1

|Fi|

≤
m∏
i=1

(22d−1 − 2d)

= (22d−1 − 2d)m

=⇒ |F| ≤
(

22d−1 − 2d
)m/(2d−1)

.

For degrees d = 3, 4, 5 this yields upper bounds ofO(1.8882m), O(1.9622m) andO(1.9857m)
respectively. This is an improvement on the bounds that we have found in Section 8.1.
Since in d-regular graphs it holds thatm = n· d2 , we can write these bounds asO(2.5946n),
O(3.8503n) and O(5.5563n) respectively, in order to express them in terms of the number
of vertices n, rather than the number of edges m.
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8.3 The Product Theorem on edge neighbourhoods of radius 2.

For the #CIS-parameter, we have managed to obtain better upper bounds by looking at
neighbourhoods of radius 2 instead of one. We show that for the case of edge neighbour-
hoods in the context of the #CSS-parameter this is not the case, meaning that the best
bounds remain the ones presented in section 8.2. Let us first define a neighbourhood
around an edge with arbitrary radius r > 0. We denote such a neighbourhood by K̃r

G[e]
and it is the set of all edges e′, such that on the shortest path between e and e′, at most
r vertices need to be traversed. For now, we take r = 2 and d = 3.

Even under the restriction that a graph needs to be d-regular, there are multiple
different options for what a neighbourhood of radius 2 may look like. The value of
k and the values of |Fi| to use in the prodcut theorem depend on what exactly this
neighbourhoods looks like. Ideally, k is as high as possible, whereas |Fi| is as small as
possible. The worst case neighbourhoods for either of these values in a 3-regular graph
are shown in Figure 18.

(a) Worst case edge neighbour-
hood of radius 2 for the value of
k.

(b) Worst case edge neighbour-
hood of radius 2 for the value of
|Fe|.

Figure 18: Worst case neighbourhoods of radius 2 in a 3-regular graph centered around
edge e.

Figure 18a shows the smallest possible edge neighbourhood of radius 2 in a 3-regular
graph. It contains 7 edges, meaning that in the worst case every edge would be in only
7 edge neighbourhoods. Hence, we choose k = 7.

Figure 18b on the other hand, shows the largest possible edge neighbourhood of
radius 2 in a 3 regular graph. It contains 13 edges, but again, not all combinations of
these edges could be encountered in a connected spanning subgraph. First of all, the 6
vertices closest to e are connected only to edges inside the neighbourhood, meaning that
each of these 6 vertices need to be covered by edges in the neighbourhood. Furthermore,
each component of the graph needs to be connected to one of the 8 outermost vertices to
maintain connectedness. Using a computer search over all possible subsets of edges [1],
we can find that only 3234 out of the 8192 edge combinations satisfy these restrictions,
allowing us to conclude that |Fe| ≤ 3234 for all e ∈ E.
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By inserting these values into the Product Theorem, we get:

|F|7 ≤
m∏
i=1

|Fi|

≤
m∏
i=1

3234

= 3234m

=⇒ |F| ≤ 3234m/7 = 3.1724m.

Remember that the trivial bound mentioned at the start of Section 8 was 2m. The
bound found by this method is even worse than that, so we can conclude that using
neighbourhoods of radius 1 turns out to be a more effective way to achieve upperbounds
on the #CSS-parameter.
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9 Lower bound

In this penultimate section, we take a look at ladder graphs as depicted in Figure 19.
This is the family of graphs that has been used to give a lower bound on the #CIS-
parameter in the conference paper by Kangas et al. and we use it to give a lower bound
on the #CSS-parameter as well.

Figure 19: The structure of the ladder graph that we have seen in Section 4.2.

We denote the ladder graph on 2k vertices by Lk. The repetitive structure of the
ladder graphs can be used to our advantage and we do so by using it to construct a
recursive expression for the number of connected spanning subgraphs. Using this recur-
sive expression we count the number of edge sets in Lk where all vertices are connected
to at least one of the vertices uk and vk. Furthermore, we make a distinction between
edge sets where uk and vk are also connected to one another and edge sets where they
are not. We use the following notation:

• T [k,true] denotes the number of edge sets in Lk where every vertex is connected
to both uk and vk (meaning that uk and vk are also connected to one another).

• T [k, false] denotes the number of edge sets in Lk where every vertex is connected
to exactly one of the vertices uk and vk (meaning that uk and vk are not connected
to one another).

Under these definitions, we can see that #CSS(Lk) = T [k,true]. We prove that the
following recursion holds:

Lemma 10. For all k > 0:

(
T [k,true]
T [k, false]

)
=

(
4 · T [k − 1,true] + 1 · T [k − 1, false]
2 · T [k − 1,true] + 1 · T [k − 1, false]

)
.

Proof. We prove the lemma by arguing the correctness of the four different scalars in
the recursion, being 4, 1, 2 and 1.

By extending the graph Lk−1 with another two vertices to form Lk, we also add three
new edges: {uk−1, uk}, {vk−1, vk} and {uk, vk}.

• First we want to know in how many ways we can add a subset of these three edges
to an edge set as counted by T [k − 1,true] to form an edge set as counted by
T [k,true]. Note that uk−1 and vk−1 are connected to one another, so any way to
connect both uk and vk to either one of them results in a valid edge set. This is
achieved by the following edge sets {{uk−1, uk}, {vk−1, vk}, }, {{uk−1, uk}, {uk, vk}, },
{{vk−1, vk}, {uk, vk}, } and {{uk−1, uk}, {vk−1, vk}, {uk, vk}, }. The other four com-
binations are not possible since they all include at most one of the three new edges.
At least two edges are needed to connect both uk and vk to the rest of the graph.
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• Secondly, we count in how many ways we can add a subset of the three new edges
to an edge set as counted by T [k − 1, false] to form an edge set as counted by
T [k,true]. Since uk−1 and vk−1 are not connected to one another, we need to
include both the edges {uk−1, uk} and {vk−1, uk} to ensure that every vertex is
connected to one of the vertices uk and vk. Moreover, we also need to include the
edge {uk, vk} to ensure that uk and vk are connected, meaning that the only valid
combination here is to include all three edges.

This implies that T [k,true] = 4 · T [k − 1,true] + 1 · T [k − 1, false].

• Next, we count the number of ways in which we can add a subset of the three new
edges to an edge set as counted by T [k − 1,true] to form an edge set as counted
by T [k, false]. Either {uk−1, uk} or {vk−1, uk} needs to be included to link the
vertices to Lk−1 to either one of the vertices uk and vk. We cannot include both
of them or include the edge {uk, vk}, as this would result in uk and vk getting
connected. Hence, this situation yields 2 possible combinations.

• Finally, we see how many subsets of the three new edges can be added to an adge
set as counted by T [k − 1, false] to form an edge set as counted by T [k, false].
Since uk−1 and vk−1 are not connected to one another, we need to include both
the edges {uk−1, uk} and {vk−1, uk} to ensure that all vertices are connected to
either uk or vk. We cannout include {uk, vk} as this would result in uk and vk
getting connected, meaning that there is only one valid combination of the three
edges here.

This implies that T [k, false] = 2 · T [k − 1,true] + 1 · T [k − 1, false].

We have seen in Section 4.2 that a recursion can yield a lower bound on the left hand
side of the equation.(
T [k,true]
T [k, false]

)
=

(
4 · T [k − 1,true] + 1 · T [k − 1, false]
2 · T [k − 1,true] + 1 · T [k − 1, false]

)
=

(
4 1
2 1

)(
T [k − 1,true]
T [k − 1, false]

)
=

(
4 1
2 1

)k−1(
T [1,true]
T [1, false]

)
= Ω

(
max

{
|λ|k | λ an eigen value of

(
4 1
2 1

)})
= Ω(4.5616k)

Since it holds for the graph size n of Lk that n = 2k, we can rewrite this bound as
Ω(4.5616k) = Ω(4.5616n/2) = Ω(2.1358n). Since the average degree of the ladder graph
tends towards 3 for k →∞ (in which case n = 2

3m where m is the number of eges in the
graph), this bound can similarly be rewritten as Ω(1.6585m).
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10 Conclusion

We started this part of the report off by describing an FPRAS to approximate the
network reliability of a graph. We noticed that the failure probability FAIL(p) can
be directly translated into the number of connected spanning subgraphs if p = 1/2.
Nonetheless, the FPRAS cannot be used to reliably estimate the #CSS-parameter as
well. We concluded that this is because #CSS is proportional to 1− FAIL(p) instead
of FAIL(p) itself. Since FAIL(p) is generally large for graphs of bounded degree, an
error relative to FAIL(p) is even higher relative to 1 − FAIL(p). This means that
the certificate of accuracy that an FPRAS usually has, fails to hold up when using the
algorithm to approximate the #CSS-parameter instead of the network reliability.

Furthermore, in Section 8 we managed to find upper bounds for the #CSS-parameter
in graphs of bounded degrees by applying the Product Theorem. These bounds can be
expressed in terms of the graph size n as Ω(2.5946n), Ω(3.8503n) and Ω(5.5563n) for
d = 3, 4, 5 respectively or in terms of the number of edges m as Ω(1.8882m), Ω(1.9622m)
and Ω(1.9857m).

Finally, we have also shown a lower bound for graphs of degree d = 3 by investigating
the infinite graph family of ladder graphs. This yielded a lower bound of Ω(2.1358n) or
Ω(1.6585m).

10.1 Future work

There are two main areas for improvement, which are the algorithm and the lower
bound. First of all the algorithm that we have proposed cannot accurately approximate
the #CSS-paramaters of a graph. For very small graphs and very small error margins,
it can be used to make decent estimates, but it definitely does not serve as an FPRAS.
Instead, one could try to find an algorithm specifically to approximate the number of
connected spanning subgraphs or again try to adapt an approximation algorithm that is
used for another related problem. An easy to implement algorithm would be to iterate
over all possible edge sets and compute whether they are both connected and spanning.
As we have already concluded, such an algorithm is not desirable to use on larger graphs,
due to its exponential running time.

There might also be room for improvement in finding a lower bound on the #CSS-
parameter of an infinite family of graphs. In our research into the lower bound, we have
only focused on one specific family of graphs: the ladder graphs. Instead, one could try
a similar approach to ours in finding a lower bound for the #CIS-parameter. There
we defined a certain gadget structure, such that these gadgets can be linked together
indefinitely to construct a family of graphs uniquely defined by the gadget. By an
analysis on only this gadget, we were able to infer a lower bound for the entire family of
graphs it belongs to. This method is also very applicable to the #CSS-parameter and
the same gadget structure as described in Sections 4.2 and 4.4 may even be used to do so.
Notice that although the gadget structure is reusable, the corresponding recursions that
ultimately give the lower bounds are not. Different ones can however be constructed in
a similar fashion.
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