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Abstract
Sequential pattern mining (SPM) is a well-studied theme in data mining, in which

one aims to discover common sequences of item sets in a large corpus of temporal

itemset data. Due to the sequential nature of data streams, supporting SPM in

streaming environments is commonly studied in the area of data stream mining as

well. On the other hand, stream-based process discovery (PD), originating from the

field of process mining, focusses on learning process models on the basis of online

event data. In particular, the main goal of the models discovered is to describe the

underlying generating process in an end-to-end fashion. As both SPM and PD use

data that are comparable in nature, that is, both involve time-stamped instances,

one expects that techniques from the SPM domain are (partly) transferable to the

PD domain. However, thus far, little work has been done in the intersection of the

two fields. In this focus article, we therefore study the possible application of SPM

techniques in the context of PD. We provide an overview of the two fields, cover-

ing their commonalities and differences, highlight the challenges of applying them,

and, present an outlook and several avenues for future work.

This article is categorized under:

Algorithmic Development > Spatial and Temporal Data Mining

Fundamental Concepts of Data and Knowledge > Key Design Issues in Data

Mining

Fundamental Concepts of Data and Knowledge > Big Data Mining
KEYWORD S

data streams, distributed sequential pattern mining, process mining, sequential pattern mining

1 | INTRODUCTION

Among the emerging data mining research areas, sequential pattern mining (SPM) (Agrawal & Srikant, 1995; Pei et al., 2001;
Zaki, 2001) is gaining momentum and is playing a leading role in next-generation big data applications where order-sensitive
patterns are mined, extracted, and successfully used to derive actionable knowledge. The most distinctive characteristic of
sequential pattern mining is the presence of an order, defined on the observed items, as in contrast with traditional frequent
pattern mining problems. In traditional frequent pattern mining, the main activities are: (a) finding all item subsets that occur
together in the transaction database and (b) to discover rules that describe the correlation of the presence of an item subset
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with the presence of another item subset in the transaction database. Therefore, this approach has traditionally turned to be use-
ful in supporting pattern mining in a wide family of application scenarios, ranging from basket data analysis to cross-market-
ing, from catalog design to loss leader analysis, and so forth. Alternatively, sequential pattern mining finds all item subsets
that occur frequently in a specific sequence of the transaction database, and discovers all mining rules that describe the correla-
tion of the order of an item subset after the order of another item subset in the transaction database. It thus follows that the
order of items plays a critical role, and, in addition to this, not only the combinations of items but even all the possible permu-
tations of items discriminate the sequence's frequency, hence determining if a target item sequence is frequent or infrequent.
As such, this approach has been successfully applied to innovative stream mining application scenarios, for example, ranging
from bioinformatics (Abouelhoda & Ghanem, 2010) to web mining (Ezeife & Lu, 2005), and from text mining (Zhong, Li, &
Wu, 2012) to sensor data mining (Hassani & Seidl, 2011).

SPM shares a remarkable commonality with process discovery (PD) which is one of the main challenges in process mining
(PM) (Augusto et al., 2018; van der Aalst, 2016). Both SPM and PD start use of sequential data as an input. The main differ-
ence, however, is on the output of the two types of techniques. As opposed to SPM, which delivers a collection of frequent
sequences, PD aims to discover a model that provides a holistic view on the process, in an end-to-end fashion. Event data are
distributed over process instances, also known as cases, and PD aims to discover models describing complete cases. Cases can
be viewed as sequential traces composed of events related to a customer, patient, order, student, or some other characteristic
entity. These traces considered within PD typically represent actions of the underlying process (called activities). As such,
from an SPM perspective, the itemsets are restricted to be singletons.

The aforementioned restriction on the size of the itemsets considered in PD, is in no way a limiting factor from a SPM per-
spective, that is, it merely reduces the overall complexity. However, the main challenge is the different nature of the resulting
artifacts of the two different approaches. Nonetheless, it is likely that both domains can benefit from results, principles and
algorithms readily available in the other domain. In light of this commonality, we focus on embedding principles from the
domain of (stream-based) SPM in the context of PD. We characterize the inputs of both techniques and illustrate their differ-
ences. Subsequently, we highlight the challenges that need to be addressed when applying them in both offline and online set-
tings and then we conclude by identifying several interesting directions for research opportunities.

The remainder of this article is structured as follows. In Section 2, we briefly discuss the basics of both SPM and PD in the
context of offline, that is, static, data. In Section 3, we transfer our focus to the online scenario and discuss the major results in
stream-based SPM and PD. In Section 4, we provide an overview of several applications and challenges of utilizing SPM in
the context of PD and elicit possible interesting directions w.r.t. the integration of online SPM in the context of online
PD. Finally, Section 5 concludes this article.

2 | THE OFFLINE DIMENSION

In this section, we briefly describe SPM and PD in the offline dimension, that is, on the basis of finite data sets. To ease read-
ability, we provide a common notation, based on conventional SPM notation. To clarify the concepts presented throughout
this paper, we use a running example that covers both SPM and PD.

In the remainder, let N denote the set of natural numbers and let N0 = N [ {0}. The power set of an arbitrary set X is
denoted as P Xð Þ. Given arbitrary set X, a sequence σ of length n is a function σ : {1, … , n}!X, which we write as hσ(1), … ,
σ(n)i. The length of a sequence is denoted as jσj. The set of all possible sequences over X is denoted X*. Given two sequences
σ, σ0 2X*, σ0 is a subsequence of σ, if there exists i1 < i2 < � � �< in2N, s.t. hσ(i1), … , σ(in)i= σ0, i.e., σ0 is contained in σ. In
case σ0 is a subsequence of σ, we write σ02*σ. A multiset, also known as a bag, assigns cardinalities to members of a set, that
is, a multiset B over X is a function B :X!N0. Observe that we define the size of a multiset in terms of the cardinalities it
entails, that is, jB j = P

x2X
B Xð Þ. The set of all possible multisets over a given regular set X is defined as ℬ(X).

2.1 | Sequential pattern mining

Sequential pattern mining allows us to find common sequential patterns in a large corpus of temporal data. Essentially, any
SPM algorithm tries to identify subsequences that occur relatively often. In the context of SPM, one typically assumes the
existence of a universe ℐ = {i1, i2, … , in} of items, that is, an item set.1 Furthermore, a subsequence in this context is simply
defined as an ordered sequence of items, that is, σ 2 ℐ*. The databases in which these subsequences are stored can be
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represented, from a formal perspective, as multi-sets of item sequences, that is, D 2 ℬ(ℐ*). Consider Table 1, in which we
present an example corpus of temporal data.

The count of an arbitrary sequence of items in a corpus of data is defined a function count : ℐ* × ℬ(ℐ*) ! N0, and is
characterized as count σ,Dð Þ= P

σ02 σ02Djσ2*σ0f g
D σ0ð Þ. Observe that in the context of Table 1, we have count(hregisterrequesti,D1)

= 4, count(hregisterrequest, decidei,D1) = 4, count(hregisterrequest, rejectrequesti,D1) = 2, and so on. The support of an
arbitrary sequence of items in a corpus of temporal data represents the relative number of occurrences of the sequence in the

data, that is, it is a function supp :ℐ* ×ℬ(ℐ*)! [0, 1], characterized as supp σ,Dð Þ= count σ,Dð Þ
jDj . Observe that, 0≤ supp

(σ)≤ 1, 8 σ 2ℐ*. Again, in the context of Table 1, we have supp(hregisterrequesti,D1) = 1, supp(hregisterrequest, decidei,
D1) = 1 and supp registerrequest, rejectrequesth i,D1ð Þ= 1

2.

2.1.1 | Sequential pattern

Let ℐ = {i1, i2, … , in} denote a set of n items and let D 2 ℬ(ℐ*) be a corresponding corpus of data. Let κ 2 [0, 1]. A sub-
sequence σ 2 ℐ* is a sequential pattern in the context of D, if supp(σ, D) ≥ κ.

Several techniques exist to discover the sequential patterns among a corpus of data, that is, we refer to Mooney and
Roddick (2013) for a concise overview of such techniques in the offline scenario. For the context of this paper, we merely
assume the existence of an algorithm that allows us to find sequential patterns present in a corpus of temporal data, character-
ized as αSPM :ℬ ℐ*

� �
× 0,1½ �!P ℐ*

� �
, s.t. for κ 2 [0, 1], we have 8σ 2 αSPM(D, κ)(supp(σ,D)≥ κ). Observe that

registerrequesth i 2 αSPM D1, 34
� �

, registerrequest,decideh i 2 αSPM D1, 34
� �

and registerrequest, rejectrequesth i=2αSPM D1, 34
� �

.

2.2 | Process discovery

PD originates from the broader field of PM (van der Aalst, 2016), which can be regarded as a particular subfield of data min-
ing which is concerned with the analysis of discrete temporal data. The main aim of PM in general, is to increase the overall
knowledge of a process, by analyzing the data that is generated during the execution of the process. In this context, the notion
of a process is rather broad, and is virtually any process one can think of. However, PM is mostly applied on business pro-
cesses, that is, processes that are of administrative nature, for example, it has been applied on various data sets representing
processes originating from healthcare (Mannhardt, 2017; van Dongen, 2011), road fine settlement (De Leoni & Mannhardt,
2015) and municipal service provision (Buijs, 2014). Within PM we distinguish three main fields: (a) PD; here one aims to
distill an end-to-end process model describing the process as captured in the data, (b) conformance checking; here one aims to
compute to what degree a given process specification is in line with the data, and (c) process enhancement; here one aims to
increase the overall view of the process, for example, by detecting causal relations between data attributes in the data and deci-
sion points within the process. Since PD is conceptually closest to sequential pattern mining, we solely focus on it in the
remainder of this article. As PM revolves around processes, which usually describe the execution of a collection of activities,
the term activity is often used, rather than item.

As the main aim of PM is to increase the overall knowledge of processes executed within companies, there is a strong
emphasis on the human interpretability of the result. As such, within PD, the main goal is to discover a process model that rep-
resents a holistic end-to-end view of the process. For example, consider Figure 1, in which we present a typical PD result on
the basis of the example data in Table 1. The model describes that for any new transaction id, first we observe the register

TABLE 1 Example corpus of temporal data D1 that is usable in both SPM and PD

TID Sequence

1 hregister request, examine thoroughly, check ticket, decide, reject requesti
2 hregister request, check ticket, examine casually, decide, pay compensationi
3 hregister request, examine casually, check ticket, decide, reinitiate request, examine thoroughly, check ticket, decide, pay compensationi
4 hregister request, check ticket, examine thoroughly, decide, reject requesti
..
. ..

.

Abbreviations: PD, process discovery; SPM, sequential pattern mining.
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request activity. After this activity, we observe that either the examine thoroughly- or the examine casually activity occurs.
These two activities occur in parallel with the check ticket activity, that is, the examination activities can be scheduled in any
order w.r.t the check ticket activity. After this, the decide activity occurs. We then either observe the reinitiate request-, the
reject request- or pay compensation activity. Note that, in case the reinitiate request activity is observed, we again observe
one of the examination activities and the check ticket activity.

In this case, we use Business Process Modeling Notation (BPMN) (https://www.omg.org/spec/BPMN/2.0/), which is the
most commonly used process modeling notation in industry. However, within PD, any formalism that allows us to express the
language of a process is acceptable, for example, Petri nets (Reisig, 2013), event-driven process chains (EPCs), and state
charts are alternative formalisms that can also be used to describe the end-to-end behavior of process instances (called cases).
Hence, a process model is a compact representation of a process, which allows us to assess what sequences of behavior are
supposed to be part of the process. We let ℳ denote the set of all possible process models, regardless of the formalism used.
We furthermore assume the existence of a function L :ℳ!ℐ*, which allows us to derive the language of the model, that is,
sequences of behavior that are supposed to be part of the process described by the model. Finally, we define a PD algorithm
as a function αPD :ℬ(ℐ*)!ℳ. Ideally, a large portion of the sequences present in the input data D are part of αPD(D), how-
ever, this is not a strict necessity. In fact, real event data used in PD often contain noise, which we prefer to leave out of the
resulting model as this typically reduces the overall interpretability of the model. Moreover, the language described by a
model typically contains more behavior than observed in D, for example, the model depicted in Figure 1 describes infinite
behavior (represented by the loop on reinitiate request), which is not part of data D1.

3 | THE ONLINE DIMENSION

In this section, we turn our focus to online knowledge discovery, that is, learning on the basis of data streams. In Section 3.1,
we present the general assumptions of using streaming data in knowledge discovery. Subsequently, we discuss recent develop-
ments in both SPM (Section 3.2) and PD (Section 3.3) in the context of streaming data.

3.1 | Learning from data streams

Streaming data, as well as its corresponding formal model, are well-studied concepts in the field of data mining. Essentially,
when learning from data streams (Gama, 2010; Muthukrishnan, 2005), we assume to observe a sequence of data elements d1,
d2, … , di, …, generated by an underlying, often unknown, distribution F. In some cases, one assumes that the elements, once
received, remain untouched (insertion-only model) whereas in other cases the items are potentially edited and/or removed
(insert-delete).

The main aim of any stream-based learning algorithm, is to extract and then learn some data model, say DM, that repre-
sents the underlying generating distribution F, that is, DM(F). However, since the stream representing the underlying generat-
ing distribution F is potentially infinite, we are not able to store all data elements emitted onto the stream, that is, at some

point, we need to “forget” certain elements. As such, we keep some approximation of the distribution, that is, F̂ in memory.2

Hence, we compute DM F̂
� �

as a representative for DM(F). The challenge in learning from data streams is often in the design

of F̂ (or the underlying data structures), such that it that allow us to accurately approximate DM(F), by means of DM F̂
� �

.

Start

Register
request

Examine
thoroughly

Examine
casually

Check ticket

Decide

Pay
compensation

Reinitiate
request

Reject
request

End

FIGURE 1 Typical process discovery result based on the example data of Table 1
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On typically aims to compute an (ϵ, δ)-approximation, that is, guaranteeing that DM F̂
� �

is correct within 1± ϵ of DM(F), with
probability 1− δ. The worst-case space complexity is often defined correspondingly, and is ideally polylogartihmic, for exam-
ple, O 1

ϵ2 log
1
δ

� �� �
, where N represents the, unknown, possibly infinite length of the stream.

Given the aforementioned, general characterization of learning from data streams, we continue this section with an over-
view of recent work in the domain of online SPM and online PD.

3.2 | Sequential pattern mining

Online sequential pattern mining is an emerging field in the area of SPM that is mainly driven by the increasing number of
applications where sequential patterns need to be collected from temporally ordered, fast changing, massive, and potentially
infinite data. In an abstract view, there are two main categories of stream-based SPM algorithms. (a) Batch-based approaches
(Chen, Wu, & Zhu, 2005; Koper & Nguyen, 2011; Mendes, Ding, & Han, 2008; Zhou, Cule, & Goethals, 2015); which cut
the stream itself into nonoverlapping consecutive batches, where each batch contains multiple sequences and forms a subset
of the original stream (cf. Figure 2a), and (b) sliding-window-based approaches (Chang, Wang, Yang, & Luan, 2008; Hassani,
Töws, Cuzzocrea, & Seidl, 2017; Hassani, Töws, & Seidl, 2017; Ho, Li, Kuo, & Lee, 2006); where the subsets of the original
stream are highly overlapping and formed by continuously including new stream readings and forgetting older ones (cf. a sin-
gle stream case in Figure 2b).

After differently cutting the stream input into subsets, both categories forward theses subsets to an efficient offline SPM
algorithm such as PrefixSpan (Pei et al., 2001), to generate the latest patterns. The approaches differ again in the way these
patterns are updated and/or integrated. The most efficient approaches apply lossy counting (Manku & Motwani, 2002) with a
tree data structure to store items of sequential patterns.

Despite their efficiency, batch-based approaches are by design late in delivering sequential patterns in the real-time as one
needs to wait until the whole batch is received before starting the processing of objects. Additionally, even with a careful set-
ting of the batch size, sequential patterns located on two consecutive batches are lost. On the contrary, sliding window-based
approaches have high space and time complexities, as expensive pruning steps are needed to eliminate redundant sequences.

In MSSBE (Hassani & Seidl, 2011), the application of collecting interstream sequential patterns was addressed. In addition
to the usual single stream patterns, in many applications, one is interested in collecting sequential patterns consisting of items
that belong to different streams (cf. Figure 2b). In Chen, Shuai, and Chen (2017), SPAMC-UDLT, a parallel SPM approach
was introduced to handle cases where large amounts of data in a single stream can be efficiently and iteratively processed by
addressing the load balancing problem and by exploiting MapReduce possibilities.

3.3 | Process discovery

Online PD is a relatively young, emerging sub-field within PM. The first work, explicitly tackling the problem of discovering
an end-to-end model from a stream of events, is presented in Burattin, Sperduti, and van der Aalst (2014). The authors present
an adapted version of the heuristics miner (Weijters & Ribeiro, 2011; Weijters & van der Aalst, 2003), a PD algorithm that is
able to cope with noise in the input data and discovers end-to-end processes with nonstrict execution semantics. Furthermore,
(Evermann, Rehse, & Fettke, 2016) provides an implementation and evaluation of the aforementioned algorithm in the
Amazon Kinesis Cloud Infrastructure. The authors consider several underlying storage techniques, that is, all are
based on algorithms designed for frequent item approximation (Cormode & Hadjieleftheriou, 2010). In Hassani, Siccha, Richter,
and Seidl (2015), it is shown that using prefix-trees as a primary backing storage for the deduction of the internal data struc-
tures of the heuristics miner is beneficial for the performance of the stream-based heuristics miner. In van Zelst, van Dongen,

Batch
i

Sliding window

Event stream

Sequence

A B D B A D B A D B A B C A C D B D B A D B A D C A

A

B B B

B

C

C D

D

C C

C

B

B

A A

A

A

A A A
CCA C

Sequence Sequence Sequence Sequence Sequence

Stream 1:

Stream 2:

Stream 3:

Stream 4:

Batch
i+1

FIGURE 2 Mining models employed in stream SPM. Both (a) batch-based and (b) sliding-window-based approaches forward their
intermediate output to an offline SPM approach. SPM, sequential pattern mining
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and van der Aalst (2018)), the aforementioned works are generalized and it is shown that the corresponding generic architec-
ture is applicable to a large range of different classes of PD algorithms as well as different existing data storage mechanisms.
Similarly, in Leno, Armas-Cervantes, Dumas, Rosa, and Maggi (2018), the authors design an algorithm to discover directly
follows graphs, that is, a specific element of the more elaborate internal data structures of the heuristics miner, on the basis of
cache replacement policies. In Burattin, Cimitile, Maggi, and Sperduti (2015), the authors show that, based on the same fre-
quent item stores as used in Burattin et al. (2014), it is possible to discover declarative models. Such models essentially allow
any possible behavior, yet constrain the behavior based on observations, for example, by means of rules if activity A is
observed, then eventually, we have to observe activity B.

4 | THE APPLICATION OF SEQUENTIAL PATTERN MINING IN PD

Work at the intersection of sequential pattern mining and PD is primarily available in the offline dimension. In that sense, the
online dimension is to be seen as a relatively unexplored frontier. In this section, we first present the offline dimension, pre-
senting typical challenges that can be seen when utilizing SPM for PD, then we list the existing work in the field with open
issues. Subsequently, we discuss the online dimension, by again highlighting the challenges there and listing several interest-
ing directions for future work.

4.1 | Offline dimension

In the offline dimension, some work has been done in the intersection of sequential pattern mining (and to some degree fre-
quent itemset mining) and PD. In the following, we will start by addressing the challenges that need to be addressed when
using frequent pattern mining in general for PD. Subsequently, we will list some approaches that utilized sequential pattern
mining for PD in the offline dimensions.

4.1.1 | Challenges of utilizing SPM for PD

1. By design, SPM approaches are not able to handle patterns belonging to different cases differently. Usually, tuning SPM
approaches to differently handle the patterns appearing in different cases is not trivial. Keep in mind that SPM typically
scans the data set for patterns appearing according to the flat order of events without differentiating them according to the
case they are associated with. Additionally, for PD, one aims at finding end-to-end patterns. Thus, SPM should be tuned
such that patterns are collected per case from end to end, and that the SPM algorithm has an efficient implementation in
both space and time to handle the usual high number of cases.

2. Using SPM can generate a large number of patterns since, in most of the cases, they only consider the minimum support
as a constraint to select patterns. However, analyzing a large number of patterns is time-consuming for PD, and many irrel-
evant patterns may be found. As a result, a careful pruning of irrelevant patterns should be utilized to find representative
sequential patterns for example, using clustering.

3. So far, in most of the applications, the algorithm that was used to convert sequential patterns into process models was the
heuristics miner (Weijters & Ribeiro, 2011; Weijters & van der Aalst, 2003). Despite its capability of discovering choices
are concurrency, the heuristic minder is unable to guarantee soundness in the discovered process models. It is a challenge
for the SPM approaches to generate an output that can be utilized by PD algorithms like the inductive miner (Leemans,
Fahland, & van der Aalst, 2013) that guarantee soundness of the discovered process models.

4. Similar to the previous challenge, several thresholds are expected when using algorithms like the heuristics miner
(Weijters & Ribeiro, 2011; Weijters & van der Aalst, 2003) for the final PD out of the sequential patterns. Such thresholds
should be carefully set when considering the sequential patterns as input to the heuristics miner by using the statistics of
the discovered sequential patterns such as support, confidence and lift, and by considering the thresholds discussed in
Challenge 2.

4.1.2 | Available offline PD approaches utilizing SPM

In Leemans and van der Aalst (2014), the authors propose a method to discover frequent episodes (Mannila, Toivonen, &
Verkamo, 1997). An episode is an extension of a conventional sequential pattern, as it describes a set of partially ordered
events, rather than a (sub)sequence. In particular, in Leemans and van der Aalst (2014), the notion of event logs is exploited
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explicitly, that is, the technique uses the notion of process instances within the input data, and accommodates for activity
duplication, that is, multiple events within traces are able to describe the same activity.

In Djenouri, Belhadi, and Fournier-Viger (2018), the authors present a frequent pattern mining approach on the basis of
event logs. The authors propose two specific data transformation strategies that allow for translating event logs into transac-
tional data bases. One transformation transforms the events into sets of attribute values, whereas the alternative approach trans-
forms each trace into an item and combines them based on the values they describe for any attribute in the event log. The
authors propose to perform frequent item set mining on top of the transactional databases defined and additionally propose a
rule pruning technique.

In Lu et al. (2017) a semi-supervised pattern detection technique is proposed. The method aims to alleviate the sheer com-
plexity of discovered process models, when using real event data, by detecting common patterns in the event log. The patterns
are based on the partial ordering of the different activities present in the event log. To this end the authors propose common
metrics such as pattern support, confidence etc. A key property of the presented approach is the interaction with users, that is,
the user is able to modify and/or extend patterns, which allows the user to focus on particular patterns that are of interest.

Similarly, in Mannhardt, de Leoni, Reijers, van der Aalst, and Toussaint (2018), the authors propose a framework for guided
PD. The purpose of the work is to enhance PD in the context of low-level events, that is, when events are tracked at such low
level of granularity that conventional PD does not result in comprehensible models. Conceptually, (sub)sequences of low-level
events are mapped to occurrences of higher-level events. For the automatic detection of local behavioral patterns the authors pro-
pose to exploit the previously mentioned work, that is, work aimed at finding frequent patterns in the context of event log data.

Most work discussed so far, focusses on applications of SPM to either (a) discover (sequential) patterns under the explicit
assumption that an event log is used as a corpus of data or (b) discover (sequential) patterns to improve the comprehensibility
of the result of PD algorithms. Alternatively, the notion of SPM is applied in the context of data cleansing as well as local
process model discovery. In Sani, van Zelst, and van der Aalst (2018), the authors propose to use SPM as an indicator for the
quality of event data, that is, traces not containing any frequent patterns, or, containing very rare patterns are potentially noisy
and hence filtered out of the event log. Furthermore, a large amount of research has been recently conducted w.r.t the notion
of local process model discovery (Dalmas, Tax, & Norre, 2017; Mannhardt & Tax, 2017; Tax, Genga, & Zannone, 2017; Tax,
Sidorova, Haakma, & van der Aalst, 2016; Tax, Sidorova, van der Aalst, & Haakma, 2016, 2018). In local process models dis-
covery, one tries to detect end-to-end models that describe local frequent sequential fragments present within the event data.
For example, in case we observe sequences of the form h. … , a, b, c, d, …i, h…, a, c, b, d, …i, local process model discov-
ery techniques allow us to deduce that the end-to-end-model depicted in Figure 3 is a frequent local pattern. Observe that the
model describes that first activity a needs to be performed, after which a parallel execution of b and c is described, finally
followed by activity d.

4.2 | Online dimension

Until now, techniques for online PD did not build on advances in online sequential pattern mining Section 3.3. An exception
is the work presented in Hassani et al. (2015) which exploits (Chen, Chen, Peng, & Lee, 2014; Mendes et al., 2008) for the
purpose of efficient stream PD. The SS-BE (stream sequence miner using bounded error) (Mendes et al., 2008) approach guar-
antees that no false negatives are found while also placing a bound on the error of the false positives. The prefix-tree create by
SS-BE can be adapted and used for PD (Hassani et al., 2015). The example shows that to meet the increasing demand of
large-scale and high-performance computing in PD out of streaming events, many further benefits can be obtained from the
area of online sequential pattern mining. In the following, we will list some of the challenges that need to be addressed for an
effective usage of online SPM approaches for streaming PD. We will conclude this section by summarizing some of the
opportunities in this emerging field in the intersection of the two domains.

a

b

d

c

FIGURE 3 Example local process model (BPMN) based on corpus of event data containing a large amount of traces of the form h…, a, b, c, d,…i
and h…, a, c, b, d,…i. BPMN, Business Process Modeling Notation
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4.2.1 | Challenges of applying online SPM for online PD

Most of the challenges in this domain are inherited from the ones mentioned in Section 4.1.1. When adding the online
dimension to the setting there, these challenges are magnified.

1. Similar to any online stream mining algorithm (Hassani, 2015), the online PD algorithm should be a space and time effi-
cient when compared to the offline variant that utilizes SPM. This is particularly needed to handle the large (and possibly
endless) amount of events in the fast-evolving stream. Additionally, the online PD algorithm should be able to continu-
ously extract the needed knowledge for discovering the process models using as few scans over the events as possible.

2. In the event stream, if we still observe events that belong to some case, we call this an open case. In many applications,
the number of these cases can easily grow exponentially in the number of events. This causes computational and storage
issues as one is interested in tracking the case id of the collected sequential patterns in both batch-based and sliding-win-
dow-based approaches (cf. Figure 2).

3. The number of sequential patterns collected in the online SPM approach is even larger than the ones gathered using their
offline counterparts. Particularly when opting for a sliding window approach, we start speaking of redundant patterns and
not only irrelevant ones. This demands effective pruning techniques that should also be efficient. Irrelevant and redundant
patterns will obviously result in a decrease in the quality of the finally discovered process models, while further slowing
the PD execution.

4. In the available online stream discovery approaches that use SPM (Burattin et al., 2014, 2015; Hassani et al., 2015), the
only approach that is used for the final model extraction (i.e., the offline phase as defined in Section 4.2.2 and Figure 4) is
the heuristics miner (Weijters & Ribeiro, 2011; Weijters & van der Aalst, 2003). In addition to the issue mentioned under
Challenge 3 in Section 4.1.1 when using this approach in the offline PD, the heuristics miner (as well as the inductive
miner; Leemans et al., 2013) is not efficient enough in its current version for being ideally included in an online PD
approach. Having a time-consuming processing step, increases the risk of not being able to follow the speed of the evolv-
ing input stream. This is particularly critical in real-time scenarios. One possible solution to make it much more light-
weighted is splitting the steps of process extraction in such a way that unavoidably expensive steps are not executed con-
tinuously and only when needed (e.g., upon a user request). This challenge and the proposed solution are borrowed from a
general concept in the stream data mining domain. For instance, DenStream (Cao, Ester, Qian, & Zhou, 2006) is a
density-based stream clustering algorithm that utilizes a carefully redesigned variant of DBSCAN (Ester, Kriegel, Sander, &
Xu, 1996) in its offline phase. The original DBSCAN is too heavy to be used efficiently in the online setting.

4.2.2 | Opportunities for using online SPM in online PD

Using the online–offline model
One way to address Challenge 1 in Section 4.2.1 and for an optimal usage of contributions in the area of SPM, one promising
approach is to split the online PD method further into an online phase and an offline phase as we introduce it in Figure 4. This
model is widely used in stream mining (e.g., Hassani, Spaus, Gaber, & Seidl, 2012; Hassani, Spaus, & Seidl, 2014) and has
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been applied in van Zelst et al. (2018). The model allows for creatively applying streaming SPM approaches in the online
phase, while applying variants of PD approaches (e.g., Weijters & Ribeiro, 2011; Weijters & van der Aalst, 2003) over the
sequential patterns in the offline phase. Note that the example in Figure 4 describes a batch-based scenario, that is, merely for
illustrative purposes. Despite the additional challenges in the sliding window approaches, the majority of them follow basi-
cally the online–offline model (e.g., Hassani, Töws, Cuzzocrea, & Seidl, 2017). The intermediate sequential patterns, gener-
ated continuously from the online phase, can then be efficiently pruned before being forwarded to an offline PD approach.
The offline phase, in turn, generates another stream of discovered process models.

To avoid the repeated model building from scratch, it is interesting to see whether it is possible to incrementally update ear-
lier models using the intermediate sequential patterns in offline phase. Incremental model updates are largely unexplored terri-
tory in PD.

Applying parallel SPM over event streams
To address Challenge 2 in Section 4.2.1, the online phase (cf. Figure 4), using batch-based streaming SPM approaches looks
like a promising research direction. A parallelization scheme can be realized by assigning one worker to each existing trace in
the batch. This naturally implies adapting existing approaches like (Chen et al., 2017; Hassani & Seidl, 2011) to handle larger
numbers of traces in parallel. Approximation heuristics can be contributed here to overcome the explosion of the number of
still-running cases.

Development of novel sequential pattern pruning techniques
To reduce the number of redundant sequential patterns (cf. Challenge 3 in Section 4.2.1), novel pruning heuristics can be
developed for example, by maximizing the number of streaming activities in each batch that are covered by a minimal set of
sequential patterns. The current state of the art focuses on pruning frequent patterns (Le, Duong, Truong, & Fournier-Viger,
2017). However, it is still unclear how this can be used for the discovery of end-to-end models having loops, concurrencies
and choices.

Decomposing the PD in the offline phase
Advancing the state-of-the-art of PD approaches before including them in the offline phase (cf. Figure 4) is a challenge that
needs to be addressed. One promising research direction in this regard that also addresses Challenge 4 in Section 4.2.1, is
building on the theoretical foundations for decomposing PD in van der Aalst (2013) to merge the process models discovered
from smaller chunks of each batch. This requires a continuous tuning of the optimal size of the data chunks considered.
Detecting sequential fragments can be realized by applying local PD techniques similar to Dalmas, Tax, and Norre (2017),
Mannhardt and Tax (2017), Tax et al. (2017, 2018), Tax, Sidorova, Haakma et al. (2016) and Tax, Sidorova, van der Aalst,
et al. (2016) over these chunks. However, it is a challenge to merge these local process models into end-to-end models. The
standard decomposition approach presented (van der Aalst, 2013) can also be directly applied using a good partitioning of the
alphabet of activities. However, when the process changes due to concept drift, the partitioning needs to be adapted to avoid
under fitting process models.

The above examples illustrate that due to the specific challenges posed by PD, it is impossible to directly apply techniques
for SPM. PD focuses on end-to-end process models with higher-level constructs allowing for mixtures of choice, synchroniza-
tion, loops, and nonlocal dependencies. SPM aims to learn simpler, local structures. However, online PD techniques can learn
from SPM to deal with the challenges imposed by event streams.

5 | CONCLUSION

The areas of SPM and PD aim to solve different problems, yet at the same time, work on very similar input data. With the
increasing demand for large-scale and high-performance computing, we, therefore, envision that PD can greatly benefit from
techniques and principles obtained from the area of (online) sequential pattern mining. In this focus article, we presented an
overview of the two fields and quantified their commonalities, both from an online and an offline dimension. Moreover, we
presented an overview of the challenges and research that has been conducted in the intersection of the two approaches in the
offline dimension as well as the challenges and opportunities of work in the online dimension. Indeed, the vast amount of
future directions underlines that the two different fields have a great synergistic potential.
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ENDNOTES

1 In some cases, ℐ = {i1, i2, … , in} is described as a set of item sets rather than individual items. In such definition, a key difference
w.r.t. conventional sequences, is the revised definition of subsequences, that is, given σ, σ0 2 ℐ*, σ0 is a subsequence of σ if there exists
i1 < i2 < � � � < ijσ 0 j, s.t. σ(i1) � σ0(1), σ(i2) � σ0(2), … , σ(ijσ 0 j) � σ0(| σ0| ). As we focus on the integration with process discovery, in this paper,
we consider the elements to be singletons (i.e., individual items). This simplifies the definitions.

2 Note that in most cases, such approximation in fact deviates from the actual underlying distribution as it is typically a specialized data structured
tailored to the data model DM we aim to compute on top of F.
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