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Abstract

A node-link graph is often used to show relationships between objects. When graphs
consist of many crossing edges, analyzing these relationships becomes difficult due to visual
clutter. To enable a better intuitive comprehension of a graph, we can use edge bundling
techniques to reduce visual clutter. Existing edge bundling techniques include force-directed
edge bundling and hierarchical edge bundling. In this paper, we propose a novel method to
bundle edges in a general graph with fixed node positions, inspired by the behavior of ants.
To reach this goal, we simulate ants that traverse the edges of the graph, following restrictions
on directional change and direction related to the end node. After reaching their end node,
ants travel back over the same path while depositing pheromones, where shorter paths result
in a higher pheromone deposit. The next ant can decide for each step to either follow the
highest pheromone value, or walk more randomly in search of a better path. The resulting
pheromone field is subject to input parameters and is finally translated to curves using cosine
interpolation. The swarm-based edge bundling method has succeeded in bundling the edges
of multiple example input graphs. Its biggest constraint in terms of computation time is in
the grid size of the input graph. Furthermore, future research on this method could include
the possibility to evade obstacles in paths.
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1 Introduction
A graph consisting of nodes and edges is often used to visualize the relationships between objects.
Graphs are an insightful and often intuitive way to visualize data such as social networks or road
systems. While usually easy to understand, graphs can become indecipherable if too many nodes
and edges are included, which causes visual cluttering [RLJM10]. One way to reduce visual clutter-
ing in graphs is by applying edge bundling techniques, which uses underlying methods to bundle
edges together to decrease clutter. Well known edge bundling techniques are hierarchical edge
bundling [Hol06] which is based on a hierarchy in the data, and geometry-based edge bundling
[WHH+08] which requires a control mesh to guide the bundling. One method of edge bundling
that relies solely on the original graph is force-directed edge bundling by Holten et al. [HVW09].

In this paper, we introduce a novel self-organizing method for edge bundling: Swarm-based
edge bundling, inspired by the behavior of ants. It is similar to force-directed edge bundling in
that it is also not dependent on any hierarchy or control mesh, and the location of the nodes in the
graph is fixed. Instead of applying a force-directed approach to the edges, we apply an ant colony
optimization algorithm [DDCG99] to bundle edges in a graph.

2 Related Work
Ever since the introduction of node-link graphs in information visualization, the amount of infor-
mation presented in these graphs has been growing. With this growth come bigger graphs with
more and more edge crossings, along with a desire to reinvent ways to visualize said graphs. It
soon became clear that reducing edge crossings plays a big part in the improvement of graph vi-
sualization, as edge crossings can be confusing when analyzing relationships within the graph.

One of the first to introduce an edge concentration method in (directed) graphs was Newbery
by using ‘edge concentration nodes’ in places where many edge crossings occur to minimize the
number of edges [New89]. Later on, Dickerson et al. introduced a new diagram visualization ap-
proach called ‘confluent drawing’ [DEGM02], which draws non-planar graphs in a planar way, while
striving to minimize the number of edge crossings. This method was further developed by Holten
to include hierarchical components in data [Hol06] and later a force-directed algorithm [HVW09]
which preserves the node positions of a graph and does not require a hierarchy in the data. Among
hierarchical and force-directed edge bundling, more edge bundling techniques have been proposed
based on computational geometry techniques [WHH+08] and image-based techniques [TE10].

Ant colony optimization algorithms, as described by Dorigo [DS03], is a relatively new research
field but has already made a big impact on the research community. It has diversified to solve
numerous numerical problems along with solving computational problems that can be reduced to
finding good paths in graphs. In this paper, we draw inspiration from ant colony optimization
algorithms to propose a new way to bundle edges of general graphs with fixed node positions.

3 Swarm-Based Edge Bundling
Swarm-based edge bundling aims to visualize graphs inspired by the behavior of ants. Ants give
each other directions on how to reach their destination by leaving a pheromone trail that leads to
this destination. A better trail results in a higher pheromone release from an ant and a higher
pheromone value in a cell results in a higher probability of a next ant walking towards this cell.
In other words, ants favor trails that have already been successfully traveled. Over time, the
pheromone trails of the ants converge to the most successful path to the destination. All these
pheromone trails form a pheromone field that is the foundation of our edge bundling algorithm.

The initial input for Algorithm 1 is a node-link diagram of a general directed graph G = (S,E)
with given set of nodes N with fixed positions and a given set of edges E. Note that the algorithm
also handles undirected graphs, since an undirected graph can be represented as a directed graph
where the edges go two ways. The algorithm simulates ants walking from a start node of an edge
to its end node, for each edge of the graph, leaving a pheromone trail if the path was successful.
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Based on the pheromone field created by the ants, obtained by generatePheromoneField(G), the
algorithm outputs curves, obtained by createCurve(F, e), further explained in Section 3.2, that
visualize the edges of the graph.

Algorithm 1 Swarm-Based_Edge_Bundling(G)
Input: graph G = (S,E) with set of nodes S and set of edges E
Output: set of curves that visualizes graph G
1: F ← generatePheromoneField(G)
2: return {createCurve(F, e) | e ∈ E}

This Section explains how the algorithm operates, divided into two subsections: how the ant
simulation is modeled and how the final curves are formed.

3.1 Modeling the ant movement and pheromone placement
The life of an ant begins in its nest, or start node, represented by one of the start nodes in the
graph. Every ant is born with one goal: it keeps on walking until it finds its corresponding food
source, or end node. The walk of an ant is modeled as a sequence of steps. After every step, the
ant evaluates its options and chooses a direction for its next step. Its change in direction com-
pared to the previous step, or directional change, comes with restrictions for the angle and favors
directions towards a high pheromone value. There are |S| different types of pheromones, corre-
sponding to the |S| different nodes of graph G = (S,E). When measuring pheromone values, the
ant measures the sum of the pheromone values of all pheromone types. A higher total pheromone
value will result in a higher chance that the ant will walk towards that direction. However, every
ant keeps a certain randomness in its walk; since diverting from the path may lead to a shorter path.

When the ant arrives at the end node, it will walk back to the start node following the exact
same path and lay down pheromones to signal other ants where to find the end node. The shorter
the path of the ant, the more pheromone the ant will release in each step. This pheromone will then
help other ants find their way to the end node. An ant will always deposit two types of pheromones,
one corresponding to its start node and one to its end node, with the same pheromone value.

This section explains in detail how an ant decides in which direction to take its next step, and
how the pheromones are distributed. Throughout this paper, angles and directions are represented
in radians.

3.1.1 Restrictions on the directional change of the ant during its walk

We initialize a 2D grid, matching the width and height of the input graph in pixels. We define a
cell to be a pixel in the grid with integer x- and y-coordinates where an ant can be placed. Each
cell has a pheromone value that is initially 0. An ant a is placed on one cell in the grid, where its
direct neighbors are the 8-connected cells, defined as the set N8, as seen in Figure 1(a). After each
step, the ant evaluates its 8 neighboring cells and already eliminates cells considered to be ‘bad’.
The algorithm getCandidateNeighbors(a) returns the set N of candidate neighboring cells of ant a
satisfying three restrictions, as seen in Algorithm 2.

The algorithm considers the following subsets of N8:

1. Nv ⊂ N8 is the subset of neighboring cells that have not been visited yet by this ant, as seen
in Figure 1(b).

2. Nb ⊂ N8 is the subset of neighboring cells that lie within ((θ+ π)− π
4 , (θ+ π) + π

4 ), where θ
is the direction from the ant’s current location to its end node, as seen in Figure 1(c).

3. Na ⊂ N8 is the subset of neighboring cells whose directional change lies within [−π2 ,
π
2 ], as

seen in Figure 1(d).
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Algorithm 2 getCandidateNeighbors(a)
Input: ant a
Output: set of coordinates N
1: N8 ← all 8 direct neighboring cells of the ant’s current cell
2: Nv ← all n ∈ N8 that have not been visited by ant a before
3: θe ← direction from the ant’s current location to its end node
4: Nb ← all n ∈ N8 whose direction lies within ((θe + π)− π

4 , (θe + π) + π
4 )

5: Na ← all n ∈ N8 whose directional change lies within [−π2 ,
π
2 ]

6: N ← N8

7: if Nv is not empty then
8: N ← Nv
9: if Nv ∩Nb is not empty then

10: N ← Nv ∩Nb
11: if Nv ∩Nb ∩Na is not empty then
12: Nv ∩Nb ∩Na
13: return N

First, the ant will look at subset Nv. This is a good basis for finding the end node, since an
ant is not likely to visit a place it has already been and did not find any food. If Nv = ∅, the ant
will choose N = N8 as set of candidate neighbors and disregard Nb and Na.

In the case Nv 6= ∅, the ant subsequently looks at set Nv ∩Nb, as seen in Figure 1(e). In the
real world, an ant is happy to find any food source, but in this model we want the ant to find a very
specific food source. To give the ant a little push away from the wrong direction, we apply this bor-
der principle. If Nv∩Nb = ∅, it will choose N = Nv as set of candidate neighbors and disregard Na.

In the case Nv ∩Nb 6= ∅, the ant will now look at set Nv ∩Nb ∩Na, as seen in Figure 1(f). The
ant now does not visit cells it has already been, and will not walk toward the opposite direction
with respect to the end node. By taking the intersection with Na, the ant will make only acute
angles which makes the ant walk feel more natural, following smoother curves instead of sharp
turns. If Nv ∩Nb ∩Na 6= ∅, it will choose Nv ∩Nb ∩Na as set of candidate neighbors and Nv ∩Nb
otherwise.

Figure 1: Visualization of an example result of the getCandidateNeighbors(a) algorithm, which
returns the green cells.
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3.1.2 The influence of the pheromone value on the directional change of the ant

The ant’s choice of a directional change φ depends on the pheromone value of its surroundings
and the set of candidate neighboring cells. Ants use their antennas to measure the pheromone
value in their direct vicinity, as shown in a study by Draft et al. [DMKM18]. We modelled this
characteristic by looking at the pheromone value in the cell corresponding to the left antenna, −π4
of the ant’s current direction, and the right antenna, +π

4 of the ant’s current direction. With its
left antenna the ant measures the total pheromone value left forward of its current location L, and
with its right antenna, the ant measures the total pheromone value right forward of its current
location R, as seen in Figure 2. In other words, let θc be the current direction of the ant and C the
cell of the current location of the ant, and let x, y ∈ N denote the x- and y-coordinates of a cell, then

L.x← round(C.x+ cos(θc +
π

4
)), L.y ← round(C.y + sin(θc +

π

4
)), (1)

R.x← round(C.x+ cos(θc −
π

4
)), R.y ← round(C.y + sin(θc −

π

4
)). (2)

Figure 2: L is the cell corresponding to the left antenna, +π
4 of the ant’s current direction, and R

is the cell corresponding to the right antenna, −π4 of the ant’s current direction.

Before including the pheromone value in the ant’s choice of directional change φp, the ant
checks which neighbors are candidates using the algorithm getCandidateNeighbors(a). If there is
only one candidate neighbor, the ant will go to this neighboring cell. If there are more candidate
neighbors, the ant cross references L and R with the set of candidate neighbors.

In the case L,R ∈ N , we look to the corresponding pheromone values, F (L) and F (R) re-
spectively. If the pheromone value at both L and R equals 0, but the pheromone value at the
ant’s current location, cell C, is larger than 0, then the ant was on a valuable path and has no
reason to turn left or right. For this reason, the ant chooses φp = 0, and thus wants to walk
straight forward. If the pheromone value at the current location is also 0, the ant wants to follow
a random directional change drawn from a normal distribution with µ = 0 and σ = π

6 , in other
words φp ∼ N (0, π6 ). This σ is chosen such that we have a 99, 7% probability that the random
directional change lies within (−π2 ,

π
2 ). Additionally, if the difference between pheromones at L

and R is small, say smaller than a threshold t ∈ [0, 1], the ant also chooses a random directional
change φp ∼ N (0, π6 ). Assume that the difference in pheromone value between L and R is larger
than or equal to t. The ant picks the directional change based on pheromone values φp to be:

φp =


π

4
(go to L) with probability

F (L)4

F (L)4 + F (R)4
,

−
π

4
(go to R) with probability

F (R)4

F (L)4 + F (R)4
.

(3)

In this formula, the power 4 was chosen after experimental testing with the goal to get a clear
difference in probability for a low difference in pheromone value.

In the case R ∈ N and L /∈ N , the ant picks φp = −π4 and thus prefers to go to R. In the case
L ∈ N and R /∈ N , the ant picks φp = π

4 and thus prefers to go to L. In case that both L and R
are not included in N , the ant picks a random directional change φp ∼ N (0, π6 ).

As mentioned before, every ant keeps a certain level of randomness in its walk, which could
result in finding other, possibly better, paths. This random walk again follows a directional change
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φr ∼ N (0, π6 ). The probability of this randomness occurring is a parameter p ∈ [0, 1], such that
the final directional change equals

φ =

{
φp with probability 1− p,
φr with probability p.

(4)

Algorithm antWalk(a, F ) uses this method to calculate the ant’s new direction θn based on the
directional change and its current location, cell C, and returns the cell with coordinates

x = round(C.x+ cos(θn)), y = round(C.y + sin(θn)), (5)

as seen in Algorithm 3.

Algorithm 3 antWalk(a, F )
Input: ant a, pheromone field F
Output: coordinates (x, y)
1: N ←getCandidateNeighbors(a)
2: if N contains just one neighbor n then
3: return coordinates of n
4: if L ∈ N and R ∈ N then . L and R are obtained as described in eq. 1 and 2
5: if F (R) = F (L) = 0 then . F (X) returns the pheromone value at location X
6: if F (C) > 0 then
7: φp ← 0 . Continue in the same direction
8: else
9: φp ← random double drawn from N (0, π6 )

10: else if |F (L)− F (R)| < t then
11: φp ← random double drawn from N (0, π6 )
12: else

. The probability of choosing L or R, pL and pR respectively, is based on their pheromone
values like described in eq. 3

13: pL ← F (L)4

14: pR ← F (R)4

15: random← random double drawn from U(0, pL + pR)
16: if random < pL then
17: φp ← π

4
18: else
19: φp ← −π4
20: else if R ∈ N and L /∈ N then
21: φp ← −π4
22: else if L ∈ N and R /∈ N then
23: φp ← π

4
24: else
25: φp ← random double drawn from N (0, π6 )

. Now we choose directional change based on pheromone values φp with probability (1 − p)
and random directional change φr with probability p, like described in eq. 4

26: φr ← random double drawn from N (0, π6 )
27: random2← random double drawn from U(0, 1)
28: if random2 < p then
29: φ← φr
30: else
31: φ← φp

. Return the coordinates of the cell one step into the current direction + directional change φ
like described in eq. 5 and make this the new current direction

32: a.curDir ← a.curDir +φ
33: x←round(C.x+ cos(a.curDir))
34: y ←round(C.y + sin(a.curDir))
35: return (x, y)
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3.1.3 Updating the pheromone value

We define a run to be a time frame in which all edges of graph G = (S,E) are traversed once by an
ant. After each run, we update the pheromone field F by doing two things: increasing pheromones
along successful paths and partially evaporating all pheromones.

First we increase the pheromone value along all successful paths of the current run, where we
take into account the radius δ of the pheromone placement. For each successful path we do the
following: for each cell with distance 0 ≤ d ≤ δ to the path (here we take the Euclidean distance
between the center of the cells) we calculate the increase in pheromone value I(d) as follows:

I(d) = ν exp

(
−d2

2( δ3 )
2

)
(6)

where ν is a factor depending on the length of the path l (which equals the sum of the Euclidean
distance of consecutive cells in the path), compared to the Euclidean distance between the start
node Ns and end node Ne, as following:

ν =

(
||Ns −Ne||

l

)8

(7)

Note that ν ≤ 1 always. This function I(d) was chosen as a variation on the normal distribution
with µ = 0 and σ = δ

3 , such that the value of the pheromone being placed compared to the distance
to the path follows a bell-curve with maximum value ν and with the value of the pheromone
placement gradually decreasing to nearly 0 at the outer lines of the path, as seen in Figure 3. As
for ν, the power 8 was chosen after experimental research to ensure that pheromone values laid
down on shorter paths are sufficiently higher than that of longer paths.

Figure 3: Plot showing function I(d) for different values of l in relation to ||Ns −Ne||.

Now we increase the pheromone value of the cells in the path (including the radius) with the
values I(d). Overlapping paths result in a pheromone value following a kernel density estimation
[Ros56] like manner. We increase the value of two pheromone types per path: a type corresponding
to the end node of the ant, and a type corresponding to the start node of the ant, since the path
of the ant can lead to both nodes.

Secondly, we want to partially evaporate the pheromones in F of all types slightly such that
pheromone trails that represent bad solutions eventually disappear. This could be modeled by
either subtracting a constant value from all pheromone values, or multiplying all pheromone values
by a factor in (0, 1). Since our algorithm is sensitive to differences between pheromone values, we
choose to evaporate by decreasing by a constant factor ε ∈ [0, 1].
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3.1.4 Obtaining the pheromone field

Now that we have established the movements of the ants and how the pheromones are updated,
we can run the algorithm r ∈ N times to obtain a developed pheromone field F via Algorithm 4
generatePheromoneField(G), which is used in the algorithm Swarm-Based_Edge_Bundling(G).

The algorithm generatePheromoneField(G) returns a pheromone field after r runs, where in
each run every edge of the graph G = (S,E) is traversed once by an ant, and all pheromones are
partially evaporated once. The function initializeAntsInNode(n,E) adds one new ant a to node
n for every outgoing edge e ∈ E that starts in n. It also initializes the path of a which contains
one location: the start node. Now the ants start walking, one at the time. While an ant has
not reached its end node, it walks by calculating its next step using the function antWalk(a, F ),
as seen in Section 3.1.2. At the end of every run, the pheromone field F is updated using the
function updatePheromoneField(F, a.path) for all ants that reached their end nodes, as explained
in Section 3.1.3. Also, all pheromones are evaporated partially using the function evaporate(F, e).
The algorithm returns the pheromone field F .

Algorithm 4 generatePheromoneField(G)
Input: graph G = (S,E) with set of nodes S and set of edges E
Output: pheromone field F
1: Initialize pheromone field F with all zeros
2: for r runs do
3: for every node n ∈ S do
4: An ← initializeAntsInNode(n,E)
5: for every ant a ∈ An do
6: while a has not reached its end node do
7: nextCell← antWalk(a, F )
8: a.path← a.path ∪ {nextCell}
9: for every ant a2 ∈ An do

10: F ← updatePheromoneField(F, a2.path)
11: F ← evaporate(F )
12: return F

3.2 Creating curves
Once we have obtained the pheromone field F , we are able to create the curves between nodes of
graph G, using Algorithm 5. We do this by finding the weighted mean of n ∈ N cells along the
straight line γ between start and end node, and fitting a curve through these cells using cosine
interpolation, as seen in Algorithm 6.

Let γ be the straight line between the start node of edge e and the end node of edge e and
τstart, τend the types corresponding to the start and end node respectively. Let γᵀp be the line
perpendicular to γ intersecting in cell p. The function Mγ(p, τend, τstart) finds the weighted mean
of all cells q that lie on line γᵀp as follows:

Mγ(p, τend, τstart) =

∑
q∈γᵀ

p
||p− q||(F (q, τend) + F (q, τstart))

8∑
q∈γᵀ

p
(F (q, τend) + F (q, τstart))8

(8)

The algorithm createCurve(F, e), as seen in Algorithm 5, uses this function to separate the line
γ into n ∈ N segments and fit a curve through the n interpolation cells using cosine interpolation,
using Algorithm 6.
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Figure 4: An example of a curve Z between a start and end node, with n = 2 segments, where
Mγ(p, τend, τstart) = ||p− q3||, such that curve Z passes trough cell q3.

Algorithm 5 createCurve(F, e)
Input: pheromone field F , edge e
Output: curve Z
1: Z ← {}
2: γ ← the straight line corresponding to edge e
3: τstart ← pheromone type corresponding to the start node of edge e
4: τend ← pheromone type corresponding to the end node of edge e

. Fit curve through weighted means, as described in eq. 8, using cosine interpolation
5: Separate line γ into n segments {γ1, ..., γn} where γk = [tk−1, tk] and t0 is the start node of e

and tn is the end node of e
6: for k = 1 to n, for every cell p that lies on line γk do
7: h← cosineInterpolation(p, tk−1, tk,Mγ(tk−1, τend, τstart),Mγ(tk, τend, τstart))
8: cell c← coordinates of p shifted h along line γᵀp
9: add cell c to curve Z

10: return Z

Algorithm 6 cosineInterpolation(p, tk−1, tk,M(tk−1),M(tk))
Input: cells p, tk−1 and tk such that tk−1.x ≤ p.x ≤ tk.x and doubles M(tk−1) and M(tk)
Output: double µ3

1: µ← tk−1.x+
p.x− tk−1.x
tk.x− tk−1.x

2: µ2 ← 1−
cos(µπ)

2
3: µ3 ←M(tk−1)(1− µ2) +M(tk)µ2

4: return round(µ3)
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4 Results
The algorithm bundles edges and results in a decluttered graph. The exact result depends on the
values of the input parameters, whose influences will be shown in this Section. Unless mentioned
otherwise, the following values for the parameters were used:

• Number of curve segments n = 4

• Pheromone threshold t = 0.0005

• Pheromone radius δ = 10

• Evaporation rate ε = 0.0015

• Probability of randomness occurring p = 0.4

For all examples in this Section, connected simple graphs were used as input. The figures show
black lines for the original input graph, blue for the pheromone field (darker blue means more
pheromone is present) and red lines for the new curves. Figure 5 shows three examples of how the
algorithm can bundle the edges of three different simple graphs.

Figure 5: Three different simple graphs, original edges in black, and the results of the algorithm,
curves in red.

4.1 Influence of the number of runs r

Figure 6 shows a graph with parallel edges and the development of the curves in different stages.
We see that after a certain number of runs, the curves start to bundle more (Figure 6(e)). After
even more runs however, the bundling starts to become less (Figure 6(f)). For ultimate bundling,
one should search for the right number of runs r.

Figure 6: Different results for a graph with parallel lines after different numbers of runs r.
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4.2 Influence of the number of segments n in the curve
Figure 7 shows a graph after 10,000 runs with different number of segments n in the curve. A
higher number of segments results in a more accurate representation of the pheromone field, while
a lower number of segments may be visually favorable.
Lowering the number of segments will result in a loss of information.

Figure 7: Graph after r=10,000 runs with different curves for n=8, 4, and 2 segments.

4.3 Influence of the pheromone threshold t

Figure 8 shows the same input graph as Figure 6 but with different values for the pheromone
threshold t over multiple runs. For t = 0 we see that the pheromone trails form clear curves and
some curves bundle together very well, while other curves only bundle slightly or not at all. The
reason behind this behavior is that a low pheromone threshold results in a high influence of the
first couple of runs. A higher threshold results in a wider spread of pheromone trails resulting in
a more symmetrical bundling. However, a pheromone threshold that is too high causes too much
spread, resulting in straight lines as output. Finding the right pheromone threshold is crucial for
good bundling.

Figure 8: Different results for a graph with parallel lines for different pheromone thresholds t after
r = 100, 500 and 10, 000 runs.
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4.4 Influence of the probability of randomness occurring p

Figure 9 shows a graph with intersecting edges after 10,000 runs for different values for the prob-
ability of randomness p. Increasing or lowering the value of p has a similar result as we saw for
the pheromone threshold in Section 4.3. Lowering the probability of randomness results in strong
bundling if the first couple of runs were favorable, but straight lines otherwise (Figure 9(b)). In-
creasing the probability of randomness causes a wider spread of pheromone trails, which results in
bundling eventually, but the bundling is not as strong (Figure 9(d)).

Figure 9: Different results after r = 10,000 runs with p = 0.1, 0.4, and 0.7.

4.5 Preference towards diagonal lines
Figure 10 shows a completely connected circle graph after 5, 000 runs. It is clear from the
pheromone field (Figure 10(b)) that the algorithm favors diagonal paths over horizontal or vertical
paths. This is likely a result from using a grid with 8-connected cells as neighboring cells, as
described in Section 3.1.1. The length of the path of an ant is measured by the sum of the length
of every step of the path. If the start and end node are positioned exactly diagonal to each other
(thus, under an angle k π4 where k ∈ N), then the shortest possible path length of an ant is the
exact distance between start and end node. If the start and end node are positioned under another
angle, the shortest possible path length is strictly smaller than the distance between start and end
node. Since the ants lay down more pheromones over shorter paths, this causes diagonal paths
to contain a higher pheromone value. As a result we see in Figure 10(c) that the edges bundle
stronger over the diagonal paths.

Figure 10: Result for a completely connected circle graph of the original algorithm , where both
length of an ant’s path and the distance between nodes are measured in Euclidean distance.

In an attempt to resolve this issue, we adapted the algorithm to measure both the length of the
path and the distance between the nodes in number of cells (in stead of euclidean distance). The
result is shown in Figure 11. This altered version of the algorithm seems to resolve the preference
towards diagonal lines, but in stead favors horizontal and vertical lines, as seen in Figure 11(c).
This preference towards horizontal and vertical lines is most likely a result of rounding the location
of the ant to the center of the cell, which will be discussed further in Section 6.
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Figure 11: Result for a completely connected circle graph after altering the algorithm, where both
the length of an ant’s path and the distance between nodes are measured in number of cells.

4.6 Random graph
Figure 12 shows a random graph after 10, 000 runs. Notice that node 6 is positioned in the center
of four nodes, to which it is also connected. We see that this results in surrounding edges bending
towards node 6 in Figure 12(c).

Another remarkable result is the bundling that happens between nodes 12, 13 and 14 in the
right lower corner of Figure 12(c). We see that the edge between nodes 12 and 14 for example
bends strongly towards node 13. Similarly, the edges between nodes 12 and 13, and 13 and 14 bend
strongly towards nodes 14 and 12 respectively. In this case, the curves are not really bundling but
rather overextending, resulting in less favorable edges compared to the input graph. This tells us
that nodes that are positioned close to each other with edges going into non-similar directions can
result in overextending curves rather than bundling curves.

Furthermore, we see that edges that go into similar directions, such as the edge between nodes
2 and 7, and the edge between nodes 3 and 7, bundle well and give a desirable result.

Figure 12: Random graph after 10, 000 runs and curves with n = 2 segments.

4.7 Runtime complexity and scalability
Algorithm 2 getCandidateNeighbors(a) has a runtime complexity of O(1) for lines 1 and 3–13, since
the computations in these lines do not depend on the size of the input and include constant time
calculations. Line 2 compares each of the 8 neighboring cells to every cell in the path of ant a. Let
k be the length of the path of ant a, then we find that the total runtime complexity of Algorithm
2 equals O(k).

Algorithm 3 antWalk(a, F ) has a runtime complexity of O(k) for line 1. Lines 2–34 have run-
time complexity O(1) since they consist of constant time equations and comparisons. We find that
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the total runtime complexity of Algorithm 3 equals O(k).

Let the input graph be on a grid of height h and width w and let s and e be the number of nodes
and edges in the graph respectively. Algorithm 4 generatePheromoneField(G) has a runtime com-
plexity O(whs) for line 1, since every cell in the pheromone field complies with one cell in the grid,
for each pheromone type (corresponding to the different nodes). Let m be the maximum length of
the paths of all ants, then lines 6–8 have runtime complexity

∑m
k=1 k = 1

2m(m+1) = O(m2) which
tells us that lines 3–8 have runtime complexity O(em2). Let δ be the radius of the pheromone
placement, then the function updatePheromoneField(F, a2.path) on line 10 has runtime complex-
ity O(δ2m). Thus, lines 9–10 have runtime complexity O(emδ2). Furthermore, the function
evaporate(F ) on line 11 evaporates every value in the pheromone field F and has runtime complex-
ity O(whs). Together we find that lines 2–11 have runtime complexity O(r(em2 + emδ2 + whs)),
where r is the number of runs performed by the algorithm. We find that the total runtime com-
plexity of Algorithm 4 equals O(whs) +O(r(em2 + emδ2 + whs)) = O(rem(m+ δ2) + rwhs)).

Algorithm 5 createCurve(F, e) has runtime complexity O(1) for lines 1–6 and line 11. Note that
the number of segments from line 6 are at most m and m < wh. Furthermore, note that line γᵀ
has length at most

√
w2 + h2 < w+ h, so the function Mγ(p, τend, τstart) as described in line 5 has

runtime complexity O(w+h). Also note that Algorithm 6 then has runtime complexity O(w+h).
Thus, lines 7–10 have runtime complexity O(m(w + h)). Together we find that Algorithm 5 has
runtime complexity O(m(w + h)).

Now, we find that the total runtime complexity of Algorithm 1 Swarm-Based_Edge_Bundling(G)
equals O(r(em(m + δ2) + whs)) + em(w + h)). This tells us that the number of edges e has a
bigger impact on the running time than the number of nodes s. Furthermore, we see that limiting
the radius of pheromone placement δ and the maximum length of the ant’s path m could reduce
the running time of our algorithm. It is reasonable to assume that the height h and width w of
the grid also have an affect on the maximum length of an ant’s path, due to the restrictions from
Section 3.1.1 that prefer non-visited cells over visited cells. Thus, a viable assumption would be
m < wh and together with the restriction δ < wh this gives us a total running time complexity of
O(r(wh(ewh+ s))). This concludes that the height and width of the grid of the input graph have
the largest impact on the running time of the algorithm. Additionally, the number of edges has a
higher impact on the running time than the number of nodes.

As for scalability, we find that increasing the grid size of the input graph results in a much
slower algorithm, while increasing the number of nodes and edges also slows down the algorithm,
but less significantly. A larger grid can, however, always be scaled down to a more suitable size.
This results in less accuracy, the more the grid is scaled down.

5 Conclusion
We have generated a promising new self-organizing method for edge bundling in general graphs with
fixed node positions, inspired by the behavior of ants. Our model simulates ants that traverse edges
following restrictions on directional change and direction related to the end node, and prefer direc-
tions with a higher pheromone value. After reaching the end node, the ants lay down pheromones
on their path, where a shorter path results in a higher pheromone value. The pheromones in the
pheromone field are also subject to slight evaporation. The resulting final pheromone field is then
translated to curves using cosine interpolation, of which the visualization depends on the number
of segments in the curve.

The results are subject to input parameters: the number of runs r; the pheromone radius δ;
the evaporation rate ε; and the probability of randomness occurring p. To acquire the best results,
one should search for the best values of these parameters. Increasing the number of runs does
not necessarily result in more bundling. A low threshold or probability of randomness results in a
higher influence of the first couple runs, while a high threshold or probability of randomness averts
bundling altogether. Furthermore, the algorithm shows a preference towards diagonal lines in the
resulting curves, which should be looked into in future research.
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The Swarm-based edge bundling method has succeeded in bundling the edges of multiple ex-
ample input graphs. It seems to perform especially well with edges that go into similar directions.
Nodes that are positioned close to each other with edges going into non-similar directions how-
ever, can result in curves overextending rather than bundling. Its biggest constraint in terms of
computation time is in the grid size of the input graph.

6 Future Research
The most important recommendation for future research is to resolve the algorithm’s preference
towards diagonal or horizontal/vertical lines as described in Section 4.5. We expect that this issue
can be resolved by decreasing the amount of rounding in the determining of the next step of the
ant, as described in Section 3.1.2. One way to do this is to consider each cell to have a size (and not
just being a pixel), such that an ant can be placed somewhere in the cell (not just in the center),
as depicted in Figure 13. This can be achieved by allowing real coordinates for each cell instead
of integer coordinates.

Figure 13: An example of an ant taking two steps into direction π
8 with rounding (a) and without

rounding (b).

Another sensible next step is to further test the algorithm on bigger input graphs, both geomet-
rically and in numbers of nodes and edges. Furthermore, it could be tested on more asymmetrical
input graphs.

As shown in Section 4.1, Figure 6, running the algorithm too long could result in less edges
bundling. An interesting research topic could be to find a method to determine the optimal number
of runs r to acquire the best results.

Another possibility is to research the effect of different interpolation methods other than cosine
interpolation as described in Section 3.2, such as cubic spline interpolation or piecewise cubic Her-
mite interpolation. This does not affect the generation of the pheromone field, just the generation
of the curves that are based on the pheromone field.

Finally, the algorithm offers the possibility to introduce obstacles on the grid. This could
be implemented by altering the getCandidateNeighbors(a) algorithm, described in Section 3.1.1,
to exclude certain cells from the set of candidate neighbors. That way, the ant cannot traverse
these cells and will have to find a way around the obstacle. This could be a valuable addition to
the Swarm-based edge bundling method, as no other edge bundling method seems to include the
avoidance of obstacles.
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