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Abstract 

In this thesis, we use a modular framework for a sequential group music recommender system 

(GMRS) as proposed by Hadash (2019) to adjust recommendations to the context in which it is 

consumed. We distinguish between three levels of musical dominance to classify group activities: 

background, foreground and middle ground. In a background context, music should not be 

dominant since the listener should focus at another primary task. In a foreground context, music 

is actively attended to by listeners by default. Finally, middle ground describes a situation in 

which music actively switches between background and foreground, whenever the music 

prompts listeners to attend to or talk about it. These categories are used to derive specific system 

settings for two exemplar use cases, namely ‘studying’ as a background scenario and ‘playing a 

board game’ as a middle ground activity.  

Next, an experiment is described in which we exposed participants to playlists stemming 

from two different recommendation algorithms. One algorithm relied on low-spread 

methodologies (i.e. close to the user’s ground taste), whereas the other used a high-spread 

methodology (i.e. more dispersed across the complete pool of available tracks) to compute 

recommendations. Across both use contexts, the high-spread methodology yielded less familiar 

songs and was considered to be more distracting than its low-spread counterpart, the latter 

contrary to our expectations. This also led to lower satisfaction rates in the board game 

condition, but surprisingly, this effect was not found in the study context. We observed a 

mediation effect, in which song familiarity and perceived distraction seem to explain the effect of 

recommendation strategy on satisfaction. However, this mediation is likely to be moderated by 

the use context. We suggest that the track-weighing module of the framework might be suitable 

for tailoring recommendations to the users’ activity next to (in a middle ground context) or 

instead of (in a background context) the recommendation strategy module. Furthermore, 

additional system functionalities are proposed based on qualitative user responses. 

Keywords: Music, Recommender System, Group, Context, Session-based purpose 
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Chapter 1: Introduction 
The use of online music streaming services (e.g. Spotify, Deezer, Apple Music) has increased 

steadily in recent years. In 2018, it even was the prime revenue stream in the global recording 

industry with over 255 million paid subscriptions worldwide (IFPI, 2018). One of the reasons for 

its success, is the vast collection of tracks that is available to its users. Spotify, for example, offers 

over 40 million songs to its premium subscribers.  

However, in such a large database, it can be quite challenging to find the items that you 

like. To limit a user’s informational overload, using a Music Recommender System (MRS) has 

become a popular solution (see Schedl et al., 2015 for an overview). Based on the user’s (implicit 

or explicit) preferences, such a system can suggest songs that fit the individual’s musical taste, 

allowing them to easily find tracks that fit their taste (e.g. Bogdanov & Herrera, 2012) or to 

explore new genres (e.g. Liang & Willemsen, 2019). 

On an individual level, most MRSs are quite sophisticated already. However, in everyday 

life, music is often consumed in a group setting. For example, when working together with 

colleagues at the office, when hanging out with friends in your backyard, or when having a party 

in a local club. Recommending music to groups of people introduces new challenges for MRS 

research. Given that musical taste can differ substantially between individuals, it is virtually 

impossible to construct a playlist only including songs that everybody in a group likes to an equal 

extent. So, a Group Music Recommender System (GMRS) faces the challenge of selecting songs 

in such a way that all group members are about equally satisfied over time.  

In a prior Master Thesis on GMRSs, Hadash (2019) proposed a coherent and modular 

framework for computing sequential group music recommendations. An implementation of the 

framework is also provided, that allows us to experiment with different settings and parameters. 

For example, four different recommendation algorithms can be used in various combinations. 

Each of these algorithms takes a different approach for song selection and therefore leads to 

recommendations with different characteristics. 

 In a qualitative study, Hadash (2019) found – amongst other things – that user’s foresee 

two primary applications of such a group recommender system. They would use it (1) to explore 

each other’s musical taste and (2) to play background music. In the former case, music ideally 

sparks discussion between group members and supports the ongoing conversation. Participants 

confirmed that the recommender system affords this. Considering the latter case, however, some 

participants found the recommender system in question (and the suggestions it produced) to be 

too distracting to serve as background music.  

It appears that the two proposed purposes of the GMRS differ in terms of engagement, 

i.e. whether or not the system itself or the music it produces should draw attention. Hadash 

(2019) suggests that the optimal recommendation algorithm therefore depends on the purpose 

the system has at the moment of use. Hence, in this thesis, we will further investigate the relation 

between recommendation strategies and the system’s session-based purpose. We will define 

three different levels of musical dominance to categorize such session-based purposes and we 

will look at its implications for GMRS design. Next, we will describe an experiment in which 

these implications are empirically tested and will analyze and discuss the results. In summary, we 

pose the following research question: 

Research Question: “How should we adapt a group music recommender system to suit the 

session-based purpose?”   
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Chapter 2: Theoretical Background 
A Recommender Systems (RS) is a tool that provides suggestions for items that are most likely 

of interest to a particular user (Ricci, Rokach & Shapira, 2011). Usually, it serves as an aid in a 

decision making process, for example when deciding what destination to travel to, what news to 

read or what song to listen to. A RS helps a user to deal with the potentially overwhelming 

number of alternatives that a website or webstore might offer. It serves as a tailored replacement 

of the non-personalized lists of popular or related items that are often found online. 

RSs primarily take two constructs as input: users and items. The user is the individual 

that the recommendations are directed to. Secondly, there is usually a large set of items from 

which the most relevant options should be extracted as recommendations, e.g. books, songs or 

movies. Traditionally, there are two popular approaches to generating suggestions in 

recommender systems that rely on these concepts of users and items: content-based and 

collaborative filtering methods (Ricci, Rokach & Shapira, 2011). In a content-based approach, 

the system recommends items that are similar to the ones a user liked in the past. This similarity 

is based upon attributes or features that describe the items. So, if one likes a fantasy novel, 

recommending another book from the same genre could be a good strategy. In a collaborative 

filtering approach, the system generates recommendations to the active user based on items that 

other users with similar interests liked in the past. The similarity is based on overlap between 

ratings on past items and is used to predict a new item’s suitability for the active user.     

When the unit of recommendation is a (selection or sequence of) song(s), we naturally 

speak of a Music Recommender System (MRS). Schedl et al. (2015) describe several unique 

characteristics of music, which in turn have implications for the design of such a MRS:  

Firstly, the time needed for consumption of a single item (i.e. a few minutes) is 

substantially shorter compared to movies or books (ranging from several hours to several days). 

This implies that it is easier to form an opinion about a song than about a movie or a book, due 

to its short and more expressive nature. Secondly, a particular item might be consumed multiple 

times. Whereas a movie becomes more boring when you know a plot by heart, a song, on the 

other hand, invites to sing along when it is this familiar. Thirdly, music consumption has a 

sequential and continuous nature; one listening session may consist of a large number of 

individual songs or a collection of coherent songs, i.e. a playlist. Fourthly, the appreciation of 

music depends on the environment, the emotional state, or the activity of the user, which can 

change rapidly overtime. Hence, short-term music preferences might also differ substantially 

compared to long-term tastes or interests. Finally, explicit rating data for songs is relatively rare 

(Burke, 2007). Large rating databases like MovieLens or IMDB afford RS research in the movie 

domain (e.g. PolyLens by O’ Conner, Cosley, Konstan, & Riedl, 2001), but do not exist in the 

music domain. In the absence of rating data, metadata like musical genre, record label, year of 

release, relations between artists, tracks and albums are used to support MRS. This explains the 

popularity of content-based over collaborative filtering approaches in the music domain. Some 

systems are even fully based on this type of information, like Bogdanov and Herrera (2012).  

However, nowadays, some streaming platforms, like Spotify (2019), offer a 

comprehensive Application Programming Interface (API), which offers valuable alternatives to 

this missing rating data. First of all, after authorization, this API offers access to a user’s top 

tracks and artists. Instead of explicit ratings, these lists can be seen as implicit representations of 

a user’s taste. Additionally, it provides new opportunities for experimenting with audio content 

analysis. Audio content analysis offers valuable tonal, timbral and temporal information about 
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each track, which is usually based on machine learning and can for example be used to find 

similar songs within a large pool of tracks (Schedl et al., 2015). These notions will also be utilized 

in this thesis. 

Most of the available literature on MRSs focusses on recommending tracks to 

individuals. However, music is often consumed in a group setting, for example at a shopping 

center, at an office or at a party. While the aforementioned still holds for group 

recommendations, additional challenges are introduced. We will now discuss the implications of 

suggesting music to a group.  

2.1. Recommending music to a group of people 
By its simplest definition, a group is a combination of two or more people, regardless of their 

relationship (Williams, 2010). However, one can distinguish between different types of groups, 

with different interpersonal relationships. Boratto and Carta (2010) describe four different 

categories of group composition. They refer to an established group as a collection of people 

who deliberately choose to be together because of shared interests. Secondly, an occasional 

group only shares a common aim at a given moment. Thirdly, a random group is defined as a 

collection of people that share a common physical space at a certain moment, but have no 

explicit interests that link them together. Finally, a group can be automatically identified, 

meaning that members were grouped based on their preferences and other available resources. 

This can entail both physical and online groups. In general, in order to use a GMRS, groups can 

practically be of any type and do not need to have a meaningful or social relationship. In theory, 

such a system could also be applied to people in an elevator or a shopping mall who have no 

connection to each other.  

Challenges in computing group recommendations 

Regardless of whom they are recommending for, the main problem group recommenders need 

to solve is how to adapt to the group as a whole, based on information about individual users’ 

likes and dislikes. This is referred to as the aggregation problem (Masthoff, 2015). In general, 

there are two prevailing approaches: Aggregated Prediction and Aggregated Model (Felfernig, 

Boratto, Stettinger, & Tkalcic, 2018). When using an Aggregated Predictions strategy, 

recommendations are first computed for each individual in the group and are then combined and 

ranked. Using this strategy, individual preferences are often retained and predictions remain close 

to the user’s taste. When using Aggregated Models, a group profile is created first by combining 

individual profiles, where after recommendations are generated based upon this single group 

profile. When using this approach, individual contributions are often obscured, which may 

sometimes be desirable because of privacy constraints (Masthoff, 2015). The Aggregated 

Predition strategy, however, is most popular in prior research, because it can be used along with 

existing algorithms for computing individual recommendations (Hadash, 2019). 

Besides the aggregation problem, there are other challenges that emerge when 

recommending to groups of people, which have been the subject of prior studies. For example, 

MusicFX (McCarthy & Anagnost, 1998) and Flytrap (Crossen, Budzik, & Hammond, 2002) were 

two examples of GMRSs that focused on dynamically monitoring group compositions. The 

former kept track of present users by means of a login system, while the latter used RFID badges 

instead.  

Secondly, Masthoff and Gant (2006) and Piliponyte et al. (2013) experimented with 

affective state modelling, aiming to keep individual satisfaction rates balanced over time. As it is 

impossible to equally satisfy everyone with every single song, they estimated each user’s 
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evaluation of previously played items based on their profiles and predicted the impact of 

potential new items on their satisfaction levels. This way, the next track can favor the person 

who is expected to be least satisfied at the given moment and users are more likely to perceive 

the system as being fair. 

Finally, jMusicGroupRecommender (Christensen & Schiaffino, 2011), Adaptive Radio 

(Chao, Balthrop, & Forrest, 2005) and Jukola (O’Hara et al., 2004) are examples of systems that 

tried to incorporate implicit and explicit user preferences by means of likes and dislikes, dislikes 

only and voting respectively. This way, they tried to ‘teach’ the system more about users’ short-

term preferences, which are usually hard to predict given the differences in user context. 

Whilst prior work has often focused on a single one of these challenges, it is desirable to 

unite these separate aspects into a single system, or to be able to investigate them in tandem. In 

the next section, we will describe a modular framework for GMRS as proposed by Hadash 

(2019), that tries to integrate these elements and systematically maps the relations between them. 

2.2. Hadash (2019): towards a complete framework for GMRSs 
In her 2019 master thesis, Hadash proposes a modular framework for sequential group music 

recommendation (see figure 2.1 for a schematic overview). The framework is modular in the 

sense that the different elements are additive and have an independent contribution. Each 

module can also be meaningful separate from any other module. We will discuss the modules 

one by one and thereafter shortly recap her research findings. 

 

Figure 2.1. Schematic representation of the Framework for Sequential Group Music 

Recommender Systems. Reproduced from Hadash (2019) with permission. 

2.2.1. Users 

The user module keeps track of the group members that are actively participating and whom 

recommendations should be based upon. Secondly, this module provides relevant user 

information when available, typically in the form of user profiles. It is the only module that is not 

influenced by any other module.     
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2.2.2. Recommendation Strategy 

The recommendation strategy module aims to compute item-user relevance scores for each user 

and every item of interest. In other words, it exploits the available information for every user and 

by using a predefined recommendation algorithm, it infers to what extent a given song would 

match the user’s preference. These strategies can be similar to the content-based and 

collaborative filtering approaches that are popular in conventional recommenders (Ricci, Rokach 

& Shapira, 2011). The result of this operation is a matrix of item-user relevance scores for every 

user. 

In Hadash’s (2019) implementation of the framework, she exploits user data that is 

available through the Spotify API. A user profile includes a ranked lists of top tracks and artists, 

based on listening history. Hadash (2019) designed four recommendation strategies based on 

these ordered list, which we’ll discuss briefly. A more detailed explanation of these 

methodologies and their mathematical proof is available in Hadash, Liang and Willemsen (2019).  

Track-distance methodology 

From a Spotify user-profile, one can extract a list of top tracks, representing the songs that a user 

has listened to most often. Spotify offers long-term, medium-term and short-term versions of 

this list, allowing to differentiate between long-term and short-term user preferences. The track-

distance methodology exploits the ordered nature of a user’s top tracks. Each song is assigned a 

score corresponding to its position on the list, whereby songs that are high on the list receive a 

higher score. For each top track, Spotify’s seed recommender is used to obtain a pool of related 

tracks. The seed recommender algorithm is black box, meaning its content is not publicly 

available. In a similar linear fashion, scores are awarded to this list of related items. Next, the 

score of each top track is multiplied with the scores assigned to every song in the corresponding 

list of related tracks. This process is repeated recursively up to a pre-defined depth D, yielding a 

matrix of item-user relevance scores.   

Artist-distance methodology 

Similar to a top tracks-list, a Spotify profile contains a top artists-list. The artist-distance 

methodology is based on the same principle as the track distance methodology with two 

important extensions. Firstly, all tracks from an artist with a non-zero score will also be assigned 

a score. Secondly, it is assumed that songs can have multiple artists. A track will be a better 

recommendation when the number of artists with a non-zero score is higher, relative to the total 

number of artists of that song.  

Genre-distance methodology 

The goal of the genre-distance methodology is to generate user-track ratings based on the genres 

that the user likes. Since only artists have genre classifications in Spotify and not tracks, the user’s 

top artists determine their top genres. As in the artist-distance method, the ordered nature of 

artists is exploited, such that each artist is assigned a linear score. The genre score is computed as 

the sum of all artist scores that belong to that genre. Finally, a genre similarity metric is used to 

extrapolate genre scores to related genres (i.e. genres that often co-occur in artist descriptions) 

which were not in the original top genres.  

Audio feature methodology 

The audio feature methodology is based on Spotify’s own audio content analysis. For each track 

in their library, Spotify offers information on it’s key, mode, tempo and popularity, but also other 

audio features like speechiness, liveness, loudness, acousticness, instrumentalness, danceability, 
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valence and energy. The assumption here is that tracks that have similar scores on these features 

compared to a user’s top tracks, will be good recommendations. 

Low-spread vs. High-spread methodologies 

These four methodologies all yield a different and diverse set of predictions (see figure 2.2 for a 

visual representation). Because of their close relatedness to the user’s top tracks and artists, the 

track and artist distance methodologies generate user-track ratings for a small subset of the total 

pool of tracks relatively close to the users' taste. In the remainder of this paper, we will refer to 

these methodologies as ‘low-spread methodologies’.  

The genre distance methodology generates relevance scores for a large proportion of the 

total pool of tracks. It will produce non-zero scores for all tracks by artists that are labeled with 

one of the user’s top genres and their first order connections. The audio feature methodology 

yields an even broader set of suggestions. While a specific genre is likely to include songs with 

similar feature values, songs that are comparable in terms of these audio features do not 

necessarily need to be of the same genre. Many songs will therefore end up with non-zero scores. 

These latter two algorithms will be referred to as ‘high-spread methodologies’.  

Besides the resulting number of tracks with a non-zero score, the main difference 

between low-spread and high-spread methodologies is thus the average distance to (or spread 

around) the user’s ground taste, as represented by her top tracks and artists.   

 
Figure 2.2. Low-spread methodologies (i.e. track- and artist-distance) yield songs that are close 

to the user’s top songs. High-spread methodologies (i.e. audio feature analysis and genre-
distance) yield songs that are further away from the user’s top tracks and more dispersed across 

the complete pool of available tracks. Reproduced from Hadash (2019) with permission. 
 

Based upon the description of these algorithms, it seems reasonable to expect that there 

is a higher probability that individual users are familiar with recommendations that stem from a 

low-spread method, compared to suggestions that originate from a high-spread method. Hadash 
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(2019) suggested this dependency as a hypothesis for future research. So, in the current thesis, 

we will try to verify this relation.  

Hypothesis 1. Low-spread methodologies yield songs that users are more familiar with 

compared to high-spread methodologies. 

2.2.3. Music Player  

The music player is the simplest module in the framework and keeps track of the system’s 

playback history. It logs which tracks were played and saves the item-user relevance score at the 

time the aggregation function decided to play this track. The module provides input to the track-

weighing and satisfaction functions. 

2.2.4. Satisfaction Function 

The satisfaction function module is based on the idea of modelling the affective state of 

all active users (cf. Masthoff & Gatt, 2006). It weighs the importance of the users accordingly, in 

order to increase the perceived fairness of the system. It is meant to prevent that the 

recommendation system makes group members feel that their own preferences are not fairly 

represented in the recommendations. It is assumed that individual satisfaction levels depend on 

the extent to which the previous songs were relevant to the specific user (cf. Masthoff & Gatt, 

2006). In the implementation by Hadash (2019), the system keeps track of previously played 

songs and their item-user relevance scores for every individual user as computed by the music 

player module. Individual satisfaction levels can in turn be predicted and used to create user 

importance weights. This gives users with underrepresented musical interests a temporary 

increase in relative influence when deciding the next track. Hadash (2019) also includes an 

emotional decay function that assumes more recent tracks are more important in a user’s 

perception of fairness. Note that assigning weights to users is just one possible approach. 

Masthoff (2015) describes other alternatives. 

2.2.5. Track-weighing Function  

The track weighing module is used to steer the playlist towards target characteristics (Hadash, 

2019). These target characteristics can include explicit or implicit user preferences, global system 

preferences or constraints imposed by other stakeholders. Examples include genre coherence, 

preventing artist repetition (e.g. as in Crossen et al., 2002) and preventing heavy fluctuations in 

track attributes (e.g. tempo or genre).  

The track-weighing function indicates preferences for specific songs by altering its 

weight. For example, when song X by artist Y was just played, it temporarily sets the weight of 

song X to 0, in order to prevent it from being played again. Similarly, it could adjust the weights 

for other songs of artist Y, to make sure the playlist remains more diverse. The implementation 

by Hadash (2019) includes an exponential decay function, meaning that the penalty for track or 

artist repetition is decreased over time.  

2.2.5. Aggregation Function  

At the end of the process, the aggregation function tries to generate group recommendations by 

‘aggregating’ recommendations based on individual profiles. To do so, this module linearly 

combines the item-user relevance scores produced by the recommendation algorithm, the user 

weights computed by the satisfaction function and the track weights provided by the track-

weighing function. Then, the next track can be decided, using an aggregation strategy based on 

social choice theory. In the implementation by Hadash (2019), averaging, highest and fairness 

strategies are included, all of which are aggregated prediction strategies. The averaging strategy 
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chooses the item with the highest average score across users. The ‘highest’ strategy picks the 

items with maximum relevance scores for any user. The fairness module cycles between users 

and takes the best prediction for the user whose turn it is.  

2.2.6. Framework evaluation 

Hadash (2019) performed two studies to evaluate her framework: a quantitative study to verify 

the relation between predicted ratings and actual user ratings and a qualitative focus group-style 

study to explore the effects of the satisfaction function.  

In the quantitative study, she found that higher predicted item-user relevance scores 

indeed led to higher average user ratings. This finding was constant across different 

recommendation strategies. Furthermore, the inclusion of both the genre-distance methodology 

and the audio feature methodology led to lower ratings on playlist attractiveness. However, this 

penalty was significantly smaller for the genre-distance algorithm. Also, the use of different 

recommendation strategies did not seem to affect the user ratings on song level.  

Secondly, the main finding of the qualitative study was that the emotional decay 

satisfaction function was perceived to be more fair compared to the control condition, in which 

all users had equal weights throughout the exposure frame. However, this difference was not 

statistically significant due to a small sample size. More interestingly for the current thesis, 

though, participants indicated that they’d foresee two different applications of such a GMRS, 

namely exploring each other’s taste or using it as a background music player. However, they 

would dislike the current implementation as a background music player, because the songs it 

suggested sparked discussion amongst group members and the system itself required too much 

attention.  

Hadash (2019) suggests that the session-based purpose that users have when engaging 

with the GMRS (i.e. the use context) might have implications for the ideal system settings and 

parameters. For example, when users would like to explore each other’s taste, it might be best to 

use the low-spread recommendation strategies as described earlier, because they stay relatively 

close to the user’s taste. Conversely, for the purpose of background music, low-spread 

methodologies might yield items that elicit discussion and are therefore undesirable. In this case, 

song familiarity would be less important, making the use of high-spread methodologies more 

sensible.  

The present thesis sets out to find theoretical fundament for these intuitions and, 

subsequently, will test them empirically. Next, we will discuss prior literature on incorporating 

use context into recommender systems and its applicability to the framework as proposed by 

Hadash (2019). 

2.3. Beyond Hadash (2019): incorporating use context 

2.3.1. Context-Aware Recommender systems (CARS) 

Traditionally, recommender systems deal with applications having only two types of entities - 

users and items - although there can be many contextual factors that can influence the relevance 

of recommendations (Adomavicius & Tuzhilin, 2011). It is assumed that a user’s preference is 

dynamic and depends on the circumstances she finds herself in. For example, when shopping for 

clothes online, it does not make sense to recommend swim shorts in the middle of December 

when it’s freezing outside. Similarly, when a person feels anxious, he or she might rather watch a 

comedy movie than a horror film.  
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According to Schedl et al. (2015), contextual factors with regards to music 

recommendations can be divided into two groups: environment-related and user-related 

contextual factors. The first group contains factors that can be measured by sensors on the user’s 

mobile device or obtained from external information services (e.g. weather or geolocation). The 

latter group represents more general, high-level information that is relatively more difficult to 

measure (e.g. the user’s activity or mood). This category would also include session-based 

purpose.  

Adomavicius and Tuzhilin (2011) discuss some examples of context-aware recommender 

systems (CARS) in the music domain, but all of these try to predict the user’s mood by 

modelling physical (or environment-related) factors like location, time of day, day of week, noise 

or traffic level, temperature and weather (e.g. Reddy & Mascia, 2006). The number of studies 

incorporating user-related contextual factors is still rather limited.  

One notable exception is a study by Wang, Rosenblum and Wang (2012), which used 

smartphone sensors to infer the ongoing user activity (i.e. running, walking, sleeping, working, 

studying and shopping) and tried to adjust the recommendations appropriately. A group of 10 

students manually coded a set of web-crawled songs with the activity that it would suit best. This 

assumes that one song is only suitable for one specific activity, which is probably not the case. 

Then, using audio content analysis and several different machine learning techniques, the most 

suitable activity was inferred for a different set of tracks. Another drawback of this study is that 

the audio content analysis was based on latent features, rather than semantically meaningful 

features like Spotify offers. Such meaningful features will be more helpful when relying upon 

theory to tailor recommendations. 

All in all, to our knowledge, prior research did not offer any satisfying attempts to 

systematically incorporate user-related characteristics and session-based purpose.  

2.3.2. Incorporating user context into the framework 

The framework proposed by Hadash (2019), however, lends itself well for including such (linear) 

user contextual factors, especially in the recommendation strategy module and the track-

weighing module.  

As described before, the output of the four recommendation methodologies is different 

with respect to the distance to the user’s ground taste. Low-spread methodologies suggest items 

that lie relatively close to the user’s taste, whereas items originating from high-spread 

methodologies tend to be more spread out across the complete pool of tracks. We expect that 

users are more familiar with songs that are close to their ground taste. Hence, adjustments made 

in this module, are likely to affect perceived recommendation familiarity. 

Secondly, the track-weighing module leaves room for implementing various filters based 

on explicit or implicit preferences or constraints. Suppose that a user only wants to listen to rock 

music, then a filter in this module could easily set the weights of all tracks that are not classified 

as rock music to 0. Similarly, when the session-based purpose would be ‘throwing a party’, users 

might like to hear music that they can dance to. In this case, a filter could only pass tracks that 

score higher that a given threshold on the audio feature ‘danceability’. Hence, the track-weighing 

function module is suitable for tailoring recommendations by means of a genre filter or an audio 

feature filter.   

Remember that Spotify provides audio feature values for each track in their library on 

eleven predefined dimensions (Spotify, 2019). Key, mode, tempo, loudness and popularity 
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describe a track on a higher level. Speechiness distinguishes music from spoken word (like 

podcasts), but does not tell us anything about the musical content of the track itself. Similarly, 

liveness only describes the context in which the track was recorded. This leaves five other 

dimensions, all on a scale of 0 to 1, which might help us to tailor a GMRS to a specific use case: 

Acousticness represents a confidence measure of whether the track is made up of 

acoustic instruments. 

Danceability describes how suitable a track is for dancing based on a combination of 

musical elements including tempo, rhythm stability, beat strength, and overall regularity. 

Energy represents a perceptual measure of intensity and activity. Typically, energetic 

tracks feel fast, loud, and noisy. For example, death metal has high energy, while a Bach prelude 

scores low on the scale. Perceptual features contributing to this attribute include dynamic range, 

perceived loudness, timbre, onset rate, and general entropy. 

Instrumentalness predicts whether a track contains no vocals. “Ooh” and “aah” sounds 

are treated as instrumental in this context. Rap or spoken word tracks are clearly “vocal”.  

Valence describes the musical positivity conveyed by a track. Tracks with high valence 

sound more positive (e.g. happy, cheerful, euphoric), while tracks with low valence sound more 

negative (e.g. sad, depressed, angry). 

We now know in which modules of the framework we should incorporate use context. 

Below, we will discuss how to group different use contexts and activities. Then, we will attempt 

to tailor abovementioned modules of the framework to some specific exemplar use cases and 

define an experiment to test these settings and parameters. 

2.4. Session-based purpose and the presence of music 
When describing a use context, how can we best explain the role that music plays in it? Schäfer, 

Sedlmeier, Städtler and Huron (2013) combined 129 different functional descriptions of music as 

proposed in 22 research papers into just three distinct dimensions: self-awareness, social 

relatedness and mood and arousal regulation. They describe self-awareness as music’s capability 

to help people think about who they are, who they would like to be, and how to shape their own 

path. Social relatedness describes music’s ability to make one feel close to her friends, to express 

her identity and values to others, and to gather information about her social environment. 

Finally, mood and arousal regulation describes music’s quality to serve as background 

entertainment and diversion and as a means to get into a positive mood and regulate one’s 

physiological arousal (Schäfer, Sedlmeier et al., 2013). 

 However, these functions are too abstract to be able to tailor music recommendations to 

a specific group activity. For example, in her Master thesis, Groot (2005) surveyed office workers 

to find out why they listened to music while working. About 22% of the respondents indicated 

that they would listen to music because it would make working more fun. Other reasons were 

‘improving the atmosphere in the office’ and ‘speeding up the perception of time’. Mood and 

arousal regulation is thus indeed an important function of listening to music at the office. 

However, because office work often requires cognitive resources for reading, writing and 

analytical thinking, we need to define an additional constraint: the music should not be too 

dominant and distracting.  
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Additionally, there are several situations in which music can have multiple functions at 

the same time. For example, when music is played at a party, it regulates mood and arousal and 

has a social function simultaneously. So, rather than using these functionalities as a main 

classifier, we propose to label activities based on the extent to which music is allowed to be 

dominant. This helps us to make mutually exclusive categories such that it becomes easier to 

derive specific system constraints for each of those.  

We define three levels of musical dominance within the context of this thesis: 

background, foreground and middle ground. In a background context, music should not be 

dominant, because attention should not be disrupted from another primary task. On the other 

hand, in a foreground context, music is dominant per definition and is actively attended to by 

listeners. Middle ground describes a situation in which music can actively switch between 

background and foreground, whenever the music prompts listeners to actively attend or discuss 

it. We will describe each level in more detail and will derive several implications and hypotheses 

for adequately tailoring music to the context of use. Our findings are summarized in table 2.1. 

2.4.1. Background music 

Music ought to be at the background when users are performing another primary task that 

requires attention. Attention has been referred to by Anderson (2004) as the allocation of 

processing resources to a stimulus or task. Tasks like reading, writing and memorizing require 

such cognitive resources and are often performed while studying or doing group or office work 

together. The relative importance of attention (and concentration) might introduce additional 

constraints which we need to satisfy when recommending music to groups in a background 

scenario.  

 Prior literature is relatively divided when it comes to the effects of music on cognitive 

performance. We find evidence for both positive and negative effects. For example, research by 

Raushcer and Shaw (1993) found that subjects performed better in a spatial task after listening to 

a sonata by Mozart. Later this was coined the ‘Mozart-effect’ in popular science, proposing that 

‘music makes you smarter’. Follow-up research, however, indicated that it was not so much 

Mozart’s music that improved cognitive performance (Thompson, Schellenberg, & Husain, 

2001). Listening to music appeared to increase arousal levels and improve mood, which was later 

also identified as one of the main functions of music by Schäfer, Sedlmeier et al. (2013). In turn, 

a positive mood and arousal, would have a positive effect on performance. This is also reflected 

in a study by Ashby, Isen and Turken (1999), who conclude that people are more proficient in 

finding creative solutions when they are in a good mood. In a field experiment, Groot (2005) 

could not replicate neither a positive nor a negative effect of listening to background music on 

task performance nor arousal. However, participants did show a significant increase in mood and 

experienced pleasure due to the presence of music. 

Implications for Recommendation Strategy 

To be able to determine which recommendation strategy is most adequate when suggesting 

background music, we are especially interested in the proposed effects of music familiarity on 

attention and concentration.  

At first glance, familiar music does not seem to be distracting. For example, Johansson, 

Holmqvist, Mossberg & Lindgren (2011) found no (detrimental) effects of listening to one’s own 

(preferred) music on task performance. They did find, however, that participants performed 

worse on a reading task when they were listening to music that was not their own preferred 

music. This can be explained by the findings of Feng and Bidelman (2015), who show that 
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listening to familiar music is associated with faster response times and lower frequency of mind 

wandering. Hence, prior work implies that background music should be tailored to one’s own 

taste, in order not do disrupt attention on an individual level.  

However, as we are dealing with groups of people in this thesis, we argue that communal, 

social processes might counteract individual effects on cognition. Liljeström, Juslin and Västfjäll 

(2012) find that self-chosen (and hence more familiar) music appears to spark significantly more 

intense emotions. These emotions are experienced even more intensely when shared with a close 

friend or relative compared to individual listening sessions. Additionally, in existing groups of 

friends, music can elicit common social behaviors, through the particular association of songs 

and genres with certain cultures, events, eras, memories, people and fashion (O’Hara et al., 

2006). Together with participant’s responses in Hadash (2019), this leads us to believe that 

familiar music might give rise to discussion and interaction amongst group members that is 

detrimental to concentration and task performance. Since low-spread methodologies are likely to 

yield more familiar tracks, we expect them to be more distracting when performing cognitive 

tasks. Hence, we propose the following hypotheses: 

Hypothesis 2A. When music is supposed to be at the background, low-spread 

methodologies will yield tracks that are more distracting compared to high-spread 

methodologies. 

Hypothesis 2B. Song familiarity mediates the relation between recommendation spread 

(i.e. low and high-spread) and distraction.  

Also, keep in mind that despite producing relatively unfamiliar music, high-spread 

methodologies are still based on the user’s preferences. So, participants are expected to react 

positively to the music they hear. Furthermore, we expect users to be more satisfied with the 

recommender system when it affords them to successfully fulfill the session-based purpose. So, 

when the GMRS suggests music that is less distracting, users will find it easier to fulfill the tasks 

they set out to do in the first place and will therefore be more satisfied with the system in 

general.  

Hypothesis 3. When music is supposed to be at the background, users will be more 

satisfied with playlists generated by high-spread methodologies compared to low-spread 

methodologies. 

Implications for Track-weighing Module 

Besides varying recommendation spread to influence song familiarity, we could also use a filter in 

the track-weighing module based on the audio feature filters, as described in section 2.4. Next, 

we would like to determine which of these features are especially relevant in this case.  

Another branch of literature discusses the effect of music consumption on working 

memory performance and identifies the presence of spoken word as an important variable. 

Cognitive tasks like reading and reasoning require working memory capacity and are therefore 

also sensitive to sounds (Jones & Macken, 1995). Working memory refers to a limited capacity 

system allowing the temporary storage and manipulation of information necessary for such 

complex tasks as comprehension, learning and reasoning (Baddeley, 2000). Both the task at hand 

and the incoming stream of music contain information that needs to be processed by the 

working memory, potentially causing a conflict. When the burden of information is too big for 

the working memory to process, the information is partially ignored by the brain (Loewen & 

Suedfeld, 1992), possibly negatively affecting task performance. 
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Baddeley (2000) proposes that working memory consists of three main (slave) 

components and a central executive that guides attention between the three other modules. The 

visuospatial sketchpad is associated with the processing and manipulation of visual, spatial and 

kinesthetic elements. The episodic buffer would be a temporary storage system that is capable of 

integrating information from a variety of sources into a coherent story. Finally, the phonological 

loop is assumed to hold verbal an acoustic information using a temporary store and an 

articulatory rehearsal system (Baddeley, 2000). It is also this latter element that is especially 

relevant for the processing of music (Banbury & Berry, 2005). Refer to figure 2.3 for a schematic 

representation of Baddeley’s (2000) model of working memory. 

 

Figure 2.3. A schematic representation of Baddeley’s model of working memory (2000). The 

grey area represents the connection to other, more long-term oriented structures. 

It is commonly assumed that a person rehearses text while reading as if he were ‘reading 

out loud in his head’ (Banbury & Berry, 2005). While the text might be printed in written form, it 

is transposed to an articulatory code when reading and will therefore also be processed in the 

phonological loop. Music – as a second input stream – is already an auditory cue in itself and is 

therefore processed within the same system. Jones and Morris (1992) suggest that sounds can be 

transformed into auditory code immediately, while written text requires a more extensive 

transformation. Therefore, sounds would have faster access to the phonological loop and can 

distort task performance. This is also referred to as the irrelevant speech-effect (Banbury & 

Berry, 2005). 

Music often includes phonological clues in the form of spoken (or sung) words. Smith 

and Jones (1992) also found that semantic meaning of speech is not important for serial recall 

tasks. Both semantically meaningful speech as well as speech in another language (which 

participants could not understand) seem to affect task performance. However, Martin, Wogalter 

and Forlano (1988) found that speech without semantic meaning had less detrimental effects 

compared to meaningful speech when it concerned a reading comprehension task. Similarly, 

Stroupe (2005) found that listening to lyrics in music led to a slower speed of processing in a task 

that involved reading verbal information. An important implication of the irrelevant speech-

effect is thus that music that includes vocals could have a more detrimental effect on task 

performance than instrumental music. Hence, in a situation where music ought to be at the 

background, instrumental music is preferred.  

Finally, in addition to vocal-rich music, a study by Tze and Chou (2010) found that also 

high-intensity music could hamper task performance. For example, they consider hip hop music 

to be high-intensity because of its ‘fast tempos with heavy bass beats in the background’. This 

definition closely aligns with Spotify’s interpretation of the audio features ‘energy’ and 
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‘danceability’. In an experiment, they let participants perform a reading comprehension test 

accompanied by either high-intensity hip hop music or low-intensity classical music. While both 

conditions seemed to have a negative effect on task performance compared to a silent group, the 

negative effect was noticeably larger for the high-intensity music. This suggests that music which 

is low on energy and danceability is more suitable as background music.   

2.4.2. Foreground music 

Foreground music maintains the primary emphasis on the actual sound heard by the listener 

(Young, 2007). When music is at the foreground, it is at the center of attention by default. It 

describes a situation in which music is predominant, for example when partying at a club or 

while being at a concert.  

Minor, Wagner, Brewerton, & Hausman (2004) investigated the effect of several different 

factors on consumer satisfaction with musical performances. They found that concert goers 

evaluate the performer based on the extent to which they are familiar with the songs he or she 

plays, while appearance, for example, doesn’t seem to make a difference. This implies that low-

spread recommendation methodologies would work better than high-spread methodologies, for 

instance when using a GMRS as a deejay assistant.  

We would like to test specific exemplar cases of each these three levels empirically. 

However, within the scope of this master thesis, concert or club venues are considered to be 

inconvenient research locations. Hence, we will not further consider foreground contexts 

because of feasibility constraints. 

2.4.3. Middle ground music 

Thorogood, Fan and Pasquier (2015) describe sounds as either background or foreground 

depending on listening context and listener attention. A song playing on soft volume can be 

accentuated when alone in an empty room, whereas it fades away in the soundscape of a busy 

marketplace. Secondly, a song is on the foreground when it is actively attended to, but becomes a 

background noise when the listener’s attention is turned away to something else. 

In Thorogood, Fan, & Pasquier (2015), this classification of soundscapes as either 

background or foreground is static and dichotomous. However, we consider there to be 

situations in which music can actively and repeatedly switch between background and 

foreground. When music sparks a conversation, it temporarily brings itself to the foreground. 

When the conversation changes topic, away from the music, it fades into the background again. 

As Cunningham and Nichols (2009) describe it, “the awareness of the music naturally ebbs and 

flows.” 

So, when music is at the middle ground, it is not so much in the center of attention by 

default, but can freely interfere with the ongoing discourse and bring up specific topics or trigger 

common memories, which in turn influence the conversation or the atmosphere.  

Implications for Recommendation Strategy 

As noted before, specific songs playing at the background can elicit common social behaviors, 

through the particular association of songs and genres with certain cultures, events, eras, 

memories, people and fashion (O’Hara et al., 2006). However, for these common associations to 

exist, the recommended music should be familiar to at least one, but preferably more group 

members. Hence, we expect the low-spread algorithm to be more effective in a middle ground 

situation, especially if it would indeed yield more familiar music.   
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Hypothesis 4A. When music is allowed to be on the middle ground, users will be more satisfied 

with music stemming from low-spread algorithms compared to high-spread methodologies.   

Hypothesis 4B. Song familiarity mediates the relationship between recommendation strategy 

and user satisfaction. 

Implications for Track-weighing Module 

Mood regulation is an important rationale for listening to music (e.g. Schäfer, Sedlmeier et al., 

2013, Juslin and Laukka, 2004). In other studies, it was found that music is able to induce 

affective states (Pignatiello, Camp, & Rasar, 1986). Hence we consider valence (i.e. the extent to 

which music expresses positive or negative or negative affect) to be an important feature in 

middle ground contexts, especially because these social gatherings with friends are often 

associated with positive experiences. For example, Schneiders et al. (2007) found that 

participants reported higher levels of positive affect when in the presence of friends.  

 Secondly, Lingham & Theorell (2009) found that subjects associate stimulatory, energetic 

music with feelings of joy and elated mood. Hence, in a scenario in which mutual enjoyment is 

desired, recommending songs that are relatively high on ‘energy’ could help achieving this.  

 Now, we’ve discussed which audio features are theoretically relevant for our background 

and middle ground scenarios. However, it is hard to translate these theoretical findings to 

concrete threshold values for our audio feature filters. Therefore, we will describe two different, 

concrete use cases that represent background and middle ground context to help us translate 

theory into practice. 

Table 2.1. Summary of the proposed classification for use cases based on musical dominance.  

Levels of 
musical 
dominance 

Definition  Implications Example use cases 

Background 

 
 

 

Situations in which music is 

primarily used for mood and 

arousal regulation, but should 

not hamper concentration 

Preference for 

instrumental, low 

energy music, 

stemming from high-

spread methodologies 

Studying, working 

(performing 

cognitively 

demanding tasks) 

    

Middle 

ground 

Situations in which music can 

freely interfere with the 

ongoing discourse and bring 

up specific topics or trigger 

common memories 

Preference for positive, 

relatively high-energy 

music, stemming from 

low-spread 

methodologies 

Hanging out, playing 

a board game, 

working (performing 

routine tasks), 

shopping  

    

Foreground Situations in which music is at 

the center of attention by 

default 

Preference for low-

spread methodologies  

Visiting a concert or 

club night 
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2.5. Exemplar cases: turning the knobs on a GMRS  
In the remainder of this paper, we consider studying together as an activity where music ought to 

be at the background and playing a board game together as an activity where music is supposedly 

at a middle ground. Studying is a good operationalization of the background level, because 

studying often includes tasks that require attention (e.g. reading, writing, rehearsing). Besides, 

listening to music while studying is popular. Calderwood, Ackerman & Conclin (2014) found 

that about 60% of the students they observed played background music while they were 

studying. The average listening time was 73 minutes in a 180 minute session. On the other hand, 

playing a board game is a good example of a middle ground activity because of its social nature. 

It affords group conversation about other topics than only the game itself. We will describe both 

use cases in more detail and propose a more concrete preset for each of these activities, based on 

the audio content analysis of existing playlists.  

2.5.1. Analyzing existing Spotify playlists 

To help us find adequate threshold values for the audio feature filters, we conducted an 

additional data analysis based on existing playlists with roughly the same target characteristics1. 

For this analysis, we used RStudio (2016) in combination with the SpotifyR wrapper for 

interacting with the Spotify API (Thompson, Parry, Phipps, & Wolff, 2017). In our dataset, we 

included 30 random playlists of both the ‘Focus’ and ‘Chill’ categories in Spotify, as proxies for 

the study and board game context respectively. We also added 30 playlists categorized by Spotify 

as ‘Party’ (i.e. a foreground scenario) for comparison. Because some of the playlist contained an 

exceptionally large number of songs, only the first 100 songs of each playlist were included to 

prevent unfair weighing. This meant the total dataset consisted of 7635 tracks. In figure 2.4, we 

show the observed distributions on each of the five audio features of interest (i.e. energy, 

instrumentalness, danceability, valence and accousticness) for the three categories separately. For 

a complete overview of the analyzed playlists, please refer to Appendix A.  

The distributions for the Focus playlists comply quite well with the theories as described 

above. Generally, the songs in the Focus playlists are relatively low in danceability and energy. As 

is shown in more detail in figure 2.5, these playlists are relatively high in instrumentalness. 

Additionally, they score reasonably high on acousticness and low on valence. Songs in the Chill 

playlists seem to be more diverse, as the distribution on acousticness is nearly uniform, and there 

seems to be more variance in danceability, valence and energy. This is in line with our 

expectations, that middle ground music should be more energetic and positive. Finally, tracks in 

the Party playlists lean more towards the extremes. Only a minority of the tracks appears to be 

acoustic and songs are generally more danceable, higher in energy and more positive than in the 

other categories.  

From the distributions on each of the relevant audio features, we decided to take the 

75th quantile as a threshold value for our use cases, such that 75% of all data points in our 

example set, would match this criterion. Together with the preferred recommendation strategy 

(as discussed in the section above), these thresholds form the presets for our use cases, see table 

2.2.  

                                                 
1 As a sidestep, we asked students in a course to submit a playlist of their own that they usually 
listen to while studying, or would envision themselves doing so. Please refer to Appendix B for 
the corresponding analysis. 
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Now that we have derived several hypotheses and described concrete presets for our use 

cases, we will introduce an experiment to test our assumptions.  

Table 2.2. Presets for ‘Studying’ and ‘Playing a board game’ use cases, based on theoretical 

background and the 75th quantile of the observed feature distributions. 

 Studying Playing a board game 

Preferred Recommendation 
Strategy 

High-spread Low-spread 

Audio feature   
Danceability < .566  
Energy < .362 > .571 
Instrumentalness > .603  
Valence  > .379 

Note: These numbers are based on a preliminary analysis, consisting of on only 10 playlists per 

category. Therefore, they may differ slightly from the distributions described above and depicted 

below.   

 

Figure 2.4. Distribution plots for Focus, Chill and Party playlists on five different audio 

features. 
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Figure 2.5. Distribution plot for study playlists on instrumentalness. 

 



22 
 

Chapter 3: Methods 
To explore the effects of different recommendation algorithms on occasions with different 

primary activities or session-based purposes, an exploratory study was conducted. It’s aim was to 

find a (partial) answer to the research question: “How to adapt a GMRS to its session-based 

purpose?”. First, we would like to investigate the effect of using low-spread and high-spread 

recommendation methodologies on perceived distraction, song familiarity and user satisfaction 

for the different session-based purposes. Second, we are interested in the effect of using an audio 

feature filter on the obtained suggestions. Finally, it is a good opportunity to inquire additional 

feedback about the general usability of the GMRS.  

3.1. Experimental Design 
We conducted a semi-structured focus group study with a mixed 2 

(within/recommendation strategy) x 2 (between/context) factorial design. There were two 

within-group conditions: participants were exposed to both a ‘low-spread’ playlist and a ‘high-

spread’ playlist, to be able to test hypotheses 1, 2A, 3 and 4A. A within design was chosen 

because it allows us to make a more reliable comparison between recommendation strategies and 

it increases the power of our statistical tests.  

We used perceived distraction (hypotheses 2A and 2B), song familiarity (hypotheses 1, 

2B and 4B) and user satisfaction (hypotheses 3, 4A and 4B) as our dependent variables. 

Recommendation strategy was our independent variable. To keep the size and duration of the 

experiment within manageable boundaries, we decided to ‘fix’ the audio feature filter settings, 

rather than including it as a new factor in the design.  

In the low-spread condition, the generated playlist was based on an equally weighted 

combination of the track-distance and artist-distance methodologies. In this thesis, the difference 

between the track- and artist-distance methodologies is not our main interest. Furthermore, we 

do not have any evidence to assume that the one strategy is better than the other. Therefore, we 

will stick to using a hybrid.  

In the high-spread condition, on the other hand, the suggested songs stemmed from the 

genre-distance methodology only. The audio feature methodology was not used because it 

demands too many resources on the server in order to reliably run the experiment and because 

participants in Hadash (2019) awarded the lowest attractiveness scores to songs that originated 

from this methodology.  

There was one between-group factor, namely the ‘context’ in which groups would 

consume the music. Groups were either placed in the ‘study’ or ‘board game’ condition. In the 

study-condition, participants were asked to study individually for their upcoming exams as they 

usually would or to work on any assignment they might still needed to finish. In the board game 

condition, participants played a game of Ludo together to recreate a social gathering. The game 

of Ludo was chosen because its simplicity and wide-spread fame.  

Familiarity amongst members is important in this study, because usually, these activities 

are performed by groups of friends (or established groups cf. Boratto & Carta, 2010). Hence, we 

tried to recruit as many groups of familiar participants, to maximize ecological validity. Groups 

were therefore assigned to a context semi-randomly, in such a way that the distribution of groups 

with familiar members was roughly equal in the ‘study’ condition as in the ‘board game’ 

condition.  
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3.2. Materials 

3.2.1. TuneBlendr (Hadash, 2019) and specific blends 

TuneBlendr is a complete and integrated implementation of the GMRS framework as described 

in the previous chapter. The system was designed and built by Hadash (2019). It allows users to 

log in with their Spotify accounts and generate playlists based on their user profiles. Users are 

linked together by means of a session code, such that they are part of a virtual room. After 

logging in, the system fetches user data and can generate playlists based on user preferences. 

These playlists are called ‘blends’ and are in fact never ending radio stations, each satisfying 

different constraints (e.g. a different weight of each of the recommendation methodologies or 

different settings for the audio feature filter). See figures 3.1 and 3.2 for screenshots of 

TuneBlendr’s interface. The system was hosted on a laptop provided by the researcher. 

When testing the system and the proposed presets, it appeared that the initial threshold 

values as determined in chapter 2 were too strict: when using these settings, it was uncertain that 

there were enough recommendations available to generate a playlist of a suitable length. 

Therefore, we needed to relax the constraints to the values shown in table 3.1. These profiles 

represent the final blends as used in the experiment. In all playlists, the ‘highest’ aggregation 

strategy was chosen (i.e. choosing the song with the maximum relevance score for any user), 

because its implementation showed to be most reliable during pilot testing. Similarly, ‘Balancing 

with Emotional Decay’ was used as satisfaction function, because participants in Hadash (2019) 

considered this alternative it to be ‘most fair’. 

Table 3.1. Settings for the ‘blends’ or radio stations as used in the experiment, with relaxed 

threshold values. 

 Study A Study B Chill A Chill B 

Recommendation 
Strategy 

Low-spread High-spread Low-spread High-spread 

Audio feature     
Danceability < .7 < .7   
Energy < .7 < .7 > .5 > .5 
Instrumentalness > .3 > .3   
Valence   > .35 > .35 

 

3.2.2. Questionnaires 

To measure our dependent variables, we used several questionnaires, which we will describe 

below. The concept of perceived fairness (i.e. the extent to which participants believe the 

algorithm weighs each user equally) was also included as we would like to confirm similar 

appreciation rates as in Hadash (2019). For an overview of all questionnaire items, please refer to 

Appendix C.  

Demographic Questionnaire 

After logging in, the system required some time to fetch data from the Spotify API and do the 

necessary calculations. To fill the time while participants were waiting, we provided them with a 

short demographic questionnaire. Furthermore, we asked how often they would usually listen to 

music while pursuing the primary activity (i.e. studying or playing a board game). Finally, we were 

interested in the extent to which they were familiar with other group members and their taste in 

music (cf. Ter Meulen, 2018), as a manipulation check.  
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Figure 3.1. Screenshot of TuneBlendr’s interface. Users can join a room by using the unique 

code in the bottom left corner. Next, they can choose a ‘blend’ or playlist to provide a 

personalized and sequential playlist. For this experiment, the ‘Study Radios’ were used. ‘Study’ 

represents the study condition, ‘Chill’ represent the board game condition.  

 

 

Figure 3.2. Screenshot of TuneBlendr’s interface. Whenever users start a playlist, they will be 

redirected to an overview of all songs that are in it. When the last track in the playlist finishes or 

the users click the ‘Add Recommendation’ button, a new track will be fetched from the database, 

based on the users that are currently active. 

Post-exposure Questionnaire 

After each playlist exposure, participants were asked to evaluate the playlist they just heard on 

satisfaction, perceived fairness, perceived distraction and song familiarity. Initially, item batteries 

on individual and group satisfaction and fairness were taken from prior research by Ter Meulen 

(2018), and were adjusted to the current context. However, after a pilot test, it appeared that it 

would simply take too long for participants to fill out all items. Hence, we decided to make a 

selection of items, which can be found in Appendix C, table C2.    
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Open Answer Questionnaire 

To be able to gain more qualitative insights in the usability of the TuneBlendr system and to 

make a more in-depth comparison between both playlists, we introduced a questionnaire with a 

set of open questions. First, participants were asked whether they could identify a difference 

between the playlists they heard and whether they could describe this difference in their own 

words. Finally, they were asked to provide feedback on the system in general, to name positive 

and negative points and to evaluate the user interface.  

3.3. Participants 
In total, 54 participants subscribed to this study, most of which via the JF Schouten participant 

database of Eindhoven University of Technology. A few individuals subscribed after being 

invited through the courses Super Crunchers or Thinking and Deciding from Eindhoven 

University of Technology. They could only participate in groups of three, yielding 18 different 

groups. All participants were required to have an active Spotify account (either Free or Premium) 

with sufficient playback history.   

Two individuals cancelled just before the session due to illness, one group cancelled their 

session beforehand because they did not meet the participation criteria. Finally, one group could 

not start the session due to technical failure. This means that a total of 46 participants finished 

the complete experiment. This sample consisted of 30 males and 16 females. The age of the 

participants ranged from 18 to 45 (M = 22.7, SD = 4.4). They were compensated with €7,50 or 

course credits. 

3.4. Procedure 
First, participants were welcomed and asked to fill out an informed consent form. After 

completing the login procedure, participants filled out the short demographic questionnaire. 

Next, they were exposed to 15 minutes of music twice, generated by the two different 

recommendation algorithms. During both exposure frames, participants were asked to pursue 

another primary task (either studying or playing a game, depending on the condition they were 

in) while listening to the music. However, they were free to interact with the system if they 

wished to skip a song or alter the volume. The music was played publicly, via two speakers. Refer 

to the setup as drawn in figure 3.3. 

During the exposure, participants were observed from a control room and notes were 

taken, but no recordings were made. After each exposure, every group member was asked to fill 

out the post-exposure questionnaire individually. At the end of the session, they were presented 

with the open answer questionnaire to compare the playlists and inquire each individual’s 

opinions about the system’s interface. Finally, participants were thanked and debriefed, 

sometimes leading up to a short discussion. The complete experimental session took about 45 

minutes.  
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Figure 3.3. Schematic drawing of experimental setup. 
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Chapter 4: Results 
The study took place between the 24th and 28th of June 2019. During some of the sessions, 

technical difficulties arose. For two groups this meant that the music they listened to was not 

based on their own profiles and was therefore not tailored to their preferences. In retrospect, 

another group of participants did not meet the selection criteria, as they participated with (nearly) 

empty profiles. For a single participant, the responses to the questionnaires were lost due to a 

network error. These participants were left out of the analysis, yielding a total of 36 participants 

and 72 observations in the sample, from 13 different groups. Of these 36 participants, 15 were in 

the study condition, whereas 21 of them were assigned to the board game condition. 

4.1. Descriptive Results 
At the start of the experiment, participants were asked to indicate to what extent they would 

usually listen to music when they would find themselves in a similar situation outside of the lab. 

In both the study and board game condition, participants seemed to have a relatively strong 

preference for listening to music while pursuing a similar activity. The difference between 

conditions was not statistically significant (Mstudy = 3.8, SDstudy = 1.19, Mboardgame = 3.714, SDboardgame = 

0.77, t(46) = 0.35, p = 0.37). This tells us that music indeed plays an important role in both of 

these contexts and that our GMRS might be applied there.  

Secondly, we asked participants to what extent they were familiar with their group 

members as a manipulation check. We would like to have as many ‘complete’ groups of people 

who are all familiar with each other, because one would usually also study or hangout with 

friends or acquaintances. It appears that most participants are reasonably familiar with the other 

people in their group (M = 4.14, SD = 1.28), but slightly less so with each other’s musical taste 

(M = 3.13, SD = 1.17). This indicates that our sample has an adequate ecological validity. 

Finally, participants indicated that they thought the system took into account the primary 

activity reasonably well (Mstudy = 3.4, SDstudy = .97, Mboardgame = 3.19, SDboardgame = 1.06). In both 

conditions, the mean scores are slightly above the neutral point on the scale (3). The difference 

between conditions is not statistically significant (t(70) = .80, p = .21), so the audio feature filter 

does not score noticeably worse in one condition over the other.  

4.2. Factor Analysis 
Using STATA 14.2 (StataCorp, 2014), we performed a principal-components factor analysis on 

all items of the post-exposure questionnaire, except for the items labeled as ‘other’ (refer to 

Appendix C, table C2). Although there were originally four different constructs, the initial 

Eigenvalues indicated that the first three factors explained 44%, 11% and 8% of the variance 

respectively. After inspecting the scree plot and for the sake of simplicity, the three factor 

solution seemed most fit for use. The fairness and satisfaction items load on the same factor. 

This seems reasonable, because fairness was found to be a strong predictor for satisfaction in 

Ter Meulen (2018). Therefore, we will treat satisfaction and fairness as a single construct in the 

remainder of this paper and hence, the three factor solution is retained to comply with our initial 

dependent variables.  

A rotation was used to make the factor loadings easier to interpret. Because it is unlikely 

that factors are uncorrelated, an oblique rotation (Promax) was used. Afterwards, the three 

factors together explained 76% of the variance. See table 4.1 for all factor loadings. All items in 

the analysis had primary factor loadings of over .4. Two items had a double loading of over .3. 

The satisfaction construct contains questions both on the individual level as well as on the group 
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level. However, all items load on the same factor. The scores on these levels also correlate 

significantly (r = .70, p < 0.001). Therefore, these items will not be treated separately.  

It appears as if the three remaining concepts (i.e. satisfaction, familiarity and distraction) 

match quite well with the factor scores. However, caution has to be taken, given the small 

sample size and the low number of items per construct.  

Table 4.1. Factor loadings with all items included in the analysis. Only loadings of over .3 are 

shown. Cross loadings are printed in bold. Negative loadings indicate a negative framing of the 

item. PCA was appropriate in this case, since 11 out of the 12 items correlated > .3 with at least 

one other item (cf. Neill, 2008), Kaiser Müller Olkin’s MSA = .78 and Bartlett’s test of sphericity 

was significant (χ2(66) = 438.411, p < .001).  

Construct Item Factor 
1 

Factor 
2 

Factor 
3 

Uniquen. 

Satisfaction 
α = .88 

The items recommended to us matched 
my own interests 

 .7989   .2737 

 The items recommended to us matched 
my group’s interests 

 .8180   .3482 

 I liked the playlist  .8775   .2102 
 I could not identify with the playlist -.6906   .4271 
 The music contributed to a positive 

atmosphere within the group 
 .7812   .4571 

 If a recommender such as this exists, I 
would use it to find music for [purpose] 

 .6455   .5801 

Song 
Familiarity 

The recommended songs were new to 
me 

  .9573  .1531 

α = .88 I was familiar with most of the items 
that were recommended 

 -.8833  .1091 

Fairness All group members contributed to the 
playlist equally 

 .4322  .4629 .4282 

 I feel like my own preferences should 
have been represented more 

-.5725   .5102 

Distraction The music distracted me -.6565  .3996 .4647 
α = .34 The music that was played sparked a lot 

of discussion 
  .7857 .2864 

 

The remaining factors were analyzed on internal consistency using Cronbach’s alpha. The 

satisfaction scale (including both items on fairness) showed a good internal consistency (α = 

0.88) and so did familiarity (α = 0.88). Removing any of the items would not have led to any 

substantial increase in the alpha values. Distraction on the other hand, had a relatively poor alpha 

value of 0.34, indicating that the scale might be unreliable. Caution should be taken when 

interpreting any results stemming from this scale.   

A confirmatory factor analysis (CFA) was attempted, but the model did not converge. 

Therefore, composite scores were generated for each factor by simply calculating the mean of all 

items that were originally included.  

4.3. Hypothesis Testing 
We will now discuss each dependent variable separately and test the corresponding hypotheses.    
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4.3.1. Dealing with Clustered Data 

Because observations in our dataset were clustered within participants and participants were 

clustered within groups, we analyzed the data by means of a linear multilevel regression model 

using Stata 14 (Statacorp, 2014). We estimated a model without predictors first, to inspect the 

fraction of the variance caused by the cluster variable. We concluded that almost none of the 

variance resides at the group level for the satisfaction variable (ρ ≈ 0).  We observe a similar 

pattern for song familiarity (ρ < .01). For the distraction variable, however, about 15% of the 

variance resides at the group level (ρ ≈ .15).  

Strictly speaking, it is not necessary to conduct a multilevel analysis when almost none of 

the variance resides at the group level (i.e. ρ < .1). However, because we know that our data is 

clustered by design and because we would like to take any variance at the group level (albeit a 

minor part) into account in our analyses, we will continue by using multilevel regression models 

to test our hypotheses. 

4.3.2. Song Familiarity 

In order to test H1, a multilevel multivariate linear regression model was estimated.  We tested 

the assumptions for multivariate regression and found that normality for the residuals could not 

be rejected by a Shapiro-Wilk test (W = .97, p = 0.07). Also, there was no sign of 

multicollinearity, as all VIF-scores were below 10 (cf. O’Brien, 2007). Finally, the Breusch-Pagan 

test indicated a violation for the homoscedasticity assumption (χ2 = 17.99, p = .000). In this case, 

heteroscedasticity was to be expected, because of a floor effect: the high-spread algorithm yields 

songs that are unknown to relatively many users. To control for heteroscedasticity, we used a 

robust regression instead (although this did not change the interpretation of the results). We also 

included several control variables (e.g. gender, age, playlist order, familiarity with other group 

members), but none of these showed any significant effect and hence, they were left out of the 

final model (see table 4.2).  

Table 4.2. Regression table for multilevel robust multivariate linear regression with song 

familiarity as dependent variable and recommendation algorithm and condition as independent 

variables, as well as their interaction term. 

N = 72 β RSE z p 95% - CI 
(constant) 2.276 .393 5.79 .000 [1.505, 3.046] 

High-spread algorithm  -1.067 .398 -2.68 .007 [-1.847, -.287] 

Board game context .558 .493 1.13 .258 [-.409, 1.524] 

(High-spread 
algorithm) x (board 
game context) 

-.267 .501 -.53 .594 [-1.505, .715] 

R2 = .303, χ2(3) = 29.98, p < .001 

 
We indeed found a significant effect of recommendation algorithm on song familiarity, 

meaning that the high-spread algorithm yields playlists that contain less familiar songs (β = -

1.067, RSE = .40, p = .007). In figure 4.1, we can clearly spot the difference in (estimated) means 

and the absence of overlap in the error bars. There was no significant main effect of context, 

meaning the condition participants were in did not substantially influence familiarity scores. 

Furthermore, there was no interaction effect of recommendation algorithm and context (β = -

.267, RSE = .501, p = .594), witness the fact that both trend lines in figure 4.1 are roughly 
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parallel. This means that the effect that the algorithm has on familiarity does not differ between 

conditions. 

 

 

Figure 4.1. Margins plot of Perceived Song Familiarity. 

In the light of the observed floor effect and heteroscedasticity violation of the dependent 

variable, we split the familiarity variable into a dichotomous variable and attempted to fit a 

logistic regression model. We considered each participant (per observation) with a familiarity 

score of 3 or more (out of 5) to be ‘familiar’ with the songs in the playlist and participants 

scoring lower to be ‘unfamiliar’. When running the logistic regression, we find that the intercept 

is not statistically different from zero, meaning that there is a bias towards ‘unfamiliarity’ (see 

table 4.3). This makes sense, because across all observations, more participants indicated to be 

unfamiliar with the music in the playlist. However, as in the regression analysis above, there is a 

significant effect of recommendation algorithm. As can be seen in figure 4.2, the predicted 

probability that participants are familiar with the songs in a playlist is significantly higher when 

the playlist stems from the low-spread algorithm (P(familiar) = .472, SE = .082) compared to 

high-spread algorithm (P(familiar) = .028, SE = .027). Again, there is no significant difference 

between conditions. Since these outcomes are similar to the outcomes of the regression analysis, 

we consider the first hypothesis to be supported.   

Table 4.3. Logistic regression with the dichotomous familiarity variable as dependent variable 

and recommendation algorithm and context as independent variables. 

N = 72 Odds 
Ratio 

SE z p 95% - CI 

(constant) .617 .319 -.93 .351 [.223, 1.702] 

High-spread algorithm  .031 .033 -3.25 .001 [.004, .251] 

Board game context 1.881 1.239 0.96 .337 [.517, 6.840] 

Pseudo R2 = .284, χ2(2) = 22.98, p < .001 
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Figure 4.2. Margins plot of Perceived Song Familiarity.  

4.3.3. Distraction 

Hypothesis 2A states that playlists stemming from the low-spread algorithm, will be more 

distracting, specifically in the study condition. We used a similar multilevel multivariate linear 

regression model to test the hypothesis.2 Again, none of the control variables that were included 

showed any significant effect and therefore, they were left out of the final model (see table 4.4). 

We found a significant effect of recommendation algorithm on distraction. Across both 

conditions, playlists generated by the high-spread algorithm, seem to be more distractive than 

low-spread playlists (β = .9, SE = .28, p = .002). In figure 4.3 we can clearly see the difference in 

estimated mean scores for both recommendation strategies. The found effect is opposite of the 

expected effect, meaning that the high-spread playlists are actually perceived as more distracting. 

Again, there was no significant interaction effect between recommendation strategy and use 

context (β = -.233, SE = .37, p = .531). Hence, hypothesis 2A is not supported.   

Table 4.4. Regression table for multivariate linear regression with distraction as dependent 

variable and recommendation algorithm, condition and their interaction term as independent 

variables. 

N = 72 β RSE z p 95% - CI 
(constant) 2.585 .265 9.76 .000 [2.066, 3.105] 

High-spread algorithm  .9 .284 3.17 .002 [.343, 1.457] 

Board game context -.109 .352 -.31 .757 [-.800, .581] 

(High-spread algorithm) 
x (board game context) 

-.233 .372 -.63 .531 [-.963, .496] 

R2 = .178, χ2(3) = 18.29, p < .001 

                                                 
2 We tested the assumptions for multilevel regression and found that normality for the residuals could not be 
rejected (W = .98, p > 0.52). Also, there was no sign of multicollinearity, as all VIF-scores were below 10 (cf. 
O’Brien, 2007). Finally, the Breusch-Pagan test did not indicate a violation for the homoscedasticity assumption (χ2 

= 0.00, p = .96). Hence, we can safely continue our analysis. 
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Hypothesis 2B states that song familiarity mediates the effect between Recommendation 

Algorithm and Perceived Distraction. To test this, a Generalized Structural Equation Model (G-

SEM) was used to construct a path model. Using G-SEM has several advantages over 

conventional mediation analysis (cf. Baron & Kenny, 1986), including the opportunity to include 

binary response or mediator variables (StataCorp, 2014) and to account for data clustering when 

computing standard errors (Preacher, Zhang & Zyphur, 2011). However, G-SEM does not 

support any goodness-of-fit tests and hence we cannot adequately verify the model’s 

performance. A schematic overview of the observed effects is found in figure 4.4.  

The path between algorithm type and song familiarity was significant (β = -3.4, SE = 

2.33, p < 0.01. However, the path trace between song familiarity and perceived distraction was 

not (β = -.3, SE = .28, p = .29). So, song familiarity did not mediate the significant direct effect 

between recommendation algorithm and distraction (β = .63, SE = .21, p < 0.01). 

 

Figure 4.3. Margins plot of Perceived Distraction. 

 

 

Figure 4.4. Schematic representation of mediation analysis, with recommendation algorithm as 

independent variable, distraction as dependent variable and song familiarity as mediator. * p < 

.01, ** p < .001. 
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4.3.4. Playlist Satisfaction 

In order to test H3 and H4A, a similar multilevel multivariate linear regression model was 

estimated3.  To control for heteroscedasticity, we used a robust regression instead (although, 

again, this did not change the interpretation of the results). Lastly, none of the control variables 

showed a significant effect and hence, they were left out of the final model (see table 4.5).  

We found a significant interaction effect of recommendation algorithm and context, 

meaning that participants evaluate the two algorithms differently between conditions. In the 

board game condition, participants strongly prefer the low-spread algorithm, which is in 

accordance with H4A. In the study condition, however, there is no significant difference in 

playlist satisfaction. Hence, we cannot confirm H3, stating that the high-spread playlist would be 

more popular in this condition.  

When introducing the interaction effect into our model, the main effect of context 

becomes significant (β = .798, SE = .262, p < 0.002), implying that the average satisfaction 

scores in the board game condition are higher, regardless of the recommendation strategy that 

was used. This is a consequence of not using centered variables. However, when looking at the 

margins plot in figure 4.5, we can clearly see that there is no main effect of context (Mstudy = 3.15 , 

SDstudy = .67, Mboardgame = 3.29, SDboardgame = 1.04, t(70) = -.70, p = .24) and only the interaction 

remains.  

Table 4.5. Regression table for multivariate robust multilevel linear regression model with 

satisfaction as dependent variable and recommendation algorithm, condition and their 

interaction term as independent variables. 

N = 72 β RSE z p 95% - CI 
(constant) 3.172 .190 16.69 .000 [2.800, 3.545] 

High-spread algorithm  -.05 .309 -.16 .871 [-.655, .555] 

Board game context .798 .262 3.04 .002 [.284, 1.312] 

(High-spread algorithm) 
x (board game context) 

-1.307 .533 -2.45 .014 [-2.352, -.262] 

R2 = .342, χ2(3) = 14.59, p < .01 

                                                 
3 We tested the assumptions for multivariate regression and found that normality for the residuals could not be 
rejected by a Shapiro-Wilk test (W = .98, p > 0.27). Also, there was no sign of multicollinearity, as the VIF-scores 
for each variable were below 10 (cf. O’Brien, 2007). Finally, the Breusch-Pagan test indicated a violation for the 
homoscedasticity assumption (χ2 = 4.06, p = .044). 
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Figure 4.5. Margins plot of Playlist Satisfaction. 

 

Figure 4.6. Margins plot of Playlist Satisfaction per group, colored by experimental context. 
Error bars were left out for clarity. 

 

When looking at the estimated marginal means of playlist satisfaction for each group 

separately (see figure 4.6), we can clearly see that the variance between groups (or the differences 

in slopes) is indeed likely to be caused by the interaction effect (i.e. a fixed effect of context). It 
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seems unlikely that there are any fundamental differences at the group level (i.e. a random effect 

of group composition).    

To test hypothesis 4B, again, a G-SEM model was fitted. Recommendation algorithm 

was used as an independent variable, satisfaction as the dependent variable. Apart from song 

familiarity, also perceived distraction was included as a mediator, for exploratory purposes.  

A schematic representation of the G-SEM is shown in figure 4.7. The paths between 

algorithm type and distraction (β = .76, SE = 2.33, p < 0.01) as well as between algorithm type 

and song familiarity (β = -3.44, SE = 1.02, p < 0.01) were statistically significant. These findings 

are similar to the analyses reported above, in tables 4.4 and 4.5. Similarly, the path traces between 

distraction and satisfaction (β = -.29, SE = .14, p < 0.05) and song familiarity and satisfaction (β 

= .56, SE = .19, p < 0.01) showed significance. Finally, the direct effect between 

recommendation algorithm and playlist satisfaction was not significant (β = -.34, SE = .37, p < 

0.358) after including the mediators. This suggests that the effect of recommendation algorithm 

on playlist satisfaction is fully mediated by song familiarity and distraction. Hence, the latter two 

variables appear to be important precursors for playlist satisfaction. These findings support 

hypothesis 4B and show that both song familiarity and distraction explain the relation between 

recommendation algorithm and user satisfaction.  

One should note, though, that this does not explain why we didn’t find any significant 

difference in satisfaction between recommendation algorithms in the study condition. It is likely 

that use context moderates this mediation effect and that the different use cases indeed imply 

that there are different relationships between constructs.  

 

Figure 4.7. Schematic overview of the G-SEM model including standardized coefficients. 

Numbers in the bottom right-corner represent the intercepts. The unmediated direct effect 

between recommendation algorithm and playlist satisfaction is given between parentheses for 

comparison. * p < .05., ** p < 0.01. 

 

4.3.5. Summary of quantitative findings 

We investigated the effects of recommendation algorithm on our three dependent variables song 

familiarity, distraction and satisfaction. Despite the small sample size, we found support for the 

first hypothesis, stating that low-spread methodologies indeed yield songs users are more familiar 

with (H1). Secondly, we found a significant effect of recommendation algorithm on distraction, 

but in the opposite direction of what was hypothesized (H2A). Instead of low-spread methods, 
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high-spread methodologies seemed to cause more distraction across both conditions. Also, song 

familiarity did not significantly mediate the effect between recommendation algorithm and 

perceived distraction (H2B). So, it seems that there are other mechanisms (which we didn’t 

measure quantitatively) that could explain this effect.  

 Concerning satisfaction, we found no significant difference between recommendation 

algorithms in the study condition, contrary to our hypothesis (H3). We did, however observe the 

expected effect in the board game condition (H4A), where low-spread methods were rated 

higher. Finally, song familiarity indeed seems to mediate the relation between recommendation 

algorithm and satisfaction (H4B) and so does perceived distraction. Low-spread methodologies 

yield more familiar but less distracting songs, which in turn constitutes satisfaction. However, 

given that this doesn’t hold in the study condition (H3), the experimental condition seems to 

moderate this mediation.    

4.4. Qualitative Findings 
During the experimental sessions, participants were observed through camera and notes were 

taken by the researcher (but no audio or video recordings were made). We will discuss any 

qualitative insights to see whether they can provide additional explanations to our quantitative 

findings. We will distinguish between musical aspects (table 4.6) and system aspects (table 4.7). 

4.4.1. Musical Aspects 

It seems impossible to distill a general definition of ‘good study music’ or ‘good music to play a 

board game to’, because every individual seems to have his or her own interpretation. This 

reflects the aforementioned controversy in the literature about the distractive nature of music. 

However, adequate study music is often referred to as ‘calm and without vocals’, while middle 

ground music is described as ‘happy’, but either ‘calm’ or ‘peppy’. 

Secondly, subjects experienced difficulty explaining the difference between the low- and 

high-spread playlists. Most often, they noted a difference in music energy, although this was not 

manipulated. Across both conditions, participants noticed that they were more distracted by the 

high-spread playlist and recognized more songs from the low-spread playlist. This constitutes our 

quantitative findings, and contradicts our hypothesis stating that low-spread playlist would be 

more distracting (at least in the study condition).     

4.4.2. System Aspects 

In general, participants are positive about the TuneBlendr system, but are skeptical of its 

applicability in the study context. Furthermore, in the current implementation of TuneBlendr, 

the system controls the playlist and does not leave room for user control, other than skipping, 

selecting tunes from the predefined list and loading additional recommendations. Some 

participants asked for additional features such as ‘searching for specific tracks’ and ‘including 

user votes’. Also, they would like to receive an explanation about how the recommendations are 

computed. 

Although it was explicitly mentioned during the instructions that it was allowed for 

participants to interact with and browse through the system (except for changing the playlist), 

the groups did not really make use of this offer. Some participants had trouble reading the small 

font size or were in an uncomfortable position to reach for the laptop. It could also be the case 

that a user does not know what to expect when clicking ‘Add Recommendation’ and a text like 

‘Show next song’ might be more self-explanatory and inviting instead. Of course, in the study 

context, low interaction rates might be desired, as they should concentrate on their own work 
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instead of the recommender system. Indeed, system interactions were more frequent in the 

board game condition. High-spread playlists also led to more clicks, because participants skipped 

tracks they disliked more often. Possibly, the number of system interactions mediates the effect 

between recommendation algorithm and distraction, rather than song familiarity, although both 

concepts are likely to be related.  

Table 4.6. Overview of participant’s answers, responses or questions on topics related to the 

musical aspects.  

Notes/Observations Interpretation 

What makes good study music? 
Within the same group, one person indicated “I prefer to 
listen to music I know, otherwise I get distracted”, 
whereas her group member said “I prefer to listen to 
music I’m am not really familiar with, otherwise I might 
start singing along and stop focusing”. 
When asked to describe the music they would generally 
listen to while studying, participants would usually 
mention a genre (e.g. ‘Rock’, ‘House or rap’ or ‘EDM’) 
or a specific quality of the music (e.g. ‘calm and 
ambient’, ‘primarily without vocals’ or ‘soothing’). 

There does not seem to be a 
universal opinion on what is 
good study music, although 
‘calmness’ (i.e. energy) is often 
included in these definitions. 
What kind of music is distracting 
seems to be an individual matter. 

What makes good music to hangout to/play a board game to? 
Again, participants’ preferred type of music is described 
either in terms of genres (this time also including Jazz 
and Soul) or in terms of a particular quality, focusing 
more on ‘happiness’ and ‘an elevated mood’ than in the 
study condition. 
Some participants mention that the music should be 
‘calming’, others think it should be ‘peppy’.   

Every participant has her own 
definition of ‘good’ music in this 
context, although valence is 
often included in these 
definitions. Participants disagree 
on how energetic the music 
should be. 

High-spread vs. Low-spread  
Many participants thought the difference between 
playlists lay with the energy and intensity of the songs, 
although this was not manipulated as such.  
Participants of two out of the thirteen groups correctly 
identified that low-spread playlists were more closely 
related to the songs and artists they’d listen to, but felt 
the high-spread playlists still matched their taste. 
When listening to the high-spread playlists, participants 
interrupted their activities more often than for low-
spread playlists. Usually they stopped to (1) look at the 
screen and/or skip tracks, (2) laugh about or (3) discuss 
the song in more detail. 
Although distraction was less of interest in the board 
game condition, some participants noticed that the high-
spread playlist drew their attention away from the board, 
because they were annoyed with or surprised by the 
selection of songs.  

Participants were generally not 
able to explain the difference 
between both algorithms, or 
gave an oversimplified view. 
Secondly, when listening to high-
spread playlists, the music more 
often distracted from the 
primary task, because 
participants felt the need to skip 
tracks or discuss 
recommendations. This is 
contrary to our hypothesis (2A).  
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Table 4.7. Overview of participant’s answers, responses or questions on topics related to system 

aspects.  

Notes/Observations Interpretation 

General appreciation of TuneBlendr 
In general, participants were enthusiastic about using 
TuneBlendr and indicated that they would consider it to 
be useful. However, one participant said that he did not 
see the added value over a conventional YouTube or 
Spotify recommender.  
A few others seem to doubt its applicability while 
studying, because they consider it to be too distracting or 
think listening to music while studying should an 
individual business.  
Several participants considered the system to be useful 
for exploring each other’s taste in music as well as novel 
songs they had not heard before.  
“TuneBlendr would be great for exploring new music, 
but not so much for studying. I choose very specific 
music for studying”.  
Another participant indicated that this tool could help 
him explore, because he “would like to listen to music 
that helps me develop my taste, otherwise I keep 
spinning in circles”.  
Some participants considered the high-spread playlist to 
contain more ‘novel suggestions’. 
One of the participants looked for a piece of paper to 
write down two songs suggested by the high-spread 
recommender for later reference. 

Participants would generally use 
TuneBlendr for exploring, but 
not for studying. High-spread 
playlists seem to offer more 
novel recommendations, which 
are appreciated by some 
participants, but frowned upon 
by others. 

User Control 
Two participants asked whether they could search for 
songs in the Spotify library and add songs of their own 
preference to the playlist during the experiment.   
Some participants would like to provide feedback to the 
system to help it find the right type of tracks. Voting was 
often mentioned as an example.  

Participants would like to have 
more control over the 
recommender system.  
 

Explaining recommendations 
A lot of groups discussed the origin of the music they 
were listening to.   
Two participants started arguing, because both of them 
thought a specific song originated from their profile.  
Some groups considered it to be ‘part of the game’, 
whilst others explicitly mentioned they would like to see 
who is responsible for each song.  

Users would like to see some 
sort of explanation, to get a 
clearer view on how the system 
determines the 
recommendations or to be able 
to create a useful mental model 
of whom the songs belong to.  

Exploring the interface 
None of the groups actually clicked beyond the playlist 
tab and some of them did not even load more 
recommendations themselves.  
Some participants experienced problems reading the 
texts on screen, as the font size was quite small.  

Despite being encouraged to do 
so, participants were not eager to 
explore the interface. For some, 
the interface might have been 
unreadable and unreachable.  
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Usually, only the person sitting closest to the laptop 
interacted with the system. Others couldn’t read from 
the screen at all. Participants tend to interact more with 
the system in the board game condition and more during 
the exposure to the high-spread playlist.  
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Chapter 5: Discussion  
In a lab experiment, we investigated the effects of low-spread and high-spread recommendation 

algorithms on our three dependent variables song familiarity, distraction and satisfaction. Despite 

the small sample size, we found support for the first hypothesis, stating that low-spread 

methodologies indeed yield songs users are more familiar with (H1). When listening to playlists 

generated by the low-spread algorithms, about half of the participants is generally familiar with 

the songs in these playlists. Apparently, low-spread algorithms do not yield familiar songs per se. 

While it might be desirable to know whether a user is familiar with a track beforehand, it is, at 

this moment, not possible to check whether a given track is in a user’s playback history. Low-

spread algorithms have thus proven to be a good alternative. 

Secondly, we found a significant effect of recommendation algorithm on distraction, but 

in the opposite direction of what was hypothesized (H2A). Instead of low-spread methods, the 

high-spread methodology seemed to cause more distraction. This does not comply with the 

intuition shared in Hadash (2019), stating that unfamiliar music would lead to less discussion 

(and would hence not hamper concentration). A possible explanation would be that Johansson et 

al.’s (2011) finding that self-chosen (and hence familiar) music is less distracting on an individual 

level, also translates to the group level. This notion is supported by the observation that 

participants seemed to wonder and discuss where the recommendations came from and 

expressed their opinions more often when listening to high-spread playlists. However, we did 

not find song familiarity to significantly mediate the effect between recommendation algorithm 

and perceived distraction (H2B). Our sample size simply might have been too small to find such 

mediation effects or we might have overlooked other, more important mediating variables. For 

example, we observed that high-spread playlists led to more system interaction (e.g. skipping 

songs) than low-spread playlists. While the level of system interaction is likely to be related to 

song familiarity, it might be a more sensible mediator instead. Future research should shed light 

on the exact mechanism behind the observed effect of recommendation spread on perceived 

distraction.    

In general, low-spread algorithms seem to yield higher satisfaction scores than high-

spread algorithms, although this relation is moderated by experimental context. We found no 

significant difference between recommendation algorithms in the study condition, contrary to 

our hypothesis (H3). In Hadash (2019), playlist attractiveness dropped upon the inclusion of 

high-spread methods. However, in our study condition, the high-spread methodologies did not 

lead to lower satisfaction scores per se. This might indicate that participants are at least more 

open to high-spread suggestions in a background scenario or just enjoy the presence of music as 

a mood regulator (cf. Schäfer, Sedlmeier et al., 2013) regardless of its content.  

We did observe the expected effect in the board game condition (H4A), where low-

spread methods were rated significantly higher on playlist satisfaction. This supports our 

intuition that low-spread methodologies are more suitable in middle ground situations.  

Finally, song familiarity indeed seems to mediate the relation between recommendation 

algorithm and satisfaction (H4B) and so does perceived distraction. After including both 

mediators into the model, the direct effect of recommendation algorithm on satisfaction is no 

longer significant, indicating that we are dealing with full mediation. This hints at a causal 

relationship and implies that both song familiarity and perceived distraction are important 

precursors for satisfaction. However, the experimental context is likely a moderating factor, 

witness the fact that both recommendation algorithms obtained equal satisfaction scores in the 
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study condition. Unfortunately, our sample was too small to conduct a moderated mediation 

analysis and validate this hypothesis.  

5.1. Implications 
In a middle ground scenario, where the awareness of the music is allowed to ebb and flow 

naturally, low-spread methodologies undoubtedly lead to higher satisfaction rates and is hence 

the obviously the strategy of choice. Especially the increase in song familiarity seems to cause 

this preference over the high-spread methods. It should be noted, though, that in some cases, 

high-spread methodologies are still necessary to solve the ‘disjoint-set problem’, as described by 

Hadash (2019). When there is little or no overlap in the predicted recommendations between 

individuals, high-spread methodologies are essential to bridge this gap.   

In a background scenario, where the music is expected not to disrupt concentration, the 

implications of recommendation spread are not as pronounced. While it is definitely the case that 

high-spread algorithms yield less familiar songs and cause more distraction, participants are 

about equally satisfied compared to low-spread methodologies. This might imply that tailoring 

for background scenarios requires varying with other modules in the framework besides 

recommendation strategy, like the track-weighing function (and thus including the audio feature 

filter).  

Moreover, based on qualitative answers, we found that users were not necessarily 

convinced of the system’s applicability to studying. This raises the question whether a GMRS 

such as TuneBlendr is actually suitable for background scenarios after all, given that 

concentration is required and the system only seems to disrupt that. In this experiment, 

participants studied individually. So, in reality, they might be more inclined to also select and 

listen to music on their own. Participants might experience the presence of a GMRS differently 

when it’s impossible to listen to music in private, for example when the group actively needs to 

work together on a common assignment or task. Before concluding that a GMRS is unsuitable 

for background scenarios, future research could tap into this apparent difference.  

5.2. Limitations 
First of all, the items used for measuring the dependent variables could be improved. Especially 

for the distraction construct, the scale (consisting of only two items) proved to be unreliable. 

Hence, these results should be taken with caution. In the current study, only parts of existing 

item scales were used because of time constraints. Future research should incorporate complete 

and validated item scales. In hindsight, the open answer questions about the system’s interface 

could have been left out in favor of more likert scale items, given that users did not explore the 

system as much as we expected and hence, answers were not as insightful. Also, using a 7-point 

likert scale over the 5-point version as we did, might have allowed participants to give more 

accurate answers (Finstad, 2010).  

Secondly, the threshold values for the audio feature filter (or presets) as initially 

computed, could not be translated to the experiment. Because the current study used contextual 

post-filtering, instead of a more desirable pre-filtering (cf. Adomavicius, & Tuzhilin, 2011), not 

enough recommendations were left after applying the audio feature filters with the initial 

threshold values. As a potential solution, it is possible to incorporate constraints on audio 

features directly into the API calls that fetch tracks from Spotify. This makes sure that there are 

always enough tracks available that satisfy these constraints. Incorporating filter values directly 

into the API calls could have strengthened our manipulation, but, due to the complexity of the 
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TuneBlendr-system it was not possible to implement this functionality before the experiment 

was due.  

Finally, the average exposure time to both playlists during the experiment was rather 

short. Given that participants listened to each playlist for about 15 minutes and assuming the 

average length of a single song is about 4 minutes, they were only exposed to about 4 or 5 songs 

on average per playlist. Although participants were encouraged to explore the playlist and shape 

a representative image of its content, not all groups did so. Therefore, their subjective evaluation 

is likely to be based on only a few songs. 

5.3. Suggestions for Future Work 
Obviously, future work could test the system in more specific use cases, including foreground 

examples. Also, the effects of using the audio feature filter could be researched in more detail. 

Regarding the latter, a more fundamental question to investigate might be how sensitive people 

are to (changes in) these audio feature values, before trying to tune them. We asked participants 

to rate the playlists they heard on seven dichotomous variables, that matched the concepts of the 

audio features (see appendix C). However, we were not able to reliably recreate the actual 

playlists from the log database and could therefore not perform a correlation analysis.  

Secondly, in the open answer questionnaire, several participants suggested different 

extensions for the TuneBlendr system with more (interactive) features which could be explored, 

such as voting, adding a search functionality and explaining where the recommendations come 

from. One could debate on whether voting would actually be a good addition here, because it 

would undermine other elements of the framework. Voting would simply overrule the 

satisfaction function or the aggregation function. Furthermore, it isn’t necessarily convenient in 

middle ground situations, when it is possible to discuss preferences directly face-to-face. Other 

forms of user feedback specifically evaluating single items, like ‘thumbs up or thumbs down’, 

might be more helpful for the system to learn about the users’ short-term preferences and 

improve future recommendations (e.g. Chao, Balthrop, & Forrest, 2005 or Christensen & 

Schiaffino, 2011).  

Users also called for adding a search functionality to add specific tracks to the playlist. 

This raises the question to what extent a GMRS should afford user control. In the current 

implementation, the system determines what songs are played, without allowing the user to 

overrule (other than skipping tracks). However, as O'Hara et al. (2004) suggested, user 

involvement in the process leading up to the recommendations might be just as valuable as its 

outcome. Thus, future research might take an approach which focusses more on interaction 

design, empowering users to alter settings and influence the music more directly themselves. 

Another approach might be to match different interfaces (or interface elements) to specific use 

contexts. When concentration is required, for example, one might prefer a clean interface 

without too many options. On the other hand, it might be more inviting for users to fiddle with 

settings themselves in middle ground situations. 

Similarly, it might help to provide users with more control over the specific ‘parts’ of 

their account they would like the recommendations to be based upon. For instance, when 

working out in a gym, users might listen to very different music compared to when they’re 

studying, but songs they play during both activities count towards their top tracks and artists. 

When allowing users to provide a playlist or when pursuing a different method of preference 

elicitation (rather than just using the full account), it might be easier to tailor recommendations 

towards the session-based purpose. For example, Jin, Tintarev and Verbert (2018) describe an 



43 
 

interface on which participants can select or disable specific tracks or artists from their Spotify 

top lists, as input for the recommendation engine. 

Finally, participants would like to see an explanation for the recommendations that the 

system comes up with. Tintarev and Masthoff (2011) indeed mention ‘transparency’ as one of 

seven important explanatory criteria for recommender systems. Depending on the 

recommendation methodology and aggregation strategy that is used to compute playlist items in 

TuneBlendr, it may or may not be possible to trace back the user that is ‘responsible’ for the 

song’s presence (e.g. when using the ‘average’ aggregation strategy versus the ‘highest’ strategy). 

In any case, it would be possible to show how well a given song fits the different profiles, for 

example by using the relevance scores that the music player module in the framework provides.  

5.4. Conclusion 
In this thesis, we set out to answer the research question “How should we adapt a group music 

recommender system to suit its session-based purpose?”. To do so, we designed and conducted a 

lab experiment in which participants interacted with an actual implementation of a GMRS, based 

on the framework by Hadash (2019). We manipulated the Recommendation Algorithm, as part 

of the Recommendation Strategy module, by using two different algorithms: low-spread and 

high-spread. Additionally, we suggested presets for an audio feature filter for two specific use 

contexts, as part of the Track-Weighing module. 

We described an experiment in which we tested both the low-spread and high-spread 

algorithms while participants were either studying (i.e. a ‘background’ use context) or playing a 

board game (i.e. a ‘middle ground’ use context) with the audio feature filters in place. In both 

contexts, the high-spread methodology yielded less familiar songs and was considered to be 

more distracting than its low-spread counterpart. In the board game context, this also led to 

lower satisfaction rates, but this effect was not found in the study context. The observed 

mediation, in which song familiarity and perceived distraction seem to explain the effect of 

recommendation strategy on satisfaction, is likely to be moderated by the use context. Practially, 

this means that using low-spread methodologies is the recommendation strategy of choice in a 

middle ground context. Concerning a background context, however, we could not conclude that 

any of methods would be preferred. Further research is required to definitively judge a GMRS’ 

applicability to such a context. 

Although this thesis has successfully unveiled the effects of using different 

recommendation strategies on song familiarity, distraction and satisfaction, there is still a lot of 

room for exploring the potential of other modules in the framework for tailoring the GMRS to 

its session-based purpose. Most notably, the audio feature filter we proposed still needs further 

attention, although we believe we set a helpful first step in finding relevant threshold values.  



44 
 

Acknowledgements 
Having read a few Master Theses before starting my own project, I always wondered why so 

many people included a quasi-sentimental rationale at the end of their report. Now, about eight 

months into this (from time to time perilous) journey, I must admit I fully understand. Writing a 

Master’s Thesis is not something you do in an instant; it takes a lot of effort, perseverance and 

careful thought, which sometimes is a challenge in and of itself.  

Therefore, I’d like to sincerely thank my supervisor Martijn Willemsen for his patience and 

useful coaching over all these months. Secondly, I’d like to take a deep bow for Sophia Hadash 

and her endless commitment to help me sorting out all kinds of technical problems and 

explaining matters I had not heard about before. I think I can safely say that without her, it 

would not have been possible to conduct this experiment.  

Finally, I’d like to express my appreciation to my fellow HTI-students, my parents and friends 

who’ve had to listen to my rants and struggles from time to time. In the end, I can finally say 

their dedication was worth it . 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



45 
 

Bibliography 
Adomavicius, G., & Tuzhilin, A. (2011). Context-aware recommender systems. In Recommender 

systems handbook(pp. 217-253). Springer, Boston, MA. 

Ashby, F. G., & Isen, A. M. (1999). A neuropsychological theory of positive affect and its 

influence on cognition. Psychological review, 106(3), 529. 

Baddeley, A. (2000). The episodic buffer: a new component of working memory?. Trends in 

cognitive sciences, 4(11), 417-423. 

Banbury, S. P., & Berry, D. C. (2005). Office noise and employee concentration: Identifying 

causes of disruption and potential improvements. Ergonomics, 48(1), 25-37. 

Baron, R. M., & Kenny, D. A. (1986). The moderator–mediator variable distinction in social 

psychological research: Conceptual, strategic, and statistical considerations. Journal of 

personality and social psychology, 51(6), 1173. 

Bogdanov, D., & Herrera, P. (2012). Taking advantage of editorial metadata to recommend 

Music. In 9th International Symposium on Computer Music Modeling and Retrieval (CMMR) (pp. 

618-632). 

Boratto, L., & Carta, S. (2010). State-of-the-art in group recommendation and new approaches 

for automatic identification of groups. In Information retrieval and mining in distributed 

environments (pp. 1-20). Springer, Berlin, Heidelberg. 

Burke, R. (2007). Hybrid web recommender systems. In The adaptive web (pp. 377-408). Springer, 

Berlin, Heidelberg. 

Calderwood, C., Ackerman, P. L., & Conklin, E. M. (2014). What else do college students “do” 

while studying? An investigation of multitasking. Computers & Education, 75, 19-29. 

Chao, D. L., Balthrop, J., & Forrest, S. (2005). Adaptive radio: achieving consensus using 

negative preferences. In Proceedings of the 2005 international ACM SIGGROUP conference on 

Supporting group work (pp. 120-123). ACM. 

Christensen, I. A., & Schiaffino, S. (2011). Entertainment recommender systems for group of 

users. Expert Systems with Applications, 38(11), 14127-14135. 

Crossen, A., Budzik, J., & Hammond, K. J. (2002, January). Flytrap: intelligent group music 

recommendation. In Proceedings of the 7th international conference on Intelligent user interfaces(pp. 

184-185). ACM. 

Cunningham, S. J. & Nichols, D. M. (2009). Exploring social music behaviour: An investigation 

of music selection at parties. In Proceeding of 10th International Society for Music Information 

Retrieval Conference (ISMIR 2009), Kobe, Japan, 26-30 October 2009(pp. 747-752). 

Felfernig, A., Boratto, L., Stettinger, M., & Tkalčič, M. (2018). Group recommender systems: An 

introduction. Springer International Publishing. 

Feng, S., & Bidelman, G. (2015). Music familiarity modulates mind wandering during lexical 

processing. In CogSci. 

Finstad, K. (2010). Response interpolation and scale sensitivity: Evidence against 5-point 

scales. Journal of Usability Studies, 5(3), 104-110. 



46 
 

Groot, L. (2005). Muziek een oplossing voor geluidshinder. Master Thesis at Eindhoven University of 

Technology.  

Hadash, S. (2019). Evaluating a framework for sequential group music recommendations: A Modular 

Framework for Dynamic Fairness and Coherence control. Master Thesis at Eindhoven University 

of Technology.  

Hadash, S., Liang, Y., & Willemsen, M.C. (2019). How playlist evaluation compares to track 

evaluations in music recommender systems. In Proceedings of Joint Workshop on Interfaces and 

Human Decision Making for Recommender Systems (IntRS ’19). CEUR-WS.org. 

IFPI. (2018). Facts & Stats — Representing the recording industry worldwide. (2018). Retrieved on 19 

augustus 2019, from https://www.ifpi.org/facts-and-stats.php 

Jin, Y., Tintarev, N., & Verbert, K. (2018). Effects of personal characteristics on music 

recommender systems with different levels of controllability. In Proceedings of the 12th ACM 

Conference on Recommender Systems (pp. 13-21). ACM. 

Johansson, R., Holmqvist, K., Mossberg, F., & Lindgren, M. (2012). Eye movements and reading 

comprehension while listening to preferred and non-preferred study music. Psychology of 

Music, 40(3), 339-356. 

Jones, D. M., & Macken, W. J. (1995). Phonological similarity in the irrelevant speech effect: 

Within-or between-stream similarity?. Journal of Experimental Psychology: Learning, Memory, and 

Cognition, 21(1), 103. 

Jones, D., & Morris, N. (1992). Irrelevant speech and serial recall: Implications for theories of 

attention and working memory. Scandinavian Journal of Psychology, 33(3), 212-229. 

Juslin, P. N., & Laukka, P. (2004). Expression, Perception, and Induction of Musical Emotions: 

A Review and a Questionnaire Study of Everyday Listening. Journal of New Music Research, 

33 (3), 217–238. doi: 10.1080/ 0929821042000317813 

Kiger, D. M. (1989). Effects of music information load on a reading comprehension 

task. Perceptual and motor skills, 69(2), 531-534. 

Knijnenburg, B. P., Willemsen, M., & Broeders, R. (2014). Smart sustainability through system 

satisfaction: Tailored preference elicitation for energy-saving recommenders. 

Liljeström, S., Juslin, P. N., & Västfjäll, D. (2013). Experimental evidence of the roles of music 

choice, social context, and listener personality in emotional reactions to music. Psychology of 

Music, 41(5), 579-599. 

Lingham, J., & Theorell, T. (2009). Self-selected “favourite” stimulative and sedative music 

listening–how does familiar and preferred music listening affect the body?. Nordic Journal of 

Music Therapy, 18(2), 150-166. 

Loewen, L. J., & Suedfeld, P. (1992). Cognitive and arousal effects of masking office 

noise. Environment and Behavior, 24(3), 381-395. 

Liang, Y., & Willemsen, M. C. (2019, June). Personalized Recommendations for Music Genre 

Exploration. In Proceedings of the 27th ACM Conference on User Modeling, Adaptation and 

Personalization (pp. 276-284). ACM. 

https://www.ifpi.org/facts-and-stats.php


47 
 

Martin, R. C., Wogalter, M. S., & Forlano, J. G. (1988). Reading comprehension in the presence 

of unattended speech and music. Journal of memory and language, 27(4), 382-398. 

Masthoff, J., & Gatt, A. (2006). In pursuit of satisfaction and the prevention of embarrassment: 

affective state in group recommender systems. User Modeling and User-Adapted 

Interaction, 16(3-4), 281-319. 

Masthoff, J. (2015). Group recommender systems: aggregation, satisfaction and group attributes. 

In Recommender Systems Handbook (pp. 743-776). Springer, Boston, MA. 

McCarthy, J. F., & Anagnost, T. D. (1998). MUSICFX: An arbiter of group preferences. 

In AAAI Spring Symposium on Intelligent Environments. 

Minor, M. S., Wagner, T., Brewerton, F. J., & Hausman, A. (2004). Rock on! An elementary 

model of customer satisfaction with musical performances. Journal of services marketing, 18(1), 

7-18. 

O’Brien, R. M. (2007). A caution regarding rules of thumb for variance inflation factors. Quality 

& quantity, 41(5), 673-690. 

O’Connor, M., Cosley, D., Konstan, J. A., & Riedl, J. (2001). PolyLens: a recommender system 

for groups of users. In ECSCW 2001 (pp. 199-218). Springer, Dordrecht. 

O'Hara, K., Lipson, M., Jansen, M., Unger, A., Jeffries, H., & Macer, P. (2004, August). Jukola: 

democratic music choice in a public space. In Proceedings of the 5th conference on Designing 

interactive systems: processes, practices, methods, and techniques (pp. 145-154). ACM. 

O’Hara, K., & Brown, B. (2006). Consuming music together: Introduction and overview. 

In Consuming music together (pp. 3-17). Springer, Dordrecht. 

Pampalk, E., Pohle, T., & Widmer, G. (2005, September). Dynamic Playlist Generation Based on 

Skipping Behavior. In ISMIR (Vol. 5, pp. 634-637). 

Pignatiello, M. F., Camp, C. J., & Rasar, L. A. (1986). Musical mood induction: An alternative to 

the velten technique. Journal of Abnormal Psychology, 95(3), 295. 
Piliponyte, A., Ricci, F., & Koschwitz, J. (2013, June). Sequential Music Recommendations for 

Groups by Balancing User Satisfaction. In UMAP workshops. 

Preacher, K. J., Zhang, Z., & Zyphur, M. J. (2011). Alternative methods for assessing mediation 

in multilevel data: The advantages of multilevel SEM. Structural Equation Modeling, 18(2), 

161-182. 

Ricci, F., Rokach, L., & Shapira, B. (2011). Introduction to recommender systems handbook. 

In Recommender systems handbook (pp. 1-35). Springer, Boston, MA. 

RStudio (2016). RStudio: Integrated development environment for R (Version 1.1.411) [Computer 

software]. Boston, MA. Retrieved August 28, 2019. Available from 

http://www.rstudio.org/ 

Schäfer, T., Sedlmeier, P., Städtler, C., & Huron, D. (2013). The psychological functions of 

music listening. Frontiers in psychology, 4, 511. 

Schedl, M., Knees, P., McFee, B., Bogdanov, D., & Kaminskas, M. (2015). Music recommender 

systems. In Recommender systems handbook (pp. 453-492). Springer, Boston, MA. 



48 
 

Schneiders, J., Nicolson, N. A., Berkhof, J., Feron, F. J., DeVries, M. W., & Van Os, J. (2007). 

Mood in daily contexts: Relationship with risk in early adolescence. Journal of Research on 

Adolescence, 17(4), 697-722.  

Smith, A. P., & Jones, D. M. (1992). Noise and performance. Handbook of human performance, 1, 1-

28. 

StataCorp. (2015). Stata Statistical Software: Release 14. College Station, TX: StataCorp LP. 

Spotify. (2019). Get Audio Features For Several Tracks | Spotify Documentation. Retrieved on 28 July 

2019, from https://developer.spotify.com/documentation/web-api/reference/tracks/get-

audio-features/ 

Ter Meulen, M. A. (2018). The influence of expertise and aggregation strategy on subjective evaluations of 

group playlist recommendations. Master’s Thesis at Eindhoven University of Technology.  

Thompson, C., Parry, J., Phipps, D., & Wolff, T. (2017). Spotify API Wrapper for R (Version 2.1.1.) 

[Computer software]. Retrieved August 28, 2019. Available from  

https://www.rcharlie.com/spotifyr/index.html 

Thompson, W. F., Schellenberg, E. G., & Husain, G. (2001). Arousal, mood, and the Mozart 

effect. Psychological science, 12(3), 248-251. 

Thorogood, M., Fan, J., & Pasquier, P. (2015, October). Bf-classifier: Background/foreground 

classification and segmentation of soundscape recordings. In Proceedings of the Audio Mostly 

2015 on Interaction With Sound (p. 32). ACM. 

Tintarev, N., & Masthoff, J. (2011). Designing and evaluating explanations for recommender 

systems. In Recommender systems handbook (pp. 479-510). Springer, Boston, MA. 

Wang, X., Rosenblum, D., & Wang, Y. (2012, October). Context-aware mobile music 

recommendation for daily activities. In Proceedings of the 20th ACM international conference on 

Multimedia (pp. 99-108). ACM. 

Williams, K. D. (2010). Dyads can be groups (and often are). Small Group Research, 41(2), 268-274. 

Young, G. (2007). Background/foreground music: listening at festivals. World literature 

today, 81(6), 41-45. 

 

 

 

 

 

 

 

https://developer.spotify.com/documentation/web-api/reference/tracks/get-audio-features/
https://developer.spotify.com/documentation/web-api/reference/tracks/get-audio-features/


49 
 

Appendix A: Spotify Playlists Used for Audio Feature 

Analysis 
Table A1. Overview of all Spotify playlists used in the audio feature analysis in chapter 2.5. 

# Focus Chill Party 

1 Maximum Concentration Chill Hits La Vida Loca 

2 Lo-Fi Beats Easy On Sunday Weakend 

3 Peaceful Piano Lounge - Soft House Shisha Lounge 

4 Piano in the Background Deep House Relax The Remix Party 

5 Calm & Focussed Sweet Soul Chillout Fissa 

6 Instrumental Study Comfort Zone Throwback Party 

7 Brain Food Jazz Vibes Meezingers 

8 Peaceful Guitar Chillout Lounge Dance Party 

9 Deep Focus Acoustic Throwbacks Girl's Night 

10 Reading Soundtrack Acoustic Hits Old School Hip Hop House 

Party 

11 Intense Studying Soft Pop Hits Ultimate Party Classics 

12 Atmospheric Calm Summer Lounge Beach Party 

13 Music for Concentration Acoustic Favorites Fissa 

14 Summer Reading Relax & Unwind Summer Throwback 

15 Beats to think to Sunday Morning Dance Classics 

16 Deep Listening Hanging Out and Relaxing Latin Party Anthems 

17 Just Focus Totally Stress Free Rock Party 

18 Reading Chill Out Beach Vibes Indie Party 

19 All-Nighter Coffee + Chill Shuffle Syndrome 

20 Focus Now Chill Mode: On House Party 

21 Pure Mellow Jazz Weekends + Friends Swag House 

22 To Do List Weekend Hangouts 12" Classics 

23 Lavalamp Soak Up The Sun Beer & Wings 

24 Workday Lounge Chill Out Music In A Past Life 

25 Studeren Breezy Acoustic Backyard BBQ 

26 Perfect Concentration Just Chill Weekend Vibes 

27 Daydreamer Pop Chillout Teen Party 

28 Electronic Focus The Pop Lounge Twerk It! 

29 Instrumental Backdrop Spotify & Chill Happy Birthday 

30 Focus Modus Modern Chill Rock TGIF 
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Appendix B: Audio Feature Analysis of Study Playlists 

Submitted By Students 
How well do people generally stick to what is theoretically good for them? To see how actual 

listening behavior relates to the study playlists created by Spotify, we asked students from the 

course Thinking and Deciding at Eindhoven University of Technology to submit a playlist they 

(would) generally listen to while studying. 93 students provided us with a playlist. Similar to 

Spotify’s own playlists, we subjected the resulting collection to audio feature analysis for the first 

100 tracks in each playlist. The total dataset consists of 7036 songs. 

As becomes clear by inspecting the distributions shown in figure C1, students tend to 

listen to music that is less acoustic, more energetic, less instrumental and more positive than the 

stereotypical study songs. The difference in danceability appears to be a lot smaller, but all in all, 

there are clear discrepancies between playlists from Spotify’s Study genre – which operationalizes 

the theories discussed in chapter 2 quite well - and practice.  

Students were free to submit any playlist that is available through the Spotify library. 

Some students chose an existing Spotify playlist, a few of which were also part of the initial set of 

Spotify’s own study playlists. By inspecting the playlist names, it appears that students have a 

preference for a particular genre when studying. Often, the playlist title contains the name of an 

electronic sub-genre (e.g. Drum-‘n-Bass, Techhouse, Deep House), but also Jazz, (Indie) Rock 

and Hip hop occur frequently. This diversity stresses the need for a recommender system that 

can suggest music that is particularly suitable from a cognitive psychological perspective, while 

still reaping personalization benefits.  

 

Figure B1. Distribution plots for Spotify’s own study playlists and playlists submitted by 93 

students on five different audio features. 
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Appendix C: Questionnaire Items 
Table C1. Demographic variable scales 

Concept Item Options 

Gender What’s your gender? Male, female, prefer not to 
say 

Age What’s your age?  
Listening 
habits 

To what extent do you usually listen to music 
while [purpose]? 

1: Never – 5: Always 

Familiarity To what extent are you familiar with the 
people in your group? 

1: Not at all familiar – 5: Very 
familiar 

 To what extent are you familiar with the 
musical taste of the people in your group? 

1: Not at all familiar – 5: Very 
familiar 

 

Table C2. Post-exposure variable scales. For all items, the options ranged from 1: Strongly 

Disagree to 5: Strongly Agree except for the latter two questions, which were open answer style 

questions. 

Concept Item Framing 

Ind. Satisfaction The items recommended to us matched my own interests + 

 I liked the playlist + 

 I could not identify with the playlist - 

 If a recommender such as this exists, I would use it to find 
music for [purpose] 

+ 

Group Satisfaction The music contributed to a positive atmosphere within 
the group 

+ 

 The items recommended to us matched my group’s 
interests 

+ 

Familiarity The recommended songs were new to me - 

 I was familiar with most of the items that were 
recommended 

+ 

Fairness All group members contributed to the playlist equally 

I feel like my own preferences should have been 
represented more 

+ 

- 

Distraction The music distracted me + 

 The music that was played sparked a lot of discussion + 

Other The recommender helped us to discover each other’s taste 
in music 

+ 

 I feel like this recommender adjusted its suggestions to the 
fact that we were [purpose] together 

+ 

 To what extent do you think this playlist was suitable in a 
[purpose] context? Why? (Open answer) 

N/A 
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 What effect did this playlist have on you as a group while 
[purpose]? Why? (Open answer) 

N/A 

 

Apart from the items mentioned above, we asked every participant to indicate how he/she 

perceived the music that was part of the playlist on seven different dimensions, that match some 

of the Spotify audio features as mentioned earlier. We planned to correlate their responses with 

the actual observed playlist values. However, reconstructing the actual playlist from log data 

turned out to be unreliable. We propose that future research further investigates the relation 

between actual feature values and perception.  

Table C3. Item battery used to measure perception of music based on several of the Spotify 

dimensions. 

Concept (Spotify) Bi-dimensional scale 

Energy 1: Energetic – 5: Calm 

Danceablility 1: Static – 5: Danceable 

Instrumentalness 1: Instrumental – 5: Rich in vocals 

Valence 1: Cheerful – 5: Depressing 

Tempo 1: Up-tempo – 5: Slow  

Acousticness 1: Acoustic – 5: Using amplified or electronic instruments 

Popularity 1: Popular – 5: Obscure 

 

Table C4. Comparative questionnaire. All questions were open answer style questions. 

Concept Item 

Playlist characteristics Did you notice a difference between the two playlists? If yes how 
would you describe that difference? 

 Which playlist was more suitable for the purpose of this session? Why? 

System characteristics To what extent do you understand the interface and the functionalities 
it shows? 

 What do you like most about this recommender? 

 What do you miss (about this recommender)? 

 Do you have any final remarks? 

 

 

 

 

 


