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Samenvatting 

De rekenkracht van computers is gedurende de laatste tien jaar enorm toe
genomen. Dit is met name te danken aan de enorme snelheidswinsten die 
zijn behaald in microprocessortechnologie. Deze bedroegen gemiddeld 55% 
per jaar. Daarentegen is het dynamisch random access geheugen (DRAM), 
dat de bouwsteen vormt voor het systeemgeheugen van bijna elk computer
systeem, vrijwel niet sneller geworden. De resulterende snelheidskloof, die 
exponentieel groeit, dreigt binnenkort de huidige opmars in rekenkracht te 
stuiten. 

Tot nu toe is het niet gelukt om een geheugentechnologie te ontwikkelen die 
sneller is dan DRAM tegen vergelijkbare kosten. In plaats daarvan zijn an
dere technieken toegepast om het effect van de groeiende snelheidskloof tegen 
te gaan. Voorbeelden zijn: het plaatsen van kleine snelle cache-geheugens 
tussen het systeemgeheugen en de microprocessor, de organisatie van het 
systeemgeheugen in onafhankelijke banken die parallel gebruikt kunnen wor
den en het toepassen van DRAM-circuits met snellere externe interface
functionaliteit zoals extended data out (EDO) DRAMsen synchrone DRAMs 
(SDRAMs). Deze technieken vertragen maar kunnen niet voorkomen dat de 
zeer beperkte snelheidswinsten in DRAM-technologie uiteindelijk de opmars 
in computer-rekenkracht zullen stuiten. 

Het is te verwachten dat tengevolge van deze ontwikkelingen, het systeemge
heugen binnen afzienbare tijd de bepalende factor wordt ten aanzien van de 
snelheid van computers. Vanaf dat moment zal het toepassen van snellere 
processoren slechts resulteren in kleine snelheidswinsten. Fundamentele ver
beteringen zullen dan slechts gerealiseerd kunnen worden door verbeteringen 
van het systeemgeheugen. 

Dit proefontwerp presenteert een revolutionaire manier om de snelheid van 
het systeemgeheugen te verbeteren. Deze aanpak is geïnspireerd door de 
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volgende twee observaties in conventionele systeemgeheugen-ontwerpen. De 
eerste observatie is dat ten gevolge van de aard van de technieken die zijn 
toegepast om de groeiende snelheidskloof tegen te gaan, de rekenkracht 
van een computer steeds meer afhankelijk aan het worden is van de mate 
waarin de referentie-patronen van programma's aansluiten bij de architec
tuur en technologische karakteristieken van het geheugensysteem. Pro
gramma's met een hogere lokaliteit in hun geheugenreferenties zullen sneller 
worden uitgevoerd ten gevolge van een betere werking van de cache. De 
tweede observatie is dat, ondanks de net genoemde trend, het systeemge
heugen wordt gekarakteriseerd door een dubbele afscherming. Allereerst zijn 
de onderliggende architectuur en technologieën afgeschermd van de proces
sor en de programma's die worden uitgevoerd. Ten tweede ontvangt het 
systeemgeheugen slechts individuele accesses maar krijgt geen enkele infor
matie met betrekking tot patronen die kunnen optreden ten gevolge van 
programma-eigenschappen, processor- en cache-operatie. 

Het proefontwerp heeft tot doel om deze afscherming gedeeltelijk op te hef
fen, door het realiseren van een sterkere koppeling tussen software, ca.che 
en systeemgeheugen. Deze koppeling wordt dan gebruikt om de werk
ing van het systeemgeheugen dynamisch aan te passen a.a.n de referentie
eigenschappen van programma's en ca.che-controllers met als doel de hoogst 
mogelijke geheugensnelheid te realiseren voor de gegeven systeemgeheugen
en access-karakteristieken. 

Het ontwerp is ondergebracht in het concept van een adaptief systeemge
heugen. Dit concept bestaat uit de specificatie van een regelbare address 
mapping-functie, de definitie van de adaptatie-doelstellingen, een verzame
ling adaptatie-algoritmen, modellen om geheugen-access verkeer te karak
teriseren en verschillende implementa.tieconcepten. Het concept van een 
adaptief systeemgeheugen kan op verschillende manieren worden geïnte
greerd in de huidige computersystemen. De meest eenvoudige manier vereist 
slechts het herarrangeren van enige logica. in een conventionele memory con
troller chip. De meest geavanceerde toepassing vereist het plaatsen van 
multiplexer logica in het datapad tussen processors en systeemgeheugen, en 
modificaties van de virtuele geheugenmanager, welk een onderdeel is van het 
operating system. 

Twee key-onderdelen die zijn ontwikkeld binnen het kader van het adap
tieve systeemgeheugen-concept en die uniek zijn in hun toepassing binnen 
het ontwerpproces van het systeemgeheugen, zijn een fractal interarrival 
time model voor geheugenverkeer en een dynamisch regelbare address map-
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ping functie die is gebaseerd op een lookup table. Het gepresenteerde werk 
heeft geresulteerd in twee patent-aanvragen Address Mapping for System 
Memory [Lunteren97] en Address Mapping for Configurable Memory System 
[Lunteren98J. 

De praktische uitvoerbaarheid van het concept is bewezen. Het concept 
is beproefd met behulp van verschillende traces van geheugen-access ver
keer van populaire benchmark programma's. Simulaties hebben aangetoond 
dat toegangstijdreducties in het bereik van 25% tot 40% haalbaar zijn voor 
computers en workloads zoals die vandaag en in de nabije toekomst bestaan. 
Deze toegangstijd-verbeteringen corresponderen met snelheidswinsten tus
sen 8% en 38% in vergelijking met conventionele systeemgeheugens voor 
computersystemen met één processor en tussen 18% en 43% voor multipro
cessoren. Het is te verwachten dat met het groter worden van de snelheids
kloof, de mogelijke snelheidswinsten beduidend zullen toenemen. Snelhei
ciswinsten in de orde van 100% voor algemene workloads en zelfs groter voor 
wetenschappelijk workloads zouden al binnen 5 jaar realiteit kunnen worden. 
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Summary 

Computer performance has improved enormously in the past decade. This 
is especially due to the large achievements in microprocessor performance 
which has grown at a rate of 55% per year during this period. In contrast, 
dynamic random access memory (DRAM) technology, which is the basic 
building block for the main memory of almost all computer systems, has 
shown only minor speed improvements. The resulting performance gap, 
which is wirlening at an exponential speed, is now threatening to significantly 
slow down the rate at which computer performance will grow in the near 
fut ure. 

Attempts to discover a storage technology that provides better performance 
than DRAM at similar costs, have not yet succeeded. Instead, other tech
niques have been applied to offset the impact of the performance gap. Ex
amples are the placement of small and fast caches between main memory 
and the microprocessor, the organization of main memory into independent 
memory banks that can be accessed in parallel, and application of DRAM 
circuits with faster external interface functionality such as extended data out 
(EDO) DRAMs and synchronous DRAMs (SDRAMs). These techniques 
delay but cannot prevent the small performance improvements in DRAM 
technology from slowing down the rate at which computer performance will 
grow in the near future. 

Consequently, main memory performance is soon expected to become the 
dominant factor in computers, determining overall system performance. 
From that moment on, putting faster processors into a system will result 
only in minor speedups. Instead, fundamental gains in computer perfor
mance can only he achieved by improving main memory performance. 

This thesis presents a revolutionary approach to improve main memory per
formance. This approach has been inspired by the following two observa-
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tions concerning conventional main memory designs. The first observation 
is that, owing to the nature of the techniques that are being applied as 
a response to the growing performance gap, computer performance is be
coming increasingly dependent on how well memory reference properties of 
programs match the architectural and technologkal characteristics of the 
memory system. Programs that exhibit more locality of reference will ex
ecute faster due to a better cache performance. The second observation is 
that despite this trend, main memory is characterized by a double trans
parency. On the one hand, the underlying architecture and technologies are 
completely transparent to the processor and the programs it executes. On 
the other hand, main memory only receives individual memory accesses, but 
is not provided with any information regarding access patterns that might 
occur due to program properties, processor or cache operation. 

The new main memory design presented bere aims at eliminating part of 
these transparendes through the provision of a tighter coupling between 
software, cache and main memory. This is then used to dynamically adapt 
main memory operation to the memory reference characteristics of programs 
and cache controllers. The objective is to achieve the best possible perfor
mance for the given main memory and access characteristics. 

The design is embedded within the concept of a.n adaptive main memory, 
which includes the specification of an adjustable address mapping function, 
definition of the adaptation targets, a set of a.dapta.tion algorithms, models 
for repreaenting memory access trafiic characteristics, and implementation 
concepts. The adaptive main memory concept can be integrated in state-af
the-art computer systems in various ways. The simplest way only requires 
somerearrangement of logic within a conventional memory controller circuit. 
The most ad vaneed form of applica.tion requires additional multiplexing logic 
in the data path between processors and main memory, and modifications 
t.o the virtual memory manager component of the operating system. 

Two key elements that have been developed as part of the adaptive ma.in 
memory concept, and which are unique in their application to main memory 
design, are a self-similar timing model for memory access traffic and a dy
namically a.djustable address mapping methad based on a lookup table. The 
presented work has resulted in two patent a.pplications 'Address Mapping 
for System Memory' (Lunteren97] and 'Address Mapping for Configurable 
Memory System' [Lunteren98]. 
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The feasibility of the concept has been demonstrated. The concept has 
been va.lidated using several memory access traces of well-known benchmark 
programs. Simulations have demonstrated latency reductions in the range 
between 25% to 40% for computer and workloads today and in the near 
future, which correspond to execution speedups between 8% to 38% over 
conventional main memory designs for single processor systems and between 
18% and 43% for multiprocessor systems. As the performance gap grows 
larger, the performance gains are expected to grow significantly. Speedups 
in the order of 100% for general-purpose workloads and even beyond this 
for scientific workloads might become reality within less than half a decade. 
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Chapter 1 

Introd u ct ion 

The ideal memory system of a computer has unlimited starage capacity, 
is infinitely fast, and comes for free. The ideal memory system will never 
be outdated, does not need expansions, and will never be the performance 
limiting factor. However, the technology to realize the ideal memory system 
has not yet been discovered. Until then, computer designers. try to make 
the best out of the existing starage technologies which are mainly based on 
semiconductorSRAM and DRAM, and magnetic disk technology. 

1.1 Current Memory Systems 

The basic parameters of a memory system, capacity, speed, and cost, are 
strongly dependent on each other for today's starage technologies, and can
not be optimized independently. These dependendes are expressed by the 
following two properties. 

• Memory devices with a smaller ca.padty can be made faster than de
vices of the sa.me technology with a larger capa.city. This is due to 
signa.l propagation times and power issues. 

• A memory device realized in a faster technology is more expensive 
than a similar device of the same capacity in a slower technology. 

The last item is illustrated by figure 1.1 [Hennessy96]. 
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Figure 1.1: SRAM, DRAM, and magnetic disk costs versus access time 
[Hennessy96] 

A compromise has been found by exploitinga property that can be observed 
with most programs: locality of reference. This property states that a typical 
program tends to reside in small sets of its data and instructions during the 
succeeding intervals of its execution. For example, Hennessy evaluated 12 
applications of the SPEC92 benchmarks, and found that on average 10% 
of the instructions in the integer benchmarks, and 14% of the instructions 
in the floating point benchmarks are responsible for 90% of the execution 
time [Hennessy96]. 

Based on this observation, state-of-the-art computer systems ranging from 
personal computers to supercomputers, employ a memory system that is 
organized as a hierarchy composed of several levels. Figure 1.2 shows an 
example of a memory hierarchy which employs two levels of cache. Each 
level is smaller, faster, and more expensive per byte than the previous level. 
The basic idea is to keep the most recently used data and instructions in 
the memory at the highest level, which is dosest to the processor and runs 
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Figure 1.2: Memory hierarchy 

at the same speed. Due to the locality of reference property it is likely that 
a program will be able to perform most of its memory accesses on the top 
memory. In case an item needs to be accessed that is not available, the 
memory hierarchy is searched downwarcis until it is found in a memory at 
a lower level. Since each level is usually a subset of the previous level, the 
capacity of the memory system equals the capacity of the memory at the 
lowest level. 

Figure 1.3 shows typkal values for the implementation of the various levels 
in a memory hierarchy in 1995 [Hennessy96]. The main memory of almost 
every computer today is built from DRAM, with cache memory implemented 
in SRAM, as reflected in figure 1.3. 

The memory hierarchy is normally transparent to programs. Programs ac
cess data and instructions based on virtual addresses. When a processor 
requests access to a certain address, the levels of the memory hierarchy are 
checked for availability of the address, starting at the top level. If the ad
dress is found at a level below the top, then it will be transferred upwards 

I Typical size 
Cache Main Memory Disk 
< 4MB < 4GB > 1 GB 

• Implementation On-chip, off-chip CMOS DRAM Magnetic Disk 
technology CMOS SRAM 
Access time 3-10 ns 80-400 ns 5,000,000 ns 
Bandwidth 800-5000 MB/sec 400-2000 MB/sec 4-32MB/sec 
Unit of transfer 1-32 bytes 1-256 bytes 4096-16,384 bytes 
Managed by Hardware Operating System Operating System 

User 

Figure 1.3: Typical values for memory hierarchy parameters [Hennessy96] 
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through the memory hierarchy. Checking if an address is available at a eer
taio level in the memory hierarchy is usually performed by hardware. The 
transfer of data between cache and main memory is usually controlled by 
hardware too, whereas the less stringent timing requirements permit the 
transfer between main memory and disk to be controlled by software (eg. 
virtual memory manager in the operating system). 

1.2 Cost and Performance 

The ultimate goal of a memory hierarchy is to provide a memory system 
that is nearly as fast as it would be, if entirely implemented in the fastest 
storage technology applied in the hierarchy, and costing almost as little as if 
it had been entirely implemented in the cheapest storage technology applied 
in the hierarchy. How well is this goal achieved in practice? 

Performance 

An access to an address is said to 'hit' at a given level in the memory 
hierarchy, when the address is available at that level. Otherwise, the access 
is called a 'miss'. The hit time of a given level represents the number of 
system doek cycles it takes to access an address that hits. The local miss 
rate equals the fraction of all accesses toa given level that are misses. 

Figure 1.4 lists typkal values for the hit time and miss rate of the various 
levels in the memory hierarchy in the early 1990s, taken from [Hennessy96]. 
These values were collected from several studies on DEC and MIPS pro
cessor based systems, running benchmark programs for various cache con
figurations. The differences in miss rates are due to the variations in lo
cality of reference properties of the programs. Other studies on multime
dia programs [Balak96], operating systems [Chen96], and the SPEC bench-

Hit time 
(doek cycles) 

: Local miss rate 

Ll Cache 
1-2 

0.5-20% 

L2 Cache 
6-15 

15-30% 

Main Memory 
10-100 

0.00001-0.001% 

Disk 
500,000-
4,000,000 

Figure 1.4: Typical memory hierarchy performance parameters [Hennessy96] 
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marks [Gee91] report miss rates in the same range. 

Caches are built from SRAM which is able to run at the same speed as pro
cessors. Therefore, the cache hit times expressed in processor doek cycles, 
as shown in figure 1.4, can be expected to remain in the sameorder of mag
nitude in the near fut ure. However, this is certainly not the case for main 
memory that is composed from DRAM. Figure 1.5 shows the improvements 
that have been achieved in microprocessor and DRAM technology in the 
last 15 years extrapolated till the end of the century. 

Figure 1.5 shows that the difference between DRAM speed and micropro
cessor speed diverges at an exponential rate. In 1980, 64 Kbit DRAMs had 
access times between 150 ns and 180 ns. Fifteen years later, the fastest 64 
Mbit DRAM can be accessed in 50 ns, which shows an improvement of only 
a bout 7% per year [Hennessy96]. Fifteen years ago the In tel 8088 processor 
ran at 5 or 8 MHz. Today, microprocessors such as the Intel Pentium II, 

· Microprocesso 

Figure 1.5: Trends in microprocessor and DRAM technology performance 
[Hennessy96] 
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IBM PowerPC 604e, and AMD K6, run at speeds between 200 MHz and 
300 MHz. The DEC Alpha 21164PC runs even at speeds between 400 MHz 
and 533 MHz. In two years time, Intel and Hewlett Packet are expected to 
bring out a processor, codenamed Merced, that runs at 600 MHz [Slater97]. 
The last ten years, microprocessor performance has improved 55% per year 
[Hennessy96]. 

The following example will illustrate the effect of the wirlening gap between 
microprocessor and DRAM performance on memory and system perfor
mance. 

Figure 1.6 (a) shows several combinations of miss rates for the various levels 
in the memory hierarchy that are within the ranges given in figure 1.4. 
Combination A corresponds to programs with a high locality of reference. 
Combinations B to D correspond to programs with a decreasing locality. 
Figure 1.6 (b) shows the global hit rates corresponding to the local miss 
rates. The global hit rate is the percentage of all memory accesses that hit 
at a given level in the memory hierarchy. 

A B c D 
L1 Cache 0.5% 5% 10% 20% 
L2 Cache 15% 20% 25% 30% 
Main Memory 0.00001% 0.0001% 0.0005% 0.001% 

(a.) Loca.l miss rates 

A B c D 
Ll Cache 99.5% 95% 90% 80% 
L2 Cache 0.425% 4% 7.5% 14% 
Main Memory 0.075% 1% 2.5% 6% 
Disk 7.5 -10-~% 1·10-1)% 1.25 ·10 ·I>% 6 ·10-1>% 

(b) Globa.l hit ra.tes 

Figure 1.6: Miss rate va.ria.tions 
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Figure 1.7 shows different combinations of increasing hit times that will 
occur due to the wirlening gap between microprocessor and DRAM perfor
mance. The cache hit times expressed in processor doek cydes are kept 
constant, as argued before. The hit times of main memory and disk, which 
are slowly decreasing each year when expressed in nanoseconds, increase fast 
when expressed in processor doek cydes. Personal computers and werksta
tions today have hit times in the order of magnitude of combination P. This 
will shift in the near future to the hit times specified by Q, R, and S suc
cessively. Big server systems already have main memory hit times in that 
order of magnitude. 

Figure 1.8 illustrates the main memory hit time and the overall memory 
access time for the combinations of the miss rates and hit times given in 
figure 1.6 and figure 1. 7. Figures 1.8 (a) to ( d) rel a te to different grada
tions of program locality resulting in hit rates A to D, whereas the hit 
times increase under the infl uence of the wirlening performance gap between 
microprocessors and DRAM as specified by P to S. 

Figure 1.8 shows that only for the lowest miss rates does the main memory 
hit time have a minor influence on overall memory access time. For larger 
miss rates the main memory hit time becomes dearly dominant. Figure 1.8 
also indicates that the average memory access time becomes increasingly 
dependent on the locality properties of programs for larger hit times when 
expressed in processor doek cydes. 

If, due to the performance gap between microprocessors and DRAM, the 
main memory hit time evolves from P to S, the resulting average memory 
access time will increase according to figure 1.8, expressed in processor doek 
cydes. These doek cydes are however also becoming smaller. The net 
effect on the execution time of a program depends on the rate at which 
microprocessor performance impraves against the increase in the average 
number of doek cydes needed for a memory access. 

p Q R s 
11 Cache 1 1 1 1 
12 Cache 6 6 6 6 
Main Memory 10 50 100 200 
Disk 500,000 2,500,000 5,000,000 10,000,000 

Figure 1. 7: Hit time variations (doek cydes) 
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6 ······················ · ··· · · · · · · · · · · · ··· · · · · · · · ···· · ·· ····· · IIITotal 

4 ····· ··· · ······ ········ · · · · · · · · · · ··· · · · · · ·· ·· ··· · · ····· · · · · · 
CMain Memory 

p Q R s 
Hit Time 

Figure 1.8 (a) Very good program locality (miss rate combination A) 
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Figure 1.8 (b) Good program locality (miss ra te combination B) 
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IIIITotal 

B Main Memory 

p Q R s 

Hit Time 

Figure 1.8 (c) Average program locality (miss rate combination C) 

liTotal 

B Main Memory 

p Q R s 
Hit Time 

Figure 1.8 (cl) Bad program !ocality (miss rate combination D) 

Figure 1.8: The total average memory access time and the main memory 
contribution as a function of miss rates and hit times 
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The following example illustrates how the widening performance gap affects 
the execution time of a program. The influence of the disk is neglected here. 
The following program and computer properties are assumed : 

11 miss rate = 10% hit time = 1 clock cycle 
12 miss rate = 25% hit time = 6 doek cydes 
33% of the instructions refers to memory 
CP fexecuticm. = 1.33 
average memory bus transfer time = 25 doek cycles 

The parameter CPiexecution represents the average number of doek cycles 
that it takes the processor to execute one instruction, not taking into account 
stall cycles due to memory operations. The average memory bus transfer 
time represents all the time that is due to memory bus activity per memory 
access. These parameters can be regarcled as typical for an average program 
executed on a workstation today. 

Figure 1.9 shows the effects of microprocessor and main memory hit time 
improvements on the total execution time (in seconds). This is represented 
by percentages in which execution time will be reduced. 

Figure 1.9 shows that by increasing main memory hit time expressed in 
clock cycles, processor improvements will result in decreasing gains in exe
cution time and that main memory performance is on its way to becoming 
the dominant factor in computer performance. Some computer designers 
forecast that within 10 years a 'memory wal!' will be hit, after which main 
memory is the only factor determining computer performance and micro
processor improvements will have no effect [Wulf95]. 

Avg main memory hit time (doek cycles) 10 100 200 
Doubling CPU speed 30% 15% 10% 
Reducing Avg Main Memory 3% 14% 18% 
Hit Time by 25% 

Figure 1.9: Execution time improvements 
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Costs 

Figure 1.10 shows an example of the distri bution of the casts over the mem
ory hierarchy for different configurations, by assuming that SRAM costs 
80$/MB, EDO DRAM $10/MB (SIMMs), and magnetic disk $0.20/MB. 
These values were based on advertisements for desktop systems in maga
zines such as BYTE and PC Magazine in the middle of 1997. Only 12 cache 
is taken into account, since L1 cache is usually on-chip with the processor. 

Since costs are changing quickly and are very dependent upon computer 
system type, speed, and brand, figure 1.10 is only meant to give a global 
indication of the cost distribution. It shows that main memory costs cannot 
be neglected, compared to the costs of the lowest level in the hierarchy, the 
disk. 

Another example that leads to the same condusion is the estimated cost 
distribution of the componentsin a !ow-end, late 1990s color desktop werk
station [Hennessy96] shown in figure 1.11. The most expensive component 
appears to be the main memory. 

Conclusions 

The memory hierarchy performance approximates the performance of the 
top level of the hierarchy for low miss rates and low hit times of the other 
levels. The current trends seem to move within a couple of years to the sit
uation that memory system performance is dominated by the main memory 
component . 

Main memory cost is also a significant part of the memory hierarchy costs, 
and cannot be neglected compared to the costs of the lowest level in the 
hierarchy, the disk. 

Quantity Costs Quantity Costs Quantity Costs 
12 256 KB $ 20 512 KB $40 512 KB $40 
Main Memory 32MB $ 320 64MB $ 640 128MB $ 1280 
Disk 1 GB $ 200 2 GB $ 400 4 GB $ 800 

Figure 1.10: Memory hierarchy cost distribution 
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Component Fr action 
Cabinet Sheet metal, plastic 1% 

Power supply, fans 2% 
Cables, nuts, bolts 1% 
Shipping box, manuals 0% 

Processor board Processor 6% 
DRAM (64MB) 36% 
Video system 14% 
1/0 system 3% 
Printed circuit board 1% 

1/0 devices Keyboard and mouse 1% 
Monitor 22% 
Hard disk (1 GB) 7% 
DAT drive 6% 

Figure 1.11: Cast distribution m !ow-end, late 1990s desktop workstation 
[Hennessy96] 

1.3 Current Efforts to lmprove Memory Perfor
mance 

A key issue in the design of memory systems today is the decline of memory 
system performance d ue to the growing gap between main memory and 
microprocessor speed. The two fundamental ways to decrease the infl.uence 
of main memory on memory system performance, are 

• red ucing the cache miss rates, 

• reducing the cache miss penalties, which is split into 

improving the toleranee of caches for larger miss penalties, 

improving the hit time of main memory, 

red ucing the transfer delay between main memory and cache. 

1.3.1 Cache Improvements 

Figure 1.12 gives an overview of techniques that have been developed to 
reduce cache miss rates and tolerate larger cache miss penalties. For a 
detailed description refer to [Hennessy96]. 
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Reducing Technique 
Cache miss rate Larger cache line 
reduction Higher associativity 

Victim caches 
Pseudo-associative caches 
Prefetching (hardware and compiler based) 
Compiler optimizations to reduce cache misses 

Cache miss penalty Read misses priority over writes 
toleranee Subblock placement 

Early restart and critica! word first 
Nonblocking caches 
Multiple levels of cache 

Figure 1.12: Cache improvements [Hennessy96] 

Most ofthe techniques listed in figure 1.12 imprave miss rate or miss penalty 
toleranee at the expense of additional complexity or negative impacts on 
other performance aspects of the memory hierarchy. This is illustrated by 
the following examples. 

The associativity of a cache relates to the number of possible locations in 
which a cache line can be stared within the cache. Higher associativity 
means that a cache line can be stared in a greater number of locations, 
which also implies that the process of determining whether the cache line is 
in the cache and where it is stared is more complex and takes more time. 
lf there are more possible locations to store a cache line, then the chance 
that a cache line is contained in the cache is larger. Therefore, increasing 
the associativity will imprave the hit rate but will also increase the cache 
hit time. 

Other examples to imprave the hit rate are larger cache lines and prefetching. 
Larger cache lines imprave the hit rate due to an aspect of the locality 
of reference property that is denoted as spatial locality. Spatial locality 
states that data that is stared in memory locations with addresses that are 
close to each other, tend to be accessed close in time. Prefetching tries 
to retrieve data from main memory that is likely to be used in the near 
future. Prefetching can be controlled by hardware or compiler. Both larger 
cache lines and prefetching imprave the cache hit rate at the cast of increased 
trafiic to main memory. Both techniques require a careful balancing between 
overall memory hierarchy performance and casts in order to obtain improved 
performance at reasanabie casts. 
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Compiler optimization is the only technique that does not result in addi
tional hardware complexity and does not have a negative impact on any 
component in the memory hierarchy. This technique involves the rearrange
ment of code without affecting its basic functionality, with the intention to 
imprave the temporal and spatial locality of the memory references. This 
illustrates a technique that obtains performance gains by alleviating the 
transparency of the memory hierarchy, by applying cache aware compilers 
and programs. 

1.3.2 Main Memory lmprovements 

Most architectural improvements to reduce main memory hit time do so by 
improving memory bandwidth instead of reducing the average time it takes 
to perfarm a single memory access. Additional bandwidth allows access 
to larger bleeks of data in a shorter time (which matches with larger cache 
lines), andreduces the time memory accesses have to wait, for the completion 
of previous accesses. 

There are essentially two techniques to imprave main memory bandwidth: 

• Application of multiple DRAMs in parallel. 

• Taking advantage of the large internal bus of DRAMs. 

Parallel DRAM Organizations 

Figure 1.13 illustrates three basic organizations to apply multiple DRAMs 
in parallel. 

Figure 1.13 (a) shows a wide memory organization, in which each access 
involves multiple DRAM circuits in parallel. This organization is advanta
geous for systems with large 12 cache lines which can he written to and 
read from main memory in one single access operation. Drawbacks are the 
additional casts for a wider memory bus and the increase in the minimum 
amount of memory required for memory expansion. 

Figure 1.13 (b) shows a simple interleaved memory organization. This or
ganization is logically the same as a wide memory organization, except that 
it saves the cost of a wide memory bus at the expense of additional delay. 
The data is still being accessed in parallel within multiple memory banks. 
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Memory Bus 

(c) 

Main 
Memory 

Memory 
Bank 

Memory 
Bank 

Memory 
Bank 

Memory 
Bank 

Figure 1.13: Parallel organizations of DRAMs 
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However, a bleek of data that is transferred at once over the memory bus 
in the wide memory organization, is now transferred in parts, usually of the 
size of a word, one after the ether. The additional delay is dependent upon 
the time it takes the memory bus to transfer the successive blocks of data. 
The number of banks is a power-of-two. All banks share the data bus and 
the address bus except for the n least significant bits, where 2n equals the 
number of banks. Although this organization eliminates the cost of a wide 
memory bus, it does not provide good memory expansion capability sirree 
expansion can only be realized by adding memory to each of the banks or 
by doubling the number of banks. 

Wide memory and simple interleaved memory organizations provide the 
shortest memory access delay when the total number of bytes being accessed 
in parallel equals the block size of the cache at the next level in the memory 
hierarchy. The independent memory bank organization shown in figure 1.13 
( c) is a main memory organization that can efficiently provide access to more 
than a single cache line at the same time. Whereas with simple interleaved 
memory all parallel accesses correspond to the same cache line, independent 
memory banks provide the capability to access different cache lines at the 
same time. This is especially useful with nonblocking caches, where multiple 
cache misses can be serviced at the same time, and with multiprocessors, 
where misses of caches beienging to different processors can be serviced in 
parallel. Independent memory banks are more complex and more expensive 
than simple interleaved memory, since a separate address bus is required 
for each bank and a more advanced memory controller. Several computer 
systems apply separate data buses as wel!. 

The largest memory bandwidth is obtained when all independent accesses 
are distributed nicely over the memory banks, resulting in a minimum of 
accesses contending for the same bank, ie. bank conflicts. The way memory 
accesses are distributed depends on the way the address mapping function 
of the memory controller, maps each physical address provided by a pro
cessorjcache combination upon a memory location in one of the memory 
banks. Address mapping techniques based on sequentia! interleaving, which 
map consecutive physical addresses to consecutive memory banks, are nor
mally applied within general-purpose computers where a lot of sequentia! 
accesses are performed. Other address mapping methods have been devel
oped to reduce memory bank contention in computers which are mainly used 
to execu te scientific workloads that have different access patterns. 
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DRAM Internal Bus 

The memory cells within a DRAM are organized in a rectangular matrix 
consisting of rows and columns. A typical DRAM accessstarts by selecting 
a row using a row address. The row is then buffered and the required bits 
are selected for access by a column address. The size of a row is usually the 
square root of the DRAM size (eg. a 64 Mbit DRAM has a row size equal 
to 16 Kbit). All DRAMs today provide the ability to perfarm consecutive 
accesses to the same row directly on the buffer. Past page mode (FPM) 
DRAMs allow random access to the bits within a row, only by changing the 
column address. This eliminates the need to select a row first and results 
in a significant gain in bandwidth. Figure 1.14 lists typical values for access 
times, cycle times and fast cycle times for FPM DRAMs since 1980. 

FPM DRAMs use the falling edge of the column accessstrobe (CAS) signa! 
to indicate that a new column address is valid. The rising edge is used to 
indicate that the data has been read and the DRAM can put its output 
to tristate. Extended Data Out (EDO) DRAMs have dropped the latter 
function of the CAS signal. This allows the next address to be sent befare 
the data of the current access has been read, resulting in a reduction of the 
CAS cycle of about 10 to 15 ns [Stiller96]. 

Synchronous DRAMs (SDRAMs) have all their signals synchronized to a 
doek, which has many advantages, especially in the interaction with memory 
controllers. Access to a cache line usually consists of multiple accesses to 
main memory. For this purpose, SDRAMs include a feature that is already 
used with 12 caches composed from SRAM (so called pipeline-burst-caches). 
Only one CAS is necessary tostart a burst access to multiple addresses where 
the burst length, orderand waiting time till the first data appears (the CAS 
latency) can be programmed in an internal mode register. Currently 83 and 

Year DRAM size access time cycle time fast cycle time 
1980 64 Kbit 150-180 ns 250 ns 150 ns 
1983 256 Kbit 120-150 ns 220 ns 100 ns 
1986 1 Mbit 100-120 ns 190 ns 50 ns 
1989 4 Mbit 80-100 ns 165 ns 40 ns 
1992 16 Mbit 60-80 ns 120 ns 30 ns 
1995 64 Mbit 50-65 ns 90 ns 25 ns 

Figure 1.14: Fast page mode DRAM access and cycle times [Hennessy96] 
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100-MHz PC-SDRAMs have occurred on the market, which are SDRAMs 
with reduced functiona.lity a.nd still require a. CAS la.tency of 3 doek cycles a.t 
66 MHz. While the limits of FPM a.nd EDO DRAMs have been rea.ched for 
buses running a.t a.round 66 MHz, SDRAMs are expected to ga.in popula.rity 
a.t bus speeds tha.t go beyond. SDRAMs cost currently a.bout 20% more 
tha.n FPM a.nd EDO DRAMs. 

Video RAMs (VRAMs), Ca.ched DRAMs (CDRAMs), a.nd RAMBus are ex
a.mples of other types of DRAMs tha.t have been developed to take a.dva.nta.ge 
of the large interna.l bus. They obta.in la.rger performance (eg. a. RAMBus 
chip ca.n deliver one byte every 2 ns resulting in a. pea.k memory ba.ndwidth 
of 500 MBytes/sec per chip) by integra.ting a.dditiona.l logic in the interface 
between the interna.l a.nd externa.l DRAM bus. Due to their la.rger casts 
over FPM and EDO DRAMs, they have not been able to penetra.te into 
the ma.in memory. VRAMs a.nd RAMBus are a.pplied a.s video memory in 
gra.phic su bsystems. 

Example - SGI Power Challenge Multiprocessor 

The a.ctual orga.niza.tion used in many computer systems is aften ba.sed on 
combinations of the three basic orga.niza.tions shown in figure 1.13 and fa.st 
page mode techniques. The memory system of the SGI Power Cha.llenge is 
ba.sed on a. combination of all the above mentioned techniques. 

The SGI Power Challenge has up to 8 independent memory boards, which 
are connected to the 256 bits wide data bus (POWERpath-2) . Ea.ch memory 
board contains up to 2 GB of memory and is two-way interleaved (ie. , it 
contains two simple interleaved banks). Access to one 128 byte 12 cache 
line is performed using two FPM accesses to each of the two-way interleaved 
banks on a memory board, resulting in a total of four 256 bit data transfers 
duringa five-cycle bus transaction. One bus cycle equals 21 ns [Galles94]. 

1.3.3 Transfer Delay lmprovements 

The delay involved in transferring addresses and data over the memory bus 
can form a substantial part of the cache miss penalty. 

The average transfer delay is reduced by 

• decrea.sing the propa.gation delay of the bus, 
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• increasing the memory bus bandwidth so that individual transfers are 
performed fa.ster and less time is spent on waiting for the completion 
of a previous transfer. Larger bandwidth is achieved by 

increasing the bus doek speed, 

increasing the bus width , 

application of more efficient bus protocols. 

Propagation Delay and Bus Clock Speed Impravement 

The largest propagation delay that occurs between devices connected to the 
memory bus limits the maximum doek speed at which the (synchronous) 
memory bus can run. 

Figure 1.5 illustrated the developments in memory technology during the last 
fiJteen years. In contrast to the speed improvements shown in this figure, 
inductance improvements in wire and connector technology resulted in only 
a small increase in the speed at which signals are transferred [Boxer95]. The 
only possibility to reduce propagation delay is to have shorter buses and 
to decrease the capacitive loading of the bus by reducing the number of 
connected devices. 

The shortest bus length is obtained by integrating DRAM with the SRAM 
caches directly on the processor chip. This eliminates the additional delay 
caused by external interfaces. This also allows to conneet the wide internal 
DRAM bus on-chip directly with the cache or processor without the per
formance degradation and problems related to the much smaller external 
memory bus. 

Mitsubishi Electranies America, announced two years ago the first micro
processor with a large on-chip DRAM. The M32R/D consists of a 32-bit 
RISC engine in combination with 16Mb DRAM, occupying only 2 mm by 2 
mm [Geppert97]. 

Wider Memory Buses 

Wider memory buses enlarge the bus bandwidth by means of the ability 
to transfer more bits simultaneously. Widening a bus also includes sepa
ration of address and data buses, in contrast to older memory buses that 
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multiplex address and data lines. The most effective data bus width for sin
gle processor systems equals the cache line size of the lowest level of cache 
memory. 

Multiprocessor systems with main memory organized in independent mem
ory banks as described in paragraph 1.3.2, can benefit from a data bus width 
equal to multiples of the cache line size. Such a bus can be divided into in
dependent data paths between the memory banks and processors using a 
crossbar switch. The costs of crossbar switches have reduced enough to 
make their application profitable even in low-cost machines [Boxer95]. 

In many systems today, the L2 cache is connected to the memory bus. Band
width between processor and main memory can be improved further by hav
ing a separate bus for traffic between processor with integrated L1 cache and 
L2 cache. The cache bus can run faster than the memory bus since it can 
be shorter and only needs to conneet the L2 cache to the processor (as ex
plained above). An example is the Intel Pentium 11 interface, which is called 
Slot 1. The cache bus, which is hidden within a cartridge that contains both 
the processor and L2 cache, runs at 133 MHz, while the memory bus runs 
at 66 MHz [Slater97]. 

Bus Protocol lmprovements 

A major bandwidth impravement can be obtained with a bus protocol that 
supports split-transactions. With this type of bus, a memory read eperation 
is split into a read request transaction and a memory reply transaction, 
which are sent independently over the address and dataparts of the bus and 
can be interleaved with other bus transactions. A split-transaction bus can 
be regarcled as a bus that is packet-switched, in contrast to conventional 
'circuit-switched' buses that are occupied for the entire duration of each 
memory access operation. 

An example of a split-transaction bus is the POWERpath-2. This bus sup
ports a maximum of 8 outstanding read operations. 

Split-transaction buses are usually applied in multiprocessor systems, where 
memory accesses of different processors can be interleaved. Nonblocking 
caches as mentioned in paragraph 1.3.1 also require a split-transaction bus. 
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1.4 Evaluation 

As the memory system has gained more infiuence on total computer system 
performance, cast/performance considerations have allowed application of 
more complex and expensive memory systems in cheaper computer systems, 
justifi.ed by the achieved performance improvements. For example, it is nat 
uncommon today that microprocessors include two levels of cache memory, 
whereas fiJteen years ago they were usually designed without any level of 
cache, although cache memory has already been applied in mainframes since 
1967 (the IBM 360/85 [Liptay68]). 

The methods considered in the previous paragraphs, will not prevent main 
memory becoming the dominant factor in computer performance. Their 
application reduces cache miss rates and cache miss penalties in many cir
cumstances, but nat at the required rate to successfully oppose the expo
nentially growing gap between microprocessor and DRAM technology. It is 
the author's apinion that unless a new memory technology is invented with 
performance charaderistics similar to SRAM but fundamentally cheaper, 
it can be expected that even the more complex methods described in the 
previous paragraphs (eg. independent memory banks, crossbar switches), 
will be applied over the entire range of computer systems, including !ow-end 
workstations and personal computers, within a decade. This will be sped up 
by the application of other advanced processing techniques, like symmetrical 
multiprocessing (SMP), in !ow-end machines as well. 

An important consequence of this development is that memory system per
formance, and thus computer system performance, will increasingly be de
termined by how well memory reference properties of programs and the 
individual levels in the memory hierarchy, match the architectural and tech
nological charaderistics of the memory system. This is due to the fact that 
many memory system improvements are based on one of the following two 
concepts: 

• Extending the number of levels and sublevels in the memory hierarchy. 
The goal is to imprave the probability that data and instructions that 
are referenced by the processor, are stared in the top level of the 
memory hierarchy. The effectiveness is dependent upon the locality 
properties (bath temporal and spatial) of programs in combination 
with the memory hierarchy parameters (eg. main memory size, cache 
replacement policy, DRAM page size). 
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• Taking advantage of parallelism available within each single level of 
the memory hierarchy, by organizing the memory resources into in
dependent banks. The effectiveness of this salution depends on the 
frequency that consecutive memory accesses will go to different banks. 
The total delay that will be experienced by memory accesses due to 
bank contention, is dependent on the addresses and timing of consecu
tive memory accesses in combination with the applied address mapping 
function. 

The first item includes the integration of extra levels of cache memory in 
the memory hierarchy, but also equipping cache memories with write buffers 
and victim caches. Furthermore, the output buffers of FPM DRAMs, EDO 
DRAMs, and other advanced DRAM designs like SDRAM and RAMBus, 
can also be regarcled as a sublevel in the memory hierarchy, each with their 
own specific way of operation. The second item is not only restricted to 
main memory as discussed in paragraph 1.3.2, but can be applied to each 
level of the memory hierarchy. 

Application of memory systems in today's state-af-the-art computers is char
acterized by the following two types of transparendes despite the growing 
complexity of the memory hierarchy and the resulting sensitivity for ref
erence properties of the hierarchy memory system as a whole and of the 
individual levels: 

1. Programs access memory based on the concept of one large array of 
starage locations, without any distinction in access performance be
tween different starage locations. The underlying architectures and 
technologies that are used to implement the memory system are usu
ally completely transparent. 

2. The design of individual levels of the memory hierarchy is based only 
on very general off-line determined access properties of the workloads 
that will be executed by the computer system. The organization and 
resulting access charaderistics of higher levels in the memory hierarchy 
is usually transparent to lower levels. 

The growing gap between main memory and microprocessor speed has now 
reached the stage that the additional software complexity resulting from 
alleviating part of the first transparency, is compensated by the performance 
gains that can be obtained. An example is the concept of cache aware 
compilers (paragraph 1.3.1). 
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Several articles have recently appeared that deal with probieros related to 
maintaining the second transparency. For example, [Burger96] mentions 
that it is exactly the generality of caches that wil! limit their effectiveness in 
the future. Their incapability to utilize programroer knowledge and compile
time information, due totheir fixed organization and replacement policy, can 
result in severe performance degradations where the policy does nat match 
the reference characteristics. At the same time, caches do not very wel! 
support techniques such as prefetching and speculative loading. 

1.5 Problem Statement 

It is the author's expectation that in future computer systems, gradually 
more architectural and technological aspects of the memory hierarchy will 
be made visible to the software. At the same time the operating system 
and compiler will also obtain a growing responsibility for rnanaging the 
memory hierarchy. This will gradually develop into a more tightly coupling 
between the memory system and software, and between the individuallevels 
of the memory hierarchy. The resulting complexity in bath hardware and 
software will be compensated by gains in computer performance, which will 
become more and more dominated by memory system performance as the 
gap between main memory and microprocessors grows, and at the same time 
becomes more sensitive to reference charaderistics due to the nature of the 
memory system improvements. 

This thesis deals with the following problem: 

Is it possible and worthwhile to realize a tighter coupling between 
software, cache, and the most dominant memory hierarchy com
ponent, main memory? 

Where a tighter coupling is obtained by 

• means to control main memory operation by the operating system and 
compiler, 

• employing this to adapt main memory operation to the way it is being 
accessed by software and caches 

- dynamically, and 
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- at adequate granularities. 

The partitioning of the last item is based on an observation made in commu
nication networks, especially ATM based networks. Memory systems and 
communication networks share the problem of a system performance that is 
dependent upon access characteristics toa dynamically shared medium. By 
camparing the solutions that have been applied in communication networks 
(especially ATM networks) with the solutions applied in memory systems, 
the following essential difference can be observed. 

Communication networks apply dynamic adaptation of system 
operation based on measured and user provided access charac
teristics, at granularities as small as individual users or even 
smaller. Memory systems apply techniques that are usually fixed 
and based on very general workload properties. 

1.6 Summary 

State-of-the-art computers apply SRAM, DRAM, and magnetic disk tech
nologies within a memory hierarchy to balance cost and performance. The 
concept of a memory hierarchy has performed well until now. The exponen
tially growing gap between microprocessor and DRAM performance causes 
main memory to become a dominant factor in the memory hierarchy, re
sulting in a decline of memory system performance ( expressed in system 
doek cycles) and an increasing influence of the memory system on overall 
computer system performance. 

These shifting cast/performance considerations have stimulated the devel
opment of several new and more complex techniques to oppose the decline 
of memory system performance. Due to their nature, many of these tech
niques result in an increased sensitivity of memory system performance on 
how well the referencing properties of programs and the various levels of the 
memory hierarchy match with the characteristics of the memory system. 

The increased sensitivity requires that the operation of each level of the 
memory hierarchy is carefully matched with the way it is being referenced, 
in order to achieve good performance of the entire memory hierarchy for a 
broad range of workloads. New developments in this area cover all memory 
hierarchy levels except main memory. This thesis aims at filling that gap. It 
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will investigate how the operation of main memory can he controlled hy the 
operating system and compiler, and how this can he applied to adapt main 
memory operation to the way it is heing referenced hy programs and cache 
controllers. The target is a high performance main memory that unlike con
ventional main memory designs, has a performance which is very insensitive 
to the referencing characteristics of programs and cache controllers. 
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Chapter 2 

Adaptive Main Memory 
Concept 

This chapter will define the concept of the salution to the problem stated 
in chapter 1, as it will be investigated in this thesis. Th is concept will be 
called adaptive main memory. The following paragraphs will first discuss the 
function that should he adapted, when the adaptation should take place, and 
the information that should be used todetermine the kind of the adaptation. 
Thereafter the various aspects of adaptive main memory will be discussed, 
and which of these aspects will be covered in this thesis. 

2.1 Adjustable Address Mapping 

This thesis focuses on computer systems which incorporate advanced tech
niques such as independent memory banks, (symmetrical) multiprocessing, 
crossbar switches, and split-transaction buses, which today can only he 
found in state-af-the-art server systems. As mentioned before, it can he 
expected that these techniques will be used in future personal computers 
and workstations. 

These types of systems achieve high main memory performance by using 
wide independent memory banks in combination with fast page mode ac
cesses, such as the SGI Power Challenge memory system (paragraph 1.3.2). 
Using multiple independent memory banks only results in good performance 
when the memory accesses are well distributed over all the banks. Fast page 

27 
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mode techniques are only effective when consecutive accesses to the same 
bank are within the same page. 

Address mapping is the memory controller function that determines for each 
memory access which bank and which page are being accessed based on the 
address involved in the memory access. As such, address mapping is the key 
function through which main memory performance can be influenced . In 
order to realize a main memory that can adapt to software and cache char
acteristics, an address mapping function is required that can be adjusted. 

Figure 2.1 illustrates the concept of a main memory that is based on an 
adjustable address mapping function which is controlled by the operating 
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Figure 2.1: Main memory based on an adjustable address mapping function 
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system. The blocks marked with FPM within the memory banks, denote 
the fast page mode capabilities of the DRAM circuits from which the banks 
are built. 

2.2 Virtual Memory Based Address Mapping Ad
justment 

The mapping of addresses on a given set of main memory locations can 
only be changed when these locations do not contain valid data. Adjusting 
the address mapping therefore requires a mechanism to register which main 
memory locations contain valid data and which do nat. 

Most computer systems today apply virtual memory. Virtual memory reg
isters at the granularity of so called virtual pages which partsof the virtual 
address space are contained in main memory. References to a virtual page 
that is not contained within main memory will cause a page fault to occur. 
The virtual memory manager, usually part of the operating system, wil! 
then laad that virtual page from disk. When the main memory is full, then 
a virtual page that is contained in main memory will be selected based on 
some replacement policy, and will be written to disk, tofree main memory 
locations. 

The information on which partsof the main memory are used and which nat, 
is held by the virtual memory manager, which can also forcepartsof main 
memory to be 'cleared', by writing pages from main memory to external 
storage, making place for new pages when page faults occur. 

The problem stated above can now be solved by combining the address map
ping adjustment control with the virtual memory manager in the following 
way. 

1. Address mapping adjustments only affect parts of the address space 
that correspond to exactly one or multiple virtual pages. 

2. Address mapping is adjusted at the moment that the virtual mem
ory manager loads new virtual pages from disk into main memory or 
assigns parts of main memory to a new use (eg., in case of dynamic 
memory allocation requests). 

It is also possible that the adjustment control requests the virtual 
memory manager to write virtual pages to disk and reload these im-
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mediately in order to update the mapping of these pages. Another 
alternative to achieve the same result, is by writing pages from one 
part of main memory to another part. 

Figure 2.2 illustrates the concept of combining the address mapping adjust
ment control with virtual memory operation. The thick arrow represents 
the loading of new virtual pages into the memory banks, according to an 
adjusted address mapping function. 
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Figure 2.2: Virtual memory based address mapping adjust ment 
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2.3 Memory Access Characteristics 

The address mapping function needs to be changed for given memory access 
traffic in such a way that the best main memory performance is achieved. 
Which adjustments are required is determined based on the characteristics 
of the memory access traffic. 

The address mapping adjustments are made at the moment that the infor~ 
mation is loaded from disk into main memory, which is before it is actually 
being accessed by the processor. Therefore, 'in advance' estimations of the 
memory access traffic characteristics are needed. Figure 2.3 shows several 
means to gather information that can he used to predict memory access 
traffic characteristics. 

• A bus monitor can be used in combination with on-line learning algo
rithms to predict memory access traffic characteristics. The first time 
the data is being accessed, the access characteristics can he reearcled 
and stored. Future address mapping adjustments related to that data 
are then to he based on the reearcled access characteristics. An exam
ple of a more advanced on-line learning methad for predicting memory 
access patterns can he found in [Sakr96]. 

• Compiler or special program analysis tools can perfarm off-line pro
gram analysis, to collect information regarding the memory reference 
behavior of programs. This includes for example address reference 
patterns that can occur due to accessing certain data structures (eg., 
arrays, matrices, linked-lists). 

• Special interfaces for dynamic memory requestscan allow programs to 
specify, in addition to the amount of required starage space, the way 
in which the starage will be used. 

Based on memory reference characteristics of programs in combination with 
computer configuration parameters, a forecast can be made on what the 
resulting memory access traffic on the memory bus will he. 
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Figure 2.3: Main memory reference information 
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2.4 Concept of Adaptive Main Memory 

Address mapping converts the memory access traffic which is received from 
the memory bus, into multiple streams of memory bank accesses. To achieve 
the lowest average main memory hit time for given memory access traffic, the 
bank access traffic needs to ful:fil several conditions, for example, regarding 
the distribution of accesses over the memory banks, and the application of 
fast page mode on consecutive accesses to the same memory bank. These 
conditions are the adaptation targets. 

The task of the adjustment control is to change the address mapping func
tion for given memory access traffic in such way that the adaptation targets 
are met as close as possible. The required adjustments are determined us
ing adaptation algorithms. These algorithms have as input memory access 
traffic characteristics and computer ( especially memory hierarchy) contig
uration parameters. The adaptation algorithms have to take into account 
the accuracy of the available traffic characteristics, and the possibilities and 
limitations of the address mapping function in obtaining bank access traffic 
with certain properties. 

A main memory that is based on the principles described here will he called 
adaptive main memory. 

To summarize the previous paragraphs, realization of an adaptive mam 
memory requires the following basic problems to he solved: 

• Adjustable address mapping. How can an adjustable address mapping 
function be realized? Which adjustments can be made and how? The 
way address mapping can he adjusted, should allow to influence the ex
tent to which the bank access traffic ful:fils the conditions for optimum 
memory performance. 

• Adaptation targets. Which conditions need to he ful:filled by the bank 
access traffic to achieve optimum memory performance? 

• Main memory access traffic characteristics. How can address and tim
ing characteristics of the access traffic to main memory he determined 
and estimated that are required for the adaptation? 

• Adaptation algorithms. How should address mapping he changed m 
order to meet the adaptation targets, taking into account the avail
able information about the memory access traffic characteristics and 
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the possibilities and limitations of the address mapping mechanism to 
adapt itself to the memory access traffic. 

• lmplementation. How can the adaptation algorithms be implemented 
within the operating system, which includes integration with the vir
tual memory manager? 

2.5 Design Agenda and Chapter Overview 

The design agenda covers the following elements of the adaptive main mem
ory concept: 

• Adjustable address mapping function 

• Main memory access characterization at the memory bus level 

• Adaptation targets expressed as a set of bank access traffic properties 

• A set of preliminary adaptation algorithms that only take into account 
traffic charaderistics at the memory bus level and do nat consider any 
aspects related to program execution and operating system functions. 

The following items are left for future work: 

• On-line and off-line collection of memory reference characteristics of 
programs 

• Using these to estimate memory access charaderistics at the memory 
bus level 

• Adaptation algorithms that also take into account aspects related to 
program execution and the interaction with the virtual memory man
ager. 

• lmplementation of the adaptation algorithms in the operating system 

This thesis discusses sufficient aspects of adaptive main memory to create 
a simulation model that can be used to perfarm an initia! validation of 
the concept and campare its performance with that of conventional main 
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memory concepts. The preliminary adaptation algorithms involve mappings 
at the granularity of the entire memory only. 

Discussion of the design topics and related issues is distributed over the 
chapters in the following way. 

Chapter 3 introduces functional and performance models for the various 
main memory components and serves as a base for the succeeding chapters. 

Chapter 4 derives the adaptation targets for the adjustment of the address 
mapping. This includes the characterization of the effect of the address 
mapping operation on main memory performance. 

Chapter 5 gives an overview of state-of-the-art address mapping methods. 
Evaluation criteria wil! be derived for validating the applicability of these 
methods to build an adaptive main memory. 

Chapter 6 presents a new address mapping metbod that has been invented 
as part of the adaptive main memory design, and which serves as the basis 
for the other components discussed in the succeeding chapters. 

Chapter 7 and chapter 8 discuss models for characterizing the address and 
respectively timing information of the memory access trafik at the memory 
bus level. These models are based on memory bus traces that are generated 
from processor traces of popular benchmark programs through simulations. 
Based on these models, a set of preliminary adaptation algorithms is derived 
that are based on access traffic characteristics at the memory bus level. The 
output of the algorithms consists of control information for adjusting the 
address mapping method described in chapter 6. The adaptation algorithms 
are validated using the memory bus traces mentioned above. 

Chapter 9 wil! summarize the achievements and point out some promising 
directions for further work. 

Appendix A describes the memory access traces that are used in the sim
ulations and the benchmark programs from which these traces have been 
collected. 

Appendix B describes the simulation environment. 
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2.6 Summary 

The performance of a main memory that is organized in multiple indepen
dent memory banks and that is based on fast page mode or similar DRAM 
technology, is highly dependent on the address mapping function. In or
der to achieve maximum main memory performance, an adjustable address 
mapping function is required which allows dynamic adaptation to the way 
main memory is being accessed. 

With this intention, the navel concept of an adaptive main memory has been 
developed. This concept includes an adjustable address mapping function, 
characterization of memory access traffic, a set of adaptation targets, adap
tation algorithms, and some proposals for the collection and prediction of 
memory access characteristics. 

This thesis covers most aspects of the adaptive main memory concept men
tioned here, except for the collection and prediction of memory access char
acteristics and the implementation of the adaptation algorithms within the 
operating system. A set of preliminary adaptation algorithms will be inves
tigated that does not consider effects on program execution and interaction 
with the virtual memory manager . 



Chapter 3 

Main Memory Model 

This chapter defines the main memory model that serves as a base for the 
succeeding chapters. The model definition includes the functional bound
aries of the adjustable address mapping function which is a key element of 
an adaptive main memory. It also characterizes main memory performance 
and its effect on system performance. Sirree the main memory model will 
be used to validate the performance of an adaptive main memory, it will 
embody realistic architectural, technological, and functional aspects found 
in memory systems of state-of-the-art multiprocessor systems such as the 
IBM RS/6000 SMP system and the Silicon Graphics Challenge SMP sys
tem. These memory systems are build from FPM DRAMs, organized in 
wide independent memory banks. 

Figure 3.1 illustrates the different components of the model. The DRAM 
circuits implement the actual storage functionality. The memory controller 
makes the organization and technological charaderistics of the DRAM cir
cuits transparent, and allows other devices to access main memory over the 
memory bus. The tra:ffic over the memory bus is represented by a tra:ffic 
model. This model is only used to represent the charaderistics of the traf
fic streams. It does not make any assumptions regarding the (stochastic) 
properties of the generating processes. 

37 
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Figure 3.1: Main memory based on independent memory banks 
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Figure 3.2: Memory banks 

3.1 Memory Organization and Technology 

Figure 3 .2 shows a main memory consisting of M memory banks. Each bank 
is assumed to have the same number of N memory locations. Each memory 
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location can store the same number of W bytes, which is called the bank 
width. 

The bank width is a power-of-2, W = 2w. The following relation exists 
between the bank width and the cache line size L = 21, which is also a 
power-of-2. 

L = 21-w · W, l > w (3.1) 

The cache line size equals the bank width or a power-of-2 times the bank 
width. Figure 3.3 illustrates some examples of cache line and bank width 
combinations. 

Each memory bank is assigned a unique bank number /3, with 0 ~ f3 ~ M -1. 
A memory location within a bank has a unique internat bank address a, with 
0 ~ a ~ N - 1. Each memory location is uniquely identified by the bank 
number of the bank it is located in and its internal bank address. The 
pair (/3, a) is called bank address or simply address if there is no reason for 
misunderstanding. The set of all addresses (/3, a) is called the bank address 
space, ~k with 

Abnk = { (/3, a) I j3 E { 0, 1, 2, ... , M - 1}, a E { 0, 1, 2, ... , N - 1}, } 

Memory banks are composed from identical standard DRAMs that support 
fast page mode (FPM) accesses. DRAMs are placed in parallel to obtain 
memory bank widths that are a multiple of the width of a single DRAM. The 
total number of bytes that can be contained simultaneously in all DRAM 
output buffers that are operating in parallel within one memory bank, is 
denoted as the page size P of the memory bank. A page corresponds to {:., 

1 Actually two 32 byte wide banles are accessed in parallel as one 64 byte wide bank. 
This is denoted as 'bank pairing' [Nichol95). 

Computer system Cache line size Bank width 
IBM RS/6000 SMP 

PowerPC 601,604 32 bytes 32 bytes 
PowerPC 620 64 bytes 64 bytes1 

SGI Challenge SMP 128 bytes 64 bytes 

Figure 3.3: Example of cache line size/bank width combinations 
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memory locations at consecutive internal bank addresses aligned at a page 
boundary. 

The access time ta of a memory bank is the time it takes to perfarm a row 
access on all parallel DRAMs within the bank. The cycle time te is the 
time between two consecutive accesses to memory locations within different 
pages. The Jast cycle time te' is the time between two consecutive accesses 
to memory locations within the same page. 

3.2 Memory Controller 

The memory controller makes the organization of the DRAM circuits and 
their technological charaderistics transparent to the devices that access 
main memory. It does so by decading requests for memory access into 
primitive DRAM control signals, while preserving the timing constraints of 
the DRAM circuits. 

A request for memory access, simply denoted as a memory access, includes 
the type of access, the number of bytes involved, and optionally data. The 
only types of memory accesses that are supported by the main memory 
model are accesses that store and retrieve data at the size of a cache line. 

The memory controller makes the memory organization appear to devices 
like processors, cache controllers, and DMA controllers, as a single memory 
bank that is one byte wide. The memory locations are selected using physical 
addresses. The physical address space equals 

Aph = {0, 1,2, .. ,s- 1} 

where the memory size S equals the total number of bytes that can bestared 
in the main memory. 

Cache lines are stared at consecutive physical addresses and are aligned at 
cache line boundaries. Consequently, the L physical addresses that store the 
individual bytes of a cache line, are only different in the l least significant 
bits, with L = 21. The cache line is said to be stared at the block address 
that consists of the identical most significant physical address bits. The 
remaining least significant bits are denoted as the block offset. This is illus
trated in figure 3.4. The exact order in which t he different bytes of a cache 
line are stared is determined by the processor architecture (eg. big-endian 
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Figure 3.4: Block address and block offset 

or little-endian), but is not relevant here. 

To a physical address space Aph corresponds a block address space 

~Ik= { 0,1,2, .. , ~- 1} 

for a memory size S and cache line size L. 

Since the main memory model will only support memory accesses that in
volve entire cache lines, the remainder of this thesis will deal with block 
addresses rather than physical addresses. 

A memory access is presented by the pair 

(a,c[,d]) 

where 

a E~!k 
cE{r,s} 
dE {O,l, ... ,28L-l} 

is a block address 
is the access type w hich is store ( s) or retrieve ( r) 
is the data involved in a store operation, 
this field is not used in a retrieve operation 

The memory controller functionality is split into three parts as shown in fig
ure 3.5 (this figure only shows the flow of control information, not data). Ad
dress mapping determines for all memory accesses which bank addresses are 
involved and generates bank accesses to the corresponding memory banks. 
Bank control generates for each bank access the corresponding DRAM con
trol signals. This includes the control signals for fast page mode accesses. 
Based on the selected type of DRAM access, bank control determines the 
total time it takes to perform a bank access on the memory bank. Succeed
ing bank accesses which are received before this time has expired, are stored 
by access queuing in the meantime. 
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Figure 3.5: Memory controller 

3.2.1 Address Mapping 

Memory 
BankO 
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Address mapping builcis a block address space on top of a bank address 
space. The number of bytes that can be stared in this block address space 
equals the number of bytes that can he stared in the bank address space. 

S=MNW (3.2) 

where 

S is the memory size 
M is the number of memory banks 
N is the number of memory locations per memory bank 
W is the number of bytes that can be stared in a memory location 

If the cache line size equals the bank width, L = W, then one block address 
corresponds to exactly one bank address. Figure 3.6 shows an example of 
the address mapping applied within IBM RS/6000 SMP with PowerPC 601 
processors. Block address 5 is said to he mapped on bank address (1, 1) in 
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Figure 3.6: Example of an address mapping with {V = 1 

figure 3.6. This will be written as 

5 ---7 (1, 1) 
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If the cache line size is larger than the bankwidth, L 2: W, then one block 
address is mapped on {V bank addresses. Figure 3.7 (a) and (b) illustrate 
examples of the address mapping applied within an SGI Challenge SMP 
and within an IBM RS/6000 SMP with PowerPC 620 processors, bath with 
{V = 2. The SGI Challenge SMP accesses a cache line in main memory 
using fast page mode accesses. The IBM RS/6000 SMP mapping shown 
is denoted as 'bank pairing' [Nichol95], and presents a way to adjust the 
memory organization to support a processor upgrade (from PowerPC 604 
to PowerPC 620). 

The mapping illustrated in figure 3.7 (a) is written as 

4 ---7 (0, 2 3) 
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Figure 3.7: Example of address mappings with {V = 2 
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and the mapping illustrated in tigure 3.7 (b) is written as 

4--+ (0, 2) 
(1, 2) 

Address mapping functions must fulfil the following basic conditions: 
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• Each block address a E ~Ik must be mapped on &, bank addresses. 

• Each bank address (/3, a) E Abnk must be involved in exactly one 
mapping. 

The main memory model involves a more flexible address mapping function 
than is found in current computer systems, in order to embed the adjustment 
feature required for the adaptation to the memory access characteristics 
of programs and caches. The flexibility relates to the following aspects 
compared to existing address mapping methods: 

1. Block addresses that are mapped on &, bank addresses with &, > 1, 
do not need to be mapped in the same way. Different mappings can be 
applied on the block address space, at any granularity between single 
block addresses and the entire block address space. 

2. A mapping is not fixed but can be changed dynamically. 

The first item implies that it is possible to have distinct segments of the 
block address space in use by different programs, and to adapt the mapping 
of these segments independently for each program. The second item implies 
that it is possible to remap a segment of the block address space when is it 
allocated to another program. 

Two restrictions wiJl be put on the &, bank addresses on which a single 
block address is mapped for &, > 1, in order to support effi.cient mappings 
only: 

1. Bank addresses within the same memory bank must be located within 
the same page. 

2. When bank addresses are distributed over multiple memory banks, 
then exactly the same number of bank addresses should be contained 
in each of those memory banks. 
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The first restrietion allows to perfarm fast page mode accesses when access
ing the bank addresses within a single memory bank. In the example of 
figure 3.7 (a) it takesta +te' to access both bank addresses using fast page 
mode accesses against ta + te otherwise. 

The intention of the second item is illustrated by figure 3.8 which shows two 
different mappings of the same block address for {;; = 4. The mappings 
illustrated in figure 3.8 (a) and figure 3.8 (b) are 

and 

2 -t (0, 2) 
(1,2 3 4) 

2 -t (0, 2 3) 
(1, 2 3) 

The time to access all bank addresses equals for figure 3.8 (a) 

and for figure 3.8 (b) 

This shows that multiple bank addresses in a given number of memory banks, 
are accessed in the shortest time when these bank addresses are equally 
distributed over the memory banks. 

A total of {;; bank addresses can only be distributed equally over a number 
of memory banks equal to 2-i · {;;, for i E {0, 1, ... , l- w }, L = 21, and 
W = 2w. Each of these memory banks wil! then contain 2i of the {;; bank 
addresses. When the number of memory banks M is greater than or equal 
to {;;, then the number of possible different distributions equals 

l- w + 1 (3.3) 
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For example, tv = 8 bank addresses can be distributed equally in 4 different 
ways over 8 memory banks: 

1 bank address in each of 8 memory banks 
2 bank addresses in each of 4 memory banks 
4 bank addresses in each of 2 memory banks 
8 bank addresses in 1 memory bank 

A block address is now said to be mapped according to a distribution type i 
if it is mapped on 2i bank addresses in each of 2-i · tv memory banks. Such 
a mapping can be written as 

a --7 (f3o, ao a1 ... an-1) 

({31' Ctn Ctn+l • .. a2n-1) 

where 

2 

n = 2i 
m = 2-i. tv 
mn= tv 

is the distribution type 
is the number of bank addresses per memory bank 
is the number of memory banks involved 
is the total number of bank addresses involved 

(3.4) 

Multiple bank addresses that are located within the same page can be ac
cessed successively using fast page mode. Such an operation, consisting of 
one row access and multiple column accesses per DRAM circuit in a memory 
bank, will be regarcled as one bank access. A bank access is represented by 

where 

( ({3, ao), ... , ({3, an-1) E A&nk are bank addresses located within the 
samepage 

c E {r, s} is the access type which is store (s) or 
retrieve ( r) 

dE {0, 1, . . . , 2nW- 1} is the data involved in a store operation, 
this field is not used in a retrieve 
operation 

All bank addresses within the same memory bank that are involved in the 
same mapping of a block address, are located within the same page (this 
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is the first restrietion on address mapping mentioned befare) . and will be 
accessed in a single bank access using fast page mode, as wil! be discussed 
in paragraph 3.2.3. 

All the data that is stored in the bank addresses involved in a single bank 
access is represented by d. lt is nat relevant here how this data is distributed 
over the bank addresses. 

Address mapping converts each memory access into one or multiple bank 
accesses. This conversion process wil! also be called mapping. The mapping 
of a memory access to a block address a according to a distribution type i 
can be written as 

(a, c [, d]) -t ( (J3o, ao a1 ... an-1), c [, do]) 
( (,81, O!n O!n+l · · · 0!2n-l ), C (, d1]) (3.5) 

where dis split up into do, d1 to dm-1, each consisting of W bytes. 

3.2.2 Access Queuing 

The access queuing function consists of a set of M access queues, one for 
each memory bank, as shown in figure 3.5. The queues store the bank 
accesses that come from address mapping until the moment that these wil! 
be executed by bank controL 

All access queues operate as FIFO buffers. Retrieve operations and store 
operations can have the same priority or retrieve operations can have priority 
over store operations. Each access queue can store the same number of bank 
accesses, q. 

With the type of computer systems investigated in this thesis, it is assumed 
that external factors related to bus protocols, caches and processors, will 
limit the number of simultaneously outstanding bank accesses such that 
this limit never will be reached. For this reason, an access queue will be 
regarcled as having an unlimited capacity: 

q = 00 
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3.2.3 Bank Control 

Bank control generates the control signals required to perfarm the bank 
accesses using fast page mode. Each bank access involves one DRAM row 
access and one column accesses for each bank address involved in the bank 
access. 

A bank access will not be taken from an access queue if the previous bank 
access has not been completed on the memory bank. Bank control supports 
the following three control schemes: 

1. The bank accesses corresponding to the same memory access are ex
ecuted simultaneously. This implies that all previous bank accesses 
have to he completed on each of the memory banks on which a mem
ory access is mapped. 

2. The bank accesses corresponding to the same memory access are exe
cuted independently. A bank access is executed when a memory bank 
becomes free. 

3. The bank accesses corresponding to a retrieve operation are executed 
simultaneously and the bank accesses conesponding to a store opera
tion are executed independently. 

Independent execution of the bank accesses allows for a more efficient use 
of the available memory resources, sirree no memory bank can become idle 
unless its access queue is empty. Independent bank accesses however, re
quire more complex logic to campose the requested cache line data from 
the independent outputs of the memory banks for retrieve operations. The 
third scheme is a hybrid version that alleviates this problem by combining 
the first and second schemes. 

3.3 Memory Bus 

The memory bus is not part of the main memory. However, its operation 
does affect the memory access traffic that is sent to main memory. This 
effect will be modelled in the following way. 

• Memory accesses arrive over the memory bus with interarrival times 
that are at least equal to one bus clock cycle tB. 



3.4. Memory Traflic 51 

• At most Pr memory accesses that retrieve data can be pending at 
the same time. A new retrieve access will first be received from the 
memory bus, when the number of outstanding retrieve accesses is less 
than Pr· 

The last item is used to model a split-transaction bus. The POWERpath-
2 bus protocol for example, applied in the SGI Challenge multiprocessor, 
supports up to 8 outstanding retrieve operations at the same time. In a 
practical system the maximum number of retrieve operations that will be 
pending at the same time, can also be dependent on other factors such as 
the number of simultaneously outstanding misses that a nonblocking cache 
can experience in combination with the total number of processors in the 
system. This will nat make any difference to the main memory, but will 
simply be modelled by choosing the appropriate value for Pr· 

3.4 Memory Traffic 

Four types of traffic wil! be distinguished 

1. Memory access traffic, consisting of memory accesses sent by proces
sors and cache controllers over the memory bus. 

2. Bank access traffic, consisting of bank accesses that are generated by 
the address mapping function based on the memory access traffic. 

3. Synchronized bank access traffic, consisting of bank accesses that have 
been delayed by the access queuing function until previous bank ac
cesses have been completed. 

4. Bank output traffic, consisting of the data that results from retrieve 
operations. 

The term traffic embodies a sequence of events that are related to specific 
moments in time (eg. reception of a memory access from the memory bus). 
Each of the traffic types mentioned above will be modelled as a trace, con
sisting of the corresponding events, marked with timestamps to incorporate 
the timing relation. 

Memory access traffic is represented by a memory access trace 
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where 

w 
(ai, Ci [, di] , ti) 

Chapter 3. Main Memory Model 

is the trace length 
is the (i+ 1 )th event in trace r corresponding to 
a memory access (ai, Ci [, di]) 
is the time at w hich the memory access is 
received from the memory bus 

Each event that is part of a memory access trace is also denoted as mem
ory access for ease of referencing. This is clone for bank access traffic and 
synchronized bank access traffic as well. 

The memory accesses in a memory access trace are ordered by their time
stamps: 

Due to memory bus operation, discussed in the prevwus paragraph, the 
following equation holds 

No two memory accesses within a memory access trace have the same block 
addresses and the same timestamps. 

The block address in combination with the timestamp uniquely identifies a 
memory access within a memory access trace. 

Bank access traffic to memory bank f3 is represented by a bank access trace 

where 

Tf3 = { ((f3,ao a1 a2 ... ),co[,do],to), 
((f3,ai ai+l ai+2 ... ),cl[,dl],t1), 
... ' 
((/3,aj aj+l aj+2 ... ),cw-d ,dw- l],tw- 1) } 

w is the trace length 
((f3,a ... ),ci[,di],ti) is the (i+ llh eventintrace Tf3 corresponding to 

a bank access ( (/3, a ... ), ei[, di]) 
ti is the time at which the bank access is 

generated by address mapping 
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Bank accesses are ordered by their timestamps, no two bank accesses within 
a bank access trace have the same timestarups 

If bank access traces TQ,Tl,· .. ,TM-1 are obtained by mapping each memory 
access that is part of a memory access trace T on one or multiple bank 
accesses, then memory access trace is said to be mapped on these bank 
accesses traces, written as 

Synchronized bank access traflic to memory bank (3 is represented by a 
synchronized bank access trace T~ which is defined in the same way a bank 
access trace, except that the timestamps represent the time at which the 
bank accesses are taken from the access queue by bank control in order to 
be executed. 

Bank output traffic of memory bank (3 is represented by a bank outputtrace 

where 

t" t 

is the trace length 
is the (i + 1 )th event in trace rJ corresponding to data di 

becoming valid at the output of memory bank (3 
is the time at which the data becomes valid 

The actual data that is involved in memory accesses and bank accesses is 
not relevant for the operation and performance of main memory. For this 
reason, memory accesses wil! most of the time be written as 

(a,c,t) 

and bank accesses as 

(((J,ai O:"i+l ai+2 ... ),c,to) 
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3.5 Main Memory Performance 

The performance model is based on the assumption that the only operation 
within the main memory model that takes time to be performed, is a bank 
access to a memory bank. 

Bank Access Performance 

Theevent ((f3,ao a1 ... an-l),c,t) E Tf3 corresponds toa bank accessen
tering the access queue to memory bank (3. The event of data becoming 
valid at the output of a memory bank in case of a retrieve operation is rep
resented by ( d, t") E rff. The time between a bank access entering the access 
queue and the moment that the corresponding data is valid at the output 
of the memory bank is called the bank access latency, and is written as 

À - t"- t ((/3,ao O<t ... O<n-t},r,t)- (3.6) 

The latency experienced by a retrieve operation is split into two parts: 

À((/3,ao O<t ... O<n-t},r,t) = /-L((/3,ao 0<1 .. • O<n-t),r,t)+ 

Ó((/3,ao 0<1 •• . O<n-t),r,t) 

where 

J.L( (f3,ao 0<1 . •. O<n-l ) ,r ,t) 

8 ((/3,ao 0<1 .•. O<n-t),r,t) 

is the access delay, which is the actual time 
that it takes to perform the bank access on 
the memory bank. 
is the contention, which is the time that the 
bank access has to wait in the access queue 
until previous bank accesses have been 
completed. 

(3.7) 

The bank access trace Tf3 represents the events that bank accesses enter the 
access queue of memory bank (3, and the synchronized bank access trace rh 
represents the events that the bank accesses leave the access queue to he 
executed on the memory bank. 

If a synchronized bank access ((f3,ao a1 ... an-I),r,t') E rh corresponds 
toa bank access ( ((3 , ao a1 . . . a n-I), r, t) E Tf3, then the difference between 
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the timestamps is the contention experienced by the bank access: 

8 - t'- t ((,l3,ao 0<1 ... O!n-l},r,t)- (3.8) 

If the bank access results in a bank output event ( d, t") E rJ, then the access 
delay equals 

- t" - t' J.L( (,l3,ao 0<1 .. . O!n-1 },r,t) - (3.9) 

Each bank access involves one DRAM row access and one column access 
for each bank address involved. A bank access (/3o, ao a1 ... an-1) that 
involves one row access and n column accesses, will experience an access 
delay equal to 

J.L(,l3o,ao 0!1 ... O!n-1} = ta + (n- 1)tc' (3.10) 

The memory bank will be occupied during a period equal to 

te+ (n- 1)tc' (3.11) 

The latency, contention, and access delay that are experienced by a store 
operation, are by definition 0 ns: 

À( (.B,ao 0!1 ... O!n-1 },s,t) = 0 ns 
ó( (,l3,ao 0!) ... O!n-1} ,s,t) = 0 ns (3.12) 
J.L( (,l3,ao 0!1 ... O!n-1 },s,t) = 0 ns 

Memory Access Performance 

The latency experienced by a memory access retrieving data, equals the time 
between the moment that the memory access is received from the memory 
bus by the main memory, and the moment that all the data has become 
available at the outputs of the memory banks. 

The latency experienced by a memory access (a, c, t), is written as À(a,c,t)· 

The latency of a store operation is by definition 0 ns: 

À(a,s,t) = 0 ns (3.13) 
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A memory access which retrieves data from a block address that is mapped 
according to distribution type i, results in m = 2-i · k- bank accesses (equa
tion 3.4) and the same number of bank output events. If a memory access 
(a, r, t) corresponds tommemory bank output events 

(do,t~),(d1,t~), ... ,(dm-1,t~_ 1 ) E r~'ur{'u ... urft_ 1 

then the latency that is experienced by memory access (a, r, t) equals 

À(a,r,t) = max{ t~ - t, tf - t, ... , t~-1 - t} = 
max{t~, tf, ... , t~_1}- t 

(3.14) 

Since the address mapping function does not take any time, a memory access 
and the bank accesses upon which it is mapped, have the same timestamps. 
The mapping of a memory access in a memory access trace T upon bank 
accesses that are contained in bank access traces ro U r1 U . . . U TM -1, 

according toa distribution type i can be written as 

(a,r,t)--7 ((,Bo,aoal ... an-1),r,t) 
(\,Bl,an an+l ... a2n-1),r,t) 

((.Bm-1. a(m-l)n a(m-1)n+l ... amn-1), r, t) 

Combining equations 3.14, 3.15, and 3.6 results in 

... , 
À( (.Bm.-1 ,a(m.-1)n+1 . . . CY.-nn-1 ),r,t) } 

(3.15) 

(3.16) 
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This can be further developed using equations 3.7 and 3.10 into 

À(a,r,t) = max { ó((.i3o,ao ... O!n-!),r,t) + J.L((f3o,ao ... O!n-l),r,t)l 

Ó((.BJ,O!n ... 0!2n-!),r,t) + J.L((.B!,O!n ... 0!2n-l),r,t)1 
... , 
Ó((.Bm-1 ,a(m-l)n ··· O!mn-l),r,t)+ 

J.L((.Bm-1 ,O!(m-l)n ··· a,.,.n-l),r,t) } = 

max { Ó( (.Bo,ao O!j ... )an-1 ,r,t) 1 

Ó((.Bt,an O!n+l ... )a2n-1,r,t)1 
... , 
Ó((.Bm-1 ,a(m-l)n a(,.,.-l)n+l ... )O!mn-1 ,r,t) } + 

ta + (n- 1)tc' 

The result is split into two parts: 

... ' 
Ó((.Bm-!,O!(m-l)n O!(m-l)n+l ... )O!mn-!,r,t)} 

represents the contention and 

J.L(a,r,t) = ta + (n- 1)tc' 
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(3.17) 

(3.18) 

(3.19) 

represents the access delay that is experienced by a memory access that is 
mapped according to a distri bution type i, with n = 2i and m = 2-i · {v. 

Main Memory Performance 

Main memory performance will be related to memory access traffic to main 
memory. The main memory performance that is experienced by memory 
access traffic will be defined as the average latency experienced per memory 
access that is part of the traffic. Main memory performance is improved 
when the average latency per accessis reduced. 

If memory access traffic is represented by a memory access trace 
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of length w, then the average latency experienced per memory access is 
written as 

_ 1 w-1 

À=-~ À(~ · c· t · ) L..J .... "_1' ,_1, t-1 
w i=O 

(3.20) 

The latency of an access (ai, ti, ei) equals (equations 3.17,3.18,3.19) 

(3 .21) 

Combining equations 3.20 and 3.21 results in 

_ 1 w-1 1 w-1 _ 

À= - L: Ó(a; ,t;,c; ) +- 2::: 1-L(a; ,t ;,ci) = Ó + 'Ji 
w i=O W i=O 

(3.22) 

Minimum average latency is obtained when the sum of the average con
tention and the average access delay is minima!. 

3.6 Computer Performance and Traffic Dependen-. 
c1es 

The key factor for characterizing computer performance is time. If com
puter A does the same amount of work in less time than computer B, then 
computer A is said to perfarm better than computer B on that particular 
workload . The last part of the previous sentence is required, since it is pos
sibie that on other workloads, computer B perfarms better than computer 
A. Performance is always related to a specific workload . 

The time that it takes to execute a program on a computer is not necessar
ily constant. For example, if a program is executed in parallel with other 
programs and operating system functions, then the execution time of the 
program can vary due to different load conditions of the ot her programs 
executed on the computer system. The execution time of a program can 
also he dependent upon input data processed by that program. 

The term workload can he used in various ways. A workload can consist of 
a single program as well as multiple programs. A workload can include or 
exclude operating system activity. A workload definition can relate to the 
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fixed execution of a program for a fixed set of input data, but it can also 
relate toa variety of execution patterns that correspond toa range of input 
data and other stimuli. 

In this thesis, a workload will denote all the instructions that are executed 
on the processor(s) of a computer system during a certain period of time. 
The length of this period will be denoted as the execution time of the work
load, and represents the computer performance that is experienced by that 
workload. 

If the execution of the workload results m memory access traffic that is 
represented hy a memory access trace 

oflength w, then the main memory performance experienced by the workload 
equals the average latency experienced per memory access, X, according to 
equation 3.22. 

The evaluation of the adaptive main memory concept will be based on mem
ory access traces obtained from simulations with processor traces. The la
tency experienced hy memory accesses will influence the total execution 
time of a program as well as the timing of succeeding memory accesses. 
Bath computer performance and the memory access tra:ffic are influenced 
hy main memory performance. 

In order to be able to compare the impact of an adaptive mam 
memory on computer performance with other main memories, 
the effect of main memory performance on the memory access 
traffic needs to be taken into account. 

The following two paragraphs discuss the effects of main memory perfor
mance on memory access tra:ffic and computer performance. Next a model 
will he introduced representing the dependencies of computer performance 
and memory access traffic on main memory performance. Paragraph 3.6.3 
defines a model for these dependencies that can he used to evaluate the im
pact of a main memory on computer performance basedon memory access 
traces as mentioned above. 

The complexity involved in modeHing these dependencies for multiprocessor 
systems (which include synchronization and cache coherency) is heyond the 
scope of this thesis. 
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For this reason, the validation of the adaptive main memory con
cept will only be done for single processor systems. Therefore, 
the performance issues and models that will be dealt with in the 
following paragraphs only relate to single processor systems. 

3.6.1 Performance Effects on Memory Access Traffic 

Paragraph 3.4 discussed how memory access traffic can be represented by 
a trace, in which each individual access is marked with a timestamp. The 
following two memory accesses that are part of a trace T, 

could be produced through the execution of the following instruction se
quénce: 

load byte from address ai in register 
increment register 
stor~ register contents at address aj 

The store operation can only take place after the byte has been retrieved 
from memory (assuming that the retrieve operation results in a cache miss) 
and the increment operation has been completed. Timestamp tj is therefore 
dependent on bath timestamp ti and À(a,,r,t;), which is the latency expe
rienced by access (ai, r, ti)· This is an example of memory access traffic 
dependency on main memory performance, due to dependencies between 
instructions in a program. 

An example of a hardware posed dependency between the memory access 
traffic and main memory performance, is the execution of two consecutive 
retrieve operations that miss in a cache that stalis on each miss. In this case 
the second retrieve operation is delayed until the cache miss caused by the 
first retrieve operation has been served by main memory. A nonblocking 
cache in combination with a split-transaction memory bus could eliminate 
this dependency. 

If one assumes that the execution of a workload on a given computer system 
results in memory access traffic, represented by a memory access trace T, 

and that the execution of the same workload on the computer system with 
a different main memory performance results in memory access traffic rep-
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resented by a memory access trace T 1, then the two traces T and T 1 can be 
different from each other regarding the timing and the order of the memory 
accesses. 

An example in which the main memory performance can affect the order of 
memory accesses can easily be found in a multiprocessor system in which 
the memory access traflic received by main memory, consists of the merged 
streams of access traffic generated by each of the processors. The latency 
experienced per memory access affects the timing of the memory access 
traffic generated by each of the processors, as discussed previously. The 
timing can be affected differently for each processor generated stream of 
memory access traffic, dependent upon the number of load and retrieve 
operations executed on each of the processors. Consequently, merging of 
these streams can lead to a memory access traffic stream in which main 
memory performance influences the order of memory accesses originating 
from different processors. 

3.6.2 Performance Effects on Computer Performance 

The execution time of a program on a single processor system is expressed 
by [Hennessy96] in the following way 

Execution time = IC x CPI x Clock cycle time 

where 

IC is the instructien count, i.e., the number of 
instructions executed 

CPI is the average number of doek cycles per instructien 

(3.23) 

To distinguish the influence of main memory, equation 3.23 is developed by 
[Hennessy96] into 

Execution time= 

(3.24) 
IC (epi + Memory stall clock cycles) x Clo k cl t' 

X execution Instructien c cy e lme 
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where 

CP lexecutien 

Memory stal! doek cycles 
Instructien 

is the average number of doek cycles that 
the CPU spends per instructien 
is the average number of doek cydes that 
the CPU is stalled per instruction, 
waiting for accesses to main memory 

For reasans of simplicity, it will be assumed that all cache hits (Ll cache, 
L2 cache) are considered to be incorporated within CPiexecution· Th is sim
plification does not have a big impact when the cache contribution to the 
average latency per memory accessis much smaller than the main memory 
contribution (figure 1.8 (c) and (d)). 

For the situation that program execution is stalled for each retrieve operation 
on main memory, the following expression can be derived for the memory 
stall doek cycles [Hennessy96] 

Memory stall clock cycles = 

Memory accesses x Miss rate x 

Memory accesses x Miss rate x 

Equation 3.24 now becomes 

Average miss penalty _ 
Clock cycle time -

Average memory access latency 
C !ock cycle time 

Execution time = IC X (CPI . + Memory accesses X 
execut10n Instructien 

M" t X Average memory access latency) X Cl k J f 
!SS ra e Clock cycle time oe cyc e lme 

(3.25) 

(3 .26) 

Equation 3.26 gives the relation between the execution time and the main 
memory performance X that is experienced by a workload on a single pro
cessor system when the instructien execution is stalled each time a retrieve 
operation is performed on main memory. 

If more than one retrieve operation can be pending befare the instruction 
execution is stalled, then the relation between main memory performance 
and computer performance becomes increasingly complex. This is due to 
the large number of possible dependendes that can occur between program 
execution and main memory performance due to advanced system features 
such as prefetching, advanced pipelining and other techniques that exploit 
instructien level parallelism (see for example [Hennessy96]). 
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3.6.3 Dependency Models 

Many dependencies can occur between computer performance, memory ac
cess traffic and main memory performance due to software (e.g., compilers) 
as wellas hardware issues (e.g., number of processors, processor architect ure, 
cache, memory bus protocol). 

Taking all these individual dependencies into account would re
sult in a very complex model. It is very likely that the model has 
to incorporate detailed models of several computer components, 
such as the processors, cache, and the memory bus, in order to 
model all dependencies. At the same time, the parameters of 
such a model are likely to vary significantly for different types of 
workloads and computer architectures. It is questionable whether 
one model can be used to cover a broad range of computer systems 
and workloads. 

For this reason a simple generally applicable model will be used in this thesis 
for representing the dependency of computer performance and memory ac
cess traffic on main memory performance. The model extends the memory 
bus model, discussed in paragraph 3.3, which limits the number of pending 
memory accesses that retrieve data to Pr. 

Memory Access Traffic Dependency Model 

The model assumes that a workload generates memory access traffic that, 
independent of the main memory performance, always has the same memory 
accesses in the sameorderand with the sameintervals between consecutive 
memory accesses, except for the situation that the number of pending re
trieve operations equals Pr· In that case, the interval between the memory 
access that made the limit of Pr being reached, and the succeeding memory 
access is extended with the waiting time until one of the Pr pending accesses 
has been completed, just as the execution of the workload would be frozen 
during the time that there are Pr pending retrieve operations. 

This can also be stated more formally. If trace ropt represents the memory 
access traffic that is obtained with a perfect main memory, i.e., a main 
memory that provides zero latency for each memory access, then trace r, 
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representing the memory access traffic that is obtained with a non-perfect 
main memory, is derived from Topt in the following way. 

If trace Topt equals 

Topt= { (a0 , c0 [, do], t 0), 

(a1, c1[, d1], ti), 
(a2, c2[, d2], t2), 
. 0.' 

then trace T wiJl equal 

T = { (ao, co[, do], to), 
(al, c1[, d1], t1 + ~o), 
(a2, c2[, d2], t2 + ~o + ~1), 
0 •• ' 

(ai, ci[, di], ti+ E~-::1 ~k), 
... ' 
(aw-1, Cw-1(, dw_I], tw-1 + 2:~:6 ~k) } 

where ~i is the blocking delay that is related to memory access 

i-1 

(ai, Ci[, di], ti+ L ~k) E T 

k=O 

(3.27) 

The blocking delay ~i corresponding to a memory access, that after its 
reception by main memory puts the number of pending retrieve operations 
at Pr, will equal the interval between the reception of the memory access 
at time ti, and the moment that the number of pending retrieve operations 
will be less than Pr· For other memory accesses the blocking delay equals 
0 ns. 

Computer Performance Dependency Model 

The model is based on assumption of a computer system in which the pro
cessor doek cycle time is very small compared to the cycle time of the main 
memory. In this case, the time between the moments that consecutive re
trieve operations are issued to main memory can be neglected against the 
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average latency that is experienced per retrieve operation. The instruction 
execution will be stalled every Pr retrieve operation during a period that 
equals the average latency experienced by one retrieve operation. This im
plies that 

Memory stall doek ey les = Total blocking delay = e Clock cycle ttme 

Memory aeeesses x Average memory access latency 
Pr X Clock cycle time 

Equation 3.24 now becomes 

E f f IC (CPI Memory accesses xeeu ton 1me = X execution + Instructien X 

M · t X Average memory access latency) X Cl k J f 
!SS ra e p, x Clock cycle time oe eye e tme 

(3.28) 

(3.29) 

Equation 3.29 shows that compared to equation 3.26 the impact of the main 
memory performance is reduced by a factor Pr when Pr retrieve operations 
are pending without stalling the instruction execution, compared to the sit
uation where the instruction execution is stalled every retrieve operation. 
However, larger values of Pr will result in more accesses to main memory. 
Therefore, a larger Pr will, according to the model here, only result in im
proved computer performance, when the average memory latency does nat 
increase a factor Pr. 

For representing improvements in execution time of a workload, an imprave
ment factor denoted as execution speedup wil! be introduced. The execution 
speedup equals the increase in execution speed at which a workload is exe
cuted on a computer system, where execution speed is defined as 

Exeeution speed 
1 

(3.30) 
Exeeution time 

3. 7 Model Assessment 

Memory Bank and Memory Controller Models 

The models defined in paragraph 3.1 and paragraph 3.2 will be used in the 
succeeding chapters to develop the adaptive main memory concept, including 
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adaptation targets and a set of preliminary adaptation algorithms. The same 
roodels will be used to determine the performance that can be achieved with 
an adaptive main memory and to campare it to conventional main memory 
performance. 

The most important restrictions of these roodels compared to memory sys
tems that are applied in real-world computer systems are the following 

1. Only store and retrieve operations that access main memory at the 
size of a cache line are supported. Other operations such as atomie 
read-modify-write are not included in the model. 

2. The timing of the memory controller and other internal delays within 
main memory are not modelled. 

3. DRAM refresh operations are not modelled. 

4. The memory bus protocol is not modelled in detail. 

5. No limit exists on the number of accesses that can be queued within 
the memory controller, during the time preceding accesses still have 
to be completed. 

Despite these model restrictions, the roodels are expected to provide ac
curate main memory performance results for a given memory access trace, 
since the impact of the restrictions on the accuracy of the model is expected 
to be small for the following reasons. 

Accesses at sizes less than a cache line, can originate from 1/0 devices, and 
store instructions on non-cacheable pages (virtual memory). Store opera
tions on less than the memory bank width, require atomic-read-modify-write 
operations by the memory controller to transparently update the memory 
location (eg. IBM RS/6000 SMP [Nichol95]). However, since the largest 
part of traffic between processorfcache and main memory consistsof cache 
lines, the main memory performance experienced by this type of traffic will 
have the largest impact on overall computer performance. 

The additional delay caused by the second and third issue, memory con
troller timing and DRAM refresh operation, will become smaller compared 
to the average latency when the main memory load increases. Since this is 
the expected trend, as discussed in chapter 1, these will be neglected. 

The biggest influence the memory bus protocol can have on the latency of 
individual memory accesses, is likely to consist of bandwidth limitations in 
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a heavy loaded system tagether with the corresponding arbitration process 
in case of a multiprocessor system. However, since multiprocessor system 
configuration will nat be used for evaluating the adaptive main memory con
cept, the arbitration operation does nat need to be modelled. The limit on 
the number of pending retrieve operations that is modelled by a value Pr, 
in combination with the main memory performance will restriet the number 
of retrieve operations that are performed per unit time, and therefore the 
required memory bus bandwidth. Here, the assumption will be made that 
the effectively required bandwidth of the memory bus wiJl nat become a bot
tleneck, due to the application of wide memory buses and crossbar switches 
as discussed in paragraph 1.3.2. 

The number of pending retrieve operations is limited by Pr· There is no 
limit on the number of pending store operations, and therefore no limit ex
ists for the total number of pending main memory accesses. The last issue, 
the infinite capacity of the access queues within the memory controller, can 
therefore lead to non-realistic simulation results when many successive store 
operations are performed on main memory. However, it will be assumed 
that during normal program execution the number of successive store oper
ations on main memory is smal! due to the application copy-back and write 
allocation strategies in the lowest level of cache. A cache flush operation, 
which results in a sequence of store successive operations to main memory, 
is not considered as part of normal program execution. 

Performance and Traffic Dependency Models 

As pointed out in paragraph 3.6.3, the possibility of creating one model to 
cover the large variety of different dependencies of computer performance 
and memory access traffic on main memory performance that occurs within 
computer systems and workloads today and in the near future, is very ques
tionable. The models introduced in paragraph 3.6.3 for the dependendes 
of computer performance and memory access traffic charaderistics on main 
memory performance are simple and generally applicable rather than com
plex and very detailed. These rnadeis arealso suitable toperfarm an evalua
tion of the adaptive main memory concept based on realistic memory access 
traces. 

The general applicability of these models will result in reduced accuracy 
at which specific computer systems and workloads can be modelled. The 
key parameter of the model, Pr, which represents the maximum number of 



68 Chapter 3. Main Memory Model 

pending retrieve operations at the same time, is affected by both workload 
charaderistics (e.g., data and control dependencies between instructions), 
processor parameters (e.g., number of parallel execution units), cache pa
rameters (e.g., the number of misses that will cause the cache to block), as 
wel! as memory bus parameters (e.g., number of pending memory accesses 
supported by the bus protocol). 

3.8 Summary 

This chapter has introduced a set of functional and performance models 
for main memory, based on the main memory designs that are applied m 
state-of-the-art multiprocessor systems. 

The functional models cover the independent memory bank organization, 
the technological aspects of the DRAM circuits from which these banks are 
composed, and the memory controller fundions address mapping, access 
queuing and bank controL For systems with a cache line size that is larger 
than the memory bank width, the notion of a distribution type has been 
defined to represent the way a cache line is stored in multiple memory lo
cations that are located within one memory bank or within multiple banks. 
Although the memory bus is not considered here as a part of the main mem
ory, some aspects of its operation are modelled that affect the charaderistics 
of the memory access traffic. The address, type, and timing properties of 
the various types of internat and external traffic related to main memory 
are modelled using traces. 

The performance models express the main memory performance that is ex
perienced by memory access traffic as the average latency that is experienced 
per memory access. The latency is divided into a component that is due 
to the contention of bank accesses for the same memory bank, and the ac
cess delay which equals the plain access time to a memory location and is 
dependent on technologkal characteristics. In addition the effect of main 
memory performance on the memory access traffic and on the overall com
puter system performance have been modelled. This allows a validation 
of the adaptive main memory concept against conventional main memories 
based on simulations with a fixed set of realistic memory access traces. 
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Adaptation Targets 

This chapter investigates the dependencies between main memory perfor
mance and the address mapping process in which memory access trafiic is 
converted into multiple streams of bank access traffic. Parameters wil! be 
defined to characterize the mapping process and the relevant traffic charac
teristics. These parameters are then used to derive conditions for obtaining 
minimum access delay and minimum contention. In order to obtain a mini
mum latency per memory access, the targets for adapting address mapping 
to the memory access traffic charaderistics are derived based on the depen
dencies between contention and access delay. 

4.1 Main Memory Example 

The parameters that are defined in this chapter to characterize address map
ping and memory traffic, will be illustrated using an example of the main 
memory that is illustrated in figure 4.1. This example describes a main 
memory consisting of 2 memory banks and with a fixed address mapping 
function. The distribution type that is used to map a block address ak is 
represented as ik. 
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organization: 

a.ddress ma.pping: 

memory access trace: 

bank access traces: 

sync. bank access traces: 
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M=2 
.b_- 2 w-

ao -T (0, ao) 
(1, at) 

a1 -T (0, a2 a3) 
a2 -T (0, a4) 

(1, as) 
a3 -T (1, a5 a7) 
a4 -T (0, as ag) 

T = { (ao, co, to), 
(at,Ct,tt), 
(a2, q, t2), 
(a3, c3, t3), 
(a4,c4,t4)} 

io = 0 

To = {((O,ao),co,to), 
((O,a2 a3),c1,tt), 
((O,a4),c2,t2), 
( (0, as, ag), c4), t4} 

Tt = {((1,at),co,to), 
( (1, as), c2, t2), 
( (1, a5 a7), c3, t3)} 

T~ = {((O,ao),co,tó), 
( (0, a2, a3), Ct, tD, 
( (0, a4), c2, t2), 
( (0, as, ag), c4, t~)} 

T{ = {((1,at),co,tó), 
( (1, as), c2, t2), 
( (1, a5, a7), c3, t3)} 

Figure 4.1: Main memory example 
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4.2 Address Mapping Characterization 

Address mapping influences the average latency that IS experienced per 
memory access, by determining 

1. the bank access distribution, which represents the distribution types 
that are used to map the memory accesses, 

2. the memory access interleaving, which represents the mapping of the 
resulting bank accesses on the memory banks. 

Figure 4.2 illustrates the concepts of bank access distribution and memory 
access interleaving. This example involves the following two mappings on a 
main memory consisting of 4 memory banks and with k- = 2 

and 

Bank access distribution designates the distri bution types io and i1 according 
to which block addresses ao and a 1 are mapped. This determines the number 
of memory banks that are involved in the mapping and the number of bank 
addresses per memory bank. Memory access interleaving determines the 
actual memory banks and the actual bank addresses within these memory 
banks that are involved in the mapping. 

Bank access distribution determines the number of memory banks that are 
involved in each memory access ( equation 3.5) and the time each memory 
bank will be occupied (equation 3.11). Memory access interleaving deter
mines which memory banks are involved in a mapping. Therefore, bank 
access distribution and memory access interleaving together, determine for 
each memory access 

• which memory banks are used, and 

• the duration that these memory banks are used. 
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Bank Address Space 

N-I I I ,__I ----< 

a3lc____~ 

a2l~---~ 

~--------~1 I~ 
' . . . ' 

~El El El El 

Bank; A.ccess 
Distiil:iution 

0 2 

. ... Memory.Access ... . . 
· · · · · 1ntetfeaviilg · · · · · · 

io= I 

3 

Figure 4.2: Bank access distribution and memory access interleaving 



In other words: 

Bank a.ccess distribution a.nd memory a.ccess interlea.ving deter
mine the allocation of the a.va.ila.ble memory resources. 
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The memory resource a.lloca.tion, tha.t is the result of the bank a.ccess distri
bution a.nd memory a.ccess interlea.ving performed by a.ddress ma.pping, will 
be represented by a. memory bandwidth function a.nd a. set of bank bandwidth 
functions. 

The memory a.ccess interlea.ving a.nd bank a.ccess distribution tha.t are a.p
plied by a.ddress ma.pping, is inherent to the a.ddress mapping concept de
pendent on the a.ddress cha.ra.cteristics of memory a.ccess traffic. This depen
dency is determined by the implementa.tion of the address mapping function. 
Parameters for a.ddress charaderistics of memory a.ccess traffic will be dis
cussed in pa.ra.gra.ph 7.1. 

4.2.1 Bank Access Distribution 

The distribution types that are used to map a. memory a.ccess tracer, con
sisting of w memory a.ccesses, 

will be described by a. stochastic sequence io, i1, iz, .. . , iw-1 where ik-1 rep
resents the distribution type that is used to map the kth memory access 
(ak-I, Ck-b tk_i), with 

0::; ik < l- w 

The pro babilistic properties of the sequence, are described by a set of prob
a.bility distribution functions that are discussed and investiga.ted in pa.ra
graph 8.3. 

The expected percentage of memory a.ccesses of a. memory access tra.ce T, 

consisting of w a.ccesses, that are mapped according to a. distri bution type i, 
is represented by Pi, with 

l-w 

LPi 1 
i=O 
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The actual number of memory accesses that are mapped according to a 
distribution type i equals 

Pi ·W (4.1) 

A sequence no, n1, n2, ... , nw-1 corresponding to a memory access trace r 
of w accesses, is defined in the following way 

(4.2) 

The variabie nk-1 represents the number of bank addresses that are involved 
in each of the bank accesses upon which the kth memory access is mapped. 
The number of bank accesses upon which the kth memory access is mapped 
equals 

1 L 
--·-
nk-1 W 

The sum of the lengths of all bank access traces equals the total number of 
bank accesses upon which memory access trace r is mapped. Therefore, the 
following relation exists 

M-1 L w-1 1 
L: Wf3 = - • L: -
/3=0 W k=O nk 

(4.3) 

The average value of nk represents the average number of bank addresses 
that are involved in each of the bank accesses u pon which one memory access 
is mapped, and equals 

(4.4) 

Using 

w-1 l-w 

L: 2i~< = L: w · Pi · 2i 
k=O i=O 



n can also be expressed a.s 

l-w 

n =I: Pi· 2i 
i==O 
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(4.5) 

A sequence n,e,o, n,e,1, . .. , n,e,w-1 corresponding to a bank access trace r,e, 

consisting of w,e bank accesses, is defined such that for each bank access 

which is the kth access in Tf3 and involves n bank addresses, will hold 

n,e,k-1 = n 

The variabie n,e,k-1 represents the number of bank addresses that is involved 
in the kth bank access within bank access trace r,e. 

The average value of n,e,k repreaent the average number of bank addresses 
involved in bank accesses to memory bank (3, and equals 

1 
Wj3-1 

L n,e,k (4.6) 
k=O 

The average number of bank addresses involved in bank accesses to all mem
ory banks, denoted as ii, equals 

M-1 
• " w,e n = L..J M-1 . n,e 

,13==0 E.e=o w,e 
(4.7) 

Multiplying the average number of bank addresses involved per bank access 
by the total number of bank accesses performed (equation 4.3), should result 
in the total number of bank addresses that are accessed by a memory access 
trace. This results in the following relation 

( 
L w-1 1 ) 

ii· -·2:-
w k==O nk 

L 
=w· w (4.8) 
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which can he tra.nsformed into 

(4.9) 

Using 

w-1 l-w 

L 2-ik = Lw . Pi . 2-i 
k=O i:::::O 

n can also he expressed as 

(

l -1 

n = . f Pi • 2-i) 
t=O 

(4.10) 

The total number of bank accesses on which the memory accesses of a mem
ory access trace are mapped, can he expressed as a function of n using 
equation 4.8 

L w-1 1 w L 
-·.2:-=-·-w k=O nk n W 

(4.11) 

The average number of bank accesses on which one memory access is mapped 
equa.ls 

1 ( L w-l 1 ) - -·L:-
w W k=O nk 

1 L 
n w (4.12) 

The following parameters to characterize the bank access distribution have 
now been defined: 

• The distribution types that a.re used to map a memory access trace r, 
and the order in which they are applied is described by a stocha.stic 
sequence 
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• A description that does not involve the order in which the distribution 
types are applied is given by a set of variables Pi, representing the 
expected percentage of memory accesses that are mapped according to 
a distribution type i. 

• The average number of bank addresses that are involved in each of the 
bank accesses upon which one memory access is mapped is represented 
by n, with 

1 w-1 . l-w . 
n - · I: 2t1c = I: Pi · 2' 

W k=O i=O 

• The average number of bank addresses involved in all bank accesses to 
all memory banks is represented by n, with 

( 
1 w-1 . ) -

1 (l-w ·) -l 
n = ;:; · L T'Jc = ~Pi · 2-• 

k=O •=0 

4.2.2 Memory Access Interleaving 

Memory access interleaving represents the distribution of bank accesses that 
correspond to consecutive memory accesses, over the memory banks. Mem
ory access interleaving determines which memory accesses can be performed 
in parallel, and which memory accesses will be delayed due to contention for 
the same memory banks with other memory accesses. 

The optimum situation would occur if each new memory access that is re
ceived from the memory bus, is mapped on bank accesses that go to free 
memory banks or otherwise to the memory banks that are the first to become 
free. 

Memory access interleaving will be characterized by a parameter denoted 
as effective interleave factor. This name is derived from the common term 
interleave factor. The effective intedeave factor relates to address charac
teristics, not to timing characteristics. 

The effective interleave factor conesponding to the mapping of a memory 
access trace Ton M bank access traces ro,r1 , ... ,TM-1, is denoted as 
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This is abbreviated to I if it is clear which mapping is involved. 

The definition of effective intedeave factor is based on the selected bank 
control scheme by the memory controller (paragraph 3.2.3) in the following 
way. 

A memory access trace TM-1 and bank access traces fo, fb ... ,TM-1 are 
derived from memory access tracer and bank access·traces ro,rb ... ,rM-l, 
by adapting the timestamps of the memory accesses and bank accesses such 
that each memory access is received from the memory bus at the moment 
that 

• all the memory banks on which the memory access is mapped have 
become free, for bank control scheme 1 or bank control scheme 3 and 
the memory access is a retrieve operation, 

• at least one of the memory banks on which the memory access is 
mapped has become free, for bank control scheme 2 or bank control 
scheme 3 and the memoryaccessis a store operation. 

The effective intedeave factor is now defined as the average number of mem
ory accesses that are performed in parallel, during the execution of memory 
access trace f. This can directly be determined for bank control scheme 1. 
For the other bank control schemes, the effective intedeave factor is deter
mined by calculating 

average number of bank accesses performed in parallel 
average number of bank accesses on which one memory access is mapped 

The effective intedeave factor represents the maximum average number of 
memory accesses that can be performed in parallel, for memory access traflic 
with the given a.ddress characteristics in combination with the given address 
mapping. The actua.l number of memory accesses that will be performed in 
parallel depends on the timing charaderistics of the memory access trace. 

The effective intedeave factor for the example of figure 4.1 in combination 
with bank control scheme 1, is determined in the following way. The derived 
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traces are 

f = { (ao, co, to), 
(at,cl,to+te), 
( a2, c2, to + 2tc + te'), 
(a3, c3, to + 3tc +te'), 
(a4,C4,to+3te+te')} 

fo = { ( {0, ao), co, to), 
((O,a2 a3),q,to+te), 
( (0, a4), c2, to + 2tc +te'), 
( (0, ag, ag), C4, to + 3te +te') } 

f1={ ((l,al),co,to), 
( (1, as), c2, to + 2te +te'), 
( (1, a6 a7), c3, to + 3te +te') } 

79 

The effective intedeave factor equals the average number of memory accesses 
that are performed in parallel. During the interval [to, to + 3te + te'], one 
memory access is performed at the same time. During the interval [t0 + 
3tc +te~, to + 4tc + 2te'], two memory accesses are performed in paralleL This 
results in 

( 3tc + te') • 1 + (te + te') · 2 3 te 
4tc + 2te' 2 4tc + 2te' 

Dependent u pon the values of te and te', the effective intedeave factor lies 
between 

5 3 
-<I<-
4 2 

The effective intedeave factor is dependent on the bank access distri bution as 
the example showed. The bank access distribution determines the number 
of bank accesses on which each memory access is mapped, and therefore 
determines how many memory accesses can he performed in parallel. The 
average number of bank accesses on which one memory accessis mapped 
equals ( equation 4.12) 

1 L 
n w 
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In a main memory consisting of M memory banks, tbe average number of 
memory accesses tbat can he performed in parallel equals 

( 4.13) 

Tbis is tbe upper limit for tbe effective intedeave factor. 

Tbe effective intedeave factor bas a minimum value equal to one, wbicb 
corresponds to the situation that only one memory access is performed at 
tbe same time. 

The value of tbe effective intedeave factor lies witbin the following range 

( 4.14) 

for a main memory composed of M memory banks. 

Wben 

I< Imax 

then at least one memory bank is idle, before the execution of memory access 
trace f bas been completed. Bank access traces ro,r1,. .. ,TM-1 are said to he 
perfectly interleaved wben during the execution of the derived bank access 
traces fo, T1, ..• ,rAi-1 no memory bank is ever idle before the last bank 
access bas been generated by address mapping, and consequently 

(4.15) 

The ratio 

I I L 
(4.16) --=--·-

Imax M·n W 

indicates how well the available memory banks are used during the execution 
of the memory access trace. A larger ratio corresponds to an improved 
efficiency. The value of tbe ratio lies within tbe range 

1 I 
----~<--<1 
M . n . ( lq) -l - Imax -
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4.2.3 Bandwidth 

Bank Bandwidth 

The bank bandwidth that is experienced by a bank access trace, represents 
the average number of bank addresses that is being accessed per unit time 
during the execution of each bank access that is part of the bank access 
trace. The bank bandwidth is defined as a discrete sequence of valnes that 
correspond to bank accesses. 

The kth bank accessin a bank access trace Tf3 involves access to nf3,k-l bank 
addresses (paragraph 4.2.1), and will occupy the memory bank during an 
interval equal to (equation 3.11) 

The bank bandwidth corresponding to a bank access trace Tf3 consisting of 
w bank accesses, is a sequence 

where 

B _ np,k-1 
f3,k - tc+(n,a,k-1 -l)tc'' O~k<w ( 4.17) 

The average bank bandwidth experienced by a bank access trace equals 

(4.18) 

This can be transformed with equation 4.6 into 

( 4.19) 

The average bank bandwidth represents the maximum average number of 
bank addresses that can be accessed per unit time in one memory bank dur
ing the execution of a bank access trace that has a bank access distribution 
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characterized by nf3,k· The actual average number of bank addresses that 
will be accessed per unit time depends on the timing characteristics of the 
bank access trace. For shorter interarrival times between the bank accesses, 
this value will shift to the upper limit. 

Memory Bandwidth 

The average memory bandwidth B is the maximum average number of mem
ory accesses that can be performed per unit time during the execution of a 
memory access trace. 

The average number of bank addresses involved in one bank access equals 
n. The average time that a bank access will occupy a memory bank equals 
(equation 3.11) 

In a main memory consisting of M memory banks, the maximum average 
number of bank addresses that can be accessed per unit time during the 
execution of M perfectly interleaved bank access traces (paragraph 4.2.2), 
equals 

Each memory access involves accesses to {V bank addresses. In the situation 
that the memory access trace is mapped on perfectly interleaved bank access 
traces, the average memory bandwidth equals 

- 1 n 
B = M · -- · -----:----,..--( & ) te + ( n - 1) te' 

(4.20) 

The effective intedeave factor I represents the maximum average number 
of memory accesses that can be performed in parallel, for memory access 
traffi.c with the given address characteristics in combination with the given 
address mapping. The ratio 

I 
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(equation 4.16) indicates the maximum average efficiency that can be ob
tained in using the available memory banks during the execution of the mem
ory access trace. The average memory bandwidth experienced by memory 
access traffic that is mapped on bank access traffic which is not necessarily 
perfectly intedeaved, is given by 

I 
M·n · 

Conclusions 

. M·--· n 
( 

1 ~ ) 
({V) tc+(n-l)tc' 

·M· (4.21) 

The average memory bandwidth experienced by a memory access trace that 
is mapped on M bank access traces, according to a mapping process de
scribed by an effective intedeave factor I representing the memory access 
interleaving characteristics, and by a parameter n representing the bank 
access distribution characteristics, equals 

The average memory bandwidth experienced by a memory access trace 
mapped on perfectly interleaved bank access traces, equals 

( 
1 n ) 

M. ( f:rr) . te +( n- 1 )te' 

The average memory bandwidth is improved by adapting the address map
ping such that, 

1. A better memory access interleaving is achieved, which results in a 
larger effective intedeave factor. 

2. Higher distribution types are used to map the memory accesses. This 
results in a twofold improvement: 
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• The average number of bank addresses that are accessed using 
fast page mode ( n) is increased. 

• The va.lue of Imax is enla.rged ( equation 4.13) which allows larger 
effective interleaving factors to be accomplished. 

The average memory bandwidth lies within the following range 

1 - M - < B < ---,.---
te - - te + c~ - 1 )te' 

( 4.22) 

The lowest memory bandwidth is obtained when one bank address is in
volved per bank access (n = 1) a.nd an effective intedeave factor is obtained 
that is equal to one (I 1). The la.rgest memory bandwidth is obtained 
when all bank addresses on which one memory access is mapped, are a.c
cessed using fast page mode within one bank access (n = ~ ), while this 
a.lso allows an effective intedeave factor equal to the number of memory 
banks (I= M). 

4.3 Memory and Bank Access Timing 

Address mapping determines which bank accesses will go to the same mem
ory bank. The timing of these bank a.ccesses, which is derived from the tim
ing of the corresponding memory accesses, determines whether contention 
will occur or not. This paragraph 4.3 discusses parameters to repreaent the 
timing characteristics of both memory traffic and bank access trafiic. The 
a.ctual chara.cterization of the memory a.ccess traffic timing a.nd bank a.ccess 
traffic timing, ie. determining the values of the parameters that are defined 
bere, will be clone in paragraph 8.3. 

The interarrival times of a. memory a.ccess tra.ce r, consisting of w a.ccesses, 

will bedescribed by a stochastic sequence {01!02, ... ,Ow_I}, where 

(4.23) 
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represents the interarrival time between the kth and (k + l)th access. The 
probabilistic properties of the sequence, are described by a set of probabil
ity distribution functions that will be discussed and investigated in para
graph 8.3. 

A memory throughput function and bank throughput function will be de
fined based on the interarrival times. 

A memory throughput function T(t) conesponding to a memory access 
trace T is defined such that for each pair of consecutive memory accesses 

will hold 

T(t) {:~ (4.24) 
otherwise 

The memory throughput function represents the average number of memory 
accesses that are received per second from the memory bus at moment t. 

The average memory throughput over an interval [to, tw-1] equals 

1 ltw-1 T = · T(t)ot 
tw-1 - to to 

(4.25) 

A bank throughput function T13(t) corresponding toa bank access trace T13, 
is defined such that for each pair of consecutive bank accesses, 

with n bank addresses involved in the first bankaccessof the pair, will hold 

{ 

t, ~th if th s t < tj 
T13(t) = 

0 otherwise 
( 4.26) 

The bank throughput represents the average number of bank addresses in 
memory bank f3 on which received memory accesses are mapped per second 
at moment t. 
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The average bank throughput over an interval [to, tw-1] equals 

1 ltw-1 
T13 = · T13(t)fJt 

tw-1- to to 
(4.27) 

The following relation exists between the average memory throughput and 
average bank throughputs over an interval [to, tw-1], 

_ 1 M-1_ 

lim T = -( ) · "'""' Tf3 w-+oo L L.i w {3=0 

(4.28) 

where 

to is the timestamp of the first memory access 
tw-1 is the timestamp of the la.st memory a.ccess 

w is the total number of memory accesses 

This will he illustrated using the example that wa.s shown in figure 4.1. 

The memory throughput function equals 

T(t) = 1 to ~ t < t1 t1 -to ' 
1 t1 ~ t < t2 t2-tl ' 
1 tz ~ t < t3 ta-t2' 

The bank throughput functions equal 

To(t) = 1 to ~ t < t1 t1 -to ' 2 t1 ~ t < t2 t2-tl ' 

Tt(t) = 1 to ~ t < tz t2-to' 
1 t2 ~ t < t3 ta-t2' 

The average memory throughput and bank throughputs over an interval 
[to, t3] equal 
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4.4 Minimum Access Delay 

The a.ccess dela.y of a. memory a.ccess (a, c, t) tha.t is ma.pped a.ccording to a 
type i distri bution equa.ls ( equa.tion 3.19) 

//.( ) tn + (2i - l)tcl r a,c,t - ( 4.29) 

The average a.ccess delay per memory a.ccess for a. memory access tra.ce r 
equa.ls (equation 4.1) 

l-w l l-w . 

Ti= - · 2...: Pi· W • (ta + (2' 
W i::::O 

l)tc') = l..:Pi · (ta + (2i -l)tc') (4.30) 
i::::O 

This ca.n be further developed into ( equa.tion 4.5) 

( 4.31) 

It will be a.ssumed tha.t the memory a.ccess tra.ffic is perfectly interlea.ved 
(I = Imax)· The average memory bandwidth tha.t is experienced in this 
case by the memory a.ccess tra.ffi.c equals ( equa.tion 4.20) 

( 
L )-1 

B=M· W ·-· 
te+ (n- l)tc' 

Application of At Most Two Distribution Types, Pio + Pi1 1 

In this case 

( 4.32) 

n= ----~·~~~--~~ 
Pio · 

(4.33) 

The average a.ccess dela.y equa.ls 

(4.34) 
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The average memory bandwidth equals 

( 
L )-1 

B=M· W 

1 

(4.35) 

Parameter Pio is a function of B for the interval 

Within this interval, Pio varies between 0 and 1. Therefore, for this interval, 
p; can be written as a function of B: 

(4.36) 

Figure 4.3 shows an example of the relation between B and p; for a main 
memory with 16 memory banks, and {V= 16. The graph [ioid corresponds 
to the application of distribution types io and i1 with Pio + Pi1 = 1. 

Figure 4.3 illustrates an important property of the mapping process: 

By adjusting the set of distribution types that are used to map 
the memory accesses, it is possible to reduce the average access 
delay that is experienced by the memory access traffic, at the 
cost of average memory bandwidth in a non-linear way. 

Differentiating equation 4.36 results in 

(4.37) 

This equations shows that forsmaller values of B, larger reductions in av
erage access delay can be achieved by reducing B, then for larger values of 
B. This is conform figure 4.3. 
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Figure 4.3: Memory bandwidth/access delay graph for at most 2 distribution 
types 

Application of Multiple Distribution Types, 2:: Pi = 1 

Figure 4.3 shows the relation between average memory bandwidth and av
erage access delay when at most 2 distribution types are used. When more 
than 2 distribution types are used, this relation is presented by surfaces in
stead of lines. For example, when distri bution types 0,1, and 3 are used, the 
memory bandwidth/access delay relation is shown in figure 4.4. 

In genera!, when w distribution types io, i 1 , ... , iw_ 1 are used to map mem
ory accesses, with 

io < i1 < · · · < iw-1 Pio + Pi1 + · · · + Piw-1 1 

then the relation between the average memory bandwidth and average access 
delay that is experienced by the memory access traffic, is represented by a 
surface between [ioi1], [i1iz], ... , [iw-2iw-1J, and [iw-lio]. 
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Figure 4.4: Memory bandwidthjaccess delay graph for more than 2 distri
bution types 

Conclusions 

The following conclusions can be drawn. The average access delay that is 
experienced by memory access traflic is determined by thesetof distri bution 
types that are used to map the memory accesses. Only the percentages of 
the accesses that are mapped according to the various distribution types are 
important. The order in which the distribution types are applied and the 
way in which they are 'mapped' over the memory banks (memory access 
interleaving) is irrelevant. 

The applied distribution types also affect the average memory bandwidth 
that is experienced by the memory accesses. The lowest access delay in 
combination with the largest memory bandwidth, is obtained when at most 
two consecutive distribution types i and i + 1 are used to map percentages 
Pi respectively Pi+l of all memory accesses, with Pi + Pi1 = 1. The average 
access delay is in that situation a function of the average memory bandwidth, 

- i ) 2i+l te' ( W M) 
H = t + (3 • 2 - 1 t t + 2 • • t t - - • = 
r a c te te' c L B 
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and 

under the assumption of perfectly interleaved bank access traflic. 

The bank bandwidth is then bound according to 

( 4.38) 

The most important condusion is that by adjusting the set of distribution 
types, it is possible to reduce average access delay at the cost of average 
memory bandwidth and to imprave average memory bandwidth at the cost 
of additional average access delay, in a non-linear way. 

4.5 Minimum Contention 

A memory access will experience contention when at least one of the bank 
accesses it is mapped on, is delayed because the memory bank is still occu
pied by a previous bank access betonging to a different memory access. 

The main memory model defined in chapter 3 is a queuing system, in which 
each memory bank is a server with an access queue. The service requests are 
represented by bank accesses. The service time is the time it takes to perform 
a bank access, and corresponds totheinverse of the bank bandwidth. The 
waiting time in the queue is the contention experienced by a bank access. 
The interanival times of the service requests relate to the inverse of the 
bank throughput. 

A main memory model at a higher level of abstraction is a queuing system 
consisting of only one queue and one server. The service requests are now 
represented by memory accesses. The service time is the access delay of a 
memory access according to equation 3.19. The waiting time in the queue is 
the contention experienced by a memory access according to equation 3.18. 
The service time is given by the inverse of the memory bandwidth that 
is experienced by a memory access. The interarrival times of the service 
requests are given by the inverse of the memory throughput function. 
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This model will he used to derive conditions for minimizing the average 
contention experienced per memory access. 

The average time that a memory access has to wait in an access queue, ie. 
the average contention experienced per memory access, is dependent upon 
bath the interarrival times and the services times of the memory accesses. 
The contention can he estimated when the stochastic processes are known 
that describe the interarrival times and service times. This will he discussed 
in paragraph 8.3. In this paragraph no assumptions will he made regarding 
the properties of these stochastic processes. 

Since the interarrival times are determined by the fixed memory throughput 
function of the memory access traffic, the average contention can only he 
reduced by decreasing the service times. This corresponds to increasing the 
memory bandwidth. 

The average memory bandwidth can be increased, according to equation 4.21 
by 

1. A better interleaving of memory accesses over the memory banks, 
which results in a higher effective intedeave factor. 

2. Application of higher distribution types to map the memory accesses, 
which also allows a better memory access interteaving (equation 4.13). 

If multiple distribution types are used to map memory accesses, then the 
most effective mapping to reduce contention, is the one that results in larger 
memory bandwidths, ie. shorter service times, for memory accesses that 
cause the largest contention to succeeding memory accesses. The amount of 
contention that memory accesses cause each other will he larger when the 
interarrival times of these memory accesses are smaller. 

The following examples demonstrate the potential reductions in contention 
that can he obtained by creating dependendes between bank access dis
tribution and the memory throughput. In these examples, the interarrival 
time between memory accesses, represented by a stochastic sequence { 8,,:} 
(paragraph 4.3) has an exponential distribution. The mean value is varied in 
order to obtain different memory throughputs. The distri bution type of the 
memory accesses is represented by a stochastic sequence {ik}, and will he 
derived from {Ok} in different ways. The percentage of all memory accesses 
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that is mapped according to a distribution type i is represented by Pi with 

l-w 

l:Pi = 1 
i=O 

All examples deal with a main memory consisting of 16 memory banks, and 
with a {V ratio equal to 16. The bank access traffic is perfectly interleaved. 

Figure 4.5 illustrates the contention that occurs when only one distribution 
type i is used to map a memory access trace, and therefore no dependency 
exists between {Ok} and {ik}. Th ree graphs are shown for the following 
distribution types and corresponding average memory bandwidths: 

I) Po 1 B 8.33 x 106 memory accesses/second 

II) p1 1 B = 13.33 x 106 memory accesses/second 

III) P2 = 1 B = 19.05 x 106 memory accesses/second 

A larger distri bution type results in a lower average contention, independent 
of the average memory throughput. 

Figures 4.6 to 4.9 show examples in which four different sets of distribution 
types are used, which all correspond to the same average memory bandwidth 

A) P1 = 1 B = 13.33 x 106 memory accesses/second. 

B) Po= i 2 
P2 = 3 B 13.33 x 106 memory accessesjsecond. 

C) p -3 0- 7 
_4 

P3- 7 B 13.33 x 106 memory accessesfsecond. 

D) p - 7 
0- 15 p - 8 4- 15 = 13.33 x 106 memory accesses/second. 

(n = 2 for each set). 

Figure 4.6 shows the relationship between the average memory throughput 
and the average contention for the situation that there is no dependency 
between the bank access distri bution and the memory throughput, {ik} has 
a uniform distribution independent from {Ok}· 

A lower contention is achieved fora smaller number of distribution types and 
for distribution types that are closer to each other. The lowest contention 
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Figure 4.5: Contention/throughput rela.tion for single distribution types 

is obta.ined when only one distribution type is used. 

Figure 4.7 shows gra.phs A a.nd B a.ga.in. Graphs B' a.nd B" illustra.te the re
la.tionship between the average memory throughput a.nd average contention 
gra.phs when dependendes are crea.ted between the bank a.ccess distribution 
a.nd the memory throughput for distribution type set B. Gra.ph B' is ob
ta.ined when the order of the distribution types is ba.sed on the intera.rriva.l 
time of the succeeding memory a.ccess. A memory a.ccess followed by a. mem
ory a.ccess with a. la.rger intera.rriva.l time, is ma.pped according to a. higher 
distribution type. Gra.ph B" is obta.ined in a. simila.r wa.y. Instea.d of ta.king 
the intera.rriva.l time between two memory a.ccesses, the average intera.rriva.l 
time is determined for blocks of 16 consecutive memory a.ccesses. 

Figure 4. 7 shows tha.t a. dependency between the bank a.ccess distri bution 
a.nd the memory throughput ca.n lead to less contention than is a.chieved 
with a.n independent bank access distribution. Gra.ph B' ha.s a.n even lower 
contention tha.n gra.ph A for higher memory throughputs. 

Figures 4.8 and 4.9 show similar graphs for the distribution type sets C and 
D. 
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Figure 4.7: Dependent bank access distribution and memory throughput 
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Conclusions 

The average contention that is experienced by memory access trafik is de
pendent on both the memory throughput and the memory bandwidth. 

Contention can be reduced for given memory access traffic with a fixed 
memory throughput function, by increasing the average memory bandwidth 
by 

• Improving the memory access interleaving over the memory banks, 
which results a larger effective intedeave factor. 

• Applying higher distribution types to map the memory accesses, which 
also allows a better memory access interleaving (equation 4.13). 

For a given memory throughput and average memory bandwidth further 
reductions of the contention are possible by 

• Creating dependendes between the bank access distribution and the 
memory throughput, which provides a larger memory bandwidth to 
memory accesses that are involved in traffic segments that have a 
higher memory throughput. The most effective dependency and set of 
distri bution types that should be applied is determined by the memory 
throughput function. 

The examples discussed in this paragraph, dealt only with a memory through
put function that involved exponentially distributed interarrival times with 
the same mean value for the entire execution of a workload. The following 
two results were found for this type of memory throughput function 

1. For independent bank access distribution and memory throughput, 
the least contention appears when only one distribution type is used, 
instead of multiple distribution types that result in the same average 
memory bandwidth. 

2. For dependent bank access distribution and memory throughput, ap
plication of multiple distribution typescan lead to less contention than 
application of one distribution type that results in the same average 
memory bandwidth, based on the type of dependency. 
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Pa.ragra.ph 8.3 will investiga.te the memory throughput functions of rea.l
world workloa.ds. Pa.ra.gra.ph 8.5 will investiga.te which sets of distribution 
types lead to the lowest contention. 

4.6 Maximum Main Memory Performance 

Maximum ma.in memory performance is a.chieved fora. workloa.d when aver
age la.tency experienced by the memory a.ccesses, which equa.ls the sum of the 
a.vera.ge contention a.nd the a.vera.ge a.ccess dela.y, is minimal ( equa.tion 3.22). 

Pa.ra.gra.ph 4.4 a.nd pa.ra.gra.ph 4.5 showed tha.t both the a.vera.ge a.ccess dela.y 
a.nd average contention a.re dependent upon the a.pplied mix of distribution 
types: 

• The a.vera.ge a.ccess dela.y increa.ses when higher distribution types a.re 
used. The a.vera.ge a.ccess dela.y is independent from the a.ctua.l dis
tribution types tha.t a.re used to ma.p the individua.l memory a.ccesses. 
Only the a.vera.ge va.lue of the distri bution types a.pplied on a.ll memory 
a.ccesses is relevant. 

• The a.vera.ge contention decrea.ses when higher distribution types a.re 
used. The a.vera.ge contention is dependent upon the a.ctua.l distribu
tion types that a.re used to ma.p the individua.l memory a.ccesses. 

lmproving the memory a.ccess interlea.ving for a. given bank a.ccess distri
bution, ca.n reduce the a.vera.ge contention, but will not affect the a.vera.ge 
a.ccess dela.y. 

In order to obta.in a. minimum a.vera.ge la.tency, the following conditions have 
to be fulfilled 

1. The effective intedeave factor should be ma.xima.l. 

2. Ba.sed on the memory throughput of the memory access tra.ffi.c, the set 
of distribution types should be selected, a.nd the a.ctual order in which 
these a.re used to ma.p the successive memory a.ccesses, such tha.t the 
sum of the resulting a.vera.ge contention a.nd a.vera.ge a.ccess dela.y is 
minimaL 
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Figure 4.10 illustrates the relation between the average memory latency 
and average memory throughput for the example of figure 4.5 of the previ
ous paragraph. This example involves exponentially distributed interarrival 
times, perfectly interleaved bank access traffic, and the following distribu
tion types with corresponding average memory bandwidth. 

I) Po = 1 B = 8.33 x 106 memory accesses/second 

II) PI = 1 B = 13.33 x 106 memory accesses/second 

III) P2 = 1 = 19.05 x 106 memory accesses/second 

The distri bution type that results in the lowest average latency, is dependent 
upon the average memory throughput. 

However, in practice, the actual memory traffic and the corresponding mem
ory throughput will normally not be known in advance and neither very 
accurately. It can only be predicted using the methods discussed in para
graph 2.3. At the same time, the address mapping implementation also has 
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restrictions, both related to timing and functionality, in mapping memory 
access trafik on bank access traffic. 

In this situation, it is difficult to prevent any memory bank from becom~ 
ing idle during the entire execution of the workload, in order to achieve 
a maximum effective intedeave factor. Therefore, a practical system must 
take a non-optima} effective intedeave factor into account. The effective 
intedeave factor affects the average memory bandwidth, and therefore the 
average contention that is experienced. Therefore, based on the two condi~ 
tions mentioned above, the following targets are stated in order to obtain 
optimum main memory performance for a given main memory with its re
strictions and given memory access traffic: 

• The effective intedeave factor should be optimized for a given set of 
distribution types. 

• Based on the achieved effective intedeave factor and the memory 
throughput of the memory access traffic, the set of distribution types 
should be selected, and the actual order in which these are used to 
map the successive memory accesses, such that the sum of the result
ing average contention and average access delay is minimaL 

4.7 Summary 

The effect of an address mapping function on main memory performance is 
characterized by the distribution types that are used to map the memory 
accesses (bank access distri bution), and by an effective interteaving factor 
which represents how well the resulting bank accesses are mapped over the 
memory banks (memory access intedeaving). 

The average latency experienced by memory access traffic equals the sum 
of the average access delay and contention. The access delay experienced 
by memory accesses is determined only by the distribution types that the 
mapping function applies. Lower distribution types result in lower access 
delay. 

The contention that is experienced by memory access traffic is dependent on 
the throughput of the memory access traffic in combination with the mem
ory bandwidth provided by the main memory. The memory bandwidth is 
determined by both the distribution types and the memory access interleav-
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ing performance of the mapping function. A larger memory bandwidth is 
obtained through better memory access interteaving performance resulting 
in a larger effective intedeave factor, and application of higher distribution 
types. By adjusting the set of distribution types, memory bandwidth can 
be exchanged for access delay and vice versa. 

The adaptation targets for adjusting the address mapping in order to max
imize main memory performance, is twofold. The first objective is to max
imize the memory access interleaving performance to increase the memory 
bandwidth. The second objective is to select the set of distribution types 
that for a given memory access interleaving performance and memory ac
cess throughput, results in a minimum sum of average contention and access 
delay. 
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Chapter 5 

Overview of Address 
Mapping Methods 

This chapter discusses the address mapping methods that are applied in 
state-af-the-art computer systems. A set of evaluation criteria is derived, 
based on the previous chapters, which are used to validate and campare the 
various methods. The various address mapping methods are dassified as 
sequentia[ interleaving, prime degree interleaving, skewed-storage schemes, 
and pseudo-random interleaving. 

5.1 Evaluation Criteria 

The value of an address mapping methad is expressed as the performance 
that can be obtained versus the casts to apply the method. 

5.1.1 Performance Criteria 

Address mapping determines the bank access distribution and memory ac
cess interleaving characteristics of the bank access traffic on which memory 
access traffic is mapped, which directly affects memory performance (para
graph 4.6). The means of a mapping methad to affect the bank access 
distribution characteristics of bank access traffic will be represented by 

• the distribution types that are supported by the mapping method. 

103 
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The way an address mapping methad can infl.uence memory access inter
teaving will be chara.cterized by 

• effective intedeave factors (paragraph 4.2.2) that are determined for 
sequences of memory accesses which involve a fixed increment in ad
dresses between successive accesses, denoted as stride. 

The ability of a mapping methad to be adjusted, in order to adapt at the 
sa.me time to multiple different memory access patterns (for example origi
nating from different programs) and to ada.pt to dynamically changing mem
ory access patterns (for example due toa new program being scheduled by 
the operating system) is covered by 

• the number af supported mappings, where ea.ch mapping involves dif
ferent distribution types and/or different memory access interleaving. 

• the number of different mappings that can be applied in parallel to 
map separate parts of the block address space on the bank address 
space. 

• the ability of the mapping methad to dynamically change the mapping 
of the entire block address spa.ce or a. part of it. 

The address mapping operation itself adds a certain delay to the memory 
access latency. This delay depends on the hardware implementation of the 
mapping function. This performance factor will be covered by the criterium 
mapping delay. 

Address mapping determines which configurations a.re supported a.nd there
fore the performance that can be achieved with a given amount of memory 
resources. The most important issue here is the number of memory banks 
that are supported, which determines the total maximum bandwidth tha.t 
can be provided by main memorybasedon a given DRAM technology. 

Since the main memory performance is dependent on the reference char
acteristics of programs and cache controllers, the a.ctual performance of a 
mapping methad has to take these factors into account. Therefore, main 
memory performance will be determined for each mapping methad using 
a set of realistic memory access traces. These traces are obtained from a 
collection of popular benchmarks that are used to evalua.te workstation and 
server systems. The evaluation using these benchmarks, will be discussed in 
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paragraph 7.4 and paragraph 8.5, tagether with the evaluation of the pre
liminary adaptation algorithms for the adaptive main memory that will he 
discussed in these paragraphs. 

Stride Performance 

The various workload categories are characterized by the specific data struc
tures that are used to store information. Accessing these data structures 
results in different types of memory reference patterns. Different cache or
ganizations also cause differences in reference patterns. This will he dis
cussed in paragraph 7.2 and paragraph 7.3. The diverse reference patterns 
can cause significant variations in experienced memory performance between 
workloads and cache organizations for the same main memory organisation 
and address mapping function. 

The differences in reference patterns are often expressed using the difference 
between addresses involved in successive memory accesses. A sequence of 
addresses that has a fixed increment, is said to have a stride equal to that 
increment. An address sequence ao, a1, a2, ... , am is said to have a stride 
s, if 

The sequence of addresses that is involved in successive memory accesses 
during the execution of a certain workload, can he thought of as a concate
nation of multiple address sequences with fixed strides. For example, an 
address sequence 

1 2 3 4 5 10 12 14 15 16 17 18 

can he regarcled as the concatenation of the address sequences 

1 2 3 4 5 

10 12 14 

15161718 

that have a fixed stride equal to 1, 2, and 1 respectively. 
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Based on the above observa.tion, a.ddress mapping methods are often eva.l
ua.ted using a.ddress sequences with a. fixed stride. This a.llows a.n easier 
interpreta.tion of the eva.luation results and a. better forecast of the mem
ory performance for given workloa.ds a.nd system configurations tha.n if the 
eva.lua.tion would be done using a specific set of benchma.rks. 

A stride interleave factor will be defined to repreaent the memory a.ccess in
terlea.ving performance of a.n a.ddress mapping metbod for a.ddress sequences 
with a. specific stride. 

The effective intedeave factor I experienced by memory access tra.ffic, as 
defined in paragraph 4.2.2, equals the maximum average number of memory 
accesses that ca.n be performed in parallel during the execution of all the 
memory accesses tha.t make up the memory a.ccess traffic. The effective 
interlea.ve factor is dependent upon the a.ddresses involved in the memory 
accesses, the order and the tota.l number of memory accesses. 

A stride intedeave factor represents the average effective intedeave factor 
that will be experienced by an address sequence with a given stride, of a 
given length, in a given range within the block a.ddress space. It is defined 
as 

zw ( ) 1 
[x,y] 

8 = y-x- (w-1)s 

y-(w-l)s 

L t(a,w) 
a.=x 

where 

x, y E AMk are the first and last block a.ddresses in the range 
w 

t(a,w) 
is the length of the a.ddress sequence 
represents the effective intedeave factor that is 
experienced by an a.ddress sequence 
a,a+s,a+2s, ... ,a+(w-1)s 

(5.1) 

If no tracelength is indicated, I[x,y], then a. tracelength equa.l to the number 
of memory ba.nks is mea.nt. This is the smallest tracelength for which the 
maximum effective intedeave factor equal to M can be achieved. If no range 
is indica.ted, zw, then a range equal to the entire block address space Aólk 

i~ meant. 

The ratio 
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will be determined for the situation that {V 1, where I:nax is the maximum 
effective interleave factor that can be achieved for address sequences with a 
length equal to the number of memory banks. 

A stride that has a maximum stride interleave factor is called a conflict free 
stride for the given block address range and address sequence length. This 
name is based on the fact that each group of M successive addresses in an 
address sequence within the given range and with the given stride, can be 
accessed without any memory bank conflict. 

A stride that has a stride interleave factor equal to 1 is called a critica! stride 
for the given block address range and address sequence length. Address 
sequences with a critica! stride are mapped on one memory bank. In this case 
the experienced memory performance is that of a main memory consisting 
of only one memory bank. 

The performance predictability of an address mapping method will be related 
to the complexity involved in estimating the performance that is experienced 
by an address sequence with a given stride, length, and start address. An 
address mapping is said to have higher predictability if it is less complex to 
perferm a performance estimation. 

Predictability is related to the regularity of the mapping. When a regular 
mapping pattem exists in the bank numbers on which block addresses are 
mapped, that repeats itself at a small granularity throughout the entire block 
address space, then it is easier to perform a performance estimation since 
only a segment of the block address space neecis to be taken into account at 
the given granularity. The regularity of an address mapping method will now 
be indicated by this repetition granularity. Strides equal to the repetition 
granularity are critica! strides. 

The stride-sensitivity will represent how strong memory performance de
pends on the stride, for the given address mapping method. This factor will 
be represented by the standard deviation of the stride interteaving factors 
that are experienced by address sequences with a given range of strides and 
a given length. 

5.1.2 Cost Criteria 

The cost of an address mapping method will be evaluated according to the 
following two criteria. 
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• The cost related to the implementation ofthe address mapping method. 

• Address mapping determines which configurations are supported and 
therefore the costs required to expand main memory. 

5.1.3 Overview 

Figure 5.1 gives an overview of the various cost and performance criteria 
that will be used to evaluate address mapping methods. 

Cost Implementation costs 
Memory expansion costs 

Performance Mapping delay 
Number of memory banks 
Maximum effective intedeave factor 
Stride performance 

General strides 
Power-of-2 strides 
Predictability 
Stride-sensitivity 

Number of distribution types 
Number of different mappings 

Number of parallel applicable mappings 
Dynamic change of mappings 

Figure 5.1: Address mapping evaluation criteria 
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5.2 Sequentia! Interleaving 

5.2.1 Concept 

Sequentia! interleaving is applied on main memories consisting of a power-of-
2 number of memory banks. Sequentia! interleaving maps one block address 
on one bank address. It supports therefore only one distribution type. 

A block address a is mapped on a bank address (/3, a.) according to 

{ 

f3 a mod M 

a.= a div M 
(5.2) 

where M is the number of memory banks. 

Figure 5.2 shows the application of sequentia! interleaving on a main memory 
consisting of 4 memory banks. 

5.2.2 lmplementation 

Sirree the number of memory banks is a power-of-2, M = 2m, equation 5.2 
can be transformed into 

(5.3) 

0 2 3 

Figure 5.2: Sequentia! interleaving 
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where aL consists of the m least significant bits of a and aM consists of 
the remainder. The cost to implement sequentia} interteaving is minimal, 
since the internat bank address and bank number are taken directly from 
the block address bits as shown in figure 5.3 (a). 

lnstead of taking the least significant bits of the block address as the bank 
number, it is also possible to take other bits. Figure 5.3 (b) shows an ex
ample in which the most significant bits of the block address are taken as 
the bank nurnber. This type of interteaving is called high interleaving. Fig
ure 5.3 (c) shows another interteaving scheme that is derived from sequentia} 
intertea.ving, which is a. hybrid type of interteaving between sequentia.} a.nd 
high intedeaving a.nd denoted as block interteaving [Hsu93]. 

[Brantley88] addresses a. way to a.pply sequential and high intedeaving si
multaneously within the sa.me main memory. 

5.2.3 Stride Performance 

Sequentia.! interteaving ma.ps a.ddress sequences with a stride s on M memory 
banks with a.n intedeave factor equal to 

I(s) 
M 

(5.4) 
gcd(M, s) 

where gcd means grea.test common divisor. 

The maximum effective intedeave factor that can be achieved equals the 
number of memories, z:nax = M. 

Strides that are prime relative to M are conflict-free, a.nd result in a maxi
mum intedeave factor equal to M. Critica} strides are multiples of M. 

From equa.tion 5.4 can be derived that address sequences with a. power-of-2 
stride, s, are mapped on a. power-of-2 number of memory banks, M = 2m, 
with an effective intedeave factor equal to 

{ 

M if 1 < s < M 
s - -

I= 
1 otherwise 

(5.5) 

The only power-of-2 conflict-free stride is l. 
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Figure 5.3: Sequentia! interleaving and related methods 
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This can be extended to high interlea.ving and hybrid interleaving in the 
following wa.y. Sequentia! interlea.ving, high interleaving a.nd hybrid inter
leaving have only one conflict-free power-of-2 stride 2q, where q is the bit 
position of the least significant bit of the bank number field within the block 
a.ddress. 

Figure 5.4 illustra.tes the intedeave factors obta.ined for strides in the range 
between 1 and 32 for a.pplica.tion of sequentia.! interlea.ving on a. ma.in memory 
consisting of 8 memory banks. 

Since only power-of-2 number of memory ba.nks are supported, the maximum 
effective interlea.ve factors tha.t ca.n be obta.ined equa.l a. power-of-2 a.s well. 

5.2.4 Supported Memory Configurations 

Sequentia! interlea.ving supports only a. power-of-2 number of memory banks 
tha.t are equally sized. The memory ca.n be expanded by doubling the num
ber of memory banks, or by extending ea.ch memory bank with the same 
number of stora.ge loca.tions. When memory ba.nks are a.dded, the bank 
number 'field' within the block a.ddress increa.ses, a.nd the internal bank a.d
dress field is shifted to the left within figure 5.3 (a.). With high interlea.ving, 
figure 5.3 (b), the a.dditional block a.ddress bits that result from the memory 
expa.nsion, are all a.dded to the bank number field and the internat bank 
a.ddress field rema.ins the same. 

2 3 4 5 6 7 8 9 10 15 
stride 

20 25 

Figure 5.4: Stride performance of sequentia.l interlea.ving 

30 32 
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The following mechanism is usually applied to combine the simplicity of 
sequentia! interleaving with the configuration flexibility of main memory 
organizations that consist of a non-power-of-2 number of memory banks and 
non-equally sized memory banks. The bank address space is divided into 
separate segments that cover equally-sized partsof a power-of-2 number of 
memory banks. Each segment is then mapped using a sequentia! interleaving 
scheme that matches the number of banks covered by the segment. 

Figure 5.5 shows a main memory consisting of 5 memory banks. The bank 
address space is partitioned into the following three segments 

segment A 
segment B 
segment C 

(0, 0) to (3, N- 1) 
(4, 0) to (4, N- 1) 
(0, N) to (1, N'- 1) 

The largest effective intedeave factor according to which a power-of-2 stride 
can be mapped equals the largest number of banks involved in one segment. 
This equals 4 in the example of figure 5.5 (segment A). 

This approach involves additional logic a.nd la.tency to determine for each 
block address the segment containing the memory bank upon which it is 
mapped, and to select the corresponding address mapping function. An 
example of such an implementation is given by [Castle94]. 

segment A 
3 

2 

0 

0 

segment C 

2 

segment B 

3 4 

Figure 5.5: Application of sequentia! interleaving on a non-power-of-2 num
ber of memory banks with unequal sizes 
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5.3 Prime Degree Interleaving 

5.3.1 Concept 

Prime degree interleaving involves a prime number of memory banks. lt 
requires the same two calculations as sequentia} interleaving ( equation 5.2) 

{ 

{j a mod M 

a= a div M 
(5.6) 

Figure 5.6 illustrates prime degree interleaving applied on a main memory 
consisting of 5 memory banks. 

5.3.2 Implementation 

Since M is not a power-of-2, the bank number and internat bank address 
cannot be taken directly from the block address but a. true division is neces
sary. Des pi te this drawback, main memories with a prime number of memory 
banks have been used in severa.l (scientific) computer systems, because of 
the better stride performance for power-of-2 strides. 

Some variations on prime degree interleaving have been developed to sim
plify the bank address and interna.l bank a.ddress ca.lculation. 

FHW I 4FFFFB I I 4FFFFC I\ 4f'FFFD I I 4FFFFE I! 4FFFFF I 
' ' 

'' 

: ê§l· ~ iEE I. :~ I. 'Eb· ~~ r.: i: :~ : m·. ~: ' 

2i A B C • D . E 

15 6! 7 8 i 9 

o 1 o 1 1 2 1 3 4 

0 2 3 4 

Figure 5.6: Prime degree interlea.ving 
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A Power-of-2 Minus One Number of Memory Banks 

The complex modulo operation to calculate the bank number can be simpli
fied by restricting the number of memory banks to be a prime that equals a 
power-of-two minus one: 

The sequence {2i mod (2m 1)} for i 0, 1, 2, 3, ... consistsof the repeating 
pattem 

as is shown in figure 5.7. If a block address a is expressed as 

with 2k 2:: a and ao, al> a2, ... , ak E {0, 1}, then the bank number calculation 
can be written as 

f3 = a mod M 
( ( ao + am + a2m + ... ) X 2° + 
(al+ am+l + a2m+I + ... )X 21+ 
(a2 + am+2 + a2m+2 + ... )X 22+ 

(am-1 + a2m-l + ... )X 2m-l) mod (2m- 1) 
a1 mod M 

(5.7) 

The address a' can be calculated from block address a using adders and 
binary shifts, for a given value of m. If a is in the range 

then a' is in the range 

0 ~a'< (1 + k div m) X (2m- 1) 

For example, if a is a 32 bit block address that is mapped on 7 memory 
banks, the maximum value of a' equals 73 which covers 7 bits. 

The derived address a' is small enough to calculate the modulo operation 
using a lookup table [Hennessy96]. 
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2° mod (2m- 1) = 2° 
21 mod (2m- 1) 21 

22 mod (2m 1) 22 

2m-l mod (2m- 1) 
2m mod (2m- 1) 
2m+1 mod (2m- 1) 
2m+2 mod (2m- 1) 

= 2m-l 
= 20 
= 21 

22 

22m-l mod (2m - 1) = 2m-l 
22m mod (2m 1) = 2° 
22m+l mod (2m- 1) = 21 

Figure 5.7: Repeated sequences of 2i mod (2m 1) 

Incremental lndexing 

Incrementa.l indexing is a method to improve the speed of bank number 
ca.lculation aimed at memory accesses tha.t involve long address sequences 
with a fixed stride [Chiueh95]. 

This metbod is ba.sed on the following concept. 

If a.n address sequence 

{a+ i· s} for i= 0, 1, 2, 3, ... , w 

with a. fixed stride s, is ma.pped a.ccording to 

a --+ (/3o, ao) 
a + s --+ (f3h at) 
a+ 2s --+ (/32, a2) 

(a mod M, a div M) 
((a+ s) mod M, (a+ s) div M) 

=((a+ 2s) mod M, (a+ 2s) div M) 

a+ ws --+ (f3w, aw) =((a +ws) mod M, (a+ ws) div M) 

then the successive bank numbers and internal bank addresses can be cal-
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culated according to 

with 

Since 

f3k =(a+ ks) mod M 
=(a+ (k- l)s + s) mod M 

((a+ (k- l)s) mod M + (s mod M)) mod M 
(f3k-l + C,s(s)) mod M 

a:k =(a+ ks) div M 
=(a+(k-l)s+s)divM 

(Ma:k-1 + f3k-l + s (s mod M) + (s mod M)) div M 
ak-1 + (s div M) + (f3k-1 + (s mod M)) div M 

= O:k-1 + Ca(s) + (f3k-1 + C13(s)) div M 

C,s(s) s mod M 

Ca(s) s div M 

0 S f3k-1 + C,s(s) S 2(M 1) 

the calculation of 

(f3k-1 + C,s(s)) mod M 

(f3k-1 + C,s(s)) div M 

117 

(5.8) 

for k ~ 2 can be performed using a lookup table. Only f3o and ao need to 
be calculated at the start of each new address sequence with a fixed stride. 
C,s(s) and Ca(s) can be calculated at compile-time or on-line. 

The BSP Mapping Scheme 

The interleaving scheme applied in the Burroughs Scientific Processor (BSP) 
super computer [Kuck82] [Lawrie82] calculates the internal bank address 
according to 

a a div (M 1) (5.9) 
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Figure 5.8: Address mapping applied in the BSP supercomputer 

When the number of memory banks equals a power-of-2 plus one 

equation 5.9 turns into 

(5.10) 

where aL consists of the m least significant bits of a. The internal bank 
address is taken directly from the block address. 

This mapping scheme does not use all a.va.ilable memory locations. From 
equation 5.9 it can he seen tha.t the internal bank a.ddress calculation is 
the same as a prime degree interteaving scheme with M - 1 memory banks, 
which uses all memory locations ( equation 5.6). Therefore, the fraction of 
wasted memory capacity equals 

M-1 1 
1- =-

M M (5.11) 

The BSP main memory had 17 memory banks. Consequently, A = 6 percent. 
of the storage capacity was wasted. 

Figure 5.8 illustrates the BSP address mapping scheme applied on a main 
memory consisting of 5 memory banks. 
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The Chinese Remainder Theorem 

[Gao93] describes an interleaving scheme that also takes the internal bank 
address directly from the block address but does not waste any memory 
capacity. This methad involves the following calculations 

{ 

j3 =a mod M 

a a mod N 
(5.12) 

for a main memory consisting of M memory banks each having N memory 
locations. Using the Chinese Remainder Theorem it can be proved that this 
is a valid address mapping that does not waste any memory capacity when 
the M and N are coprime which means that M and N have no common 
prime number as a multiple [Gao93]. 

Figure 5.9 shows an example of this type of address mapping for a main 
memory consisting of M = 5 memory banks each containing N 220 mem
ory locations. 

5.3.3 Stride Performance 

Prime degree interleaving involves the same bank number calculation as 
sequentia! interleaving. Therefore, the intedeave factor according to which 
address sequences with a stride s are mapped on M memory banks can be 

4 100004 • 200004 I I 400004 , 
' I 

4 

3 1 2oooo3 300003 1 , 3 • 100003 

2 ! 300002 ~ 1 1~1 200002 

i 400001 1 i : 100001 I 200001 , 300001 

0 I 00000 : : 200000 300000 ' 400000 i 

0 2 3 4 

Figure 5.9: Mapping based on Chinese Remainder Theorem 
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derived using equa.tion 5.4: 

I(s) 
M 

gcd(M,s) 

The maximum effective intedeave factor that can he achieved equa.ls the 
number of memory banks, x:nax = M. 

Con:fl.ict-free strides are strides that are prime rela.tive to M. Since M is a 
prime, all power-of-2 strides are con:fl.ict-free. Critica.} strides are multiples 
ofM. 

Figure 5.10 illustrates the intedeave factors obtained forstrides in the range 
between 1 and 32 for application of prime degree interteaving on a main 
memory consisting of 7 memory banks. 

5.4 M-way Memory Interleaving 

5.4.1 Concept 

[Brock94] presents an M-way memory intedeaving scheme that aims at sup
porting in an integra.l way any number of equally-sized memory banks. 
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Figure 5.10: Stride performance of prime degree intedeaving 

30 32 



5.4. 121 

A block address a is mapped on a bank address (/3, a) according to 

{ 

j3 ((a div N) +(a rood M')) rood M 

a= a rood N 
(5.13) 

for a main memory consisting of M memory banks, each containing N mem
ory locations, and M' being the largest power-of-2 that is smaller or equal 
toM 

Figure 5.11 (a) shows the application of M-way memory interleaving on 
a main memory consisting of 6 memory banks, each having 220 memory 
locations. 
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5.4.2 Implementation 

The implementation is based on three sets of bits that are distinguished 
within the block address. For a main memory consisting of M memory 
banks each containing N 2n memory locations, these three sets are 

aL are the n least significant bits of a 

aH are the remaining most significant bits of a after removing aL 

a1 are the m least significant bits of a 

where 

m = Llog2 MJ 

Equation 5.13 can now be transformed into [Brock94] 

{ 

fJ = { aH + a1 if aH +. a1 - M < 0 
aH + ar - M otherw1Se 

a=aL 

(5.14) 

This can be implemented using two adders a camparator and a multiplexing 
logic. Figure 5.11 (b) shows positions of the different sets of bits within the 
block address corresponding to the mapping shown in figure 5.11 (a). 

5.4.3 Stride Performance 

For address sequences that are completely within a range 

{kN,kN + 1,kN +2, ... ,(k+ 1)N -1} for 0 ~ k < M 

which implies 

s< N 

the stride performance equals that of sequentia! interteaving applied on a 
main memory consisting of M' memory banks 

M' 
I(s)- -----:

- gcd(M', s) (5.15) 
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The maximum effective intedeave factor that can be achieved in that situ
ation equals M', and is achieved forstrides that are prime relative to M'. 
Critica! strides are strides that are a multiple of M'. Thus 

A stride equal to the number of memory locations per memory bank 

s=N 

is conflict-free and results in a maximum effective intedeave factor equal to 
M. 

If the number of memory banks is a power-of-2 then 

M 1 =M 

In that case the stride performance is given by 

I(s) 
M 

(5.16) 
gcd(M, (s- (s div N) 

All strides for which 

s- (s div N) 

is prime relative to M are conflict free. Two power-of-2 strides are conflict 
free, 2° 1 and 2n N. 

5.5 Skewed-storage Schemes 

5.5.1 Concept 

Sequentia! interleaving over a power-of-2 number of memory banks has only 
one conflict-free power-of-2 stride, 1. All power-of-2 strides that are equal 
to or greater than the number of memory banks are critica!. 

To address this problem, a skew can be introduced in the memory bank 
assignment of each separate set of M consecutive block addresses, relative 
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to the previous set of M consecutive block a.ddresses. Such an address 
mapping is called a skewed-storage scheme. 

The skews that are employed can have regular patterns [Budnik71], but can 
also be pseudo-random. The latter type of address mapping is regarcled as 
a pseudo-random interleaving scheme which is discussed in para.graph 5.6. 

An example of a skewed-storage scheme is given by [Ra.u91] 

{ 

a= a div M 

f3 =(a+ ((a div M) mod M)) mod M 
(5.17) 

The skew equa.ls 

(a div M) mod M =a mod M 

Figure 5.12 illustra.tes the a.pplica.tion of this skewed-storage scheme on a 
main memory consisting of 8 memory banks. Block a.ddresses 0 to 7 are 
ma.pped on memory ba.nks 0 to 7. Block a.ddresses 8 to Fh are ma.pped on 
memory banks 1 to 7 and 0 with a skew equa.l to 1. Block a.ddresses 10h to 
17h are mapped on memory ba.nks 2 to 7 a.nd 0 to 1 with a. skew equal to 2. 

5.5.2 lmplementation 

The complexity of the implementa.tion depends on the a.pplied skew. 

2C I 2D i 2A 

25 I 26 23 I 
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Figure 5.12: Skewed-storage mapping with skew a mod M 
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The example of a skewed-storage described by equation 5.17 can be imple
mented in the following way. The calculated of the bank number according 
to equation 5.17 can be converted into 

{3 =(a+ ((a div M) mod M)) mod M 

=(a+ (a mod M)) mod M (5.18) 

=((a mod M) +(a mod M)) mod M 

Since the number of memory banks is a power-of-2, M = 2m, the internal 
bank address a is taken directly from the block address a in the same way as 
with sequentia} interleaving (paragraph 5.2). Both (a mod M) and (a mod 
M) do not need any ca.lculation but consist of the m least significant bits of 
a and a respectively. The bank number is calculated by taking the m least 
significant result of the sum of (a mod M) and (a mod M). Therefore, the 
implementation of this mapping scheme consists of one m bit adder. The 
adder function can also be implemented using a lookup table. 

5.5.3 Stride Performance 

The performance of the skewed-storage scheme is dependent upon the se
lected skew. 

The skew of the example shown in figure 5.12 has the following properties. 
The strides that equa.l pM, where p is a prime, are conflict-free. Critica} 
strides are strides that equal a multiple of M 2 • 

Figure 5.13 illustrates the intedeave factors obtained forstrides in the range 
between 1 and 32 for application of sequential interleaving on a main memory 
consisting of 8 memory banks. 

Since only power-of-2 numbers of memory banks are supported, the maxi
mum effective intedeave factors that can he obtained equa.l a power-of-2 as 
well. 
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1,.. :.. •. .. . .. .. .. 

o~~~~~~~~~~~~~~~~~~-L~~~~~~~ 

1 2 3 4 5 6 7 8 9 10 15 
stride 
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Figure 5.13: Stride performance of skewed-storage scheme 

5.6 Pseudo-random Interleaving 

5.6.1 Concept 

30 32 

Pseudo-random interlea.ving tries to achieve a memory performance tha.t is 
stride-independent for a. whole range of strides by mapping block addresses 
on memory loca.tions in a pseudo-random way. This is realized by convert
ing a block address sequence into a.n pseudo-random address sequence by 
means of 'scrambling' [Weiss93]. Pseudo-random interteaving is therefore 
also denoted as scrambled storage. 

The conversion of a block address a into a random address à is represented 
as 

à= H(a) 

where H is the randomizing function. It is required that H possesses the 
following two properties [Rau91] 

• H should he a bijection. 

• H must use as many as possible, preferably all, of the block address 
bits in determining the memory bank number. 

If the number of memorybanksis a power-of-2 number, M = 2m, then the 
random addresses can he mapped using sequentia! interleaving. In that case 
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only the m least significant bits of á, denoted as áL, need to he randomized. 
The remaining most significant bits, denoted as áH, do nat need to he 
changed and can he taken directly from the conesponding most significant 
bits of a, which will he denoted as aH. This results in 

(5.19) 

Due to their relatively fast and cheap implementation, XOR-based permu
tation schemes are attractive as a randomizing function [Frailong85] [Rau91] 
[Norton87] [Kim89] [Lee88] (McAul92] [Weiss93]. The IBM Research Parallel 
Processor Prototype (RP3) [Phister85] and the commercial minisupercom
puter Cydra 5 [Rau89] have been built using an XOR-based permutation 
scheme. This type of randomizing process can be specified as the following 
matrix multiplication based on modulo 2 arithmetic 

where 

k 
M=2m 

ai,O:Si<k 
áj, 0:::; j < m 
hi,j E {0, 1} 

ho,m-1 

ho,o 

is the number of block address bits 
is the number of memory banks 
is the block address bit at bit position i 
is the random address bit at bit position j 
is an element of the H-matrix 

(5.20) 

Since the multiplication is based on modulo 2 arithmetic, random address 
bit àj, is calculated according to 

(5.21) 

Figure 5.14 (a) shows pseudo-random interleaving applied on a main mem
ory consisting of 8 memory banks according to the H-matrix shown in tig
ure 5.14 (b). This H-matrix was created using the concept of irreducible 
polynomial interleaving described by [Rau91]. The polynomial used is 

(5.22) 
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5.6.2 lmplementation 

Ea.ch column in the H-matrix is realized by one XOR gate. The output of 
the gate corresponds to one bit of the bank number. If en try hi,j = 1 in the 
H-matrix, then block a.ddress bit i is an input ofthe XOR gate corresponding 
tobank number bit j [Ra.u91]. 

5.6.3 Stride Performance 

The performance of pseudo-random interlea.ving is dependent u pon the ran
domizing function. 

Figure 5.15 illustra.tes the intedeave factors obta.ined forstrides in the range 
between 1 a.nd 32 for application of the pseudo-random interleaving scheme 
shown in figure 5.14 on a main memory consisting of 8 memory banks. 

Figure 5.15 shows that the mapping scheme ha.s a.la.rger stride-insensitivity 
than the mapping schemes discussed in the previous pa.ragra.phs. This is 
however, at the cost of a lower average intedeave factor. 

The main problems with pseudo-random interlea.ving based on XOR-based 
permutations are to find a. good H-matrix and to predict the performance 
for a given stride. Sirree all the block address bits are involved in the ran
domizing process, the entire mapping does not have any repetitions within 
the entire block address space. This results in different performance for in-

2 3 4 5 6 7 8 9 10 15 
stride 

20 25 30 32 

Figure 5.15: Stride performance of pseudo-random interleaving 



130 Chapter 5. Overview of Address Mapping Methods 

dividual parts of the block address space, and makes it impossible to predict 
the performance of a stride if the involved block addresses are not known. 

Figure 5.15 shows the stride performance averaged over the entire bank 
address space. 

5.7 Summary 

State-of-the-art address mapping methods have been validated by evaluating 
the main memory performance that can be achieved versus the costs and 
restrictions that result from the application of the method. Several criteria 
related to cost and performance have been defined to allow a comparison 
between the different methods. 

Figure 5.16 summarizes the results of evaluating the address mapping meth
ocis discussed in this chapter against the criteria of figure 5.1. The stride 
performance of the mapping methods for general strides and power-of-2 
strides are visualized in figure 5.171• Figure 5.17 (a) summarizes the mean 
and standard deviations of the stride intedeave factors that are obtained 
for the various mapping schemes for strides in the range between 1 and 
32 and for a main memory consisting of 7 (prime degree interleaving) or 8 
memory banks. Figure 5.17 (b) does the same for all power-of-2 strides in 
this range: 1, 2, 4, 8, 16, and 32. The standard deviation was defined to 
represent the stride-sensitivity of an address mapping method. An address 
mapping method performs better for a given set of strides if the mean stride 
interleave factor is larger, which means that the memory accesses are better 
distributed over the memory banks, and if the standard deviation of the 
stride intedeave factor is lower, which means that the stride performance is 
less dependent on the actual strides that are involved. 

The most applied address mapping metbod in general-purpose computers 
today is sequentia} interleaving on a power-of-2 number of memory banks. 
This is due to the very simple implementation resulting in low hardware 
costs and a fast mapping operation. This advantage appears to outweigh 
the fact that sequentia! interleaving can only map one power-of-2 stride with 
a maximum effective intedeave factor. Paragraph 7.4 demonstrates that 
sequentia! interleaving with only one conflict free power-of-2 stride obtains 

1 M-way Memory interleaving has the same stride performance as Sequentia! Interleav
ing fora power-of-2 number of memory banks 
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similar main memory performance in today's general purpose computers 
compared to other mapping methods with much better power-of-2 stride 
performance. 

Prime degree, skewed-storage, and pseudo-random interleaving are mapping 
methods that have been applied mostly in vector machines. These systems 
typically are used to execute scientific applications that have large data sets 
with poor locality properties. For these reasons vector systems often do not 
employ caches, but provide means to efficiently pipeline memory accesses. 
As a consequence, relatively long address sequences can occur with a vari
ety of strides. The better performance of prime degree, skewed-storage, and 
pseudo-random interleaving over sequentia! interleaving forthese access pat
terns, clearly compensates for the higher complexity of the implementation 
of the mapping function. 

Figure 5.16 shows that all mapping methods only support one single type 
of mapping. None of the mapping methods today supports the adjustments 
that are required for the realization of an adaptive main memory. 
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Chapter 6 

L UT-based Address Mapping 

The previous chapter revealed that none of the existing address mapping 
methods are dynamically adjustable nor do these methods support multiple 
distri bution types and parallel application of different mappings on different 
parts of the block address space. Since these mapping methods are not 
capable of dynamically controlling bank access distribution and memory 
access interleaving, which is required to achieve optimum main memory 
performance as derived in paragraphs 4.4 to 4.6, they cannot he used to 
build an adaptive main memory. 

This chapter wil! present a new address mapping that does not have the 
limitations of conventional address mapping methods and which will serve 
as the basis for the adaptive main memory investigated in this thesis. 

Firstly the concept of the mapping method will he discussed which is based 
on a lookup table and rules wil! he presented for the selection of mapping 
parameters in order to realize an address mapping function, as defined in 
paragraph 3.2.1. The succeeding paragraphs discuss the properties of the 
mapping method, and several implementation aspects. 

6.1 Concept 

Address mapping determines for each block address, the distribution type 
according to which it is mapped, and in correspondence with this distribu
tion type, the bank addresses on which the block address is mapped. 

135 
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A mapping according to a distri bution of type i can be written as ( equa
tion 3.4) 

a-t (f3o, ao a1 ... an-1) 
((31, an an+l ... a2n-l) 

where 

1, 

n = 2l 
2-i L 

m= ·w 
ao, a1, . .. , an-1 
an, an+l• . . . , a2n-l 

a(m-l)n• ... , amn-1 

is the distribution type 
is the number of bank addresses per memory bank 
is the number of memory banks 
are groups of n internal bank addresses 
located within the same page 

Figure 6.1 illustrates the concept of the address mapping mechanism that is 
based on a lookup table (LUT), and which is one of the key results of this 
thesis [Lunteren97]. 

L UT-based address mapping is based on the selection of two portions X and 
Y of the block address a and using these to index a lookup table (LUT). Ea.ch 
LUT entry contains a bank number vector with m different bank numbers 
f3o, f3I. .. . , f3m-l a.nd a. counter value n, with mn = {V and n = 2i, where 
i is the distribution type according to which the block address is ma.pped. 

Figure 6.1: LUT-based a.ddress mapping 
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The values m and n are not fixed but can he different for each LUT entry. 
This is shown in figure 6.1. 

An internal bank address a:0 is obtained directly from the block address 
by removing the Y portion. Internal bank address a:o is denoted as base 
address. From a given base address a:o, n- 1 addresses a:1,a:2, ... ,a:n-1 are 
derived in the following way 

where 

O:L = a:o mod P 
O:M = (a:o- O:L)~ 
ak = a:M · P +(aL+ kcr) mod P k = 0, 1, ... , n- 1 

P is the page size 
er is a constant that is a power-of-2 

Now the following mapping is realized: 

a --+ (f3o, a:o a:1 
(f3I, a:o a:1 

where 

n = 2' 
m = 2-i . {:" 

is the number of bank addresses per memory bank 
is the number of memory banks 

(6.1) 

(6.2) 

a:o, 0:1, . .. , O:n-1 are internal bank addresses located within the same page 

Figure 6.2 (a) illustrates an example of the mapping of block addresses 0 
to 3, when {:" = 1 and each block address is mapped on exactly one bank 
address. In this case, the counter value is not relevant, and only the memory 
bank numbers are shown in the LUT. 

Figure 6.2 (b) illustrates an example for which {V = 2 and each of block 
addresses 0 to 3 are mapped on 2 bank addresses according toa distribution 
type 0 or 1 as indicated by the counter value in the LUT (counter value 
n = 2i, where i is the distribution type). 
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6.2 Rules 

A) Definitions 

A main memory with M memory banks, with sizes No, N1, ... , NM-1, has 
a bank address space 

Aimk = { (0, 0), (0, 1), ... , (0, N0 - 1), 
(1, 0), (1, 1), . . . I (1, Nl- 1), 

(M- 1, 0), (M- 1, 1), ... , (M- 1, NM-1- 1) } 

To this bank address space corresponds a block address space 

with 

A.t,zk = [0, amax] 

W M-1 
amax = L · 2.:: N {3 - 1 

/3=0 

A block address consists of b bits, with 

The field X consists of x bits at positions po, PI, ... , Px-1 1 with 

0 ::; Po < P1 < · . . < Px-1 < b 

The field Y consists of y bits at positions qo, q1, ... , qy-1 1 with 

0 ::; qo < q1 < . . . < qy-1 < b 

The X and Y fields must be non-overlapping: 

V 0 ::; i I j < b : Pi =1- qj 

(6.3) 

(6.4) 
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An address mapping 

has to map each block address a E Ablk upon tv bank addresses, such that 
each bank address ((3, 01) E Aook is involved in exactly one mapping. This 
can be expressed with the following condition. 

For any two block addresses a, a' E ~Ik which are mapped according to 

must hold 

(6.5) 

Conditions will be derived for the sizes of the X and Y fields, the LUT 
contents and a, in order to satisfy equation 6.5. 

B) Y field, number of banks M 

First, if assumed that tv = 1, then each block address is mapped on one 
bank address. Between 211-l + 1 and 211 block addresses exist that differ from 
each other only in the Y field, and therefore are mapped on bank addresses 
with an identical internal bank address 01. These block addresses will access 
between 211-l + 1 and 211 different LUT entries (due to different Y fields), 
which should contain different bank numbers to prevent double mappings 
( this will be discussed later). 

In order to have all f3 bank addresses with the same intern al bank address 01 

involved in a mapping exactly once, it is required that exactly f3 valid LUT 
entries (ie. L UT entries that are really involved in a mapping) exist. 

Therefore, y has a fixed value, for which holds 

(6.6) 

for a main memory consisting of M memory banks. 
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If 

then the LUT will contain entries corresponding toY values M + 1,M +2, ... , 
2Y - 1, which are not involved in a mapping and therefore contain 'don't 
care' values. In this situation the most significant Y bit has to be at the 
most significant bit position in the block address to prevent any gap in the 
block address that is being mapped: 

Qy-1 = b- 1 (6.7) 

When ~ 2: 1 then each block address is mapped on ~ bank addresses. 
However, between 2y-l + 1 and 2Y block addresses exîst, which only differ 
from each other in the Y field and are therefore mapped on the same base 
address a 0 . If these block addresses are mapped according toa distribution 
type 0 which corresponds to a counter value n = 1, then each LUT entry 
involved in the mapping will contain a bank number vector consisting of {4, 
bank numbers. The total number of bank addresses with identical internal 
bank address ao, involved in a mapping, therefore, equals 

with 

L 
k·w (6.8) 

In order to involve all f3 bank addresses with the same internal bank address 
ao in a mapping exactly once, it is required that 

L 
k·-=M w (6.9) 

Required is that all involved LUT entries contain different bank numbers 
( this will be discussed later). 

Equations 6.8 and 6.9 can be stated as 

(6.10) 
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and 

L 
Mmod W =0 

Chapter 6. LUT-based Address Mapping 

(6.11) 

Equation 6.11 states that the number of memory banks always needs to he 
a multiple of [/;. 

These conditions held for all distribution types. The distribution type only 
determines how many different bleek addresses are mapped on each set of 
M bank addresses with the same internal bank address a. Fora distri bution 
type 0 this is a maximum number of 2Y different bleek addresses, and for 
a maximum distri bution type i with 2i = [/;, this is a maximum number 
of 2Y · [/; of different bleek addresses. These two boundary situations are 
illustrated in figure 6.3(a) and (b) respectively, which shows a main memory 
with y = 1, M = 6 and [/; = 2. 

C) Bank size Nf3 

The internal bank address equals the bleek address after removing the Y 
field . The internal bank address consists therefore of b - y bits. 

In order to be able to address all starage locations within a memory bank, 
the following condition must hold 

(6.12) 

Equations 6.3, 6.4, 6.10 and 6.12 restriet the maximum memory bank size 
for a given number of memory banks and a given block address space eer
responding to these memory banks. 

The size of the block address space is not necessarily a power-of-2, for ex
ample, in case of a non power-of-2 number of memory banks or memory 
banks of different sizes. The L UT entries that correspond to non-existing, 
and thus non-mapped, block addresses amax + 1,amax + 2, ... 2b- 1, contain 
'don't care' values. When the LUT contains entries with 'don't care' values, 
these entries correspond to Y values that are larger then the Y values of 
entries corresponding to valid block addresses, or corresponding to equal Y 
values and larger X values. 

Since this thesis is not explicitly concerned with memory architectures com
posed of non power-of-2 number of memory banks with different sizes, no 
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further conditions are specified regarding the variety of memory bank sizes 
that are supported. Paragraph 6.3 includes some examples of flexible mem
ory configuration support. 

D) X field, LUT, u, page size P 

The LUT entries of address mappings according to distribution type 0, con
tain a counter value n = 1, and a bank number vector containing {:., memory 
bank numbers. Each block address is mapped on {:., bank addresses with the 
same internal bank address ao. All block addresses that are mapped on bank 
addresses with the same internal bank address, will have the same X field. 
For each X value, there is a corresponding row in the LUT that contains 
2Y entries with {:., bank numbers. The condition stated by equation 6.10 
guarantees that exactly 

f3 
(tv) 

valid LUT entries exists per row, each containing a bank number vector 
consisting of {:., bank numbers. The remaining entries per row are 'don 't 
care'. In order to make sure that all M bank addresses with the same 
internal bank address, are involved in exactly one mapping, the following 
condition must hold: 

• each memory bank number should occur exactly once in each row of 
the LUT in a valid entry 

However, equation 6.10 is not suftkient for counter values greater than 1. 
In contrast to mappings with a counter value n = 1, where only the base 
address a 0 need to he taken into account, now double mappings can also 
occur due to internal bank addresses a1 , . .. ,an-1· These conditions will 
he derived by consiclering first mapping of only a single block address, and 
afterwards of multiple block addresses. 

A single block address a is not doubly mapped on the same bank address, 
when the following condition holcis 

(6.13) 
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The minimum value of t5 equals 1 (equation 6.1) . When a is increased, the 
first double mapping will occur between ao and an-1, for 

(n-l)a=P 

When nmax is the maximum counter value that is contained within the LUT, 
with 

then no block address will be doubly mapped on the same bank address 
when a satisfies 

(6.14) 

To simplify the derivation of conditions for double mapping of multiple block 
addresses, it is assumed that a block address a0 is mapped on {V bank 
addresses with n different internal bank addresses equal to 

ao 
a1 = ao + t5 

a2 = ao + 2a 

O:n-1 = ao + (n- l)a 

This implies (equation 6.1): aL+ (n- l)a < P . 

From the definition of base address in paragraph 6.1, it can be understood 
that a total of (n- 1) block addresses a1,a2, ... , an-1 exist, different from 
block address a but with the same Y field, that 'are mapped' on respective 
base addresses equal to internal bank addresses a1, . .. ,an-1· 

Block addresses a1 , ... ,an-1 have to be mapped on different memory banks 
than block address ao. This can only be realized when for each block 
address a different LUT entry is accessed, which requires block addresses 
ao,al, . .. ,an-1 to have different X fields (all addresses have identical Y fields). 
Consequently, internal bank addresses ao,al, . .. ,an-1, also have to differ at 
the bit positions corresponding to the X field in the block address. 
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This is realized when for a given counter value n = 2i and a = 2v, a number 
of i bits at adjacent positions v,v+l, ... ,v+i-l within the base address, are 
part of the X field. Exactly these bits are affected by the iterative addition 
of a to the base address. This is formally stated by the following equation. 

where 

a = 2'Î>1, 

Pj+l = Pj + 1 
Pj+2 = Pj+l + 1 

O~j<x 

Pj is the bit position within a base address of 
an X bit having a bit position Pj within the 
corresponding block address 

n - 2im .... < l!... is the maximum counter value n that is m.a.x- - W 

contained within the LUT, corresponding to 
a distribution type im.ax 

(6.15) 

Equation 6.15 puts restrictions on the choice of the positions of the individ
ual X bits, the size of the X field, the maximum distribution type that can 
be applied, and the val ue of a. 

In order to be able to apply all possible distri bution types, im.ax = tv, the 
minimum size of the X field, Xm.in, has to satisfy 

X . L 2 nun = _ 
w (6.16) 

In order to be able to distribute the bank addresses on which block addresses 
are mapped that are only different in their X fields, over all M memory 
banks, x has to satisfy 

(6.17) 

This can be explained by regarding mappings according to a maximum dis
tribution type i, with 2i = tv, which involve LUT entries with bank number 
veetors consisting of exactly one bank number. Block addresses which differ 
only in their X fields, are mapped according to the LUT entries contained in 
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the column corresponding to their identical Y value. The number of entries 
contained in a column equals 2x. In order to be able to distribute this type 
of block address over M, equation 6.17 needs to be satisfied. 

The maximum size of the X field is only restricted by the requirement that 
the X and Y fields must he non-overlapping, therefore, 

xs_b-y (6.18) 

Combining equations 6.16,6.17, and 6.18 results in 

(6.19) 

Equation 6.15 specifies conditions to assure that block addresses that are 
mapped on bank addresses with an identical internal bank address, will 
access different LUT entries. The following conditions regarding the contents 
of these L UT entries take care that a.ll bank addresses with the same intern al 
bank address are used in exactly one mapping. 

1. Each set of tv rows in the L UT, corresponding to X val u es that are 
only different from each other at bit positions v,v + 1, ... ,v + Xmin- 1 
within the base address, for a given (j = 2v, should contain the same 
counter value n 

2. Each subset of n rows within a set of tv rows, as described above, 
corresponding to X val u es that are only different at bit positions v, v + 
1, ... ,v+i-1 within the base address, fora given (j = 2v, all having an 
identical counter value n = 2i as stated by the first condition, should 
contain each bank number exactly once in a valid LUT entry. 

Figure 6.4 illustrates a mapping conform these conditions, with tv = 2, 
Xmin = 1, and (j = 2v = 1. The first condition is satisfied in the following 
way. The LUT contains four sets of tv = 2 rows, corresponding to the 
following pairs of X values (0,1), (2,3), (4,5), and (6,7), which are different 
at positions v = 0 to ( v + Xmin - 1) = 1 within the base address. The 4 sets 
of rows are separated in figure 6.4 by a dashed line. All entries within one 
set have the same counter va.lue. 

The second condition is fulfilled in the following way. Each subset of n rows 
within a set of rows with a counter value of n, corresponding to X values 
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Figure 6.4: Mapping bank addresses with identical internal bank address 

only different at bit position (v = v+i -1) = 0, contains each bank number 
exactly once. In figure 6.4 two subsets corresponding to the pair of X values 
(0,1) and to X value 4 are highlighted consisting of 1 respectively 2 rows. 

6.3 Properties 

This paragraph discusses properties of L UT -based address mapping. Several 
examples illustrate how LUT-based address mapping alleviates the restric
tions of state-of-the-art mapping schemes, mentioned in paragraph 5.7. 

A) Perfect distribution of two different power-of-2 strides 

The least significant bit of the X field is at bit position PO· Ad.dresses that 
have a difference equal to 2P0 have the same Y value and consecutive X 
values. The column in the LUT corresponding to this Y value determines 
how addresses with consecutive X values are mapped over the memory banks 
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and, therefore, the intedeave factor for an address sequence with a stride 
s = 2Po. 

A mapping according toa distribution type i involves bank number veetors 
consisting of m = 2-i · tv memory bank numbers. The maximum effective 
intedeave factor that can he achieved, equals the maximum number of bank 
addresses conesponding to different block addresses, that can he accessed 
in parallel. Address sequences with a stride s = 2Po and mapped according 
to a distribution type i, can only have an effective intedeave factor in the 
following range 

. M 
1 < I(2PO) < 2' . -- < M - - (vt)- (6.20) 

In a similar way, addresses that have a difference equal to 2q0 have the same 
X value and consecutive Y values, where qo is the bit position of the least 
significant bit of the Y field. The row in the LUT conesponding to this 
X value determines how addresses with consecutive Y values are mapped 
over the memory banks and, therefore, the intedeave factor for an address 
sequence with a stride s = 2q0 • This intedeave factor is fixed and equals the 
number of valid LUT entries within one row 

I(2") = (;) (6.21) 

Figure 6.5 and 6.6 show some examples in which address sequences with 
strides 2Po and 2q0 are mapped with maximum effective interleaving factors 
conform equations 6.20 and 6.21. 

Figure 6.5 shows two examples for tv = 1. Figure 6.5 (a) shows the mapping 
of address sequences having strides equal to 2Po = 1 and 2q0 = 100000h. 
Figure 6.5 (b) shows the dis tribution of address sequences ha ving strides 
equal to 2Po = 2 and 2qo = 4000h. In both examples 2i = fv = 1 and 
M = 4. This results in an effective intedeave factor I = M = 4 for all 
strides, which means that all strides are perfectly distributed. 

Figure 6.6 shows the mapping of strides equal to 2Po = 4 and 2q0 = lOOh, 
with each block address being mapped on [{, = 2 starage locations accord
ing to a distribution type i = 1. Maximum effective intedeave factors are 
obtained for bath strides, I(2P0 ) = 4 and I(2q0 ) = 2. 



150 

MSB LSB 
21 20 I 0 

Bleek Address I 
'----r-" '----r-" 

y x 

y 

0 I 2 3 

0 0 I 2 3 
I 2 3 0 x 

2 2 3 0 I 

3 3 0 I 2 

MSB LSB 
21 15 14 2 I 0 

Block Addre~ I 
'----r-" '----r-" 

y x 

y 

0 I 2 3 

0 0 I 2 3 

I 2 3 0 x 
2 2 3 0 I 

3 3 0 I 2 

Chapter 6. LUT-ba.sed Address Mapping 

F-FFFF [!FFFFF I 2FFFFF [ [3FFFFF I C~ I 

(a) 

6 

5 

4 

3 

1-------1 

1-------1 
2 

1------1 
I 
o ~B"TI;;;:r;;a 

0 2 3 

FFFFF I 3F7FFF 11 3FBFFF 113::r: 11 3F3FFF I 
FFFFE 3F7FFE 3FBFFE 3FfFFE 3F3FFE 

=·~ 4000 10000 

3FFF 7FFF 

0 2 3 

(b) 

Figure 6.5: Perfect distribution of two power-of-2 strides for {V = 1 
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Figure 6.6: Perfect distribution of two power-of-2 strides for {v > 1 

B) Support of multiple mapping schemes 

If the size x of the X field is larger than Xmin, then the additional most 
significant bits of the X field can be used to divide the block address space 
into separate differently mapped partitions. This allows to 

1. map address sequences with the same stride with different interleave 
factors 

2. map various partsof the block address space with different distri hu ti on 
types 

This wil! he illustrated by some examples. 

The most significant part of the X field that is used for partitioning the block 
address space is represented as Xl consisting of x 1 bits. The remaining least 
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significant part is represented as XO, and consists of xo bits (xo +XI = x, 
and xo :2: Xmin)· The Xl field is used to select between address mapping 
schemes that are implemented based on the XO field. Bath the XO and 
Xl fields do nat need to cover adjacent bit positions in the block address, 
however, the XO field would normally, in order to create effective mappings 
as the examples in this paragraph will show. 

The number of partitions that is created equals 2x1 • Each partition has a 
different value for Xl. Partitions do nat need to consist of a continuous 
range of block addresses as the following examples show. 

Figure 6.7(a) shows an example in which xo = 2 and XI 

address is divided into 2 partitions 
1. The block 

[O,FFFFh ],[20000h,2FFFFh ], ... ,[3EOOOOh ,3EFFFFh) (Xl=O) 

and 

[lOOOOh, lFFFFh] ,[30000h ,3FFFFh] , ... ,[3FOOOOh,3FFFFFh] (Xl=l) 

The first partition is mapped according to the lower part of the LUT with 
Xl = 0, and the second is mapped according to the upper part with Xl = 1. 
The example shows how address sequences with a stride equal to 2:ro = 1 
are mapped with an interleave factor equal to 4 for addresses within the first 
partition and with an interleave factor equal to 2 for addresses within the 
second partition. 

Figure 6. 7(b) illustrates the lower half of the block address space,[O,FFFFFh], 
being mapped according to distri bution type 0 and the upper half of the ad
dress space, [lOOOOOh,lFFFFFh], according to distribution type 1 ( [/., equals 
2). 

C) Non-power-of-2 intedeave factors 

A second application of X fields larger than X min, is to allow a braader 
variety of interleave schemes. This makes it possible to realize non-power
of-2 interleave factors, including non-integer interleave factors. 

For this purpose, the XO field is enlarged resulting in xo > Xmin· 

Figure 6.8 shows an example in which xo = 3 (since there is no Xl field, X 
equals XO and xo equals x). This allows to realize the mapping shown in 
the example. 
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Figure 6.7: Multiple mapping schemes 
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The address sequence 0,1,2, . .. ,FFFFFh, has a stride equal to 1. The fol
lowing groups of consecutive addresses from this address sequence, can be 
accessed in parallel on different memory banks 

{0,1,2},{3,4,5},{6,7},{8,9,10}, ... , {FFFFEh,FFFFFh} 

The address sequence is mapped with an effective interleave factor equal to 
2~ . 

Non-power-of-2 interleave factors which areintegerscan only be realized for 
short address sequences, ha ving a size less than or equal to 2x. For example 
the address sequence 0,1 , . . . , 6 is mapped with an interleave factor equal 
to 3 in figure 6.8. Non-power-of-2 interleave factors for address sequences 
consisting of more than 2x addresses, will be non-integer. 

Non-power-of-2 and non-integer interleave factors are useful compared to 
power-of-2 interleave fact-ors for two purposes: 

• maximizing the interleave factor for a main memory with a non-power
of-2 number of memory banks 

• improve the minimum intedeave factor of multiple power-of-2 strides 
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An example to illustrate the last issue, involves the following three address 
sequences 

0,1,2, ... ,15 
0,4,8,12,16,20,24,28 
0,100000h,200000h,300000h, 

stride 1 
stride 4 
stride 100000h 

These address sequences have effective intedeave factors equal to 2~, 2, and 4 
for the mapping shown in figure 6.8. For the mapping shown in figure 6.5(a), 
the respective effective intedeave factors equal 4, 1, and 4. The mapping of 
figure 6.8 provides a larger minimum intedeave factor than the mapping of 
figure 6.5(a) (nota largeraverage intedeave factor). 

D) Flexible memory contiguration support 

Figure 6.9 illustrates that application of the LUT-based address mapping 
scheme is not restricted to memory configurations consisting of a power-of-2 
number of memory banks, but multiples of tv number of memory banks 
are supported. Figure 6.9(a) shows a main memory consisting of 5 memory 
banks for .{V = 1. Figure 6.9(b) shows a main memory consisting of 6 
memory banks for tv = 2. 

Figure 6.10 shows the support of memory configurations consisting of non 
equally sized memory banks. This is realized by dividing the block address 
space into two partitions as discussed previously, and mapping each partition 
on a part of the bank address space 'covering' a constant number of memory 
banks. The first partition with X1 equal to 0 is mapped on the part of 
the bank address space covering 4 memory banks (bank addresses (0,0) to 
(3,7FFFFh)) and the second partition with X1 equal to 1 is mapped on the 
part of the bank address space covering 3 memory banks (bank addresses 
(0,80000h) to (2,FFFFFh) ). 
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6.4 Implementation Aspects 

3 

This paragraph discusses the way in which the address mapping mechanism 
can be implemented within a computer system. 

Two different ways will be considered for implementing the LUT-based ad
dress mapping. The first method follows the conventional way of performing 
address mapping on the block address part of the physical address. Address 
mapping is implemented together with the other memory control functions 
(FPM control and access queuing) into a separate memory controller unit. 

A second method will be discussed which is based on performing the ad
dress mapping directly on the virtual address, so that virtual addresses are 
mapped directly on bank addresses, removing the need to use physical ad
dresses as an intermediate form. This requires some part of the address 
mapping functionality to be moved into the processor, however, a more ef
ficient and faster implementation can be realized . 

Finally the conditions which have to be fulfilled by the main memory archi
tecture in order to support a specific set of distribution types are discussed. 
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6.4.1 Physical Address Mapping 

An implementation based on the usual concept of performing address map
ping on the physical address is shown in figure 6 .11. The applications that 
are executed by the processor, store and retrieve data based on virtual ad
dresses. Within the processor, these are translated into physical addresses, 
using a translation lookaside buffer (TLB) . Store and retrieve operations 
on main memory are sent to the memory controller over the memory bus. 
The block address part of the physical address is then used as input to 
the LUT-based address mapping, which generates the conesponding bank 
numbers and internal bank addresses. FPM control and access queuing will 
finally generate the bank access traces to the memory banks with the correct 
timing. 

The sizes and positions of the X and Y fields can he fixed at some predeter
mined values. It is also possible toselect them at system initialization time. 
This can he clone using a multiplexer as shown in figure 6.12. The 'XY se
lect' register contains for both the X and Y fields their size and the positions 
of the individual bits. Basedon the contentsof this register, the multiplexer 
will select the correct X and Y bits from the block address and put them 
at the input of the LUT. At the same time, all block address bits excluding 
the Y bits, are selected to compose the base address a:o. lmplementation of 
the multiplexer using programmabie gate array technology might result in 
a faster design. 

Figure 6.12(b) illustrates an implementation for the internal bank address 
generator, that will generate addresses 0:1 ,0:2, . .. ,a:n-1 from base address a:o 
and counter value n, according to equation 6.1, for given values of the pa
gesize, P = 2P, and a. Register a:~ is initialized to aL, which consistsof the 
least significant p bits of the base address a:o. During n- 1 iterations, a:~ is 
updated according to 

a~= (a~+ <J) mod P 

Bank address ak equals the value of O:M + a~ after the kth iteration. 

The width of the aL and a:~ fields in figure 6.12(b) equal p, which corre
sponds to a page size P = 2P. This is clone to makesure that internal bank 
addresses a:o,a:l , ... ,a:n-1, are located within the same page, and can there
fore he accessed using the FPM mechanism. This condition is also fulfilled 
for DRAM circuits with page sizes that are greater than P. It is therefore 
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Figure 6.12: lmplementation of the LUT and internal bank address genera
tor 
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not necessary to make parameter p configurable, but it can be assigned a 
fixed value which equals the minimum page size supported. 

The following values have to be initialized once or updated several times 
during system operation: 

• LUT entries 

• (j Register 

• XY select Register 

Initialization and updates can be performed using conventional store opera
tions, when each LUT entry and both registers are assigned addresses which 
!ie outside the block address space. 

6.4.2 Virtual Address Mapping 

Figure 6.13 illustrates an address mapping implementation which maps vir
tual addresses directly on bank addresses. 

The virtual address is divided into a block address part and a block offset 
part, for a given block size L = 21, as shown in figure 6.14. The block offset 
is identical to the block offset of the physical address, since this part is not 
involved in the TLB translation (the virtual page size is larger than the 
block size). 

The X and Y fields are Jocated within the virtual block address. Based 
on these fields, the LUT is indexed to obtain the bank number vector and 
counter value n. 

The least significant bits of the block address, which are part of the page 
offset field constitute the least significant bits of the base address ao. The 
other base address bits are obtained by TLB translation of the virtual page 
number from which bits belonging to the Y field are excluded. 

A difference between the implementations in figure 6.11 and figure 6.13 is 
that the TLB in the latter is only used for generating the base address ao, 
and has no effect on the generation of the bank number vector. Th is allows 
to use a smaller TLB. 

The concept of a physical address does not exist within this implementa
tion. Mechanisms that are based on physical addresses, such as physical 
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addressed caches and corresponding cache coherency protocols, can take the 
bank number vector concatenated with the base address instead, since the 
combination of these two veetors identifies starage locations in the same 
unique way as physical address do. 

Multiprocessors with virtual memory implement a special protocol to keep 
all TLBs consistent. A similar protocol is necessary to keep all LUT entries 
consistent that correspond to starage locations which are shared between 
multiple processors. 

6.4.3 Support of Distribution Types 

The convention address mapping methods discussed in the previous chapter, 
are usually based on memory banks with bank widths equal to the cache 
line size, {:., = L The mapping methods support only one distribution type. 
LUT-based address mapping supports multiple distribution types. However, 
this requires memory bank widths which are less than the cache line size. 
This paragraph investigates the relation between the distribution types, the 
number of memory banks, and the bank width . This will then he used 
to discuss some implementation and cast aspects related to the support of 
multiple distri bution types against the support of only one distribution type 
on memory banks that have a width equal to the cache line size. 

Paragraph 3.2.1 described that a cache line with size L = 21 can he mapped 
over memory banks with width W = 2w according to l- w + 1 distribution 
types {0, 1, ... , l- w }, if the number of memory banks M is at least {:.,. 

It can he derived that at most log2 M different distribution types can he 
supported if the number of memory banks is smaller than {v. This means 
that a main memory consisting of M memory banks with bank width 
W = 2w can support the following distribution types i for a cache line size 
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i E { l - w - min ( l - w, log2 M), ... , l - w - 1, l - w} (6.22) 

For each independent memory bank, separate control and data buses are 
required, which need to he connected to the address and data paths of the 
memory bus. Increasing the number of memory banks requires therefore 
additional logic and results in larger costs. 

In order to support multiple distribution types, memory bank widths are 
required that are less than the size of a cache line L. The memory band
width, provided by applying a conventional mapping method according to 
a distribution type 0 on M memory banks with a bank width W = L, 
is always more than LUT-based address mapping can achieve with multi
ple distribution types on the same number of memory banks with a bank 
width less than L. However, it is possible that with just a few memory banks 
more, LUT-based address mapping can provide the same or a larger mem
ory bandwidth by means of the support of multiple distribution types on 
memory banks with widths less than L, than conventional mapping methods 
can achieve with application of distribution type 0 on memory banks with 
widths equal to L. 

For example, a conventional mapping according to a distribution type 0 on 
4 memory banks with a bankwidth W = L, with a cycle time equal to 100 
ns and a fast cycle time equal to 25 ns results according to equation 4.20 in 
a maximum memory bandwidth 

w 1 
B = 4 · -L · --- = 40M accesses per sec 

100 ns 

A LUT-based address mapping, according to a distribution type 1 on 5 
memory banks with a bankwidth W = ~ and with the same performance 
as above, results in the same maximum memory bandwidth 

w 1 
B = 5 · - · = 40M accesses per sec 

L 100 + 25 ns 

It is not required to support all possible distri bution types for the realization 
of an effective adaptive main memory. Paragraph 8.5 shows that depending 
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on the memory access traffic characteristics and the main memory architec
ture and technological parameters, only a subset of all possible distribution 
types is needed to obtain maximum performance. 

In order to campare the cast/performance ratio of L UT-based address map
ping on a main memory, with M memory banks that have a width less than 
the cache line size W < L, toa conventional mapping scheme on M 1 memory 
banks with M 1 < M, a width equal to the cache line size W 1 = L 1, the total 
casts of the DRAM circuits should be taken into account in combination 
with the costs involved in organizing them in less but wider memory banks, 
against organizing them in more but narrower memory banks. 

Application of LUT-based address mapping on narrower memory banks al
lows for much better utilization of the parallelism that is available at the 
granularity of DRAM circuits. 

6.5 Summary 

This chapter has presented a navel address mapping methad that is based 
on a lookup table. LUT-based address mapping has the following unique 
features when compared to conventional mapping methods, which makes it 
suitable to form the basis of an adaptive main memory 

• Mappingscan he adjusted dynamically by changing the lookup table 
contents. 

• Multiple distribution types are supported. 

• Different parts of the block address space can be mapped in different 
ways. 

In addition the combination of the following features is unique to LUT-based 
address mapping 

• Memory configurations are supported that consist of any number of 
memory banks (not only power-of-2) and limited support is provided 
for memory banks with different sizes. 

• Two power-of-2 strides can be distributed perfectly over any power
of-2 number of memory banks within the same mapping. 
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• Non-power-of-2 and non-integer intedeave factors are supported. 

Two implementation concepts of LUT-based address mapping have been 
presented. Both concepts involve a smalllookup table (e.g., a 4 x 4lookup 
table with 2 bit entries, corresponding to a total storage capacity of 4 bytes, 
is already sufficient to support a simple mapping on 4 memory banks) and 
optionally some multiplexing logic and a small adder. Both concepts allow 
simple, fast, and cheap implementations. 

The first concept is based on an implementation of all the memory controller 
functions within a conventional memory controller unit, and maps physical 
block addresses on bank addresses. The second concept removes the need for 
physical addresses as intermediate form, and maps virtual addresses directly 
on bank addresses. This concept requires the address mapping function to he 
moved from the memory controller unit into the processor logic. This makes 
it possible to perform the lookup operation in parallel to the TLB lookup 
that now performs a virtual address to internal bank address translation. 
Both implementation concepts are covered by a pending patent application 
'Address Mapping for System Memory' [Lunteren97]. 

A conventional main memory within a state-of-the-art computer system can 
easily he changed into an adaptive main memory if only support for adap
tation to memory reference characteristics (as will he discussed in the next 
chapter) is required. In this case only the address mapping functional
ity within the memory controller needs to he changed, and eventually the 
lookup table needs to he mapped somewhere in the physical address space 
of the processor. 

If adaptation to the throughput of the memory access traffic (as will he 
discussed in chapter 8) has to he supported, changes to the main memory 
organization, memory bus and bus controller are required. In this case the 
adjustable address mapping function has to support multiple distribution 
types. In order to support a larger set of distri bution types, the bank width 
has to he smaller and the number of memory banks has to he larger than in 
the previous case. At the same time, control logic is needed that is able to 
compose a cache line from multiple independent parts that are retrieved from 
different memory locations dependent upon the distribution type according 
to which it is mapped. 

The additional costs involved in the support of multiple distribution types 
has to he weighted against the performance gains that can he achieved by 
throughput adaptation as will he discussed in chapter 8. Due to the growing 
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performance gap between processor and DRAM technology it seems to be 
just a matter of time before the performance gains will justify the application 
of throughput adaptation. 
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Chapter 7 

Memory Reference 
Adaptation 

This chapter addresses the problem of optimizing the memory bandwidth by 
improving the effective interleave factor through adaptation of the mapping 
scheme to the memory reference characteristics of the memory access traffic. 
Reference characteristics being the patterns that occur in the addresses of 
successive accesses to main memory. 

In the first part of this chapter, a reference model will be introduced to 
represent these address patterns. The reference model will be defined in such 
a way that it can be used by the adaptation algorithms. The typkal values 
of the parameters involved in the reference model will be investigated for 
memory access traffic occurring in realistic computer systems. The second 
part of this chapter studies how the LUT-based address mapping can be 
adapted to the memory access traffic using the reference model, in order to 
achieve a maximum effective interleave factor. 

The study of the memory reference model parameters and the evaluation 
of the adaptation algorithms will be performed using memory access traces 
obtained through simulation from a collection of processor traces. These 
processor traces originate from benchmarks that are designed to evaluate 
workstation and server systems. These benchmarks embed characteristics 
of general-purpose and scientîfic computing workloads. The benchmark pro
grams and traces are described in appendix A. The simulation environment 
is described in appendix B. 
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7.1 Memory Reference Characterization 

The memory accesses that are part of the memory access traffic between pro
cessors and main memory are initiated both by software as wellas hardware. 
Exam pies of memory accesses are 

• instruction fetches and operand retrieve and store operations that miss 
in the cache, 

• accesses to non-cacheable pages, 

• store operations due to cache ftush operations that are forced by the 
task sched uier, 

• store operations due to the replacement algorithm of the cache. 

The formation of the addresses involved in the first three types of memory 
accesses, is usually controlled by the compiler. The most significant part 
is determined by the virtual memory management operation (TLB). The 
address involved in a store operation due toa cache reptacement is dependent 
on the cache replacement algorithm in combination with the associativity of 
the cache (this will he discussed in paragraph 7.2). 

Paragraph 5.1.1 defined the stride performance of an address mapping me
thod as the effective intedeave factor that is achieved for sequences of mem
ory accesses that involve addresses with a fixed stride. The stride perfor
mance of LUT-based address mapping can he determined in a straightfor
ward way for most LUT contents (paragraph 6.3). The memory reference 
model definition will now he built on the stride concept, based on the follow
ing consideration. When the strides are known that occur within memory 
access traffic, these can he used select a mapping scheme that has the best 
stride performance for these strides. The selection of the mapping scheme 
will he discussed in paragraph 7.4. 

Memory reference characteristics can now he described by 

• the strides that occur, 

• the average length of access sequences with a certain stride, 

• the total number of sequences of a certain stride. 
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Several memory reference patterns are likely to occur at a smaller granu
larity then the entire stream of memory access traffic. For example, the 
memory accesses that fetch instructions and the memory accesses that store 
and retrieve data can he regarcled as separate substreams within the memory 
access traffic. Only at these granularity, specif1c reference patterns related 
to instruction fetching and access to data structures will he visible. In a 
computer system, several of these substreams can exist at the same time. 
Instruction and data accesses of programs can he mixed with memory ac
cesses due to operating system operation, and with memory accesses of other 
programs in multiprocessor systems. The substreams can he distinguished 
from each other by regarding the virtual pages to which the accesses go. 

In order to capture the reference patterns that occur in the various sub
streams, the memory reference charaderistics will he modelled at the fol
lowing two levels: 

1. Virtual page level: The reference patterns that occur in memory ac
cesses to individual virtual pages. These patterns include the memory 
reference behavior of individual programs and the operating system. 

2. Processor level: The reference patterns in all memory accesses originat
ing from the same processor. These include patterns that are imposed 
by the cache operation of individual processors. 

7.2 Cache lmposed Reference Characteristics 

Both read misses as well as write hits and misses m the 12 cache, can 
cause accesses to main memory. Retrieve operations on main memory are 
performed in case of 

• a read miss, 

• a write miss when the write-miss policy of the cache is write allocate. 

Store operations are performed in case of 

• a write hit and write miss when the write policy is write through, 

• a read miss when the write policy of the cache is copy back, and the 
cache line to he replaced is dirty, 
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• a cache flush operation when the write policy of the cache is copy back, 
which will cause all the dirty blocks to be written to main memory. 

The reference patterns of the following two types of cache events will now 
be focused on : 

1. a read miss that is due to a program 's first access to an address, 

2. a reptacement operation on a dirty block when the write policy is copy 
back. 

The first item, first time accesses to addresses, will result in reference pat
terns that are d ue to program referencing behavior, however partially 'fil
tered' by the cache line size. This will be discussed iri the paragraph 7.3. 
The following paragraphs wil! deal with the second item, the reptacement of 
a dirty block in a copy back cache. This type of cache is aften used as L2 
cache in multiprocessor systems because of the lower demand for memory 
bandwidth [Hennessy96]. 

7.2.1 Cache Replacement 

Figure 7.1 illustrates the way a cache controller divides a block address into 
two portions, denoted as cache tag and cache index. The cache index is 
used to map the block address on a set. The cache tag is then compared in 
parallel with all cache tags of the blocks in the set. In case of a match, the 
address was already in the cache, and the access results in a cache hit. If 
there is no match, a cache miss occurs. 

MSB LSB 
l+c-1 1-1 I 0 

Block Address 
Block Offset 

Cache Tag Cache Index 

Figure 7.1: Cache tag and cache index 
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The size c of the cache index field is determined hy the associativity of the 
cache, the cache line size, and the cache size according to ([Hennessy96]) 

1 ( cache size ) 
c = og2 cache line size x set associativity 

(7.1) 

In a fully associative cache only one set exists ( the cache line can be placed 
anywhere in the cache) and the cache index field is not needed 

Cfully associative = Ü 

In case of a direct mapped cache, each set contains only one cache line 
(one-way set associativity) and the size of the cache index field equals: 

( cache size ) 
Cdirect-mapped = Jog2 h j" . cac e me s1ze 

When a miss occurs, the cache controller will select the set in which the 
new cache line will he placed hased on the cache index part of the hlock 
address, according to figure 7 .1. If this set is full, then a cache line that is 
already in the set will be selected to be replaced by the new cache line. The 
selection processis usually random or least-recently-used (LRU). When the 
cache write policy is copy-hack and the cache line to he replaced is dirty, 
then the cache controller will perfarm a main memory access to store that 
cache line. The new cache line and the cache line that is to be replaced 
helong to the same set and will therefore have the same cache index. This 
means memory access to retrieve the new cache line from main memory, and 
the memory access to store the cache line, that is selected to he replaced, 
will involve block address with c identical least significant bits. 

7.2.2 Reference Patterns 

The effect of the cache replacement operation described in the previous 
paragraph can now he modelled by a sequence of two consecutive accesses 
with a stride s that is a multiple of 2c 

_ k cache size 
8 - x cache line size x set associativity 

(7.2) 
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where 

jkj E {0, 1, 2, 3, 4, ... } 

This reference pattem occurs in the memory access traffic that originates 
from each 12 cache, which is at the processor level of reference rnadelling as 
described in paragraph 7 .1. 

When the cache does nat incorporate a write buffer, the first of the two 
memory accesses will be the store operation and the second one the retrieve. 
Wh en the memory access traffic is represented by a memory access trace T, 

then cache replacements will result in the following type of access patterns: 

r = { ... , (ao,s,do,to), (a1,r,tl), ... , } 

where 

(ao, s, do, to), 
(a1,r,tl) 

and 

are a store and retrieve operation replacing a dirty cache 
line in the cache 

k cache size 
al - ao = x cache line size x set associativity 

A write buffer allows to perform the retrieve operation first and the store 
operation afterwards. This results in the following type of access patterns: 

or 

r= { ... , (a1,r,t1), .. . , (ao,s,do,to), ... , } 

The last situation can occur for example with a nonblocking cache that 
serves multiple read misses at the same time. 

7.2.3 Memory Bus Trace Analysis 

Several cache configurations have been simulated to investigate the oc
curence of reference patterns within memory access trafik that are due to 
the cache replacement operations. 
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Parameter 
Cache simulator 11 cache size 

11 cache line size, L 
11 set-associati vi ty 
11 write policy 
11 write-miss policy 
reptacement order 

Value 
32K 
32, 64 
8 
copy-back 
allocate 
retrieve /store 

Figure 7.2: Cache simulator configuration 
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The simulation results that will be examined here were obtained with the 
cache parameters shown in figure 7.2. Only an 11 cache is used. The 
replacement order indicates the order of the retrieve and store operation 
that are performed to replace a dirty cache line when a copy-back write 
policy is used . 

Figure 7.3 illustrates the 16 most frequently accuring strides within the 
memory access traffic for the 089.su2cor benchmark that is simulated with 
a cache line size equaJ to 64. The frequency of the stride that occurs most 
is normalized at 100. 

According to equation 7.2 the simulations with this cache line size and the 
cache parameters shown in figure 7.2 should result in access sequences with 
stride equal to multiples of 

32K = 64 
64 x 8 

This is the case in figure 7.3. All strides that are shown are multiples of 64. 

Figure 7.4 shows the 16 strides that occur most frequently in the memory 
access traffic for all the simulations of the benchmark programs with a cache 
line size equal to 32. In this situation the strides that occur are expected to 
be multiples of 

32K 
---= 128 
32 x 8 

Many of the strides that are shown in figure 7.4 are indeed multiples of 128. 
The frequent aceurenee of strides equal to 1 and other strides that are equal 
to a multiple of 128 plus 1 (e.g., 1025, -3071) might be due to program 
reference characteristics, which wil! be discussed in the next paragraph. 
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Stride 

Figure 7.3: 089.su2cor strides at the processor level 
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Figure 7.4: SPEC92 CINT and CFP, and application strides at the processor 
level 
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7.3 Program Imposed Reference Characteristics 

Memory references by a program can be divided into instruction fetching and 
data accesses for either retrieving operands or storing results. Instruction 
fetching has typically a sequentia! nature, sirree instructions are aften fetched 
from successive addresses in the virtual address space. Data accesses have a 
much larger variety of reference patterns. Data reference patterns of scien
tific programs operating on dense arrays or matrices are usually very regu
lar, whereas the reference patterns in pointer-intensive and sparse numerical 
computations are less predictabie [Mehrotra95) [Mehrotra96][Glass97). 

When an access to a single byte or word misses in the cache, an entire cache 
line will be retrieved from main memory by the cache controller. In this 
way benefit is taken from the spatiallocality property of programs, which 
states that addresses that are close to each other tend to be referenced close 
in time. However, reference patterns that relate to addresses within single 
cache lines will be 'filtered out'. 

For example, a 4 x 4 matrix, in which each element is one byte, can bestared 
in one single cache line if the cache line size is at least 16 bytes. Traversing 
the matrix column-wise or row-wise would not show any different reference 
pattem in the memory accesses to main memory sirree the entire matrix 
can be retrieved in on access. Reference pattems in the memory accesses to 
main memory will only occur if the matrix dimensions are large enough. 

When a program involves a sequence of memory references with a specific 
stride, then this will only result in a specific access pattem in the memory 
access traffic to main memory, if these memory references cover multiple 
cache lines. This will be the case when 

sequence length x stride ;::: cache line size (7.3) 

An access sequence with a stride Sb that occurs at the byte address level, 
will result in an access sequence with a stride se at the cache line level, with 
a cache line size L, with 

Sc= Sb div L (7.4) 

if Sb is a multiple of L. 

These reference pattems occur at the virtual page level. 
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Parameter Value 
Cache simulator 11 cache size 32K 

11 cache line size, L 4,8,16,32,64,128 
11 set-associativity 8 
11 write policy copy-back 
11 write-miss policy allocate 
replacement order retrieve J store 

Virtual memory virtual page size 4K 

Figure 7.5: Cache simulator contiguration 

7.3.1 Memory Bus Trace Analysis 

Several simulations have been performed with various cache line sizes in 
order to analyse the 'filter' effect of the cache line size on access sequences 
with constant strides that occur within the memory references of programs. 
Figure 7.5 shows the cache parameters that were used and the virtual page 
size. Only an 11 cache is used. 

During each simulation the virtual pages accessed, were registered. For each 
virtual page the strides, average length and total number of access sequences 
with a certain stride were registered. 

Figure 7.6 shows the average sequence lengths for the 16 most frequently 
occurring strides within the 64 most referenced virtual pages for the bench
marks 078.swm256, 093.nasa7, and 034.mdjldp2. This figure shows clearly 
that for larger cache line sizes, the average length of access sequences with 
a certain stride quickly decreases or in other words 'is filtered out' by the 
cache line size, for all the three benchmarks. 

Figure 7.7 and figure 7.8 show the 16 strides that occur most frequently at 
the virtual page level for the SPEC92 CINT and CFP benchmarks for cache 
line sizes equal to 4 and 32. Due to the increased filter function of a larger 
cache line size (equation 7.4), figure 7.8 shows strides that are lower than 
the on es shown in figure 7. 7. 

For both cache line sizes, stride 1 appears to be the most dominant stride. 
Apparently, the information contained in single virtual pages, is accessed 
in a consecutive order most of the time. lt has not been analysed whether 
there are significant differences in this respect between access to virtual 
pages containing instructions and to ones which contain data. 
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Figure 7.6: Cache line size effect on average strided sequence length at the 
virtual page level 
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Figure 7.7: SPEC92 CINT and CFP strides at the virtual page level for a 
cache line size equal to 4 
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Figure 7.8: SPEC92 CINT and CFP strides at the virtual page level for a 
cache line size equal to 32 

Figure 7.4 showed the most frequently accuring strides at the processor level 
for the benchmark programs. The observed frequent aceurenee of strides 
that are equal to 1 is likely to be caused by 'virtual-page-level-strides' that 
occur directly at the processor level. This can happen when consecutive re
trieve operations go to the same virtual page and do nat cause any replace
ment operations which would result in interteaving of the retrieve operations 
with store operations. Replacement operations are not required when the 
cache is nat yet full, ar when the cache line to be replaced is not dirty. This 
is always the case with instructions. 

The aceurenee of the other strides that are equal to multiples of the cache 
reptacement imposed constant, according to equation 7.2, incremented by 
one, can be explained in the following way. If a reptacement operation is 
performed that involves a retrieve eperation on a block address ao which is 
foliowed by a store operation on a block address a1, then for the stride s0 

that occurs in these two block addresses will hold 

cache size 
So = al - ao = k X h l" . . . . 

cac e me s1ze x set assoe1atlvlty 

If the reptacement eperation is foliowed by an access to block address ao + 1, 
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then the stride s1 that occurs in the block addresses involved in this access 
and the previous store operation equals 

cache size 
sl=(ao+l)-a1 =1-kx . . . . . 

cache !me s1ze x set associattvtty 

If the access following a re placement operation is directed to the same virtual 
page, then figure 7.7 and figure 7.8 show that there is a very high probability 
that the block address involved equals the block address of the retrieve 
operation involved in the repJacment operation incremented by one. 

This demonstrates the impact of virtual-page-level strides on the reference 
charaderistics at the processor level. 

7.4 Preliminary Memory Reference Adaptation 

The previous paragraphs revealed the preserree of the following access pat
terns in the memory access traffic in the simulations with the benchmark 
traces: 

• access sequences at the virtual page level with varying lengths and 
strides equal to 1, which result in access sequences at the processor 
level with lengths equal to 2 and strides equal to 1 and 

k cache size 
x h r . . -. +1 cac e me s1ze x set assoctatlvlty 

• access sequences at the processor level with a length equal to 2 and 
strides equal to 

cache size 

cache line size x set associativity 

In order to optimise the effective interleave factor according to which the 
memory access traffic with these access patterns is mapped, a property of 
the L UT-based address mapping will be applied that is described in para
graph 6.3 and which involves the perfect distri bution of two different power
of-2 strides. 
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In order to realize the interleaving of the mentioned strides over all the 
memory banks, the least significant X and Y field bits wil! be put at positions 

Po= 2o = 1 

_ lo ( cache size ) 
QO - g2 cache line size 

(7.5) 

The rows and columns of the LUT will consist of veetors with successive 
bank numbers as shown in figure 6.5. 

This is an example of a adaptation algorithm that is of a more static na
ture and only involves adjustments of the address mapping in case of cache 
parameter changes (e.g., cache expansion). 

7 .4.1 Validation 

Several simulations have been performed with the configuration parameters 
shown in figure 7.9. 

Application of equation 7.5 on the 12 cache parameters results in the fol
lowing least significant bit positions of the X and Y fields: 

Po= 1 

qo = log2 e;f) = 10 

Simulations are performed fora main memory consisting of 4 and 8 memory 
banks. For 4 memory banks, the size of the X and Y fields wil! eq u al 2 
bits, and the LUT contains 4 x 4 entries. For 8 memory banks, the size 
of the X and Y fields equal 3 bits, and the LUT contains 8 x 8 entries. 
Only distribution type 0 wil! be applied, which for the given memory bank 
width and cache line size, means that a cache line is mapped on exactly one 
storage location within one memory bank. Figure 7.10 shows the address 
mapping that is applied for 4 memory banks. 

The processor speed is in all simulations, except the last one, equal to 300 
MHz, and the memory bus runs at 66 MHz. In the last simulation, the 
processor is simulated to run at 500 MHz, and the memory bus at 100 MHz. 
The maximum number of pending read operations, Pr, is varied between 1 
and 4. 
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Parameter Value 
Cache simulator 11 cache si ze BK 

11 cache line size 32 
11 set-associati vi ty 1 
11 write policy write-through 
11 write-miss policy no write allocate 
12 cache size 32K 
12 cache line size, L 32 
12 set-associativity 1 
12 write policy copy-back 
12 write-miss policy write allocate 
replacement order retrieve /store 

store/retrieve 
Timing generator processor speed, ti/ 300 MHz, 500 MHz 

bus speed, t:B1 66 MHz, 100 MHz 
Blocking delay max. number of pending 1,2,3,4 
insertion retrieve operations, Pr 
Main memory number of memory 4,8 
simulator banks, M 3,5,7,9 (Prime degree int .) 

bank width, W 32 
cycle time, te 100 ns 
fast cycle time, te' 25 ns 
access time, t,. 50 ns 
mapping scheme Sequentia! interleaving 

Block interleaving 
Prime degree interleaving 
Skewed-storage 
Pseudo-random interleaving 
1UT-based address mapping 

(only distribution type 0) 

Figure 7.9: Simulation parameters 

The performance of the conventional mapping schemes that were discussed 
in chapter 5 has been simulated as wel!. These mapping schemes are 

1. Sequentia! interleaving 

2. Block interleaving with a block size equal to 

cache size 

cache line size x set associativity 
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Figure 7.10: LUT-based address mapping 
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3. Prime degree interteaving over a power-of-2 minus one and a power
of-2 plus one number of memory banks 

4. Skewed-storage with a skew equal toa mod M 

5. Pseudo-random interteaving 

Figure 7.11 to tigure 7.15 present the average latency that is achieved with 
each of the mapping schemes for the various contigurations that have been 
simulated. Figure 7.16 and tigure 7.17 compare the numerical results eer
responding to tigure 7.15 for sequentia} interleaving, block interleaving, and 
LUT-based interleaving. The percentual improvement that would be ob
tained if LUT-based interleaving were applied, is indicated between paren
theses behind the average latencies. 
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speed = 300Mhz/66MHz 
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Figure 7.12: Pr = 1, reptacement order = retrieve/store, processor/bus 
speed= 300Mhz/66MHz 
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Figure 7.13: Pr = 2, replacement order = retrieve/store, processor/bus 
speed= 300Mhz/66MHz 
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Mapping Method 

1!1 Sequentia] 

11 Block 

D Prime degree (7) 

Eli Prime degree (9) 

11 Skewed-storage 

IJ Pseudo-random 

lil Lut-based 

Figure 7.14: Pr = 4, replacement order = retrievefstore, processor/bus 
speed= 300Mhz/66MHz 
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Figure 7.15: Pr = 4, replacement order = retrievejstore, processor/bus 
speed = 50011hz/10011Hz 
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Benchmarks Sequentia! Block LUT-based 
interleaving interleaving mappmg 

CINT92 105.89 (16%) 157.02 (43%) 88.31 
CFP92 121.27 (24%) 162.52 ( 43%) 91.68 
Appl 106.64 (21%) 206.29 (59%) 83.78 

Figure 7.16: Average latency (ns) and reference adaptation gain (%) for 4 
memory banks, Pr = 4, replacement order = retrievejstore, processor/bus 
speed = 500Mhz/100MHz 

Benchmarks Sequentia! Block LUT-based 
interleaving interleaving mappmg 

CINT92 90.65 (22%) 133.72 (48%) 70.10 
CFP92 111.48 (27%) 147.82 (45%) 81.22 
Appl 93.79 (23%) 203.68 (64%) 72.02 

Figure 7.17: Average latency ( ns) and reference adaptation gain (%) for 8 
memory banks, Pr = 4, replacement order = retrievejstore, processor/bus 
speed= 500Mhz/100MHz 

7.4.2 Conclusions 

The most applied mapping scheme today, sequentia! interleaving, has only 
one conflict free power-of-2 stride, which is 1, as is discussed in paragraph 5.2. 
A popular variation on sequentia! interleaving, block interleaving, has also 
only one conflict free power-of-2 stride, which is denoted as the block size and 
can be any power-of-2 dependent on the implementation of the interleaving 
scheme. 

Sequentia! interleaving performs very well for strides equal to 1, but badly 
forstrides that are due to cache replacements. Block interleaving as applied 
in the simulations presented here, performs badly forstrides equal to 1, but 
very well for the strides caused by cache replacements. 

For a small maximum number of pending retrieve operations and low pro
cessor/bus speeds, sequentia! interleaving and block interleaving are the best 
choice from the pricefperformance point of view. Figure 7.11 and figure 7.12 
show that for Pr equal to 1 the performance of sequentia! interleaving and 
block interleaving is similar to that of the other mapping schemes. Only 
with a replacement order of store operation foliowed by retrieve operation, 
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Global cache 
miss rate 

2.5% 5.0% 
Sequentia! interteaving 6% 10% 
Block interteaving 21% 35% 

Figure 7.18: Execution speedup for preliminary reference adaptation algo
rithm 

is sequentia! interteaving performance worse. In this case the number of 
memory accesses that can contend with each other is very limited since 
only one retrieve operation can he pending at the same time. This is the 
reason for the successful employment of sequentia! interteaving and block 
interleaving in the majority of general-purpose computer systems. 

For an increased number of pending reads and higher processor/bus speeds, 
the performance of sequentia! interleaving and especially block interleaving 
steadily degrades compared to the other methods as shown in figures 7.13 
to 7.15. These figures show that LUT-based address mapping is able to 
keep up with the much more expensive and time-consuming prime degree 
interteaving and pseudo-random interteaving methods that are usually only 
applied in specific scientific-computing systems. 

Using the computer performance dependency model that was defined in 
paragraph 3.6.3, the impacts on the execution speed have been calculated 
fora computer system and workload with CPiexecution = 1.33, 33% percent of 
the instructions referring to memory, and combined 11/12 cache miss rates 
equal to 2.5% and 5.0% respectively, for the values shown in figure 7.16 and 
figure 7.17. The results are shown _in figure 7.18. 

The performance figures presented here relate to a single processor system 
with 4 or 8 memory banks, running at processor speeds up to 500 MHz, 
with a maximum number of 4 pending retrieve operations. The simulated 
processor, workload, and memory system parameterscan he expected to he 
typical for computer systems in the very near future. 

Due to the lack of multiprocessor traces being available, only single processor 
systems have been simulated. Multiprocessor systems with 2, 4, and 8 pro
cessors running at the sameprocessor speed, will generate much more traffic 
than has been simulated. At the same time, the traffic to main memory that 
is generated by the individual processors will increasingly load main mem-



192 Chapter 7. Memory Reierenee Adaptation 

ory resulting in larger contention due to the widening gap between processor 
performance and DRAM performance. 

These trends have two essential consequences. The first one being that with 
the growing load on main memory, a better distribution of the memory ac
cesses results in larger reductions in contention and therefore in increased 
main memory performance. The second consequence being that main mem
ory performance will become a more dominant factor in determining com
puter performance (paragraph 1.2), and therefore, latency reductions result 
in larger execution speedups. 

When these aspects are taken into account, then the latency reductions 
and execution speedups that can be obtained with reference adaptation as 
presented here, can be considered very conservative. Especially when ref
erence adaptation is combined with throughput adaptation, as will be dis
cussed in next chapter, significant performance gains could be achieved for 
multiprocessor systems. Some forecasts for possible gains will be made in 
paragraph 8.5. 

7.5 Summary 

The address characteristics of memory access traffic are modelled by the 
strides that occur within the traffic that originates from a single processor 
and within the traffic that is directed to a single virtual page. 

The effect of cache and program properties on the address characteristics of 
memory access traffic has been stuclied and analysed using memory access 
traffic that has been obtained through simulation of single processor traces 
of benchmark programs. The impact of memory reference behavior of pro
grams appears to be limited to the occurence of address sequences with a 
stride equal to 1 within traff1c at the virtual page level, which is likely to 
be caused by instruction fetching. Other effects of programs seem to have 
diminished because of the increased 'filter function' of the larger cache line 
sizes applied in state-of-the-art computer systems. 

The infiuence of the replacement operation of a dirty cache line has been in
vestigated in copy back (12) caches, that are often applied in multiprocessor 
systems. This effect occurs in the traffic at the processor level in the form of 
pairs of retrieve and store operations with a stride that is dependent on the 
cache parameters. Analysis has shown that for the given set of benchmark 



7.5. Summary 193 

programs, the cache imposed patterns in combination with the program im
posed stride 1 sequences, determine most of the address charaderistics that 
occur at the processor level. 

Due to the 'statie' nature of these address patterns, the address mapping 
only neecis to be adjusted when cache parameters are changed, for example 
in case of cache memory upgrades. No dynamic adaptation is required. The 
adaptation to the address charaderistics is basedon the ability of the LUT
based address mapping method to distribute two different power-of-2 strides 
perfectly over a power-of-2 number of memory banks. In this case the first 
stride equals 1 (instruction fetching) and the second one is derived from the 
cache parameters. 

The simulations with the benchmark traces for single processor systems have 
shown that fora smal! maximum number of pending retrieve operations (up 
to 2) and low processor and bus speeds (300 Mhz respectively 66 MHz), 
the cheapest mapping methods, sequentia! and block interleaving, achieve · 
a performance that is comparable to LUT-based address mapping and the 
expensive mapping methods prime degree interleaving, skewed-storage and 
pseudo-random interleaving that are applied in special scientific-computing 
systems. 

For increased throughput of the memory access traffic due to an increased 
number of pending retrieve operations and higher processor and bus speeds, 
the performance of both sequentia! and block interleaving degrades and the 
LUT-based address mapping clearly provides the best pricejperformance 
compared to state-of-the-art mapping methods. 

Latency reductions have been measured that are in the range between 16% 
to 27% compared to sequentia! interleaving for workload and computer pa
rameters that are likely to occur in the very near future. These latency 
reductions correspond to execution speedups between 6% and 10%. Since 
only single processor systems have been simulated, these values can be con
sidered as very conservative. 
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Chapter 8 

Throughput Adaptation 

This chapter defines a memory access timing model that is based on a fractal 
(self-similar) interarrival time distribution. First the motivation for such a 
self-similar timing model will be discussed. This is foliowed by a short 
introduetion to self-similarity. The model is validated through analysis of 
the memory access trafiic that is obtained through simulations with the 
benchmark traces described in appendix A. 

A preliminary throughput adaptation algorithm will be investigated that is 
based on the self-similar timing model. The output of the algorithm consists 
of the LUT contents for the LUT-based address mapping that should result 
in bank access traffic fulfilling the conditions for minimum latency as derived 
in paragraphs 4.4 to 4.6. A self-similar traffic generator was designed for 
validating the adaptation. 

The tools that have been used for analyzing self-similar traffic have been 
developed by Patriek Droz, who is a Research Staff Memher at the IBM 
Zurich Research Labaratory in Switzerland. 

8.1 Fractal Nat ure of Cache Misses 

Voldman and Hoevel [Voldman81] observed that cache misses occur in bursts, 
ie. cache misses are clustered during a certain interval in time, which is fol
Iowed by a relatively large gap. This behavior can be explained by regarding 
a burst as an interval in which a program develops a working set within the 
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cache, and the succeeding gap as the interval in which the program operates 
on that working set in the cache. 

A burst of cache misses will result in a burst of accesses to main memory. 
The burstiness of the memory access traffic is important since the interarriva.l 
times between successive memory accesses directly affect the contention that 
will occur (paragraph 4.5). Several definitions of burstiness exist. The 
simplest definition is ba.sed on the marginal distri bution of the interarriva.l 
times (first-order properties) and consistsof the ratio between the peak ra te 
and the mean rate (~) . The impact of burstiness can he better captured 
by taking temporal dependendes (second-order properties) into account, as 
this chapter will prove. 

The traffic model that will he used in this thesis is inspired by a later artiele 
of Voldman, Mandelbrat and others [Voldman83] in which they present their 
discovery tha.t the intermiss dista.nces of a (stressed) cache have a. self-similar 
(fractal) distribution . Burstiness will now he expressed using the Hurst 
parameter, which is related to the self-similarity properties of the memory 
a.ccess traffic. 

Self-similarity has been discovered in ma.ny types of traffic. One of the most 
rema.rkable discoveries was the fractal nature of Ethernet traffic by Leland 
et al. after analysis of a massive amount of network traffic at Belleare 
[Leland93] [Leland94]. Other examples of traffic with self-similar proper
ties are compressed digita.l video streams, ATM traffic, Signaling System 
Seven (SS7) control traffic on networks basedon ISDN, Web traffic between 
browsers and servers [Stallings97] [ Almeida96]. 

The discovery of the self-similar properties of network traffic has major 
implications since resource allocation based on traditional queuing models 
appea.rs to he inaccurate and results in worse performance than expected 
due to underestimation of the required network resources (eg. buffers). New 
resource a.llocations schemes have been designed which take the self-similar 
charaderistics of network tra.ffic into account [Droz96a]. 

In contrast to network traffic, the discovery of self-similar properties of cache 
misses by Voldman et al., has only found a. limited number of applications 
that are mainly in the area of cache rnadelling for cache miss rate prediction 
[Thiébaut89][Mendels93] [Mendels93] and the generation of synthetic traces 
for cache performance evaluation [Thiébaut92] . 

No literature exists on the application of the self-similar properties of cache 
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misses on ma.in memory design. 1t is the a.uthor's opinion tha.t this ca.n be 
expla.ined by the fa.ct tha.t current ma.in memory designs in contrast to the 
ma.in memory presented in this thesis, do not embed the a.bility to a.da.pt 
to the memory a.ccess timing a.nd therefore the exact distribution of the 
memory a.ccess intera.rriva.l times is a.ppa.rently not of much interest. 

8.2 Self-Similarity 

This introduetion to self-simila.rity is ba.sed on [Droz96a.). 

A time series is self-simila.r if it shows simila.r statistica.! properties a.t a. range 
of times sca.les, eg. milliseconds, seconds, minutes, hours. In other words, 
a. self-simila.r time series exhibits simila.r burstiness properties at a. range of 
time sca.les. Self-simila.rity ha.s been observed in ma.ny a.rea.s, for exa.mple in 
the following time series 

• the a.mount of bla.ck spots on the surface of the sun (Astronomy), 

• the foreign exchange ra.tes of stocks (Economics), 

• the a.mount of ra.infa.ll (Meteorology), 

• the number of transmission errors (Communications). 

Self-simila.rity implies the existence of a. memory effect which ca.uses a. va.lue 
a.t a. given moment to be influenced by previous va.lues in the past. The 
length of the interval in which a. dependency ca.n be distinguished between 
successive va.lues is different per system. For example, with the count of 
bla.ck spots on the sun this interval a.ppea.rs to be approxima.tely eleven 
years. The memory effect ca.n he expressed a.s a correla.tion between the 
successive va.lues of a. time series. A positive correla.tion implies that if 
the time series ha.s increa.sed during an interval it is most likely tha.t it 
will continue to increase during the next interval. In the sa.me wa.y, there 
is a. higher probability that a decreasing interval is followed by another 
decrea.sing interval. A negative correlation means that successive intervals 
are statistica.lly most likely alterna.tely increa.sing a.nd decrea.sing. 

Ma.ny traditional tra.ffic roodels are based on uncorrela.ted behavior. For 
exa.mple, renewa.l processes involve independent arrival times that are iden
tically distri bu ted. 
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An important implication of self-similarity is that the merging of self-similar 
traffic streams, by a statistica! multiplexer for example, will not result in 
smoothing of traffic but rather that the aggregate stream will also be bursty 
[Stallings97]. 

8.2.1 Mathematical Definition 

[Mandel83] [Leland94] define self-similarity in the following way. 

Let X = ( Xt : t = 0, 1, 2, 3, ... ) be a covariance stationary stochastic 
process with mean J.L = E[xt], varianee (J2 = E[(xt-J.L) 2 ] and autocorrelation 
function 

The autocorrelation function is assumed to be of the form 

r(k) rv ak-!3 for k--+ 00 

with 0 S j3 ::=; 2 and a is a constant. 

The covariance stationary time series X(m) = (xim) : k = 1, 2, 3, 4, ... ) are 
derived from the time series X by averaging non-overlapping blocks of size 
m according to 

(m) 1 "'km 
Xk = m L..ti=(k-l)m+l Xi for m > 1 

X is now called exactly second-order self-similar with self-similarity param
eter H = 1 - ~ if for all m = 1, 2, 3, ... 

(8.1) 

and 

rm(k) = r(k), for k ~ 0 (8 .2) 

X is called asymptotically second-order self-similar with self-similarity pa
rameter H = 1 - ~ if for k large enough 

rm(k)--+ r(k), for m--+ oo (8.3) 
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X is called secend order self-simila.r if the a.ggregate processes x(m) are 
(exactly) or hecome (asymptotically) indistinguishahle from X regarding 
their autocorrelation function. 

The self-similarity parameter H is usually called Hurst parameter. The 
Hurst parameter indicates whether a long-range dependency exists. The 
Hurst parameter lays in the range 0 < H < 1. A parameter H > ~ indicates 
a positive correlation, whereas a negative correlation corresponds to H < ~. 
lf H = ~ no correlation exists. 

8.2.2 Hurst Parameter Measurement 

The tools [Droz96a] that wil! he used to estimate the Hurst parameter of 
memory access traffic, are hased on two methods, R/S analysis [Hurst51] 
[Mandel69] [Mandel71] and varianee time plot [Leland94). 

R/S Analysis 

Let W = ( Wt : t = 0, 1, 2, 3, ... ) he the time series that consist of the partial 
sums of the original time series X, with 

t 

Wt = LXu 
u=l 

The ratio 

R(s, t) 
S(s, t) 

(8.4) 

is called the rescaled range, where S(s, t) is the standard deviation over the 
interval [t + 1, t + s] 

S(s, t) = ( ) 

2 
1 t+s 

- L Xu 
8 u=t+l 

(8.5) 
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a.nd R(s, t) equa.ls 

R(s, t) = 

The Hurst parameter is obta.ined by platting 

log (R(s,t)) 
S(s, t) 

(8.6) 

a.ga.inst log(s). The Hurst parameter H is now the slope of the straight line 
tha.t is dra.wn using a. least-squares fit through the points tha.t make up this 
plot. 

The R/S a.na.lysis is robust a.ga.inst changes in the ma.rgina.l distribution. 

Varianee Time Plot 

The varianee time plot is based on equation 8.1 

Platting 

(
var (X(m))) 

log 2 a 

against log(m) results in a. curve with a slope {3. The Hurst parameter H is 
obtained by calculating 

{3 
H= 1--

2 

An efficient methad is to start the calculation with m = 2 and double m 
each iteration. 
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8.3 Fractal-based Access Timing Model 

The timing of memory access traffic will now be characterized by the fol
lowing parameters 

1. Mean interanival time 

2. Interanival time varianee 

3. Hurst factor 

One could interpret the model in the following way in relation to a given 
memory access trace. The mean and varianee describe first-order properties. 
These parameters only relate to the sizes of the intervals between consec u tive 
arrivals that are contained within trace. The Hurst factor relates to second
order (tempora!) properties. This factor represents the way in which the 
various intervals are ordered within the trace. 

Paragraph 8.5 discusses the influence of each of these three parameters on 
the main memory performance. 

8.3.1 Memory Bus Trace Analysis 

Paragraph 3.6.1 discussed the effects of main memory performance on the 
memory access traffic characteristics. These effects were modelled in para
graph 3.6.3 by the insertion of blocking delays when the number of pending 
retrieve operations is equal toa model parameter Pr · 

First the memory access traffic that is generated by the cache will be anal
ysed without taking the effects of main memory performance into account. 
This means that the memory access traffic is analysed befare the blocking 
delay insertion is performed. Next memory access traffic that is affected 
by main memory performance and is subject to blocking delay insertion, is 
analysed. 

No Main Memory Performance Effects 

Figure 8.1 shows the cache simulator and timing generator parameters that 
were used to generate the memory access traffic from the various benchmark 
processor traces. 
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Parameter Value 
Cache simulator 11 cache size BK 

11 cache line size 32 
11 set-associativity 1 
11 write policy write-through 
11 write-miss policy no write allocate 
12 cache size 32K 
12 cache line size, L 32 
12 set-associativity 1 
12 write policy copy-back 
12 write-miss policy write allocate 
replacement order retrieve /store 

Timing generator processor speed, t P" 500 MHz 
bus speed, tB1 100 MHz 

Figure 8.1: Cache simulator and timing generator parameters 

Figure 8.2 and figure 8.3 show the R/S analysis and varianee time plots for 
two of the benchmarks. These two figures show that the memory access 
traffic of these two benchmarks do indeed have self-similar properties. This 
has been observed for the memory access traffic of the other benchmarks as 
well . 

Figure 8.4 lists the mean, variance, and Hurst factors that have been found 
for the interarrival timing of the memory access traffic. Both the mean and 
varianee of the interarrival times val u es show large differences for the various 
benchmarks. The Hurst factor varies between 0.64 and 0.93. 

Main Memory Performance Effects 

In the memory access traffic that was generated according to the simulator 
parameters listed in figure 8.1, blocking delay insertion has been performed 
to reileet the impact of different levels of main memory performance on the 
traffic characteristics. Figure 8.5 shows the values of Pr, reflecting range of 
traffic dependendes on main memory performance, for which the simulations 
have been performed. 

The main memory simulator parameters in this figure determine the various 
levels of main memory performance that have been simulated. In order to 
focus only on the timing charaderistics of memory access traffic, the infl u-
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Figure 8.2: R/S analysis and Varianee time plot of awk 

RIS analyze 
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Figure 8.3: R/S analyse and Varianee time plot of 085.gee 
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Benchmark Interanival time 
Varianee Mean Hurst 

022.li 104473.70 114.71 0.78 
026.compress 19359.31 88.85 0.75 
085.gcc 78448.55 77.18 0.80 
034.mdjldp2 302853.70 185.59 0.82 
077.mdljsp2 819178.70 526.75 0.92 
078 .swm256 13790.63 67.46 0.93 
089.su2cor 119440.20 40.41 0.78 
090.hydro2d 34233.97 88.49 0.83 
093.nasa7 9481.09 82.33 0.77 
awk 27435.64 53.84 0.64 
tex 22078.26 44.85 0.88 

Figure 8.4: Timing charaderistics (no main memory performance effects) 

Parameter Value 
Blocking delay max. number of pending 1,2,4,8,16,32,64 
insertion retrieve operations, Pr 
Main memory number of memory 8 
simulator banks, M 

bank width, W 4 
cycle time, te 100 ns 
fast cycle time, te• 25 ns 
access time, ta 50 ns 
mapping scheme Optimal interleaving, 

distribution types 0,1,2,3 

Figure 8.5: Blocking delay insertion and main memory simulator parameters 

ence of the address characteristics has been eliminated by the application of 
an address mapping that guarantees a perfect interleaving over all memory 
banks. This 'optima! interleaving' scheme simply maps consecutive mem
ory accesses to consecutive memory banks without taking the addresses into 
account. All 4 possible distribution types on 8 memory banks have been 
simulated. In this case, the memory bank width equals 4 bytes. This allows 
application of mappings according toa dis tribution type 0, which distributes 
an entire cache line of 32 bytes over all memory banks, and mapping accord
ing to a distribution type 3, which concentrates an entire cache line on one 
single memory bank. 
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Pr Interanival time 
Varianee Mean Hurst 

1 27607 .28 123.06 0.64 
2 27983.08 118.41 0.63 
4 28340.26 113.25 0.61 
8 28593.02 108.02 0.57 
16 28793 .83 102.15 0.50 
32 27531.62 100.05 
64 27541.02 100.00 

Figure 8.6: awk timing characteristics for distribution type i = 0 

Pr Interarrival time 
Varianee Mean Hurst 

1 27153.50 142.47 0.64 
2 27188.36 88.01 0.64 
4 27408.36 71.45 0.64 
8 27575.06 67.04 0.64 
16 27566 .90 62.70 0.64 
32 27530.13 58.86 0.64 
64 27457.62 55.62 0.64 

Figure 8.7: awk timing characteristics for distribution type i= 2 

Figure 8.6 shows the measured timing characteristics of the memory access 
traflic that was generated for the awk benchmark using the optima! inter
leaving mapping function according to a distribution type equal to 0, and 
for different values of Pr· Figure 8.7 shows the t iming charaderistics fora 
mapping according to a distribution type 2, and with the same values for 
the ether simuiatien parameters. 

Both figure 8.6 and tigure 8.7 show that the mean interarrival t ime becomes 
smaller when Pr is increased. Larger values of Pr will result in a reduction 
of the blocking delay that is inserted and therefore in smaller interarrival 
times. Smaller interarrival times correspond to a larger throughput. The 
maximum value of the actual throughput that will occur equals the average 
throughput of the memory access traflic in case the traflic is not affected by 
the main memory performance. This maximum throughput equals 

- 1 
T = = 19Maccesses per sec 

53.84 ns 
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The average memory bandwidth that is achieved for the application of dis
tribution type 0 equals 

- 1 1 
B = - = --- = lOM accesses per sec 

te 100 ns 

This average memory bandwidth is smaller than the maximum average 
throughput. When Pr is increased, then the actual throughput can only in
crease until the average memory bandwidth is fully utilized. If this stage is 
being approached in a heavily loaded main memory, then the memory band
width will increasingly determine the timing of the memory access traffic. 
This is shown in figure 8.6. For larger val u es of Pr, the mean interarrival 
time approaches the memory cycle time. At the same time the self-similar 
character of the access traffic disappears. For Pr equal to 32 and 64 no 
self-similar properties are found. 

Application of optima! interleaving with distribution type 2 results in an 
average memory bandwidth equal to 

4 
B=--

tc + 3tc' 

4 
--- = 23M accesses per sec 
175 ns 

This is larger then the maximum throughput ofthe memory access traffic. In 
this situation, largervalues of Pr will reduce the impact of the main memory 
performance on the memory access traffic. The timing of the access traffic 
as shown in figure 8. 7 approaches the val u es that were listed in figure 8.4. 

8.4 Self-similar Traffic Generation 

A memory access trace T with interarrival timing that is characterized by a 
mean J..L and a varianee a 2 can easily be transformed into a memory access 
trace T 1 with different mean and varianee values J..L1 and a'2 through linear 
transformations on the interarrival times. The H urst factor will remain the 
same for both traces [Droz96a]. This principle will be used to generate 
several traces with different mean values and varianee values from a set of 
existing traces with specific self-similarity properties. 

The following paragraph shows that it is not possible to create all com
binations of mean values and varianee values from a given memory access 
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trace. The succeeding paragraph discusses the principles and limitations of 
a well-know self-similar traflic generator based on fractional Brownian mo
tion. Paragraph 8.4.3 discusses the way self-similar traflic is generated that 
is used for validating the adaptive main memory concept. 

8.4.1 Trace Transformations 

If the interarrival times of a memory access trace r, consisting of w accesses, 

are described by a sequence {01, 02, ... , Ow-1}, where 

(8.7) 

represents the interarrival time between the kth and ( k + 1 )th access, then 
the 

0'2 = (I:;=-~ (llk-,..))2 
w 

If the following linear transformation is applied on each interarrival time 

then a memory access trace r' is obtained with 

J.L1 = a · J.L + b 

This shows that by selecting the appropriate values for a and b a memory 
access trace T with mean J.L and varianee a 2 can easily be transformed into a 
tracer' with desired mean J.L1 and varianee a'2• However, si nee all interarrival 
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times may not be negative, the values of a and bare restricted by the smallest 
value of ok in the following way 

V 0 ~ k < w - 1 : 0~ ~ 0 

V 0 ~ k < w- 1 :(a· Ok+ b) ~ 0 (8.8) 

8.4.2 Fractional Brownian Motion 

Fractional Brownian motion is a well-known structure that has self-similar 
properties [Mandel83]. Several ways exist to genera te Fractional Brownian 
motion. Here a methad will be discussed that is known as random midpoint 
displacement [Peitgen92] [Fournier82J . 

Random midpoint displacement generates Fractional Brownian motion with 
a given Hurst parameter in multiple iterations[Droz96b] : 

Initialization x[O] = 0 
x[1] = G1 

Iteration 1 x[tJ = x[O]~x[l] + rG2 

Iteration 2 x[!J = x[O]~x(~] + r2G2 

[ ~] _ x(t]+x[l] + 2G x 4 - 2 r 3 
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where r = 2~ and Gi are normal distributed random numbers. 

The series that consists of the difference between two samples of fractional 
Brownian motion is denoted as fractional Brownian noise. For more details 
is referred to [Droz96b]. 

Validation 

Several traces with self-similar interarrival time distributions have been gen
erated using a traffic generator based on fractional Brownian motion. 

However, it appeared to be impossible to transfarm such a trace with a 
specific Hurst factor, into traces with mean and varianee values in the range 
shown in tigure 8.4. For a given mean, the maximum varianee that could be 
achieved appeared to be at least a factor 10 smaller. 

8.4.3 Self-similar Traffic Generation through Trace Transfor
mations 

To overcome the incapability of the traffic generator based on fractional 
Brownian motion, to generate self-similar interarrival times that matches 
with realistic memory access traffic, a different approach has been used. 
Instead of using a synthetic interarrival time generator, a set of selected 
memory access traces of the benchmark programs will be used to generate 
traces with the required charaderistics through application of the transfor
mations as discussed in paragraph 8.4.1. 

The selected traces tagether with their charaderistic parameters are shown 
in tigure 8.8. 

Benchmark trace Varianee Mean H urst factor 
awk 27435.64 53.84 0.64 
085.gcc 78448.55 77.18 0.80 
tex 22078.26 44.85 0.88 

Figure 8.8: Selected traces for traffic generation 
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8.5 Preliminary Throughput Adaptation 

The preliminary adaptation algorithm that will he used here to determine 
possible performance gains that can he achieved by throughput adaptation, 
is basedon an on-line learning principle and involves the following operations 
and assumptions. 

The adaptation algorithm tries to maximize main memory performance by 
finding the correct balance between the access delay and memory bandwidth 
that for the given throughput and address characteristics of the memory 
access traffic, results in the lowest latency as described in paragraph 4.6. 
For reasans of simplicity, only address mappings that involve one distribu
tion type wil! he used. Therefore, the realization of possible dependencies 
between the throughput and bank access distribution, as described in para
graph 4.5, will nat he investigated here. 

The workload for which the adaptation wil! he performed, is assumed to 
consist of a program that wil! he executed multiple times on a single pro
cessor system. This program is assumed to he responsible for all or most 
of the memory access traffic that is generated during the time between the 
start and end of its execution. 

Initially, for each execution of a program a different address mapping is 
applied, until all distribution types have been applied that are supported 
by the main memory configuration. Changing the address mapping befare 
a new execution run of the program requires interaction with the virtual 
memory manager to swap virtual pages related to the program to the disk 
and back. For each of these execution runs, the main memory performance 
is measured and registered . When all different distribution types have been 
applied, the one that results in the lowest latency will he selected and suc
cessive executions of the program will all he performed with this mapping. 

It should he noted that in this way the best mapping scheme is selected also 
based on its interleaving performance for the address characteristics of the 
memory access traffic. 

In order to investigate the effect of the timing characteristics of the memory 
access traffic on the selection of the best mapping scheme, the following 
paragraph wil! present the results of several simulations that have been 
performed using the traffic generator presented in paragraph 8.4 on a main 
memory with 'optima! interleaving'. Next the results of the adaptation 
methad described here are presented for simulations with actual memory 
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access traffic generated from the benchmark processor traces. 

8.5.1 Synthetic Trace Simulations 

A total of 60 traces have been generated by the traffic generator to ob
tain all possible combinations of the timing parameters shown in figure 8.9. 
These traces have been fed to the main memory simulator with the same 
parameters as shown in figure 8.5 (blocking delay insertion is not used). 

Figure 8,10 (a), (b), and (c) illustrate how the average latency is affected by 
variations in the mean and varianee of the interarrival time for three different 
distribution types, while the Hurst factor is kept constant. Figure 8.11 and 
figure 8.12 do the same for the situation that the varianee respectively the 
mean interarrival time is kept constant. In bath figures only the result for 
the application of one distri bution type is shown. It appears that the average 
latency becomes larger for increases in the varianee and the H urst factor, 
and for decreases in the mean interarrival time. 

Figure 8.10 illustrates the main memory performance for application of map
ping with distribution types 1, 2, and 3. As can be seen in this figure, de
pendent upon the traffic characteristics different distribution types lead to 
the lowest latency. This is illustrated more clearly in figure 8.13. In this 
figure the average latency that is achieved for each of the distri bution types 
0,1,2, and 3 is shown for memory access traffic with 4 different combinations 
of timing parameters. The timing parameters are selected such that each of 
the distribution types results in the lowest average latency once. 

The latency figures shown here involve an address mapping function that 
perfarms an optima! interleaving of the accesses over the memory banks. 
The differences in performance therefore are only d ue to the timing of the 
memory accesses. In the next paragraph, simulation results will be presented 
that also include the effects of the address characteristics. 

Parameter Val u es 
Varianee (ns2 ) 5000, 10000, 25000, 50000, 75000 
Mean (ns) 75, 90, 120, 150 
Hurst factor 0.64, 0.80, 0.88 

Figure 8.9: Generated traffic timing charaderistics 
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Figure 8.10 (a) distribution type i= 1 
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Figure 8.10 (b) distribution type i= 2 



8.5. Preliminary Throughput Adaptation 

Avg. 
Latency 

(ns) 

lnterarrivaJ time 
Varianee (ns2) 

150 

Mean 
lnterarrivaJ time 

(os) 

Figure 8.10 (c) distribution type i= 3 

Figure 8.10: Variabie mean and variance, Hurst factor= 0.64 
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Figure 8.11: Variabie mean and Hurst factor, varianee = 25000 ns2 , distri
bution type i = 1 
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Figure 8.12: Variabie varianee and Hurst factor, mean = 120 ns, distribution 
type i= 0 

120/5000/0.88 150175000/0.64 75/25000/0.64 75/25000/0.88 

Interarrival time (ns) 
Mean/V ariance!Hurst factor 

lltype 0 

•type I 

Dtype 2 

IJ type 3 

Figure 8.13: 'Distribution type performance' for 4 different combinations of 
timing parameters 
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8.5.2 Benchmark Trace Simulations 

Simulations have been performed with the benchmark traces, using the same 
cache simulator and timing generator parameters that were shown in fig
ure 8.1 as well as the blocking delay insertion and main memory simulator 
parameters listed in figure 8.14. The applied LUT-based address mapping 
is the same as the one described in paragraph 7.4, which intends to imprave 
the interleaving of the memory accesses over the memory banks by adjusting 
to the cache and program imposed reference patterns. The interteaving per
formance of the mapping method for the given address characteristics of the 
memory access traffic, as well as the throughput adaptation, both influence 
the main memory performance. 

Figure 8.15 shows the average latencies that were obtained for each of the 4 
different distri bution types for several benchmark programs. For the given 
simulation parameters listed in figure 8.1 and figure 8.14, the lowest average 
latency is achieved when distribution type 1 or 2 is applied. 

Figure 8.16 lists the latencies averaged over the benchmarks shown in fig
ure 8.15 for each distri bution type, and for the lowest latency that is achieved 
per benchmark. The adaptation algorithm will select the distribution type 
that results in the lowest latency and will use that for all program executions 
after the 'learning runs' have been completed. 

Parameter Value 
Blocking delay max. number of pending 4 
insertion retrieve operations, Pr 
Main memory number of memory 8 
simulator banks, M 

bank width, W 4 
cycle time, te 100 ns 
fast cycle time, te' 25 ns 
access time, ta 50 ns 
mapping scheme LUT-based address mapping, 

distribution types 0,1,2,3 

Figure 8.14: Blocking delay insertion and main memory simulator parame
ters 
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085.gcc 034.mdjldp2 047.tomcatv 048.ora 

089.su2cor 090.hydro2d awk sed 

078.swm256 

yacc 

liltype 0 

•type I 

Dtype 2 

IJ type 3 

El type 0 

•type I 

Dtype 2 
IJ type 3 

Figure 8.15: Main memory performance for various benchmarks and distri
hu ti on types 
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Benchmark type 0 type 1 type 2 type 3 best 
085.gcc 355.76 203.37 191.31 276.08 191.31 
034.mdjldp2 345.36 202.53 240.78 405.47 202.53 
047.tomcatv 299.59 211.46 261.23 420.22 211.46 
048.ora 101.44 97.58 128.94 227.09 97.58 
078.swm256 445.12 309.22 347.37 608.18 309.22 
089.su2cor 438.11 284.08 347.39 532.49 284.08 
090.hydro2d 406.84 217.50 188.44 262.42 188.44 
awk 469.11 275.32 214.46 280.27 214.46 
sed 109.29 100.32 138.65 244.21 100.32 
yacc 312.01 211.54 174.73 264.85 174.73 
average 328.26 211.29 223.33 352.12 197.41 
ga in 39.86% 6.56% 11.60% 43.93% 

Figure 8.16: Latency (ns) and throughput adaptation gain (%) for various 
benchmarks and distribution types 

8.5.3 Conclusions 

All conventional address mapping methods that have been evaluated in chap
ter 5, apply only one distribution type. Usually this is distribution type 0 on 
memory banks with a width equal to the cache line size, {V = 1. The address 
mapping applied in the SGI Power Challenge processor is an example of a 
mapping scheme according to a fixed distribution type 1 (paragraph 1.3.1). 

The performance gain of LUT-based address mapping supporting multiple 
distribution types over conventional mappings which only support a single 
distribution type, will be determined in the following way. The lowest la
tencies that are the result of applying the distribution type selected by the 
preliminary adaptation algorithms, are compared to the latencies achieved 
when only mappings with fixed distribution types are used. 

Figure 8.17 shows the execution speedups that are achieved by selecting for 
each benchmark the distribution type that leads to the lowest latency for 
the values in figure 8.16. These speedups are calculated in the same way 
and with the same workload and computer parameters that have been used 
in paragraph 7.4.2. 

The values shown in figure 8.17 present the speedup that is obtained for 
application of preliminary throughput adaptation in combination with pre
liminary reference adaptation, compared to application of preliminary ref-
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Global cache 
miss rate 

2.5% 5.0% 
type 0 23% 32% 
type 1 3% 4% 
type 2 5% 7% 
type 3 28% 41% 

Figure 8.17: Execution speedup for combined preliminary throughput ada~ 
tation and reference adaptation compared to reference adaptation only with 
fixed distribution types 0, 1, 2, and 3 

erenee adaptation only with a fixed distribution type equal to 0, 1, 2, and 
3. Since the speedups listed here are compared to a LUT-based address 
mapping on which reference adaptation has been applied, the performance 
gains compared to sequentia! interleaving will even he bigger. 

The mapping according to distri bution type 0 in the simulated main memory 
organisation, maps one memory access toa 32 byte cache line u pon 8 parallel 
bank accesses to all 8 memory banks, which are each 4 bytes wide. In 
this case, reference adaptation cannot he applied and the main memory 
performance experienced is the same as that of a main memory consisting 
of 1 memory bank being 32 bytes wide, upon which sequentia! interleaving 
is applied (which means that the entire block address is simply used as the 
intern al bank address). Therefore, only for the distri bution types larger 
then 0, reference adaptation will result in performance gains over sequentia! 
interleaving. 

If it is simply assumed that the application of reference adaptation in the 
simulated main memory would result in the samespeedups that were found 
in the previous chapter (figure 7.18), then the resulting speedups of the 
combined application of reference and throughput adaptation over sequen
tia! interleaving are the ones that are shown in tigure 8.18. The mappings 
applied in the IBM RS/6000 SMP with PowerPC 620 processors and the 
SGI Challenge SMP involve a distribution type 0 and a distribution type 1 
respectively (paragraph 3.2.1). Compared to these two types of mappings, 
combined throughput and reference adaptation would result in execution 
speedups between 8% and 38%. 

As described in paragraph 7.4.2, these values can he considered very con-
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Global cache 
miss rate 

2.5% 5.0% 
type 0 27% 38% 
type 1 8% 13% 
type 2 10% 16% 
type 3 32% 46% 

Figure 8.18: Execution speedup for combined preliminary throughput adap
tation and reference adaptation compared to sequentia! interleaving with 
fixed distribution types 0, 1, 2, and 3 

servative, since only single processor traces have been used for validation. 
The gains that can be achieved in multiprocessor systems can be expected 
to be significantly higher. 

In order to forecast a possible gain, the latency reductions have been calcu
lated for the combined application of the preliminary throughput and ref
erence adaptation algorithms. In figure 7.16 and figure 7.17 the average la
tency reduction that is achieved by reference adaptation over a conventional 
mapping based on sequentia! interteaving is about 20%. If this reduction is 
'added' to the latency reductions shown in figure 8.16 for distribution types 
1, 2, and 3, then the latency reductions shown in figure 8.19 are obtained. 

The latendes shown in figure 7.16 are in the range between 200 ns and 
350 ns. In a multiprocessor system, latendes around and above 500 ns are 
not uncommon today. Figure 8.20 shows the resulting speedups if an average 
latency of 500 ns is used in the calculations. In this case, the increased 
average latency results in a larger effect of the main memory performance 
on system performance. 

This shows that latency reductions between 25% and 40% can be achieved 
with the combined application of throughput and reference adaptation over 
conventional mapping methods similar to the ones applied in the SGI Chal
lenge SMP and IBM RS/6000 SMP, which correspond to execution speedups 
in the range between 18% and 43%. 

Even larger performance gains can be expected in the future due to the 
two consequences mentioned at the end of paragraph 7.4.2, namely that 
with the growing load on main memory, more performance gains can be 
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Latency 
reduction 

type 0 40% 
type 1 25% 
type 2 29% 
type 3 55% 

Figure 8.19: Latency reduction for combined preliminary throughput adap
tation and reference adaptation compared to sequentia) interleaving 

Global cache 
miss rate 

2.5% 5.0% 
type 0 32% 43% 
type 1 18% 24% 
type 2 22% 29% 
type 3 50% 72% 

Figure 8.20: Forecasted execution speedup for combined preliminary 
throughput adaptation and reference adaptation compared to sequentia) in
terleaving for average latendes around 500 ns 

achieved through a better distribution of the memory accesses over the 
memory banks, and that the main memory performance will become a more 
dominant factor determining overall computer system performance. 

lt is the author's expectation that in about 5 years, due to increased load 
on main memory and due to enhanced adaptation algorithms, application of 
throughput and reference adaptation will lead to latency reductions in the 
order of 50% over sequentia) interleaving for many general-purpose work
loads, and even bigger reductions for large scientific workloads in which typ
ically more patterns can be distinguished in the memory reference behavior. 
Due to the growing infiuence of main memory performance on computer sys
tem performance, these latency reductions would correspond to significant 
speedups that will approach 100% for general-purpose workloads and even 
more for scientific workloads. 

When camparing the performance gains that can be achieved by LUT
based address mapping supporting multiple distribution types, over map
ping methods that only support one fixed distribution type, the additional 
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costs and complexity required to have a main memory that supports multiple 
distribution types must also be taken into account. Due to the growing per
formance gap between processor and DRAM technology it seems to be only 
a matter of time before the performance gains will justify the application of 
throughput adaptation. 

8.6 Summary 

This chapter has introduced a self-similar timing model for memory access 
trafik inspired by an artiele ofVoldman, Mandelbrot and others [Voldman83], 
in which they present their discovery that the time between two cache misses 
in a stressed cache has a fractal distribution. Although self-similar properties 
have been found and utilized in many areas, this thesis is the first to present 
a self-similar timing model for memory access traffic and its application in 
main memory design. 

The timing model characterizes memory access timing using mean and vari
anee values to describe first-order properties, and a Hurst factor to describe 
self-similar second-order properties. Analysis of memory access traffic that 
has been obtained through simulation of single processor traces of beneh
mark programs, clearly confirmed the self-similar nature of memory access 
traffic. Hurst factors were found in the range between 0.64 (weak self-similar 
properties) to 0.93 (strong self-similar properties) for situations in which the 
throughput of the access traffic is far below the memory bandwidth. The 
simulations showed that if the load on main memory grows, then the timing 
of the memory access traffic is increasingly determined by the memory tim
ing parameters and the self-similar character of the traffic disappears. This 
is due to the effect of main memory performance on program execution and 
memory access traffic. 

A total of 60 synthetîc traces of memory access traffic have been generated 
with different timing characteristics, to investigate the effect of each of the 
model parameters on main memory performance for four different distribu
tion types. For a given distribution type and set of simulation parameters, 
the average latency increased for traffic having an interanival time distri
bution with larger varianee and Hurst factor, and smaller mean values. The 
distribution type that provides the lowest average latency, appeared to be 
different for different combinations of traffic characteristîcs. 



222 Chapter 8. Throughput Adaptation 

The preliminary adaptation algorithm that has been studied, involves only 
mappings that apply one distri bution type over the entire address space. The 
algorithm selects the distribution type that leads to the best performance 
using an on-line learning mechanism which involves several 'learning-runs' 
in which the main memory performance is determined and registrated for a 
set of multiple distribution types. 

Simulations have been performed in which throughput adaptation in com
bination with reference adaptation is applied on the memory access traffic 
generated from individual benchmark programs running on a single proces
sor system. For the given set of benchmarks and simulation parameters, 
latency reductions were achieved in the range between 25% and 40% com
pared to conventional mapping methods applied in general-purpose com
puter systems. These latency reductions correspond to execution speedups 
between 8% and 38% for single processor systems today and in the very near 
future. Based on these results, execution speedups were forecasted for mul
tiprocessor systems, in the range between 20% and 43%. For future systems, 
speedups are expected (by the author) that are in in the order of 100% for 
general-purpose workloads and even more for scientific workloads. 
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Conclusions 

9.1 Achievements 

The main memory design presented in this thesis has demonstrated that it 
is possible and worthwhile to realize a tighter coupling between software, 
cache, and main memory. The design is embedded within the concept of an 
adaptive main memory. The two key elements that have been developed as 
part of this concept are 

1. a dynamically adjustable address mapping method, 

2. a self-similar timing model for memory access traffic and its application 
in adapting main memory operation to access characteristics. 

These issues are completely new and could lead to a fundamentally new 
approach in memory systems design. 

The feasibility of the concept has been demonstrated. The concept has been 
validated by applying a set of preliminary adaptation algorithms to several 
memory access traces of benchmark programs. The simulations have demon
strated that significant performance gains can be achieved over conventional 
main memory designs. 

The adaptive main memory concept can be employed in state-of-the-art and 
next-generation computer systems in various ways. The simplest applica
tion would only require some rearrangement of logic within a conventional 
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memory controller. The most advanced form of application would require 
additional multiplexing logic in the data path between processors and main 
memory, and modifications to the virtual memory manager component of 
the operating system. 

The design presented in this thesis can be used directly to implement a 
main memorybasedon a partial employment of the adaptive main memory 
concept. This partial employment is ba.sed on the restrietion that traffic 
charaderistics have to be known in advance, instead of being collected and 
predicted dynamically, and the application of adaptation algorithms that do 
not take into account the interaction with the virtual memory manager nor 
the effects of the main memory performance on the memory access traffic 
characteristics. For full employment, further work is necessary on the topics 
mentioned here. 

This thesis ha.s resulted in two patent applications 'Address Mapping for Sys
tem Memory' [Lunteren97] and 'Address Mapping for Configurable Memory 
System' [Lunteren98]. 

9.1.1 Adaptive Main Memory Concept 

The concept of adaptive main memory involves that operating system and 
compiler are provided with means to control main memory, which is then 
used to dynamically adapt main memory operation to the way in which it 
is used by programs while taking into account processor and cache param
eters. The adaptive main memory concept includes the specification of an 
adjustable address mapping function, the definition of the adaptation tar
gets, an implementation concept for the adaptation algorithms, and some 
ideas regarding the collection and prediction of the required memory access 
traffic parameters. 

A main memory model ha.s been developed to incorporate the impact of 
the address mapping operation on main memory performance. The model 
represents the average memory bandwidth and access delay that are experi
enced by memory access traffic as a function of the bank access distribution 
and memory access interleaving properties of the address mapping function. 
Based on the timing charaderistics of the access traffic, the address mapping 
function should be adjusted such that the sum of the resulting contention 
and access delay is minimaL 
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9.1.2 Memory Access Traffic Model 

A traffic model has been created to characterize the address and timing 
properties of memory accesses to main memory at the memory bus level. 

Address charaderistics are modelled using strides. This is clone at the vir
tual page level and at the processor level to cover reference patterns that are 
imposed by programs respectively by cache operation. The memory access 
timing model is based on a self-similar interarrival time distribution. This 
involves characterization of the interarrival times by a Hurst factor, in ad
dition to mean and varianee values. The Hurst factor represents a measure 
for the burstiness of the traffic. The model has been validated by analysis 
of memory access traces of benchmark programs. 

9.1.3 Adjustable Address Mapping 

L UT-based address mapping has been invented to serve as the adjustable 
address mapping fundion required to realize an adaptive main memory. 
LUT-based address mapping allows the creation of mappings that cannot 
be created by conventional mapping methods. 

A navel feature of LUT-based address mapping is the support of multiple 
distribution types. This means that individual cache lines can be mapped 
in different ways on multiple memory locations. This allows the exchange 
of memory bandwidth for access delay and vice versa for the access traffic 
to specific parts of the address space. No other mapping methad has been 
reported that has this feature. 

In addition the combination of the following features is unique compared to 
all other existing mapping methods: 

1. Mappings can he changed dynamically. This is clone by changing the 
contents of a lookup table. 

2. Support of multiple mapping schemes at the same time. This means 
that different parts of the address space can be mapped in different 
ways. 

3. Support of any number of memory banks (not only a power-of-2), and 
memory banks that do not have identical sizes. 
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4. Access sequences that involve two power-of-2 strides can he distributed 
perfectly over any power-of-2 number of memory banks. 

5. Support of non-power-of-2 and non-integer intedeave factors. 

6. Simple, fast, and cheap implementation consisting of a small lookup 
table, and optionally some multiplexer logic and a small adder (sup
port for burst accesses that is included in new DRAM circuits such 
as SDRAM could remave the need for an adder). A main memory 
consisting of 4 memory banks could he served by a 4 x 4 lookup table 
with 2 bit entries, resulting in a total of 32 bits. 

9.1.4 Validation using Preliminary Adaptation Algorithms 

A set of preliminary adaptation algorithms has been developed that only 
take the address and timing charaderistics of the memory access traffic 
over the memory bus into account. Simulations have been performed and 
have proved that adaptation algorithms that take the self-similar properties 
of the access traflic into account lead to significantly better performance 
over algorithms that consider only first-order properties. 

Simulations with memory access traflic generated from benchmark proces
sor traces have demonstrated that application of reference adaptation can 
achieve execution speedups between 6% and 10% for single processor systems 
with computer and workload parameters that are likely to occur today and in 
the near future. The combination of reference adaptation with throughput 
adaptation resulted in latency reductions between 25% and 40% compared 
to conventional mapping schemes applied in general-purpose computer sys
tems, which correspond to execution speedups in the range between 8% and 
38% for single processor systems. For multiprocessor systems, execution 
speedups in the range between 18% and 43% were estimated based on the 
simulation results with single processor systems. 

If no new starage technology were to be invented that is in same cast cat
egory as DRAM technology but much faster, then the execution speedups 
that can be achieved by applying the adaptive main memory concept will in
crease with the growing gap between processor and DRAM performance, for 
the following two reasons. The increasing laad on main memory that is due 
to this growing performance gap allows the achievement of even more per
formance gains through the application of throughput and reference adap
tation. At the same time, the growing gap enlarges the influence of main 
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memory on the entire computer system performance. 

Based on these observations, the author expects that within half a decade, 
enhanced adaptation algorithms can achieve speedups that are of the order of 
100% for general-purpose workloads and even more for scientific workloads. 

9.2 Future Work 

For full employment of the adaptive main memory concept, further work is 
required on the measurement and prediction of the memory access traffic 
charaderistics on the memory bus, and on the adaptation algorithms. 

Traffic Characteristics Collection and Prediction 

The adaptive main memory concept specifies that address mapping adjust- · 
ments are made the moment that data is loaded from disk into main memory. 
This means that the adjustments take place befare the data is actually being 
accessed. Therefore it is necessary to predict in advance the charaderistics 
of the memory access traffic to that data. It remains to be investigated 
how off-line methods, for example based on program analysis tools, and on
line methods, for example based on bus monitors, can be applied for this 
purpose. 

D.F. Thiébaut and others have presented interesting research related to 
this issue [Thiébaut89] [Singh92]. They describe a way to characterize the 
locality of programs using a fractal dimension. Th is allows calculation of the 
miss rates, and thus, the resulting number of accesses to main memory as a 
function of the cache size. Perhaps it is possible to link the fractal dimension 
of a program directly to the self-similarity properties of the access traffic to 
main memory that is the result of cache misses. 

Adaptation Algorithms 

This thesis has presented a set of preliminary adaptation algorithms that 
only take the traffic charaderistics occurring at the memory bus level into 
account. Definitive adaptation algorithms should also take virtual memory 
management operation and the effects of main memory performance on the 
memory access traffic into account (paragraph 3.6.1). 
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Bath virtual memory management and address mapping adjustments have 
an impact on the performance of the memory hierarchy. The decision to 
update the mapping of a specific region within the address space should 
therefore be based on the effect on the memory performance due to the 
address mapping adjustment as well as the consequences for the virtual 
memory system. One extreme would be to adjust the mapping of a region 
within the address space, only at the moment that the virtual memory man
ager determines that the pages cantairred in that region are to he replaced 
by new pages, based on a standard replacement policy (e.g., last recently 
used). Another extreme situation would be to remove all pages from a re
gion, every time the adaptation algorithms indicate that an address mapping 
adjustment should be made. A better result could be achieved when adap
tation algorithms also consider virtual memory aspects, and virtual page 
replacement policies take address mapping effects into account. 

The preliminary adaptation algorithms select a mapping scheme based on 
the charaderistics of the memory access traffic fora specific workload. These 
algorithms do nat take into account that changing the mapping scheme to 
imprave the main memory performance can lead to different traffic charac
teristics due to the effect of main memory performance on program execu
tion. In order to find the optima! address mapping that results in the best 
main memory performance for a specific workload, the effects on the traffic 
charaderistics also need to he taken into account. 

Within computer systems several differ~mt types of dependendes can oc
cur between memory access traffic and main memory performance due to 
various software (e.g., compilers) as wellas hardware aspects (e.g., number 
of processors, processor architecture, cache, memory bus protocol). Taking 
these individual dependencies into account requires dependency roodels that 
are specific to a certain range of systems and workloads. Same of the model 
parameters that are related to workload charaderistics could be determined 
using off-line program analysis tools, for example data and control depen
dendes that occur between the instructions of a program. Another possible 
methad to determine the dependendes between main memory performance 
and memory access traffic consistsof on-line learning algorithms that 'study' 
the memory access traffic charaderistics of a workload by bus monitoring 
for different levels of main memory performance. 

In addition to the two adaptation algorithm aspects mentioned here, even 
more advanced algorithms could be developed that implement 'Quality of 
Service' support, which allows allocation of different levels of main memory 
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performance to tasks that have different priorities. The realization of an 
adaptation algorithm that supports quality of service is likely to become 
more attractive as main memory performance becomes a more dominant 
factor in overall computer performance due to the widening gap between 
processor and DRAM performance. 
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Appendix A 

Benchmark Processor Traces 

Figure A.2, figure A.l, and figure A.3 list the selected benchmark programs 
tagether with a short description. The SPEC92 benchmark descriptions are 
based on [Reilly92]. 

Processor traces of the programs listed in figure A.2, figure A.l, and fig
ure A.3 were obtained from a trace database maintained by the Paral
lel Architecture Research Labaratory at the New Mexico State University 
(http:j jtracebase.nmsu.edu). The traces originate from single processor sys
tems, based on MIPS R2000 and Spare processors. 

The processor traces only contain memory references that occur during pro
gram execution. Each memory reference is described by the following two 
parameters 

• the reference type, which can he instruction fetch, retrieve data, or 
store data 

• the byte address involved in the reference 

No timing information is included in the traces. 

Figure A.4 lists for each trace, the processor on which it was collected, the 
number of instruction fetches and the total number of references. 
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Benchmark 11 Application Description 

034 .mdljdp2 Quanturn chemistry Application that solves equations 
of motion for a model of 500 

11 atoms interading through the 
idealized Lennard-Jones pot-ential 
(double precision) 

039.wave5 Electromagnetism Application that solves partiele 
and Maxwell 's equations on a 
Cartesian mesh 

047.tomcatv Geometrie Translation Generation of two-dimensional, 
boundary-fitted coordinate systems 
around general geometrie domains 

048.ora Opties Traces rays through an optica! 
surface containing spherical and 
planar surfaces 

056.ear Medica! Simulation Simulation of the human ear by 
converting a sound file to a 
cochleagram using FFTs and other 
math library functions 

077 .mdljsp2 Quanturn Physics Similar to 034 .mdljdp2, but single 
.. 

prec1s10n 
078.swm256 Simulation Application solving a system of 

shallow water equations finite 
difference approximations with a 
256 x 256 grid 

089.su2cor Quanturn Physics Calculation of masses of elementary 
particles based on the Quark Gluon 
theory 

090.hydro2d Astrophysics Application that solves hydra-
dynamica! Navier Stokes equations I 

calculate galactical jets 
093.nasa7 NASA Kernels Seven program kernels performing 

operations frequently used in NASA 
applications such as FFTs and 
matrix operations 

Figure A.l: SPEC92 CFP benchmarks 
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Benchmark 11 Application Description 

008.espresso Logic design Generation and optimization of 
Programmabie Logic Arrays 

022.li Interpreter LISP interpreter solving the nine 
queens problem 

023.eqntott Logic design Translation of a boolean equation 
toa truth table 

026.compress Data compression Lempel-Ziv data compression 
(Unix utility) 

072.sc Spreadsheet Computation of budgets, SPEC 
metrics, and amortization schedules 
within a Unix spreadsheet 

085.gcc Compiler GNU C compiler translation of 
preprocessed C souree files into 
optimized Sun-3 assembly code 

Figure A.2: SPEC92 CINT benchmarks 

Benchmark 11 Application Description 

awk File processing Unix utility that finds lines in 
files that match given patterns and 
performs specified actions on these 
lines 

sed File processing A stream editor that allows to 
modify files according to predefined 
edit scripts 

tex Text processing Text formatting and typesetting tool 
yacc Text parsing Unix tool that generates an LALR(l) 

parsing program from a context-free 
grammar specification 

Figure A.3: Applications 
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Benchmark Processor Instruction Total number 
fetches of references 

008.espresso Spare 8,266,728 10,000,000 
022.li Spare 7,257,462 10,000,000 
023.eqntott Spare 7,776,877 10,000,000 
026.compress R2000 8,014,160 10,459,159 
072.sc Spare 7,963,384 10,000,000 
085.gee Spare 78,798,313 100,000,000 
034.mdljdp2 R2000 65,000,000 84,233,871 
039.wave5 R2000 65,000,000 78,282,009 
047.tomeatv Spare 7,378 ,857 10,000,000 
048.ora R2000 65,000,009 82,942,488 
056.ear R2000 65,000 ,001 80,400,251 
077 .mdljsp2 R2000 65,000,003 76,954,695 
078.swm256 R2000 65,000,001 87,416,474 
089.su2eor R2000 65,000,001 88,755,536 
090.hydro2d R2000 8,248,427 10,985,700 
093.nasa7 R2000 65,000,000 99,731 ,796 
awk R2000 62,834,833 86,435 ,124 
sed R2000 7,717,459 9,752,248 
tex R2000 50,288,264 66,829,759 
yaee R2000 9,664,466 12,186,384 

Figure A.4: Benchmark trace properties 
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Simulation Environment 

Figure B.l shows a block diagram of the simulation environment. The simu
lation environment has been designed to handle both traces of 'real' memory 
bus traffic as well as traces that are obtained through simulations from pro
cessor traces. 

Ll/L2 Cache Simulator 

The cache simulator simulates the operation of an Ll and L2 cache, for 
processor traces as described in appendix A. 

For each cache, the following parameters need to he specified 

• cache size 

• cache line size 

• set-associativity 

• write policy (write-through or copy-back) 

• write-miss policy (write allocate or no-write allocate) 

The cache simulator output consists of the sequence of main memory ac
cesses that are required to service the misses in the L2 cache. Since proces
sor traces do not need to include timing, the cache simulator does riot have 
a notion of time. For this reason, each main memory access is characterized 
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Processor 
Trace 

LIIL2 
Cache 

Simulator 

Cache simulator output 

Memory access trace 
for 'perfect' main memory 

Memory access trace 

Timing 
Generator 

number of pending 
retrieve operations 

Blocking 
Delay 

Insertion 

Figure B.l: Simulation environment 

Ma in 
Memory 
Simulator 

by a type (retrieve or store), a. block a.ddress, and instea.d of a timestamp 
the position of the memory reference within the processor trace that caused 
the L2 cache miss. 

The retrieve and store operations that are executed to replace a dirty ca.che 
line in a copy-ba.ck cache, will initially have the same timesta.mps (which will 
be adjusted by the timing generator as will be discussed next). Ho wever, 
the order of the two memory accesses can be selected 

• retrieve foliowed by store (this implies a write buffer) 

• store foliowed by retrieve (no write buffer) 

Timing Generator 

The timing generator calculates for each memory access a timestamp assum
ing a zero dela.y in Ll and L2 cache operation and under the assumption 
of a perfect main memory as discussed in paragraph 3.6.3. If the processor 
trace contains timing information, then the timestampsof the memory ref
erences in the processor trace that ca.use L2 ca.che misses, are used to label 
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the memory accesses to main memory that are performed to service these 
cache misses. If the processor trace does not contain timing information, 
then the number indicating the position of the memory reference within the 
processor trace, is multiplied with a constant value, tp and the result is used 
as timestamp. The value tp is for reasans of simplicity denoted as processor 
clock cycle. The value t~ is called processor speed. 

Timestamps of successive memory accesses are adjusted if necessary, toen
sure that the interarrival times equal at least one bus doek cyde, tB, in 
order to realize the memory bus model described in paragraph 3.3. This is 
also applied on the combination of a retrieve and store operation that are 
executed to replace a dirty cache line in a copy-back cache. The interval 
between these two memory accesses will he exactly one bus doek cyde. 

To summarize, the following two parameters are required by the timing 
generator 

• processor doek cyde tp 

• bus doek cycle tB 

Blocking Delay lnsertion 

Befare a memory access trace is fed to the main memory simulator, blocking 
delays are inserted according to the dependency model described in para
graph 3.6.3. This model requires the following parameter 

• maximum number of pending retrieve operations Pr 

The main memory simulator provides the number of retrieve operations that 
are pending at given moments in time. Based on this information a blocking 
delay will he 'inserted' in the memory access trace such that the maximum 
number of pending retrieve operations, Pr wil! never he exceeded. 

The average blocking delay is reearcled that is inserted per memory access. 

Main Memory Simulator 

The main memory simulator incorporates the memory organization and 
technology model and memory controller model that are described in para-
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gra.ph 3.1 a.nd para.gra.ph 3.2. 

The input to the ma.in memory simulator consistsof a. memory a.ccess tra.ce. 
The following model parameters need to be provided 

• number of memory ba.nks M 

• number of stora.ge loca.tions per bank N 

• bank width W 

• page size P 

• cycle time te 

• fa.st cycle time te' 

• access time ta 

• an address mapping function 

The average latency per retrieve operation is recorded. 

Simulation Results 

The simulation results consist of the average latency (i.e., the ma.in mem
ory performance) and the average blocking delay tha.t is experienced per 
memory access. Ba.sed on these two figures the impact of the main memory 
performance on the overall computer performance ca.n determined according 
to the dependency model described in pa.ra.graph 3.6.3. 
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Stellingen 

1. De groeiende snelheidskloof tussen microprocessors en dynamisch random access 
geheugen beperkt de prestatie van computersystemen en vereist een betere afstem
ming tussen software, cache en systeemgeheugen. [dit proefontwerp] 

2. Het is mogelijk een regelbare address mapping functie te realiseren die even snel 
is als een conventionele statische address mapping functie, tegen vergelijkbare 
kosten. [dit proefontwerp] 

3. De optimale mapping, resulterend in de kortste toegangstijd, kan voor een 
gegeven systeemgeheugen worden afgeleid uit de tijd- en referentiekarakteristie
ken van het geheugenverkeer en hun afhankelijkheid van de systeemgeheugen
snelheid. [dit proefontwerp] 

4. Geheugenverkeer heeft een fractal interarrival time verdeling. Deze eigenschap 
dient in acht genomen te worden bij het ontwerpen van throughput adaptatie
algoritmen. [dit proefontwerp] 

5. Dissertaties en proefontwerpen hebben geen maximale houdbaarheidsdatum. Het 
is niet te zeggen hoelang en hoever hun invloed reikt. 

6. De eerste magnetron met internet-aansluiting komt binnenkort op de markt. Dit 
biedt ontwerpers van computervirussen een nieuwe interessante uitdaging. 

7. Het moeilijkste vraagstuk ter wereld is de inkomstenbelasting. [Albert Einstein] 

8. De meeste wetenschappelijke problemen zijn relatief eenvoudig (wanneer men ze 
begrijpt). Daarom zal een ambitieuze wetenschapper om zich zelf te beschermen 
moeten voorkomen dat collega's ontdekken dat dit ook geldt voor zijn onderzoek. 
[Nicholas Vanserg] 

9. Hoe meer kennis iemand vergaart, des te meer komt hij er achter dat er nog veel 
meer dingen zijn die hij niet weet. Hoe dommer een persoon is, des te meer denkt 
hij te weten. 

10. Het werken aan dit proefontwerp en het daarmee samenhangende gebrek aan 
sportieve activiteiten hebben mijn kennis alsook mijn drijfvermogen beduidend 
vergroot. 

11. Een expert is iemand die alle fouten heeft gemaakt die er binnen een heel klein 
vakgebied te maken zijn. [Ni els Bohr] 


